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Abstract

Seismicity forecasting has three major challenges: (1) the development of models or
algorithms to forecast of seismicity, (2) the evaluation and testing of the forecasts and
(3) the need for an appropriate software package. The goal of my thesis is to improve
seismicity forecasting. I do this by contributing to a solution for all of the three chal-
lenges, using data from the West Pacific and from Iceland. The thesis is split into three
chapters, each focusing on one of the challenges and each chapter will be (or already is)
published in a peer-reviewed scientific journal.

This first chapter (chapter 2 in this thesis) is about testing of seismic forecasts. The
Collaboratory for the Study of Earthquake Predictability (CSEP, www.cseptesting.org;
Jordan, 2006) has been conducting an earthquake forecast experiment in the western
Pacific. The data and forecasts of this experiment serve as example for this chapter. For
the three participating statistical models, I analyze the first four years of this experiment.
I use likelihood-based metrics to evaluate the consistency of the forecasts with the
observed target earthquakes, and I apply measures based on Student’s t-test and the
Wilcoxon signed-rank test to compare the forecasts. I estimate also the uncertainties of
the test results resulting from uncertainties in earthquake location and seismic moment.
The estimated uncertainties are relatively small and suggest that the evaluation metrics
are relatively robust.

In chapter 3 I focus on the forecast itself with an Operational Earthquake Forecasting
(OEF) experiment–forecasting seismicity in near real-time–for Iceland. The goal is to es-
timate the feasibility of OEF with the state-of-the-art models. I use the period between
2007 and 2010 and a sparsely processed catalogue as basis for a retrospective fore-
casting experiment with next-day forecasts. To better understand the effect of updating
cycle on the probability gain I also use scheme in which the forecasts are updated af-
ter every earthquake M ≥ 3. Three different models (ETAS, STEP and TripleS) and an
ensemble model consisting of three different models are used for this experiment. I
found that while there is still room for improvement, the forecasts model are capable
of producing usable forecasts even with the sparsely processed earthquake catalogue.
The ensemble forecast has the highest information gain, but the difference to the best
non-ensemble model is not significant.

Chapter 5 is about the technical aspects of seismicity analysis and forecasting. I in-
troduce in this a new software framework called MapSeis. MapSeis is an open-source
software framework with focus on statistical seismology and seismicity forecasting and
testing. It has been written by myself and is used in every single step in this thesis;,
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0. Abstract

because of the rather long development times and diverse tasks for which it has been
used, it provides a large variety of handy tools and functions and should address the
needs of many scientist working in this field. MapSeis has been built with expand-
ability and maintainability in mind and features a PlugIn system and clearly defined
application interfaces (API).

My contribution to the three challenges will help to improve seismicity forecasting,
but there is still room for improvement and especially the application of Operation
Earthquake Forecasting needs to be discussed, not only by scientists but also by the
public.
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Zusammenfassung

Es gibt drei Hauptherausforderungen bei der Seismizitäts Vorhersage, (1) die eigentliche
Vorhersage selbst, (2) das Testen der Vorhersage Modellen auf ihre Tauglichkeit und (3)
die technischen Aspekte, heisst das es eine geeignete Software Lösung benötigt wird
um Vorhersagen zu erstellen und zu testen. Das Ziel dieser Arbeit ist es Seismizitäts
Vorhersagen zu verbessern. Ich hoffe zur Verbesserung beizutragen in dem ich zu allen
drei Herausforderungen einen Verbesserung präsentiere. Die verwendeten Daten dafür
stammen aus dem West Pazifik und aus Island. Die Arbeit ist in drei Hauptkapitel
aufgeteilt, wobei jedes Kapitel sich auf eine der Herausforderung fokussiert und jedes
davon wird oder ist bereits publiziert in peer-reviewed scientific Journal.

Im erstem Kapitel (Kapitel 2 in dieser Arbeit) geht es um die Analyse und das Testen von
Seismizitäts Vorhersagen. Die Collaboratory for the Study of Earthquake Predictabil-
ity (CSEP, www.cseptesting.org; Jordan, 2006) betreibt ein Erdbeben Vorhersage Ex-
periment im West Pazifik. Diese Daten und Vorhersagen bilden die Grundlage für
dieses Kapitel. Ich habe für jedes der drei teilnehmenden Modelle die ersten vier Jahre
in diesem Experiment analysiert. Ich benutze ein auf Likelihood basierendes Mass
um die Vereinbarkeit der Vorhersagen mit den beobachteten Erdbeben zu bestimmen.
Zusätzlich wurde der Informationsgehalt der drei Modelle untereinander verglichen
mittels eines Student’s T-test und eines Wilcoxon Signed-Rank Tests. Ausserdem
habe ich den Fehlers dieser Testresultate hervorgerufen durch Ungenauigkeiten in der
Lokalisierung und Magnitude der Erdbeben abgeschätzt. Der abgeschätzte Fehler lässt
darauf schliessen das die verwendeten Tests relative stabil sind.

Im Kapitel 3 liegt der Fokus auf der Seismizitäts Vorhersage selbst. Genauer führe ich
in diesem Kapitel ein Operation Earthquake Forecasting (OEF) Experiment, ein Seis-
mizitäts Vorhersage Experiment das in nahezu Echtzeit abläuft, durch. Das Ziel ist
es zu bestimmen ob es sich lohnt OEF zu betreiben mit den momentan erhältlichen
state-of-the-art Vorhersage Modellen. Ich verwende einen Zeitraum zwischen 2007
und 2010 sowie ein kaum bearbeiteter Erdbebenkatalog herausgegeben vom IMO als
Grundlage für ein retrospektives Vorhersage Experiment mit täglich herausgegebenen
Vorhersagen. Um auch den Effekt des Vorhersage Zyklus auf den Informationsgehalt
der Modelle zu bestimmen habe ich zusätzlich auch Vorhersagen berechnet die nach
jedem Erdbeben M ≤ 3 erstellt werden. Drei verschiedenen Modelle (ETAS, STEP und
Tripels) sowie ein Ensemble Modell, bestehen aus den drei anderen Modellen werden für
dieses Experiment verwendet. Obwohl es immer noch Raum für Verbesserungen gibt,
war es selbst mit dem kaum prozessierten Katalog mögliche brauchbare Vorhersagen
zu produzieren. Das Ensemble hatte dabei den höchsten Informationsgehalt, allerdings
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0. Zusammenfassung

war die Differenz zu nächstem Nicht-Ensemble Modell nicht signifikant.

Im Kapitel 5 geht es um die technischen Aspekte von Seismizitäts Analysen und Vorher-
sagen. Ich stelle hier das neue Software Framework mit dem Namen MapSeis vor.
MapSeis ist ein Open-Source Software Framework mit dem Fokus auf Statistical Seis-
mologie, Seimizitäts Vorhersagen und dem Testen von Vorhersagen. Die Software wurde
von mir selbst geschrieben und in jedem einzelnem Schritt in dieser Arbeit verwendet.
Durch die relativ lange Entwicklungszeit und die Vielzahl diverser Arbeit die erledigt
werden musste beinhaltet MapSeis eine Vielzahl praktischer Werkzeuge und sollte die
Bedürfnisse vieler Wissenschaftler die in diesem Bereich arbeiten befriedigen. MapSeis
wurde Entwickelt mit dem Fokus auf Erweiterbarkeit und Wartbarkeit. Dazu beinhaltet
es ein PlugIn System sowie klar definierte Programmschnittstellen (API).

Mein Beitrag zur Verbesserungen in der Seismizitäts Vorhersage wird dabei helfen
zukünftig bessere Vorhersagen zu machen, allerdings gibt es noch viel Platz für
Verbesserungen. Vor allem die Anwendung von OEF muss noch stark diskutiert wer-
den, eine Diskussion die nicht nur alleine von Wissenschaftlern geführt werden sollte.

iv
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1. Introduction

1.1. The earth, earthquakes, and hazard

Even after over 4 billion years,the earth is still a very active system and constantly
reshaping its appearance. One of these reshaping processes is plate tectonics, and the
forces acting on the plate boundaries cause most earthquakes and especially the most
damaging ones.

The damage caused by large earthquake can be tremendous: on the 11th of March
2011 an earthquake with a magnitude of Mw9 hit Tohoku in Japan and caused 15880
deaths and around 3000 presumed dead, over 6000 injured, over US$ 200 billion in
damage and the meltdown of a nuclear power plant (see Figure 1.1 for a picture of the
devastation). A couple of months later on the 23rd of October 2011 a magnitude Mw7.1
earthquake hit Van in Turkey and caused 601 deaths and US$ 555 million to US$ 2.2
billion in damage. These are only two recent example of large earthquake damages,
there are many more in past and there will be a lot more in the future as long as the
earth is a geologically active system.

What can we do against large earthquakes? It turns out that we cannot do anything
against large earthquakes directly, but we can prevent some of the damage caused by
large earthquakes. By building houses and infrastructure in ways that they can with-
stand the forces a large earthquake and by, at least for important buildings, avoiding
places where the potential danger is too high the damages caused by large earthquake
can be reduced.

Both countermeasures assume that we can estimate the seismic risk, the probability
that loss or damage of human built environment will occur due to an earthquake. This
means that we have to have an idea about the seismic hazard in the region. This is done
by a hazard assessment, which typically provides the maximum ground acceleration
likely not to be exceeded in a defined period (see Figure 1.2 for an example of a hazard
map). A hazard assessment can be done for a whole region (or even the whole earth) or
just for a single important building like a nuclear power plant.

Building codes based on a hazard assessment can help reduce the vulnerability of a
society in case of a large earthquake. But due to the long time interval they are based
on, their information about the short-term risk is limited, and so are potential short-
term measures like evacuations or shut-down of important power-plants. If we could
forecasts earthquake like we forecast the weather such short-term measurements would
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1. Introduction

be possible. Unfortunately things are not that easy.
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Figure 1.1.: A satellite image of a region near Tohoku before (left) and after (right) a
Tsunami induced by the 2011 Tohoku earthquake hit it.

1.2. About earthquake prediction

Ever since earthquakes and the damage they can cause are have been known, people
have dreamt of predicting the location and time of the next big earthquake. Many dif-
ferent approaches have been tried over the years and a range of different phenomena
has been investigated including animal behaviour, radon emissions, electro-magnetic
variations, effects of solar emissions and many more. So far nothing has been of any no-
ticeable success, which of course has not stopped people from trying and even claiming
successful predictions.

Currently we are not able to predict the exact time and location of a future earthquake.
The opinion in the scientific community about whether it is possible to predict earth-
quakes or not has changed over time from generally optimistic in the 1970s to more
pessimistic in the 1990s Currently most scientists think that earthquake prediction
may not be fully impossible but that the resources needed for such a prediction may be
out of reach.

Why is it so difficult to predict earthquakes? One of the problems is that there is cur-
rently no known “signal” which can be observed exclusively before an earthquake;, some
of previously-mentioned phenomena are sometimes observed before large earthquakes,
but not always, and often these phenomena are also observed without an earthquake
following. We do sometimes observe smaller precursory earthquakes before a large
earthquake, but these earthquakes can only recognized as foreshocks after a large
earthquake and there are also large damaging earthquakes which happen without any
known foreshock. A precise knowledge about the stresses driving the earthquakes as

2



1.2. About earthquake prediction

Figure 1.2.: A map of the earthquake hazard model for Europe as proposed by the
Seismic Hazard Harmonization in EUROPE Program (SHARE) (Woessner
and Giardini, 2012). The map shows peak ground acceleration with a 10%

probability of exceedance in 50 years.

well as about their changes in stress could theoretically allow earthquake prediction,
but for such a stress mapping a tight network with deep borehole stations and strain-
meters would be needed. This would not only be impossibly expensive but also in some
parts technically almost impossible.

What we can do instead of forecasting earthquake is forecasting seismicity. Instead
of exact position in space and time a seismicity forecast specifies the probability of an
earthquake to happen at a certain time in a certain place and with a certain magnitude
(see Figure 1.3 for a forecast example). These seismicity forecasts are related to a
hazard map in the sense that both output a probability, and a seismicity forecast can
be further processed into a hazard forecast by using the ground motion equations. While
the forecast itself can be very similar, the methods to produce the forecast and what

3



1. Introduction

data sources are used is often different, as in a “normal” long-term hazard assessment
the short-term variations in seismicity and other short-term effects are less important.

Figure 1.3.: A seismicity forecast produced by the STEP model for 30. May 2008 in
Iceland. The high rates are a result of the Selfoss earthquake happening on
the day before.

1.3. The current state-of-the-art in seismicity forecasting

Today a variety of seismicity forecasting models using different methods and input data
exists. In order to get an overview of the numerous models, here is a small categorization
of the different models.

Short-term, Mid-term and Long-term

Most models are specialized for either short-term prediction or long-term prediction.
Models specialized in mid-term prediction are rare, more often long-term or short-term
models are used for this time range, although this time interval may be particularly
interesting for operational earthquake forecasting. As a rule of thumb, short-term is
mostly below 90 days, while long-term is mostly between 1 year and 5 years. We define
here the range of the mid-term forecasts as between 90 days and 1 year. Due to the
even less clear range of the mid-term period many studies only differentiate between
long-term and short-term prediction models.

4



1.3. The current state-of-the-art in seismicity forecasting

Smoothed seismicity models

Models of this kind only use the past seismicity of a region and apply some more or
less complicated smoothing algorithm on it to get probabilities of future earthquakes.
They are mostly long-term models and while they are using a simple concept, they have
sometimes been found to perform better than more complex models (Eberhard et al.,
2012). Typical example of this models are the TripleS model (Zechar and Jordan, 2010)
or the model by Kagan & Jackson (Kagan and Jackson, 2000, 2010).

Pure statistical models

In most models some sort of statistic is used for producing the forecasts, but pure
statistical models are based entirely on statistical and empirical relations. A typical
example of this kind of model would the ALM model (Wiemer and Schorlemmer, 2007)
which uses b-value variation as the basis for making forecasts.

Short-term statistical models

They are mostly also pure statistical models, but mentioned here because they became
almost a synonym for earthquake forecast model. In a nutshell this type of model
uses the concept that each earthquake can cause another earthquake with a certain
probability based on parameters like the magnitude of the earthquake, the location,
and so on. Models of this type can be roughly split into two families: ETAS-type models
(Ogata, 1988, 1989) which are based on Gutenberg-Richter relationship (Gutenberg and
Richter, 1954) and the Omori-Utsu relation (Omori, 1894; Utsu, 1961); and STEP mod-
els (Gerstenberger et al., 2005) which are also Gutenberg-Richter but use Reasenberg-
Jones model (Reasenberg and Jones, 1989b). Interestingly, they also use a different
paradigm: ETAS models have mostly a long mathematical equation at their core, the
STEP models are more algorithm based.

Physics-based models

Physics-based models try to utilize the physics behind earthquakes to build their fore-
casts. While this is a reasonable approach, the problem is that we currently do not have
a good enough knowledge about the conditions in the fault zones. This and fact that
they are computationally very expensive makes them a minority around the earthquake
forecasting models. An example of a physics-based model is the one by Ward (Ward,
2007).

Models using additional data

As the name hints this group uses data sources in addition to past seismicity. Typi-
cal models would be strain-based models like the one by Shen (Shen et al., 2007) or
geodetic-based models like the one by Ward (Ward, 2007). The problem is that the
data needed for these models are not always available, which excludes them from some
regions and also makes further development of these models more difficult.
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1. Introduction

Despite the variety of models, a majority of them are still highly experimental. Unfortu-
nately, we are not really good at predicting seismicity and the current seismicity forecast
models do not have a high probability gain compared to a long term hazard model.

It has to be the goal to raise the probability gain and improve the forecast models. The
best way to improve the general earthquake forecasting ability is to actually do forecasts
and do them for many regions in the world, learn from the test results about faults and
flaws of the models, try to correct errors and improve the models and test them again.
Because of this the Collaboration for the Study of Earthquakes Predictability (CSEP,
www.cseptesting.org; Jordan, 2006) has been founded. It follows the pioneering efforts
of the Regional Earthquake Likelihood Models (RELM) ((Field, 2007; Schorlemmer et al.,
2007, 2010b): it is a community-supported infrastructure that allows one to apply and
test earthquake forecast models in various natural laboratories. Currently, the CSEP
community has test regions in California (Zechar et al., 2013), Italy (Schorlemmer et al.,
2010a), the West Pacific (Eberhard et al., 2012), Japan (Nanjo et al., 2011), New Zealand
(Gerstenberger and Rhoades, 2010) as well as a Global test region (Taroni et al., 2013)
(see figure 1.5 for an overview) and additional test region are planned. So there will
be plenty of opportunities to produce earthquake forecasts and improve the forecast
models while doing so.

1.4. Contributions of this thesis

The goal of this thesis is to make a contribution to the task of improving the forecast
models. A forecast experiment basically has three main problems which have to be
addressed in one way or another.

The first problem is the actual foresting of earthquakes. Needless to say, this is the
most important problem of the three and also the most difficult one to solve. It is the
whole raison d’être for this kind of study and without it one would not even care about
the other two problems.

The second problem is the testing of the earthquake forecasts. Without an appropriate
method to evaluate the consistency of the forecast with the observation and to compare
the different forecasts with each other, any forecasting experiment is close to useless.
It has to be assured that the results of the tests and their informative values are well
understood by the readers of studies about forecasting as well as the researchers who
using them, both have not always been the case in the past. Also the tests have to be
tested so that their output can be trusted, a task which has its own difficulties.

The third problem is the computational framework and infrastructure needed to produce
and test earthquake forecasts. While often almost ignored, a working computational
framework is as important as the other two “ingredients”, without it producing valid
forecasts is not possible and and a rigorous testing cannot be done. Further a good,
effective, and easy- to- use framework can help to save time and lower potential for
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Figure 1.4.: A categorization in time and method of different currently available seis-
micity forecasting models. The here mentioned models are, Ward-Geodetic
(Ward, 2007), Shen (Shen et al., 2007), SEIFA (Stefan Hiemer, to be pub-
lished), Ward (-Simulation) (Ward, 2007), Hybrid-STEP (Steacy et al., 2013),
Hist-ETAS (Ogata, 2011), Zhuang-ETAS (Zhuang, 2011), Helmstetter &
Werner mid-term (Werner et al., 2011), DBM (Marzocchi and Lombardi,
2008), STEP (Gerstenberger et al., 2005), ETES (Falcone et al., 2010),
Helmstetter short-term (Helmstetter and Sornette, 2002), Janus (Rhoades,
2013), ALM (Wiemer and Schorlemmer, 2007), EEPAS (Rhoades and Evison,
2004), RTP (Keilis-Borok et al., 2004), M8 (Keilis-Borok and Kossobokov,
1990), TripleS (Zechar and Jordan, 2010) and KJSS (Kagan and Jackson,
2000, 2010). This is list is of course not complete and could easily ex-
panded.
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1. Introduction

Figure 1.5.: A map of the current and the planned test region and test centres of the
CSEP community in 2014.

errors.

In this thesis I contribute to all three of the problems, and I do this with three different
publications loosely connected over the main problem of improving seismicity forecasts.

1.4.1. A prospective earthquake forecast experiment in the western Pacific

The focus of this chapter is the testing of forecasts and the evaluation of the test results.
As the study object we use one-year forecasts produced by three different models for
the Western Pacific forecasting test region. For the first time we try to estimate the un-
certainties of the tests by taking into account the location and magnitude uncertainties
of the earthquakes.

1.4.2. Operational Earthquake Forecasting in Iceland

Iceland is a possible future CSEP test region. It features a unique and multifaceted
geology containing volcanoes and geothermal systems next to a very active tectonic
system. This makes Iceland ideal for testing the models to their limit. Iceland has a
dense seismic network and the earthquake catalogue for Iceland includes earthquakes
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with very low magnitudes. All this makes Iceland an ideal candidate for a future CSEP
test region.

We use four different forecast models to produce daily forecasts for a test region in the
south of Iceland from 2007 to 2010. The retrospective forecasts are tested with the
standard set of forecasting tests and their result evaluated. What makes this study
special is the focus on operational earthquake forecasts. In addition to a daily-updated
forecast we also used a pseudo-realtime updating scheme where additional new fore-
casts are produced after every earthquake M ≥ 3. Also the earthquake catalogue used
for producing the forecast is only sparsely processed and thus close to a catalogue pro-
duced in realtime. As the “best” forecast is likely to be mixture of different models we
also produce ensemble forecasts, a weighted mixture of the single forecasts.

1.4.3. MapSeis: the Swiss-Army-Knife of Earthquake Catalog Analysis

MapSeis is a software package which I worked on during the whole PhD study and whose
bits and pieces were used in almost every task. Actually the programming of MapSeis
started even slightly before this PhD study and will probably continue afterwards.

Countless hours of code writing, testing and bug fixing have gone into the development
of MapSeis making it a large and versatile software package with tons of options and a
framework with a variety of functions to produce custom calculations and applications.

MapSeis is the successor of ZMAP Wiemer (2001) (it even has a ZMAP version integrated)
and as such its main purpose is the statical analysis and modeling of earthquake cata-
logues and related data. It continues where the development of ZMAP stopped a couple
of years ago and adds new functionality like seismicity forecasting and forecast testing,
but also improves and expands the key functionalities of ZMAP. The idea is to have a
framework and toolkit usable for all the different tasks needed in a statistical seismology
and seismicity forecasting work environment.

The whole framework of MapSeis is designed with the idea of sustainability and reusabil-
ity in mind. This means that the single functions and classes should be replaceable
and can replaced by improved or alternative versions without influencing the rest of the
framework. Also it should be possible to add new functionality without influencing the
already existing part of MapSeis. The idea of a framework also means that the parts of
MapSeis can be freely used for other tasks and programs with a minimum of effort.
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Figure 1.6.: A map of the volcanoes in Iceland (Source: USGS)
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Figure 1.7.: A map of Iceland showing the known geothermal reservoirs in Iceland
(Source: Orkustofnun)
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1. Introduction

Figure 1.8.: A map of the tectonic situation in Iceland. The red dots are the earthquake
locations from 1994 up to 2004, the yellow regions are volcanic zones and
the region marked in magnetan marks the triple junction zone. (Source:
IMO)
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2. A prospective earthquake forecast experiment

in the western Pacific

This chapter is published in Geophysical Journal International: D. A. J. Eberhard, J.
D. Zechar and S. Wiemer. A prospective earthquake forecast experiment in the western
Pacific (2012), doi:10.1111/j.1365-246X.2012.05548.x

2.1. Abstract

Since the beginning of 2009, the Collaboratory for the Study of Earthquake Predictability
(CSEP, www.cseptesting.org; Jordan, 2006) has been conducting an earthquake forecast
experiment in the western Pacific. This experiment is an extension of the Kagan-Jackson
experiments begun fifteen years earlier and a prototype for future global earthquake
predictability experiments. At the beginning of each year, seismicity models make a
spatially-gridded forecast of the number of Mw ≥ 5.8 earthquakes expected in the next
year. For the three participating statistical models, we analyze the first two years of this
experiment. We use likelihood-based metrics to evaluate the consistency of the forecasts
with the observed target earthquakes, and we apply measures based on Student’s t-test
and the Wilcoxon signed-rank test to compare the forecasts. Overall, a simple smoothed
seismicity model (TripleS) performs the best, but there are some exceptions that indicate
continued experiments are vital to fully understand the stability of these models, the
robustness of model selection, and, more generally, earthquake predictability in this
region. We also estimate uncertainties in our results that are caused by uncertainties
in earthquake location and seismic moment. Our uncertainty estimates are relatively
small and suggest that the evaluation metrics are relatively robust. Finally, we consider
the implications of our results for a global earthquake forecast experiment.

2.2. Introduction

For centuries the ability to accurately and precisely predict the time and location of
damaging earthquakes has been an unattainable goal. Recently, rather than pre-
dicting individual earthquakes. seismologists have begun forecasting the space-time-
magnitude distribution of seismicity. To improve these forecasts, quantitative testing
and evaluation of earthquake occurrence models is important. The Collaboratory for the
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2. A prospective earthquake forecast experiment in the western Pacific

Study of Earthquake Predictability (CSEP, www.cseptesting.org; Jordan, 2006) provides
a community-supported infrastructure that facilitates this type of research, which typi-
cally takes the form of regional earthquake forecast experiments. Following the pioneer-
ing efforts of the Regional Earthquake Likelihood Models experiment in California (Field,
2007; Schorlemmer et al., 2007, 2010b) CSEP testing center infrastructure (Schorlem-
mer and Gerstenberger, 2007; Zechar et al., 2010b) is now in place in several facilities,
and earthquake forecast experiments are ongoing in New Zealand (Gerstenberger and
Rhoades, 2010), Japan (Nanjo et al., 2011), Italy (Schorlemmer et al., 2010a), and the
western Pacific.

In this article, we analyze the experiments in the western Pacific (see Figure 2.1). Be-
cause this a large region with a high rate of large earthquakes, and because its seis-
micity as a whole is best described by the Global Centroid Moment Tensor (GCMT,
www.globalcmt.org; Dziewonski et al., 1981; Ekström et al., 2005) catalogue, the west-
ern Pacific region can be thought of as a prototype for future global earthquake pre-
dictability experiments. The western Pacific experiment is also useful for thinking about
global earthquake forecast design. For example, it is generally thought that by consider-
ing only large earthquakes one can lower the fraction of triggered events (“aftershocks”).
This in turn can reduce the importance of declustering, which is sometimes applied to
generate a catalogue that is well-modelled by a Poisson process (see section 2.5.2). Most
CSEP models currently produce gridded forecasts that specify Poisson expectations in
each bin, although regional earthquake observations are typically not Poisson (Werner
and Sornette, 2008; Lombardi and Marzocchi, 2010).

The testing region and many of the metrics we applied were designed by CSEP re-
searchers, and this article is meant as a summary and discussion of the first results
available. In addition to the standard CSEP consistency tests, we also applied the
recently proposed T- and W- comparison tests (Rhoades et al., 2011).

Along with the location and magnitude details publicly reported in the GCMT catalogue,
we obtained estimates of the location and seismic moment uncertainties, which we used
to estimate the uncertainties of the evaluation metrics. While one expects the value of
each metric to fluctuate with slightly different earthquake source parameter values,
we are primarily interested in the stability of the decision to which each evaluation is
reduced: is the measured value statistically significant? The uncertainties estimation
is new to the forecast testing and currently not part of the official CSEP methods.

In the following section, we present the testing region. In Section 2.4, we describe the
three models considered in this experiment. We then provide details related to the data
source (Section 2.5) and the evaluation methods and related uncertainty estimation
(Section 2.6). In Section 2.7, we present the primary results of the experiment, and
we discuss the experiment in general in Section 2.8. We conclude with a summary in
Section 2.9 .
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2.3. Testing Region

2.3. Testing Region

Because the CSEP western Pacific experiment was based on the work of Kagan and
Jackson (1994) and Jackson and Kagan (1999), the testing region in this experiment
is the same used in that work and others (e.g., Kagan and Jackson, 2000, 2010). In
particular, the western Pacific is broken into two regions—the northwest Pacific and the
southwest Pacific —with slight overlap; this region is shown in Figure 2.1. The north-
west Pacific covers the longitude range between 109.75 and 170.25 and the latitude
range between −0.25 and 60.25, and the southwest Pacific covers longitudes 109.75 to
−169.75 and latitudes −60.25 to 0.25. Both sub-regions are gridded into cells of 0.5 ◦

by 0.5 ◦, and only earthquakes with a magnitude Mw ≥ 5.8 and depth d ≤ 70km are
considered. Unlike other CSEP experiments, all earthquakes above the minimum target
magnitude are treated the same; there is no binning of magnitudes for the forecasts or
the observations.

The western Pacific testing region includes much of the “Ring of Fire” and spans a
variety of tectonic regimes, including the subduction that dominates Japan and the
strike-slip faults of New Zealand. While it contains the CSEP testing regions being
investigated in Japan and New Zealand, we note that the grid spacing in this study
is much larger (0.1 ◦ by 0.1 ◦ is used in Japan and New Zealand), as is the minimum
target magnitude (as small as 3.95 in the other regions). Regarding the high seismicity
rate in the western Pacific, according to the GCMT catalogue 95 earthquakes above
Mw ≥ 5.8 and with depth d ≤ 70km occurred in this region in 2009, that is 54% of
all such earthquakes worldwide. In 2010, 139 such earthquakes were reported in the
western Pacific, accounting for 63.2% of these earthquakes worldwide. (We note that
the region covers only about 13% of Earth’s surface area.) These numbers imply that
the western Pacific region is well-suited for studies of large earthquakes, because it
typically takes only one year to collect samples of more than 100 events with which to
evaluate prospective forecasts.

2.4. Models

Three models participated in this experiment: DBM, the double branching model (Mar-
zocchi and Lombardi, 2008); KJSS, the Kagan and Jackson smoothed seismicity model
(Kagan and Jackson, 2000, 2010); and TripleS, the simple smoothed seismicity model
(Zechar and Jordan, 2010). All three are statistical models that use past seismicity as
their input, and they thus represent only a small portion of the possible model space.
Certainly, future experiments should include a broader variety of models that represent
various hypotheses of earthquake occurrence.

The Epidemic Type Aftershock Sequence (ETAS) model (Ogata, 1988, 1989) has been
used many times to model individual aftershock sequences and regional seismicity,
particularly emphasizing short-term variations in seismicity rate (Ogata, 1999, 2011).
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NW-Pacific

SW-Pacific

(109.75°; 60.25°)

(109.75°; -60.25°) (-169.75°; -60.25°)

(170.25°; 60.25°)

Overlap

(-169.75°; 0.25°)(109.75°; 0.25°)
(109.75°; -0.25°)

Western Pacific Testing Region 2009-2010

Figure 2.1.: A sketch of the two test regions and their overlap, together with the target
earthquakes for 2009 (red) and 2010 (green).
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ETAS represents seismicity with a stochastic point process and incorporates the best-
studied empirical seismicity relations: the Gutenberg-Richter distribution of magni-
tudes (Gutenberg and Richter, 1954) and the Omori-Utsu relation which describes the
temporal decay of aftershock productivity (Omori, 1894; Utsu, 1961). Marzocchi and
Lombardi (2008) found that a two-step application of ETAS—one for short-term be-
haviour, and one for long-term behaviour—provided a superior fit to global seismicity.
Because ETAS is a branching model, Marzocchi and Lombardi called their model the
Double Branching Model.

Kagan and Jackson (2000) described a short-term and a long-term seismicity model; in
this study, we considered only the long-term model, which uses smoothed seismicity
with an anisotropic smoothing kernel to estimate seismicity rates and does not include
any time dependence. The anisotropic smoothing kernel is designed to better account
for the effects of the finite faulting of large earthquakes.

The Simple Smoothed Seismicity Model (TripleS) is the simplest model in this experi-
ment. The TripleS model was designed to be a plausible reference model for comparison
with more sophisticated models (Zechar and Jordan, 2010). TripleS uses an isotropic
Gaussian smoothing kernel with only one parameter to smooth past seismicity and con-
struct a predictive density. Because it is not clear what is the “right” way to decluster a
seismicity catalogue (see, e.g., van Stiphout et al., 2011, 2012), the TripleS implemen-
tation in this experiment was based on a catalogue that is not declustered. The other
models account for triggered earthquakes, but they do this internally (i.e., the catalogue
used to train the models need not be declustered before processing).

A visual comparison of forecasts generated by the three models reveals some common
features (see Figures 2.2 and 2.3), and some features that are unique to each model.
The DBM forecasts have remarkably small-scale variations outside the primary zones
of seismicity; this is probably due to the way short-term variations are treated. On the
other hand the KJSS forecasts have pronounced peaks in some cells in the southwest
Pacific (see table 2.1). Unique to the TripleS model is the minimum forecast rate,
which in contrast to the other models is set to zero. The zero rate is caused by an
optimization in the model code (see Zechar and Jordan, 2010, eq. 5). We note that this
is a potentially grave problem for the model, because this implies that it is impossible
for a target earthquake to occur in one of these cells. If an earthquake would occur, it
would immediately invalidate the TripleS forecast.

All forecasts were automatically generated by codes submitted to the Southern Cal-
ifornia Earthquake Center CSEP testing center by the experiment participants. The
forecasts generated for 2009 could use any GCMT data available before 2009, and the
2010 forecasts could also include the observations from 2009.
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Forecasts for 2009 and 2010

Year Sub-Region Model sum(λ) min max mean

2009

NW DBM 35.7720 5.5 ∗ 10−7 0.817 0.0024
SW DBM 65.2975 2.6 ∗ 10−6 0.4289 0.0034
NW KJSS 35.6345 1.6 ∗ 10−5 0.1695 0.0024
SW KJSS 61.6479 2 ∗ 10−5 1.3057 0.0032
NW TripleS 38.4010 0 0.315 0.0026
SW TripleS 63.8865 0 0.2232 0.0033

2010

NW DBM 35.5700 5.8 ∗ 10−7 0.817 0.0024
SW DBM 66.3279 2.6 ∗ 10−6 0.4901 0.0034
NW KJSS 35.6991 1.6 ∗ 10−5 0.1650 0.0024
SW KJSS 61.3051 2 ∗ 10−5 1.2728 0.0031
NW TripleS 38.5730 0 0.3056 0.0026
SW TripleS 63.9489 0 0.4980 0.0033

Table 2.1.: For the 2009 and the 2010 forecasts, the overall forecast rate, the mini-
mum/maximum rate in all cells, and the average rate.

DBM KJSS TripleS

20
09

20
10

Figure 2.2.: The maps show the base-10 logarithm of the forecast rates for each of 3
models in the NW Pacific test region for 2009 (top row) and 2010 (bottom
row). The dots are the locations of the target earthquakes.
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DBM KJSS TripleS
20
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Figure 2.3.: Same as Figure 2.2 for the SW Pacific region.

2.5. Data Source

2.5.1. Data preparation

The GCMT catalogue (Dziewonski et al., 1981; Ekström et al., 2005) was used
for both model building and evaluation. We compiled the evaluation catalogue
by concatenating the monthly files available from the CMT homepage (http://
www.ldeo.columbia.edu/~gcmt/projects/CMT/catalog/NEW_MONTHLY/).
The exact catalogues used to evaluate the forecasts are available in the electronic
supplement to this article. We used the the centroid location for the earthquake location
and the moment magnitude Mw derived from total moment M0 for the magnitude. We
calculated Mw from M0 using the formula suggested by the GCMT catalogue curators:

Mw = (2/3) ∗ (logM0 − 16.1) (2.1)

To be consistent with the moment magnitudes reported by the GCMT web interface, we
rounded the resulting magnitudes to the nearest 0.1.

Kagan (2003) estimated that the GCMT catalogue is complete for earthquakes above
Mw = 5.3 for shallow earthquakes (0-70 km depth) since 1997 (see his Table 1). For
2009 and 2010, we estimated completeness using the maximum curvature method
(Wiemer and Wyss, 2000) and the entire magnitude range (EMR) method (Woessner
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and Wiemer, 2005) and estimate that the GCMT is complete above Mw = 5.4 for both
years (see figure 2.4).This is far below the target magnitude threshold of Mw = 5.8 and
we are therefore confident that the target earthquake catalogues are not missing any
earthquakes. This also implies that we could test with a minimum target magnitude of
Mw = 5.4, but the models thus far only make forecasts for events above Mw = 5.8.

2.5.2. Mainshocks and Aftershocks

Part of the motivation for considering large target earthquakes is the expectation that
such an experiment should contain fewer triggered earthquakes than regional cata-
logues of smaller events. This is important because, to date, CSEP forecasts are almost
always stated in terms of expected rates and characterized by a Poisson distribution,
implying that the the forecast bins are independent. A high percentage of aftershocks
would violate this assumption.

It is possible to remove triggered earthquakes by so called declustering of an earthquake
catalogue (e.g., Knopoff, 1964; Gardner and Knopoff, 1974). But because there is no
known physical property that allows one to distinguish between mainshocks and after-
shocks, declustering yields non-unique solutions and it can have a strong effect on any
analysis that follows. Various methods have been proposed to decluster a catalogue,
each of them with its advantages and disadvantages, but the “right” method for any
given application is unknown (van Stiphout et al., 2011, 2012).

In this experiment the target earthquake catalogue is not declustered. Experiment
participants agreed to target an clustered catalogue at the beginning of the experiment
and each model has its own way to deal with aftershocks in the catalogue (see section
2.4).

2.6. Methods

CSEP testing centers currently use various tests to determine which models fit the
observed data, and which models forecast the distribution of seismicity best (see e.g.,
Zechar et al., 2010a; Rhoades et al., 2011). The tests can be grouped in two categories:
consistency and comparison. Most of the tests described in this article are imple-
mented in CSEP testing centers and results can also be viewed online (http://www.
cseptesting.org). For this study we used a custom implementation of the tests so
we could estimate uncertainties.

2.6.1. Consistency tests

The principle behind each consistency test is the same. One calculates a goodness-of-fit
statistic for the forecast and the observed data. One then estimates the distribution of
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(a)

(b) (c)

Figure 2.4.: (a) Magnitude of completeness map using EMR for shallow earthquakes (0-
70km) in the GCMT catalogue from 1997 to 2001. We used a grid spacing of
2.5◦ with at least 25 but not more than 300 events at a maximum distance
of 3000km from each grid cell. Marked in red are the two testing regions.
(b) The cumulative number of earthquakes in the western Pacific testing
region through 2009 and 2010. (c) Frequency-magnitude distribution in
the western Pacific testing region for 2009-2010.
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this statistic assuming that the forecast is the data-generating model (by simulating
catalogues that are consistent with the forecast). One then compares the calculated
statistic with the estimated distribution; if the calculated statistic falls in lower tail of
the estimated distribution, this implies that the observation is inconsistent with the
forecast, or that the forecast should be “rejected”. For the CSEP consistency tests used
here, the likelihood is the fundamental metric, but this approach would be similar for
different statistical measurements.

We applied three straightforward consistency tests: the N(number)-test, the S(pace)-test
and the L(ikelihood)-test (Zechar et al., 2010a). The N-test compares the total number
of earthquakes forecast with the the number observed, checking if the overall forecast
rate is too high or too low. When applied to Poisson forecasts, the N-test involves
exact analytical solutions and therefore requires no simulations. The N-test result is
summarized by two quantile scores, δ1 and δ2. If either of these scores are below the
critical threshold value, the forecast is rejected as overpredicting or underpredicting,
respectively. For the tests in this study, we used a critical value of 0.05, corresponding
to 95% confidence in each result. Because the N-test is a two-sided test, the effective
critical value for it is 0.025.

The S(pace)-test evaluates the consistency of the forecast spatial distribution with the
observed epicenters: this is done by summing over all magnitude bins within each spa-
tial cell and normalizing the resulting rates such that the overall forecast rate matches
the observed number of earthquakes. Then the spatial Poisson joint log-likelihood of
the binned observation given the forecast is computed. The resulting quantile score ζ is
the fraction of simulated spatial joint log-likelihoods that are smaller than the observed
one. It has been noted that very high values of ζ should not be used to reject a forecast
(Zechar et al., 2010a) and therefore the S-test is one-sided.

The M(agnitude)-test is similar to the S-test but uses instead the magnitude bins: it
is meant for checking the consistency of a forecast with the observed magnitude dis-
tribution. Because we only have one magnitude bin per spatial cell, the M-test is not
applicable to this study.

The L(ikelihood)-test can be thought of as a convolution of the three other tests L =

N × S ×M. For the L-test, the metric of interest is the likelihood for each magnitude bin
in each spatial cell. In other words, the L-test evaluates the joint distribution implied
by the forecast and doesn’t involve any normalization or dimensional reduction. It is
also possible to combine the S-test and M-test and normalize the rates of the model
to the total number of earthquakes in the observation: the resulting test is called the
conditional L-test or LN -test (Rhoades et al., 2011; Werner et al., 2010). Rhoades et al.
asserted that the LN -test together with N-test is often more informative than the L-test
alone, but for the western Pacific testing region the LN -test is exactly equivalent to the
S-test because each forecast has only one magnitude bin. Like the S-test, the L-test is
one-sided.

The likelihood R(atio)-test was originally proposed as a comparison test for the RELM
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experiment (Schorlemmer et al., 2007, 2010b). The R-test is in principle similar to the
L-test, but forecasts are considered in pairs where one is taken as the reference and
assumed to have come from the data-generating model, and the other is taken as an
alternative. And rather than considering the joint log-likelihood of one model, the ratio
of the two likelihoods (L(ref.model) − L(alt.model)) is used.

As others (Rhoades et al., 2011; Marzocchi et al., under review) have noted, the R-test
results are difficult to interpret. The R-test does not identify the model with the higher
likelihood, it is another test of consistency: a small quantile score seems to indicate
that the reference model is inconsistent with observed data, but it does not imply that
the alternative model is superior. We note that Kass and Raftery (1995, p. 789, their
Point 4) described exactly this type of difficulty in a more general context. Because of
this confusion, we did not apply the R-test in this study.

In our implementation of these tests, we simulated 5000 catalogues for each test.

2.6.2. Comparison tests

The goal of the comparison tests is to compare the different models and decide which
provides the best fit to the observations. These tests complement the consistency tests
because they answer the question “Which of two models is better?”, but not “How good
is each model?” In this study, we applied the T-test and the W-test as described by
Rhoades et al. (2011). Both tests are based on the same measurement: the information
gain for observed target earthquakes. For each pair of forecasts, one finds the spatial
cell in which the first target earthquake occurred; one then computes the logarithm of
the ratio of the forecast rates in this cell; this ratio is also well known as the probability
gain. One then repeats this process for all target earthquakes and computes the average
information gain per earthquake. This quantity should then be corrected for overall rate
differences: otherwise, a forecast with very high rates everywhere would always seem
superior.

These quantities have connections to other work: for example, the information gain
in this context is closely related to the Kullback-Leibler distance and the information
theory concept of relative entropy (Harte and Vere-Jones, 2005).

The T-test is an application of Student’s paired t-test (Student, 1908) to the rate-
corrected information gains, and it asks the question: is the rate-corrected average
information gain per earthquake significantly different from zero? In other words, is one
of the forecasts significantly better than the other?

The T-test assumes that the individual rate-corrected information gains are normally
distributed. Because this assumption may be violated, we also consider the W-test,
which is an application of the Wilcoxon signed-rank test (Wilcoxon, 1945) to the same
quantities. The W-test only assumes a symmetric distribution of the measures, but it is
also less powerful than the T-test if the assumptions behind the T-test are not violated
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(Rhoades et al., 2011).

As a benchmark, and in the spirit of Werner et al. (2010), we also compared each forecast
with a spatially uniform forecast and the “perfect” forecast. The perfect forecast has a
rate equal to the number of observed target earthquakes in each cell. These comparisons
give the reader an idea of how much each forecast could be improved.

2.6.3. Uncertainty estimation

An estimate of each metric’s uncertainty is useful to judge the reliability and robustness
of the forecast testing. To make this estimate, we considered the uncertainty associated
with each earthquake’s location and size.

In general, the uncertainty of an earthquake location and size is difficult to quantify
(Husen and Hardebeck, 2010); for the GCMT catalogue, the centroid location uncer-
tainties have been previously estimated to be isotropic and Gaussian with one standard
deviation being 30 km (Smith and Ekström, 1997). The uncertainties of the magnitudes
are expressed in terms of the standard deviation of the total moment, which is given by
σM0 = 0.2 ∗M0 (M. Nettles 2011, written communication).

We used these location and total moment uncertainties to generate 1000 perturbed
catalogues with modified locations and magnitudes. The construction of a perturbed
catalogue involves the following steps: The location of each earthquake in the whole
unfiltered catalogue is modified by adding an offset to the longitude and latitude. The
offset is drawn from a two dimensional Gaussian distribution with the reported location
as the mean and the standard deviation equal to the centroid location uncertainty. A
similar technique is applied for the total moment of the earthquakes (although using a
one dimensional Gaussian distribution). The moment magnitude Mw is then calculated
from the total moment using equation (2.1). This constructed perturbed raw catalogue
is then filtered so that only target events falling within the test regions remain.

We calculated the quantile score of each test for each perturbed catalogue using the
same simulated catalogues that were used when comparing the forecast with the ob-
served catalogue. From the resulting distribution of “perturbed” quantile scores, basic
statistical measurements like a mean quantile score and a standard deviation of the
score can be calculated. In this study, we report the median and the 16th and 84th

percentile of the consistency scores. We report these values rather than the mean and
a standard deviation because the domain of possible consistency quantiles scores is
limited (by definition, they are restricted to values between 0 and 1), and therefore the
perturbed scores might not be symmetric. For the comparison tests we report the mean
value with sample standard deviation, as the information gain is not limited and should
be approximately normally distributed.

The perturbation procedure affects not only the observed target earthquakes within the
testing region and above the minimum target magnitude, but it also allows earthquakes
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to jump into (or fall out of) the test region criteria and thus change the total number of
earthquakes in the test.

We note that all of the modellers targeted the observed catalogue and therefore they are
slightly disadvantaged when we compare their forecasts with perturbed catalogues, and
because of this, we do not consider the uncertainty estimation to be an “official” part of
CSEP experiment. Nevertheless, the disadvantage should be relatively minor and affect
all forecasts equally.

2.7. Results

In this section, we present the primary results for all three forecasts for both testing
regions (southwest Pacific and northwest Pacific) and both years (2009 and 2010), and
we also report the results of the experiment as a whole by combining both years and
testing regions, which we think gives a good summary of the model’s performances. We
primarily emphasize the comparison test results and selected consistency test results;
comprehensive test results are available in the electronic supplement to this article and
on the CSEP webpage (http://cseptesting.org/results).

2.7.1. Consistency of the forecasts

We report the results of the consistency tests for each year and each testing region in
Table 2.2. In 2009 all models slightly overestimated the total number of earthquakes
in both regions, except KJSS in SW-Pacific. Nevertheless, the overall forecast rates are
consistent with the observed rates (i.e., no value of δ1 or δ2 is below the critical value).
In 2009 the S-test scores (ζ in table 2.2) indicate reasonable agreement between the
spatial component of each forecast and the observations: no forecast fails the S-test.
Likewise, the 2009 L-test results (γ in table 2.2 and 2.4) indicate the overall consistency
of the models with the observations: all forecast also pass this test.

For the observations of 2010 the results are slightly different. Many more earthquakes
happened in both regions in 2010, especially in the SW-Pacific, and as a result all models
underestimated the total number of earthquakes except the TripleS model in the NW-
Pacific region. The N-test scores (δ1 and δ2 in table 2.2) reflect these underestimations,
but in both regions all forecasts pass the N-test for 2010.

On the other hand, the results of the S-test are less clear for 2010. In the NW-Pacific only
KJSS passes the S-test: both DBM and TripleS fail due to earthquakes happening in
places where these models produce very low forecast rates. For TripleS, one earthquake
occurred in a bin with a forecast rate of 10−10, but no earthquake occurred in any
cell with zero rate. In the SW-Pacific, all forecasts pass the S-test, although TripleS
is only a borderline pass. Unsurprisingly, not all forecasts pass the L-test (γ). In the
NW-Pacific TripleS fails the L-test, a result which is also explained by exceedingly poor
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spatial performance. Also in the NW Pacific, DBM passes the L-test although it did
not pass the S-test: this is understandable because its spatial performance is not as
bad as that of TripleS. In the SW-Pacific region KJSS and TripleS both fail the L-test,
and both failures are a combination of relatively poor spatial performance and relatively
large underestimation.

By treating both years and both regions jointly, we also calculated a combined score for
each model (see table 2.3). Due to the higher number of observations in this combined
score the influence of a single earthquake or a few earthquakes in cells with very low
forecast rates is less strong, and accordingly, in this view all models are consistent with
the observation.

2.7.2. Comparison of the forecasts

Differences in consistency test quantile scores do not allow a direct ranking of the
models. The likelihood of the forecasts per earthquake (see table 2.4) gives some ranking
but does not allow a statistical hypothesis test. On the other hand, the comparison tests
provide us with a clear ranking of the forecasts. We applied each comparison test to
each pair of forecasts and the results are summarized in Tables 2.5 and 2.6. For each
test, we report the average information gain and its confidence interval for the observed
catalogue, together with a p-value for the T-test and for the W-test. We also report
the mean value and an associated standard deviation for the perturbed catalogues (see
online supplement). In theory the tests are perfectly symmetric, but because random
numbers are used to construct the perturbed catalogues, some negligible differences
occur.

For 2009 the T-test and W-test suggest the following ranking (see table 2.6): TripleS,
DBM and KJSS. This ranking can also be derived by examining the average information
gain against a uniform rate forecast (see figure 2.7). The confidence interval of the T-test
and the p-values tell us that the differences in average information gain are significant
for the NW Pacific but not for SW Pacific. There the difference between TripleS and DBM
is not significant according to the T-test and the W-test. For the T-test in SW-Pacific,
the difference between DBM and KJSS is not statistically significant.

In 2010, the ranking is slightly different and not as clear: in the NW Pacific, the T-test
suggests a ranking of DBM, KJSS, TripleS (see table 2.6), while the W-test suggests
TripleS, DBM, KJSS. It is worth noting that the T-test suggests that the differences
are not statistically significant, which is evident from the large TripleS T-test standard
deviations. These large standard deviations and the fact that the T-test and W-test
suggest such different rankings can be explained by an apparent violation of the T-test
assumptions (see 2.8.1). In the SW Pacific, the T-test and W-test suggest the same
almost always statistically significant ranking as in 2009 (see table 2.6): TripleS, DBM,
KJSS (see also figure 2.7), only the W-test between TripleS and DBM suggests a lack of
significance.
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The combination of both testing regions and both years into a single test result (see
table 2.5 and figure 2.6) leads to the same ranking as the majority of tests suggests:
TripleS, DBM and KJSS. Apart from the T-test between DBM and TripleS all tests sug-
gest statistically significant differences between the forecasts.

2.7.3. Uncertainty of the Results

Following our method to estimate the uncertainty of consistency metrics, we report
a median and the 16th and 84th percentile of the score distribution resulting from
perturbed target earthquake catalogues. For the comparison tests, we report the mean
and the sample standard deviation instead. It is important to notice that the score
calculated with the observed catalogue is normally not identical to the median or mean of
the test scores from perturbed catalogues. For consistency tests the median is normally
larger than the original score when the original score is below 0.5 and smaller if the
original score is above 0.5 (see section 2.8.2 ). This effect is not always observable in the
combined scores (see 2.5). For the comparison tests the differences between the mean
values for each forecast are generally smaller than the differences between the observed
values.

The most important difference between the observed scores and the perturbed scores
is that for most of the consistency tests that rejected models, the outcome would be
different if the median of the perturbed scores were used. Indeed, if the median of the
perturbed scores were used for decision-making, the only rejection would be the TripleS
S-test for 2010 in the NW Pacific.

The distribution of the perturbed scores varies strongly between the different tests,
models and regions. Generally, the S-test tends to have broadest distribution: in some
cases the perturbed S-test scores are distributed almost uniformly over the whole range
(see figure 2.5). In such cases the median and the 68% interval are not a very useful
representation of perturbed scores. The influence of the perturbation on the comparison
tests is much smaller: except for the tests involving the TripleS forecast for NW Pacific
in 2010, the observed information gain and mean perturbed information gain are in
good agreement.

2.8. Discussion

In our analysis of the two contiguous one-year experiments, we find different results.
In 2009, all forecasts were consistent with the observations and we obtained an un-
ambiguous (albeit not always statistically significant) ranking of the models from the
comparison tests. On the other hand, in 2010 several forecasts failed consistency tests,
including the model that the comparison tests identified as having the highest informa-
tion gain.
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Consistency Test: Single Region and Year
Year Region Nobs Model Nfore δ1 δ2 ζ (S-test) γ (L-test)

2009

NW 32

DBM 35.8

0.286 0.714 0.968 0.883

Median: 0.351 Median: 0.649 Median: 0.856 Median: 0.823
Q16 = 0.286 Q16 = 0.519 Q16 = 0.597 Q16 = 0.737
Q84 = 0.481 Q84 = 0.714 Q84 = 0.977 Q84 = 0.893

KJSS 35.6

0.303 0.697 0.985 0.884

Median: 0.364 Median: 0.636 Median: 0.95 Median: 0.847
Q16 = 0.303 Q16 = 0.502 Q16 = 0.762 Q16 = 0.78
Q84 = 0.498 Q84 = 0.697 Q84 = 0.994 Q84 = 0.903

TripleS 38.4

0.159 0.841 0.877 0.911

Median: 0.207 Median: 0.793 Median: 0.648 Median: 0.867
Q16 = 0.159 Q16 = 0.684 Q16 = 0.259 Q16 = 0.801
Q84 = 0.316 Q84 = 0.841 Q84 = 0.917 Q84 = 0.922

SW 63

DBM 65.3

0.42 0.58 0.997 0.904

Median: 0.42 Median: 0.58 Median: 0.993 Median: 0.883
Q16 = 0.322 Q16 = 0.429 Q16 = 0.968 Q16 = 0.833
Q84 = 0.571 Q84 = 0.678 Q84 = 0.998 Q84 = 0.925

KJSS 61.6

0.6 0.4 0.803 0.603

Median: 0.644 Median: 0.356 Median: 0.73 Median: 0.571
Q16 = 0.548 Q16 = 0.26 Q16 = 0.562 Q16 = 0.468
Q84 = 0.74 Q84 = 0.452 Q84 = 0.863 Q84 = 0.647

TripleS 63.9

0.486 0.514 1 0.864

Median: 0.486 Median: 0.514 Median: 0.998 Median: 0.843
Q16 = 0.386 Q16 = 0.41 Q16 = 0.986 Q16 = 0.776
Q84 = 0.59 Q84 = 0.614 Q84 = 1 Q84 = 0.891

2010

NW 36

DBM 35.6

0.57 0.43 0.0372 0.231

Median: 0.432 Median: 0.568 Median: 0.219 Median: 0.349
Q16 = 0.366 Q16 = 0.43 Q16 = 0.0452 Q16 = 0.241
Q84 = 0.57 Q84 = 0.634 Q84 = 0.585 Q84 = 0.485

KJSS 35.7

0.561 0.439 0.151 0.339

Median: 0.432 Median: 0.568 Median: 0.563 Median: 0.488
Q16 = 0.306 Q16 = 0.439 Q16 = 0.209 Q16 = 0.371
Q84 = 0.561 Q84 = 0.694 Q84 = 0.86 Q84 = 0.621

TripleS 38.6

0.372 0.628 0 0.0272

Median: 0.258 Median: 0.742 Median: 0 Median: 0.0557
Q16 = 0.165 Q16 = 0.628 Q16 = 0 Q16 = 0.0274

Q84 = 0.372 Q84 = 0.835 Q84 = 0 Q84 = 0.129

SW 76

DBM 66.3

0.893 0.107 0.957 0.339

Median: 0.78 Median: 0.22 Median: 0.997 Median: 0.471
Q16 = 0.704 Q16 = 0.158 Q16 = 0.977 Q16 = 0.38
Q84 = 0.842 Q84 = 0.296 Q84 = 0.999 Q84 = 0.57

KJSS 61.3

0.969 0.0312 0.392 0.0424

Median: 0.916 Median: 0.0838 Median: 0.682 Median: 0.0865
Q16 = 0.875 Q16 = 0.04 Q16 = 0.493 Q16 = 0.0549
Q84 = 0.96 Q84 = 0.125 Q84 = 0.833 Q84 = 0.14

TripleS 63.9

0.937 0.0628 0.102 0.0316

Median: 0.854 Median: 0.146 Median: 0.375 Median: 0.071
Q16 = 0.794 Q16 = 0.097 Q16 = 0.136 Q16 = 0.038
Q84 = 0.903 Q84 = 0.206 Q84 = 0.696 Q84 = 0.132

Table 2.2.: Results from the consistency tests of both subregions and both time periods.
Nobs is the number of observed earthquakes, Nfore the expectation value of
each forecast, δ1 and δ2 are the two scores of the N-test, ζ is the score of
the S-test and γ is the score of the L-test. For cells containing four rows
of results, the first row is the score of the forecast measured against the
observed catalogue, and the second, third and fourth row is the score of the
forecast against the perturbed catalogues, described by a median and a 16%

Quantile and a 84% Quantile. Shaded cells indicate scores lower than the
threshold (i.e., test failures).
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Consistency Tests Combined 2009-2010 Nobs = 207
Model Nfore δ1 δ2 ζ (S-test) γ (L-test

DBM 203

0.381 0.619 0.994 0.747

Median: 0.495 Median: 0.505 Median: 0.999 Median: 0.813
Q16 = 0.381 Q16 = 0.403 Q16 = 0.989 Q16 = 0.722
Q84 = 0.597 Q84 = 0.619 Q84 = 1 Q84 = 0.882

KJSS 194

0.17 0.83 0.742 0.328

Median: 0.253 Median: 0.747 Median: 0.907 Median: 0.438
Q16 = 0.17 Q16 = 0.65 Q16 = 0.749 Q16 = 0.34
Q84 = 0.35 Q84 = 0.83 Q84 = 0.977 Q84 = 0.548

TripleS 205

0.425 0.575 0.0536 0.262

Median: 0.535 Median: 0.465 Median: 0.182 Median: 0.349
Q16 = 0.425 Q16 = 0.352 Q16 = 0.0346 Q16 = 0.252
Q84 = 0.648 Q84 = 0.575 Q84 = 0.565 Q84 = 0.48

Table 2.3.: Results from the consistency tests combined into one score consisting of
both subregions and both time periods. Nfore the expectation value of each
forecast, δ1 and δ2 are the two scores of the N-test, ζ is the score of the S-test
and γ is the score of the L-test. For cells containing four rows of results, the
first row is the score of the forecast measured against the observed catalogue,
and the second, third and fourth row is the score of the forecast against the
perturbed catalogues, described by a median and a 16% Quantile and a 84%

Quantile.
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Likelihood catalogue / Number of Earthquakes

Model L-Likelihood S-Likelihood
NW Pacific 2009

NW DBM 2009 −4.6980 −4.6915
NW KJSS 2009 −4.9750 −4.9690

NW TripleS 2009 −4.2309 −4.2132
SW Pacific 2009

SW DBM 2009 −4.0210 −4.0203
SW KJSS 2009 −4.1578 −4.1576

SW TripleS 2009 −3.9328 −3.9327
NW Pacific 2010

NW DBM 2010 −5.5372 −5.5371
NW KJSS 2010 −5.6521 −5.6520

NW TripleS 2010 −5.7399 −5.7375
SW Pacific 2010

SW DBM 2010 −4.0527 −4.0439
SW KJSS 2010 −4.2892 −4.2677

SW TripleS 2010 −3.8548 −3.8407

Table 2.4.: The likelihood of observation to the forecasts normalized by the total number
of earthquakes in the period. L-Likelihood gives overall likelihood according
to the L-test and S-Likelihood describes the spatial likelihood as used in
the S-test. Shaded cells indicate scores lower than the threshold (i.e., test
failures).
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T-test: Full Region Combined 2009 to 2010
Model DBM KJSS TripleS

DBM n/a

0.191 ± 0.0781 -0.136 ± 0.194

PT = 3.67e − 05 PT = 0.123
PW = 0.0024 PW = 4.89e − 05

0.172 ± 0.0178 −0.143 ± 0.0298
conf. Int. 0.0812 ± 0.00238 conf. Int. 0.192 ± 0.0128

KJSS

-0.191 ± 0.0781

n/a

-0.328 ± 0.209

PT = 3.67e − 05 PT = 0.00505
PW = 0.0024 PW = 2.41e − 06
−0.171 ± 0.0183 −0.315 ± 0.0354

conf. Int. 0.0811 ± 0.00238 conf. Int. 0.206 ± 0.0154

TripleS

0.136 ± 0.194 0.328 ± 0.209

n/a
PT = 0.123 PT = 0.00505

PW = 4.89e − 05 PW = 2.41e − 06
0.143 ± 0.0304 0.316 ± 0.0357

conf. Int. 0.192 ± 0.0131 conf. Int. 0.205 ± 0.0159

Table 2.5.: The table shows the average information gain determined with a T-test with
a t-distribution based confidence interval between the three different models
according to the combination of both subregions and time intervals. For
every cell the first row defines the reference model and the first column de-
fines the alternative model. In each cell we report the rate-corrected average
information gain per earthquake and its confidence interval for the observed
catalogue (first line), the p-value of the T-test (second line), the p-value of
the W-test (third line), the mean average information gain with its standard
deviation (fourth line) and the mean confidence interval with its standard
deviation (fifth line) is written.
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(a) (b)

Figure 2.5.: Results of the L-test, S-test and N-test, the green line marks the score
according to the observed catalogue, solid blue line gives the median and
dark blue area the 68% interval of the scores according to the perturbed
catalogues. The dotted blue and green line gives the distribution of the
scores from the perturbed catalogues. The red areas mark the threshold
values for the scores. (a) shows the results of the combined scores for DBM
and (b) shows the results for KJSS in Northwest Pacific 2010.

T-test: Summary
Model DBM KJSS TripleS

DBM n/a

NW 2009: 0.277 ± 0.177 NW 2009: -0.467 ± 0.17

NW 2010: 0.115 ± 0.167 NW 2010: 0.203 ± 1.06

SW 2009: 0.137 ± 0.181 SW 2009: -0.088 ± 0.13

SW 2010: 0.236 ± 0.11 SW 2010: -0.198 ± 0.151

KJSS

NW 2009: -0.277 ± 0.177

n/a

NW 2009: -0.744 ± 0.166

NW 2010: -0.115 ± 0.167 NW 2010: 0.088 ± 1.13

SW 2009: -0.137 ± 0.181 SW 2009: -0.225 ± 0.167

SW 2010: -0.236 ± 0.11 SW 2010: -0.434 ± 0.164

TripleS

NW 2009: 0.467 ± 0.17 NW 2009: 0.744 ± 0.166

n/a
NW 2010: -0.203 ± 1.06 NW 2010: -0.088 ± 1.13

SW 2009: 0.088 ± 0.13 SW 2009: 0.225 ± 0.167

SW 2010: 0.198 ± 0.151 SW 2010: 0.434 ± 0.164

Table 2.6.: Same as 2.5 but instead for the combined forecast the rate-corrected average
information gain per earthquake is given for the single subregions and years,
and only the information gain with respect to the observed catalogue and its
confidence interval is shown.
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Figure 2.6.: Results of the T-test and W-test for all forecasts combined. (a) Information
gain of the models relative to a uniform rate forecast and a “perfect” forecast
(solid blue line). For each model the solid black line gives the information
gain according to the observed catalogue, and green line together with green
area gives the mean and the standard deviation of the information gains
according to the perturbed catalogue. Due to the good agreement between
perturbed and observed information gain the difference between the two is
barely visible. (b) p-values of the T-test (lower right corner) and the W-test
(upper left corner). Fields with a significant difference in information gain
are marked green while insignificant differences are marked red.
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Figure 2.7.: Average information gain of the forecast in percentage of “maximum pos-
sible” information gain given by the “perfect” forecasts. The solid black
line shows information gain with respect to the observed catalogue and the
solid green line and the green area show the mean value and the standard
deviation of the information gain with respect to the perturbed catalogues.

34



2.8. Discussion

One conspicuous difference between the two years of data is the total number of earth-
quakes. While the observation of 36 earthquakes in 2010 NW-Pacific is not anomalous
compared to previous one year periods, the 76 earthquakes in SW-Pacific for 2010 make
this one of the most productive one-year periods on record. This explains the relatively
poor performance of the models in the N-test for SW-Pacific 2010, but it alone does not
explain the failure in the S-test for both regions in 2010. As we mentioned, a “surprise”
earthquake in a location with a historically low seismicity rate could explain S-test
failures. To determine how “normal” such failures are, more test data are required.

2.8.1. T-test and W-test

The discrepancies between the consistency tests and the comparison tests, and the
discrepancies between the T-test and the W-test are worth further consideration. In
2010 in the SW Pacific, TripleS is ranked highest by the comparison tests (see figure
2.7) despite being rejected by consistency tests. Additionally, in the NW Pacific in 2010,
the T-test and W-test suggest different rankings, and the confidence interval for the
TripleS T-test (see table 2.6) is much broader than for all other tests. To understand
these results, we consider the limits of the tests and how each treats forecasts with very
low rates.

Both the T-test and the W-test use the same measures—sample information gain—but
they process them differently. In the T-test, the amplitude of the sample information
gains is emphasized, whereas the W-test emphasizes the sign of the sample information
gains. Consider the situation where the sample information gains are all slightly positive
except one value which is extremely negative. It is likely that the T-test and W-test would
yield different conclusions: the T-test would be dominated by the extreme value, while
the W-test would not. Moreover, this situation would violate the normality assumption
of the T-test. Indeed, in 2010 in NW Pacific, the situation is similar, and this is also the
likely cause of the large confidence interval in the TripleS T-test.

Unlike the comparison tests, the consistency tests punish quite severely a forecast with
an extremely low forecast rate where an earthquake occurred (see, e.g., Section 7 of
Holliday et al., 2005). The comparison tests, and particularly the W-test, tend to be
less sensitive to individual earthquakes. This is in the end not a big problem, because
it could mean that the “winning” model is good but has some flaws such as not being
smooth enough.

The W-test has one additional caveat: when two models produce the exact same forecast
rate for a bin containing one or more target earthquakes, this bin will be ignored. In the
situation that two forecasts have many common rates where earthquakes occurred, a
small difference might spuriously appear to be statistically significant. Nevertheless this
is rarely a problem in practice, as two models seldom produce the exact same forecast
value where an earthquake occurred.

In the spirit of Sawilowsky and Blair (1992), we also used simulations to estimate the
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power of the T-test and W-test for the three models considered in this study. The details
of these simulations are included in the online supplement, and we mention only that,
for the number of target earthquakes used in these experiments, both tests have high
power.

The question of which comparison test should be preferred is a difficult one. The T-
test emphasizes single large differences between forecasts. The W-test de-emphasizes
large differences and accounts more for the overall performance in all the earthquakes.
Both tests do the same thing but do it slightly differently, and we suggest that both
tests should be applied, along with the consistency tests, as each test analyzes different
aspects of the models. At the same time, we emphasize that one should carefully study
the results of each test and each experiment when interpreting the results.

2.8.2. Perturbed scores vs. observed score

Ideally, the difference between the median or mean score from the perturbed catalogues
and the score from the observed catalogue would be as small as possible. More generally,
one would prefer that the catalogue uncertainties not affect the decision whether or not
to reject a forecast. However, this is not the case in 2010: in both testing regions the
decision would change if the median of the score were used instead of the score from
the observed catalogue. Nevertheless, for this study, modellers were specifically asked
to forecast the observed (noisy) catalogue, not a suite of perturbed catalogues taking
uncertainty into account. Therefore, we consider the observed score to be authoritative.
On the other hand, the scores from the perturbed catalogues are useful for exploring
result stability, and future experiments may target perturbed catalogues.

Moreover, the perturbed catalogues allow a good practical assessment of model stability
and also a hint about how exceptional a certain period is. For each test the median
of the scores depends on the locations of earthquakes within the forecast. If many
earthquakes are located either at a part of the forecast where the differences between
neighbouring grid cells are large or at the boundary of the testing region, the differ-
ences between median of the perturbed scores and observed score can be quite large.
Because the models considered here produce forecasts that are not very smooth, the
location perturbations tend to balance borderline misses and hits. Forecasts with a low
consistency tends to perform better on the perturbed catalogues while forecasts with a
high consistency perform worse, which explains why the median of the scores is mostly
shifted towards 0.5. Under this logic, the perturbed scores hint that 2010 is indeed
exceptional, and the models just missed the correct locations and total numbers.

Because of the Gutenberg-Richter distribution of magnitudes one might expect that per-
turbed catalogues have on average more earthquakes than the original catalog. Never-
theless, this is not the case for the data in this study. One explanation is that while there
are more earthquakes below the magnitude threshold, the symmetric uncertainties ap-
plied on the total moment lead to asymmetric uncertainties in the moment magnitude,
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meaning that it is easier to drop out than jump in the testing region. These opposing
effects—the Gutenberg-Richter distribution of magnitudes and asymmetric magnitude
uncertainties—balance each other in this study.

To estimate metric uncertainty, we only considered epicenter and total moment, and
thus we may underestimate the total uncertainty. In particular, we did not account
for uncertainties in the depth and time of each earthquake. For this experiment, any
timing error is negligible, but depth uncertainty could have some appreciable influence,
as depth uncertainties tend to be rather large, especially on the global scale (Bird and
Liu, 2007). Because there was no binning in depth for this experiment, accounting for
depth uncertainty would only add or subtract earthquakes from the test region.

2.8.3. Is the sequence of large earthquakes in the western Pacific Poissonian?

One of the key assumptions of the forecast format used in this experiment and which is
widely used within CSEP, is that the earthquakes in the target catalogue are approxi-
mately Poisson distributed. To check this assumption, we compared the fit of a Poisson
distribution and a negative binomial distribution to the annual number of target earth-
quakes. For each distribution, we calculated the Akaike Information Criterion (AIC)
(Akaike, 1974) for the observed target earthquake catalogue. The AIC is 290.11 for the
Poisson distribution and 275.02 for the negative binomial distribution, indicating that
the negative binomial provides a better fit to the data and that the Poisson assumption
is not supported by the data. Many others have shown the same in different regions
and for different magnitude ranges (e.g., Werner and Sornette, 2008; Lombardi and
Marzocchi, 2010; Kagan and Jackson, 2010).

To explore the idea that catalogues of large earthquakes typically contain a smaller
portion of triggered seismicity, we applied the declustering algorithms of Gardner and
Knopoff (1974) and Reasenberg (1985) to the observed target earthquake catalogue,
and for simplicity we used parameters values that were applied by the original authors
to analyze seismicity in California. Both of these algorithms seek to identify triggered
earthquakes based on space-time clustering, and they result in a catalogue being divided
into two mutually exclusive sets: mainshocks and aftershocks.

Table 2.7 shows the percentage of aftershocks identified by the two different declustering
procedures and, for comparison, the fraction of aftershocks identified by the Reasenberg
algorithm for the RELM experiment in California (Schorlemmer et al., 2010b). The
fraction of aftershocks in the western Pacific catalogue is quite different depending on
which declustering algorithm is used: the Gardener-Knopoff procedure identifies more
than twice the number of aftershocks as the Reasenberg approach. The ∼ 40% of
aftershocks found by Gardner-Knopoff seems to be unrealistically high given the large
minimum magnitude; this might be because the parameter values used for analyzing
California seismicity are not appropriate for a region as large as the western Pacific.
Nevertheless, we note that the fraction of aftershocks is comparable to that found for
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Region Type % of Aftershocks
Nw-Pacific Gardner-Knopoff 41%

Sw-Pacific Gardner-Knopoff 38%

Nw-Pacific Reasenberg 19%

Sw-Pacific Reasenberg 15%

RELM Reasenberg ∼ 25%

Table 2.7.: Table with the percentage of aftershocks in the different catalogues.

the RELM target earthquakes, which suggests that clustering is important even for
large earthquakes, and future global earthquake forecast experiments should account
for such clustering, although it remains unclear how to do this best.

2.8.4. To Combine or not to Combine Results

There are at least two ways of examining the results of the ongoing earthquake forecast
experiment in the western Pacific testing region. One can split the experiment into
sub-experiments of the individual years and individual testing regions (i.e., southwest
Pacific and northwest Pacific), or one can join everything into a single period and region.
Both approaches have advantages and disadvantages: the joining approach allows for a
general summary of model performance and the results are based on more data, but it
may miss important details. And while the splitting approach can provide granularity,
the test results may not be stable from year to year or for different sub-regions, mak-
ing model selection a difficult task. In this study, we applied both approaches to the
experiment, and for the most part, the results are consistent, indicating that TripleS
performed better than DBM, and DBM performed better than KJSS. We propose that a
mixture of these splitting and joining methods is a good way to proceed in future exper-
iments. The details of each sub-region, each year, and even each target earthquake are
key for interpreting and understanding the test results, but being able to make broad
summary statements about model performance is also important.

2.9. Conclusions

In the first two years of the CSEP earthquake forecast experiment in the western Pacific,
it seems that the TripleS model, the simplest participating model, performed better than
the DBM and KJSS models. Nevertheless, this result does not hold for all sub-divisions
of the data; for example, TripleS fails some consistency tests for individual years and
sub-regions. If, in future experiments, it becomes clear that TripleS outperforms DBM
and KJSS, this might indicate that the minor complexities of DBM (branching processes
for short- and long-term seismicity) and KJSS (anisotropic power-law smoothing kernel)
are not worthwhile. Nevertheless, we remind the reader that these models represent
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only a very small portion of the potential model space, and exploring other models and
other model classes is very important.

Now that CSEP researchers have begun working with data, models, and tests that
are appropriate for forecasts of large earthquakes over large regions, it seems natural
to consider a global experiment. Based on our experience with the western Pacific
experiment, we have several recommendations:

• As has been suggested previously, and owing to its relative homogeneity, the
GCMT catalogue is good for developing and testing models of large earthquakes.
Moreover, the GCMT curators have made initial efforts to quantify location and
magnitude uncertainties, and these could be improved. Considering the uncer-
tainties of GCMT locations, and to reduce computational overhead, we recom-
mend a global grid spacing not smaller than the 0.5◦ used here. Our analysis of
magnitude completeness suggests that the minimum target magnitude for global
experiments could be as low as Mw = 5.5, as opposed to the Mw = 5.8 used in
the western Pacific. Depending on which models are used it may be still better
to use a higher minimum target magnitude, because some models need a catalog
with a completeness up to two orders below the target magnitudes. In this case,
a minimum target magnitude of Mw = 7 would be appropriate. There would be
still enough target earthquakes in the global catalog to yield meaningful results at
even such a large minimum magnitude.

• While only one magnitude bin was used for the western Pacific testing region,
we suggest using magnitude bins for a global experiment. This would allow a
comparison of forecast magnitude distributions and the observed one, and also
allow a filtering of results that only includes, Mw ≥ 6 target earthquakes, Mw ≥ 7
target earthquakes, etc. More importantly it would also allow modellers to choose
a higher minimum target magnitude, to prevent their model performance from
being dominated by smaller earthquakes.

• We used a variety of different statistical tests in this experiment, and we sug-
gest that at the current stage of research, every test that reveals some additional
information about earthquake occurrence models should be used.

• We conclude that estimating test uncertainties caused by earthquake catalogue
uncertainty is useful and should be done in future analyses of earthquake fore-
cast experiments. Perhaps this will also demonstrate to catalogue curators that
statistical seismology researchers are interested in having more careful estimates
of earthquake location and size errors. We also support the notion that in future
experiments the assumption that earthquakes are well-modelled by a Poisson pro-
cess be abandoned. This will require some revisions to the CSEP infrastructure,
in particular the test implementations, and some additional work by model de-
velopers to specify an alternative forecast distribution, but it will allow for more
direct testing of the relevant scientific hypotheses.
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3. Additional Forecast Testing in the West Pacific

3.1. Introduction

The Western Pacific test region is a CSEP (CSEP, www.cseptesting.org; Jordan, 2006)
prospective forecasting experiment started in 2009 and is used for testing and develop-
ing 1-year forecasts on a global scale. In the original publication Eberhard et al. (2012)
we analysed all the available forecast at that time, which included the years 2009 and
2010. This allowed use draw first conclusion about the test region and the participat-
ing models. We found the that region is suitable for testing and development of global
earthquake forecast models and that from the participating models the TripleS model
(Zechar and Jordan, 2010) has the highest information gain, we also saw that with only
two years worth of data every finding and conclusion has been taken with a grain of salt
as it is not possible to distinguish between an outlier in the data and existing feature.

In the meantime two new years of forecast and a suitable stable earthquake catalogue
are available. This additional data helps to progress closer to a more stable conclusion
and may give a small insight about how typical the two previous analysed years are
for the region and about how much data may be needed to draw some reasonable
conclusions.

The most mentionable earthquake in the newly available time interval is the 2011 To-
hoku MW = 9.1 and its aftershocks located in the NW Pacific test region. The Tohoku
earthquake certainly has its influence on the outcome of this forecasting experiment,
but the focus of the test region is forecasting on a near global scale in the West Pa-
cific. For a more detailed discussion about the influence of the Tohoku earthquake on
forecasting models and performance of such models in this special case we refer to the
CSEP Japan test region (Nanjo et al., 2012).

In this chapter we update the Western Pacific test region using the same methods as
before. We compare the results of the new period with the past results and calculate a
test result based on the whole 4-year time period.

3.2. Test Region, Models and Methods

The overall setup of the experiment does not change. The used region is consisting
of two sub-test-region (see figure 2.1) and everything above magnitude Mw ≥ 5.8 and
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above depth of 70km is used as a target earthquake. As data source the stable branch
of the Global CMT (GCMT, www.globalcmt.org; Dziewonski et al., 1981; Ekström et al.,
2005) is used. No new models have been submitted to this test region. The participating
models are the Double Branching Model (DBM) (Marzocchi and Lombardi, 2008), Kagan
and Jackson Smoothed Seismicity (KJSS) (Kagan and Jackson, 2000, 2010) and the
Simple Smoothed Seismicity (TripleS) (Zechar and Jordan, 2010). No changes to models
and the configurations have be done since the last publication.

We use the same suite of statistical tests as used in the original publication consist-
ing of (L)ikelihood-test, (S)patial-test and (N)umber-test for consistency of the forecasts
(Zechar et al., 2010a) and the student’s T-test (Student, 1908) and (W)ilcoxon signed-
rank test (Wilcoxon, 1945) for comparison. Again, we also use a Monte-Carlo based
method to determine the uncertainties of the test results based on the catalogues un-
certainties.

Every step is done exactly the same as in the previous calculation even the same software
packages are used, which makes the results here completely comparable to the previous
ones already published. More details about the whole procedure and precise region
setup can be found in the original publication (Eberhard et al., 2012).

3.3. Results

A visual comparison shows no obvious difference between the forecasts for 2011 and
2012 and the forecasts from the past study (see figure 3.1, 3.2 ,2.2 and 2.3), which is
given the 1 year forecast period not a suprise. A numerical comparison shows some
differences especially between the year 2011 and 2012 in the NW Pacific.

The results of the consistency tests are in these new additional periods less favourable
for the models as in the past periods. All models fail the N-test for 2011 in the NW
Pacific and as an effect also the L-test of the same period. Given the excessive aftershock
sequence in this period this is not surprising. The forecasts for the SW Pacific for the
same periods are passing the consistency test apart from the TripleS model which fails
the S-test due to an earthquake located in grid cell with a low rate.

In 2012 the influence of the Tohoku earthquake is less strong and the forecasts are thus
more consistent and fail less consistency tests. All models pass the consistency tests
in the NW Pacific sub-region expect TripleS which fails the S-test again. The number of
earthquake observed in the SW Pacific 2012 is relatively low, which cause all the models
to over-predict the seismicity and as an effect all expect the KJSS, which forecasts the
lowest number, fail the N-test. TripleS also fails the S-test in this period, but all models
pass the L-test. Figure 3.2 shows a table with consistency test results.

Like in the previous study we also calculate a combined consistency test result. Needless
to say that the failed single period tests have an influence on the combined test result
(see figure 3.3 and table 3.3). The KJSS model fails the N-test and as an effect also the
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NW SW

2009 32 63
2010 36 76
2011 88 69
2012 39 49

Total 195 257

Table 3.1.: The number of earthquakes above Mw ≥ 5.8 observed in the Western Pacific.

L-test and also the other two models are close to fail the N-test. The TripleS model fails
the S-test due to the earthquakes located in grid cells with a low rate, and because of
this the L-test as well.

Like with the consistency test we compare the models in every single period, sub-region
and using both sub-regions and all periods including the one from the past study in a
combined approach. The DBM models has in each period and sub-region the highest
information gain followed by TripleS and KJSS, expect in SW Pacific 2012 where TripleS
is first instead of DBM (see table 3.4). The differences in information gain between DBM
and TripleS is in general small and according to the T-test not significant, only the W-
test for SW Pacific 2012 hints a significant difference between the two. The difference
of the KJSS model to the other two is in general higher and in half of the cases also
significant.

For the combine region and period the TripleS model has the highest information gain
followed by the DBM and the KJSS model (see table 3.5 and figure 3.4). While the
difference between the KJSS and the other model is significant according to both the
T- and the W-test, only the W-test states a significant difference between TripleS and
DBM.

The higher information gain of the TripleS model in the summary may be surprising
given that DBM has a higher gain for a majority of the new single region and period
tests, but over the whole available period TripleS “won” an equal number of tests as
DBM.

3.4. Discussion

3.4.1. The new period

The most noticeable feature in the newly tested periods is the highly varying number
of observed earthquake. One of the reason for this is the Tohoku earthquake which
caused a massive aftershock sequence in the NW Pacific 2011, according to the GCMT
catalogue the highest observed number of earthquakes in this region. The other extreme
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20
11

20
12

Figure 3.1.: The maps show the base-10 logarithm of the forecast rates for each of 3
models in the NW Pacific test region for 2011 (top row) and 2011 (bottom
row). The dots are the locations of the target earthquakes. The squares
mark earthquake with a magnitude below 7, diamonds are used for earth-
quake with magnitude between 7 and 8 and everything larger is marked as
a star.
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Consistency Test: Single Region and Year
Year Region Nobs Model Nfore δ1 δ2 ζ (S-test) γ (L-test)

2011

NW 88

DBM 36

1 0 0.955 0

Median: 1 Median: 0 Median: 0.987 Median: 0
Q16 = 1 Q16 = 0 Q16 = 0.941 Q16 = 0

Q84 = 1 Q84 = 0 Q84 = 0.997 Q84 = 0

KJSS 35.1

1 0 0.999 0

Median: 1 Median: 0 Median: 1 Median: 0
Q16 = 1 Q16 = 0 Q16 = 0.999 Q16 = 0

Q84 = 1 Q84 = 0 Q84 = 1 Q84 = 0

TripleS 38.7

1 0 0.903 0

Median: 1 Median: 0 Median: 0.988 Median: 0
Q16 = 1 Q16 = 0 Q16 = 0.913 Q16 = 0

Q84 = 1 Q84 = 0 Q84 = 0.999 Q84 = 0

SW 69

DBM 67.5

0.611 0.429 0.994 0.796

Median: 0.736 Median: 0.3 Median: 0.912 Median: 0.629
Q16 = 0.611 Q16 = 0.229 Q16 = 0.723 Q16 = 0.502
Q84 = 0.807 Q84 = 0.429 Q84 = 0.982 Q84 = 0.739

KJSS 60.3

0.882 0.145 0.357 0.12

Median: 0.941 Median: 0.072 Median: 0.082 Median: 0.051
Q16 = 0.882 Q16 = 0.045 Q16 = 0.017 Q16 = 0.024
Q84 = 0.966 Q84 = 0.145 Q84 = 0.238 Q84 = 0.087

TripleS 64.4

0.747 0.295 0.04 0.108

Median: 0.845 Median: 0.186 Median: 0 Median: 0.013
Q16 = 0.781 Q16 = 0.126 Q16 = 0 Q16 = 0.003

Q84 = 0.897 Q84 = 0.253 Q84 = 0.003 Q84 = 0.044

2012

NW 39

DBM 38.6

0.576 0.491 0.716 0.543

Median: 0.509 Median: 0.558 Median: 0.883 Median: 0.635
Q16 = 0.381 Q16 = 0.491 Q16 = 0.676 Q16 = 0.524
Q84 = 0.576 Q84 = 0.686 Q84 = 0.97 Q84 = 0.74

KJSS 34.2

0.818 0.225 0.929 0.367

Median: 0.775 Median: 0.275 Median: 0.984 Median: 0.448
Q16 = 0.662 Q16 = 0.225 Q16 = 0.913 Q16 = 0.354
Q84 = 0.818 Q84 = 0.412 Q84 = 0.998 Q84 = 0.553

TripleS 40.4

0.446 0.612 0.0002 0.164

Median: 0.388 Median: 0.665 Median: 0.004 Median: 0.238
Q16 = 0.279 Q16 = 0.612 Q16 = 0 Q16 = 0.137

Q84 = 0.446 Q84 = 0.778 Q84 = 0.093 Q84 = 0.392

SW 49

DBM 67.5

0.0102 0.994 0.842 0.995

Median: 0.015 Median: 0.99 Median: 0.69 Median: 0.993
Q16 = 0.006 Q16 = 0.98 Q16 = 0.371 Q16 = 0.983

Q84 = 0.027 Q84 = 0.996 Q84 = 0.918 Q84 = 0.998

KJSS 58.7

0.121 0.905 0.477 0.861

Median: 0.146 Median: 0.879 Median: 0.237 Median: 0.773
Q16 = 0.095 Q16 = 0.819 Q16 = 0.071 Q16 = 0.667
Q84 = 0.217 Q84 = 0.926 Q84 = 0.487 Q84 = 0.862

TripleS 64.9

0.022 0.982 0.014 0.857

Median: 0.03 Median: 0.978 Median: 0.002 Median: 0.757
Q16 = 0.018 Q16 = 0.959 Q16 = 0 Q16 = 0.548

Q84 = 0.055 Q84 = 0.988 Q84 = 0.027 Q84 = 0.877

Table 3.2.: Results from the consistency tests of both subregions and all periods. Nobs

is the number of observed earthquakes, Nfore the expectation value of each
forecast, δ1 and δ2 are the two scores of the N-test, ζ is the score of the S-test
and γ is the score of the L-test. For cells containing four rows of results, the
first row is the score of the forecast measured against the observed catalogue,
and the second, third and fourth row is the score of the forecast against the
perturbed catalogues, described by a median and a 16% Quantile and a
84% Quantile. Shaded cells indicate scores lower than the threshold (i.e.,
test failures).
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Figure 3.2.: Same as Figure 3.1 for the SW Pacific region.

Consistency Tests Combined 2009-2012 Nobs = 452
Model Nfore δ1 δ2 ζ (S-test) γ (L-test

DBM 413

0.025 0.975 1 0.275

Median: 0.039 Median: 0.961 Median: 1 Median: 0.259
Q16 = 0.018 Q16 = 0.93 Q16 = 0.998 Q16 = 0.18
Q84 = 0.07 Q84 = 0.982 Q84 = 1 Q84 = 0.369

KJSS 382

0.0004 1 0.962 0.003

Median: 0.001 Median: 0.999 Median: 0.941 Median: 0.003
Q16 = 0.0002 Q16 = 0.999 Q16 = 0.787 Q16 = 0.002

Q84 = 0.001 Q84 = 1 Q84 = 0.99 Q84 = 0.008

TripleS 413

0.034 0.966 0.001 0.0004

Median: 0.049 Median: 0.951 Median: 0 Median: 0.0004
Q16 = 0.028 Q16 = 0.92 Q16 = 0 Q16 = 0

Q84 = 0.08 Q84 = 0.972 Q84 = 0.003 Q84 = 0.001

Table 3.3.: Results from the consistency tests combined into one score consisting of
both subregions and all periods. Nfore the expectation value of each forecast,
δ1 and δ2 are the two scores of the N-test, ζ is the score of the S-test and γ

is the score of the L-test. For cells containing four rows of results, the first
row is the score of the forecast measured against the observed catalogue,
and the second, third and fourth row is the score of the forecast against the
perturbed catalogues, described by a median and a 16% Quantile and a 84%

Quantile.
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3.4. Discussion

Figure 3.3.: Results of the L-test, S-test and N-test, the green line marks the score
according to the observed catalogue, solid blue line gives the median and
dark blue area the 68% interval of the scores according to the perturbed
catalogues. The dotted blue and green line gives the distribution of the
scores from the perturbed catalogues. The red areas mark the threshold
values for the scores. All results shown are for the combined score including
all periods and sub-regions, (top-left) DBM, (top-right) KJSS and (bottom)
TripleS.
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T-test: Summary
Model DBM KJSS TripleS

DBM n/a

NW 2011: 0.123 ± 0.099 NW 2011: 0.053 ± 0.085

NW 2012: 0.245 ± 0.211 NW 2012: 0.165 ± 0.818

SW 2011: 0.423 ± 0.145 SW 2011: 0.039 ± 0.206

SW 2012: 0.067 ± 0.246 SW 2012: -0.076 ± 0.348

KJSS

NW 2011: -0.123 ± 0.099

n/a

NW 2011: -0.07 ± 0.102

NW 2012: -0.245 ± 0.211 NW 2012: -0.08 ± 0.81

SW 2011: -0.423 ± 0.145 SW 2011: -0.384 ± 0.204

SW 2012: -0.067 ± 0.246 SW 2012: -0.143 ± 0.392

TripleS

NW 2011: -0.053 ± 0.0853 NW 2011: 0.07 ± 0.1

n/a
NW 2012: -0.165 ± 0.818 NW 2012: 0.08 ± 0.81

SW 2011: -0.039 ± 0.206 SW 2011: 0.384 ± 0.204

SW 2012: 0.076 ± 0.348 SW 2012: 0.143 ± 0.392

Table 3.4.: The table shows the average information gain determined with a T-test with
a t-distribution based confidence interval between the three different models
for each single subregions and year. For every cell the first row defines the
reference model and the first column defines the alternative model. In each
cell we report the rate-corrected average information gain per earthquake
and its confidence interval for the observed catalogue.

Figure 3.4.: The information gain (left) of the DBM and KJSS model compared to the
TripleS model for the whole region and the full available test period. The
errorbar shows the confidence intervals according to the T-test. Values
marked with a start have a significant difference according to the W-test.
The right plot shows p-values of the T-test (lower right corner) and the W-
test (upper left corner). Fields with a significant difference in information
gain are marked green while insignificant differences are marked red.
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T-test: Full Region Combined 2009 to 2012
Model DBM KJSS TripleS

DBM n/a

0.204 ± 0.0564 -0.0345 ± 0.123

PT = 2.41e − 09 PT = 0.322
PW = 3.42e − 13 PW = 5.31e − 06
0.205 ± 0.0219 0.55 ± 0.88

conf. Int. 0.0573 ± 0.00196 conf. Int. 0.883 ± 1.21

KJSS

-0.204 ± 0.0564

n/a

-0.239 ± 0.129

PT = 2.41e − 09 PT = 0.00123
PW = 3.42e − 13 PW = 5.25e − 21
−0.205 ± 0.0213 0.379 ± 0.903

conf. Int. 0.0574 ± 0.00191 conf. Int. 0.945 ± 1.23

TripleS

0.0345 ± 0.123 0.239 ± 0.129

n/a
PT = 0.322 PT = 0.00123

PW = 5.31e − 06 PW = 5.25e − 21
−0.531 ± 0.844 −0.382 ± 0.924

conf. Int. 0.875 ± 1.19 conf. Int. 0.937 ± 1.25

Table 3.5.: Same as 3.4 but instead for for single subregions and years the rate-corrected
average information gain per earthquake is given according to the combina-
tion of both subregions and time intervals. For every cell the first row defines
the reference model and the first column defines the alternative model. In
each cell we report the rate-corrected average information gain per earth-
quake and its confidence interval for the observed catalogue (first line), the
p-value of the T-test (second line), the p-value of the W-test (third line), the
mean average information gain with its standard deviation (fourth line) and
the mean confidence interval with its standard deviation (fifth line) is written.
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is in the SW Pacific 2012 with a very low number of earthquakes. The reason for this
low remains unclear.

The models try to cope with this strong variation, but struggle with it. Taking the
total expected number of earthquake as a measurement, the models reaction to these
excesses is to small and to late. As a result the models fail some of the consistency tests
starting with the N-test but not limited to it.

Even if a model fails some of the consistency tests it can still be compared to other
models and “win” a comparison test. This has been shown in the past publication and
can also be observed in this period. The KJSS only fails consistency tests in 2011 NW
Pacific where every model fails, but it is still the model with the lowest information gain
in all periods.

This bears the question whether the forecast produced by the models are always incon-
sistent or if in some cases a test issues an “inconsistent” although the forecast could
be considered as consistent. The forecasts in this experiment are gridded poisson rate
forecasts, which means that the earthquake are assumed to be poisson distribution in
respect to a single grid cell and the length of the forecasts. It has been shown that
earthquakes are at least for longer periods not poisson distribution and the distribution
which fits the occurrences of earthquakes better in this situation is the negative bino-
mial distribution (Werner and Sornette, 2008; Lombardi and Marzocchi, 2010; Kagan,
2010). It is possible to use the negative binomial distribution as basis for a forecast
or even convert a poisson forecast into negative binomial one by using the variance of
the past seismicity. A negative binomial distribution has typically a larger variance as a
poisson distribution, as a result the 95% confidence interval of the total expected num-
ber becomes larger. As an effect it is possible that a poisson based forecast converted
into a negative binomial passes a consistency test previously not passed. Unfortunately,
do most of the consistency tests not work with a negative binomial distribution and also
the T-test and W-test have to be conducted in a different way (Eberhard et al., 2014a)
(also see chapter 4.4.4). We do not change anything substantial with a forecast by re-
specify it as a negative binomial based forecast. This change in distribution basically
only states that the forecasts are less certain about the probabilities. We thus do not
suggest to convert poisson forecast just to pass the consistency test and rather keep in
mind that the tests themselves are not without their disadvantages and flaws.

3.4.2. Similarities to the 2009/2010 period

Apart from the Tohoku earthquake and its aftershock sequence the seismicity of the two
new periods 2011 and 2012 is comparable with previous tested years 2009 and 2010
in terms of activity. Also is the seismicity of the 4 periods well inside the variations
observed in the past (see figure 3.5). We therefore expect the models to perform similar
like in the original publication.

The models do in fact perform similar like in the years 2009 and 2010, except of course
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in the Tohoku related sequence. It is almost impossible to derive the tendencies of the
models from only two forecasting period, using four periods helps to recognize such
tendencies:

• The TripleS model did fail the S-test already in the past and it does so also in the
newly tested periods. It fails three of the four single period/sub-region S-test and
as an effect also the combined S-test for all four years. This is not a surprise as
the model did not change since the original publication and as mentioned it is
most likely due to model being not smooth enough and setting grid cells too far
away from any earthquake to zero.

• All models produce forecast which have a total expected number of earthquake
close to the average over the whole learning period, but they fail to capture the
variation in total number of observed earthquakes. While the models did not fail
any N-test in the original study, there were some borderline “passes” and they do
fail the N-test in new period.

• In the original study we also calculated the information gain against an uniform
models similar to a T-test, we do the same for the new periods. The information
gain is for the new periods is similar to the previous one, this shows that the
models work equally well with new data as the did with original test data despite
the Tohoku sequence and a remarkable low number of earthquakes in the SW
Pacific 2012.

• The ranking according to the information gain does not change if the new periods
are included in the combined score, in both cases the TripleS has a tiny bit larger
information gain than DBM followed by the KJSS model. Also is the difference
between TripleS and DBM in both cases not significant according to the T-test.
But while in the past publication TripleS “won” three of the four single period/sub-
region tests, in the new period the opposite way around. This hints that the
combined T-test is correct in stating the difference between the two models as
insignificant and W-test is in this case probably over-emphasises the significance.

3.4.3. The shadow of Tohoku

All models fail to forecast the full extent of the seismicity caused by the Tohoku earth-
quake. Fortunately, strong earthquakes like the Tohoku earthquake do not happen
often, they can therefore considered as an extreme scenario. Expecting from the models
to successfully forecast an earthquake and its aftershock which is stronger than any-
thing ever registered in the test region is asked too much, given the used update cycle
and forecasts length. Even time-variant short-term, typically more suitable to forecast
aftershock sequences, struggle with Tohoku earthquake (Nanjo et al., 2012).

In general one-year forecasting models are not good at capturing aftershocks sequences
happening on a smaller time scale. The main reason for this is the update cycle, the

51



3. Additional Forecast Testing in the West Pacific

Figure 3.5.: The numbers of observered earthquakes Mw ≥ 5.8 in a 1-year period from
1976 to 2012 for the NW Pacific (left) and the SW Pacific (right). The Global
CMT catalogue was used for this analysis

models may be improved if the forecasts would be updated more regularly, for instance
always after each earthquake with magnitude higher than a predefined magnitude. Also
in contrary to one-day forecasts it remains a bit unclear how to use the information
provided by a one-year model in an operation earthquake forecast sense. One-year
forecast can however help to better understand the occurrence of earthquake on an
intermediate time scale where short-term earthquake forecasts model struggle. An
option could be to integrate an one-year forecast model into a one-day forecast model
by using it as its background model instead of static long-term model.

Nevertheless, the Tohoku earthquake dominates the whole test statistic. In the previous
study none of the models failed a consistency test for the whole period and region, but by
including the NW Pacific 2011 all models fail the N- and the L-test. It is possible that if
future test periods are included, the effect of the Tohoku earthquake on the consistency
of forecasts will be reduced, but it remains unclear how many “good” forecasting periods
have to be included to level out the effect.

3.5. Conclusion

Like expected, the testing procedure used in first publication works fine also with addi-
tional testing periods used here. Testing new forecasts is with used software fairly easy
and can done in a couple of minutes.

The additional two forecasting periods support the findings of the previous study and
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allow to better understand the variations in seismicity of the test region.

Especially the Tohoku sequence showed there is still room for improvement of the mod-
els. The current models struggle to capture the full variations of the seismicity, particu-
larly the variation in total number of earthquakes are not well described by the models
and their total expected number tends to be around the long term average.

In the previous study we ranked the models according to the information gain of their
forecasts. According to this, TripelS is the “winner” followed by DBM and the KJSS
model. A T-test used to determine the significance of the differences showed that TripleS
and DBM do not perform significantly different. With only two testing periods available
at the time the test itself is questionable and it remained unclear whether the difference
of the models could be significant on the longer run. The additional forecasting periods
2011 and 2012 show the same result as the earlier method, but in single period the DBM
model performance often a tiny bit better than TripleS, which is the opposite behaviour
observed in the previous study. This is strong hint that the difference between the
models is indeed not significant.

The two additional forecast periods caused the models to fail the consistency test espe-
cially due to an over- or under-estimated total number of expected earthquakes. While
we mentioned the problems of the models with the total number of earthquakes, it
should also be mentioned that this failure may be due to the incorrect assumption
of poisson distributed earthquakes, and if the models would use a negative binomial
distribution the observed number of earthquake would well inside the 95% confidence
interval.

Steady updating and analysing a forecasting experiment after the first publication has
been published may not be glorious, but it helps to avoid over-interpretation of test re-
sult and can show patterns not visible on shorter time intervals. Four years of forecasts
are a good start and allows to make some well-funded statements, but compared with
the number forecasts available in a short-term forecasting experiment, this is nothing.
This experiment should and will be continued.

The West Pacific test region, offers plenty of opportunities for interesting studies. Here
some topic which may should be addressed in a future study.

• A obvious choice is to incorporate additional forecast models. The three models
currently submitted to this forecast region do a good job, but there also quite
similar. Additional models would help to get better insight into what is possible
with forecast models.

• The distribution of the information gain per earthquake between the different
models suggest that ensemble forecast consisting of a weighted average of the
different forecast could be an option worth while testing out.

• A major drawback of the West Pacific test region is the lack of magnitude bins. A
extension of the grid with magnitude bins may be logistical not entirely trivial, but
is something which has to be done eventually.
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• Updating the models once years is in the presence of large earthquakes with many
aftershocks not suitable. No model will ever be able to model such sequences.
Updating the models more often without changing the length of the forecasts,
like once every three months or even dynamically after each large earthquakes,
could help to improve the performance of the models. Further can an analysing
of forecasts of each model reveal some information about the influence of single
earthquake cluster on a model.

• As previously shown the distribution of earthquake in time is better modelled by
a negative binomial than a poisson distribution. An extension of the test region
to negative binomial based models would thus make sense. A problem is the lack
of suitable test for negative binomial based forecast, a new set of tests has to be
developed to allow a successful testing of such forecasts.

• We already mentioned the subject of a time-variant short-term forecast model
using an one-year forecast model as background model. It would be interesting to
evaluate the performance of such a combined model. It does not make much sense
to compare a daily forecast model with one-year forecast models, the West Pacific
one-day forecast test region would have to be used for this kind of experiment.
The only contributing model in the one-day forecast test region of West Pacific is
currently the KJSS one-day forecast model. Another model contributing to this
test region would make sense anyway.
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This chapter is planned to be submitted in the Bulletin of Seismological Society of
America.
Authors: D. A. J. Eberhard, J. D. Zechar and S. Wiemer
Title: Operational Earthquake Forecasting in Iceland

4.1. Abstract

Operation Earthquake Forecasting (OEF)–forecasting seismicity in near real-time and
with a civil projection committee or even the public as target audience–can help to lower
the vulnerability of society in region with high earthquake risk.

The feasibility of an OEF is depended on three main factor, the available data, the
probability gain the models can produce compare to a long-term hazard model and the
computation time needed for producing a forecast.

In this study we test the feasibility of an OEF based on the current available time-variant
forecast models by building a prototype test region in the south of Iceland. We use the
period between 2007 and 2010 and a sparsely processed catalogue release by the IMO
as basis for a retrospective forecasting experiment with daily updated one-day forecasts.
To better understand the effect of updating cycle on the probability gain we use beside
the common update scheme also a scheme in which the forecasts are updated after
every earthquake M ≤ 3. We test three different models (ETAS, STEP and TripleS) and
an ensemble model based on the three models, which can be seen as a best-approach
reference model. Every step during the forecast calculation is automatized and the time
needed for the compassion measured. This allows to estimate the average time needed
for producing a meaningful forecast.

We found that while there is still room for improvement, the forecasts model are capable
to produce usable forecast even with the sparsely processed earthquake catalogue.
Of the tested models, the ensemble forecast has the highest information gain. The
difference to best non-ensemble model is not significant, the ensemble building has the
advantage of being a self regulating system, which is more robust than a single model.
Overall an OEF test region in Iceland is an opportunity to test and improve forecasting
model an should be continued.
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4.2. Introduction

Predicting the precise location of a large, damaging earthquake is a century old, so far
unsolved problem, and it may even be impossible to predict single earthquake. What we
can do is forecast seismicity—the probability of an earthquake happening at a certain
location in a certain time interval and with a certain magnitude. The earliest models
for forecasting seismicity go back to the late 80s of the last century (Reasenberg and
Jones (1989b); Ogata (1988), and since then a lot of effort has been made to improve the
forecasting of seismicity. Projects like the Collaboration for the Study of Earthquakes
Predictability (CSEP, Cseptesting.org (2011)), a community based project, have the goal
to improve such forecasts by offering a multitude of different natural laboratories to-
gether with the infrastructure and methods to evaluate the performance the different
forecast models. In this study will use some of these propose methods.

A majority of forecasting experiment are intended mainly as scientific experiments and
not meant to provide any earthquake warnings to the public or to decision makers.
Operation Earthquake Forecasts (OEF) are a long-time goal of most forecast experi-
ments and in way a promise made to the public which should eventually be fulfilled.
Unfortunately, while there have been studies about feasibility of evacuations based on
seismicity forecasts van Stiphout et al. (2010), it is not fully known whether the cur-
rent state-of-the-art forecasting models can provide any other useful information for the
public. Also it is unknown if they are stable and fast enough to provide near real-time
forecast under difficult conditions as needed in an operational warning system.

In this study we consider an earthquake forecasting region in Iceland with a focus on
Operation Earthquake Forecasting. Iceland provides a dense seismic network and has
an earthquake catalogue which is complete down to very low magnitudes. A feature
which is a useful basis for every forecast model. The unique and multifaceted geology of
Iceland, containing volcanoes and geothermal systems, can be viewed as a benchmark
test for difficult forecasting conditions. Forecast models have to deal not only with
earthquakes from tectonic sources but also with earthquakes from almost any known
sources. The population in Iceland is well aware of the possibilities and limits of warning
systems due to the long history of dealing with the natural hazards caused by the
volcanoes and earthquakes. In addition Iceland already has a volcano warning system
implemented and operating. All that makes Iceland a ideal test region for Operation
Earthquake Forecasting.

In the following section we conduct a statistical analysis of Icelandic earthquake cata-
logue. In section 4.4 the setup of the forecasting region is specified and the first branch
of forecast models is introduced. Next (section 4.5) we present the calculated forecasts
together with a performance analysis of them. The section 4.6 contains a detailed dis-
cussion of the results and we draw our final conclusion in the last part of this paper
section 4.7.
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4.3. Statistical Analysis of the Earthquake Catalogue

4.3.1. Earthquake Catalogue of Iceland

The seismicity of Iceland is currently best described by the earthquake catalogue pro-
vide from the Icelandic Meteorological Office (IMO) (Http://en.vedur.is/ (2013)). The
catalogue used for this study covers the southern part of Iceland (see figure 4.3) and
starts in July 1991 and ends in December 2009. In period 225986 earthquakes were
observed, with magnitudes ranging from MW = −7.4 to MW = 6.01 depended on the
magnitude scale used (see section 4.3.4). The time interval includes larger mainshocks
with aftershocks as well as swarms probably originating from geothermal or volcanic
activity resulting in pronounced seismicity rate changes over time (Figure 4.4). The
maximum depth observed is 82 km but the most earthquakes is located above 30 km.

The IMO reports the location of the earthquake in the coordinate system ISN93 (Conver-
sion (2004)), a coordinate system special build to account for the high latitudes typical
for Iceland. The difference between this coordinate system and a more common WGS84
coordinate system is in the order of a few centimetres. For this study we treat the
locations like standard WGS84 coordinates, as the difference between the system is
negligible compared to the error of the locations.

Due to limitations in budget and personnel the available catalogue includes warts and
all and is in many parts as it was right after the earthquakes were recorded. While
this may be problematic for a detailed analysis of the seismicity in Iceland, it is not
necessary unwanted for the OEF experiment we conduct here. This catalogue is close
to a catalogue a model would receive in true realtime OEF. The catalogue may con-
tain quarry-blast and other human produced seismic sources as well as a magnitude
scale which saturates at a certain magnitude and maybe also missing single earth-
quakes above the magnitude of completeness typically estimated (Kristín Vogfjörð and
Francesco Panzera personal communication).

4.3.2. Magnitude of Completeness, a-value and b-value

Statistical parameters like the magnitude of completeness (Mc), b-value and a-value
are besides others commonly determine for investigating the quality of an earthquake
catalogue (Mc) and to have rough estimate of the seismicity of a region (a-value and
b-value).

For a forecasting experiment like in the this study the completeness of a catalogue is
important because many models assume a complete catalogue to estimate their pa-
rameters. We used the maximum curvature (maxC) (Wiemer and Wyss (2000)) and the
entire magnitude range (EMR) methods (Woessner and Wiemer (2005)) to estimate the
completeness of the Icelandic earthquake catalogue. Both methods produce comparable
results, although the EMR method results in slightly higher values and the calculation
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fails, meaning the algorithm was unable to determine value, more often, probably due
to volcanic and geothermal activity. Overall the completeness for Iceland is with a mag-
nitude of 0.1 for the South Icelandic Seismic Zone (SISZ) and the Reykjanes Peninsula
(RP) and a magnitude of 1 for the whole catalogue remarkably low and in good agree-
ment with previous studies done by Wyss (2006). Although the completeness of the
catalogue is around 1.0, it still possible that single M < 3 earthquakes are missed the
catalogue or have a wrong magnitude (Kristín Vogfjörð and Francesco Panzera personal
communication).

Besides the differences in Mc between the SISZ/RP and whole southern region, both
region feature a spatial heterogeneity in Mc (see figure 4.1). For the SISZ/RP part the
completeness is lower in the volcanic regions and higher near the ocean, this probably
due to the configuration of the seismic network, which features a denser network around
the volcanoes. The Mc values for the SISZ/RP are almost constant with time and show
only short-living fluctuations. Different the whole southern region which shows an
increase in magnitudes of completeness after 2002. Possible reasons for this can be a
large earthquake which raised the noise level and thus lowered the detection level of
the network, a change in the detection routine or that the data before 2002 are more
processed and refined.

Forecast models often use the a-value and b-value as part of their configuration either
directly or indirectly. All models in this study use non-spatial and time invariant b-
value and, at least for the background, also a constant a-value. Mapping a-value and
b-value still makes sense, as it helps to better understand the seismicity of Iceland and
possibly reveals problematic regions.

We map the a-values for the whole south of Iceland and for the SISZ/RP alone (see
figure 4.1) using the whole period available. Over large areas the a-value seems to be
constant with values between 2 and 2.5, which is around 100 earthquakes M > 0 per
grid cell over the whole period. There are regions featuring higher a-value, but most
of those seem to be related to circumstance which lead to failure of the a-value and
b-value determination algorithm.

Together with the a-value we also determined the b-value. For both, the SISZ/RP
and whole southern region, the overall b-value is between 0.9 and 1 depended on the
method used for determine Mc and the magnitude range used for pre-selection of the
earthquakes. Both region show strong spatial and time variability of the b-value. The
map of the b-values (see figure 4.1) reveals in some part unusual high b-values up to
values of 2. This can be a hint for geothermal or volcanic activity, or be related to
industrial activity, as in the case of a region in the western part of the SISZ/RP, where
an anomalous high b-value is related to earthquakes located directly at the location of
some heavy industries.
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4.3.3. Earthquake Sequences in Iceland

In order to get a better overview of the earthquake clustering over time in Iceland we
follow the procedure suggested by Agnew (2013) and plot the magnitude and time of each
earthquake into a equal density plot (see figure 4.2). These plots use axis normalized in
such a way, that the points should equally distributed instead of clustered in time and
power law distributed in magnitude. In a nutshell this is done with following steps:

1. A subset of the catalogue is used to determine a empirical Gutenberg-Richter
distribution. In this case we used the whole catalogue declustered by a Gardner-
Knopoff algorithm.

2. The whole catalogue is used to determine an empirical distribution of the occur-
rence times of the earthquakes.

3. The magnitudes of the earthquakes are remapped (y-axis) between 0 and 1 using
the Gutenberg-Richter distribution previously determined.

4. The time of the earthquakes are remapped (x-axis) between 0 and 1 with the help
of the empirical time distribution

5. The redistributed catalogue is plotted as a point plot.

This analysis shows an interesting patterns with alternating clusters in the range
around M = −1 and M = 4. The alternating character is mostly due to technical
limitations, caused by raised noise level after larger earthquakes (Kristín Vogfjörð per-
sonal communication). Some of the low magnitude cluster seen in the plot are located
near the east part of the SISZ and causes by a slow uplift due to geothermal and volcanic
activity in this region (Kristín Vogfjörð personal communication).

4.3.4. Available Magnitude Scales for Iceland

The earthquake catalogue for Iceland includes two different magnitudes for every earth-
quake, a local magnitude ML determined from the amplitude and a “local” magnitude
MW determined from the total moment. The MW scale was originally constructed to
agree with Swedish local magnitude scale (Slunga et al. (1984)) and was later modified
(Pétursson and Vogfjörð (2009), Appendix I). A comparison with the ML scale (see Figure
4.5) shows that although they are comparable over large parts, they are not equal. Both
magnitude scales have their flaws, according to Keiding et al. (2009) the local Icelandic
magnitude scale saturates around magnitudes ML = 5.5 and according to the notes
included with the catalogue the MW scales may severely underestimated MW >= 4. In
both scales this may leads to underestimation of large earthquake, for instance the
Selfoss earthquake at 29. May 2008 is reported by the IMO on their webpage as a
magnitude M = 6.1 earthquake, in the available catalogue the same earthquake has a
magnitude ML = 5.26 and MW = 5.67.
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Figure 4.1.: Magnitude of Completeness (top), a-value (middle) and b-values (bottom)
calculated with all earthquakes in the SISZ between 1991 and 2010 using
the provided local Magnitude (Ml). The magenta colored dots on the Magni-
tude of completeness map are the seismic stations of the IMO. The magenta
triangle in the b-value map are the known volcanoes in the test region.
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Figure 4.2.: The magnitude and time for every earthquake in the SISZ/RP in an equal
density plot. The color of the points indicates the density around the point
or how many neighbours are close to this point.

As the MW scale is meant to be similar to the local Icelandic magnitude ML , we tried
for comparison to calculate a moment magnitude MW as used for the Global CMT cat-
alogue (Dziewonski et al. (1981)). For this we used the relation between the Icelandic
MW and the total moment M0 delivered together with catalogue to calculated the total
moment from the magnitude. With the total moment M0 and the relation between M0

and MW used by the Global CMT (see Appendix 4.A.1) catalogue, a moment magni-
tude MW similar to the Global CMT can be calculated. The resulting relation between
Icelandic MW and CMT MW (see Figure 4.5), shows that the Icelandic MW slightly over-
estimates earthquakes between magnitude 0 and 5.5 and massively underestimates the
earthquakes above 5.5. This could be a possible reason for the differences between
published magnitudes and the ones reported in the catalogue.

The selection of the magnitude scale has also a strong influence on the spatial b-value
and a-value pattern and potentially also on the forecast model. In the b-value and
a-value maps the two moment based scales tends to produce more ”empty“ grid cells,
where no value could be calculated due to failure of the b-value algorithm, which is
mostly cause by the Mc estimation inside the algorithm. This could be a hint that there
are some problems with the magnitude distribution of the two scales.

4.3.5. Special Regions in Iceland

Region with anomalous b-value are often due to a excess or lack of earthquakes of a
certain magnitude, resulting often in magnitude distribution not following entirely the
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Figure 4.3.: Earthquake locations in the south icelandic seismic zone between 1991
and 2010. The red polygon outlines the test region used for earthquake
forecasting experiment.

Gutenberg-Richter law. Possible causes for this behaviour can be found in geothermal
activity (Bachmann et al. (2011)), volcanic activity (Wiemer and Benoit (1996); Wiemer
and McNutt (1997)) but also man-made factors like mines, geothermal power-plant
(Wiemer (2000)) or a temporary small scale seismic seismic network can have an effect.
All these potential sources may also be a problem for a forecast model, depended on the
actual model.

As mentioned Iceland has regions with such anomalous b-values (see figure 4.1). We
compared the b-value map with a map of all know volcanoes in Iceland (see figure 4.1),
although it is not always clear where exactly a volcano has its magma chamber, many of
those areas with anomalous b-value seem to be related to a volcano or volcanic system.
There are however also regions with no known volcano in their proximity. One of these
regions is the south-west corner of Iceland with a b-value reaching as high as 2.2. The
region is hosts to some heavy industries, most notably a silicon metal facility, which is
likely the cause of this anomaly. Also on the south coast there are some regions with a
relatively high b-value, there position correlate with low temperature geothermal fields.
A region near Reykjavik shows anomalous high b-values which may be caused by a
volcanic system, the mountain Ulfarsfell is near and of volcanic origin.
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(top right) and a frequency-magnitude distribution (bottom) of all earth-
quakes in the test region.
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Figure 4.5.: Density plot (left) of a comparison between the two provided magnitude
scales Ml and Mw in Iceland. A comparison (left) between Mw provides by
the SIL and a recalculated Mw using the equation used for the global CMT
catalog.

4.4. Setup of the Test Region in Iceland

4.4.1. Geographic setup

The test region includes the SISZ, the region with the highest seismicity rate, and the
Reykjanes Peninsula (see figure 4.3 for a map of the test region). We use this region
because the low magnitude of completeness resulting from the dense network. Also the
region is highly important from the hazard point of view with the capitol Reykjavik being
located there, being the most populous city in Iceland and also the one with the highest
hazard.

The test region is cut at 20km depth to exclude earthquake which have potential a inac-
curate location. Further is seismicity in Iceland very shallow, and only 25 earthquakes
in SISZ are located below 20km depth.

Iceland is located at high latitudes, this means the distance on the surface per degree is
much larger in north-south direction than in east-west direction. Different grid spacing
for longitude and latitude would in this case be more adequate. Unfortunately, do not
all of the used forecast models support different longitude and latitude spacing. As an
alternative we use a single grid spacing based on the latitude range, knowing that the
grid may have more grid cells in longitudinal direction than actually needed. The grid
spacing we use is 0.025◦ which translates to ≈ 2.7 km in latitudinal direction and to
≈ 1.2 km in longitudinal direction. Compared to the proposed location uncertainties in
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the SISZ of 1-2 km, this seems to be adequate, with the spacing for the latitude being
above, the spacing for the longitude being similar to the uncertainties.

As mentioned the Icelandic earthquake catalogues includes two slightly different mag-
nitude scales. For this forecast experiment we use only the local Icelandic magnitude
scale ML , although we know that the scale saturates for large earthquakes and thus
assigns lower magnitudes than published elsewhere e.g. in the Global CMT catalogue.
The ML scale produces more stable b-value maps and preliminary forecasts tests showed
that moment-based magnitude scale MW tends to cause more model-failures.

The magnitudes bins of the test region ranging from a minimum magnitude of Mmin = 3.5
to maximal magnitude of Mmax = 7.6, with a binning of △M = 0.1. We selected the
minimum magnitude a bit lower than for instance in the California test region (Zechar
et al. (2013)), to account for the generally lower magnitudes in Iceland and to have
enough forecast-able earthquakes. Similar to the minimum the maximum magnitude
is smaller than in other test regions, but still 2 magnitudes higher than any earthquake
observed in Iceland according to the catalogue. The catalogue available for the models
to estimate the parameter and producing the forecast is cut at magnitude ML = −2, to
remove earthquakes with potentially questionable magnitudes. This cut-off magnitude
is way below the estimated overall completeness of the catalogue. The idea is that the
models themselves can choose the range of magnitudes they think is usable.

The models produce one-day forecasts on a daily basis and as forecast testing period
the time between the 1. Jan. 2007 and 31. Dec. 2009 is used. This results in 1097
days of forecasts available for testing. We have in that period 12 days with suitable
target earthquakes, a total of 22 target earthquakes and a maximum of 8 earthquakes
in a single day. This time interval also includes the Selfoss sequence (Decriem et al.
(2010)), a magnitude 6.3 (e.g. NIEC, global CMT) mainshock which had some publicity
in the media.

The learning period, the time used as input for the models, starts on the 1. July 1991
and ends at the day before the next forecasts. In the initial learning period, we have 41
days with target earthquakes, a total of 75 target earthquakes and a maximum 15 target
earthquake in one day (see figure 4.6). The most notable earthquakes in this period are
the two large South Iceland earthquake in 2000 (Daniel et al. (2008); Stefánsson et al.
(2000)) which caused a lot of damage all over the SISZ. Overall the learning period
seems to be comparable to the forecast period in number of target earthquakes and in
the number of larger earthquake sequences.

We implement the test region with a software package called MapSeis Eberhard et al.
(2014b), which provides an easy to use tools to create test regions and allows to auto-
matically produce, store and test forecasts with the linked models and the integrated
statistical tests.
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Figure 4.6.: Earthquakes which fit the forecasts region setting in the learning period
between 1991 and 2007. The color of the points represents the time of the
earthquake, and the size of the point corresponds to the magnitude.

4.4.2. Models for the Test Region

Every forecast experiment needs participating models, in the experiment here we use
three different models, the Simple Smoothed Seismicity model (Zechar and Jordan
(2010)), the STEP model (Gerstenberger et al. (2004)) and a ETAS model built espe-
cially for this study. The list of models is meant to be selection of commonly used and
tested models and is not meant to be complete or representative.

Simple Smoothed Seismicity

The Simple Smoothed Seismicity (TripleS) (Zechar and Jordan (2010)) is an almost time-
invariant model built with long-term forecasting in mind. We use TripleS in two ways,
first as comparison model, every short-term model should be able to perform better as
it, and second as background rate model for STEP.

The “Simple” in TripleS comes from the fact that model does not have any parameter
which have to be specified by the user, apart from an additional learning period for
estimating the optimal smoothing width and a period to test the smoothing width.
TripleS is comparable to the KJSS model (Kagan and Jackson (2000)) as compared in
the Western Pacific test region (Eberhard et al. (2012)), Rhoades’ PPE model (Rhoades
and Gerstenberger (2009)) and Kafka’s cellular seismicity model (Kafka and Ebel (2011)).

Although TripleS is almost invariant of time, as an additional day of input data is a to
small contribution to learning period, we updated the TripleS model every day like the
other two models.
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Table 4.1.: Parameters estimated for STEP and the ETAS model. The parameter a (some-
times called a’ in STEP) has the same name in the models , but is defined
differently in the models. Also p and c are not entirely compareable between
the two model due to the different parameterization inside of the models.

µ K b c p a d q
STEP 0.974 0.0988 1.745 −0.7947
ETAS 1.4281 0.6586 0.974 0.0318 1.4888 0.1723 4.1601 · 10−5 2.5633

STEP

The Short-Term-Earthquake-Probabilities (STEP) model is a time-variant forecast model
built by Gerstenberger et al. (2004) and is based on the Reasenberg-Jones model
(Reasenberg and Jones (1989b)). It was already successfully tested in California (Schor-
lemmer and Gerstenberger (2007); Gerstenberger et al. (2005)) and New Zealand (Ger-
stenberger and Rhoades (2010)) and is due to its flexibility a good candidate model for
short-term forecasting in Iceland.

STEP automatically estimates a new set parameters when a aftershock sequence is
present, but it needs a background rate model and for the generic model four parame-
ters. The generic model is used by STEP if no aftershock sequence cannot be recognized
yet or if an aftershock sequence does not contain enough earthquakes to fit a specific set
of parameters. As background model we use a forecast of the TripleS model generated
during the learning period. The parameters needed for the generic model (a,b,c and
p) can be estimated by fitting the Omori Law ((Omori, 1894; Ogata, 1999)) to certain
aftershock sequences. We use the learning period and the whole of Iceland to estimate
the parameters in the following way:

1. Identify the different aftershock sequences in the learning period of the catalogue
by using a Gardner-Knopoff declustering algorithm Gardner and Knopoff (1974)).

2. For each found aftershock sequence the omori law parameters are estimated with
a maximum likelihood method.

3. Because a cluster can also be a swarm instead of an aftershock sequences, clusters
with unrealistic parameters are remove from the set of possible solutions. Using a
forecast model with unrealistic and faulty parameters results either in tiny rates
or in the model being stuck in an infinite loop due to a high productivity of the
earthquake process.

4. The median of all possible solution is calculated for each parameter.

The generic parameters estimated by this method can be found in table 4.1.
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ETAS

The Epidemic Type Aftershock Sequence (ETAS) model (Ogata (2011, 1999)) can now be
considered a ”classic“ within the short-term forecasting models. Many different imple-
mentation and version exists of this model, all of them based on the two fundamental law
in seismology, the Omori law ((Omori, 1894; Ogata, 1999)) and the Gutenberg-Richter
law (Gutenberg and Richter (1954)), the same laws the Reasenberg-Jones and thus the
STEP model is based on.

The ETAS model we use is specially built for this study and based on a parameter
estimation method by Schoenberg (2013). It is entirely written in Matlab and allows us
to easier modify and adopt the model to the situation in Iceland, as well as producing
computational benchmarks of single parts of the forecast calculation process.

Although the parameter estimation of the model would in principle work fully automatic,
we decide due to the sub par performance on large earthquake catalogues and the sen-
sitivity to incomplete aftershock sequences of the Schoenberg method, to use a similar
approach to estimate the parameters as with the STEP model. The only difference, in-
stead of fitting the Omori law with the maximum likelihood method, the Schoenberg
parameter estimation method is used for every aftershock sequence. The estimated
values for the eight parameters used by this model can be seen in table 4.1, again the
learning period and whole region of Iceland was used for the estimation.

Forecast Ensemble

Earthquake ensemble forecast are built by combine different already existing forecasts
from various models into one combined forecast, this is often done with some sort of
weighting scheme. We use the method proposed by Marzocchi et al. (2012) featuring
two different weights, the correlation weight and a likelihood based weight, to combine
the forecasts and built the ensemble model. From the three proposed likelihood weight-
ing schemas we use the generalized Score Model Averaging (gSMA) method where the
weights are calculated by the following formula.

Sj =
1

| L1 − L0 | + | △Lj |
(4.1)

With L1 being the log-likelihood of the best model, L0 being a constant often set to 0 and
△Lj being the difference in log-likelihood between the best forecast and the forecasts j.
We use choose the parameter L0 in such a way that | L1 − L0 |= 1 as suggested in the
paper.

The intention of the correlation weights is to correct for a possible bias occurring when
many similar models and versions of models are present in one forecasting experiment.
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As we only have four models in this study and none of it being a direct clone of another,
we decided to not use any correlation weights in this study.

4.4.3. Additional Setups

The process of calculating a one-day forecast is done fully automatic and every step
necessary, include preparation of the input data, configuration of the model, storage
of the forecast and the actual model calculation is done by the MapSeis forecasting
framework. Apart from some administrative configurations of the framework itself, no
configurations are needed for this “basic” forecast calculation. As a part of this study we
also want to some further processing and calculation which needs some explanations.

Negative Binomial Forecasts

Most earthquake forecasting experiment so far are based on the assumption that earth-
quakes occurence can approximately modeled by a poisson distribution, although
regional earthquake observations are typically not Poisson distributed (Werner and
Sornette, 2008; Lombardi and Marzocchi, 2010; Kagan, 2010). An alternative is to
use a negative binomial distribution instead the Poisson one commonly used(Kagan,
1996).The negative binomial distribution fits the real occurrence earthquakes better the
the poisson distribution (Kagan, 1996), but the analysis and testing of negative binomial
based forecasts needs more effort and time.

In this study we calculate negative binomial based forecast in addition to the poisson
ones, and compare the results with each other. Unfortunately most forecast model do
not directly calculate negative binomial based forecasts, from the models used in this
study so far only the TripleS model has to option to return such forecasts. We therefore
have to use an alternative method to produce negative binomial forecasts. Similar to the
method used in the TripleS model we estimate the additional parameter of the negative
binomial distribution from the past seismicity (see Werner et al. (2010), Appendix).

Realtime forecasting

In daily forecasting experiment the most common mode of operation is to issue forecasts
regularly everyday, starting at midnight and ending on midnight next day. In the worst
case a relevant earthquake could happen right after midnight, which means it will
take almost 24h before the effect of this earthquake will be considered by a model.
Especially with operational earthquake forecasting (OEF) in mind this delay in time
is not acceptable. A better option is to update the forecast every time a significant
earthquake happens, this mode is often called realtime forecasting. The forecasting
performances of models in a realtime situation is very important for the feasibility of
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Figure 4.7.: A diagram of the different forecast time lengths. The grey marked fields
are the issued forecasts which are always one day long, the yellow marked
parts are the active forecast lengths, the time a forecast is actually used.

OEF, because only if the information gain compared to long-term model is high enough
it is worthwhile to do OEF.

Because we do retrospective forecasting in this study, it is not possible to do proper
realtime forecasting. What we do instead is a retrospective realtime forecasting or
“pseudo-realtime” forecasting, to keep it short later on only called “realtime” forecast-
ing. We synchronize the time steps for the forecast calculation to the occurrence of
earthquakes, so that every earthquake ML ≥ 3 triggers the calculation of a new one-day
forecast. Afterwards the calculation continue normally but with start time of each day
matching the time of the last triggering earthquake. It is possible to use lower magni-
tudes than ML = 3 for triggering a new forecast calculation, but the models used here
do not react strong enough to a single earthquake smaller than ML < 3 to justify the
addition computation time. Using this method result in additional 57 forecast and total
of 1154 forecasts for each model.

Like the regular non-realtime forecasts all these forecasts are one day forecast even
when the next earthquake which triggers a forecast calculation occurs in less than a
day. This has an influence on the testing routine, as in cases where forecasts overlap
in time it is possible to test the forecasts two different way. Either as one-day forecasts
or as “less-than-a-day” forecast, where the forecast rates have to be normalized by the
time the forecasts was “up-to-date”. We define the term “active” forecast length as the
time a forecasts is still up-to-date and not replaced by a newer forecast. In contrast the
“issued” is the time interval the model originally meant to predict (see figure 4.7 for a
graphical representation of the different times).
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Computation Benchmark System

In normal daily and long-term forecast production computation time is in most cases
not an issue. This is different for realtime forecasting and OEF, the computation time
matters as time for the computation is limited and increase of computing power is often
not possible due to budget restriction.

To estimate the effort needed to calculate a forecast with a certain model and for a
certain test region we added a benchmarking system to forecasting routine which logs
a variety of computation times for each calculation. Together with grid size of the test
region, the used computer and number of earthquakes in the catalogue this allows
use to estimate how long it may take to calculate a larger region than Iceland and if
forecast ensemble are computationally feasible for OEF. Further it may also give some
information about where the models spent most of the time and where optimization of
the program code would be advised.

For all calculations we use two cores of a 2.66 GHZ Quad-Core Intel Xeon machine with
8GB of Ram running Mac OS X Mountain Lion. The grid used in Iceland contains 85239
grid cells. This is about the same size as the grid used for RELM experiment which
contains 87289 grid cell. Iceland is much smaller than California, but the smaller grid
spacing makes the grid comparable to California.

4.4.4. Applied Tests

Testing the performance of the forecasts and determine if they fit the observation is
a crucial part of every forecasting experiment. We use whenever possible the tests
proposed by the CSEP testing center (Cseptesting.org (2011)). The testing procedure
is common with this kind of experiments and readers familiar with the CSEP testing
routine can skip ahead to section 4.4.4.

The tests can be grouped into two main categories: consistency and comparison. Due
to the integration of the test into a special forecasting framework and due to the modi-
fications needed for the negative binomial forecast we use a custom implementation of
the tests and not the version provided by the CSEP testing center.

Consistency tests

The purpose of all consistency tests is always the same, determine whether a cer-
tain forecasts or part of a forecasts is consistent with the observation. The method to
calculate these tests is also roughly the same for every test and involves a goodness-
of-fit statistic. This statistic is calculated for the forecast and the observed data. The
goodness-of-fit statistic of the forecast is calculate by using the forecast as a earthquake
generating data model, generate a large number of synthetic catalogues and use does
to estimate the distribution of used goodness-of-fit statistic according to the forecast.
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The goodness-of-fit statistic of the observation is then compared with the estimated
distribution; if the observed value falls into the lower tail of the distribution, the ob-
servation is likely to be inconsistent forecast and should be “rejected”. The consistency
test used here and by CSEP use the log-likelihood is as a goodness-of-fit statistic, but
the approach would similar for a different test statistic.

For the Poisson-based forecasts we use five different consistency tests : the (N)umbers-
test, the (S)pace-test, the (M)agnitude-test, the (L)ikelihood-test and the (C)onditional
(L)ikelihood-test (Rhoades et al. (2011)). The N-test compares the total number of ob-
served earthquakes with the number of predicted earthquake. In case of the Poisson-
based forecasts the number of predicted earthquakes equal to the overall rate, which
allows to use an exact analytic solution for the N-test with no simulation needed. The
result of the N-test is summarize by two quantile scores, δ1 and δ2, and if either of them
is below the critical threshold, the forecast is either under-predicting or over-predicting
and should be rejected. We use a typically confidence interval of 95%, which correspond
to critical threshold of 0.05. Because the N-test is a two-sided test, 0.025 the half of the
critical threshold has to be used with both quantile scores.

The S-test evaluates the consistency of a forecasts spatial pattern with the observed
earthquake epicentres. As a result the forecasts have to be summarized and reduce
to their spatial distribution. In case of a Poisson-based forecasts this can be done by
summing the rates of all magnitude bins of each spatial cell and normalize overall rate
of forecast to the number of observed earthquakes. The resulting “spatial” forecast is
then used to simulate catalogues and calculate the joint log-likelihood. The result of
the S-test is the quantile score ζ which is the fraction of simulated spatial joint log-
likelihood smaller than the observed one. If ζ is below the critical threshold the forecast
should be rejected. The S-test is a one-sided test and critical threshold therefore 0.05.
Because of the test being one-sided forecasts scoring very high ζ values cannot be reject
on the basis of this test, but they should be treated with care (Rhoades et al. (2011)).

The M-test is similar to the S-test, but evaluates the consistency of the magnitude
distribution rather than the spatial one. As the S-test it is a one-sided test and thus
the critical threshold for the quantile score κ is 0.05.

The L-test can be though of as a convolution of the N-, S- and M-test L = N ×S×M. The
likelihood is in this test calculated for every spatial and magnitude bin, which means
that no normalization or dimension reductions of the forecast is needed. Although the
two-sided N-test is involved, the L-test is an one-sided test and the critical threshold for
the quantile score γ is 0.05.

An variation of the L-test is the CL-test, also called LN -test (Rhoades et al. (2011); Werner
et al. (2011)). It is basically a L-test but with the forecast normalized in way that the total
number of expected earthquake is equal the number of observed earthquakes. Often
the LN -test together with N-test is more informative than the L-test alone (Rhoades et al.
(2011)). As the L-test the LN -test is one-sided and the critical threshold is thus 0.05

We simulated for each forecast and test 1000 catalogues to estimate the distribution of
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the likelihood.

Comparison tests

The comparison tests are meant to complete the consistency test by comparing two
different forecast according to their fit to the observation. We use in this study the
T-test and W-test (Rhoades et al. (2011)) as comparison tests, which are both based
on the same measurement, the information gain for each observed earthquake. Two
likelihoods are assigned to each target earthquake, one for each forecast according to
the grid cell the earthquake is located in. The two likelihoods are used to calculate the
logarithm of the ratio for each earthquake; this ratio is also well know at the probability
gain. The ratios of all earthquakes are used to calculate the average information gain per
earthquake. This quantity has to be corrected for the overall difference in total number
of expected earthquake. Without this correction a forecast with a higher number of
expected earthquake in every grid cell would seem superior although it is just over-
predicting.

In order to determine the significance of a found difference in average information gain
per earthquake, statistical tests have to be used. In the T-test the statistical test is a
Student’s t-test (Student (1908)). The assumed null hypothesis H0 is in this test that
the average information gain per earthquake is zero. Because we are only interested in
a significance of the absolute difference the alternative hypothesis H1 is that average
is not zero, which makes this test one-sided. The Student’s t-test assumes that the
individual rate-corrected information gains are normal distributed. Although the t-test
is relatively robust against small assumption violations (Sawilowsky and Blair (1992)),
this assumption cannot always be granted and some cases the t-test can give misleading
results.

As complementary test and in cases the T-test gives a misleading results, the W-test
should be considered. It also uses the rate-corrected information gain as basis but is
based on a Wilcoxon signed-rank test (Wilcoxon (1945)). The W-test only assumes a
symmetric distribution of the measures, but is in cases the assumptions behind the
T-test are not violated less powerful (Rhoades et al. (2011)). The W-test is as the T-test
a one-sided test.

It is possible that the T-test and the W-test chose a different forecast as the superior one.
This is to the different method of testing, in the case one has a very high information
gain for one earthquake but is for every other earthquake inferior to the other forecast,
it might chosen as “winner” by the T-test but not by the W-test, which only cares about
the direction of the differences.

As an additional benchmark, and in the spirit of Werner et al. (2010), we also calculate
the average information gain per earthquake compared to an uniform forecast and
a “perfect” forecast, to have an idea how much the models could be improved. The
uniform model has the expected total number of earthquake equal the average number
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of target earthquake per day observed in the catalogue, in our case this is 0.0157 per
day. The perfect forecast has the number of observed earthquake in each grid cell as
expected value in each grid cell. This value can also be used for comparison, but the
result may not be fully comparable with the a direct comparison as done in the T-test
and the W-test. It can thought as a relative comparison.

Summarize tests

We produce in this forecast experiment a total of 1097 forecasts for each model. Good
methods to get an overview about the performance of the models is necessity with this
large number of forecasts. The most obvious method is to plot the different quantile
scores against time together with the number of earthquakes per day. While this gives
some insight about “problematic” dates, it pretends to contain more information about
the goodness-of-fit of the forecasts than there actually is. As an alternative a “binary”
score could be used, where only passed or not-passed is registered. In addition an
overall score based on the percentage of passed forecasts can be assigned to each
model. A possible problem with this score is that in the case where on most days no
earthquake was observed, the models get a high score no matter how well they perform
on the days with earthquakes. An obvious solution to this is to exclude all forecasts
for days without any earthquake observed. A better solution is to treat the time-steps
similar to a grid cell and assign the observed earthquake to grid cells in time, space and
magnitude. With this method we get a score similar to one for the daily test but for the
whole time period.

We suggest to plot the average information gain per earthquake per time-step for each
model in respect to either a uniform model or a long-term forecast like the TripleS model,
for an overview over the comparison test results and for a better way to estimate the
relative performance of the models. Similar to the consistency tests it is also possible
to calculate the average information gain for all forecast together.

Testing negative binomial forecasts

The probability mass function of the poisson distribution is defined by the following
equation:

P(X = k) =
λke−λ

k!
(4.2)

with λ being the rate and for the likelihood case here k being the observed number
of earthquakes. In comparison the probability mass function of the negative binomial
distribution is defined by this equation:

P(X = k) =

!

k + r − 1
k

"

· pr (1 − p)k (4.3)
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with r being the number of expected number of successful observation (in our case
earthquakes), p being the probability of a success and k being the observed number.

The poisson distribution and the negative binomial one are relate, such as a negative
binomial distribution converge to a Poisson one if r, the number of failure, approaches
infinity. Unlike the negative binomial distribution the poisson one is a “reproductive”
distribution, which means that the sum of two stochastically independent poisson dis-
tributed random variables with λ1 and λ2 is also poisson distributed with its only
parameter being λ = λ1 + λ2. Also because the expected value of a poisson distribution
is E = λ, it is very easy to modify a forecast so that the number of expected earthquakes
equals the number of observed ones. These useful properties have be used for all the
consistency tests apart from the L-test, to summarize and reduce the dimensions of the
forecasts.

The negative binomial distribution is neither “reproductive” nor can it be normalized as
easy as the poisson distribution (see appendix 4.A.2 for more details). These limitations
means that for the negative binomial case only following tests are available: L-test,
N-test, T-test and W-test. All other test cannot be applied in their current version.

4.5. Results

In the testing period between 2007 and 2010 a total of 22 earthquakes occurred in the
SISZ (see figure 4.8). The most mentionable one is the Selfoss earthquake 29. May
2008, which caused some damage in Iceland. The earthquake has magnitude of Ml
5.3 according to catalogue but generally registered as Mw 6.3. The 22 earthquakes
are distributed over 12 days with a maximum of 8 earthquakes happening at one day.
Overall the seismicity seems to decay rather fast in Iceland, no earthquake sequence
appears to last longer than a few days.
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4.5. Results

4.5.1. Performance of the different Models

Apart from the TripleS model all models produce for each of the 1097 days a forecasts.
The TripleS model did have one total failure where it did not return any forecast at all.
We do not know exactly what caused the failure, it could be due model specific problem
or it could also be that the early version of the framework controlling the model did
cause the problem.

The total number of earthquake forecast by each model is consistent with the observed
number (see table 4.2), with the STEP model under-predicting and the ETAS model
over-predicting by a small amount. The TripleS model predicts only 16.34 earthquake
which is compared to the 22 observed earthquake a under-predicting but still consistent
with the observation. While the N-test states consistency over the forecasts period, the
models fail the N-test in some days. Most notable on the 29.May 2008 where the Selfoss
sequence did happen.

All models fail the 4D summary S-test, which means that the spatial pattern is not
consisted with observed earthquakes. This inconsistency is likely due to single earth-
quakes located at places where the models do not expect any earthquakes, which in
result causes a whole forecast to be inconsistent. This can best be seen in the forecasts
for the 4. November 2008, an earthquake is located near the west coast of Iceland, while
the STEP and ETAS have high rates in that region, the earthquake did happen outside
of their proposed region. Both the STEP and the TripleS model also fails the the L-test
and the CL-test, given that the STEP model uses a TripleS forecast as background rates
this could be a “related” failure.

Although the forecasts failed many of the consistency tests, the summed up information
gain to a uniform forecast is still significant positive (see figure 4.9), meaning that the
forecasts the models produce are of some value. While the total information gain is
positive for all models, the TripleS and the ETAS model have both days which have
a negative information gain, meaning the uniform model is actually “better” than the
forecast model. This happens when a model assigns a grid cell an earthquake is located
in a lower probability than the average probability used for the uniform forecast. Which
would be the case when a model does not expect an earthquake at all, or if a “not-
smooth-enough“ forecast just missed an earthquake.

The different forecasts can be compared and rated by two slightly different values, either
by calculating the information gain to an uniform forecast or by calculating the infor-
mation gain between the different models directly. The two methods result in a different
rating. The direct comparison with the T-test includes a correction factor for the total
expected number of earthquakes. The indirect comparison also corrects for the total
expect number but the correction is in respect to the uniform forecast which results in
general in a smaller correction factor.

According to the information gain against an uniform forecast the ETAS model has for
the whole time period the highest information gain followed by the TripleS model and
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the STEP model both with a similar low information gain.(see figure 4.9). The direct
forecast comparison with the T-test and the W-test chooses as well the ETAS model as
the “winning” model in the summary over all forecasts and giving it a large information
gain over the STEP and TripleS. The STEP model is according to this direct comparison
better than the TripleS model but only by a small amount (see figure 4.10). The T-test
returns also an estimate of the confidence interval for the information gain, useful for
determine the significance of the the differences. According to T-test the differences
between the models is not or only borderline significant.

The comparison of the models to a uniform forecast on a daily basis shows some dif-
ferences to the full-time comparison (see figure 4.11). While ETAS is still the “winning”
model most of the time, on some days TripleS and STEP have a higher information gain.
Also has STEP for the most days a higher information gain than TripleS and only in a
few days TripleS does actually better than STEP. It is possible to calculate the signifi-
cance of the information gain with the direct comparison tests, but this results have to
be regarded with suspicion as apart for two days all days contain one earthquake. With
such low numbers reliable significance testing is short of impossible.

4.5.2. Realtime Forecasting

Using the in section 4.4.3 proposed setup results in 1154 forecasts per model, 57
forecasts more than for the fixed time step setup. The active forecast length is for 71
time steps lower than 24h, the standard forecast updating time. More than half of those
(36 to be precise) have an even lower active forecast length of below one hour (see figure
4.12) and smallest observed active time is only 1.29s.

It is possible to test the forecasts either by their issued length or by the active length.
The actual number of observed earthquake does not change between the two options,
but in if the issued length is used the number of earthquakes to test will be higher due
to the overlap of the forecasts. The results is a “double counting” of the earthquakes.
In contrast if the active time length is used, each earthquake is only tested once, in fact
in this setup it is not even possible to have more than one earthquake per period. The
drawbacks of this method ate that the forecasts have to be normalized to the length of
the active time and that some single period tests like the T-tests do not work correctly
with only one earthquake. We use both test setup in this study, but focus more on the
tests with active time lengths, as they tend to be more stable and easier to interpret.

Both the STEP and ETAS model perform better at the consistency tests in the realtime
mode. In the summarizing 4D consistency tests only the STEP model fails the S-test
and the L-test (see table 4.2). Like for the fixed time mode, both models do not pass
every single-period consistency test.

In the summarized tests the instant forecast update increases the average information
gain per earthquakeo the STEP model. For the ETAS model the instant updates have the
contrary effect and decrease the information gain (see figure 4.9). While the information
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Consistency Test Results, Observed Eq = 22
Model Exp. Nr. N-test N-test L-test S-test M-test CL-test

δ1 δ2 γ ζ κ γ

Poisson: 16.34 0.94 0.11 0.00 0.00 0.54 0.00
TripleS C: 98.81 % C: 98.81 % C: 98.81 % C: 99.73 % C: 99.91 % C: 99.73 %

Poisson: 20.03 0.73 0.34 0.00 0.00 0.58 0.03
STEP C: 99.09 % C: 99.09 % C: 99.18 % C: 99.64 % C: 99.91 % C: 99.91 %

Poisson: 25.60 0.30 0.78 0.41 0.00 0.58 0.06
ETAS C: 99.27 % C: 99.27 % C: 99.09 % C: 99.73 % C: 99.91 % C: 99.73 %

Poisson: 23.41 0.45 0.64 0.29 0.05 0.59 0.27
Ensemble Trio C: 99.27 % C: 99.27 % C: 99.09 % C: 99.82 % C: 99.91 % C: 99.82 %

Poisson: 22.77 0.47 0.59 0.20 0.03 0.59 0.25
Ensemble Duo C: 99.27 % C: 99.27 % C: 99.18 % C: 99.82 % C: 99.91 % C: 99.82 %

Poisson Realtime: 23.18 0.48 0.61 0.04 0.03 0.62 0.07
STEP C: 98.79 % C: 98.79 % C: 98.35 % C: 99.57 % C: 99.83 % C: 99.91 %

Poisson Realtime: 25.55 0.28 0.79 0.35 0.39 0.59 0.51
ETAS C: 98.53 % C: 98.53 % C: 98.35 % C: 99.74 % C: 99.83 % C: 99.65 %

Poisson Realtime: 22.38 0.54 0.54 0.23 0.32 0.62 0.43
Ensemble Duo C: 98.79 % C: 98.79 % C: 98.35 % C: 99.74 % C: 99.83 % C: 99.91 %

Poisson Realtime: 23.20 0.46 0.61 0.29 0.29 0.62 0.38
Ensemble Trio C: 98.87 % C: 98.87 % C: 98.35 % C: 99.83 % C: 99.83 % C: 99.83 %

Neg. Bin.: 13.14 0.98 0.02 0.00 n/a n/a 0.00
TripleS C: 98.81 % C: 98.81 % C: 98.81 % n/a n/a C: 99.73 %

Neg. Bin.: 20.03 0.86 0.15 0.00 0.37
STEP C: 99.18 % C: 99.18 % C: 98.91 % n/a n/a C: 99.82 %

Neg. Bin.: 25.40 0.95 0.05 0.00 0.76
ETAS C: 98.91 % C: 98.91 % C: 98.81 % n/a n/a C: 99.73 %

Neg. Bin. Realtime: 22.89 0.83 0.17 0.00 n/a n/a 0.05
STEP C: 98.18 % C: 98.18 % C: 98.01 % C: 99.91 %

Neg. Bin. Realtime: 25.40 0.97 0.03 0.00 n/a n/a 0.43
ETAS C: 98.01 % C: 98.01 % C: 98.01 % n/a n/a C: 99.83 %

Table 4.2.: The score of the different consistency tests. The failed tests are marked in
gray. C stands for consistent and gives the percentage of passed single tests
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Figure 4.9.: Total Information Gain against an uniform forecast for all the different fore-
cast models an. The red line represents the information gain of the perfect
model. A negative information gain means the uniform forecast with the
same expect number of earthquakes performs better then the actual fore-
casts. The negative binomial based forecast are compared to a uniform
poisson forecast, which causes them to all have a negative information
gain, an explanation about this can be found in section 4.6.4.
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Figure 4.10.: A comparison of the direct information gain between the different models
in the fixed update time mode. The bars around the values are the 95%

confidence interval assumed the differences are t-distributed. If the con-
fidence interval crosses the zero-line the difference is considered to be not
significant by the T-test.
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Figure 4.11.: The Information Gain per earthquake compared to an uniform model for
days with earthquakes and various models using the with fixed update
times.
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gain of STEP increases, compared to an uniform forecast, more than doubled the original
value, the maximum possible information gain, the so called perfect model does not
show any difference. This hints that the increase may not be only due to shorter
forecast periods.

Similar to the fixed time-mode there are also forecast which have a negative information
gain for an earthquake compared to the uniform model (see figure 4.13), the gains and
“losses” are about the same size as in the fixed time case, expect the ETAS forecast
from the 29. May 2009 21:33:47, where the information gain is lower than −10, which
is likely the reason why the ETAS model has a lower total information in the real-time
mode. This period is especially bad for all model (see figure 4.13), the situation in this
period is comparable to the one for the 29. May 2009 in the fixed update mode. The
models assign high rates in a nearby region but an earthquake is located outside of this
region.

The two methods to compare the model have similar results, for the whole time period
STEP has higher information gain than ETAS (see figure 4.9). According to the confi-
dence interval determined by the T-test this difference is only borderline significant (see
figure 4.14). As in the fixed time mode the “daily winner” changes for the different daily
forecasts (see figure 4.13). Due to fact that there is only one earthquake per forecast
in this test-mode, it is not possible to determine a reliable significance testing for this
single daily forecast.

4.5.3. Ensemble Forecasts

As described in section 4.4.2 we use the existing forecasts to build for both updating
time scheme two ensemble forecasts.

Ensemble Trio (FT): All three models in the fixed time step mode.

Ensemble Duo (FT): Only the two short-term models STEP and ETAS with fixed update
times.

Ensemble Duo (RT): The STEP and ETAS model calculated in the realtime environment.

Ensemble Trio Mixed (RT): Similar to realtime version of Ensemble Duo, with the TripleS
model from the fixed update time setup added to it.

The weights are mostly depended on the earthquake occurrence and the overall rate
of the forecasts. This gives us the opportunity to investigate the performance of the
models from a different perspective and compare the relative performance of the models
according to their assigned weight. For both time modes the TripleS model is no “game-
changer”, means the other two other models have similar weights if the TripleS is not
present. Further are the weights of the TripleS decreasing with time and reach zero, or
almost zero in the fixed Time mode, after the Sefloss sequence (see figure 4.15 & 4.16).
The two models switch there places as leading model over time. In both update modes
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a)
b)

Figure 4.12.: A histogram of all active forecast time length below 24h (a) and below
60min (b).
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Figure 4.13.: The information gain per earthquake compared to an uniform forecast for
single periods with earthquakes and for various models using the realtime
update mode.

Figure 4.14.: A comparison of the direct information gain between the different models
in the realtime update mode. The bars around the values are the 95%

confidence interval assumed the differnces are t-distributed. If the confi-
dence interval crosses the zero-line the difference is considered to be not
significant by the T-test.
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Figure 4.15.: The weights of the ensemble model versus time for the fixed update times.
The weights for ETAS (green), STEP (red) and TripleS (blue) always sum
to one. The fine vertical lines mark earthquakes. It is easy to see that
the weights are strongly influenced by the performance of the models on
certain earthquakes (see also figure 4.11 for comparison)

the STEP model has an increase in weight until after the Selfoss sequence, where this
model performs poorly, after this the ETAS model becomes the dominating model. In
case of the fixed update time forecasts the ETAS stays the domineering model until the
end of the experiment, but in the realtime mode the STEP and ETAS again switch places
due to a series of earthquakes in mid 2009 where the STEP model performs better than
the ETAS model (see figure 4.13).

All ensemble models are at least as consistent as the ETAS model and only the two
fixed-time ensembles fail the S-test (see table 4.2).

For the whole time period the ensemble models have according to both comparison
methods an at least as-good performance as the best non-ensemble method (see figure
4.9). The confidence intervals show however that these differences are not significant
(see figure 4.10 & 4.14). The difference between the Ensemble model with TripleS
and the one without is very small and almost neglectable especially in the realtime
forecasting experiment. On a daily basis the ensemble models are not always the best,
which means that the these models gain their performance boost more with consistently
better forecasts than with single extraordinary good forecasts.

4.5.4. Poisson vs. Neg. Binomial Forecast

We evaluated the consistence of the to negative binomial converted forecasts with the
available subset of tests. In the consistency tests the negative binomial handle worse
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Figure 4.16.: The weights of the ensemble model versus time for the realtime forecast-
ing. The weights for ETAS (green), STEP (red) and TripleS (blue) always
sum to one. The fine vertical lines mark single earthquakes. Like in the
fixed time case the weights are influenced by the earthquakes and models
performance on them (see also figure 4.13 for comparison).

than their poisson equivalent. The only exception to this is the CL-test in the fixed
time steps mode, which is passed by the STEP and ETAS model (see table 4.2). A full
assessment of the consistency is due to the lack of suitable tests not possible and it
remains unclear if and how the change in distribution would affect the result of the S-
and M-tests.

The information gain tries to estimate how much we gain compared to a uniform poisson
based forecast, this allows also a comparison of the different forecasts with each other.
According to this value the performance of the negative binomial forecasts is absolutely
dreadful. Not only are they worse then all the poisson based forecasts, they are also
worse than the uniform forecast (see figure 4.9). A detailed explanation about the
reasons for this bad performance can be found in discussion section 4.6.4.

4.5.5. Computational Benchmark of the Models

During the whole experiment the times needed to calculate the different forecasts as
well as time needed by the computer to process and store the forecasts was logged. In
addition we also logged the time needed to build the ensemble forecasts based on the
already existing single-model forecasts. These benchmark times, measured for each
time step, will allow us to estimate how fast the models can react to an earthquake.

On average the models compute forecasts quite fast, with the fastest model being the
TripleS model and the slowest being the ETAS model (see table 4.3). All models finish a
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Benchmark Calculation Times
Benchmark Entry Total Time Mean Time std. dev. Time max. Time

(h) (min) (min) (min)
Fixed: Complete Calculation 467.82 25.59 2.55 38.17

Fixed: TripleS 48.74 2.67 0.63 7.27
Fixed: STEP 76.53 4.19 0.43 8.93
Fixed: ETAS 115.98 6.34 0.69 9.69

Realtime: Complete Calculation 221.46 11.51 2.90 18.70
Realtime: STEP 81.12 4.22 0.42 8.91
Realtime: ETAS 140.34 7.30 2.60 13.23

Ensemble 3 models 0.35 0.02 0.00 0.04
Ensemble 2 models 0.35 0.02 0.00 0.04

Ensemble 2 Models Realtime 0.38 0.02 0.00 0.04

Table 4.3.: The calculation time for different models and cases

single forecast in below 8 minutes. All models together need on average 25.59 minutes
but never more 38.17 minutes for a single one-day forecast.

The calculation time is dependent on the activity right before the forecast time and
forecast right after large earthquakes take longer to calculate (see figure 4.17). Also
observable is slight increase of the calculation times, which is caused partly by the
increasing size of the learning catalogue but also by the increasing size of the file used
to store all the forecasts. During the calculation process the file size was becoming
more and more of an issue reaching in the end a total size of 2.01 Gb. Due to this we
changed the calculation routine during the experiment in a way that the forecasts are
only stored to the hard-drive only every 100 time steps and not every step as it was
done before. This can be observed in the total calculation times per forecast period (see
figure 4.17) where there is a steep increase in time before the change in the algorithm
and high frequency wiggles in time afterwards.

4.6. Discussion

4.6.1. Who is testing the tests?

Testing the forecast is an integral part of every forecast experiment. While this task may
seems to be straight forward, it is actually more difficult than expected and especially
the interpretation of the test results needs a lot of caution.

The purpose of the consistency test is to evaluate if the forecasts or parts of the forecasts
fit the observation. It is tempting to over-interpret a failure in these tests. But the
models fail the consistency tests almost on a regular basis and the affected forecasts
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Figure 4.17.: The time needed to produce a daily forecast for every time step.

are still usable and have sometimes a higher information gain than some forecasts
passing all tests.

A model fails a test if one or more earthquakes occur in a place where the model did not
expect any. This can be due a mediocre model, but it also possible that it is due to a
“totally” unexpected earthquake or due to a not smooth enough forecast. In conclusion
this means that this kind of test can hint that there is room for improvement of the
model but should not be used to rate models or even exclude models from a possible
usage in a operational earthquake forecast type environment. Also are the consistency
test in current implementation strongly depended on the poisson distribution, which
limits there usage even further.

We think that the consistency test should be applied on a regular basis, as they give
information about possible problems with models or the test region (see next section).

Comparing two models based on their performance is a even harder “business” than
evaluating the consistency. Especially the task of estimating the significance of an
observed difference is a difficult.

The T-test and W-test are commonly used for these two task, but both tests have their
flaws. Neither of them can be used to estimate significance of a single daily applica-
tion as there often not enough earthquake happening in one day, and with only one
earthquake no good statistic can be applied.

The T-test has also an additional problem in form of conditions needed for the test to
be correct, the differences between the rates have to be normal distributed. This is
often not the case and it is ironically often not the case when the difference between
two forecasts is large. The condition needed for the W-test, a symmetric distribution of
the differences, is easier to fulfil but also criteria cannot be taken for granted. For this
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study this means that some of the estimated confidence intervals for the information
gain have to be taken with caution and may be smaller than expected.

Because of this unreliability we think that classical hypothesis testing with a p-value
and a significance value should not be applied at the current state of development. An
estimate of the difference in information gain between different models together with
a confidence interval is however still a valuable addition to the testing routine and is
probably still the best method we have to compare different models.

The two methods we use in this study to compare forecasts give both slightly different
results, and both have there justification. The comparison to a uniform forecast, can
be though of as comparison to a reference model in this case the average rate of earth-
quakes per day, but a different uniform forecast would also be possible. A comparison
of the models based on this value can theoretically be used as a ranking between the
model and should be comparable to a direct testing to a certain degree, but as a uniform
forecast is not a real model it may be slightly misleading and especially in cases with
“unexpected” earthquake it may makes the models look worse than they actually are.

We tested a total of 1097 forecasts for each models with various models, analysing the
each test for each time step and model is not effective. A good summary of the tests is
thus needed. We found that mainly two summary methods are helpful to get an overview
over this large set of data. The most important one is the combination of the forecasts
into a single 4D forecasts, which can be done after the testing and does not need any
new test calculation. The other important value is the number of passed test for the
consistency tests. These summary methods are not a replacement for the single tests,
it is necessary to analyse at least some of the single period tests, to fully understand
the problems which can occur.

4.6.2. Challenges of a test region in Iceland

Iceland is a special region with variety of geological and geophysical processes. We found
that some properties of the earthquake catalogue and the behaviour of the models in
some time-space regions is worth mentioning.

The test region used here seems to “react” very fast, which is best seen in the Selfoss
sequence, based on the used earthquake the sequence consist out of 11 earthquakes
above the target magnitude, 8 of happening on the same day. In case of the daily non-
realtime forecasting experiment, the models simply have not enough time to react. It
is not entirely clear whether this fast reaction is typical for Iceland or just observable
in this subset of data we used. Also could this apparent fast decay be a result of the
raw catalogue and the underestimated magnitudes, which can cause earthquakes to be
missing in the target magnitude range although in it.

Especially the region around the Reykjanes Peninsula, which is the western part of our
test region is dominated by geothermal activity. Some the observed earthquakes in this
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region may be originating from geothermic sources, it is possible that some of the models
have problems with this kind of seismicity. Some of the observed earthquakes are rather
poorly observed with a negative information gain against the uniform forecast. Checking
the location of these earthquakes shows that most of them are located in the Reykjanes
Peninsula and could be originated from geothermal processes rather than only tectonic
processes (see figure 4.8). This may explain the partly the bad performance of the
models with some earthquakes, there are however other target earthquakes located in
that area, for which the models have an information gain much higher than zero. It
would need further investigation and tests whether these earthquakes are originated
from geothermal processes and whether this is the cause of the bad performance of the
models.

We selected the test region used in that experiment based on the criteria that the region
should be of interest for the population, should sample the diversity of seismicity in
Iceland and should be well covered by a seismic network. So far the selection seems to
fit this criteria well, but in some parts a extension might be appropriate, in particular
a extension east end of the region should be considered as the currently used region
covers a part of Hekla, but not the whole of it.

The catalogue used for this study, is pretty close to the catalogue collected in realtime
and only has few correction made afterwards. Because of this we expect that models
may not produce their best forecasts. Also we expect that because of the tendency of
the catalogue to underestimate the magnitudes some potential target earthquakes may
be missing. Models like STEP have a minimum magnitude for earthquake considered to
be mainshocks, the underestimation could in this case also cause the loss of potential
foreshocks. Although this “raw” catalogue is good to explore the limits of forecasting in
a OEF realtime forecasting setup as it is conducted in this study, a repetition of whole
experiment with an improved catalogue will be needed to ensure the correctness of the
models and the model parameter. The data source for this forecast experiment is far
from prefect, nevertheless the forecast models produced valid forecasts.

4.6.3. Estimation of model parameters

All of the here used models need correct parameters to work properly. Estimating
these parameters correctly is thus of big importance. Unfortunately is this task not
an easy problem and the some of the models react to even tiny changes in parameter
with a totally different forecast. In case of STEP no method is provided for estimating
the parameters of so called “generic model”, and the ETAS model has such a sensitive
estimation algorithm that the input needs to specially prepared as well. For both time-
variant models we used a similar time consuming special method to estimate a correct
parameter set: We estimated the parameters for single earthquake clusters identified
previously with a declustering algorithm. While this method works quite good, it is
currently not possible to conduct this method automatically. This limits the usage of
this method a bit because it does not allow a re-estimation of the parameters on a
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regular basis.

The parameters needed for the models are depended not only on seismicity but also
on the forecast length and parameters like the grid size and the magnitude range. A
change of these test region parameters will cause the need to re-estimate the model
parameters. Especially in case of a realtime forecasting experiment this is a problem.
In such a experiment the time length of forecast is not necessary fixed, which means
that theoretically the model parameter would have to be updated. This is of course
not only not feasible but impossible, because the length of the forecast is not known in
advantage. It is however more the problem of testing and possible ensemble building,
where the estimation of the forecasting performance is important. For an OEF we just
forecast until it is replaced and do not care if the forecast is not correct after a certain
time period.

4.6.4. Negative Binomial based Forecasts

It does not look good for negative binomial based forecast so far, at least not with
setup used in this experiment. The forecasts are not more consistent than the poisson
forecasts and actually “lose” information compared to uniform poisson model.

To have better comparison between the two forecast types we directly compare the prob-
ability distribution of the two distribution in a grid cell where we know an earthquake
occurred (see figure 4.18). The comparison shows that the negative binomial distribu-
tion has higher probabilities for larger number of earthquakes, but compared to the
poisson equivalent less probability for only one earthquake. This means that only in
cases where more than one earthquake in a single grid cell is observed the negative
binomial forecast can have a larger information gain than an equivalent poisson based
one. Especially in case of a daily forecast and sufficient small grid cells this will be a
rather rare event and in a realtime setup, as used here, it is even impossible. This is the
reason why negative binomial forecasts are worse in this experiment than their poisson
equivalent.

A possible interpretation of this observation is that while earthquake are dependent
on each other and thus the distribution of earthquakes is more comparable to negative
binomial distribution, the event that an earthquake is happening in a certain grid cell at
a certain time is predominately random and only weakly depended on the past seismicity
in that cell itself, given the cell is small enough.

It is possible that method used to build a negative binomial forecasts based on a poisson
forecasts is not suitable and the parameter estimated directly from synthetic catalogues
or by produced by other means would be better suited. Such models are so far not
readily available, and may be computational rather intensive, what makes them less
suitable for OEF.

A question is if the comparison of a negative binomial forecast with an uniform poisson
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Figure 4.18.: A comparison of the distrution in one grid cell between the negative bi-
nomial and the possion distribution from the same model and the same
gridcell as well as the uniform models poisson distribution. One earth-
quake was observed in that particular grid cell and day.

based forecast is appropriate. Stating that negative binomial forecast are worse than an
uniform forecasts does not seem to be adequate, given that the spatial pattern and the
magnitude distribution are identical to a poisson forecast with a positive information
gain.

Next to this issue there is also the minor inconveniences of the practicality. Basically
everything need more time to compute, more memory and more storage. Especially
testing the forecasts takes much longer than the poisson version. This is in a purely
experimental setup not a big issue, and in case of operational forecasting tests do not
need to be done in near-realtime if done at all. But it raises the cost of such operation
and slows down the forecast calculation.

4.6.5. Ensemble Forecasts

The computational cost of an ensemble forecast consists of the computation time of the
included forecasts and the time to build the ensemble, given of course that the forecasts
used for the ensemble were not produced anyway. This raises “cost” of such ensemble
by multitude of that of a single model. The question is whether the resulting forecasts
is worth the additional effort.

The ensemble forecasts we built with the method described by Marzocchi et al. (2012)
have a consistency similar to the best models and have a comparable information gain
with the tendency to be slightly higher. This performance may not be that impressive,
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but ensembles built with a faulty version of the previously leading model showed a
similar performance to the best model as well. This hints that ensemble forecasts tend
to be more stable than a single forecast model and have the tendency to match or exceed
the performance of the best model. The ensemble forecasts could also be seen as an
elegant way to avoid the model comparison problem, and instead of trying to evaluate
the best model a ensemble of all models could be used.

The weights used for the ensemble are based on the likelihood of the forecasts and thus
contain information about the performance of the single forecasts model. These weights
may also be used as a tool to investigate the difference in performance of the different
models and can help to understand in what situation a model preforms better or worse.
While helpful and basically free this comparison should not be overrated, because of
the dependence of the weights on the weighting schema itself.

An analysis of the weights and information gain of the different models shows that the
ensemble forecast are not the best combination for each single daily forecast. We think
that two aspects of the ensemble building process could responsible for these flaws. The
weighting schema is based on the joint-likelihood similar to the L-test used for testing
the overall consistency. We know from the L-test that this value tends to be sensitive to
various aspects of the forecast and may sometimes be dominated by single earthquakes
and as an effect slightly misleading. The other possible problem is a “over-weighting” of
the past performance. The weights are not only calculated with joint likelihoods of the
current forecasts but also with joint likelihood of the past. In the case a model did very
well on a single day but struggles in later forecasts it can takes a while until this changes
are represented in the weights. This lag is depended on the difference in information
gain of the forecasts and the weighting schema itself. The weights of the ETAS model in
the realtime mode are an example of a case where a single day changes the ensemble
composition completely. The cause of this is probably a forecast on the 29. May 2009
where ETAS has produce a forecast with a low information gain. STEP and ETAS are
for many forecast very similar, but for some periods one of models produces a “bad”
forecast and the other does not. As a result those periods will change the composition
of the ensemble dramatically and produce a not stable looking ensemble forecast. The
question remains whether this behaviour is due to the not long enough forecasting
period and the models yet have to reach stability or if the raw catalogue is the cause
this.

We think that the weighting scheme could possible be improved by using separate
weights for the different aspects of the forecasts similar to the consistency tests. A sep-
aration of the forecasts into a total spatial distribution, a magnitude distribution and
an expected number component as well as recombination of the three parts into a full
forecast is at least for poisson based forecasts rather simple. The separation of the spa-
tial and magnitude distribution may be not always appropriate, as it is possible that the
magnitude distribution varies per spatial cell, in such a case the re-combined forecasts
would lack this variance. For lowering the lag of the weights we think that an additional
weighting used to weight the past lower than the current forecasts could improve the
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ensembles. These suggestions are mainly meant for likelihood-based weights, there are
maybe other weighting schemas not depended on the likelihood which may be better
suited for some experiments.

4.6.6. How feasible are operational earthquake forecasts?

The feasibility of OEF is depended on the information gain the models can provide
with the available “raw” catalogue data and the time needed to calculate a meaningful
forecast.

The best model we have for this particular test region is a an ensemble model updated
after every magnitude 3 and above. In general the realtime forecasts seem to have,
apart from some cases, a higher information gain than the normal daily forecasts. This
means that near-realtime forecasting with automatic update after a certain magnitude
is a must-have feature for an operational earthquake forecasting service. The additional
number of forecasts which have to be calculated in such a setup is compared to the
improvement of the model in information gain relatively low.

With the weighting scheme used here the difference between a ensemble with TripleS
and one without is not significant for OEF. This means that the calculation of a full
ensemble forecast in this test region takes about 15 minutes with the used hardware
and given of course that we have the catalogue data. We cannot produce forecasts
faster than this time and as a result some of the forecasts produce in the pseudo-
realtime forecasting conducted here would not be produceable in a true realtime setup.
An implication of this is, because we would not know in advance when the next forecast
should be produce, that whatever software framework is used has to be flexible enough
to handle overlapping forecast calculations. In general the needed 15 minutes seems to
be not a big issue for an OEF, most of the updating times are way above the this limit
and even an “outdated” forecasts is still an improvement. Also are the 15 minutes not
a fixed number it is possible to lower this time by using faster computer and optimizing
the forecasting code. The time estimated here does not include the time needed by the
network to process an earthquake, the full calculation will therefore be longer.

In general we think that it is possible to produce meaningful forecast on the basis of
a “raw” catalogue as it is used here. The sparsely processed catalogue will have an
effect on the produced forecasts. We expect that tendency of this catalogue to under-
estimate magnitudes and even miss earthquakes entirely leads to lower prediction rates
especially for aftershock sequences. Further experiments with a re-processed catalogue
and experiments with a “raw” learning catalogue and a re-processed testing catalogue
will have to be done to better estimate the effects of the data source on the models. It
should also be said that a true realtime catalogue may be different to the one we used
in this study, a true prospective operational earthquake forecast would probably be the
best option to better understand the effects of data source.

Given the time needed for calculating a forecast and the probability gain such a fore-
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casts has, we think that operational earthquake forecasts are feasible. Another question
is the possible application of these forecasts. Even the currently “best” model calcu-
lated with an ideal earthquake catalogue can assign only small probabilities to possible
earthquakes. An automatic reaction based on such forecasts is thus out of reach for
the moment. As an information for the decision making process during a crisis like for
instance after multiple felt earthquakes in a short period, a seismicity forecast produced
in near realtime could be valuable.

4.7. Conclusions

4.7.1. Forecasting in Iceland

Iceland as natural laboratory for earthquake forecasting experiments is very demanding
but also very rewarding. The selected test region seems to be adequate and a good
sample of the diverse seismicity of Iceland. The selected models are a typical selection
for this kind of experiment and are able to produce usable forecasts. Some observed
earthquake seemed to be unexpected by the models. There are some hints that some of
these earthquakes are “unexpected” due to the geothermal origin of them, but further
testing with re-processed catalogue has to be done to identify the exact cause of this
problem. The here conducted forecasting experiment is a good starting point for a
future, more extensive forecasting experiment, but there is room for improvement, we
suggest the following to be considered in a future forecasting experiment.

• More forecasting models are needed. The selection here only included the two
time-variant model STEP and ETAS and a simple smoothed model. There are
whole classes of models not presents in this study and we strongly advice to
include some of these models in a future experiment.

• As mentioned before in the discussion, the test region should be slightly increased
to include whole region around Hekla. There is however no real reason not to
expand the test region even further and include additional parts of Iceland in a
future experiment.

• A re-processed earthquake catalogue should be used. The catalogue used in this
study is relatively unprocessed and “raw”, for the here conducted experiment with
focus on OEF and realtime forecasting this is fine, but for a forecast experiment
with more focus on the model themselves and their interaction with test region a
improved catalogue should be used if possible.

4.7.2. Should we use negative binomial based forecasts?

Short answer: No. At least for this kind of forecasting experiments there seems to be
not much in favour of negative binomial forecasts. At best we can think of the negative
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binomial forecasts as more honest because of the broader distribution accounting for
more of the uncertainties the forecasts. Unfortunately, this honesty does not pay off
with the current testing setup.

The current lack of suitable diagnostic tests and the in general higher computational
effort are also huge drawback. We basically put in a lot of effort and time into the
production of negative binomial forecast, and are not even able to compare them in a
fair way to poisson forecasts they originate from.

At the current moment we would not suggest to use negative binomial based forecasts in
a short term gridded forecasts format. This may be different for long term experiments
or polygon based forecasts, but cost and benefits should be carefully analysed first.

4.7.3. The future of operational earthquake forecasts

The most import question is probably “Should we do operational earthquake forecasts?”
Even the current state-of-art earthquake forecast models can only assign a small prob-
abilities to a region which rarely justifies big and expensive reactions of the authorities.
Still a forecasts can be valuable piece of information for the decision makers in case of
crisis. An evacuation based on a forecast may be unlikely at the moment, but smaller
reactions like keeping the emergency services alerted would be possible based on even
small probabilities.

Needed are better earthquake forecast models, and the best way improve the available
models and build better new ones is to use them. A fully implement operational earth-
quake forecast test region can help to improve models and also helps to improve the
whole framework needed to manage the models and run the calculation, which makes
it again easier to run forecasting models in other regions.

There is still a lot to improve and investigate in OEF, Iceland is a good place to conduct
OEF experiments. As one of the next step we suggest to investigate the effect a sparsely
processed catalogue has on the models. We have seen in this study that meaningful
forecasts are still possible, but we do not know how, if at all, the catalogue quality
affects the forecast models. The ensemble forecasts are currently the best bet, but more
models should be include to improve these forecasts. This may also mean that more
processing power has to be used, to keep the calculation time low enough.

A future OEF should also consider the computational and organizational problems such
a project can produce. A good computational framework will be needed to succeed with
such a project. It should have a clearly specified interface for a easier integration
of future forecast models, an option to routinely test the produced forecasts and the
capability to run multitude of different forecast set. We can imagine to have to different
sets of forecast models, for instance a stable one with models proven to be working fine in
the specified environment, which will can be used by the authorities, and a experiment
set where models can be tested until they proven to be working like intended to.
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4.A. Appendix

4.A.1. Estimation of CMT MW

We use the relation between Moment M0 and the Icelandic MW scale as specified in the
appendix of Pétursson and Vogfjörð (2009) to calculate the moment M0 from MW . We
use this moment to calculate a moment-magnitude similar to the on used in the Global
CMT catalogue (Dziewonski et al. (1981)) by using ther formula 4.4.

MW =

#2
3

$

· (logM0 − 16.1) (4.4)

Due to the way the Icelandic MW is defined a small algorithm is needed to calculate M0.
The following small Matlab-code is used to conduct the conversion fully automatic.

function CMT_Mw=convertIceMw2CMTMw(Ice_Mw)

%converts Icelandic Mw magnitudes into M0 and then into CMT Mw

DyneFactor=1/(10^(-7));

%Iceland constants

a = 2;

b = 1/0.9;

c = 1.6/0.8;

d = 0.8/0.7;

e = 1;

f = 1;

%select the ranges

sel_low2=Ice_Mw<=2;

sel_2to3=Ice_Mw>2&Ice_Mw<=3;

sel_3to46=Ice_Mw>3&Ice_Mw<=4.6;

sel_46to54=Ice_Mw>4.6&Ice_Mw<=5.4;

sel_54to59=Ice_Mw>5.4&Ice_Mw<=5.9;

sel_59to63=Ice_Mw>5.9&Ice_Mw<=6.3;

sel_hi63=Ice_Mw>6.3;

%create seismic moment (in dyne)

M0=zeros(numel(Ice_Mw),1);

small_m=M0;

small_m(sel_low2)=Ice_Mw(sel_low2);

small_m(sel_2to3)=(Ice_Mw(sel_2to3)-2)/0.9+a;

small_m(sel_3to46)=(Ice_Mw(sel_3to46)-3)/0.8+a+b;

small_m(sel_46to54)=(Ice_Mw(sel_46to54)-4.6)/0.7+a+b+c;

small_m(sel_54to59)=(Ice_Mw(sel_54to59)-5.4)/0.5+a+b+c+d;

small_m(sel_59to63)=(Ice_Mw(sel_59to63)-5.9)/0.4+a+b+c+d+e;

small_m(sel_hi63)=(Ice_Mw(sel_hi63)-6.3)/0.35+a+b+c+d+e+f;
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M0=(10.^(small_m+10))*DyneFactor;

CMT_Mw = (2/3)*(log10(M0) - 16.1);

end

4.A.2. Negative Binomial distribution

In case of the negative binomial forecast a similar simple solution for combining to grid
cells can only be found if the probability parameter p of all grid cell is equal, then the
result of two negative binomial distributions with the parameter r1, r2 and p is again
negative binomial distributed with r = r1 + r2 and p. For earthquake forecasts this is in
generally not the case. It is possible to combine the grid cells by discretized all distri-
bution and then combine them, this works for any distribution, but is computational
very expensive. Even more a problem is the normalization of the forecast to he observed
number of earthquakes. It is possible to normalize a negative binomial distribution if
we assume that the variance is constant. This is not possible with discrete distribution
like the one generated by combining different negative binomial distributions.

In conclusion this means that the only the L-test and the N-test (because there we only
have to count the number of earthtquakes in the simulated catalogues) of the available
consistency tests can be used for the negative binomial based forecasts. For testing
spacial, magnitude and combinations of them patterns, different currently not available
tests are needed.

Different is the situation for the comparison tests, the average information gain per
earthquake can also be calculated for negative binomial forecasts and even between a
poisson and a negative binomial forecasts. The way tests are apply has to be slightly
changed, because of the special properties of poisson distribution the test could be
simplified by using the rate instead of the likelihood and by assigning this “likelihood”
directly to each earthquake. This does not work with negative binomial forecasts and
the likelihood has to be fully calculated. Also has likelihood to be calculated for each
grid cell with the number of observed earthquakes in that grid cell. To be consistent
this has also to be done in case of the poisson forecasts, at least when a poisson and a
negative binomial forecasts are compared.
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Catalog Analysis

This chapter is planned to be published in parts on Corssa.org and the Electronic-
Seismologist column of Seismological Research letters.
Authors: D. A. J. Eberhard and S. Wiemer
Title: MapSeis: the Swiss-Army-Knife of Earthquake Catalog Analysis

5.1. Abstract

The data analysis in modern-day science ask for capable and easy to use software
toolboxes. MapSeis is an open-source software framework with focus on statistical
seismology and seismicity forecasting and testing. It addresses the need of today’s
scientist working in this field by providing a variety of handy tools and functions.

MapSeis has been built with expandability and maintainability in mind and features a
plug-in system as well as a well defined application interfaces (API). Being the successor
project of ZMAP the goal is to surpass the functionalities and eventually replace it.

This chapter explains the concepts behind MapSeis and gives a short overview over
the functions included. The capabilities and the usefulness of MapSeis are further
demonstrates with a small set of example applications.

5.2. Introduction

The parametric data of earthquakes like location, time and magnitude are typically
composed into large collections of earthquake calle earthquake catalogues. They are
the basis for countless seismological analyses including hazard assessments, stress
analysis and seismicity forecasting.

With the introduction of digital seismometers in the early 80s these earthquake catat-
logues became larger and larger containing thousands earthquakes distributed over
large areas. And later with the upcoming of the internet this earthquake catalogues
became readily available for most researchers.
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This progress created lots of data and this data creates the opportunity for thorough
statistical analysis and modelling, which leads to a need for good analysis tools. A good
tool should support a variety of catalogue formats and have an interactive and easy to
use, ideally graphical, user interface. It should encourage the user “toy” with the data
and allow to produce all necessary graphics for a scientific publication.

One of these software packages is ZMAP (Wiemer (2001)), first publicly released in
1994. ZMAP is a software package with a graphical user interface (GUI), designed to
help seismologists analyse and process catalogue data. Even today almost 20 years
after its initial release ZMAP is still attracting new users and shows that there is still
the need for software packages like this.

The last major update of ZMAP was in 2001 and since then only minor updates and
changes have been applied to keep it working on modern systems. Unfortunately the
age of ZMAP begins to show, major updates are not planned and even keeping it run-
ning on modern systems becomes harder with each update of underlying programming
framework Matlab.

ZMAP has out-grown its original purpose a long time ago, and due the limitation of
the original release and the changed requirements today, a successor software package
rather than a major update is needed. The here introduced software MapSeis is this
successor.

In this paper gives an overview over some of the include functions and features of
MapSeis. Also set of small example applications in form of a summary of a previous
released study in Iceland (Eberhard et al. (2014a)) is given. These examples include: (1)
statistical analysis of an earthquake catalogue, (2) automatic calculation of seismicity
forecast models and (3) statistical testing of seismic forecast models.

5.3. Features of MapSeis

5.3.1. Why ZMAP should be replaced

Overall ZMAP is a handy and quite successful software package and was used so far in
296 publications, and even with the age showing it is still working and used today. But
there also some drawbacks, the use of global variables and the due to this hard man-
ageable grow of ZMAP over the years has let to various variable and version conflicts and
to a hard to maintain code. The data format for a catalogue in ZMAP is a simple matrix
with fixed columns and while this is easy to handle and understand, but it only allows
the usage of numerical data and is also very inflexible. ZMAP has been development
as a graphical tool and as an effect of this the GUI and the actual calculations strongly
tied together and are basically inseparable. This means that controlling ZMAP with a
scripts is often only possible with a lot of effort.

102



5.3. Features of MapSeis

5.3.2. Design philosophy

The key concept of MapSeis is the same as the one of ZMAP. MapSeis is a GUI-driven
program written in Mathworks’ (http://www.mathworks.com) commercial software
language, MatlabR$ and it is apart from the Matlab license free and released as open-
source software under under the GNU General Public License as published by the Free
Software Foundation version 3 (see http://www.gnu.org for more details).

Changed has the programming style of the software, ZMAP used a function and pro-
cedure based programming style and MapSeis uses the enhanced object-oriented pro-
gramming of Matlab, introduced with Matlab version R2008b. The result is a larger
flexibility and it also helps to prevent possible variable conflicts between different algo-
rithm in the future. Earthquake catalogues are in MapSeis defined as structured data
object and not as an array as in ZMAP. This allows the integration of non-numerical
data into an earthquake catalogue and avoids data collision.

MapSeis consisting out of different modules (see figure 5.1 for a basic structure of
MapSeis), partly independent from each other and replaceable. This makes MapSeis a
framework and allows to build custom applications out of the different MapSeis modules.
Part of this framework is also a plug-in system which allows to install and deinstall
new calculation functions in a easy and convenient way. The plug-ins themselves
use the MapSeis framework, but are independent from each other and can even be
duplicated and modified if needed. This system will also prevent conflicts between
different calculation codes as there were happening with ZMAP.

One of the requirements for MapSeis was to improve the scriptability compared to ZMAP.
This is achieved by a separation of the GUI layer from the actual calculation and with
a script loader which allows to load scripts directly within the GUI. Every function of
MapSeis can be controlled with a script and without the use of any GUI.

Integrated in MapSeis is a direct support for Matlabs’ parallel processing toolbox, al-
lowing to use multiple processors either on the local machine or on remote machine.
Especially with grid-based calculation this will results in better performance and faster
computing times.

As a result of all these "underneath the hood" changes the GUI and the user interface
concept underwent also a re-design. An important element of MapSeis user interface
are the so-called filterlists. They allow to select parts of earthquake catalogue and use
them for a calculation without trimming the whole catalogue. MapSeis allows to load
multiple catalogues and filterlists at the time and combine them in anyway wanted. The
GUI of MapSeis at start-up consist of three different windows (see figure 5.2), a main
window contain all plots, a "Commander window" allowing to select the different loaded
catalogues and filterlists and a window to control the selected filterlist.
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Visualization

Calculation

Data 
FilterData StorageData 

Import
Data 

Export

Data from 
text files, 

web, 
database 

etc.

Save and 
load to disk

GMT, 
images, 
text files, 
databas
es etc 

Matlab Parallel 
Processing Cluster

Figure 5.1.: The basic structure and design concept of MapSeis. All plug-ins of MapSeis
follow this structure, but not always all the parts are necessary for a plug-
in.

5.3.3. Included Plug-Ins and Functions

MapSeis comes with a variety of tools and plug-ins already included. But anyone with
some programming skill should be able to develop a plug-in either from scratch or based
on an existing one.

Mc, a-value and b-value Mapping Plug-Ins

Estimation of statistical values like the magnitude of completeness (Mc) (Wiemer and
Wyss, 2000) and the a-value and b-value of the Gutenberg-Richter distribution (Wiemer
and Benoit, 1996; Wiemer and McNutt, 1997; Wiemer and Wyss, 1997; Schorlemmer,
2004; Wyss, 2006) is done on a regular basis. MapSeis includes a series of algorithms
useful for this task. The used algorithms are updated versions of the ones originally used
in ZMAP including methods like maximum curvature (Wiemer and Wyss, 2000), entire
magnitude range (EMR) (Woessner and Wiemer, 2005) and a median- based analysis
of the segment slope (MBass) (Amorese, 2007). The update includes a improved GUI,
support for parallel processing and an improved 3D mapping. A demonstration of these
plug-ins can be found in section 5.4.

Storage and Filtering Tools

A basic feature of MapSeis the filtering and data storage capacity. The filtering tools of
MapSeis allow to select earthquakes inside or outside a spatial polygon and a certain
time, depth and magnitude interval. The storage facility of MapSeis allows to store
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Figure 5.2.: The graphical user interface of the current MapSeis version. The large
window in the top-left corner is the main window which shows a map of
the earthquake locations together with a frequency magnitude distrubtion
and a cumulative number over time. The small windows on the right side
of this are the control window for the filters and catalogues storage. The
window on the bottom shows a plot of the magnitude of completeness (Mc)
over time and on the right side of it is a map of Mc. The small plot on the
top-right side is the result of a script used to compare the magnitude scales
in the Icelandic catalogue.

earthquake catalogues, as well as results from calculations and plotting options into a
single file and load them in a later session.

Declustering Plug-Ins

Included are currently three different types of declustering algorithm, the Gardner-
Knopoff declustering with different windows (Gardner and Knopoff, 1974), the Reasen-
berg declustering (Reasenberg, 1985) and a simple sliding window-type declustering
similar to the one used in the STEP forecasting model (Gerstenberger et al., 2005). The
information about the clusters will be integrated into the MapSeis data storage format
and the different parts of the clusters (i.e. mainshocks, aftershocks and uncustered
events) can be switched on and off at any time. Only the earthquakes in the selected
cluster parts will be shown in the plots and used for calculations. Figure 5.3 shows
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the effect of a declustering with the example of a cumulative-number of earthquakes
versus time plot. The catalogue used for this demonstration is the Icelandic earthquake
catalogue which is also used in the later examples.
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Figure 5.3.: The cumulative number of earthquakes over time before (a) and after (b) a
Reasenberg declustering algorithm has been applied. The used data is the
Icelandic earthquake catalogue also used in the example in section 5.4.

Stress Tensor Inversion Plug-In

The plug-in for stress inversion allows to invert the stress tensors from the focal mech-
anism of the earthquakes either on 2D map (see figure 5.4) or on a depth profile. Sup-
ported are currently two methods, the ”classical“ method proposed by Michael (1984)
and a newer method by Hardebeck and Michael (2006). Both methods rely on external
programs and only work if the operating system is supported by these programs. Cur-
rently supported are Mac OS X PowerPc, 32bit and 64bit Intel machines, Linux 32bit
and 64bit Intel machines and Windows 32bit Intel machines.

File Import and Export Tools

A variety of import filters are include in MapSeis allowing to import catalogues either
from files or directly from the web. Also included are export filters allow to write MapSeis
catalogues into different file formats. New import and export filters can be added by
drag-and-drop similar to plug-ins. Currently, following import filters are included:

ANSS: Reads catalogs by the Northern California Earthquake Data Center http://

www.ncedc.org/anss/. Also know as the ANSS catalog.

CSEP catalogues: Reads the catalogues used by some of the forecasting models (i.e.
STEP)
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Figure 5.4.: The strike direction of the 3rd principal stress axis in Switzerland. The
focal mechanism used to calculate this stress map are part of the Swiss
catalogue and we used the method by Michael (1984) on a grid with a
spacing of 0.1◦ × 0.1◦.

ECOS: Reads the ECOS09 formated catalogue as used by the Swiss Seismological Ser-
vice.

GNS: Reads the catalogues issued by the GNS for New Zealand. Two version are in-
cluded, one which imports only the most important fields and a version which
imports every data field available resulting in much larger files.

SIL: Reads catalogues released for Iceland by the Icelandic Meteorological Office (IMO)

NDK format: Reads catalogues in the NDK format like the Global CMT catalogue.

NTS format: For catalogues in the NTS format, sometimes also called cube files. The
Java version STEP uses this format in some configurations. An export filter is
also available for this format.

SCEC: An import filter for the catalogues of the South California Earthquake Data Center
http://www.data.scec.org (SCEC).

SeismoXML: Reads Swiss earthquake catalogues in a XML-format.

USGS: Used to import catalogs in the export format of USGS/NEIC.
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ZMAP catalogues: While MapSeis supports ZMAP catalogues natively, the import filters
for ZMAP allows more flexibility especially in case focal mechanism are included
in the catalogue.

The included import filter can serve as a basis for additional custom import filter and
methods used there may be applicable for other data formats. Most of these filters use
a regular expression to recognize the different fields, but some have to use a different
approaches worth mentioning. The NTS import filter uses fixed column based import
and can be the basis for various older formats. In some cases more than one line is used
for a single earthquake entry, for this case the NDK/Global CMT import filter can serve
as a good basis. For more modern approach the XML based SeismoXML filter should
be a good starting point.

2D and 3D Plotting Tools

MapSeis offers many ways to plot seismicity and results of calculation including 2D
maps, 2D depth profiles or full 3D volume visualization (see figure 5.7 for an example).
The 3D plots are, while difficult to print, a good interactive tool for exploring data
distributions in three dimensions. A 3D view of selected earthquakes can be produced
at any time with help of the MapSeis menubar. For the visualization of 3D gridded
data (e.g. b-values) two methods are available: isosurfaces (surface in 3D with an equal
value) and vertical and horizontal slices. MapSeis can set the position of the isosurfaces
and slices automatically based on the range of used data, but for nicer looking plots it
is suggested to edit the surfaces and slices with the GUI provided by MapSeis.

Also part of the MapSeis framework is a diversity of specialized plotting functions usable
for custom plots, scripts and applications. This includes:

• Classic earthquakes location plot functions

• Location maps with the option to color code an additional value

• Plot functions for drawing coast- and borderline overlays

• Specialized function to plot the result of forecasting tests

• Plots for color coded point density maps

Catalog Tools

The catalogue format of MapSeis contains a special routing system which allows to mod-
ify and exchange the different data fields of the catalogue without permanently applying
the changes to the catalogue (e.g. select different magnitude scales in a catalogue). The
catalog tools also include methods to compare two different catalogues with each other
and search for “identical” earthquakes (see figure 5.5 for an example).
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Figure 5.5.: A comparison between the Global CMT catalogue and the Icelandic earth-
quake catalogue (SIL) for all earthquakes above Magnitude M ≥ 4.2 in
Iceland. The red circles are earthquakes only found in the CMT catalogue,
blue crosses mark earthquakes only found in the SIL catalog and the green
diamonds mark earthquakes found in both catalogues. An earthquake is
“identical” if the distance between them is no larger than 25km and if they
happened within a 1 minute period.

ZMAP Legacy Plug-In

The ZMAP legacy plug-in also called “ZMAP in a Box” is a special integrated installation
of ZMAP, which contains all functions and features of the last available ZMAP version.
The plug-in allows to start ZMAP from within MapSeis (see figure 5.6) and exchange
catalogues and calculation results between the two. This means the filtering and cata-
logue data importing capacity of MapSeis can be used for ZMAP and results calculated
with ZMAP can be used with MapSeis and stored in the MapSeis data format. The main
application of this plug-in is use new MapSeis imported data with old not yet rewritten
ZMAP functions or custom functions (e.g. identifying quarry blasts). Typically the cata-
logue would be imported with MapSeis, a result calculated with ZMAP and the outcome
would be stored in the MapSeis storage object. Another common application is to use
an import filter of ZMAP and import the result into MapSeis with the help of “ZMAP in
a Box”.
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Figure 5.6.: The “Seismicity Map” window of ZMAP together with the “Menu Window”
and the “Message Window” all running within MapSeis. The data used for
ZMAP is directly sent from MapSeis including all filter parameters.

Seismicity Forecasting Tools

The seismicity forecasting tools are part of the MapSeis framework and can also be used
without MapSeis itself. Included in this package are tools to build a forecast region and
model plug-ins for some selected forecast models. Building a forecast region involves
specifying the spatial extend as well as the time intervals to be forecasted and the
specifying and generation of a grid. In MapSeis the full process of grid and time-step
buildings is done automatically, the only thing to be specified is the region itself, the
time and magnitude intervals and grid spacings. A forecasting region in MapSeis is a
data object and forecast model can be added directly by a special plug-in system. Also
icluded are tools to automatically calculate and store the forecasts (see section 5.3.4 for
more details).

Seismicity Forecast Testing Tools

This framework consist of a collection of tests typically used to the test the perfor-
mance of seismicity forecasts and methods to automatically test forecasts. The tests
are available for forecasts using a poisson, negative binomial or discrete non-parametric
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distribution and can be used either on single forecasts or together with forecast project
object. Included are also tools to visualize the results of the tests.

5.3.4. Automatic Seismicity Forecast calculation

The core of seismicity forecasting and testing tools is the forecast project object (see
figure 5.8),this object contains everything needed for a forecasting experiment and will
after the calculation also contain the forecasts themselves. A typical life-cycle of such
an object would be: (1) generation and configuration of the object on a desktop machine,
(2) calculation of the forecasts on either a local or remote machine and (3) evaluation of
the forecasts.

During the configuration of the project object all test region parameters have to be
defined as well as the forecast models selected and configured and the data source
defined. The data source can either be a catalogue in the MapSeis data storage format
or a link to a external data source in which case an up-to-date catalogue will be built
during the calculation.

The actual calculation is initiated and controlled by another object, the calculator,
which is automatically configured with the data from the project object. This allows to
configure a test region and forecasts models on a desktop computer and then calculate
the forecast on a more powerful remote computer or cluster. During a calculation the
result for each time step and model is stored inside the object itself. There is also the
option to store the logs the models, the parameters of the models for each time step and
the computation times needed during the calculation. It is further possible to pause a
running calculation and continue later on with it.

The calculated forecasts are afterwards integrated in the project object, further pro-
cessing of forecasts such as testing the performances can thus once again be done on a
different computer. As the forecasting itself the testing and visualize the test results can
be done fully automatically, needed for this is next to a project object with calculated
forecasts a list defining which statistical tests and plot functions should be applied.

5.4. A Sample Application: Iceland Forecast Testing Region

As a sample application for demonstrating the capacity and possibilities of MapSeis
we use a forecast experiment in Iceland. The example is based on an actual forecast
experiment conducted by Eberhard et al. (2014a), and the here proposed procedure is
in a nutshell the procedure apply in this experiment.

A forecast experiment is typically done in three steps, an analysis of data source and
test region, the actual forecasting process and testing of the forecasts. In the next three
sections we will look into these steps in a bit more details and how MapSeis can be used
for these tasks.
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Figure 5.7.: A 3D view of the b-value in Iceland. The b-values in this example are visual-
ized with isosurfaces automatically specified by MapSeis. This is basically
warts and all directly out of MapSeis with no post-processing applied.

5.4.1. Catalogue Data Analysis

For a forecast experiment the goal of a statistical earthquake catalogue analysis is to
evaluate the quality of a data source and to identify possible regions and time intervals
which are suitable for an experiment. A not suitable region could for instance be a region
with a bad seismic network coverage or places dominated by quarry blast, volcanic or
geothermal activity, given of course that those are not the effects which should be
forecast.

The first task is to import the data into MapSeis with the help of one of the various import
filters. The main window of MapSeis already shows a variety of valuable information. In
this context we are interested in the location map and the cumulative number of events
plot (see figure 5.9). They show a possible target area in the south of Iceland and some
interesting aftershock sequences.

A key value for the forecast test region is the completeness of the catalogue. MapSeis
includes a multitude of different algorithm for estimating the magnitude of completeness
(Mc) and allows to determine spatial variations as well as temporal variations. In this
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Figure 5.8.: The structure of the forecast project object. This object contains everything
needed for a forecasts experiment including the test region, the models, the
forecasts and the result of the forecast testing. It can be saved in matlab
.mat file and is during the whole life-cycle of forecasting.

example we estimate the overall completeness (see figure 5.10) and map magnitude
of completeness (see figure 5.11) by using the maximum curvature algorithm (Wiemer
and Wyss, 2000). Both calculations can be found in the menu of the main window.
According to these calculations the catalogues is in the southern part of Iceland complete
down to magnitude 1 and only in some small patches the completeness is slightly higher.

The a-value and b-value (Gutenberg and Richter, 1954) of a region are routinely deter-
mine in statistical analysis. In a forecast experiment these values are often also needed
by the forecast model themselves as part of their configuration. By mapping the spatial
variations of the a- and b-values the differences in seismicity of a region can be shown
in a very pronounced and visual appealing way. In addition can anomalous b-value hint
for regions with a “special” seismicity like geothermal reservoirs, volcanic regions and
regions with man-made seismic sources. In MapSeis the Mc, a-values and b-values are
estimated in one calculation step. Like with Mc we estimate an overall a- and b-values
(see figure 5.10) and map the spatial variations (see figure 5.11). In this example we
need the overall b-value for the configuration of the forecast model. The b-value for the
whole of the test region is with 0.891 slightly lower than 1 and the annual a-value is
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around 4.02 both values show strong spatial variations.

As mentioned before all calculations are scriptable. The estimation the statistical values
is done in this example without the usage of any script, in we use however a small
script for plotting the various map into one big figure (see figure 5.11). The used script
is include in the standard MapSeis installation and we encourage everybody to modify
this script to their likening.

Figure 5.9.: The main window of MapSeis showing the locations (large window), the mag-
nitude distribution (top-right) and the cumulative number of earthquakes
(bottom-right). The used data is the Icelandic earthquake catalogue used
for the forecasting example in this study.

5.4.2. Producing Forecasts

The first thing needed for a forecast experiment is a test region and a suitable time
interval. Here we use the test region and configuration proposed in Eberhard et al.
(2014a) and calculate one 1-day forecast with an ETAS model for the 30. May 2008,
the day after the Selfoss Sequence (Decriem et al. (2010)). The grid cells have a size of
0.025◦ × 0.025◦ and the magnitudes range from 3.5 to 7.6 in steps of 0.1.

The ETAS model used here is include in MapSeis and a fully in Matlab written algo-
rithm based on the estimation routine by Schoenberg (2013). The parameter estimation
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Figure 5.10.: A frequency-magnitude distribution of the forecast region using all earth-
quakes between 1991 and 2010 above Magnitude 1.

process for this particular test region is a bit more complex and time-consuming and
also way out of scope for this example. We thus skip the estimation and directly use
the parameters estimated in Eberhard et al. (2014a).

The MapSeis forecasting framework uses one main object for each forecasting experi-
ment which contains everything needed called the forecast project object (see section
5.3.4 and figure 5.8). The first step is thus building this object and configure it with the
parameters of the test region. The essential parameters for object are:

• An earthquake catalogue

• A MapSeis filterlist defining the test region boundary.

• A grid spacing (up to 4 dimensions)
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Figure 5.11.: A map of the earthquake locations (top-left), the magnitude of complete-
ness (top-right), the a-value (bottom-left) and the b-value (bottom-right).

• The magnitude range which should be forecasted

• The depth range

• The time intervals used as the learning and forecasting period

• Length of the forecast and update cycle.

After setting up the test region the actual forecast models can be added. The test region
specific part of the model configuration can be provide by the project object and only
parameters specific for a certain model have to be configured by hand.

After adding the models the fully configured forecast project object can then be used to
calculate the forecast. Another object is needed for this task, the so called “Forecast
Calculator”. This object controls the calculation and stores the results. It does not need
any configurations as everything needed is provided by forecast project object.

In this example we use script (see 5.A.1) which can be started in MapSeis with the option
“Run Script...” in the main menu. The script takes the selected catalogue and filterlist
and use them to generate a forecast for the 30. May 2008. While the setup of the
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script and especially the model configuration parameters are specific for the Icelandic
the script would technically work with any other catalogue and filterlist but may not
produce any meaningful results. It is possible to modify this script in such a way that it
works with another region or produces more than one forecast for different dates. It is a
template for a forecast experiment with MapSeis which contains every step necessary to
produce a forecast. We only barely touch the possibilities and options of the forecasting
framework provided by MapSeis. Most of these more advantaged features and options
are well documented in the code itself and will later be documented in a manual yet to
be released.

5.4.3. Evaluating the Forecasts

The last step in forecast experiment before the interpretation of the results is the testing
of the forecasts. Typically the forecast are tested for consistency with the observation
and compared with each other based on the information gain (Rhoades et al. (2011)).
In this example we only test for consistency of the forecast and use for this task the
“Alphabet-Soup” of test: (L)ikelihood-test, (N)umber-test, (S)patial-test, (M)agnitude-
test and the (C)onditional (L)ikelihood-test (Rhoades et al. (2011)). The concept of these
tests is roughly the same for every test and involves a goodness-of-fit statistic which
is in this case the likelihood. We do not look into the details about the applications of
these tests as this topic is well covered in the literature (Rhoades et al. (2011); Zechar
(2010)).

The forecast testing framework of MapSeis contains most of commonly used tests for
evaluating the performance and consistency of forecast models. The usage of these
tests in MapSeis is similar to the forecasting procedure, but does not need as much
configuration due to the already existing forecast project object and due the tests being
in general straight forward to work with. Again we need a new object, the forecast test
object, which contains all the test and manages the testing. Once configured, the test
object can be used on different forecast project objects as many times needed. This
allows to save time by defining a “standard” test procedure once and use it later again
for an entirely different forecasting experiment.

MapSeis also provides a variety of functions to visualize and print out the result of the
tests as well as the forecasts themselves. In this example we use two of the provide
functions, one plots the result of a consistency tests and the other, so-called “Slicer-
Viewer”, maps the forecast rates and allows to explore the spatial pattern in all the
available dimensions which is in this example only the magnitude.

As with the forecasting procedure we use in this example application a script (see
Appendix 5.A.2). The script loads the previous calculated forecasts, tests them, plots
the results and opens a Slice Viewer for exploring the spatial pattern of the forecast.
The script is in large part not specific for Iceland and can be used for other test regions
and forecasting experiment with only minor modifications.
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The forecast produced by the ETAS model shows a clear pattern with higher rates
around the region where the Selfoss earthquake is located in (see figure 5.12) and
we would expect future aftershocks to be happening in this region. According to the
consistency test the forecast is consistent with forecast (see figure 5.13) and while we
have no other forecast model in this example to compare with, we know from the study
this example is based on (Eberhard et al. (2014a)), that this model is one of the top
model and works as intended.

We wrote the scripts used in this example in way that they could be launched directly
from within MapSeis, but only minor modifications are needed to make the scripts
independent of the MapSeis application and using only the framework of MapSeis.

Figure 5.12.: A screenshoot of the SliceViewer, showing the example ETAS forecast for
the 30. May 2008 in Iceland. The rates shown are for earthquakes with
magnitudes between 4.95 and 5.05. The SliceViewer is meant for a fast
exploration of previous produce forecast, the scrollbar underneath the
map allows to switch to different magnitude bins.
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Figure 5.13.: The result of the consistency tests. The green bar shows the quantil-scores
of the tests. Every bar outside of the red area shows a passed test. If a
bar would be inside the red area the forecast would have failed the test
and would be marked red.

5.5. Requirements, Limitations and Invitations

Requirements

MapSeis needs the enhanced object-oriented programming environment of Matlab, this
means Matlab version 2008b or later is needed. Additionally the Matlab toolboxes,
“Image Processing”, “Mapping” and “Statistic” are needed in this version of MapSeis. In
case the parallel processing is used, also the toolbox “Parallel Computing” is needed.
MapSeis was developed on a Max OS X machine but was also tested, although not
extensively, on a Windows system and a Linux System, most functions should run on
any machine Matlab is available for, but in case of the few external programs additional
compilation may have to be done.

Limitations

As every software package MapSeis has its limitations and downsides. The biggest one
is probably that it needs Matlab to run, a proprietary software package. While this
allows to use the thousands of handy functions of Matlab and an easy integration of
the ZMAP legacy code, it also means that MapSeis inherit all the drawbacks of Matlab
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and it will also excludes some people from using MapSeis. It may be possible that a
future version of MapSeis uses a different programming language than Matlab, but as
this would be basically a rewriting of the whole code, it will more of a long term project.

MapSeis is a program which uses an object-oriented programming style, this offers a
lot of possibilities and makes the whole code more maintainable, but it also makes it
harder for less experienced programmers to write code for it. We hope that by adding a
scripting option, using well-defined application interfaces and write extensive comments
in the code the entrance into programming MapSeis will be as easy as possible.

The focus of MapSeis is statistical analysis of earthquake catalogue data, the frame-
work of MapSeis may be used for various alternative task may not even be related to
earthquakes, but some task like for instance waveform processing will never be its key
feature and different software packages may be better suited for those task.

Third-Party Plug-Ins

The plug-in system of MapSeis allows anybody to write their own code and add it in a
convenient to MapSeis. Unfortunately, all currently available plug-ins for MapSeis are
the one included and they come all from the same source.

We encourage everybody to write there own functions and methods for MapSeis and
make them publicly available. A guide about how to write a plug-in, a script or a
function for MapSeis as well as a description of the plug-in interface will be available
later. Various templates for different tasks are already existing and include in the
standard installation of MapSeis.

5.6. Future Development of MapSeis

MapSeis is currently freely available as a late-beta version from the Corssa webpage
(Http://Corssa.org, 2013). While software nowadays often never really leave the beta
status, a fact which is probably also true for MapSeis, work on MapSeis will continue,
bugs will be corrected and additional features will be added.

As for the nearer future of MapSeis there are some additions which we treat with priority:

• A full manual for MapSeis has the highest priority apart from fixing well known
bugs. The manual should cover all parts of MapSeis in more details.

• More and better data visualization options. While there are already many different
ways to visualize the data in MapSeis, some of them still lack a proper integration
into the GUI. Also are not all of the with MapSeis produced figures of a quality
which would allow imminent publication and often need some hand modification.
We hope to improve the quality of the produce graphics in general and to add more
option to allow easier production of “print-worthy” figures.
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• Improved support for external data sources. MapSeis already supports a variety
of catalogue formats and includes also a rudimentary support for importing di-
rectly from the web. Future versions of MapSeis should be able to access various
different databases and withdraw the catalogue data directly from there.

• A better description of the MapSeis programming interface. This makes it eas-
ier to write code for MapSeis or even use the MapSeis framework to build new
applications.

5.6.1. How can MapSeis be sustained?

The challenge of every open-source community based software packet is to maintain,
and ideally develop, it over a longer period. The requirements for this are simple, an
active user community and a an active developer circle. Achieving these requirements
is however much harder and there is probably no patent recipe to do so. We plan to the
following to encourage the scientific community to use and support MapSeis:

• A public code repository (e.g. GitHub) will be set up and maintained.

• A documentation will produced including some online help and articles, a tra-
ditional manual and probably various tutorial screen-casts and a programming
guides.

• A web page for MapSeis as a starting point to everything MapSeis has been built
and is hosted on the corssa.org community web page.

5.7. Acknowledgement

We like to thank all persons who contributed with various bits and pieces to MapSeis
and all the people using the beta version of MapSeis and giving us feedback.
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5.A. Appendix

5.A.1. Forecasting Script

The script used to produce the forecast in the example application. It is also include in
the current MapSeis package downloadable from http://www.corssa.org.

function FuncOUT = ETASDemoScript(Commander)

%This script produces a one-day ETAS forecast

%for a fixed day with a fixed paramater set.

%It only uses the Catalog and the Filterlist

%directly from MapSeis. An extension to various

%different dates and so one is relatively easy.

import mapseis.ETAS.*;

import mapseis.forecast.*;

import mapseis.forecast.ModelPlugIns.*;

%get current Catalog & Filter

Datastore = Commander.getCurrentDatastore;

Filterlist = Commander.getCurrentFilterlist;

selected=Filterlist.getSelected;

%data needed for the forecast region

MagRange = [3.5 7.6];

DepthRange = [0 20];

GridPrecision=false;

%Spacings=[lon_space, lat_space, mag_bin, depth_bin];

ToSet.Spacings = [0.025 0.025 0.1 NaN];

ToSet.ForecastLength = 1;

ToSet.PredictionIntervall = 1;

ToSet.StartTime = 733558; %datenum time format

ToSet.EndTime = 733558; %datenum time format

ToSet.LearningPeriod = [727380 733558];

ToSet.Datastore = Datastore;

ToSet.Filterlist = Filterlist;

ToSet.LearningFilter = Filterlist;

%where the result should be stored

ToSet.StoreProject = ’./Forecast_Results/Forecast_ETASDemo.mat’;

%store the parameters into a structure

%makes it easier to automatically

%assign them to the Forecast project (loopable)
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ToSetList=fieldnames(ToSet);

%Generate a Forecast Project

ForecastProject = ForecastProject(’ETASDemo’);

%Set the parameters of the project

for pC=1:numel(ToSetList)

ForecastProject.setParameter(ToSetList{pC},ToSet.(ToSetList{pC}));

end

%setup test region

ForecastProject.autoSetupRegion(MagRange,DepthRange,GridPrecision);

%setup time intervals

ForecastProject.autoSetupTime;

%now the model plugin

EtasModel = ETAS_mat_mk1Plugin(’v1’);

%configure it

%get Config first

ConfigData = EtasModel.getModelConfig

%rewrite them (we already have the parameters

% estimate to save time)

ConfigData.b = 0.974;

ConfigData.K = 0.6586;

ConfigData.c = 0.0318;

ConfigData.p = 1.4888;

ConfigData.a = 0.1723

ConfigData.d = 4.1601e-05;

ConfigData.q = 2.5633;

ConfigData.MinMag = 1;

ConfigData.MinMainMag = 2;

ConfigData.Est_Param = false;

ConfigData.ResEst_Param = false;

ConfigData.BG_Prob = 0.1;

ConfigData.BG_SmoothParam = [0.05 10 0];

ConfigData.Res_SmoothMode = ’ClassicETAS’

ConfigData.Res_SmoothParam = [0.05 10 1];

EtasModel.ConfigureModel(ConfigData);

%set frameconfig (no config needed)

EtasModel.ConfigureFramework([]);

%add the region config to the ETAS model

RegionConfig = ForecastProject.buildRegionConfig;

EtasModel.ConfigureTestRegion(RegionConfig);
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%add model to ForecastProject

ForecastProject.addModel(EtasModel);

%finalize the Forecast project

ForecastProject.cleanForecasts;

ForecastProject.correctProgress;

ForecastProject.checkState;

save(ForecastProject.StoreProject,’ForecastProject’);

%run it

CastMaker = ForecastCalculator(’DoesNotMatter’);

CastMaker.setProject(ForecastProject);

CastMaker.generateCalcSteps;

CastMaker.startCalc;

msgbox(’Forecast Finished’)

FuncOUT=0;

end

5.A.2. Forecast Testing Script

This script is used to test the forecast produced with forecasting script. It is also include
in the current MapSeis package downloadable from http://www.corssa.org.

function FuncOUT = ForecastTestScript(Commander)

%This script tests the with ETASDemoScript.m

%produce forecast with a L-test.Also it shows

%the forecast as colormap

import mapseis.ETAS.*;

import mapseis.forecast.*;

import mapseis.forecast_testing.*;

import mapseis.forecast_testing.TestPlugIns.*;

import mapseis.forecast_testing.PlotPlugIns.*;

import mapseis.forecast_testing.QuickPlots.*;

%get current Catalog & Filter

Datastore = Commander.getCurrentDatastore;

Filterlist = Commander.getCurrentFilterlist;

selected=Filterlist.getSelected;

%stored project
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StoreProject = ’./Forecast_Results/Forecast_ETASDemo.mat’;

%load project

Temp=load(StoreProject);

ForecastProject=Temp.ForecastProject;

%get the results

EtasCast=ForecastProject.getForecast(1);

%now the testing

Tester=TesterObject(’ETASDemo’);

Tester.addProject(ForecastProject);

Tester.JumpTime=false;

%add some Tests

Ltest = LTestPlugin(’’);

Ntest = NTestPlugin(’’);

Stest = STestPlugin(’’);

Mtest = MTestPlugin(’’);

CLtest = CLTestPlugin(’’);

Tester.addTestPluging(Ltest);

Tester.addTestPluging(Ntest);

Tester.addTestPluging(Stest);

Tester.addTestPluging(Mtest);

Tester.addTestPluging(CLtest);

%check what can be tested

Tester.generateModTime;

%choose everything

Tester.setTestSelection(’all’,’all’);

%finalize

Tester.generateWorkList;

%Test it

Tester.startCalc;

%get results of the test

Tester.buildTestResultObj;

ResObj=Tester.getTestObject;

%make a summary of the result

TestTypes={’Likelihood’,’Likelihood’,’Likelihood’,...

’Likelihood’,’Likelihood’}’;

TestSummarizer(ResObj,TestTypes);

%plot test results
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TestNames = {’Ltest_v1__’,’Ntest_v1__’,’Stest_v1__’,...

’Mtest_v1__’,’CLtest_v1__’}’;

Models={’ETAS_matlab_vproto_v1_v1’};

TheTitle=’ETAS Demo Forecast: Iceland’;

PlotModName={’ETAS’};

plotSummaryScore(ResObj,TestNames,Models,TheTitle,PlotModName);

%show results

Slicer=SliceViewer_mk3(’ShowTime’);

Slicer.TypicalStart(EtasCast,Datastore,Filterlist);

msgbox(’Testing Finished’)

FuncOUT=0;

end
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The idea behind this conclusion chapter is not to repeat the conclusions found in the
other chapters, but to give an overview over the key conclusions in this thesis and to
complete the conclusion of the single publications with information that did not fit the
format of the publication.

Forecasting seismicity is a difficult task and it will probably always remain difficult.
Obviously, solving all the problems in seismicity forecasting is beyond the scope of any
PhD thesis.

6.1. About the importance of software tools

Software packages and toolboxes are playing a more and more important role in almost
every aspect of our life. This includes of course also science, where most tasks are not
even conceivable without the support of computers and software. Commonly software
is written by few and used by many, typically without further considerations about
the correctness of a software package. While this is in the interest of saving time and
fully understandable, it also requires a lot of trust in the skills of the person or team
writing the program. And it can potentially be very dangerous if software packages
have hidden flaws, which will influence and in the worst case void a large number of
studies depending on how widespread the software is. On the other side a well-designed
tool can help to save countless hours of work which can be used for more important
science-related tasks. Even if the savings in time for one application is only small,
due to a potential wide-spread application even small gains in computation speed can
sum to hours of time saved if the program is used multiple times, not necessary by
the same person. This is the reason why big software companies spend hours and
days on optimizing even small parts of an application like a rather trivial drag-and-drop
function. In the best case an optimization helps everybody to be more productive and
focus on parts of their work that really matter. In the worst case an application gets
on everybody’s nerves and working with it will be unproductive. From this perspective,
design of some aspects of a software package can be a rather big responsibility, a
responsibility whose awareness some people call “Karma Vertigo”.

In the case of MapSeis, things are a bit more down to earth as an application like
MapSeis is a niche product and far less used than for instance a text editor. This
means that it may not be worthwhile to improve every tiny aspect of MapSeis, but it also
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means that we do not have to go that far to improve the current situation. And currently
there not many software packages available for this kind of task, and probably none
which matches the functionality of MapSeis. From this perspective MapSeis is already
a success, but it is too early to tell how well MapSeis will be received in the community.
Judging from the number of reactions and questions over email from people who have
chosen to download and test MapSeis, there seems to be a lot of interest in it, especially
considering that a proper homepage and manual does not currently exist and that no
sort of advertisement or official publication has been done.

Software projects like MapSeis are never really finished, and should grow with the needs
of their users. The clearly defined interfaces should allow one to integrate new func-
tionality without the risk of variable conflicts. The current version of MapSeis includes
all necessary tools for the statistical data analysis and does allow one to do every step
needed for a forecasting experiment: the preparation of the data and the forecasting
and the testing package with a convenient graphical user interface. Additional func-
tionalities may be added later when need for them arises. While there are many new
features one can think to integrate, I think the most valuable addition would be more
supported catalogue formats and a better integration of an internet access, allowing one
to download and update catalogues directly from the web.

The biggest problem with open-source software project is often to keep them “vital”
and updated over a prolonged time interval. MapSeis is no different in this sense.
It is currently an open-source software project with one developer and some users
distributed over the whole world. It will be a challenge to keep MapSeis alive over a
longer period and even more to further develop and extend it. Finding a loyal user
basis for MapSeis has therefore top priority, even before any major code modifications
and extension of functionalities. As mentioned in the conclusion of MapSeis chapter
5, there are some measures which hopefully help to establish MapSeis in the scientific
community. A comprehensive manual will probably play a major role in this, but also
more modern approaches like video tutorials may be helpful. The first step is however
to maintain an appealing and informative homepage; no one will read a manual for an
application they do not see the potential in. Further the code basis must be open for
everyone to read and make suggestion, this can be best achieved by using an online
code repository like GitHub.

6.2. The forecast tests

As previously mentioned, testing the performance of forecasting models as well as com-
paring different models with each other is not an easy task. This is not only because of
the statistical and technical problems but also because of the human factor. The tests
and the interpretation of the test results seem to be still not fully understood by some
researchers, which can cause misapplication of the tests and lead to faulty conclusions.
Also the selection of tests used in forecasting experiments varies more than needed, by
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researchers adding new tests and neglecting current test for various reasons. While it is
a good idea to try out new tests and question the current ones, it has also the effect that
the results of different studies become even harder to compare. This contradicts the
whole idea of CSEP of having a “trusted” set of tests available for a neutral comparison
of the models.

Behind every test there is a certain piece of information wanted, a question we want to
be answered. In case of the consistency tests we ask for instance if a certain forecast,
used as basis for a synthetic earthquake catalogues, is capable to produce an earth-
quake catalogue which matches in some aspects the observed seismicity. Knowing what
“question” a test asks tells a lot about the strengths and limitations of a test. In the
case of the consistency tests this means that the tests are good at showing issues in
certain aspects of the forecast but unable to quantify the how bad failure of the forecast
is, also they are biased towards a negative test result, as a single earthquake located at
an unlikely location can cause a forecast to fail a test.

Thinking about the tests as questions, we have to think about what information we want
from a good forecast and also which information is helpful to improve a forecast model.
Because typically every model builder wants to have a successful model, the way the
tests are setup also determine to some degree where the development of the models is
heading. This can be seen in the example of STEP and ETAS one-day forecasts, for both
models the early version had good test results and as an effect many models similar to
STEP and ETAS have been developed.

At the current state the tests used by the CSEP community can be separated into two
groups, consistency and comparison. All of the tests are essentially based on likelihood
and all of them currently involve some sort of significance testing which labels the
forecasts as consistent or inconsistent or in case of the comparison test as better or
worse as some other forecast. Also these tests are strongly tied to the current forecast
format of a gridded poisson-rate forecast.

While the existence of a community based initiative like CSEP alone is already an im-
provement to the situation in the past, there is definitely room for improvement of the
tests. There are various problems this sort of testing has:

• Using the likelihood as a measurement for the fit is a logical choice for any prob-
abilistic based forecast, but it also has its drawbacks. It does not need much for
a forecast to be “unlikely”, one earthquake in a bin with a very low poisson rate
and a forecast that is otherwise perfect can fail a likelihood based test. Also these
tests suggest an accuracy that they can not provide, they are in this way a kind
of first order test which provide pass and not-passed information but lack any
information about why a forecast failed.

• In most forecasting experiments a multitude of tests are applied on each forecast
the models produce, typically with the same significance value. But with more
tests applied the probability to falsely fail a model increases, as does to proba-
bility to calculate a significant difference between two models. This is especially
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problematic in case of the comparison tests where the number of test increases
with each participating model. It is possible to use a correction for multiple test-
ing like the Bonferroni correction, but with a large number of test the significance
value will be changed in such a way that models almost cannot fail a test and a
comparison with significance becomes almost impossible.

• As seen testing with a significance value may not be the best solution. In case
of comparison testing a test is possible without the significance decision by using
confidence intervals and alternative measurements. In case of consistency test
this is currently not possible, as the test do not work without a significance value
and the returned score of the test is meaningless without it.

• The current tests are only tested for poisson forecasts and while some of those
work with alternative distribution (see chapter 3), most of the tests do not. Also
the tests are strongly tied to the gridded forecast format, it is possible to use the
test also for forecasts with polygonal regions but a comparison between different
forecast types is problematic as it is unclear how to correct for the difference in
forecast resolution.

The statistical test suite of CSEP is under constant development. A possible direction
of development could be away from significance testing into the direction of confidence
interval estimation, which is especially interesting for the comparison testing. By this
we can not only avoid problems with faulty test results but also avoid the problem with
multiple testing.

For the consistency testing the step away from significance testing is less pressing,
as the main problems with this sort of tests is more due to misinterpretation of the
results. If significance free consistency testing is considered it could mean abandoning
the classical consistency testing and using instead tests which offer a more quantitative
and stepwise information about the fit of a forecast. It would also be possible to use
such tests only as a “backup” test in case forecasts fail the classical consistency tests.

Avoiding significance testing is for the comparison tests relatively easy to do by using
the same information gain as before but using a method to estimate confidence intervals
instead of a significance test like the Student’s T-test (Student, 1908) or the Wilcoxon
signed-rank test (Wilcoxon, 1945). Alternatively the effect size measurement (Field
and Wright, 2005) can be used for quantifying the size of the difference between two
forecasts. In this method a Pearson’s correlation coefficient between the origin of a
information gain and the actual value is calculated. Another option is use a gambling
score, where the models get points according to their prediction. A potential problem
with these alternative tests is that they are not yet tested, which means that it remains
unclear how a test result should be interpreted.

As mentioned the situation is a bit different for the consistency tests, it is not possible
to modify the current tests so that they do not use a significance level. An alternative
method has to be found to estimate the goodness of fit of a forecast. An option is to
use a similar test as for the comparison, but instead of a second forecast a suitable
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reference “forecast” is used. The question is how this reference would look. Some sort
of a uniform model could be used, either based on an average rate in the test region or
a perfect forecast with the rate in each grid cell equal to the number of earthquakes in
it. Similar methods to ours used in the previous consistency test could be used to build
single aspect tests, such as a spatial test or a magnitude test. A problem is the testing
of the expected number of earthquakes. Typical in the comparison test the information
gain contains a correction for the total number expected, for estimating the fit of forecast
including the expected number this factor has to be removed. This however would result
in the problem that an uniform forecast with a high rates in every grid cell would score
equal or better than a more realistic forecast. This may be corrected by testing every
grid cell instead of only cells with earthquake observations, or do a separate testing of
the “empty” grid cells and use this value in some sort of a correction. Such tests would
have the advantage that returned numbers would be independent of a significance value
and would also allow, by modifying the reference model, to give more or less importance
to a certain region, e.g. lower importance in off-shore regions. Also such a test may
be faster to calculate as it does not rely on simulation of synthetic catalogues. The
disadvantage is that the test is currently untested and it is totally unknown how to
interpret the returned values from such a test, also it does not solve the issue with the
compatibility for other distribution than poisson.

6.3. Seismicity Forecast - Quo vadis?

This whole thesis is basically about earthquake forecasting and how to compute fore-
casts and how to test them. In this section of the conclusion the forecasting models
themselves and what we learned about them are the topic.

Humans probably tried to predict earthquake since they first knew what they were.
The first scientific earthquake forecasting model was of course released much later;
two of the early ones were the ETAS model (Ogata, 1988) and the Reasenberg-Jones
model (Reasenberg and Jones, 1989a), which both were quite successful and are the
basis for many of today’s statistical earthquake forecast models. Since then many more
models have been constructed and tested. Although a lot of effort has been put into the
construction of new and improved models, we are still not able to provide a short-term
earthquake forecast with a substantial probability for an earthquake.

In order to better understand possible reasons for this shortcoming we have to look into
the limitations of the current models and their input data.

• The data used as the basis for a forecast always has limitations. The models that
currently offer the highest probability are statistical models which use the past
seismicity as a basis for the forecasts. This dataset–the earthquake catalogue–
is never perfect: locations have uncertainty, so do the magnitudes and some
earthquakes with low magnitudes might be missing. Typically the last problem
is addressed by high enough magnitude cut-off, but this may exclude valuable
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information about a future earthquake. The situation for additional data like GPS
measurements or focal mechanism for the earthquakes is even worse, such data
sets are currently only sparsely available and most of the time only with a delay
which makes them useless for operational earthquake forecasting.

• Many of the time-variant earthquake forecasting models, especially the short-term
ones, are based on precursory earthquakes, earthquakes which may occur before
a large earthquake. STEP and ETAS, at least in their original form, depend on
precursors and try to predict the probability of larger aftershocks. Often however
large earthquake do not seem to have precursors, either because they have not
been registered or often because they do not exist. Also not every earthquake
triggers another earthquake. This means that this kind of models may reach the
limit of what they can predict.

• Statistical forecasting models based only on seismicity are currently the dominant
models in most forecasting experiments. Physics-based models or models with
additional data are rare and currently not very successful in terms of probability
gain. A reason for this is that the processes behind the earthquake occurrences
are not well understood and the data available to develop and use such models
are limited. Still physical models and models using additional data are impor-
tant, because additional data like GPS measurements may contain precursory
information about earthquakes and purely seismicity based models are clearly
approaching the limit of what probability gain they can provide. Future models
may incorporate not only a purely statistical seismicity based relationship but
use a variety of data sources and processes. Models like the Hybrid-STEP model
(Steacy et al., 2013) are already using different processes although at moment
they are not really successful.

• A majority of seismicity forecasts are currently gridded forecast of Poisson rates.
This is especially true for the forecast in the CSEP framework. While a gridded
forecast is relatively easy to produce, test, and visualize, it is also rather rigid,
especially when used with a poisson distribution. Even in a perfect forecast,
where the rates are equal the number of the to be observed earthquake, it is not
possible to assign a probability of 1. As an example if a grid cell has a poisson rate
of 1 then the probability to observe one earthquake is equal to the probability to
observe none. Other distributions like the negative binomial may be different but
also have their limit, and do not solve the major problem with a gridded forecast.
In a gridded forecast each cell is independent fro them other cells, but this is
simply not true, assuming for instance a fault is about to rupture, even if we
were absolutely certain we can only assign a high rate to the whole of the fault
because it would cause a massive over prediction of earthquakes. An alternative
could be the use of a conditional intensity function (Ogata et al., 2013), where an
intensity is assigned to an earthquake according to its location, magnitude, and
time. While this is a very elegant solution which does not need any grid at all, it is
also not practical, as either a grid has to be used to generate prospective seismicity
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forecast, which nullifies most of its advantages, or the earthquakes have to been
known, which neglect the usage of it as a forecast.

Since the Reasenberg-Jones model in 1989 not much has changed in statistical seis-
micity forecasting. The current models have a slightly higher probability gain than the
original models they are based on, but the gains are only marginal. This raises the ques-
tion if have reached the limit of what we can predict. Signs that we actually reached
the limit of predictability can be seen in both forecasting region used in this thesis.
Especially the comparison with a perfect models shows some interesting insights. In
both cases all the participating models seems to be drawn to a certain limit, in case
of the West Pacific this is around 40% of the information gain possible with a perfect
model and in case of the Iceland this is around 25%. The difference between the two
regions maximum gain could be due to the different forecast time length and scale of
the region, it is probably easier to forecast seismicity on a large region and long time
interval than in a small region and for short period. Another hint is that the compli-
cated double branching model (Marzocchi and Lombardi, 2008) has similar information
gain as the very simple TripleS model (Zechar and Jordan, 2010), and even in Iceland
TripleS is sometimes equal in information gain to the other two much more complicated
models. This means that we may only add complexity to models without gaining much,
which may mean that we indeed reached the limit of what we can predict, at least until
somebody finds a new approach for this problem.

While there certainly is a limit of what we can predict, it is not entirely certain if we
already reached this limit yet. We only tested a few selected models in two test regions,
this hardly creates hard evidence. Also information gains, and therefore probabilities,
are dependent on the tests and the format of the forecasts. Thinking about ways to
improve the forecast models therefore still makes sense even if only to build forecasts
models that are more reliable in performance.

The question of how the next generation of seismicity forecasting models will look is
a difficult one. I think that new models should be more flexible and use any data
of any quality available to produce a forecasts. Ensemble models do that in a way
already but they are mixing different forecast model each using whatever data type the
creator of the model thought of, which does end up in a rather rigid forecast which
neglects any interaction between the different data sources. A better approach would be
a model which unifies all the available data by using comprehensive theory or empirical
relationship. A possible way to build such a model would be to use algorithms used in
machine learning and statistical learning theory. These methods have been successfully
used in a variety of other application and are able to produce a solution even with very
large and messy data sources. A potential problem with these methods is that while
they often produce a solution or more a distribution of solutions, it is not exactly known
how the solution is found, which means that we may not be able to learn anything about
physical processes behind the occurrence of earthquake from a solution found with this
kind of algorithm.

Another improvement is the format of the forecasts. This improvement is probably not
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the most urgent one as a gridded poisson rate forecast still works now because the pre-
dicted rates are very small, but this may change and also more flexibility in the forecast
format may help the modellers to build better forecasts. Using an intensity function
instead of a gridded forecast may be more flexible but also not practical especially with
focus on operational earthquake forecasting. It should be possible to have irregular grid
cells allowing to make statements about fault zones or larger region without assigning
either large rates to many grid cells and massively overpredict or assign small rates
and having small probabilities. Also it should be possible to use discrete distributions.
This of course means that the testing of forecasts has to be modified to allow testing
of models with different grids and to take into account the difference in power of the
statement. A correctly predicted earthquake with small grid cells should not be equally
rated like one predicted with a large grid cell.

6.4. Should we do Operation Earthquake forecasts?

Building seismicity forecasts on a regular basis for a broader audience a bit similar
to a weather forecast is the ultimate goal of most seismicity forecasting experiments.
Undeniably some progress has been made with the improvement of the forecast models
over the past years. The question is how good does a forecast have to be to be of
some value for society and justify for instance some preventive measurement or, asked
differently: should we do operational earthquake forecasting at the current state of
knowledge? Or if we assume that we reached the limit of what we can predict: should
we do operational earthquake forecasting at all?

There is probably no easy answer to that question. As demonstrated before the currently
best models still only produce forecasts with relatively small probabilities and informa-
tion gains. Also there are still many issues of scientific, technical and political nature
not fully resolved yet. Nevertheless, maintaining an operational earthquake forecast ex-
periment teaches some valuable lessons about seismicity forecasting in general, about
the technical aspects of such an operation and helps to keep the focus on practical and
applicable forecast models. Also did the calculation of forecast become easier, faster
and thus cheaper due to improvement in computer technology, which makes an oper-
ational earthquake forecasting at least from the technical side more feasible. Another
question is if there is some use for this forecasts besides scientific curiosity.

How useful the current forecast models are is dependent on the planned preventive
measure, time interval the forecast is valid for and the risk a society is willing to take.
There has been some efforts in scientific community to quantify cost and gains of certain
measurements (van Stiphout et al., 2010; Marzocchi and Lombardi, 2009), but it is
needless to say that the answer to the question about what measurements should be
considered cannot not be answered by the scientific community alone.

Even with perfect seismicity forecasts there is a certain limit about what measures are
sensible to take. This theoretical limit is strongly dependent on the time we plan to
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forecast. For a daily forecast for instance an evacuation makes sense if the forecast
is reliable and has a very high probability, for a 3 month forecast period this is not
sensible even if the forecast is perfect. On the other hand can some measurements not
be done on a short forecast time like a daily forecast because there is not enough time
to execute them. For instance reinforcing some buildings is not possible in one day, but
maybe in year or five year that is an option. Also are such measurements possible even
with forecast models who only offer a low probability for an earthquake, depending of
course how much risk a society is willing to take.

As rule of thumb the shorter the forecasting interval and more drastic the measure the
higher has to be reliability and probability of a forecasts. An evacuation of a whole city
is, based on the currently available forecast models, rather unlikely but informing the
population and letting everybody decide for themselves how much risk they are willing
to take is still an option.

The situation is even a bit better if we consider actions that increase preparedness, like
ensuring that supplies for hospitals and the like are refilled or that civil protection is
aware of what they have to do after a large earthquake. Measures like this may even
make more sense on a slightly longer prediction interval like a week or one to three
months (a typical mid-time forecast period and also a period in which not many models
specialize). Most target the short-term period, most notably the one-day forecast, which
raises the fear that one-day forecasts are in danger of becoming a bit the Donald Trump
of seismicity forecasting and drawing more attention than they actually deserve.

There are however application in which even a short-term forecast with only small
probabilities makes sense, typically when we have tasks where the risk has to minimized
as much as possible. An example for this are eye-surgeries in California, those surgeries
are almost never emergencies and can be rescheduled if there is even a small increase
in probability for a larger earthquake. Also a good example are clean-up efforts in
Fukushima. The dismantlement of the nuclear fuel is done with crane from above, even
slightest vibration has to be avoided during the lifting of nuclear fuel rods. A short-term
earthquake model can help there to reduce the risk.
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8. Appendix

8.1. Power of the comparison tests

8.1.1. Introduction

The comparison tests used in the CSEP (www.cseptesting.org; Jordan, 2006) community
are based on the student’s t-test and the wilcoxon rank-sum test both of these tests
are dependent on certain conditions for the tests to be valid. In case of the t-test both
forecasts have to have normally distributed rates with a equal variance, in case of the
w-test the distributions have to be symmetrical. Unfortunately this is rarely true for
earthquake forecasts (see figure 8.1), the question is how good do this test work if the
initial conditions are not fully fulfilled?

The goal of this appendix is to test how good the statistical comparison test used in
CSEP work with real life data which is not gaussian distributed. This test is a inspired
by the work of Sawilowsky and Blair (1992). This work was originally published as part
of the electronic supplement of Eberhard et al. (2012).

8.1.2. Setup and Method

We test here the power of the student’s t-test, the welch’s t-test and wilcoxon rank-sum
test (w-test) as they are used in the CSEP framework. All of them use the so called
“normalize” information gain as specified by Rhoades et al. (2011):

Ia = log(λa) − (Na/N)

Ib = log(λb) − (Nb/N)

Iab = mean(Ia − Ib)

All test are two-tailed, means we only care if rates are significantly different (the results
would differ if the tests are one-tailed) As an input we use three forecasts for the NW
Pacific test region in 2009 coming from the DBM, the KJSS and the TripleS model. The
grid cells of the forecast having a value of 0 are replaced with the smallest possible
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8. Appendix

TripleS DBM

KJSS

Figure 8.1.: The distribution of the rates of forecast produced by the 3 models (DBM,
KJSS and TripleS) for the NW Pacific test region in 2009.
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8.1. Power of the comparison tests

number in Matlab (realmin) which is around 10−308. We use the commonly used 5% as
significance level for the tests.

What we want to test here is if the comparison tests are able to identify forecasts as
identical if they are feed with two random samples draw from same forecast. A success
would in this case mean that the null Hypothesis, the two samples are from the same
distribution, can not be rejected. By “the same” we mean that the two distribution have
the same mean (T-tests) or median (W-test).

Also we want to test if the tests can differentiate between two samples draw from two
different distributions. In this case we hope to reject the null hypothesis. The results
from this “test” have to be treated with caution as we do not know how different the
forecasts are from each other. As an alternative synthetic distributions could be used,
but producing such distribution so that they are a realistic example of a forecasts an
guaranteed to be different is a difficult task.

In a nutshell the procedure for the testing the the ability of the comparison tests to
recognize the same forecast is like following:

1. Two samples of a specified size are randomly draw from the same forecast. It is
it is possible to have the same grid cell more than once in a sample, also it is
possible to have grid cells used in both samples.

2. The two samples are treated as two different forecast and are tested as they would
be in a CSEP experiment.

3. If the tests fail to reject the null hypothesis (p > 0.05) we count it as a success
and else other ways.

The whole procedure is repeated a 1000 times and afterwards a statistic about how
many times the null hypothesis is kept is made. The percentage of “kept null hypothesis”
results then in the power of the test. The method for the two different distribution is
similar expect, that we sample from two distribution and that a rejection of the null
hypothesis is a success. For the sample size we used 32, this is the lowest observed
number of earthquakes in West Pacific forecasts experiment. A larger number may
increase power of the test while a smaller number may decrease the power or causing
the tests to fail.

It is important to note that the interpretation of the results of these tests is not easy, as
the “real” comparison tests (Student, Welch and Wilcoxon) used in a forecasting experi-
ment are applied slightly different. We do not want know if the model differ significantly
but if the model differ significantly in parts where there are any earthquakes. The me-
chanics behind the tests as they are applied on forecast are the same, but we aim lower
and we treat the result different. The sample as selected by the earthquake from the
forecasts is treated like the distribution by itself and not like a sample of a distribution.
As a result the “power of test” estimation as conducted here uses a more “extreme”
version of the actual comparison tests, where we check everywhere if the forecast is the
similar by a random sampling. Assuming that the forecasts show similarities in areas
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where earthquakes are located, this procedure can lead to more diverse sets of samples
than actual the case in a real world example. To get a more realistic selection of the grid
cells we also used a so called biased sampler. The biased sampler tries mimic a selection
similar to earthquakes clustering found with reality. Here we use the models itself as
a biased sampler, this means the forecast can “wish” where it wants to be tested, the
idea behind this is that the forecasts, which are in this case all based on smoothed past
seismicity, are a good estimation of the seismicity. It would also be possible to use an
independent estimate of the seismicity instead of the models.

8.1.3. Result and Conclusion

According to the here conducted test the student’s t-test is reasonable powerful when it
comes recognize the same distribution, as is the w-test(see table 8.1 and figure 8.2). At
least in 88.7% of all cases the t-test recognizes the two samples as being from the same
forecast. Also in the rejection of the null hypothesis the student’s t-test seems to do ok,
considering that some of the forecasts are similar (same region and time period). The
w-test has an overall better performance in recognize the same distribution, but it also
is worse in the rejection of the null hypothesis. The Welch t-test is worse than expected.
A possible reason is that this test sometimes creates test results with high variances
which lead to wrongly kept null hypothesis. In general it seems to be reasonable to use
the t-test and the w-test even if the forecasts are not fully gaussian distributed. But it
seems that it is more likely that two forecasts recognized as the same are still different
than it is that two forecast recognized as different are still equal.

With the use of a biased sampler, all the test show a almost similar power in recognizing
the same distribution. But have a lower power for rejection of the null hypothesis. In
some of the cases this is probably due to the bins with zero of the TripleS model. This is
unique feature of this model and helps to distinguish the TripleS from any other model.
The outcome of the test power may be better in the real life situation where we only care
if the forecasts perform different in forecasting earthquakes.

In forecasting experiments like the West Pacific, where the prediction interval is rela-
tively long and the number of observed earthquakes is relatively high the t-test and the
w-test seems to do a reasonable job. But the power of the tests may be considerably
lower in other case like for instance daily forecast experiments, where the number of
observed earthquakes in a forecasts periods is typical very low. Also do the tests loss
power if the difference between the forecasts is large as the conditions needed for these
tests are more and more violated. Important to not is that only significance testing is
affected by the power of the tests, the pure comparison with the information gain is
not influenced and can always be used. Eventually better tests, less depend on the
distribution of the rates have to be found, an option could be to not test for significance
but try to estimate the effect size of the comparison.
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H0 retained H0 rejected
TripleS - DBM - KJSS - TripleS - TripleS - DBM -
TripleS DBM KJSS DBM KJSS KJSS

Student
unbiased

0.906 0.895 0.887 1 1 0.432
Welch 1 1 0.887 0 0 0.013
W-test 0.961 0.939 0.946 1 1 0.2830

Student
biased

0.885 0.87 0.897 0.663 0.945 0.239
Welch 0.93 0.981 0.981 0.334 0.814 0.05
W-test 0.942 0.94 0.947 0.529 0.88 0.161

Table 8.1.: The power of retaining and rejecting the null hypothesis for the student t-
test, the welch t-test and the w-test. All the tests are done with the forecast
for NW Pacific 2009. Both the unbiased and biased sampler were use for
these results. A higher value means a higher power.
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TripleS-DBM

Avg. Info. Gain Student T-test Welch T-test

88.5% 93%

W-test

94.2%

52.2%66.3% 33.4%

Figure 8.2.: The power of test for the case TripleS vs. TripleS (top) and TripleS vs. DBM (bottom) with a biased sampler.
The plots show the distributions of the 1000 sample set used for the power estimation. On the left is the
distributions of the average information gains, which are the basis of three comparison tests. The other plots
show the distribution of the confidence intervals calculated by the tests used to decide whether a null hypothesis
is retained or reject. Written on top of the plots in red is the power of the actual test

1
5
6



David Eberhard

Hasliweg 15
CH-6423 Seewen
! +41 79 546 62 56
" +41 41 811 15 49
# edavid944@gmail.com
Birthdate: 21. April 1980
Nationality: Swiss

Education
2009–2014 Ph.D. Geophysics, Swiss Seismological Service ETH Zurich, Zurich.

2006–2008 Master Earthscience, Major Geophysics, ETH Zurich, Zurich.

2003–2006 Bachelor Earthscience, ETH Zurich, Zurich.

2000–2003 Computer Science, ETH Zurich, Zurich.

Relevant additional courses
$ Statistical Learning Theory & Machine Learning

$ Scientific Visualization

$ Geographic Information Systems

PhD thesis
Title Multiscale Seismicity Analysis and Forecasting: Examples from the Western Pacific and Iceland

Supervisors Stefan Wiemer & Jeremy Zechar

Description Conducting a seismicity forecasting experiment involves dealing with four different main problems. A statistical
analysis of the input data quality, construction of appropriate forecasting models, evaluation of the model perfor-
mance with custom-built statistical tests and the construction of a software package capable to process all the
needed task in efficient way.

Master thesis
Title Modeling stress tensor rotations with the Coulomb stress transfer model

Supervisors Stefan Wiemer & Jochen Wöessner

Description Significant rotations of the principal stress axes and a high heterogeneity of the inverted stress field orientations is
observed in several case studies and consistent with the post-seismic heterogeneous stress hypothesis by Michael
et al (1990). Here, we attempt to model the rotations and heterogeneities by a simple Coulomb stress transfer
model.

Bachelor thesis
Title Using Audification to Distinguish Foreshocks and Aftershocks

Supervisors Stefan Wiemer, Florian Dombois & Oliver Brodwolf

Description This method has never been used in a rigorous scientific research application, and was more considered an
educational tool. The main intention of this work is to evaluate the possible uses of the audifaction as a proper
scientific application.

Publications
David a. J. Eberhard, J. Douglas Zechar, and Stefan Wiemer. A prospective earthquake forecast experiment in
the western Pacific. Geophysical Journal International, 190(3):1579–1592, September 2012.

David a. J. Eberhard, J. Douglas Zechar, and Stefan Wiemer. MapSeis: the Swiss-Army-Knife of Earthquake
Catalog Analysis. To Be Published, 2014.

David a. J. Eberhard, J. Douglas Zechar, and Stefan Wiemer. Next-day seismicity forecasts in Iceland,
Operational Earthquake Forecasting in Iceland. To Be Published, 2014.

mailto:edavid944@gmail.com


Experience
2008–2009 Scientific Programmer, Swiss Seismological Service ETH Zurich, Zurich.

Design algorithm and applications for various scientific needs.

2006–2006 Internship, Simultec AG, Zurich.
Building a hydrological model for estimating the effect a renaturation of the river Murg has on the groundwater level.

Projects
2009–present MapSeis: An application and software framework written in object-oriented matlab for statistical analysis and

modelling of earthquake catalogues (Main-programmer).

2013–present Mendel: A musical synthesizer prototype using a genetic algorithm for the generation of new sounds (Advisor &
Concept).

Languages
German native

English fluent (speaking, reading, writing)

French intermediate (speaking, reading, writing)

Computer skills
Operating

Systems
Mac OS X, Windows, Unix/Linux

Software
Packages

ArcGis, QGis, Eclipse, NetBeans, Omnigraffle

Programming
Languages

C/C++, Java, Fortran, Matlab, R, Python, Perl, SQL, LaTeX

Interests
$ Playing musical instruments

$ Sound design

$ Radio-controlled models

References
Dr. Jeremy Douglas Zechar
Schweiz. Erdbebendienst (SED)
ETH Zurich
Sonneggstrasse 5
CH-8092 Zurich
# jeremy.zechar@sed.ethz.ch

" +41 44 633 75 74

Lic. iur. Alois Kessler
Kessler - Wassmer - Giacomini & Partner
Oberer Steisteg 18
CH-6430 Schwyz
# alois.kessler@kwg.ch

" +41 79 311 32 58


