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Abstract

Complex systems make a habit of disagreeing with the mathematical models
strategically designed to capture their behavior. A recursive process ensues
where data is used to gain insight into the disagreement. A simple model
may give way to a model with hybrid dynamics. A deterministic model may
give way to a model with stochastic dynamics. In many cases, the mode-
ling framework that sufficiently characterises the system is both hybrid and
stochastic; these systems are referred to as stochastic hybrid systems. This
dissertation considers the stochastic hybrid system framework for modeling
complex systems and provides mathematical methods for analysing, and
synthesizing decision laws for, such systems.

We first propose a stochastic reach-avoid problem for discrete time sto-
chastic hybrid systems. In particular, we present a dynamic programming
based solution to a probabilistic reach-avoid problem for a controlled dis-
crete time stochastic hybrid system. We address two distinct interpretations
of the reach-avoid problem via stochastic optimal control. In the first case,
a sum-multiplicative cost function is introduced along with a corresponding
dynamic recursion that quantifies the probability of hitting a target set at
some point during a finite time horizon, while avoiding an unsafe set at all
preceding time steps. In the second case, we introduce a multiplicative cost
function and a dynamic recursion that quantifies the probability of hitting a
target set at the terminal time, while avoiding an unsafe set at all preceding
time steps. In each case, optimal reach-avoid control policies are derived as
the solution to an optimal control problem via dynamic programming.

We next introduce an extension of the reach-avoid problem where we
consider the verification of discrete time stochastic hybrid systems when
there exists uncertainty in the reachability specifications themselves. A sum-
multiplicative cost function is introduced along with a corresponding dyna-
mic recursion that quantifies the probability of hitting a target set at some
point during a finite time horizon, while avoiding an obstacle set during
each time step preceding the target hitting time. In contrast with the gene-
ral reach-avoid formulation, which assumes that the target and obstacle sets
are constant and deterministic, we allow these sets to be both time-varying
and probabilistic. An optimal reach-avoid control policy is derived as the
solution to an optimal control problem via dynamic programming.

A framework for analyzing probabilistic safety and reachability problems
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Abstract

for discrete time stochastic hybrid systems in scenarios where system dyna-
mics are affected by rational competing agents follows. We consider a zero-
sum game formulation of the probabilistic reach-avoid problem, in which the
control objective is to maximize the probability of reaching a desired subset
of the hybrid state space, while avoiding an unsafe set, subject to the worst-
case behavior of a rational adversary. Theoretical results are provided on
a dynamic programming algorithm for computing the maximal reach-avoid
probability under the worst-case adversary strategy, as well as the existence
of a maxmin control policy that achieves this probability.
Probabilistic Computation Tree Logic (PCTL) is a well-known modal

logic that has become a standard for expressing temporal properties of finite-
state Markov chains in the context of automated model checking. Here we
consider PCTL for noncountable-space Markov chains, and we show that
there is a substantial affinity between certain of its operators and problems
of dynamic programming. We prove some basic properties of the solutions
to the latter.
The dissertatation concludes with a collection of computational examples

in the areas of ecology, robotics, aerospace, and finance.
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Zusammenfassung

Bei der mathematischen Modellierung von komplexen Systeme tritt im Nor-
malfall Modellungenauigkeit auf. Dies motiviert die Benutzung von auf Da-
ten basierenden, rekursiven Prozessen, welche Einsicht in diese Ungenauig-
keit bieten. Ein einfaches Modell mag sich als Modell mit hybrider Dynamik
herausstellen, ein deterministisches Modell zu einem Modell mit stochasti-
scher Dynamik. In vielen Fällen ist ein Modellierungsansatz, der zu einem
befriedigenden Resultat führt, sowohl stochastisch als auch hybrid. Derart
modellierte Systeme werden als stochastisch hybride Systeme bezeichnet.
Diese Dissertation befasst sich mit der stochastisch hybriden Modellierung
von komplexen Systemen und beschreibt mathematische Methoden zur Ana-
lyse und Synthese von Regelgesetzen für solche Systeme.

Im ersten Teil der Dissertation wird ein stochastisches Reach-Avoid (engl.
für Erreichen-Vermeiden) Problem für zeitdiskrete, stochastische, hybride
Systeme vorgestellt. Insbesondere wird eine auf dynamischer Programmie-
rung basierende Lösung des probabilistischen Reach-Avoid Problems für
zeitdiskrete, stochastische, hybride System mit Stellgrössen vorgestellt. Zwei
unterschiedliche Interpretationen dieses Reach-Avoid Problems, beide basie-
rend auf optimaler Regelung im stochastischen Sinn, werden vorgestellt. In
der ersten Interpretation wird eine sowohl additive als auch multiplikative
Zielfunktion, zusammen mit einer dynamischen Rekursion, eingeführt. Da-
bei quantifiziert die Zielfunktion die Wahrscheinlichkeit, eine Zielmenge in
finiter Zeit zu erreichen (Reach), während gleichzeitig eine unsichere Menge
gemieden wird (Avoid). In der zweiten Interpretation wird eine rein multipli-
kative Zielfunktion, ebenfalls zusammen mit einer dynamischen Rekursion,
vorgestellt. Dabei quantifiziert die Zielfunktion die Wahrscheinlichkeit, eine
Zielmenge im letzten Schritt eines festen Zeithorizonts zu erreichen, während
in allen vorhergehenden Schritten eine unsichere Menge gemieden wird. Für
beide Interpretationen werden optimale Reach-Avoid Regelgesetze hergelei-
tet, welche auf der mittels dynamischer Programmierung gefundenen Lösung
der zugehörigen optimalen Regelungsprobleme basieren.

Im nächsten Teil der Dissertation wird eine Erweiterung des Reach-Avoid
Problems vorgestellt, in welcher die Verifikation von zeitdiskreten, stochasti-
schen, hybriden Systemen in der Gegenwart von Unsicherheit in den Erreich-
barkeits-Spezifikationen im Vordergrund steht. Eine sowohl additive als auch
multiplikative Zielfunktion, zusammen mit einer dynamischen Rekursion,
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Zusammenfassung

wird vorgestellt. Dabei quantifiziert die Zielfunktion die Wahrscheinlichkeit,
eine gegebene Zielmenge in finiter Zeit zu erreichen, während gleichzeitig ei-
ne ein Hindernis repräsentierende Menge gemieden wird. Im Gegensatz zur
allgemeinen Reach-Avoid Formulierung, welche konstante und deterministi-
sche Ziel- und Hindernis-Mengen annimmt, sind in diesem Fall beide Men-
gen sowohl zeitvariabel als auch probabilistisch. Auch in diesem Fall wird ein
optimales Reach-Avoid Regelgesetz hergeleitet, welches auf der mittels dy-
namischer Programmierung gefundenen Lösung des zugehörigen optimalen
Regelungsproblems basiert.
Im darauf folgenden Teil der Dissertation wird ein Ansatz zur Analyse pro-

babilistischer Sicherheits- und Erreichbarkeits-Problemen für zeitdiskrete,
stochastische, hybride Systeme vorgestellt. Dabei wird angenommen, dass
die Dynamik der betrachteten Systeme von rational handelnden Gegenspie-
lern beeinflusst wird. Das Reach-Avoid Problem wird als Nullsummen-Spiel
formuliert, wobei die zu maximierende Zielfunktion die Wahrscheinlichkeit
quantifiziert, eine erwünschte Untermenge des hybriden Zustandsraums zu
erreichen, während gleichzeitig eine unsichere Menge gemieden wird und al-
le Gegenspieler auf die für das System ungünstigste Weise handeln. Sowohl
für einen auf dynamischer Programmierung basierenden Ansatz zur Berech-
nung der entsprechenden Reach-Avoid Wahrscheinlichkeiten als auch für die
Existenz eines entsprechenden MaxMin-Regelgesetzes werden theoretische
Resultate präsentiert.
Probabilistic Computation Tree Logic (PCTL) ist eine anerkannte modale

Logik, welche, im Kontext der automatisierten Modellprüfung, Standard zur
Beschreibung von temporalen Eigenschaften von Markov Ketten mit endli-
cher Zustandsmenge ist. In dieser Dissertation wird PCTL für Markov Ket-
ten mit unendlicher Zustandsmenge berücksichtigt und es wird gezeigt, dass
eine substantielle Affinität zwischen bestimmten PCTL-Operatoren und Dy-
namic Programming Problemen besteht. Dabei werden einige grundlegende
Eigenschaften zur Lösung der letzteren beschrieben.
Die Dissertation wird durch eine Vielzahl von Beispielen abgerundet, wel-

che solch vielfältige Gebiete wie Ökologie, Robotik, Luftfahrt und Finanz-
märkte abdecken.
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1 Introduction

Is the flip of a coin random?

For the affirmative: A coin that is flipped into the air has a fifty percent
chance of landing on ‘heads’, and a fifty percent chance of landing on ‘tails’.
Therefore, a model for a coin flip is P (heads) = 0.5 and P (tails) = 0.5.

For the negative: Given enough information (for example the height,
orientation, velocity, and acceleration of the coin when released from the
hand and the physical properties of the ground below), predicting whether
a coin lands on ‘heads’ or ‘tails’ is deterministic.

The discussion above could continue indefinitely, spiraling out of control
into a philosophical debate on the existence of randomness in the universe.
This question, the one about the existence of a truly random event, currently
has no provable answer (and will likely never have an answer, although
physicists at the forefront of science will always be searching).

In truth, the flip of a coin can be (mathematically) characterized as ran-
dom, deterministic, or both. It simply depends on the information available,
and the results (predictions) desired. How much information about the coin
flip is available? Do we require a prediction regarding the landing of the
coin only, or do we require a prediction regarding the flight of the coin as
well? In short, the question of modeling boils down to this: Does there
exist a model of the coin flip that is complex enough to capture all of the
characteristics we desire, while also being simple enough to enable sufficient
mathematical analysis?

This example illustrates the types of challenges that face systems experts
today. From air traffic control and chemical processes to biological networks
and financial markets, many systems essential to modern society exhibit
complex behavior that cannot easily be captured by tractable models. In
light of this, modeling frameworks have continued to evolve in order to best
capture the fundamental characteristics required by the designers.

One framework that has gained significant attention is the Stochastic Hy-
brid System (SHS) modeling framework. SHS models have become a com-
mon mechanism for the analysis and design of complex systems because of
their ability to integrate continuous and discrete dynamics with intrinsic un-
certainty. This enables SHS to naturally capture the variable temporal and

1
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spatial behavior often found in realistic systems. Clearly, complex models
require sophisticated analysis techniques (mathematical algorithms).
It is in the area of advanced analysis of complex systems, and in particular

SHS, that the current work makes its primary contribution. In the follow-
ing sections we outline the novel contributions of this work, which include
theoretical and practical advances in the treatment of complex systems. We
also highlight the journey out of which these contributions spawned.

1.1 A generalist’s journey

Mathematics is a tool, not a solution.

Mathematics is like any other spoken (or non-spoken) language. It is
a mechanism that, when used properly, helps us to understand the world
around us. The collection of definitions and rules that is mathematics is
constantly evolving. As the mathematical language evolves, so does the use
of it in practical systems. In almost every form of science (from engineering
to economics), we use mathematical formulae to express the function of
systems. These models are used to make predictions of the future, and
to create strategies that will result in a better future. Examples abound
in the aerospace and automotive industries; more recently, this practice of
mathematical modeling and analysis has become increasingly prominent in
the area of biology (in particular, systems biology).
Of course, how a system is modeled mathematically and how it functions

in practice may differ significantly. It is therefore of the utmost importance
that the user (e.g. engineer) understand that the mathematical model of a
system is not the same as the true system; it is a tool that can be extremely
useful in the best case and catastrophic in the worst. It was with this
realization that I was initiated into systems theory; it was also with this
realization that I aimed to gain a holistic view of systems theory during my
studies. My goal was to contribute to the mathematical foundation for the
design and analysis of complex systems, while at the same time identifying
practical systems for the fair use of such advanced theory. Because, as they
say, ‘the proof of the pudding is the eating.’
The contribution of my PhD can be separated into three areas:
Stochastic systems theory: My contribution to the theory stochastic

systems, and in particular stochastic hybrid systems in discrete time, is best
characterized by the work [1,2] on the stochastic reach-avoid problem. [1,2]
represents an extension to the works [3, 4]; it has added considerably to
a continued dialogue on verification and optimal control of stochastic hy-
brid systems. In the years following the publications [1, 2], I (in multiple

2
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collaborations) extended the original work to include reachability consid-
erations of stochastic systems within an uncertain environment (i.e. with
uncertain specifications) [5, 6], in the presence of a dynamic game [7, 8],
and in consideration of multiple (simultaneous) objectives [9]. I also con-
tributed to the work [10] that identified a strong connection between the
nominal stochastic reach-avoid formulation and probabilistic model check-
ing (an important subject in the field of computer science). My contribution
to the theory of stochastic systems has not been limited to mathematical
theory; we (myself and collaborators) have created a framework for the con-
trol of dynamic camera networks (for autonomous surveillance) based on the
principles of stochastic reachability [6,11–13] and applied the framework ex-
perimentally [12].
Learning theory and optimal control: My work on learning and

optimal control began with a fruitless attempt to apply high-dimensional
interpolation techniques to solve Hamilton-Jacobi-Bellman partial differen-
tial equations for reachability computations. This work was not all in vain,
as it led to a novel contribution in the area of model predictive control.
In the work [14, 15], I applied high-dimensional function approximation to
model predictive control problems for discrete time systems with linear dy-
namics, convex constraints, and convex cost function. This work was quickly
followed by an extension to the nonlinear setting using set theoretic anal-
ysis methods [16, 17]. Despite its humble beginnings, the resulting method
is currently the fastest method available for approximate explicit MPC, an
important accomplishment in this heavily researched field. Details on this
area are not given in this thesis.
Systems biology: The idea of applying methods in systems theory to

biological research is a necessary step in furthering our understanding of liv-
ing organisms. My contributions to biology research using systems theory
include identification and estimation algorithms for stochastic models of bi-
ological systems [18–20]. I have also contributed to identification problems
for deterministic models of biological systems using randomized methods
for model selection [21]. The above works represent what most researchers
(especially biologists) consider a systems theory approach to biology to be,
a tool for mechanistic understanding (discovery) of biological systems. In
truth, the technology and computational power necessary for absolute cer-
tainty in biological discovery is still years away. In light of this, I consider
the work [22] to be my most important in this area. In [22], we successfully
regulated the abundance of protein within a population of Yeast cells using
a light-controlled synthetic module and feedback through a computer. In
particular, we proved the following: Mechanistic certainty is not required
for control over biological systems. Rather, a decent model of the system

3
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and sophisticated algorithms from control theory are sufficient for precise
control of biological systems at the molecular level. Details on this area are
not given in this thesis.

1.2 Outline and relation to the literature

This thesis is now outlined chapter by chapter; each chapter (or section) is
summarized and the relevant literature (on which each chapter or section is
based) is listed.

Chapter 2: The stochastic reach-avoid problem

In Chapter 2 we introduce a stochastic reach-avoid problem for discrete time
stochastic hybrid systems; the content is primarily taken from the published
works [1,2]. In [1,2], we extended recent results in the theory of probabilis-
tic safety [4] to include a more general class of reachability problems for
controlled stochastic hybrid systems in discrete time. In particular, here
we present a dynamic programming based solution to a probabilistic reach-
avoid problem for a controlled discrete time stochastic hybrid system. We
address two distinct interpretations of the reach-avoid problem via stochas-
tic optimal control. In the first case, a sum-multiplicative cost function is
introduced along with a corresponding dynamic recursion that quantifies the
probability of hitting a target set at some point during a finite time horizon,
while avoiding an unsafe set at all preceding time steps. In the second case,
we introduce a multiplicative cost function and a dynamic recursion that
quantifies the probability of hitting a target set at the terminal time, while
avoiding an unsafe set at all preceding time steps. In each case, optimal
reach-avoid control policies are derived as the solution to an optimal control
problem via dynamic programming.

Chapter 3: Advanced topics in stochastic reachability

Chapter 3 presents multiple extensions of the results in Chapter 2. These
include extensions to random time-varying sets, general sum multiplicative
cost functions, mixed probabilistic-adversarial systems, and PCTL proper-
ties.

4
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Section 3.1: Controller synthesis for specifications encoded by random
sets

In Section 3.1 we introduce an extension of the reach-avoid problem of Chap-
ter 2. We consider the verification of discrete time stochastic hybrid systems
when there exists uncertainty in the reachability specifications themselves;
the content is primarily taken from the works [5, 6]. Specifically, a sum-
multiplicative cost function is introduced along with a corresponding dy-
namic recursion that quantifies the probability of hitting a target set at
some point during a finite time horizon, while avoiding an obstacle set dur-
ing each time step preceding the target hitting time. In contrast with the
reach-avoid formulation in Chapter 2, which assumes that the target and ob-
stacle sets are constant and deterministic, in Section 3.1 we allow these sets
to be both time-varying and probabilistic. An optimal reach-avoid control
policy is derived as the solution to an optimal control problem via dynamic
programming. This work was done in close collaboration with Dr. Maryam
Kamgarpour and Prof. Claire Tomlin of UC Berkeley.

Also in this section, an extension to a multi-objective optimal control
problem for discrete time stochastic hybrid systems is presented.

Section 3.2: Stochastic hybrid dynamical games: Verification and
control

In Section 3.2 we present a framework for analyzing probabilistic safety
and reachability problems for discrete time stochastic hybrid systems in
scenarios where system dynamics are affected by rational competing agents;
the content is primarily taken from the works [7, 8]. We consider a zero-
sum game formulation of the probabilistic reach-avoid problem (Chapter 2),
in which the control objective is to maximize the probability of reaching a
desired subset of the hybrid state space, while avoiding an unsafe set, subject
to the worst-case behavior of a rational adversary. Theoretical results are
provided on a dynamic programming algorithm for computing the maximal
reach-avoid probability under the worst-case adversary strategy, as well as
the existence of a maxmin control policy that achieves this probability. This
work was done in close collaboration with Dr. Maryam Kamgarpour, Dr.
Jerry Ding, and Prof. Claire Tomlin of UC Berkeley and Prof. Alessandro
Abate of TU Delft.

5
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Section 3.3: On the connections between PCTL and dynamic
programming

Probabilistic Computation Tree Logic (PCTL) is a well-known modal logic
that has become a standard for expressing temporal properties of finite-state
Markov chains in the context of automated model checking. In Section 3.3,
we consider PCTL for noncountable-space Markov chains, and we show that
there is a substantial affinity between certain of its operators and problems
of dynamic programming; the content is primarily taken from the work [10].
We prove some basic properties of the solutions to the latter. This work
was done in close collaboration with Prof. Debasish Chatterjee and Prof.
Federico Ramponi.

Chapter 4: Application to natural systems

In this chapter we reproduce a stochastic reachability study on optimal
fishery management originally published in [2].

Chapter 5: Application to robotic systems

In Section 5.1, we consider a discrete time stochastic hybrid model of an air
vehicle along with a probabilistic model of a section of hazardous weather;
the content of this section is taken from [5]. Given the inherent randomness
of the air vehicle (e.g. due to uncertain wind directions) and randomness in
the movement of the hazardous weather section, we evaluate the probability
that the aircraft continues to the next way point (target region) while at
the same time avoiding the hazardous weather area. This work was done in
close collaboration with Dr. Maryam Kamgarpour and Prof. Claire Tomlin
of UC Berkeley. In Section 5.2, we consider a discrete time stochastic hy-
brid model of an autonomous (dynamic) surveillance camera; this example
is taken from the works [6,12]. We show that various surveillance scenarios
(tasks) fall under the umbrella of the stochastic reach-avoid problem with
random sets (Section 3.1); we construct a stochastic reachability framework
for automated camera surveillance. This work was done in close collabora-
tion with Nikolaos Kariotoglou.

Chapter 6: Application to financial systems

In Section 6.1, we consider a discrete time stochastic hybrid model of a
college savings fund along with a probabilistic model of tuition for the Uni-
versity of California. Given the inherent randomness of the returns on in-
vestments (and also the possibility of rare events affecting the fund), we

6



“"Summers Thesis"” — 2013/6/13 — 1:25 — page 7 — #19

Outline and relation to the literature

evaluate the probability of successfully saving for tuition as a function of
the initial investment and yearly contribution. This work was done in close
collaboration with Dr. Maryam Kamgarpour and Prof. Claire Tomlin of
UC Berkeley. In Section 6.2, we consider an insurance company ruin prob-
lem originally published in [2]; a discrete time Markov model for company
profit is coupled with a stochastic model of the overall market share (for a
particular product).

7
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2 The stochastic reach-avoid problem

In this chapter we consider the following objective for a controlled stochastic
hybrid system in discrete time:

Maximize (or minimize) the probability that a system starting at a specific
initial condition will hit a target (or goal) set while avoiding an unsafe set

over a finite time horizon.

We call the above problem the finite horizon stochastic reach-avoid problem
and provide solutions for two interpretations.

In the first interpretation, which we refer to as the first hitting time
reach-avoid problem, we consider that the system hits the target set at
some time during the finite time horizon, while avoiding the unsafe set
up to and including the hitting time. Following the methods of [4], we
formulate the problem as a finite horizon stochastic optimal control problem
with a max-multiplicative (or equivalently, sum-multiplicative) cost-to-go
function. Dynamic programming can then be used to compute the Markov
control policy that maximizes or minimizes the cost. We show that the
dynamic program subsumes the probabilistic safety problem of [4] as well
as the stochastic target hitting time problem of [23], extending the breadth
of problems that can be solved by these methods. Finally, we study the
reach-avoid problem in the infinite time horizon setting, and argue that the
problem remains relevant as the horizon is taken to infinity, as opposed to
the safety and target hitting problems.

In the second interpretation, which we refer to as the terminal hitting
time reach-avoid problem, we consider that the system is inside the target
set at the terminal time, while avoiding the unsafe set up to and including
the terminal time. We again formulate the reach-avoid problem as a finite
time horizon stochastic optimal control problem, although in this case we
consider a multiplicative cost-to-go function [4]. Dynamic programming can
again be used to compute the Markov control policy that maximizes the cost.
Unlike the first interpretation, the infinite horizon problem is not relevant
in this case.

9
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The stochastic reach-avoid problem

2.1 Controlled discrete time stochastic systems

Here we recall the Discrete Time Stochastic Hybrid System (DTSHS) mod-
eling framework and associated semantics introduced in [4]. Throughout
B(·) denotes the Borel σ−algebra.

Definition 2.1 (DTSHS). A discrete time stochastic hybrid system, H =
(Q, n,A, Tv, Tq, R), comprises

• A discrete state space Q := {q1, q2, ..., qm}, for some m ∈ N;

• A map n : Q → N which assigns to each discrete state value q ∈ Q
the dimension of the continuous state space Rn(q). The hybrid state
space is then given by X :=

⋃
q∈Q{q} × Rn(q);

• A compact Borel space A representing the control space;

• A Borel-measurable stochastic kernel on Rn(·) given X × A, Tv :
B(Rn(·)) × X × A → [0, 1], which assigns to each x = (q, v) ∈
X and a ∈ A a probability measure Tv(·|x, a) on the Borel space
(Rn(q),B(Rn(q)));

• A discrete stochastic kernel on Q given X×A, Tq : Q×X×A → [0, 1],
which assigns to each x ∈ X and a ∈ A a probability distribution
Tq(·|x, a) over Q;

• A Borel-measurable stochastic kernel on Rn(·) given X ×A×Q, R :
B(Rn(·)) × X × A × Q → [0, 1], which assigns to each x ∈ X, a ∈
A, and q′ ∈ Q a probability measure R(·|x, a, q′) on the Borel space
(Rn(q′),B(Rn(q′))).

Consider the DTSHS evolving over the finite time horizon k = 0, 1, . . . , N
with N ∈ N. We specify the initial state as x0 ∈ X at time k = 0, and
define the notion of a Markov policy.

Definition 2.2 (Markov Policy). A Markov Policy for a DTSHS, H, is a
sequence µ = (µ0, µ1, ..., µN−1) of universally measurable maps µk : X → A,
k = 0, 1, ..., N − 1. The set of all admissible Markov policies is denoted by
Mm.

Let τv : B(Rn(·))×X×A×Q → [0, 1] be a stochastic kernel on Rn(·) given
X ×A×Q, which assigns to each x ∈ X, a ∈ A, and q′ ∈ Q, a probability
measure on the Borel space (Rn(q′),B(Rn(q′))) given by

τv(dv′|(q, v), a, q′) =
{
Tv(dv′|(q, v), a), if q′ = q
R(dv′|(q, v), a, q′), if q′ 6= q.

10
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A first hitting time reach-avoid problem

Based on τv we introduce the kernel Q : B(X)×X ×A → [0, 1]:

Q(dx′|x, a) = τv(dv′|x, a, q′)Tq(q′|x, a).

Definition 2.3 (DTSHS Execution). Consider the DTSHS, H, and time
horizon N ∈ N. A stochastic process {xk, k = 0, ..., N} with values in X is
an execution of H associated with a Markov policy µ ∈ Mm and an initial
condition x0 ∈ X if and only if its sample paths are obtained according to
the DTSHS Algorithm.

Algorithm 1 DTSHS Algorithm
Require: Sample Path {xk, k = 0, ..., N}
Ensure: Initial hybrid state x0 ∈ X at time k = 0, and Markov control

policy µ = (µ0, µ1, ..., µN−1) ∈Mm

1: while k < N do
2: Set ak = µk(xk)
3: Extract from X a value xk+1 according to Q(·|xk, ak)
4: Increment k
5: end while

Equivalently, the DTSHS H can be described as a Markov control process
with state space X, control space A, and controlled transition probability
function Q. Further, given a specific control policy µ ∈Mm and initial state
x0 ∈ X, the execution {x0, k = 0, ..., N} is a time inhomogeneous stochastic
process defined on the canonical sample space Ω = XN+1, endowed with its
product σ−algebra B(Ω). The probability measure Pµx0

is uniquely defined
by the transition kernel Q, the Markov policy µ ∈ Mm, and the initial
condition x0 ∈ X (see [3]). From now on, we will use interchangeably
the notation Q(·|x, µk(x)) and Qµkx (·|x) to represent the one-step transition
kernel.

2.2 A first hitting time reach-avoid problem

Let K,K ′ ∈ B(X), with K ⊆ K ′. We define the stopping time associated
with hitting K as τ := inf{j > 0|xj ∈ K}, and the stopping time associated
with hitting X \K ′ as τ ′ := inf{j > 0|xj ∈ X \K ′}; if a set is empty we set
its infimum equal to +∞. Our goal is to evaluate the probability that the
execution of the Markov control process associated with the Markov policy
µ ∈Mm and the initial condition x0 will hit K before hitting X \K ′ during

11
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the time horizon N . The probability that the system initialized at x0 ∈ X
with control policy µ ∈Mm reaches K while avoiding X \K ′ is given by

rµx0
(K,K ′) := Pµx0

{∃j ∈ [0, N ] : xj ∈ K ∧ ∀i ∈ [0, j − 1] xi ∈ K ′ \K},
= Pµx0

{{τ < τ ′} ∧ {τ 6 N}}, (2.1)

where ∧ denotes the logical AND, and we operate under the assumption that
the requirement on i is automatically satisfied when x0 ∈ K; subsequently
we will use the same convention for products, i.e.

∏j
i=k (·) = 1 if k > j.

2.2.1 Cost and dynamic recursion

We formulate rµx0
(K,K ′) according to a max-multiplicative (and equiva-

lently sum-multiplicative) cost function by using indicator functions. In
this respect, we exploit the fact that the indicator function serves as a nat-
ural mechanism for logical arguments (i.e. either an argument is true or it
is false). For some set D ⊆ X, let 1D(·) : X → {0, 1} denote the indicator
function. Consider now

max
j∈[0,N ]

(
j−1∏
i=0

1K′\K(xi)
)

1K(xj) =

 1, if ∃j ∈ [0, N ] : xj ∈ K∧
∀i ∈ [0, j − 1] xi ∈ K ′ \K

0, otherwise.

where xj ∈ X, j ∈ [0, N ]. It is easy to show that we may equivalently
express the max-multiplicative cost as a sum-multiplicative cost

max
j∈[0,N ]

(
j−1∏
i=0

1K′\K(xi)
)

1K(xj) =
N∑
j=0

(
j−1∏
i=0

1K′\K(xi)
)

1K(xj).

Hence rµx0
(K,K ′) can be expressed as the expectation

rµx0
(K,K ′) = Eµx0

 N∑
j=0

(
j−1∏
i=0

1K′\K(xi)
)

1K(xj)

 . (2.2)

This is a significant difference between the formulation here and that of
[4]. In [4] a max-cost is introduced to quantify a logical OR formulation
of possibly dependent events. In our formulation the logical OR involves
disjoint events. Therefore the max-cost formulation can be equivalently
represented through a sum-cost, which is in turn equivalent to the cost
associated with the hitting times in (2.1). Thus, we can solve a hitting time
problem without explicitly defining the hitting times in the cost function or
dynamic program.

12
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For a fixed Markov policy µ ∈Mm, let us define the functions V µk : X →
[0, 1], k = 0, . . . , N as

V µN (x) = 1K(x) , (2.3)

V µk (x) = 1K(x) + 1K′\K(x)
∫
XN−k

N∑
j=k+1

(
j−1∏
i=k+1

1K′\K(xi)
)

1K(xj)
N−1∏
j=k+1

Qµj (dxj+1|xj)Qµk(dxk+1|x). (2.4)

Note that

V µ0 (x0) = Eµx0

 N∑
j=0

(
j−1∏
i=0

1K′\K(xi)
)

1K(xj)


= rµx0

(K,K ′).

Let F denote the set of functions from X to R and define the operator
H : X ×A×F → R as

H(x, a, Z) :=
∫
X

Z(y)Q(dy|x, a). (2.5)

The following lemma shows that rµx0
(K,K ′) can be computed via a back-

wards recursion.

Lemma 2.1. Fix a Markov policy µ = (µ0, µ1, ...) ∈ Mm. The functions
V µk : X → [0, 1], k = 0, 1, . . . , N − 1 can be computed by the backward
recursion:

V µk (x) = 1K(x) + 1K′\K(x)H(x, µk(x), V µk+1), (2.6)

initialized with V µN (x) = 1K(x), x ∈ X.

Proof. By induction. First, due to the definition of (2.3) and (2.4), we
have that

V µN−1(x) = 1K(x) + 1K′\K(x)
∫
X

V µN (xN )QµN−1(dxN |x),

so that (2.6) is proven for k = N − 1. For k < N − 1 we can separate the

13
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terms associated with xk+1 as follows

V µk (x) = 1K(x) + 1K′\K(x)
∫
X

(
1K(xk+1) + 1K′\K(xk+1)∫

XN−k−1

N∑
j=k+2

(
j−1∏
i=k+2

1K′\K(xi)
)

1K(xj)

N−1∏
j=k+2

Qµj (dxj+1|xj)Qµk+1(dxk+2|xk+1)

Qµk(dxk+1|x)

= 1K(x) + 1K′\K(x)
∫
X

V µk+1(xk+1)Qµk(dxk+1|x)

which concludes the proof. 2

2.2.2 The dynamic programming algorithm

Definition 2.4 (Maximal in the First Sense). Let H be a Markov control
process, K ∈ B(X), K ′ ∈ B(X), with K ⊆ K ′. A Markov policy µ∗ is
a maximal reach-avoid policy in the first sense if and only if rµ∗x0

(K,K ′) =
supµ∈Mm

rµx0
(K,K ′), for all x0 ∈ X.

Theorem 2.1. Define V ∗k : X → [0, 1], k = 0, 1, ..., N , by the backward
recursion:

V ∗k (x) = sup
a∈A
{1K(x) + 1K′\K(x)H(x, a, V ∗k+1)} (2.7)

x ∈ X, initialized with V ∗N (x) = 1K(x), x ∈ X. Then,
V ∗0 (x0) = supµ∈Mm

rµx0
(K,K ′), x0 ∈ X. If µ∗k : X → A, k ∈ [0, N − 1], is

such that for all x ∈ X

µ∗k(x) = arg sup
a∈A
{1K(x) + 1K′\K(x)H(x, a, V ∗k+1)} (2.8)

then µ∗ = (µ∗0, µ∗1, ..., µ∗N−1) is a maximal reach-avoid Markov policy in the
first sense. A sufficient condition for the existence of µ∗ is that Uk(x, λ) =
{a ∈ A|H(x, a, V ∗k+1) > λ} is compact for all x ∈ X, λ ∈ R, k ∈ [0, N − 1].

Note that Theorem 2.1 gives a sufficient condition for the existence of
an optimal nonrandomized Markov policy. While the consideration of ran-
domized Markov policies is indeed interesting in the event that an optimal
nonrandomized Markov policy does not exist, in most cases the “best” policy
can be taken to be nonrandomized [3]. In light of this fact and in the interest

14
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of space, we do not consider randomized Markov policies in the present work
and urge the interested reader to consider Chapter 8 in [3] for additional
details. A proof of Theorem 2.1 is provided in Appendix A.1. Taking the
infimum over the reach-avoid probability (2.2) may also be useful in some
cases. For completeness we state without proof the following.

Definition 2.5 (Minimal in the First Sense). Let H be a Markov con-
trol process, K ∈ B(X), K ′ ∈ B(X), with K ⊆ K ′. A Markov pol-
icy µ− is a minimal reach-avoid policy in the first sense if rµ−x0

(K,K ′) =
infµ∈Mm r

µ
x0

(K,K ′), for all x0 ∈ K ′ \K.

Theorem 2.2. Define V −k : X → [0, 1],k = 0, 1, ..., N , by the backward
recursion:

V −k (x) = inf
a∈A
{1K(x) + 1K′\K(x)H(x, a, V −k+1)} (2.9)

x ∈ X, initialized with V −N (x) = 1K(x), x ∈ X. Then,
V −0 (x0) = infµ∈Mm r

µ
x0

(K,K ′), x0 ∈ X. If µ−k : X → A, k ∈ [0, N − 1], is
such that ∀x ∈ X

µ−k (x) = arg inf
a∈A
{1K(x) + 1K′\K(x)H(x, a, V −k+1)} (2.10)

then µ− = (µ−0 , µ
−
1 , ..., µ

−
N−1) is a minimal reach-avoid Markov policy in the

first sense. A sufficient condition for the existence of µ− is that Uk(x, λ) =
{a ∈ A|H(x, a, V −k+1) 6 λ} is compact for all x ∈ X, λ ∈ R, k ∈ [0, N − 1].

2.3 The infinite time horizon reach-avoid problem

By Theorems 2.1 and 2.2, and the fact that the value function is monoton-
ically increasing and bounded above by one, we have that

0 6 V ∗N (x) 6 V ∗N−1(x) 6 · · · 6 V ∗0 (x) 6 1,

for any time horizon N and for every x ∈ X. Also, by the results in Ap-
pendix A.1 and Proposition 7.45 and 7.46 in [3], we have that

V ∗0 (x)→ V ∗(x) as N →∞,

for every x ∈ X, where V ∗(x) is the infinite horizon optimal cost at x (for
details see Chapter 9 in [3]). Thus, by the Monotone Convergence Theorem
[24], V ∗ is universally measurable and satisfies the Bellman equation

V ∗(x) = sup
a∈A
{1K(x) + 1K′\K(x)H(x, a, V ∗)}

15
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for the Maximal Reach-Avoid Infinite Horizon problem. A similar discussion
for the Minimal Reach-Avoid problem shows that the infinite horizon value
function is universally measurable and satisfies

V −(x) = inf
a∈A
{1K(x) + 1K′\K(x)H(x, a, V −)}.

The resulting Markov control policies (if they exist) are stationary and de-
terministic and satisfy the optimality conditions

µ∗(x) = arg sup
a∈A
{1K(x) + 1K′\K(x)H(x, a, V ∗)}

µ−(x) = arg inf
a∈A
{1K(x) + 1K′\K(x)H(x, a, V −)}.

2.4 The terminal hitting time reach-avoid problem

As before let K,K ′ ∈ B(X) and τ ′ = inf{j > 0|xj ∈ X \K ′}. Our goal is
to evaluate the probability that the execution of the Markov control process
associated with the Markov policy µ ∈Mm and the initial condition x0 will
be inside K at the terminal time N , while avoiding the unsafe set X \K ′
for the duration of the time horizon [0, N ]. We note that the restriction
that K ⊆ K ′ is not necessary in this case. The probability that the system
initialized at x0 ∈ X with control policy µ ∈ Mm reaches K at terminal
time N while avoiding X \K ′ is given by

r̂µx0
(K,K ′) = Pµx0

{xN ∈ K ∧ ∀i ∈ [0, N − 1] xi ∈ K ′},
= Pµx0

{{N < τ ′} ∧ {xN ∈ K}}.

We can formulate r̂µx0
(K,K ′) according to a multiplicative cost function by

using indicator functions. Consider(
N−1∏
i=0

1K′(xi)
)

1K(xN ) =

 1, if xN ∈ K∧
∀i ∈ [0, N − 1] xi ∈ K ′

0, otherwise

where xj ∈ X, j ∈ [0, N ]. r̂µx0
(K,K ′) can now be expressed as the expecta-

tion

r̂µx0
(K,K ′) = Eµx0

[(
N−1∏
i=0

1K′(xi)
)

1K(xN )
]
. (2.11)

Based on the formulation of the multiplicative cost in (2.11) and a fixed
Markov policy µ ∈ Mm, let us define the functions V̂ µk : X → [0, 1], k =

16
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0, 1, . . . , N as

V̂ µN (x) = 1K(x) , (2.12)

V̂ µk (x) = 1K′(x)
∫
XN−k

(
N−1∏
i=k+1

1K′(xi)
)

1K(xN )
N−1∏
j=k+1

Qµj (dxj+1|xj)Qµk(dxk+1|x) . (2.13)

It can be seen that

V̂ µ0 (x0) = Eµx0

[(
N−1∏
i=0

1K′(xi)
)

1K(xN )
]

= r̂µx0
(K,K ′).

Let F denote the set of functions from X to R and define the operator
H : X×A×F → R as in (2.5). The following lemma shows that r̂µx0

(K,K ′)
can be computed via a backwards recursion; the proof is similar to that of
Lemma 2.1.

Lemma 2.2. Fix a Markov policy µ = (µ0, µ1, ...) ∈ Mm. The functions
V̂ µk : X → [0, 1], k = 0, 1, . . . , N − 1 can be computed by the backward
recursion:

V̂ µk (x) = 1K′(x)H(x, µk(x), V̂ µk+1), (2.14)

initialized with V̂ µN (x) = 1K(x), x ∈ X.

Definition 2.6 (Maximal in the Terminal Sense). Let H be a Markov con-
trol process, K ∈ B(X), and K ′ ∈ B(X). A Markov policy µ̂∗ is a max-
imal reach-avoid policy in the terminal sense if and only if r̂µ̂∗x0

(K,K ′) =
supµ∈Mm

r̂µx0
(K,K ′), for all x0 ∈ X.

As it turns out, apart from the terminal value function, the dynamic
recursion for the current reach-avoid problem is equivalent to the recursion
introduced for the safety problem in [4]. This should come as no surprise
given that both problems rely on a multiplicative cost. By Theorem 1 in [4]
we therefore have the the following.

Theorem 2.3. Define V̂ ∗k : X → [0, 1], k = 0, 1, ..., N , by the backward
recursion:

V̂ ∗k (x) = sup
a∈A
{1K′(x)H(x, a, V̂ ∗k+1)} (2.15)
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x ∈ X, initialized with V̂ ∗N (x) = 1K(x), x ∈ X. Then,
V̂ ∗0 (x0) = supµ∈Mm

r̂µx0
(K,K ′), x0 ∈ X. If µ̂∗k : X → A, k ∈ [0, N − 1], is

such that ∀x ∈ X

µ̂∗k(x) = arg sup
a∈A
{1K′(x)H(x, a, V̂ ∗k+1)} (2.16)

then µ̂∗ = (µ̂∗0, µ̂∗1, ..., µ̂∗N−1) is a maximal reach-avoid Markov policy in
the terminal sense. A sufficient condition for the existence of µ̂∗ is that
Uk(x, λ) = {a ∈ A|H(x, a, V̂ ∗k+1) > λ} is compact for all x ∈ X, λ ∈ R,
k ∈ [0, N − 1].

Minimal reach avoid policies can also be defined in this context. The
discussion is omitted in the interest of space.

2.5 Discussion

The safety problem

Consider a safe set A ∈ B(X) and an unsafe set X \ A. In [4], the au-
thors consider the probability that a DTSHS with Markov policy µ ∈ Mm

remains inside A for a finite horizon [0, N ], and denote this probability
pµx0

(A). Specifically, they consider two dynamic programs, one based on a
multiplicative cost-to-go function and the other based on a max cost-to-go
function, which are shown to solve the same problem. Considering the max-
cost approach, for a fixed Markov policy µ ∈ Mm the associated dynamic
recursion is given as

Wµ
k (x) = 1X\A(x) + 1A(x)H(x, µk(x),Wµ

k+1), (2.17)

where x ∈ X, k = 0, 1, . . . , N and WN (x) = 1A(x). It is shown that the
initial value function satisfies

Wµ
0 (x0) = Eµx0

[
max
k∈[0,N ]

1X\A(xk)
]

= 1− pµx0
(A),

such that minimizing Wµ
0 (x) is equivalent to maximizing pµx0

(A) and there-
fore solves the safety problem. In the context of the reach-avoid problem,
it is clear that if we set K = X \ A and K ′ = X, then (2.6) and (2.17) are
equivalent. Thus, defining the safe set and unsafe set as above, Theorem
2.2 solves the safety problem of [4]. Likewise, we have the trivial result
that taking K ′ = K = A and applying Theorem 2.3 also solves the safety
problem of [4].

18
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The stochastic hitting time problem

Consider a target set B ∈ B(X) and its compliment X \ B. In [23], the
authors consider the problem of early retirement, where the system process
is modeled as a discrete-time Markov decision process (MDP) with a finite
state space. Note that this falls under the umbrella of DTSHS. They pose
the problem as a target hitting time problem, and consider Markov policies
which maximize the probability Pµx0

{τ 6 N}, i.e. the probability that the
MDP with Markov policy µ ∈ Mm enters the target set at some point
before or including the terminal time N , where τ is defined as the first
target hitting time. In order to apply standard techniques, they consider an
equivalent problem which minimizes the probability of staying outside the
target set, i.e. they minimize the safety of the system outside the target set.
For a fixed Markov policy µ ∈ Mm, they consider a multiplicative cost as
in [4] with dynamic recursion (reconfigured to match the uncountable state
space considered in the current paper) given by

Gµk(x) = 1X\B(x)H(x, µk(x), Gµk+1(x)), (2.18)

where x ∈ X, k = 0, 1, . . . , N , and GµN (x) = 1X\B(x). Note that this is
the exact dynamic recursion that was introduced for the multiplicative cost
in [4]. Thus, the stochastic hitting problem [23] can be solved by setting
K ′ = X, K = B, and applying Theorem 2.1.

On the infinite horizon

Under weak assumptions on the stochastic kernel, the probability of staying
within the safe set goes to 0 in both the safety problem and the termi-
nal hitting time reach-avoid problem. Likewise, the probability of hitting
the target set goes to 1 in the target hitting problem. For example, when
considering general (unbounded) probability distributions, there is always
a nonzero probability of jumping to the unsafe (or target) set regardless of
location in the state space. Thus, it is only a matter of time before the
system enters the safe set (or target set) and the process is stopped. This
is not necessarily the case in the first hitting time reach-avoid formulation.

Considering the first hitting time reach-avoid formulation for the infinite
horizon case, it is clear that the goal of the resulting DP is to choose a
control policy which minimizes or maximizes the probability of hitting K
before hitting X \K ′, i.e.

rµx0
(K,K ′) = Pµx0

{τ < τ ′},

regardless of when the hitting time occurs. Under weak assumptions on
the stochastic kernel, the probability of leaving K ′ \K goes to 1, which is
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equivalent to Pµx0
{τ < τ ′}+Pµx0

{τ ′ < τ} = 1, and therefore rµx0
(K,K ′) may

take a value between 0 and 1 which has meaning in the infinite horizon. We
note that it is because of this fact that the infinite horizon case makes sense
here, as opposed to the safety problem [4], the target hitting problem [23], or
even the terminal hitting time reach-avoid formulation introduced in Section
2.4.
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In Chapter 3 we consider topics for DTSHS beyond the standard stochas-
tic reach-avoid problem rigorously treated in Chapter 2. While the system
objectives considered in this chapter are similar to (and motivated by) the
standard reach-avoid problem formulation, each advanced topic requires ad-
ditional rigorous mathematical treatment.

In Sections 3.1-3.2 we treat the stochastic reachability problem for con-
trolled DTSHS for the following advanced scenarios:

1. (Section 3.1) The safe set K ′ and the target set K are allowed to be
time-varying and random. This work was done in collaboration with
Dr. Maryam Kamgarpour and Prof. Claire Tomlin from UC Berkeley.
A similar treatment was provided in [25].

2. (Section 3.1) The overall system objective comprises a weighted col-
lection of logic (and non-logic) specifications.

3. (Section 3.2) The system dynamics are affected by rational competing
agents. This work was done in collaboration with Dr. Maryam Kam-
garpour, Dr. Jerry Ding, Prof. Alessandro Abate, and Prof. Claire
Tomlin. A similar treatment was provided in [26].

For each scenario outlined above, we systematically prove the existence of
an optimal decision strategy and show that this strategy is obtained by a
dynamic program.

In Section 3.3, we consider the verification of general state-space Markov
chains through an extension of the standard grammar and semantics of
PCTL to noncountable-state Markov chains. This work was done in collab-
oration with Prof. Debasish Chatterjee and Prof. Federico Ramponi.
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3.1 Controller synthesis for specifications encoded by
random sets

In many applications, for example aircraft trajectory planning through haz-
ardous weather and maneuvering a vehicle over an unknown terrain for
exploration or disaster response, the environment of the system is only par-
tially known. Thus, the locations of obstacles, as well as target sets, are
initially uncertain and are subject to change as additional information is
collected. In such cases the optimal control problem may be formulated with
chance constraints [27–29], requiring all constraints to be satisfied within a
desired probability. Examples of trajectory planning through a stochastic
environment using chance constraints have been addressed through relax-
ations and approximations of the chance constraints or randomized algo-
rithms, see for example [30–32]. Here we address a related problem using
stochastic verification and dynamic programming.

In this section, we extend the results of Chapter 2 on verification of DT-
SHS to cope with the existence of uncertainty in the reachability specifi-
cations themselves. In particular, we consider the problem of maximizing
the probability that a system trajectory will hit a target set while avoiding
an unsafe set over a finite time horizon where both the safe set and the
target set are allowed to be random and time-varying. We show how reach-
ability with random safe and target sets reduces to standard reachability
when random sets are parametrized by finite dimensional random parame-
ters. Because the resulting reachability problem involves the product space
of the original state space and the set parameter space, it is likely to be
computationally intractable in all but the simplest cases due to the curse
of dimensionality. To address this drawback we investigate a special case
where additional structure can be employed to simplify the computations.
A related treatment is provided in [25].

In addition, we briefly consider a multi-objective optimization problem
where the desired task is to maximize or minimize a cost function that
represents a weighted combination of multiple objectives. In the spirit of
the stochastic reach-avoid problem of Chapter 2, we formulate the multi-
objective optimal control problem as a finite horizon stochastic optimal
control problem with a general sum-multiplicative cost-to-go function. We
provide requirements based on the results presented earlier in the chapter
(for specifications encoded by random sets) for the satisfaction of a dy-
namic program that can be used to synthesize optimal control actions for
the multi-objective problem.
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3.1.1 Modeling random sets for reachability specifications

Recall the DTSHS of Chapter 2. Let the state space of the DTSHS be
represented by X :=

⋃
q∈Q{q} × Rn(q), where the discrete state space is

Q := {1, 2, . . . ,m}, m ∈ N and the map n : Q → N assigns to each discrete
state q ∈ Q the dimension of the continuous state space Rn(q). We endow
the set Q with the discrete topology, Euclidean spaces with the Euclidean
topology, and the set X with the corresponding product topology. Let A be
a compact Borel set representing the input space and define the controlled
transition probability function Q : B(X)×X ×A→ [0, 1], that is, Q(·|x, a)
assigns a probability measure on B(X) for each hybrid state x ∈ X, and
input a ∈ A.
We now define a parameterized stochastic set-valued process as follows:

Let Y ⊂ Ro for o ∈ N denote a parameter space. For k = 0, 1, 2, . . . , N , let
Gk be a Borel-measurable stochastic kernel on Y given Y , Gk : B(Y )×Y →
[0, 1], which assigns to each y ∈ Y a probability measure Gk(·|y) on the
Borel space (Y,B(Y )). Stochastic sets are henceforth defined as a Borel
measurable set-valued function γ : Y → B(X) together with a Markov pro-
cess {yk}k∈N in the parameter space Y with transition probability function
Gk : B(Y )× Y → [0, 1].
Let x̄ = (x, y) be the augmented state in X̄ = X × Y , the augmented

state space. Further, let us define the stochastic transition kernels Q̄k :
B(X̄)× X̄ ×A → [0, 1]:

Q̄k(dx̄′|x̄, a) = Q(dx′|x, a)Gk(dy′|y).

We call the resulting process an Augmented Discrete-Time Stochastic Hy-
brid System (ADTSHS) H̄. The ADTSHS kernel is time varying, due to the
kernel Gk, factorizes to a product of two stochastic kernels on the hybrid
state and the parameter spaces, and depends on the control variable a ∈ A
only through the DTSHS kernel. The latter two properties are critical for
developing a numerically tractable algorithm in the sequel. We define a
Markov policy for this process as follows:

Definition 3.1. A Markov policy for H̄ is a sequence µ = (µ0, µ1, ..., µN−1)
of universally measurable maps µk : X̄ → A, k = 0, 1, ..., N − 1. The set of
all admissible Markov policies is denoted by M̄.

Given a Markov policy µ ∈ M̄ and initial state (x0, y0) ∈ X × Y , the
execution of the augmented process denoted by {(xk, yk), k = 0, 1, . . . , N}
is a stochastic process defined on the canonical sample space Ω := X̄N+1,
endowed with its product σ−algebra B(Ω). The probability measure Pµ(x0,y0)
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on Ω is uniquely defined by the transition kernels Q̄k, the Markov policy
µ ∈ M̄, and the initial state (x0, y0) ∈ X̄ [3].
Consider the stochastic kernels Gk : B(Y ) × Y → [0, 1], the parameter

process {yk}, for k = 0, 1, . . . , N distributed according to these kernels,
along with two functions γ : Y → B(X) and γ′ : Y → B(X), such that
γ(y) ⊆ γ′(y), ∀y ∈ Y . Define Kk := γ(yk) and K ′k := γ′(yk) as stochastic
target and safe sets respectively. Our goal is to evaluate and subsequently
maximize the probability that the execution of the Markov control process
{xk}k=0,1,...,N will reach the target set Kk at some time in the horizon while
remaining safe, that is in K ′k, at all prior times.
The probability that the system initialized at x0 ∈ X, y0 ∈ Y , with control

policy µ ∈ M̄ reaches Kk while avoiding X \K ′k for all k = 0, 1, . . . , N is:

rµ(x0,y0)(γ, γ
′) :=Pµ(x0,y0){∃j ∈ [0, N ] : xj ∈ γ(yj)∧ (3.1)

∀i ∈ [0, j − 1] xi ∈ γ′(yi) \ γ(yi)}.

Note that while we assume knowledge of the initial state and parameters
of the sets, the consideration of a probabilistic initial condition for each is
straightforward.
Let K̄ = {(x, y) ∈ X × Y | x ∈ γ(y)} and K̄ ′ = {(x, y) ∈ X × Y | x ∈

γ′(y)}. The reach-avoid probability (3.1) can be characterized based on the
probability measure on Ω = X̄N+1 as:

rµ(x0,y0)(K̄, K̄ ′) = Pµ(x0,y0)

 N⋃
j=0

(K̄ ′ \ K̄)j × K̄ ×XN−j


=

N∑
j=0

Pµ(x0,y0)
(
(K̄ ′ \ K̄)j × K̄ ×XN−j),

where the second equality follows by the fact that the union is disjoint. Let
x̄k = (xk, yk). Consequently, rµ(x0,y0)(K̄, K̄ ′) can be computed as:

Eµx̄0

1K̄(x̄0) +
N∑
j=1

(
j−1∏
i=0

1K̄′\K̄(x̄i)
)

1K̄(x̄j)

 , (3.2)

where we work under the convention that
∏j
i=k = 1 for k > j. Note that in

the above, Eµx̄0
is the expectation with respect to the probability measure

Pµ(x0,y0).
Our control objective is as follows: Given an ADTSHS H̄, with stochastic

set parameters y ∈ Y , and set-valued maps γ and γ′, γ′(y) ⊆ γ(y) for all
y ∈ Y representing target and safe sets respectively:
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1. Compute the maximum reach-avoid probability

r∗(x0,y0)(K̄, K̄ ′) := sup
µ∈M̄

rµ(x0,y0)(K̄, K̄
′),

for all x0 ∈ X;

2. Find an optimal Markov policy µ∗ ∈ M̄, if it exists, such that

r∗x0
(K̄, K̄ ′) = rµ

∗

x0
(K̄, K̄ ′),

for all x0 ∈ X.

From Equation (3.2), we observe that the reach-avoid problem with ran-
dom sets is transformed into a reach-avoid problem with deterministic sets
in an extended state space. Hence, the reach-avoid methods developed for
deterministic safe and target sets in Chapter 2 can be applied. However, this
method becomes computationally intractable for any hybrid and parameter
spaces with a large combined dimension due to the Curse of Dimensionality.
In the sequel, we focus on a special case of the above problem that greatly
reduces the computational burden.

3.1.2 A tractable special case of the stochastic reachability problem

Assume that the Markov parameters describing the stochastic sets are given
as, or can be fairly approximated by, independent probability distributions
and let Gk(dyk|yk−1) = Gk(dyk). Due to the independence of the prob-
ability distribution Gk from the parameter yk, without loss of generality,
we consider the Markov policy also being independent from the parameter
yk. We define the Markov policy as the sequence of universally measur-
able maps µk : X → A, k = 0, 1 . . . , N . Let M denote the set of all such
policies. Note that due to this assumption, the closed loop transition ker-
nels Q̄k(.|x̄k, µk(x̄k)) become equivalent to the product of two decoupled
transition kernels Q(.|xk, µk(xk)) and Gk(yk). We use Qµk(dx′|xk) as a
short-hand notation for Q(dx′|xk, µk(xk)) for k = 0, 1, . . . , N − 1.
Since the initial parameter state y0 of the stochastic set is assumed known,

we define G0(dy0|y0−1) := δy0(dy0). For the set valued maps γ and γ′, with
γ(y) ⊆ γ′(y) for all y ∈ Y , we define the following covering functions:

pKk(x) =
∫
Y

1γ(yk)(x)Gk(dyk) = E
[
1γ(yk)(x)

]
,

pK′
k
(x) =

∫
Y

1γ′(yk)(x)Gk(dyk) = E
[
1γ′(yk)(x)

]
.
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Since γ(y) ⊆ γ′(y), ∀y ∈ Y , we get pK′
k
\Kk(x) = pK′

k
(x)− pKk(x). In addi-

tion, since K̄ and K̄ ′ are Borel measurable sets and 1K̄ , 1K̄′ are indicator
functions of Borel measurable sets, they are Borel measurable. From Borel
measurability of Gk and Proposition 7.29 of [3], it follows that the covering
functions pKk and pK′

k
, are also Borel measurable.

The main consequence of the decoupled and independent assumptions is
an equivalent expression of the reach-avoid probability:

Lemma 3.1. For an ADTSHS H̄ with decoupled and independent stochastic
set process, we have

rµ(x0,y0)(K̄, K̄
′) = Eµx0

 N∑
j=0

(
j−1∏
i=0

pK′
i
\Ki(xi)

)
pKj (xj)

 .
In the above, Eµx0

is with respect to the canonical probability measure on the
product space XN+1.

Proof. The proof is based on Fubini’s Theorem [24]:

rµ(x0,y0)(K̄, K̄
′) = Eµ(x0,y0)

 N∑
j=0

(
j−1∏
i=0

1K̄′\K̄(x̄i)
)

1K̄(x̄j)


=
∫
XN

∫
Y N+1

 N∑
j=0

(
j−1∏
i=0

1γ′(yi)\γ(yi)(xi)
)

1γ(yj)(xj)


N∏
j=0

Gj(dyj)
N−1∏
j=0

Qµj (dxj+1|xj)

= Eµx0

 N∑
j=0

(
j−1∏
i=0

∫
Y

((1γ′(yi)(xi)− 1γ(yi)(xi))Gi(dyi))
)

∫
Y

1γ(yj)(xj)Gj(dyj)
]

= Eµx0

 N∑
j=0

(
j−1∏
i=0

pK′
i
\Ki(xi)

)
pKj (xj)

 .
2

Now, we derive a recursion for computing the reach-avoid probability
expressed above. First, let us define the functions V µk : X → [0, 1], k =
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0, . . . , N as

V µN (x) = pKN (x),

V µk (x) = pKk(x) + pK′
k
\Kk(x)

∫
XN−k

N∑
j=k+1

(
j−1∏
i=k+1

pK′
i
\Ki(xi)

)

pKj (xj)
N−1∏
j=k+1

Qµj (dxj+1|xj)Qµk(dxk+1|x).

From the definition above and Lemma 3.1, it is clear that

V µ0 (x0) = rµ(x0,y0)(K̄, K̄
′),

for all x0 ∈ X.
Let F denote the set of functions from X to R. Define the operator

H : X ×A×F → R as

H(x, a, f) :=
∫
X

f(y)Q(dy|x, a).

The following lemma shows that V µk (x) can be computed via a backwards
recursion. The proof is by induction and is similar to the proof of Lemma
2.1 in Chapter 2 (and can be found in [6]).

Lemma 3.2. Fix a Markov policy µ = (µ0, µ1, ...µN−1) ∈ M. The func-
tions V µk : X → [0, 1], k = 0, 1, . . . , N − 1 can be computed by the backward
recursion:

V µk (x) = pKk(x) + pK′
k
\Kk(x)H(x, µk(x), V µk+1),

initialized with V µN (x) = pKN (x), x ∈ X.

The above two lemmas show that, given a Markov policy µ ∈ M, evalu-
ation of the reach-avoid probability can be achieved with a recursion that
scales independently of the dimension of the stochastic set parameters. In
the following theorem, we prove that the same conclusion can be drawn for
maximizing the reach-avoid probability. The proof is given in Appendix
A.2.

Theorem 3.1. Let H̄ be an ADTSHG with a decoupled and independent
stochastic set process. Define V ∗N (x) = pKN (x) and V ∗k : X → [0, 1], k =
0, 1, ..., N − 1 as:

V ∗k (x) = sup
a∈A
{pKk(x) + pK′

k
\Kk(x)H(x, a, V ∗k+1)} (3.3)
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for x ∈ X. Then the maximum reach-avoid probability is given as

r∗x0
(K̄, K̄ ′) = V ∗0 (x0),

for all x0 ∈ X. If µ∗ ∈M satisfies

µ∗k(x) ∈ arg sup
a∈A
{pKk(x) + pK′

k
\Kk(x)H(x, a, V ∗k+1)},

for all x ∈ X and k = 0, 1, ..., N − 1, then µ∗ is an optimal Markov policy.

Note that from Theorem 3.1, the computation of the reach-avoid probabil-
ity is independent of the dimension of the set parameters, given that pKk(x)
and pK′

k
(x) are computed a priori. The computation of the covering func-

tions requires integration in the set parameter space, which can be costly
if done by discretizing the parameter space, but will still be more efficient
than discretizing the product space of states and the parameters. Moreover,
the covering functions computation can be done off-line via Monte Carlo
methods.

3.1.3 Multi-objective optimal control of stochastic hybrid systems

The results of Section 3.1.2 can be used as a springboard for an interesting
result towards multi-objective optimal control of DTSHS. Now consider, for
a DTSHS H with Markov policy µ ∈ Mm, initial condition x0, and time
horizon N , a general sum-multiplicative cost function

J = Eµx0

 N∑
j=0

(
j−1∏
i=0

fi(xi)
)
gj(xj)

 (3.4)

where fi and gj for all i and j are bounded Borel measurable functions.
We assume further that fi is bounded between 0 and 1 for all i. Note
that the general reach-avoid problem with or without random sets fits into
this framework, as do the target hitting, safety, and terminal hitting time
problems. Further, if fi(x) = α for all i ∈ N for some α ∈ (0, 1), then
the above sum-multiplicative cost function takes the form of the common
discounted cost problem [3].
We now consider the optimal control problem for DTSHS where the

goal is to maximize or minimize the expectation of the more general sum-
multiplicative cost function given above. For a fixed Markov policy µ ∈Mm,
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let us define the functions V µk : X → [0, 1], k = 0, . . . , N as

V µN (x) =gN (x) , (3.5)

V µk (x) =gk(x) + fk(x)
∫
XN−k

N∑
j=k+1

(
j−1∏
i=k+1

f
i
(xi)

)

gj(xj)
N−1∏
j=k+1

Qµj (dxj+1|xj)Qµk(dxk+1|x). (3.6)

Note that

V µ0 (x0) = Eµx0

 N∑
j=0

(
j−1∏
i=0

fi(xi)
)
gj(xj)

 .
Let F denote the set of functions from X to R and define the operator
H : X ×A×F → R as

H(x, a, Z) :=
∫
X

Z(y)Q(dy|x, a). (3.7)

The following lemma shows that V µ0 (x0) can be computed via a backwards
recursion.

Lemma 3.3. Fix a Markov policy µ = (µ0, µ1, ...µN−1) ∈ Mm. The func-
tions V µk : X → [0, 1], k = 0, 1, . . . , N − 1 can be computed by the backward
recursion:

V µk (x) = gk(x) + fk(x)H(x, µk(x), V µk+1), (3.8)

initialized with V µN (x) = gN (x), x ∈ X.

The proof of the above lemma is similar to the corresponding proof in
Chapter 2, and exactly provided in [6].

Definition 3.2. Let H be a Markov control process for k = 0, 1, 2, . . . , N . A
Markov policy µ∗ is a maximal policy for the sum-multiplicative cost function
(3.4) if and only if V µ

∗

0 (x0) = supµ∈Mm
V µ0 (x0), for all x0 ∈ X.

Theorem 3.2. Define V ∗k : X → [0, 1], k = 0, 1, ..., N , by the backward
recursion:

V ∗k (x) = sup
a∈A
{gk(x) + fk(x)H(x, a, V ∗k+1)} (3.9)
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x ∈ X, initialized with V ∗N (x) = gN (x), x ∈ X. Then,

V ∗0 (x0) = sup
µ∈Mm

V µ0 (x0),

for all x0 ∈ X. If µ∗k : X → A, k ∈ [0, N − 1], is such that for all x ∈ X

µ∗k(x) = arg sup
a∈A
{gk(x) + fk(x)H(x, a, V ∗k+1)} (3.10)

then µ∗ = (µ∗0, µ∗1, ..., µ∗N−1) is a maximal policy for the sum-multiplicative
cost function (3.4). A sufficient condition for the existence of µ∗ is that
Uk(x, λ) = {a ∈ A|H(x, a, V ∗k+1) > λ} is compact for all x ∈ X, λ ∈ R,
k ∈ [0, N − 1].

In the event that the functions fi and gj for all i and j are Borel measur-
able and bounded below by 0 and above by 1, then the proof of Theorem 3.2
is equivalent to the proof in Appendix A.2. Further, it turns out that bound-
edness of fi between 0 and 1 (as indicated above) is enough for Theorem
3.2 to hold.

Remark 3.1. Note that the restriction that fi is bounded between 0 and 1 is
not overly strict. In fact, if the bounds on fi and gj are known beforehand,
then a simple rescaling of the functions should allow the consideration of fi
to be bounded and greater than zero.
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3.2 Stochastic hybrid dynamical games: Verification and
control

In this section, we extend the analysis of the probabilistic reach-avoid prob-
lem for a single control agent (see Chapter 2) to a two-player dynamical
game setting. The proposed formulation captures scenarios where the sys-
tem dynamics are affected by inputs from rational agents with competing
objectives. For example in a network security application [33], or a pursuit-
evasion game [34], it is not sufficient to model adversarial actions as random
noise. These scenarios can be better formulated as non-cooperative stochas-
tic games where both the control and adversary are allowed to select rational
strategies. Under this setting, we are interested in maximizing the probabil-
ity of satisfying the reach-avoid objective under the worst-case strategy of a
rational adversary. We call this the max-min reach-avoid probability. Also,
we would like to find conditions under which there exists an optimal control
policy that, when applied to the system, achieves this optimal probability
of success. This will be referred to as a max-min reach-avoid policy.
Although literature on non-cooperative stochastic games is quite exten-

sive [35–39], none of the available results are directly applicable to the
stochastic reach-avoid problem. First, the pay-off function for the reach-
avoid problem is sum-multiplicative, which prevents the use of results from
the more common additive cost problems [36, 38]. Results on more general
utility functions which depend on the entire history of the game [37,39] are
primarily concerned with the existence of randomized policies under a sym-
metric information pattern. Here we restrict our interest to the existence of
deterministic policies under a non-symmetric information pattern. Finally,
an important feature of hybrid systems is that the dynamics in the contin-
uous state space can change abruptly across certain switching boundaries.
This requires a relaxation of the continuity assumptions in the continuous
state space such as those given in [35].

3.2.1 Discrete time stochastic hybrid dynamical game

We first develop an extension of the DTSHS modeling framework for a single
player proposed in Chapter 2 to allow the stochastic kernel (characterizing
the hybrid state evolution) to depend on the actions of a control and an
adversary. This will be called a Discrete Time Stochastic Hybrid Dynamical
Game (DTSHG). We refer to the control as Player I and to the adversary
as Player II.
Definition 3.3 (DTSHG). A discrete time stochastic hybrid dynamical
game between two players, HG = (Q, n,A,D, Tv, Tq, R), comprises
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• A discrete state space Q := {q1, q2, ..., qm}, for some m ∈ N;

• A map n : Q → N which assigns to each discrete state value q ∈ Q
the dimension of the continuous state space Rn(q). The hybrid state
space is then given by X :=

⋃
q∈Q{q} × Rn(q);

• A compact Borel space A representing the control space for Player I;

• A compact Borel space D representing the control space for Player II;

• A Borel-measurable stochastic kernel on Rn(·) given X ×A×D, Tv :
B(Rn(·))×X ×A×D → [0, 1], which assigns to each x = (q, v) ∈ X,
a ∈ A and d ∈ D a probability measure Tv(·|x, a, d) on the Borel space
(Rn(q),B(Rn(q)));

• A discrete stochastic kernel on Q given X × A × D, Tq : Q × X ×
A × D → [0, 1], which assigns to each x ∈ X and a ∈ A, d ∈ D a
probability distribution Tq(·|x, a, d) over Q;

• A Borel-measurable stochastic kernel on Rn(·) given X ×A×D ×Q,
R : B(Rn(·))×X ×A×D×Q → [0, 1], which assigns to each x ∈ X,
a ∈ A, d ∈ D and q′ ∈ Q a probability measure R(·|x, a, d, q′) on the
Borel space (Rn(q′),B(Rn(q′))).

Let τv : B(Rn(·))×X×A×D×Q → [0, 1] be a stochastic kernel on Rn(·)

given X × A × D × Q, which assigns to each x ∈ X, a ∈ A, d ∈ D, and
q′ ∈ Q, a probability measure on the Borel space (Rn(q′),B(Rn(q′))) given
by

τv(dv′|(q, v), a, d, q′) =
{
Tv(dv′|(q, v), a, d), if q′ = q
R(dv′|(q, v), a, d, q′), if q′ 6= q.

Based on τv we introduce the kernel Q : B(X)×X ×A×D → [0, 1]

Q(dx′|x, a, d) = τv(dv′|x, a, d, q′)Tq(q′|x, a, d).

To complete the game setting it is necessary to define the information
available to Player I and Player II at each time step. To be somewhat
conservative, we consider an information pattern favorable to Player II.
Specifically, at each time step, Player I is allowed to select inputs based on
the current state of the system, while Player II is allowed to select inputs
based on both the system state and the input of Player I.
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Definition 3.4 (Markov Policy). A Markov policy for Player I is a se-
quence µ = (µ0, µ1, ..., µN−1) of Borel measurable maps µk : X → A,
k = 0, 1, ..., N − 1. The set of all admissible Markov policies is denoted
byMa.

Definition 3.5 (Markov Strategy). A Markov strategy for Player II is a
sequence υ = (υ0, υ1, ..., υN−1) of Borel measurable maps υk : X ×A → D,
k = 0, 1, ..., N − 1. The set of all admissible Markov strategies for player 2
is denoted by Υd.

Equivalently, the DTSHG HG can be described as a Markov control pro-
cess with state space X, control space A × D, and controlled transition
probability function Q. Given a Markov policy µ ∈ Ma, Markov strategy
υ ∈ Υd, and initial state x0 ∈ X, the execution {x(k), k = 0, ..., N} is a time
inhomogeneous stochastic process on the canonical sample space Ω = XN+1,
endowed with its product σ−algebra B(Ω). The probability measure Pµ,υx0
is uniquely defined by the transition kernel Q, the Markov policy µ ∈ Ma,
Markov strategy υ ∈ Υd and the initial condition x0 ∈ X (see [3]). As
usual, we employ the interchangeable notation Q(·|x, µk(x), υk(x, µk(x)))
and Qµk,υk(·|x).

3.2.2 A first hitting time reach-avoid game

We consider a stochastic game formulation of the stochastic reach-avoid
problem in which Player I (the control) has the objective of steering the hy-
brid state into a desired target set, while avoiding an unsafe set, and Player
II (the adversary) has the opposing objective of steering the state into the
unsafe set or preventing the state from reaching the target set. This scenario
can arise, for example, in a robust control application where we would like to
design a feedback controller to steer the system state into a neighborhood of
an operating point, subject to state constraints and disturbances acting on
the system dynamics. In contrast with the single-player case, as addressed
in Chapter 2, an optimal control policy for the DTSHG needs to account
for the worst-case strategy of the adversary.

Consistent with Chapter 2, let K,K ′ ∈ B(X), with K ⊆ K ′ denote the
target set, and the safe set. For a given initial condition x0 ∈ X, Player
1 policy µ ∈ Ma, and Player 2 strategy υ ∈ Υd, the probability that the
execution (x0, x1, ..., xN ) of a DTSHG reaches K at some time in the horizon
while avoiding X \K ′ at all prior times is given by

rµ,υx0
(K,K ′) = Eµ,υx0

 N∑
j=0

(
j−1∏
i=0

1K′\K(xi)
)

1K(xj)

 ,
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which is analagous to the sum-multiplicative cost given in Chapter 2 for
the single player DTSHS. Now define the worst-case reach-avoid probability
under a choice of Markov policy µ as

rµx0
(K,K ′) = inf

υ∈Υd
rµ,υx0

(K,K ′).

Our control objective is then to maximize this worst-case probability over
the set of Markov policies. In particular, given a DTSHG HG, a target set
K, safe set K ′, and initial condition x0 ∈ X, our objective is to:

1. compute the max-min reach-avoid probability

r∗x0
(K,K ′) := sup

µ∈Ma

rµx0
(K,K ′);

2. obtain a max-min policy µ∗ ∈ Ma, whenever it exists, such that, for
all x0 ∈ X, r∗x0

(K,K ′) = rµ
∗

x0
(K,K ′).

We state our main result on the computation of the max-min reach-avoid
probability and max-min control policy through a dynamic programming
recursion. To ensure that Borel measurability is preserved and hence the
recursion is well-defined, we will require the following additional assumptions
on the stochastic kernels of the DTSHG, as inspired by [35–37].

Assumption 3.1. Let HG be a DTSHG, K ∈ B(X), K ′ ∈ B(X), with
K ⊆ K ′.

(a) For each x ∈ X, the transition kernel Q is continuous on the control
space A×D.

(b) Both the target set K and the safe set K ′ are closed.

Definition 3.6 (Max-min reach-avoid policy). Let HG be a DTSHG, K ∈
B(X), K ′ ∈ B(X), with K ⊆ K ′. A Markov policy µ∗ is a max-min reach-
avoid policy if and only if rµ∗x0

(K,K ′) = supµ∈Ma
rµx0

(K,K ′) for all x0 ∈ X.

Let F denote the set of functions from X to R and define the operator
H : X ×A×D ×F → R as

H(x, a, d, Z) :=
∫
X

Z(y)Q(dy|x, a, d). (3.11)

The main theorem follows.
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Theorem 3.3. Let HG be a DTSHG satisfying Assumption 3.1. Define
V ∗k : X → [0, 1], k = 0, 1, ..., N , by the backward recursion:

V ∗k (x) = sup
a∈A

inf
d∈D
{1K(x) + 1K′\K(x)H(x, a, d, V ∗k+1)} (3.12)

for x ∈ X, initialized with V ∗N (x) = 1K(x). Then,

V ∗0 (x0) = r∗x0
(K,K ′).

Further, there exists a Player I policy µ∗ ∈ Ma and a Player II strategy
υ∗ ∈ Υd satisfying

rµ,υ
∗

x0
(K,K ′) 6 r∗x0

(K,K ′) 6 rµ
∗,υ
x0

(K,K ′)

for all υ ∈ Υd and µ ∈Ma. If µ∗k : X → A, k ∈ [0, N − 1], is such that for
all x ∈ X

µ∗k(x) = arg sup
a∈A

inf
d∈D
{1K(x) + 1K′\K(x)H(x, a, d, V ∗k+1)} (3.13)

then µ∗ = (µ∗0, µ∗1, ..., µ∗N−1) is a max-min reach-avoid policy for Player I.

A proof of the above theorem (inspired by the work of [35]) is provided in
Appendix A.3. An alternate theorem and proof inspired by [36, 37], which
requires only Assumption 3.1(a), can be found in the work [8]. Additionally,
the dynamic game formulation and theoretical results can be extended to
the random set and multi-objective formulations in Sections 3.1 and 3.1.3.
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3.3 On the connections between PCTL and dynamic
programming

In the absence of control variables, or in cases where a control policy has
been predetermined, the verification of a DTSHS reduces to calculating the
likelihood of the occurence of certain events in a process similar to proba-
bilistic model checking. Motivated by results available for model checking
of finite state Markov chains we consider an extension of Probabilistic Com-
putation Tree Logic (PCTL), a modal logic which forms the foundation for
the automated verification tools, to general state-space Markov chains.

Algorithms for stochastic model checking finite-state Markov models draw
on standard deterministic model checking, linear algebra, and the analysis
of Markov chains. Finite state model checkers include the software tools
PRISM [40], SMART [41], E � MC2 [42], and MRMC [43], and have been
used to solve various problems over the last few years. In the area of systems
biology, probabilistic model checking has been used in the analysis of bio-
logical pathways [44–46] and signalling events [47]. Additional examples of
the use of stochastic model checking include the probabilistic verification of
security protocols [48], dynamic power management [49], and residual risks
in safety-critical systems [50]. In this section, we consider the verification
of general state-space Markov chains through an extension of the standard
grammar and semantics of PCTL to noncountable-state Markov chains. A
similar extension can be found in [51].

As with the finite case, the evaluation of a PCTL formula can be recur-
sively reduced to the truth of atomic propositions by employing computa-
tions dictated by the PCTL semantics. For infinite state Markov chains,
certain rules of the semantics stipulate unions or intersections of sets, while
others involve the computation of integrals. It is in the computation of the
integrals where the bulk of the algorithmic methodology is contained. We
show that the “bounded until” operator, which considers the property of
hitting a target set starting from another set over a finite time horizon, can
be evaluated through a dynamic recursion. Additionally, we prove that the
“unbounded until” operator, which considers the property of hitting a target
set starting from another set at some point in time, can be evaluated via
a DP-like Bellman equation. Hence, we show that the standard stochastic
reach-avoid problem of Chapter 2 provides the mathematical rigour nec-
essary to model check (i.e. apply PCTL to) noncountable-state Markov
chains.
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3.3.1 Probabilistic Computation Tree Logic

In this section we quickly review the definition and semantics of PCTL for
finite-state Markov chains. The reader is referred to the original paper [52]
or to the excellent survey [53] for a detailed exposition.

Labelled Markov chains

Definition 3.7. A homogeneous, discrete-time, finite-state Markov Chain
is a triple (X,x,Q), where:

• X is a finite set of states;

• x is the initial state;

• Q is a transition probability matrix, which assigns to each pair of
states (xi, xj) the probability Qxi,xj of going from the state xi to the
state xj at a given time.

Consider the sample space Ω :=
∏∞
i=0X, containing the possible trajec-

tories ω = (x0, x1, ..., xt, ...) of the chain, and the product σ-algebra F on
Ω. For a given trajectory ω = (x0, x1, ..., xt, ...), let ω(t) := xt. It can be
shown [54] that there exists a unique probability measure on (Ω,F), denoted
by Px(·), such that Px(X0 = x) = 1 and Px(Xt+1 = xt+1 | Xt = xt, Xt−1 =
xt−1, ..., X0 = x) = Qxt,xt+1 .

Definition 3.8. Let Ap be a finite set of atomic propositions. A labelled
Markov Chain is a quadruple (X,x,Q,L), where:

• (X,x,Q) is a finite-state Markov chain;

• L : X → 2Ap is a set-valued function that assigns to each state x ∈ X
the set L(x) ⊂ Ap of all those atomic propositions that are true in the
state.

Grammar and semantics of PCTL

The grammar of PCTL is as follows:

• T is a formula (meaning “true”).

• Each atomic proposition in Ap ∈ Ap is a formula.

• If Φ and Ψ are formulas, then ¬Φ and Φ ∧Ψ are formulas.
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• If φ is a “path formula” (see below) and p ∈ [0, 1], then P∼p [φ] is a
(state) formula. Here ∼ is a shortand for one of the relations <, 6,
>, or >. For example, P>0.9 [φ] is one such formula, where “∼” is set
to “>” and p = 0.9.

The above grammar defines state formulas, that is, formulas whose truth can
be decided for each state x ∈ X. The meaning of the formulas in the first
three points is the usual one in the standard logic of propositions. The other
standard formulas and operators can be obtained by means of combinations
of the above ones. For example, F (“false”) can be defined as ¬T, Φ ∨ Ψ
(“inclusive or”) as ¬(¬Φ∧¬Ψ), and Φ→ Ψ (formal implication) as ¬Φ∨Ψ.
The last kind of formula is what makes PCTL amodal logic, since it allows

to express the fact that, with probability contained in some range, something
will happen in time. It relies on the definition of path formulas, that is,
formulas whose truth is decided for paths ω ∈ Ω. A formula like P>0.9 [φ]
means, intuitively, that the probability of taking a path that satisfies φ is at
least 0.9. If Φ and Ψ are state formulas, we define the following to be path
formulas:

• XΦ (“next”);

• Φ U6k Ψ (“bounded until”);

• Φ U Ψ (“unbounded until”).

Intuitively, XΦ means that the next state will satisfy Φ; Φ U6k Ψ means
that at some time i, within k steps, Ψ will become true, and until that time
Φ will remain true; and Φ U Ψ means that at some arbitrarily large time i,
Ψ will become true, Φ being true until then. (See the semantics below for a
precise definition.)
For example, the statement x � P>0.9

[
Φ U610 Ψ

]
means: With probabil-

ity at least 0.9, starting from the state x, within 10 steps Ψ will become true,
and until then Φ will remain true. In a sense, the formula P>0.9

[
Φ U610 Ψ

]
itself denotes the set of all states x such that, starting from x, with prob-
ability at least 0.9, etc. The above statement is of course equivalent to x
being a member of such a set.
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Let Ap denote an atomic proposition, Φ and Ψ denote two state formulas,
and φ denote a path formula. The semantics of PCTL is defined as follows:

x � T for all x ∈ X
x � Ap ⇔ Ap ∈ L(x)
x � ¬Φ ⇔ x 2 Φ

x � Φ ∧Ψ ⇔ x � Φ and x � Ψ
x � P∼p [φ] ⇔ Px ({φ}) ∼ p

With loose notation, {φ} stands for the set of all the paths ω that satisfy
a given path formula φ. Here is the related semantics:

ω � XΦ⇔ω(1) � Φ
ω � Φ U6k Ψ⇔∃i 6 k : ω(i) � Ψ and ∀j < i, ω(j) � Φ
ω � Φ U Ψ⇔∃i ∈ N0 : ω(i) � Ψ and ∀j < i, ω(j) � Φ

(3.14)

Due to the latter definitions, if φ is a path formula then {φ} ≡ {ω : ω � φ}
is always an event, that is, it always belongs to F.
The two “until” operators allow us to define other standard temporal

logic operators. For example, given a state formula Φ, the path formula
♦6k Φ, which means that eventually, within k steps, Φ will happen, can
be defined as T U6k Φ, and the path formula ♦ Φ, which means that
eventually, at some time, Φ will happen, can be defined as T U Φ. For-
mulas containing the standard “always” operator � can also be defined,
although not in the straightforward way one may expect at first sight. The
definition �Φ := ¬♦¬Φ is not correct, because PCTL does not allow for
the negation of path formulas, but since path formulas can only appear
within a P∼p [·] formula, one can consider that Px ({Φ is always true}) =
1−Px ({eventually Φ becomes false}), and consequently define, for instance,
x � P>p [�Φ] ⇔ x � P<(1−p) [♦¬Φ]. See [53] for details.

The great relevance of PCTL for finite Markov chains lies, above all, in the
fact that the validity of arbitrarily complex formulas at a given state can be
decided exactly and in finite time. In particular, dealing with the common
operators ¬, ∧, ∨ etc. requires just the parsing of a tree of sub-formulas;
a “bounded until” formula can be decided recursively; and an “unbounded
until” formula requires the solution of a system of linear equations. For
these matters the reader is referred to [52] and [53].

3.3.2 PCTL for general Markov processes

In what follows we define PCTL grammar and semantics on a noncountable
space X in terms of a stochastic kernel Q and a probability measure Px
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defined on the space of trajectories of the process. The reader is also referred
to [51] for an abstract extension of PCTL to general Markov chains.
Given a nonempty Borel set X (i.e., a Borel subset of a Polish space), its

Borel σ-algebra is denoted by B(X). By convention, when referring to sets
or functions, “measurable” means “Borel-measurable.” If X is a nonempty
Borel space, a stochastic kernel on X is a map Q : X ×B(X)→ [0, 1] such
that Q(x, ·) is a probability measure on X for each fixed x ∈ X, and Q(·, B)
is a measurable function on X for each fixed B ∈ B(X).

Let X be a nonempty Borel set, and let Q(·, ·) be a stochastic kernel on
X. For each t = 0, 1, . . . , we define the space Ht of admissible histories up
to time t as Ht :=

∏t
i=0X, t ∈ N0. A generic element ht of Ht, called

an admissible t-history is a vector of the form ht = (x0, x1, . . . , xt), with
xj ∈ X for j = 0, . . . , t. Hereafter we let the σ-algebra generated by the
history ht be denoted by Ft, t ∈ N0. Suppose the initial state x is given, and
let δx denote the Dirac measure at {x}. We consider the canonical sample
space Ω :=

∏∞
i=0X and the product σ-algebra F on Ω. By a standard result

of [55] there exists a unique probability measure, denoted by Px(·) on the
measurable space (Ω,F) such that Px(X0 ∈ B) = δx(B) and Px(Xt+1 ∈ B |
ht) = Q(xt, B) for B ∈ B(X). Note that this definition of a noncountable
state Markov chain is equivalent to the DTSHS of Chapter 2 under a fixed
Markov policy.

Grammar and semantics

The “labelling” function L is introduced in [52] and [53] as a means to
specify which states satisfy which atomic propositions. In other words, it is
just a particular way to look at the relation “x satisfies Ap”. It should be
clear that an equally legitimate way to accomplish the same is to substitute
from the beginning the “labelling” function L : X → 2Ap with a function
S : Ap → 2X , that assigns to each atomic proposition Ap the set S(Ap) of
all those states that satisfy Ap. The semantics can be redefined accordingly
in a straightforward way:

x � Ap ⇔ x ∈ S(Ap)

But since there is no substantial difference between saying that a state
x ∈ X satisfies a given property, and stating that x belongs to a subset of
X, namely the set of all the states that satisfy that property, it is easily seen
that proceeding along this way one may simply drop the distinction between
formulas and sets of states satisfying them. In the following, we shall follow
this idea consistently (mainly for ease of notation). Thus, from now on, we
shall assume that the properties expressed by formulas are actually encoded
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by measurable sets Φ ⊂ X, we will use the letters Ap,Φ,Ψ, ... for both the
formulas and the sets that encode them, and we will use the notations x � Φ
and x ∈ Φ somewhat interchangeably. In the same fashion, we will drop the
distinction between path formulas and events in the process’ probability
space.

Let us denote the family of atomic propositions with a family of Borel
measurable sets Ap ⊂ B(X), where X ∈ Ap. The grammar of PCTL is
defined exactly as before:

• T is a formula (encoded by the whole space X).

• Each atomic proposition Ap ∈ Ap is a formula.

• If Φ and Ψ are formulas, then ¬Φ and Φ ∧Ψ are formulas.

• If φ is a path formula and p ∈ [0, 1], then P∼p [φ] is a (state) formula.

The following are path formulas: XΦ, Φ U6k Ψ, and Φ U Ψ.
Now we define the semantics of PCTL formulas for each possible initial

state x ∈ X. Let Ap denote an atomic proposition and Φ and Ψ denote
formulas (measurable sets). We define:

x � T for all x ∈ X
x � Ap ⇔ x ∈ Ap
x � ¬Φ ⇔ x ∈ ΦC

x � Φ ∧Ψ ⇔ x ∈ Φ ∩Ψ
x � P∼p [φ] ⇔ Px ({φ}) ∼ p

As in the finite state case, we can also define F := ¬T, Φ∨Ψ := ¬(¬Φ∧¬Ψ),
and Φ→ Ψ := ¬Φ ∨Ψ, and of course we have

x � Φ ∨Ψ ⇔ x ∈ Φ ∪Ψ
x � Φ→ Ψ ⇔ x ∈ ΦC ∪Ψ

Note that all the formulas obtainable from atomic propositions by means
of the operators ¬,∧,∨,→ are encoded by sets that belong to σ(Ap). The
semantics of path formulas is defined exactly as in equation (3.14).

We will now examine the state formulas derived from the three path
formulas in greater detail. With the mathematical details of the “next”,
“bounded until”, and “unbounded until” operators, the grammar and se-
mantics of PCTL for noncountable-state Markov chains is complete.
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“Next”

The formula arising from the “next” operator is trivial. Indeed,

Px (XΦ) = Px ({ω : ω(1) ∈ Φ}) = Px (X1 ∈ Φ) = Q(x,Φ).

Hence,
x � P∼p [XΦ] ⇔ Q(x,Φ) ∼ p

Note that P∼p [XΦ] is a measurable set in its own right. For example,
P60.5 [XΦ] is the 0.5-sub-level set of the measurable function Q(·,Φ). In-
deed, for each Φ ∈ B(X), the set {x : Q(x,Φ) ∼ p} belongs to B(X) by the
measurability of Q(·,Φ).

“Bounded until”

Suppose that the process starts from x0 = x. On the probability space of
our Markov process we define the following event:{

Φ U6k Ψ
}

:= {x ∈ Ψ} ∪ {x ∈ Φ, x1 ∈ Ψ}∪
{x, x1 ∈ Φ, x2 ∈ Ψ} ∪ ... ∪ {x, x1, ..., xk−1 ∈ Φ, xk ∈ Ψ}

= {x ∈ Ψ} t {x ∈ Φ\Ψ, x1 ∈ Ψ} t {x, x1 ∈ Φ\Ψ, x2 ∈ Ψ}
t ... t {x, x1, ..., xk−1 ∈ Φ\Ψ, xk ∈ Ψ}

(3.15)
where t denotes a disjoint union. Equivalently, the “bounded until” event
denoted in equation (3.15) can be expressed as a sum-multiplicative cost
comprised of indicators

k∑
j=0

(
j−1∏
i=0

1Φ\Ψ(xi)
)

1Ψ(xj)

where a cost of 1 indicates that the event occured and a cost of 0 indicates
that the event did not occur (within k steps). This cost is equivalent to
the first hitting time stochastic reach-avoid cost in Chapter 2 with safe set
Φ ∪Ψ and target set Ψ. It follows that

Px
(
Φ U6k Ψ

)
= Ex

 k∑
j=0

(
j−1∏
i=0

1Φ\Ψ(xi)
)

1Ψ(xj)

 . (3.16)

Hence, as in Chapter 2, Px
(
Φ U6k Ψ

)
can be computed in a recursive

fashion, namely as successive iterates of a certain linear operator in a func-
tional space. The fixed points of such operator will also play a key role in
the next section.
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LetMb(X) be the set of all the measurable and bounded functions defined
overX. For fixed Φ and Ψ, let the operator L :Mb(X)→Mb(X) be defined
as follows:

L[Z](x) := 1Ψ(x) + 1Φ\Ψ(x)
∫
X

Q(x, dξ)Z(ξ). (3.17)

Given Φ and Ψ, let M01
b (Φ,Ψ) ⊂ Mb(X) be the set of functions Z such

that:

• for all x ∈ X, 0 6 Z(x) 6 1;

• for all x ∈ Ψ, Z(x) = 1;

• for all x ∈ X\(Φ ∪Ψ), Z(x) = 0.

Lemma 3.4. The set M01
b (Φ,Ψ) is closed in Mb(X), and the operator L

mapsM01
b (Φ,Ψ) into itself.

Proof. The closedness ofM01
b (Φ,Ψ) is trivial, because all of its three defin-

ing properties are preserved by pointwise convergence. Let Z ∈ M01
b (Φ,Ψ).

The measurability of L[Z] follows from the fact that if Q is a stochastic
kernel, and Z is a measurable bounded function, then the function x 7→∫
X
Q(x, dξ)Z(ξ) is also measurable and bounded (see for instance [56]). The

bounds 0 6 L[Z](x) 6 1 are obvious, since the same bounds hold for the inte-
gral, Q(x, ·) being a probability on X. The fact that L[Z](x) = 1 ∀x ∈ Ψ and
L[Z](x) = 0 ∀x ∈ X\(Φ ∪Ψ) is also obvious due to the indicator functions
in the definition of L. 2

For fixed Φ and Ψ, let us now define recursively:

V0 := 1Ψ,

Vk+1 := L[Vk].
(3.18)

Lemma 3.5. For all k > 0, Vk(x) ≡ Px
(
Φ U6k Ψ

)
. Moreover, for all x,

the sequence {Vk(x)} is nondecreasing.

Proof. The first assertion is proved by Lemma 2.1 in Chapter 2 (via simple
manipulation of the time indices). The second assertion is easily proved by
induction. Obviously

V1(x)− V0(x) = 1Φ\Ψ(x)Q(x,Ψ) > 0.

Suppose now that Vk+1(x)− Vk(x) > 0. Then

Vk+2(x)− Vk+1(x) = 1Φ\Ψ(x)
∫
X

Q(x,dξ) (Vk+1(ξ)− Vk(ξ)) > 0.
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It follows by induction that for all k > 0 and all x ∈ X we have Vk+1(x) >
Vk(x). 2

The semantics of the “bounded until” PCTL operator is now easy to
explain. In view of Lemma 3.5, given Φ and Ψ we have:

x � P∼p
[
Φ U6k Ψ

]
⇔ Vk(x) ∼ p

Since Vk is Borel measurable, any super- or sub-level set of Vk (i.e. the set
P∼p

[
Φ U6k Ψ

]
) is a Borel subset of X.

“Unbounded until”

Suppose, as before, that the process starts from x0 = x. We consider the
event
{Φ U Ψ} = {∃τ ∈ N0 : x, x1, ..., xτ−1 ∈ Φ, xτ ∈ Ψ}

= {x ∈ Ψ} ∪ ... ∪ {x, x1, ..., xk−1 ∈ Φ, xk ∈ Ψ} ∪ ...
= {x ∈ Ψ} t ... t {x, x1, ..., xk−1 ∈ Φ\Ψ, xk ∈ Ψ} t ...

(3.19)

Its probability is as follows:

Px (Φ U Ψ) = Ex

+∞∑
j=0

(
j−1∏
i=0

1Φ\Ψ(xi)
)

1Ψ(xj)

 . (3.20)

Notice that the “unbounded until” event is the limit of the nondecreasing
sequence of “bounded until” events we have considered above, i.e.,

{Φ U Ψ} =
+∞⋃
k=0

{
Φ U6k Ψ

}
.

Consequently, for all x its probability can be obtained as the following limit:

Px (Φ U Ψ) = lim
k→+∞

Px
(
Φ U6k Ψ

)
= lim
k→+∞

Vk(x).

(This limit is also a supremum, since the Vk form a nondecreasing sequence.)
We define

V (x) := lim
k→+∞

Vk(x). (3.21)

Lemma 3.6. The function V defined in (3.21) belongs toM01
b (Φ,Ψ) and is

a fixed point for L; in other words it satisfies the following integral equation:

V (x) = 1Ψ(x) + 1Φ\Ψ(x)
∫
X

Q(x,dξ)V (ξ) (3.22)
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Proof. The three properties required for the belonging to M01
b (Φ,Ψ) are

immediate, for they hold for all the Vk’s. Consider again the recursive defi-
nition (3.18):

Vk+1(x) = 1Ψ(x) + 1Φ\Ψ(x)
∫
X

Q(x, dξ)Vk(ξ). (3.23)

From Lemmas 3.4 and 3.5, the Vk’s are measurable and non-negative,
and they form a nondecreasing sequence. By definition of V , they converge
pointwise to V . Therefore, by the monotone convergence theorem (see for
instance [24]) for all x we have

lim
k→+∞

∫
X

Q(x,dξ)Vk(ξ) =
∫
X

Q(x, dξ)V (ξ).

Hence, letting k → +∞ in both sides of (3.23), we obtain (3.22). 2

The semantics of the “unbounded until” PCTL operator is now obvious.
For given Φ and Ψ, we have:

x � P∼p [Φ U Ψ] ⇔ V (x) ∼ p

Since V is the limit of measurable functions, it is measurable itself, hence
its super- or sub-level sets P∼p [Φ U Ψ] are again Borel subsets of X.

Notes on equation (3.22)

First of all, note that the function V defined in (3.21) is indeed a solution to
equation (3.22), but it is by no means guaranteed to be its unique solution.
As a counterexample, let us consider the operator ♦ we have mentioned in
the finite case. Let Ψ be a formula (set). The path formula ♦Ψ (“eventually
Ψ”) is defined as T U Ψ. Its probability V (x) = Px (T U Ψ) must therefore
satisfy:

V (x) = 1Ψ(x) + 1ΨC (x)
∫
X

Q(x, dξ)V (ξ). (3.24)

Suppose that the set ΨC is absorbing (that is, Q(x,Ψ) = 0 for all x ∈ ΨC).
Then, it is easy to see that both V (x) ≡ 1Ψ(x) and V (x) ≡ 1 are solutions
of (3.24) (the meaningful one being the former). As another limit example,
consider the event ♦F (“eventually, false will hold true”!). Its probability,
both by immediate intuition and by calculation, must be zero for all x.
Nevertheless, any constant function V is a solution to the corresponding
equation:

V (x) = 1∅(x) + 1X(x)
∫
X

Q(x,dξ)V (ξ) =
∫
X

Q(x, dξ)V (ξ)
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(irrespective of the structure of Q).
We can get around this issue with a characterization of V among the

solutions of (3.22). We have the following result:

Lemma 3.7. Let {Wα} be the family of all the non-negative solutions to
(3.22), i.e.,

Wα(x) = 1Ψ(x) + 1Φ\Ψ(x)
∫
X

Q(x, dξ)Wα(ξ)

Then, for all x
V (x) = inf

α
Wα(x) ≡ min

α
Wα(x)

Proof. First, we show that, for any Vk defined in (3.18) and for any non-
negative solution W to (3.22), it holds Vk(x) 6 W (x). Define V−1(x) ≡ 0
on X. Then we have L[V−1] = V0. Now, for all x ∈ X, W (x) − V−1(x) =
W (x) > 0 by hypothesis. Assume that W (x)− Vk(x) > 0 for all x. Then

W (x)− Vk+1(x) = L[W ](x)− L[Vk](x)

= 1Φ\Ψ(x)
∫
X

Q(x, dξ) (W (ξ)− Vk(ξ)) > 0.

It follows by induction that Vk(x) 6 W (x) for all x ∈ X and for all
k ∈ N0. Since the above inequality holds for all of the Vk’s, it also holds for
their supremum V , that is, V (x) 6 W (x) for any non-negative solution W
to (3.22). The assertion follows since, by Lemma 3.6, V is itself a solution
to (3.22). 2

Uniqueness of V

This section treats the issue of uniqueness of solutions to the integral equa-
tion (3.22). We approach the problem from two different directions, the first
is functional analytic:

Proposition 3.1. Suppose that

sup
x∈Φ\Ψ

Q(x,Φ\Ψ) < 1.

Then

(1) L is a contraction onM01
b (Φ,Ψ);

(2) equation 3.22 has a unique solution V ;
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(3) the elements Vk defined in 3.18 converge to V in the ‖·‖∞ norm, that
is uniformly in X.

Proof. Let α = supx∈Φ\ΨQ(x,Φ\Ψ). Let W1,W2 ∈ M01
b (Φ,Ψ). For all

x ∈ Ψ ∪ ΦC |L[W1](x)− L[W2](x)| = 0, whereas for all x ∈ Φ\Ψ, we have

|L[W1](x)− L[W2](x)|

=
∣∣∣∣∫
X

Q(x, dξ)W1(ξ)−
∫
X

Q(x, dξ)W2(ξ)
∣∣∣∣

6
∫
X

Q(x, dξ) |W1(ξ)−W2(ξ)|

=
∫

Φ\Ψ
Q(x, dξ) |W1(ξ)−W2(ξ)|

6
∫

Φ\Ψ
Q(x,dξ) ‖W1 −W2‖∞

= Q(x,Φ\Ψ) ‖W1 −W2‖∞
6 α ‖W1 −W2‖∞

Since the above bound holds for each x, it holds also for the supremum over
Φ\Ψ, and consequently for the supremum over X:

‖L[W1]− L[W2]‖∞ = sup
x∈X
|L[W1](x)− L[W2](x)|

6 α ‖W1 −W2‖∞

This concludes the proof of claim (1). Claims (2) and (3) follow by
the Contraction Mapping Theorem [24, Theorem 9.23] since M01

b (Φ,Ψ) is
closed. 2

Corollary 3.1. Suppose that supx∈Φ\ΨQ(x,Φ\Ψ) < 1. Suppose moreover
that Q satisfies the strong Feller (or strong continuity) property1. Then the
restriction of V to Φ\Ψ is continuous.

Proof. Let V̄ and V̄k denote the restriction to Φ\Ψ of V and Vk respectively.

1A stochastic kernel Q(·, ·) is said to be strongly Feller if, for any bounded Borel-
measurable function f : X → R, the function F : X → R defined as F (x) =∫

X
Q(x, dξ)f(ξ) is continuous and bounded. See [56, Appendix C] for details.

47



“"Summers Thesis"” — 2013/6/13 — 1:25 — page 48 — #60

Advanced topics in stochastic reachability

In particular, we have

V̄0(x) = 0

V̄k+1(x) =
∫
X

Q(x, dξ)Vk(ξ)

=
∫

Φ\Ψ
Q(x, dξ)V̄k(ξ) +Q(x,Ψ)

(3.25)

Obviously V̄0 is continuous. Due to the strong Feller property, x 7→ Q(x,Ψ)
is continuous, and if V̄k is measurable then x 7→

∫
Φ\ΨQ(x, dξ)V̄k(ξ) and

therefore V̄k+1 are continuous. By induction, all the V̄k are continuous.
Hence, {V̄k} is a sequence of continuous functions that converges uniformly
to V̄ . Thus, V̄ is also continuous. 2

The second direction is probabilistic: Let us define two random times

τ := inf
{
t ∈ N0

∣∣Xt ∈ Ψ
}

and
τ ′ := inf

{
t ∈ N0

∣∣Xt ∈ X \ (Φ ∪Ψ)
}
.

(3.26)

It is not difficult to see that τ and τ ′ are stopping times with respect to the
filtration (Ft)t∈N0 . Also observe that

Px
(
ΦUΨ

)
= Px(τ < τ ′, τ <∞),

V (x) = Px(τ < τ ′, τ <∞) = Ex

[
τ∧τ ′∑
t=0

1Ψ(Xt)
]
.

Proposition 3.2. Assume that τ ∧ τ ′ < ∞ almost surely. Then, for u ∈
M01

b (Φ,Ψ) we have

(i) u 6 V whenever u satisfies the functional inequality u 6 L[u], and

(ii) u > V whenever u satisfies u > L[u],

where all inequalities are interpreted pointwise on X. In particular, V is
the unique solution to the equation u = L[u] on the setM01

b (Φ,Ψ).

Proof. We prove (i) first. Fix u ∈ M01
b (Φ,Ψ) and x ∈ X. From Lemma

3.5 it follows readily that L is a monotone operator on Mb. Iterating the
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inequality u 6 L[u] n-times we arrive at

u(x) 6 L[u](x)

6 L[L[u]](x) 6 · · · 6
n−times︷ ︸︸ ︷
L[L[· · ·L[u] · · · ]]

= 1Ψ(x) + 1Φ\Ψ(x)
∫

Φ∪Ψ
Q(x,dξ1)

(
1Ψ(ξ1)+

1Φ\Ψ(ξ1)
∫

Φ∪Ψ
Q(ξ1,dξ2)

(
· · ·+ · · ·

(
1Ψ(ξn−1)+

1Φ\Ψ(ξn−1)
∫

Φ∪Ψ
Q(ξn−1,dξn)u(ξn)

)))
=
(

1Ψ(x) + 1Φ\Ψ(x)
∫

Φ∪Ψ
Q(x,dξ1)

(
1Ψ(ξ1)+

1Φ\Ψ(ξ1)
∫

Φ∪Ψ
Q(ξ1,dξ2)

(
· · ·+ · · ·

(
1Ψ(ξn−2)+

1Φ\Ψ(ξn−2)
∫

Φ∪Ψ
Q(ξn−2,dξn−1)1Ψ(ξn−1)

)
· · ·
)))

+
(

1Φ\Ψ(x)
∫

Φ\Ψ
Q(x, dξ1) · · ·

∫
Φ\Ψ

Q(ξn−2,dξn−1)·

∫
Φ∪Ψ

Q(ξn−1,dξn)u(ξn)
)

= Ex

[(n−1)∧τ∧τ ′∑
t=0

1Ψ(Xt)
]

+

Ex
[
1Φ\Ψ(X(n−1)∧τ∧τ ′)(1Φ∪Ψ · u)(Xn∧τ∧τ ′)1{τ∧τ ′<∞}

]
.

The left-hand side above is independent of n, and since τ ∧ τ ′ < ∞ almost
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surely, taking limits we get

u(x) 6 lim
n→∞

Ex

[(n−1)∧τ∧τ ′∑
t=0

1Ψ(Xt)
]

+

lim
n→∞

Ex
[
1Φ\Ψ(X(n−1)∧τ∧τ ′)·

(1Φ∪Ψ · u)(Xn∧τ∧τ ′)1{τ∧τ ′<∞}
]

= Ex

[
τ∧τ ′∑
t=0

1Ψ(Xt)
]

+

Ex
[
1Φ\Ψ(Xτ∧τ ′)(1Φ∪Ψ · u)(Xτ∧τ ′)1{τ∧τ ′<∞}

]
= V (x) + 0.

To justify the interchange of integration and limit above we have employed
the monotone and the dominated convergence theorems for the first and the
second terms, respectively, and since Xτ∧τ ′ 6∈ Φ \ Ψ by definition, the last
expectation vanishes. Since u ∈M01

b (Φ,Ψ) and x ∈ X are arbitrary, we see
that u 6 L[u] implies u 6 V whenever u ∈ M01

b (Φ,Ψ). The proof of (ii)
follows exactly the same arguments as above, with “>” replacing every “6”
everywhere in the above steps; we omit the details. Uniqueness of V as a
solution of the functional equation u = L[u] on the set M01

b (Φ,Ψ) follows
at once from (i) and (ii). 2
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Randomness (and complexity) is often observed in natural systems [46, 57]
(e.g. systems of a biological or ecological nature) and can occur both at the
level of the individual (e.g. in the study of the protein dynamics of a single
cell) and at the population level (e.g. in the study of a population of fish).
In the following section we contribute an example illustrating methods for
the modeling, verification, and control of complex natural systems.

In Section 4.1, we consider a discrete time stochastic hybrid bioeconomic
model of a fishery comprising a single species. The fishery managers ob-
jective is to obtain a management policy that maximizes the probability of
surpassing a target average yield (i.e. fish biomass caught each time unit)
while maintaining a safe overall fish biomass at the end of the finite time
horizon. To obtain the optimal decision policy, we solve the terminal hitting
time reach-avoid dynamic program introduced in Chapter 2.

51



“"Summers Thesis"” — 2013/6/13 — 1:25 — page 52 — #64

Application to natural systems

4.1 Fishery management strategies in a stochastic
environment

Overexploitation of fisheries may lead to a decrease in the fish stock to a
level below that which would support maximum sustainable yield (MSY)
and/or to a level where net revenue has been driven to zero [58]. To avoid
overexploitation, fishery management policy must take into consideration
both the survival of the fish species and the economic well-being of the
fishery. To this end, bioeconomic models have become an important tool in
fishery management [59,60].
Historically, catch quotas based on the analysis of deterministic mod-

els and the MSY have been used to influence the interaction between fish
species and the fishery. However, with the recent collapse of several impor-
tant fisheries, there has been an increased level of research into alternate
management schemes at both the fishery and government level [61]. Exam-
ples include advanced quota control methods, such as the harvest control
rule (HCR), as well as policies involving marine reserves, or marine protected
areas (MPA) [62–65]. Additionally, researchers are exploring bioeconomic
models with stochastic effects [66,67] in an effort to capture fishery dynam-
ics more accurately; sources of uncertainty include variability in the fish
dynamics, innacurate stock size estimates, and inaccurate implementation
of harvest quotas [68].
Here, we consider a discrete time stochastic hybrid bioeconomic model

of a single species fishery where the goal is to obtain a management policy
that maximizes the probability of surpassing a target average yield (i.e.
fish biomass caught each time unit) while maintaining a safe overall fish
biomass at the end of the finite time horizon. We consider a total fishable
area comprising two smaller, equally sized patches. For a time horizon
k = 0, 1, . . . N , the evolution of the fish biomass and the fishery surplus is
given by the stochastic difference equations [69]

x1(k + 1) = (1− ν1(k))x1(k) + γ1(k)R(x1(k))− C1(x1(k) + x2(k), d1(k))
− λ(k)M(x1(k), x2(k), d1(k), d2(k)), (4.1)

x2(k + 1) = (1− ν2(k))x2(k) + γ2(k)R(x2(k))− C2(x1(k) + x2(k), d2(k))
+ λ(k)M(x1(k), x2(k), d1(k), d2(k)), (4.2)

s(k + 1) = s(k) + C1(x1(k) + x2(k), d1(k)) + C2(x1(k) + x2(k), d2(k)),
(4.3)

where x1 and x2 represent the fish biomass in each patch and s is the fishery
surplus. R(·) andM(·) are functions representing recruitment and migration
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of fish, C1(·) and C2(·) are the catch functions for each patch, νi(k) is a
random variable that represents natural fish mortality, di(k) ∈ {0, 1

2 , 1} is
an input variable representing the catch effort in each patch (if di(k) = 0,
then patch i is a MPA), λ(k) is a random variable representing the migration
between the two patches, and γi(k) is a random variable representing the
variability in the recruitment of the fish population. The species escapement
(i.e. the resulting adult population at the end of each time period) function
for patch i ∈ {1, 2} is

Ei(x1(k), x2(k), di(k)) = (1− νi(k))xi(k)− Ci(x1(k) + x2(k), di(k)),

the species migration function is

M(x1(k), x2(k), d1(k), d2(k)) = E1(x1(k), x2(k), d1(k))
−E2(x1(k), x2(k), d2(k)),

and the species recruitment function (i.e. single species logistic equation) is

R(x(k)) = max
{
r(k)x(k)

(
1− x(k)

L

)
, 0
}
,

where r(k) ∈ [0, 1] is the per-capita recruitment at time step k and L is
the biomass limit (i.e., an upper bound on the allowable fish population) for
each patch. The catch function for each patch i ∈ {1, 2} is defined according
to a government imposed catch quota (for the entire fishable area) according
to the HCR and is given by the function

Ci(x(k), di(k)) =
{
δi(k)di(k)C x(k)

L if x(k) < L
δi(k)di(k)C otherwise ,

where δi(k) is a random variable representing the variability in the catch
and C is the maximum target catch.

The resulting system ((4.1), (4.2), and (4.3)) is a DTSHS consisting of
three continuous states {x1, x2, s} ∈ R3, two modes of operation defined
according to the HCR, and significant uncertainty. For each time step k, the
fishery manager has the ability to assign the input variables d1(k) and d2(k),
effectively controlling where to fish and how much to fish (in accordance
with the HCR, d1(k) + d2(k) 6 1). For the numerical implementation all
parameters for the DTSHS were chosen according to [69] and the units for
time and biomass taken as arbitrary. For the constant variables, we assign
the values N = 10, L = 200, r = 1, and C = 70. All random variables
are assumed to be i.i.d. and occur according to the following distributions
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νi ∼ N (0.2, 0.12), λ ∼ N (0.25, 0.12), γi ∼ N (1, 0.62), and δi ∼ N (1.1, 0.22)
for i ∈ {1, 2}. Also, as in [69], given the generality of the system of equations,
we take certain actions to guarantee that the population does not go above
the biomass limit in each patch, recruitment is positive and bounded (νi(k) ∈
[0, 1]), migration is positive and bounded (λ(k) ∈ [0, 1]), and catch is positive
(δi(k) > 0) and has an upward bias.

Consider a target operating region K = [100, 200]× [100, 200]× [800, 1200]
and a safe operating region K ′ = (0, 200]× (0, 200]× (0, 1200]. The fishery
manager would like to maximize the probability that the state of the fishery
is within the target operating region at the end of the finite time interval,
while avoiding population collapse (escape from the safe region). To this
end, we solve the terminal hitting time reach-avoid dynamic program. Given
an initial surplus s(0) = s0 at k = 0, the average yield in terms of fish
biomass over a finite horizon is simply Yavg = (s(N)− s(0))/N . Therefore,
the probability of hitting a value greater than or equal to a target threshold
sT (in this case sT = 800) at time N , i.e. s(N) > sT , is equivalent to the
probability of attaining an average yield greater than or equal to a target
average yield according to the relationship Yavg > YT = (sT − s0)/N . As
a result of the relationship between s0, sT , and YT , the solution enables
the fishery manager to evaluate the probability of success and the optimal
management policy for any target yield between YT = 0 and YT = 80, and
any initial fish population.
Computational results for the fishery management problem using the nu-

merical methods proposed in [70] are given in Figure 4.1. All computations
were performed on a 33 × 33 × 33 grid in the continuous state space and
the transition probabilities associated with each grid point were obtained
via 30000 Monte Carlo samples. Note that both the mode and the control
space are finite in this example. Since numerical methods based on grid-
ding suffer from the curse of dimensionality (i.e. the number of grid points
grows exponentially with dimension), this problem is at the upper limit (in
terms of dimensionality) of the problems we can currently solve. Level sets
of the optimal value function and the corresponding optimal policy (regard-
ing the MPA) at the initial time k = 0 are provided for select values of
s0 (equivalently YT ). In this way, we are able to quantify the maximum
probability of achieving an average biomass yield of Yavg > (800 − s0)/10
at time N = 10, with the additional constraint that the fish population
(x1(N), x2(N)) ∈ [100×200]× [100×200]. Specifically, in Figure 4.1 we see
results for an average biomass yield of YT = 23, YT = 38, and YT = 52 units
of biomass respectively. As can be expected, an increase in the target aver-
age yield results in a decrease of the probability of success. However, it is
interesting to note the significant difference between the drop in probability
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between YT = 23 and YT = 38, and the drop between YT = 38 and YT = 52,
which emphasizes a nonlinear dependence of the success probability on the
target average yield. Also of interest is the shape of the value function level
sets, which suggests that a higher success probability may be achieved when
the overall population is balanced between the two patches. A byproduct of
this can be seen in the control policies for YT = 23 and YT = 38, where at
high values of x1 and x2 ∈ [100, 200] (approximately), the optimal policy is
to fish x2 at full effort. While this may seem counterintuitive, a determinis-
tic analysis of the system of equations shows that this leads to an increased
balance in the two patches, and therefore can lead to a higher probability
of success over the finite horizon.
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(a) s0 = 570 (YT = 23)
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(b) s0 = 570 (YT = 23)
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(c) s0 = 420 (YT = 38)
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(d) s0 = 420 (YT = 38)
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(e) s0 = 280 (YT = 52)
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(f) s0 = 280 (YT = 52)

Figure 4.1: Results for the fishery management problem at time k = 0. Probabil-
ity level sets of the optimal value function are given in (a), (c), and (e). Optimal
policies for the catch and MPA are given in (b), (d), and (f), where 1-green, 2-dark
blue, 3-light blue, 4-black, 5-gray, and 6-white represent d = {0, 0}, d = { 1

2 , 0},
d = {1, 0}, d = {0, 1

2}, d = {0, 1}, and d = { 1
2 , 1

2}, respectively.
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From unmanned air vehicles to self-driving cars, robotic systems are quickly
becoming ubiquitous in modern society. Precise control over these robotic
systems requires powerful modeling methods for nonlinear and hybrid sys-
tems and sophisticated control methods such as model predictive control.
Yet, while robotic systems can be incredibly complex (and often too com-
plex to model exactly), their intrinsic randomness is rarely problematic or
noticeable. That is, given a controlled environment, robotic actions are of-
ten quite reproduceable. Conversely, the environment the robotic system
interacts with is often stochastic and unpredictable and therefore represents
a significant control challenge. In the following sections we explore two
particular scenarios of complex robotic systems interacting with stochastic
environments.

In Section 5.1, we consider a discrete time stochastic hybrid model of
an air vehicle along with a probabilistic model of a section of hazardous
weather. Given the inherent randomness of the air vehicle (e.g. due to un-
certain wind directions) and randomness in the movement of the hazardous
weather section, our goal is to maximize the probability that the aircraft
continues to the next way point (target region) while at the same time avoid-
ing the hazardous weather area. To obtain the optimal decision policy (that
provides the best case probability of obstacle avoidance and path success),
we solve the reach-avoid dynamic program with random sets introduced in
Section 3.1. This work was done in close collaboration with Dr. Maryam
Kamgarpour and Prof. Claire Tomlin of UC Berkeley. A similar treatment
was provided in [25].

In Section 5.2, we consider a discrete time stochastic hybrid model of
an autonomous (dynamic) surveillance camera wirelessly connected to a
network. In addition to the camera dynamics, we also consider the stochas-
tic dynamics for a collection of evaders that the camera is tasked with
surveilling. We show that various surveillance tasks fall under the umbrella
of the stochastic reach-avoid problem with random sets (Section 3.1). This
framework has been extended to automated surveillance systems with dy-
namic pan-tilt-zoom cameras and verified on an experimental testbed [12].
This work was done in close collaboration with Nikolaos Kariotoglou.
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5.1 Real-time risk mitigation for aircraft in uncertain
weather conditions

Here we consider a discrete-time stochastic hybrid model of aircraft motion
inspired by [71]. We model the aircraft motion as a simple point mass
unicycle with three modes of operation; straight flight, right turn, and left
turn. The discrete-time continuous dynamics of the aircraft are given by

x1
k+1 = x1

k + tea
1
k cos(x3

k) + w1
k (5.1)

x2
k+1 = x2

k + tea
1
k sin(x3

k) + w2
k

x3
k+1 = x3

k + tea
2
k + w3

k

where x =
[
x1, x2, x3]T ∈ R3 are the system states, a =

[
a1, a2]T ∈ A

are the control variables for the system, w =
[
w1, w2, w3]T ∼ N (0, Σw)

is the process noise of the system, and te is the sampling time according to
a Euler discretization of the continuous time model in [71]. In the model,[
x1, x2]T ∈ R2 denotes the position of the aircraft in two dimensions and
x3 ∈ [−π, π] denotes the heading angle of the aircraft. The linear velocity of
the aircraft takes non-negative values between the minimum and maximum
aircraft velocity, i.e. a1 ∈ [vmin, vmax], with vmin 6 vmax. The angular
velocity of the aircraft takes one of three possible values, corresponding to
the three modes of operation of the DTSHS, i.e. a2 ∈ {0, −u, u} where
u ∈ R is the angular velocity of the aircraft when in turning mode. In
the following we consider a sampling time of te = 1 minute, aircraft speed
a1 = 7.1 km per minute, angular velocity u = 0.3 radians per minute, and
disturbance variance Σw ∈ R3×3 defined by Σw(1, 1) = 0.25, Σw(2, 2) =
0.25, Σw(3, 3) = 0.05, and Σw(i, j) = 0 if i 6= j. As in [71], the protected
zone of the aircraft is an 8 km cylindrical block in the state space x that
should not intersect the weather obstacle.
In the following, our objective is to verify the safety of an aircraft subject

to a probabilistic hazard forecast. In particular, we use the methods out-
lined in Section 3.1 to compute the maximum probability that the aircraft
succesfully completes its current trajectory (by attaining a target region
within a defined finite time period) while remaining safe throughout; we
model the probabilistic obstacles as a sequence of independent random sets
according to the method in Section 3.1 and evaluate the probability using
dynamic programming.
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Characterizing the movement of uncertain weather: Vertically
Integrated Liquid

In aircraft path planning, the ability to identify and characterize regions
of hazardous weather is vitally important. One factor that can be used to
determine the safety of a region of the airspace for an aircraft to fly through
is the Vertically Integrated Liquid (VIL) water content measurement [72],
which represents the level of precipitation in a column of the airspace. This
measurement has proven useful in the detection of severe storms and short-
term rainfall forecasting [73], and hence can be used as an indicator for
establishing a no-fly zone for aircraft: A region of the airspace with a VIL
measurement level above a certain threshold is recommended as a no-fly
zone for aircraft.

Regions with VIL levels above the safety threshold come in numerous
shapes and sizes. To simplify the expression of these regions, one method
of representation is to enclose the no-fly region by an ellipse. Consider the
forecast data at time instance k, from which we obtain elliptical obstacles
{E lk}, where l = 1, 2, . . . , Lk, and Lk denotes the number of obstacles at
discrete time k. Each ellipse E lk is parameterized by its center ml

k ∈ R2 and
its positive definite eccentricity matrix M l

k:

x ∈ E lk(ml
k,M

l
k) ⇐⇒ (x−ml

k)TM l
k(x−ml

k) 6 1 (5.2)

For simplicity, in the sequel we assume that there exists l = 1 elliptical no-
fly region and denote the ellipse and its representative parameters at time
k by Ek, mk, and Mk.
Uncertainties associated with forecast data naturally exist, and become

more prominent with the horizon length of the forecast. For example, Fig-
ure 5.1 shows forecast storm regions versus actual storm regions over a 15
minute horizon at samples of 5 minutes. Figure 5.1 clearly illustrates the
effect that uncertainties can have on aircraft path planning. We account
for these uncertainties by modeling the hazardous regions (i.e. obstacles) as
a sequence of random sets whose distribution is determined from forecast
data and associated statistics.

Consider a storm region characterized by its ellipse and let mk be the
forecast center of the ellipse at time k. Given forecast data extracted (at
5 minute increments) from [74] in the form of expected centers mk and
expected eccentricities Mk, we consider a time-indexed probabilistic model
of the ellipse parameters

ξk ∼ N (mk,Σk), (5.3)
Ck = R(θk)TMkR(θk), (5.4)
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Figure 5.1: A trajectory of forecasted and realized weather obstacles over a 15
minute horizon according to [74] for a section of airspace centered at latitude 30o

and longitude 86.5o, near the gulf coast of Florida, on 01/07/2009. The forecast
storms are shown in dashed lines. The horizon is shown with the labels t1 = 5
minutes, t2 = 10 minutes, and t3 = 15 minutes.

where Σk is a covariance matrix, R(·) is a rotation matrix, and the angle of
rotation θk at time k is a random variable with uniform distribution over
an interval [−αk, αk]. The noise parameters Σk and αk were determined
based on the analysis of the storm movements [74] (from the quality of
the forecast and the rate of movement of the storms). A trajectory of the
forecast ellipses and a realization of the random ellipses over a horizon of 15
minutes is shown in Figure 5.2.
For an aircraft at some time k, the probability of being in the hazardous

region Ek(ξk, Ck) is given by

P{xk ∈ Ek(ξk, Ck)} = P{(xk − ξk)TCk(xk − ξk) 6 1}.

Unfortunately, the calculation of the above probability is not analytically
possible. For the case in which the eccentricity of the ellipse is assumed
to be deterministic, the above probability obeys a Chi-squared distribution
and can be approximated using statistical computational tools. For the
more general case, one can use Monte Carlo simulations to approximate
the probabilities of hitting an obstacle. For example, consider the Markov

60



“"Summers Thesis"” — 2013/6/13 — 1:25 — page 61 — #73

Real-time risk mitigation for aircraft in uncertain weather conditions

3660 3665 3670 3675 3680 3685 3690 3695 3700 3705

765

770

775

780

785

790

795

800

x (km)

y
  
(k

m
)

t
1

t
2

t
3

Figure 5.2: A trajectory of the random obstacles based on forecast data is shown.
The forecasted ellipses are represented by dashed lines and the realization of the
random ellipses is represented as solid lines.

set-valued obstacle process introduced above with mk+1 = [3682 781]T and
Mk+1 = [0.0028 0; 0 0.0278]. The covering function pEk+1(ξk+1,Ck+1)(xk+1)
at time k+ 1 is approximated over the region [3640 3720]× [765 800] using
105 Monte Carlo samples and a 101× 101 grid discretization. The result is
displayed in Figure 5.3.

Computational results

The set-valued obstacle process is constructed according to the forecast
product [74], which provides VIL numbers in a 1 km by 1 km gridded
form for the entire United States over a time horizon of two hours. We
consider a section of airspace centered at latitude 30o and longitude 86.5o,
near the Florida gulf coast, on 01/07/2009, a day in which storms were
observed in the region under consideration. Evaluating the data from [74]
for the location and time above, we have extracted a thirty minute forecast
comprising centers mk and eccentricities Mk at one minute increments, i.e.
k ∈ {0, . . . , 30}.

Consider the region K̄ = [3600, 3800]× [750, 850]× [−π, π] with target set
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Figure 5.3: An example covering function for a probabilistic weather hazard.

K = [3742, 3768]× [752, 778]× [−π, π] and safe set

K ′k = K̄ \ Ξk.

Accounting for the hazardous weather region and the protected zone of the
aircraft, the random set Ξk is defined

Ξk = E(ξk, Ck)⊕ C(0, 8)× [−π, π]

where C(c, r) is a circle (representing the protected zone of the aircraft)
defined by its center c and radius r and ⊕ denotes the Minkowski sum.

Considering the DTSHS for aircraft motion (5.1) and the model of prob-
abilistic obstacles, characterized through (5.3) and (5.4), we evaluate (and
subsequently maximize) the probability that an aircraft attains K while
avoiding the hazardous regions over a horizon of thirty minutes (i.e. k ∈
{0, . . . , 30}). All numerical computations were performed on a 201×101×40
grid according to the methods in [70]. The optimal value function, which
represents the maximum probability of attaining the target region safely at
some point during the time horizon, is shown in Figure 5.4 for an initial
heading angle of x3

0 = −0.0785 radians. For example, the DTSHS initial-
ized at x0 = [3620, 830, −0.0785]T has a maximum probability of success
of 93.3 percent according to the optimal value function. An example exe-
cution of the process playing the optimal feedback policy computed by the
dynamic program from x0 = [3620, 830, −0.0785]T is shown in Figure 5.5.

62



“"Summers Thesis"” — 2013/6/13 — 1:25 — page 63 — #75

Real-time risk mitigation for aircraft in uncertain weather conditions

3600

3650

3700

3750

3800

750

800

850
0

0.5

1

1.5

x
0
(km)y

0
(km)

V
0*

Figure 5.4: Optimal value function for the aircraft path planning problem (with
initial heading angle x̄3

0 = −0.0785).
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Figure 5.5: Example process execution for the aircraft path planning problem.
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5.2 Real-time optimal control of networks of cameras

Intelligent surveillance systems deal with the real-time monitoring of per-
sistent and transient objects within an environment [75]. The primary ob-
jectives of these systems are to automatically interpret scenes and to un-
derstand and predict the actions and interactions of the observed objects.
Specific tasks of an intelligent surveillance system include moving object
detection and recognition, patrolling, tracking, prediction, and target ac-
quisition. The focus of this section is on the surveillance tasks of tracking
and acquisition.
The use of dynamic cameras for tracking and acquisition objectives has

recently been exploited in various works, e.g. [76–84]. In [82], the problem
of optimally patrolling a one-dimensional perimeter with a network of cam-
eras was considered resulting in a distributed control strategy based on local
asynchronous communication. Optimal camera movement for the objective
of minimizing the time necessary to monitor an environment was addressed
in [81] and experimentally tested. In [77], a multi-camera tracking approach
based on optimizing the capture of targets using a probabilistic objective
function was considered. In [80], the authors introduced a tracking algo-
rithm based on stochastic Model Predictive Control (MPC) coupled with
an Extended Kalman Filter and Particle Filter for recursive target state
estimation. In [78] a stochastic MPC approach to optimal patrolling was
considered and a target tracking algorithm based on Min-Max and minimum
time MPC was proposed.
In this section we consider surveillance tasks of target tracking and ac-

quisition in the form of a probabilistic pursuit-evasion game [85–87] where
the pursuer and the evaders are set-valued and governed by stochastic pro-
cesses. In particular, we develop a framework for autonomous surveillance
tasks based on the theory of stochastic reachability and random sets (see
Section 3.1). Here the objective is to maximize the probability of satisfying
safety, reachability, and reach-avoid objectives directly related to tasks of
tracking and target acquisition. We show for each of these objectives that
the probability can be computed by dynamic programming, resulting in an
optimal decision policy for the camera. In addition to the optimal decision
policy, the solution of the dynamic program also provides a value for the
maximum probability of successfully completing the considered surveillance
objective. We argue that this knowledge can be useful when making high
level decisions (e.g. track a single evader or two evaders), especially when
considering a scenario involving multiple cameras where this information
may be valuable to exchange between cooperating cameras.
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Computational study

Let n evaders be distributed in a general spatial frame XG ⊂ R2 (e.g. an
auditorium or a stadium). We assume that each set-valued evader O(i) ∈
B(XG), i ∈ {1, ..., n}, is parameterized by its center [x(i)

e , y
(i)
e ]T ∈ Xe, Xe ∈

B(XG), according to the relation

O(i) = C([x(i)
e , y(i)

e ], r(i)
e )

= {xG ∈ XG : (xG,1 − x(i)
e )2 + (xG,2 − y(i)

e )2 6 (r(i)
e )2}

where C(c, r) is a two-dimensional (closed) circle defined by its center c and
radius r. Each set-valued evader is constrained to remain in the global
spatial frame XG (equivalently the center of each evader is constrained to
remain inXe) and we assume that the set-valued evaders can intersect. Note
that the set O(i) is closed and therefore ∪iO(i) is closed (equivalently XG

and Xe are also closed).
The dynamics for the center of each evader i ∈ {1, ..., n} over the time

horizon k = {0, ..., N}, N ∈ N, is modeled by the stochastic difference
equation [

x
(i)
e,k+1
y

(i)
e,k+1

]
=
[
x

(i)
e,k + v

(i)
x + w

(i)
x

y
(i)
e,k + v

(i)
y + w

(i)
y

]
(5.5)

where, for all k ∈ {0, ..., N}, the evader centers [x(i)
e,k, y

(i)
e,k]T ∈ Xe, the evader

directional velocities [v(i)
x , v

(i)
y ]T ∈ R2, and the evader noise (movement un-

certainty) is i.i.d. according to w(i)
x ∼ N (0, ν(i)

x ) and w(i)
y ∼ N (0, ν(i)

y ). We
consider the initial state of each evader to be deterministic; [x(1)

e,0, y
(1)
e,0 ] =

[3, 3], [x(2)
e,0, y

(2)
e,0 ] = [4, 7], [x(3)

e,0, y
(3)
e,0 ] = [7, 10], and [x(4)

e,0, y
(4)
e,0 ] = [12, 4]. The

directional velocities are constant for each evader and given as [v(1)
x , v

(1)
y ] =

[1.5, 1.5], [v(2)
x , v

(2)
y ] = [1.5,−0.15], [v(3)

x , v
(3)
y ] = [0.75, 0], and [v(4)

x , v
(4)
y ] =

[−0.75, 1.5]. The variances are defined as ν(i)
x = ν

(i)
y = 0.25 for all i ∈

{1, ..., n}.
We assume a simple model for the camera where x is defined as the center

of a rectangular visible region with height dx2 and width dx1 , i.e. the FOV
function is defined

L(x) = [x1 − dx1/2, x1 + dx1/2]× [x2 − dx2/2, x2 + dx2/2].

The dynamics for the center of the camera view over the time horizon
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k ∈ {0, ..., N} is given by the stochastic difference equation[
x1,k+1
x2,k+1

]
=
[
x1,k + u1,k + w1
x2,k + u2,k + w2

]
(5.6)

where, for all k ∈ {0, ..., N}, the camera center [x1,k, x2,k]T ∈ X, the camera
inputs [u1,k, u2,k]T ∈ R2, and the camera noise is i.i.d. according to w1 ∼
N (0, ν1) and w2 ∼ N (0, ν2). The control inputs to the system are bounded
according to u1,k ∈ [−0.5, 0.5] and u2,k ∈ [−0.5, 0.5] and the variance of the
noise is ν1 = ν2 = 0.0025.
We assume that the camera is connected to a local processor over a (con-

gested) wireless network. As a result the connection between the processor
and the camera can be dropped over random time intervals. The mode of the
camera is added to the model in the form of the discrete state qk ∈ {1, 2}.
The discrete mode qk = 1 denotes that the camera is connected to the pro-
cessor over the network with information flowing in both directions (e.g.
the camera can receive control input commands). The discrete mode qk = 2
denotes that the connection between the camera and the local processor has
been lost. When the discrete mode of the camera is qk = 2 (i.e. it is blind)
we assume that a zero input is applied to the system, u1,k = u2,k = 0, until
the connection is re-established. Transitions between the discrete modes of
the camera process are governed by the following conditional probabilities

P (qk+1 = 1|qk = 1) = 0.9
P (qk+1 = 2|qk = 1) = 0.1
P (qk+1 = 1|qk = 2) = 0.2
P (qk+1 = 2|qk = 2) = 0.8.

Note that the discrete mode process is a discrete time Markov chain in-
dependent of the continuous states of the camera and that communica-
tion losses come in bursts. The resulting camera process is a DTSHS
with state [x1,k, x2,k, qk]T ∈ X, where the state space X is now defined
X = [6 14]× [4× 16]× {1, 2}.
Clearly the evader processes defined are Markov (i.e. the stochastic set-

valued processes are driven by a parametric Markov process). Evaluating
the problem for n = 4 evaders using the augmented approach of Section
3.1 would require an additional 8 states in the worst case (4 evaders with 2
states each) leading to computational intractability. We therefore make use
of the following approximating assumption: For each random parametric
state ξ (where in this case ξ is the collection of parametric states of all n
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evaders), we approximate the product measure as

N∏
k=0

Gk(dξk|ξk−1) ≈
N∏
k=0

Ĝk(dξk)

where each stochastic kernel Ĝk(dξk) is taken as the marginal (according to
ξk) of the product measure, i.e.

Ĝk(dξk) =
∫
Yk

k∏
i=0

Gi(dξi|ξi−1).

This results in an approximation of the Markov set-valued process by an
independent set-valued process, thus enabling the use of Theorem 3.1 in
Section 3.1. In the sequel, we use Monte Carlo analysis to provide the
objective probabilities under the true evader dynamics; quantifying or pre-
dicting the accuracy (or performance loss) due to model mismatch is not
yet possible.

Target tracking

Consider the problem of maximizing the probability that the camera tracks
evaders i ∈ {1, 2} over the finite time horizon k ∈ {0, ..., N}, where N = 5.
For each k ∈ {0, ..., N}, we define the (random) sets

Kk = {xk ∈ X : ∃i ∈ {1, 2}, L(xk) ∩ O(i)
k = ∅},

K ′k = X.

The target set, Kk, comprises all camera states where evader 1 or 2 (or
both) is not visible to the camera at step k (note that the target set is
independent of the camera mode). The safe set, K ′k, comprises all camera
states. The camera has failed to meet the tracking criteria if there exists a
time k ∈ {0, ..., N} such that xk ∈ Kk. Thus, it follows that maximizing
the probability that the camera tracks the evaders (given as V ∗k (x) for k ∈
{0, ..., N}) is equivalent to minimizing the probability that the camera loses
view of any evader at some k ∈ {0, ..., N}. As in [4], we pose this problem as
a target hitting problem where the objective is to minimize the probability
of attaining Kk at some point over the time horizon.

The covering functions used in the dynamic program were computed using
1000 sampled trajectories from each evader. Discretization of the camera
state space was done on an 81×121 grid with the transition probabilities (for
the computation of the dynamic program) computed using 100000 samples
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of the camera process. The optimal value function at k = 0 is given in Figure
5.6(a) for q0 = 1 and Figure 5.6(b) for q0 = 2. Since the initial configuration
of the evaders is known, the optimal value function is nonzero only in the
region of the camera state space that captures the evaders at k = 0. As
illustrated by the solution to the dynamic program, communication loss can
be quite detrimental to the tracking objective. Although, given q0 = 1,
communication loss is a relatively rare event and therefore minimally effects
the probability of successful tracking.
Example executions of the tracking process are given in in Figure 5.6(c)

for [x1,0, x2,0, q0] = [8, 5, 1] and Figure 5.6(d) for [x1,0, x2,0, q0] = [8, 5, 2].
Notice that Figure 5.6(c) illustrates a successful execution while the exe-
cution in Figure 5.6(d) loses view of an evader on the Nth step. For the
initial camera state [x1,0, x2,0, q0] = [8, 5, 1] the dynamic programming solu-
tion V ∗0 (x) = 0.7968 was verified by 5000 Monte Carlo simulations resulting
in a probability of tracking success of 0.8062 when considering the approxi-
mate (independent) random set process for the evaders and 0.8122 when the
true Markov set-valued process was considered. For the initial camera state
[x1,0, x2,0, q0] = [8, 5, 2] the dynamic programming solution V ∗0 (x) = 0.3563
was verified by 5000 Monte Carlo simulations resulting in a probability of
tracking success of 0.3528 when considering the approximate (independent)
random set process for the evaders (and 0.4192 when the true Markov set-
valued process was considered).

Target acquisition

Consider the problem of maximizing the probability that the camera ac-
quires evaders i ∈ {3, 4} over the finite time horizon k ∈ {0, ..., N}, where
N = 5. For each k ∈ {0, ..., N}, we define the (random) sets

Kk = {xk ∈ X : L(xk) ∩ O(i)
k 6= ∅, ∀i ∈ {3, 4}},

K ′k = X.

The target set, Kk, comprises all camera states where evaders 3 and 4 are
both visible to the camera at step k. The safe set, K ′k, comprises all camera
states. The camera has achieved the acquisition criteria if there exists a time
k ∈ {0, ..., N} such that xk ∈ Kk. We pose this problem as a target hitting
problem where the objective is to maximize the probability of attaining Kk

at some point over the time horizon.
The optimal value function at k = 0 is given in Figure 5.7(a) for q0 = 1

and Figure 5.7(b) for q0 = 2. Due to the initial configuration of the evaders,
we see a large portion of the solution where V ∗0 = 1. This is because all
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(a) V ∗
0 (x) for q0 = 1 (b) V ∗
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(c) Example execution for q0 = 1, x1,0 =
8, and x2,0 = 5
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(d) Example execution for q0 = 2, x1,0 =
8, and x2,0 = 5

Figure 5.6: Illustrative results for the target tracking problem. The optimal value
function for q0 = 1 is shown in 5.6(a) and for q0 = 2 is shown in 5.6(b). An example
execution for q0 = 1 and q0 = 2 is given in 5.6(c) and 5.6(d). The evader centers
are represented by x’s and square’s and the camera center by diamonds. The
initial and terminal sets for the camera and evaders are bold, and the intermediate
camera sets are given by dashed lines.
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initial camera states that intersect the deterministic evader configuration
at step k = 0 automatically satisfy the target acquisition criteria. Further,
due to the evader directional velocities, we see in the solution that the value
function remains almost constant with variations in the x1 direction, but
tapers off dramatically as x2 approaches the minimum or maximum. That
is, the probability of successful target acquisition is more sensitive to the
camera state x2 than the camera state x1. Again the optimal value function,
and hence the probability of successful acquisition, is noticeably lower when
the initial discrete state q0 = 2.

Example executions of the target acquisition process are given in in Fig-
ure 5.7(c) for [x1,0, x2,0, q0] = [8, 5, 1] and Figure 5.7(d) for [x1,0, x2,0, q0] =
[8, 5, 2]. Notice that Figure 5.7(c) illustrates a successful execution in which
the process terminates at k = 1, while the execution in Figure 5.7(d) never
acquires both evaders. For the initial camera state [x1,0, x2,0, q0] = [8, 5, 1]
the dynamic programming solution V ∗0 (x) = 0.9906 was verified by 5000
Monte Carlo simulations resulting in a probability of tracking success of
0.9902 when considering the approximate (independent) random set pro-
cess for the evaders and 0.9322 when the true Markov set-valued process
was considered. For the initial camera state [x1,0, x2,0, q0] = [8, 5, 2] the
dynamic programming solution V ∗0 (x) = 0.7024 was verified by 5000 Monte
Carlo simulations resulting in a probability of tracking success of 0.7128
when considering the approximate (independent) random set process for
the evaders and 0.5456 when the true Markov set-valued process was con-
sidered.

Target tracking and acquisition

Here we consider the problem of maximizing the probability that the camera
acquires all n = 4 evaders at some point during the finite time horizon
k ∈ {0, ..., N} while tracking evaders i ∈ {1, 2} at each prior time point. For
each k ∈ {0, ..., N}, where N = 5, we define the (random) sets

Kk = {xk ∈ X : L(xk) ∩ O(i)
k 6= ∅, ∀i ∈ {1, 2, 3, 4}},

K ′k = {xk ∈ X : L(xk) ∩ O(i)
k 6= ∅, ∀i ∈ {1, 2}}.

The target set Kk comprises all camera states where all n = 4 evaders
are visible to the camera at step k. Similarly, K ′k comprises all camera
states where evaders 1 and 2 are visible to the camera at step k. Note
that Kk ⊆ K ′k holds always since if all 4 evaders are visible to the camera
then evaders i ∈ {1, 2} must also be visible to the camera. The camera has
achieved the target tracking and acquisition criteria if there exists a time
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Real-time optimal control of networks of cameras

(a) V ∗
0 (x) for q0 = 1 (b) V ∗

0 (x) for q0 = 2

0 5 10 15 20

0

2

4

6

8

10

12

14

16

18

20

x
1

x
2

(c) Example execution for q0 = 1, x1,0 =
8, and x2,0 = 5
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(d) Example execution for q0 = 2, x1,0 =
8, and x2,0 = 5

Figure 5.7: Illustrative results for the target acquisition problem. The optimal
value function for q0 = 1 is shown in 5.7(a) and for q0 = 2 is shown in 5.7(b).
An example execution for q0 = 1 and q0 = 2 is given in 5.7(c) and 5.7(d). The
evader centers are represented by x’s and square’s and the camera center by di-
amonds. The initial and terminal sets for the camera and evaders are bold, and
the intermediate camera sets are given by dashed lines.
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k ∈ {0, ..., N} such that xk ∈ Kk and xj ∈ K ′j for all j ∈ {0, ..., k − 1}. We
pose this problem as a probabilistic reach-avoid problem where the objective
is to maximize the probability of attaining Kk at some point over the time
horizon while maintaining K ′k at all prior time points.
The optimal value function at k = 0 is given in Figure 5.8(a) for q0 = 1

and Figure 5.8(b) for q0 = 2. Since the initial configuration of the evaders is
known, the optimal value function is nonzero only in the region of the camera
state space that captures evaders i ∈ {1, 2} at k = 0. Additionally, it holds
that the optimal value function is V ∗0 (x) = 1 in a subset of the nonzero
region. This is because camera states that intersect all n = 4 evaders at
step k = 0 automatically satisfy the target tracking and acquisition criteria.
Again the optimal value function, and hence the probability of successful
tracking and acquisition, is noticeably lower when the initial discrete state
q0 = 2.
Example executions of the specified process are given in in Figure 5.8(c)

for [x1,0, x2,0, q0] = [8, 5, 1] and Figure 5.8(d) for [x1,0, x2,0, q0] = [8, 5, 2].
Notice that both Figure 5.8(c) and Figure 5.8(d) demonstrate successful ex-
ecutions where the termination time is less than the horizon length N . For
the initial camera state [x1,0, x2,0, q0] = [8, 5, 1] the dynamic programming
solution V ∗0 (x) = 0.9897 was verified by 5000 Monte Carlo simulations re-
sulting in a probability of tracking success of 0.9892 when considering the
approximate (independent) random set process for the evaders and 0.9292
when the true Markov set-valued process was considered. For the initial
camera state [x1,0, x2,0, q0] = [8, 5, 2] the dynamic programming solution
V ∗0 (x) = 0.6908 was verified by 5000 Monte Carlo simulations resulting in a
probability of tracking success of 0.6868 when considering the approximate
(independent) random set process for the evaders and 0.5362 when the true
Markov set-valued process was considered.
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(c) Example execution for q0 = 1, x1,0 =
8, and x2,0 = 5
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(d) Example execution for q0 = 2, x1,0 =
8, and x2,0 = 5

Figure 5.8: Illustrative results for the target tracking and acquisition problem.
The optimal value function for q0 = 1 is shown in 5.8(a) and for q0 = 2 is shown
in 5.8(b). An example execution for q0 = 1 and q0 = 2 is given in 5.8(c) and
5.8(d). The evader centers are represented by x’s and square’s and the camera
center by diamonds. The initial and terminal sets for the camera and evaders are
bold, and the intermediate camera sets are given by dashed lines.
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6 Application to financial systems

The following sections identify two problems in finance where complexity
and randomness are at the heart of the decision making challenge; stochastic
reachability provides the tools for analysis and strategy creation.

In Section 6.1, we consider a discrete time stochastic hybrid model of
a college savings fund along with a probabilistic model of tuition for the
University of California. Given the inherent randomness of the returns on
investments (and also the possibility of rare events affecting the fund), we
evaluate the probability of successfully saving for tuition as a function of the
initial investment and yearly contribution. To obtain the optimal investment
policy (that maximizes the probability of saving for the full or partial tu-
ition cost), we solve the reach-avoid dynamic program with random sets
introduced in Section 3.1. This work was done in close collaboration with
Dr. Maryam Kamgarpour and Prof. Claire Tomlin of UC Berkeley.

In Section 6.2, we consider an insurance company product launch problem;
a discrete time Markov model for company profit is coupled with a stochastic
model of the overall market share. Policies regarding capital investment and
advertising are explored using the first hitting time reach-avoid dynamic
program introduced in Chapter 2.
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6.1 Tuition saving strategies for the University of California

Here we consider a scenario in which a fund manager is tasked with setting
up a college investment fund for a newborn. The parents have specified that
they intend to send their child to the University of California (any campus)
which currently costs 140000 dollars in tuition for four years [88] (out of state
tuition). The parents have also specified that they can contribute a yearly
cash amount to the fund in addition to an initial investment. Assuming
that the child will enter the university at the age of 18 (i.e. the horizon is
N = 18 years), the fund manager would like to inform the parents of the
probability of successfully saving for the full tuition as a function of the
initial investment and yearly contribution.
The evolution of the investment fund xk over a finite horizon of k =

0, 1, . . . , N years, is given by the stochastic difference equation [23,89]

xk+1 = µkxk(1 + Sk) + (1− µk)xk(1 +Rk)− vBk + a,

where xk is the value of the college savings fund in dollars and a is the
yearly individual contribution to the fund. Sk and Rk are random variables
representing the average rates of return for a safe and a risky investment,
respectively, over one year. µk is the percentage of capital invested in the safe
asset, hence 1 − µk is the percentage of capital invested in the risky asset.
Bk is a discrete random variable representing a rare event (e.g. medical
emergency) that necessitates a withdrawal of v dollars from the fund.

For simplicity, all random variables are assumed to be independent iden-
tically distributed (i.i.d). We assume that Sk is normally distributed with
mean 0.03 and variance 0.0052. We assume that Rk is sampled from an
extreme value random number distribution with location parameter 0.1 and
scale parameter 0.1 and bounds between −1 and 0.35. The expected value
of Rk is approximately 0.0425, which is not much greater than Sk, however
there is a significant increase in the probability of high reward at the cost of
increased risk. For example, while the interest rate of the safe asset is stable
and predictable, with close to 100% of this rate of return falling between
Sk = 0.01 and Sk = 0.05, the probability of large gains with the risky asset
is significant, e.g. Rk > 0.05 and Rk > 0.15 with probabilities approxi-
mately 0.55 and 0.20 respectively. On the other hand, the probability of a
loss, Rk < 0, and a significant loss, Rk < −0.2, are approximately 0.30 and
0.05, making the asset very risky. Bk is i.i.d. with P (Bk = 0) = 0.9 and
P (Bk = 1) = 0.1 representing, on average, one major withdrawal once every
10 years. In this example, we assume that v = 10000 dollars.
Given historical data for the yearly tuition of the University of Califor-

nia [88], the fund manager has identified that the yearly rate of tuition in-
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Figure 6.1: (a) Gamma probability distribution function fit to historical tuition
data for the University of California [88]. (b) Gamma cumulative distribution
function fit to historical tuition data for the University of California [88]. (c)
The covering function representative of the UC tuition in 18 years (note that the
covering function in this case is equivalently the cumulative distribution function
for the tuition value (random) in 18 years).

crease rk (in units of percent) can be described as an i.i.d. random variable
drawn from a gamma distribution with shape coefficient ψ1 = 1.2 and scale
coefficient ψ2 = 6.6 (rk ∼ Γ(ψ1, ψ2), see Figures 6.1(a) and 6.1(b)). Hence,
the four year tuition at the end of the horizon is y1 = 140000·

∏N−1
k=0 (1+ rk

100 )
and the random target set is {x | x > y1} (the covering function associated
with the random target set is illustrated in Figure 6.1(c)). An additional
uncertainty in the environment of the savings plan is the minimum required
investment fund value y2,k during each year. If the fund xk falls below
this value, the fund manager has the option to drop the account. With
P (y2,k = 0) = 0.9 and P (y2,k = 20000) = 0.1 for all k, the random safe set
{x | x > y2,k} illustrates that the fund manager will drop the account with
a 0.10 probability if it falls below 20000 dollars. Given that the stochastic
safe set has independent distribution and both the safe set and target set are
decoupled from the fund dynamics, the methods of Section 3.1 can be used
to find the the maximum probability of saving for the university tuition.

To use the dynamic programming algorithm of Theorem 3.1 we define
the covering functions related to the random sets. First, given that the
parents would like to have the full tuition at the end of the horizon, the
target fund value during the first 17 years is set to infinity (i.e. the target
set is empty), hence the covering functions pKk(x) = 0 for k = 0, ..., N − 1,
while considering that the tuition cost at N = 18 years is random, the
covering function pKN (x) = P (x > y1) (Figure 6.1(c)). Lastly, the safe set
is represented by the covering functions pK′

k
\Kk(x) = 0.9 if x ∈ (0, 20000),

pK′
k
\Kk(x) = 1 if x ∈ [20000,+∞), and 0 otherwise.
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The numerical computation is done by gridding the one dimensional state
space. The covering function for the target set, pKN (x) = V ∗N (x), is illus-
trated in Figure 6.1(c). The maximum probability of having the full tuition
available in the fund at the time the child starts at the University of Cal-
ifornia given that the optimal investment strategy is followed is illustrated
in Figure 6.2(a), while the probability of having the investment dropped at
some point is given in Figure 6.2(b). The optimal investment strategy (as a
function of fund value and time) is shown in Figure 6.2(c). As can be seen,
the investment strategy gets less conservative as the time step increases.
Given that the parents’ goal is to save the full tuition amount for the

University of California, their chances look bleak. In particular, note that
a success probability greater than 50% requires an initial investment of
more than 250000 dollars, representing almost double the current cost of
tuition! On the other hand, a reasonable initial investment of approximately
20000 dollars gives the parents less than 0.1% probability of acquiring the
full tuition. Further, additional analysis shows that increasing the monthly
contribution by 100 dollars (1200 dollars yearly), representing a 50% increase
in the yearly contribution, constitutes a 5% increase in success probability
in the best case (Figure 6.3(a)).
Given the family’s monetary limitations, the fund advisor may advise the

parents that they should make their savings goal more conservative. While
with an initial investment of 20000 dollars and a yearly contribution of 2400
dollars, the probability of saving for half the tuition is 0.5% (Figure 6.3(b)),
if the parents can double their monthly contribution, the probability of
achieving the goal of half the tuition rises to 6.5% (Figure 6.3(b)).
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Figure 6.2: (a) Probability of successfully saving for the University of California
as a function of the initial investment. (b) The probability of having the fund
dropped at some point during the horizon. (c) The optimal investment strategy
as a function of the fund value and time (the step k increases by 1 for the curves
from left to right, i.e. the investment strategy gets more aggressive as time goes
by).
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Figure 6.3: (a) Probability of successfully saving for full tuition as a function of
initial investment and annual contribution ($2400, $3600, $4800). Dashed line
represents maximum annual contribution ($4800) plus tuition goal of 50%. (b)
Probability of successfully saving for tuition goal as a function of initial invest-
ment and tuition percentage (50%,60%,70%,80%,90%,100%) under nominal an-
nual contribution ($2400). Dashed line represents maximum annual contribution
($4800) plus tuition goal of 50%.
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6.2 Optimal advertisement strategies for new insurance
products

In mathematical finance, and specifically actuarial science and risk theory,
the problem of ruin has a long history going back to Lundberg’s classic
model [90]. In Lundberg’s model the company did not earn any investment
on its capital, however, mathematical advances over the years have led to
the consideration of more difficult, and hopefully more realistic, models
including those with investment return. Comprehensive surveys on ruin
models with investment income can be found in [89,91].
Recently, increased attention has been given to stochastic risk models with

investment income in the discrete time setting [92–98]. In most cases the
probability of ruin over a finite or infinite time horizon is the main area of
interest, with the infinite horizon case being mathematically easier and thus
more popular in the literature [89]. In other cases, authors have addressed
the possibility of influencing the ruin probability e.g. by control of risky
investments [99].
Motivated by [93], we consider a discrete time stochastic hybrid insur-

ance model of market and investment growth for a new insurance product
over a finite time period. We assume that an insurance company would
like to introduce a new product to the market, and has determined a tar-
get market share YT ⊆ [0, 1] and a target reserve requirement of XT ⊆ R
such that profits are sustainable. Conservative estimates show that the re-
serve requirement is linearly dependent on the market share, and that the
initial investment required is impossible due to immediate cash-flow prob-
lems. In order to obtain the target market share and reserve requirement,
the company must raise capital through investment strategies and increase
its market share through advertisement strategies. Based on a common ex-
tension of the Lundberg model [89], the evolution of the capital Xk and
market share Yk over a finite horizon k = 0, 1, . . . , N is given according to
the stochastic difference equation

Xk+1 = ak(Xk + P (Yk)− ckA)(1 + Sk)
+(1− ak)(Xk + P (Yk)− ckA)(1 +Rk)− C(Yk)

Yk+1 = Yk + ckGk + (1− ck)Fk ,

where Sk and Rk are i.i.d. random variables representing the average rates
of return for a safe investment and a risky investment option over one time
interval, P (·) and C(·) give the policy premiums (i.e. customer payments)
and policy claims (i.e. company payouts) as a function of market share,
A is a constant representing the investment in advertising, and Gk and
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Fk are i.i.d. random variables representing market share growth in the
presence and in the absence of advertising. Further, ak is the percent of
capital invested in the safe asset, and ck is a boolean variable representing
whether advertising is used (ck = 1) or not used (ck = 0). We assume that
the policy premium function and the policy claims function are given by
P (Yk) = αkYk and C(Yk) = βkYk, where k ∈ {0, N}, and αk and βk are
i.i.d. random variables. Notice that we assume that premiums are paid at
the beginning of each period and therefore may be invested along with the
initial surplus. We also assume that advertising costs are deducted at the
start of the period and claims are deducted at the end of the period.

Let the advertising cost over one period be A = 5. All random variables
are assumed to be i.i.d. and occur according to the following Gaussian dis-
tributions Sk ∼ N (0.01, 0.0052), Rk ∼ N (0.03, 0.022), Gk ∼ N (0.06, 0.012),
Fk ∼ N (0, 0.012), αk ∼ N (40, 52), and βk ∼ N (30, 152) for all k =
0, 1, . . . , N . Also, given the generality of the random variables, we take
actions to ensure that Yk ∈ [0, 1].
Consider the target set K = {(x, y) ∈ R2|x > 80 + 40y, 0 6 y 6 0.6}

and the safe set K ′ = (0,+∞) × [0, 0.6], where 60% represents the largest
market share that the company can possess without getting investigated
by the regulator as a monopoly. For some initial investment X0 ∈ R and
initial market share Y0 ∈ [0, 1], we would like to maximize the probability
of hitting the region K, while avoiding financial ruin, i.e. without losing the
initial investment over the finite time horizon with N = 24. To this end, we
use the dynamic program associated with the first hitting time reach-avoid
formulation (see Chapter 2).

Computational results with and without (i.e. Sk = 0 and Rk = 0) invest-
ment income are given in Figure 6.4. All computations were performed on a
33× 33 grid using the methods introduced in [70]. The transition probabil-
ities associated with each grid point were obtained via 20000 Monte Carlo
samples. For each case, the value function at time zero (V ∗0 ), a contour
plot representing the level sets of the value function at time zero, and the
optimal policy regarding the advertising decision at time zero are provided.
It is interesting to point out that, given an initial market share of zero and
an available surplus that is below the target investment, the company essen-
tially has two routes that it can take in order to raise the necessary capital.
It can either invest in the available assets, and hope to gain the capital with-
out officially introducing the product, or it can both invest and advertise,
in which case customer premiums will also be used as a mechanism to raise
capital. For the finite time horizon case under the given assumptions, the
threshold regarding the advertisement decision is clear in the results.
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Figure 6.4: Results for the Economic Ruin problem at time k = 0. Optimal value
functions V ∗

0 with and without investment return are given in (a) and (b), re-
spectively. Probability level sets of the optimal value functions with and without
investment return are given by the contour plots (c) and (d), respectively. The op-
timal advertising policies with and without investment return are given in (e) and
(f), respectively, where black calls for advertising, and gray calls for no advertising.
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7 Conclusion

Mathematical models of dynamical systems are ubiquitous. Creating a
truthful model may be difficult, potentially impossible, and is often unnec-
essary. A useful model, one that accurately captures a desired set of system
attributes, is sufficient to most analysis, prediction, and decision processes
of a system. Recently, stochastic hybrid systems such as the DTSHS high-
lighted in this work have been deemed useful (by their consideration within
the literature and their use in practice) for their ability to combine time
dynamics, randomness, and discrete and continuous variables into a well-
structured mathematical framework. This thesis presents and rigorously
proves multiple dynamic programming inspired algorithms and theorems
for DTSHS. In particular, the main contributions are as follows.

1. A general reach-avoid algorithm for DTSHS.

2. An extension of the reach-avoid algorithm for DTSHS to specifications
encoded by random sets.

3. An extension of the reach-avoid algorithm for DTSHS to scenarios
where multiple objectives are defined and weighted.

4. An extension of the reach-avoid algorithm for DTSHS to system dy-
namics that are affected by rational competing agents.

5. Establishing a connection between the reach-avoid algorithm for DT-
SHS and the probabilistic model checking language PCTL.

Looking forward, there are countless analytical and computational chal-
lenges ripe for the picking within the field of DTSHS and stochastic reach-
ability. Some are successfully being addressed. For example, the infinite
time stochastic reachability problem for DTSHS [100, 101] and the appli-
cation of more general probabilistic model checking logic specifications to
DTSHS [102]. Other important topics within DTSHS and stochastic reach-
ability have solutions in site, yet remain in infancy. Of these, two challenges
stand out.

As with most optimal control problems whose solution requires dynamic
programming, the stochastic reachability problem for DTSHS suffers from
the Curse of Dimensionality [103]. For general optimal control problems,
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approximate dynamic programming [104,105] has been shown to be a pow-
erful strategy to mitigate the complexity explosion. The application of these
methods to stochastic reachability problems is a valid undertaking, but by
no means a simple matter of plug-and-play. In fact, approximate dynamic
programming (or the application of machine learning or high dimensional
function approximation methods) rarely gives analytical guarantees on the
accuracy of the solution, an aspect that makes application within safety
critical systems ethically problematic. Along the same lines, one method
that has exhibited promise towards the application of stochastic reachability
methods to moderately sized DTSHS is adaptive gridding [106]. Computa-
tion is and remains a ‘topic in progress.’
The combination of logic specifications to be satisfied in probability (as

opposed to the worst case approach of Robust Control [107]) and general
performance metrics (in the form of a cost function) is a hot topic within
the control community. Denoted stochastic model predictive control [108],
research in this area has primarily focused on systems with linear dynamics
and normally distributed noise. The goal of stochastic model predictive
control is to maximize the expectation of a performance metric while at
the same time ensuring the safety of the system with probability above a
specified level. Some work in the area of stochastic model predictive control
for DTSHS has been presented [9], but the area remains wide open.
For better or worse, the future belongs to mathematical models and data;

randomness and probability will play a leading role. There is much work to
be done.
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A.1 Proof of Theorem 2.1

To facilitate the application of the theoretical results in [3], we first define
an equivalent minimization (rather than maximization) control problem.
Consider the value function Jµk := −V µN−k, k = 0, 1, ..., N for a control policy
µ ∈ Mm. It can be shown that the resulting forward dynamic recursion
(with respect to Lemma 2.1) is given by

Jµk (x) = −1K(x) + 1K′\K(x)H(x, µN−k(x), Jµk−1) , (A.1)

initialized with Jµ0 (x) = −1K(x), x ∈ X. Consequently,

JµN (x0) = Eµx0

− N∑
j=0

(
j−1∏
i=0

1K′\K(xi)
)

1K(xj)

 (A.2)

= −rµx0
(K,K ′).

We define the optimal one-step cost and input as

J∗k (x) = inf
a∈A
{−1K(x) + 1K′\K(x)H(x, a, J∗k−1)} , (A.3)

µ∗k(x) = arg inf
a∈A
{−1K(x) + 1K′\K(x)H(x, a, J∗N−k−1)} , (A.4)

whenever the infimum is attained, with J∗0 (x) = −1K(x), x ∈ X.
Next, consider a (universally measurable) function µ : X → A and define

the map Tµ[J ](x) = G(x, µ(x), J), x ∈ X, where G(x, a, J) = −1K(x) +
1K′\K(x)H(x, a, J), x ∈ X, a ∈ A, and J ∈ F . Let F ⊂ F denote the set
of universally measurable real functions J : X → R. The following follows
from Proposition 7.46 in [3].

Lemma A.1. The map Tµ preserves the universal measurability property:
i.e., if J ∈ F , then, Tµ[J ] ∈ F .

Since (A.1) can be rewritten Jµk = TµN−k [Jµk−1] and Jµ0 ∈ F , by Lemma
A.1 we have Jµk ∈ F , k = 1, 2, ..., N .

Lemma A.2. The map Tµ satisfies the following:

1. For all J, J ′ ∈ F such that J(x) 6 J ′(x), ∀x ∈ X, then Tµ[J ](x) 6
Tµ[J ′](x), ∀x ∈ X,

2. For any J ∈ F , x ∈ X, and any real number r > 0,

Tµ[J ](x) 6 Tµ[J + r](x) 6 Tµ[J ](x) + r . (A.5)
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Proof. Part 1 immediately follows from the definition of Tµ. For part 2,
the following holds

G(x, a, J + r) = −1K(x) + 1K′\K(x)H(x, a, J + r) ,

= −1K(x) + 1K′\K(x)H(x, a, J) + r1K′\K(x)
∫
X

Q(dy|x, a) ,

for x ∈ X, a ∈ A. Since 1K′\K(x)
∫
X
Q(dy|x, a) = 1K′\K(x) is upper

bounded by 1 and lower bounded by 0, we can conclude that

G(x, a, J) 6 G(x, a, J + r) 6 G(x, a, J) + r ,

for x ∈ X, a ∈ A. 2

We now define the map T : F → F as T [J ](x) = infa∈AG(x, a, J),
x ∈ X. The recursion defined in (A.3) can be re-expressed as J∗k = T [J∗k−1].
It follows that J∗k = T k[J∗0 ], k = 0, 1, ..., N , where T 0[J ] = J and T k[J ] =
T [T k−1[J ]]. Let F∗ ⊂ F denote the set of lower-semianalytic functions. The
following fact follows from Proposition 7.47, Proposition 7.48, and Lemma
7.30 in [3].

Lemma A.3. The map T preserves the lower-semianalytic property, i.e. if
J ∈ F∗, then T [J ] ∈ F∗.

Since J∗k = T [J∗k−1] and J∗0 ∈ F∗, by Lemma A.3 we have J∗k ∈ F∗,
k = 1, 2, ..., N .

Next, we show that the optimal cost at time N can be defined in terms
of the map TN , and that the optimal cost achieved is infµ{−rµx0

(K,K ′)}.
Note that in the sequel we denote x0 = x.

Proposition A.1. For any time horizon N ∈ N and control policy µ ∈Mm,
the following holds

inf
µ
Eµx

[
−

N∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]

= TN [J∗0 ](x),

with J∗0 (x) = −1K(x), x ∈ X.

Proof. By induction on N . Clearly, the statement holds for N = 0. Sup-
pose that the statement holds for N = h. By the induction hypothesis and
(A.2), for all ε > 0, there exists µε = (µε,0, µε,1, ...) ∈Mm such that

Jµεh (x) 6 inf
µ
Eµx

[
−

h∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]

+ ε.
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For any universally measurable function π : X → A, we then have that, by
the monotonicity of Tπ and (A.5),

Tπ[Jµεh ](x) 6 Tπ

[
inf
µ
Eµx

[
−

h∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]]

+ ε.

If we consider policy µε = (π, µε,0, µε,1, ...),

inf
µ
Eµx

[
−
h+1∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]
6 J

µε
h+1(x)

= Tπ[Jµεh ](x).

Combined with the argument above, this leads to

inf
µ
Eµx

[
−
h+1∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]

6 Tπ

[
inf
µ
Eµx

[
−

h∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]]

+ ε,

for any universally measurable function π : X → A. It follows that

inf
µ
Eµx

[
−
h+1∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]

6 T

[
inf
µ
Eµx

[
−

h∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]]

= Th+1[J∗0 ](x),

by the induction hypothesis. On the other hand, for any µ ∈ Mm and
N = h+ 1, we have

Jµh+1 = (Tµ0 · · ·Tµh)[Jµ0 ]
> (Tµ0 · · ·Tµh−1T )[Jµ0 ] > Th+1[Jµ0 ].

Taking the infimum over µ ∈Mm, we obtain

Th+1[J∗0 ](x) 6 inf
µ
Eµx

[
−
h+1∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]
.

Which concludes the proof. 2
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We continue with a proof pertaining to the existence of ε−optimal control
policies.

Proposition A.2. For any time horizon N ∈ N and for all ε > 0, there
exists µε = (µε,0, µε,1, ...) ∈Mm such that for all x ∈ X, the following holds

inf
µ
Eµx [−

N∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)] 6

JµεN (x) 6 inf
µ
Eµx [−

N∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)] + ε.

Proof. For any µε ∈Mm,

JµεN (s) = Eµεx

[
−

N∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]

> inf
µ
Eµx

[
−

N∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]
,

which satisfies the left inequality. The proof of the right inequality is by in-
duction on N. Clearly, the inequality holds for N = 0. Assume that the in-
equality holds for N = h. Then, for any ε > 0, there exists µ = (µ0, µ1, ...) ∈
Mm such that

Jµh (x) 6 inf
µ
Eµx

[
−

h∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]

+ ε

2 .

By Proposition 7.50 in [3], there exists a universally measurable function
π : X → A such that

Tπ

[
Eµx

[
−

h∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]]

6 T

[
Eµx

[
−

h∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]]

+ ε

2 .

If we consider µε = (π, µ0, µ1, ...), by the monotonicity of Tπ and (A.5), we
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obtain

J
µε
h+1(x) = Tπ[Jµh ](x)

6 Tπ

[
inf
µ
Eµx

[
−

h∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]]

+ ε

2

6 T

[
inf
µ
Eµx

[
−

h∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]]

+ ε.

By the induction hypothesis and Proposition A.1, we come to the conclusion

J
µε
h+1(x) 6 Th+1[J∗0 ] + ε

= inf
µ
Eµx

[
−
h+1∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]

+ ε,

which concludes the proof. 2

Next, assuming that the infima are all attained, we show that the control
policy defined by µ∗ = (µ∗0, µ∗1, ...) satisfying argument (A.4) is a Markov
policy and that it is N-stage optimal [3].

Lemma A.4. If µ∗k : X → A, k ∈ [0, N − 1], is such that ∀x ∈ X,
µ∗k(x) satisfies (A.4), then µ∗ = (µ∗0, µ∗1, ..., µ∗N−1) is an N-stage optimal
Markov policy. A sufficient condition for the existence of such a µ∗ is that
Uk(x, λ) = {a ∈ A|G(x, a, J∗N−k−1) 6 λ} is compact for all x ∈ X, λ ∈ R,
k ∈ [0, N − 1].

Proof. Note that µ∗k satisfying (A.4) can be characterized through

Tµ∗
k
[J∗N−k−1](x) = inf

a∈A
G(x, a, J∗N−k−1) = J∗N−k(x),

x ∈ X. Since G(x, a, J∗N−k) is lower-semianalytic by Lemma A.3, if its
infimum with respect to a ∈ A is attained for any x ∈ X, the resulting

90



“"Summers Thesis"” — 2013/6/13 — 1:25 — page 91 — #103

Proof of Theorem 2.1

function µ∗k : X → A is universally measurable [3]. Observe that

inf
µ
Eµx

[
−

N∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]

= J∗N (x) = Tµ∗0 [J∗N−1](x)
= Tµ∗0 [Tµ∗1 [J∗N−2]](x) = ...

= Tµ∗0 [Tµ∗1 [...T ∗µN−1
[J∗0 ]]](x)

= Jµ
∗

N (x)

= Eµ
∗

x

[
−

N∑
k=0

(
k−1∏
i=0

1K′\K(xi)
)

1K(xk)
]
,

x ∈ X, thus, µ∗ is an N-stage optimal Markov policy. The second part of
the lemma is proved by applying Lemma 3.1 of [3]. 2

Finally, we present the proof of Theorem 2.1.

Proof. It directly follows from the definition of the cost function J , (A.3),
(2.7), and Proposition A.1 that the dynamic programming algorithm holds,
i.e.

V ∗0 (x0) = −J∗N (x0) = −TN [J∗0 ](x0) = sup
µ∈Mm

rµx0
(K,K ′),

for any x0 ∈ X, so the first part of the theorem is proven. For the second
part, we note that since J∗N−k−1 = −V ∗k+1, then

G(x, a, J∗N−k−1) = −1K(x) + 1K′\K(x)H(x, a, J∗N−k−1)
= −1K(x)− 1K′\K(x)H(x, a, V ∗k+1).

Thus, the expressions (A.4) and (2.8) are equivalent, and by Lemma A.4
µ∗ = (µ∗0, µ∗1, ..., µ∗N−1) is an optimal reach-avoid Markov policy. The con-
dition on Uk(x, λ) follows by Lemma A.4 and Lemma 3.1 of [3]. 2

91



“"Summers Thesis"” — 2013/6/13 — 1:25 — page 92 — #104

Proofs

A.2 Proof of Theorem 3.1

To facilitate the application of the theoretical results in [3] we first define an
equivalent minimization problem. Given a Markov policy µ ∈M, define the
value function Jµk := −V µN−k, k = 0, 1, . . . , N . Further, for notational conve-
nience, define the functions pk(x) = pKN−k(x) and p′k(x) = pK′

N−k\KN−k(x)
for x ∈ X and k = 0, 1, . . . , N . It follows that Jµk may be written as:

Jµk (x) = −pk(x) + p′k(x)H(x, µN−k(x), Jµk−1), (A.6)

initialized with Jµ0 (x) = −p0(x), ∀x ∈ X. Consequently, from Lemma 3.1

JµN (x0) = Eµx0

− N∑
j=0

(
j−1∏
i=0

p′N−i(xi)
)
pN−j(xj)


= −rµ(x0,y0)(K̄, K̄

′).

We next define the optimal one-step cost and input as

J∗k (x) = inf
a∈A
{−pk(x) + p′k(x)H(x, a, J∗k−1)}, (A.7)

µ∗k(x) = arg inf
a∈A
{−pN−k(x) + p′N−k(x)H(x, a, J∗N−k−1)},

whenever the infimum is attained, with J∗0 (x) = −p0(x).
Next, for x ∈ X, a ∈ A, define the function Gk(x, a, J) = −pk(x) +

p′k(x)H(x, a, J). For π : X → A and J ∈ F , define the map Tk,π : F → F
as Tk,π[J ](x) = Gk(x, π(x), J). Let F ⊂ F denote the set of universally
measurable real valued functions, J : X → R.

Lemma A.5. The map Tk,π preserves universal measurability, that is, if
J ∈ F , then, Tk,π[J ] ∈ F .

Proof. Due to Borel measurability of the stochastic kernel Q and since
J ∈ F , we can apply Proposition 7.46 of [3] to conclude that H(x, a, J)
is universally measurable. In addition, the functions pk(x) and p′k(x) are
Borel measurable. The result then follows since universal measurability
is preserved through multiplication and addition of Borel measurable func-
tions. 2

Given that the recursion (A.6) can be rewritten as Jµk = Tk,µN−k [Jµk−1]
and Jµ0 ∈ F , by Lemma A.5 we conclude Jµk ∈ F , for k = 1, 2, ..., N .

Lemma A.6. The map Tk,π has the following properties:
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1. ∀J, J ′ ∈ F if J(x) 6 J ′(x), ∀x ∈ X, then Tk,π[J ](x) 6 Tk,π[J ′](x),
∀x ∈ X, k ∈ N.

2. For any J ∈ F , x ∈ X, k ∈ N, and any real number r > 0,

Tk,π[J ](x) 6 Tk,π[J + r](x) 6 Tk,π[J ](x) + r. (A.8)

Proof. Part (a) immediately follows from the definition of Tk,π. For Part
(b), note that

Gk(x, a, J + r) = −pk(x) + p′k(x)H(x, a, J + r)

= −pk(x) + p′k(x)H(x, a, J) + rp′k(x)
∫
X

Q(dy|x, a).

Since p′k(x)
∫
X
Q(dy|x, a) = p′k(x) is bounded between 0 and 1, we conclude

that ∀x ∈ X, k ∈ N, a ∈ A:

Gk(x, a, J) 6 Gk(x, a, J + r) 6 Gk(x, a, J) + r,

The result for Tk,π follows. 2

We now define the map Tk : F → F as Tk[J ](x) = infa∈AGk(x, a, J),
x ∈ X, k ∈ N. The recursion in (A.7) can be rewritten as J∗k = Tk[J∗k−1].
It follows that J∗k = T k[J∗0 ], k = 0, 1, . . . , N , where T 0[J ] = J and T k[J ] =
Tk[T k−1[J ]].
Let F∗ ⊂ F denote the set of lower semi-analytic functions.

Lemma A.7. The map Tk preserves the lower semi-analytic property, that
is, if J ∈ F∗, then Tk[J ] ∈ F∗.
Proof. From Proposition 7.48 in [3], for any k = 0, 1, . . . , N , a ∈ A and
J ∈ F∗, Gk(x, a, J) is lower semi-analytic. It follows from Proposition 7.47
in [3] that Tk[J ] = infa∈AGk(x, a, J) is lower semi-analytic as desired. 2

Since J∗k = Tk[J∗k−1] and J∗0 ∈ F∗, by the above lemma, we conclude
that J∗k ∈ F∗, for k = 1, 2, . . . , N . In addition, due to the lower semi-
analytic property, we can apply Proposition 7.50 in [3] to show existence of
ε suboptimal policies at every stage of the minimization in recursion (A.7).
This property is used to show our first dynamic programming result as
follows:
Proposition A.3. The optimal cost at time N , J∗N (x), can be defined in
terms of the operator TN :

inf
µ
Eµx

− N∑
j=0

(
j−1∏
i=0

p′N−i(xi)
)
pN−j(xj)

 = TN [J∗0 ](x).
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Proof. We show that TN [J∗0 ](x) simultaneously upper bounds and lower
bounds the optimal cost. By Proposition 7.50 in [3], for any ε > 0 and
k = 1, . . . , N , there exists a universally measurable function πεk : X → A
with

Tk,πε
N−k

[T k−1[J∗0 ]](x) 6 T k[J∗0 ](x) + ε

N
,

for every x ∈ X. Let µε = (πε0, πε1, . . . , πεN−1). Then, by monotonicity of
Tk,π and Part (2) of Lemma A.6, we obtain

Jµ
ε

N = TN,πε0 ◦ TN−1,πε1 ◦ · · · ◦ T1,πε
N−1

[J∗0 ]

6 TN,πε0 ◦ TN−1,πε1 ◦ · · · ◦ T
1[J∗0 ] + ε

N

6 TN,πε0 ◦ TN−1,πε1 ◦ · · · ◦ T
2[J∗0 ] + 2 ε

N

6 . . . 6 TN [J∗0 ] +N
ε

N
.

It follows that

inf
µ
Eµx

− N∑
j=0

(
j−1∏
i=0

p′N−i(xi)
)
pN−j(xj)

 6 TN [J∗0 ](x).

On the other hand, for any µ ∈M

JµN =TN,µ0 ◦ · · · ◦ T1,µN−1 [Jµ0 ]
> TN,µ0 ◦ · · · ◦ T2,µN−2 ◦ T 1[Jµ0 ] > . . . > TN [Jµ0 ].

Taking the infimum over µ ∈M, we obtain:

TN [J∗0 ](x) 6 inf
µ
Eµx

− N∑
j=0

(
j−1∏
i=0

p′N−i(xi)
)
pN−j(xk)

 .
Thus, we have the desired result. 2

Now, we proceed with the proof of Theorem 3.1.

Proof. It directly follows from the definition of the functions J∗k (A.7), V ∗k
(3.3), and Proposition A.3 that the dynamic programming algorithm holds,
that is,

V ∗0 (x0) = −J∗N (x0) = −TN [J∗0 ](x0) = sup
µ∈M

rµx0,y0
(K̄, K̄ ′),
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∀x ∈ X. Thus, Part (1) of the theorem is proven.
For part (2), suppose µ∗k satisfies (A.7). Then, ∀x ∈ X:

TN−k,µ∗
k
[J∗N−k−1](x) = inf

a∈A
GN−k(x, a, J∗N−k−1)

= J∗N−k(x).

Since for every k = 0, 1, 2, . . . , N − 1, GN−k(x, a, J∗N−k−1) is lower semi-
analytic by Lemma A.7, if its infimum with respect to a ∈ A is attained for
any x ∈ X, the resulting function µ∗k : X → A is universally measurable
(Proposition 7.50(b) [3]). By Proposition A.3 and the definition of J∗k :

J∗N (x) =TN,µ∗0 [J∗N−1](x)
=TN,µ∗0 ◦ TN−1,µ∗1 [J∗N−2](x) = . . .

=TN,µ∗0 ◦ TN−1,µ∗1 ◦ · · · ◦ T
∗
1,µN−1

[J∗0 ](x) = Jµ
∗

N (x)

=Eµ
∗

x

− N∑
j=0

(
j−1∏
i=0

p′N−i(xi)
)
pN−j(xk)

 .
Now, since J∗N−k−1 = −V ∗k+1, we have

GN−k(x, a, J∗N−k−1) =− pN−k(x) + p′N−k(x)H(x, a, J∗N−k−1)
=− pN−k(x)− p′N−k(x)H(x, a, V ∗k+1).

Thus, the optimizers in (A.7) are the same as those in the Theorem Part
(2). Consequently, µ∗ = (µ∗0, µ∗1, ..., µ∗N−1) is an optimal reach-avoid Markov
policy. 2

A sufficient condition for existence of an optimal policy µ∗ is that the
level sets {a ∈ A|H(x, a, V ∗k+1) > λ} are compact ∀x ∈ X, λ ∈ R, k =
0, 1, ..., N − 1 [3].
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A.3 Proof of Theorem 3.3

We begin by outlining the set of assumptions, based on [35], necessary for
the proof of Theorem 3.3.

Assumption A.1. Let the DTSHG HG be as defined in Section 3.2.

(a) Both the target set K and the safe set K ′ are closed.

(b) The transition law Q is weakly continuous.

(c) The set A is compact.

(d) The set D is σ−compact.

To facilitate the application of the theoretical results in [35], we first define
an equivalent minimax (rather than maximin) control problem. Consider
the value function Jµ,υk := V µ,υN−k, k = 0, 1, ..., N for control policies µ ∈Ma

and υ ∈ Υd. It can be shown that the resulting forward dynamic recursion
is given by

Jµ,υk (x) = −1K(x) + 1K′\K(x)H(x, µN−k(x), υN−k(x, µN−k(x)), Jµ,υk−1(x)),

initialized with Jµ,υ0 (x) = −1K(x), x ∈ X. Consequently,

Jµ,υN (x) = Eµ,υx0

− N∑
j=0

(
j−1∏
i=0

1K′\K(xi)
)

1K(xj)


= −rµ,υx0

(K,K ′) (A.9)

We define the optimal one-step cost and input as

J∗k (x) = inf
a∈A

sup
d∈D
{−1K(x) + 1K′\K(x)H(x, a, d, J∗k−1(x))}, (A.10)

µ∗k(x) = arg inf
a∈A

sup
d∈D
{−1K(x) + 1K′\K(x)H(x, a, d, J∗k−1(x))}, (A.11)

whenever the infimum (and supremum) is attained, with J∗0 (x) = −1K(x),
x ∈ X.

The rest of the approach follows closely with the results of [35]. Note that
multiple assumptions evident in [35] are left out due to the inherent bound-
edness of the current problem (i.e. the value function represents pointwise
probabilities, and is therefore bounded above and below), making the overall
proof somewhat simpler.
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Let B1(X) denote the Banach space of measurable functions u on X that
have a finite 1−norm, ||u||1 <∞, which is defined as

||u||1 := sup
x∈X
|u(x)|. (A.12)

For each u ∈ B1(X) and (x, a, d) ∈ (X,A,D), let

G(x, a, d, u) := −1K(x) + 1K′\K(x)H(x, a, d, u), (A.13)
Ḡ(x, a, u) := sup

d∈D
G(x, a, d, u), (A.14)

T [u](x) := inf
a∈A

Ḡ(x, a, u). (A.15)

The operator T is referred to as the dynamic programming (DP) operator.
Denote by Blsc the family of l.s.c. functions in B1(X).
The recursion defined in (A.10) can be re-expressed as J∗k = T [J∗k−1]

with J∗0 (x) = −1K(x). It follows that J∗k = T k[J∗0 ], k = 0, 1, ..., N , where
T 0[J ] = J and T k[J ] = T [T k−1[J ]].

Theorem A.1. Consider

J∗k = T [J∗k−1] = T k[J∗0 ] (A.16)

for all k = 0, 1, ..., N with J∗0 (x) = −1K(x). Then for each k = 0, 1, ..., N

(a) J∗k is in Blsc

(b) There exists µN−k ∈Ma such that

J∗k (x) = Ḡ(x, µN−k(x), J∗k−1) (A.17)

To prove Theorem A.1 we first need some preliminary results. First,
Lemma 3.2 in [35] provides the existence of minimax strategies for a single-
stage minimax problem with (arbitrary) cost function v(x, a, d). The second
lemma follows below. Specifically, notice that in part (b) of the following
lemma the function v(x, a, d) is replaced with the function G(x, a, d, u), with
u in Blsc. In particular, this yields that the DP operator T maps Blsc into
itself.

Lemma A.8. Let u be an arbitrary function in Blsc bounded above by 0
and below by −1, i.e −1 6 u(·) 6 0, and let H and T [u] be as defined above
(refs). Then

(a) H is l.s.c. on (X,A,D) and bounded (above by 0 and below by −1)
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(b) G is l.s.c. on (X,A,D) and bounded (above by 0 and below by −1)

(c) T [u] is in Blsc, and, furthermore, there exists µ ∈ Ma such that, for
all x ∈ X

T [u](x) = Ḡ(x, µ(x), u), (A.18)

and (A.15) holds with “min” in lieu of “inf,” i.e.

T [u](x) = min
a∈A

Ḡ(x, µ(x), u). (A.19)

Proof. (a) Let u be in Blsc, and let us assume for a moment that u is non-
negative. Then there exists a sequence {un} of continuous bounded functions
such that un ↑ u pointwise. Hence, as H(x, a, d, u) > H(x, a, d, un) for all
n, if (xk, ak, dk) → (x, a, d) (i.e. (xk, ak, dk) is a sequence in X × A × D
converging to (x, a, d)) we get from Assumption A.1(b) that for all n

lim inf
k→∞

H(xk, ak, dk, u) > H(x, a, d, un).

Thus, letting n → ∞ we conclude that H is l.s.c. on X × A × D, when
u is nonnegative. Consider now an arbitrary function u in Blsc. Then, by
(A.12), the function u(·) + ||u||1 is l.s.c. and nonnegative. Therefore, by
the result in the nonnegative case it follows that H is l.s.c. Further, since u
is assumed to be bounded (between 0 and −1), it follows that H is bounded
(between 0 and −1) since Q is a stochastic kernel.
(b) By (a) we have that for x in the interior of the set K ′ \K the function

G is l.s.c. Further, it trivially follows that G is l.s.c. for x in the interior
of K (since it is always equal to −1) and G is l.s.c. for x in the interior
of X \ K ′ (since it is always equal to 0). This leaves the boundary of the
sets K and K ′, denoted ΩK and ΩK ′ to be evaluated. By (a) and the
previous results we have that G for x ∈ K ′ is upper bounded by 0, further
supx∈K′ G(x, ·) 6 infx∈X\K′ G(x, ·). It follows that G is l.s.c. for x at the
boundary ΩK ′ since K ′ is closed. Additionally, we have that G for x ∈ K is
upper bounded by −1, hence supx∈K G(x, ·) 6 infx∈X\K G(x, ·) . It follows
that G is l.s.c. for x at the boundary ΩK since K is closed. Thus, by (a)
and the previous results it follows that G is l.s.c. and bounded (between 0
and −1).
(c) This follows from (b) and Lemma 3.2(b) in [35] with v(·) = G(u, ·).

Note that the boundedness results of parts (a) and (b) hold for (c) as well.
2

We now can state the proof of Theorem A.1 using the previous results.
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Proof. Part (a) can be proven by induction. J∗0 (x) = −1K(x) is l.s.c. since
K is closed, therefore (a) holds for k = 0. Suppose now that J∗n−1 is Blsc
for some n > 1. Then (A.16) and Lemma A.8(c) yield that J∗n is Blsc, and
(a) follows. (a) and Lemma A.8(c) again yield (b). 2

We finish with the proof of Theorem 3.3.

Proof. By part (b) of Theorem A.1 and standard dynamic programming
arguments, we obtain that J∗k is the optimal k−stage cost, i.e.

J∗k (x) = inf
µ∈Ma

sup
υ∈Υd

Eµ,υx0

− N∑
j=0

(
j−1∏
i=0

1K′\K(xi)
)

1K(xj)

 , (A.20)

for all x ∈ X and further the Markov policy µ∗ = (µ∗0, µ∗1, ..., µ∗N−1) is a
minimax strategy for the k−stage problem, i.e.

J∗k (x) = sup
υ∈Υd

Eµ
∗,υ

x0

− N∑
j=0

(
j−1∏
i=0

1K′\K(xi)
)

1K(xj)

 . (A.21)

Since V ∗0 (x) = −J∗N (x) for any x ∈ X, the first part of Theorem 3.3 holds.
For the second part, we note that since V ∗k+1 = −J∗N−k−1, then

G(x, a, d,−J∗N−k−1) = −1K(x) + 1K′\K(x)H(x, a, d,−J∗N−k−1) (A.22)
= −1K(x)− 1K′\K(x)H(x, a, d, V ∗k+1). (A.23)

Thus, the expression (A.11) and (3.13) are equivalent, and therefore by
the previous results µ∗ = (µ∗0, µ∗1, ..., µ∗N−1) is a max-min reach-avoid pol-
icy. The sufficient condition for the existence of µ∗ follows from Lemma
A.8(c). 2
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