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ABSTRACT

Before an intervention on a nuclear site, it is essential to study different scenarios to iden-
tify the less dangerous one for the operator. Therefore, it is mandatory to dispose of an
efficient dosimetry simulation code with accurate results. One classical method in radiation
protection is the straight-line attenuation method with build-up factors. In the case of 3D
industrial scenes composed of meshes, the computation cost resides in the fast computation
of all of the intersections between the rays and the triangles of the scene. Efficient GPU
algorithms have already been proposed, that enable dosimetry calculation for a huge scene
(800000 rays, 800000 triangles) in a fraction of second. But these algorithms are not robust:
because of the roundings caused by floating-point arithmetic, the numerical results of the
ray-triangle intersection tests can differ from the expected mathematical results. In worst
case scenario, this can lead to a computed dose rate dramatically inferior to the real dose
rate to which the operator is exposed. In this paper, we present a hybrid GPU-CPU algo-
rithm to manage adaptive precision floating-point arithmetic. This algorithm allows robust
ray-triangle intersection tests, with very small loss of performance (less than 5 % overhead),
and without any need for scene-dependent tuning.

Key Words: radiation shielding, ray-tracing, GPU, exact arithmetics, rounding errors, adap-
tive precision.

1. INTRODUCTION

Preparing interventions in the nuclear field implies to evaluate the impact of radioactive sources
on operators. In order to respect the ALARA principle, it is much relevant to find the most
appropriate scenarios of interventions using simulation tools. Lots of computation codes exist to
simulate the propagation of radiations, but most of them operate offline. Decreasing computation
times in a noticeable way brings interactivity to the user, allowing him to interact with the scene
and to intuitively study more appropriate scenarios.

Dose rate evaluation can be appraised by solving the transportation equation of Boltzmann. For
radiation shielding purposes, people often take advantage of simplified methods and algorithms,
such as the straight line attenuation method with build-up factors [1]. Examples of radiation
shielding softwares using this method include Mercure (used by the MERCURADTMsoftware)
and VISIPLAN. Our goal is to perform dose rate evaluation with straight line attenuation
method in an interactive time (a fraction of second) for huge scenes. Since most of the time



Figure 1: nuclearCase scene (738K triangles) from two different points of view.
600 000 rays are traced, for 6 millions of intersections sorted, in 340 ms on a
NVIDIA GTX 295. Rays are colored in white and become red when meeting an
object.

is usually spent on geometric computations, we want to provide fast and robust geometric
algorithms adapted to this problem.

In the straight line attenutation method, each volumic source is viewed as a cloud of points
which are the sources of radiation rays. Each such cloud can contain up to 100000 points. To
compute the dose rate received at one point, a huge number of rays is created: for each punctual
source, one ray leaving from the source and arriving at the measurement point is generated.
This ray will allow to compute the contribution of the source to the global dose rate received
at the measurement point. This contribution depends on the identity of the materials (and on
the depths of materials intersected) placed between the point and the source. Therefore, for
each ray, the sorted list of intersections between the ray and the objets of the scene has to be
computed (see Fig. 1).

The objects treated in our simulation tools can be of three types. They can be analytic ob-
jects, such as cylinders and boxes. They can result of the combination of such objects (union,
intersection, difference). Finally, they can be represented as a conform set of triangles. This
representation is often the one generated by CAO tools. We are able to handle all these kinds
of objects, but we will only focus on the question of groups of triangles in this paper.

The number of objects in a scene can be quite high (some thousands), leading to a scene with
millions of triangles. The number of volumic sources can also be very high (up to millions of
rays). Then, a very high number of intersections (up to 10 millions in some of our test cases)
will have to be computed for each radiation evaluation. Moreover, all of these intersections will
have to be sorted along each ray. Even if additional computations are necessary before getting
a final dose rate evaluation, the bottleneck of the overall simulation always remains in these ray
tracing requests.

GPU algorithms adapted to this problem have already been proposed [2]. Thanks to them, real-
time performance can already be achieved on huge scene (a time of 400 ms is reported for a scene
composed of 800 000 rays and 800 000 triangles in [2]). But this problem also requires consistent
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results, which are not guaranteed by these algorithms. The dose rate can vary drastically if
a punctual source brings much more radiations than the other sources. Therefore, only one
computation error for one ray can imply a completely false dose rate estimation. Unfortunately,
in the case of scenes represented as groups of 3D meshes, the limited precision of floating-point
arithmetic can trigger the addition or the loss of some intersections. In fact, when a ray crosses
a vertex or an edge of triangle, rounding errors due to floating-point arithmetic can provoke
incoherent results between the adjacent triangles meeting at the vertex or at the edge. This
can lead to an error in the depths of materials intersected by these kinds of rays, resulting in a
wrong dose rate evaluation.

In this paper, we propose a solution which handles these kinds of problems, whith a small loss of
performance, and without using any programming tricks or scene dependent epsilon tweakings.

2. BACKGROUND

2.1 Ray-tracing techniques

Finding the intersections between a million of rays and a million of triangles is a well-known
problem in the ray-tracing graphical community. Various very performant techniques have been
developped during the past ten years ([3], [4]). Moreover, the use of Graphics Processing Unit
has become much easier since the introduction of high-level GPU programming languages such
as CUDA [5] and OpenCL [6]. It is now simple to perform efficient sort [7], scan [8] and stream
compaction [9] operations. Thus, lots of ray-tracing algorithms adapted to GPUs have been
presented during the last years, some of them bringing great results ([10], [11]). But none of these
traditional ray-tracing algorithms perfectly fits our subject: in the usual cases of the ray-tracing
community, the rays can have different origins and expand in multiple directions. Moreover, in
most cases, only the first intersection along each ray is useful for graphical applications. In the
dosimetry problem, the rays all have the same origin, and every intersection along each ray has
to be found. This is why we use the perspective grid presented in [12] (see Fig. 2).

In this acceleration structure, the space around the point where the dose is measured is divided
regularly, building a 2D regular grid. This grid can be seen as the result of a regular division of
the picture seen by a camera centered in the dose measurement point. Six cameras, therefore
six grids, must be built in order to see the whole space. This type of grid can be built and
exploited very efficiently on GPU. Combined with the algorithms of [2], it allows to calculate
and sort every intersection between one million rays and a dynamic scene with multi hundred
thousands of triangles, in only a few hundreds of milliseconds.

2.2 Precision issues

However, the precision of the results, essential in our case, is not guaranteed by those algorithms.
As a matter of fact, in most cases, when an intersection is missed in the graphical community,
it only results in a wrongly coloured pixel. In our case, the intersections are used to calculate
the depth of material intersected by each ray. Therefore, missing an intersection can radically
change the value of the dose in one given point, returning in the worst case scenario a much
lower value than the real one.
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Figure 2: 3D and 2D representations of the perspective grid. On the left: one
triangle and its projection in the 2D perspective grid. On the right: the red line is
a ray, it falls in the green 2D cell. Since this cell only intersects two triangles, only
these two triangles are tested for intersection against this ray.

Unfortunately, with classical algorithms, intersections are missed in some particular geometrical
configurations. For instance, in the ray-tracing community, the most used ray-triangle inter-
section test is certainly the one developped by Wald[13]. This highly optimized test basically
consists in computing the barycentric coordinates of the point of intersection between the ray
and the plane of the triangle. Then, it is possible to know whether the point is inside the trian-
gle or not, hence wether the ray intersects the triangle or not. In the case of two non-coplanar
triangles A and B sharing a common edge, given one ray, this point of intersection will not be
the same for the two triangles (since the two planes are different). It means that on the two
sides of the common edge, the computations done will differ. In the case of a ray going through
this common edge, the results should mathematically be the same for both triangles (the planes
meet on the edge, hence the points of intersection between the ray and the triangle plane are
the same for both triangles). But the rounding errors due to floating-point arithmetic will make
that these two results will not be coherent between the two adjacent triangles. In the worst case,
it can happen than both intersection tests return a miss: in this case, the object is completely
missed.

It is possible to get around this problem by using coherent tests between adjoining triangles,
i.e. by running the exact same calculation on both triangles to know on which side of the edge
the ray really is (see [14]). However, an edge-based test does not guarantee a coherent result for
rays crossing vertices (the edge-based test have no reason to be coherent between edges coming
from different triangles meeting at the vertex). We should then use vertex-based tests, that are
much less adapted to the determination of rays and triangles intersections. To use an edge-based
test while guaranteeing coherent results for rays crossing vertices, it is necessary to perform an
“exact” test, i.e. to get a mathematically correct answer to the question “is the ray on the left,
on the right, or exactly on the edge?”.
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2.3 Edge-functions

One very fast edge-based test consists in using 2D edge-functions [15]: contrary to ray-tracing
classical acceleration structures, the intersection structure that we use is based on a 2D projection
of the rays and triangles of the scene. Therefore, when running the intersection tests between
rays and triangles, we already know the 2D coordinates of the rays and triangles. Testing
intersections in 2D can be much faster than in 3D, using edge-functions [15]. Let A(xA, yA)
and B(xB, yB) be two vertices. For a point (X,Y ), the edge-function E(X,Y ) is defined by

E(X,Y ) = (X − xA) ∗ (yB − yA) − (Y − yA) ∗ (xB − xA) (1)

A

B

C

D
E

F

G

Figure 3: The three edge-functions related to the triangle ABC are positive in G,
so G lies inside the triangle. One edge-function is negative in D and F, two in E,
hence these points lie outside the triangle.

The edge-function is positive in (X,Y ) if this point is “on the left” of the oriented line (AB),
negative if it is on the right, null when on the line. A triangle can then be seen as the union of
three edges, each one defined by an edge-function. To know whether a ray intersects a triangle,
we just have to calculate the value of the three edge-functions on the point representing the ray
in 2D, and to study the signs of those functions (see Fig. 3).

Once again, when using classical floating-point arithmetic, the computed sign of an edge-function
is not guaranteed to be the mathematically correct sign of this edge-function. For one point
(X,Y ) on (AB), the terms (X−xA)∗(yB−yA) and (Y −yA)∗(xB−xA) are equal, and the edge-
function is null. For one point near the edge, these two terms are almost equal, so the difference
between them is very small. Rounding errors can happen in the computation of both terms, and
then make the sign of the computed edge-function different from the mathematically correct
expected sign. Therefore, it is necessary to find a solution that ensures the exact computation
of the sign of an edge-function.
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2.4 Exact calculation techniques

Various methods enable us to handle accuracy problems generated by computer calculation.
One of the most used methods consists in increasing the calculation precision via mathematical
algorithms (for example, quad-double precision in [16]). This method is not adapted to our
case, because it still does not ensure perfectly coherent results between contiguous triangles
(it will just lower the number of errors). Other methods exist ([17], [18]), but we chose to use
Jonathan Shewchuk’s algorithms [19]. Shewchuk offers adaptive algorithms to find the sign of an
expression. First, the expression is calculated with the classical floating-point arithmetic. The
obtained estimator A is compared to an accuracy threshold that depends on the machine used,
and that is calculated during the runtime. If A’s absolute value is higher than this accuracy
threshold, the sign of the expression is directly obtained. Otherwise, the result is uncertain: if
so, the procedure, can be repeated up to three times, each time consisiting in a refinement of the
result, the last level leading to the calculation of the exact value of the expression. This exact
calculation can be computationally intensive (about 10 times more than the basic floating-point
arithmetic calculation), but in a great majority of cases, the first test on A is enough to ensure
the sign of the expression, so this algorithm is on average very efficient. In this paper, two
adaptive algorithms for the methods orient2d and orient3d described by Shewchuk will be used.
The orient2d method is the exact equivalent of the edge-function described just above.

3. USING MESH TOPOLOGY

Using an exact test will allow us to know whether a ray intersects a triangle, and to distinguish
the cases when a ray intersects an edge, a vertex or the inside of a triangle (an intersection
with a vertex happens when two intersections with edges of the triangle are detected). Then
those results must be managed to ensure that when the ray is on an edge or a vertex, only one
intersection with the object is counted. In order to do so, we will use information about the
topology of the mesh. Since we only use clean (therefore closed) meshes, we have the guarantee
that an edge belongs to exactly two triangles. Therefore, every intersection between a ray and
an edge must be put in regard of another intersection with an edge. In the same way, the
intersection between a vertex shared by n triangles must appear n times.

After calculation of all the intersections between the rays of the scene and the associated mesh,
we must check that all those properties are verified by the found intersections. This step is
hardly parallelizable, therefore has been implemented on CPU. However, since this checking
work is only necessary for intersections on an edge or a vertex, and since those intersections are
very rare on a classical scene, this does not generate important loss in performance.

An exceptional case must be noted: when an edge or a vertex is on the frontier of the object.
In this case, the ray enters and comes out immediatly of the object, and we must consider that
it does not intersect the object. To correctly handle this case, we must therefore know whether
each intersection is in fact the entrance or the exit of the object. For a given edge, if one entrance
and one exit is found, it means that there is no intersection at all. For a vertex, this case will
happen as long as there is at least one entrance and one exit linked to this vertex.

To correctly manage accuracy problems in a scene, we must now find exact intersection tests.
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4. ROBUST INTERSECTION TESTS

4.1 Exact arithmetics on GPU

Exporting this algorithm on GPU raises two problems. First of all, Shewchuk adaptive algo-
rithms, and in particular the one used for the orient2d function, are not directly transposable to
GPU. The problem does not come from the comply-failure of the IEEE-754 standard anymore
(as in [20] or [21]), that can now be respected via the use of specific instructions (e.g. fadd and
fmul instructions for CUDA [5]) for the simple calculations (addition, multiplication) used by
the orient2d predicate. However, it comes from the adaptive nature of Shewchuk’s algorithms.
As explained earlier, in order to obtain an accurate result for the orient2d predicate, the algo-
rithm consists in calculating an estimator A, then, if needed, estimators B, C and D. For each
additional precision level, more complex calculation is used. This means that on GPU, a single
ray can block a whole group of rays treated by a warp, because it would need a better accuracy
(in case the estimator D would be needed, this would lead to a great overhead). This approach
is not adapted to parallelization; to get round this difficulty, we suggest to only proceed to the
first step of Shewchuk’s algorithm on GPU. Therefore, we calculate A on GPU, and if the result
is uncertain, the corresponding ray/triangle intersection test is marked as uncertain. At the end
of the treatment of all the rays on GPU, the uncertain intersection tests are run on CPU. Since
the first test on the value A is very selective in most cases, the overhead generated by those
calculations on CPU will be almost null (we will see in the next part that for a classical scene,
only a very few intersection tests have to be run on CPU). Thanks to this optimal Shewchuk
approach, no scene dependent parameter tweaking is needed to handle precision issues.

Since some intersection tests must be redone on CPU, it is necessary to transfer the triangles
generated on GPU to CPU. As a matter of fact, avoiding this transfer, and recalculating the
2D triangle from the coordinates of the 3D triangle before running the intersection test on
CPU could generate incoherent results, since the 2D triangle generated on GPU can be digitally
different from the one generated on CPU. Since only a few intersection tests have to be done on
CPU, we do not have to transfer all of the 2D triangles from GPU to CPU. It is only necessary
to bring the coordinates of the 2D triangles whose ray/triangles intersection tests are uncertain.
Since the number of uncertain tests is very small, the effect of the memory transfer on the
performances of the calculation is very low.

4.2 3D intersection tests

It is also possible to avoid those memory transfers. One solution is to identify the uncertain
ray/triangles intersection tests, then to run on CPU, only for those uncertain cases and instead
of the intersection test with the 2D triangle imported from the GPU, the intersection test with
the 3D triangle “father” of the 2D triangle in question. Efficient intersection tests, that are
coherent between triangles, also exist in 3D (see [22] and [14]) and can be used here. Moreover,
our problem can be reformulated using the 3dorient predicate, which allows us to use adaptive
algorithms (see Shewchuk [19]) to get accurate results for those 3D intersection tests. Alas,
this is not a good idea in our case, since the rounding errors due to floating-point arithmetics
generate incoherencies between the 3D representations of the triangles and their 2D projections
(handling these incoherencies with some exact arithmetics algorithms would there be very time-
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consuming). Hence, the 3D and 2D intersection tests are not coherent between each other, and
can trigger the miss of some intersections. As we are going to see later, this type of case is
very rare, but in our case such a mistake is unacceptable. Therefore, this solution has not been
selected.

The last solution consists in directly testing the 3D intersections on GPU, then switching to
3D tests on CPU for ambiguous cases. Since the selection of the triangles to intersect always
relies on their 2D projection, we can wonder if this last problem, that is to say missing some 3D
intersection tests to run, is not to appear again. However, we avoid this problem by increasing
the size of the 2D triangles during the selection of the triangles to test. Therefore, we do not
miss any potentially intersecting ray. We will see that this precaution enables us to have exact
results.

5. RESULTS AND DISCUSSION

Having described our algorithms, we can now validate them, and evaluate the obtained perfor-
mances. We use an NVIDIA GeForce GTX 295 (2*896 MB, GPU/shader/memory clocks of
576/1242/1998 MHz), coupled with a 4 core, Intel(R) Xeon(R) X5550 @ 2.67GHz.

5.1 Robustness validation

To validate the robustness of our algorithms, we first generate a simple mesh of as sphere (248
triangles). For each edge, we generate 10 points on the edge. Coupled with the list of points of
the mesh, we finally get a list of 4466 points, each located on an edge or on a vertex of a triangle.
Then one point O is randomly generated inside the sphere. We create 4466 rays starting from
O and passing through one of the 4466 points previously generated. After having computed the
intersections and taken into account the topology of the mesh, we check that each ray generates
one and only one intersection. By randomly generating one million of points O, we throw more
than 4 billion rays passing through an edge or a vertex of triangle. If, for only one of these rays,
0 or more than 1 intersection is found, the algorithm cannot be validated.

The classical ray-tracing algorithm clearly failed this validation test: we tested the algorithms
developped in [2] coupled with the classical ray-triangle 3D intersection test using barycentric
coordinates [13]. We used an “inclusive” test, i.e. a test that should return true for a point
on an triangle edge. For just one point O, hence 4466 rays, 720 rays generated a number of
intersections different from 1. On 146 rays going through a vertice of the mesh, 8 rays completely
miss the mesh, and 103 rays returned more than one intersection. On 4320 rays going through
a triangle edge, 99 rays completely miss the mesh, and 510 rays returned two intersections.

Nevertheless, the two GPU algorithms presented in section 4. were validated thanks to this
method. As already mentioned in 4.2, the algorithm consisting in performing the intersection
tests in 2D first on GPU, and then switching to 3D tests on GPU for ambiguous cases, was not
validated. For 47 out of 4 billion rays, no intersection was found.

2011 International Conference on Mathematics and Computational Methods Applied to
Nuclear Science and Engineering (M&C 2011), Rio de Janeiro, RJ, Brazil, 2011

8/12



Robust high-performance GPU dosimetry computations

Table I: Performance statistics on GPU for 1024 * 1024 coherent rays on various
scenes. 3DClassic and 2DClassic stand for the classical versions of the algorithms,
3DRobust and 2DRobust for the algorithms presented in the previous section. The
respective overhead induced by the change of algorithm are given by overhead2D
and overhead3D. Times are given in milliseconds

Scene 3DClassic 3DRobust overhead3D 2DClassic 2DRobust overhead2D

Erw6 52.1 53.7 3.1% 51.7 53.3 3.1%

Fairy 108.0 121.9 12.8% 109.1 112.0 2.7%

Conf. 134.3 176.1 31.1% 134.0 137.5 2.7%

Sully 203.0 251.5 23.9% 201.5 209.2 3.8%

Nucl. 267.8 357.6 33.6% 268.2 275.4 2.7%

5.2 Performance tests

After having validated the algorithms, we can study the loss of performance due to the use of our
robust algorithms. To test the performance of the algorithm on different levels of complexity,
we use various scenes: Erw6, Fairy Forest, Conference, Sully and NuclearCase. NuclearCase
is a scene designed to control the quality of the mesh: we need very clean meshes grouped by
object. Each mesh associated with an object must be closed, so that we do not miss any entry
or exit point. For this test, we dit not use the topology of the mesh to have a final result, since
the meshes associated with the 5 first scenes were not clean at all. Here, our goal was just to
study the proportion of ambiguous cases that can exist on classical scenes, and the associated
impact on performance.

Benchmarks for the GPU algorithms are reported on table I. Our tests consisted in making a
comparison between the classical algorithm (with no precision management) and the “robust “
algorithms we developped. For the 2D version algorihm, the observed overhead is very small
(always less than 5 %). It mainly resides in the finding and the memory transfer of the indices
of intersections happening on an edge or on a vertex. Since the number of such intersections is
very small, the associated memory transfer is not relevant. The finding of the indices of these
intersections directly depends on the number of intersections found, and will never imply a great
loss of performance compared with the classical algorithm. For the 3D version, the overhead is
much important. It is due to the fact that the 3D tests are much more imprecise than the 2D
tests. Hence, in the 3D version, a lot of intersection tests have to be done on CPU because of
ambiguous GPU tests.

Statistics about the number of ambiguous intersection tests are given in table II. They clearly
show the difference between the number of 2D and 3D ambiguous tests. This difference can be
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Table II: Number of intersection tests and ambiguous results for each GPU algo-
rithm

Scene nbTests nbAmbiguities2D nbAmbiguities3D

Erw6 1.3M 0 123

Fairy 3.4M 0 75685

Conf. 4.3M 0 197535

Sully 9.1M 281 336817

Nucl. 9.1M 6 620063

exmplained by two reasons: first, the 3D intersection test is just more computationally intensive
than the 2D test (with more operations using results of previous operations), thus generates
more imprecisions than the 2D test. Furthermore, the 3D ray-triangle intersection tests become
more imprecise when the dose rate estimation point gets away of the triangles. It means that
the farthest the estimation point is from the objects of the scene, the more imprecise the tests
will be. This explains the fact that for the 3D version, the ambiguities for the nuclearCase scene
are about twice the number of ambiguities for the sully scene (with numbers of tests very near
to each other): for nuclearScene, the dose rate estimation point was globally farther from the
objects than for the Sully scene. For these two reasons, the 2D version of the algorithm has to
be preferred for our applications.

To finish, we test our algorithm (2D version) on the nuclearCase scene, with 8 groups of about
100000 rays (resulting in 8 different grids). We use here again only one of the two GPUs
available on the Nvidia GTX 295, since our goal is just to study the overhead caused by our
algorithms. This time, we use the topology of the mesh to have a final result. More than 8.5
millions of intersections are found, including 50 on edges of triangles (no intersection is found on
a vertex). The overall simulation time with the classical algorithm is about 473.7 ms, while the
new algorithm runs in 491.3 ms (1.3 ms overhead to perform exact tests, and 16.3 ms overhead
to study the whole array of intersections and handle the special cases of intersections on edges).
This means that our robust algorithm adds an overhead of 3.7%, which we judge to be quite
acceptable.

6. CONCLUSIONS

We presented a hybrid CPU-GPU algorithm to perform adaptive precision floating-point arith-
metic for ray-triangle intersection tests. Coupled with the use of information about the topology
of the mesh, it results in a fast robust algorithm (only 5% overhead compared with previous
non-robust implementations) that guarantees not to miss any intersection on a triangle’s edge
or vertex, without any need for programming tricks or scene dependent epsilon tweakings.

2011 International Conference on Mathematics and Computational Methods Applied to
Nuclear Science and Engineering (M&C 2011), Rio de Janeiro, RJ, Brazil, 2011

10/12



Robust high-performance GPU dosimetry computations

The problem remains unsolved for rays intersecting a triangle in more than one point, i.e. falling
in the plane of this triangle (the three edge-functions of a same triangle should be null for such
a ray). This kind of tangency happens much less often, but it should also be considered in the
future. To identify such cases should be easy (through the use of similar adaptive precision
algorithms), but solutions still have to be found to correctly exploit the topology of the mesh in
order to manage these cases.
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