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ABSTRACT

The response matrix method for reactor eigenvalue problems is motivated as a technique for solving
coarse mesh transport equations, and the classical approach of power iteration (PI) for solution is
described. The method is then reformulated as a nonlinear system of equations, and the associated
Jacobian is derived. A Jacobian-Free Newton-Krylov (JFNK) method is employed to solve the sys-
tem, using an approximate Jacobian coupled with incomplete factorization as a preconditioner. The
unpreconditioned JFNK slightly outperforms PI, and preconditioned JFNK outperforms both PI and
Steffensen-accelerated PI significantly.
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1. INTRODUCTION

A fundamental task of reactor modeling is the analysis of the steady-state balance of neutrons, described
concisely as

Tφ(~ρ) =
1
k
Fφ(~ρ) , (1)

where the operator T describes transport processes, F describes neutron generation, φ is the neutron
flux, ~ρ represents the relevant phase space, and k is the eigenvalue.

Historically, full core analyses have been performed using relatively low fidelity techniques based on var-
ious homogenizations of phase-space. For new, highly heterogeneous reactor designs, the legacy methods
currently available are not applicable. Consequently, a move toward full core analysis techniques that
can leverage the high fidelity methods typically used for smaller problems is desired. In this paper, we
briefly review one such method referred to as the heterogeneous coarse mesh method, reformulate the
method in the response matrix formalism, and then cast the equations into nonlinear form.

1.1 Coarse Mesh Transport

Recent efforts have formulated a coarse mesh transport method that uses either fine mesh discrete ordi-
nates [1] or Monte Carlo [2] to solve small subproblems on a subdivided domain, and then couples such
solutions in a way to obtain global information.
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Suppose the global problem of Eq. 1 is defined over a volume V . Then a local problem can be defined
over a subvolume Vi subject to the homogeneous equation

Tφ(~ρi) =
1

kglobal
Fφ(~ρi) , (2)

and
J local
− (~ρis) = Jglobal

− (~ρis) , (3)

where J local
− (~ρis) is the incident neutron current (a function of the boundary flux) on surface s of subvol-

ume i. Here, “global” represents the quantity as would be computed in the global problem.

A fundamental difference between the local problem and global problem is that the fission source 1
kFφ

in the local problem is homogeneous (where kglobal is the global eigenvalue, henceforth written k),
where as for the global problem it is inhomogeneous (and hence is the updated quantity in a power
method scheme). For the local problem, the boundary condition becomes the source term, and it, in
some fashion, is the updated term in a power method scheme.

1.2 Response Function Expansions

A numerical approach to the set of local problems described by Eqs. 2 and 3 is to approximate the inci-
dent partial currents J− and exiting partial currents J+ using an orthogonal basis. Let Γm, m = 0, 1, . . .
be an orthogonal basis for the phase space defined on a boundary of Vi. For a general multidimensional
phase space, Γm is a tensor product of orthogonal functions in each phase space variable.

Then we define the current response function equation

Tφm
is(~ρis) =

1
k
Fφm

is(~ρis) , (4)

subject to
J−(~ρis) = Γm(~ρis) (5)

on a surface s of subvolume i (and vacuum on all other surfaces). The outgoing partial current from side
t of the local problem can be expanded as

J+(~ρit) =
∞∑

m=0

∑
s

jm
is−Γm(~ρis) , (6)

where
jm
is− =

∫
Γm(~ρis)J

global
− (~ρis)d~ρis . (7)

1.3 Response Matrix Formulation

The response function expansion equations together suggest an iterative method: guess the global bound-
ary conditions, approximate them via a finite expansion, compute the outgoing currents which become
incoming currents of adjacent subvolumes, and repeat until converged for a given value of the global
eigenvalue k.
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This process can be cast into a succinct “response matrix” form. Note that the outgoing partial current
Jms

it+ from surface t due to an incident current Γm(~ρis) can also be expanded as

Jms
it+(~ρit) =

∞∑
n=0

rms
intΓn(~ρit) , (8)

where
rms
int =

∫
Γn(~ρit)J+(ρit)d~ρit . (9)

Then, let an initial guess for the incident current on all surfaces of of element i be expanded, and let the
corresponding vector of the expansion coefficients be defined

Ji− = (j0i1− j
1
i1− . . . j0i2− j

1
i2− . . . jM

iS−)T , (10)

where M is the number of expansion terms kept and S is the number of surfaces. Then the vector of
coefficients for the outgoing partial current on all sides is defined by

Ji+ =


j0i1+

j1i1+

· · ·
jM
iS+

 =


r01
i01 r11

i01 · · · rMS
i01

r01
i11 r11

i11 · · · rMS
i11

. . .
r01
iMS r11

iMS · · · rMS
iMS



j0i1−
j1i1−
· · ·
jM
iS−

 = Ri(k)Ji− , (11)

where we note Ri(k) is a function of k due to the local problem definition.

Moreover, since outgoing currents of one element become incoming currents of adjacent cells, we define
the connectivity matrix M such that

J− = MJ+ , (12)

where J− and J+ are the sets of incoming and outgoing current coefficients for all elements within the
global problem ordered appropriately. Here, M is a matrix with at most one nonzero entry per row and
column, with the nonzero value being 1 (or -1 for entries corresponding to odd moments at a reflective
boundary).

Then the eigenvalue response matrix equation (ERME) is defined

J− = MR(k)J− , (13)

where R is the block diagonal matrix of block elements Ri ordered appropriately.

1.4 Historical Note

It should be noted that the response matrix method is not new, having been first studied at least as far
back as 1963 [3]. Since that time, many forms of the method have been introduced under different names
[4], but all of the variants can be categorized as containing k implicitly (as has been done above) or
using forms with both surface and volume response terms. While the latter form is not the focus of this
paper, it has been an important component in nodal methods [5] and remains an active area of research
today [6, 7]. For the implicit-k form, most subsequent studies typically focused on low order expansion
or otherwise limited techniques for generating the response matrices. The more recent coarse mesh
transport work cited has developed independently, and the iterative methods used to solve the equations
can be interpreted as a matrix-free variant of the power method described in the following section.
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2. SOLVING THE EIGENVALUE RESPONSE MATRIX EQUATIONS

2.1 Power Iteration Method

The most straightforward approach for solving the eigenvalue response matrix equations is by the power
method. The basic idea is to guess a value of k, and iterate on the current coefficients until converged,
i.e. J(m+1)

− = MR(k)J(m)
− , and where J(m)

− is normalized at every iteration.

A subsequent update of k is needed. By definition, k is the ratio of neutron production to neutron losses,
or

k(n+1) =
F(k(n))J−
L(k(n))J−

, (14)

where F yields the global fission rate, L yields the total loss rate consisting of the global absorption rate
and the net leakage rate at global boundaries, and where both operators are evaluated using the previous
estimate of k [1].

There is at least one other approach for adjusting k within the context of power iterations. A more general
form of the response matrix equation is

MR(k(n))J(m)
− = λJ(m)

− , (15)

where the “current eigenvalue” λ is updated each inner iteration (and is used for current normalization).
When k(n) and J(m)

− approach the solution, λ in general is very close to unity. If R were perfectly
accurate (i.e. based on infinite expansions), then the limiting value of λ is exactly one, but in general,
it is not. The departure of λ from unity can be used as a measure of the expansion accuracy. Given
this relation between k and λ, it is possible to use two initial pairs of k and λ to estimate the value of
k yielding λ = 1 [8]; this has also been done in the coarse mesh framework, noting the equivalence of
λ and the “normalization factor” [9]. However, in this paper we use the previous method because the
ultimate accuracy of the λ-based method is limited by how close λ actually gets to unity.

An extremely simple acceleration technique for k is Aitken’s ∆2 method which has previously been used
in this context [10]. Suppose we have a sequence of estimates for the eigenvalue: k(n−2), k(n−1), and
k(n), which converge to k∗ as n→∞. We define a new sequence k′(n) such that

k′(n) = k(n) − (k(n) − k(n−1))2

k(n) − 2k(n−1) + k(n−2)
. (16)

It can be shown that this new sequence k′(n) converges to k∗ faster than the sequence k(n) for monoton-
ically converging |k(n)|. Moreover, this new update can be used to update the response quantities; used
in this way, Aitken’s becomes Steffensen’s method [11].

2.2 Nonlinear Formulation

The eigenvalue response matrix problem has been recognized as a nonlinear problem since it was first
solved, but it does not appear it has been cast in a form for solution directly by nonlinear methods until
quite recently [12].
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The eigenvalue response matrix equation, k update equation, and L2 normalization of J− can be written
as the nonlinear residual

f(x) =

 (MR(k)− λI)J−
F(k)J− − (kL(k)J−)

1
2J

T
−J− − 1

2

 = 0 , (17)

and the associated Jacobian is defined

f ′(x) =

 (MR− λI) MRkJ− J−
(F− kL) (Fk − kLk − L)J− 0

JT
− 0 0

 . (18)

For R(k) of size m×m, the Jacobian is of size (m+ 2)× (m+ 2). Moreover, after one evaluation of
the response quantities, only the first m+ 1 rows of the (m+ 1)th column of f ′ are not known a priori,
and that unknown column requires only one additional evaluation of the response quantities to allow for
a finite difference approximation of the partial derivatives with respect to k.

2.3 Newton’s Method

Newton’s method [13] solves a nonlinear system via the sequence

s = −f ′(x(n))−1f(x(n)) (19)

where s is the Newton step, and the Newton update is

x(n+1) = x(n) + ls , (20)

with a step length l defined to guarantee a decrease in ||f(x)||2. If a solution x∗ exists, and f ′ is Lipschitz
continuous near and nonsingular at x∗, then Newton’s method is known to exhibit quadratic convergence
[13].

For the nonlinear residual of Eq. 17 and Jacobian of Eq. 18, these constraints appear to be true in practice.
For a standard, non-parameterized eigenvalue problem Ax = λx, Peters and Wilkinson [14] have shown
the associated Jacobian (akin to Eq. 18 without the (m + 1)th column and row) is nonsingular at the
solution if λ is simple (which is true for the dominant mode of interest [15]); however, it does not appear
this is always true for the full Jacobian in Eq. 18, though in practice the conditions for singularity have
not been encountered.

2.4 Inexact Newton and JFNK

An inexact Newton method uses an approximate linear solve for the Newton step by finding s that
satisfies

||f ′(x(n))s + f(x(n))||2 ≤ η||x(n)||2 , (21)

where η is the “forcing term” that may vary at each iteration [13]. The inexact solution of the Newton step
necessarily impacts convergence of Newton’s method, but typically convergence remains superlinear. In
general, any iterative method for a linear system could be used, but we focus on the specific application
of Krylov solvers, yielding Newton-Krylov methods.
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Since solving for s involves only the action of the Jacobian, the Jacobian need not be explicitly formed.
Then Newton-Krylov methods become Jacobian-Free Newton-Krylov (JFNK) methods, which have re-
cently been used in the reactor physics area [16–18], and for which Knoll and Keyes provide an extensive
survey [19].

2.5 Preconditioning JFNK

The key to effective use of Krylov-based solvers is often adequate preconditioning. For JFNK, a precon-
ditioner P is in some way “close” to the Jacobian f ′ but is easier to construct or apply. Moreover, P can
be applied either to the left, yielding the system Pf ′s = −Pf , or to the right by solving f ′Ps̃ = −f and
setting s = Ps̃.

In the numerical studies of the next section, we employ incomplete factorization using an approximate
Jacobian matrix as a left preconditioner. The easiest choice is to use a full Jacobian computed using the
initial guess (which itself has been preconditioned by a single crude power iteration), possibly omitting
the partial derivatives to save on a function evaluation. While this approximate Jacobian requires the
multiplication MR, this is relatively easy to do given the extreme sparcity of M.

3. NUMERICAL EXAMPLES

In this section, we compare the power method to various JFNK solvers using a new code written in C++
with PETSc 3.1.6 [20–22] for the linear algebra and nonlinear solver. The underlying response function
generation is based on 2-d, multi-group diffusion theory, using the discrete Legendre polynomials as
the orthogonal basis in space. The responses are computed on-the-fly for updated values of k, but for
more computationally-intensive local solutions (e.g. by Monte Carlo), pre-computation of the responses
coupled with interpolation is an alternative. All work is performed on a 2.6 GHz AMD Athlon 64 X2
dual core processor, though no multi-threading is used explicitly.

As a test problem, we use the popular two-dimensional IAEA benchmark problem [23]. The problem
is a two-group, quarter-core model of a PWR. Figure 1 shows the fundamental eigenmodes (fluxes) for
both groups as computed using the finite difference solver and placing the reflector material in place
of void regions, as the solver handles only rectangular regions. The corresponding eigenvalue is k∗ =
1.029587866.

3.1 Response Order Convergence

To illustrate the accuracy of various orders of expansions, and to verify the equivalence of the PI and
JFNK methods, the benchmark problem was solved for orders 0 through 4 using the same mesh resolution
for the local problems as used in the benchmark solution on a 17 by 17 grid of coarse meshes. The
corresponding number of unknowns is 172 coarse meshes × 4 faces × 2 groups × (1 + order) current
coefficients, plus one each for k and λ.

Table I provides the k values, associated norms of the nonlinear residual, and the relative error of k
with respect to the benchmark solution. The stopping criterion for both the power method and JFNK
was ||f(x)||2 < 1 × 10−8, which forces convergence of both the eigenvalue and eigenvector. PI inner
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(a) Group 1 eigenmode. (b) Group 2 eigenmode.

Figure 1: Fundamental eigenmode for IAEA problem.

iterations stop when ||Jn+1 − Jn|| < 1 × 10−8, which has worked well for the problems studied. The
nonlinear residual is used with PI for effective comparison of the convergence of each approach. The
k values for PI and JFNK are nearly identical, as expected given their use of the same convergence
criterion.

Table I: Convergence of k for various response function orders. Reference value: k∗ = 1.029587866.

order k (PI) ||f ||2 εrel k (JFNK) ||f ||2 εrel

0 1.024086251 6.6325e-09 5.34e-3 1.024086248 4.5068e-11 5.34e-3
1 1.029656481 8.9222e-09 6.66e-5 1.029656473 1.2677e-10 6.66e-5
2 1.029593274 8.8458e-09 5.25e-6 1.029593267 1.2624e-10 5.25e-6
3 1.029588011 8.8288e-09 1.41e-7 1.029588003 1.2087e-10 1.33e-7
4 1.029587937 8.8310e-09 6.90e-8 1.029587929 1.2080e-10 6.12e-8

The computational time for the reference solution (no acceleration) yielding k of the same accuracy as
the fourth order expansion was 48.32 seconds, using a set of PETSc solver and preconditioner parameters
that produced a best time. The corresponding unaccelerated PI and unpreconditioned JFNK times were
10.12 and 6.94 seconds, respectively. For the relatively simple local problems at hand, it is not surprising
that the response matrix approaches can perform better than a straightforward finite difference solver;
however, for local problems with many more variables in space, angle, or energy, on-the-fly computation
can be expected to perform poorly.

3.2 Power Iteration and Acceleration

Here, we study PI and PI accelerated with Steffensen’s method for the same problem with four times
as many coarse meshes (of quarter the size) for order 4, i.e. 26994 unknowns. For this case, the inner
iteration check was not used, and instead, 700 inner iterations were performed per outer iteration. This
was faster than using the check (and moreover, Steffensen’s method becomes erratic due to what likely
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is stagnation in the k series—from experience, k converges faster than the vector).

For each outer iteration, k, λ and ||f ||2 are provided along with wall time for each method in Table
II. Steffensen’s method reduces the number of outer iterations by one, corresponding in this case to a
savings of roughly 6 seconds. While the method is very easy to use, it can become unstable, and any
robust implementation should account for this in some way. Moreover, Steffensen’s method could also
be used on the eigenvectors, though this was not investigated. PETSc’s logging feature was used to assess
the time usage of the algorithms. In both cases, by far the majority of the time was spent in PETSc’s
matrix-vector multiplication routine, as expected.

Table II: Convergence of PI and PI with Steffensen-acceleration for 4th order expansion.

PI PI+S
it k λ ||f ||2 k λ ||f ||2
1 1.028256024 1.003306278 2.3e-02 1.028256024 1.003306278 2.3e-02
2 1.029554318 1.000147431 1.0e-03 1.029554318 1.000147431 1.0e-03
3 1.029607757 1.000006008 4.2e-05 1.029610051 1.000006008 4.5e-05
4 1.029609848 1.000000194 1.7e-06 1.029609933 0.999999944 1.0e-07
5 1.029609924 0.999999966 6.1e-08 1.029609927 0.999999957 5.9e-09
6 1.029609927 0.999999958 2.0e-09 n/a n/a n/a

t (s) 28.73 22.83

3.3 JFNK and Preconditioning

For the same (larger) problem, JFNK was used with and without a preconditioner and with an initial
guess from a single power iteration. The preconditioner operator is an approximate Jacobian that uses
values from the initial guess, without computing the partial derivatives with respect to k. This matrix is
constructed only once, and some level of incomplete factorization is used thereafter to approximate the
preconditioning process. Here, ILU(p) is used, where p determines the level of fill-in in L and U beyond
the nonzero entries already in the original matrix. In all cases, GMRES(30) is used [13]. Other Krylov
methods could be used, but many would require an additional Jacobian-transpose operation that has yet
to be implemented.

Table III shows the the final residual norm and k for JFNK without preconditioning and with ILU(0),
ILU(1), ILU(2) and ILU(3). Also shown are the number of linear solver iterations. All runs used 3
nonlinear iterations and achieved the same k = 1.029609927.

The preconditioners have a significant impact on the number of linear solver iterations, and hence on the
computational time. As expected, a greater fill-in level yields a greater reduction in the iteration count,
though at a slightly higher construction and application cost. For this problem, ILU(2) was optimal,
though this is likely problem-dependent.

Comparing JFNK to PI, unpreconditioned JFNK performs just slightly better than PI and slightly worse
than accelerated PI. However, all of the preconditioned JFNK trials performed significantly better than
the PI trials.
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Table III: Convergence of JFNK.

||f ||2 lin. it. time (s)

JFNK 1.55e-11 356 25.48
JFNK+ILU(0) 3.52e-12 95 14.08
JFNK+ILU(1) 4.39e-12 73 13.78
JFNK+ILU(2) 2.80e-12 50 13.43
JFNK+ILU(3) 3.88e-12 41 14.41

4. CONCLUSION

This paper has described the response matrix method and several possible solution techniques. In par-
ticular, the classical approach of power iterations (with acceleration) was discussed and implemented.
Additionally, the response matrix equations were cast into nonlinear form, and the Jacobian was derived.
Tests using JFNK methods with and without ILU(p) preconditioning were performed, and preconditioned
JFNK was found to outperform PI by nearly a factor of two.

Future work will investigate matrix-free preconditioners for the JFNK methods based on classical eigen-
solvers like the power method or inverse iteration. Additionally, a move toward other response generation
engines (full transport approximations) and 3-d will be required to assess the method for more realistic
reactor simulation. Finally, a move toward a parallel implementation will be required for large-scale
analyses; this should be greatly facilitated by the code’s use of PETSc.
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