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ABSTRACT

The use of nonlinear iterative methods, Jacobian-Free Newton-Krylov (JFNK) in particu-
lar, for solving eigenvalue problems in transport applications has recently become an active
subject of research. While JFNK has been shown to be effective for k-eigenvalue problems,
there are a number of input parameters that impact computational efficiency, making it dif-
ficult to implement efficiently in a production code using a single set of default parameters.
We show that different selections for the forcing parameter in particular can lead to large
variations in the amount of computational work for a given problem. In contrast, we employ
a nonlinear subspace method that sits outside and effectively accelerates nonlinear iterations
of a given form and requires only a single input parameter, the subspace size. It is shown
to consistently and significantly reduce the amount of computational work when applied to
fixed-point iteration, and this combination of methods is shown to be more efficient than
JFNK for our application.

Key Words: neutron transport, discrete ordinates, k-effective, nonlinear methods, negative
flux fixup

1. INTRODUCTION

While the spatially discretized, multigroup SN transport equations are linear, the negative flux
fixup (NFF) technique that is commonly used to compute fluxes that are everywhere-positive is a
nonlinear procedure. It is natural to apply a Newton-Krylov method for such computations [1, 2]
because the nonlinearity of the fixup operator precludes the use of Krylov iterative methods,
which are known to be efficient for fixed-source SN calculations [3]. Eigenvalue problems, on the
other hand, are essentially nonlinear even when fixup is not used. Taking such a viewpoint has
led to recent investigations into the use of Newton’s Method and its more computationally effi-
cient Newton-Krylov variants for k-effective calculations [4–7]. The usual questions concerning
convergence of nonlinear problems apply to these problems. However, a wide range of numerical
experiments detailed in the literature indicate that reasonable choices for the initial guess result
in rapid convergence to the correct solution and, in the case of k-eigenvalue problems, to the
fundamental mode.

Jacobian-Free Newton-Krylov (JFNK) methods, in particular, were shown to be computationally
efficient for k-eigenvalue problems. Associated with JFNK is an inner Krylov iteration, nested
within the outer Newton’s Method iteration. Strategies for controlling the effort applied during
the inner iterations can impact computational efficiency. The most efficient approach is likely
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to be problem dependent, making it difficult to implement efficiently in a production code using
a single default strategy. We explore several strategies that impact the computational effort
necessary to solve a given k-eigenvalue problem. On occasion, NFF is employed, adding further
nonlinearity to the k-eigenvalue problem.

In contrast to JFNK, we have also applied a nonlinear subspace projection method that is
effective in improving the convergence rate of simple fixed-point iteration and requires only
a single input parameter, the subspace size. This method, first presented in [8], is described
and compared with JFNK and to standard fixed-point iteration. The method is shown to be
more computationally efficient than JFNK even when the inner iteration solution strategy is
intelligently chosen for the problem of interest.

2. MATHEMATICAL FORMULATION

The steady-state, Boltzmann transport equation can be written in general as

Ω̂ · ∇ψ(~r,E, Ω̂) + σ(~r,E)ψ(~r,E, Ω̂) =

∫
dE′

∫
d~Ω′ σs(~r,E

′ → E, Ω̂ · Ω̂′)ψ(~r,E′, Ω̂′)

+

∫
dE′ ν(~r,E)σf (~r,E′ → E)φ(~r,E′) +Q(~r,E, Ω̂).

(1)

Application of a multigroup representation in energy, a discrete ordinates approximation in angle
with quadrature over the unit sphere, a spherical harmonics expansion of the scattering term,
and some as yet unspecified spatial discretization yields a matrix equation of the form

L~ψ = M(S + F)~φ+ ~q, (2)

where ~ψ is the vector of angular flux unknowns and ~q is a volume and/or boundary source.
The vector ~φ represents all the flux moments required by the spherical harmonic expansion of
the scattering cross section used in the scattering term. The flux moments are computed by
integrating over all angles in the discrete ordinates quadrature, an operation represented by

~φ = D~ψ. (3)

2.1 Negative Flux Fixup

Fixed-source transport problems are usually solved by writing Eq. 2 in terms of the scalar flux
moments only. This can be done by formally inverting L and operating on Eq. 2 from the left,
first with L−1 then with D, to get

~φ = DL−1M(S + F)~φ+ DL−1~q. (4)

The operator L, or its inverse, is too large in typical applications to be formed explicitly;
rather, the action of L−1 is applied to a vector of angular fluxes using an “SN sweep.” The
SN sweep is conducted by following the path of each discrete ordinate through the mesh and
computing the angular flux one cell at a time, using angular fluxes from upwind cells that have
been previously computed. In the course of the SN sweep it is possible that, due to an unrefined

2011 International Conference on Mathematics and Computational Methods Applied to
Nuclear Science and Engineering (M&C 2011), Rio de Janeiro, RJ, Brazil, 2011

2/13



Nonlinear Acceleration for SN Transport

spatial discretization and/or Legendre expansion of the scattering kernel, negative angular fluxes
might result. Negative flux fixup operates by setting any negative fluxes in a cell to zero and
renormalizing the other fluxes in the cell in an attempt to preserve particle balance. Negative
flux fixup introduces a nonlinearity because the SN sweep now depends on the flux vector, an
operation symbolized by L̃−1.

2.2 k-Eigenvalues

The k-eigenvalue problem is formulated by dividing the fission term in Eq. 2 by the eigenvalue,
k, and dropping the source term to yield the homogeneous equation

L~ψ −M(S +
1

k
F)~φ = 0. (5)

The physical interpretation of k is that the fission rate is “adjusted” such that the rates of
particle leakage and absorption are exactly balanced by the rate at which particles are produced
through fission. The minimum fission rate for which this occurs is when the solution ~φ to Eq. 5
corresponds to the eigenvalue k that is largest in magnitude.

This equation can be recast as a standard eigenproblem of the form

k~φ = P~φ, (6a)

where
P = (I − DL−1MS)−1DL−1MF. (6b)

Together with an expression by which to update the eigenvalue k, this problem can be solved
with the power iteration

~φz+1 =
1

kz

P~φz (7a)

kz+1 = kz

~ETF~φz+1

~ETF~φz

. (7b)

The update expression for k involves an operator ~E that represents a weight sum over all spatial
degrees of freedom. It can be simply a vector of ones so that every unknown in the domain is
given equal weight or it can represent an integral over volume, computing cell-wise quantities
and weighting them by cell volume in the sum. Alternatively, the Implicitly Restarted Arnoldi
Method (IRAM) can be used to find one or more eigenmodes of Eq. 6 possessing certain desired
properties, such as those modes that correspond to the largest few eigenvalues [9].

Every outer iteration, either power iteration or the IRAM, requires application of the operator
P, which can make this approach computationally inefficient because one or more layers of
nested iteration are needed to invert (I − DL−1MS) at every outer iteration. For efficiency,
then, an “inexact power iteration” is typically employed in which a splitting of the operator is
introduced to eliminate one or more of the nested iterations [7]. The simplest splitting involves
a single sweep for every energy group in which the scalar flux is lagged

~φz+1 = DL−1M(S +
1

kz

F)~φz ≡ P(kz)~φz . (8)
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This iteration is a nonlinear fixed-point iteration because the operator P(k) is a function of
the eigenvalue. If NFF is used, L̃−1 replaces L−1 in P(k), introducing an additional level of
nonlinearity. The operator P(k, φ) is now a function of both the eigenvalue and the flux. There
are no formal proofs of convergence (to the fundamental mode or otherwise) for this fixed-point
iteration, but experience indicates that it is robust.

3. ITERATIVE METHODS

Denoting both the nonlinear operators P(k) (without NFF) and P(k, φ) (with NFF) with the
same symbol P̃, Eq. 8 can be rewritten as a standard nonlinear fixed-point, or Picard, iteration
of the form

~uz+1 = ~uz − ~F (~uz), (9)

in which

~u =

[
~φ
k

]
, ~F (~u) =




(I − P̃)~φ

k − k
~ETFP̃~φ

~ETF~φ



 .

While physics-based preconditioners can be used to accelerate this iteration, algorithmic and
computational efficiency may be improved with more sophisticated nonlinear iterative tech-
niques. We describe two such methods in this section.

3.1 Jacobian-Free Newton-Krylov

Newton-Krylov (NK) methods combine Newton’s method with an inner Krylov iterative method
to solve the Newton correction equations. In effect, NK allows one to exploit the advantageous
convergence properties of Krylov iterative methods in solving nonlinear problems to which they
cannot be directly applied. Newton iteration solves the equation ~F (~u) = 0 for ~u, where ~F is
generally a nonlinear operator. The iteration takes the form

J(~uz) · ~δuz = ~F (~uz) ≡ ~Fz (10a)

~uz+1 = ~uz − ~δuz (10b)

where, at iteration z, J(~uz) ≡ ~F ′(~uz) is the Jacobian with individual elements given by

Jij =
∂Fi(~u)

∂uj

. (10c)

Direct inversion of the Jacobian is generally prohibitively expensive, therefore in practice the
action of the inverse of J(~uz) is often approximated by solving the linear system in Eq. 10a with
a Krylov iterative method.

Krylov methods only require the application of the operator J(~uz) on a sequence of vectors
supplied by the Krylov method during the course of solving the linear system. This makes
forming and storing the Jacobian unecessary, which may itself be computationally demanding,
if not impossible. It is therefore desirable to approximate the action of the Jacobian on a vector,
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~v, as requested by the Krylov method. The Jacobian-Free approach [10, 11] can be used to
accomplish that with the approximation

J(~u) · ~v ≈
~F (~u+ ǫ~v) − ~F (~u)

ǫ
, (11)

which is first order in ǫ. Because ~F (~u) is computed in the outer iteration to check convergence,
only a single function evaluation, ~F (~u+ ǫ~v), is needed to compute the action of the Jacobian at
each inner Krylov iteration. In order to avoid “over solving,” which may actually be detrimen-
tal to performance [12], the tolerance for this iteration, ηz, known as the “forcing parameter,”
is generally taken to be larger than the tolerance for the Newton iteration. Various strate-
gies are available for choosing the forcing parameter, with the idea of obtaining good overall
computational efficiency without adversely affecting convergence of the outer iteration.

3.2 Subspace Projection Acceleration

A method for accelerating fixed point iteration is presented in [8] whereby the action of the
inverse of the Jacobian on certain subspaces can be inferred by examining differences from one
iteration to the next.

If at iteration z one has stored the last s + 1 vectors ~uz, . . . , ~uz−s and the residuals at those
vectors ~Fz, . . . , ~Fz−s, then one has access to the differences

~vz := ~uz−1 − ~uz, ~vz−1 := ~uz−2 − ~uz−1, . . . , ~vz−(s−1) := ~uz−s − ~uz−(s−1)

and the differences

~wz := ~Fz−1 − ~Fz , ~wz−1 := ~Fz−2 − ~Fz−1, . . . , ~wz−(s−1) := ~Fz−s − ~Fz−(s−1).

If the residual function ~F were linear, then the Jacobian would be constant and one would
have J−1 ~wi = ~vi. Further, if the ~wi vectors are linearly independent, then any vector in Wz :=
span{~wz , . . . , ~wz−(s−1)} can be uniquely represented using a linear combination of the ~wi vectors,
and one may compute J−1 acting on such a vector as

J−1 ~w = J−1
z∑

i=z−(s−1)

αi ~wi =

z∑

i=z−(s−1)

αiJ
−1 ~wi =

z∑

i=z−(s−1)

αi~vi. (12)

The method then is as follows: Write ~Fz as the sum ~FW
z + ~Fz − ~FW

z , where ~FW
z is the best

approximation within Wz of ~Fz. The coefficients specifying ~FW
z are given by

{αz, . . . , αz−(s−1)} = argmin{α′

z
,...,α′

z−(s−1)
}

∥∥∥∥∥∥

z∑

i=z−(s−1)

α′
i ~wz − ~Fz

∥∥∥∥∥∥
2

(13)

and can be computed via a Cholesky or QR decomposition of the Gramian of the ~wi vectors.
Note that ~Fz − ~FW

z is orthogonal to the subspace Wz. One approximates the action of J−1
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on ~Fz by using equation (12) to compute J−1 ~FW
z and by leaving the portion orthogonal to Wz

(~Fz − ~FW
z ) unchanged. The update is then

~δuz+1 = ~vz+1 =

z∑

i=z−(s−1)

αi~vi + ~Fz −
z∑

i=z−(s−1)

αi ~wi, (14)

where the αi are computed using equation (13), which has a unique solution if the ~wi vectors are
linearly independent. Because there is no theoretical guarantee that the ~wi vectors are linearly
independent, each iteration of the method begins by selecting a linearly independent subset
of the ~wi vectors as follows: Include ~wn. Include ~wn−1 if the angle between it and ~wn is at
least, say, 0.001 radians. Inductively include ~wn−k if the angle between it and the span of the
already included vectors is at least 0.001. Stop when a user prescribed depth of vectors has
been accumulated. Note that for each ~wi vector we store, we also store the associated ~vi vector.
Aside from ensuring that there is a unique solution to Equation (13), this process places more
value in the most recently obtained information about the Jacobian.

The primary difference between this method and JFNK is that JFNK employs an inner loop such
as GMRES to invert the Jacobian thereby solving for the update more accurately, but at added
computational expense. The majority of the computational expense for the subspace projection
acceleration is in forming the s× s Gramian matrix, which requires s2 inner products, and then
inverting it, which is done via Cholesky decomposition in our algorithm. If s is much smaller
than the number of unknowns (which it should be to limit the amount of necessary memory),
then the cost of the inversion is trivial compared to the computation of the residual, which
involves the application of a much larger matrix, therefore the acceleration step is relatively
cheap compared to the residual calculation.

4. NUMERICAL EXPERIMENTS

Numerical experiments measured the necessary computational effort for nonlinear fixed-point
iteration, both with and without acceleration, and JFNK. The problems are solved in two-
dimensional Cartesian coordnates with vacuum boundary conditions on a 12x12 cm problem
domain using triangular S8 Chebyshev-Legendre quadrature. Two perpendicular 6 cm wide
strips of HEU cross the middle of the domain in either direction and the remainder of the domain
(the 3 cm squares in the corner regions) are filled with water. Thirty-group cross-sections were
obtained from LANL NDI data with a P1 anistropic scattering expansion. In particular, we
chose a temperature dependent set containing upscatter for the lower energy groups. Results
were generated using PARTISN for diamond difference (DD) and linear discontinuous finite
element method (DFEM) spatial discretizations, with and without fixup, on uniform orthogonal
square grids. Results were also generated using Capsaicin, without NFF, on unstructured,
randomized meshes consisting of linear finite elements of three to six nodes. For elements of
four nodes or less, a standard DFEM was employed, while for elements with more than four
nodes a continuous finite element method-based DFEM was used [14]. A reliable measure of
the computational effort in an SN transport code, regardless of the algorithm used, is the total
number of SN sweeps performed during a calculation. This is because the bulk of the computation
is spent in the SN sweeps.

We take the size of the acceleration subspace to be s = 8. Vectors are removed when the
orthogonality of any two vectors in the current subspace is less than 0.001. Convergence of the
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outer iteration was measured by the scaled 2-norm of the residual at iteration z

‖~Fz‖2,s =

√
1

m
(~Fz · ~Fz) ≤ 10−6,

where m is the total number of degrees of freedom in the problem. Convergence of the inner
GMRES(30) iterations for JFNK was determined using the relative residual in the standard
2-norm, ‖~r‖2/‖~Fz‖2 ≤ ηz and we investigated three strategies for setting ηz:

• Scheme 1: ηz = ǫ,

• Scheme 2: ηz = max(min(ǫ, ǫ‖~Fz‖2,s), 10
−5),

• Scheme 3 [13]: ηz = max(min(ǫ, r), 10−5) where

r =

(
‖~Fz‖2,s

‖~Fz−1‖2,s

)α

, α =
1 +

√
5

2
,

with ǫ = 0.1, 0.01, 0.001. The lower bound on ηz of 10−5 on the inner GMRES iterations
corresponds to ten times the outer tolerance, which was taken to be 10−6. We note that there
are many more schemes that were not explored, but the schemes chosen are a good sampling
of the possiblities; namely, we consider (1) fixing the forcing parameter and (2) letting it vary
based on the value of the residual norm, thereby avoiding oversolving initially and tightening the
tolerance as the solution converges. Good initialization is also key to achieving good performance
as well as the correct answer. Here we selected k0 = 1 and φ0 = P̃ ~E where ~E is a vector of ones.

PARTISN results for DD and LD on a coarse mesh with and without fixup for the various
forcing parameters are shown in Tables I and II. It is immediately clear from the results that
the efficiency of JFNK is intimately tied to the choice of forcing parameter, and, for any given
physical scenario, which forcing parameter is more efficient changes with the operator (i.e., the
discretization). It is interesting to note that the additional nonlinearity of the flux fixup does
not change the iteration for ǫ = 0.1, but the iteration becomes considerably more expensive
for smaller choices of ǫ, in general because an additional Newton iteration is required. Also,
when there is no NFF, tightening the tolerance may decrease the number of Newton iterations
required—this is not the case with NFF. This is not surprising as, for a more nonlinear operator,
one would expect oversolving in the first Newton iteration to have a more detrimental impact.
Additionally, in comparing DD with LD (Table I vs. Table II), we see that they are in fairly
good agreement except for scheme 2 with NFF. DD is requiring an additional Newton iteration,
thereby driving up the sweep count considerably. For this additional effort, one gets an additional
4-5 order of magnitude improvement in the final residual, however, JFNK has vastly overshot
the desired tolerance, in this case at noticable computational expense.

In going from LD on an orthogonal mesh (PARTISN, Table II) to a continuous finite element
method-based linear discontinuous finite element method (CFEM-based DFEM) on an arbitrary
polygonal mesh (Capsaicin, Table III), similar trends are observed except for scheme 2, which
sees a huge increase in sweep count when going from ǫ = 0.01 to ǫ = 0.001. Once again, a
large improvement in the residual norm is observed, but the method has achieved a residual
far smaller than that requested at noticeable computational expense. While there may be a
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Table I: PARTISN DD results on a 48 × 48 orthogonal mesh.

Iterations Final

ǫ Outer Innersa Sweepsb k ‖~Fz‖2,s

Without NFF

Scheme 1
0.1 5 3,5,5,5,5 35 0.9785372 4.6 10−7

0.01 3 7,8,8 31 0.9785385 7.7 10−8

0.001 2 11,9 26 0.9785381 4.0 10−7

Scheme 2

0.1 3 6,12,16 42 0.9785386 5.1 10−10

0.01 2 10,14 30 0.9785386 5.6 10−8

0.001 2 13,17 36 0.9785387 1.4 10−7

Scheme 3

0.1 4 3,6,6,7 32 0.9785392 5.8 10−7

0.01 3 7,8,10 33 0.9785386 1.5 10−8

0.001 2 11,9 26 0.9785381 4.0 10−7

With NFF

Scheme 1
0.1 6 3,5,5,5,5 35 0.9786639 4.6 10−7

0.01 3 7,8,8 31 0.9786652 8.8 10−8

0.001 3 11,11,11 41 0.9786652 7.0 10−10

Scheme 2

0.1 3 6,12,15 41 0.9786652 6.2 10−10

0.01 3 10,17,15 50 0.9786652 1.1 10−11

0.001 3 13,17,16 54 0.9786652 6.6 10−12

Scheme 3

0.1 4 3,7,5,8 33 0.9786654 1.1 10−7

0.01 3 7,8,10 33 0.9786652 1.8 10−8

0.001 3 11,11,11 41 0.9786652 7.0 10−10

a The number of inner GMRES(30) iterations at each outer JFNK iteration.
b Total number of SN sweeps, including JFNK initialization.

more appropriate way to pick η for this problem, or the k-eigenvalue problem in general, there
is probably no universally optimal choice that will be efficient in every case. This facts presents
difficulty when implementing JFNK in a production code that needs to behave predicatably and
efficiently using a default set of parameters over a wide range of problem types.

The subspace projection acceleration also requires an input parameter, the subspace size, s,
but in our experience performance of the method is not nearly as dependent on the subspace
size as JFNK is on the forcing parameter. In order to illustrate this, in Table IV we show the
computational effort in terms of the number of SN sweeps as the value of s is increased for
PARTISN DD and Capsaicin. These results illustrate that there is very little dependence on
the subspace size once it is greater than s = 4, and it seems to have stabilized at s = 12. For
the method comparisons in Tables V and VI, we use s = 12.

In Tables V and VI, we compare fixed-point iteration (FP), fixed-point iteration accelerated
with the subspace projection method (FP-A) and JFNK. The JFNK results used a fixed forcing
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Table II: PARTISN LD results on a 48 × 48 orthogonal mesh.

Iterations Final

ǫ Outer Innersa Sweepsb k ‖~Fz‖2,s

Without NFF

Scheme 1
0.1 4 3,5,5,5,5 35 0.9782277 4.2 10−7

0.01 3 7,8,8 31 0.9782289 7.5 10−8

0.001 2 11,9 26 0.9782283 4.0 10−7

Scheme 2

0.1 3 6,12,16 42 0.9782290 5.0 10−10

0.01 2 10,16 32 0.9782290 6.0 10−8

0.001 2 13,17 36 0.9782291 1.5 10−7

Scheme 3

0.1 4 3,6,6,7 32 0.9782296 5.3 10−7

0.01 3 7,8,10 33 0.9782290 1.5 10−8

0.001 2 11,9 26 0.9782283 4.0 10−7

With NFF

Scheme 1
0.1 5 3,5,5,5,5 35 0.9783360 4.2 10−7

0.01 3 7,8,8 31 0.9783372 8.5 10−8

0.001 3 11,11,11 41 0.9783372 5.3 10−10

Scheme 2

0.1 3 6,12,15 41 0.9783372 4.8 10−10

0.01 2 10,17 33 0.9783373 9.4 10−7

0.001 2 13,17 36 0.9783374 9.6 10−7

Scheme 3

0.1 4 3,6,6,7 32 0.9783379 5.4 10−7

0.01 3 7,8,10 33 0.9783372 1.7 10−8

0.001 3 11,11,11 41 0.9783372 5.3 10−10

a The number of inner GMRES(30) iterations at each outer JFNK iteration.
b Total number of SN sweeps, including JFNK initialization.

parameter (scheme 1) with ǫ = 0.01 because we judged this to be most efficient over all results
previously presented. The solution was computed for 3 levels of mesh refinement. The number of
SN sweeps is essentially constant as the mesh is refined, indicating that the algorithm complexity
is independent of the size of the problem. Clearly, the complexity of the SN sweeps will determine
the actual computational effort on a given mesh.

The eigenvalue, k, converges as the mesh is refined, but it converges to a different value depending
on whether or not NFF is being applied. This indicates that the negativities are not a result of
the discretization, for if it were due solely to the discretization then the negative fluxes would
eventually disappear altogether as the mesh is refined. Rather, the negative fluxes are a result
of the P1 anistropic scattering expansion producing a negative scattering source. This suggests
an important philosophical issue that should be addressed in codes for which positive fluxes are
desired. The appropriate and correct approach, it seems, for a given cross section expansion, is
to compute the eigenvalue and eigenvector without NFF and then, if desired, compute a new
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Table III: Capsaicin CFEM-based DFEM results on a 48 × 48 unstructured mesh.

Iterations Final

ǫ Outer Innersa Sweepsb k ‖~Fz‖2,s

Scheme 1
0.1 5 3,5,5,5,5 40 0.9787009 4.4 10−7

0.01 3 7,8,8 34 0.9787009 9.0 10−8

0.001 2 11,10 29 0.9787019 3.7 10−7

Scheme 2
0.1 3 6,12,19 58 0.9787011 5.4 10−10

0.01 2 10,30 48 0.9787003 2.4 10−7

0.001 3 13,53,17 95 0.9787010 7.5 10−11

Scheme 3
0.1 4 3,8,8,14 47 0.9787010 8.1 10−8

0.01 3 7,11,14 43 0.9787010 4.0 10−10

0.001 2 11,14 33 0.9787011 8.1 10−8

a The number of inner GMRES(30) iterations at each outer JFNK iteration.
b Total number of SN sweeps, including JFNK initialization.

Table IV: Computational effort for a range of subspace sizes, s.

Partisn-DD-NFF Capsaicin
s SN Sweepsa k SN Sweepsa k

0 76 0.9786635 76 0.9786996
1 36 0.9786628 37 0.9786977
2 25 0.9786631 26 0.9786700
3 24 0.9786621 24 0.9786974
4 23 0.9786652 23 0.9787012
6 22 0.9786640 22 0.9786997
8 20 0.9786632 20 0.9786984

10 20 0.9786667 20 0.9787021
12 19 0.9786671 19 0.9787025
14 19 0.9786672 19 0.9787026
16 19 0.9786671 19 0.9787025
18 19 0.9786671 19 0.9787025
20 19 0.9786671 19 0.9787025

a Total number of SN sweeps, including initialization, for each
solution algorithm.
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Table V: Mesh refinement for PARTISN DD with scheme 1, ǫ = 0.01.

Sweepsa k
Mesh FP FP-A JFNK FP FP-A JFNK

Without NFF
48 × 48 76 19 31 0.9785369 0.9785404 0.9785385

240 × 240 76 19 31 0.9786939 0.9786975 0.9786956
480 × 480 76 19 31 0.9786988 0.9787024 0.9787005

With NFF

48 × 48 76 19 31 0.9786635 0.9786671 0.9786652
240 × 240 76 19 31 0.9788225 0.9788261 0.9788242
480 × 480 76 19 31 0.9788275 0.9788311 0.9788292

a Total number of SN sweeps, including initialization, for each solution algorithm.

Table VI: Mesh refinement for Capsaicin CFEM-base DFEM with scheme 1, ǫ = 0.01.

Sweepsa k
Mesh FP FP-A JFNK FP FP-A JFNK

Without NFF

48 × 48 76 19 33 0.9786996 0.9787025 0.9787009
240 × 240 76 19 34 0.9787005 0.9787039 0.9787008
480 × 480 76 19 33 0.9787005 0.9787039 0.9787022

a Total number of SN sweeps, including initialization, for each solution algorithm.

scalar flux using

~φ′ = DL̃−1M(S +
1

k⋆
F)~φ⋆

where ~φ⋆ and k⋆ are the converged eigenmode and eigenvalue, respectively.

5. CONCLUSIONS

Fixed-point iteration with subspace projection acceleration has been shown to be more com-
putationally efficiency than JFNK and (unaccelerated) fixed-point iteration for k-eigenvalue
problems. This result is likely to be problem-dependent, and there may be problems for which
JFNK is more efficient for a given forcing parameter scheme that is optimally chosen to avoid
oversolving. However, the fact that the subspace projection acceleration has a single input
parameter—the size of the subspace—to which it is relatively insensitive makes it particularly
appropriate for use in production-level SN transport applications.
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