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ABSTRACT 

 
The parallel algorithm of the MOCFE solver in UNIC is tested on up to 65,536 MPI processes of 

Blue Gene/P. Results of strong and weak scaling studies with respect to space and angle on a 

representative two-dimensional VHTR problem are presented. All tests are for unpreconditioned 

GMRES calculations with fixed iterative improvement and upscattering iteration settings thus they 

only measure the effective parallelization of the sweep algorithm. The results indicate that parallel 

scalability is penalized when spatial domain decomposition is utilized, but it should be acceptable 

given the ability of the method to utilize high processor counts and maximize parallelization of the 

work. Additional calculations using multiple sub-domains demonstrate that load balancing is a 

substantial problem that requires additional research. Future work is focused on building an 

efficient spatial multigrid preconditioner with considerations of energy parallelization for the 

MOCFE solver and optimizing the spatial domain decomposition. 

 

Key Words: Method of Characteristics, Parallel computing, GMRES. 

 

1. INTRODUCTION 

 

UNIC is the neutronics component of the massively parallel, multi-physics SHARP (Simulation 

for High-efficiency Advanced Reactor Prototyping) framework under development at Argonne 

National Laboratory [1-5]. In addition to a second-order spherical harmonics solver PN2ND [2] 

and a discrete ordinates solver SN2ND [3], UNIC contains a method of characteristics (MOC) 

solver MOCFE [4-5]. The method of characteristics [6-8] has been widely used in the past for 

two-dimensional lattice calculations due to its geometrical flexibility and its high degree of 

space-angle accuracy [9-11]. Our short-term intent for MOCFE is to use it as part of a new cross 

section generation scheme where space-energy self-shielding is rigorously accounted for, similar 

to the technique demonstrated with much success in the DeCART code [12-13]. The long-term 

goal for MOCFE is to use high performance computing machines to facilitate more accurate fuel 

cycle and dynamics solution capabilities where rigorous three-dimensional unstructured 

modeling in the MOC equations are used. To accomplish such a goal, one must assume that 

sufficient parallel computing resources are available. 

 

At this time, very little published results are available for the application of MOC beyond a few 

hundred processors [14-15] including our own previous development attempts [4]. Further, 

relatively few studies have been carried out with parallel algorithms for MOC designed to be 

usable at the thousands of processor level [16-17]. Argonne has participated significantly in the 

development of codes applicable to high performance computing (HPC) machines for well over 

ten years and although work had not specifically been done on neutron transport until the past 4-
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5 years, the knowledge base of how-to-do with regard to parallelism has proven invaluable for 

the MOCFE development. To date, our development team has had good success making the 

second-order discrete ordinates method in SN2ND [3], a relatively unused methodology, into a 

HPC capable solver to facilitate both homogeneous and heterogeneous deterministic calculations 

for ZPR-6 critical experiments. In the work of [3], we demonstrated 95% strong scaling with 

regard to space, 75% strong scaling with respect to angle using a significant fraction of both 

BlueGene/P [18] and XT5 [19] along with 75% weak scaling with respect to angle up to the full 

usage of both machines. With this experience we were confident that MOCFE could be made 

scalable to the same level as SN2ND although the development of an efficient preconditioner 

was less clear. In this paper we present standard scalability results for a MOC eigenvalue 

solution of a two-dimensional very high temperature reactor (VHTR) problem using upwards of 

65,536 MPI processes of the BlueGene/P HPC machine. 

 

2. GOVERNING EQUATIONS FOR MOCFE  

 

A fundamental part of the development of any parallel code is to figure how best to partition the 

vector of unknowns and the work required to solve the system of equations tied to those 

unknowns. Consequently, the philosophy of UNIC is to assume full parallel partitioning in space, 

angle, and energy as outlined in Figure 1. 

 

 
Figure 1. UNIC Parallelization Strategy 

 

While Figure 1 would seem obvious and has been proposed by numerous researchers, many 

parallel code development efforts, including our original approach in 2006, have failed to fully 

understand the implications of assuming such parallelization. The typical consequence is to 

create a tool which only scales to a few thousand processors, such as PN2ND, even though an 

alternative parallelization strategy can allow the same methodology to scale to hundreds of 

thousands, if not millions of processors and thus better facilitate the desired physics modeling of 

a given researcher. The primary success of the SN2ND solver within UNIC was its ability to 

overcome the modeling restrictions of legacy serial transport codes, +300 hour long calculations, 

and conventional parallel SN codes by fully decomposing the space-angle system. While the 

unstructured geometry modeling capability costs more than that incorporated in conventional 

structured geometry tools, it becomes essential if one wants to investigate the impact of strong 

spatial heterogeneities. As a result, the SN2ND solver has proven its worth for many future 
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analysis needs of fast reactor systems where the spatial self-shielding of the cross section data is 

not as important as that observed in thermal reactor systems (i.e. given a very specific approach 

to generating cross section data). We anticipate a similar outcome for the MOCFE solver of 

UNIC except that we want to combine the cross section processing step with MOCFE similar to 

the way DeCART has done. 

 

The derivation for the method of characteristics starts with the within group transport equation 
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This equation can be written for a series of parallel lines or trajectories t that intersect a given 

element e in the domain [20], as depicted in Figure 2, yielding the equation 
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Figure 2. A VHTR block (left), spatially decomposed (center), with overlaid trajectories (right). 

 

From Figure 2, one can see that we assume spatial domain decomposition in MOCFE similar to 

that done for conventional parallel codes. Domain-decomposed parallelism for partial differential 

equations (PDEs) is a natural means of overcoming Amdahl’s law in the limit of fixed problem 

size per processor. Computational work on each evaluation scales as the volume of the (equal-

sized) sub-domains, whereas communication overhead scales only as the surface. This ratio is 

fixed when problem size and processors are scaled in proportion, leaving only global reduction 

operations over all processors as an impediment to perfect performance scaling. In MOC, the 

trajectories at the boundary of each processor’s assigned sub-domain are broken which we term 

trajectory segmentation, and to preserve the serial solution scheme specified by equation 2, the 

flux solution at the end point of each broken trajectory, trajectory segment flux, must be 

communicated to the adjacent processor. Assuming that the trajectories are evenly spaced, an 

equal-sized partitioning of the mesh can yield the same communication to local work 

relationship observed in conventional transport methodologies such as SN2ND. As a final note, 

with conventional domain decomposition shown in Figure 2, one can observe that trajectories 

can be multiply reentrant on a given sub-domain which has serious implications when 

developing a parallel algorithm and parallel sweeping algorithms will suffer significant 



M. A. Smith, A. Marin-Lafleche, W. S. Yang, Dinesh Kaushik, Andrew Siegel 

 

2011 International Conference on Mathematics and Computational Methods Applied to  

Nuclear Science and Engineering (M&C 2011), Rio de Janeiro, RJ, Brazil, 2011 

4/14 

 

performance degradation. As a consequence, we assume a GMRES appropriate algorithm is used 

which eliminates the latency in the parallelization. 

 

To understand the parallel algorithm in MOCFE, we first revisit the serial algorithm. The 

solution of equation 2 is commonly referred to as a transport “sweep” and we can write the serial 

scheme for a single trajectory in a matrix-vector form as 
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Assembling equation 3 over all trajectories and directions we can write a governing equation 

appropriate for a GMRES solver as 

( )L W qϕ− = , (4) 

where W is the within group scattering source operator found in the literature and q  is the out of 

group and fixed source. The solution of equation 2 is in fact the application of the inverse of L to 

equation 4 thus yielding the real governing equation we must solve 

( )1 1I L W L qϕ− −− = . (5) 

It is important to note that most applications do not solve for ϕ , but a change of variable is 

made to use either the element averaged spherical harmonics or discrete ordinates solution. In 

typical algorithms, the 1L q−  operation above would also not be performed because the within 

group scattering source is moved to the right hand side of equation 5 (i.e. source iteration), but 

this turns out to be a necessary extra step when using GMRES. The element averaged discrete 

ordinates change of variable is used in MOCFE to ensure memory scalability and the extra 

derivation steps to convert equation 5 are unnecessary here for understanding the parallel 

algorithm. The reason of course is that all MOC tools fundamentally obtain the flux solution 

specified by equation 5, or more explicitly, the flux solution at every intersection point along 

every trajectory that crosses the domain in all directions. 

 

As mentioned earlier, with spatial domain decomposition, the parallel algorithm must transmit 

the solution at the end of each broken trajectory to the downwind processor. To avoid latency 

related issues with parallelizing 1L− , we assume the outgoing trajectory flux is part of the 

GMRES vector space and thus part of the locally owned part of the vector. Note that the right 

hand side of equation 5 will define “source” terms for the trajectory segment flux moments 

owned on each local process. This obviates the issues associated with multiply reentrant 

trajectories on each subdomain since the flux solution is consistently updated with each GMRES 

iteration (i.e. not a block Jacobi scheme). Compared with a serial algorithm, where only the 
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element-wise averaged flux (PN or SN) is part of the vector space, this constitutes a significant 

increase in the overall size of the vector space and GMRES work. Upon inspection, however, 

this creates purely local work, a fundamental requirement of a scalable algorithm, which 

decreases consistently as the local sub-domain size decreases. The minimal preconditioner for 

equation 5 is derived from a synthetic diffusion system as found in the literature [21,22] and it is 

relatively straightforward to make that system scalable based upon our experiences with SN2ND. 

Unfortunately our current diffusive preconditioner based upon the algebraic collapsing algorithm 

(ACA) broke down for the VHTR problem (small element size and parallelization issues). As a 

consequence, the following results section we present the scalability study on solving the MOC 

equations in MOCFE using unpreconditioned GMRES which is really only a measure of the 

scalability of ( )1I L W−−  and the orthogonalization operation in GMRES. It is important to note 

that when the ACA preconditioner does work it only reduces the number of GMRES iterations 

by at most 33% and itself it accounts for a minor amount of computational effort compared with 

( )1I L W−−  and the GMRES orthogonalization. 

 

3. RESULTS 

 

To carry out a scalability study, we must pick a test problem size that fits within the limits of the 

available parallel machine. In the case of Blue Gene/P, we have a 60 minute restriction on job 

sizes less than 512 MPI processes and a 12 hour limitation on job sizes greater than this. We also 

have a 512 MB to 2048 MB memory limit per MPI process that, combined with the 12 hour time 

limit, restricts the strong scaling study range for most methodologies. As a final constraint, the 

processors on Blue Gene/P are 700 MHz PowerPC processors which have reduced performance 

compared with modern 2.8 GHz processors and thus the problem size at the low end of the 

machine is restricted (i.e. appears slow compared with what can be achieved in serial on a 

conventional PC). As a consequence, doing either spatial or angular strong scalability studies on 

the low end of this machine is difficult because it restricts the size of the problem in either space 

or angle, nevertheless, we present some results for spatial and angular strong scaling here. 

 

The VHTR is one of the systems currently being studied at ANL [23-24]. Given that part of the 

development focus for MOCFE is on thermal reactor analysis, we felt the most appropriate 

problem to work with would be a thermal reactor problem such as the VHTR. Figure 3 shows the 

two-dimensional VHTR geometry we built along with the detail on the finite element mesh. 

 

   
Figure 3. Full Core Two-Dimensional VHTR Problem Chosen for Scalability Study. 
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The cross section data was obtained using DRAGON [25] at 2 group, 4 group, 21 group, and 69 

group levels all of which have been executed to various degrees; however, for scalability studies, 

we are significantly restricted by the 12 hour total job time and thus all results in this paper are 

for the 2 and 4 group levels. Given that we are only going to demonstrate scalability on the 

within group system, these results will be sufficient to demonstrate the capabilities at any of the 

energy group settings. 

 

Ignoring energy, we need to consider strong and weak scaling with respect to space and angle 

decomposition. Given the restrictions on computing time and memory load, we cannot present 

them completely independently on large problems such as that in Figure 2. More importantly, we 

need to consider the consequences of load balance, which for MOCFE, is strongly associated 

with the number of trajectory intersections per process. We have implemented four methods to 

define the trajectories which traverse the domain, termed back projection in the literature, in 

MOCFE: DOMAIN, LOCAL, VOLUME, and FULL. With DOMAIN, only the set of elements 

along the outer problem domain are used to provide the starting set of trajectories. With LOCAL, 

the set of surfaces on each sub-domain are also included while the VOLUME option further 

includes all small volume elements in the mesh, such as the gaps between fuel compacts and 

graphite blocks. With FULL, all elements in the domain are used to define the trajectory starting 

points and one finds that with the same input constraint, FULL yields the largest number of 

trajectories while DOMAIN provides the least. As mentioned above, the scalability is strongly 

dependent upon maintaining an equal load balance and the above schemes all generate different 

distributions of trajectory data as shown in Figure 4. 

 

 
DOMAIN 

 
LOCAL 

 
VOLUME (left) 

FULL (right) 
Figure 4. Variation in the Trajectory Distribution Using Different Back Projection Techniques. 

 

In Figure 4, the trajectories are plotted as lines crossing the problem domain for a given direction 

where the coloring corresponds to the trajectory area on a log scale (all plots have the same 

scale). Also included in Figure 4 are insets of trajectories crossing part of a control block which 

demonstrate that as the back projection is refined, strong striping patterns appear in the ray 

tracing data. Conventional mesh partitioning strategies focus on balancing the volume with the 

surface area such that communication is minimized which is not appropriate for all cases in 

Figure 4. Overall, it is relatively easy to see that the variation in the trajectory distribution will 

require a new approach to decomposing the mesh. While the FULL domain decomposition 
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option should provide the best possible distribution of trajectory data, it is very expensive from a 

computational point of view and has generally been unnecessary in most problems.  

 

This is just one of the very different performance issues to deal with when developing MOC as 

opposed to other methodologies like that in SN2ND. For now, we only consider trajectory 

distributions resulting from the DOMAIN approach where the spacing is set very small (0.01 to 

0.005 cm
2
) such that the trajectory area is relatively flat over the whole domain. In general, this 

does not guarantee an equal number of trajectory intersection points within each sub-domain 

which we have observed to lead to load imbalances when angular decomposition is utilized. To 

overcome this problem, we present results from MOCFE where multiple sub-domains are 

assigned to each MPI process. 

3.1 Single Fuel Block Strong Spatial Scaling 

 

Because the spatial decomposition strategy is the most unique part of the parallel algorithm, we 

begin with it where the single fuel block problem shown earlier in Figure 1 is used. This problem 

was executed using all reflected boundary conditions and all vacuum boundary conditions. Table 

1 shows the spatial strong scaling results of MOCFE based upon the total computational time 

(input+setup+solve+output) for both cases where all angles are assigned to a single MPI process. 

 

Table 1. Spatial Strong Scaling Results for a Single VHTR Fuel Block 

Reflected B.C.s Vacuum B.C.s 
Processors 

Elements/ 

Process Scaling GMRES Scaling GMRES 

1 20044 1.00 681 1.00 320 

2 10022 0.70 1158 0.58 699 

4 5011 0.72 1162 0.56 754 

8 2505 0.67 1239 0.52 822 

16 1252 0.66 1214 0.49 832 

32 626 0.48 1192 0.37 803 

64 313 0.38 1313 0.29 876 

 

In Table 1, there is a considerable difference in the number of GMRES iterations from the 

reflected versus vacuum boundary condition case which is expected because the boundary 

condition is treated as part of the flux solution in MOCFE (i.e. no geometry unfolding). As can 

be seen, strong scaling drops off considerably and it is correlated well with the number of 

GMRES iterations. This performance is noticeably different from a block Jacobi iteration 

algorithm in a conventional sweeping methodology where a steady growth in the number of 

iterations is typically observed followed by a rapid growth regime when the sub-domains 

become optically thin. In this case we observe a relatively flat performance with respect to the 

GMRES iteration requirements after the initial introduction of spatial domain decomposition. 

Further inspection shows that all changes in the number of GMRES iterations, especially the 

initial jump from serial to parallel, is directly associated with the change in the global vector 

space. In serial we only have the element-wise and boundary condition flux moments, 482,592 

space-angle dofs (degree of freedoms), while at the first decomposition level we also have to 

include a single degree of freedom for nearly every trajectory crossing the domain yielding 

718,480 space-angle dofs. While the vector space continues to grow with additional mesh 
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decomposition up to a maximum of 4,305,920 at 64 processors, the per-process vector space is 

consistently reduced thereby allowing the increased parallelism to yield performance gains. At 

some point beyond 64 processors this trend will not continue and we can expect the strong 

scaling to yield negative returns. 

 

The overall performance is observed to be very good until the ratio of surface area to volume 

starts to yield more trajectory segment flux moments per process; at a 64 spatial domain 

decomposition the trajectory segment flux moments account for 90% of the total vector space. 

The degradation in performance happens just beyond the 16 processor decomposition or ~1000 

elements per processor. We note that with ~1000 elements per processor we have observed 

performance drops in both SN2ND and PN2ND, but for MOCFE the breakdown is due to the 

load imbalance (coefficient matrix-vector in GMRES) caused by the surface to volume ratio (i.e. 

not really a function of optical thickness in this case). To demonstrate this, we ran the vacuum 

boundary condition case at five different trajectory area settings and give the results in Table 2 

where scalability is measured with respect to the serial calculation and we only use the total 

solve time (no input, setup, or output operations). 

 

Table 2. Spatial Strong Scaling Results using Different Trajectory Densities 

Processors 
Elements/ 

Process 
0.1 cm

2 
0.05 cm

2 
0.01 cm

2 
0.005 cm

2 
0.001 cm

2 

Total T 2304 4992 21888 46464 76800 

I/E/D 4 8 35 74 122 

1 20044 1.00 1.00 1.00 1.00 1.00 

2 10022 0.66 0.69 0.82 0.84 0.83 

4 5011 0.55 0.68 0.86 0.67 0.68 

8 2505 0.61 0.80 0.86 0.80 0.81 

16 1252 0.67 0.75 0.89 0.90 0.79 

32 626 0.49 0.61 0.67 0.72 0.68 

64 313 0.39 0.48 0.55 0.60 0.59 

 

In Table 2, the scalability is tabulated with respect to the input trajectory area limit which yielded 

the total number of trajectories (“Total T”) and average number of intersections per element per 

direction (“I/E/D”). From the scalability numbers one can see that the coarsest settings for the 

trajectory densities have much poorer scalability than the finer density settings. Close inspection 

of the results shows that this is partly due to the short execution time (less than 3 seconds for 

0.1cm
2
 on 64 processors) and the variance in the actual number of intersections occurring on 

each process. In short, 4±2 I/E/D can cause a load balance issue while 74±2 I/E/D generally does 

not. The consistency of the scalability (e.g. 2, 4, 8 leads to 0.84, 0.67, and 0.80, respectively) can 

also be traced back to a problem with the load balancing in I/E/D. While the numbers for a single 

VHTR block are not that significant, a typical full core geometry has large variations in the mesh 

density which can yield large variations in the number of intersections per process.  

 

In summary, we have found that the breakdown in scalability does not consistently occur at 

~1000 elements per process because it is a function of the domain and meshing itself rather than 

a specific per process limitation. However, scalability is still limited by the common volume to 

surface area ratio in PDE solvers since the typical trajectory density and meshing element size 
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are rarely pushed to extreme levels. Or, the average finite element surface area is a small 

multiple of the average trajectory area leading to 10-50 intersections per element per direction 

rather than 1 or >>10,000. 

3.2 Full Core VHTR Strong Spatial Scaling 

 

We also executed calculations on a full core VHTR problem, the base mesh for which was shown 

in Figure 3 and contains ~2.6 million elements. Using the DOMAIN back projection technique 

typically yields 100,000 to 500,000 trajectories per direction. Completing a serial calculation of 

such a problem is not possible with the existing time constraints on Blue Gene/P. More 

importantly, one cannot justify the prohibitively large computational effort when more than 2 

groups are used. If we assume that fine mesh solutions of large two- or three-dimensional 

problems with MOC are unobtainable with serial methodologies, then we must suffer the 

expense of having to perform more GMRES iterations due to the larger problem size that occurs 

as a result of the parallel decomposition (barring the existence of a better parallel algorithm). 

Because of the significant amount of computational effort required to load and distribute the 

mesh (currently not scalable), we only consider the total solve time from this point forward 

noting that the ray tracing and various other setup operations are small components of 

computational effort that have been observed to scale well. 

 

Table 3 gives the spatial strong scalability numbers for the full core problem where only two 

angles are assigned to a given process and each calculation has ~2.4 million trajectories (3.9 

billion intersections).  

 

Table 3. Spatial Strong Scaling Results for the VHTR Core Problem 

Scaling for D subdomains per process Spatial 

Decomposition 

Elements  

per Process D=1 D=2 D=3 D=4 

128 19531 1.00 1.00 1.00 1.00 

256 9765 1.13 1.01 0.85 0.93 

512 4882 1.39 0.87 0.78 1.04 

1024 2441 1.14 0.98 0.68 0.96 

2048 1220 1.15 0.82 0.51 0.78 

 

As can be seen from Table 3, the strong scaling in space is generally consistent with the set of 

numbers in Table 2 if the scaling numbers were recalculated with respect to a two processor 

decomposition. Once again we see a high variability in the performance and we note that the 128 

decomposition with one subdomain took an excessive amount of computational time to yield 

such good numbers (load balance). Given the trajectory area setting (0.005 cm
2
) and the number 

of elements per process, we can estimate that the spatial strong scaling is between 70 and 80% 

from the serial calculation point at the 2048 processor decomposition on this problem. This is 

more than an acceptable result and should be sufficient to demonstrate that the methodology 

itself is scalable, although there are likely ways to improve the results. 
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3.3 Full Core VHTR Strong Angle Scaling 

 

We next consider strong scaling by angle given in Table 4. Based upon the preceding results, we 

chose to use a 512 processor decomposition in space and give results for 16 total angles and 2.4 

million total trajectories (3.9 billion intersections) where we again include results for multiple 

sub-domains assigned per process. 

 

Table 4. Angular Strong Scaling Results for the VHTR Core Problem 

Strong Scaling for “D” Sub-domains per Process Angle 

Decomposition D = 1 D = 2 D = 3 D = 4 D = 5 

1 1.00 1.00 1.00 1.00 1.00 

2 0.98 0.98 0.98 0.99 0.99 

4 0.91 0.94 0.95 0.96 0.96 

8 0.90 0.93 0.95 0.94 0.94 

16 0.57 0.47 1.28 1.10 0.56 

 

In Table 4 we can see the scalability is relatively flat up to the point when maximal 

decomposition by angle is used. In some cases there is a drop off in performance while others 

there is a large jump in performance. The expected outcome at full angle decomposition is a 

severe drop in performance which is not a consequence of the parallel algorithm, but a specific 

issue with the implementation of the “sweeping” algorithm. The MOC code intentionally 

organizes the angular cubature such that it always assigns both the forward and backward 

direction to a given processor. In the “sweeping” algorithm, the exponentials are only calculated 

for the forward direction where the calculated results are stored and used for the backward 

direction. As one would expect, this reduces the computational effort significantly and when only 

a single angle is assigned per process, this advantage is lost and additional work has to be 

performed on the two processors; hence bogus scalability numbers. While the computational 

expense and impact of the “sweeping” scheme may be reduced if we switch from using 

exponential calculations to the more common table lookup approach, it is more than likely that 

the performance will always be better when both the forward and backward directions are 

assigned to a given process.  

 

For those cases in Table 4 where the scalability was much improved with full angle 

segmentation, the total number of GMRES iterations is observed to drop substantially. This 

should not happen since parallelization of the angular variable will not yield a different 

discretization.  However, in MOCFE, the back projection algorithm was built to be scalable and 

full angle segmentation can generate slightly different trajectory data. While the answer is 

indistinguishable and the total number of trajectories is almost so, the movement of the 

trajectories can alter the communication pattern and work load and clearly affect the convergence 

behavior. In general, we expect the full angle segmentation case to be unreliable and we 

“scratched” the scalability results in the table since we cannot consider them to be fundamentally 

derived from the part of the parallel algorithm of interest in this manuscript. 

 

Focusing on the remaining performance numbers in Table 4, we can see that we have about 90% 

scalability at the 8 processor decomposition point (total of 4096 MPI processes). Noting that the 
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settings for both Tables 3 and 4 are identical (i.e. angle and trajectory area), this indicates that the 

algorithm has 70-80% strong scaling in space-angle at 16,384 MPI processes. Unlike the spatial 

strong scaling, the angular strong scaling does not appear to be affected as much by the number 

of subdomains per process as seen in Table 3. This is because the per process work is derived 

from the spatial decomposition and not the angular decomposition (i.e. the trajectory data is not 

changing, only the local work and communication).  

3.4 Full Core VHTR Weak Scaling 

 

While strong scaling is important to ensure efficient usage of the parallel machine, weak scaling 

is generally more important since significant refinement in both space and angle are necessary 

with respect to the preceding results. Weak scaling in angle is generally straightforward and a 

good parallel transport algorithm should show no performance penalty. While this does not 

guarantee that any parallel algorithm will have good weak scaling in angle, it merely indicates 

that the spectral radius of the system will not be significantly altered, which is the concern with 

spatial weak scaling. Table 5 summarizes the weak scaling in angle performance of MOCFE on 

the full core VHTR problem where we used a spatial domain decomposition of 512 with 3 

subdomains per process.  

Table 5. Angular Weak Scaling for the VHTR Core Problem 

Angles 

2π 

MPI 

processes 
Trajectories GMRES Scaling 

16 4,096 2,679,622 9733 1.00 

32 8,192 5,359,244 9852 0.98 

64 16,384 10,718,488 9275 1.00 

128 32,768 21,436,976 9266 0.99 

256 65,536 42,873,952 9826 0.93 

 

We used the Legendre-Chebychev product cubature to vary the number of angles in 2π from 16 

to 256 using the settings 2-8, 4-8, 8-8, 16-8, and 32-8 using upwards of 40% of the Blue Gene/P 

machine where all calculations had two angles assigned per process. We note that this selection 

of the angular cubature is not terribly realistic but was chosen to guarantee that the number of 

trajectories and total intersections would change appropriately. As can be seen, MOCFE achieves 

nearly perfect weak angle scaling all the way up to 40% of the machine and we can infer that the 

strong angle scaling results from Table 5 (90% at 8 decomposition in angle) are likely 

representative of the scalability with a 128 way decomposition. This result is consistent with the 

SN2ND solver although we are not measuring the scalability of the preconditioner in MOCFE at 

this point. 

 

Spatial weak scaling is more difficult to measure with a neutronics code. Given that most 

reactors are of a fixed size, weak spatial scaling would translate to a measurement of mesh 

refinement rather than the conventional terminology of spatial weak scaling. Typical mesh 

refinement studies would start with an unacceptably coarse mesh (not as much of a problem for 

MOCFE as it is for SN2ND) and transition to a very fine mesh (4 to 8 times the number of 

elements) which is problematic since it would contain aspects of a changing spectral radius on 

the within group system. If we alternatively choose to vary the size of the domain, then we have 

to consider the impact of leakage and account for the changing dominance ratio of the system. 
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The final approach would be to use symmetry boundary conditions, but this also affects the 

spectral radius of the within group system especially with our current solver setup and would not 

be a good measure of scalability either. In summary, one would expect all of these approaches to 

result in poor weak scaling without some level of compensation. Nevertheless, since we are only 

focused on the scaling of the coefficient matrix-vector operation (i.e. unpreconditioned 

GMRES), the mesh refinement approach should yield the least convoluted scalability numbers 

and be the most interesting for MOCFE future uses, the results of which are summarized in Table 

6. 

Table 6. Spatial Weak Scaling for the VHTR Core Problem 

Space 

Proc. 

Total 

Elements 
Trajectories 

Time 

(sec) 

Millions of  

Intersections 
GMRES Scaling 

Modified 

Scaling 

512 622,669 304,780 317 125 4611 1.00 1.00 

2056 2,500,079 316,018 228 251 6038 1.39 0.74 

3005 3,653,794 324,918 233 310 6546 1.36 0.59 

5620 6,922,297 332,156 162 430 5478 1.96 0.61 

 

All of the calculations in Table 6 were done using the S2 cubature where 2 angles and three sub-

domains were assigned per process. Two scalability numbers are given, the first of which is the 

typical meaning while the “modified” one is calculated based upon the per process number of 

intersections. To understand the second, note that the number of trajectories per process is 

generally flat, but the number of intersections does not increase proportionally to the number of 

elements. While the parallelization is focused on keeping the total number of elements per 

process nearly flat, and thus GMRES related work, the resulting number of intersections per 

process is clearly not flat. Given that the total computational effort is correlated well to the 

number of intersections, changing the number of intersections per process includes some aspects 

of spatial strong scaling with the targeted weak scaling study. In the modified scaling number we 

calculate the weak scalability based upon the total number of trajectory intersections rather than 

number of elements, although this does not properly account for the effort in GMRES for the 

trajectory segment flux or element-wise flux moments or the changes in communication due to a 

larger processor count. In reality, the true spatial weak scalability should be between the two 

scalability numbers and below 1.0.  

 

4. CONCLUSIONS 

 

The primary focus of this manuscript is to present the parallel scalability results for the MOCFE 

solver of the UNIC code being developed at ANL. In the preceding sections, the parallelization 

strategy was discussed detailing both the governing equation and the philosophy behind the 

parallelization strategy. Scalability studies were performed using a representative VHTR problem 

based upon either 2 or 4 group cross section data derived from DRAGON lattice calculations. 

While all of the scalability calculations are based upon a conventional Chebychev accelerated 

eigenvalue solution scheme (power method), these results should be applicable for the targeted 

focus of MOCFE: provide a three-dimensional analog to the DeCART whole core calculation 

strategy.  

 

Strong scaling studies were performed for a single assembly and the full VHTR core problem 

indicating spatial strong scaling between 70-80% at 2048 processors on the full core problem. 



Method of Characteristics Development Targeting the High Performance Blue Gene/P Computer at Argonne National Laboratory 

 

2011 International Conference on Mathematics and Computational Methods Applied to  

Nuclear Science and Engineering (M&C 2011), Rio de Janeiro, RJ, Brazil, 2011 

13/14 

 

Angular strong scaling of nearly 90% was observed at ~8 angles with +90% scalability inferred 

at the 128 MPI processor level. Combined space-angle strong scaling appears to be between 70% 

and 80% at the 16,384 MPI processor level which can also be inferred to continue up to the 

65,536 MPI processor level and possibly beyond based upon the SN2ND solver capabilities. 

 

Combined, these results indicate that the parallel algorithm implemented in MOCFE holds much 

promise with regard to developing a scalable algorithm. Although all of the preceding results are 

based upon unpreconditioned GMRES and we will invariably use preconditioned GMRES, they 

are sufficient to indicate that the dominate portion of the computational burden of MOC can be 

made scalable although there is a penalty to pay for spatial domain decomposition. The existing 

solver algorithm also needs to undergo an optimization study to eliminate issues such as the use 

of expensive exponential calculations when alternatives (table lookup) are known to exist. 

Finally, additional problems beyond the preceding two-dimensional VHTR problem need to be 

executed to verify that the preceding results are not an aberration. 

 

Overall, we are pleased with the outcome of the current MOCFE solver although we note there is 

a considerable amount of work yet to do before we arrive at a product up to the level of existing 

production tools. With regard to creating a DeCART analog, we are starting to research a 

multigrid preconditioner strategy derived from collision probability to replace the failing ACA 

algorithm. Ideally this approach will allow us to tailor the solution algorithm to the desired 

solution accuracy using the same components and preconditioner for both the short-term and 

long-term needs. 
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