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ABSTRACT 
 

The use of preconditioned Krylov methods is examined as an alternative to the partitioned matrix 

acceleration applied to red-black Gauss Seidel (RBGS) iteration that is presently used in the variational 

nodal code, VARIANT. We employ the GMRES algorithm to treat non-symmetric response matrix 

equations. A preconditioner is formulated for the within-group diffusion equation which is equivalent to 

partitioned matrix acceleration of RBGS iterations. We employ the preconditioner, which closely parallels 

two-level p multigrid, to improve RBGS and GMRES algorithms. Of the accelerated algorithms, GMRES 

converges with less computational effort than RBGS and therefore is chosen for further development.  

 

The p multigrid preconditioner requires response matrices with two or more degrees of freedom (DOF) per 

interface that are polynomials, which are both orthogonal and hierarchical. It is therefore not directly 

applicable to very fine mesh calculations that are both slow to converge and that are often modeled with 

response matrices with only one DOF per interface. Orthogonal matrix aggregation (OMA) is introduced to 

circumvent this difficulty by combining N×N fine mesh response matrices with one DOF per interface into 

a coarse mesh response matrix with N orthogonal DOF per interface. Numerical results show that OMA 

used alone or in combination with p multigrid preconditioning substantially accelerates GMRES solutions. 

 

 

Key Words: Response Matrix, Krylov, Preconditioner, GMRES, Multigrid  

 

 

 

1. INTRODUCTION 

 

The success of Krylov methods for solving sparse matrix equations in a variety of 

engineering disciplines [1] motivated a recent study of their use on the response matrix 

equations found in the variational nodal transport code VARIANT [2-4]. Because 

response matrix equations have nonsymmetric coefficient matrices, the selection of 

solution algorithms is more limited than for standard finite difference or finite element 

diffusion equations for which conjugate gradient algorithms, the most widely used 
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Krylov methods, are employed. In this first application to the VARIANT methodology 

we confine our attention to the within-group diffusion approximation and concentrate on 

the GMRES algorithm, which employs the Arnoldi orthogonal projection technique to 

treat nonsymmetric equations [5]. On several test problems, our initial work indicated 

that GMRES had superior convergence rates compared with the unaccelerated red-black 

Gauss-Seidel (RBGS) algorithm used in VARIANT [6,7]. However, we were unable to 

create an effective preconditioner for the response matrix equations, and without one, 

GMRES requires about the same amount of work units as the existing RBGS when it is 

accelerated by the partitioned matrix technique incorporated in VARIANT.  

 

In what follows, we introduce a preconditioner that strongly parallels two-level p 

multigrid applied to hierarchical functions [8]. For brevity we refer to it simply as p 

multigrid preconditioning. Its formulation is grounded in the unique characteristics of the 

response matrices generated from the variational nodal method [9]. The polynomial basis 

functions associated with each nodal interface constitute hierarchical, orthogonal degrees 

of freedom (DOF), with only the zero-order term transporting net numbers of neutrons 

across the interface. We refer to them simply as orthogonal response matrices. 

Furthermore, we show that partitioned matrix acceleration used in VARIANT is 

equivalent to applying the same p preconditioner to the response matrix equations and 

solving them with RBGS. Thus we are able to apply p preconditioning to both the RBGS 

solution algorithm and the Krylov method implemented as GMRES.  

 

Our application of p multigrid preconditioning is limited to response matrix equations 

with orthogonal interface conditions, such as those derived from the variational nodal 

method. Thus it is applicable to the many situations where the homogenized nodes 

correspond to substantial regions, such as a fuel assembly or significant fraction thereof, 

and require more than one degree of freedom per interface in order to obtain acceptable 

accuracy. A p multigrid preconditioner, however, is not directly applicable to elemental 

nodes having only one DOF per interface and can be quite ineffective in situations where 

each nodes is optically thin, thus causing both Gauss-Seidel and Krylov algorithms to 

converge slowly. To circumvent this difficulty we perform a two step procedure. First, 

we aggregate n n×  fine mesh response matrices with one DOF per interface into a coarse 

mesh response matrix with n piecewise constant DOF per interface. Second, on each 

coarse mesh interface we employ a change of basis to obtain an orthogonal set of 

polynomials. We then apply GMRES both with and without p multigrid preconditioning 

to the resulting coarse response matrices and examine the efficiency of the solutions. 

 

Section 2 first develops required notation and then presents the two-level p multigrid 

preconditioner. The preconditioner is then applied together with RBGS and GMRES to a 

diffusion theory example consisting of homogenized LWR fuel assemblies and a 

reflector. Based on its superior performance, the preconditioned GMRES algorithm is 

chosen for further development. In section 3, the process for response matrix aggregation 

and orthogonalization is set forth. A configuration consisting again of LWR fuel 

assemblies homogenized only at the fuel pin cell level serves as a fine mesh diffusion 

theory example. The gains in efficiency achieved using orthogonalized matrix 
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aggregation both alone and with p multigrid preconditioning are examined. Section 4 

discusses possible directions for future work.  

 

2. PRECONDITIONED KRYLOV AND GAUSS-SEIDEL METHODS 

 

In this section we first display the governing response matrix equations and then 

construct the p multigrid preconditioner. Numerical results then provide comparisons of 

preconditioned RBGS and GMRES convergence properties. 

 

2.1 Response Matrix Equations 
 

Assume a standard Cartesian domain, two-dimensional for this work, where we have 

an N N×  array of nodes, each represented by a response matrix with d DOF per surface. 

For each node  l  we can write a local response matrix equation of the form  

 

 
l l l l l

s+ −= +j R j C , (1) 

 

where 
  
R

l
 is a 4 4d d×  orthogonal response matrix, 

l

−
j  and 

l

+
j  are the partial current vectors 

of length 4d  entering and exiting the node, and 
l l
sC  is the source term. To establish the 

global set of response matrix equations, we write these equations in the uncoupled form: 

 

 + −= +j R j Cs�� , (2) 

where  

 
1 2 3

T T T T T

L

± ± ± ± ± =  j j j j j� ,  (3) 

 

 [ ]1 2 3

T

L
s s s s=s � ,  (4) 

 

 [ ]1 2 3 LDiag=R R R R R� � ,  (5) 

and  

 [ ]1 2 3 LDiag=C C C C C� � .  (6) 

 

We couple the equations using a permutation matrix Π that maps the outgoing currents 

of each node onto the incoming currents of the adjacent nodes:  

 

 − +=j Π j  (7) 

 

The nonzero diagonal elements of Π indicate reflected conditions on the problem 

boundary and are set to zero on vacuum boundaries. The combination of Eqs. (2) and (7) 

yields the global set of response matrix equations:  

 

 [ ] +− =I R j q  ,  (8) 

where 
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 =R RΠ� , (9) 

and  

 =q Cs� . (10) 

 

2.2 Preconditioning with p Multigrid   

 

A left preconditioner is defined by left multiplying the governing equation by the inverse 

of the preconditioner [1]. Thus if we take K as the preconditioner, Eq. (8) is replaced by 

 

 1 1[ ]− + −− =K I R j K q . (11) 

 

Effective preconditioners typically approximate the inverse of the coefficient matrix, 

hence ≈ −K I R , but require many fewer floating-point operations to apply than 

multiplication by the coefficient matrix. We refer to the algorithm presented here as a p 

multigrid preconditioning because it focuses on accurate preconditioning only of the 

zero
th

-order interface terms; the higher-order terms in the orthogonal expansion are left 

unchanged. In the usual multigrid parlance, the restriction and prolongation operators use 

straight injection on the lowest order terms; the higher order terms simply receive an 

identity operation in the preconditioner application. This is expected to be effective 

because of the polynomial orthogonality of the interface terms, or from a physical 

standpoint, because the zero
th

-order terms are the only terms that contribute to net 

neutron leakage.  

 

  We begin by reordering the unknowns in Eqs. (8) and (11) such that the zero
th

-order 

(spatially flat) term from each interface is gathered in α
+

j , while the higher-order terms are 

contained in β
+

j . Thus we have 

 α

β

+

+

+

 
=  
 

j
j

j
, (12) 

 

and correspondingly  

 
αα αβ

βα ββ

− − 
− =  − − 

I R R
I R

R I R
, (13) 

 

and 

 α

β

 
=  
 

q
q

q
. (14) 

 

Using the definitions in Eqs. (12) through (14), Eq.(8) is transformed to 

 

 
αα αβ α α

βα ββ β β

+

+

− −     
=    − −    

I R R j q

R I R j q
. (15) 
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We include only the zero
th

-order terms in the preconditioning matrix, K: 

 

 αα− 
=  
 

I R 0
K

0 I
, (16) 

 

whose inverse is correspondingly 

 
1

1 [ ]αα
−

−  −
=  
 

I R 0
K

0 I
. (17) 

 

Left-multiplying by the preconditioner, as indicated in Eq. (11), then yields 

 

 

1 1[ ] [ ]αα αβ α αα α

βα ββ β β

− + −

+

    − − −
=    

− −    

I I R R j I R q

R I R j q
. (18) 

 

To show the equivalence between employing Eq. (16) as a preconditioner for the 

GMRES solution of Eq. (2) and the partitioned matrix algorithm employed in VARIANT, 

we apply red-black ordering. Defining [ , ]T T T

r bγ γ γ=j j j  and [ , ]T T T

r bγ γ γ=q q q  with ,γ α β= , the 

response matrices can be written as  

 

rb

br

γδ
γδ

γδ

 
=  
  

0 R
R

R 0
 , ,γ δ α β= .                    (19) 

 

Reordering terms, we may write Eq. (18) in the expanded form 
 

 

1
1

1

rb ii rb
rr r

br ii br
bb b

αβ βα αα α

αβ βα αα α

−+

+

         −
= +          −             

0 R jj I R q

R 0 jj R I q
, (20) 

 

 

1 11

1 1

i rb rb ii
r r rr

i br br ii
b b bb

β βα ββ β βα

β βα ββ β βα

+ ++

+ +

          
= + +          

                   

j 0 R 0 R j qj

j R 0 R 0 j qj
. (21) 

 

The superscript i is added to indicate the accelerated RBGS iterative procedure employed 

in VARIANT.  

 

Used in conjunction with either RBGS or GMRES, the inverse of αα−I R  appearing in 

Eqs. (17) and (20) need not be evaluated exactly; it is adequately approximated with a 

few RBGS iterations. Increasing the number of RBGS iterations improves the accuracy 

of the estimate of 1[ ]αα
−−I R , which increases the rate of convergence for the global 

RBGS or GMRES iteration. However, beyond a few iterations, the increase in the 

number of flops per iteration has the net effect of slowing the convergence in terms of 
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computational effort, measured in flops, to achieve acceptable convergence. In all of 

what follows, we approximate 1[ ]αα
−−I R with three RBGS iterations.   

 

2.3 Numerical Illustration  

 

To compare RBGS and GMRES algorithms and evaluate the efficiency of p multigrid 

preconditioning, we have written a prototypical neutron diffusion code. It treats fixed-

source, one-group, two-dimensional problems and is capable of executing both standard 

RBGS and GMRES solution algorithms with or without the p multigrid preconditioner. 

To illustrate performance, we solve the idealized quarter-core problem illustrated in Fig. 

1A. The configuration consists of six homogenized fuel assemblies and a reflector. The 

domain is80 80cm× . The bottom and left boundaries are reflective, and the top and right 

are vacuum. We assumed a uniform source over the fuel assemblies and use the cross 

sections tabulated in Table 1. The dimensions and cross sections roughly approximate the 

fast group in a two-group LWR calculation. 

 

Results for the convergence of the residual L2 norm are presented in Fig. 2. To measure 

the relative efficacy of the methods, we employ work units as a better measure of 

computational effort than iterations. We define a work unit as the number of floating 

point multiplications expended in an unaccelerated iteration. For both RBGS and 

GMRES, a work unit is equal to (4Nd)
2
 floating point multiplications, where N is the 

number of nodes per dimension and d is the number of DOF per response matrix 

interface. The p multigrid preconditioning adds 2/d
2
 and 3/d

2
  work units per RBGS and 

GMRES iteration, respectively. 

 

The successively coarser grid representations are formed with 64×64, 32×32 and 16×16 

nodes, where the response matrices have 1, 2, and 4 DOF per nodal interface, 

respectively.  Thus, for all calculations, Nd=64. The increase in DOF per interface as the 

node size is made larger is required to maintain comparable levels of accuracy. Figure 2 

shows that with both RBGS and GMRES, the p multigrid preconditioner increases the 

rates of convergence significantly and, in some cases, dramatically. The exception is the 

coarse 16×16 grid GMRES result, where the very rapid unpreconditioned convergence 

diminishes the effect of preconditioning. These calculations, as well as those performed 

on other model problems, provide convincing evidence that the Krylov subspace 

technique implemented in GMRES results in significantly improved computational 

performance over what can be obtained using RBGS. As a result, our subsequent efforts 

have been focused on preconditioned GMRES algorithms. 

 

3. ORTHOGONALIZED RESPONSE MATRIX AGGREGATION  

 

As detailed above, the p multigrid preconditioner is only applicable to response matrices 

characterized by orthogonal interface conditions with more than one DOF. Such matrices 

are commonly used in neutron diffusion calculations after homogenization has been 

imposed over optically thick regions, such as a fuel assembly or a substantial fraction 

thereof. Multiple DOF per interface are then required to achieve adequate accuracy. In 

situations where heterogeneity occurs on a smaller scale, such as when homogenization is 
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imposed only at the fuel pin-cell level, response matrices typically are restricted to pin 

cell size nodes. For this study we only consider a single DOF per nodal interface. 

Experience with such systems (optically thin nodes) has demonstrated that standard 

iterative procedures such as RBGS results in very slow convergence [10]. It is also well 

known that for diffusive problems on fine spatial grids, the slowest converging Fourier 

spatial error modes in GS methods correspond to the most slowly varying spatial 

solutions, and that “classic” h-multigrid preconditioning procedures can be used to 

dampen these error modes and achieve much more rapid overall convergence. 

 

To overcome this limitation for the response matrix approach, we utilize the below 

formalism to aggregate n n×  fine-mesh response matrices with one DOF per interface 

into a coarse mesh response matrix with n piecewise constant DOF per interface. We then 

orthogonalize the interface conditions, obtaining response matrices of the same form 

found in VARIANT. This is similar to the mesh “restriction” step in the usual multigrid 

algorithm. Finally we demonstrate the efficacy of the technique used either alone or in 

conjunction with p multigrid preconditioning.  

 

3.1 Aggregation  

 

Consider a subdomain of the problem domain consisting of n n×  fine mesh nodes each 

with one DOF per interface. For each subdomain we can form a subset of Eq. (2) as 

 

 + −= +j R j Cs�� . (22) 

 

where the length of ±
j  is now 4n

2
. We designate 

vΠ  to be the subdomain permutation 

matrix that maps −
j  into +

j . In it, however, the diagonal elements are set to zero, thus 

imposing vacuum conditions on the subdomain boundary. We then define −′j  as the 

vector of 4n partial currents incoming across the subdomain boundaries and 
bΠ  as a 

Boolean matrix mapping −′j  onto −
j . Thus the sum of the two mappings yields  

 

 
v b

− + −′= +j Π j Π j , (23) 

 

and the transposed mapping T

bΠ  can be used to connect +′j and +
j  via 

 

 T

b

+ +′ =j Π j . (24) 

 

 

To proceed, we eliminate −
j  between Eqs. (22) and (24), solving for +

j  to obtain 

 

 
1

v b

−
+ −   ′= − +   j I R Π R Π j Cs�� � . (25) 
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We then obtain the partial currents outgoing across the subdomain boundary by operating 

on this expression with Eq. (24): 

 

 + −′ ′ ′ ′= +j R j q  (26) 

 

where the 4 4n n×  response matrix is  

 

 
1

T

b v b

−
′  = − R Π I R Π RΠ� �  (27) 

and 

 
1

T

b v

−
 ′ = − q Π I R Π C�� . (28) 

 

While Eqs. (1) and (26) appear identical in form, with d = n, they differ in that the 

interface DOF consist of piecewise constants in Eq. (26) and orthogonal polynomials in 

Eq. (1). Thus, before we can employ our “injection” based p multigrid preconditioning to 

an aggregated system, we must first perform a change of basis, such that the DOF on 

each interface are represented by a hierarchical series of orthogonal functions. 

  

3.2 Orthogonalization  

 

 On each nodal surface of the aggregated response matrix we perform a similarity 

transformation from the piecewise constant representation obtained in the preceding 

subsection to a Legendre series of orthogonal polynomials. To facilitate this procedure, 

first subdivide the response matrix in Eq. (26) and sum over the four interfaces of the 

subdomain 

 
i ij j i

j

+ −′ ′ ′ ′= +∑j R j q , (29) 

 

where 
i

±′j  and 
i
′q  are the segments of ±′j  and ′q  corresponding to the i

th
 nodal interface. 

The spatial dependence of the interface trial functions can then be expressed as  

 

 ( ) ( )T

i ij x x
± ±′ ′= b j , (30) 

 

where  

 
1, 1 2( 1) / 1 2 /

( ) , 1,
0,

n

n N x n N
b x n N

otherwise

′ ′− + − < < − +
′= =


� . (31) 

 

To change the basis to Legendre polynomials, we write the spatial dependence along the 

interface as  

 

 ( ) ( )T

i ij x x
± ±′′ ′′= p j , (32) 

 

where 
1( ) ( )l lp x P x−=  with the normalization 
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1

1
2

1
( ) ( )T
x x dx

−
=∫ p p I . (33) 

 

We define a similarity transform between the sets of basis functions by requiring 

 

 
1

1
2

1
( )[ ( ) ( )] 0i ix j x j x dx

± ±

−
′′ ′− =∫ p . (34) 

 

Inserting Eqs. (30) and (32) into this expression and simplifying the result with Eq. (33), 

we obtain 

 
i i

± ±′′ ′=j Mj  (35) 

where 

 
1

1
2

1
( ) ( )T
x x dx

−
= ∫M p b  (36) 

 

or correspondingly,  

 

 
1 2 /

1
, 12

1 2( 1)/
( ) , , 1, ,

n N

l n l
n N

M P x dx l n N
′− +

−′− + −
′= =∫ �  . (37)  

 

Inverting Eq. (35) yields 

 1

i i

± − ±′ ′′=j M j . (38) 

 

Finally, insertion of Eqs.(35) and (38) into Eq. (29) yields the orthogonalized response 

matrix equation: 

 
i ij j i

j

+ −′′ ′′ ′′ ′′= +∑j R j q , (39) 

where 

 1

ij ij

−′′ ′=R MR M , (40) 

and 

 
i i
′′ ′=q Mq . (41) 

 

Writing Eq. (29) with the interface indices suppressed then gives 

 

 + −′′ ′′ ′′ ′′= +j R j q , (42) 

 

which has the same form as Eq. (1). Since they are both derived using orthogonal 

interface functions, Eqs. (2) through (10) (with their components replaced by the primed 

components in Eq. (42)) can then be used to obtain the global set of equations suitable for 

solution using GMRES along with p multigrid preconditioning.  

 

3.3 Numerical Illustration  

 

To test the efficacy of orthogonalized matrix aggregation and its interaction with p 

multigrid preconditioning, we utilize the configuration shown in Fig. 1B. It differs from 
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Fig. 1A only in that the cross sections, given in Table 1, are homogenized only at the fuel 

pin level. This fine mesh homogenization creates the need for response matrices defined 

on a fine 64×64 mesh, but with only one DOF per interface. We apply response matrix 

aggregation and orthogonalization to the 64×64 grid to obtain coarser grids of 32×32, 

16×16, and 8×8. These result from aggregation over 4, 16 and 64 elemental response 

matrices, respectively, and create aggregated response matrices with d = 2, 4 and 8 DOF 

per nodal interface. 

 

Plots for the residual L2 norm vs. work units shown in Fig. 3 are for a uniform source 

over the fuel assemblies. Both p preconditioning and orthogonalized matrix aggregation 

speed the convergence. Similar to Fig. 1, convergence for the coarsest grids without 

preconditioning becomes so rapid that preconditioning has a diminished effect.  

Using matrix aggregation requires back-substitution after convergence to update the 

partial currents internal to the aggregated subdomains. To account for this expense we 

calculate the “gain” in performance derived from using aggregation to a coarser grid in 

addition to using p-multigrid on that lower dimension system by taking the following 

steps:  

1) The work units required to obtain six orders of magnitude reduction in the L2 

norm are added to the d work units required for the back-substitution. 

2) The result from 1) is divided into the number of work units required for the 

same reduction in the L2 norm for the unpreconditioned GMRES calculation on 

the fine 64×64 grid. 

This measure is tabulated in Table 2. It approximates the speed up achieved by 

preconditioning and/or applying orthogonal matrix aggregation to fine mesh. Table 2 

shows that progressively larger gains occur as the mesh is coarsened and preconditioning 

applied, but as the aggregated subdomains become large, the back-substitution 

(prolongation) computational effort increasingly constricts the overall gain in 

performance. 

 

4. DISCUSSION 

 

This study has provided strong evidence that the Krylov method implemented in GMRES 

leads to more efficient solutions of response matrix equations derived from diffusion 

theory than do the Gauss-Seidel methods currently employed. The use of  p multigrid 

preconditioning proved to be a valuable tool for increasing computational efficiency. 

Moreover, since variational nodal transport methods also utilize response matrices with 

orthogonal interface conditions (in angle as well as space), in principle p preconditioning 

should also be applicable.  

 

For fine spatial grids, orthogonalized matrix aggregation allowed the grids to be 

coarsened, and subsequent p preconditioning then result in substantial speedups of the 

GMRES algorithm. The fine grid response matrices, however were restricted to one DOF 

per interface. Fine grid mesh response matrices with more than one DOF per interface are 

likely to be needed for some diffusion theory applications, and will certainly be necessary 

if the foregoing techniques are to be generalized to transport theory. To address this 

challenge, we are incorporating p preconditioning and orthogonalized matrix aggregation 
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into an h-p multigrid preconditioner for the GMRES algorithm. Early results are 

encouraging and will be reported in a subsequent paper.  
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Table 1. Fast Group Cross Sections 

Fig. 1 A Homogenized Assemblies 

Fuel 
tΣ  = 0.200 cm

-1
, c = 0.925 

Reflector 
tΣ  = 0.195 cm

-1
, c = 0.850 

Fig. 1 B Homogenized Fuel Pin Cells 
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Table 2  Performance Gain from p Multigrid Preconditioning 

and Orthogonalized Response Matrix Aggregation 

 

Grid 

N×N 

Aggregated 

Nodes 

Gain without  

p-multigrid 

Gain with  

p-multigrid 

64×64 1 1.0 1.2 

32×32  4 (2×2) 1.8 3.4 

16×16 16 (4×4) 3.0 4.6 

8×8    64 (8×8) 3.8 4.1 

 

 

 

 

 

 

 

 
A Homogenized Assemblies 

 
B Homogenized Pin-cells 

 

Figure 1 Quarter Core Problem Domain with Six Fuel Assemblies 

 

 

 

 

 



PRECONDITIONED KRYLOV AND GAUSS-SEIDEL SOLUTIONS OF RESPONSE MATRIX EQUATIONS 

2011 International Conference on Mathematics and Computational Methods Applied to  13/13 

Nuclear Science and Engineering (M&C 2011), Rio de Janeiro, RJ, Brazil, 2011 

  
Figure 2 Convergence Rates of Red-Black Gauss-Seidel and GMRES. 

 

Figure 3 Effects of p-multigrid and Orthogonalized Matrix Aggregation on Convergence 


