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ABSTRACT 

 
A “bottom-up” approach to multi-physics frameworks is described, where first common interfaces 

to simulation data are developed, then existing physics modules are adapted to communicate 

through those interfaces.  Physics modules read and write data through those common interfaces, 

which also provide access to common simulation services like parallel IO, mesh partitioning, etc..  

Multi-physics codes are assembled as a combination of physics modules, services, interface 

implementations, and driver code which coordinates calling these various pieces.  Examples of 

various physics modules and services connected to this framework are given. 

 

Key Words: simulation framework, parallel computing, mesh generation. 

1. INTRODUCTION 

Nuclear reactor cores rely heavily on coupling between neutron transport, heat transfer, fluid 

flow, and structural mechanics.  Simulating the behavior of reactor cores from first principles 

will only succeed if this coupled behavior is accounted for in the simulation. Reactor core 

simulation has been performed for decades, and has resulted in many codes and modeling 

techniques validated with regulatory agencies worldwide.  More recently, codes have been 

developed for many of the constituent physics (CFD, neutron transport, etc.) which scale to the 

largest parallel computers.  There is also a growing number of codes developed in the 

commercial sector which have been applied in a reactor modeling context.  Modeling reactor 

cores requires coupling or comparison between all these types of codes. 

 

Various approaches have been used to perform multi-physics simulations.  At one end of the 

spectrum, individual physics codes are run in sequence, linking results through output and input 

files.  Various types of physics codes have been used in this approach, including legacy reactor 

simulation codes and commercial physics codes.  Results are coupled at a coarse-grained level, 

often performing a complete simulation with one code before linking results to another through 
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boundary conditions or power or other sources.  One well-known effort of this type is the 

Numerical Nuclear Reactor, described in Ref. [1].  The advantage of a loosely-coupled approach 

is the wide choice of codes for each physics type.  However, it has also been shown that loose 

coupling has insufficient accuracy, at least for modeling some problem scenarios. 

 

At the other end of the spectrum, multi-physics modeling capability is constructed in a single 

“monolithic” code, combining physics models with code infrastructure for linking them together.  

These codes can couple results at a much finer-grained level, including solving them all in the 

same system of equations.  These codes can achieve much higher accuracy for coupled 

calculations, at the cost of added complexity for the overall code.  However, this type of “top-

down” approach requires source-level access to the physics modules, which must be modified for 

new data structures in the code framework.  This is a severe limitation for reactor modeling, due 

to both the large body of existing codes already validated for reactor applications which would 

need to be re-written, and because of the difficulty of using proprietary, non-open codes with this 

approach. 

 

The multi-physics simulation approach described here can be thought of as a mix of the loosely-

coupled and monolithic approaches.  A “bottom-up” approach to multi-physics frameworks is 

used, where first common interfaces to simulation data are developed, then existing physics 

modules are adapted to communicate through those interfaces.  Physics modules read and write 

data through those common interfaces, which also provide access to common simulation services 

like parallel IO, mesh partitioning, etc..  Multi-physics codes are assembled as a combination of 

physics modules, services, interface implementations, and driver code which coordinates calling 

these various pieces.  This framework is depicted in Figure 1. 

 

The remainder of this paper is organized as follows.  Section 2 describes the basic design of the 

framework.  Various enabling technologies provided with this framework are described in 

Section 3.  The physics codes that have been connected to this framework are described in 

Section 4.  A discussion of various issues which arise in the development of the framework 

appears in Section 5.  Section 6 gives conclusions and future development plans. 

 

 

 

2. FRAMEWORK ARCHITECTURE 

The simulations which are the focus of this work are primarily those solving PDEs on some 

discretized representation of the domain.  As such, these simulations are organized around the 

mesh and data on the mesh. Furthermore, multiphysics simulations are coupled primarily through 

terms expressed on one or several meshes.  It is rare when simulation codes are started “from 

scratch”, especially in the case of multiphysics codes.  More often, framework components are 

assembled from standalone codes already shown to work for their chosen physics domain.  

Ideally, the changes required to run these codes on the framework are relatively small, and the 

code retains the capability to run outside the framework.  In practice, this flexibility expands the 

set of codes likely to be incorporated into the framework. To satisfy these requirements, we take 

what we describe as a “bottom-up” approach to constructing our framework.  The components in 

the framework need only interact with the framework to the extent necessary to get their work 
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done.  In the most basic scenario, a physics component reads its mesh from the framework, and 

proceeds with no further interaction.  More complicated multiphysics simulations use the 

framework for communicating solutions between physics components.  For those codes being 

written from scratch, the framework provides many of the mesh and other services typically 

needed for parallel simulation.  In essence, the framework consists of a “data backplane” that 

connects physics modules to each other, along with various simulation services needed for high-

performance simulations.   

 

Consistent with a bottom-up approach, we organize our framework in terms of the interfaces 

used to access simulation data, and components that interact through those interfaces.  For mesh 

and field data on the mesh, we use the MOAB mesh library[2], which provides representation 

and query of structured and unstructured mesh and field data on that mesh.  The Common 

Geometry Module (CGM) [3]is used for access to geometric models (which are often the basis 

for generating meshes).  MOAB and CGM are independent of each other, to support applications 

wanting to use only one of them; for mesh generation and other applications needing to relate the 

two, we use the Lasso library[4]. 

 

The combination of the geometry and mesh interfaces, and the simulation services using them, 

constitutes the framework.  A simulation application appears not as a capability of the 

framework, but rather as an application that uses the framework for specific purposes.  In our 

view, this keeps the focus on the simulation applications themselves, and prioritizes framework 

development based on application requirements. 

3. FRAMEWORK SERVICES 

Broadly speaking, the value proposition a framework offers is that it makes writing simulation 

applications easier than they would have been to write without the framework.  The value of a 

framework is found in both the level of functionality found in the data backplane, and with the 

Figure 1: The framework, including data backplane, physics modules, and enabling technology services. 
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number and quality of services built to interact with the framework.  We describe these two 

aspects next. 

3.1. Data Backplane 

At the core of our framework is the MOAB mesh library[2].  MOAB is a library for representing 

and querying structured and unstructured mesh and field data on that mesh.  MOAB’s data model 

consists of entities (the typical finite element zoo along with polygons and polyhedra); sets 

(arbitrary combinations of entities and other sets, along with parent/child links to other sets), the 

interface itself, and tags (data annotations on the other three types).  This data model presents the 

right balance between abstraction (being flexible enough to store a wide variety of simulation 

data) and concreteness (being easy to use for those not familiar with the details of the library).  

MOAB provides capabilities for reading and writing domain-decomposed mesh, ghost exchange, 

and other functionality for parallel computations. 

 

MOAB itself is written in C++, and provides a C++ interface for applications written in that 

language.  However, MOAB also provides an implementation of the iMesh interface[5], which 

can be called directly from C and Fortran.  A python interface to MOAB is also available.  Since 

MOAB and iMesh use virtually the same data model, components using any of these interfaces 

see the same data and can be used in the same application. 

 

The ability to run in parallel environments is becoming fundamental to high-performance 

simulation.  MOAB uses a distributed memory parallel model, where the mesh is partitioned into 

subdomains and distributed across processors.  One of the commonly-needed parallel mesh 

services is the ability to initialize the mesh into its parallel representation, in some cases 

exchanging one or more layer of “ghost” cells with neighboring processors. Figure 2 shows 

MOAB performance when initializing a mesh of 64 million tetrahedral elements, including the 

read time, the time to resolve interfaces between subdomains, and to exchange one layer of ghost 

elements.  The algorithm used in MOAB to resolve interface mesh and exchange ghost cells 

relies heavily on asynchronous point-to-point communication, exchanging information with only 

those processors sharing part of the boundary with a given processor.  For this reason, the 

interface resolution and ghost exchange scales quite well with increasing processor counts.  

MOAB uses the HDF5 file format for its native storage; parallel mesh import is done using a 

single file for all processors, with the parallel mesh decomposition stored as entity sets in that 

file.  The times required to read data out of that file are shown in  to decrease as processor counts 

increase, but at a rate lower than perfect scaling.  This is due to several factors, some involving 

contention for shared resources reading the file, and some due to synchronization required by the 

Parallel HDF5 library.  The influence of partitioning method (round-robin vs. inertial bisection) 

and an important I/O option on the IBM BG/P (“lockless” reading) are also shown to be 

important.  MOAB also supports writing files in parallel, again to HDF5-format files. 

 

Preceding the definition of the mesh is often a geometric model defining the domain.  This 

model serves as the basis for mesh generation, but is also sometimes used directly (e.g. for 

Monte Carlo neutron transport analysis, described later in this paper) or for advanced methods 

like adaptive mesh refinement.  In our framework approach, we choose to package the mesh and 

geometry capabilities as separate libraries, so that modules using only one of them have fewer 

code dependencies.  For geometry, we support the Common Geometry Module (CGM)[6]; this 
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library provides a common interface to the ACIS [7] and Open.Cascade[8] solid modeling 

engines.  CGM is the modeler used in the CUBIT mesh generation toolkit[9]; models constructed 

CUBIT can be imported directly for use in our framework.  For those tools needing to associate 

mesh with geometry, we provide the Lasso library [4]. 

 

A key aspect of our framework approach is that geometry and mesh data can be accessed both 

from interactive, graphics-driven applications like CUBIT, as well as through libraries directly 

from simulations.  This is used in various ways in applications described in the following section 

of this paper. 

3.2. Mesh Generation 

Several methods are supported for performing mesh generation.  First, the CUBIT toolkit[9] is 

used to develop geometric models and generate mesh for individual core assemblies, and 

optionally for whole-core meshing.  MOAB and CGM both read mesh and geometry data, 

respectively, from CUBIT’s native save/restore format.  This is an important capability, since it 

enables access to the geometry and mesh models in the same form in which they appeared in 

CUBIT.  One of the ways in which this is used is to represent the geometric topology in the mesh 

model, in the form of entity sets related through parent/child links.  After restoring this 

representation, applications like mesh-based Monte Carlo analysis can be performed 

 

We are also developing the MeshKit library[4], to provide meshing algorithms like 

copy/move/merge and mesh extrusion (projection of a 2D mesh into the third dimension).  This 

library has been used to develop the Reactor Geometry Generator (RGG) tool [10].  RGG is 

based on the observation that a reactor core is a 2-level hierarchy of lattices, with assemblies as 

lattices of fuel and control rods, and the core as a lattice of assemblies.  RGG constructs the core 

mesh in three stages: 

1. An assembly is constructed as a lattice of hexagonal or rectangular unit cells, from a text 

input file.  Both a geometric model for the assembly and a meshing script for meshing that 

Figure 2: Parallel read times for a 64 million element tet mesh. 
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assembly are produced.  Assemblies are optionally surrounded by a duct wall, and can also 

be split into separate regions axially.  This stage is executed for each different assembly type 

in a core. 

2. Each assembly type is meshed using CUBIT.  The meshing script produced in the 1
st
 stage 

can be used for this purpose, or the user can modify that script or write and entirely new one.  

The mesh is saved to a CUBIT native .cub file for use in the 3
rd

 stage. 

3. Using a text file describing the location of assembly meshes and their placement in a core 

lattice, the assembly meshes are copy/moved into place, followed by a merge step that 

merges coincident mesh vertices. 

RGG provides many different options controlling various aspects of the geometry and mesh 

generation, including various symmetry types, user-requested mesh sizing, and material and 

boundary condition designations. 

 

Figure 3 shows a hexagonal assembly constructed using RGG.  Note that RGG allows the 

definition of empty cells and cell contents larger that the cell itself; this is used to generate the 

large central control rod guide tube in the assembly.  Figure 3 also shows a neutronics analysis of 

this assembly, performed using the UNIC deterministic neutron transport code [11].  Figure 4 

shows a 1/6 VHTR core model, consisting of 11 different assembly types.  Models as large as 20-

30 million hexahedral elements have been generated by RGG, with execution times less than ½ 

hour on desktop workstations for the entire process from start to finish. 

 

 

Figure 3: Hex assembly produced with RGG (left); neutronics analysis on that assembly (right). 



Coupled Multi-Physics Simulation Frameworks: A Bottom-Up Approach 

 

2011 International Conference on Mathematics and Computational Methods Applied to  

Nuclear Science and Engineering (M&C 2011), Rio de Janeiro, RJ, Brazil, 2011 

7/12 

 

 

 

3.3. Mesh Visualization 

Various options are available for visualizing MOAB-based data.  A ParaView (ref-pv) plugin for 

reading meshes from MOAB has been developed.  This plugin can recognize various types of 

metadata represented by MOAB tags and sets, and exposes them as multi-block datasets in 

ParaView.  Various tools and filters can be used to filter the data, perform data analysis, and 

interact with the datasets graphically.  <figure> shows a processor decomposition visualized in 

ParaView. 

 

An ITAPS reader has also been developed for the VisIt visualization tool [12].  This reader can 

read tags as data fields on a mesh; the capability to represent and manipulate sets is also being 

developed. 

3.4. Solution transfer 

Parallel solution transfer between meshes, crucial for multi-physics modeling, is being developed 

in MOAB [13].  Solution data at mesh vertices or elements in a source mesh can be interpolated 

onto a target mesh of the same or different element types, according to linear or spectral basis 

functions.  Source and target meshes can be distributed across the same or different groups of 

processors.  This service scales well to at least 64 processors, with benchmarking on higher 

processor counts underway.  The solution transfer process is implemented in 4 steps: 

1. Initialization: each mesh and solution data associated with it/them is read into the parallel 

representation, with interfaces and ghost elements exchanged with neighboring processors. 

2. Point location: each point in the target mesh (the mesh to which the field is being transferred) 

is located in the source mesh (the mesh containing the field being interpolated), with parallel 

communication used where required.  The result of point location for a given point is a table 

entry on the source mesh processor, containing the local element handle and parametric 

coordinates of the located point in that element; and the index into that table sent back to the 

target mesh processor.  This approach minimizes the volume of data transferred. 

3. Interpolation: at this stage the source field is interpolated onto the target points, and sent to 

the appropriate target mesh processors.  This stage can be executed once, or, more typically, 

as part of an iterative process. 

4. Normalization/conservation: an important aspect of solution transfer is the assertion of 

certain mathematical properties on the transferred field.  For reactor simulation, it is common 

Figure 4: 1/6 VHTR core model generated with RGG (left); detailed view of some assemblies (right). 
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to require conservation of energy across the transfer, e.g. to conserve volumetric heat 

generation in a coupled neutronics/CFD simulation.  There are many different forms of 

conservation constraints, depending on the application field.  The solution transfer capability 

described here is implemented to simplify addition of new conservation constraints.  

Currently, the tool allows conservation of the field integrated over the whole domain, or over 

subsets represented in both the source and target meshes. 

Figure 5 shows an example of a solution transferred from a hexahedral to a tetrahedral mesh, in 

this case for a hexagonal assembly. 

 

3.5. Other capabilities 

Other capabilities compatible with the framework, but not described in detail here, include 

parallel partitioning (based on the well-known Zoltan load balancing library[14]; automatic 

construction of solver arrays to interface with the PETSc solver library[15]; and representation 

and query of smooth faceted surfaces, for representing ice sheet basal and top surfaces.  

Although not directly relevant to reactor simulation, these diverse capabilities indicate the broad 

scope of the tools described here. 

4. APPLICATIONS OF THE FRAMEWORK 

As part of the SHARP project, several physics codes at ANL have been modified to read mesh 

from MOAB. 

 

Nek (CFD): Nek models CFD using a spectral element method.  Meshes are relatively coarse, 

with the basis function in each element supported on a grid of NxNxN points.  Nek is written in 

Fortran 77, and scales to over one hundred thousand processors.  Nek has been modified to read 

mesh from MOAB through the iMesh interface. Quadratic elements (27-node hexes) are used as 

input, and the N^3 spectral points are generated using a quadratic fit for bounding edges and 

Figure 5: Solution transferred from hexahedral mesh (left) to tetrahedral mesh (right). 
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faces.  Figure 6 shows a flow field computed by Nek for the Vettenfahl T-junction benchmark; 

this problem required use of the Nek/MOAB interface, with the mesh generated using CUBIT. 

 

 

 

 

 

UNIC (Neutron transport): UNIC models neutron transport using several discretization methods, 

including spherical harmonics, discrete ordinates, and method of characteristics.  UNIC can 

operate on linear or quadratic tetrahedra or hexahedra.  UNIC is written in Fortran 90, and scales 

to tens of thousands of processors. UNIC has been modified to read mesh and boundary 

conditions through MOAB’s iMesh interface. 

 

Figure 6: Flow field for Vettenfahl T-junction benchmark problem, computed with Nek-MOAB. 

Figure 7: Neutron flux in the FDF experiment, computed with Denovo importing mesh from MOAB. 
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MCNP (Neutron transport): MCNP has been modified to perform transport based on the facet-

based ray tracing capabilities in MOAB’s DagMC tool [16].  This enables specification of the 

model domain in the form of a solid model, using CUBIT or another CAD tool.  This process is 

much faster and less error-prone than the CSG process otherwise required for MCNP.  The 

geometric model is read into MOAB in the form of a triangle faceting, along with entity sets 

representing geometric topology.  Geometric topology is used in the ray tracing process, and 

reduces the number of surfaces that are searched for ray intersections to those bounding the 

volume containing the particle being tracked.  MOAB uses a Hierarchical Oriented Bounding 

Box tree to optimize ray tracing computations.  This code has been used to model a wide variety 

of devices, including the ITER experiment and the FNG experiment (Figure 7). 

 

Denovo (Neutron transport): The Denovo code has been modified to read mesh from 

MOAB[17].  Denovo models the domain by mapping materials into a structured mesh, with 

volume fractions representing material compositions.  These meshes are currently generated by 

mapping cell centers to geometric volumes using CGM.  Figure 7 shows a neutron flux field in 

the FNG device, with ray effects in the transport solution clearly shown.  This solution is 

superimposed on a facet-based representation of the solid model used to generate a mesh, 

enabling visual association of the solution with that geometric model. 

 

5. CONCLUSIONS AND FUTURE PLANS 

The success or failure of a simulation framework is measured in terms of the applications that 

use it, and the extent to which those applications replace ones not constructed on the framework.  

This in turn depends on how much value the framework adds to those developing simulation 

codes, and to a lesser degree the amount of support available to those developers.  The single 

most important issue facing the framework efforts described in this paper is clearly the number 

of applications using this framework.  Although a diverse set of applications has been 

demonstrated, much work remains to be done to fill out the applications base.  To speed this 

process, we are allocating more effort to documentation and developer support, both indirectly as 

well as by directly interacting with applications. 

 

Another important factor is framework performance.  The library-based approach we use 

emphasizes the use of common APIs for accessing mesh and other data.  Although there will 

always be some overhead cost of using these APIs as opposed to using native data structures, this 

overhead should not be excessive.  We are addressing this issue in several ways.  First, we have 

implemented the ability to access tag or field data in MOAB directly, through a pointer to the 

actual memory for the field.  Information about mesh entity “chunking” is provided in the same 

function call.  This capability will enable applications to completely avoid the MOAB API for 

fine-grained data access, greatly speeding up this access.  Conversely, we also plan to implement 

MOAB access to application-owned memory for tag storage.  This will enable MOAB-based 

services to operate directly on application data, without needing to be ported to use application 

datastructures.  This will also enable applications to take advantage of MOAB parallel I/O and 

visualization capabilities while still “owning” the fine-grained data storage.  Other performance 

enhancements are also planned, including work on speeding up adjacency calls and on general 

parallel reading and writing. 
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On the application side, efforts are continuing in the reactor simulation and climate modeling 

areas.  Reactor simulation is entering a phase now where a wealth of legacy simulation capability 

is being transitioned to a newer high-performance and parallel computing paradigm.  This 

transition will be simplified through the use of frameworks like the one described in this paper.  

A similar statement can be made for climate modeling. 

 

In the area of physics, an integrated multi-physics code modeling both CFD/thermal-hydraulics 

(based on Nek) and neutron transport (UNIC) will be developed this year, with structural 

mechanics incorporated later.  Enhancements to the solution transfer service will be made to 

improve accuracy and conservation options in the service.  Continuing efforts will be made on 

expanding the types of physics coupled to the framework, to improve the accuracy and 

conservation options available for solution coupling, and to improve scaling and parallel 

performance of the resulting codes. 
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