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ABSTRACT 
 

 
For improving safety and cost effectiveness of nuclear power plants, a core calculation code 
SCOPE2 has been developed, which adopts detailed calculation models such as the multi-group 
nodal SP3 transport calculation method in three-dimensional pin-by-pin geometry to achieve high 
predictability. However, it is difficult to apply the code to loading pattern optimizations since it 
requires much longer computation time than that of codes based on the nodal diffusion method 
which is widely used in core design calculations. In this study, we studied possibility of 
acceleration of SCOPE2 with GPU computing capability which has been recognized as one of the 
most promising direction of high performance computing. In the previous study with an 
experimental programming framework, it required much effort to convert the algorithms to ones 
which fit to GPU computation. It was found, however, that this conversion was tremendously 
difficult because of the complexity of algorithms and restrictions in implementation. In this study, 
to overcome this complexity, we utilized the CUDA programming environment provided by 
NVIDIA which is a versatile and flexible language as an extension to the C/C++ languages.  It was 
confirmed that we could enjoy high performance without degradation of maintainability through 
test implementation of GPU kernels for  neutron diffusion/simplified P3 equation solvers.  
 
Key Words: SCOPE2, GPGPU, CUDA, Response Matrix Method. 

 
 

1. INTRODUCTION 
 
Precise prediction of the core characteristics is an important task for improving safety and cost 
effectiveness of nuclear power plants.  From this viewpoint, we have developed SCOPE2 [1,2] 
as a next generation calculation code. SCOPE2 adopts detailed calculation models in order to 
achieve good accuracy in prediction of core characteristics. However, such detailed calculation 
models require much longer computation time than that by calculation codes based on the nodal 
diffusion method. That is the reason why we have been focusing GPGPU which has been 
recognized as one of the most promising directions of high performance computing.  
 
GPGPU stands for General-Purpose computation on Graphics Processing Units (GPUs) which is 
a way of doing massively parallel calculation with computer hardware for graphics rendering. It 
has been attracting strong attentions in various fields where computation-intensive applications 
are discussed since GPU affords low-cost supercomputers with its excellent performance: 20 
times faster in one-tenth costs. 
 
In the previous study[3], we tried an application of GPGPU to SCOPE2 which resulted in modest 
acceleration. This was because of complexity and restrictions in the programming model. It was 
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needed for us to convert the original algorithms to ones fit to GPU with a data structure which 
has many limitations and restrictions. This kind of algorithmic conversion often fails because it 
tends to be tremendously difficult especially when data structure and/or programming model are 
restricted. 
 
GPU vendors have been recognizing those challenges. Therefore NVIDIA has developed the 
CUDA[4], a powerful framework for GPU computing. With CUDA, one can enjoy programming 
models similar to that for CPU in implementation of massively parallel calculation using GPUs, 
which drastically reduce efforts and costs with use of a versatile and flexible programming 
language as an extension of the C/C++ languages. 
 
In this study, we implemented neutron transport solver running on GPU with CUDA, which 
enable us to maintain readability of the code with minimum changes due to introduction of GPU 
computing capability into SCOPE2. A GPU computing kernel of neutron transport solver is 
written in the C++ language as a natural conversion from the CPU version with a virtually 
identical object class set between the both implementations.  
 
The rest of this paper is structured as follows. In Section 2, a brief introduction of SCOPE2 
calculation models and GPU computing models are provided. Section 3 concisely gives a 
concept of implementation for GPU computing in SCOPE2 with CUDA. The results of 
verification and performance study are discussed in Section 4. Finally, we conclude in Section 5. 
 
 

2. BACKGROUND AND PREVIOUS STUDY 

2.1. Response Matrix Formulation in SCOPE2 
SCOPE2 calculates neutron balance based on the diffusion or the SP3 transport theory in the 3D 
fine-mesh pin-by-pin geometry. The neutron balance equation can be written as,  
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where the values and coefficients are noted as follows: 
 

J  : out-going/in-coming neutron partial currents, 

  : scalar flux component, 
S : neutron source, 
d : direction in x, y, z axes, 
m : momentum order, 
g : energy group, 

 ,,  : response matrix components. 
 
On the right hand side of the equation (1), the first two terms are derived from ordinary finite 
difference method. The last one is added in analytic course-mesh finite difference method[5] to 
improve prediction accuracy for neutron transport calculation.  
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This neutron balance equation is calculated with the response matrix formulation in SCOPE2,  
in which out-going partial currents can be obtained as a function of in-coming partial currents, 
cross sections, mesh width and average flux.  
 
The response matrix components are dependent on calculation theory. In the diffusion theory 
which is the simplest case, components for x-axis are written as  
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On the other hand, components in the SP3 transport theory are written as  
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With the response matrix components of Eq. (2) or (3), we can calculate the flux and the out-
going currents through the following steps: 
 
1. Calculate neutron flux as a function of the in-coming currents and the response matrix 

components. 
2. Calculate out-going currents as a function of the in-coming currents and the flux obtained in 

step 1. 
3. Set the out-going currents calculated in step 2 as in-coming currents in adjacent meshes, then 

calculate the flux per step 1. 
4. Continue the above iterations until flux distribution converges. 
 
We anticipated, in the design phase, SCOPE2 would require a lot of computation resources for 
highly accurate calculation with very detailed computation models in 3-D fine-mesh pin-by-pin 
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geometry. Therefore, we examined computational models suitable for parallel computing 
environment and the Red/Black iterative method has been chosen[1]. As shown Fig. 1, the 
Red/Black iterative method can calculate the whole red meshes in parallel unlike the typical 
calculation sweep. After the calculation of whole red mesh is done, the calculation of whole 
black mesh is performed using the out-going currents from the adjacent red meshes as in-coming 
currents. 
 

 
Fig. 1 Red / Black iterative method 

 
In SCOPE2 a fine-grain parallel algorithm based on Red/Black iterative method is implemented 
using the message passing interface (MPI) to guarantee the identical converged solutions 
between parallel and serial executions, which is independent on configuration of parallel 
computer such as the number of processors participated in the computation. The parallel 
efficiency of our implementation reaches over 90 % when 24 CPUs are used.  

2.2.  Application of GPU Computing 
Although SCOPE2 achieved high parallel efficiency, it is not the best way to increase the 
number of processors for acceleration purpose. This is because of two reasons: less efficiency 
and more costs. Parallel efficiency becomes worse when less computation load is assigned per 
processors since communication costs become dominant. With a fixed problem size and a 
modest parallel efficiency, performance drops down rapidly when massive number of processor 
take part in the computation; this is a results of the well-known Amdahl's law. With high-end 
supercomputers that equip very fast inter-processor communication network of low latency, we 
can expect better performance than that with PC-clusters. However, such supercomputers costs 
extremely higher compared than commodity off-the-shelf systems. 
 
Therefore, we have been studying an application of GPU, a processor dedicated to graphic 
rendering, to scientific calculations for several years since it has a great potential. GPU has its 
own memory which is independent from main memory of the system. CPU and GPU are 
connected via BUS where direct access is not permitted. From the viewpoint of programming 
model, GPU can be recognized as a sub system or coprocessor of the host computer. 
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Fig. 2 Architecture of a CPU and a GPU 

 
 
GPU can access its dedicated memory very fast. For example, memory bandwidth is 144GB/sec 
for NVIDIA’s Tesla C2050 used in this study, which is about 20 times faster than typical system 
memory within host systems. On the other hand, bandwidth of the BUS is below 10GB/sec 
where communication might become a bottleneck. Hence, one has to be careful in design and 
implementation of algorithms for data transfer between CPU and GPU since narrow bandwidth 
of the BUS degrades the performance drastically. 
 

2.3. Previous Study with Implementation using GLSL 
The programming environment for GPU computing was not well matured when the previous 
study[3] was performed. There were two major restrictions for implementation of GPU 
applications. One is a restriction of data structure; data structure of the program must be defined 
as that for graphics. All the numeric data must be treated as color or vertex data that consists of 4 
words (RGBA or XYZW) to be manipulated as vector data. GPU can handle those data 
efficiently in manner of the SIMD (single instruction multiple data) programming model where 
“glue” data are sometimes required to fill the data slot. 
 
 The other is a restriction concerning algorithms to work with the data structure; when we make 
the code run on GPUs, algorithms in the original code must be converted to another ones which 
fit to the architecture of GPU and its data structure. This conversion required us huge effort on 
additional work which is not essential in terms of computation such as restructure of data, 
implementation of conversion/reconversion processes and mapping of the original algorithms of 
numerical computation to algorithms of rendering processes. 
 
Therefore, in order to retrieve performance from GPU, it was inevitable for user to have deep 
knowledge on GPU architectures and consciousness on data structure which suits for the 
algorithms for GPU calculations. Moreover, GPU application must be implemented in special 
languages such as Cg and GLSL which are used for implementation of so-called shader 
programs in the computer graphics field.  
 
As described above, the situation at that time required a steep learning curve to implement 
application program for GPUs especially when converting from conventional architectures. For 
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these reasons, in the previous study, application of GPU computing was limited to calculation of 
the response matrix of SCOPE2, which yields a small portion of computation time. Table 1 
summarizes computation time for CPU and GPU versions and the performance gain for single 
assembly geometry. Very modest performance gain of ~15% was observed for the largest 
problem size which was much smaller than the ideal one, approximately 10 times expected as a 
ratio of peak performance between CPU and GPU.  
 
 
Table 1 Computation Time and Performance Gain in Single Assembly Geometry in the previous 

Study 

  CPU[s] GPU[s] CPU/GPU 

2-D 1.3 1.6 0.81 

3-D 6 axial nodes 19.8 18.9 1.05 

3-D 12 axial nodes 27.2 23.6 1.15 

 
3. IMPLEMENTATION WITH CUDA 

3.1.  Overview of the CUDA Programming Model 
As described in Section 2.3, implementation in the previous study could not fully bring out the 
potential power of GPU. This was caused by lack of flexibility due to the restrictions on data 
structure. To overcome this problem, we utilized the CUDA programming environment. 
 
CUDA is a parallel computing environment provided by NVIDIA that enable us high degree of 
flexibility with rich application program interfaces for GPU applications. CUDA is designed for 
a general purpose usage without the limitations and restrictions observed in the previous study. 
CUDA has almost no restrictions on data structure which is realized by combination of modern 
GPUs and programming environments.  This is a major reason why we can easily implement 
GPU applications with similar algorithms with that used in CPU versions by using standardized 
specifications such as IEEE 754 that defines data representation of floating-point arithmetic 
operations.  In CUDA, the C/C++ language can be used for implementation of kernels running 
on GPU with arbitrary combinations of single- and double-precisions. 
 
Although CUDA enables programmers to easily implement the application with the C/C++ 
languages, one cannot expect speed ups with just recompilation of the original code or simple 
conversion of algorithms between CPU and GPU implementations. Even in the manner of 
CUDA programming, one still has to implement with great carefulness on data structure that fits 
to the architecture of GPUs in order to retrieve the maximum performance.  
 
In order for that, one has to understand the parallel computing mechanisms that are enabled in 
the modern GPU architectures that employ the concepts of thread and kernel.  Thread is a 
calculation element where GPU can simultaneously executes with its local data, which is very 
similar mechanisms found in programming models for CPU.  Kernel is a fragmentation of 
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computer instructions which defines actual procedures of each thread. Kernel can be written in 
the C/C++ language within the framework of CUDA. 
 
For computation with GPUs, one has to set up the environment by uploading kernel programs to 
GPUs and initiate them to create worker threads. Data sets to be used in each thread should be 
prepared in the local memory of GPU in prior to initiation of threads, which can be done through 
the application programming interface provided in CUDA. The calculated results by threads 
stored in the local memory of GPU will be transferred back to CPU for the latter processes. This 
is an overview of the process of GPU computation as shown in Fig. 3[4].  One can adjust the 
degree of parallelism by changing the number of working threads assigned to each kernel.  
 

 
Fig. 3  An execution model for GPU computing[4] 

 

3.2. Implementation of Fine-Mesh Transport Solver with CUDA 
Based on the programming model mentioned above, we implemented GPU kernels for the 
neutron transport solver of SCOPE2.  
 
As the first step, we implemented a kernel of the response matrix calculation which has been 
examined in the previous study. The response matrix calculation was recognized as a calculation 
algorithm fit to GPU architecture since all the coefficients for each mesh and energy group can 
be calculated independently with huge number of threads. This is the reason why we can achieve 
massively parallel calculations for this application.  
 
In the next step, we implemented a kernel of neutron transport solver for SCOPE2. In the manner 
of the Red/Black iterative method, each mesh can be calculated simultaneously by associated 
thread. A large number of threads can be initiated for fine meshes, which is a key for success of 
realizing good performance for GPU computation.   
 
From the viewpoint of code maintainability, we carefully implemented the GPU kernel in the 
same fashion of that used in the original code. It was done with introduction of a symmetric 
structure of class library for GPU kernels where the conversion was done very smoothly. For 
example, the original code for CPU is implemented in the C++ language using the expression 
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template technique, so kernel is also implemented in this manner. With this policy, we can enjoy 
performance gain using GPU without degrading code maintainability. 
 
 

4. VERIFICATION AND PERFORMANCE 
 
Verification of implementation of GPU kernels of neutron transport solver was done by 
comparisons between two results: that by an accelerated SCOPE2 and that by the original one. 
Verification calculations were performed in a single assembly geometry which consists of 20x20 
meshes as shown in Fig. 4 and full-core geometry of 3-loop type commercial PWR. There were 
no major differences between the result by GPU version and that by the original version. 
Therefore it was confirmed that GPU kernels for neutron diffusion/sinplified P3 equation solvers 
are properly implemented.  
 

 
Fig. 4  Single Assembly Geometry for Verification 

 
 
Then performance gain by GPU computation was obtained by comparison of measured 
computing time of each version. Table 2 summarize computing environment used in the 
performance study.  
 
 

Table 2 Computing Environments Used in the Performance Study 

 CPU GPU 

Processor Intel Xeon W3680 NVIDIA Tesla C 2050 

Memory size [GB] 12GB 3GB 

Peak performance [Gflops] 53.5 Gflops 1030 Gflops 

Compiler 
Intel C++ compiler Intel C++ compiler and 

NVidia’s nvcc 

Operating System Cent OS 5.0 

 

4.1.  ASSEMBLY GEOMETRY 
In the first case, computation time was measured for single assembly geometry of 4.1wt% UO2, 
in which a 2-dimensional case and two three-dimensional cases with 6 and 12 axial divisions 
were considered.  The finite difference diffusion theory method (FDD) or the simplified P3 
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transport theory method within analytic course mesh finite difference (ACMSP3) [2] is used in 
the performance study without any acceleration techniques in order to clearly examine the 
performance gain with GPU. Each measurement data was obtained as an average of trials of 
three times.  
 
Table 3 Computation Time and Performance Gain in Single Assembly Geometry with the FDD 

 CPU[s] GPU[s] CPU/GPU 

Case (1) : 2-D 0.1 3.6 0.03 

Case (2) : 3-D 6 axial nodes 0.5 3.7 0.14 

Case (3) : 3-D 12 axial nodes 0.8 3.9 0.21 

 
Table 4 Computation Time and Performance Gain in Single Assembly Geometry with the 

ACMSP3 

 CPU[s] GPU[s] CPU/GPU 

Case (1) : 2-D 0.2 3.6 0.06  

Case (2) : 3-D 6 axial nodes 0.6 3.8 0.16  

Case (3) : 3-D 12 axial nodes 1.0 4.1 0.24  

 
Longer computation time was needed for GPU version in this case. It is deduced that there is 
somewhat overhead in initialization of GPU as shown in Table 5.  
 

Table 5 Execution Time Profile in Single Assembly Geometry 

Calculation time [s] CPU GPU 

Initialization 0.1 3.5 

Fine Mesh Sweep 0.4 0.2 

Others 0.3 0.2 

 
At this time, we have not yet fully understood why the initialization process took so long time for 
a few second. Further investigation would solve this problem. In the larger problem such as 
three-dimensional full core geometry of commercial PWR, this bottleneck would not affect 
seriously because portion of initialization process to the total computation time becomes 
negligibly small.  
 

4.2. PWR WHOLE CORE GEOMETRY 
As the next step, comparisons of computation time for three-loop type PWR full core geometry 
were performed. Table 6 and 7 summarize the comparison between CPU and GPU versions.  In 
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this study, one GPU unit was used where 3 GB of VRAM were available which resulted in axial 
divisions up to 12 planes.  
 
Table 6 Computing Time and Performance Gain in the Full-Core Geometry of Three-Loop Type 

Commercial PWR with the FDD 

 CPU[s] GPU[s] CPU/GPU 

Case (1) : 2-D 304.2 96.3 3.15 

Case (2) : 3-D 6 axial nodes 1763.9 504.6 3.50 

Case (3) : 3-D 12 axial nodes 3512.6 964.2 3.64 

 
Table 7 Computing Time and Performance Gain in the Full-Core Geometry of Three-Loop Type 

Commercial PWR with the ACMSP3 

 CPU[s] GPU[s] CPU/GPU 

Case (1) : 2-D 375.5 81 4.64  

Case (2) : 3-D 6 axial nodes 2235.6 388.9 5.75  

Case (3) : 3-D 12 axial nodes 4462.1 723.4 6.17  

 
 
It was found that performance gain became greater with larger problem size since fine-mesh 
transport calculation yield major portion in terms of computing time. We confirmed a factor of 
6.2 for total computing speed with the test implementation of GPU kernels for the neutron 
transport solver.  
 
The difference between the performance gain with the ACMSP3 and that with the FDD is caused 
by following two reasons: One is that the transport calculation with the ACMSP3 achieves the 
high parallel efficiency because the amounts of the ACMSP3 calculation are larger than ones of 
the FDD. The large amounts of calculation are due to exponential function in the ACMSP3 
calculation as the Eq. (3). The other is that the ACMSP3 uses more parameters than the FDD, 
and so the computation on GPU effectively utilizes on-chip memory such as L1 cache which is 
used to reduce the time of memory access. 
 
We recognized that the present implementation could not fully retrieve the potential power of 
GPU in comparison of the actual performance gain (6.2x) and the peak performance gain (20x). 
This is because the computation-intensive parts except the transport solver such as calculation of 
eigenvalue still run on CPU. Therefore, as implemented in this study, frequent data transfer 
between CPU and GPU through a relative-low speed BUS must be managed which results in 
overhead. When these parts are implemented as kernels which run on GPU, further performance 
gain would be expected.  
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5. CONCLUSION 
 
CUDA, a programming environment for GPU computing, enable us to implement the 
computation kernels as natural extensions of CPU version which resolved the complexity 
observed in the previous study.  We confirmed that it was feasible to gain the computing 
performance using GPUs with minimum modifications on the original code for maintainability 
with introduction of a virtually identical set of class libraries between CPU and GPU versions. 
Although a potential bottleneck was observed in performance study within a small geometry, we 
obtained a factor of 6.2 in terms of total computing time for a large problem in three dimensional 
full-core geometry of commercial PWR. In the future study, further performance gain would be 
expected through wider range of application of GPU computation and tunings on computing 
kernels. 
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