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Abstract

The CERN–Latin-American School of High-Energy Physics is intended to give young physicists an introduc-
tion to the theoretical aspects of recent advances in elementary particle physics. These proceedings contain
lectures on quantum field theory, quantum chromodynamics, flavour physics and CP-violation, physics beyond
the Standard Model, neutrino physics, particle cosmology, ultrahigh-energy cosmic rays and heavy-ion physics,
as well as a presentation of recent results from the Large Hadron Collider (LHC) and a short introduction to the
principles of particle physics instrumentation.
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Preface

The sixth School in the series of Latin-American Schools of High-Energy Physics took place from 23 March
to 5 April 2011 in Natal, Brazil. It was organized by CERN with the local support of colleagues from several
universities in Brazil.

The School was generously supported by: CERN; CIEMAT, Spain; and several Brazilian organisations
(CAPES, CNPq, FAPERJ, FAPESP and RENAFAE). Our sincere thanks go to all of the sponsors for making it
possible to organize the School and for contributing to its success.

The School was hosted in the beautiful Hotel Porto do Mar, a colonial-style hotel on the coast to the south
of the city of Natal. We are indebted to the hotel for its friendly staff, who certainly contributed to the good
spirit of the School, and, in particular, to the hotel owner and manager, Jackson Tavares and Junior Camara.

Professor Miriam Gandelman from the Federal University of Rio de Janiero, UFRJ, acted as local director
for the School, assisted by members of the local organizing committee. We are extremely grateful to Miriam and
her colleagues for their excellent work in organizing the School and for creating such a wonderful atmosphere
for the participants.

Seventy-nine students from fifteen different countries, together with four Brazilian “listeners”, attended the
School. Following the tradition of the School, the students shared twin rooms, mixing nationalities, and, in
particular, the Europeans mixed with Latin Americans.

The twelve lecturers came from Europe, Latin America and the USA. The lectures, which were given in
English, were complemented by daily discussion sessions led by four physicists from Latin America and one
from the USA. The lectures and the discussion sessions were all held using the conference facilities of the hotel.
The students displayed their own research work in the form of posters in a special evening session during the
first week. The posters were left on display in a public area of the hotel until the end of the School. The students
from each discussion group also performed a project, studying in detail the analysis of a published paper from
an LHC experiment. A representative of each group presented a brief summary talk during a special evening
session during the second week of the School. Our thanks are due to the lecturers and discussion leaders for
their active participation in the School and for making the scientific programme so stimulating. The students,
who in turn manifested their good spirits during two intense weeks, undoubtedly appreciated their personal
contributions in answering questions and explaining points of theory.

We are very grateful to Helene Haller, the Administrator for the CERN Schools of Physics, for her efforts
in the lengthy preparations for the School and during the event itself. Her efficient work, friendly attitude
and continual care of the participants and their needs were greatly appreciated. The participants will certainly
remember the two interesting excursions, an afternoon tour of the city of Natal and, particularly, an exciting
full-day excursion in buggies along the coast to the north of the city. They also greatly appreciated the excellent
social programme, with evenings spent together around the hotel swimming pool as well as the farewell party
on the last night.

The success of the School was to a large extent due to the students themselves. Their poster session and
group projects were very well prepared and highly appreciated, and throughout the School they participated
actively during the lectures, in the discussion sessions and in the different activities and excursions.

Nick Ellis
(On behalf of the Organizing Committee)
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Introductory Lectures on Quantum Field Theory

L. Álvarez-Gaumé a ∗ and M.A. Vázquez-Mozo b †
a CERN, Geneva, Switzerland
b Universidad de Salamanca, Salamanca, Spain

Abstract
In these lectures we present a few topics in quantum field theory in detail.
Some of them are conceptual and some more practical. They have been se-
lected because they appear frequently in current applications to particle physics
and string theory.

1 Introduction
These notes are based on lectures delivered by L.A.-G. at the 3rd CERN–Latin-American School of High-
Energy Physics, Malargüe, Argentina, 27 February–12 March 2005, at the 5th CERN–Latin-American
School of High-Energy Physics, Medellín, Colombia, 15–28 March 2009, and at the 6th CERN–Latin-
American School of High-Energy Physics, Natal, Brazil, 23 March–5 April 2011. The audience on all
three occasions was composed to a large extent of students in experimental high-energy physics with an
important minority of theorists. In nearly ten hours it is quite difficult to give a reasonable introduction to
a subject as vast as quantum field theory. For this reason the lectures were intended to provide a review
of those parts of the subject to be used later by other lecturers. Although a cursory acquaintance with
the subject of quantum field theory is helpful, the only requirement to follow the lectures is a working
knowledge of quantum mechanics and special relativity.

The guiding principle in choosing the topics presented (apart from serving as introductions to later
courses) was to present some basic aspects of the theory that present conceptual subtleties. These are the
topics with which one is often uncomfortable after a first introduction to the subject. Among them we
have selected the following:

– The need to introduce quantum fields, with the great complexity this implies.
– Quantization of gauge theories and the role of topology in quantum phenomena. We have included

a brief study of the Aharonov–Bohm effect and Dirac’s explanation of the quantization of electric
charge in terms of magnetic monopoles.

– Quantum aspects of global and gauge symmetries and their breaking.
– Anomalies.
– The physical idea behind the process of renormalization of quantum field theories.
– Some more specialized topics, like the creation of particles by classical fields and the very basics

of supersymmetry.

These notes have been written following closely the original presentation, with numerous clarifi-
cations. Sometimes the treatment given to some subjects has been extended, in particular the discussion
of the Casimir effect and particle creation by classical backgrounds. Since no group theory was assumed,
we have included an Appendix with a review of the basics concepts.

Through lack of space, and on purpose, few proofs have been included. Instead, very often we
illustrate a concept or property by describing a physical situation where it arises. An expanded version of
these lectures, following the same philosophy but including many other topics, has been published in [1].

∗Luis.Alvarez-Gaume@cern.ch
†Miguel.Vazquez-Mozo@cern.ch, vazquez@usal.es
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For full details and proofs, we refer the reader to the many textbooks on the subject, and in particular to
those provided in the bibliography [2–11]. Especially modern presentations, very much in the spirit of
these lectures, can be found in references [5, 6, 10, 11]. We should nevertheless warn the reader that we
have been a bit cavalier about references. Our aim has been to provide mostly a (not exhaustive) list of
reference for further reading. We apologize to any authors who feel misrepresented.

1.1 A note about notation
Before starting, it is convenient to review the notation used. Throughout these notes we will be using
the metric ηµν = diag (1,−1,−1,−1). Derivatives with respect to the four-vector xµ = (ct, ~x) will be
denoted by the shorthand

∂µ ≡ ∂

∂xµ
=

(
1

c

∂

∂t
, ~∇
)
. (1.1)

As usual, space-time indices will be labelled by Greek letters (µ, ν, . . . = 0, 1, 2, 3), while Latin indices
will be used for spatial directions (i, j, . . . = 1, 2, 3). In many expressions we will use the notation
σµ = (1, σi), where σi are the Pauli matrices

σ1 =

(
0 1
1 0

)
, σ2 =

(
0 −i
i 0

)
, σ3 =

(
1 0
0 −1

)
. (1.2)

Sometimes we make use of Feynman’s slash notation /a = γµaµ. Finally, unless stated otherwise, we
work in natural units ~ = c = 1.

2 Why do we need quantum field theory after all?
In spite of the impressive success of quantum mechanics in describing atomic physics, it was immediately
clear after its formulation that its relativistic extension was not free of difficulties. These problems were
clear already to Schrödinger, whose first guess for a wave equation of a free relativistic particle was the
Klein–Gordon equation

(
∂2

∂t2
−∇2 +m2

)
ψ(t, ~x) = 0. (2.1)

This equation follows directly from the relativistic “mass-shell” identity E2 = ~p 2 +m2 using the corre-
spondence principle

E → i
∂

∂t
,

~p → −i~∇. (2.2)

Plane-wave solutions to the wave equation (2.1) are readily obtained

ψ(t, ~x) = e−ipµxµ
= e−iEt+i~p·~x with E = ±ωp ≡ ±

√
~p 2 +m2. (2.3)

In order to have a complete basis of functions, one must include plane waves with both E > 0 and
E < 0. This implies that, given the conserved current

jµ =
i

2
(ψ∗∂µψ − ∂µψ

∗ψ), (2.4)

its time component is j0 = E and therefore does not define a positive-definite probability density.

2
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Energy

m

0

−m

Fig. 1: Spectrum of the Klein–Gordon wave equation.

A complete, properly normalized, continuous basis of solutions of the Klein–Gordon equation
(2.1) labelled by the momentum ~p can be defined as

fp(t, ~x) =
1

(2π)3/2
√

2ωp
e−iωpt+i~p·~x,

f−p(t, ~x) =
1

(2π)3/2
√

2ωp
eiωpt−i~p·~x. (2.5)

Given the inner product

〈ψ1|ψ2〉 = i

∫
d3x (ψ∗

1∂0ψ2 − ∂0ψ
∗
1ψ2),

the states (2.5) form an orthonormal basis

〈fp|fp′〉 = δ(~p − ~p ′),

〈f−p|f−p′〉 = −δ(~p − ~p ′), (2.6)

〈fp|f−p′〉 = 0.

The wave functions fp(t, x) describe states with momentum ~p and energy given by ωp =
√
~p 2 +m2.

On the other hand, the states |f−p〉 not only have a negative scalar product but they actually correspond
to negative energy states,

i∂0f−p(t, ~x) = −
√
~p 2 +m2 f−p(t, ~x). (2.7)

Therefore, the energy spectrum of the theory satisfies |E| > m and is unbounded from below (see Fig.
1). Although in the case of a free theory the absence of a ground state is not necessarily a fatal problem,
once the theory is coupled to the electromagnetic field this is the source of all kinds of disasters, since
nothing can prevent the decay of any state by emission of electromagnetic radiation.

3
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Dirac Sea

Fig. 2: Creation of a particle–antiparticle pair in the Dirac sea picture.

The problem of the instability of the “first-quantized” relativistic wave equation can be heuristi-
cally tackled in the case of spin-12 particles, described by the Dirac equation

(
−i~β

∂

∂t
+ ~α · ~∇−m

)
ψ(t, ~x) = 0, (2.8)

where ~α and ~β are 4× 4 matrices

~αi =

(
0 iσi

−iσi 0

)
, ~β =

(
0 1
1 0

)
, (2.9)

with σi the Pauli matrices, and the wave function ψ(t, ~x) has four components. The wave equation (2.8)
can be thought of as a kind of “square root” of the Klein–Gordon equation (2.1), since the latter can be
obtained as

(
−i~β

∂

∂t
+ ~α · ~∇−m

)†(
−i~β

∂

∂t
+ ~α · ~∇−m

)
ψ(t, ~x) =

(
∂2

∂t2
−∇2 +m2

)
ψ(t, ~x). (2.10)

An analysis of Eq. (2.8) along the lines of that presented above for the Klein–Gordon equation
leads again to the existence of negative energy states and a spectrum unbounded from below as in Fig.
1. Dirac, however, solved the instability problem by pointing out that now the particles are fermions
and therefore they are subject to Pauli’s exclusion principle. Hence, each state in the spectrum can be
occupied by at most one particle, so the states with E = m can be made stable if we assume that all the
negative energy states are filled.

If Dirac’s idea restores the stability of the spectrum by introducing a stable vacuum where all
negative energy states are occupied, the so-called Dirac sea, it also leads directly to the conclusion that a
single-particle interpretation of the Dirac equation is not possible. Indeed, a photon with enough energy
(E > 2m) can excite one of the electrons filling the negative energy states, leaving behind a “hole”
in the Dirac sea (see Fig. 2). This hole behaves as a particle with equal mass and opposite charge that
is interpreted as a positron, so there is no escape from the conclusion that interactions will produce
particle–antiparticle pairs out of the vacuum.

4
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Fig. 3: Illustration of the Klein paradox.

In spite of the success of the heuristic interpretation of negative energy states in the Dirac equation,
this is not the end of the story. In 1929 Oskar Klein stumbled into an apparent paradox when trying to
describe the scattering of a relativistic electron by a square potential using Dirac’s wave equation [12] (for
pedagogical reviews see [13, 14]). In order to capture the essence of the problem without entering into
unnecessary complication, we will study Klein’s paradox in the context of the Klein–Gordon equation.

Let us consider a square potential with height V0 > 0 of the type shown in Fig. 3. A solution to
the wave equation in regions I and II is given by

ψI(t, x) = e−iEt+ip1x +Re−iEt−ip1x,

ψII(t, x) = T e−iEt+p2x, (2.11)

where the mass-shell condition implies that

p1 =
√
E2 −m2, p2 =

√
(E − V0)2 −m2. (2.12)

The constants R and T are computed by matching the two solutions across the boundary x = 0. The
conditions ψI(t, 0) = ψII(t, 0) and ∂xψI(t, 0) = ∂xψII(t, 0) imply that

T =
2p1

p1 + p2
, R =

p1 − p2
p1 + p2

. (2.13)

At first sight one would expect a behaviour similar to that encountered in the non-relativistic case.
If the kinetic energy is bigger than V0, both a transmitted and a reflected wave are expected, whereas
when the kinetic energy is smaller than V0, one only expects to find a reflected wave, the transmitted
wave being exponentially damped within a distance of a Compton wavelength inside the barrier.

Indeed, this is what happens if E −m > V0. In this case both p1 and p2 are real and we have a
partly reflected and a partly transmitted wave. In the same way, if V0 − 2m < E −m < V0, then p2 is
imaginary and there is total reflection.

However, in the case when V0 > 2m and the energy is in the range 0 < E − m < V0 − 2m,
a completely different situation arises. In this case one finds that both p1 and p2 are real and therefore

5
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the incoming wave function is partially reflected and partially transmitted across the barrier. This is a
shocking result, since it implies that there is a non-vanishing probability of finding the particle at any
point across the barrier with negative kinetic energy (E −m − V0 < 0)! This weird result is known as
Klein’s paradox.

As with the negative energy states, the Klein paradox results from our insistence on giving a
single-particle interpretation to the relativistic wave function. In fact, a multiparticle analysis of the
paradox [13] shows that what happens when 0 < E−m < V0−2m is that the reflection of the incoming
particle by the barrier is accompanied by the creation of particle–antiparticle pairs out of the energy of
the barrier (note that for this to happen it is required that V0 > 2m, the threshold for the creation of a
particle–antiparticle pair).

This particle creation can be understood by noticing that the sudden potential step in Fig. 3 lo-
calizes the incoming particle with mass m at distances smaller than its Compton wavelength λ = 1/m.
This can be seen by replacing the square potential by another one where the potential varies smoothly
from 0 to V0 > 2m on distance scales larger than 1/m. This case was worked out by Sauter shortly after
Klein pointed out the paradox [15]. He considered a situation where the regions with V = 0 and V = V0
are connected by a region of length d with a linear potential V (x) = V0x/d. When d > 1/m he found
that the transmission coefficient is exponentially small.1

The creation of particles is impossible to avoid whenever one tries to locate a particle of mass
m within its Compton wavelength. Indeed, from the Heisenberg uncertainty relation, we find that if
∆x ∼ 1/m, the fluctuations in the momentum will be of order ∆p ∼ m, and fluctuations in the energy
of order

∆E ∼ m (2.14)

can be expected. Therefore, in a relativistic theory, the fluctuations of the energy are enough to allow
the creation of particles out of the vacuum. In the case of a spin-12 particle, the Dirac sea picture shows
clearly how, when the energy fluctuations are of order m, electrons from the Dirac sea can be excited to
positive energy states, thus creating electron–positron pairs.

It is possible to see how the multiparticle interpretation is forced upon us by relativistic invariance.
In non-relativistic quantum mechanics, observables are represented by self-adjoint operators that in the
Heisenberg picture depend on time. Therefore, measurements are localized in time but are global in
space. The situation is radically different in the relativistic case. Because no signal can propagate
faster than the speed of light, measurements have to be localized in both time and space. Causality
then demands that two measurements carried out in causally disconnected regions of space-time cannot
interfere with each other. In mathematical terms, this means that, if OR1 and OR2 are the observables
associated with two measurements localized in two causally disconnected regions R1 and R2 (see Fig.
4), they satisfy

[OR1 ,OR2 ] = 0, if (x1 − x2)
2 < 0, for all x1 ∈ R1, x2 ∈ R2. (2.15)

Hence, in a relativistic theory, the basic operators in the Heisenberg picture must depend on the
space-time position xµ. Unlike the case in non-relativistic quantum mechanics, here the position ~x is not
an observable, but just a label, similarly to the case of time in ordinary quantum mechanics. Causality is
then imposed microscopically by requiring that

[O(x),O(y)] = 0, if (x− y)2 < 0. (2.16)

A smeared operator OR over a space-time region R can then be defined as

OR =

∫
d4xO(x)fR(x), (2.17)

1In section 9.1 we will see how, in the case of the Dirac field, this exponential behaviour can be associated with the creation
of electron–positron pairs due to a constant electric field (Schwinger effect).
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Fig. 4: Two regions R1 and R2 that are causally disconnected.

where fR(x) is the characteristic function associated with R,

fR(x) =

{
1, x ∈ R,
0, x /∈ R.

(2.18)

Eq. (2.15) follows now from the microcausality condition (2.16).

Therefore, relativistic invariance forces the introduction of quantum fields. It is only when we
insist on keeping a single-particle interpretation that we crash against causality violations. To illustrate
the point, let us consider a single-particle wave function ψ(t, ~x) that is initially localized at position
~x = 0:

ψ(0, ~x) = δ(~x). (2.19)

Evolving this wave function using the Hamiltonian H =
√
−∇2 +m2, we find that the wave function

can be written as

ψ(t, ~x) = e−it
√
−∇2+m2

δ(~x) =

∫
d3k

(2π)3
ei
~k·~x−it

√
k2+m2

. (2.20)

Integrating over the angular variables, the wave function can be recast in the form

ψ(t, ~x) =
1

2π2|~x|

∫ ∞

−∞
k dk eik|~x| e−it

√
k2+m2

. (2.21)

The resulting integral can be evaluated using the complex integration contour C shown in Fig. 5. The
result is that, for any t > 0, one finds that ψ(t, ~x) 6= 0 for any ~x. If we insist on interpreting the wave
function ψ(t, ~x) as the probability density of finding the particle at the location ~x at time t, we find that
the probability leaks out of the light cone, thus violating causality.

3 From classical to quantum fields
We have learned how the consistency of quantum mechanics with special relativity forces us to abandon
the single-particle interpretation of the wave function. Instead, we have to consider quantum fields whose
elementary excitations are associated with particle states, as we will see below.
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Fig. 5: Complex contour C for the computation of the integral in Eq. (2.21).

In any scattering experiment, the only information available to us is the set of quantum numbers
associated with the set of free particles in the initial and final states. Ignoring, for the moment, other
quantum numbers, such as spin and flavour, one-particle states are labelled by the three-momentum ~p
and span the single-particle Hilbert space H1,

|~p 〉 ∈ H1, 〈~p |~p ′〉 = δ(~p − ~p ′). (3.1)

The states {|~p 〉} form a basis of H1 and therefore satisfy the closure relation
∫

d3p |~p 〉〈~p | = 1. (3.2)

The group of spatial rotations acts unitarily on the states |~p 〉. This means that, for every rotation R ∈
SO(3), there is a unitary operator U(R) such that

U(R)|~p 〉 = |R~p 〉, (3.3)

where R~p represents the action of the rotation on the vector ~k, (R~p )i = Ri
jk

j . Using a spectral decom-
position, the momentum operator P̂ i can be written as

P̂ i =

∫
d3p |~p 〉pi〈~p |. (3.4)

With the help of Eq. (3.3) it is straightforward to check that the momentum operator transforms as a
vector under rotations:

U(R)−1P̂ iU(R) =
∫

d3p |R−1~p 〉pi〈R−1~p | = Ri
jP̂

j, (3.5)

where we have used that the integration measure is invariant under SO(3).

Since, as we argued above, we are forced to deal with multiparticle states, it is convenient to
introduce creation and annihilation operators associated with a single-particle state of momentum ~p,

[a(~p ), a†(~p ′)] = δ(~p − ~p ′), [a(~p ), a(~p ′)] = [a†(~p ), a†(~p ′)] = 0, (3.6)
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such that the state |~p 〉 is created out of the Fock space vacuum |0〉 (normalized such that 〈0|0〉 = 1) by
the action of a creation operator a†(~p ),

|~p 〉 = a†(~p )|0〉, a(~p )|0〉 = 0, ∀ ~p. (3.7)

Covariance under spatial rotations is all we need if we are interested in a non-relativistic theory.
However, in a relativistic quantum field theory, we must preserve more than SO(3) – we need the expres-
sions to be covariant under the full Poincaré group ISO(1, 3) consisting of spatial rotations, boosts and
space-time translations. Therefore, in order to build the Fock space of the theory, we need two key ingre-
dients: first, an invariant normalization for the states, since we want a normalized state in one reference
frame to be normalized in any other inertial frame; and secondly, a relativistic invariant integration mea-
sure in momentum space, so the spectral decomposition of operators is covariant under the full Poincaré
group.

Let us begin with the invariant measure. Given an invariant function f(p) of the four-momentum
pµ of a particle of mass m with positive energy p0 > 0, there is an integration measure that is invariant
under proper Lorentz transformations2

∫
d4p

(2π)4
(2π)δ(p2 −m2)θ(p0)f(p), (3.8)

where θ(x) represents the Heaviside step function. The integration over p0 can be easily done using the
delta function identity

δ[f(x)] =
∑

xi=zeros of f

1

|f ′(xi)|
δ(x− xi), (3.9)

which in our case implies that

δ(p2 −m2) =
1

2p0
δ
(
p0 −

√
~p 2 +m2

)
+

1

2p0
δ
(
p0 +

√
~p 2 +m2

)
. (3.10)

The second term in the previous expression corresponds to states with negative energy and therefore does
not contribute to the integral. We can then write

∫
d4p

(2π)4
(2π)δ(p2 −m2)θ(p0)f(p) =

∫
d3p

(2π)3
1

2
√
~p 2 +m2

f
(√

~p 2 +m2, ~p
)
. (3.11)

Hence, the relativistic invariant measure is given by
∫

d3p

(2π)3
1

2ωp
with ωp ≡

√
~p 2 +m2. (3.12)

Once we have an invariant measure, the next step is to find an invariant normalization for the
states. We work with a basis {|p〉} of eigenstates of the four-momentum operator P̂µ,

P̂ 0|p〉 = ωp|p〉, P̂ i|p〉 = pi|p〉. (3.13)

Since the states |p〉 are eigenstates of the three-momentum operator, we can express them in terms of the
non-relativistic states |~p 〉 that we introduced in Eq. (3.1),

|p〉 = N(~p )|~p 〉, (3.14)

2The factors of 2π are introduced for later convenience.
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with N(~p ) a normalization to be determined now. The states {|p〉} form a complete basis, so they should
satisfy the Lorentz-invariant closure relation

∫
d4p

(2π)4
(2π)δ(p2 −m2)θ(p0)|p〉〈p| = 1. (3.15)

At the same time, this closure relation can be expressed, using Eq. (3.14), in terms of the non-relativistic
basis of states {|~p 〉} as

∫
d4p

(2π)4
(2π)δ(p2 −m2)θ(p0)|p〉〈p| =

∫
d3p

(2π)3
1

2ωp
|N(p)|2 |~p 〉〈~p |. (3.16)

Now using Eq. (3.4) for the non-relativistic states, expression (3.15) follows provided that

|N(~p )|2 = (2π)3(2ωp). (3.17)

Taking the overall phase in Eq. (3.14) so that N(p) is real, we define the Lorentz-invariant states |p〉 as

|p〉 = (2π)3/2
√

2ωp |~p 〉, (3.18)

and, given the normalization of |~p 〉, we find the normalization of the relativistic states to be

〈p|p′〉 = (2π)3(2ωp)δ(~p − ~p ′). (3.19)

Although not obvious at first sight, the previous normalization is Lorentz-invariant. Although it is
not difficult to show this in general, here we consider the simpler case of 1 + 1 dimensions, where the
two components (p0, p1) of the on-shell momentum can be parametrized in terms of a single hyperbolic
angle λ as

p0 = m cosh λ, p1 = m sinhλ. (3.20)

Now, the combination 2ωpδ(p
1 − p1′) can be written as

2ωpδ(p
1 − p1′) = 2m coshλ δ(m sinh λ−m sinhλ′) = 2δ(λ − λ′), (3.21)

where we have made use of the property (3.9) of the delta function. Lorentz transformations in 1 + 1
dimensions are labelled by a parameter ξ ∈ R and act on the momentum by shifting the hyperbolic angle
λ→ λ+ ξ. However, Eq. (3.21) is invariant under a common shift of λ and λ′, so the whole expression
is obviously invariant under Lorentz transformations.

To summarize what we have done so far, we have succeeded in constructing a Lorentz-covariant
basis of states for the one-particle Hilbert space H1. The generators of the Poincaré group act on the
states |p〉 of the basis as

P̂µ|p〉 = pµ|p〉, U(Λ)|p〉 = |Λµ
νp

ν〉 ≡ |Λp〉 with Λ ∈ SO(1, 3). (3.22)

This is compatible with the Lorentz invariance of the normalization that we have checked above,

〈p|p′〉 = 〈p|U(Λ)−1U(Λ)|p′〉 = 〈Λp|Λp′〉. (3.23)

On H1, the operator P̂µ admits the following spectral representation:

P̂µ =

∫
d3p

(2π)3
1

2ωp
|p〉pµ〈p|. (3.24)
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Using (3.23) and the fact that the measure is invariant under Lorentz transformation, one can easily show
that P̂µ transforms covariantly under SO(1, 3),

U(Λ)−1P̂µU(Λ) =
∫

d3p

(2π)3
1

2ωp
|Λ−1p〉pµ〈Λ−1p| = Λµ

νP̂
ν . (3.25)

A set of covariant creation–annihilation operators can be constructed now in terms of the operators
a(~p ) and a†(~p ) introduced above,

α(~p ) ≡ (2π)3/2
√

2ωp a(~p ), α†(~p ) ≡ (2π)3/2
√

2ωp a
†(~p ), (3.26)

with the Lorentz-invariant commutation relations

[α(~p ), α†(~p ′)] = (2π)3(2ωp)δ(~p − ~p ′),

[α(~p ), α(~p ′)] = [α†(~p ), α†(~p ′)] = 0. (3.27)

Particle states are created by acting with any number of creation operators α(~p ) on the Poincaré-invariant
vacuum state |0〉 satisfying

〈0|0〉 = 1, P̂µ|0〉 = 0, U(Λ)|0〉 = |0〉, ∀ Λ ∈ SO(1, 3). (3.28)

A general one-particle state |f〉 ∈ H1 can then be written as

|f〉 =
∫

d3p

(2π)3
1

2ωp
f(~p )α†(~p )|0〉, (3.29)

while an n-particle state |f〉 ∈ H⊗n
1 can be expressed as

|f〉 =
∫ n∏

i=1

d3pi
(2π)3

1

2ωpi

f(~p1, . . . , ~pn)α
†(~p1) · · ·α†(~pn)|0〉. (3.30)

One can check that these states are Lorentz-invariant by noting that the transformation

U(Λ)α(~p )U(Λ)† = α(Λ~p ), (3.31)

and the corresponding one for creation operators, follow from the definition of the creation–annihilation
operators.

As we have argued above, the very fact that measurements have to be localized implies the ne-
cessity of introducing quantum fields. Here we will consider the simplest case of a scalar quantum field
φ(x) satisfying the following properties.

– Hermiticity

φ†(x) = φ(x). (3.32)

– Microcausality Since measurements cannot interfere with each other when performed in causally
disconnected points of space-time, the commutator of two fields has to vanish outside the relative
light cone,

[φ(x), φ(y)] = 0, (x− y)2 < 0. (3.33)

– Translation invariance

eiP̂ ·aφ(x)e−iP̂ ·a = φ(x− a). (3.34)
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– Lorentz invariance

U(Λ)†φ(x)U(Λ) = φ(Λ−1x). (3.35)

– Linearity To simplify matters, we will also assume that φ(x) is linear in the creation–annihilation
operators α(~p ) and α†(~p ),

φ(x) =

∫
d3p

(2π)3
1

2ωp
[f(~p, x)α(~p ) + g(~p, x)α†(~p )]. (3.36)

Since φ(x) should be hermitian, we are forced to take f(~p, x)∗ = g(~p, x). Moreover, φ(x) satisfies
the equations of motion of a free scalar field, (∂µ∂µ +m2)φ(x) = 0, only if f(~p, x) is a complete
basis of solutions of the Klein–Gordon equation. These considerations lead to the expansion

φ(x) =

∫
d3p

(2π)3
1

2ωp
[e−iωpt+i~p·~xα(~p ) + eiωpt−i~p·~xα†(~p )]. (3.37)

Given the expansion of the scalar field in terms of the creation–annihilation operators, it can be checked
that φ(x) and ∂tφ(x) satisfy the equal-time canonical commutation relations

[φ(t, ~x), ∂tφ(t, ~y )] = iδ(~x− ~y ). (3.38)

The general commutator [φ(x), φ(y)] can also be computed to be

[φ(x), φ(x′)] = i∆(x− x′). (3.39)

The function ∆(x− y) is given by

i∆(x− y) = −Im

∫
d3p

(2π)3
1

2ωp
e−iωp(t−t′)+i~p·(~x−~x ′)

=

∫
d4p

(2π)4
(2π)δ(p2 −m2)ε(p0)e−ip·(x−x′), (3.40)

where ε(x) is defined as

ε(x) ≡ θ(x)− θ(−x) =
{

1, x > 0,
−1, x < 0.

(3.41)

Using the last expression in Eq. (3.40), it is easy to show that i∆(x− x′) vanishes when x and x′

are space-like separated. Indeed, if (x− x′)2 < 0 there is always a reference frame in which both events
are simultaneous, and since i∆(x − x′) is Lorentz-invariant we can compute it in this reference frame.
In this case, t = t′ and the exponential in the second line of (3.40) do not depend on p0. Therefore, the
integration over k0 gives

∫ ∞

−∞
dp0 ε(p0)δ(p2 −m2) =

∫ ∞

−∞
dp0

[
1

2ωp
ε(p0)δ(p0 − ωp) +

1

2ωp
ε(p0)δ(p0 + ωp)

]

=
1

2ωp
− 1

2ωp
= 0. (3.42)

So we have concluded that i∆(x − x′) = 0 if (x − x′)2 < 0, as required by microcausality. Note that
the situation is completely different when (x − x′)2 ≥ 0, since in this case the exponential depends on
p0 and the integration over this component of the momentum does not vanish.
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3.1 Canonical quantization
So far we have contented ourselves with requiring a number of properties to hold for the quantum scalar
field: the existence of asymptotic states, locality, microcausality and relativistic invariance. With only
these ingredients, we have managed to go quite far. All this can also be obtained using canonical quan-
tization. One starts with a classical free scalar field theory in Hamiltonian formalism and obtains the
quantum theory by replacing Poisson brackets by commutators. Since this quantization procedure is
based on the use of the canonical formalism, which gives time a privileged role, it is important to check
at the end of the calculation that the resulting quantum theory is Lorentz-invariant. In the following, we
will briefly overview the canonical quantization of the Klein–Gordon scalar field.

The starting point is the action functional S[φ(x)], which, in the case of a free real scalar field of
mass m, is given by

S[φ(x)] ≡
∫

d4xL(φ, ∂µφ) =
1

2

∫
d4x (∂µφ∂

µφ−m2φ2). (3.43)

The equations of motion are obtained, as usual, from the Euler–Lagrange equations:

∂µ

[
∂L

∂(∂µφ)

]
− ∂L
∂φ

= 0 =⇒ (∂µ∂
µ +m2)φ = 0. (3.44)

The momentum canonically conjugated to the field φ(x) is given by

π(x) ≡ ∂L
∂(∂0φ)

=
∂φ

∂t
. (3.45)

In the Hamiltonian formalism the physical system is described not in terms of the generalized coordinates
and their time derivatives but in terms of the generalized coordinates and their canonically conjugated
momenta. This is achieved by a Legendre transformation, after which the dynamics of the system is
determined by the Hamiltonian function

H ≡
∫

d3x

(
π
∂φ

∂t
−L

)
=

1

2

∫
d3x [π2 + (~∇φ)2 +m2]. (3.46)

The equations of motion can be written in terms of the Poisson brackets. Given two functionals
A[φ, π] and B[φ, π] of the canonical variables,

A[φ, π] =

∫
d3xA(φ, π), B[φ, π] =

∫
d3xB(φ, π), (3.47)

their Poisson bracket is defined by

{A,B} ≡
∫

d3x

[
δA

δφ

δB

δπ
− δA

δπ

δB

δφ

]
, (3.48)

where δ/δφ denotes the functional derivative defined as

δA

δφ
≡ ∂A
∂φ

− ∂µ

[
∂A

∂(∂µφ)

]
. (3.49)

Then, the canonically conjugated fields satisfy the following equal-time Poisson brackets:

{φ(t, ~x), φ(t, ~x ′)} = {π(t, ~x), π(t, ~x ′)} = 0,

{φ(t, ~x), π(t, ~x ′)} = δ(~x − ~x ′). (3.50)
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Canonical quantization proceeds now by replacing classical fields with operators and Poisson
brackets with commutators according to the rule

i{·, ·} → [·, ·]. (3.51)

In the case of the scalar field, a general solution of the field equations (3.44) can be obtained by working
with the Fourier transform

(∂µ∂
µ +m2)φ(x) = 0 =⇒ (−p2 +m2)φ̃(p) = 0, (3.52)

whose general solution can be written as3

φ(x) =

∫
d4p

(2π)4
(2π)δ(p2 −m2)θ(p0)[α(p)e−ip·x + α(p)∗eip·x]

=

∫
d3p

(2π)3
1

2ωp
[α(~p )e−iωpt+~p·~x + α(~p )∗eiωpt−~p·~x] (3.53)

and we have required φ(x) to be real. The conjugate momentum is

π(x) = − i

2

∫
d3p

(2π)3
[α(~p )e−iωpt+~p·~x + α(~p )∗eiωpt−~p·~x]. (3.54)

Now φ(x) and π(x) are promoted to operators by replacing the functions α(~p ) and α(~p )∗ by the
corresponding operators:

α(~p ) → α̂(~p ), α(~p )∗ → α̂†(~p ). (3.55)

Moreover, demanding [φ(t, ~x), π(t, ~x ′)] = iδ(~x − ~x ′) forces the operators α̂(~p ) and α̂(~p )† to have the
commutation relations found in Eq. (3.27). Therefore they are identified as a set of creation–annihilation
operators creating states with well-defined momentum ~p out of the vacuum |0〉. In the canonical quanti-
zation formalism, the concept of “particle” appears as a result of the quantization of a classical field.

Knowing the expressions of φ̂ and π̂ in terms of the creation–annihilation operators, we can pro-
ceed to evaluate the Hamiltonian operator. After a simple calculation, one arrives at the expression

Ĥ =

∫
d3p [ωpα̂

†(~p )α̂(~p ) + 1
2ωpδ(~0)]. (3.56)

The first term has a simple physical interpretation since α̂†(~p )α̂(~p ) is the number operator of parti-
cles with momentum ~p. The second divergent term can be eliminated if we define the normal-ordered
Hamiltonian :Ĥ: with the vacuum energy subtracted:

:Ĥ: ≡ Ĥ − 〈0|Ĥ |0〉 =
∫

d3pωpα̂
†(~p )α̂(~p ). (3.57)

It is interesting to try to make sense of the divergent term in Eq. (3.56). This term has two sources
of divergence. One is associated with the delta function evaluated at zero coming from the fact that we are
working in an infinite volume. It can be regularized for large but finite volume by replacing δ(~0) ∼ V .
Hence, it is of infrared origin. The second one comes from the integration of ωp at large values of
the momentum, and it is thus an ultraviolet divergence. The infrared divergence can be regularized by
considering the scalar field to be living in a box of finite volume V . In this case the vacuum energy is

Evac ≡ 〈0|Ĥ |0〉 =
∑

~p

1
2ωp. (3.58)

3In momentum space, the general solution to this equation is φ̃(p) = f(p)δ(p2 − m2), with f(p) a completely general
function of pµ. The solution in position space is obtained by inverse Fourier transformation.
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Region I Region II

Conducting plates

Region III

d

Fig. 6: Illustration of the Casimir effect. In regions I and II the spectrum of modes of the momentum p⊥ is
continuous, while in the space between the plates (region II) it is quantized in units of π/d.

Written in this way, the interpretation of the vacuum energy is straightforward. A free scalar quantum
field can be seen as an infinite collection of harmonic oscillators per unit volume, each one labelled by
~p. Even if those oscillators are not excited, they contribute to the vacuum energy with their zero-point
energy, given by 1

2ωp. This vacuum contribution to the energy adds up to infinity even if we work at
finite volume, since even then there are modes with arbitrarily high momentum contributing to the sum,
pi = niπ/Li, with Li the sides of the box of volume V and ni an integer. Hence, this divergence is of
ultraviolet origin.

3.2 The Casimir effect
The presence of a vacuum energy is not characteristic of the scalar field. It is also present in other
cases, in particular in quantum electrodynamics. Although one might be tempted to discard this infinite
contribution to the energy of the vacuum as unphysical, it has observable consequences. In 1948 Hendrik
Casimir pointed out [16] that, although a formally divergent vacuum energy would not be observable,
any variation in this energy would be (see [17] for comprehensive reviews).

To show this, he devised the following experiment. Consider a pair of infinite, perfectly conducting
plates placed parallel to each other at a separation d (see Fig. 6). Because the conducting plates fix the
boundary condition of the vacuum modes of the electromagnetic field, these are discrete between the
plates (region II), while outside there is a continuous spectrum of modes (regions I and III). In order
to calculate the force between the plates, we can take the vacuum energy of the electromagnetic field
as given by the contribution of two scalar fields corresponding to the two polarizations of the photon.
Therefore, we can use the formulas derived above.

A naive calculation of the vacuum energy in this system gives a divergent result. This infinity can
be removed, however, by subtracting the vacuum energy corresponding to the situation where the plates
are removed,

E(d)reg = E(d)vac − E(∞)vac. (3.59)
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This subtraction cancels the contribution of the modes outside the plates. Because of the boundary
conditions imposed by the plates, the momenta of the modes perpendicular to the plates are quantized
according to p⊥ = nπ/d, with n a non-negative integer. If we consider that the size of the plates is
much larger than their separation d, we can take the momenta parallel to the plates ~p ‖ as continuous. For
n > 0 we have two polarizations for each vacuum mode of the electromagnetic field, each contributing
1
2

√
~p 2
‖ + p 2

⊥ to the vacuum energy. On the other hand, when p⊥ = 0, the corresponding modes of the

field are effectively (2 + 1)-dimensional and therefore there is only one polarization. Keeping this in
mind, we can write

E(d)reg = S

∫
d2p‖
(2π)2

1

2
|~p ‖|+ 2S

∫
d2p‖
(2π)2

∞∑

n=1

1

2

√
~p 2
‖ +

(nπ
d

)2

− 2Sd

∫
d3p

(2π)3
1

2
|~p |, (3.60)

where S is the area of the plates. The factors of 2 take into account the two propagating degrees of
freedom of the electromagnetic field, as discussed above. In order to ensure the convergence of integrals
and infinite sums, we can introduce an exponential damping factor4

E(d)reg =
1

2
S

∫
d2p⊥
(2π)2

e−(1/Λ)|~p ‖| |~p ‖|+ S
∞∑

n=1

∫
d2p‖
(2π)2

e
−(1/Λ)

√
~p 2
‖+(nπ/d)2

√
~p 2
‖ +

(nπ
d

)2

− Sd

∫ ∞

−∞

dp⊥
2π

∫
d2p‖
(2π)2

e
−(1/Λ)

√
~p 2
‖+p2⊥

√
~p 2
‖ + p 2

⊥, (3.61)

where Λ is an ultraviolet cut-off. It is now straightforward to see that, if we define the function

F (x) =
1

2π

∫ ∞

0
y dy e−(1/Λ)

√
y2+(xπ/d)2

√
y2 +

(xπ
d

)2
=

1

4π

∫ ∞

(xπ/d)2
dz e−

√
z/Λ√z, (3.62)

the regularized vacuum energy can be written as

E(d)reg = S

[
1

2
F (0) +

∞∑

n=1

F (n)−
∫ ∞

0
dxF (x)

]
. (3.63)

This expression can be evaluated using the Euler–MacLaurin formula [18]
∞∑

n=1

F (n)−
∫ ∞

0
dxF (x) = −1

2
[F (0) + F (∞)] +

1

12
[F ′(∞)− F ′(0)]

− 1

720
[F ′′′(∞)− F ′′′(0)] + · · · . (3.64)

Since for our function F (∞) = F ′(∞) = F ′′′(∞) = 0 and F ′(0) = 0, the value of E(d)reg is
determined by F ′′′(0). Computing this term and removing the ultraviolet cut-off, Λ → ∞, we find the
result

E(d)reg =
S

720
F ′′′(0) = − π2S

720d3
. (3.65)

Then, the force per unit area between the plates is given by

PCasimir = − π2

240

1

d4
. (3.66)

The minus sign shows that the force between the plates is attractive. This is the so-called Casimir effect.
It was experimentally measured in 1958 by Sparnaay [19], and since then the Casimir effect has been
checked with better and better precision in a variety of situations [17].

4In fact, one could introduce any cut-off function f(p2⊥ + p2‖) that goes to zero fast enough as p⊥, p‖ → ∞. The result is
independent of the particular function used in the calculation.
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4 Theories and Lagrangians
Up to this point we have used a scalar field to illustrate our discussion of the quantization procedure.
However, Nature is richer than that, and it is necessary to consider other fields with more complicated
behaviour under Lorentz transformations. Before considering other fields, we pause and study the prop-
erties of the Lorentz group.

4.1 Representations of the Lorentz group
In four dimensions, the Lorentz group has six generators. Three of them correspond to the generators
of the group of rotations in three dimensions, SO(3). In terms of the generators Ji of the group, a finite
rotation of angle ϕ with respect to an axis determined by a unitary vector ~e can be written as

R(~e, ϕ) = e−iϕ~e· ~J , ~J =




J1
J2
J3


 . (4.1)

The other three generators of the Lorentz group are associated with boosts Mi along the three spatial
directions. A boost with rapidity λ along a direction ~u is given by

B(~u, λ) = e−iλ~u· ~M , ~M =




M1

M2

M3


 . (4.2)

These six generators satisfy the algebra

[Ji, Jj ] = iǫijkJk,

[Ji,Mk] = iǫijkMk, (4.3)

[Mi,Mj ] = −iǫijkJk.

The first line corresponds to the commutation relations of SO(3), while the second one implies that the
generators of the boosts transform like a vector under rotations.

At first sight, to find representations of the algebra (4.3) might seem difficult. The problem is
greatly simplified if we consider the following combination of the generators:

J±
k = 1

2(Jk ± iMk). (4.4)

Using (4.3) it is easy to prove that the new generators J±
k satisfy the algebra

[J±
i , J

±
j ] = iǫijkJ

±
k ,

[J+
i , J

−
j ] = 0. (4.5)

Then the Lorentz algebra (4.3) is actually equivalent to two copies of the algebra of SU(2) ≈ SO(3).
Therefore, the irreducible representations of the Lorentz group can be obtained from the well-known
representations of SU(2). Since the latter are labelled by the spin s = k + 1

2 , k (with k ∈ N), any repre-
sentation of the Lorentz algebra can be identified by specifying (s+, s−), the spins of the representations
of the two copies of SU(2) that made up the algebra (4.3).

To become familiar with this way of labelling the representations of the Lorentz group, we study
some particular examples. Let us start with the simplest one, (s+, s−) = (0,0). This state is a singlet
under J±

i and therefore also under rotations and boosts. Therefore, we have a scalar.

The next interesting cases are (12 ,0) and (0, 12). They correspond, respectively, to a right-handed
and a left-handed Weyl spinor. Their properties will be studied in more detail below. In the case of
(12 ,

1
2), since from Eq. (4.4) we see that Ji = J+

i + J−
i , the rules of addition of angular momentum
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Representation Type of field

(0,0) Scalar

(12 ,0) Right-handed spinor

(0, 12) Left-handed spinor

(12 ,
1
2) Vector

(1,0) Self-dual antisymmetric two-tensor

(0,1) Anti-self-dual antisymmetric two-tensor

Table 1: Representations of the Lorentz group.

tell us that there are two states, one of them transforming as a vector and the other as a scalar under
three-dimensional rotations. A more detailed analysis shows that the singlet state corresponds to the
time component of a vector and the states combine to form a vector under the Lorentz group.

There are also more “exotic” representations. For example, we can consider the (1,0) and (0,1)
representations corresponding, respectively, to a self-dual and an anti-self-dual rank-two antisymmetric
tensor. In Table 1 we summarize the previous discussion.

To conclude our discussion of the representations of the Lorentz group, we note that, under a parity
transformation, the generators of SO(1, 3) transform as

P : Ji → Ji, P :Mi → −Mi. (4.6)

This means that P : J±
i → J∓

i and therefore a representation (s1, s2) is transformed into (s2, s1). This
means that, for example, a vector (12 ,

1
2) is invariant under parity, whereas a left-handed Weyl spinor

(12 ,0) transforms into a right-handed one (0, 12) and vice versa.

4.2 Spinors
4.2.1 Weyl spinors
Let us go back to the two spinor representations of the Lorentz group, namely (12 ,0) and (0, 12). These
representations can be explicitly constructed using the Pauli matrices as

J+
i = 1

2σ
i, J−

i = 0, for (12 ,0),

J+
i = 0, J−

i = 1
2σ

i, for (0, 12).
(4.7)

We denote by u± a complex two-component object that transforms in the representation s± = 1
2 of J i

±.
If we define σµ± = (1,±σi), we can construct the following vector quantities:

u†+σ
µ
+u+, u†−σ

µ
−u−. (4.8)

Note that, since (J±
i )† = J∓

i , the hermitian conjugated fields u†± are in the (0, 12) and (12 ,0), respec-
tively.

To construct a free Lagrangian for the fields u±, we have to look for quadratic combinations of
the fields that are Lorentz scalars. If we also demand invariance under global phase rotations,

u± → eiθu±, (4.9)
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we are left with just one possibility up to a sign, i.e.

L±
Weyl = iu†±(∂t ± ~σ · ~∇)u± = iu†±σ

µ
±∂µu±. (4.10)

This is the Weyl Lagrangian. In order to grasp the physical meaning of the spinors u±, we write the
equation of motion

(∂0 ± ~σ · ~∇)u± = 0. (4.11)

Multiplying this equation on the left by (∂0 ∓ ~σ · ~∇) and applying the algebraic properties of the Pauli
matrices, we conclude that u± satisfies the massless Klein–Gordon equation

∂µ∂
µu± = 0, (4.12)

whose solutions are

u±(x) = u±(k)e
−ik·x, with k0 = |~k|. (4.13)

Plugging these solutions back into the equation of motion (4.11), we find

(|~k| ∓ ~k · ~σ)u± = 0, (4.14)

which implies that

u+ :
~σ · ~k
|~k|

= 1,

u− :
~σ · ~k
|~k|

= −1. (4.15)

Since the spin operator is defined as ~s = 1
2~σ, the previous expressions give the chirality of the states

with wave function u±, i.e. the projection of spin along the momentum of the particle. Therefore, we
conclude that u+ is a Weyl spinor of positive helicity λ = 1

2 , while u− has negative helicity λ = −1
2 .

This agrees with our assertion that the representation (12 ,0) corresponds to a right-handed Weyl fermion
(positive chirality) whereas (0, 12) is a left-handed Weyl fermion (negative chirality). For example, in
the Standard Model, neutrinos are left-handed Weyl spinors and therefore transform in the representation
(0, 12) of the Lorentz group.

Nevertheless, it is possible that we were too restrictive in constructing the Weyl Lagrangian (4.10).
There, we constructed the invariants from the vector bilinears (4.8) corresponding to the product repre-
sentations

(12 ,
1
2) = (12 ,0)⊗ (0, 12) and (12 ,

1
2) = (0, 12)⊗ (12 ,0). (4.16)

In particular, our insistence in demanding that the Lagrangian be invariant under the global symmetry
u± → eiθu± rules out the scalar term that appears in the product representations

(12 ,0)⊗ (12 ,0) = (1,0) ⊕ (0,0), (0, 12)⊗ (0, 12) = (0,1) ⊕ (0,0). (4.17)

The singlet representations corresponds to the antisymmetric combinations

ǫabu
a
±u

b
±, (4.18)

where ǫab is the antisymmetric symbol ǫ12 = −ǫ21 = 1.

At first sight, it might seem that the term (4.18) vanishes identically because of the antisymmetry
of the ǫ symbol. However, we should keep in mind that the spin-statistic theorem (more on this later)
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demands that fields with half-integer spin have to satisfy Fermi–Dirac statistics and therefore satisfy
anticommutation relations, whereas fields of integer spin follow Bose–Einstein statistics and, as a con-
sequence, quantization replaces Poisson brackets by commutators. This implies that the components of
the Weyl fermions u± are anticommuting Grassmann fields

ua±u
b
± + ub±u

a
± = 0. (4.19)

It is important to realize that, strictly speaking, fermions (i.e. objects that satisfy Fermi–Dirac statistics)
do not exist classically. The reason is that they satisfy the Pauli exclusion principle and so each quantum
state can be occupied, at most, by one fermion. Therefore, the naive definition of the classical limit as a
limit of large occupation numbers cannot be applied. Fermion fields do not really make sense classically.

Since the combination (4.18) does not vanish, we can construct a new Lagrangian

L±
Weyl = iu†±σ

µ
±∂µu± − m

2
ǫabu

a
±u

b
± + h.c. (4.20)

This mass term, called of Majorana type, is allowed if we do not worry about breaking the global U(1)
symmetry u± → eiθu±. This is not the case, for example, for charged chiral fermions, since the Majorana
mass violates the conservation of electric charge or any other gauge U(1) charge. In the Standard Model,
however, there is no such problem if we introduce Majorana masses for right-handed neutrinos, since
they are singlet under all Standard Model gauge groups. However, such a term will break the global U(1)
lepton number charge because the operator ǫabνaRν

b
R changes the lepton number by two units.

4.2.2 Dirac spinors
We have seen that parity interchanges the representations (12 ,0) and (0, 12), i.e. it changes right-handed
with left-handed fermions

P : u± → u∓. (4.21)

An obvious way to build a parity-invariant theory is to introduce a pair of Weyl fermions u+ and u+.
These two fields can be combined into a single four-component spinor,

ψ =

(
u+
u−

)
, (4.22)

transforming in the reducible representation (12 ,0) ⊕ (0, 12).

Since now we have both u+ and u− simultaneously at our disposal, the equations of motion for
u±, i.e. iσµ±∂µu± = 0, can be modified, while keeping them linear, to

iσµ+∂µu+ = mu−
iσµ−∂µu− = mu+

}
=⇒ i

(
σµ+ 0
0 σµ−

)
∂µψ = m

(
0 1
1 0

)
ψ. (4.23)

These equations of motion can be derived from the Lagrangian density

LDirac = iψ†
(
σµ+ 0
0 σµ−

)
∂µψ −mψ†

(
0 1
1 0

)
ψ. (4.24)

To simplify the notation, it is useful to define the Dirac γ-matrices as

γµ =

(
0 σµ−
σµ+ 0

)
(4.25)

and the Dirac conjugate spinor ψ as

ψ ≡ ψ†γ0 = ψ†
(

0 1
1 0

)
. (4.26)
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Now the Lagrangian (4.24) can be written in the more compact form,

LDirac = ψ (iγµ∂µ −m)ψ. (4.27)

The associated equations of motion give the Dirac equation (2.8) with the identifications

γ0 = β, γi = iαi. (4.28)

In addition, the γ-matrices defined in (4.25) satisfy the Clifford algebra,

{γµ, γν} = 2ηµν . (4.29)

In D dimensions, this algebra admits representations of dimension 2[D/2]. When D is even, the Dirac
fermions ψ transform in a reducible representation of the Lorentz group. In the case of interest, D = 4,
this is easy to prove by defining the matrix

γ5 = −iγ0γ1γ2γ3 =

(
1 0
0 −1

)
. (4.30)

We see that γ5 anticommutes with all other γ-matrices. This implies that

[γ5, σµν ] = 0 with σµν = − i

4
[γµ, γν ]. (4.31)

Because of Schur’s lemma (see Appendix), this implies that the representation of the Lorentz group
provided by σµν is reducible into subspaces spanned by the eigenvectors of γ5 with the same eigenvalue.
If we define the projectors P± = 1

2(1± γ5), these subspaces correspond to

P+ψ =

(
u+
0

)
, P−ψ =

(
0
u−

)
, (4.32)

which are precisely the Weyl spinors introduced before.

Our next task is to quantize the Dirac Lagrangian. This will be done along the lines used for the
Klein–Gordon field, starting with a general solution to the Dirac equation and introducing the corre-
sponding set of creation–annihilation operators. Therefore, we start by looking for a complete basis of
solutions to the Dirac equation. In the case of the scalar field, the elements of the basis were labelled by
their four-momentum kµ. Now, however, we have more degrees of freedom since we are dealing with
a spinor, which means that we have to add extra labels. Looking back at Eq. (4.15), we can define the
helicity operator for a Dirac spinor as

λ =
1

2
~σ ·

~k

|~k|

(
1 0
0 1

)
. (4.33)

Hence, each element of the basis of functions is labelled by its four-momentum kµ and the corresponding
eigenvalue s of the helicity operator. For positive energy solutions, we then propose the ansatz

u(k, s)e−ik·x, s = ±1
2 , (4.34)

where uα(k, s) (α = 1, . . . , 4) is a four-component spinor. Substituting in the Dirac equation, we obtain

(/k −m)u(k, s) = 0. (4.35)

In the same way, for negative energy solutions, we have

v(k, s)eik·x, s = ±1
2 , (4.36)
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where v(k, s) has to satisfy

(/k +m)v(k, s) = 0. (4.37)

Multiplying Eqs. (4.35) and (4.37) on the left respectively by (/k ∓ m), we find that the momentum is
on the mass shell, k2 = m2. Because of this, the wave function for both positive and negative energy
solutions can be labelled as well using the three-momentum ~k of the particle, u(~k, s) and v(~k, s).

A detailed analysis shows that the functions u(~k, s) and v(~k, s) satisfy the properties

u(~k, s)u(~k, s) = 2m, v(~k, s)v(~k, s) = −2m,

u(~k, s)γµu(~k, s) = 2kµ, v(~k, s)γµv(~k, s) = 2kµ,∑

s=± 1
2

uα(~k, s)uβ(~k, s) = (/k +m)αβ,
∑

s=± 1
2

vα(~k, s)vβ(~k, s) = (/k −m)αβ,
(4.38)

with k0 = ωk =
√
~k 2 +m2. Then, a general solution to the Dirac equation including creation and

annihilation operators can be written as

ψ̂(t, ~x) =

∫
d3k

(2π)3
1

2ωk

∑

s=± 1
2

[
u(~k, s)̂b(~k, s)e−iωkt+i~k·~x + v(~k, s)d̂†(~k, s)eiωkt−i~k·~x

]
. (4.39)

The operators b̂†(~k, s) and b̂(~k), respectively, create and annihilate a spin-12 particle (for example,
an electron) out of the vacuum with momentum ~k and helicity s. Because we are dealing with half-
integer spin fields, the spin-statistics theorem forces canonical anticommutation relations for ψ̂, which
means that the creation–annihilation operators satisfy the algebra5

{b(~k, s), b†(~k ′, s′)} = δ(~k − ~k ′)δss′ ,

{b(~k, s), b(~k ′, s′)} = {b†(~k, s), b†(~k ′, s′)} = 0. (4.40)

In the case of d(~k, s) and d†(~k, s), we have a set of creation–annihilation operators for the corre-
sponding antiparticles (for example, positrons). This is clear if we note that d†(~k, s) can be seen as the
annihilation operator of a negative energy state of the Dirac equation with wave function vα(~k, s). As
we saw, in the Dirac sea picture this corresponds to the creation of an antiparticle out of the vacuum (see
Fig. 2). The creation–annihilation operators for antiparticles also satisfy the fermionic algebra

{d(~k, s), d†(~k ′, s′)} = δ(~k − ~k ′)δss′ ,

{d(~k, s), d(~k ′, s′)} = {d†(~k, s), d†(~k ′, s′)} = 0. (4.41)

All other anticommutators between b(~k, s), b†(~k, s) and d(~k, s), d†(~k, s) vanish.

The Hamiltonian operator for the Dirac field is

Ĥ =
1

2

∑

s=± 1
2

∫
d3k

(2π)3

[
b†(~k, s)b(~k, s)− d(~k, s)d†(~k, s)

]
. (4.42)

At this point, we realize again the necessity of quantizing the theory using anticommutators instead of
commutators. Had we used canonical commutation relations, the second term inside the integral in (4.42)
would have given the number operator d†(~k, s)d(~k, s) with a minus sign in front. As a consequence, the
Hamiltonian would have been unbounded from below and we would be facing again the instability of

5To simplify notation, and since there is no risk of confusion, from now on we drop the hat to indicate operators.
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the theory already noted in the context of relativistic quantum mechanics. However, because of the
anticommutation relations (4.41), the Hamiltonian (4.42) takes the form

Ĥ =
∑

s=± 1
2

∫
d3k

(2π)3
1

2ωk

[
ωkb

†(~k, s)b(~k, s) + ωkd
†(~k, s)d(~k, s)

]
− 2

∫
d3k ωkδ(~0). (4.43)

As with the scalar field, we find a divergent vacuum energy contribution due to the zero-point energy
of the infinite number of harmonic oscillators. Unlike the Klein–Gordon field, the vacuum energy is
negative. In section 9.2 we will see that, in a certain type of theory called supersymmetric, where the
number of bosonic and fermionic degrees of freedom is the same, there is a cancellation of the vacuum
energy. The divergent contribution can be removed by the normal order prescription

:Ĥ: =
∑

s=± 1
2

∫
d3k

(2π)3
1

2ωk

[
ωkb

†(~k, s)b(~k, s) + ωkd
†(~k, s)d(~k, s)

]
. (4.44)

Finally, let us mention that, using the Dirac equation, it is easy to prove that there is a conserved
four-current given by

jµ = ψγµψ, ∂µj
µ = 0. (4.45)

As we will explain further in section 6, this current is associated with the invariance of the Dirac La-
grangian under the global phase shift ψ → eiθψ. In electrodynamics, the associated conserved charge

Q = e

∫
d3x j0 (4.46)

is identified with the electric charge.

4.3 Gauge fields
In classical electrodynamics, the basic quantities are the electric and magnetic fields, ~E and ~B. These
can be expressed in terms of the scalar and vector potential (ϕ, ~A ),

~E = −~∇ϕ− ∂ ~A

∂t
,

~B = ~∇× ~A. (4.47)

From these equations, it follows that there is an ambiguity in the definition of the potentials given by the
gauge transformations

ϕ(t, ~x) → ϕ(t, ~x) +
∂

∂t
ǫ(t, ~x), ~A(t, ~x) → ~A(t, ~x)− ~∇ǫ(t, ~x). (4.48)

Classically (ϕ, ~A ) are seen as only a convenient way to solve the Maxwell equations, but without phys-
ical relevance.

The equations of electrodynamics can be recast in a manifestly Lorentz-invariant form using the
four-vector gauge potential Aµ = (ϕ, ~A ) and the antisymmetric rank-two tensor: Fµν = ∂µAν − ∂νAµ.
The Maxwell equations become

∂µF
µν = jµ,

ǫµνση∂νFση = 0, (4.49)
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where the four-current jµ = (ρ,~ ) contains the charge density and the electric current. The field strength
tensor Fµν and the Maxwell equations are invariant under gauge transformations (4.48), which in covari-
ant form read

Aµ → Aµ + ∂µǫ. (4.50)

Finally, the equations of motion of charged particles are given, in covariant form, by

m
duµ

dτ
= eFµνuν , (4.51)

where e is the charge of the particle and uµ(τ) its four-velocity as a function of the proper time.

The physical role of the vector potential becomes manifest only in quantum mechanics. Using the
prescription of minimal substitution ~p → ~p − e ~A, the Schrödinger equation describing a particle with
charge e moving in an electromagnetic field is

i∂tΨ =

[
− 1

2m
(~∇− ie ~A )2 + eϕ

]
Ψ. (4.52)

Because of the explicit dependence on the electromagnetic potentials ϕ and ~A, this equation seems to
change under the gauge transformations (4.48). This is physically acceptable only if the ambiguity does
not affect the probability density given by |Ψ(t, ~x)|2. Therefore, a gauge transformation of the electro-
magnetic potential should amount to a change in the (unobservable) phase of the wave function. This
is indeed what happens: the Schrödinger equation (4.52) is invariant under the gauge transformations
(4.48) provided the phase of the wave function is transformed at the same time according to

Ψ(t, ~x) → e−ieǫ(t,~x)Ψ(t, ~x). (4.53)

4.3.1 Aharonov–Bohm effect
This interplay between gauge transformations and the phase of the wave function gives rise to surprising
phenomena. The first evidence of the role played by the electromagnetic potentials at the quantum level
was pointed out by Yakir Aharonov and David Bohm [20]. Let us consider a double-slit experiment
as shown in Fig. 7, where we have placed a shielded solenoid just behind the first screen. Although
the magnetic field is confined to the interior of the solenoid, the vector potential is non-vanishing also
outside. Of course, the value of ~A outside the solenoid is a pure gauge, i.e. ~∇× ~A = ~0. However, because
the region outside the solenoid is not simply connected, the vector potential cannot be gauged to zero
everywhere. If we denote by Ψ

(0)
1 and Ψ

(0)
2 the wave functions for each of the two electron beams in the

absence of the solenoid, the total wave function once the magnetic field is switched on can be written as

Ψ = e
ie
∫
Γ1

~A·d~x
Ψ

(0)
1 + e

ie
∫
Γ2

~A·d~x
Ψ

(0)
2

= e
ie
∫
Γ1

~A·d~x [
Ψ

(0)
1 + eie

∮
Γ

~A·d~xΨ(0)
2

]
, (4.54)

where Γ1 and Γ2 are two curves surrounding the solenoid from different sides, and Γ is any closed loop
surrounding it. Therefore, the relative phase between the two beams gets an extra term depending on the
value of the vector potential outside the solenoid as

U = exp

[
ie

∮

Γ

~A · d~x
]
. (4.55)

Because of the change in the relative phase of the electron wave functions, the presence of the vector
potential becomes observable even if the electrons do not feel the magnetic field. If we perform the
double-slit experiment when the magnetic field inside the solenoid is switched off, we will observe
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Fig. 7: Illustration of an interference experiment to show the Aharonov–Bohm effect. S represents the solenoid in
whose interior the magnetic field is confined.

the usual interference pattern on the second screen. However, if now the magnetic field is switched on,
because of the phase (4.54), a change in the interference pattern will appear. This is the Aharonov–Bohm
effect.

The first question that comes up is what happens with gauge invariance. Since we said that ~A
can be changed by a gauge transformation, it seems that the resulting interference patterns might depend
on the gauge used. Actually, the phase U in (4.55) is independent of the gauge, although, unlike other
gauge-invariant quantities such as ~E and ~B, it is non-local. Note that, since ~∇ × ~A = ~0 outside the
solenoid, the value of U does not change under continuous deformations of the closed curve Γ, as long
as it does not cross the solenoid.

4.3.2 The Dirac monopole
It is very easy to check that the vacuum Maxwell equations remain invariant under the transformation

~E − i ~B → eiθ( ~E − i ~B), θ ∈ [0, 2π], (4.56)

which, in particular, for θ = π/2 interchanges the electric and magnetic fields: ~E → ~B, ~B → − ~E. This
duality symmetry is, however, broken in the presence of electric sources. Nevertheless, the Maxwell
equations can be “completed” by introducing sources for the magnetic field (ρm,~m) in such a way that
the duality (4.56) is restored when supplemented by the transformation

ρ− iρm → eiθ(ρ− iρm), ~− i~m → eiθ(~− i~m). (4.57)

Again, for θ = π/2 the electric and magnetic sources get interchanged.

In 1931 Dirac [21] studied the possibility of finding solutions of the completed Maxwell equation
with a magnetic monopole of charge g, i.e. solutions to

~∇ · ~B = gδ(~x). (4.58)

Away from the position of the monopole, ~∇ · ~B = 0 and the magnetic field can still be derived locally
from a vector potential ~A according to ~B = ~∇ × ~A. However, the vector potential cannot be regular
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Fig. 8: The Dirac monopole.

everywhere since otherwise Gauss’s law would imply that the magnetic flux threading a closed surface
around the monopole should vanish, contradicting (4.58).

We look now for solutions to Eq. (4.58). Working in spherical coordinates, we find

Br =
g

|~x|2 , Bϕ = Bθ = 0. (4.59)

Away from the position of the monopole (~x 6= ~0), the magnetic field can be derived from the vector
potential

Aϕ =
g

|~x| tan
θ

2
, Ar = Aθ = 0. (4.60)

As expected we find that this vector potential is actually singular around the half-line θ = π (see Fig.
8). This singular line starting at the position of the monopole is called the Dirac string, and its position
changes with a change of gauge but cannot be eliminated by any gauge transformation. Physically, we
can see it as an infinitely thin solenoid confining a magnetic flux entering into the magnetic monopole
from infinity that equals the outgoing magnetic flux from the monopole.

Since the position of the Dirac string depends on the gauge chosen, it seems that the presence
of monopoles introduces an ambiguity. This would be rather strange, since the Maxwell equations are
gauge-invariant also in the presence of magnetic sources. The solution to this apparent riddle lies in the
fact that the Dirac string does not pose any consistency problem as long as it does not produce any phys-
ical effect, i.e. if its presence turns out to be undetectable. From our discussion of the Aharonov–Bohm
effect, we know that the wave function of charged particles picks up a phase (4.55) when surrounding a
region where magnetic flux is confined (for example, the solenoid in the Aharonov–Bohm experiment).
As explained above, the Dirac string associated with the monopole can be seen as an infinitely thin
solenoid. Therefore, the Dirac string will be unobservable if the phase picked up by the wave function
of a charged particle is equal to one. A simple calculation shows that this happens if

eieg = 1 =⇒ eg = 2πn with n ∈ Z. (4.61)
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Interestingly, this discussion leads to the conclusion that the presence of a single magnetic monopole
somewhere in the Universe implies for consistency the quantization of the electric charge in units of
2π/g, where g is the magnetic charge of the monopole.

4.3.3 Quantization of the electromagnetic field
We now proceed to the quantization of the electromagnetic field in the absence of sources, ρ = 0, ~ = ~0.
In this case, the Maxwell equations (4.49) can be derived from the Lagrangian density

LMaxwell = −1
4FµνF

µν = 1
2(
~E 2 − ~B 2). (4.62)

Although in general the procedure to quantize the Maxwell Lagrangian is not very different from that
used for the Klein–Gordon or the Dirac field, here we need to deal with a new ingredient: gauge invari-
ance. Unlike the cases studied so far, here the photon field Aµ is not unambiguously defined because the
action and the equations of motion are insensitive to the gauge transformations Aµ → Aµ + ∂µε. A first
consequence of this symmetry is that the theory has fewer physical degrees of freedom than one would
expect from the fact that we are dealing with a vector field.

The way to tackle the problem of gauge invariance is to fix the freedom in choosing the electro-
magnetic potential before quantization. This can be done in several ways, for example by imposing the
Lorentz gauge-fixing condition

∂µA
µ = 0. (4.63)

Note that this condition does not completely fix the gauge freedom, because Eq. (4.63) is left invariant
by gauge transformations satisfying ∂µ∂µε = 0. However, one of the advantages of the Lorentz gauge
is that it is covariant and therefore does not pose any danger to the Lorentz invariance of the quantum
theory. Besides, applying it to the Maxwell equation ∂µFµν = 0 one finds

0 = ∂µ∂
µAν − ∂ν(∂µA

µ) = ∂µ∂
µAν , (4.64)

which means that, since Aµ satisfies the massless Klein–Gordon equation, the photon, the quantum of
the electromagnetic field, has zero mass.

Once gauge invariance is fixed, Aµ is expanded in a complete basis of solutions to (4.64) and the
canonical commutation relations are imposed,

Âµ(t, ~x) =
∑

λ=±1

∫
d3k

(2π)3
1

2|~k|

[
ǫµ(~k, λ)â(~k, λ)e

−i|~k|t+i~k·~x + ǫµ(~k, λ)
∗ â†(~k, λ)ei|

~k|t−i~k·~x
]
, (4.65)

where λ = ±1 represent the helicity of the photon, and ǫµ(~k, λ) are solutions to the equations of mo-
tion with well-defined momentum an helicity. Because of (4.63), the polarization vectors have to be
orthogonal to kµ,

kµǫµ(~k, λ) = kµǫµ(~k, λ)
∗ = 0. (4.66)

The canonical commutation relations imply that

[â(~k, λ), â†(~k ′, λ′)] = (2π)3(2|~k|)δ(~k − ~k ′)δλλ′ ,

[â(~k, λ), â(~k ′, λ′)] = [â†(~k, λ), â†(~k ′, λ′)] = 0. (4.67)

Therefore, â(~k, λ) and â†(~k, λ) form a set of creation–annihilation operators for photons with momentum
~k and helicity λ.

Behind the simple construction presented above there are a number of subtleties related to gauge
invariance. In particular, the gauge freedom seems to introduce states in the Hilbert space with negative
probability. A careful analysis shows that when gauge invariance if properly handled these spurious states
decouple from physical states and can be eliminated. The details can be found in standard textbooks
[1–11].
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4.3.4 Coupling gauge fields to matter
Once we know how to quantize the electromagnetic field, we can consider theories containing electrically
charged particles, for example electrons. To couple the Dirac Lagrangian to electromagnetism, we use
as guiding principle what we learned about the Schrödinger equation for a charged particle. We saw
that the gauge ambiguity of the electromagnetic potential is compensated with a U(1) phase shift in
the wave function. In the case of the Dirac equation, we know that the Lagrangian is invariant under
ψ → eieεψ, with ε a constant. However, this invariance is broken as soon as one identifies ε with the
gauge transformation parameter of the electromagnetic field, which depends on position.

Looking at the Dirac Lagrangian (4.27), it is easy to see that, in order to promote the global U(1)
symmetry into a local one, ψ → e−ieε(x)ψ, it suffices to replace the ordinary derivative ∂µ by a covariant
one Dµ satisfying

Dµ[e
−ieε(x)ψ] = e−ieε(x)Dµψ. (4.68)

This covariant derivative can be constructed in terms of the gauge potential Aµ as

Dµ = ∂µ + ieAµ. (4.69)

The Lagrangian of a spin-12 field coupled to electromagnetism is written as

LQED = −1
4FµνF

µν + ψ(i/D −m)ψ, (4.70)

invariant under the gauge transformations

ψ → e−ieε(x)ψ, Aµ → Aµ + ∂µε(x). (4.71)

Unlike the theories we have seen so far, the Lagrangian (4.70) describes an interacting theory. By
plugging (4.69) into the Lagrangian, we find that the interaction between fermions and photons is

L(int)
QED = −eAµψγ

µψ. (4.72)

As mentioned above, in the Dirac theory the electric current four-vector is given by jµ = eψγµψ.

The quantization of interacting field theories poses new problems that we did not meet in the case
of the free theories. In particular, in most cases it is not possible to solve the theory exactly. When this
happens, the physical observables have to be computed in perturbation theory in powers of the coupling
constant. An added problem appears when computing quantum corrections to the classical result, since
in that case the computation of observables is plagued with infinities that should be taken care of. We
will go back to this problem in section 8.

4.3.5 Non-abelian gauge theories
Quantum electrodynamics (QED) is the simplest example of a gauge theory coupled to matter based in
the abelian gauge symmetry of local U(1) phase rotations. However, it is possible also to construct gauge
theories based on non-abelian groups. Our knowledge of the strong and weak interactions is based on
the use of such non-abelian generalizations of QED.

Let us consider a gauge groupGwith generators T a, a = 1, . . . ,dimG, satisfying the Lie algebra6

[T a, T b] = ifabcT c. (4.73)

A gauge field taking values on the Lie algebra of G can be introduced, Aµ ≡ Aa
µT

a, which transforms
under a gauge transformation as

Aµ → − 1

ig
U∂µU

−1 + UAµU
−1, U = eiχ

a(x)Ta
, (4.74)

6Some basics facts about Lie groups have been summarized in the Appendix.
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where g is the coupling constant. The associated field strength is defined as

F a
µν = ∂µA

a
ν − ∂νA

a
µ + gfabcAb

µA
c
ν . (4.75)

Note that this definition of F a
µν reduces to that used in QED in the abelian case when fabc = 0. In general,

however, unlike the case of QED, the field strength is not gauge-invariant. In terms of Fµν = F a
µνT

a, it
transforms as

Fµν → UFµνU
−1. (4.76)

The coupling of matter to a non-abelian gauge field is done by introducing again a covariant
derivative. For a field in a representation of G,

Φ → UΦ, (4.77)

the covariant derivative is given by

DµΦ = ∂µΦ− igAa
µT

aΦ. (4.78)

With the help of this, we can write a generic Lagrangian for a non-abelian gauge field coupled to scalars
φ and spinors ψ as

L = −1
4F

a
µνF

µν a + iψ/Dψ +DµφD
µφ− ψ [M1(φ) + iγ5M2(φ)]ψ − V (φ). (4.79)

In order to keep the theory renormalizable, we have to restrict M1(φ) and M2(φ) to be at most linear in
φ whereas V (φ) has to be at most of quartic order. The Lagrangian of the Standard Model is of the form
(4.79).

4.4 Understanding gauge symmetry
In classical mechanics, the use of the Hamiltonian formalism starts with the replacement of generalized
velocities by momenta,

pi ≡
∂L

∂q̇i
=⇒ q̇i = q̇i(q, p). (4.80)

Most of the time there is no problem in inverting the relations pi = pi(q, q̇). However, in some systems
these relations might not be invertible and result in a number of constraints of the type

fa(q, p) = 0, a = 1, . . . , N1. (4.81)

These systems are called degenerate or constrained [22, 23].

The presence of constraints of the type (4.81) makes the formulation of the Hamiltonian formalism
more involved. The first problem is related to the ambiguity in defining the Hamiltonian, since the
addition of any linear combination of the constraints does not modify its value. Secondly, one has to
make sure that the constraints are consistent with the time evolution in the system. In the language of
Poisson brackets, this means that further constraints have to be imposed in the form

{fa,H} ≈ 0. (4.82)

Following [22] we use the symbol ≈ to indicate a “weak” equality that holds when the constraints
fa(q, p) = 0 are satisfied. Note, however, that since the computation of the Poisson brackets involves
derivatives, the constraints can be used only after the bracket is computed. In principle, the conditions
(4.82) can give rise to a new set of constraints gb(q, p) = 0, b = 1, . . . , N2. Again, these constraints
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have to be consistent with time evolution and we have to repeat the procedure. Eventually this finishes
when a set of constraints is found that do not require any further constraint to be preserved by the time
evolution7 .

Once we find all the constraints of a degenerate system, we consider the so-called first-class con-
straints φa(q, p) = 0, a = 1, . . . ,M , which are those whose Poisson bracket vanishes weakly,

{φa, φb} = cabcφc ≈ 0. (4.83)

Constraints that do not satisfy this condition, called second-class constraints, can be eliminated by mod-
ifying the Poisson bracket [22]. Then the total Hamiltonian of the theory is defined by

HT = piqi − L+
M∑

a=1

λ(t)φa. (4.84)

What has all this to do with gauge invariance? The interesting answer is that, for a singular system,
the first-class constraints φa generate gauge transformations. Indeed, because {φa, φb} ≈ 0 ≈ {φa,H},
the transformations

qi → qi +
M∑

a

εa(t){qi, φa},

pi → pi +
M∑

a

εa(t){pi, φa} (4.85)

leave invariant the state of the system. This ambiguity in the description of the system in terms of
the generalized coordinates and momenta can be traced back to the equations of motion in Lagrangian
language. Writing them in the form

∂2L

∂q̇i∂q̇j
q̈j = − ∂2L

∂q̇i∂qj
q̇j +

∂L

∂qi
, (4.86)

we find that, in order to determine the accelerations in terms of the positions and velocities, the matrix
∂2L/∂q̇i∂q̇j has to be invertible. However, the existence of constraints (4.81) precisely implies that the
determinant of this matrix vanishes, and therefore the time evolution is not uniquely determined in terms
of the initial conditions.

Let us apply this to Maxwell electrodynamics described by the Lagrangian

L = −1

4

∫
d3xFµνF

µν . (4.87)

The generalized momentum conjugate to Aµ is given by

πµ =
δL

δ(∂0Aµ)
= F 0µ. (4.88)

In particular, for the time component, we find the constraint π0 = 0. The Hamiltonian is given by

H =

∫
d3x [πµ∂0Aµ − L] =

∫
d3x [12 (

~E 2 + ~B 2) + π0∂0A0 +A0
~∇ · ~E]. (4.89)

Requiring the consistency of the constraint π0 = 0, we find a second constraint

{π0,H} ≈ ∂0π
0 + ~∇ · ~E = 0. (4.90)

7In principle, it is also possible that the procedure finishes because some kind of inconsistent identity is found. In this case
the system itself is inconsistent, as is the case with the Lagrangian L(q, q̇) = q.
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Together with the first constraint, π0 = 0, this one implies Gauss’s law ~∇· ~E = 0. These two constraints
have vanishing Poisson bracket and therefore they are first class. Therefore the total Hamiltonian is given
by

HT = H +

∫
d3x [λ1(x)π

0 + λ2(x)~∇ · ~E], (4.91)

where we have absorbed A0 into the definition of the arbitrary functions λ1(x) and λ2(x). In fact, we can
fix part of the ambiguity by taking λ1 = 0. Note that, because A0 has been included in the multipliers,
fixing λ1 amounts to fixing the value of A0 and therefore is equivalent to taking a temporal gauge. In
this case the Hamiltonian is

HT =

∫
d3x [12 (

~E 2 + ~B 2) + ε(x)~∇ · ~E] (4.92)

and we are left just with Gauss’s law as the only constraint. Using the canonical commutation relations

{Ai(t, ~x), Ej(t, ~x
′)} = δijδ(~x− ~x ′), (4.93)

we find that the remaining gauge transformations are generated by Gauss’s law

δAi =

{
Ai,

∫
d3x′ ε~∇ · ~E

}
= ∂iε, (4.94)

while leaving A0 invariant, so for consistency with the general gauge transformations the function ε(x)
should be independent of time. Note that the constraint ~∇ · ~E = 0 can be implemented by demanding
~∇ · ~A = 0, which reduces the three degrees of freedom of ~A to the two physical degrees of freedom of
the photon.

So much for the classical analysis. In the quantum theory, the constraint ~∇ · ~E = 0 has to be
imposed on the physical states |phys〉. This is done by defining the following unitary operator on the
Hilbert space:

U(ε) ≡ exp

(
i

∫
d3x ε(~x)~∇ · ~E

)
. (4.95)

By definition, physical states should not change when a gauge transformation is performed. This is
implemented by requiring that the operator U(ε) acts trivially on a physical state,

U(ε)|phys〉 = |phys〉 =⇒ (~∇ · ~E)|phys〉 = 0. (4.96)

In the presence of charge density ρ, the condition that physical states are annihilated by Gauss’s law
changes to (~∇ · ~E − ρ)|phys〉 = 0.

The role of gauge transformations in the quantum theory is very illuminating in understanding
the real role of gauge invariance [24]. As we have learned, the existence of a gauge symmetry in a
theory reflects a degree of redundancy in the description of physical states in terms of the degrees of
freedom appearing in the Lagrangian. In classical mechanics, for example, the state of a system is
usually determined by the value of the canonical coordinates (qi, pi). We know, however, that this is
not the case for constrained Hamiltonian systems, where the transformations generated by the first-class
constraints change the value of qi and pi without changing the physical state. In the case of Maxwell
theory, for every physical configuration determined by the gauge-invariant quantities ~E and ~B, there is
an infinite number of possible values of the vector potential that are related by gauge transformations
δAµ = ∂µε.

In the quantum theory, this means that the Hilbert space of physical states is defined as the result of
identifying all states related by the operator U(ε) with any gauge function ε(x) into a single physical state
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Fig. 9: Compactification of (a) the real line into (b) the circumference S1 by adding the point at infinity.

|phys〉. In other words, each physical state corresponds to a whole orbit of states that are transformed
among themselves by gauge transformations.

This explains the necessity of gauge fixing. In order to avoid redundancy in the states, a further
condition can be given that selects one single state on each orbit. In the case of Maxwell electrodynamics,
the conditions A0 = 0 and ~∇· ~A = 0 select a value of the gauge potential among all possible ones giving
the same value for the electric and magnetic fields.

Since states have to be identified by gauge transformations, the topology of the gauge group plays
an important physical role. To illustrate the point, let us first deal with a toy model of a U(1) gauge theory
in 1+1 dimensions. Later we will be more general. In the Hamiltonian formalism, gauge transformations
g(~x) are functions defined on R with values on the gauge group U(1),

g : R → U(1). (4.97)

We assume that g(x) is regular at infinity. In this case we can add to the real line R the point at infinity
to compactify it into the circumference S1 (see Fig. 9). Once this is done, g(x) are functions defined on
S1 with values on U(1) = S1 that can be parametrized as

g : S1 → U(1), g(x) = eiα(x), (4.98)

with x ∈ [0, 2π].

Because S1 does have a non-trivial topology, g(x) can be divided into topological sectors. These
sectors are labelled by an integer number n ∈ Z and are defined by

α(2π) = α(0) + 2πn. (4.99)

Geometrically, n gives the number of times that the spatial S1 winds around the S1 defining the gauge
group U(1). This winding number can be written in a more sophisticated way as

∮

S1

g(x)−1 dg(x) = 2πn, (4.100)

where the integral is along the spatial S1.

In R3 a similar situation happens with the gauge group8 SU(2). If we demand g(~x) ∈ SU(2) to be
regular at infinity, |~x| → ∞, we can compactify R3 into a three-dimensional sphere S3, exactly as we
did in 1 + 1 dimensions. On the other hand, the function g(~x) can be written as

g(~x) = a0(x)1+ ~a(x) · ~σ (4.101)

8Although, for simplicity, we present only the case of SU(2), similar arguments apply to any simple group.
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and the conditions g(x)†g(x) = 1 and det g = 1 imply that (a0)2 + ~a 2 = 1. Therefore SU(2) is a
three-dimensional sphere and g(x) defines a function

g : S3 → S3. (4.102)

As was the case in 1+1 dimensions, here the gauge transformations g(x) are also divided into topological
sectors, labelled this time by the winding number

n =
1

24π2

∫

S3

d3x ǫijk Tr[(g
−1∂ig)(g

−1∂ig)(g
−1∂ig)] ∈ Z. (4.103)

In the two cases analysed, we find that, owing to the non-trivial topology of the gauge group
manifold, the gauge transformations are divided into different sectors labelled by an integer n. Gauge
transformations with different values of n cannot be smoothly deformed into each other. The sector with
n = 0 corresponds to those gauge transformations that can be connected with the identity.

Now we can be a bit more formal. Let us consider a gauge theory in 3 + 1 dimensions with gauge
group G, and let us denote by G the set of all gauge transformations G = {g : S3 → G}. At the same
time, we define G0 as the set of transformations in G that can be smoothly deformed into the identity.
Our theory will have topological sectors if

G/G0 6= 1. (4.104)

In the case of electromagnetism, we have seen that Gauss’s law annihilates physical states. For a non-
abelian theory, the analysis is similar and leads to the condition

U(g0)|phys〉 ≡ exp

[
i

∫
d3xχa(~x)~∇ · ~Ea

]
|phys〉 = |phys〉, (4.105)

where g0(~x) = eiχ
a(~x)Ta

is in the connected component of the identity G0. The important point to realize
here is that only the elements of G0 can be written as exponentials of infinitesimal generators. Since these
generators annihilate the physical states, this implies that U(g0)|phys〉 = |phys〉 only when g0 ∈ G0.

What happens, then, with the other topological sectors? If g ∈ G/G0, there is still a unitary
operator U(g) that realizes gauge transformations on the Hilbert space of the theory. However, since g
is not in the connected component of the identity, it cannot be written as the exponential of Gauss’s law.
Still, gauge invariance is preserved if U(g) only changes the overall global phase of the physical states.
For example, if g1 is a gauge transformation with winding number n = 1,

U(g1)|phys〉 = eiθ|phys〉. (4.106)

It is easy to convince oneself that all transformations with winding number n = 1 have the same value
of θ mod 2π. This can be shown by noting that, if g(~x) has winding number n = 1, then g(~x)−1 has
opposite winding number n = −1. Since the winding number is additive, given two transformations g1
and g2 with winding number 1, g−1

1 g2 has winding number n = 0. This implies that

|phys〉 = U(g−1
1 g2)|phys〉 = U(g1)†U(g2)|phys〉 = ei(θ2−θ1)|phys〉, (4.107)

and we conclude that θ1 = θ2 mod 2π. Once we know this, it is straightforward to conclude that a gauge
transformation gn(~x) with winding number n has the following action on physical states:

U(gn)|phys〉 = einθ|phys〉, n ∈ Z. (4.108)

To find a physical interpretation of this result, we shall look for similar things in other physical
situations. One of them is borrowed from condensed matter physics and refers to the quantum states of
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electrons in the periodic potential produced by the ionic lattice in a solid. For simplicity, we discuss the
one-dimensional case, where the minima of the potential are separated by a distance a. When the barrier
between consecutive degenerate vacua is high enough, we can neglect tunnelling between different vacua
and consider the ground state |na〉 of the potential near the minimum located at x = na (n ∈ Z) as
possible vacua of the theory. This vacuum state is, however, not invariant under lattice translations,

eiaP̂ |na〉 = |(n + 1)a〉. (4.109)

However, it is possible to define a new vacuum state,

|k〉 =
∑

n∈Z
e−ikna|na〉, (4.110)

which under eiaP̂ transforms by a global phase

eiaP̂ |k〉 =
∑

n∈Z
e−ikna|(n + 1)a〉 = eika|k〉. (4.111)

This ground state is labelled by the momentum k and corresponds to the Bloch wave function.

This looks very much like what we found for non-abelian gauge theories. The vacuum state
labelled by θ plays a role similar to the Bloch wave function for the periodic potential with the identifi-
cation of θ with the momentum k. To make this analogy more precise, let us write the Hamiltonian for
non-abelian gauge theories as

H =
1

2

∫
d3x (~πa · ~πa + ~Ba · ~Ba) =

1

2

∫
d3x ( ~Ea · ~Ea + ~Ba · ~Ba), (4.112)

where we have used the expression for the canonical momenta πia and we assume that the Gauss’s law
constraint is satisfied. Looking at this Hamiltonian, we can interpret the first term within the brackets as
the kinetic energy T = 1

2~πa ·~πa and the second term as the potential energy V = 1
2
~Ba · ~Ba. Since V ≥ 0

we can identify the vacua of the theory as those ~A for which V = 0, modulo gauge transformations.
This happens wherever ~A is a pure gauge. However, since we know that the gauge transformations are
labelled by the winding number, we can have an infinite number of vacua, which cannot be continuously
connected with one another using trivial gauge transformations. Taking a representative gauge trans-
formation gn(~x) in the sector with winding number n, these vacua will be associated with the gauge
potentials

~A = − 1

ig
gn(~x)~∇gn(~x)−1, (4.113)

modulo topologically trivial gauge transformations. Therefore, the theory is characterized by an infinite
number of vacua |n〉 labelled by the winding number. These vacua are not gauge-invariant. Indeed, a
gauge transformation with n = 1 will change the winding number of the vacua by one unit

U(g1)|n〉 = |n+ 1〉. (4.114)

Nevertheless, a gauge-invariant vacuum can be defined as

|θ〉 =
∑

n∈Z
e−inθ|n〉, with θ ∈ R, (4.115)

satisfying

U(g1)|θ〉 = eiθ|θ〉. (4.116)

34

L. ÁLVAREZ-GAUMÉ AND M.A. VÁZQUEZ-MOZO

34



We have concluded that the non-trivial topology of the gauge group has very important physical
consequences for the quantum theory. In particular, it implies an ambiguity in the definition of the
vacuum. This can also be seen in a Lagrangian analysis. In constructing the Lagrangian for the non-
abelian version of Maxwell theory, we only consider the term F a

µνF
µν a. However this is not the only

Lorentz and gauge invariant term that contains just two derivatives. We can write the more general
Lagrangian

L = −1

4
F a
µνF

µν a − θg2

32π2
F a
µν F̃

µν a, (4.117)

where F̃ a
µν is the dual of the field strength defined by

F̃ a
µν = 1

2ǫµνσλF
σλ. (4.118)

The extra term in (4.117), proportional to ~E a · ~B a, is actually a total derivative and does not change the
equations of motion or the quantum perturbation theory. Nevertheless, it has several important physical
consequences. One of them is that it violates both parity (P) and the combination of charge conjugation
and parity (CP). This means that, since strong interactions are described by a non-abelian gauge theory
with group SU(3), there is an extra source of CP-violation, which puts a strong bound on the value of θ.
One of the consequences of a term like (4.117) in the quantum chromodynamic (QCD) Lagrangian is a
non-vanishing electric dipole moment for the neutron [25]. The fact that this is not observed imposes a
very strong bound on the value of the θ parameter,

|θ| < 10−9. (4.119)

From a theoretical point of view, it is still to be fully understood why θ either vanishes or has a very
small value.

Finally, the θ vacuum structure of gauge theories that we found in the Hamiltonian formalism
can also be obtained using path integral techniques from the Lagrangian (4.117). The second term in
Eq. (4.117) then gives a contribution that depends on the winding number of the corresponding gauge
configuration.

5 Towards computational rules: Feynman diagrams
As the basic tool to describe the physics of elementary particles, the final aim of quantum field theory
is the calculation of observables. Most of the information we have about the physics of subatomic
particles comes from scattering experiments. Typically, these experiments consist of arranging two or
more particles to collide with a certain energy, and setting up an array of detectors, sufficiently far away
from the region where the collision takes place, that register the outgoing products of the collision and
their momenta (together with other relevant quantum numbers).

Next we discuss how these cross-sections can be computed from quantum-mechanical amplitudes,
and how these amplitudes themselves can be evaluated in perturbative quantum field theory. We keep our
discussion rather heuristic and avoid technical details, which can be found in standard texts [2–11]. The
techniques described will be illustrated by the calculation of the cross-section for Compton scattering at
low energies.

5.1 Cross-sections and S-matrix amplitudes
In order to fix ideas, let us consider the simplest case of a collision experiment where two particles collide
to produce two particles in the final state. The aim of such an experiment is a direct measurement of the
number of particles per unit time dN(θ, ϕ)/dt registered by a detector within a solid angle dΩ in the
direction specified by the polar angles θ, ϕ (see Fig. 10). On general grounds, we know that this quantity
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Fig. 10: Schematic set-up of a two-particle to two-particle single scattering event in the centre-of-mass reference
frame.

has to be proportional to the flux of incoming particles,9 fin. The proportionality constant defines the
differential cross-section

dN

dt
(θ, ϕ) = fin

dσ

dΩ
(θ, ϕ). (5.1)

In natural units, fin has dimensions of [length]−3, and then the differential cross-section has dimensions
of [length]2. It depends, apart from the direction (θ, ϕ), on the parameters of the collision (energy, impact
parameter, etc.) as well as on the masses and spins of the incoming particles.

Differential cross-sections measure the angular distribution of the products of the collision. It is
also physically interesting to quantify how effective the interaction between the particles is to produce a
non-trivial dispersion. This is measured by the total cross-section, which is obtained by integrating the
differential cross-section over all directions,

σ =

∫ 1

−1
d(cos θ)

∫ 2π

0
dϕ

dσ

dΩ
(θ, ϕ). (5.2)

To gain some physical intuition of the meaning of the total cross-section, we can think of the classical
scattering of a point particle off a sphere of radius R. The particle undergoes a collision only when the
impact parameter is smaller than the radius of the sphere, and a calculation of the total cross-section
yields σ = πR2. This is precisely the cross-sectional area that the sphere presents to incoming particles.

In quantum mechanics in general, and in quantum field theory in particular, the starting point
for the calculation of cross-sections is the probability amplitude for the corresponding process. In a
scattering experiment, one prepares a system with a given number of particles with definite momenta
~p1, . . . , ~pn. In the Heisenberg picture, this is described by a time-independent state labelled by the
incoming momenta of the particles (to keep things simple, we consider spinless particles) that we denote

9This is defined as the number of particles that enter the interaction region per unit time and per unit area perpendicular to
the direction of the beam.
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by

|~p1, . . . , ~pn; in〉. (5.3)

On the other hand, as a result of the scattering experiment, a number k of particles with momenta
~p ′
1, . . . , ~p

′
k are detected. Thus, the system is now in the “out” Heisenberg picture state

|~p ′
1, . . . , ~p

′
k; out〉 (5.4)

labelled by the momenta of the particles detected at late times. The probability amplitude of detecting k
particles in the final state with momenta ~p ′

1, . . . , ~p
′
k in the collision of n particles with initial momenta

~p1, . . . , ~pn defines the S-matrix amplitude

S(in→out) = 〈~p ′
1, . . . , ~p

′
k; out|~p1, . . . , ~pn; in〉. (5.5)

It is very important to keep in mind that both (5.3) and (5.4) are time-independent states in the
Hilbert space of a very complicated interacting theory. However, since at both early and late times the
incoming and outgoing particles are well separated from each other, the “in” and “out” states can be
thought of as two states |~p1, . . . , ~pn〉 and |~p ′

1, . . . , ~p
′
k〉 of the Fock space of the corresponding free theory

in which the coupling constants are zero. Then, the overlaps (5.5) can be written in terms of the matrix
elements of an S-matrix operator Ŝ acting on the free Fock space

〈~p ′
1, . . . , ~p

′
k; out|~p1, . . . , ~pn; in〉 = 〈~p ′

1, . . . , ~p
′
k|Ŝ|~p1, . . . , ~pn〉. (5.6)

The operator Ŝ is unitary, Ŝ† = Ŝ−1, and its matrix elements are analytic in the external momenta.

In any scattering experiment, there is the possibility that the particles do not interact at all and the
system is left in the same initial state. Then it is useful to write the S-matrix operator as

Ŝ = 1+ iT̂ , (5.7)

where 1 represents the identity operator. In this way, all non-trivial interactions are encoded in the matrix
elements of the T -operator 〈~p ′

1, . . . , ~p
′
k|iT̂ |~p1, . . . , ~pn〉. Since momentum has to be conserved, a global

delta function can be factored out from these matrix elements to define the invariant scattering amplitude
iM,

〈~p ′
1, . . . , ~p

′
k|iT̂ |~p1, . . . , ~pn〉 = (2π)4δ(4)

( ∑

initial

pi −
∑

final

p′f

)
iM(~p1, . . . , ~pn; ~p

′
1, . . . , ~p

′
k). (5.8)

Total and differential cross-sections can now be computed from the invariant amplitudes. Here we
consider the most common situation in which two particles with momenta ~p1 and ~p2 collide to produce
a number of particles in the final state with momenta ~p ′

i . In this case the total cross-section is given by

σ =
1

(2ωp1)(2ωp2)|~v12|

∫ ( ∏

final
states

d3p′i
(2π)3

1

2ωp′i

)
|Mi→f |2(2π)4δ(4)

(
p1 + p2 −

∑

final
states

p′i

)
, (5.9)

where ~v12 is the relative velocity of the two scattering particles. The corresponding differential cross-
section can be computed by dropping the integration over the directions of the final momenta. We will
use this expression later in section 5.3 to evaluate the Compton scattering cross-section.

We have seen how particle cross-sections are determined by the invariant amplitude for the cor-
responding process, i.e. S-matrix amplitudes. In general, in quantum field theory it is not possible to
compute these amplitudes exactly. However, in many physical situations, it can be argued that interac-
tions are weak enough to allow for a perturbative evaluation. In what follows, we will describe how
S-matrix elements can be computed in perturbation theory using Feynman diagrams and rules. These
are very convenient book-keeping techniques that allow one both to keep track of all contributions to a
process at a given order in perturbation theory and to compute the different contributions.
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5.2 Feynman rules
The basic quantities to be computed in quantum field theory are the vacuum expectation values of the
products of the operators of the theory. Particularly useful are time-ordered Green functions,

〈Ω|T [O1(x1) · · · On(xn)]|Ω〉, (5.10)

where |Ω〉 is the the ground state of the theory and the time-ordered product is defined as

T [Oi(x)Oj(y)] = θ(x0 − y0)Oi(x)Oj(y) + θ(y0 − x0)Oj(y)Oi(x). (5.11)

The generalization to products with more than two operators is straightforward: operators are always
multiplied in time order, those evaluated at earlier times always to the right. The interest in this kind of
correlation function lies in the fact that they can be related to S-matrix amplitudes through the so-called
reduction formula. To keep our discussion as simple as possible, we will not derive it or even write it
down in full detail. Its form for different theories can be found in any textbook. Here, it suffices to
say that the reduction formula simply states that any S-matrix amplitude can be written in terms of the
Fourier transform of a time-ordered correlation function:

〈~p ′
1, . . . , ~p

′
m; out|~p1, . . . , ~pn; in〉 =⇒∫

d4x1 · · ·
∫

d4yn 〈Ω|T [φ(x1)† · · ·φ(xm)†φ(y1) · · · φ(yn)]|Ω〉 eip
′
1·x1 · · · e−ipn·yn ,

where φ(x) is the field whose elementary excitations are the particles involved in the scattering.

The reduction formula reduces the problem of computing S-matrix amplitudes to that of evaluating
time-ordered correlation functions of field operators. These quantities are easy to compute exactly in the
free theory. For an interacting theory, the situation is more complicated, however. Using path integrals,
the vacuum expectation value of the time-ordered product of a number of operators can be expressed as

〈Ω|T [O1(x1) · · · On(xn)]|Ω〉 =

∫
DφDφ†O1(x1) · · · On(xn)e

iS[φ,φ†]

∫
DφDφ†eiS[φ,φ

†]
. (5.12)

For a theory with interactions, neither the path integral in the numerator nor that in the denominator is
Gaussian and they cannot be calculated exactly. However, Eq. (5.12) is still very useful. The action
S[φ, φ†] can be split into the free (quadratic) part and the interaction part,

S[φ, φ†] = S0[φ, φ
†] + Sint[φ, φ

†]. (5.13)

All dependence on the coupling constants of the theory comes from the second part. Now expanding
exp[iSint] in a power series of the coupling constant, we find that each term in the series expansion of
both the numerator and the denominator has the structure

∫
DφDφ†[. . .]eiS0[φ,φ†], (5.14)

where “. . .” denotes a certain monomial of fields. The important point is that now the integration measure
only involves the free action, and the path integral in (5.14) is Gaussian and therefore can be computed
exactly. The same conclusion can be reached using the operator formalism. In this case, the correlation
function (5.10) can be expressed in terms of correlation functions of operators in the interaction picture.
The advantage of using this picture is that the fields satisfy the free equations of motion and therefore
can be expanded in creation–annihilation operators. The correlations functions are then easily computed
using Wick’s theorem.
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Putting all the previous ingredients together, we can calculate S-matrix amplitudes in a pertur-
bative series in the coupling constants of the field theory. This can be done using Feynman diagrams
and rules, a very economical way to compute each term in the perturbative expansion of the S-matrix
amplitude for a given process. We will not detail the construction of Feynman rules but just present them
heuristically.

For the sake of concreteness, we focus on the case of QED first. Going back to Eq. (4.70), we
expand the covariant derivative to write the action

SQED =

∫
d4x [−1

4FµνF
µν + ψ(i/∂ −m)ψ + eψγµψAµ]. (5.15)

The action contains two types of particles, photons and fermions, which we represent by straight and
wavy lines, respectively.

� �

The arrow in the fermion line represents the direction not of the momentum but of the flux of (negative)
charge. This distinguishes particles from antiparticles: if the fermion propagates from left to right (i.e. in
the direction of the charge flux), it represents a particle; whereas when it propagates from right to left, it
corresponds to an antiparticle. Photons are not charged and therefore wavy lines do not have orientation.

Next we turn to the interaction part of the action containing a photon field, a spinor and its conju-
gate. In a Feynman diagram, this corresponds to the following vertex.

�

Now, in order to compute an S-matrix amplitude to a given order in the coupling constant e for a process
with a certain number of incoming and outgoing asymptotic states, one only has to draw all possible
diagrams with as many vertices as the order in perturbation theory, and the corresponding number and
type of external legs. It is very important to keep in mind that, in joining the fermion lines among the dif-
ferent building blocks of the diagram, one has to respect their orientation. This reflects the conservation
of electric charge. In addition, one should only consider diagrams that are topologically non-equivalent,
i.e. that cannot be smoothly deformed into one another keeping the external legs fixed.10

To show in a practical way how Feynman diagrams are drawn, we consider Bhabha scattering, i.e.
the elastic dispersion of an electron and a positron:

e+ + e− → e+ + e−.

Our problem is to compute the S-matrix amplitude to leading order in the electric charge. Because the
QED vertex contains a photon line and our process does not have photons in either the initial or the
final states, we find that drawing a Feynman diagram requires at least two vertices. In fact, the leading
contribution is of order e2 and comes from the following two diagrams, each containing two vertices.

10From the point of view of the operator formalism, the requirement to consider only diagrams that are topologically non-
equivalent comes from the fact that each diagram represents a certain Wick contraction in the correlation function of interaction-
picture operators.
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�

e−

e+

e−

e+

+ (−1)×

�

e−

e+

e−

e+

Incoming and outgoing particles, respectively, appear on the left and right of this diagram. Notice how
the identification of electrons and positrons is done by comparing the direction of the charge flux with
the direction of propagation. For electrons, the flux of charge goes in the direction of propagation,
whereas for positrons the two directions are opposite. These are the only two diagrams that can be
drawn at this order in perturbation theory. It is important to include a relative minus sign between the
two contributions. To understand the origin of this sign, we have to remember that, in the operator
formalism, Feynman diagrams are just a way to encode a particular Wick contraction of field operators
in the interaction picture. The factor of −1 reflects the relative sign in Wick contractions represented by
the two diagrams, due to the fermionic character of the Dirac field.

We have learned how to draw Feynman diagrams in QED. Now one needs to compute the con-
tribution of each one to the corresponding amplitude using the so-called Feynman rules. The idea is
simple. Given a diagram, each of its building blocks (vertices as well as external and internal lines) has
an associated contribution that allows the calculation of the corresponding diagram. In the case of QED
in the Feynman gauge, we have the following correspondence for vertices and internal propagators.

�

α β =⇒
(

i

/p−m+ iε

)

βα

�

µ ν =⇒ −iηµν
p2 + iε

�

α

β

µ =⇒ −ieγµβα(2π)
4δ(4)(p1 + p2 + p3).

A change in the gauge would be reflected in an extra piece in the photon propagator. The delta function
implementing conservation of momentum is written using the convention that all momenta are entering
the vertex. In addition, one has to perform an integration over all momenta running along internal lines
with the measure

∫
ddp

(2π)4
, (5.16)

and introduce a factor of −1 for each fermion loop in the diagram.11

In fact, some of the integrations over internal momenta can actually be done using the delta func-
tion at the vertices, leaving just a global delta function implementing the total momentum conservation

11The contribution of each diagram is also multiplied by a degeneracy factor that takes into account the number of ways a
given Wick contraction can be done. In QED, however, these factors are equal to 1 for many diagrams.
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in the diagram (cf. Eq. (5.8)). It is even possible that all integrations can be eliminated in this way. This is
the case when we have tree-level diagrams, i.e. those without closed loops. In the case of diagrams with
loops, there will be as many remaining integrations as the number of independent loops in the diagram.

The need to perform integrations over internal momenta in loop diagrams has important conse-
quences in quantum field theory. The reason is that in many cases the resulting integrals are ill-defined,
i.e. are divergent at either small or large values of the loop momenta. In the first case, one speaks
of infrared divergences and usually they cancel once all the contributions to a given process are added
together. More profound, however, are the divergences appearing at large internal momenta. These ultra-
violet divergences cannot be cancelled and have to be dealt with through the renormalization procedure.
We will discuss this problem in some detail in section 8.

Were we computing the time-ordered (amputated) correlation function of operators, this would be
all. However, in the case of S-matrix amplitudes, this is not the whole story. In addition to the previous
rules , here one needs to attach contributions also to the external legs in the diagram. These are the wave
functions of the corresponding asymptotic states containing information about the spin and momenta of
the incoming and outgoing particles. In the case of QED, these contributions are as follows.

Incoming fermion:

	

α =⇒ uα(~p, s)

Incoming antifermion:




α =⇒ vα(~p, s)

Outgoing fermion:

�

α =⇒ uα(~p, s)

Outgoing antifermion:

�

α =⇒ vα(p, s)

Incoming photon:



µ =⇒ ǫµ(~k, λ)

Outgoing photon:

Æ

µ =⇒ ǫµ(~k, λ)
∗

Here we have assumed that the momenta for incoming (respectively outgoing) particles are entering
(respectively leaving) the diagram. It is important also to keep in mind that in the computation of S-
matrix amplitudes all external states are on-shell. In section 5.3 we illustrate the use of the Feynman
rules for QED with the case of Compton scattering.

The application of Feynman diagrams to carry out computations in perturbation theory is ex-
tremely convenient. It provides a very useful book-keeping technique to account for all contributions to
a process at a given order in the coupling constant. This does not mean that the calculation of Feynman
diagrams is an easy task. The number of diagrams contributing to the process grows very rapidly with
order in perturbation theory, and the integrals that appear in calculating loop diagrams also get very com-
plicated. This means that, generically, the calculation of Feynman diagrams beyond the first few orders
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very often requires the use of computers.

Above, we have illustrated the Feynman rules with the case of QED. Similar rules can be computed
for other interacting quantum field theories with scalar, vector or spinor fields. In the case of the non-
abelian gauge theories introduced in section 4.3, we have the following.

�

α, i β, j =⇒
(

i

/p−m+ iε

)

βα

δij

�

µ, a ν, b =⇒ −iηµν
p2 + iε

δab

�

α, i

β, j

µ, a =⇒ −igγµβαt
a
ij

�

ν, b

σ, c

µ, a =⇒ gfabc[ηµν(pσ1 − pσ2 ) + permutations]

�

µ, a

σ, c

ν, b

λ, d

=⇒ −ig2[fabef cde(ηµσηνλ − ηµληνσ) + permutations]

It is not our aim here to give a full and detailed description of the Feynman rules for non-abelian
gauge theories. It suffices to point out that, unlike the case of QED, here the gauge fields can interact
among themselves. Indeed, the three and four gauge field vertices are a consequence of the cubic and
quartic terms in the action

S = −1

4

∫
d4xF a

µνF
µν a, (5.17)

where the non-abelian gauge field strength F a
µν is given in Eq. (4.75). The self-interaction of the non-

abelian gauge fields has crucial dynamical consequences and this is at the very heart of its success in
describing the physics of elementary particles.

5.3 An example: Compton scattering
To illustrate the use of Feynman diagrams and Feynman rules, we compute the cross-section for the
dispersion of photons by free electrons, the so-called Compton scattering:

γ(k, λ) + e−(p, s) → γ(k′, λ′) + e−(p′, s′).
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In brackets we have indicated the momenta for the different particles, as well as the polarizations and
spins of the incoming and outgoing photon and electrons, respectively. The first step is to identify all
the diagrams contributing to the process at leading order. Taking into account that the vertex of QED
contains two fermion and one photon leg, it is straightforward to realize that any diagram contributing to
the process at hand must contain at least two vertices. Hence the leading contribution is of order e2. A
first diagram we can draw is as follows.

�

k, λ

p, s

k′, λ′

p′, s′

However, this is not the only possibility. Indeed, there is a second possible diagram.

�

k, λ

p, s

p′, s′

k′, λ′

It is important to stress that these two diagrams are topologically non-equivalent, since deforming one
into the other would require changing the label of the external legs. Therefore the leading O(e2) ampli-
tude has to be computed by adding the contributions from both of them.

Using the Feynman rules of QED we find

�

+
�

= (ie)2u(~p ′, s′)/ǫ ′(~k ′, λ′)∗
/p+ /k +me

(p+ k)2 −m2
e

/ǫ(~k, λ)u(~p, s)

+ (ie)2u(~p ′, s′)/ǫ(~k, λ)
/p− /k′ +me

(p − k′)2 −m2
e

/ǫ ′(~k ′, λ′)∗u(~p, s). (5.18)

Because the leading-order contributions only involve tree-level diagrams, there is no integration over
internal momenta, and therefore we are left with a purely algebraic expression for the amplitude. To get
an explicit expression, we begin by simplifying the numerators. The following simple identity turns out
to be very useful for this task:

/a/b = −/b/a+ 2(a · b)1. (5.19)

Indeed, looking at the first term in Eq. (5.18) we have

(/p+ /k +me)/ǫ(~k, λ)u(~p, s) = −/ǫ(~k, λ)(/p −me)u(~p, s) + /k/ǫ(~k, λ)u(~p, s)

+ 2p · ǫ(~k, λ)u(~p, s), (5.20)

where we have applied the identity (5.19) on the first term inside the parentheses. The first term on
the right-hand side of this equation vanishes identically because of Eq. (4.35). The expression can be
further simplified if we restrict our attention to Compton scattering at low energy when electrons are
non-relativistic. This means that all spatial momenta are much smaller than the electron mass,

|~p |, |~k|, |~p ′|, |~k ′| ≪ me. (5.21)
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In this approximation we have that pµ, p′µ ≈ (me,~0) and therefore

p · ǫ(~k, λ) = 0. (5.22)

This follows from the absence of temporal photon polarization. Then we conclude that at low energies

(/p+ /k +me)/ǫ(~k, λ)u(~p, s) = /k/ǫ(~k, λ)u(~p, s), (5.23)

and similarly for the second term in Eq. (5.18),

(/p − /k′ +me)/ǫ
′(~k′, λ′)∗u(~p, s) = −/k′/ǫ ′(~k′, λ′)∗u(~p, s). (5.24)

Next, we turn to the denominators in Eq. (5.18). As explained in section 5.2, in computing scat-
tering amplitudes, incoming and outgoing particles should have on-shell momenta,

p2 = m2
e = p′2 and k2 = 0 = k′2. (5.25)

Then, the two denominator in Eq. (5.18) simplify respectively to

(p+ k)2 −m2
e = p2 + k2 + 2p · k −m2

e = 2p · k = 2ωp|~k| − 2~p · ~k (5.26)

and

(p− k′)2 −m2
e = p2 + k′2 + 2p · k′ −m2

e = −2p · k′ = −2ωp|~k ′|+ 2~p · ~k ′. (5.27)

Working again in the low-energy approximation (5.21), these two expressions simplify to

(p+ k)2 −m2
e ≈ 2me|~k|, (p− k′)2 −m2

e ≈ −2me|~k ′|. (5.28)

Putting all these expressions together, we find that at low energies

�

+
�

≈ (ie)2

2me
u(~p ′, s′)

[
/ǫ ′(~k ′λ′)∗

/k

|~k|
ǫ(~k, λ) + ǫ(~k, λ)

/k′

|~k ′|
/ǫ ′(~k ′λ′)∗

]
u(~p, s). (5.29)

Using the identity (5.19) again a number of times, as well as the transversality condition of the polariza-
tion vectors (4.66), we end up with the more convenient equation

�

+
�

≈ e2

me
[ǫ(~k, λ) · ǫ′(~k ′, λ′)∗]u(~p ′, s′)

/k

|~k|
u(~p, s)

+
e2

2me
u(~p ′, s′)/ǫ(~k, λ)/ǫ ′(~k ′, λ′)∗

(
/k

|~k|
− /k′

|~k ′|

)
u(~p, s). (5.30)

With a little bit of effort, we can show that the second term on the right-hand side vanishes. First, we note
that, in the low-energy limit, |~k| ≈ |~k ′|. If, in addition, we make use of the conservation of momentum,
k − k′ = p′ − p, and the identity (4.35), we obtain

u(~p ′, s′)/ǫ(~k, λ)/ǫ ′(~k ′, λ′)∗
(
/k

|~k|
− /k′

|~k ′|

)
u(~p, s)

≈ 1

|~k|
u(~p ′, s′)/ǫ(~k, λ)/ǫ ′(~k ′, λ′)∗(/p′ −me)u(~p, s). (5.31)
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Next we use the identity (5.19) to take the term (/p′ −me) to the right. Taking into account that, in the
low-energy limit, the electron four-momenta are orthogonal to the photon polarization vectors (see Eq.
(5.22)), we conclude that

u(~p ′, s′)/ǫ(~k, λ)/ǫ ′(~k ′, λ′)∗(/p′ −me)u(~p, s)

= u(~p ′, s′)(/p′ −me)/ǫ(~k, λ)/ǫ
′(~k ′, λ′)∗u(~p, s) = 0, (5.32)

where the last identity follows from the equation satisfied by the conjugate positive energy spinor,
u(~p ′, s′)(/p′ −me) = 0.

After all these lengthy manipulations, we have finally arrived at the expression for the invariant
amplitude for Compton scattering at low energies:

iM =
e2

me
[ǫ(~k, λ) · ǫ′(~k ′, λ′)∗]u(~p ′, s′)

/k

|~k|
u(~p, s). (5.33)

The calculation of the cross-section involves computing the modulus squared of this quantity. For many
physical applications, however, one is interested in the dispersion of photons with a given polarization by
electrons that are not polarized, i.e. whose spins are randomly distributed. In addition, in many situations,
either we are not interested in, or there is no way to measure, the final polarization of the outgoing
electron. This is the situation, for example, in cosmology, where we do not have any information about
the polarization of the free electrons in the primordial plasma before or after the scattering with photons
(although we have ways to measure the polarization of the scattered photons).

To describe this physical situation, we have to average over initial electron polarizations (since we
do not know them) and sum over all possible final electron polarizations (because our detector is blind
to this quantum number),

|iM|2 = 1

2

(
e2

me|~k|

)2

|ǫ(~k, λ) · ǫ′(~k ′, λ′)∗|2
∑

s=± 1
2

∑

s′=± 1
2

|u(~p ′, s′)/ku(~p, s)|2. (5.34)

The factor of 1
2 comes from averaging over the two possible polarizations of the incoming electrons.

The sums in this expression can be calculated without much difficulty. Expanding the absolute value
explicitly as

∑

s=± 1
2

∑

s′=± 1
2

|u(~p ′, s′)/ku(~p, s)|2 =
∑

s=± 1
2

∑

s′=± 1
2

[u(~p, s)†/k†u(~p ′, s′)†][u(~p ′, s′)/ku(~p, s)], (5.35)

and using the fact that γµ † = γ0γµγ0, after some manipulation one finds that

∑

s=± 1
2

∑

s′=± 1
2

|u(~p ′, s′)/ku(~p, s)|2 =



∑

s=± 1
2

uα(~p, s)uβ(~p, s)


 (/k)βσ



∑

s′=± 1
2

uσ(~p
′, s′)uρ(~p ′, s′)


 (/k)ρα

= Tr[(/p +me)/k(/p
′ +me)/k], (5.36)

where the final expression has been computed using the completeness relations in Eq. (4.38). The final
evaluation of the trace can be done using the standard Dirac matrix identities. Here we compute it by
applying the relation (5.19) again to commute /p′ and /k. Using that k2 = 0 and that we are working in
the low-energy limit, we have12

Tr[(/p +me)/k(/p
′ +me)/k] = 2(p · k)(p′ · k)Tr 1 ≈ 8m2

e |~k|2. (5.37)

12We also use the fact that the trace of the product of an odd number of Dirac matrices is always zero.
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This gives the following value for the invariant amplitude:

|iM|2 = 4e4|ǫ(~k, λ) · ǫ′(~k ′, λ′)∗|2. (5.38)

Plugging |iM|2 into the formula for the differential cross-section, we get

dσ

dΩ
=

1

64π2m2
e

|iM|2 =
(

e2

4πme

)2

|ǫ(~k, λ) · ǫ′(~k ′, λ′)∗|2. (5.39)

The prefactor of the last equation is precisely the square of the so-called classical electron radius rcl. In
fact, the previous differential cross-section can be rewritten as

dσ

dΩ
=

3

8π
σT |ǫ(~k, λ) · ǫ′(~k ′, λ′)∗|2, (5.40)

where σT is the total Thomson cross-section

σT =
e4

6πm2
e

=
8π

3
r2cl. (5.41)

The result (5.40) is relevant in many areas of physics, but its importance is paramount in the study
of the cosmic microwave background (CMB). Just before recombination, the Universe is filled by a
plasma of electrons interacting with photons via Compton scattering, with temperatures of the order of
1 keV. Electrons are then non-relativistic (me ∼ 0.5 MeV) and the approximations leading to Eq. (5.40)
are fully valid. Because we do not know the polarization states of the photons before they are scattered
by electrons, we have to consider the cross-section averaged over incoming photon polarizations. From
Eq. (5.40) we see that this is proportional to

1

2

∑

λ=1,2

|ǫ(~k, λ) · ǫ′(~k ′, λ′)∗|2 =


1
2

∑

λ=1,2

ǫi(~k, λ)ǫj(~k, λ)
∗


 ǫj(~k ′, λ′)ǫi(~k ′, λ′)∗. (5.42)

The sum inside the brackets can be computed using the normalization of the polarization vectors, |~ǫ (~k, λ)|2 =
1, and the transversality condition ~k · ~ǫ(~k, λ) = 0,

1

2

∑

λ=1,2

|ǫ(~k, λ) · ǫ′(~k ′, λ′)∗|2 =
1

2

(
δij −

kikj

|~k|2

)
ǫ′j(~k

′, λ′)ǫ′i(~k
′, λ′)∗

=
1

2
[1− |~ℓ · ~ǫ ′(~k ′, λ′)|2], (5.43)

where ~ℓ = ~k/|~k| is the unit vector in the direction of the incoming photon.

From the last equation, we conclude that Thomson scattering suppresses all polarizations parallel
to the direction of the incoming photon ~ℓ, whereas the differential cross-section reaches a maximum in
the plane normal to ~ℓ. If photons collided with the electrons in the plasma with the same intensity from
all directions, the result would be an unpolarized CMB radiation. The fact that polarization is actually
measured in the CMB carries crucial information about the physics of the plasma before recombination
and, as a consequence, about the very early Universe (see e.g. [26] for a thorough discussion).

6 Symmetries
6.1 Noether’s theorem
In classical mechanics and classical field theory, there is a basic result that relates symmetries and con-
served charges. This is called Noether’s theorem, and states that, for each continuous symmetry of the
system, there is conserved current. In its simplest version in classical mechanics, it can be easily proved.
Let us consider a Lagrangian L(qi, q̇i) that is invariant under a transformation qi(t) → q′i(t, ǫ) labelled
by a parameter ǫ. This means that L(q′, q̇′) = L(q, q̇) without using the equations of motion.13 If ǫ≪ 1,

13The following result can also be derived in more general situations where the Lagrangian changes by a total time derivative.
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we can consider an infinitesimal variation of the coordinates δǫqi(t), and the invariance of the Lagrangian
implies that

0 = δǫL(qi, q̇i) =
∂L

∂qi
δǫqi +

∂L

∂q̇i
δǫq̇i =

[
∂L

∂qi
− d

dt

∂L

∂q̇i

]
δǫqi +

d

dt

(
∂L

∂q̇i
δǫqi

)
. (6.1)

When δǫqi is applied to a solution of the equations of motion, the term inside the square brackets vanishes,
and we conclude that there is a conserved quantity

Q̇ = 0 with Q ≡ ∂L

∂q̇i
δǫqi. (6.2)

Note that, in this derivation, it is crucial that the symmetry depends on a continuous parameter, since
otherwise the infinitesimal variation of the Lagrangian in Eq. (6.1) does not make sense.

In classical field theory, a similar result holds. Let us consider for simplicity a theory of a single
field φ(x). We say that the variations δǫφ depending on a continuous parameter ǫ are a symmetry of the
theory if, without using the equations of motion, the Lagrangian density changes by

δǫL = ∂µK
µ. (6.3)

If this happens, then the action remains invariant and so do the equations of motion. Working out now
the variation of L under δǫφ, we find

∂µK
µ =

∂L
∂(∂µφ)

∂µδǫφ+
∂L
∂φ

δǫφ = ∂µ

(
∂L

∂(∂µφ)
δǫφ

)
+

[
∂L
∂φ

− ∂µ

(
∂L

∂(∂µφ)

)]
δǫφ. (6.4)

If φ(x) is a solution to the equations of motion, the last terms disappear, and we find that there is a
conserved current

∂µJ
µ = 0 with Jµ =

∂L
∂(∂µφ)

δǫφ−Kµ. (6.5)

In fact, a conserved current implies the existence of a charge

Q ≡
∫

d3xJ0(t, ~x), (6.6)

which is conserved,

dQ

dt
=

∫
d3x ∂0J

0(t, ~x) = −
∫

d3x ∂iJ
i(t, ~x) = 0, (6.7)

provided the fields vanish at infinity fast enough. Moreover, the conserved charge Q is a Lorentz scalar.
After canonical quantization, the charge Q defined by Eq. (6.6) is promoted to an operator that generates
the symmetry on the fields

δφ = i[φ,Q]. (6.8)

As an example, we can consider a scalar field φ(x), which under a coordinate transformation
x→ x′ changes as φ′(x′) = φ(x). In particular performing a space-time translation xµ

′
= xµ + aµ, we

have

φ′(x)− φ(x) = −aµ∂µφ+O(a2) =⇒ δφ = −aµ∂µφ. (6.9)

Since the Lagrangian density is also a scalar quantity, it transforms under translations as

δL = −aµ∂µL. (6.10)
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Therefore, the corresponding conserved charge is

Jµ = − ∂L
∂(∂µφ)

aν∂νφ+ aµL ≡ −aνT µν , (6.11)

where we have introduced the energy–momentum tensor

T µν =
∂L

∂(∂µφ)
∂νφ− ηµνL. (6.12)

We find that, associated with the invariance of the theory with respect to space-time translations, there
are four conserved currents defined by T µν with ν = 0, . . . , 3, each one associated with translation
along a space-time direction. These four currents form a rank-two tensor under Lorentz transformations
satisfying

∂µT
µν = 0. (6.13)

The associated conserved charges are given by

P ν =

∫
d3xT 0ν (6.14)

and correspond to the total energy–momentum content of the field configuration. Therefore, the energy
density of the field is given by T 00, while T 0i is the momentum density. In the quantum theory, the Pµ

are the generators of space-time translations.

Another example of a symmetry related with a physically relevant conserved charge is the global
phase invariance of the Dirac Lagrangian (4.27), ψ → eiθψ. For small θ, this corresponds to variations
δθψ = iθψ and δθψ = −iθψ, which by Noether’s theorem result in the conserved charge

jµ = ψγµψ, ∂µj
µ = 0, (6.15)

thus implying the existence of a conserved charge

Q =

∫
d3xψγ0ψ =

∫
d3xψ†ψ. (6.16)

In physics there are several instances of global U(1) symmetries that act as phase shifts on spinors.
This is the case, for example, for baryon and lepton number conservation in the Standard Model. A
more familiar case is the U(1) local symmetry associated with electromagnetism. Note that, although
in this case we are dealing with a local symmetry, θ → eα(x), the invariance of the Lagrangian holds
in particular for global transformations, and therefore there is a conserved current jµ = eψγµψ. In
Eq. (4.72) we saw that the spinor is coupled to the photon field precisely through this current. Its time
component is the electric charge density ρ, while the spatial components are the current density vector ~.

This analysis can also be carried over to non-abelian unitary global symmetries acting as

ψi → Uijψj, U †U = 1 (6.17)

and leaving invariant the Dirac Lagrangian when we have several fermions. If we write the matrix U in
terms of the hermitian group generators T a as

U = exp(iαaT
a), (T a)† = T a, (6.18)

we find the conserved current

jµ a = ψiT
a
ijγ

µψj, ∂µj
µ = 0. (6.19)
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This is the case, for example, for the approximate flavour symmetries in hadron physics. The simplest
example is the isospin symmetry that mixes the quarks u and d,

(
u
d

)
→M

(
u
d

)
, M ∈ SU(2). (6.20)

Since the proton is a bound state of two quarks u and one quark d, while the neutron is made out of
one quark u and two quarks d, this isospin symmetry reduces at low energies to the well-known isospin
transformations of nuclear physics that mixes protons and neutrons.

6.2 Symmetries in the quantum theory
We have seen that, in canonical quantization, the conserved charges Qa associated with symmetries by
Noether’s theorem are operators implementing the symmetry at the quantum level. Since the charges are
conserved, they must commute with the Hamiltonian

[Qa,H] = 0. (6.21)

There are several possibilities in the quantum-mechanical realization of a symmetry, as in the following
subsections.

6.2.1 Wigner–Weyl realization
In this case the ground state of the theory |0〉 is invariant under the symmetry. Since the symmetry is
generated by Qa, this means that

U(α)|0〉 ≡ eiαaQa |0〉 = |0〉 =⇒ Qa|0〉 = 0. (6.22)

At the same time, the fields of the theory have to transform according to some irreducible representation
of the group generated by the Qa. From Eq. (6.8) it is easy to prove that

U(α)φiU(α)−1 = Uij(α)φj , (6.23)

where Uij(α) is an element of the representation in which the field φi transforms. If we consider now
the quantum state associated with the operator φi,

|i〉 = φi|0〉, (6.24)

we find that, because of the invariance of the vacuum (6.22), the states |i〉 transform in the same repre-
sentation as φi,

U(α)|i〉 = U(α)φiU(α)−1U(α)|0〉 = Uij(α)φj |0〉 = Uij(α)|j〉. (6.25)

Therefore, the spectrum of the theory is classified in multiplets of the symmetry group. In addition, since
[H,U(α)] = 0, all states in the same multiplet have the same energy. If we consider one-particle states,
then, going to the rest frame, we conclude that all states in the same multiplet have exactly the same
mass.

6.2.2 Nambu–Goldstone realization
In our previous discussion, the result that the spectrum of the theory is classified according to multiplets
of the symmetry group depended crucially on the invariance of the ground state. However, this condition
is not mandatory, and one can relax it to consider theories where the vacuum state is not left invariant by
the symmetry,

eiαaQa|0〉 6= |0〉 =⇒ Qa|0〉 6= 0. (6.26)
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In this case, it is also said that the symmetry is spontaneously broken by the vacuum.

To illustrate the consequences of (6.26), we consider the example of a number of scalar fields ϕi

(i = 1, . . . , N ) whose dynamics is governed by the Lagrangian

L = 1
2∂µϕ

i∂µϕi − V (ϕ), (6.27)

where we assume that V (φ) is bounded from below. This theory is globally invariant under the transfor-
mations

δϕi = ǫa(T a)ijϕ
j , (6.28)

with T a, a = 1, . . . , 12N(N − 1), the generators of the group SO(N).

To analyse the structure of vacua of the theory, we construct the Hamiltonian

H =

∫
d3x [12π

iπi + 1
2
~∇ϕi · ~∇ϕi + V (ϕ)] (6.29)

and look for the minimum of

V(ϕ) =
∫

d3x [12
~∇ϕi · ~∇ϕi + V (ϕ)]. (6.30)

Since we are interested in finding constant field configurations, ~∇ϕ = ~0, to preserve translational invari-
ance, the vacua of the potential V(ϕ) coincide with the vacua of V (ϕ). Therefore, the minima of the
potential correspond to the vacuum expectation values14

〈ϕi〉 : V (〈ϕi〉) = 0,
∂V

∂ϕi

∣∣∣∣
ϕi=〈ϕi〉

= 0. (6.31)

We divide the generators T a of SO(N ) into two groups, as follows.

(i) Those denoted by Hα (α = 1, . . . , h) satisfy

(Hα)ij〈ϕj〉 = 0, (6.32)

which means that the vacuum configuration 〈ϕi〉 is left invariant by the transformation generated
by Hα. For this reason we call them unbroken generators. Note that the commutator of two un-
broken generators also annihilates the vacuum expectation value, [Hα,Hβ ]ij〈ϕj〉 = 0. Therefore
the generators {Hα} form a subalgebra of the algebra of the generators of SO(N ). The subgroup
of the symmetry group generated by them is realized à la Wigner–Weyl.

(ii) The remaining generators KA, with A = 1, . . . , 12N(N −1)−h, by definition do not preserve the
vacuum expectation value of the field

(KA)ij〈ϕj〉 6= 0. (6.33)

These will be called the broken generators. Next we prove a very important result concerning
the broken generators known as the Goldstone theorem: for each generator broken by the vacuum
expectation value there is a massless excitation.

The mass matrix of the excitations around the vacuum 〈ϕi〉 is determined by the quadratic part of the
potential. Since we assumed that V (〈ϕ〉) = 0 and we are expanding around a minimum, the first term in
the expansion of the potential V (ϕ) around the vacuum expectation values is given by

V (ϕ) =
∂2V

∂ϕi∂ϕj

∣∣∣∣
ϕ=〈ϕ〉

(ϕi − 〈ϕi〉)(ϕj − 〈ϕj〉) +O[(ϕ − 〈ϕ〉)3] (6.34)

14For simplicity, we consider that the minima of V (φ) occur at zero potential.
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and the mass matrix is

M2
ij ≡

∂2V

∂ϕi∂ϕj

∣∣∣∣
ϕ=〈ϕ〉

. (6.35)

In order to avoid cumbersome notation, we do not show explicitly the dependence of the mass matrix on
the vacuum expectation values 〈ϕi〉.

To extract some information about the possible zero modes of the mass matrix, we write down the
conditions that follow from the invariance of the potential under δϕi = ǫa(T a)ijϕ

j . At first order in ǫa,

δV (ϕ) = ǫa
∂V

∂ϕi
(T a)ijϕ

j = 0. (6.36)

Differentiating this expression with respect to ϕk we arrive at

∂2V

∂ϕi∂ϕk
(T a)ijϕ

j +
∂V

∂ϕi
(T a)ik = 0. (6.37)

Now we evaluate this expression in the vacuum ϕi = 〈ϕi〉. Then the derivative in the second term cancels
while the second derivative in the first one gives the mass matrix. Hence we find

M2
ik(T

a)ij〈ϕj〉 = 0. (6.38)

Now we can write this expression for both broken and unbroken generators. For the unbroken ones, since
(Hα)ij〈ϕj〉 = 0, we find a trivial identity 0 = 0. On the other hand, for the broken generators we have

M2
ik(K

A)ij〈ϕj〉 = 0. (6.39)

Since (KA)ij〈ϕj〉 6= 0, this equation implies that the mass matrix has as many zero modes as broken
generators. Therefore, we have proved Goldstone’s theorem: associated with each broken symmetry
there is a massless mode in the theory. Here we have presented a classical proof of the theorem. In the
quantum theory, the proof follows the same lines as presented here but one has to consider the effective
action containing the effects of the quantum corrections to the classical Lagrangian.

As an example to illustrate this theorem, we consider an SO(3) invariant scalar field theory with a
“Mexican hat” potential

V (~ϕ) =
λ

4
(~ϕ 2 − a2)2. (6.40)

The vacua of the theory correspond to the configurations satisfying 〈~ϕ〉2 = a2. In field space this equa-
tion describes a two-dimensional sphere and each solution is just a point in that sphere. Geometrically,
it is easy to visualize that a given vacuum field configuration, i.e. a point in the sphere, is preserved by
SO(2) rotations around the axis of the sphere that passes through that point. Hence the vacuum expecta-
tion value of the scalar field breaks the symmetry according to

〈~ϕ〉 : SO(3) → SO(2). (6.41)

Since SO(3) has three generators and SO(2) only one, we see that two generators are broken and there-
fore there are two massless Goldstone bosons. Physically, these massless modes can be thought of as
corresponding to excitations along the surface of the sphere 〈~ϕ〉2 = a2.

Once a minimum of the potential has been chosen, we can proceed to quantize the excitations
around it. Since the vacuum only leaves invariant an SO(2) subgroup of the original SO(3) symmetry
group, it seems that the fact that we are expanding around a particular vacuum expectation value of the
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scalar field has resulted in a loss of symmetry. However, this is not the case. The full quantum theory
is symmetric under the whole symmetry group SO(3). This is reflected in the fact that the physical
properties of the theory do not depend on the particular point of the sphere 〈~ϕ〉2 = a2 that we have
chosen. Different vacua are related by the full SO(3) symmetry and therefore should give the same
physics.

It is very important to realize that, given a theory with a vacuum determined by 〈~ϕ〉, all other pos-
sible vacua of the theory are inaccessible in the infinite volume limit. This means that two vacuum states
|01〉 and |02〉 corresponding to different vacuum expectation values of the scalar field are orthogonal,
〈01|02〉 = 0, and cannot be connected by any local observable Φ(x), 〈01|Φ(x)|02〉 = 0. Heuristically,
this can be understood by noting that, in the infinite volume limit, switching from one vacuum into an-
other one requires changing the vacuum expectation value of the field everywhere in space at the same
time, something that cannot be done by any local operator. Note that this is radically different from our
expectations based on the quantum mechanics of a system with a finite number of degrees of freedom.

In high-energy physics, the typical example of a Goldstone boson is the pion, associated with the
spontaneous breaking of the global chiral isospin SU(2)L × SU(2)R symmetry. This symmetry acts
independently in the left- and right-handed spinors as

(
uL,R
dL,R

)
→ML,R

(
uL,R
dL,R

)
, ML,R ∈ SU(2)L,R. (6.42)

Presumably, since the quarks are confined at low energies, this symmetry is spontaneously broken down
to the diagonal SU(2) acting in the same way on the left- and right-handed components of the spinors.
Associated with this symmetry breaking there is a Goldstone mode that is identified as the pion. Note,
nevertheless, that the SU(2)L × SU(2)R would be an exact global symmetry of the QCD Lagrangian
only in the limit when the masses of the quarks are zero, mu,md → 0. Since these quarks have non-zero
masses, the chiral symmetry is only approximate and as a consequence the corresponding Goldstone
boson is not massless. That is why pions have mass, although they are the lightest particle among the
hadrons.

Symmetry breaking appears also in many places in condensed matter. For example, when a solid
crystallizes from a liquid, the translational invariance that is present in the liquid phase is broken to a
discrete group of translations that represent the crystal lattice. This symmetry breaking has Goldstone
bosons associated that are identified with phonons, which are the quantum excitation modes of the vibra-
tional degrees of freedom of the lattice.

6.2.3 The Higgs mechanism
Gauge symmetry seems to prevent a vector field from having mass. This is obvious once we realize that
a term in the Lagrangian like m2AµA

µ is incompatible with gauge invariance.

However, certain physical situations seem to require massive vector fields. This happened, for
example, during the 1960s in the study of weak interactions. The Glashow model gave a common
description of both electromagnetic and weak interactions based on a gauge theory with group SU(2) ×
U(1), but, in order to reproduce Fermi’s four-fermion theory of beta decay, it was necessary that two of
the vector fields involved would be massive. Also, in condensed matter physics, massive vector fields
are required to describe certain systems, most notably in superconductivity.

The way out of this situation is found in the concept of spontaneous symmetry breaking discussed
previously. The consistency of the quantum theory requires gauge invariance, but this invariance can
be realized à la Nambu–Goldstone. When this is the case, the full gauge symmetry is not explicitly
present in the effective action constructed around the particular vacuum chosen by the theory. This
makes possible the existence of mass terms for gauge fields without jeopardizing the consistency of the
full theory, which is still invariant under the whole gauge group.
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To illustrate the Higgs mechanism, we study the simplest example, the abelian Higgs model: a
U(1) gauge field coupled to a self-interacting charged complex scalar field Φ with Lagrangian

L = −1

4
FµνF

µν +DµΦD
µΦ− λ

4
(ΦΦ− µ2)2, (6.43)

where the covariant derivative is given by Eq. (4.69). This theory is invariant under the gauge transfor-
mations

Φ → eiα(x)Φ, Aµ → Aµ + ∂µα(x). (6.44)

The minimum of the potential is defined by the equation |Φ| = µ. We have a continuum of different
vacua labelled by the phase of the scalar field. None of these vacua, however, is invariant under the
gauge symmetry

〈Φ〉 = µeiϑ0 → µeiϑ0+iα(x), (6.45)

and therefore the symmetry is spontaneously broken.

Let us study now the theory around one of these vacua, for example 〈Φ〉 = µ, by writing the field
Φ in terms of the excitations around this particular vacuum,

Φ(x) =

[
µ+

1√
2
σ(x)

]
eiϑ(x). (6.46)

Independently of whether we are expanding around a particular vacuum for the scalar field, we should
keep in mind that the whole Lagrangian is still gauge-invariant under (6.44). This means that, on per-
forming a gauge transformation with parameter α(x) = −ϑ(x), we can remove the phase in Eq. (6.46).
Substituting then Φ(x) = µ+ 1√

2
σ(x) in the Lagrangian, we find

L = −1

4
FµνF

µν + e2µ2AµA
µ +

1

2
∂µσ∂

µσ − 1

2
λµ2σ2

− λµσ3 − λ

4
σ4 + e2µAµA

µσ + e2AµA
µσ2. (6.47)

What are the excitations of the theory around the vacuum 〈Φ〉 = µ? First, we find a massive real scalar
field σ(x). The important point, however, is that the vector field Aµ now has a mass given by

m2
γ = 2e2µ2. (6.48)

The remarkable thing about this way of giving mass to the photon is that at no point have we given up
gauge invariance. The symmetry is only hidden. Therefore, in quantizing the theory, we can still enjoy
all the advantages of having a gauge theory but at the same time we have managed to generate a mass for
the gauge field.

It is surprising, however, that in the Lagrangian (6.47) we did not find any massless mode. Since
the vacuum chosen by the scalar field breaks the generator of U(1), we would have expected one massless
particle from Goldstone’s theorem. To understand the fate of the missing Goldstone boson, we have to
revisit the calculation leading to Eq. (6.47). Were we dealing with a global U(1) theory, the Goldstone
boson would correspond to excitation of the scalar field along the valley of the potential and the phase
ϑ(x) would be the massless Goldstone boson. However, we have to keep in mind that in computing the
Lagrangian we have managed to remove ϑ(x) by shifting it into Aµ using a gauge transformation. By
identifying the gauge parameter with the Goldstone excitation, we have completely fixed the gauge, and
the Lagrangian (6.47) does not have any gauge symmetry left.

A massive vector field has three polarizations: two transverse ones ~k · ~ǫ (~k,±1) = 0 plus a lon-
gitudinal one ~ǫL(~k) ∼ ~k. In gauging away the massless Goldstone boson ϑ(x), we have transformed it
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into the longitudinal polarization of the massive vector field. In the literature this is usually expressed
by saying that the Goldstone mode is “eaten up” by the longitudinal component of the gauge field. It
is important to realize that, in spite of the fact that the Lagrangian (6.47) looks quite different from the
one we started with, we have not lost any degrees of freedom. We started with the two polarizations of
the photon plus the two degrees of freedom associated with the real and imaginary components of the
complex scalar field. After symmetry breaking we end up with the three polarizations of the massive
vector field and the degree of freedom of the real scalar field σ(x).

We can also understand the Higgs mechanism in the light of our discussion of gauge symmetry
in section 4.4. In the Higgs mechanism, the invariance of the theory under infinitesimal gauge trans-
formations is not explicitly broken, and this implies that Gauss’s law is satisfied quantum-mechanically,
~∇· ~Ea|phys〉 = 0. The theory remains invariant under gauge transformations in the connected component
of the identity G0, the ones generated by Gauss’s law. This does not pose any restriction on the possi-
ble breaking of the invariance of the theory with respect to transformations that cannot be continuously
deformed to the identity. Hence, in the Higgs mechanism, the invariance under gauge transformations
that are not in the connected component of the identity, G/G0, can be broken. Let us try to put it in more
precise terms. As we learned in section 4.4, in the Hamiltonian formulation of the theory, finite-energy
gauge field configurations tend to a pure gauge at spatial infinity,

~Aµ(~x)→− 1

ig
g(~x)~∇g(~x)−1, |~x| → ∞. (6.49)

The set transformations g0(~x) ∈ G0 that tend to the identity at infinity are those generated by Gauss’s
law. However, one can also consider in general gauge transformations g(~x) that, as |~x| → ∞, approach
any other element g ∈ G. The quotient G∞ ≡ G/G0 gives a copy of the gauge group at infinity. There
is no reason, however, why this group should not be broken, and in general it is if the gauge symmetry
is spontaneously broken. Note that this is not a threat to the consistency of the theory. Properties such
as the decoupling of unphysical states are guaranteed by the fact that Gauss’s law is satisfied quantum-
mechanically and are not affected by the breaking of G∞.

The abelian Higgs model discussed here can be regarded as a toy model of the Higgs mechanism
responsible for giving mass to the W± and Z0 gauge bosons in the Standard Model. In condensed matter
physics, the symmetry breaking described by the non-relativistic version of the abelian Higgs model
can be used to characterize the onset of a superconducting phase in Bardeen–Cooper–Schrieffer (BCS)
theory, where the complex scalar field Φ is associated with Cooper pairs. In this case the parameter µ2

depends on the temperature. Above the critical temperature Tc, µ2(T ) > 0 and there is only a symmetric
vacuum 〈Φ〉 = 0. When, on the other hand, T < Tc, then µ2(T ) < 0 and symmetry breaking takes place.
The onset of a non-zero mass of the photon (6.48) below the critical temperature explains the Meissner
effect: the magnetic fields cannot penetrate inside superconductors beyond a distance of the order 1/mγ .

7 Anomalies
So far we have not worried too much about how classical symmetries of a theory are carried over to the
quantum theory. We have implicitly assumed that classical symmetries are preserved in the process of
quantization, so they are also realized in the quantum theory.

This, however, does not necessarily have to be the case. Quantizing an interacting field theory is
a very involved process that requires regularization and renormalization, and sometimes, no matter how
hard we try, there is no way for a classical symmetry to survive quantization. When this happens, one says
that the theory has an anomaly (for a review, see [27]). It is important to avoid here the misconception
that anomalies appear as a result of a bad choice of the way a theory is regularized in the process of
quantization. When we talk about anomalies, we mean a classical symmetry that cannot be realized in
the quantum theory, no matter how smart we are in choosing the regularization procedure.
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In the following, we analyse some examples of anomalies associated with global and local sym-
metries of the classical theory. In section 8, we will encounter yet another example of an anomaly, this
time associated with the breaking of classical scale invariance in the quantum theory.

7.1 Axial anomaly
Probably the best-known examples of anomalies appear when we consider axial symmetries. If we
consider a theory of two Weyl spinors u±,

L = iψ∂/ψ = iu†+σ
µ
+∂µu+ + iu†−σ

µ
−∂µu− with ψ =

(
u+
u−

)
, (7.1)

the Lagrangian is invariant under two types of global U(1) transformations. In the first one, a vector
transformation, both helicities transform with the same phase:

U(1)V : u± → eiαu±. (7.2)

In the second one, the axial U(1), the signs of the phases are different for the two chiralities:

U(1)A : u± → e±iαu±. (7.3)

Using Noether’s theorem, there are two conserved currents, a vector current

Jµ
V = ψγµψ = u†+σ

µ
+u+ + u†−σ

µ
−u− =⇒ ∂µJ

µ
V = 0, (7.4)

and an axial vector current

Jµ
A = ψγµγ5ψ = u†+σ

µ
+u+ − u†−σ

µ
−u− =⇒ ∂µJ

µ
A = 0. (7.5)

The theory described by the Lagrangian (7.1) can be coupled to the electromagnetic field. The
resulting classical theory is still invariant under the vector and axial U(1) symmetries (7.2) and (7.3).
Surprisingly, upon quantization, it turns out that the conservation of the axial current (7.5) is spoiled by
quantum effects,

∂µJ
µ
A ∼ ~ ~E · ~B. (7.6)

To understand more clearly how this result comes about, we study first a simple model in two
dimensions that captures the relevant physics involved in the four-dimensional case [28]. We work in
Minkowski space in two dimensions with coordinates (x0, x1) ≡ (t, x) and where the spatial direction
is compactified to a circle S1. In this set-up we consider a fermion coupled to the electromagnetic
field. Note that, since we are living in two dimensions, the field strength Fµν only has one independent
component that corresponds to the electric field along the spatial direction, F 01 ≡ E (in two dimensions
there are no magnetic fields!).

To write the Lagrangian for the spinor field, we need to find a representation of the algebra of
γ-matrices,

{γµ, γν} = 2ηµν with η =

(
1 0
0 −1

)
. (7.7)

In two dimensions, the dimension of the representation of the γ-matrices is 2[2/2] = 2. Here, take

γ0 ≡ σ1 =

(
0 1
1 0

)
, γ1 ≡ iσ2 =

(
0 1

−1 0

)
. (7.8)

55

INTRODUCTORY LECTURES ON QUANTUM FIELD THEORY

55



+ −

p p

E E

v v

Fig. 11: Spectrum of the massless two-dimensional Dirac field.

This is a chiral representation since the matrix γ5 is diagonal,15

γ5 ≡ −γ0γ1 =
(

1 0
0 −1

)
. (7.9)

Writing the two-component spinor ψ as

ψ =

(
u+
u−

)
(7.10)

and defining as usual the projectors P± = 1
2(1±γ5), we find that the components u± of ψ are respectively

a right- and left-handed Weyl spinor in two dimensions.

Once we have a representation of the γ-matrices, we can write the Dirac equation. Expressing it
in terms of the components u± of the Dirac spinor, we find

(∂0 − ∂1)u+ = 0, (∂0 + ∂1)u− = 0. (7.11)

The general solution to these equations can be immediately written as

u+ = u+(x
0 + x1), u− = u−(x0 − x1). (7.12)

Hence u± are two wave packets moving along the spatial dimension respectively to the left (u+) and
to the right (u−). Note that, according to our convention, the left-moving u+ is a right-handed spinor
(positive helicity) whereas the right-moving u− is a left-handed spinor (negative helicity).

If we want to interpret (7.11) as the wave equation for two-dimensional Weyl spinors, we have the
following wave functions for free particles with well-defined momentum pµ = (E, p):

u
(E)
± (x0 ± x1) =

1√
L
e−iE(x0±x1) with p = ∓E. (7.13)

As is always the case with the Dirac equation, we have both positive and negative energy solutions. For
u+, since E = −p, we see that the solutions with positive energy are those with negative momentum

15In any even number of dimensions, γ5 is defined to satisfy the conditions γ2
5 = 1 and {γ5, γµ} = 0.
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Fig. 12: Vacuum of the theory.

p < 0, whereas the negative energy solutions are plane waves with p > 0. For the left-handed spinor u−,
the situation is reversed. Besides, since the spatial direction is compact with length L, the momentum p
is quantized according to

p =
2πn

L
, n ∈ Z. (7.14)

The spectrum of the theory is represented in Fig. 11.

Once we have the spectrum of the theory, the next step is to obtain the vacuum. As with the Dirac
equation in four dimensions, we fill all the states with E ≤ 0 (Fig. 12). Exciting a particle in the Dirac
sea produces a positive energy fermion plus a hole that is interpreted as an antiparticle. This gives us a
clue as to how to quantize the theory. In the expansion of the operator u± in terms of the modes (7.13),
we associate positive energy states with annihilation operators, whereas the states with negative energy
are associated with creation operators for the corresponding antiparticle:

u±(x) =
∑

E>0

[
a±(E)v

(E)
± (x) + b†±(E)v

(E)
± (x)∗

]
. (7.15)

The operator a±(E) acting on the vacuum |0,±〉 annihilates a particle with positive energy E and mo-
mentum ∓E. In the same way b†±(E) creates out of the vacuum an antiparticle with positive energy E
and spatial momentum ∓E. In the Dirac sea picture, the operator b±(E)† is originally an annihilation
operator for a state of the sea with negative energy −E. As in the four-dimensional case, the problem
of the negative energy states is solved by interpreting annihilation operators for negative energy states as
creation operators for the corresponding antiparticle with positive energy (and vice versa). The operators
appearing in the expansion of u± in Eq. (7.15) satisfy the usual algebra

{aλ(E), a†λ′(E
′)} = {bλ(E), b†λ′(E

′)} = δE,E′δλλ′ , (7.16)

where we have introduced the label λ, λ′ = ±. Also, aλ(E) and a†λ(E) anticommute with bλ′(E′) and
b†λ′(E′).

The Lagrangian of the theory,

L = iu†+(∂0 + ∂1)u+ + iu†−(∂0 − ∂1)u−, (7.17)
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is invariant under both U(1)V (Eq. (7.2)) and U(1)A (Eq. (7.3)). The associated Noether currents are in
this case

Jµ
V =

(
u†+u+ + u†−u−
−u†+u+ + u†−u−

)
, Jµ

A =

(
u†+u+ − u†−u−
−u†+u+ − u†−u−

)
. (7.18)

The associated conserved charges are given for the vector current by

QV =

∫ L

0
dx1(u†+u+ + u†−u−) (7.19)

and for the axial current by

QA =

∫ L

0
dx1(u†+u+ − u†−u−). (7.20)

Using the orthonormality relations for the modes v(E)
± (x),

∫ L

0
dx1 v

(E)
± (x) v

(E′)
± (x) = δE,E′, (7.21)

we find for the conserved charges

QV =
∑

E>0

[
a†+(E)a+(E)− b†+(E)b+(E) + a†−(E)a−(E)− b†−(E)b−(E)

]
,

QA =
∑

E>0

[
a†+(E)a+(E)− b†+(E)b+(E)− a†−(E)a−(E) + b†−(E)b−(E)

]
. (7.22)

We see that QV counts the net number (particles minus antiparticles) of positive helicity states plus the
net number of states with negative helicity. The axial charge, on the other hand, counts the net number of
positive helicity states minus the number of negative helicity ones. In the case of the vector current, we
have subtracted a formally divergent vacuum contribution to the charge (the “charge of the Dirac sea”).

In the free theory, there is, of course, no problem with the conservation of either QV or QA, since
the occupation numbers do not change. What we want to study is the effect of coupling the theory to
electric field E . We work in the gauge A0 = 0. Instead of solving the problem exactly, we are going
to simulate the electric field by adiabatically varying over a long time τ0 the vector potential A1 from a
value of zero to −Eτ0. From our discussion in section 4.3, we know that the effect of the electromagnetic
coupling in the theory is a shift in the momentum according to

p→ p− eA1, (7.23)

where e is the charge of the fermions. Since we assumed that the vector potential varies adiabatically,
we can assume it to be approximately constant at each time.

Then, we have to understand what the effect of (7.23) would be on the vacuum depicted in Fig.
(12). What we find is that the two branches move as shown in Fig. (13), resulting in some of the negative
energy states of the v+ branch acquiring positive energy, while the same number of empty positive energy
states of the other branch v− will become empty negative energy states. Physically, this means that the
external electric field E creates a number of particle–antiparticle pairs out of the vacuum. Denoting by
N ∼ eE the number of such pairs created by the electric field per unit time, the final values of the charges
QV and QA are

QA(τ0) = (N − 0) + (0−N) = 0,

QV (τ0) = (N − 0)− (0−N) = 2N. (7.24)
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Fig. 13: Effect of the electric field.

Therefore, we conclude that the coupling to the electric field produces a violation in the conservation of
the axial charge per unit time given by ∆QA ∼ eE . This implies that

∂µJ
µ
A ∼ e~E , (7.25)

where we have restored ~ to make clear that the violation in the conservation of the axial current is a
quantum effect. At the same time ∆QV = 0 guarantees that the vector current remains conserved also
quantum-mechanically, ∂µJ

µ
V = 0.

We have just studied a two-dimensional example of the Adler–Bell–Jackiw axial anomaly [29].
The heuristic analysis presented here can be made more precise by computing the following quantity.

Cµν = 〈0|T [Jµ
A(x)J

ν
V (0)]|0〉 =

�

Jµ
A

γ
(7.26)

The anomaly is given then by ∂µCµν . A careful calculation yields the numerical prefactor missing in Eq.
(7.25), leading to the result

∂µJ
µ
A =

e~
2π
ενσFνσ, (7.27)

with ε01 = −ε10 = 1.

The existence of an anomaly in the axial symmetry that we have illustrated in two dimensions is
present in all even-dimensional space-times. In particular, in four dimensions the axial anomaly is given
by

∂µJ
µ
A = − e2

16π2
εµνσλFµνFσλ. (7.28)

59

INTRODUCTORY LECTURES ON QUANTUM FIELD THEORY

59



This result has very important consequences in the physics of strong interactions, as we will see in what
follows.

7.2 Chiral symmetry in quantum chromodynamics
Our knowledge of the physics of strong interactions is based on the theory of quantum chromodynamics
(QCD) [30]. This is a non-abelian gauge theory with gauge group SU(Nc) coupled to a number Nf

of quarks. These are spin-12 particles Qi f labelled by two quantum numbers: colour i = 1, . . . , Nc and
flavour f = 1, . . . , Nf . The interaction between them is mediated by theN2

c −1 gauge bosons, the gluons
Aa

µ, a = 1, . . . , N2
c − 1. In the real world, Nc = 3 and the number of flavours is six, corresponding to

the number of different quarks: up (u), down (d), charm (c), strange (s), top (t) and bottom (b).

For the time being, we are going to study a general theory of QCD with Nc colours and Nf

flavours. Also, for reasons that will become clear later, we are going to work in the limit of vanishing
quark masses, mf → 0. In this case, the Lagrangian is given by

LQCD = −1
4F

a
µνF

aµν +

Nf∑

f=1

[
iQ

f
LD/ Q

f
L + iQ

f
RD/ Q

f
R

]
, (7.29)

where the subscripts L and R indicate respectively left- and right-handed spinors, Qf
L,R ≡ P±Qf , and

the field strength F a
µν and the covariant derivative Dµ respectively are defined in Eqs. (4.75) and (4.78).

Apart from the gauge symmetry, this Lagrangian is also invariant under a global U(Nf )L × U(Nf )R
acting on the flavour indices and defined by

U(Nf )L :

{
Qf

L → ∑
f ′(UL)ff ′Qf ′

L

Qf
R → Qf

R

U(Nf )R :

{
Qf

L → Qf
L

Qr
R → ∑

f ′(UR)ff ′Qf ′
R ,

(7.30)

with UL, UR ∈ U(Nf ). In fact, since U(N) = U(1) × SU(N), this global symmetry group can be
written as SU(Nf )L × SU(Nf )R × U(1)L × U(1)R. The abelian subgroup U(1)L × U(1)R can now be
decomposed into their vector U(1)B and axial U(1)A subgroups defined by the transformations

U(1)B :

{
Qf

L → eiαQf
L

Qf
R → eiαQf

R

U(1)A :

{
Qf

L → eiαQf
L

Qf
R → e−iαQf

R.
(7.31)

According to Noether’s theorem, associated with these two abelian symmetries we have two conserved
currents:

Jµ
V =

Nf∑

f=1

Q
f
γµQf , Jµ

A =

Nf∑

f=1

Q
f
γµγ5Q

f . (7.32)

The conserved charge associated with vector charge Jµ
V is actually the baryon number, defined as the

number of quarks minus the number of antiquarks.

The non-abelian part of the global symmetry group SU(Nf )L×SU(Nf )R can also be decomposed
into its vector and axial subgroups, SU(Nf )V × SU(Nf )A, defined by the following transformations of
the quark fields:

SU(Nf )V :

{
Qf

L → ∑
f ′(UL)ff ′Qf ′

L

Qf
R → ∑

f ′(UL)ff ′Qf ′
R

SU(Nf )A :

{
Qf

L → ∑
f ′(UL)ff ′Qf ′

L

Qf
R → ∑

f ′(U
−1
R )ff ′Qf ′

R .
(7.33)

Again, the application of Noether’s theorem shows the existence of the following non-abelian conserved
charges:

JI µ
V ≡

Nf∑

f,f ′=1

Q
f
γµ(T I)ff ′Qf ′

, JI µ
A ≡

Nf∑

f,f ′=1

Q
f
γµγ5(T

I)ff ′Qf ′
. (7.34)
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To summarize, we have shown that the initial chiral symmetry of the QCD Lagrangian (7.29) can be
decomposed into its chiral and vector subgroups according to

U(Nf )L × U(Nf )R = SU(Nf )V × SU(Nf )A × U(1)B × U(1)A. (7.35)

The question to address now is which part of the classical global symmetry is preserved by the quantum
theory.

As argued in section 7.1, the conservation of the axial currents Jµ
A and Jaµ

A can in principle be
spoiled due to the presence of an anomaly. In the case of the abelian axial current Jµ

A, the relevant
quantity is the following correlation function.

Cµνσ ≡ 〈0|T [Jµ
A(x)j

a ν
gauge(x

′)jb σgauge(0)]|0〉 =
Nf∑

f=1



�

Jµ
A

Qf g

Qf

g

Qf



symmetric

(7.36)

Here ja µ
gauge is the non-abelian conserved current coupling to the gluon field,

ja µ
gauge ≡

Nf∑

f=1

Q
f
γµτaQf , (7.37)

where, to avoid confusion with the generators of the global symmetry, we have denoted by τa the gen-
erators of the gauge group SU(Nc). The anomaly can be read now from ∂µC

µνσ. If we impose Bose
symmetry with respect to the interchange of the two outgoing gluons, and gauge invariance of the whole
expression, ∂νCµνσ = 0 = ∂σC

µνσ, we find that the axial abelian global current has an anomaly given
by16

∂µJ
µ
A = −g

2Nf

32π2
εµνσλF a

µνF
aµν . (7.38)

In the case of the non-abelian axial global symmetry SU(Nf )A, the calculation of the anomaly
is performed as above. The result, however, is quite different, since in this case we conclude that the
non-abelian axial current Jaµ

A is not anomalous. This can be easily seen by noting that associated with
the axial current vertex we have a generator T I of SU(Nf ), whereas for the two gluon vertices we have
the generators τa of the gauge group SU(Nc). Therefore, the triangle diagram is proportional to the
group-theoretic factor



�

JIµ
A

Qf g

Qf

g

Qf



symmetric

∼ trT I tr{τa, τ b} = 0, (7.39)

which vanishes because the generators of SU(Nf ) are traceless.

From here we would conclude that the non-abelian axial symmetry SU(Nf )A is not anomalous.
However, this is not the whole story, since quarks are charged particles that also couple to photons. Hence

16The normalization of the generators T I of the global SU(Nf ) is given by tr(T IT J) = 1
2
δIJ .
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there is a second potential source of an anomaly coming from the one-loop triangle diagram coupling
JI µ
A to two photons,

〈0|T [JI µ
A (x)jνem(x

′)jσem(0)]|0〉 =
Nf∑

f=1



�

JIµ
A

Qf γ

Qf

γ

Qf



symmetric

(7.40)

where jµem is the electromagnetic current

jµem =

Nf∑

f=1

qf Q
f
γµQf , (7.41)

with qf the electric charge of the f th quark flavour. A calculation of the diagram in (7.40) shows the
existence of an Adler–Bell–Jackiw anomaly given by

∂µJ
I µ
A = − Nc

16π2




Nf∑

f=1

(T I)ff q
2
f


 εµνσλFµνFσλ, (7.42)

where Fµν is the field strength of the electromagnetic field coupling to the quarks. The only chance for
the anomaly to cancel is that the factor between brackets in this equation be identically zero.

Before proceeding, let us summarize the results found so far. Because of the presence of anoma-
lies, the axial part of the global chiral symmetry, SU(Nf )A and U(1)A, are not realized quantum-
mechanically in general. We found that U(1)A is always affected by an anomaly. However, because
the right-hand side of the anomaly equation (7.38) is a total derivative, the anomalous character of Jµ

A

does not explain the absence of U(1)A multiplets in the hadron spectrum, since a new current can be con-
structed that is conserved. In addition, the non-existence of candidates for a Goldstone boson associated
with the right quantum numbers indicates that U(1)A is not spontaneously broken either, so it has to be
explicitly broken somehow. This is the so-called U(1)-problem, which was solved by ’t Hooft [31], who
showed how the contribution of quantum transitions between vacua with topologically non-trivial gauge
field configurations (instantons) results in an explicit breaking of this symmetry.

Owing to the dynamics of the SU(Nc) gauge theory, the axial non-abelian symmetry is spon-
taneously broken due to the presence at low energies of a vacuum expectation value for the fermion
bilinear Qf

Qf ,

〈0|Qf
Qf |0〉 6= 0 (no summation on f !). (7.43)

This non-vanishing vacuum expectation value for the quark bilinear actually breaks chiral invariance
spontaneously to the vector subgroup SU(Nf )V , so the only subgroup of the original global symmetry
that is realized by the full theory at low energy is

U(Nf )L × U(Nf )R → SU(Nf )V × U(1)B . (7.44)

Associated with this breaking, a Goldstone boson should appear with the quantum numbers of the bro-
ken non-abelian current. For example, in the case of QCD, the Goldstone bosons associated with the
spontaneous symmetry breaking induced by the vacuum expectation values 〈ūu〉, 〈d̄d〉 and 〈(ūd− d̄u)〉
have been identified as the pions π0 and π±. These bosons are not exactly massless because of the non-
vanishing mass of the u and d quarks. Since the global chiral symmetry is already slightly broken by
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mass terms in the Lagrangian, the associated Goldstone bosons also have mass, although they are very
light compared to the masses of other hadrons.

In order to have a better physical understanding of the role of anomalies in the physics of strong
interactions, we now particularize our analysis of the case of real QCD. Since the u and d quarks are
much lighter than the other four flavours, QCD at low energies can be well described by including only
these two flavours and ignoring heavier quarks. In this approximation, from our previous discussion, we
know that the low-energy global symmetry of the theory is SU(2)V ×U(1)B , where now the vector group
SU(2)V is the well-known isospin symmetry. The axial U(1)A current is anomalous due to Eq. (7.38)
with Nf = 2. In the case of the non-abelian axial symmetry SU(2)A, taking into account that qu = 2

3e
and qd = −1

3e and that the three generators of SU(2) can be written in terms of the Pauli matrices as
TK = 1

2σ
K , we find

∑

f=u,d

(T 1)ff q
2
f =

∑

f=u,d

(T 1)ff q
2
f = 0,

∑

f=u,d

(T 3)ff q
2
f =

e2

6
. (7.45)

Therefore J3µ
A is anomalous.

Physically, the anomaly in the axial current J3 µ
A has an important consequence. In the quark

model, the wave function of the neutral pion π0 is given in terms of those for the u and d quarks by

|π0〉 = 1√
2

(
|ū〉|u〉 − |d̄〉|d〉

)
. (7.46)

The isospin quantum numbers of |π0〉 are those of the generator T 3. Actually the analogy goes further
since ∂µJ

3 µ
A is the operator creating a pion π0 out of the vacuum,

|π0〉 ∼ ∂µJ
3µ
A |0〉. (7.47)

This leads to the physical interpretation of the triangle diagram (7.40), with J3µ
A as the one-loop contri-

bution to the decay of a neutral pion into two photons,

π0 → 2γ . (7.48)

This is an interesting piece of physics. In 1967 Sutherland and Veltman [32] presented a calcula-
tion, using current algebra techniques, according to which the decay of the pion into two photons should
be suppressed. This, however, contradicted the experimental evidence that showed the existence of such
a decay. The way out of this paradox, as pointed out in [29], is the axial anomaly. What happens is that
the current algebra analysis overlooks the ambiguities associated with the regularization of divergences
in quantum field theory. A QED evaluation of the triangle diagram leads to a divergent integral that
has to be regularized somehow. It is in this process that the Adler–Bell–Jackiw axial anomaly appears,
resulting in a non-vanishing value for the π0 → 2γ amplitude.17

The existence of anomalies associated with global currents does not necessarily mean difficulties
for the theory. On the contrary, as we saw in the case of the axial anomaly, it is its existence that
allows for a solution of the Sutherland–Veltman paradox and an explanation of the electromagnetic decay
of the pion. The situation, however, is very different if we deal with local symmetries. A quantum-
mechanical violation of gauge symmetry leads to all kinds of problems, from lack of renormalizability to
non-decoupling of negative norm states. This is because the presence of an anomaly in the theory implies
that the Gauss’s law constraint ~∇ · ~Ea = ρa cannot be consistently implemented in the quantum theory.
As a consequence, states that classically are eliminated by the gauge symmetry become propagating
fields in the quantum theory, thus spoiling the consistency of the theory.

17An early computation of the triangle diagram for the electromagnetic decay of the pion was made by Steinberger [33].
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Anomalies in a gauge symmetry can be expected only in chiral theories where left- and right-
handed fermions transform in different representations of the gauge group. Physically, the most inter-
esting example of such theories is the electroweak sector of the Standard Model, where, for example,
left-handed fermions transform as doublets under SU(2) whereas right-handed fermions are singlets. On
the other hand, QCD is free of gauge anomalies since both left- and right-handed quarks transform in the
fundamental representation of SU(3).

We consider the Lagrangian

L = −1

4
F a µνF a

µν + i

N+∑

i=1

ψ
i
+D/

(+)ψi
+ + i

N−∑

j=1

ψ
j
−D/

(−)ψj
−, (7.49)

where the chiral fermions ψi
± transform according to the representations τai,± of the gauge group G

(a = 1, . . . ,dimG). The covariant derivatives D(±)
µ are then defined by

D(±)
µ ψi

± = ∂µψ
i
± + igAK

µ τ
K
i,±ψ

i
±. (7.50)

As for global symmetries, anomalies in the gauge symmetry appear in the triangle diagram with one
axial and two vector gauge current vertices

〈0|T [ja µ
A (x)jb νV (x′)jc σV (0)]|0〉 =



 

jaµA
jbνV

jcσV



symmetric

(7.51)

where gauge vector and axial currents ja µ
V and ja µ

A are given by

jaµV =

N+∑

i=1

ψ
i
+τ

a
+γ

µψi
+ +

N−∑

j=1

ψ
j
−τ

a
−γ

µψj
−,

jaµA =

N+∑

i=1

ψ
i
+τ

a
+γ

µψi
+ −

N−∑

i=1

ψ
j
−τ

a
−γ

µψj
−. (7.52)

We do not have to compute the whole diagram in order to find an anomaly cancellation condition. It is
enough if we calculate the overall group-theoretical factor. In the case of the diagram in Eq. (7.51), for
every fermion species running along the loop, this factor is equal to

tr[τai,±{τ bi,±, τ ci,±}], (7.53)

where the ± sign corresponds respectively to the generators of the representation of the gauge group for
the left- and right-handed fermions. Hence the anomaly cancellation condition reads

N+∑

i=1

tr[τai,+{τ bi,+, τ ci,+}]−
N−∑

j=1

tr[τaj,−{τ bj,−, τ cj,−}] = 0. (7.54)

Knowing this, we can proceed to check the anomaly cancellation in the Standard Model SU(3) ×
SU(2) × U(1). Left-handed fermions (both leptons and quarks) transform as doublets with respect to
the SU(2) factor, whereas the right-handed components are singlets. The charge with respect to the U(1)
part, the hypercharge Y , is determined by the Gell-Mann–Nishijima formula

Q = T3 + Y, (7.55)
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where Q is the electric charge of the corresponding particle and T3 is the eigenvalue with respect to the
third generator of the SU(2) group in the corresponding representation: T3 = 1

2σ
3 for the doublets and

T3 = 0 for the singlets. For the first family of quarks (u,d) and leptons (e, νe), we have the field content

quarks:
(

uα

dα

)

L, 1
6

uα
R, 2

3

dα
R, 2

3

leptons:
(
νe
e

)

L,− 1
2

eR,−1 (7.56)

where α = 1, 2, 3 labels the colour quantum number and the subscript indicates the value of the weak
hypercharge Y . Denoting the representations of SU(3) × SU(2) × U(1) by (nc, nw)Y , with nc and nw
the representations of SU(3) and SU(2) respectively and Y the hypercharge, the matter content of the
Standard Model consists of a three-family replication of the representations:

left-handed fermions: (3, 2)L1
6

(1, 2)L− 1
2

(7.57)

right-handed fermions: (3, 1)R2
3

(3, 1)R− 1
3

(1, 1)R−1.

In computing the triangle diagram, we have 10 possibilities depending on which factor of the gauge
group SU(3) × SU(2) × U(1) couples to each vertex:

SU(3)3 SU(2)3 U(1)3

SU(3)2 SU(2) SU(2)2 U(1)

SU(3)2 U(1) SU(2) U(1)2

SU(3) SU(2)2

SU(3) SU(2) U(1)

SU(3) U(1)2

It is easy to check that some of them do not give rise to anomalies. For example, the anomaly for the
SU(3)3 case cancels because left- and right-handed quarks transform in the same representation. In the
case of SU(2)3, the cancellation happens term by term because of the Pauli matrix identity σaσb =
δab + iεabcσc, which leads to

tr[σa{σb, σc}] = 2(tr σa)δbc = 0. (7.58)

However, the hardest anomaly cancellation condition to satisfy is the one with three U(1). In this case,
the absence of anomalies within a single family is guaranteed by the non-trivial identity

∑

left

Y 3
+ −

∑

right

Y 3
− = 3× 2×

(
1

6

)3

+ 2×
(
−1

2

)3

− 3×
(
2

3

)3

− 3×
(
−1

3

)3

− (−1)3

=

(
−3

4

)
+

(
3

4

)
= 0. (7.59)

It is remarkable that the anomaly exactly cancels between leptons and quarks. Note that this result holds
even if a right-handed sterile neutrino is added since such a particle is a singlet under the whole Standard
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Model gauge group and therefore does not contribute to the triangle diagram. Therefore, we see how the
matter content of the Standard Model conspires to yield a consistent quantum field theory.

In all our discussion of anomalies, we have only considered the computation of one-loop diagrams.
It may happen that higher loop orders impose additional conditions. Fortunately, this is not so: the
Adler–Bardeen theorem [34] guarantees that the axial anomaly only receives contributions from one-
loop diagrams. Therefore, once anomalies are cancelled (if possible) at one loop, we know that there
will be no new conditions coming from higher-loop diagrams in perturbation theory.

The Adler–Bardeen theorem, however, only applies in perturbation theory. It is nonetheless pos-
sible that non-perturbative effects can result in the quantum violation of a gauge symmetry. This is
precisely the case pointed out by Witten [35] with respect to the SU(2) gauge symmetry of the Stan-
dard Model. In this case the problem lies in the non-trivial topology of the gauge group SU(2). The
invariance of the theory with respect to gauge transformations that are not in the connected component
of the identity makes all correlation functions equal to zero. Only when the number of left-handed SU(2)
fermion doublets is even does gauge invariance allow for a non-trivial theory. It is again remarkable that
the family structure of the Standard Model causes this anomaly to cancel,

3×
(

u
d

)

L

+ 1×
(
νe
e

)

L

= 4 SU(2) doublets, (7.60)

where the factor of 3 comes from the number of colours.

8 Renormalization
8.1 Removing infinities
From its very early stages, quantum field theory was faced with infinities. They emerged in the calcula-
tion of most physical quantities, such as the correction to the charge of the electron due to the interactions
with the radiation field. The way these divergences were handled in the 1940s, starting with Kramers,
was physically very much in the spirit of the quantum theory emphasis on observable quantities: since
the observed magnitude of physical quantities (such as the charge of the electron) is finite, this number
should arise from the addition of a “bare” (unobservable) value and the quantum corrections. The fact
that both of these quantities were divergent was not a problem physically, since only its finite sum was
an observable quantity. To make things mathematically sound, the handling of infinities requires the
introduction of some regularization procedure that cuts the divergent integrals off at some momentum
scale Λ. By common consent, the physical value of an observable Ophysical is given by

Ophysical = lim
Λ→∞

[O(Λ)bare +∆O(Λ)~] , (8.1)

where ∆O(Λ)~ represents the regularized quantum corrections.

To make this qualitative discussion more precise, we compute the corrections to the electric charge
in quantum electrodynamics. We consider the process of annihilation of an electron–positron pair to
create a muon–antimuon pair e−e+ → µ+µ−. To lowest order in the electric charge e, the only diagram
contributing is the following.

!

e− µ+

e+

γ

µ−
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However, the corrections at order e4 to this result require the calculation of seven more diagrams.

"

e− µ+

e+ µ−

+

#e−
µ+

e+

µ−

+

$

µ+e−

µ−e+

+

%

e−
µ+

e+ µ−

+

&e−
µ+

e+

µ−
+

'µ+
e+

µ−
e−

+

(

µ+e+

µ−e−

In order to compute the renormalization of the charge, we consider the first diagram, which takes
into account the first correction to the propagator of the virtual photon interchanged between the pairs
due to vacuum polarization. We begin by evaluating

)

=
−iηµα

q2 + iǫ



*

α β




−iηβν

q2 + iǫ
, (8.2)

where the diagram in square brackets is given by

+

α β ≡ Παβ(q) = i2(−ie)2(−1)

∫
d4k

(2π)4
Tr(/k +me)γ

α(/k + /q +me)γ
β

[k2 −m2
e + iǫ] [(k + q)2 −m2

e + iǫ]
. (8.3)

Physically, this diagram includes the correction to the propagator due to the polarization of the vacuum,
i.e. the creation of virtual electron–positron pairs by the propagating photon. The momentum q is the
total momentum of the electron–positron pair in the intermediate channel.

It is instructive to look at this diagram from the point of view of perturbation theory in non-
relativistic quantum mechanics. In each vertex, the interaction consists of the annihilation (respectively
creation) of a photon and the creation (respectively annihilation) of an electron–positron pair. This can
be implemented by the interaction Hamiltonian

Hint = e

∫
d3xψγµψAµ. (8.4)

All fields inside the integral can be expressed in terms of the corresponding creation–annihilation opera-
tors for photons, electrons and positrons. In quantum mechanics, the change in the wave function at first
order in the perturbation Hint is given by

|γ, in〉 = |γ, in〉0 +
∑

n

〈n|Hint|γ, in〉0
Ein − En

|n〉, (8.5)
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and similarly for |γ, out〉, where we have denoted symbolically by |n〉 all the possible states of the
electron–positron pair. Since these states are orthogonal to |γ, in〉0 and |γ, out〉0, we find to order e2

〈γ, in|γ′, out〉 = 0〈γ, in|γ′, out〉0 +
∑

n

0〈γ, in|Hint|n〉 〈n|Hint|γ′, out〉0
(Ein − En)(Eout − En)

+O(e4). (8.6)

Hence, we see that the diagram of Eq. (8.2) really corresponds to the order-e2 correction to the photon
propagator 〈γ, in|γ′, out〉.

,

γ γ′
→ 0〈γ, in|γ′, out〉0

-

γ γ′
→

∑

n

〈γ, in|Hint|n〉 〈n|Hint|γ′, out〉
(Ein − En)(Eout − En)

(8.7)

Once we have understood the physical meaning of the Feynman diagram to be computed, we
proceed to its evaluation. In principle, there is no problem in computing the integral in Eq. (8.2) for
non-zero values of the electron mass. However, since here we are going to be mostly interested in seeing
how the divergence of the integral results in a scale-dependent renormalization of the electric charge, we
will set me = 0. This is something safe to do, since in the case of this diagram we are not inducing
new infrared divergences in taking the electron as massless. Implementing gauge invariance and using
standard techniques in the computation of Feynman diagrams (see references [1–11]), the polarization
tensor Πµν(q) defined in Eq. (8.3) can be written as

Πµν(q) = (q2ηµν − qµqν)Π(q
2), (8.8)

with

Π(q) = 8e2
∫ 1

0
dx

∫
d4k

(2π)4
x(1− x)

[k2 −m2 + x(1− x)q2 + iǫ]2
. (8.9)

To handle this divergent integral, we have to figure out some procedure to render it finite. This can be
done in several ways, but here we choose to cut the integrals off at a high energy scale Λ, where new
physics might be at work, |p| < Λ. This gives the result

Π(q2) ≃ e2

12π2
log

(
q2

Λ2

)
+ finite terms. (8.10)

If we send the cut-off to infinity, Λ → ∞, the divergence blows up and something has to be done about
it.

If we want to make sense of this, we have to go back to the physical question that led us to compute
Eq. (8.2). Our original motivation was to compute the corrections to the annihilation of two electrons
into two muons. Including the correction to the propagator of the virtual photon, we have

.

=

/

+

0
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= ηαβ(veγ
αue)

e2

4πq2
(vµγ

βuµ) + ηαβ(veγ
αue)

e2

4πq2
Π(q2)(vµγ

βuµ)

= ηαβ (veγ
αue)

{
e2

4πq2

[
1 +

e2

12π2
log

(
q2

Λ2

)]}
(vµγ

βuµ). (8.11)

Now let us imagine that we are performing an e−e+ → µ−µ+ with a centre-of-mass energy µ. From the
previous result, we can identify the effective charge of the particles at this energy scale e(µ) as

1

= ηαβ(veγ
αue)

[
e(µ)2

4πq2

]
(vµγ

βuµ). (8.12)

This charge, e(µ), is the quantity that is physically measurable in our experiment. Now we can make
sense of the formally divergent result (8.11) by assuming that the charge appearing in the classical La-
grangian of QED is just a “bare” value that depends on the scale Λ at which we cut off the theory,
e ≡ e(Λ)bare. In order to reconcile (8.11) with the physical results (8.12), we must assume that the
dependence of the bare (unobservable) charge e(Λ)bare on the cut-off Λ is determined by the identity

e(µ)2 = e(Λ)2bare

[
1 +

e(Λ)2bare
12π2

log

(
µ2

Λ2

)]
. (8.13)

If we still insist on removing the cut-off, Λ → ∞, we have to send the bare charge to zero, e(Λ)bare → 0,
in such a way that the effective coupling has the finite value given by the experiment at the energy scale
µ. It is not a problem, however, that the bare charge is small for large values of the cut-off, since the only
measurable quantity is the effective charge, which remains finite. Therefore, all observable quantities
should be expressed in perturbation theory as a power series in the physical coupling e(µ)2 and not in
the unphysical bare coupling e(Λ)bare.

8.2 The beta function and asymptotic freedom
We can look at the previous discussion, in particular Eq. (8.13), from a different point of view. In order
to remove the ambiguities associated with infinities, we have been forced to introduce a dependence of
the coupling constant on the energy scale at which a process takes place. From the expression of the
physical coupling in terms of the bare charge (8.13), we can actually eliminate the cut-off Λ, whose
value after all should not affect the value of physical quantities. Taking into account that we are working
in perturbation theory in e(µ)2, we can express the bare charge e(Λ)2bare in terms of e(µ)2 as

e(Λ)2 = e(µ)2
[
1 +

e(µ)2

12π2
log

(
µ2

Λ2

)]
+O[e(µ)6]. (8.14)

This expression allows us to eliminate all dependence on the cut-off in the expression of the effective
charge at a scale µ by replacing e(Λ)bare in Eq. (8.13) by the one computed using (8.14) at a given
reference energy scale µ0,

e(µ)2 = e(µ0)
2

[
1 +

e(µ0)
2

12π2
log

(
µ2

µ20

)]
. (8.15)

From this equation we can compute, at this order in perturbation theory, the effective value of the
coupling constant at an energy µ, once we know its value at some reference energy scale µ0. In the
case of the electron charge, we can use as a reference Thomson scattering at energies of the order of the
electron mass me ≃ 0.5 MeV, at which the value of the electron charge is given by the well-known value

e(me)
2 ≃ 1

137
. (8.16)
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With this, we can compute e(µ)2 at any other energy scale by applying Eq. (8.15), for example at the
electron mass µ = me ≃ 0.5 MeV. However, in computing the electromagnetic coupling constant at any
other scale, we must take into account the fact that other charged particles can run along the loop in Eq.
(8.11). Suppose, for example, that we want to calculate the fine-structure constant at the mass of the Z0

boson µ = MZ ≡ 92 GeV. Then we should include in Eq. (8.15) the effect of other fermionic Standard
Model fields with masses below MZ. On doing this, we find18

e(MZ)
2 = e(me)

2

[
1 +

e(me)
2

12π2

(∑

i

q2i

)
log

(
M2

Z

m2
e

)]
, (8.17)

where qi is the charge in units of the electron charge of the ith fermionic species running along the loop
and we sum over all fermions with masses below the mass of the Z0 boson. This expression shows how
the electromagnetic coupling grows with energy. However, in order to compare with the experimental
value of e(MZ)

2, it is not enough just to include the effect of fermionic fields, since also the W± bosons
can run along the loop (MW < MZ). Taking this into account, as well as threshold effects, the value of
the electron charge at the scale MZ is found to be [36]

e(MZ)
2 ≃ 1

128.9
. (8.18)

This growth of the effective fine-structure constant with energy can be understood heuristically by
remembering that the effect of the polarization of the vacuum shown in the diagram of Eq. (8.2) amounts
to the creation of a plethora of electron–positron pairs around the location of the charge. These virtual
pairs behave as dipoles that, as in a dielectric medium, tend to screen this charge and decrease its value
at large distances (i.e. lower energies).

The variation of the coupling constant with energy is usually encoded in quantum field theory in
the beta function defined by

β(g) = µ
dg

dµ
. (8.19)

In the case of QED, the beta function can be computed from Eq. (8.15), with the result

β(e)QED =
e3

12π2
. (8.20)

The fact that the coefficient of the leading term in the beta function is positive β0 ≡ 1/(6π) > 0 gives
us the overall behaviour of the coupling as we change the scale. Eq. (8.20) means that, if we start at an
energy where the electric coupling is small enough for our perturbative treatment to be valid, the effective
charge grows with the energy scale. This growth of the effective coupling constant with energy means
that QED is infrared-safe, since the perturbative approximation gives better and better results as we go
to lower energies. In fact, because the electron is the lightest electrically charged particle and has a finite
non-vanishing mass, the running of the fine-structure constant stops at the scale me in the well-known
value 1/137. If other charged fermions with masses below me were present in Nature, the effective value
of the fine-structure constant in the interaction between these particles would decrease further to lower
values at energies below the electron mass.

On the other hand, if we increase the energy scale, e(µ)2 grows until at some scale the coupling
is of order one and the perturbative approximation breaks down. In QED this is known as the problem
of the Landau pole but in fact it does not pose any serious threat to the reliability of QED perturbation

18In the first version of these notes, the argument used to show the growth of the electromagnetic coupling constant could
have led to confusion for some readers. To avoid this potential problem, we include in the equation for the running coupling
e(µ)2 the contribution of all fermions with masses below MZ. We thank Lubos Motl for bringing this issue to our attention.
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theory: a simple calculation shows that the energy scale at which the theory would become strongly
coupled is ΛLandau ≃ 10277 GeV. However, we know that QED does not live that long! At much lower
scales, we expect electromagnetism to be unified with other interactions, and even if this were not the
case we would enter the uncharted territory of quantum gravity at energies of the order of 1019 GeV.

So much for QED. The next question that one may ask at this stage is whether it is possible to
find quantum field theories with a behaviour opposite to that of QED, i.e. such that they become weakly
coupled at high energies. This is not a purely academic question. In the late 1960s, a series of deep
inelastic scattering experiments carried out at the Stanford Linear Accelerator Center (SLAC) showed
that the quarks behave essentially as free particles inside hadrons. The apparent problem was that no
theory was known at that time that would become free at very short distances: the example set by QED
seemed to be followed by all the theories that were studied. This posed a very serious problem for
quantum field theory as a way to describe subnuclear physics, since it seemed that its predictive power
was restricted to electrodynamics but failed miserably when applied to describe strong interactions.

Nevertheless, this critical time for quantum field theory turned out to be its finest hour. In 1973
David Gross and Frank Wilczek [37] and David Politzer [38] showed that non-abelian gauge theories
can actually display the required behaviour. For the QCD Lagrangian in Eq. (7.29), the beta function is
given by19

β(g) = − g3

16π2

[
11

3
Nc −

2

3
Nf

]
. (8.21)

In particular, for real QCD (Nc = 3, Nf = 6), we have that β(g) = −7g3/(16π2) < 0. This means that,
for a theory that is weakly coupled at an energy scale µ0, the coupling constant decreases as the energy
increases, µ → ∞. This explains the apparent freedom of quarks inside hadrons: when the quarks are
very close together, their effective colour charge tends to zero. This phenomenon is called asymptotic
freedom.

Asymptotic free theories display a behaviour that is opposite to that found above in QED. At high
energies their coupling constant approaches zero, whereas at low energies they become strongly coupled
(infrared slavery). These features are at the heart of the success of QCD as a theory of strong interactions,
since this is exactly the type of behaviour found in quarks: they are quasi-free particles inside hadrons
but the interaction potential between them increases at large distances.

Although asymptotic free theories can be handled in the ultraviolet, they become extremely com-
plicated in the infrared. In the case of QCD, it is still to be understood (at least analytically) how the
theory confines colour charges and generates the spectrum of hadrons, as well as the breaking of the
chiral symmetry (7.43).

In general, the ultraviolet and infrared properties of a theory are controlled by the fixed points of
the beta function, i.e. those values of the coupling constant g for which it vanishes,

β(g∗) = 0. (8.22)

Using perturbation theory, we have seen that for both QED and QCD one such fixed point occurs at zero
coupling, g∗ = 0. However, our analysis also showed that the two theories present radically different
behaviours at high and low energies. From the point of view of the beta function, the difference lies in
the energy regime at which the coupling constant approaches its critical value. This is in fact governed
by the sign of the beta function around the critical coupling.

We have seen above that when the beta function is negative close to the fixed point (the case of
QCD), the coupling tends to its critical value, g∗ = 0, as the energy is increased. This means that the
critical point is ultraviolet-stable, i.e. it is an attractor as we evolve towards higher energies. If, on the

19The expression for the beta function of QCD was also known to ’t Hooft [39]. There are even earlier computations in the
Russian literature [40].
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Fig. 14: Beta function for a hypothetical theory with three fixed points g∗1 , g∗2 and g∗3 . A perturbative analysis
would capture only the regions shown in the boxes.

contrary, the beta function is positive (as happens in QED), the coupling constant approaches the critical
value as the energy decreases. This is the case of an infrared-stable fixed point.

This analysis that we have motivated with the examples of QED and QCD is completely general
and can be carried out for any quantum field theory. In Fig. 14 we have represented the beta function for
a hypothetical theory with three fixed points located at couplings g∗1 , g∗2 and g∗3 . The arrows in the line
below the plot represent the evolution of the coupling constant as the energy increases. From the analysis
presented above, we see that g∗1 = 0 and g∗3 are ultraviolet-stable fixed points, while the fixed point g∗2 is
infrared-stable.

In order to understand the high- and low-energy behaviour of a quantum field theory, it is thus
crucial to know the structure of the beta functions associated with its couplings. This can be a very
difficult task, since perturbation theory only allows the study of the theory around “trivial” fixed points,
i.e. those that occur at zero coupling, like the case of g∗1 in Fig. 14. On the other hand, any “non-trivial”
fixed point occurring in a theory (like g∗2 and g∗3) cannot be captured in perturbation theory and requires
a full non-perturbative analysis.

The lesson to be learned from our discussion above is that dealing with the ultraviolet divergences
in a quantum field theory has the consequence, among others, of introducing an energy dependence in
the measured value of the coupling constants of the theory (for example, the electric charge in QED).
This happens even in the case of renormalizable theories without mass terms. These theories are scale-
invariant at the classical level because the action does not contain any dimensionful parameter. In this
case the running of the coupling constants can be seen as resulting from a quantum breakdown of classical
scale invariance: different energy scales in the theory are distinguished by different values of the coupling
constants. Remembering what we learned in section 7, we conclude that classical scale invariance is an
anomalous symmetry. One heuristic way to see how the conformal anomaly comes about is to note that
the regularization of an otherwise scale-invariant field theory requires the introduction of an energy scale
(e.g. a cut-off). This breaking of scale invariance cannot be restored after renormalization.

Nevertheless, scale invariance is not lost forever in the quantum theory. It is recovered at the
fixed points of the beta function, where, by definition, the coupling does not run. To understand how
this happens, we go back to a scale-invariant classical field theory whose field φ(x) transforms under
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coordinate rescalings as

xµ → λxµ, φ(x) → λ−∆φ(λ−1x), (8.23)

where ∆ is called the canonical scaling dimension of the field. An example of such a theory is a massless
φ4 theory in four dimensions,

L =
1

2
∂µφ∂

µφ− g

4!
φ4, (8.24)

where the scalar field has canonical scaling dimension ∆ = 1. The Lagrangian density transforms as

L → λ−4L[φ] (8.25)

and the classical action remains invariant.20

If scale invariance is preserved under quantization, the Green’s functions transform as

〈Ω|T [φ′(x1) · · ·φ′(xn)]|Ω〉 = λnΛ〈Ω|T [φ(λ−1x1) · · ·φ(λ−1xn)]|Ω〉. (8.26)

This is precisely what happens in a free theory. In an interacting theory, the running of the coupling
constant destroys classical scale invariance at the quantum level. Despite this, at the fixed points of the
beta function, the Green’s functions transform again according to (8.26), where ∆ is replaced by

∆anom = ∆+ γ∗. (8.27)

The canonical scaling dimensions of the fields are corrected by γ∗, which is called the anomalous di-
mension. They carry dynamical information about the high-energy behaviour of the theory.

8.3 The renormalization group
In spite of its successes, the renormalization procedure presented above can be seen as some kind of pre-
scription or recipe to remove the divergences in an ordered way. This discomfort about renormalization
has been expressed on occasions by comparing it with “sweeping the infinities under the rug”. However,
thanks to a large extent to Ken Wilson [41], the process of renormalization is now understood in a very
profound way as a procedure to incorporate the effects of physics at high energies by modifying the value
of the parameters that appear in the Lagrangian.

8.3.1 Statistical mechanics
Wilson’s ideas are both simple and profound and consist in thinking about quantum field theory as the
analogue of a thermodynamical description of a statistical system. To be more precise, let us consider an
Ising spin system in a two-dimensional square lattice such as that depicted in Fig 15. In terms of the spin
variables si = ±1

2 , where i labels the lattice site, the Hamiltonian of the system is given by

H = −J
∑

〈i,j〉
si sj, (8.28)

where 〈i, j〉 indicates that the sum extends over nearest neighbours and J is the coupling constant be-
tween neighbouring spins (here we consider that there is no external magnetic field). The starting point
to study the statistical mechanics of this system is the partition function defined as

Z =
∑

{si}
e−βH , (8.29)

20In a D-dimensional theory, the canonical scaling dimensions of the fields coincide with the engineering dimension: ∆ =
1
2
(D − 2) for bosonic fields and ∆ = 1

2
(D − 1) for fermionic ones. For a Lagrangian with no dimensionful parameters,

classical scale invariance then follows from dimensional analysis.
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Fig. 15: Systems of spins in a two-dimensional square lattice.

Fig. 16: Decimation of the spin lattice. Each block in the upper lattice is replaced by an effective spin computed
according to the rule (8.32). Note also that the size of the lattice spacing is doubled in the process.

where the sum is over all possible configurations of the spins and β = 1/T is the inverse temperature.
For J > 0 the Ising model presents spontaneous magnetization below a critical temperature Tc, in any
dimension higher than one. Away from this temperature, correlations between spins decay exponentially
at large distances,

〈sisj〉 ∼ e−|xij |/ξ, (8.30)

with |xij | the distance between the spins located in the ith and jth sites of the lattice. This expression
serves as a definition of the correlation length ξ, which sets the characteristic length scale at which spins
can influence each other by their interaction through their nearest neighbours.

Suppose now that we are interested in a macroscopic description of this spin system. We can
capture the relevant physics by integrating out somehow the physics at short scales. A way in which
this can be done was proposed by Leo Kadanoff [42] and consists in dividing our spin system into spin
blocks like the ones shown in Fig. 16. Now we can construct another spin system where each spin block
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of the original lattice is replaced by an effective spin calculated according to some rule from the spins
contained in each block Ba,

{si : i ∈ Ba} → sa
(1). (8.31)

For example, we can define the effective spin associated with the block Ba by taking the majority rule,
with an additional prescription in case of a draw,

sa
(1) =

1

2
sgn

(∑

i∈Ba

si

)
, (8.32)

where we have used the sign function, sgn(x) ≡ x/|x|, with the additional definition sgn(0) = 1. This
procedure is called decimation and leads to a new spin system with a doubled lattice spacing.

The idea now is to rewrite the partition function (8.29) in terms of only the new effective spins
sa

(1). We start by splitting the sum over spin configurations into two nested sums, one over the spin
blocks and a second one over the spins within each block,

Z =
∑

{~s}
e−βH[si] =

∑

{~s (1)}

∑

{~s∈Ba}
δ

[
sa

(1) − sgn

(∑

i∈Ba

si

)]
e−βH[si]. (8.33)

The interesting point now is that the sum over spins inside each block can be written as the exponential
of a new effective Hamiltonian depending only on the effective spins, H(1)[sa

(1)],

∑

{s∈Ba}
δ

[
sa

(1) − sgn

(∑

i∈Ba

si

)]
e−βH[si] = e−βH(1)[sa(1)]. (8.34)

The new Hamiltonian is of course more complicated,

H(1) = −J (1)
∑

〈i,j〉
si

(1)sj
(1) + · · · , (8.35)

where the dots stand for other interaction terms between the effective block spins. These new terms
appear because, in the process of integrating out short-distance physics, we induce interactions between
the new effective degrees of freedom. For example, the interaction between the spin block variables si(1)

will in general not be restricted to nearest neighbours in the new lattice. The important point is that we
have managed to rewrite the partition function solely in terms of these new (renormalized) spin variables
s(1) interacting through a new Hamiltonian H(1),

Z =
∑

{s(1)}
e−βH(1)[sa(1)]. (8.36)

Let us now think about the space of all possible Hamiltonians for our statistical system, including
all kinds of possible couplings between the individual spins compatible with the symmetries of the sys-
tem. If we denote by R the decimation operation, our previous analysis shows that R defines a map in
this space of Hamiltonians,

R : H → H(1). (8.37)

At the same time, the operation R replaces a lattice with spacing a by another one with double spacing
2a. As a consequence, the correlation length in the new lattice measured in units of the lattice spacing is
divided by two, R : ξ → ξ/2.

75

INTRODUCTORY LECTURES ON QUANTUM FIELD THEORY

75



Now we can iterate the operation R an indefinite number of times. Eventually, we might reach a
Hamiltonian H⋆ that is not further modified by the operation R,

H
R→ H(1) R→ H(2) R→ · · · R→ H⋆. (8.38)

The fixed-point Hamiltonian H⋆ is scale-invariant because it does not change as R is performed. Note
that, because of this invariance, the correlation length of the system at the fixed point does not change
under R. This fact is compatible with the transformation ξ → ξ/2 only if ξ = 0 or ξ = ∞. Here we will
focus on the case of non-trivial fixed points with infinite correlation length.

The space of Hamiltonians can be parametrized by specifying the values of the coupling constants
associated with all possible interaction terms between individual spins of the lattice. If we denote by
Oa[si] these (possibly infinite) interaction terms, the most general Hamiltonian for the spin system under
study can be written as

H[si] =

∞∑

a=1

λaOa[si], (8.39)

where λa ∈ R are the coupling constants for the corresponding operators. These constants can be thought
of as coordinates in the space of all Hamiltonians. Therefore, the operation R defines a transformation
in the set of coupling constants,

R : λa → λa
(1). (8.40)

For example, in our case we started with a Hamiltonian in which only one of the coupling constants is
different from zero (say λ1 = −J). As a result of the decimation, λ1 ≡ −J → −J (1), while some
of the originally vanishing coupling constants will take a non-zero value. Of course, for the fixed-point
Hamiltonian, the coupling constants do not change under the scale transformation R.

Physically, the transformation R integrates out short-distance physics. The consequence for
physics at long distances is that we have to replace our Hamiltonian by a new one with different values
for the coupling constants. That is, our ignorance of the details of the physics going on at short distances
result in a renormalization of the coupling constants of the Hamiltonian that describes the long-range
physical processes. It is important to stress that, although R is sometimes called a renormalization group
transformation, in fact this is a misnomer. Transformations between Hamiltonians defined by R do not
form a group: since these transformations proceed by integrating out degrees of freedom at short scales,
they cannot be inverted.

In statistical mechanics, fixed points under renormalization group transformations with ξ = ∞
are associated with phase transitions. From our previous discussion, we can conclude that the space
of Hamiltonians is divided into regions corresponding to the basins of attraction of the different fixed
points. We can ask ourselves now about the stability of those fixed points. Suppose we have a statistical
system described by a fixed-point Hamiltonian H⋆ and we perturb it by changing the coupling constant
associated with an interaction term O. This is equivalent to replacing H⋆ by the perturbed Hamiltonian,

H = H⋆ + δλO, (8.41)

where δλ is the perturbation of the coupling constant corresponding to O (we can also consider pertur-
bations in more than one coupling constant). At the same time, thinking of the λa as coordinates in the
space of all Hamiltonians, this corresponds to moving slightly away from the position of the fixed point.

The question to decide now is in which direction the renormalization group flow will take the
perturbed system. Working at first order in δλ, there are three possibilities:

– The renormalization group flow takes the system back towards the fixed point. In this case the
corresponding interaction O is called irrelevant.
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Fig. 17: Example of a renormalization group flow.

– R takes the system away from the fixed point. If this is what happens, the interaction is called
relevant.

– It is possible that the perturbation actually does not take the system away from the fixed point at
first order in δλ. In this case, the interaction is said to be marginal and it is necessary to go to
higher orders in δλ in order to decide whether the system moves towards or away from the fixed
point, or whether we have a family of fixed points.

Therefore, we can picture the action of the renormalization group transformation as a flow in the
space of coupling constants. In Fig. 17 we have depicted an example of such a flow in the case of a
system with two coupling constants λ1 and λ2. In this example we find two fixed points, one at the
origin O and another at F for a finite value of the couplings. The arrows indicate the direction in which
the renormalization group flow acts. The free theory at λ1 = λ2 = 0 is a stable fixed point since any
perturbation δλ1, δλ2 > 0 makes the theory flow back towards the free theory at long distances. On the
other hand, the fixed point F is stable with respect to certain type of perturbations (along the line with
incoming arrows) whereas for any other perturbations the system flows either towards the free theory at
the origin or towards a theory with infinite values for the couplings.

8.3.2 Quantum field theory
Let us see now how these ideas of the renormalization group apply to field theory. Let us begin with a
quantum field theory defined by the Lagrangian

L[φa] = L0[φa] +
∑

i

giOi[φa], (8.42)

where L0[φa] is the kinetic part of the Lagrangian and gi are the coupling constants associated with the
operators Oi[φa]. In order to make sense of the quantum theory, we introduce a cut-off in momenta Λ.
In principle, we include all operators Oi compatible with the symmetries of the theory.

In section 8.2 we saw how, in the cases of QED and QCD, the value of the coupling constant
changed with scale from its value at the scale Λ. We can now understand this behaviour along the lines
of the analysis presented above for the Ising model. If we wish to compute the effective dynamics of the
theory at an energy scale µ < Λ, we only have to integrate out all physical models with energies between
the cut-off Λ and the scale of interest µ. This is analogous to what we did in the Ising model by replacing
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the original spins by the block spins. In the case of field theory, the effective action S[φa, µ] at scale µ
can be written in the language of functional integration as

eiS[φ
′
a,µ] =

∫

µ<p<Λ

∏

a

Dφa eiS[φa,Λ]. (8.43)

Here S[φa,Λ] is the action at the cut-off scale,

S[φa,Λ] =

∫
d4x

{
L0[φa] +

∑

i

gi(Λ)Oi[φa]

}
, (8.44)

and the functional integral in Eq. (8.43) is carried out only over the field modes with momenta in the
range µ < p < Λ. The action resulting from integrating out the physics at intermediate scales between
Λ and µ depends not on the original field variable φa but on some renormalized field φ′a. At the same
time, the couplings gi(µ) differ from their values at the cut-off scale gi(Λ). This is analogous to what we
learned in the Ising model: by integrating out short-distance physics, we ended up with a new Hamilto-
nian depending on renormalized effective spin variables and with renormalized values for the coupling
constants. Therefore, the resulting effective action at scale µ can be written as

S[φ′a, µ] =
∫

d4x

{
L0[φ

′
a] +

∑

i

gi(µ)Oi[φ
′
a]

}
. (8.45)

This Wilsonian interpretation of renormalization sheds light onto what in section 8.1 might have looked
just a smart way to get rid of the infinities. The running of the coupling constant with the energy scale
can be understood now as a way of incorporating into an effective action at scale µ the effects of field
excitations at higher energies E > µ.

As in statistical mechanics, there are also quantum field theories that are fixed points of the renor-
malization group flow, i.e. whose coupling constants do not change with the scale. We have encountered
them already in section 8.2 when studying the properties of the beta function. The most trivial example
of such theories are massless free quantum field theories, but there are also examples of four-dimensional
interacting quantum field theories that are scale-invariant. Again, we can ask the question of what hap-
pens when a scale-invariant theory is perturbed with some operator. In general, the perturbed theory is
not scale-invariant any more, but we may wonder whether the perturbed theory flows at low energies
towards or away from the theory at the fixed point.

In quantum field theory, this can be decided by looking at the canonical dimension d[O] of the
operator O[φa] used to perturb the theory at the fixed point. In four dimensions the three possibilities are
defined as follows.

– d[O] > 4: irrelevant perturbation. The running of the coupling constants takes the theory back to
the fixed point.

– d[O] < 4: relevant perturbation. At low energies the theory flows away from the scale-invariant
theory.

– d[O] = 4: marginal deformation. The direction of the flow cannot be decided only on dimensional
grounds.

As an example, let us consider first a massless fermion theory perturbed by a four-fermion interaction
term,

L = iψ∂/ψ − 1

M2
(ψψ)2. (8.46)
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This is indeed a perturbation by an irrelevant operator, since in four dimensions [ψ] = 3
2 . Interactions

generated by the extra term are suppressed at low energies since typically their effects are weighted by
the dimensionless factor E2/M2, where E is the energy scale of the process. This means that, as we try
to capture the relevant physics at lower and lower energies, the effect of the perturbation is weaker and
weaker, again rendering a free theory in the infrared limit E → 0. Hence, the irrelevant perturbation in
(8.46) makes the theory flow back to the fixed point.

On the other hand, relevant operators dominate the physics at low energies. This is the case, for
example, of a mass term. As we lower the energy, the mass becomes more important, and once the
energy goes below the mass of the field, its dynamics is completely dominated by the mass term. This
is, for example, how Fermi’s theory of weak interactions emerges from the Standard Model at energies
below the mass of the W± boson.

2

u

e+

d

W+

νe
=⇒

3

u

e+

d

νe

At energies below MW = 80.4 GeV the dynamics of the W+ boson is dominated by its mass term and
therefore becomes non-propagating, giving rise to the effective four-fermion Fermi theory.

To summarize our discussion so far, we have found that, while relevant operators dominate the
dynamics in the infrared, taking the theory away from the fixed point, irrelevant perturbations become
suppressed in the same limit. Finally, we consider the effect of marginal operators. As an example,
we take the interaction term in massless QED, O = ψγµψAµ. Taking into account that in d = 4 the
dimension of the electromagnetic potential is [Aµ] = 1, the operator O is a marginal perturbation. In
order to decide whether or not the fixed-point theory

L0 = −1
4FµνF

µν + iψD/ ψ (8.47)

is restored at low energies, we need to study the perturbed theory in more detail. This we have done in
section 8.1, where we learned that the effective coupling in QED decreases at low energies. Then we
conclude that the perturbed theory flows towards the fixed point in the infrared.

As an example of a marginal operator with the opposite behaviour, we can write the Lagrangian
for an SU(Nc) gauge theory, L = −1

4F
a
µνF

aµν , as

L = −1
4(∂µA

a
ν − ∂νA

a
µ)(∂

µAa ν − ∂νAaµ)− 4gfabcAa
µA

b
ν∂

µAc ν

+ g2fabcfadeAb
µA

c
νA

d µAe ν ≡ L0 +Og, (8.48)

i.e. a marginal perturbation of the free theory described by L0, which is obviously a fixed point under
renormalization group transformations. Unlike the case of QED, we know that the full theory is asymp-
totically free, so the coupling constant grows at low energies. This implies that the operator Og becomes
more and more important in the infrared and therefore the theory flows away from the fixed point in this
limit.

It is very important to note here that in the Wilsonian view the cut-off is not necessarily regarded
as just some artifact to remove infinities but actually has a physical origin. For example, in the case of
Fermi’s theory of beta decay, there is a natural cut-off Λ = MW at which the theory has to be replaced
by the Standard Model. In the case of the Standard Model itself, the cut-off can be taken at the Planck
scale Λ ≃ 1019 GeV or the Grand Unification scale Λ ≃ 1016 GeV, where new degrees of freedom are
expected to become relevant. The cut-off serves the purpose of cloaking the range of energies at which
new physics has to be taken into account.
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Provided that in the Wilsonian approach the quantum theory is always defined with a physical
cut-off, there is no fundamental difference between renormalizable and non-renormalizable theories. In
fact, a renormalizable field theory, like the Standard Model, can generate non-renormalizable operators
at low energies such as the effective four-fermion interaction of Fermi’s theory. They are not sources
of any trouble if we are interested in the physics at scales much below the cut-off, E ≪ Λ, since their
contribution to the amplitudes will be suppressed by powers of E/Λ.

9 Special topics
9.1 Creation of particles by classical fields
9.1.1 Particle creation by a classical source
In a free quantum field theory, the total number of particles contained in a given state of the field is a
conserved quantity. For example, in the case of the quantum scalar field studied in section 3, we have
that the number operator commutes with the Hamiltonian,

n̂ ≡
∫

d3k

(2π)3
1

2ωk
α†(~k)α(~k), [Ĥ, n̂] = 0. (9.1)

This means that any states with a well-defined number of particle excitations will preserve this number
at all times. The situation, however, changes as soon as interactions are introduced, since in this case
particles can be created and/or destroyed as a result of the dynamics.

Another case in which the number of particles might change is if the quantum theory is coupled to a
classical source. The archetypical example of such a situation is the Schwinger effect, in which a classical
strong electric field creates electron–positron pairs out of the vacuum. However, before plunging into
this more involved situation, we can illustrate the relevant physics involved in the creation of particles by
classical sources with the help of the simplest example: a free scalar field theory coupled to a classical
external source J(x). The action for such a theory can be written as

S =

∫
d4x

[
1

2
∂µφ(x)∂

µφ(x)− m2

2
φ(x)2 + J(x)φ(x)

]
, (9.2)

where J(x) is a real function of the coordinates. Its identification with a classical source is obvious once
we calculate the equations of motion,

(∇2 +m2)φ(x) = J(x). (9.3)

Our plan is to quantize this theory, but now, unlike in the case analysed in section 3, the presence of the
source J(x) makes the situation a bit more involved. The general solution to the equations of motion can
be written in terms of the retarded Green function for the Klein–Gordon equation as

φ(x) = φ0(x) + i

∫
d4x′GR(x− x′)J(x′), (9.4)

where φ0(x) is a general solution to the homogeneous equation and

GR(t, ~x) =

∫
d4k

(2π)4
i

k2 −m2 + iǫ sgn(k0)
e−ik·x

= iθ(t)

∫
d3k

(2π)3
1

2ωk

(
e−iωkt+~k·~x − eiωkt−i~p·~x

)
, (9.5)

with θ(x) the Heaviside step function. The integration contour to evaluate the integral over p0 surrounds
the poles at p0 = ±ωk from above. Since GR(t, ~x) = 0 for t < 0, the function φ0(x) corresponds to the
solution of the field equation at t→ −∞, before the interaction with the external source.21

21We could instead have taken the advanced propagator GA(x), in which case φ0(x) would correspond to the solution to the
equation at large times, after the interaction with J(x).
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To make the argument simpler, we assume that J(x) is switched on at t = 0, and only lasts for a
time τ , that is

J(t, ~x) = 0 if t < 0 or t > τ. (9.6)

We are interested in a solution of (9.3) for times after the external source has been switched off, t > τ .
In this case, the expression (9.5) can be written in terms of the Fourier modes J̃(ω,~k) of the source as

φ(t, ~x) = φ0(x) + i

∫
d3k

(2π)3
1

2ωk
[J̃(ωk, ~k)e

−iωkt+i~k·~x − J̃(ωk, ~k)
∗eiωkt−i~k·~x]. (9.7)

On the other hand, the general solution φ0(x) has already been computed in Eq. (3.53). Combining this
result with Eq. (9.7), we find the following expression for the late-time general solution to the Klein–
Gordon equation in the presence of the source:

φ(t, x) =

∫
d3k

(2π)3
1√
2ωk

{[
α(~k) +

i√
2ωk

J̃(ωk, ~k)

]
e−iωkt+i~k·~x

+

[
α∗(~k)− i√

2ωk
J̃(ωk, ~k)

∗
]
eiωkt−i~k·~x

}
. (9.8)

We should not forget that this is a solution valid for times t > τ , i.e. once the external source has been
disconnected. On the other hand, for t < 0 we find from Eqs. (9.4) and (9.5) that the general solution is
given by Eq. (3.53).

Now we can proceed to quantize the theory. The conjugate momentum π(x) = ∂0φ(x) can
be computed from Eqs. (3.53) and (9.8). Imposing the canonical equal-time commutation relations
(3.50), we find that α(~k) and α†(~k) satisfy the creation–annihilation algebra (3.27). From our previous
calculation, we find that for t > τ the expansion of the operator φ(x) in terms of the creation–annihilation
operators α(~k) and α†(~k) can be obtained from that for t < 0 by the replacement

α(~k) → β(~k) ≡ α(~k) +
i√
2ωk

J̃(ωk, ~k),

α†(~k) → β†(~k) ≡ α†(~k)− i√
2ωk

J̃(ωk, ~k)
∗. (9.9)

Actually, since J̃(ωk, ~k) is a c-number, the operators β(~k) and β†(~k) satisfy the same algebra as α(~k)
and α†(~k), and therefore can also be interpreted as a set of creation–annihilation operators. This means
that we can define two vacuum states, |0−〉 and |0+〉, associated with both sets of operators,

α(~k)|0−〉 = 0

β(~k)|0+〉 = 0

}
∀ ~k. (9.10)

For an observer at t < 0, α(~k) and α(~k) are the natural set of creation–annihilation operators
in terms of which to expand the field operator φ(x). After the usual zero-point energy subtraction, the
Hamiltonian is given by

Ĥ(−) =
1

2

∫
d3k

(2π)3
α†(~k)α(~k) (9.11)

and the ground state of the spectrum for this observer is the vacuum |0−〉. At the same time, a second
observer at t > τ will also see a free scalar quantum field (the source has been switched off at t = τ )
and consequently will expand φ in terms of the second set of creation–annihilation operators β(~k) and
β†(~k). In terms of these operators, the Hamiltonian is written as

Ĥ(+) =
1

2

∫
d3k

(2π)3
β†(~k)β(~k). (9.12)
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Then for this late-time observer the ground state of the Hamiltonian is the second vacuum state |0+〉.
In our analysis, we have been working in the Heisenberg picture, where states are time-independent

and the time dependence comes in the operators. Therefore, the states of the theory are globally defined.
Suppose now that the system is in the “in” ground state |0−〉. An observer at t < 0 will find that there
are no particles,

n̂(−)|0−〉 = 0. (9.13)

However, the late-time observer will find that the state |0−〉 contains an average number of particles
given by

〈0−|n̂(+)|0−〉 =
∫

d3k

(2π)3
1

2ωk
|J̃(ωk, ~k)|2. (9.14)

Moreover, |0−〉 is no longer the ground state for the “out” observer. On the contrary, this state has a
vacuum expectation value for Ĥ(+),

〈0−|Ĥ(+)|0−〉 =
1

2

∫
d3k

(2π)3
|J̃(ωk, ~k)|2. (9.15)

The key to understanding what is going on here lies in the fact that the external source breaks the
invariance of the theory under space-time translations. In the particular case we have studied here, where
J(x) has support over a finite time interval 0 < t < τ , this implies that the vacuum is not invariant
under time translations, so observers at different times will make different choices of vacuum that will
not necessarily agree with each other. This is clear in our example. An observer at t < τ will choose the
vacuum to be the lowest energy state of her Hamiltonian, |0−〉. On the other hand, the second observer
at late times t > τ will naturally choose |0+〉 as the vacuum. However, for this second observer, the
state |0−〉 is not the vacuum of his Hamiltonian, but actually an excited state that is a superposition of
states with well-defined number of particles. In this sense it can be said that the external source has the
effect of creating particles out of the “in” vacuum. Besides, this breaking of time translation invariance
produces a violation in energy conservation, as we can see from Eq. (9.15). Particles are actually created
from the energy pumped into the system by the external source.

9.1.2 The Schwinger effect
A classical example of the creation of particles by an external field was pointed out by Schwinger [43]
and consists of the creation of electron–positron pairs by a strong electric field. In order to illustrate
this effect, we are going to follow a heuristic argument based on the Dirac sea picture and the Wentzel–
Kramers–Brillouin (WKB) approximation.

In the absence of an electric field, the vacuum state of a spin-12 field is constructed by filling all
the negative energy states as depicted in Fig. 2. Let us now connect a constant electric field ~E = E~ux in
the range 0 < x < L created by an electrostatic potential,

V (~r) =





0, x < 0,
−Ex, 0 < x < L,
−EL, x > L.

(9.16)

After the field has been switched on, the Dirac sea looks like Fig. 18. In particular, we find that, if
eEL > 2m, there are negative energy states at x > L with the same energy as the positive energy states
in the region x < 0. Therefore, it is possible for an electron filling a negative energy state with energy
close to −2m to tunnel through the forbidden region into a positive energy state. The interpretation of
such a process is the production of an electron–positron pair out of the electric field.

82

L. ÁLVAREZ-GAUMÉ AND M.A. VÁZQUEZ-MOZO

82



E

x

e + 0

Dirac sea

e −

−m

m

E

0 L

Fig. 18: Pair creation by an electric field in the Dirac sea picture.

We can compute the rate at which such pairs are produced by using the WKB approximation.
Focusing, for simplicity, on an electron at the top of the Fermi surface near x = L with energy E0, the
transmission coefficient in this approximation is given by22

TWKB = exp

[
−2

∫ (1/eE)(E0+
√

m2+~p 2
T )

(1/eE)(E0−
√

m2+~p 2
T )

dx
√
m2 − [E0 − eE(x− x0)]2 + ~p 2

T

]

= exp
[
− π

eE (~p
2
T +m2)

]
, (9.17)

where p2T ≡ p2y + p2z. This gives the transition probability per unit time and per unit cross-section dy dz
for an electron in the Dirac sea with transverse momentum ~pT and energy E0. To get the total probability
per unit time and per unit volume, we have to integrate over all possible values of ~pT and E0. In fact,
in the case of the energy, because of the relation between E0 and the coordinate x at which the particle
penetrates into the barrier, we can write dE0/2π = (eE/2π) dx and the total probability per unit time
and per unit volume for the creation of a pair is given by

W = 2

(
eE
2π

)∫
d2pT
(2π)2

e−(π/eE)(~p 2
T+m2) =

e2E2

4π3
e−πm2/eE , (9.18)

where the factor of 2 accounts for the two polarizations of the electron.

Then production of electron–positron pairs is exponentially suppressed and it is only sizeable for
strong electric fields. To estimate its order of magnitude, it is useful to restore the powers of c and ~ in
(9.18),

W =
e2E2

4π3c~2
e−πm2c3/~eE . (9.19)

The exponential suppression of the pair production disappears when the electric field reaches the critical
value Ecrit at which the exponent is of order unity,

Ecrit =
m2c3

~e
≃ 1.3 × 1016 V cm−1. (9.20)

22Note that the electron satisfies the relativistic dispersion relation E =
√

~p 2 +m2 + V and therefore −p2x = m2 − (E −
V )2 + ~p 2

T . The integration limits are set by those values of x at which px = 0.
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This is indeed a very strong field, which is extremely difficult to produce. A similar effect, however,
takes place also in a time-varying electric field [44] and there is the hope that pair production could be
observed in the presence of the alternating electric field produced by a laser.

The heuristic derivation that we have followed here can be made more precise in QED. There,
the decay of the vacuum into electron–positron pairs can be computed from the imaginary part of the
effective action Γ[Aµ] in the presence of a classical gauge potential Aµ:

iΓ[Aµ] ≡

4

+

5

+

6

+ · · ·

= log det

[
1− ie/A

1

i∂/ −m

]
. (9.21)

This determinant can be computed using the standard heat kernel techniques. The probability of pair
production is proportional to the imaginary part of iΓ[Aµ] and gives

W =
e2E2

4π3

∞∑

n=1

1

n2
e−nπm2/eE . (9.22)

Our simple argument based on tunnelling in the Dirac sea gave only the leading term of Schwinger’s re-
sult (9.22). The remaining terms can also be captured in the WKB approximation by taking into account
the probability of production of several pairs, i.e. the tunnelling of more than one electron through the
barrier.

Here we have illustrated the creation of particles by semiclassical sources in quantum field theory
using simple examples. Nevertheless, what we have learned has important applications to the study of
quantum fields in curved backgrounds. In quantum field theory in Minkowski space-time, the vacuum
state is invariant under the Poincaré group, and this, together with the covariance of the theory under
Lorentz transformations, implies that all inertial observers agree on the number of particles contained in
a quantum state. The breaking of such invariance, as happened in the case of coupling to a time-varying
source analysed above, implies that it is not possible any more to define a state that would be recognized
as the vacuum by all observers.

This is precisely the situation when fields are quantized on curved backgrounds. In particular, if
the background is time-dependent (as happens in a cosmological set-up or for a collapsing star), different
observers will identify different vacuum states. As a consequence, what one observer calls the vacuum
will be full of particles for a different observer. This is precisely what is behind the phenomenon of
Hawking radiation [45]. The emission of particles by a physical black hole formed from the gravitational
collapse of a star is the consequence of the fact that the vacuum state in the asymptotic past contains
particles for an observer in the asymptotic future. As a consequence, a detector located far away from
the black hole detects a stream of thermal radiation with temperature

THawking =
~c3

8πGNkM
, (9.23)

where M is the mass of the black hole, GN is Newton’s constant and k is Boltzmann’s constant. There
are several ways in which this result can be obtained. A more heuristic way is perhaps to think of this
particle creation as resulting from quantum tunnelling of particles across the potential barrier posed by
gravity [46].
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9.2 Supersymmetry
One of the things that we have learned in our journey around the landscape of quantum field theory
is that our knowledge of the fundamental interactions in Nature is based on the idea of symmetry, and
in particular gauge symmetry. The Lagrangian of the Standard Model can be written including just all
possible renormalizable terms (i.e. with canonical dimension smaller than or equal to 4) compatible with
the gauge symmetry SU(3) × SU(2) × U(1) and Poincaré invariance. All attempts to go beyond this
start with the question of how to extend the symmetries of the Standard Model.

As explained in section 5.1, in a quantum field theoretical description of the interaction of el-
ementary particles, the basic observable quantity to compute is the scattering or S-matrix giving the
probability amplitude for the scattering of a number of incoming particles with a certain momentum into
some final products,

A(in→out) = 〈~p ′
1, . . . ; out|~p1, . . . ; in〉. (9.24)

An explicit symmetry of the theory has to be necessarily a symmetry of the S-matrix. Hence it is fair to
ask what is the largest symmetry of the S-matrix.

Let us ask this question in the simple case of the scattering of two particles with four-momenta p1
and p2 in the t-channel.

7

p1

p2

p′1

p′2

We will make the usual assumptions regarding positivity of the energy and analyticity. Invariance of the
theory under the Poincaré group implies that the amplitude can only depend on the scattering angle ϑ
through

t = (p′1 − p1)
2 = 2(m2

1 − p1 · p′1) = 2(m2
1 − E1E

′
1 + |~p1||~p ′

1| cos ϑ). (9.25)

If there were any extra bosonic symmetry of the theory, it would restrict the scattering angle to a set of
discrete values. In this case the S-matrix cannot be analytic, since it would vanish everywhere except for
the discrete values selected by the extra symmetry.

In fact, the only way to extend the symmetry of the theory without renouncing the analyticity of
the scattering amplitudes is to introduce “fermionic” symmetries, i.e. symmetries whose generators are
anticommuting objects [47]. This means that, in addition to the generators of the Poincaré group23 Pµ

and Mµν and those for the internal gauge symmetries G, we can introduce a number of fermionic gen-
erators QI

a, Qȧ I (I = 1, . . . ,N ), where Qȧ I = (QI
a)

†. The most general algebra that these generators
satisfy is the N -extended supersymmetry algebra [48],

{QI
a, Qḃ J} = 2σµ

aḃ
Pµδ

I
J ,

{QI
a, Q

J
b } = 2εabZIJ , (9.26)

{QI
ȧ, Q

J
ḃ } = 2εȧḃZ

IJ
,

where ZIJ ∈ C commutes with any other generator and satisfies ZIJ = −ZJI . Besides, we have the
commutators that determine the Poincaré transformations of the fermionic generators QI

a and Qȧ J ,

[QI
a, P

µ] = [Qȧ I , P
µ] = 0,

23The generators Mµν are related with those for boost and rotations introduced in section 4.1 by J i ≡ M0i and M i =
1
2
εijkM jk. In this section we also use the “dotted spinor” notation, in which spinors in the (1

2
, 0) and (0, 1

2
) representations

of the Lorentz group are indicated respectively by undotted (a, b, . . .) and dotted (ȧ, ḃ, . . .) indices.
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[QI
a,M

µν ] = 1
2(σ

µν)a
bQI

b , (9.27)

[Qa I ,M
µν ] = −1

2(σ
µν)ȧ

ḃQḃ I ,

where σ0i = −iσi, σij = εijkσk and σµν = (σµν)†. These identities simply mean that QI
a and Qȧ J

transform respectively in the (12 ,0) and (0, 12) representations of the Lorentz group.

We know that the presence of a global symmetry in a theory implies that the spectrum can be
classified in multiplets with respect to that symmetry. In the case of supersymmetry, start with the case
N = 1 in which there is a single pair of supercharges Qa and Qȧ satisfying the algebra

{Qa, Qḃ} = 2σµ
aḃ
Pµ, {Qa, Qb} = {Qȧ, Qḃ} = 0. (9.28)

Note that in the N = 1 case there is no possibility of having central charges.

We now study the representations of the supersymmetry algebra (9.28), starting with the massless
case. Given a state |k〉 satisfying k2 = 0, we can always find a reference frame where the four-vector kµ

takes the form kµ = (E, 0, 0, E). Since the theory is Lorentz-covariant, we can obtain the representation
of the supersymmetry algebra in this frame where the expressions are simpler. In particular, the right-
hand side of the first anticommutator in Eq. (9.28) is given by

2σµ
aḃ
Pµ = 2(P 0 − σ3P 3) =

(
0 0
0 4E

)
. (9.29)

Therefore, the algebra of supercharges in the massless case reduces to

{Q1, Q
†
1} = {Q1, Q

†
2} = 0,

{Q2, Q
†
2} = 4E. (9.30)

The commutator {Q1, Q
†
1} = 0 implies that the action of Q1 on any state gives a zero-norm state of the

Hilbert space ||Q1|Ψ〉|| = 0. If we want the theory to preserve unitarity, we must eliminate these null
states from the spectrum. This is equivalent to setting Q1 ≡ 0. On the other hand, in terms of the second
generator Q2, we can define the operators

a =
1

2
√
E
Q2, a† =

1

2
√
E
Q†

2, (9.31)

which satisfy the algebra of a pair of fermionic creation–annihilation operators, {a, a†} = 1 and a2 =
(a†)2 = 0. Starting with a vacuum state a|λ〉 = 0 with helicity λ, we can build the massless multiplet

|λ〉, |λ+ 1
2〉 ≡ a†|λ〉. (9.32)

Here we consider the following two important cases.

– Scalar multiplet We take the vacuum state to have zero helicity |0+〉, so the multiplet consists
of a scalar and a helicity-12 state,

|0+〉, | 12〉 ≡ a†|0+〉. (9.33)

However, this multiplet is not invariant under the CPT (charge conjugation, parity and time reversal
symmetry) transformation, which reverses the sign of the helicity of the states. In order to have a
CPT-invariant theory, we have to add to this multiplet its CPT-conjugate, which can be obtained
from a vacuum state with helicity λ = −1

2 ,

|0−〉, | −1
2〉. (9.34)

Putting them together, we can combine the two zero-helicity states with the two fermionic ones
into the degrees of freedom of a complex scalar field and a Weyl (or Majorana) spinor.
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– Vector multiplet Now we take the vacuum state to have helicity λ = 1
2 , so the multiplet also

contains a massless state with helicity λ = 1,

| 12〉, |1〉 ≡ a†| 12〉. (9.35)

As with the scalar multiplet, we add the CPT-conjugate obtained from a vacuum state with helicity
λ = −1,

|−1
2 〉, |−1〉, (9.36)

which together with (9.35) give the propagating states of a gauge field and a spin-12 gaugino.

In both cases we see the trademark of supersymmetric theories: the number of bosonic and fermionic
states within a multiplet are the same.

In the case of extended supersymmetry, we have to repeat the previous analysis for each supersym-
metry charge. At the end, we have N sets of fermionic creation–annihilation operators {aI , a†I} = δI J

and (aI)
2 = (a†I)

2 = 0. Let us work out the case for N = 8 supersymmetry. Since, for several reasons,
we do not want to have states with helicity larger than 2, we start with a vacuum state |−2〉 of helicity
λ = −2. The rest of the states of the supermultiplet are obtained by applying the eight different creation
operators a†I to the vacuum:

λ = 2 : a†1 · · · a†8|−2〉
(
8

8

)
= 1 state,

λ = 3
2 : a†I1 · · · a

†
I7
|−2〉

(
8

7

)
= 8 states,

λ = 1 : a†I1 · · · a
†
I6
|−2〉

(
8

6

)
= 28 states,

λ = 1
2 : a†I1 · · · a

†
I5
|−2〉

(
8

5

)
= 56 states,

λ = 0 : a†I1 · · · a
†
I4
|−2〉

(
8

4

)
= 70 states,

λ = −1
2 : a†I1a

†
I2
a†I3 |−2〉

(
8

3

)
= 56 states,

λ = −1 : a†I1a
†
I2
|−2〉

(
8

2

)
= 28 states,

λ = −3
2 : a†I1 |−2〉

(
8

1

)
= 8 states,

λ = −2 : |−2〉 1 state.

Putting together the states with opposite helicity, we find that the theory contains:

– one spin-2 field gµν (a graviton),
– eight spin-32 gravitino fields ψI

µ,

– 28 gauge fields A[IJ ]
µ ,

– 56 spin-12 fermions ψ[IJK],

– 70 scalars φ[IJKL],
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where by [IJ . . .] we have denoted that the indices are antisymmetrized. We see that, unlike the massless
multiplets of N = 1 supersymmetry studied above, this multiplet is CPT-invariant by itself. As in the
case of the massless N = 1 multiplet, here we also find as many bosonic as fermionic states:

bosons: 1 + 28 + 70 + 28 + 1 = 128 states,
fermions: 8 + 56 + 56 + 8 = 128 states.

Now we study briefly the case of massive representations |k〉, k2 = M2. Things become simpler
if we work in the rest frame where P 0 =M and the spatial components of the momentum vanish. Then,
the supersymmetry algebra becomes

{QI
a, Qḃ J} = 2Mδaḃδ

I
J . (9.37)

We now proceed in a similar way to the massless case by defining the operators

aIa ≡ 1√
2M

QI
a, a†ȧ I ≡ 1√

2M
Qȧ I . (9.38)

The multiplets are found by choosing a vacuum state with a definite spin. For example, for N = 1 and
taking a spin-0 vacuum |0〉, we find three states in the multiplet transforming irreducibly with respect to
the Lorentz group:

|0〉, a†ȧ|0〉, εȧḃa†ȧa
†
ḃ
|0〉, (9.39)

which, once transformed back from the rest frame, correspond to the physical states of two spin-0 bosons
and one spin-12 fermion. For N -extended supersymmetry, the corresponding multiplets can be worked
out in a similar way.

The equality between bosonic and fermionic degrees of freedom is at the root of many of the
interesting properties of supersymmetric theories. For example, in section 4 we computed the divergent
vacuum energy contributions for each real bosonic or fermionic propagating degree of freedom as24

Evac = ±1

2
δ(~0)

∫
d3pωp, (9.40)

where the ± sign corresponds respectively to bosons and fermions. Hence, for a supersymmetric theory,
the vacuum energy contribution exactly cancels between bosons and fermions. This boson–fermion
degeneracy is also responsible for supersymmetric quantum field theories being less divergent than non-
supersymmetric ones.

Appendix: A crash course in group theory
In this Appendix we summarize some basic facts about group theory. Given a group G, a representation
of G is a correspondence between the elements of G and the set of linear operators acting on a vector
space V , such that for each element of the group g ∈ G there is a linear operator D(g),

D(g) : V → V, (A.1)

satisfying the group operations

D(g1)D(g2) = D(g1g2), D(g−1
1 ) = D(g1)

−1, g1, g2 ∈ G. (A.2)

24For a boson, this can be read off Eq. (3.56). In the case of fermions, the result of Eq. (4.44) gives the vacuum energy
contribution of the four real propagating degrees of freedom of a Dirac spinor.
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The representation D(g) is irreducible if and only if the only operators A : V → V commuting with all
the elements of the representation D(g) are the ones proportional to the identity,

[D(g), A] = 0 ∀ g ⇐⇒ A = λ1, λ ∈ C. (A.3)

More intuitively, we can say that a representation is irreducible if there is no proper subspace U ⊂ V
(i.e. U 6= V and U 6= ∅) such that D(g)U ⊂ U for every element g ∈ G.

Here we are specially interested in Lie groups whose elements are labelled by a number of con-
tinuous parameters. In mathematical terms, this means that a Lie group is a manifold M together with
an operation M × M → M that we will call multiplication that satisfies the associativity property
g1 · (g2 · g3) = (g1 · g2) · g3 together with the existence of unity g1 = 1g = g, for every g ∈ M, and
inverse gg−1 = g−1g = 1.

The simplest example of a Lie group is SO(2), the group of rotations in the plane. Each element
R(θ) is labelled by the rotation angle θ, with the multiplication acting as R(θ1)R(θ2) = R(θ1 + θ2).
Because the angle θ is defined only modulo 2π, the manifold of SO(2) is a circumference S1.

One of the interesting properties of Lie groups is that in a neighbourhood of the identity element
they can be expressed in terms of a set of generators T a (a = 1, . . . ,dimG) as

D(g) = exp(−iαaT
a) ≡

∞∑

n=0

(−i)n

n!
αa1 · · ·αanT

a1 · · ·T an , (A.4)

where αa ∈ C are a set of coordinates of M in a neighbourhood of 1. Because of the general Baker–
Campbell–Hausdorff formula, the multiplication of two group elements is encoded in the value of the
commutator of two generators, which in general has the form

[T a, T b] = ifabcT c, (A.5)

where fabc ∈ C are called the structure constants. The set of generators with the commutator operation
form the Lie algebra associated with the Lie group. Hence, given a representation of the Lie algebra of
generators, we can construct a representation of the group by exponentiation (at least locally near the
identity).

We illustrate these concepts with some particular examples. First, for SU(2), each group element is
labelled by three real numbers αi, i = 1, 2, 3. We have two basic representations: one is the fundamental
(or spin-12 ) representation defined by

D 1
2
(αi) = e−

1
2
iαiσ

i
, (A.6)

with σi the Pauli matrices. The second one is the adjoint (or spin-1) representation, which can be written
as

D1(αi) = e−iαiJi
, (A.7)

where

J1 =




0 0 0
0 0 1
0 −1 0


 , J2 =




0 0 −1
0 0 0
1 0 0


 , J3 =




0 1 0
−1 0 0
0 0 0


 . (A.8)

Actually, J i (i = 1, 2, 3) generate rotations around the x, y and z axis, respectively. Representations of
spin j ∈ N+ 1

2 can also be constructed with dimension

dimDj(g) = 2j + 1. (A.9)
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As a second example, we consider SU(3). This group has two basic three-dimensional representa-
tions denoted by 3 and 3, which in QCD are associated with the transformation of quarks and antiquarks
under the colour gauge symmetry SU(3). The elements of these representations can be written as

D3(α
a) = e

1
2
iαaλa , D3(α

a) = e−
1
2
iαaλT

a (a = 1, . . . , 8), (A.10)

where λa are the eight hermitian Gell-Mann matrices,

λ1 =




0 1 0
1 0 0
0 0 0


 , λ2 =




0 −i 0
i 0 0
0 0 0


 , λ3 =




1 0 0
0 −1 0
0 0 0


 ,

λ4 =




0 0 1
0 0 0
1 0 0


 , λ5 =




0 0 −i
0 0 0
i 0 0


 , λ6 =




0 0 0
0 0 1
0 1 0


 , (A.11)

λ7 =




0 0 0
0 0 −i
0 i 0


 , λ8 =




1/
√
3 0 0

0 1/
√
3 0

0 0 −2/
√
3


 .

Hence the generators of the representations 3 and 3 are given by

T a(3) =
1

2
λa, T a(3) = −1

2
λTa . (A.12)

Irreducible representations can be classified in three groups: real, complex and pseudo-real.

– Real representations A representation is said to be real if there is a symmetric matrix S that acts
as intertwiner between the generators and their complex conjugates,

T
a
= −ST aS−1, ST = S. (A.13)

This is, for example, the case of the adjoint representation of SU(2) generated by the matrices
(A.8).

– Pseudo-real representations These are representations for which an antisymmetric matrix S
exists with the property

T
a
= −ST aS−1, ST = −S. (A.14)

As an example we can mention the spin-12 representation of SU(2) generated by 1
2σ

i.
– Complex representations Finally, a representation is complex if the generators and their com-

plex conjugate are not related by a similarity transformation. This is, for instance, the case of the
two three-dimensional representations 3 and 3 of SU(3).

There are a number of invariants that can be constructed associated with an irreducible represen-
tation R of a Lie group G and that can be used to label such a representation. If T a

R are the generators
in a certain representation R of the Lie algebra, it is easy to see that the matrix

∑dimG
a=1 T a

RT
a
R commutes

with every generator T a
R. Therefore, because of Schur’s lemma, it has to be proportional to the identity.25

This defines the Casimir invariant C2(R) as

dimG∑

a=1

T a
RT

a
R = C2(R)1. (A.15)

25Schur’s lemma states that, if there is a matrix A that commutes with all elements of an irreducible representation of a Lie
algebra, then A = λ1, for some λ ∈ C.
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A second invariant T2(R) associated with a representation R can also be defined by the identity

TrT a
RT

b
R = T2(R)δ

ab. (A.16)

Taking the trace in Eq. (A.15) and combining the result with (A.16), we find that both invariants are
related by the identity

C2(R) dimR = T2(R) dimG, (A.17)

with dimR the dimension of the representation R.

These two invariants appear frequently in quantum field theory calculations with non-abelian
gauge fields. For example, T2(R) comes about as the coefficient of the one-loop calculation of the
beta function for a Yang–Mills theory with gauge group G. In the case of SU(N ), for the fundamental
representation, we find the values

C2(fund) =
N2 − 1

2N
, T2(fund) =

1

2
, (A.18)

whereas for the adjoint representation the results are

C2(adj) = N, T2(adj) = N. (A.19)

A third invariant A(R) is specially important in the calculation of anomalies. As discussed in sec-
tion 7, the chiral anomaly in gauge theories is proportional to the group-theoretical factor Tr[T a

R{T b
R, T

c
R}].

This leads us to define A(R) as

Tr[T a
R{T b

R, T
c
R}] = A(R)dabc, (A.20)

where dabc is symmetric in its three indices and does not depend on the representation. Therefore, the
cancellation of anomalies in a gauge theory with fermions transformed in the representation R of the
gauge group is guaranteed if the corresponding invariant A(R) vanishes.

It is not difficult to prove that A(R) = 0 if the representation R is either real or pseudo-real.
Indeed, if this is the case, then there is a matrix S (symmetric or antisymmetric) that intertwines the
generators T a

R and their complex conjugates T a
R = −ST a

RS
−1. Then, using the hermiticity of the

generators we can write

Tr[T a
R{T b

R, T
c
R}] = Tr[T a

R{T b
R, T

c
R}]T = Tr[T

a
R{T

b
R, T

c
R}]. (A.21)

Now, using (A.13) or (A.14) we have

Tr[T
a
R{T

b
R, T

c
R}] = −Tr[ST a

RS
−1{ST b

RS
−1, ST c

RS
−1}] = −Tr[T a

R{T b
R, T

c
R}], (A.22)

which proves that Tr[T a
R{T b

R, T
c
R}] and therefore A(R) = 0 whenever the representation is real or

pseudo-real. Since the gauge anomaly in four dimensions is proportional to A(R), this means that
anomalies appear only when the fermions transform in a complex representation of the gauge group.
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Quantum Chromodynamics and Collider Processes

G. Zanderighi
University of Oxford and STFC, Oxford, UK

Abstract
These lectures notes on quantum chromodynamics aim at reviewing the sta-
tus of today’s theoretical description of Standard Model processes relevant for
Tevatron and Large Hadron Collider analyses, and of the tools that are used in
phenomenological studies. A few recent ideas to further refine our abilities to
perform technically challenging calculations are also presented.

1 Introduction
Quantum chromodynamics (QCD) is our well-established theory of strong interactions. It is not imagin-
able to discuss confirming the presence or absence of a Standard Model (SM) Higgs boson, or to discuss
the discovery of new physics at the Large Hadron Collider (LHC) without the solid understanding of
QCD that we have today. At high energies, QCD is perturbative. This is a key property that allows us to
make accurate calculations for collider processes. In this write-up I will focus on the last lectures given
at the School, and I will review the status of today’s theoretical description of SM processes relevant
for Tevatron and LHC analyses, and of the tools that are used in phenomenological studies. I will also
discuss a few recent ideas to further refine our abilities to perform technically challenging calculations.
Many phenomenological results have been updated compared to those presented at the lectures in order
to take into account the very fast progress in theoretical QCD calculations, as well as in experimental
measurements.

I will not, in these lectures, review the material covered in the first two lectures. This is because,
besides classic textbooks about QCD at colliders [1–3], there are already several excellent write-ups of
lectures that provide students with an introduction to some of the core concepts and methods of QCD that
are relevant in the LHC context [4–7]. I hope, nevertheless, that students will find this write-up useful
in understanding what is the status of QCD, and what are the main issues that experts in the field face
today.

2 Motivation
Today we face many fundamental questions, some of which are driven by experimental data, such as
the question about the mechanism of electroweak (EW) symmetry breaking, the nature of dark matter,
and the physics associated with the vacuum energy, as well as questions that are driven by theoretical
curiosity and ambition, which are in essence propelled by our hope that there is an elegant structure
behind what we observe in Nature. Questions of the latter type include why there are three generations,
what causes the hierarchy of fermion masses and mixing, and how the strong CP problem is resolved.
While questions of the first type do have a definite answer, this is not necessarily the case for the questions
of the second type. From this point of view, some of these questions might not even be the right ones to
ask. With the start of the LHC, we feel that we are on the verge of big changes, the depth of which we
cannot assess yet. Indeed, the LHC marks the start of a long research programme, and experiments at the
LHC are expected to revolutionize our understanding of the fundamental forces and matter. The LHC
will definitely explore the origin of mass and the associated nature of EW symmetry breaking. In the
course of this, it might also shed light on the nature of dark matter and the origin of the matter–antimatter
asymmetry. It may also explore the physics that underlies the evolution of the early Universe. While it is
clear that the LHC will not answer all the fundamental questions that we have, the questions we ask now
will most likely change after the LHC era. It is therefore really a great and unique time to be a particle
physicist.
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Since the beginning of its run in 2010, the LHC has been remarkably successful. The ATLAS and
CMS experiments collected around 45 pb−1 in 2010, more than 1 fb−1 by the time of summer confer-
ences, and more than 5 fb−1 by the end of the year. At the end of the 2011 run, almost every week has set
a new record in instantaneous luminosity. With the 2010 and early 2011 data, remarkably, all major SM
processes have already been re-established, including single-top and diboson production, challenging
measurements (because of the small/large cross-sections/backgrounds) that have been performed at the
Tevatron only in recent years. We have now entered new territory in the search for physics “Beyond the
Standard Model” (BSM) with sensitivities already well exceeding those of the Large Electron–Positron
Collider (LEP) and the Tevatron.

One important question then concerns the role of QCD for LHC measurements and the search for
new physics. Understanding how QCD works is essential in order to make accurate predictions for both
the signal and background processes. This typically requires complex calculations to higher orders in
the perturbative expansion of the coupling constant. Understanding QCD dynamics can, however, also
help to reduce backgrounds and sharpen the structure of the signal. This can, for instance, be achieved
by designing better observables, by employing appropriate jet algorithms, by using jet substructure, or
by exploiting properties of boosted kinematics. Finally, once discovery is made, QCD will be crucial to
extract the properties (masses, spins and couplings) of the new states found. Therefore, at the LHC, no
matter what physics you do, QCD will be part of your life.
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Fig. 1: The dijet invariant mass distribution for W plus dijet events as measured by the Collider Detector at
Fermilab (CDF). (a) The fits for known processes only. (b) By subtraction, the resonant contribution to mjj

including WW and WZ production and a hypothesized narrow Gaussian contribution. Figures taken from Ref. [8].

It is interesting first to recall a recent measurement that was the origin of considerable excitement.
In April 2011, CDF reported the observation of a peak in the mjj distribution in W + dijet events [8]
(see Fig. 1). The first measurement had a 3.2σ significance, and was based on 4.3 fb−1. Subsequently,
more data (7.3 fb−1) have been analysed, leading to a significance of more than 4σ [9]. Since then, a
large number of tentative new-physics explanations have appeared on the arXiv, along with a few SM
analyses that address the question of whether this effect can be attributed to a mismodelling of one of the
SM backgrounds (in particular single top) [10–12]. The excitement was curbed a few months afterwards,
when in June, the DZero experiment (D0) announced that it did not confirm the excess seen by CDF [13].
It is as yet unclear as to what the reasons for the discrepancy between the CDF and D0 findings are, if
any. However, this example demonstrates that, even in the case where one identifies a mass peak in
the tail of a distribution (a scenario that was considered “an easy discovery”), a robust control of SM
backgrounds remains mandatory, in particular when the shape of the backgrounds is one of the issues.
Currently, we have a number of other recent measurements at collider experiments that report a few-
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sigma deviations from the SM predictions. This is, for instance, the case for the top forward–backward
asymmetry measured by both CDF [14] and D0 [15], for the dimuon charge asymmetry measured by
D0 [16], for W + b measured by D0 [17], CP-violation in time-integrated D0 decays [18], and a few
more.

The important question then becomes what the tools are at our disposal to make precise predic-
tions, and whether we have the solid control of signal and background processes that is needed in order
to claim discoveries. In this write-up I will discuss the status of our theoretical knowledge of the most
important SM processes, the tools at our disposal to describe these processes, and the impact of QCD
higher orders in view of recent Tevatron/LHC results. Finally, I will discuss a few recent ideas to further
improve on the way we perform technically challenging calculations.

3 Perturbative tools
The range of physics analyses that one can do at the LHC is very broad. It includes pure instrumental
QCD studies, such as measurements of parton densities and inclusive jet cross-section measurements,
precision EW measurements, Higgs searches, direct and indirect BSM searches, B physics, top physics,
diffractive studies and forward physics, and heavy-ion physics. Each of these topics includes a vast
number of measurements and studies. Yet, there are three things that everybody involved in any of these
analyses cannot live without: Monte Carlos (MCs), parton distribution functions (PDFs) and jets.

3.1 Monte Carlos and leading-order matrix elements
The first thing one cannot live without at the LHC are MC generators. Apart from very few exceptions,
every analysis at the LHC uses an MC program for the simulation of the signal process, for the back-
grounds, for subtracting the underlying event and the non-perturbative contributions, and/or for efficiency
studies and modelling of the detector response. The current level of sophistication is such that essentially
not a single study relies on Pythia/Herwig alone. It is well understood that in multiparton processes it
is important to describe the multiple hard QCD radiation at least using exact matrix elements, employing
for instance Alpgen [19], Madgraph [20], or Sherpa [21].

Since experimental studies rely heavily on all these leading-order (LO) tools, there has been con-
tinual progress in their development, and the Herwig/Pythia codes that we have today bear little re-
semblance to their original version of the 1980s. In particular, in Pythia 8.1 [22] (a C++ code), there
is a new fully interleaved pt-ordered multiparton interaction (MPI), initial- and final-state evolution (the
original mass-ordered evolution is not supported any longer), a richer mix of underlying event processes
(γ, J/Ψ, DY), the possibility to select two hard interactions in the same event, an x-dependent proton size
in the MPI framework, the full hadron–hadron machinery for diffractive systems, several new processes
in and beyond the SM, and various other new features. Herwig++ [23] (the current version is 2.5.2)
has new next-to-leading-order (NLO) matrix elements, including weak boson pair production, a colour
reconnection model, diffractive processes, additional models of BSM physics, and new LO elements for
hadron–hadron, lepton–lepton collisions, and photon-initiated processes. Sherpa [21] (version 1.3.1)
has improved integration routines in Comix, a simplified kinematics reconstruction algorithm of the par-
ton shower (PS), leading to numerically more stable simulations, HepMC output for NLO events, and
various other improvements/bug fixes. Madgraph [20] (version 5) has a completely new diagram genera-
tion algorithm, which makes optimal use of model-independent information, has an efficient decay-chain
package, and a new library for the colour calculations. Some applications from ALOHA [24], an automatic
library of helicity amplitudes for Feynman diagram computations, are also implemented. Altogether,
there has been continuous, rapid progress in various directions. So far, it is amazing how well these tools
work, once the normalization is fixed using data. A very recent comparison of data with Alpgen for up
to six jets (a control region for BSM searches) is shown as an illustration in Fig. 2 [25]. Yet, the devil
is often in the detail (i.e. in the ∼ 20–30% effects that are opposite to expectations). For instance, in
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Fig. 2: The multiplicity of jets with pt > 55 GeV for events in a W-enriched control region at the LHC (7 TeV).
Figure taken from Ref. [25].

general, one expects matrix-element-based MCs to work better than pure PSs, but this is not always the
case (see e.g. Ref. [26]). Altogether, these LO programs will undergo a real stress test in the coming
years.

3.2 The next-to-leading-order revolution
Theorists like to advertise NLO computations by using the reduction of scale uncertainties in the predic-
tions as an argument, which is meant to reflect the reduction in the theoretical perturbative uncertainty.
However, the strongest argument in support of NLO calculations is their past success in accurately de-
scribing LEP and Tevatron data. Because of the importance of NLO corrections, an industrial effort
has been devoted in the past years to these computations [27]. Recent revolutionary ideas in the way
NLO computations are performed include sewing together tree-level amplitudes to compute loop am-
plitudes (using on-shell intermediate states, cuts, unitarity ideas, . . . ) [28], the OPP algorithm (after
Ossola–Papadopoulos–Pittau), an algebraic way to extract coefficients of master integrals by evaluating
the amplitudes at specific values of the loop momentum [29], and D-dimensional unitarity, a practical
numerical tool to evaluate full amplitudes, including the rational part, with unitarity ideas [30]. For a
pedagogical review on unitarity methods, see Ref. [31]. These methods have led in the past two to three
years to a number of 2 → 4 calculations at hadron colliders. These include W + 3 jets [32, 33], Z + 3
jets [34], tt̄bb̄ [35], tt̄→W+W−bb̄ [36], W+W+ + 2 jets [37], W+W−+ 2 jets [38], tt̄ + 2 jets [39],
four-jet production [40], and a few other ones.

Feynman diagram methods have also been applied successfully to 2→ 4 calculations. This is the
case, for instance, for quark-induced bb̄bb̄ [41], tt̄bb̄ [42], W+W−bb̄ [43] production, and a number
of vector boson fusion (VBF) processes, which are available in the public code VBFNLO [44]. VBF
processes have never been measured at the Tevatron. First measurements of VBF W or Z production
at the LHC are therefore of particular interest. They also pave the way to measurements of VBF Higgs
production. Note that, only a few years ago, performing this type of calculation with Feynman diagrams
was considered an impossible task.

A novel approach to NLO calculations promotes traditional tree algorithms to generators of loop-
momentum polynomials that are called open loops [45]. The excellent performance of the method has
been demonstrated. Open loops therefore have the potential to address a number of multiparticle pro-
cesses at hadron colliders. Another recent approach evaluates one-loop QCD amplitudes purely numeri-
cally [46]. The algorithm consists of subtraction terms, approximating the soft, collinear and ultraviolet
divergences of one-loop amplitudes and a method to deform the integration contour for the loop inte-
gration into the complex space. The algorithm is formulated at the amplitude level and does not rely on
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Feynman graphs. The power of this method has been demonstrated recently with the calculation of up to
seven jets in e+e− collisions [47].

Given that both Feynman diagram and unitarity-based methods allow us to compute 2 → 4 pro-
cesses at NLO in QCD, it might be unclear where the revolution advocated in the heading of the sub-
section lies. The revolution, I believe, is not yet in the applications that we see today, rather in the
prospect for low-cost fully computer-automated NLO calculations even beyond 2 → 4 in the near fu-
ture. Indeed, two 2 → 5 processes have already been computed at NLO, namely W + 4 jets [48] and
Z + 4 jets [49].1 Figure 3 illustrates in the case of W− + 4 jets the typical effect of including NLO
corrections: one obtains a considerable reduction of the scale uncertainty, and, for some distributions,
a change in shape. As far as the full automation is concerned, let me highlight three interesting ap-
proaches. The first one [50] is a method based on Feynman diagrams, which uses the OPP procedure for
the virtual calculation, and the FKS (after Frixione–Kunszt–Signer) subtraction of divergences, together
with clever and efficient procedures to deal with instabilities. More improvements and refinements are
to be expected soon. At present there is no public code; instead, the idea is to provide N -tuples. The
second approach, HELAC-1LOOP [51], is a program that evaluates numerically QCD virtual corrections to
scattering amplitudes using the OPP method. The public program is part of the HELAC-NLO framework
that allows for a complete evaluation of QCD NLO corrections. GoSam [52] is a third approach, which
aims at the full automated calculation of NLO corrections for multiparticle processes. The one-loop am-
plitudes are generated using Feynman diagrams and are reduced usingD-dimensional unitarity, a refined
Passarino–Veltman style tensor reduction, or a combination of both. GoSam can be used to calculate
one-loop corrections to both QCD and electroweak theory, and model files for BSM theories can also be
linked. An interface to programs calculating real radiation is included too. The flexibility of GoSam has
been demonstrated explicitly by considering various examples.

1In both cases the leading colour approximation has been used. This approximation is expected to give rise to very small
(percentage) corrections only.
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Fig. 4: (left) Invariant mass of the pair of the two leading b jets for Wbb̄, Zbb̄, WH (→ `νbb̄) and ZH (→
`+`−bb̄) at the LHC (7 TeV), the latter two being rescaled by a factor of 10. Figure taken from Ref. [56].
(right) Invariant mass of the pair of the two hardest jets in W + jet events with CDF/D0 inclusive cuts. Figure
taken from Ref. [57].

3.3 Merging next-to-leading-order and parton showers
While NLO predictions provide relatively accurate results for inclusive cross-sections, they do not furnish
an exclusive description of the final state that can be compared with actual particles in the detectors, as
MC programs do. It is therefore useful to combine the best features of both approaches. Two public
frameworks exist for this purpose, namely MC@NLO [53] and POWHEG [54]. These tools are almost 10 years
old now, and, since their conception, a long list of processes has been implemented in both frameworks.
In particular, recently the POWHEG BOX was released [55], which is a general framework for implementing
NLO calculations in shower MC programs according to the POWHEG method. The user only needs to
provide a simple set of routines (Born, colour-correlated Born, virtual, real and phase space) that are part
of any NLO calculation.

Similarly, aMC@NLO is a novel approach to a complete event generation at NLO. Recently aMC@NLO
has been used for the calculation of W/Zbb̄ [56] and W + dijet production [57]. Figure 4(left) shows
an application to Higgs searches of the W/Zbb̄ calculation: the invariant mass of the pair of the two
leading b jets, for the processes Wbb, Zbb, WH and ZH. The figure illustrates a case where signals and
irreducible backgrounds are computed with the same accuracy. The process Wbb̄ has been implemented
shortly before also in the POWHEG BOX [58].

Figure 4(right) illustrates predictions from aMC@NLO for the invariant mass for the dijet system in
Wjj (the observable mentioned in the introduction where CDF observed a large deviation from the SM).
CDF and D0 estimate the Wjj using a leading-order Monte Carlo (LO + PS) reweighted to the NLO
cross-section or to data. With aMC@NLO instead, it is possible to compute directly the Wjj cross-section
at the NLO + PS level. It was therefore particularly interesting to check whether there is any shape
difference between LO + PS and NLO + PS in the Mjj distribution. The study of Ref. [57] shows that
there is no sizeable shape difference. Another interesting application of aMC@NLO is the calculation of
scalar and pseudo-scalar Higgs production in association with a tt̄ pair [59].

A lot of effort has been devoted recently also to the implementation of higher-multiplicity pro-
cesses in the POWHEG BOX and in aMC@NLO. The first 2 → 4 process that has been implemented in the
POWHEG BOX is pp → W+W+ + 2 jets including both the QCD induced part [60] as well as the VBF
contributions [61]. This is a relatively simple 2 → 4 process since the cross-section is finite without
any cut on the jets. As expected, for inclusive observables, there are only minor differences between
pure NLO and POWHEG + PS; but for exclusive observables, depending on the details of the observable
definition, there can be important differences. This is shown in Fig. 5 for two different definitions of
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Fig. 5: Comparison of NLO and POWHEG + PYTHIA results for the Ht,tot distribution in the process W+W+ + 2

jets at the LHC (7 TeV), when all jets are included in the definition of Ht,tot (left panels), and when only the three
hardest jets are included (right panels). Figure taken from Ref. [60].

Ht,tot =
∑

j pt,j , the transverse energy of the event. From the figure it is clear that, if only the three
hardest jets are included in the definition of Ht, the corrections from the PS are very moderate (right
panels), but if all soft jets present in the event are included, then additional radiation from the PS can
alter the distribution substantially (left panels). The POWHEG method has been used recently also for
the description of other important processes, e.g. for the calculation of Z boson in association with a
top–antitop pair at NLO accuracy including PS effects [62].

3.4 MENLOPS and LoopSim

MENLOPS [63,64] is a method to further improve on NLO + PS predictions with matrix elements involving
more partons in the final state. For example, for W production it includes, as in MC@NLO or POWHEG, W
production at NLO, the PS, but also W + 1, 2, 3, . . . jets using exact matrix elements. Roughly speaking,
it uses a jet algorithm to define two different regimes, and then corrects the one-jet fraction using exact
matrix elements and the two-jet fraction using the NLO K-factor. This achieves NLO-quality accuracy
for inclusive quantities but an improved sensitivity to hard radiation and multiparton kinematic features.

A further recent theoretical development is LoopSim. If one considers the process W + 1 jet, the
three observables pt,Z, pt,j and Ht,jets =

∑
j pt,j are identical at LO. However, as illustrated in Fig. 6,

at NLO pt,Z has a moderate K-factor (/ 2), pt,j has a large K-factor (∼ 5) and Ht,jets has a giant
K-factor (∼ 50). The very large K-factors in the last two observables are due to the fact that the NLO
result is dominated by configurations where there are two hard jets and a soft W (these are enhanced by
EW logarithms). Additionally, there is an important enhancement coming from incoming qq channels.
LoopSim [65] is a procedure that uses a sequential algorithm, close to the Cambridge–Aachen one, to
determine the branching history, “loops” over soft particles (i.e. they are removed from the event and
the residual event is adjusted), and uses a unitary operator to cancel divergences. In essence, this is a
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way to extend a calculation that is exact at a given order in perturbation theory, in an approximate way
to higher orders. The procedure is expected to be more accurate the larger the corresponding K-factor
is. One might expect other extensions of the MLM/CKKW (after M.L. Mangano and Catani–Krauss–
Kuhn–Webber) matching procedure along the same lines as MENLOPS and LoopSim in the near future.

4 Top-quark production
The top is the most interesting SM quark. Its large mass implies a large Yukawa coupling, which causes
the top to be a prominent decay product in many BSM models. LHC data have already been successfully
compared to approximate next-to-next-to-leading-order (NNLO) predictions [66, 67]. However, various
approximate NNLO predictions, based on a threshold resummation, do not fully agree within quoted
uncertainties [68–72]. Significant improvements in the tt̄ cross-sections can be expected only upon
inclusion of the complete NNLO corrections. A better perturbative control of the top-quark pair produc-
tion cross-section is also important to further constrain gluon PDFs, to have an accurate extraction of the
top mass from the cross-section, and to improve our perturbative control over the tt̄ forward–backward
asymmetry. In fact, an almost 3σ deviation from the SM is observed by CDF, which becomes a 4.2σ
effect in the high-mass region, Mtt̄ > 450 GeV [14]. The large inclusive asymmetry has been seen
by both CDF and D0 [15], while the rise in the spectrum of the asymmetry is not confirmed by D0.
However, one has to bear in mind that tt̄ production is a difficult measurement given the presence of
neutrinos in the final state, the combinatorics in the reconstruction of the tops, and the limited statistics
at the Tevatron. Nevertheless, various suggestions have been made recently to explain the asymmetry
in terms of BSM physics, but all proposals face the problem that they have to preserve the good agree-
ment with the symmetric tt̄ observables, must respect dijet bounds and/or must evade the stringent limits
on like-sign top production. Fervid activity is therefore currently devoted towards a complete NNLO
calculation of tt̄ production (see Ref. [73] and references therein). Recently, the program Top++ was re-
leased that evaluates numerically the total inclusive cross-section for producing top-quark pairs at hadron
colliders. It calculates the cross-section at fixed order through approximate NNLO and it includes a soft-
gluon resummation in Mellin space at next-to-next-to-leading logarithmic accuracy [74]. The program
Hathor [75] also calculates the total cross-section for top-quark pair production in hadronic collisions.
It includes approximate next-to-next-to-leading-order perturbative QCD corrections. It also offers the
possibility to obtain the cross-section as a function of the running top-quark mass. A direct compari-
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son between the two programs is, however, not possible, as they use a different subleading terms in the
threshold expansion.

Besides the inclusive cross-section, top pair production in association with light jets, heavy par-
tons, photons or heavy vector bosons is also interesting. We know now at NLO tt̄ + 2 jets [39],
tt̄bb̄ [35, 42], tt̄Z [76], tt̄ + γ [77], and tt̄ + 1 jet including hard jet radiation by the top-quark decay
products [78]. The NLO calculations of single top in the s and t channel [79, 80] and in the Wt chan-
nel [81, 82] have also been matched to parton showers. For a discussion of recent theoretical progress in
single-top physics at hadron colliders, and of aspects of single-top production in BSM scenarios, I refer
the reader to Ref. [83].

5 A few theoretical issues in Higgs production
Possibly the most-awaited result during the first year of running of the LHC concerned Higgs searches.
Currently, both ATLAS and CMS have reached the expected sensitivity, around or better than the SM
cross-section. ATLAS restricted the most likely mass range at 95% confidence level (CL) to the region
115.5–131 GeV. They observe an excess around 126 GeV, with a local significance of 3.6σ, with contri-
butions from the main channels H → ττ , H → ZZ → 4`, H → WW → 2`2ν. The global significance
taking into account the look-elsewhere-effect is 2.3σ. CMS excludes the region 127–600 GeV at 95%
CL (while their expected exclusion is 117–543 GeV). They could not exclude the region below 127 GeV
since the data have a modest excess of events between 115 and 127 GeV that appear, quite consistently,
in five independent channels. The excess is compatible with an SM Higgs hypothesis in the vicinity of
124 GeV or slightly below, but the statistical significance, 2.6σ local and 1.9σ global after correcting
for the lock-elsewhere-effect in the low-mass region, is not large enough to say anything conclusive. For
both experiments, what is observed now is consistent either with a background fluctuation or with an SM
Higgs boson. More refined analyses and additional data in 2012 will definitely give an answer.

At the LHC, the Higgs is mainly produced via an intermediate top loop in gluon–gluon fusion.
The urge to understand the EW symmetry breaking has led in the past years to the computation of the
most advanced theoretical predictions for this process. For instance, we now know the main gg → H
production mechanism including NLO corrections with exact top and bottom quarks in the loop [84],
NNLO corrections in the large-mt limit [85–87], EW corrections [88], mixed QCD–EW corrections [89],
and resummation of large logarithms possibly with N3LO soft effects [90–93]. Furthermore, the most
advanced codes [94, 95] allow for fully exclusive decays of the Higgs to γγ, W+W− → e+νe−ν̄ and
ZZ → 4`. A similar accuracy has been reached recently also in associated VH production where,
because this process is an important one if the Higgs is light, the decay of the Higgs into bb̄ has been
considered [96]. NLO EW corrections to WH/ZH production including the vector-boson decays are
also known [97]. As expected, the EW corrections, which are at the level of 5–10% for total cross-
sections, increase with increasing transverse momentum cuts. For instance, for pt,H > 200 GeV, which
is an interesting range at the LHC, the EW corrections to WH production are of the order of −15% for
MH = 120 GeV.

The fully differential decay of a light Higgs boson to bottom quarks at NNLO in perturbative QCD
has been computed recently in Ref. [98]. From a technical point of view, it is interesting to note that this
work constitutes the first physical application of a novel method of nonlinear mappings for the treatment
of singularities in the radiative processes that contribute to the decay width. The program iHixs [99] has
also been released recently. It computes the inclusive Higgs boson cross-section, including QCD cor-
rections through NNLO, EW corrections, mixed QCD–electroweak corrections [89], quark-mass effects
through NLO in QCD, and finite width effects for the Higgs boson and the heavy quarks. Furthermore, it
allows the evaluation of the cross-section in modified Higgs boson sectors with anomalous Yukawa and
EW interactions as appearing in some extensions of the SM [99, 100].

Given the high accuracy with which gluon–gluon fusion has been computed, it is interesting to ask
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what is the actual theoretical uncertainty on this process. Unfortunately, at present, there is no full con-
sensus on this question. Some more conservative estimates quote errors of the order of 40% [101] (at the
Tevatron) and similar uncertainties at the LHC, while other studies suggest that the perturbative uncer-
tainty is considerably smaller. Assigning a correct theoretical error is very important when claiming an
exclusion or an excess, and, at a later stage, when making measurements of the Higgs-boson couplings,
which is the only way to identify the precise nature of the Higgs boson and EW symmetry breaking.
Yet, even for the main Higgs production channel there are still some controversies and subtleties. Most
controversies have to do with how different sources of error should be combined; others concern the
question of how to assign/interpret the perturbative uncertainties. I will illustrate here just two of these
issues.

The soft logarithms appearing in cross-sections can be resummed using an effective theory ap-
proach. Performing such a calculation requires an introduction of a matching scale, where the full and
effective theory amplitudes must agree. It is well known that choosing a time-like (i.e. complex) match-
ing scale effectively resums π2 enhanced terms. In Ref. [102] it is suggested that this procedure improves
the convergence of the perturbative expansion significantly, and reduces the uncertainty of the perturba-
tive (NNLO) prediction. This approach is criticized in Ref. [103], with the arguments that π2 are just
numbers, so that there is no formal limit in which they dominate, and that only one class of π2 terms
is resummed (those that arise from the gluon form factor), but not all of them. In this context, one has
to mention that perturbative QCD is often about pushing approximations beyond their formal limit of
validity, and that a given approach should be judged by seeing how well it fares in practice.

The second issue I would like to mention here has to do with a jet veto in Higgs searches. As can be
seen from Fig. 7, in Higgs searches one needs to impose a jet veto to suppress the large top background.
Higgs production is then studied in zero-, one- and two-jet bins separately in order to maximize the
sensitivity. Currently, ATLAS uses pt,veto = 25 GeV, while CMS employs pt,veto = 30 GeV in their
Higgs searches.

In Ref. [105] the inclusive, NNLO Higgs production cross-section at the Tevatron is split into
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zero-, one-jet exclusive, and two-jet inclusive components:

dσtot

σtot
= 66.5%+5%

−9%(0-jet) + 28.6%+24%
−22%(1-jet) + 4.9%+78%

−41%(≥2-jets) = [−14.3% + 14.0%]. (1)

The errors denote the scale uncertainty that is obtained by varying the renormalization and the factoriza-
tion scale together around a central value mH = 160 GeV by a factor of 2. In an NNLO calculation of
inclusive Higgs production, only the zero-jet bin is known at NNLO, while the one-jet bin is known at
NLO and the two-jet bin is computed at LO only. Therefore, it is not surprising that the relative errors
increase with the number of jets. In Ref. [105] one can also find a detailed discussion of why it is not ap-
propriate to use the standard scale variation as an estimate of the perturbative uncertainty for the zero-jet
bin cross-section. (Figure 1 of Ref. [106] also shows that for a particular choice of pt,veto one obtains a
vanishing scale uncertainty band in the zero-jet bin.) The numbers in Eq. (1) were updated by Campbell
et al. in Ref. [107] who evaluated the two-jet bin contribution at NLO. The effect of this addition was a
slight change in all relative numbers, and, mainly, a decrease in the perturbative uncertainty of the two-jet
bin,

dσtot

σtot
= 60%+5%

−9%(0-jet) + 29%+24%
−23%(1-jet) + 11%+35%

−31%(≥2-jets) = [−15.5% + 13.8%]. (2)

From Eq. (2), it is evident that the scale uncertainty is smaller for the exclusive measurement with zero-
jets, than the one of the fully inclusive measurement. To explain this feature, Stewart and Tackmann
recall that there are two mechanisms at work in the zero-jet cross-section [108]: there is a large K-
factor from perturbative higher orders, as well as large negative logarithms −αsCA/π ln2MH/pt,veto

that become more important the smaller pt,veto is. They therefore suggest that the error on the zero-
jet bin should be computed taking into account a full correlation between jet bins, i.e. the error from
the zero-jet cross-section is computed from the relation σ0 = σincl − σ≥1-jet. One then obtains simply
∆2σ0 = ∆2σincl + ∆2σ≥1-jet. The effect of this is illustrated in Fig. 8. While this procedure is certainly
more conservative than a conventional scale variation, it is clear that, to reduce the uncertainty on the
jet veto cross-section, a resummation of large logarithms involving the ratio pt,veto/MH is required.
Currently, only resummation for quantities related to the jet veto exist, e.g. for pt,Higgs [109] or for
the beam thrust [110]. Both observables are, however, not the ones used in current Higgs searches.
Furthermore, the beam thrust has the drawback that it receives very large non-perturbative corrections,
as can be easily seen by running a PS program once at parton and once at hadron level.

6 Gauge boson production processes
The physics programme involving gauge bosons is particularly rich. The road towards precision mea-
surements and searches starts from the measurement of inclusive W and Z cross-sections, which, from a
theoretical point of view, are the most precisely known processes at hadron colliders. Beyond measure-
ments of purely inclusive W/Z production cross-sections, it is possible to study the production of W or
Z bosons in association with one or more jets, and the ratio of cross-sections. Interesting ratios are, for
instance, σ(V + (n+ 1) jets)/σ(V + n jets), with V = W,Z, that start at O(αs) in the perturbative ex-
pansion in the coupling constant, or ratios of σ(W±+n jets)/σ(Z +n jets), that are of orderO(α0

s). In
both cases, one expects many experimental and theoretical uncertainties (e.g. those related to the choice
of renormalization or factorization scale, or uncertainties in the parton distribution functions) to largely
cancel in the ratio. A further extension of simple ratios are asymmetry distributions, for instance, the
W or lepton charge asymmetry. These distributions provide strong constraints on parton distribution
functions and are useful probes of new physics. Other interesting observables measure gauge bosons
produced in association with heavy quarks (charm or bottom quarks). These processes are particularly
interesting because of the discrepancies between theoretical predictions and Tevatron data [17]. However,
the perturbative calculation of these processes and of the related theoretical uncertainty is challenging.
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Finally, diboson cross-sections are sensitive to any type of new physics that would modify the trilinear
gauge couplings, and would give rise to so-called anomalous gauge couplings. These measurements are
complementary to the ongoing direct searches for BSM physics, and are able to probe new-physics scales
that are not directly accessible.

Figure 9 gives the cross-sections for the main processes involving gauge bosons at the LHC. The
figure illustrates that with 1 fb−1 ATLAS and CMS could collect O(106) and O(105) W and Z events
per experiment and per lepton channel. One also sees that, including all lepton channels, 1 fb−1 of data
contain about 100 WW and 10 ZZ events. This means that, even with the data available after a first year
of running, a number of interesting analyses could be performed.
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Fig. 10: Comparison of NNLO theory and CMS data for Drell–Yan observables. Figure taken from Ref. [116].

6.1 Drell–Yan
The most important gauge boson production process is Drell–Yan. This is the best-known process at
the LHC: it has been computed through NNLO in QCD, fully differential in lepton momenta including
spin correlations, EW corrections, finite-width effects, and γ∗/Z interference. State-of-the-art codes
are described in Ref. [112, 113]. Calculations to all orders also exist, for instance, the next-to-next-to-
leading-logarithms (NNLL) transverse momentum resummation [114] and soft gluon resummation have
been computed [115]. These accurate perturbative calculations have been available for some time, and
now that precise LHC data have been compared to those predictions, one cannot but praise the impressive
agreement between NNLO theory and experiment (see e.g. Fig. 10 and Ref. [117]). One thing to note is
that, in these comparisons of theory with experiment, the dominant error is the theoretical one; however,
this is mainly dominated by the luminosity uncertainty (of the order of 4%).

At this level of precision, it is legitimate to start worrying about mixed QCD and EW corrections.
QCD + EW interference is formally a higher-order effect, and exact results are not known currently.
However, the dominant effects come from emissions in the soft/collinear regions where an approximate
factorization holds. It turns out that, in general, mixed corrections are small, O(0.5%), but they are
enhanced in the region of large transverse momenta, where they can reach up to around 5% [118].

6.2 Charge asymmetry
The natural extension of the inclusive cross-section is the RW = W+/W− ratio. One can then study
RW as a function of kinematic variables, e.g. one can look at the charge asymmetry as a function of
lepton rapidity η,

A(η) =
RW(η)− 1

RW(η) + 1
. (3)

This measurement is very sensitive to PDFs since, in the ratio, asymmetric properties of PDFs are en-
hanced, while many uncertainties cancel. Figure 11 shows the relatively good agreement of theoretical
predictions that use various PDFs with ATLAS data. It also illustrates how the shape of the theoretical
prediction is sensitive to the PDFs chosen. Indeed, ATLAS and CMS measurements of this distribution
have already been used by the Neural Network (NN) collaboration to constraint PDFs. In particular, a
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Fig. 11: Predictions for the W lepton asymmetry at NLO, obtained with DYNNLO [112] using the CT10 [119],
MSTW08 [120] and NNPDF2.1 [121] parton sets, compared to measurements for the muon charge asymmetry
from ATLAS [122] (7 TeV). Figure taken from [123].

reduction of uncertainty of the order of 10–30% in the range x = [10−3, 10−1] was obtained for the
valence- and sea-quark distributions. It is interesting to observe that LHCb data at larger rapidities probe
larger and smaller values of x that are currently less constrained. They will therefore soon have a larger
impact in PDF determination than ATLAS and CMS have.

6.3 Production of W/Z boson in association with jets
At the LHC, because of the large energy, the production of W and Z bosons in association with jets is very
likely. This is illustrated in Fig. 12, which shows the differential distribution for Ht, the total transverse
energy of the event, for various jet multiplicities. Since the cross-sections with an additional jet is
rescaled in the figure by a factor 10−1 compared to the cross-section with one less jet, it is evident that, at
high Ht (a region of particular interest for various new-physics searches), all jet multiplicities contribute
similar amounts.2 Because of this, it becomes very important to have a good perturbative control of
processes involving the production of W/Z bosons together with many jets. The perturbative calculation
of processes involving a large number of jets is quite difficult beyond LO. However, as discussed in
section 3.2, recent years have seen a revolution in the techniques used for NLO calculations. These novel
techniques have allowed, in the past five years, the calculation of a large number of processes involving
gauge bosons and jets. In particular, while V + 1 and V + 2 jets have been described to NLO in QCD
since 1983 [125, 126] and 2002 [127–129], to quote a few examples, we know now at NLO VV + 1
jet [130, 131, 133, 134], W + 3 jets [32, 33], Z + 3 jets [34], W+W+ plus dijets [37] , W+W− plus
dijets [38] W+W−bb [36, 43] and W + 4 jets [48] and Z + 4 jets [49]. Furthermore, various VBF-
induced gauge boson production processes have been computed and are available in the public code
VBFNLO [44].

Figure 13 shows the transverse momentum distribution for the four pt ordered jets in Z + 4 jets
production. The middle row illustrates the typical reduction of the dependence of the cross-section
on renormalization and factorization scale at NLO, compared to LO. However, it is also evident that,
while for some distributions (e.g. pt,j4) the ratio of LO/NLO is flat, in other cases the shape of the NLO

2Of course, this statement depends on the precise definition of the jets, in particular on their pt cut.
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Fig. 12: Cross-section for W→ eν and jets at the LHC (7 TeV) as a function of the total transverse momentum of
the event Ht. Figure taken from Ref. [124].

distribution is different from the LO one, so that LO/NLO has a non-flat slope. It is also interesting
to look at the ratio of Z/W+ and Z/W− displayed in the lower row. The agreement of LO and NLO
predictions for these ratios illustrates the excellent perturbative control that one can achieve at NLO on
these ratios. Furthermore, the fact the Z/W+ is flat, while Z/W− rises with pt can be attributed to the
fact that both W+ and Z production are dominated by the u quark distribution, while W− is mainly
produced from d quarks in the protons. Therefore the Z/W− ratio displays the slope of the u/d quark
distributions as a function of the jet transverse momenta.

6.4 Diboson production and anomalous couplings
The ZZ, WW and WZ diboson production processes have been implemented recently in the POWHEG BOX.
The calculation includes γ∗/Z interference, single resonant contributions, interference effects for iden-
tical fermions and, for WW and WZ, the effect of anomalous couplings. The gluon–gluon fusion con-
tribution, that is formally NNLO, but is important when Higgs search cuts are applied, is available from
the gg2WW and gg2ZZ generators [135–137], and, recently, also from the program MCFM [138].

A pure NLO calculation, as implemented earlier in MCFM [139,140], reveals that for these processes
the conventional scale variation of the LO result is very modest but underestimates completely the size
of the NLO corrections. For example, for pp → W+W− → e+νeµ

−νµ production at the 7 TeV LHC
without any cuts, the LO cross-section using NNPDf2.1 [121] is 375.2+1.6

−3.8 fb, while the NLO cross-
section is 499.8+12

−10 fb [141]. Here the error denotes the scale uncertainty. Similar results (with smaller
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Figure taken from Ref. [49].

cross-sections) are obtained for the other processes. The reason for the large NLO corrections (not
caught by the LO scale variation) is that new partonic channels open up at NLO. It is therefore clear
that only an NLO calculation can provide a reliable estimate of the cross-section and of its error. These
diboson production processes are particularly interesting since they are important backgrounds to Higgs
searches. Furthermore, they are sensitive to new physics at high scales through the measurement of
anomalous trilinear gauge couplings (ATGCs). Indeed, while the LHC does probe new physics at the
TeV scale directly, ATGCs indirectly probe physics in the multi-TeV range, since they arise when high-
energy degrees of freedom are integrated out. Both the Tevatron [142–144] and LEP [145] were able
to place quite stringent bounds on ATGCs. However, since their effects are enhanced at high energies,
one expects even better bounds from the LHC. Indeed, CMS already presented bounds on the anomalous
couplings appearing in an effective Lagrangian with the parametrization of Ref. [146] without form
factors [147].

Following Refs. [146,148,149], one can parametrize the most general terms for the WWV vertex
(V = γ,Z) in a Lagrangian that conserves C and P as

Leff = igWWV

[
gV

1 (W ∗µνW
µV ν −WµνW

∗µV ν) + κVW ∗µWνV
µν +

λV

M2
W

W ∗µνW
ν
ρ V

ρµ

]
, (4)

where Wµν = ∂µWν − ∂νWµ, gWWZ = −e cot θW and gWWγ = −e. In the SM, gV
1 = κV

1 = 1, and
λV = 0. Any departure from these values (∆gV

1 = gV
1 − 1, etc.) would be a sign of new physics. In the

POWHEG generator, all six parameters can be set independently.

In the presence of anomalous couplings, the effective Lagrangian of Eq. (4) gives rise to interac-
tions that violate unitarity at high energy. Thus, in order to achieve a more realistic parametrization, the
couplings are multiplied by form factors that embody the effects arising from integrating out the new
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degrees of freedom. The precise details of the form factors therefore depend on the particular model
considered. Paralleling the discussion of Ref. [150], in the POWHEG BOX it is assumed that all anomalous
couplings ∆g are modified as

∆g → ∆g

(1 +M2
VV/Λ

2)2
, (5)

where MVV is the invariant mass of the vector boson pair and Λ is the scale of new physics.

Figure 14 sets the anomalous coupling to the maximum deviation from the SM allowed by LEP
bounds and displays the sensitivity of the transverse momentum of the leading jet in W+W− events to
anomalous couplings, for the case of a form factor Λ = 2 TeV, Λ = 5 TeV, and no form factor (Λ =∞).
The plot illustrates the great potential of the LHC to improve on existing bounds (even more so when the
machine will run at yet higher energy).

For the production of four charged leptons, a similar NLO study (again including all off-shell,
spin-correlation, virtual-photon-exchange and interference effects) can be performed with the aMC@NLO
generator [151]. The parton showering can be done either with HERWIG and (for the first time in this
context) with Pythia 6. The O(α2

s) contribution of the gg channel is also included directly here, as
obtained from MadLoop [50]. In the study of Ref. [151] several key distributions together with the
corresponding theoretical uncertainties are presented. A further theoretical improvement is that scale
and PDF uncertainties are computed at essentially no extra CPU time using reweighting techniques.

7 Parton distribution functions and αs

PDFs are the second thing one cannot live without, if one works on LHC physics. Huge effort is devoted
today to understanding differences and improving the theoretical and statistical treatment of PDFs. This
activity is reflected in new PDF sets being released by various groups [152]. The main focus of all
groups is now directed towards NNLO PDF sets, an improvement in the treatment of heavy quarks, an
introduction of flexible parametrization, a more dynamic tolerance and, of course, the inclusion of more
data in the fits. Discussions are ongoing that try to clarify whether discrepancies between different PDFs
are due to the inclusion of different datasets. For instance, there is no full consensus on what impact the
Tevatron jet data has on gluon distributions at the LHC.

Figure 15 shows the uncertainty on three LHC benchmark processes (Z, W+ and tt̄, from left to
right) coming from the use of different PDFs or a different value of αs, at NLO and at NNLO. The differ-
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ences are due to the inclusion of different data in the fits, different methodology (e.g. the parametrization),
different treatment of heavy quarks and different default value of the coupling constant. In particular, it
is remarkable how much benchmark processes depend on the value of αs. The preliminary 2011 average
value of αs is αs = 0.1183 ± 0.0010 [153]. It is interesting to note that the value barely changed com-
pared to the 2009 number (αs = 0.1184± 0.0007) [154], but that the uncertainty on it increased. This is
due to the inclusion of new data in the fits, which tend to move the average value in opposite directions.
An open issue today, in the combination of the various measurements to produce a world average for
αs, is the treatment of outliers that have very small errors. This is the case for the extraction of αs from
thrust computed at N3LL including power corrections using SCET [155], for the number obtained from
τ decays in [156], and for the hadronic event shapes in e+e− collisions at OPAL using NNLO + NLLA
theoretical predictions [157], just to quote the most important cases.

New processes added to the world average since 2009 include inclusive jets at the Tevatron [158],
the e+e− three-jet rate that is known to NNLO [159], and e+e− → 5 jets, which is now known at
NLO [160]. The use of the Tevatron jet data in this context is particularly interesting. While the error
on αs from this extraction is not particularly small, this measurement and the sensitivity of benchmark
processes on the value of αs shown in Fig. 15 raises the question of whether it is possible to make
competitive measurements of αs at the LHC. The extraction of the value of the coupling constant at
hadron colliders must take into account that PDFs themselves do depend on αs. A viable possibility then
is to consider appropriate ratios, e.g. [W/(Z + (n+ 1) jets)]/[Z/(W + n jets)].

8 Jet algorithms
Jet algorithms are the third thing you cannot live without, if you work on LHC physics. For a long time,
infrared-unsafe algorithms were used at the Tevatron, with several “patches” introduced to minimize the
effect of the infrared-unsafety. At the LHC, both ATLAS and CMS have adopted as default the anti-kt

algorithm [161]. Given that this algorithm was proposed only three years ago, it shows how flexible
experimentalists are today in adopting new, successful ideas.3 Using this algorithm both collaborations
have already explored scales up to 4 TeV and could place constraints on various BSM models, in partic-
ular those models that would give rise to a resonance in the Mjj distribution (such as massive coloured
bosons, black holes, . . . ).

Other infrared-safe algorithms like the Cambridge–Aachen or SISCone are in use as well. These
are particularly useful for studies that exploit the fact that, when a massive boosted object decays, it
gives rise to a “fat jet” with a non-trivial jet substructure. Looking at the internal structure of these

3A minor downside to this is that ATLAS and CMS use a different radius – the choices for ATLAS are 0.4 and 0.6, while
for CMS they are 0.5 and 0.7.
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Fig. 16: Jet mass in W + jets for a jet with substructure compatible with WZ (→ bb) or WH (→ bb) events.
Figure taken from Ref. [164].

jets using jet grooming techniques like filtering, pruning or trimming has a huge potential for making
discoveries “easier” [162, 163]. These techniques have a big gain in sensitivity over traditional methods,
but one might lose many events when imposing strict kinematic cuts and requiring a boosted regime. The
potential of these studies has been demonstrated in several examples [162, 163]. However, sophisticated
jet studies are still a young field, and as of now there are no precise rules on how to make discoveries
easier. What is impressive is that even these very new techniques are already being used at the LHC.
Figure 16 shows, for instance, the single hadronic jet mass in W + jet events in a boosted regime, an
observable relevant for WH (→ bb). In Fig. 16 the Z peak coming from WZ (→ bb) is evident. These
very first results therefore seem very promising in finding a possible peak due to Higgs production.

9 Conclusions
The physics programme at the LHC is very rich: it spans from most precise measurements, e.g. in the
case of Drell–Yan, to searches with highest reach for new physics, either direct searches or indirect
ones (e.g. through the potential presence of anomalous couplings). This experimental programme at
the LHC is supplemented by robust theoretical predictions that include NLO QCD corrections, mixed
NLO-QCD + EW corrections, NNLO and resummation of logarithmically enhanced contributions. Fur-
thermore, different calculations are merged using clever matching procedures that catch the best features
of different calculations. From the theoretical community, there has been a clear and successful effort
to produce predictions and public codes that have the flexibility required for today’s sophisticated ex-
perimental analysis (e.g. including parton shower, decays with spin correlations, massive quark effects,
etc.).

Impressive results have already come out of the LHC, but this is certainly only the tip of the
iceberg. After just one year of running at the LHC, some measurements, e.g. in processes involving
W/Z production, start to be dominated by theoretical and parton density errors. It will therefore be a
real challenge for theorists to keep up with the high experimental precision.
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Flavour Physics and CP-Violation

A. Pich
IFIC, University of València–CSIC, València, Spain

Abstract
An introductory overview of the Standard Model description of flavour is pre-
sented. The main emphasis is put on present tests of the quark-mixing matrix
structure and the phenomenological determination of its parameters. Special
attention is given to the experimental evidence for CP-violation and its impor-
tant role in our understanding of flavour dynamics.

1 Fermion families
We have learnt experimentally that there are six different quark flavours (u, d, s, c, b, t), three different
charged leptons (e, µ, τ ) and their corresponding neutrinos (νe, νµ, ντ ). We can include all these particles
into the SU(3)C ⊗ SU(2)L ⊗ U(1)Y Standard Model (SM) framework [1–3], by organizing them into
three families of quarks and leptons:

[
νe u
e− d′

]
,

[
νµ c
µ− s ′

]
,

[
ντ t
τ− b′

]
, (1)

where (each quark appears in three different colours)
[
νi ui
`−i d′i

]
≡
(

νi
`−i

)

L

,

(
ui
d′i

)

L

, `−iR, uiR, d′iR, (2)

plus the corresponding antiparticles. Thus, the left-handed fields are SU(2)L doublets, while their right-
handed partners transform as SU(2)L singlets. The three fermionic families appear to have identical
properties (gauge interactions); they differ only by their mass and their flavour quantum number.

The fermionic couplings of the photon and the Z boson are flavour-conserving, i.e. the neutral
gauge bosons couple to a fermion and its corresponding antifermion. In contrast, the W± bosons couple
any up-type quark with all down-type quarks because the weak doublet partner of ui turns out to be a
quantum superposition of down-type mass eigenstates: d′i =

∑
j Vij dj . This flavour mixing generates

a rich variety of observable phenomena, including CP-violation effects, which can be described in a very
successful way within the SM [4].

In spite of its enormous phenomenological success, the SM does not provide any real understand-
ing of flavour. We do not know yet why fermions are replicated in three (and only three) nearly identical
copies. Why is the pattern of masses and mixings what it is? Are the masses the only difference among
the three families? What is the origin of the SM flavour structure? Which dynamics is responsible for
the observed CP-violation? The fermionic flavour is the main source of arbitrary free parameters in the
SM: nine fermion masses, three mixing angles and one complex phase, for massless neutrinos. Seven
(nine) additional parameters arise with non-zero Dirac (Majorana) neutrino masses: three masses, three
mixing angles and one (three) phases. The problem of fermion mass generation is deeply related to the
mechanism responsible for the electroweak spontaneous symmetry breaking (SSB). Thus, the origin of
these parameters lies in the most obscure part of the SM Lagrangian: the scalar sector. Clearly, the
dynamics of flavour appears to be terra incognita that deserves a careful investigation.

The following sections contain a short overview of the quark flavour sector and its present phe-
nomenological status. The most relevant experimental tests are briefly described. A more pedagogic
introduction to the SM can be found in [4].
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2 Flavour structure of the Standard Model
In the SM, flavour-changing transitions occur only in the charged-current sector (Fig. 1):

LCC = − g

2
√

2



W

†
µ


∑

ij

ūiγ
µ(1− γ5)Vijdj +

∑

`

ν̄`γ
µ(1− γ5)`


+ h.c.



 . (3)

u i
dj

i jV

W

u c t

d s b

Fig. 1: Flavour-changing transitions through the charged-current couplings of the W± bosons.

The so-called Cabibbo–Kobayashi–Maskawa (CKM) matrix V [5, 6] is generated by the same Yukawa
couplings giving rise to the quark masses. Before SSB, there is no mixing among the different quarks,
i.e. V = I. In order to understand the origin of the matrix V, let us consider the general case of NG

generations of fermions, and denote ν ′j , `
′
j , u′j and d′j the members of the weak family j (j = 1, . . . , NG),

with definite transformation properties under the gauge group. Owing to the fermion replication, a large
variety of fermion-scalar couplings are allowed by the gauge symmetry. The most general Yukawa
Lagrangian has the form

LY = −
∑

jk

{(
ū′j , d̄′j

)
L

[
c

(d)
jk

(
φ(+)

φ(0)

)
d′kR + c

(u)
jk

(
φ(0)∗

−φ(−)

)
u′kR

]

+
(
ν̄ ′j , ¯̀′

j

)
L
c

(`)
jk

(
φ(+)

φ(0)

)
`′kR

}
+ h.c., (4)

where φT (x) ≡ (φ(+), φ(0)) is the SM scalar doublet and c
(d)
jk , c(u)

jk and c
(`)
jk are arbitrary coupling

constants. The second term involves the C-conjugate scalar field φc(x) ≡ iσ2φ
∗(x).

In the unitary gauge, φT (x) ≡ (1/
√

2)(0, v+H), where v is the electroweak vacuum expectation
value and H(x) the Higgs field. The Yukawa Lagrangian can then be written as

LY = −
(

1 +
H

v

){
d′LM

′
dd
′
R + u′LM

′
uu
′
R + `̀̀′LM

′
` `̀̀
′
R + h.c.

}
. (5)

Here, d′, u′ and `̀̀′ denote vectors in the NG-dimensional flavour space, with components d′j , u′j and `′j ,
respectively, and the corresponding mass matrices are given by

(M′d)ij ≡ c(d)
ij

v√
2
, (M′u)ij ≡ c(u)

ij

v√
2
, (M′`)ij ≡ c

(`)
ij

v√
2
. (6)

The diagonalization of these mass matrices determines the mass eigenstates dj , uj and `j , which are
linear combinations of the corresponding weak eigenstates d′j , u′j and `′j , respectively.

The matrix M′d can be decomposed as1 M′d = HdUd = S†dMdSdUd, where Hd ≡
√
M′dM

′†
d is

a hermitian positive-definite matrix, while Ud is unitary. Hd can be diagonalized by a unitary matrix Sd;

1The condition detM′f 6= 0 (f = d,u, `) guarantees that the decomposition M′f = HfUf is unique: Uf ≡ H−1
f M′f .

The matrices Sf are completely determined (up to phases) only if all diagonal elements of Mf are different. If there is some
degeneracy, the arbitrariness of Sf reflects the freedom to define the physical fields. If detM′f = 0, the matrices Uf and Sf
are not uniquely determined, unless their unitarity is explicitly imposed.
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the resulting matrixMd is diagonal, hermitian and positive-definite. Similarly, one has M′u = HuUu =

S†uMuSuUu and M′` = H`U` = S†`M`S`U`. In terms of the diagonal mass matrices

Md = diag(md,ms,mb, . . .), Mu = diag(mu,mc,mt, . . .), M` = diag(me,mµ,mτ , . . .), (7)

the Yukawa Lagrangian takes the simpler form

LY = −
(

1 +
H

v

){
dMdd + uMuu + `̀̀M``̀̀

}
, (8)

where the mass eigenstates are defined by

dL ≡ Sd d
′
L , uL ≡ Su u

′
L , `̀̀L ≡ S` `̀̀

′
L ,

dR ≡ SdUd d
′
R , uR ≡ SuUu u

′
R , `̀̀R ≡ S`U` `̀̀

′
R . (9)

Note that the Higgs couplings are proportional to the corresponding fermion masses.

Since f ′L f
′
L = fL fL and f ′R f ′R = fR fR (f = d, u, `), the form of the neutral-current part of the

SU(3)C ⊗ SU(2)L ⊗ U(1)Y Lagrangian does not change when expressed in terms of mass eigenstates.
Therefore, there are no flavour-changing neutral currents in the SM (Glashow–Iliopoulos–Maiani (GIM)
mechanism [7]). This is a consequence of treating all equal-charge fermions on the same footing. How-
ever, u ′L d

′
L = uL Su S

†
d dL ≡ uLVdL. In general, Su 6= Sd ; thus, if one writes the weak eigenstates

in terms of mass eigenstates, an NG×NG unitary mixing matrix V appears in the quark charged-current
sector as indicated in Eq. (3).

If neutrinos are assumed to be massless, we can always redefine the neutrino flavours, in such
a way as to eliminate the mixing in the lepton sector: ν ′L `̀̀

′
L = ν ′L S

†
` `̀̀L ≡ νL `̀̀L. Thus, we have

lepton-flavour conservation in the minimal SM without right-handed neutrinos. If sterile νR fields are
included in the model, one has an additional Yukawa term in Eq. (4), giving rise to a neutrino mass matrix
(M′ν)ij ≡ c

(ν)
ij v/

√
2 . Thus, the model can accommodate non-zero neutrino masses and lepton-flavour

violation through a lepton-mixing matrix VL analogous to the one present in the quark sector. Note,
however, that the total lepton number L ≡ Le + Lµ + Lτ is still conserved. We know experimentally
that neutrino masses are tiny and, as shown in Table 1, there are strong bounds on lepton-flavour-violating
decays. However, we do have clear evidence of neutrino oscillation phenomena. Moreover, since right-
handed neutrinos are singlets under SU(3)C⊗SU(2)L⊗U(1)Y , the SM gauge symmetry group allows for
a right-handed Majorana neutrino mass term, violating lepton number by two units. Non-zero neutrino
masses clearly imply interesting new phenomena [4].

The fermion masses and the quark-mixing matrix V are all determined by the Yukawa couplings in
Eq. (4). However, the coefficients c(f)

ij are not known; therefore, we have a bunch of arbitrary parameters.
A general NG × NG unitary matrix is characterized by N2

G real parameters: NG(NG − 1)/2 moduli

Table 1: Experimental upper limits (90% confidence level (CL)) on lepton-flavour-violating decays [8–12].

Br(µ− → X−)× 1012

e−γ 2.4 e−2γ 72 e−e−e+ 1.0

Br(τ− → X−)× 108

µ−γ 4.4 e−γ 3.3 µ−µ+µ− 2.1 µ−π+π− 3.3 µ−K+K− 6.8
µ−π0 11 e−π0 8.0 e−µ+µ− 2.7 e−π+π− 4.4 e−K+K− 5.4
µ−KS 2.3 e−KS 2.6 µ−e+e− 1.8 µ+π−π− 3.7 e−K±π∓ 5.8
µ−ρ0 2.6 e−φ 3.1 e−e+e− 2.7 e+π−π− 8.8 e+K−K− 6.0
µ−η 6.5 e−η 9.2 µ−µ−e+ 1.7 µ−ω 8.9 e+K−π− 6.7
µ−K∗0 5.9 e−K∗0 5.9 e−e−µ+ 1.5 Λπ− 7.2 µ+K−π− 9.4
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and NG(NG + 1)/2 phases. In the case of V, many of these parameters are irrelevant because we can
always choose arbitrary quark phases. Under the phase redefinitions ui → eiφi ui and dj → eiθj dj , the
mixing matrix changes as Vij → Vij ei(θj−φi); thus, 2NG − 1 phases are unobservable. The number of
physical free parameters in the quark-mixing matrix then gets reduced to (NG − 1)2: NG(NG − 1)/2
moduli and (NG − 1)(NG − 2)/2 phases.

In the simpler case of two generations, V is determined by a single parameter. One then recovers
the Cabibbo rotation matrix [5]

V =

(
cos θC sin θC

− sin θC cos θC

)
. (10)

With NG = 3, the CKM matrix is described by three angles and one phase. Different (but equivalent)
representations can be found in the literature. The Particle Data Group (PDG) [13] advocates the use of
the following one as the ‘standard’ CKM parametrization:

V =




c12 c13 s12 c13 s13 e−iδ13

−s12 c23 − c12 s23 s13 eiδ13 c12 c23 − s12 s23 s13 eiδ13 s23 c13

s12 s23 − c12 c23 s13 eiδ13 −c12 s23 − s12 c23 s13 eiδ13 c23 c13


 . (11)

Here cij ≡ cos θij and sij ≡ sin θij , with i and j being generation labels (i, j = 1, 2, 3). The real
angles θ12, θ23 and θ13 can all be made to lie in the first quadrant, by an appropriate redefinition of quark
field phases; then cij ≥ 0, sij ≥ 0 and 0 ≤ δ13 ≤ 2π. Note that δ13 is the only complex phase in the SM
Lagrangian. Therefore, it is the only possible source of CP-violation phenomena. In fact, it was for this
reason that the third generation was assumed to exist [6], before the discovery of the b and the τ . With
two generations, the SM could not explain the observed CP-violation in the K system.

3 Lepton decays
The simplest flavour-changing process is the leptonic decay of the muon, which proceeds through the
W-exchange diagram shown in Fig. 2. The momentum transfer carried by the intermediate W is very
small compared to MW. Therefore, the vector-boson propagator reduces to a contact interaction,

−gµν + qµqν/M
2
W

q2 −M2
W

q2�M2
W−→ gµν
M2

W

. (12)

W

e

µ

−

ν

ν

e
−

µ
−

W

e

e  ,    , d , s

,      , u

τ

ν

µ

τ

−

−

− µ−

ν ν  , u

Fig. 2: Tree-level Feynman diagrams for µ− → e−ν̄eνµ and τ− → ντX− (X− = e−ν̄e, µ−ν̄µ,dū, sū).

The decay can then be described through an effective local four-fermion Hamiltonian,

Heff =
GF√

2
[ēγα(1− γ5)νe] [ν̄µγα(1− γ5)µ] , (13)

where
GF√

2
=

g2

8M2
W

=
1

2v2
(14)
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is called the Fermi coupling constant. GF is fixed by the total decay width,

1

τµ
= Γ[µ− → e−ν̄eνµ(γ)] =

G2
Fm

5
µ

192π3
(1 + δRC) f(m2

e/m
2
µ), (15)

where f(x) = 1− 8x+ 8x3 − x4 − 12x2 lnx , and

1 + δRC =

[
1 +

α

2π

(
25

4
− π2

)] [
1 +

3

5

m2
µ

M2
W

− 2
m2

e

M2
W

]
+ · · · (16)

contains the radiative higher-order corrections, which are known to O(α2) [14–16]. The measured life-
time [17], τµ = (2.196 980 3± 0.000 002 2)× 10−6 s, implies the value

GF = (1.166 378 8± 0.000 000 7)× 10−5 GeV−2 ≈ 1

(293 GeV)2
. (17)

The decays of the τ lepton proceed through the same W-exchange mechanism. The only differ-
ence is that several final states are kinematically allowed: τ− → ντe−ν̄e, τ− → ντµ

−ν̄µ, τ− → ντdū
and τ− → ντ sū. Owing to the universality of the W couplings, all these decay modes have equal ampli-
tudes (if final fermion masses and quantum chromodynamic (QCD) interactions are neglected), except
for an additionalNC |Vui|2 factor (i = d, s) in the semileptonic channels, whereNC = 3 is the number of
quark colours. Making trivial kinematic changes in Eq. (15), one easily gets the lowest-order prediction
for the total τ decay width:

1

ττ
≡ Γ(τ) ≈ Γ(µ)

(
mτ

mµ

)5 {
2 +NC

(
|Vud|2 + |Vus|2

)}
≈ 5

τµ

(
mτ

mµ

)5

, (18)

where we have used the CKM unitarity relation |Vud|2 + |Vus|2 = 1− |Vub|2 ≈ 1 (we will see later that
this is an excellent approximation). From the measured muon lifetime, one then has ττ ≈ 3.3× 10−13 s,
to be compared with the experimental value [13] τ exp

τ = (2.906 ± 0.010) × 10−13 s. The numerical
difference is due to the effect of QCD corrections, which enhance the hadronic τ decay width by about
20%. The size of these corrections has been accurately predicted in terms of the strong coupling [18],
allowing us to extract from τ decays one of the most precise determinations of αs [19].

In the SM, all lepton doublets have identical couplings to the W boson. Comparing the measured
decay widths of leptonic or semileptonic decays that only differ in the lepton flavour, one can test exper-
imentally that the W interaction is indeed the same, i.e. that ge = gµ = gτ ≡ g. As shown in Table 2,
the present data verify the universality of the leptonic charged-current couplings to the 0.2% level.

Table 2: Experimental determinations of the ratios g`/g`′ [13, 20–22].

Γτ→µ/Γτ→e Γπ→µ/Γπ→e ΓK→µ/ΓK→e ΓK→πµ/ΓK→πe ΓW→µ/ΓW→e

|gµ/ge| 1.0018 (14) 1.0021 (16) 0.998 (2) 1.001 (2) 0.991 (9)

Γτ→e/Γµ→e Γτ→π/Γπ→µ Γτ→K/ΓK→µ ΓW→τ/ΓW→µ
|gτ/gµ| 1.0007 (22) 0.992 (4) 0.982 (8) 1.032 (12)

Γτ→µ/Γµ→e ΓW→τ/ΓW→e

|gτ/ge| 1.0016 (21) 1.023 (11)
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4 Quark mixing
In order to measure the CKM matrix elements, one needs to study hadronic weak decays of the type
H → H′`−ν̄` or H → H′`+ν`, which are associated with the corresponding quark transitions dj →
ui `
−ν̄` and ui → dj `

+ν` (Fig. 3). Since quarks are confined within hadrons, the decay amplitude

T [H→ H′`−ν̄`] ≈
GF√

2
Vij 〈H′| ūi γµ(1− γ5) dj |H〉 [¯̀γµ(1− γ5)ν`] (19)

always involves a hadronic matrix element of the weak left current. The evaluation of this matrix element
is a non-perturbative QCD problem, which introduces unavoidable theoretical uncertainties.

W
+

W
+

c c

d , s d , s

e  ,+µ+

ν
e

ν
µ

,  u

d , s

_ _

Fig. 3: (left) Matrix elements Vij are measured in semileptonic decays, where a single quark current is present.
(right) Hadronic decays involve two different quark currents and are more affected by QCD effects (gluons can
couple everywhere).

One usually looks for a semileptonic transition where the matrix element can be fixed at some
kinematic point by a symmetry principle. This has the virtue of reducing the theoretical uncertainties
to the level of symmetry-breaking corrections and kinematic extrapolations. The standard example is a
0− → 0− decay such as K→ π`ν`, D→ K`ν` or B→ D`ν`. Only the vector current can contribute
in this case:

〈P ′(k′)| ūi γµ dj |P (k)〉 = CPP ′
{

(k + k′)µ f+(t) + (k − k′)µ f−(t)
}
. (20)

Here, CPP ′ is a Clebsch–Gordan factor and t = (k − k′)2 ≡ q2. The unknown strong dynamics is fully
contained in the form factors f±(t). In the limit of equal quark masses,mui = mdj , the divergence of the
vector current is zero; thus qµ [ūiγ

µdj ] = 0, which implies f−(t) = 0 and, moreover, f+(0) = 1 to all
orders in the strong coupling because the associated flavour charge is a conserved quantity.2 Therefore,
one only needs to estimate the corrections induced by the quark mass differences.

Since qµ[¯̀γµ(1−γ5)ν`] ∼ m`, the contribution of f−(t) is kinematically suppressed in the electron
and muon modes. The decay width can then be written as

Γ(P → P ′lν) =
G2
FM

5
P

192π3
|Vij |2 C2

PP ′ |f+(0)|2 I(1 + δRC), (21)

where δRC is an electroweak radiative correction factor and I denotes a phase-space integral, which in
the m` = 0 limit takes the form

I ≈
∫ (MP−MP ′ )

2

0

dt

M8
P

λ3/2(t,M2
P ,M

2
P ′)

∣∣∣∣
f+(t)

f+(0)

∣∣∣∣
2

. (22)

The usual procedure to determine |Vij | involves three steps:

1. Measure the shape of the t distribution. This fixes |f+(t)/f+(0)| and therefore determines I.
2This is completely analogous to the electromagnetic charge conservation in quantum electrodynamics (QED). The con-

servation of the electromagnetic current implies that the proton electromagnetic form factor does not get any QED or QCD
correction at q2 = 0 and, therefore, Q(p) = 2Q(u) + Q(d) = |Q(e)|. A detailed proof can be found in [23].
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2. Measure the total decay width Γ. Since GF is already known from µ decay, one then gets an
experimental value for the product |f+(0)Vij |.

3. Get a theoretical prediction for f+(0).

It is important to realize that theoretical input is always needed. Thus, the accuracy of the |Vij | determi-
nation is limited by our ability to calculate the relevant hadronic parameters.

4.1 Determination of |Vud| and |Vus|
The conservation of the vector QCD currents in the massless quark limit allows for precise determinations
of the light-quark mixings. The most accurate measurement of Vud is done with super-allowed nuclear
beta decays of the Fermi type (0+ → 0+), where the nuclear matrix element 〈N ′|ūγµd|N〉 can be fixed
by vector-current conservation. The CKM factor is obtained through the relation [24, 25],

|Vud|2 =
π3 ln 2

ftG2
Fm

5
e (1 + δRC)

=
(2984.48± 0.05) s
ft (1 + δRC)

, (23)

where ft denotes the product of a phase-space statistical decay-rate factor and the measured half-life. In
order to obtain |Vud|, one needs to perform a careful analysis of radiative corrections, including elec-
troweak contributions, nuclear-structure corrections and isospin-violating nuclear effects. These nuclear-
dependent corrections are quite large, δRC ∼ 3–4%, and have a crucial role in bringing the results
from different nuclei into good agreement. The weighted average of the 20 most precise determinations
yields [26]

|Vud| = 0.974 25± 0.000 22. (24)

A nuclear-physics-independent determination can be obtained from neutron decay, n → p e−ν̄e.
The axial current also contributes in this case; therefore, one needs to use the experimental value of
the axial-current matrix element at q2 = 0, 〈p | ūγµγ5d | n〉 = GA p̄γµn. The present world averages,
gA ≡ GA/GV = −1.2701± 0.0025 and τn = (881.5± 1.5) s, imply [13, 24, 25]

|Vud| =

{
(4908.7± 1.9) s
τn (1 + 3g2

A)

}1/2

= 0.9765± 0.0018 , (25)

which is larger but less precise than the value in (24).

The experimental determination of the neutron lifetime is controversial. The most precise mea-
surement, τn = (878.5± 0.8) s [27], disagrees by 6σ from the 2010 PDG average τn = (885.7± 0.8) s
[13], from which it was excluded. Since a more recent experiment [28] finds a mean life closer to the
value given in [27], both results have been included in the 2011 PDG average, enlarging the error with
a scale factor of 2.7 to account for the discrepancies. Including only the three most recent measure-
ments [27–29] leads to τn = (879.1±1.2) s; this implies |Vud| = 0.9779±0.0017, which is 2.1σ larger
than the value in (24). Small inconsistencies are also present in the gA measurements, with the most
recent experiments [30] favouring slightly larger values of |gA|. Better measurements of gA and τn are
needed.

The pion beta decay π+ → π0e+νe offers a cleaner way to measure |Vud|. It is a pure vector
transition, with very small theoretical uncertainties. At q2 = 0, the hadronic matrix element does not
receive isospin-breaking contributions of first order in md − mu, i.e. f+(0) = 1 + O[(md − mu)2]
[31]. The small available phase space makes it possible to control the form factor theoretically with
high accuracy over the entire kinematic domain [32]; unfortunately, it also implies a very suppressed
branching fraction. From the present experimental value [33], Br(π+ → π0e+νe) = (1.040± 0.006)×
10−8, one gets |Vud| = 0.9741±0.0002th±0.0026exp [34]. A 10-fold improvement of the experimental
accuracy would be needed to get a determination competitive with (24).
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The classic determination of |Vus| takes advantage of the theoretically well-understood K`3 de-
cays. The most recent high-statistics experiments have resulted in significant shifts in the branching
fractions and improved precision for all of the experimental inputs [13]. Supplemented with theoreti-
cal calculations of electromagnetic and isospin corrections [35, 36], they allow us to extract the product
|Vus f+(0)| = 0.2163 ± 0.0005 [22], with f+(0) = 1 + O[(ms −mu)2] the vector form factor of the
K0 → π−`+ν` decay [31, 37]. The exact value of f+(0) has been thoroughly investigated since the
first precise estimate by Leutwyler and Roos [38], f+(0) = 0.961 ± 0.008. While analytical calcula-
tions based on chiral perturbation theory obtain higher values [39, 40], as a consequence of including
the large and positive (∼ 0.01) two-loop chiral corrections [41], the lattice results [42] tend to agree with
the Leutwyler–Roos estimate. Taking as reference value the most recent and precise lattice result [43],
f+(0) = 0.960± 0.006, one obtains [44]

|Vus| = 0.2255± 0.0005exp ± 0.0012th . (26)

Information on Vus can also be obtained [22, 45] from the ratio of radiative inclusive decay rates
Γ[K → µν(γ)]/Γ[π → µν(γ)]. With a careful treatment of electromagnetic and isospin-violating
corrections, one extracts |Vus/Vud| |FK/Fπ| = 0.2763 ± 0.0005 [46]. Taking for the ratio of meson
decay constants the lattice average FK/Fπ = 1.193± 0.006 [42], one gets [46]

|Vus|
|Vud|

= 0.2316± 0.0012 . (27)

With the value of |Vud| in Eq. (24), this implies |Vus| = 0.2256± 0.0012.

Hyperon decays are also sensitive to Vus [47]. Unfortunately, in weak baryon decays the theoreti-
cal control on SU(3)-breaking corrections is not as good as for the meson case. A conservative estimate
of these effects leads to the result |Vus| = 0.226± 0.005 [48].

The accuracy of all previous determinations is limited by theoretical uncertainties. The separate
measurement of the inclusive |∆S| = 0 and |∆S| = 1 tau decay widths provides a very clean observable
to measure |Vus| directly [49, 50], because SU(3)-breaking corrections are suppressed by two powers
of the τ mass. The present τ decay data imply |Vus| = 0.2166 ± 0.0019exp ± 0.0005th [50], the error
being dominated by the experimental uncertainties. The central value has been shifted down by the
inclusion of the most recent BABAR and BELLE measurements, which find branching ratios smaller
than the previous world averages [13]. More precise data are needed to clarify this worrisome effect. If
the strangeness-changing τ decay width is measured with a 1% precision, the resulting Vus uncertainty
will get reduced to around 0.6%, i.e. ±0.0013.

4.2 Determination of |Vcb| and |Vub|
In the limit of very heavy quark masses, QCD has additional flavour and spin symmetries [51–54], which
can be used to make rather precise determinations of |Vcb|, either from exclusive decays [55,56] or from
the inclusive analysis of b→ c`ν̄` transitions.

When mb � ΛQCD, all form factors characterizing the decays B→ D`ν̄` and B→ D∗`ν̄` reduce
to a single function [51], which depends on the product of the four-velocities of the two mesons, w ≡
vB · vD(∗) = (M2

B + M2
D(∗) − q2)/(2MBMD(∗)). Heavy-quark symmetry determines the normalization

of the rate at w = 1, the maximum momentum transfer to the leptons, because the corresponding vector
current is conserved in the limit of equal B and D(∗) velocities. The B → D∗ mode has the additional
advantage that corrections to the infinite-mass limit are of second order in 1/mb − 1/mc at zero recoil
(w = 1) [56]. The exclusive determination of |Vcb| is obtained from an extrapolation of the measured
spectrum to w = 1. From B → D∗`ν̄` data one gets |Vcb| F(1) = (36.04 ± 0.52) × 10−3, while
the measured B → D`ν̄` distribution results in |Vcb| G(1) = (42.3 ± 0.7 ± 1.3) × 10−3 [57]. Lattice
simulations are used to estimate the deviations from unity of the two form factors at w = 1; the most
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recent results are F(1) = 0.908± 0.017 [58] and G(1) = 1.074± 0.018± 0.016 [59]. A smaller value
F(1) = 0.86± 0.03 is obtained from zero-recoil sum rules [60]. Adopting the lattice estimates, one gets

|Vcb| =

{
(39.7± 0.9)× 10−3 (B→ D∗`ν̄`)

(39.4± 1.6)× 10−3 (B→ D`ν̄`)
= (39.6± 0.8)× 10−3. (28)

The inclusive determination uses the operator product expansion [61, 62] to express the total b→
c`ν̄` rate and moments of the differential energy and invariant-mass spectra in a double expansion in
powers of αs and 1/mb [63–67], which includes terms of O(1/m3

b) and has recently been upgraded
to a complete O(α2

s) calculation [68]. The non-perturbative matrix elements of the corresponding local
operators are obtained from a global fit to experimental moments of inclusive B→ Xc ` ν̄` (lepton energy
and hadronic invariant mass) and B → Xsγ (photon energy spectrum) observables. The combination of
66 different measurements results in [57]

|Vcb| = (41.85± 0.73)× 10−3 . (29)

At present there is a 2.1σ discrepancy between the exclusive and inclusive determinations. Follow-
ing the PDG prescription [13], we average both values by scaling the error by

√
χ2/dof = 2.1 (where

dof denotes the number of degrees of freedom):

|Vcb| = (40.8± 1.1)× 10−3 . (30)

A similar disagreement is observed for the analogous |Vub| determinations. The presence of a
light quark makes it more difficult to control the theoretical uncertainties. Exclusive B → π`ν` decays
involve a non-perturbative form factor f+(t), which is estimated through light-cone sum rules [69–71] or
lattice simulations [72,73]. The inclusive measurement requires the use of stringent experimental cuts to
suppress the b→ Xc`ν` background; this induces large errors in the theoretical predictions [34, 74–81],
which become sensitive to non-perturbative shape functions and depend much more strongly onmb. The
PDG quotes the value [13]

|Vub| =

{
(3.38± 0.36)× 10−3 (B→ π`ν̄`)

(4.27± 0.38)× 10−3 (B→ Xu`ν̄`)
= (3.89± 0.44)× 10−3, (31)

where the average includes an error scaling factor
√
χ2/dof = 1.62.

4.3 Determination of the charm and top CKM elements
The analytic control of theoretical uncertainties is more difficult in semileptonic charm decays, because
the symmetry arguments associated with the light- and heavy-quark limits get corrected by sizeable
symmetry-breaking effects. The magnitudes of |Vcd| and |Vcs| can be extracted from D → π`ν` and
D → K`ν` decays. Using the lattice determination of fD→π/K

+ (0) [82, 83], the CLEO-c [84] measure-
ments of these decays imply [85]

|Vcd| = 0.234± 0.026 , |Vcs| = 0.963± 0.026 , (32)

where the errors are dominated by lattice uncertainties.

The most precise determination of |Vcd| is based on neutrino and antineutrino interactions. The
difference of the ratio of double-muon to single-muon production by neutrino and antineutrino beams is
proportional to the charm cross-section off valence d quarks and, therefore, to |Vcd| times the average
semileptonic branching ratio of charm mesons. Averaging data from several experiments, the PDG
quotes [13]

|Vcd| = 0.230± 0.011 . (33)
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The analogous determination of |Vcs| from νs → cX suffers from the uncertainty of the s-quark sea
content.

The top quark has only been seen decaying into bottom. From the ratio of branching fractions,
Br(t→Wb)/Br(t→Wq), one determines [86, 87]

|Vtb|√∑
q |Vtq|2

> 0.89 (95% CL), (34)

where q = b, s, d. A more direct determination of |Vtb| can be obtained from the single top-quark
production cross-section, measured by D0 [88] and CDF [89]:

|Vtb| = 0.88± 0.07. (35)

4.4 Structure of the CKM matrix
Using the previous determinations of CKM elements, we can check the unitarity of the quark-mixing
matrix. The most precise test involves the elements of the first row:

|Vud|2 + |Vus|2 + |Vub|2 = 1.0000± 0.0007 , (36)

where we have taken as reference values the determinations in Eqs. (24), (26) and (31). Radiative cor-
rections play a crucial role at the quoted level of uncertainty, while the |Vub|2 contribution is negligible.

The ratio of the total hadronic decay width of the W to the leptonic one provides the sum [90, 91]
∑

j= d,s,b

(|Vuj |2 + |Vcj |2) = 2.002± 0.027 . (37)

Although much less precise than Eq. (36), this result tests unitarity at the 1.3% level. From Eq. (37) one
can also obtain a tighter determination of |Vcs|, using the experimental knowledge on the other CKM
matrix elements, i.e. |Vud|2 + |Vus|2 + |Vub|2 + |Vcd|2 + |Vcb|2 = 1.0546± 0.0051 . This gives

|Vcs| = 0.973± 0.014 , (38)

which is more accurate than the direct determination in Eq. (32).

The measured entries of the CKM matrix show a hierarchical pattern, with the diagonal elements
being very close to unity, those connecting the first two generations having a size

λ ≈ |Vus| = 0.2255± 0.0013 , (39)

the mixing between the second and third families being of order λ2, and the mixing between the first and
third quark generations having a much smaller size of about λ3. It is then quite practicable to use the
approximate parametrization [92]:

V =




1− 1
2λ

2 λ Aλ3(ρ− iη)

−λ 1− 1
2λ

2 Aλ2

Aλ3(1− ρ− iη) −Aλ2 1


 + O

(
λ4
)
, (40)

where

A ≈ |Vcb|
λ2

= 0.802± 0.024 ,
√
ρ2 + η2 ≈

∣∣∣∣
Vub

λVcb

∣∣∣∣ = 0.423± 0.049 . (41)

Defining to all orders in λ [93] s12 ≡ λ, s23 ≡ Aλ2 and s13 e−iδ13 ≡ Aλ3(ρ − iη), Eq. (40) just
corresponds to a Taylor expansion of Eq. (11) in powers of λ.

10

A. PICH

128



5 Meson–antimeson mixing
Additional information on the CKM parameters can be obtained from flavour-changing neutral-current
transitions, occurring at the one-loop level. An important example is provided by the mixing between
the B0 meson and its antiparticle. This process occurs through the box diagrams shown in Fig. 4, where
two W bosons are exchanged between a pair of quark lines. The mixing amplitude is proportional to

〈B̄0
d|H∆B=2|B0〉 ∼

∑

ij

VidV
∗
ibVjdV

∗
jb S(ri, rj) ∼ V2

td S(rt, rt), (42)

where S(ri, rj) is a loop function [94] that depends on the masses (ri ≡ m2
i /M

2
W) of the up-type

quarks running along the internal fermionic lines. Owing to the unitarity of the CKM matrix, the mix-
ing vanishes for equal (up-type) quark masses (GIM mechanism [7]); thus the effect is proportional to
the mass splittings between the u, c and t quarks. Since the different CKM factors have all a similar
size, VudV

∗
ub ∼ VcdV

∗
cb ∼ VtdV

∗
tb ∼ Aλ3, the final amplitude is completely dominated by the top

contribution. This transition can then be used to perform an indirect determination of Vtd.

q bu, c, t

qb u, c, t

W

Wq b

W qb

u, c, t u, c, tW

Fig. 4: Box diagrams contributing to B0–B̄0 mixing.

Note that this determination has a qualitatively different character than those obtained before from
tree-level weak decays. Now, we are going to test the structure of the electroweak theory at the quantum
level. This flavour-changing transition could then be sensitive to contributions from new physics at higher
energy scales. Moreover, the mixing amplitude crucially depends on the unitarity of the CKM matrix.
Without the GIM mechanism embodied in the CKM mixing structure, the calculation of the analogous
K0 → K̄0 transition (replace the b quark by a s in the box diagrams) would have failed to explain the
observed K0–K̄0 mixing by several orders of magnitude [95].

5.1 General Formalism
Since weak interactions can transform a P 0 state (P = K, D, B) into its antiparticle P̄ 0, these flavour
eigenstates are not mass eigenstates and do not follow an exponential decay law. Let us consider an
arbitrary mixture of the two flavour states,

|ψ(t)〉 = a(t) |P 0〉+ b(t) |P̄ 0〉 ≡
(
a(t)
b(t)

)
, (43)

with the time evolution
i

d

dt
|ψ(t)〉 = M|ψ(t)〉 . (44)

Assuming CPT symmetry to hold, the 2× 2 mixing matrix can be written as

M =

(
M M12

M∗12 M

)
− i

2

(
Γ Γ12

Γ∗12 Γ

)
. (45)

The diagonal elements M and Γ are real parameters, which would correspond to the mass and width
of the neutral mesons in the absence of mixing. The off-diagonal entries contain the dispersive and
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absorptive parts of the ∆P = 2 transition amplitude. If CP were an exact symmetry, M12 and Γ12

would also be real. The physical eigenstates ofM are

|P∓〉 =
1√

|p|2 + |q|2
[
p |P 0〉 ∓ q |P̄ 0〉

]
, (46)

with
q

p
≡ 1− ε̄

1 + ε̄
=

(
M∗12 − 1

2 iΓ∗12

M12 − 1
2 iΓ12

)1/2

. (47)

If M12 and Γ12 were real, then q/p = 1 and |B∓〉 would correspond to the CP-even and CP-odd states
(we use the phase convention3 CP|P 0〉 = −|P̄ 0〉)

|P1,2〉 ≡
1√
2

(|P 0〉 ∓ |P̄ 0〉), CP |P1,2〉 = ±|P1,2〉. (48)

The two mass eigenstates are no longer orthogonal when CP is violated:

〈P−|P+〉 =
|p|2 − |q|2
|p|2 + |q|2 =

2 Re(ε̄)

(1 + |ε̄|2)
. (49)

The time evolution of a state that was originally produced as a P 0 or a P̄ 0 is given by

(
|P 0(t)〉
|P̄ 0(t)〉

)
=

(
g1(t) (q/p)g2(t)

(p/q)g2(t) g1(t)

) (
|P 0〉
|P̄ 0〉

)
, (50)

where (
g1(t)
g2(t)

)
= e−iMt e−Γt/2

(
cos [(∆M − 1

2 i∆Γ)t/2]

−i sin [(∆M − 1
2 i∆Γ)t/2]

)
, (51)

with
∆M ≡MP+ −MP− , ∆Γ ≡ ΓP+ − ΓP− . (52)

5.2 Experimental measurements
The main difference between the K0–K̄0 and B0–B̄0 systems stems from the different kinematics in-
volved. The light kaon mass only allows the hadronic decay modes K0 → 2π and K0 → 3π. Since
CP|ππ〉 = +|ππ〉, the CP-even kaon state decays into 2π whereas the CP-odd one decays into the
phase-space-suppressed 3π mode. Therefore, there is a large lifetime difference and we have a short-
lived |KS〉 ≡ |K−〉 ≈ |K1〉 + ε̄K|K2〉 and a long-lived |KL〉 ≡ |K+〉 ≈ |K2〉 + ε̄K|K1〉 kaon, with
ΓKL � ΓKS . One finds experimentally that ∆ΓK0 ≈ −ΓKS ≈ −2∆MK0 [13]:

∆MK0 = (0.5292± 0.0009)× 1010 s−1, ∆ΓK0 = −(1.1150± 0.0006)× 1010 s−1. (53)

In the B system, there are many open decay channels and a large part of them are common to
both mass eigenstates. Therefore, the |B∓〉 states have a similar lifetime; i.e. |∆ΓB0 | � ΓB0 . Moreover,
whereas the B0–B̄0 transition is dominated by the top box diagram, the decay amplitudes obviously
get their main contribution from the b → c process. Thus, |∆ΓB0/∆MB0 | ∼ m2

b/m
2
t � 1. To

measure the mixing transition experimentally requires the identification of the B-meson flavour at both
3Since flavour is conserved by strong interactions, there is some freedom in defining the phases of flavour eigenstates. One

could use |P 0
ζ 〉 ≡ e−iζ |P 0〉 and |P̄ 0

ζ 〉 ≡ eiζ |P̄ 0〉, which satisfy CP |P 0
ζ 〉 = −e−2iζ |P̄ 0

ζ 〉. The two bases are trivially related:
Mζ

12 = e2iζM12, Γζ12 = e2iζΓ12 and (q/p)ζ = e−2iζ(q/p). Thus, q/p 6= 1 does not necessarily imply CP-violation. CP
is violated if |q/p| 6= 1; i.e. Re(ε̄) 6= 0 and 〈P−|P+〉 6= 0. Note that 〈P−|P+〉ζ = 〈P−|P+〉. Another phase-convention-
independent quantity is (q/p) (Āf/Af ), where Af ≡ A(P 0→f) and Āf ≡ −A(P̄ 0→f), for any final state f .
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its production and decay time. This can be done through flavour-specific decays such as B0 → X`+ν`
and B̄0 → X`−ν̄`. In general, mixing is measured by studying pairs of B mesons so that one B can be
used to tag the initial flavour of the other meson. For instance, in e+e− machines, one can look into the
pair production process e+e− → B0B̄0 → (X`ν`) (Y`ν`). In the absence of mixing, the final leptons
should have opposite charges; the amount of like-sign leptons is then a clear signature of meson mixing.

Evidence for a large B0
d–B̄0

d mixing was first reported in 1987 by ARGUS [96]. This provided
the first indication that the top quark was very heavy. Since then, many experiments have analysed the
mixing probability. The present world-average value is [13, 57]:

∆MB0
d

= (0.507± 0.004)× 1012 s−1, xB0
d
≡

∆MB0
d

ΓB0
d

= 0.771± 0.008. (54)

The first direct evidence of B0
s –B̄0

s oscillations was obtained by CDF [97]. The large measured mass
difference reflects the CKM hierarchy |Vts|2 � |Vtd|2, implying very fast oscillations [13, 57]:

∆MB0
s

= (17.77± 0.12)× 1012 s−1, xB0
s
≡

∆MB0
s

ΓB0
s

= 26.2± 0.5. (55)

A more precise but still preliminary value, ∆MB0
s

= (17.725± 0.041± 0.026) ps−1, has recently been
obtained by LHCb [98] using the flavour-specific decays B0

s → D−s π
+ and B̄0

s → D+
s π
−.

Evidence of mixing has also been obtained in the D0–D̄0 system. The present world averages [57],

xD0 ≡
∆MD0

ΓD0

= −(0.63 +0.19
−0.20)%, yD0 ≡

∆ΓD0

2ΓD0

= −(0.75± 0.12)%, (56)

confirm the SM expectation of a very slow oscillation, compared with the decay rate.

5.3 Mixing constraints on the CKM matrix
Long-distance contributions arising from intermediate hadronic states completely dominate the D0–D̄0

mixing amplitude and are very sizeable in the K0–K̄0 case, making it difficult to extract useful infor-
mation on the CKM matrix. The situation is much better for B0 mesons, owing to the dominance of
the short-distance top contribution, which is known to next-to-leading-order (NLO) in the strong cou-
pling [99,100]. The main uncertainty stems from the hadronic matrix element of the ∆B = 2 four-quark
operator

〈B̄0 | (b̄γµ(1− γ5)d) (b̄γµ(1− γ5)d) |B0〉 ≡ 8
3 M

2
B ξ

2
B, (57)

which is characterized through the non-perturbative parameter [101] ξB(µ) ≡
√

2 fB

√
BB(µ). Present

lattice calculations obtain the ranges [102] ξ̂Bd
= (216 ± 15) MeV, ξ̂Bs = (266 ± 18) MeV and

ξ̂Bs/ξ̂Bd
= 1.258 ± 0.033, where ξ̂B ≈ αs(µ)−3/23ξB(µ) is the corresponding renormalization-group-

invariant quantity. Using these values, the measured mixings in (54) and (55) imply

|V∗tbVtd| = 0.0084± 0.0006 , |V∗tbVts| = 0.040± 0.003 ,
|Vtd|
|Vts|

= 0.214± 0.006 . (58)

The last number takes advantage of the smaller uncertainty in the ratio ξ̂Bs/ξ̂Bd
. Since |Vtb| ≈ 1,

B0
d,s mixing provides indirect determinations of |Vtd| and |Vts|. The resulting value of |Vts| is in per-

fect agreement with Eq. (30), satisfying the unitarity constraint |Vts| ≈ |Vcb|. In terms of the (ρ, η)
parametrization of Eq. (40), one obtains

√
(1− ρ)2 + η2 =





∣∣∣∣
Vtd

λVcb

∣∣∣∣ = 0.91± 0.07,

∣∣∣∣
Vtd

λVts

∣∣∣∣ = 0.95± 0.03.

(59)

The uncertainties in all these determinations are dominated by the theoretical errors on the hadronic
matrix elements. Therefore, they are not improved by the recent precise LHCb measurement of ∆MB0

s
.
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6 CP-violation
While parity and charge conjugation are violated by the weak interactions in a maximal way, the prod-
uct of the two discrete transformations is still a good symmetry of the gauge interactions (left-handed
fermions←→ right-handed antifermions). In fact, CP appears to be a symmetry of nearly all observed
phenomena. However, a slight violation of the CP symmetry at the level of 0.2% is observed in the
neutral kaon system and more sizeable signals of CP-violation have been established at the B factories.
Moreover, the huge matter–antimatter asymmetry present in our Universe is a clear manifestation of
CP-violation and its important role in the primordial baryogenesis.

The CPT theorem guarantees that the product of the three discrete transformations is an exact
symmetry of any local and Lorentz-invariant quantum field theory preserving microcausality. A violation
of CP thus requires a corresponding violation of time reversal. Since T is an anti-unitary transformation,
this requires the presence of relatively complex phases between different interfering amplitudes.

The electroweak SM Lagrangian only contains a single complex phase δ13 (η). This is the sole
possible source of CP-violation and, therefore, the SM predictions for CP-violating phenomena are quite
constrained. The CKM mechanism requires several necessary conditions in order to generate an observ-
able CP-violation effect. With only two fermion generations, the quark-mixing mechanism cannot give
rise to CP-violation; therefore, for CP-violation to occur in a particular process, all three generations
are required to play an active role. In the kaon system, for instance, CP-violation can only appear at the
one-loop level, where the top quark is present. In addition, all CKM matrix elements must be non-zero
and the quarks of a given charge must be non-degenerate in mass. If any of these conditions were not
satisfied, the CKM phase could be rotated away by a redefinition of the quark fields. CP-violation ef-
fects are then necessarily proportional to the product of all CKM angles, and should vanish in the limit
where any two (equal-charge) quark masses are taken to be equal. All these necessary conditions can be
summarized as a single requirement on the original quark mass matrices M′u and M′d [103]:

CP violation ⇐⇒ Im{det[M′uM
′†
u ,M

′
dM

′†
d ]} 6= 0. (60)

Without performing any detailed calculation, one can make the following general statements on
the implications of the CKM mechanism of CP-violation:

– Owing to unitarity, for any choice of i, j, k, l (between 1 and 3),

Im[VijV
∗
ikVlkV

∗
lj ] = J

3∑

m,n=1

εilmεjkn, (61)

J = c12c23c
2
13s12s23s13 sin δ13 ≈ A2λ6η < 10−4 . (62)

Any CP-violation observable involves the product J [103]. Thus, violations of the CP symmetry
are necessarily small.

– In order to have sizeable CP-violating asymmetries A ≡ (Γ − Γ)/(Γ + Γ), one should look for
very suppressed decays, where the decay widths already involve small CKM matrix elements.

– In the SM, CP-violation is a low-energy phenomenon, in the sense that any effect should disappear
when the quark mass difference mc −mu becomes negligible.

– B decays are the optimal place for CP-violation signals to show up. They involve small CKM
matrix elements and are the lowest-mass processes where the three quark generations play a direct
(tree-level) role.

The SM mechanism of CP-violation is based on the unitarity of the CKM matrix. Testing the
constraints implied by unitarity is then a way to test the source of CP-violation. The unitarity tests in
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Fig. 5: Experimental constraints on the SM unitarity triangle [104].

Eqs. (36) and (37) involve only the moduli of the CKM parameters, while CP-violation has to do with
their phases. More interesting are the off-diagonal unitarity conditions:

V∗udVus + V∗cdVcs + V∗tdVts = 0 ,

V∗usVub + V∗csVcb + V∗tsVtb = 0 , (63)

V∗ubVud + V∗cbVcd + V∗tbVtd = 0 .

These relations can be visualized by triangles in a complex plane that, owing to Eq. (61), have the same
area |J |/2. In the absence of CP-violation, these triangles would degenerate into segments along the
real axis.

In the first two triangles, one side is much shorter than the other two (the Cabibbo suppression
factors of the three sides are λ, λ and λ5 in the first triangle, and λ4, λ2 and λ2 in the second one). This
is why CP effects are so small for K mesons (first triangle), and why certain asymmetries in Bs decays
are predicted to be tiny (second triangle). The third triangle looks more interesting, since the three sides
have a similar size of about λ3. They are small, which means that the relevant b-decay branching ratios
are small, but once enough B mesons have been produced, the CP-violation asymmetries are sizeable.
The present experimental constraints on this triangle are shown in Fig. 5, where it has been scaled by
dividing its sides by V∗cbVcd. This aligns one side of the triangle along the real axis and makes its length
equal to 1; the coordinates of the three vertices are then (0, 0), (1, 0) and (ρ̄, η̄) ≈ (1− λ2/2) (ρ, η).

We have already determined the sides of the unitarity triangle in Eqs. (41) and (59), through two
CP-conserving observables: |Vub/Vcb| and B0

d,s mixing. This gives the circular regions shown in Fig. 5,
centered at the vertices (0, 0) and (1, 0). Their overlap at η 6= 0 establishes that CP is violated (assuming
unitarity). More direct constraints on the parameter η can be obtained from CP-violating observables,
which provide sensitivity to the angles of the unitarity triangle (α+ β + γ = π):

α ≡ arg

[
−VtdV

∗
tb

VudV
∗
ub

]
, β ≡ arg

[
−VcdV

∗
cb

VtdV
∗
tb

]
, γ ≡ arg

[
−VudV

∗
ub

VcdV
∗
cb

]
. (64)

6.1 Indirect and direct CP-violation in the kaon system
Any observable CP-violation effect is generated by the interference between different amplitudes con-
tributing to the same physical transition. This interference can occur either through meson–antimeson
mixing or via final-state interactions, or by a combination of both effects.

The flavour-specific decays K0 → π−`+ν` and K̄0 → π+`−ν̄` provide a way to measure the
departure of the K0–K̄0 mixing parameter |p/q| from unity. In the SM, the decay amplitudes satisfy
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|A(K̄0 → π+`−ν̄`)| = |A(K0 → π−`+ν`)| and therefore

δL ≡
Γ(KL → π−`+ν`)− Γ(KL → π+`−ν̄`)
Γ(KL → π−`+ν`) + Γ(KL → π+l−ν̄`)

=
|p|2 − |q|2
|p|2 + |q|2 =

2 Re(ε̄K)

(1 + |ε̄K|2)
. (65)

The experimental measurement [13], δL = (3.32± 0.06)× 10−3, implies

Re(ε̄K) = (1.66± 0.03)× 10−3 , (66)

which establishes the presence of indirect CP-violation generated by the mixing amplitude.

If the flavour of the decaying meson P is known, any observed difference between the decay rate
Γ(P → f) and its CP conjugate Γ(P̄ → f̄) would indicate that CP is directly violated in the decay
amplitude. One could study, for instance, CP asymmetries in decays such as K± → π±π0 where the
pion charges identify the kaon flavour; no positive signal has been found in charged kaon decays. Since
at least two interfering contributions are needed, let us write the decay amplitudes as

A[P → f ] = M1 eiφ1 eiδ1 + M2 eiφ2 eiδ2 , A[P̄ → f̄ ] = M1 e−iφ1eiδ1 + M2 e−iφ2eiδ2 , (67)

where φi denote weak phases, δi strong final-state phases andMi the moduli of the matrix elements. The
rate asymmetry is given by

ACP
P→f ≡

Γ[P → f ]− Γ[P̄ → f̄ ]

Γ[P → f ] + Γ[P̄ → f̄ ]
=

−2M1M2 sin (φ1 − φ2) sin (δ1 − δ2)

|M1|2 + |M2|2 + 2M1M2 cos (φ1 − φ2) cos (δ1 − δ2)
. (68)

Thus, to generate a direct CP asymmetry one needs: (i) at least two interfering amplitudes, which
should be of comparable size in order to get a sizeable asymmetry; (ii) two different weak phases
[sin (φ1 − φ2) 6= 0]; and (iii) two different strong phases [sin (δ1 − δ2) 6= 0].

Direct CP-violation has been sought in decays of neutral kaons, where K0–K̄0 mixing is also
involved. Thus, both direct and indirect CP-violation need to be taken into account simultaneously. A
CP-violation signal is provided by the ratios:

η+− ≡
A(KL → π+π−)

A(KS → π+π−)
= εK + ε′K , η00 ≡

A(KL → π0π0)

A(KS → π0π0)
= εK − 2ε′K . (69)

The dominant effect from CP-violation in K0–K̄0 mixing is contained in εK, while ε′K accounts for
direct CP-violation in the decay amplitudes:

εK = ε̄K + iξ0, ε′K =
i√
2
ω (ξ2 − ξ0) , ω ≡ Re(A2)

Re(A0)
ei(δ2−δ0) , ξI ≡

Im(AI)

Re(AI)
. (70)

Here AI and δI are the decay amplitudes and strong phase shifts of isospin I = 0, 2 (these are the only
two values allowed by Bose symmetry for the final 2π state). Although ε′K is strongly suppressed by the
small ratio |ω| ≈ 1/22 [44], a non-zero value has been established through very accurate measurements,
demonstrating the existence of direct CP-violation in K decays [105–108]:

Re(ε′K/εK) =
1

3

(
1−

∣∣∣∣
η00
η+−

∣∣∣∣
)

= (16.8± 1.4)× 10−4 . (71)

In the SM the necessary weak phases are generated through the gluonic and electroweak penguin di-
agrams shown in Fig. 6, involving virtual up-type quarks of the three generations in the loop. These
short-distance contributions are known to NLO in the strong coupling [109, 110]. However, the the-
oretical prediction involves a delicate balance between the two isospin amplitudes and is sensitive to
long-distance and isospin-violating effects. Using chiral perturbation theory techniques [111–113], one
finds Re(ε′K/εK) = (19 +11

−9 )× 10−4 [44], in agreement with (71) but with a large uncertainty.
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Fig. 6: The ∆S = 1 penguin diagrams.

Since Re(ε′K/εK)� 1, the ratios η+− and η00 provide a measurement of εK = |εK| eiφε [13]:

|εK| = 1
3(2|η+− |+ |η00 |) = (2.228± 0.011)× 10−3, φε = (43.51± 0.05)◦ , (72)

in perfect agreement with the semileptonic asymmetry δL. In the SM, εK receives short-distance contri-
butions from box diagrams involving virtual top and charm quarks, which are proportional to

εK ∝
∑

i,j=c,t

ηij Im[VidV
∗
isVjdV

∗
js]S(ri, rj) ∝ A2λ6η̄{ηttA

2λ4(1− ρ̄) + Pc}. (73)

The first term shows the CKM dependence of the dominant top contribution, Pc accounts for the charm
corrections [114] and the short-distance QCD corrections ηij are known to NLO [99, 100, 115]. The
measured value of |εK| determines a hyperbolic constraint in the (ρ̄, η̄) plane, shown in Fig. 5, taking
into account the theoretical uncertainty in the hadronic matrix element of the ∆S = 2 operator [34, 44].

6.2 CP asymmetries in B decays
The semileptonic decays B0 → X−`+ν` and B̄0 → X+`−ν̄` provide the most direct way to measure the
amount of CP-violation in the B0–B̄0 mixing matrix, through

aqsl ≡
Γ(B̄0

q → X−`+ν`)− Γ(B0
q → X+l−ν̄`)

Γ(B̄0
q → X−`+ν`) + Γ(B0

q → X+l−ν̄`)
=
|p|4 − |q|4
|p|4 + |q|4 ≈ 4 Re(ε̄B0

q
)

≈ |Γ12|
|M12|

sinφq ≈
|∆ΓB0

q
|

|∆MB0
q
| tanφq. (74)

This asymmetry is expected to be tiny because |Γ12/M12| ∼ m2
b/m

2
t � 1. Moreover, there is an

additional GIM suppression in the relative mixing phase φq ≡ arg (−M12/Γ12) ∼ (m2
c − m2

u)/m2
b,

implying a value of |q/p| very close to 1. Therefore, aqsl could be very sensitive to new CP phases
contributing to φq. The present measurements give [13, 57]

Re(ε̄B0
d
) = (−0.1± 1.4)× 10−3, Re(ε̄B0

s
) = (−2.9± 1.5)× 10−3. (75)

The non-zero value of Re(ε̄B0
s
) originates in a recent D0 measurement [116] claiming the like-sign

dimuon charge asymmetry to be 3.9σ larger than the SM prediction [117, 118]. However, this is not
supported by the measured CP asymmetries in B0

s → J/ψφ [119–121] and B0
s → J/ψf0(980) [119],

which are in good agreement with the SM expectations.

The large B0–B̄0 mixing provides a different way to generate the required CP-violating interfer-
ence. There are quite a few non-leptonic final states that are reachable from both B0 and B̄0. For these
flavour non-specific decays, the B0 (or B̄0) can decay directly to the given final state f , or do it after the
meson has been changed to its antiparticle via the mixing process; i.e. there are two different amplitudes,
A(B0 → f) and A(B0 → B̄0 → f), corresponding to two possible decay paths. CP-violating effects
can then result from the interference of these two contributions.
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The time-dependent decay probabilities for the decay of a neutral B meson created at the time
t0 = 0 as a pure B0 (B̄0) into the final state f (f̄ ≡ CP f ) are

Γ[B0(t)→ f ] ∝ 1
2 e−ΓB0 t (|Af |2 + |Āf |2) {1 + Cf cos (∆MB0t)− Sf sin (∆MB0t)},

Γ[B̄0(t)→ f̄ ] ∝ 1
2 e−ΓB0 t (|Āf̄ |2 + |Af̄ |2) {1− Cf̄ cos (∆MB0t) + Sf̄ sin (∆MB0t)} , (76)

where the tiny ∆ΓB0 corrections have been neglected and we have introduced the notation

Af ≡ A[B0 → f ], Āf ≡ −A[B̄0 → f ], ρ̄f ≡ Āf/Af ,

Af̄ ≡ A[B0 → f̄ ], Āf̄ ≡ −A[B̄0 → f̄ ], ρf̄ ≡ Af̄/Āf̄ , (77)

Cf ≡
1− |ρ̄f |2
1 + |ρ̄f |2

, Sf ≡
2 Im((q/p)ρ̄f )

1 + |ρ̄f |2
, Cf̄ ≡ −

1− |ρf̄ |2
1 + |ρf̄ |2

, Sf̄ ≡
−2 Im((p/q)ρf̄ )

1 + |ρf̄ |2
.

CP invariance demands that the probabilities of CP-conjugate processes are identical. Thus, CP
conservation requires Af = Āf̄ , Af̄ = Āf , ρ̄f = ρf̄ and Im((q/p)ρ̄f ) = Im((p/q)ρf̄ ), i.e. Cf = −Cf̄
and Sf = −Sf̄ . Violation of any of the first three equalities would be a signal of direct CP-violation.
The fourth equality tests CP-violation generated by the interference of the direct decay B0 → f and the
mixing-induced decay B0 → B̄0 → f .

For B0 mesons
q

p

∣∣∣∣
B0

q

≈
√
M∗12

M12
≈

V∗tbVtq

VtbV
∗
tq

≡ e−2iϕMq , (78)

where ϕMd = β + O(λ4) and ϕMs = −βs + O(λ6). The angle β is defined in Eq. (64), while βs ≡
arg [−(VtsV

∗
tb)/(VcsV

∗
cb)] = λ2η +O(λ4) is the equivalent angle in the B0

s unitarity triangle, which is
predicted to be tiny. Therefore, the mixing ratio q/p is given by a known weak phase.

An obvious example of final states f that can be reached from both the B0 and the B̄0 are CP
eigenstates; i.e. states such that f̄ = ζff (ζf = ±1). In this case, Af̄ = ζfAf , Āf̄ = ζf Āf , ρf̄ = 1/ρ̄f ,
Cf̄ = Cf and Sf̄ = Sf . A non-zero value of Cf or Sf then signals CP-violation. The ratios ρ̄f and ρf̄
depend in general on the underlying strong dynamics. However, for CP self-conjugate final states, all
dependence on the strong interaction disappears if only one weak amplitude contributes to the B0 → f
and B̄0 → f transitions [122, 123]. In this case, we can write the decay amplitude as Af = MeiϕDeiδs ,
with M = M∗ and ϕD and δs weak and strong phases. The ratios ρ̄f and ρf̄ are then given by

ρf̄ = ρ̄∗f = ζf e
2iϕD . (79)

The modulus M and the unwanted strong phase cancel out completely from these two ratios; ρf̄ and
ρ̄f simplify to a single weak phase, associated with the underlying weak quark transition. Since |ρf̄ | =
|ρ̄f | = 1, the time-dependent decay probabilities become much simpler. In particular, Cf = 0 and there
is no longer any dependence on cos (∆MB0t). Moreover, the coefficients of the sinusoidal terms are then
fully known in terms of CKM mixing angles only: Sf = Sf̄ = −ζf sin [2(ϕMq + ϕD)] ≡ −ζf sin (2Φ).
In this ideal case, the time-dependent CP-violating decay asymmetry

Γ[B̄0(t)→ f̄ ]− Γ[B0(t)→ f ]

Γ[B̄0(t)→ f̄ ] + Γ[B0(t)→ f ]
= −ζf sin (2Φ) sin (∆MB0t) (80)

provides a direct and clean measurement of the CKM parameters [124].

When several decay amplitudes with different phases contribute, |ρ̄f | 6= 1 and the interference
term will depend both on CKM parameters and on the strong dynamics embodied in ρ̄f . The leading
contributions to b̄→ q̄′q′q̄ are either the tree-level W exchange or penguin topologies generated by gluon
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Table 3: CKM factors and relevant angle Φ for some B decays into CP eigenstates.

Decay Tree-level CKM Penguin CKM Exclusive channels Φ

b̄→ c̄cs̄ Aλ2 −Aλ2 B0
d → J/ψKS , J/ψKL β

B0
s → D+

s D−s , J/ψφ −βs
b̄→ s̄ss̄ −Aλ2 B0

d → KSφ,KLφ β

B0
s → φφ −βs

b̄→ d̄ds̄ −Aλ2 B0
s → KSKS ,KLKL −βs

b̄→ c̄cd̄ −Aλ3 Aλ3(1− ρ− iη) B0
d → D+D−, J/ψπ0 ≈ β

B0
s → J/ψKS , J/ψKL ≈ −βs

b̄→ ūud̄ Aλ3(ρ+ iη) Aλ3(1− ρ− iη) B0
d → π+π−, ρ0π0, ωπ0 ≈ β + γ

B0
s → ρ0KS,L, ωKS,L, π

0KS,L 6= γ − βs
b̄→ s̄sd̄ Aλ3(1− ρ− iη) B0

d → KSKS ,KLKL, φπ
0 0

B0
s → KSφ,KLφ −β − βs

(γ,Z) exchange. Although of higher order in the strong (electroweak) coupling, penguin amplitudes are
logarithmically enhanced by the virtual W loop and are potentially competitive. Table 3 contains the
CKM factors associated with the two topologies for different B decay modes into CP eigenstates.

The gold-plated decay mode is B0
d → J/ψKS . In addition to having a clean experimental sig-

nature, the two topologies have the same (zero) weak phase. The CP asymmetry then provides a clean
measurement of the mixing angle β, without strong-interaction uncertainties. Fig. 7 shows the most re-
cent BELLE measurement [125] of time-dependent b̄ → cc̄s̄ asymmetries for CP-odd (B0

d → J/ψKS ,
B0

d → ψ′KS , B0
d → χc1KS) and CP-even (B0

d → J/ψKL) final states. A very nice oscillation is man-
ifest, with opposite signs for the two different choices of ζf = ±1. Including the information obtained
from other b̄→ cc̄s̄ decays, one gets the world average [57]

sin (2β) = 0.68± 0.02. (81)

Fitting an additional cos (∆MB0t) term in the measured asymmetries results in Cf = 0.013 ± 0.017
[57], confirming the expected null result. An independent measurement of sin 2β can be obtained from
b̄ → ss̄s̄ and b̄ → dd̄s̄ decays, which only receive penguin contributions and, therefore, could be more
sensitive to new-physics corrections in the loop diagram. These modes give sin (2β) = 0.64±0.04 [57],
in perfect agreement with (81).

Eq. (81) determines the angle β up to a four-fold ambiguity. The time-dependent analysis of the
angular B0

d → J/ψK∗0 distribution and the Dalitz plot of B0
d → D̄0h

0 decays (h0 = π0, η, ω) allows
us to resolve the β ←→ 1

2π − β ambiguity (but not the β ←→ π + β), showing that negative cos (2β)
solutions are very unlikely [126,127]. The result fits nicely with all previous unitarity triangle constraints
in Fig. 5.

A determination of β + γ = π − α can be obtained from b̄ → ūud̄ decays, such as B0
d → ππ or

B0
d → ρρ. However, the penguin contamination, which carries a different weak phase, can be sizeable.

The time-dependent asymmetry in B0
d → π+π− shows indeed a non-zero value for the cos (∆MB0t)

term, Cf = −0.38± 0.06 [57], indicating the presence of an additional amplitude; then Sf = −0.65±
0.07 6= sin 2α. One could still extract useful information on α (up to 16 mirror solutions), using the
isospin relations among the B0

d → π+π−, B0
d → π0π0 and B+ → π+π0 amplitudes and their CP

conjugates [128]; however, only a loose constraint is obtained given the limited experimental precision
on B0

d → π0π0. Much stronger constraints are obtained from B0
d → ρρ because one can use the

additional polarization information of two vectors in the final state to resolve the different contributions.
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Fig. 7: Time-dependent asymmetries for (left) CP-odd (B0
d → J/ψKS , B0

d → ψ′KS , B0
d → χc1KS ; ζf = −1)

and (right) CP-even (B0
d → J/ψKL; ζf = +1) final states, measured by BELLE [125].

Moreover, the small branching fraction Br(B0
d → ρ0ρ0) = (0.73 + 0.27

− 0.28)×10−6 [13] implies a very small
penguin contribution. Additional information can be obtained from B0

d, B̄
0
d → ρ±π∓, although the final

states are not CP eigenstates. Combining all pieces of information results in [13, 104]

α = (89.0 + 4.4
− 4.2)◦ . (82)

The angle γ cannot be determined in b̄ → uūd̄ decays such as B0
s → ρ0KS because the colour

factors in the hadronic matrix element enhance the penguin amplitude with respect to the tree-level
contribution. Instead, γ can be measured through the tree-level decays B− → D0K− (b → cūs) and
B− → D̄0K− (b → uc̄s), using final states accessible in both D0 and D̄0 decays and playing with the
interference of both amplitudes [129–131]. The sensitivity can be optimized with Dalitz-plot analyses of
D0, D̄0 → KSπ

+π− decays. The extensive studies made by BABAR and BELLE result in [13, 104]

γ = (73 + 22
− 25)◦ . (83)

Mixing-induced CP-violation has also been sought in the decays B0
s → J/ψφ and B0

s → J/ψf0(980).
From the corresponding time-dependent CP asymmetries, LHCb has recently determined the angle [119]

βs = −(2± 5)◦ , (84)

in good agrement with the SM prediction βs ≈ ηλ2 ≈ 1◦.

6.3 Global fit of the unitarity triangle
The CKM parameters can be more accurately determined through a global fit to all available measure-
ments, imposing the unitarity constraints and taking properly into account the theoretical uncertainties.
The global fit shown in Fig. 5 uses frequentist statistics and gives [104]

λ = 0.2254 + 0.0006
− 0.0010 , A = 0.801 + 0.026

− 0.014 , ρ̄ = 0.144 + 0.023
− 0.026 , η̄ = 0.343 + 0.015

− 0.014 . (85)

This implies J = (2.884 + 0.253
− 0.053) × 10−5, α = (90.9 + 3.5

− 4.1)◦, β = (21.84 + 0.80
− 0.76)◦ and γ = (67.3 + 4.2

− 3.5)◦.
Similar results are obtained by the UTfit group [132], using instead a Bayesian approach and a slightly
different treatment of theoretical uncertainties.

6.4 Direct CP-violation in B and D decays
The B factories have established the presence of direct CP-violation in several decays of B mesons. The
most significant signals are [13, 57]

ACP
B̄0

d→K−π+ = −0.098± 0.013, ACP
B̄0

d→K̄∗0η = 0.19± 0.05, ACP
B̄0

d→K∗−π+ = −0.19± 0.07,
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CB0
d→π+π− = −0.38± 0.06 , ACP

B−→K−DCP(+1)
= 0.24± 0.06 ,

ACP
B−→K−ρ0 = 0.37± 0.10 , ACP

B−→K−η = −0.37± 0.09 ,

ACP
B−→K−f2(1270) = −0.68 + 0.19

− 0.17 , ACP
B−→π−f0(1370) = 0.72± 0.22 . (86)

LHCb has also reported evidence for direct CP-violation in D decays [133]:

ACP
D0→K+K− −ACP

D0→π+π− = −0.82± 0.24 . (87)

Unfortunately, owing to the unavoidable presence of strong phases, a real theoretical understanding of the
corresponding SM predictions is still lacking. Progress in this direction is needed to perform meaningful
tests of the CKM mechanism of CP-violation and to pin down any possible effects from new physics
beyond the SM framework.

7 Rare decays
Complementary and very valuable information could also be obtained from rare decays, which in the SM
are strongly suppressed by the GIM mechanism. These processes are sensitive to new-physics contribu-
tions with a different flavour structure. Well-known examples are the kaon decay modes K± → π±νν̄
and KL → π0νν̄, where long-distance effects play a negligible role. The decay amplitudes are dominated
by short-distance loops (Z penguin, W box) involving the heavy top quark, but receive also sizeable con-
tributions from internal charm exchanges. The relevant hadronic matrix elements can be obtained from
K`3 decays, assuming isospin symmetry. The neutral decay is CP-violating and proceeds almost entirely
through direct CP-violation (via interference with mixing). Taking the CKM matrix elements from the
global fit, the predicted SM rates are [134–136]:

Br(K+ → π+νν̄)th = (0.78± 0.08)× 10−10 , Br(KL → π0νν̄)th = (2.4± 0.4)× 10−11 . (88)

On the experimental side, the charged kaon mode was already observed [137], while only an upper bound
on the neutral mode has been achieved [138]:

Br(K+ → π+νν̄) = (1.73+1.15
−1.05)× 10−10 , Br(KL → π0νν̄) < 2.6× 10−8 (90% CL). (89)

New experiments are under development at CERN [139] and J-PARC [140] for charged and neutral
modes, respectively, aiming to reach O(100) events and begin to seriously probe the new-physics po-
tential of these decays. Increased sensitivities could be obtained through the recent P996 proposal for a
K+ → π+νν̄ experiment at Fermilab and the higher kaon fluxes available at Project-X [141].

Another promising mode is KL → π0e+e−. Owing to the electromagnetic suppression of the 2γ
CP-conserving contribution, this decay is dominated by the CP-violating one-photon emission ampli-
tude. It receives contributions from both direct and indirect CP-violation, which amount to a predicted
rate Br(KL → π0e+e−)th = (3.1 ± 0.9) × 10−11 [44], 10 times smaller than the present experimental
bound Br(KL → π0e+e−) < 2.8 × 10−10 (90% CL) [142]. Other interesting K decays are discussed
in [44].

The inclusive decay B̄ → Xsγ provides another powerful test of the SM flavour structure at
the quantum loop level. The present experimental world average [57] Br(B̄ → Xsγ)Eγ≥1.6 GeV =
(3.55 ± 0.26) × 10−4 agrees very well with the SM theoretical prediction [143] at the next-to-next-to-
leading-order (NNLO), Br(B̄→ Xsγ)th

Eγ≥1.6 GeV = (3.15± 0.23)× 10−4. Other interesting processes
with B mesons are B̄→ K(∗)`+`−, B̄0 → `+`− and B̄→ K(∗)νν̄ [34].
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8 Discussion
The flavour structure of the SM is one of the main questions still remaining in our understanding of weak
interactions. Although we do not know the reason for the observed family replication, we have learnt
experimentally that the number of SM generations is just three (and no more). Therefore, we must study
as precisely as possible the few existing flavours, to get some hints on the dynamics responsible for their
observed structure.

In the SM, all flavour dynamics originate in the fermion mass matrices, which determine the
measurable masses and mixings. The SM incorporates a mechanism to generate CP-violation, through
the single phase naturally occurring in the CKM matrix. This mechanism, deeply rooted in the unitarity
structure of V, implies very specific requirements for CP-violation to show up. The CKM matrix has
been thoroughly investigated in dedicated experiments, and a large number of CP-violating processes
have been studied in detail. At present, all flavour data seem to fit into the SM framework, confirming
that the fermion mass matrices are the dominant source of flavour-mixing phenomena. However, a
fundamental explanation of the flavour dynamics is still lacking.

The dynamics of flavour is a broad and fascinating subject, which is closely related to the as-yet
untested scalar sector of the SM. LHC has already excluded a broad range of Higgs masses, narrowing
down the SM Higgs hunt to the region of low masses between 115.5 and 127 GeV (95% CL) [144,145].
This is precisely the range of masses preferred by precision electroweak tests [4]. The discovery of a
neutral scalar boson in this mass range would provide a spectacular confirmation of the SM framework.

If the Higgs boson does not show up soon, we should look for alternative mechanisms of mass
generation, satisfying the many experimental constraints that the SM has successfully fulfilled so far.
The easiest perturbative way would be to enlarge the scalar sector with additional Higgs doublets, with-
out spoiling the electroweak precision tests. However, adding more scalar doublets to the Yukawa La-
grangian (4) leads to new sources of flavour-changing phenomena; in particular, the additional neutral
scalars acquire tree-level flavour-changing neutral couplings, which represent a major phenomenological
problem. In order to satisfy the stringent experimental constraints, these scalars should be either decou-
pled (very large masses above 10–50 TeV or tiny couplings) or have their Yukawa couplings aligned in
flavour space [146], which suggests the existence of additional flavour symmetries at higher scales. The
usual supersymmetric models with two scalar doublets avoid this problem through a discrete symmetry,
which only allows one of the scalars to couple to a given right-handed fermion [147]. However, the
presence of flavoured supersymmetric partners gives rise to other problematic sources of flavour and CP
phenomena, making it necessary to tune their couplings to be tiny (or zero) [148]. Models with dynam-
ical electroweak symmetry breaking also have difficulties in accommodating the flavour constraints in a
natural way. Thus, flavour phenomena impose severe restrictions on possible extensions of the SM.

New experimental input is expected from LHCb, BESS-III, the future Super-Belle and Super-B
factories and from several kaon (NA62, DAΦNE, K0TO, TREK, KLOD, OKA, Project-X) and muon
(MEG, Mu2e, COMET, PRISM) experiments. These data will provide very valuable information, com-
plementing the high-energy searches for new phenomena at LHC. Unexpected surprises may well be
discovered, probably giving hints of new physics at higher scales and offering clues to the problems of
fermion mass generation, quark mixing and family replication.
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Abstract
In this lecture we shall briefly review some motivations for physics beyond the
Standard Model. We focus our attention on the hierarchy problem and discuss
the role of gravity in defining and solving this problem.

1 Motivation for beyond the Standard Model physics
Fundamental physics is about understanding the laws of Nature at different length scales. Let me give
examples of some of the important ones. The Hubble length, LH ∼ 1028 cm, which represents the size
(and the age) of our observable Universe, is, by default, the largest observed length in Nature. Another
important length, Lexp.gr ∼ 0.2 mm, is the shortest length down to which Newton’s law of gravity
has been experimentally tested [1]. Then comes a so-called quantum chromodynamics (QCD) length,
LQCD ∼ 10−14 cm, at which the strong interaction changes regime and from the theory of composite
hadrons (such as pions, protons, neutrons) becomes a theory of quarks and gluons. Then there is a weak
interaction length, LW ∼ 10−16 cm, set by the Compton wavelengths of W and Z bosons. Not very
far from the weak scale, there is a length scale, LLHC ∼ 10−17 cm, that will be probed by the Large
Hadron Collider (LHC) experiments. An extremely important role in gravitational interactions is played
by the Planck length, LP ∼ 10−33 cm. Finally, let me introduce the notion of the shortest length scale
of Nature, which I shall denote by L∗. The physical meaning of this length is that it marks an absolute
bound on the resolution capability of the most powerful microscope. As we shall see, assuming that our
understanding of large-distance Einsteinian gravity is correct, the absolute lower bound on L∗ is set by
LP. That is, in any consistent theory of gravity that in the far-infrared flows to Einstein’s general theory
of relativity, the minimal length L∗ cannot be below LP, but can be much longer.

Currently, it is well accepted that the physics of known elementary particles at distances of the
order of or larger than the weak length is extremely well described by the Standard Model (SM) of strong
and electroweak interactions, which is based on the gauge group SU(3)C ×SU(2)L×U(1)Y . Moreover,
at distances L > Lexp.gr, there is no evidence for any departure from Einstein’s general relativity (GR).

So, then, why do we need any physics beyond the Standard Model (BSM)? The motivation for
physics beyond the Standard Model is that the Standard Model contains certain mysteries. These mys-
teries can be expressed in the following sets of questions/issues that we shall group in different categories.

(A) Naturalness questions
(1) The origin and hierarchy of the fermion families and of the hierarchy of their masses. The Standard

Model contains three generations of quarks and leptons, with identical gauge quantum numbers,
but very different masses that change (if we count neutrinos) within 11–12 orders of magnitude.
This triplication of families and the origin of their mass hierarchy is a big mystery.

(2) The strong CP-problem [2]. Why does the strong interaction not violate CP maximally? It has
every right to do so because of the existence of the so-called θ term, θTr F̃F , which for some
mysterious reason appears to be very small in our vacuum, θ < 10−9.

(3) The hierarchy problem. We shall pay special attention to this problem in our lecture.
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(B) Cosmological/astrophysical mysteries

The second set of questions appears when we consider the Standard Model in the cosmological and
astrophysical context. These are:

(1) the origin of the dark matter in the Universe;
(2) the origin of the baryon asymmetry; and
(3) the origin of the inflation.

Note that the inflationary paradigm, according to which the Universe underwent a quasi-de Sitter stage
of expansion, makes it impossible to attribute the origin of the baryon asymmetry to some suitable initial
conditions. Within the inflationary framework, baryogenesis requires a dynamical explanation, and the
Standard Model alone cannot provide it.

(C) Unification principle

The third set of questions has to do with the Unification principle. This principle has proven to be
extremely successful in the past and suggests that the Standard Model cannot be a final theory. An
extremely important question in this direction is unification with gravity.

2 The hierarchy problem
The main focus of this lecture is the hierarchy problem and the role of gravity in it. Among all the
questions listed above, the hierarchy problem is the only one that directly motivates the existence of
some new physics at LHC distances. Even the dark matter gives a direct motivation for new physics
around LLHC only when embedded within the context of particular solutions of the hierarchy problem.
Therefore, we shall consider the hierarchy problem in more detail.

The hierarchy problem is sometimes posed as a problem of a very small number, the ratio of
gravitational (Newton) and weak (Fermi) interaction constants,

GN

GF
∼ 10−34. (1)

In the units ~ = 1, the Newton and Fermi constants can be expressed in terms of length scales as
GN = L2

P and GF = L2
W respectively. The problem, however, is not a big or a small number per se, but

its quantum sensitivity to the size of a black box, the cut-off of the low-energy effective field theory. As
we shall explain, in the absence of any new physics, the size of this black box is controlled by gravity.
Thus, gravity plays a central role in posing the problem. Therefore, let us elaborate on the nature of
gravity and its role in the hierarchy problem.

2.1 What is gravity?
Einstein’s gravity is a theory of a dynamical metric, gµν(x), which, depending on a particular situation,
can be represented as a background metric 〈gµν〉 plus a small perturbation, δgµν ,

gµν = 〈gµν〉+ δgµν . (2)

Obviously, gµν is a frame-dependent quantity. In studying the gravitational properties of a given localized
source, it would be useful for us to go into the reference frame in which the centre of mass of the source
is static. That is, we choose a frame in which we are freely falling together with (but not relative to)
the source in a gravitational field created by the rest of the Universe. In this way we shall eliminate the
influence of the external sources.
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In fact, this is how we probe the gravitational attraction of the Earth in our everyday life. We
exclude the influence of the rest of the Universe by freely falling together with the Earth in the Universe’s
gravitational field.

In such a case, the metric created by most of the sources within our Universe is Minkowskian to a
very good approximation, and thus can be presented as

gµν = ηµν + δgµν , (3)

where δgµν � 1. For example, for the gravitational field on the surface of the Earth, we have δg00 ∼
10−8. In such a case, δgµν can be written in terms of a linear perturbation of a canonically normalized
massless spin-2 field, the graviton,

δgµν =
hµν
MP

. (4)

In a semiclassical treatment, hµν describes a massless spin-2 particle with two propagating degrees of
freedom. As said above, for most sources (in the coordinate frame specified above) we can assume that
δgµν � 1, which in the language of the graviton translates as hµν � MP. The exception to this rule
is provided by black holes and objects that are close to becoming black holes (e.g. neutron stars). If
we approach a black hole from infinity, near the horizon we get δgµν ∼ 1 and the linear approximation
breaks down.

Note that the same is true about the entire Universe. For example, we can randomly fix an origin
of the coordinate system and move radially. Then δgµν(r) will be determined by the mass inside the
sphere of radius r. The departure from the Minkowski metric will become of order one for r ∼ LH. This
is not surprising, since the entire mass of the Universe within its Hubble size is almost exactly equal to
the mass of the same (Hubble) size black hole. From this point of view, we can say that the Universe is
the largest black hole we know!

In our treatment, we shall never need to go beyond the horizon, and we shall always stop short
of the place where the linear approximation breaks down. All our conclusions will be derived from the
observations that we can reliably make in the linearized limit. As we shall see, these conclusions will
allow us to go surprisingly far in our understanding of gravity.

The linear theory of gravity can be derived by taking a linearized limit of Einstein’s GR described
by the Einstein–Hilbert action (numerical factors of order one will be ignored),

SEH =

∫
dx4
√−g (L−2P R+ SM Lagrangian). (5)

Before going to linearized theory, let me make some remarks. I have written the theory in terms of LP.
If we restore dependence on ~, the Planck length is defined as

L2
P = ~GN. (6)

From the above expression, it is obvious that the Planck length is intrinsically quantum in its nature. This
is already apparent from the fact that it vanishes in the limit ~→ 0. We shall explore the significance of
the Planck length in great detail below.

Another comment we would like to make is that the Einstein–Hilbert action is unique in the sense
that it is the only action that on any small-curvature (sub-Planckian curvature) classical background
propagates two degrees of freedom of a weakly coupled massless spin-2 particle. For example, the
addition of other invariants (other than possibly boundary terms) results in propagation of additional
degrees of freedom.

The linearized equation for small metric perturbation about the Minkowski space has the form

G(L)µν = LPTµν , (7)
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where Tµν is a conserved energy–momentum tensor that at the linear level we shall treat as an external
source, and G(L)µν is a linearized Einstein tensor, which in terms of a canonically normalized graviton hµν
takes the following form:

G(L)µν = �hµν − ηµν�h− ∂µ∂αhαν − ∂ν∂αhαν + ∂µ∂νh+ ηµν∂
α∂βhαβ. (8)

In fact, equation (7) is also unique. It is a unique ghost-free linear equation describing propagation of
a massless spin-2 field on a Minkowski background. It exhibits a gauge freedom under the shift of a
graviton by a symmetrized derivative of an arbitrary vector, ξµ,

hµν → hµν + ∂µξν + ∂νξµ. (9)

Note that gauge symmetry (or, to be more precise, gauge redundancy) is not imposed, but rather is a con-
sequence of the consistency requirement. Any other form of the kinetic term would result in propagation
of unwanted degrees of freedom, for which it would be impossible to impose a simultaneous positivity
of the energy and the norm.

We now wish to understand how the graviton responds to the sources. That is, we shall introduce
an external source Tµν and find a corresponding hµν . This task is seemingly complicated by the fact that
the differential operator acting on hµν does not look easily invertible. But this technicality can be easily
circumvented by using the gauge redundancy. We shall choose ∂µhµν = 1

2∂νh. Using this gauge and
taking into account the relations obtained by tracing equation (7), we can rewrite it in a nice invertible
form,

�hµν = LP(Tµν − 1
2ηµνT ). (10)

We shall be interested in static sources of mass M , which can be approximated by a spherical uniform
mass distribution of size R,

Tµν = δ0µδ
0
ν

3M

4πR3
θ(R− r).

The graviton field produced by such a source outside of the mass distribution is

δg00 =
h00
MP

=
2MGN

r
. (11)

The quantity in the numerator has the dimension of a length, which we shall denote by rg ≡ 2GNM .
This length scale has a special name, and is called the gravitational (Schwarzschild) radius of the source.
It is an extremely important length scale. In order to understand its physical meaning, let us rewrite (11)
as

δg00 =
h00
MP

=
rg
r
. (12)

This equation indicates that rg sets a distance at which the metric perturbation created by the source
becomes of order one.

Let us imagine now that the source of interest is an elementary particle of mass M or momentum
p. Then the following new quantum length scales enter the problem. These are the well-known Compton
and de Broglie wavelengths of the source of mass M or momentum p,

LC ≡
~
M

or LdB ≡
~
p
. (13)

The physical meaning of LC (LdB) is to set the scale at which the energy of the quantum fluctuations
(E = ~/LC) would become comparable to the energy of the source.

Both lengths, LP and LC, as well as the Planck length, LP, vanish in the limit ~ → 0 when GN

and M are kept fixed. One of the consequences of this fact is that in classical GR (~ = 0) one can have
black holes of arbitrarily small size. In reality, however, ~ and GN are the fixed constant and the only
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parameter we can vary is the mass of the source M . The classicality is then achieved when we increase
M so that rg � LP, LC.

Consider now an elementary particle with rest mass M � MP ≡ ~/LP. For such a source
rg � LP � LC. Approaching this source from infinity, we shall encounter strong quantum effects way
before we can probe its gravitational radius. So although rg can be formally defined and the particle is
point-like, it cannot be called a black hole.

The situation will change if we start increasing the mass of a particle. With increasing mass,
rg increases and the Compton wavelength decreases. The two will cross at LP when the mass of an
elementary particle becomes equal to MP.

Further increase of M will create a situation when rg � LP � LC. The roles of rg and LC have
now been exchanged. Approaching such a source from infinity, we shall encounter a strong classical
gravitational effect (δg00 ∼ 1) way before we have any chance to probe the quantum nature of the
source. To call such a source an elementary particle is a meaningless statement. Instead, it is a classical
black hole.

Another way to give precise meaning to the quantum-to-classical transition described above, with-
out referring to the geometric properties, is through the concept of the occupation number of gravitons
created by the source.

Following Ref. [3], we shall now introduce this concept. Consider again a spherical source of
uniform density and physical radius R well above its gravitational radius R � rg. For such a source,
the approximation of linear gravity is valid everywhere, and the gravitational field produced by it can
be easily found from (10). For example, the Newtonian component of the metric perturbation about the
flat space outside the source is given by (12) and falls off as r2 for r < R. From the quantum field
theory point of view, the above linearized metric represents a superposition of gravitons. The level of
classicality is measured by their occupation number. These gravitons are non-propagating longitudinal
gravitons, but this is unimportant for characterizing the classical properties of the fields. In a certain
sense, we can think of these gravitons as representing a Bose condensate. The only peculiarity of this
condensate is that, as long as R� rg, the condensate cannot self-sustain. In order to exist, it requires an
external source.

The measure of classicality of this field is the occupation number of gravitons in it, N . This
number can be estimated easily as

N =
1

~
Mrg. (14)

The physical meaning of the number N becomes transparent from the following reasoning. The gravita-
tional part of the energy is

Egrav ∼
Mrg
R

. (15)

We should think of this energy as being the sum of the energies of the individual gravitons with wave-
lengths λ and occupation numbers Nλ,

Egrav ∼
∑

λ

Nλ~λ−1. (16)

The reason why the total gravitational energy is extremely well approximated by a simple sum of the
energies of the individual quanta is the following. First, the peak of the distribution is at λ = R.
The contribution from shorter wavelengths is exponentially suppressed and can be ignored. Thus, for
R � LP, the gravitons contributing to the energy are of very long wavelengths and thus are weakly
interacting. Thus, for the purpose of our estimate, the interaction between the gravitons can be ignored.
Note that, forR� rg, not only can the interactions between the individual gravitons be ignored, but also
the interaction between any individual graviton and the entire collective gravitational energy. In other
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words, for R � rg we can ignore gravitational self-sourcing. This is why in this regime the condensate
cannot be self-sustained.

Then we easily obtain the occupation number of gravitons by dividing the total gravitational energy
by the characteristic energy of a single quantum, N ∼ NR ∼ Eg/(~R−1), which gives us (14).

For the future, it is very important to note that, even when R ∼ rg, the interactions among the
individual gravitons continue to be negligible. However, the gravitational energy becomes of the order
of the energy of the source. At this point the self-sourcing by the collective gravitational energy becomes
important and the condensate becomes self-sustained. However, interactions among the individual gravi-
tons are still negligible as long as rg � LP. So the occupation number of gravitons can still be safely
estimated as given by (14).

Since, by default, the physical size of the source cannot become less than rg, the occupation
number of gravitons for an arbitrary source is thus universally given by (14).

The criterion of classicality then is
N � 1. (17)

The above criterion has a clear physical meaning. A given configuration is classical when there are many
gravitons in it. We can rewrite N in the following equivalent forms:

N =
L2
P

L2
C

=
M2

M2
P

=
r2g
L2
P

. (18)

The quantity N diverges for ~→ 0, as it should, since in the classical limit the number of quanta in any
field configuration is infinite.

The fact thatN is a good measure of classicality can be seen from the fact that, for any elementary
particle lighter than MP, it is less than one. For example, for an electron, N = (m2

e/M
2
P) ∼ 10−44!

This is why an electron can never be regarded as a classical gravitating object despite the fact that it does
create a Newtonian gravitational field. The Newtonian gravity produced by a non-relativistic electron
does not contain even a single quantum of graviton.

Alternatively, any source for which N � 1 is classical with a good approximation. Such sources
decouple from the low-energy effective theory and their quantum effects are exponentially suppressed.
The probability of such sources decaying into two (or few) particle states is suppressed by exp(−N).

Summarizing the above findings, we have reached the following conclusions. Quantum elemen-
tary particles exist as long as their Compton wavelength dominates over their gravitational radius – or,
equivalently, as long as at r = LC, the metric perturbation created by the source is much less than one,
δg00(r ∼ LC)� 1. Whenever this is not the case, we are no longer dealing with an elementary particle
but a classical object. The quantum effects of such objects are exponentially suppressed. In Einstein
gravity this crossover happens at M = MP, and thus the Planck scale is an upper bound on the mass of
any elementary particle.

The above makes the hierarchy problem real. Without gravity, one could argue that the problem
is artificial. After all, the weak scale has to be somewhere and just happened to be around 100 GeV. But
with gravity the problem becomes real, since now a universal regulator scale exists in the form of the
Planck mass MP, and one needs to explain why the weak scale is so much below it. Indeed, if the Higgs
mass were not much below MP, nobody would ask the question why it is not even higher. We know that
it cannot be higher, since in such a case Higgs would no longer exist as a quantum particle.

So what keeps the Higgs light? In this lecture we shall focus on one possible approach to the
problem, in which the solution is provided by gravity itself. We will not discuss other approaches, such
as supersymmetry or technicolor [4].

6
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3 The role of gravity
Our discussion has already prepared the basis for a most straightforward solution of the hierarchy prob-
lem. We have seen that a universal regulator scale is set by a distance at which the particle Compton
wavelength and its gravitational radius cross. In Einstein’s GR this happens at LP. Following Ref. [5],
let us ask, what if the crossover scale is much longer?

Let us denote this new generalized strong gravity scale by L∗. If L∗ were around 10−17 cm, the
hierarchy problem would be nullified. What is the physical meaning for such a large L∗? This means that
for a source of mass∼ TeV, the metric perturbation must become 1032 times stronger than the analogous
perturbation in Einstein gravity. What is the underlying physical mechanism for such enhancement? It
is very simple. The only way to achieve this is to make gravity 1032 times stronger (more attractive) at
distances L∗ than what it is in Einstein. Field-theoretically this translates as gravitational force being
mediated by more messengers. That is, the metric fluctuation should propagate additional spin-2 degrees
of freedom. In order not to mess up the predictions of GR at large distances, these new degrees of freedom
must be massive, but with Compton wavelengths larger than or of the order of L∗. The upper bound on
their Compton wavelengths is phenomenological and comes from non-observation of any deviation from
Newtonian gravity in table-top measurements that have been conducted down to 0.2 mm [1].

The most general expansion of the linearized metric perturbation in terms of new degrees of free-
dom has the form

δgµν =
1

MP

∑

m

g(2)m h(m)
µν +

1

MP

∑

m

g(0)m ηµνφ
(m), (19)

where h(0)µν and φ(m) stand for spin-2 and spin-0 degrees of freedom, respectively. The g(2)m and g(0)m

parametrize the strength of their coupling relative to a zero-mode Einsteinian graviton, for which we
have g(2)0 = 1. Note that, since we couple metric perturbation only to the conserved energy–momentum
tensor, the potential contribution from the derivatively coupled scalars of the form ∂µ∂νφ

(m), as well as
contributions from spin-1 states, vanish.

At the linear level a ghost-free equation of motion satisfied by a massive spin-2 field is unique,
and is given by the Pauli–Fierz form [6]

G(L)µν −m2(h(m)
µν − ηµνh(m)) =

g
(2)
m

MP
Tµν , (20)

where the first term is the same as in massless theory and is given by (8).

This equation (20) shows that hµν propagates five degrees of freedom. Let us see how this counting
goes. First, let us note that the presence of the mass term promotes h(m)

µν into a gauge-observable. In other
words, in terms of this quantity, there is no longer a gauge redundancy of the form (9). For this reason,
sometimes it is said that the mass term breaks the gauge symmetry explicitly. This is, however, the
wrong terminology, because the original redundancy (9), existing at the massless level, is still there and
is realized at the level of the components of the massive field h(m)

µν , which contains three extra degrees
of freedom in comparison with the massless one, hµν . We shall uncover this redundancy in a moment.
Let us come back to the counting of the degrees of freedom. Since h(m)

µν is a gauge-invariant symmetric
tensor, the maximal number of components is 10. We wish to find out how many of these correspond
to the independent propagating degrees of freedom. In order to see this, let us note that by taking the
divergence of the equation (20) and by taking into the account the conservation of the source, we arrive
at the following constraint:

∂µh(m)
µν = ∂νh

(m). (21)

This eliminates four out of the 10 potential degrees of freedom. Next, by taking the trace of the equation
(20) and by taking into account the constraint (21), we arrive at the following equation:

h(m) =
1

3m2

g
(2)
m

MP
T. (22)
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This equation shows that the trace is fully determined by the source. This eliminates one more potential
independent degree of freedom, and we are left with five. A further reduction in the number of degrees of
freedom is impossible. It is useful to group these five degrees of freedom into irreducible representations
of the Poincaré group corresponding to the massless case. This decomposition has the form

h(m)
µν = hµν + ∂µAν + ∂νAµ +

1

6
ηµνχ+

1

3

∂µ∂ν
m2

χ, (23)

where hµν ,Aµ and χ stand for the tensor, vector and scalar helicities, respectively. The physical meaning
of these representations is that they diagonalize the kinetic terms, and only mix through the mass term.
Thus, in the m → 0 limit they would disintegrate into the independent representations of the Poincaré
group, corresponding to massless spin-2, spin-1 and spin-0 particles, respectively.

The form (23) makes it obvious that the original gauge redundancy of the massless spin-2 case (9)
is maintained fully intact. This is because the gauge shift of hµν is compensated by the vector component

hµν → hµν + ∂µξν + ∂νξµ, Aµ → Aµ − ξµ. (24)

We now wish to invert the equation (20) in order to find out what field is caused by a given source.
This is easy to do. By using the constraint (21) and expressing the trace through the source via Eq. (22),
we can easily invert the equation in the following way:

h(m)
µν =

g
(2)
m

MP

1

�−m2

[
Tµν −

1

3

(
ηµν −

∂µ∂ν
m2

)
T

]
. (25)

Note that the physical effect of this contribution to the metric perturbation is measured by convoluting it
with a probe conserved source tµν , ∫

d4x tµνh(m)
µν . (26)

As a result, the derivative terms in (25) will vanish. So, we shall ignore them.

Consider a localized static source Tµν = δ0µδ
0
νMδ(r) with Schwarzschild radius rg. For such a

source, the equation (25) can be easily solved. In particular, for the Newtonian component h(m)
00 we get

h
(m)
00 =

4

3

g
(2)
m

MP

M

r
e−mr. (27)

Substituting this expression into (19) we get for the total metric perturbation the expression

δg00 =
rg
r

∑

m

ρm e−mr, (28)

where rg = 2GNM is the usual Einsteinian gravitational radius, and ρm parametrizes the relative
strengths of massive spin-2 states with respect to the massless graviton. That is, ρm ≡ 4

3(g
(2)
m )2, whereas

ρ0 = 1.

In our parametrization the criterion of gravity becoming strong at the scale L∗ is that a source
of the Compton wavelength L∗ creates an order-one metric perturbation at distance r ∼ L∗. That is,
δg00(r = l∗) = 1.

Since each gravitational degree of freedom of mass m contributes only at distances r < 1/m, at
any distance r we are allowed to take into account only modes that are not heavier than 1/r. Thus we
can truncate the sum at m = 1/r. At the same time we can approximate the exponential factors for all
the light modes by one. The sum then simplifies to

δg00(r) =
rg
r

m=1/r∑

m=0

ρm. (29)
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Now the criterion of making gravity strong at L∗ reads

δg00(r = L∗) =
L2
P

L2∗

m=1/L∗∑

m=0

ρm = 1. (30)

Our task is now very simple. If we want to solve the hierarchy problem by making gravity strong
at TeV energies, or equivalently at L∗ ∼ 10−17 cm distances, the new spin-2 degrees of freedom must
satisfy

m=1/L∗∑

m=0

ρm ∼ 1032. (31)

The physical meaning of the above equation is very simple. If we want to increase the fundamental
length from LP ∼ 10−33 cm all the way to L∗ ∼ 10−17 cm, then at distance L∗ we have to make gravity
1032 times stronger. The cumulative strength of all the new degrees of freedom at this scale must be 1032.
This can be achieved in different ways. We introduce either many weakly coupled states or alternatively
a few strongly coupled ones.

If we postulate that all the new degrees of freedom have the same strength of couplings as the zero-
mode graviton, ρm = 1, then we are left with a single parameter, the number of new graviton species,
Nspecies, which is fixed at

Nspecies = L2
P/L

2
∗. (32)

For L∗ ∼ 10−17 cm, this gives Nspecies ∼ 1032.

3.1 Origin of species
We shall now discuss how the gravitational species can originate from extra dimensions. For simplicity,
we shall discuss the story with one extra dimension. Let xµ be our four space-time coordinates, whereas
y is an extra (fifth) space dimension. We shall denote the five-dimensional space-time index by capital
latin letters, A, B, . . . . Let us consider two observers in this five-dimensional space. One of them,
Alice, is a five-dimensional observer, whereas the other observer, Bob, is a four-dimensional one. For
definiteness, let us assume that Bob is localized at y = 0 slice (brane). At the moment let us assume that
the five-dimensional space is flat and non-compact.

Let us consider a five-dimensional massless particle, as seen by the two observers. This particle
satisfies a five-dimensional massless dispersion relation,

pAp
A = pµp

µ − p2y = 0, (33)

where pµ and py are four-dimensional and extra dimensional projections of the momentum, respectively.
Both Alice and Bob observe the same physical picture, but they describe it in two different languages.

From the point of view of Alice, she deals with a single massless particle that can assume different
momenta. Since space is non-compact, the momenta are not quantized.

From the point of view of Bob, who can only measure the four-dimensional projection of the mo-
mentum, the same object represents a continuum of particles with different masses. From his perspective,
the fifth momentum is just a constant entering the dispersion relation in the same way that mass would
enter. Thus, Bob thinks that he sees a continuum of particles with masses m2 = p2y.

Let us assume now that the particle in question is a five-dimensional massless graviton hAB, which
satisfies a five-dimensional linearized Einstein’s equation,

G(L)AB = L
3/2
5 TAB, (34)
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where L5 is a five-dimensional Planck length, TAB is a conserved energy–momentum tensor, and G(L)AB

is a linearized Einstein tensor, which, in terms of a canonically normalized graviton hAB, takes the
following form:

G(L)AB = �hAB − ηAB�h− ∂A∂ChCB − ∂B∂ChCA + ∂A∂Bh+ ηAB∂
C∂DhCD. (35)

The above equation exhibits a five-dimensional gauge freedom,

hAB → hAB + ∂AξB + ∂BξA, (36)

where ξA is an arbitrary five-dimensional vector.

Just as in the case of an above-considered generic particle, from the point of view of Alice, there is
a single five-dimensionally massless graviton propagating in a five-dimensional Minkowski space. The
same graviton is seen by Bob as a continuum of four-dimensional massive gravitons. This can be easily
seen by a standard dimensional reduction. For this we can rewrite our theory by introducing the anzatz

hµν(x, y) =

∫
dmbm(y)h̃

(m)
µν , (37)

hµ5(x, y) =

∫
dmbm(y)

′A(m)
µ , (38)

h55(x, y) =

∫
dmbm(y)

′′φ(m), (39)

where the prime stands for a y derivative and bm(y) represent a complete set of harmonic functions
satisfying b′′m = −m2bm. Thus, the expressions (37)–(39) represent a Fourier expansion of the graviton
components in plane waves with respect to the fifth coordinate. Introducing the notation

h(m)
µν = h̃(m)

µν + ∂µ(A
(m)
ν + ∂νφ

(m)/2) + ∂ν(A
(m)
µ + ∂µφ

(m)/2), (40)

it is easy to see that each h(m)
µν satisfies the four-dimensional equation (20). We thus end up with a

continuum of massive gravitons, a so-called Kaluza–Klein (KK) tower.

The norm of each KK graviton is given by the integral
∫ +∞
−∞ dy |bm(y)|2 and, correspondingly,

the coupling to a four-dimensional energy–momentum source TAB = δ(y)δµAδ
ν
BTµν , localized, say, at

y = 0, is given by

gm =
|bm(0)|√∫ +∞

−∞
dy |bm(y)|2

. (41)

Of course, in the non-compact limit the norm is divergent and consequently the coupling constant
of each individual member of the continuum is infinitely small.

Let us now compactify the fifth coordinate on a circle of radius R. The effect of this compactifi-
cation is that now the py momentum is quantized in units of 1/R, and correspondingly the continuum of
the massive KK tower becomes discrete. The norm becomes finite,

∫ 2πR
0 dy |bm(y)|2 = 2πR, and each

member now couples with the strength L3/2
5 /
√
2πR. Translating this in terms of the four-dimensional

Planck length, we get the relation
L2
P = L3

5/(2πR). (42)

Noting that the number of KK species with Compton wavelengths below L5 is Nspecies = (R/L5), we
see that (42) exactly reproduces (32).
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Our analysis can be straightforwardly generalized to more than one extra dimension. For d ex-
tra dimensions, the geometric relation between the four-dimensional and fundamental Planck lengths
reads [5]

L2
P = L2

∗(2πRL
−1
∗ )d. (43)

However, in terms of the number of species, the relation is universal and is given by (32).

We can now apply the above findings to the solution of the hierarchy problem. As said above,
having L∗ ∼ 10−17 cm requires Nspecies ∼ 1032. Expressed in geometric terms, this translates as the
radius of extra dimensions being

R ∼ 10(32/d)−17 cm. (44)

This rules out the possibility of a single flat extra dimension, since in this case the radius has to be of
Solar System size, in obvious contradiction with observations. However, d = 2 or higher is within the
current limits of gravity measurements [1].

We see that extra dimensions provide a tower of new gravitational degrees of freedom, with the
coefficients ρm in (30) being set by the values of the KK wave functions ρm = |bm(0)|2 evaluated at the
position of the source in the y coordinate. For the flat extra dimensions [5] the KK modes are just plane
waves and ρm = 1.

The situation can be different if extra dimensions are warped [7] or if the graviton wave function
is strongly distorted due to the interactions with the branes [8]. In such a case bm(y) no longer satisfy a
simple wave equation, but a more complicated equation in an effective y-dependent background poten-
tial. The form of the potential depends on the precise geometry of the extra space. So, in such a case ρm
can be a strongly non-uniform function of m.

In particular, if warping is strong (as in Ref. [7]), already the first few KK excitations can become
coupled 1032 times stronger than the Einstein’s zero-mode graviton. In any case, the effective four-
dimensional picture reduces down to the equation (30). So the defining property of any extra dimensional
model from the point of view of a four-dimensional observer is the m dependence of parameter ρm. By
changing this dependence, one can scan the entire landscape of extra dimensional models. Such scanning
is beyond the scope of the present lecture.

4 Summary
The purpose of this lecture was to discuss the hierarchy problem, as the main motivation for BSM physics
around TeV energies, and to stress the role of gravity in defining the problem, as well as in its potential
solution. This role originates from the fact that gravity provides a universal regulator scale, the Planck
length (or the Planck mass), which marks the boundary between the quantum elementary particles and
the (semi)classical black holes. A straightforward solution offered by gravity then is to postulate that the
fundamental length is around 10−17 cm. We have discussed in a model-independent way what it takes
to have such an increase of the fundamental length and have shown that this requires the introduction
of new graviton species. Their number and the coupling strengths are model-dependent, but the relation
(31) that they must satisfy is universal. We have discussed how such new graviton species originate
from extra dimensions. A universal model-independent prediction of the above class of theories is a
production of new graviton species [9, 10] and production of micro-black holes at LHC [5, 11]. The
latter signature follows from the fact that the fundamental length marks the crossover to the black hole
regime. Any attempt at probing shorter distances results in black hole formation. However, the transition
is gradual and the lightest black holes are simply quantum resonances, not much different from ordinary
particles. Their precise properties can only be predicted qualitatively, and one needs more experimental
input to understand their characteristics at a more quantitative level.
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Neutrino Physics

I. Gil-Botella
Centro de Investigaciones Energéticas, Medioambientales y Tecnológicas, Madrid, Spain

Abstract
The fundamental properties of neutrinos are reviewed in these lectures. The
first part is focused on the basic characteristics of neutrinos in the Standard
Model and how neutrinos are detected. Neutrino masses and oscillations are
introduced and a summary of the most important experimental results on neu-
trino oscillations to date is provided. Then, present and future experimental
proposals are discussed, including new precision reactor and accelerator ex-
periments. Finally, different approaches for measuring the neutrino mass and
the nature (Majorana or Dirac) of neutrinos are reviewed. The detection of
neutrinos from supernovae explosions and the information that this measure-
ment can provide are also summarized at the end.

1 Introduction
The last 20 years have been a revolution for neutrino physics. The observation of neutrino oscillations
has established that neutrinos have masses and this implies physics beyond the Standard Model. This
fact has a clear impact not only on particle physics, but also on astroparticle physics and cosmology.

Nevertheless, neutrinos are still quite unknown particles. At the moment we know that there are
three light neutrinos, although some theoretical models propose the existence of sterile neutrinos (not
interacting weakly with matter). Neutrinos are much lighter than their charged leptonic partners and
they interact very weakly with matter. In addition, during the last 13 years, neutrino experiments have
proved that neutrinos have mass, contrary to the zero-neutrino-mass hypothesis of the Standard Model.
Neutrinos oscillate when they propagate through space. During the past few years the solar neutrino
problem has been solved and the solar and atmospheric oscillation parameters have been confirmed
using artificial sources. A period of precision measurements in neutrino physics has started.

However, many fundamental questions still remain unanswered: What is the value of the neutrino
masses? Are neutrinos Majorana or Dirac particles? What is the mass hierarchy? What is the value of the
neutrino oscillation parameters, in particular, θ13 and θ23 (if this is maximal or not)? Is there CP-violation
in the leptonic sector? Are there more than three neutrinos? What is the relation with the quark sector?
Can neutrinos be related to leptogenesis? Why are neutrinos much lighter than other fermions? . . . In
summary, there are many aspects of neutrinos still unknown.

The history of neutrinos began with the investigation of beta decays. During the early decades of
the past century, radioactivity was explored and the nuclear beta decay was observed. In this process, a
radioactive nucleus emits an electron and increases its positive charge by one unit to become the nucleus
of another element. The beta decay was studied and, because of the energy conservation, the electron
should always carry away the same amount of energy. A line in the energy spectrum was expected.

However, in 1914, Chadwick showed that electrons follow a continuous spectrum of energies up
to the expected value. Some of the energy released in the decay appeared to be lost. To explain this
observation, only two solutions seemed possible: either energy is not conserved (preference of Bohr) or
an additional undetectable particle carrying away the additional energy was emitted (preference of Pauli).
To solve the energy crisis, in 1930 Pauli wrote his famous letter explaining that he invented a desperate
remedy to save the energy conservation law. There could exist in the nuclei electrically neutral particles
that were emitted in beta decays and able to cross the detectors without leaving any trace. These particles
(which he wished to call neutrons) were carrying all the missing energy. These particles have spin 1/2
and obey the exclusion principle. The mass should be the same order of magnitude as the electron mass.
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Later on, in 1932, Chadwick discovered the neutron; and, in 1934, Fermi took Pauli’s idea and
on its basis developed a theory of beta decay. Fermi named this particle “neutrino”. The weak force is
so weak that the probability of inverse beta decay was calculated to be close to zero. The possibility to
detect a neutrino seemed null.

However, the development of very intense sources of neutrinos (fission bombs and fission reactors)
changed the prospect. In 1951, Reines thought about using an intense burst of antineutrinos from bombs
in an experiment designed to detect them. At the end, they decided to use fission reactors as sources,
in particular the Hanford reactor. In collaboration with Cowan at the Los Alamos Scientific Laboratory,
they began the “Poltergeist Project”. They chose the inverse beta decay on protons to detect the free
neutrino. The detection principle was a coincident measurement of the 511 keV photons associated with
positron annihilation and a neutron capture reaction a few microseconds later. The idea was to build
a large detector filled with liquid scintillator loaded with Cd to increase the probability of capturing a
neutron. The process releases 9 MeV gammas a few microseconds later than the positron detection.
This delayed coincidence provides a powerful means to discriminate the signature of the inverse beta
decay from background noise. The 300 litre neutrino detector was read by 90 two-inch photomultipliers
(PMTs) and surrounded by homemade boron–paraffin shielding intermixed with lead to stop reactor
neutrons and gamma rays from entering the detector and producing unwanted background. The expected
rate for delayed coincidences from neutrino-induced events was 0.1–0.3 counts per minute. However,
the delayed-coincidence background, present whether or not the reactor was on, was about 5 counts
per minute, many times higher than the expected signal rate. The background was due to cosmic rays
entering the detector. The small increase observed when the reactor was on was not sufficient. The
results of this first experiment were not conclusive.

Nevertheless, after the unsuccessful trial, they redesigned the experiment to better distinguish
events induced by cosmic rays and those initiated by reactor neutrinos. Two large flat plastic target tanks
were filled with water. The protons in the water provided the target for inverse beta decay. Cadmium
chloride dissolved in the water provided the Cd nuclei that would capture the neutrons. The target
tanks were sandwiched between three large scintillator detectors having 110 PMTs to collect scintillation
light and produce electronic signals. With this detector, neutrinos were detected for the first time in
1956 by Reines and Cowan using the nuclear reactor neutrinos from the Savannah River Plant in South
Carolina [1]. Several tests confirmed that the signal was due to reactor antineutrinos. The experiment
was also able to provide a measurement of the cross-section for inverse beta decay. This detection was
rewarded with the Nobel Prize in 1995.

Other important historical facts related to neutrinos were the detection of muon neutrinos in 1962,
the detection of solar neutrinos by Davis in 1970, the discovery of neutral current neutrino interactions
in 1973 with a bubble chamber experiment in a νµ beam at CERN, the detection of neutrinos from a
supernova type-II explosion in 1987 with large underground neutrino detectors, and the determination at
the Large Electron–Positron Collider (LEP) of three light neutrinos by measuring the total decay width
of the Z resonance.

2 Neutrinos in the Standard Model
In the Standard Model (SM) of particle physics, fermions come in three families. Among them, neutrinos
are the less known particles. We know that they have zero electric charge and they only interact via weak
interactions.

The SM is based on the gauge group SU(3)C × SU(2)L × U(1)Y that is spontaneously broken to
the subgroup SU(3)C × U(1)EM . All the fermions of the SM are representations of this group with the
quantum numbers indicated in Table 1, where the family structure is shown. Neutrinos are the partners
of the charged leptons. They form left-handed weak isospin doublets under the SU(2) gauge symmetry.
In the SM, neutrinos are strictly massless. They do not carry electromagnetic or colour charge but only
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the weak charge. They are extremely weakly interacting.

Table 1: Fermionic representations in the Standard Model.

LL(1, 2,−1
2) QL(3, 2, 1

6) ER(1, 1,−1) UR(3, 1, 2
3) DR(3, 1,−1

3)

(
νe

e

)

L

(
u
d

)

L

eR uR dR

(
νµ
µ

)

L

(
c
s

)

L

µR cR sR

(
ντ
τ

)

L

(
t
b

)

L

τR tR bR

Under charge, parity and time reversal symmetry (CPT) conservation, for any left-handed fermion
there exists a right-handed antiparticle with opposite charge. But the right-handed particle state may not
exist. This is precisely what happens with neutrinos in the SM. Since, when the SM was postulated,
neutrino masses were compatible with zero, neutrinos were postulated to be Weyl fermions: the left-
handed particle was the neutrino and the right-handed antiparticle was the antineutrino.

A neutrino of a flavour l is defined by the charged-current (CC) interaction with the corresponding
charged lepton l. For example, the muon neutrino always comes with the charged muon. The CC
interactions between neutrinos and their corresponding charged leptons are given by

−LCC =
g√
2

∑

l

ν̄Llγ
µlL̄W

+
µ + h.c. (1)

The SM neutrinos also have neutral-current (NC) interactions, as indicated in

−LNC =
g

2 cos θW

∑

l

ν̄Llγ
µνLlZ

0
µ. (2)

From this equation, one can determine the decay width of the Z0 boson into neutrinos, which is propor-
tional to the number of light left-handed neutrinos.

We know thanks to neutrinos that there are exactly three families in the SM. An extra SM fam-
ily with quarks and charged leptons so heavy that they remain unobserved would also have massless
neutrinos that would have been produced in Z decay, modifying its width, which has been measured
at LEP with impressive precision. The combined result from the four LEP experiments is Nν =
2.984± 0.008 [2].

The SM presents an accidental global symmetry. This is a consequence of the gauge symmetry
and the representations of the physical states. The total lepton number given by L = Le + Lµ + Lτ is
conserved.

Other neutrino properties summarized in the Particle Data Book [2] are upper limits on neutrino
masses, on neutrino decay processes and on the neutrino magnetic moment.

3 Neutrino interactions and detection
Neutrinos are produced copiously in natural sources: in the burning of stars, in the interaction of cosmic
rays, in the Earth’s radioactivity, in supernova explosions and even as relics of the Big Bang. In the
laboratory, neutrinos are produced in nuclear reactors and particle accelerators.

3

NEUTRINO PHYSICS

159



The neutrino energies expand through a huge range: from 103 eV to 1015 eV. In the low-energy
range there are neutrinos from double-beta decay, geoneutrinos, nuclear reactors, supernovas and the
Sun. Artificial neutrinos from particle accelerators, beta beams or neutrino factories have energies in the
medium range. Atmospheric neutrinos extend from medium to high energies, while neutrinos coming
from extragalactic sources can reach very high energies.

Another important ingredient for neutrino detection is the neutrino interaction cross-section. Neu-
trino cross-sections are not equally well known in the whole range (Fig. 1). For neutrino energies lower
than 100 MeV, cross-sections are well known because the interaction processes are dominated by the
inverse beta decay, elastic scattering, and CC and NC interactions with nuclei. These interactions are
theoretically better known than determined in experiments. For neutrino energies above 100 GeV, up to
107 GeV (ultrahigh energies), they are also accurately known. However, in the intermediate range, criti-
cal for atmospheric and accelerator experiments with neutrino energies around 1 GeV, cross-sections are
poorly known (with uncertainties of 20–40%) due to the complexity of the processes like quasi-elastic
(QE) scattering, single pion production, deep inelastic scattering (DIS), and nuclear effects, form factors,
etc.

Fig. 1: Neutrino interaction cross-sections.

MINERνA [3] (Main Injector Experiment for ν-A) is a detector designed to precisely study
neutrino–nucleus interactions in the 1–10 GeV range in the NuMI high-intensity neutrino beam at Fer-
milab. This experiment will improve our knowledge of neutrino cross-sections at low energy and study
the A dependence in neutrino interactions. These data will be important to reduce the systematic errors
in long-baseline neutrino oscillation experiments.

They will study four main reaction channels: QE, resonance production, deep inelastic scattering,
and coherent neutrino–nucleus reactions (CC and NC coherent single pion production). The MINERνA
detector is a fine-grained tracking calorimeter with a fully active solid-scintillator tracker. The active
detector are solid-scintillator strips of triangular cross-section providing a spatial resolution of 2.5 mm.
The scintillation light due to a charged particle is collected by a wavelength-shifting optical fibre located
at the centre of each strip and routed to PMTs. The detectors are hexagonal modules containing one
or two active planes. After the tracker region there is the electromagnetic calorimeter (ECAL) and the
hadronic calorimeter (HCAL) to contain forward-going particles. Both calorimeters also surround the
inner detector to contain particles with high transverse momentum. At the back of the detector they use
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the MINOS Near detector as a muon spectrometer to measure the energy and charge of muons. Before
the tracker there is an area of the nuclear targets (liquid He, carbon, iron, lead and water) interleaved
with tracking planes. Just before, there is a veto wall and a steel shield.

The MINERνA collaboration built a first prototype of 24 full-size modules that was first commis-
sioned with cosmic rays in 2008–2009 and then moved underground into the NuMI beam upstream of
the MINOS Near detector with an iron target prototype and a veto wall. It began operating in summer
2009. The complete detector was finished in March 2010. Modules of four types (120 in total) – nuclear
target, tracker, ECAL and HCAL – were built with a total mass of ∼ 200 ton. MINERνA has taken data
in the low-energy (peak at 3 GeV) antineutrino beam since November 2009 with 55% of the full detec-
tor. In March 2010 they took data in low-energy neutrino mode until September 2010. After November
2010 they took antineutrino data, turning again to low-energy neutrino mode in spring 2011. In summer
2012 Fermilab will switch to the medium-energy beam (peak at 6 GeV) for NOνA, and MINERνA will
continue to take data.

Different technologies have been used by past and present neutrino detectors. Radiochemical
techniques were used by the first solar neutrino experiments like Homestake, SAGE and GALLEX. They
use the interaction of neutrinos with Cl or Ga isotopes, producing Ar or Ge, and developed methods to
extract these isotopes using different solutions. They were not real-time detectors. At present, one of the
most common technologies exploited is that used by Cerenkov detectors like Super-Kamiokande, SNO,
MiniBooNE, Antares, IceCube, etc. They detect the Cerenkov light of the charged leptons produced by
neutrinos using PMTs. The pattern of the detected rings allows electrons to be distinguished from muons.
This is the best technique for low rates and low-multiplicity events with energies below 1 GeV and also
very high energies. A different technique used by some neutrino accelerator experiments like MINOS,
MINERνA and NOνA is tracking calorimetry. They use alternating planes of absorber material (such
as lead) with detector planes for tracking (essentially liquid or plastic scintillators read by PMTs). This
is appropriate for high-rate and high-multiplicity events with energies around 1 GeV. Another type of
detectors are the unsegmented scintillator calorimeters like KamLAND, Borexino and Double Chooz.
They provide large light yields at MeV energies. This is very convenient for the detection of reactor and
solar neutrinos. Liquid argon time projection chambers (LAr TPCs) like ICARUS have high granularity
and are potentially good for large masses. Finally we have the emulsion technique, which is in fashion
again with the OPERA experiment. This is the only technique providing the micrometre-level spatial
resolution needed, for example, to detect tau neutrinos.

4 Massive neutrinos
As already mentioned, there are only upper limits to neutrino masses. The direct limits come from the
precise measurement of the endpoint of the lepton energy spectrum in weak decays, which gets modified
if neutrinos are massive.

The SM predicts that neutrinos are precisely massless. In order to add a mass to the neutrino, the
SM has to be extended. The SM gauge invariance does not imply lepton number symmetry. Total lepton
number can or cannot be a symmetry depending on the neutrino nature.

Neutrino masses can be easily accommodated in the SM. A massive fermion necessarily has two
states of helicity. The mass is the strength of the coupling between the two helicity states. To introduce
such a coupling in the SM for the neutrinos, we need to identify the neutrino right-handed states, which
in the SM are absent. There are two ways to proceed:

1. We introduce a right-handed neutrino coupled to the matter just through the neutrino masses and
impose lepton number conservation (Dirac neutrinos)

L = LSM −MννRνL + h.c. (3)
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2. We do not impose lepton number conservation and we identify the right-handed state with the
antiparticle of the left-handed state (Majorana neutrinos)

L = LSM − 1
2MννCL νL + h.c. (4)

In the first case, we enlarge the SM by adding a set of three right-handed neutrino states, which
would be singlets under SU(3)×SU(2)×UY (1), but coupled to matter just through the neutrino masses.
This coupling has to be of the Yukawa type to preserve the gauge symmetry. Masses are proportional
to the vacuum expectation value of the Higgs field, like for the remaining fermions. One important
consequence of this is a new hierarchical problem: Why are neutrinos much lighter than the remaining
leptons?

In the second case, Majorana identified the right-handed state with the antiparticle of the left-
handed state. C is the operator of charge conjugation in spinor space that connects particle and anti-
particles:

νR → (νL)c = Cν̄TL = Cγ0ν
∗
L. (5)

The Majorana neutrino masses are of the form

mν = αν
v2

Λ
. (6)

If Λ is much higher than the electroweak scale v, a strong hierarchy between neutrino and charged lepton
masses arises naturally. A Majorana mass violates the conservation of all charges carried by the fermion,
including global charges as lepton number.

The simplest example to explain the origin of the scale Λ in the Majorana masses is the famous
see-saw mechanism [4]. In this case, the scale of the mass eigenvalues is much higher than the scale
of electroweak symmetry breaking (Λ � v). The Majorana effective interaction results from the inter-
change of very heavy right-handed Majorana neutrinos. The new physics scale is simply related to the
masses of the heavy Majorana neutrinos and the Yukawa couplings.

Neutrino masses imply neutrino mixing, as happens in the quark sector. Majorana and Dirac possi-
bilities differ in the number of observable phases. The real physical parameters are the mass eigenstates
and the mixing angles, while the imaginary parameters are CP-violating phases. In the case of three
families, there are three mixing angles and one phase for the Dirac case or three phases for the Majorana
case.

5 Neutrino oscillations in vacuum and matter
If neutrinos have masses and mix, there can be neutrino flavour change. Oscillations appear because of
the misalignment between the neutrino interaction eigenstates and the propagation mass eigenstates.

The neutrino flavour eigenstates, να, produced in a weak interaction are linear combinations of the
mass eigenstates νj :

|να〉 =

n∑

j=1

U∗
αj |νj〉, (7)

where n is the number of light neutrino species and U is the Pontecorvo–Maki–Nakagawa–Sakata
(PMNS) mixing matrix.

A standard parametrization of the mixing matrix is given by

UPMNS =




1 0 0
0 c23 s23

0 −s23 c23






c13 0 s13eiδ

0 1 0
−s13eiδ 0 c13





c12 s12 0
−s12 c12 0

0 0 1






1 0 0
0 eiα1 0
0 0 eiα2


 , (8)
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where cij = cos θij and sij = sin θij , with θ12, θ13 and θ23 the three mixing angles, δ is the Dirac
CP-violating phase, and α1 and α2 are the Majorana phases, not accessible by oscillation experiments.

After travelling a distance L (or, equivalently for relativistic neutrinos, time t), a neutrino origi-
nally produced with a flavour α evolves as follows:

|να(t)〉 =
n∑

j=1

U∗
αj |νj(t)〉. (9)

Using the standard approximation that the neutrino state is a plane wave |νj(t)〉 = e−iEjt|νj(0)〉,
that neutrinos are relativistic with

Ej =
√
p2
j +m2

j ≈ p+
m2
j

2E
(10)

and the orthogonality relation 〈νi(0)|νj(0)〉 = δij , the transition probability between να and νβ is

P (να→νβ) = |〈νβ|να(t)〉|2 =

∣∣∣∣∣∣

n∑

j=1

n∑

k=1

U∗
αjUβk〈νk|νj(t)〉

∣∣∣∣∣∣

2

≈
∑

j,k

U∗
αjUβjUαkU

∗
βk e−i∆m2

jkL/2E , (11)

with ∆m2
jk = m2

j − m2
k. The probability for flavour transition is a periodic function of the distance

between the source and the detector.

Dominant oscillations are well described by effective two-flavour oscillations. The three-flavour
oscillation neutrino effects are suppressed because of the small value of θ13 and the hierarchy between
the two mass splittings, ∆m2

21 � ∆m2
32. In most cases the problem can be reduced to two-flavour

oscillations.

In the simplest case of two-family mixing, the mixing matrix depends on just one mixing angle
and there is only one mass square difference. The probability that a neutrino να of energy Eν oscillates
into a neutrino νβ after travelling a distance L is given by

P (να→νβ) = sin2 2θ sin2

(
∆m2L

4Eν

)
, α 6= β. (12)

The probability is the same for neutrinos and antineutrinos, since there are no imaginary entries in the
mixing matrix.

The transition probability has an oscillatory behaviour with a period determined by the oscillation
length (Losc), which is proportional to the neutrino energy and inversely proportional to the neutrino
mass square difference, and an amplitude proportional to the mixing angle. Hence the name “neutrino
oscillations”:

Losc =
4πEν
∆m2

. (13)

If L� Losc, the oscillating phase goes through many cycles before detection and is averaged to 1/2.

Experimentally, the free parameters are the source–detector distance and the neutrino energy. In
order to be sensitive to a given value of ∆m2, the experiment has to be set up with E/L ≈ ∆m2. For
example, to measure θ23 and ∆m2

32 parameters, one should look for an L/E of around 500 km/GeV
(which is the case for atmospheric neutrinos). To measure θ12 and ∆m2

21 parameters L/E should be
around 15 000 km/GeV (solar neutrinos case).
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In the most general case of three neutrino families, the oscillation probability can be rewritten in
one term conserving CP and another term violating CP, as follows:

P (να→νβ) = δαβ − 4
n∑

i<j

Re[Jαβij ] sin2

(
∆m2

ijL

4Eν

)
± 2

n∑

i<j

Im[Jαβij ] sin

(
∆m2

ijL

2Eν

)
, (14)

with Jαβij ≡ UαiU
∗
βiU

∗
αjUβj . The two terms have opposite sign for neutrinos and antineutrinos. By

comparing neutrino and antineutrino oscillation probabilities, we could test the violation of CP.

From the experimental point of view, to measure neutrino oscillations, we need to compute or
to measure the flavour composition and the flux and energy spectra of the produced neutrinos (near
data) and also the interaction cross-section at their energies. After propagation of neutrinos through a
distance L, we need to measure the flavour composition and energy spectrum (far data) with a detector.
By comparing predictions with observations or near/far data, we can measure neutrino oscillations and
determine the oscillation parameters.

When neutrinos propagate in matter, the interactions with the medium affect their properties. The
amplitude of this propagation is modified due to coherent forward scattering on electrons and nucleons.
Different flavours have different interactions. The effect of the medium can be described by an effective
potential that depends on the density and composition of the matter.

The effective potential for the evolution of νe in a medium with electrons, protons and neutrons
due to its CC interactions is given by

VCC = ±
√

2GFne, (15)

where ne is the electron number density and GF is the Fermi constant. The effective potential has
different sign for neutrinos and antineutrinos.

For example, the matter potential at the Earth’s core is ∼ 10−13 eV while at the solar core it is
∼ 10−12 eV. In spite of these tiny values, these effects are non-negligible in neutrino oscillations.

For νµ and ντ , the potential due to CC interactions is zero, since neither muons nor taus are
present in the medium. The effective potential for any active neutrino due to neutral current interactions
in a neutral medium can be written as

VNC = ∓
√

2

2
GFnn (16)

where nn is the number density of neutrons.

In general, the electron number density in the medium changes along the neutrino trajectory and
so does the effective potential. We can describe neutrino oscillations in a medium as in vacuum but with
an effective mass matrix (M̃2

ν ) that depends on the neutrino energy and the matter density, as follows:

M̃2
ν = M2

ν ± 4EVm, (17)

with

Vm =



Ve = VCC + VNC 0 0

0 Vµ = VNC 0
0 0 Vτ = VNC


 . (18)

In the case of two flavours, the mixing angle and effective masses in matter can be written as

tan 2θm =
∆m2 sin 2θ

∆m2 cos 2θ −A (19)

and

µ2
1,2(x) =

m2
1 +m2

2

2
+ E(Vα + Vβ)∓ 1

2

√
(∆m2 cos 2θ −A)2 + (∆m2 sin 2θ)2. (20)
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They depend on the matter density and neutrino energy. The − (+) sign corresponds to neutrinos (anti-
neutrinos). The quantity A is defined as A ≡ 2E(Vα − Vβ), the potential difference factor between α
and β flavours. Depending on the sign of A, the mixing angle in matter can be larger or smaller than in
vacuum. For constant potential, the mixing angle and effective masses are constant along the neutrino
evolution.

Matter effects are important when the potential difference factor A is comparable to the mass dif-
ference term ∆m2 cos 2θ. The oscillation amplitude has a resonance when the neutrino energy satisfies
this relation:

AR = ∆m2 cos 2θ. (21)

Even if the mixing angle in vacuum is very small, we will have maximal mixing at the resonance condi-
tion. The resonance happens for neutrinos or antineutrinos but not for both, and depends on the sign of
∆m2 cos 2θ.

The value of the mixing angle in matter changes if the density is changing along the neutrino
trajectory. The mixing angle θm changes sign at AR. For A � AR, we have θm = π/2. For A = AR,
θm = π/4.

For a neutrino system that is travelling across a monotonically varying matter potential, the domi-
nant flavour component of a given mass eigenstate changes when crossing the region withA = AR. This
phenomenon is known as level crossing. For constant or sufficiently slowly varying matter potential, the
instantaneous mass eigenstates behave approximately as energy eigenstates and they do not mix in the
evolution. This is the adiabatic transition approximation.

The Mikheyev–Smirnov–Wolfenstein (MSW) effect [5] describes the adiabatic flavour neutrino
conversion in a medium with varying density. We can consider the propagation of a two-family neutrino
system in the matter density of the Sun. The solar density decreases monotonically with the distance to
the centre of the Sun. The eigenstates in matter can be written as

|νm
1 〉 = |νe〉 cos θm − |νµ〉 sin θm, (22)

|νm
2 〉 = |νe〉 sin θm + |νµ〉 cos θm. (23)

Neutrinos are produced close to the centre where the electron density (ne(0)) is very large. The
potential is much larger than the resonance potential

2E
√

2GFne(0)� ∆m2 cos 2θ, (24)

and therefore the mixing angle in matter is θm = π/2. In this case, the electron neutrino is mostly the
second mass eigenstate (νe ≈ νm

2 ).

When neutrinos exit the Sun, the matter density falls to zero and the effective mixing angle is the
one in vacuum, θm = θ. If θ is small, the eigenstate νm

2 is mostly νµ. There is maximum conversion
νe → νµ if the adiabatic approximation is correct (Fig. 2). This is the MSW effect. There is a level
crossing in the absence of mixing. As we will explain later, the deficit of electron neutrinos coming from
the Sun has been interpreted in terms of an MSW effect in neutrino propagation in the Sun.

6 Experimental results from neutrino oscillation experiments
Over the years, neutrino experiments have provided spectacular evidence for neutrino oscillations. There
are essentially three pieces of evidence: one provided by solar and reactor neutrinos, a second by at-
mospheric and accelerator neutrinos, and a third by the Liquid Scintillator Neutrino Detector (LSND)
experiment. They correspond to three values of mass-squared differences of different orders of magni-
tude. There is no consistent explanation of all three signals based on oscillations among the three known
neutrinos, since there are only two independent mass-squared differences.

In the next sections, I will describe these experimental results in detail.
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Fig. 2: Effective masses acquired in the medium by a system of two massive neutrinos as a function of the potential
A.

6.1 Solar neutrinos
Solar electron neutrinos are produced in thermonuclear reactions happening in the Sun through two
main chains, the proton–proton (pp) chain and the carbon–nitrogen–oxygen (CNO) cycle. There are five
reactions that produce νe in the pp chain and three in the CNO cycle.

Figure 3 shows the solar neutrino spectrum as predicted by Bahcall [6] from the eight reactions.

Fig. 3: Neutrino fluxes from the pp chain reactions and the CNO cycle reactions as a function of the neutrino
energy.

The standard solar model (SSM) is the theoretical model describing the evolution of the Sun and
allows one to predict the spectra and the fluxes of all the solar neutrino sources. As a consequence, solar
neutrinos provide a unique probe for studying both the nuclear fusion reactions that power the Sun and
the fundamental properties of neutrinos.

The first indication of oscillations happened in the 1970s by measuring the solar neutrino flux.
Radiochemical experiments were trying to understand the energy production mechanism in the Sun and
they found a huge difference between what they measured and what was expected from solar models.

The Davis experiment was installed in the Homestake mine in South Dakota [7]. They built a
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615 ton tank of perchloroethylene C2Cl4 to measure the νe interaction with Cl, which gives a radioactive
isotope 37Ar that can be extracted and counted.

νe + 37Cl→ 37Ar + e− (25)

The energy threshold for this reaction is 0.814 MeV, so the relevant fluxes are the 7Be and 8B neutrinos.
The 37Ar produced is extracted radiochemically every three months approximately and the number of
37Ar decays is measured in a proportional counter.

In the 1990s, other radiochemical experiments like GALLEX/GNO [8] in Italy and SAGE [9] in
Russia tried to measure the solar neutrinos using a 71Ga target and extracting Ge isotopes.

νe + 71Ga→ 71Ge + e− (26)

This reaction has a very low energy threshold (Eν > 0.233 MeV) and a large cross-section for the lower-
energy pp neutrinos. The extraction of 71Ge takes place every 3–4 weeks. The GALLEX programme
was completed in the autumn of 1997 and its successor GNO started taking data in spring 1998.

All the radiochemical neutrino experiments found a solar neutrino flux much lower (between 30%
and 50%) than the predicted value. They could provide neither information on the directionality nor the
energy of the neutrinos.

The Kamiokande experiment [10] pioneered a new technique to observe solar neutrinos using wa-
ter Cerenkov detectors. This was a real-time experiment and provided information on the directionality
and the energy of neutrinos by measuring the electrons scattered from the water by the elastic reaction

νe + e− → νe + e− (27)

producing Cerenkov light, which is detected by photomultipliers. The threshold for this type of experi-
ment is much higher and they are only able to measure the 8B neutrinos.

Later on, the Super-Kamiokande (SK) experiment [11], with 50 kton of water, measured the solar
neutrinos with unprecedented precision in the energy region 5–20 MeV. Figure 4 shows the reconstructed
direction of the incoming neutrinos correlated to the Sun direction as measured by SK during the first
phase of operation (1996–2001).

In 2001 the SNO experiment showed clear evidence that solar neutrinos oscillate. This allowed
the solar model predictions to be studied independently of the neutrino properties.

SNO [12] is a Cerenkov detector made of 1 kton of heavy water (D2O) located underground in the
Sudbury mine in Canada and is able to detect 8B solar neutrinos via three different reactions:

– CC interactions on deuterons in which only electron neutrinos participate

νe + d→ p + p + e− (28)

– elastic scattering (ES) sensitive to other neutrino flavours but dominated by electron neutrinos

νx + e− → νx + e− (29)

– NC interactions with equal sensitivity to all flavours and an energy threshold of 2.2 MeV

νx + d→ p + n + νx (30)

In the case of no oscillations, the neutrino fluxes from the three interactions should be equal
since there are only electron neutrinos coming from the Sun. However, Fig. 5 shows the neutrino fluxes
measured by the three reactions by SNO. The flux of non-electron neutrinos (φµτ ) is plotted as a function
of the electron neutrino flux (φe). The NC events give a measure of the total solar neutrino flux and it
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Fig. 5: Flux of 8B solar neutrinos that are µ or τ flavour versus flux of electron neutrinos deduced from the three
neutrino reactions in SNO (from Ref. [13]).

is in good agreement with the SSM theoretical predictions. SNO can test if the deficit of solar νe is due
to changes in the flavour composition of the solar neutrino beam, since the ratio CC/NC compares the
number of νe interactions with those from all active flavours. This comparison is independent of the
overall flux normalization.

The SNO detector operated during 1999–2006 in three phases with different detection techniques
to detect NC neutrons: phase I, in pure heavy water; phase II, 2000 kg of salt were dissolved in the heavy
water, increasing the neutron capture cross-section; and phase III, the salt was removed and ultra-pure
3He counters were deployed into the SNO detector. SNO finished data taking in November 2006.

From the latest results including the SNO-III phase, the ratio between the CC and NC events is [14]

φCC

φNC
= 0.301± 0.033. (31)

This result provides clear evidence for solar neutrino oscillations independently of the solar model.
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From the SNO results, it is possible to constrain the neutrino mixing parameters. Figure 6 shows
the allowed regions of parameters from SNO data (left) and from the global analysis including data from
all the solar experiments (right). Of all the possible solutions, only the one at the largest mixing angle
and mass-squared difference survives, the famous large-mixing-angle (LMA) solution, for which matter
effects in the Sun are important.
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Fig. 6: Allowed oscillation parameters from the analysis of SNO neutrino data (left) and from the global analysis
of all solar neutrino data (right) in terms of neutrino oscillations (from Ref. [14]).

The phase I and II data from SNO have been reanalysed (see Fig. 7) [15] with a lower effective
electron kinetic energy threshold (3.5 MeV). The total uncertainty on the flux of 8B solar neutrinos has
been reduced by more than a factor of 2 compared to the best previous SNO results.

Fig. 7: Total 8B neutrino flux results using the NC reaction from both unconstrained signal extraction fits (LETA)
in comparison to unconstrained fit results from previous SNO analyses (from Ref. [15]).

One of the most important results in the last few years has come from the Borexino detector in
the Gran Sasso laboratory. Borexino [16] is a 300 kton ultra-pure liquid scintillator detector using the
elastic scattering on electrons to measure the low-energy flux and spectrum of solar neutrinos. The main
goal is the measurement of the monochromatic 7Be solar neutrinos at 0.862 MeV. Thanks to its excellent
radiopurity, Borexino also measures 8B neutrinos with an energy threshold of only 3 MeV. This is the
lowest energy threshold ever reached in real-time experiments.

Before Borexino, radiochemical experiments measured the very low energy range (where oscilla-
tions happen essentially in vacuum) while SNO and SK measured the 8B part of the spectrum. Borexino
has measured the 7Be spectrum and provided a confirmation of the MSW–LMA model. This is the
first direct measurement of the survival probability for solar electron neutrinos in the transition region
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between matter-enhanced and vacuum-driven oscillations [17].

A prediction of the MSW–LMA model is that neutrino oscillations are dominated by vacuum
oscillations at low energies (< 1 MeV) and by resonant matter-enhanced oscillations taking place in
the Sun’s core at high energies (> 5 MeV). A measurement of the survival probability as a function of
the neutrino energy is very important to confirm the MSW–LMA solution. Figure 8 shows the survival
probability (Pee) before (left) and after (right) including the Borexino data and the fit assuming LMA
oscillations. The MSW–LMA model is confirmed at 4.2σ level. For the first time the same apparatus can
measure two different oscillation regions predicted by the MSW–LMA model.

Fig. 8: Comparison of solar neutrino fluxes as a function of the energy measured by several solar neutrino experi-
ments before (left) and after (right) Borexino data (from Ref. [18]).

“Geoneutrinos” are electron antineutrinos produced by beta decays of the nuclei in the decay
chains of 238U and 232Th. Geoneutrinos are direct messengers of the abundances and distribution of
radioactive elements within our planet. By measuring their flux and spectrum, it is possible to reveal
the distribution of long-lived radioactivity in the Earth and to assess the radiogenic contribution to the
total heat balance of the Earth. As these radioactive isotopes beta-decay, they produce antineutrinos. So,
measuring these antineutrinos may serve as a cross-check of the radiogenic heat production rate.

KamLAND is the first detector to conduct an investigation on geoneutrinos [19]. In 2005 they
provided the first experimental indication for geoneutrinos. Borexino has also been able to measure
geoneutrinos at 4.2σ [20]. Both detectors use the inverse beta decay to detect geoneutrinos.

6.2 Atmospheric neutrinos
Atmospheric neutrinos are produced in the collision of primary cosmic rays (typically protons) with
nuclei in the upper atmosphere. This creates a shower of hadrons, mostly pions. The pions decay to a
muon and a muon neutrino. The muons decay to an electron, another muon neutrino, and an electron
neutrino. Based on this simple kinematic chain, one predicts a flux ratio of two muon neutrinos to one
electron neutrino.

The first experiment proving neutrino oscillations without ambiguities was the Super-Kamiokande
experiment located 1000 m underground in the Kamioka mine in Japan in 1998. This 50 kton water
Cerenkov detector (22.5 kton fiducial mass) measured the atmospheric neutrinos produced by cosmic-
ray collisions with the atmosphere. Two muon neutrinos are produced per one electron neutrino from the
pion decay with energies between 0.1 and 100 GeV. More than 11 000 20-inch PMTs covering 40% of
the surface detect the Cerenkov light coming from the neutrino CC interactions.

By measuring the number of events of each type, as a function of energy and direction, we can
find out if neutrino oscillations are affecting the results. SK has shown a big deficit of muon neutrinos
dependent on the energy and at distances compatible with neutrino oscillations. The distributions of
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electrons and muons as a function of the azimuthal angle show an asymmetry between upward and
downward muon neutrinos (Fig. 9). The muon neutrinos traversing the Earth present a clear deficit,
which is not the case for downward muon neutrinos or electron neutrinos. This deficit is compatible with
a νµ–ντ oscillation [21].

Fig. 9: Zenith angle distribution of SK data. Dots, solid line and dashed line correspond to data, Monte Carlo
without oscillation, and Monte Carlo with best-fit oscillation parameters.

On 12 November 2001, about 6600 of the photomultiplier tubes in the Super-Kamiokande detector
imploded, apparently in a chain reaction due to a shock wave. The detector was partially restored by
redistributing the photomultiplier tubes that did not implode. In 2005 they reinstalled 6000 PMTs and
they called the new phase SK-III.

The zenith angle two-flavour analysis of the data before the SK PMT implosion (SK-I and SK-II)
has been updated [22] and allowed to better constrain the ∆m2

32 and θ23 oscillation parameters.

SK was also able to observe the expected dip in the L/E spectrum due to oscillations (Fig. 10).
Other hypotheses have been excluded at 4.1σ and 5σ levels.

The latest zenith angle and L/E analysis results from SK-I, II and III data [24] are consistent and
provide the most stringent limit on sin2 θ23.

6.3 Reactor neutrinos
Reactor neutrinos have also played a crucial role in neutrino oscillations. They have helped to understand
the solar anomaly and they have provided unique information on the θ13 mixing angle, still unknown.

Nuclear reactors are the major source of human-generated neutrinos. They are very intense, pure
and isotropic sources of antineutrinos coming from the beta decay of the neutron-rich fission fragments.
The four main isotopes contributing to the antineutrino flux are 235U, 238U, 239Pu and 241Pu.

On average, each fission cycle produces ∼ 200 MeV and six antineutrinos. For typical mod-
ern commercial light-water reactors with thermal power of the order of 3 GWth, the typical yield is
∼ 6× 1020 antineutrinos per core per second. But not all these neutrinos can be detected.

The observed neutrino spectrum will be the product of the reactor neutrino flux and the inverse
beta decay cross-section, as shown in Fig. 11. The inverse beta decay (Eq. (32)) has an energy threshold
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flavour νµ → ντ oscillation analysis (solid line) as a function of L/E (from Ref. [23]).

Fig. 11: Typical energy spectrum of antineutrinos from nuclear reactors.

of 1.8 MeV and only about 1.5 ν̄e/fission can be detected (25% of the total).

ν̄e + p→ e+ + n (32)

Past reactor experiments were looking for the disappearance of reactor ν̄e with the goal of solving the
atmospheric problem at short baselines. All of them found negative results. The most sensitive of these
experiments was the CHOOZ experiment.

CHOOZ [25] was looking for the disappearance of electron antineutrinos from the CHOOZ nu-
clear power plant in France in the 1990s. CHOOZ was a quite simple liquid scintillator detector doped
with 0.1% Gd located 1.05 km away from the reactors. It was hosted in a cylindrical pit 7 m in diameter
and height. The cylindrical steel tank was surrounded by a 75 cm thick low-radioactivity sand contained
in an acrylic vessel and covered by cast iron. The target was 5 ton 0.1% Gd-loaded liquid scintillator
contained in a transparent acrylic vessel. A 17 ton non-Gd-loaded liquid scintillation region contained
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192 eight-inch PMTs. A muon veto region was read by two rings of 24 eight-inch PMTs.

This experiment has strongly influenced the present and upcoming reactor experiments. They had
the unique opportunity to have both reactors off and periods with only one of the reactors on. This
allowed a good measurement of the backgrounds.

The ratio of measured to expected events was 1.01 ± 2.8% (stat.) ± 2.7% (sys.). No evidence
for νe → νµ oscillations at the 10−3 scale was found. Despite the negative result, this experiment
was very sensitive to the νe → ντ oscillation. They have not observed the disappearance of electron
antineutrinos but they could exclude a region in the parameter space (Fig. 12). The upper bound obtained
is sin2(2θ13) < 0.12–0.2 at 90% confidence level (CL), depending on the value of ∆m2

32.
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Fig. 12: Exclusion region in the parameter space by the CHOOZ data (from Ref. [25]).

The CHOOZ constraint is also relevant to the global interpretation of the solar and atmospheric
neutrino data in the framework of three-neutrino mixing.

The neutrino oscillation in the solar range has been confirmed with reactor neutrinos by the Kam-
LAND long-baseline reactor experiment [26]. KamLAND is a 1 kton liquid scintillator detector located
at the Kamioka mine in Japan (at the old Kamiokande site) at an average distance of L0 = 180 km from
55 nuclear reactors at a depth of 2700 mwe (metres of water equivalent). They were looking for the
disappearance of electron antineutrinos at E/L ∼ 10−5 eV2, in the oscillation range indicated by the
solar data. They started taking data in 2002 and finished in 2007.

The liquid scintillator is contained in a 13 m diameter spherical nylon balloon surrounded by oil
in a 18 m diameter spherical stainless-steel vessel. This holds the 1879 PMTs with a photocathode
coverage of 34%. A cylinder filled with water surrounds the previous volumes, being a Cerenkov veto
against backgrounds (cosmic muons, gamma rays and neutrinos from the surrounding rock). This is
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the largest scintillator detector ever constructed. Neutrinos are detected through the inverse beta decay
reaction (Eq. (32)), the neutrons being captured in protons, giving photons of 2.22 MeV.

They reported the first evidence for the disappearance of reactor electron antineutrinos in 2002 [27].
In Fig. 13 we can see the ratio of observed over expected events (without oscillations) as a function of
the distance. The deficit measured by KamLAND (R = 0.611 ± 0.085 (stat.) ± 0.041 (syst.) for
ν̄e > 3.5 MeV) is compared with previous unsuccessful reactor experiments. This was consistent with
the LMA region.

KamLAND presented the first evidence of spectral distortion in 2004 [28]. Figure 13 shows data
compared with the non-oscillation scenario and with the best-fit oscillation spectrum as a function of the
prompt event energy (Eprompt ≈ Eν̄e + mp + mn). The shaded band indicates the systematic error in
the best-fit reactor spectrum above 2.6 MeV. The observed energy spectrum disagrees with the expected
spectral shape in the absence of neutrino oscillation at 99.6% significance and prefers the distortion
expected from the oscillation effects.

Fig. 13: Evidence for ν̄e disappearance (left) and spectral distortion (right) measured by KamLAND.

KamLAND has presented new results [29] with more statistics and a lower energy threshold
(0.9 MeV compared to 2.6 MeV). They have enlarged the fiducial volume and performed a campaign
to purify the liquid scintillator. They have reduced the systematic uncertainty in the number of target
protons and background up to 4.1–4.5%. The significance of spectral distortion is now > 5σ.

The KamLAND results can be interpreted in terms of ν̄e oscillations. Figure 14 shows the allowed
contours in the oscillation parameter space for solar and KamLAND data from the two-flavour oscillation
analysis (assuming θ13 = 0). The solar region is in agreement with the KamLAND data. The ∆m2

21

parameter is strongly determined by the KamLAND experiment.

The ratio of the background-subtracted neutrino spectrum to non-oscillation expectations as a
function of L0/Eν is shown in Fig. 15. We can clearly see the oscillation periods over almost two full
cycles. The oscillatory signature is distorted because the reactor sources are distributed across multiple
baselines.

In summary, KamLAND confirmed neutrino oscillation, providing the most precise value of ∆m2
21

to date and improving the precision of tan2 θ12 in combination with solar data. The indication of an ex-
cess of low-energy antineutrinos consistent with an interpretation as geoneutrinos persists. The scientific
goals of the KamLAND experiment are now expanded towards solar neutrino detection and neutrino-less
double-beta decay detection using enriched Xe.
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6.4 Accelerator neutrinos
Accelerator neutrinos not only have confirmed neutrino oscillations in the atmospheric region and in
addition proved the appearance of flavours but also have opened new questions in neutrino physics.

Neutrinos are produced from the collision of a proton beam with a target, producing pions and
kaons. Then, they are focused and decay, giving muons, electrons and neutrinos. Muons and electrons
are absorbed and the surviving particles are 98% muon neutrinos and around 2% electron antineutrinos.

There are two types of searches that can be undertaken at accelerators: disappearance searches
with experiments like K2K and MINOS, with not enough energy to produce the lepton in the CC reaction,
and appearance searches with experiments like MiniBooNE and OPERA, with enough energy to produce
the lepton. These experiments are mainly focused on the measurement of ∆m2

32 and θ23 and they have
very limited sensitivity to θ13.

The first accelerator-based long-baseline neutrino oscillation experiment was K2K [30] starting
in 1999 and running until 2004. They looked for muon neutrino disappearance using a beam provided
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by KEK and detecting the oscillated neutrinos 250 km away with the SK detector. The comparison
between near and far detectors allowed the measurement of 112 events, whereas 158 were expected, and
a clear distortion of the energy spectrum (Fig. 16). The best-fit parameters are compatible with the SK
atmospheric oscillation results.

Fig. 16: (left) Distribution of νµ events in K2K as a function of the reconstructed neutrino energy and (right)
allowed regions from the analysis of K2K data compared to the L/E SK analysis.

More recently, the MINOS long-baseline experiment [31] has presented a positive result on neu-
trino oscillations. MINOS is composed of two similar magnetized steel/scintillator calorimeters to look
for the disappearance of muon neutrinos from the NUMI beam at Fermilab. The 1.5 kton near detector
is located near the source at Fermilab and the 5 kton far detector is placed 735 km away in the Soudan
mine.

Fig. 17: (left) Distribution of the neutrino energy at the far MINOS detector compared to the non-oscillation case
and (right) the corresponding allowed regions in the oscillation parameter space (from Ref. [32]).

Figure 17 shows the MINOS far detector data with a significant deficit compared to the non-
oscillation case and very good agreement with the νµ–ντ oscillation scenario. The allowed region in the
parameter space is shown in this plot together with the results from SK L/E analysis and K2K. The
measurement of ∆m2

32 is dominated by MINOS, while the angle θ23 is essentially determined by SK.

A similar study to that discussed previously has been performed on the antineutrino dataset [33].
MINOS is also able to distinguish between muon neutrinos and antineutrinos. A total of 1.7 × 1020
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protons on target (POT) were accumulated between September 2009 and March 2010. The reconstructed
energy spectrum of ν̄µ CC events at the far detector shows a deficit in the low-energy region. The best-fit
oscillation parameters to ν̄ data are shown in Fig. 18. We see the corresponding contours for neutrino and
antineutrino oscillations. Antineutrinos favour a slightly higher ∆m2 than neutrino data, which could
violate CPT. Anyway, the results are compatible at 2σ and more data are being taken to understand if
this is a statistical fluctuation or not. Matter effects cannot explain this discrepancy (too small effect).

Fig. 18: Allowed regions in the oscillation parameter space for neutrino and antineutrino data (from Ref. [33]).

A subdominant transition νµ → νe would be expected if θ13 6= 0. MINOS was optimized for muon
identification, and thus the reconstruction of electromagnetic showers is difficult. They use an artificial
neural network technique for this analysis. Recent results looking for νe appearance have shown a very
small excess of data (0.7σ over the expected background) [34]. This measurement is also consistent with
no νe appearance. A limit has been set around the CHOOZ value. Since MINOS is sensitive to matter
effects, they have different limits depending on the sign of ∆m2 (Fig. 19).

Among the short-baseline accelerator neutrino experiments, LSND is the first experiment that
claimed the observation of neutrino oscillation appearance [35]. They were taken data from 1993 to
1998 looking for the appearance of electron antineutrinos in a muon antineutrino beam produced at Los
Alamos National Laboratory. The detector was a tank filled with 167 ton of dilute liquid scintillator,
located about 30 m from the neutrino source. The experiment observed an excess of events above the
MC predictions (at 3.8σ) that could be interpreted in terms of ν̄µ → ν̄e oscillations. The corresponding
∆m2 is in the range shown in Fig. 20. These results created a huge controversy because they are not
compatible with atmospheric and solar oscillations since they cannot be explained assuming three-flavour
oscillations.

The region of parameter space that is favoured by the LSND observations has been partly tested
by other experiments like KARMEN [36] with negative results on neutrino oscillations. KARMEN
excluded part of the LSND region. Another experiment is needed to definitively confirm this excess or
not.

This is the case of the MiniBooNE experiment, designed to test the neutrino oscillation interpre-
tation of the LSND signal. This experiment was proposed in 1997 and started running in 2002. Mini-
BooNE [37] is an 800 ton mineral oil Cerenkov detector placed at 540 m from the neutrino source and

21

NEUTRINO PHYSICS

177



0 0.1 0.2 0.3 0.4

)
π

 (
C

P
δ

0.0

0.5

1.0

1.5

2.0

 > 02m∆ 

MINOS Best Fit 

68% CL

90% CL

CHOOZ 90% CL

=1 for CHOOZ
23

θ
22sin

0 0.1 0.2 0.3 0.4

)
π

 (
C

P
δ

0.0

0.5

1.0

1.5

2.0

23
θ

2)sin
13

θ(222sin

0 0.1 0.2 0.3 0.4

)
π

 (
C

P
δ

0.0

0.5

1.0

1.5

2.0

 < 02m∆

MINOS

 POT
20

10×7.01

23
θ

2)sin
13

θ(222sin

0 0.1 0.2 0.3 0.4

)
π

 (
C

P
δ

0.0

0.5

1.0

1.5

2.0

Fig. 19: Values of 2 sin2(2θ13) sin2 θ23 and δCP that produce a number of candidate events in the far MINOS
detector consistent with the observation for (top) the normal hierarchy and (bottom) the inverted hierarchy. Black
lines are the best fit and red (blue) regions show the 90% (68%) CL intervals (from Ref. [34]).

Fig. 20: Allowed regions in the parameter space including atmospheric, solar and LSND data.

uses the νµ beam produced by the Booster Neutrino Beamline at Fermilab. The L/E baseline is similar
to the LSND, but the baseline and neutrino energies are one order of magnitude higher. Therefore, Mini-
BooNE systematic errors are completely different. They also have higher statistics and they are taking
data in both neutrino and antineutrino modes.

Figure 21 shows the MiniBooNE results for νµ–νe oscillations in terms of the reconstructed energy
distribution of νe candidates [38]. Points are data with the statistical error and the histogram is the
background prediction with systematic errors. For the analysis region between 475 MeV and 1.25 GeV,
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there is no evidence of oscillations. Data are consistent with background. MiniBooNE has excluded two
neutrino oscillations in the LSND region at 98% CL. However, in the low-energy part of the spectrum
(between 200 and 475 MeV) they have found a sizeable excess of data. The excess at low energy has a
significance of 1.7σ or 3.4σ and is incompatible with LSND-type oscillations. The source of this excess
remains unknown.
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Fig. 21: (left) Neutrino energy distribution for νe CCQE data and background and (right) 90% CL limit (thick
curve) and sensitivity (dashed curve) for events with energy> 475 MeV within a two-neutrino νµ → νe oscillation
model (from Ref. [38]).

MiniBooNE has also reported results from the search for ν̄µ–ν̄e oscillations [39]. For the oscil-
lation study, no contribution from the low-energy neutrino mode excess has been accounted for in the
ν̄ prediction. In Fig. 22 the ν̄e charged-current quasi-elastic (CCQE) energy for data and background
events is shown. From 200 to 3000 MeV there is a total excess of 43.2 ± 22.5 events. The excess is
present in the low (< 475 MeV) and high (> 475 MeV) energy regions.

Many checks have been performed on the data to ensure that backgrounds are correctly estimated.
Any single background would have to be increased by more than 3σ to explain the observed excess of
events. On the right-hand plot of Fig. 22 the 90, 95 and 99% CL contours for ν̄µ → ν̄e oscillations in the
energy range > 475 MeV are shown. The allowed regions are in agreement with LSND allowed regions.
The probability of background-only fit relative to the best oscillation fit is 0.5%. Comparison between
MiniBooNE and LSND as a function of L/E also shows consistency between both results.

The source of the excess observed by MiniBooNE at low energy and the difference found between
neutrino and antineutrino results are still under study.

CNGS [40] is the neutrino beam facility in Europe. It is mainly a νµ beam from the CERN SPS
with a mean energy of ∼17 GeV, a 4% ν̄µ contamination and a 0.9% (νe + ν̄e) contamination. Two
experiments, OPERA and ICARUS, are located in the LNGS laboratory in Italy, 730 km away from the
neutrino source. Their main goal is to detect νµ → ντ transitions in appearance mode. Physics operations
started in 2007 and they have provided neutrino beams in 2008, 2009 and 2010.

OPERA looks for ντ CC interactions through the measurement of τ decay kinks in different chan-
nels. The detector consists of a large set of emulsion–lead targets combined with electronic detectors
and a magnetic spectrometer. This technique provides a very good spatial resolution of the order of the
micrometres.

In August 2009 the OPERA collaboration presented the first ντ neutrino candidate [41]. With their
statistics, they expected 0.5 ντ candidates. The statistical significance of the measurement of a first ντ
candidate is 2.36σ. For five years of data taking at the nominal CERN performance of 4.5 × 1019 POT,
they expect to detect 10 τ events.
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Fig. 22: (left) Neutrino energy distribution for ν̄e CCQE data and background and (right) the 90, 95 and 99%
CL allowed regions for events with energy > 475 MeV within a two-neutrino ν̄µ → ν̄e oscillation model (from
Ref. [39]).

The ICARUS T600 detector at LNGS [42] is a 600 ton LAr TPC providing 3D imaging of any
ionizing event. T600 is presently taking data and has smoothly reached the optimal working conditions.
They have already observed neutrino interactions. The first data analysis is ongoing, together with the
development of fully automated reconstruction software. They expect to measure one or two τ events in
the next two years.

6.5 Global analysis of oscillation data
In previous sections, all the current neutrino oscillation results have been summarized. The three pieces
of neutrino oscillation evidence have been explained corresponding to three different values of mass-
squared differences. The mixing of three standard neutrinos can only explain two of the anomalies. The
explanation of the three sets of data would require the existence of sterile ν species, since only three light
neutrinos can couple to the Z0 boson.

In the case of the solar and atmospheric neutrino indications, several experiments agree on the
existence of the effect and they have been confirmed by terrestrial reactor and accelerator experiments.
Therefore, the standard scenario is to consider three-neutrino mixing without the LSND result. Several
attempts have been made in the literature to accommodate also LSND data (include a fourth sterile
neutrino, break CPT symmetry, make neutrinos and antineutrinos have different masses). However, the
present phenomenological situation is that none of these explanations can successfully describe all the
neutrino data.

Table 2 summarizes the present values of the oscillation parameters from a recent global three-
flavour neutrino oscillation analysis of the experimental data [43]. The upper (lower) row corresponds to
normal (inverted) mass hierarchy.

There are two possible mass orderings, which we denote as normal (∆m2
32 > 0) and inverted

(∆m2
32 < 0). The two orderings are often referred to in terms of sgn(∆m2

32).

As you may see, not all of the neutrino oscillation parameters have been measured: the value of
the θ13 angle, the sign of the ∆m2

32 (mass hierarchy) and the CP violation phase are still unknown.
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Table 2: Neutrino oscillation parameter summary (from Ref. [43]).

Parameter Best fit ±1σ 2σ 3σ

∆m2
21 (10−5 eV2) 7.59+0.20

−0.18 7.24–7.99 7.09–8.19

∆m2
32 (10−3 eV2)

2.45 ± 0.09
– (2.34+0.10

−0.09)
2.28–2.64

– (2.17–2.54)
2.18–2.73

– (2.08–2.64)

sin2 θ12 0.312+0.017
−0.015 0.28–0.35 0.27–0.36

sin2 θ23
0.51 ± 0.06
0.52 ± 0.06

0.41–0.61
0.42–0.61

0.39–0.64

sin2 θ13
0.010+0.009

−0.006

0.013+0.009
−0.007

≤ 0.027

≤ 0.031

≤ 0.035

≤ 0.039

Past and present experiments tried to measure the θ13 mixing angle without success. We only have
an upper limit on its value, indicating that this angle must be very small. However, the best-fit point of
this parameter is not zero. There are independent hints for θ13 > 0 computed using different data ranging
between 1.4σ and 2.8σ.

Figure 23 illustrates the interplay of the various datasets in the plane of sin2 θ13 and ∆m2
32. The

latest T2K results have not been considered in this analysis.

Fig. 23: Bound on sin2 θ13 using global data, corresponding to (left) normal hierarchy and (right) inverted hierar-
chy (from Ref. [43]).

7 Current and future neutrino oscillation experiments
In the previous section I provided a summary of the present situation in terms of experimental neutrino
oscillation results and data analysis. As pointed out, there are still many questions to be answered by
forthcoming neutrino oscillation experiments in the next few years and further in the future.

The main topics that will be addressed by the current and near-future experiments are:

– measurement of θ13 mixing angle;
– accurate measurements of other oscillation parameters (∆m2

32, θ23, is θ23 maximal?);
– understanding of LSND/MiniBooNE anomalies;
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– understanding of differences observed between neutrinos and antineutrinos in accelerator experi-
ments;

– searching for CP violation in the leptonic sector; and
– searching for the sign of ∆m2

32.

Current experiments that will try to study these questions are the accelerator experiments MINOS,
OPERA, ICARUS and MiniBOONE, which will continue their operation to accumulate more statistics,
and the new ones T2K in Japan and NOνA in the USA. Concerning reactor neutrinos, there are essentially
three new reactor experiments that would like to measure θ13: Double Chooz in France is already taking
data, RENO in Korea is coming soon, and Daya Bay in China a bit later. In addition, more news on SK
and Borexino concerning natural sources will be reported.

The first goal of the near-future experiments is to measure the θ13 mixing angle. There are es-
sentially two ways of studying this parameter: with neutrino accelerator long-baseline experiments or
reactor experiments.

The long-baseline accelerator experiments will try to measure the θ13 mixing angle by looking
for the appearance of electron neutrinos in a muon neutrino beam generated at great distance from the
detector. The main problem to measure θ13 with accelerator experiments is that the oscillation probability
depends on several parameters in such a way that the measurement of θ13 will be affected by correlations
and degeneracies between parameters (their sensitivity will be reduced). Owing to the long baseline,
they can also be sensitive to matter effects.

However, reactor neutrino experiments are unique for providing an unambiguous determination
of θ13. The electron antineutrino disappearance probability does not depend on the CP phase nor on the
sign of ∆m2

32. It depends essentially on θ13 (only has a weak dependence on ∆m2
21). Therefore, unlike

appearance experiments, they do not suffer from parameter degeneracies. Moreover, the matter effects
are negligible due to the small distances. So, they will provide a clean measurement of the mixing angle.
In addition to this, they can help to solve the θ23 degeneracy (the octant of θ23 if not maximal, θ23 > π/4
or < π/4) combined with accelerator experiments.

The experimental challenges of neutrino accelerator experiments are related to the neutrino beam
intensity, the contamination of other flavours in the neutrino beam, the uncertainties on the neutrino flux
properties and the neutrino–nucleus interactions. On the other hand, reactor neutrino experiments have
a pure antineutrino flux without flavour contamination, the flux is known at few per cent level, and the
cross-section is high, so the needed detectors are smaller (and cheaper compared to accelerator experi-
ments). However, they need to deal with backgrounds and reduce the systematic uncertainties to provide
a precise measurement. On the other hand, accelerator experiments are able to provide other measure-
ments like CP-violation. Anyway, both kinds of experiments are necessary. They provide independent
and complementary information.

7.1 New reactor experiments
The main goal of the new reactor experiments is to measure the θ13 mixing angle. In order to achieve this,
several improvements with respect to previous reactor measurements are needed. It will be necessary to
increase the statistics. More powerful reactors are desired, longer exposure and larger detector mass.
On the other hand, backgrounds should be further reduced with a better detector design: using veto
detectors and external shields against muons and external radioactivity. Finally, an important reduction
of the systematic uncertainties is fundamental to reach the high precision needed. It could be achieved
by performing relative measurements using two identical detectors and comparing them to minimize the
reactor errors. A detailed calibration programme will be needed.

Reactor experiments will look for the disappearance of electron antineutrinos coming from nu-
clear reactors. The corresponding oscillation probability (Eq. (33)) essentially depends on ∆m2

32 and
sin2 2θ13. The second term corresponds to a second oscillation amplitude dominated by solar parameters
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and has been measured with the KamLAND experiment:

P (νe→νe) = 1− sin2 2θ13 sin2

(
∆m2

32L

4Eν

)
− cos4 θ13 sin2 2θ12 sin2

(
∆m2

21L

4Eν

)
. (33)

Figure 24 shows the survival probability as a function of the distance of detection for a typical
reactor neutrino energy of 4 MeV. Owing to the low neutrino energies, reactor neutrino experiments are
disappearance experiments located at short distances in order to maximize the disappearance probability.
At ∼1–2 km from the neutrino source, a small antineutrino deficit is expected over a large neutrino flux.
High precision will be necessary to measure the mixing angle.

Fig. 24: Survival oscillation probability for a typical reactor neutrino experiment.

The reactor antineutrinos are detected through the inverse beta decay reaction (Eq. (32)) giving a
prompt signal due to the e+ annihilation and a delayed signal from the neutron capture (∼30 µs later)
giving photons of ∼8 MeV in the case of capture in Gd. In the case of H, the delayed signal happens
200 µs later and the photons are of 2 MeV. The spectrum peaks around 3.6 MeV and neutrino energy
threshold is 1.8 MeV.

The signature of a neutrino interaction can be mimicked by two types of background events: ac-
cidental or correlated. All backgrounds are linked to the cosmic muon rate and detector radiopurity.
Compared to CHOOZ, backgrounds can be reduced with a better detector design and in situ measure-
ments.

The accidental events occur when a neutron-like event by chance falls in the time window of
∼100 µs after an event in the scintillator with an energy above 0.5–0.7 MeV. The positron-like signal
comes from natural radioactivity of the rock or of the detector materials, in general, dominated by the
PMT radioactivity. The delayed background (neutron-like signal) comes from neutron captures on Gd.
They are energy deposits over 6 MeV isolated in time from other deposits.

The correlated background are events that mimic both parts of the coincidence signal: one single
process induces both a fake positron and a neutron signal. They come from fast neutrons induced by
cosmic muons, which slow down by scattering in the scintillator, deposit more than 0.5 MeV visible
energy and are captured on Gd. Correlated background can also be produced by long-lived isotopes like
8He, 9Li or 11Li, which undergo beta decay with neutron emission.

There are several reactor neutrino experiments that are looking to measure the θ13 angle with
sensitivities on sin2 2θ13 up to 0.01: Double Chooz in France, RENO in Korea and Daya Bay in China.
Table 3 summarizes the three reactor neutrino experiments in progress. Double Chooz [44] is the most
advanced of the three reactor experiments, since it is already taking data. The three detectors are quite
similar with slight variations between them.

27

NEUTRINO PHYSICS

183



Table 3: Comparison between reactor neutrino experiments.

Experiment Location Th. power Distances Depth near Target Expect.
(GW) near/far (m) /far (mwe) mass (ton) sensit. (3 yr)

Double Chooz France 8.5 400/1050 115/300 10/10 0.03
RENO Korea 16.4 290/1380 120/450 15/15 0.02

Daya Bay China 11.6 360(500)/ 260/910 40×2/80 0.01
(17.4) 1985(1613)

The antineutrinos used in Double Chooz are produced by the pair of reactors (type N4) located
at the Chooz-B nuclear power station in France. The maximum operating thermal power of each core
amounts to 4.27 GW. The idea of Double Chooz is to use two almost identical neutrino detectors of
medium size, containing 10.3 m3 of liquid scintillator target doped with 0.1% of gadolinium. The neu-
trino laboratory of the first CHOOZ experiment is located 1.050 km from the two cores. The far detector
is already installed at this site. The far site is shielded by about 300 mwe of rocks. In order to cancel the
systematic errors originating from the lack of knowledge of the ν̄e flux and spectrum, as well as to reduce
the set of systematic errors related to the detector and event selection procedure, a second detector will
be installed close to the nuclear cores, at ∼400 m.

The Double Chooz detector consists of concentric cylinders (Fig. 25). A target cylinder of 1.2 m
radius and 2.5 m height, providing a volume of 10.3 m3, is filled with a liquid scintillator doped with
gadolinium (1 g/l). This is the volume for neutrino interactions. Surrounding the target we have the
gamma-catcher region of 22.6 m3 containing non-loaded liquid scintillator with the same optical prop-
erties as the ν̄e target (light yield, attenuation length). This is an extra volume for gamma interaction.
This region is needed to measure the gammas from the neutron capture on Gd, to measure the positron
annihilation and to reject the background from fast neutrons. Surrounding the gamma-catcher acrylic
tank there is a 1 m thick non-scintillating (oil) buffer contained in a stainless-steel tank. The goal of
this region is to decrease the level of accidental background mainly from the contribution from PMT ra-
dioactivity. The photomultiplier tubes are mounted from the interior surface of the buffer vessel and they
collect the light from the target volume and the gamma-catcher. They are 390 10-inch PMTs per detector
to cover ∼13%. Then a 50 cm thick inner veto region is filled with liquid scintillator to tag the muon-
related background events. Finally, a 15 cm thick steel shielding will protect the detector from natural
radioactivity of the rocks around the pit with a significant gamma reduction. An additional muon outer
veto (plastic scintillator planes) will be required to help identify muons, which could cause neutrons or
other cosmogenic backgrounds.

The statistical error in CHOOZ was 2.8% while in Double Chooz in three years it is expected to
be ∼0.5%. The fiducial volume has been increased with respect to CHOOZ and longer data taking is
expected. Concerning the systematic errors, in CHOOZ the total systematic error was 2.7%, dominated
by the reactor antineutrino flux and spectrum uncertainties (1.9%). In Double Chooz the uncertainty
related to the reactor is cancelled by using two identical detectors. The relative normalization between
the two detectors is the most important source of error. The goal of Double Chooz is to reduce the overall
systematic uncertainty to 0.6%. Table 4 summarizes the expected systematic errors in Double Chooz.

The Double Chooz far detector started to take data at the end of 2010. Figure 26 shows an internal
view of the detector with all PMTs installed inside the buffer volume and, on the right, the first signals
of a few photoelectrons contained in the inner detector.

The expected Double Chooz sin2 2θ13 sensitivity as a function of time is shown in Fig. 27 in the
case when no signal is observed. Double Chooz will operate in two phases. In the first one, after 1.5
years of data taking with the far detector, a limit of sin2 2θ13 < 0.06 at 90% CL can be reached. Using
both detectors, it is possible to measure sin2 2θ13 up to 0.05 at 3σ or to obtain a limit down to 0.03 at
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Fig. 25: Sketch of the Double Chooz detector.

Table 4: Summary of Double Chooz systematic errors.

CHOOZ Double Chooz
Reactor uncertainties 2.1% < 0.1%
(ν flux and reactor power)
Number of protons 0.8% < 0.2%
Detector efficiency 1.5% < 0.5%
Systematic error 2.7% < 0.5%

90% CL after three years of data taking.

The RENO [45] reactor neutrino experiment is under construction at YongGwang in South Korea.
The plant consists of six equally spaced reactors in line spanning ∼1.3 km. The total average thermal
power is ∼16.4 GWth. One near detector and one far detector are placed in the iso-flux line from the
reactors. The near detector is located∼290 m from the cores’ barycentre with an overburden∼120 mwe.
The far detector is at 1380 m surrounded by 450 mwe. The design of the RENO detectors is quite similar
to the Double Chooz one. The inner detector is bigger (16 ton) and the main difference is the muon veto
system, which is a 30 cm concrete vessel filled with water observed by 60 PMTs.

The goal of the experiment is to have a systematic error of the order of 0.5% and a statistical error
∼0.3%. The expected limit is < 0.02 and the discovery reach at 3σ up to 0.04 after three years of data
taking. Both detectors are being commissioned. They expect to start data taking with the two detectors
at the end of 2011.

A third reactor neutrino experiment, Daya Bay [46], is under construction in China, at the Ling
Ao and Daya Bay nuclear power plants. The power plant complex is now composed of two pairs of
reactors, Daya Bay and Ling Ao-I. Other two reactors named Ling Ao-II are under construction and
should be operational in 2011. Each core yields 2.9 GW, thus the site is 11.6 GW and will be 17.4 GW.
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Fig. 26: (left) Internal view of the Double Chooz detector with the PMTs installed and (right) one event of a few
photoelectrons contained in the inner detector.

Fig. 27: Expected Double Chooz sensitivity on sin2 2θ13.

Near detectors are needed in near sites to monitor the different reactors. Two detectors will be installed
at ∼360 m from Daya Bay, two detectors at ∼500 m from Ling Ao, and four far detectors at 1.6 km
from the barycentre of Ling Ao sites and ∼2 km from Daya Bay. Each detector contains 20 ton of
liquid scintillator doped with Gd. Horizontal tunnels connect the detector halls for cross-calibration. The
design of the detector is very similar to the Double Chooz one except for the shielding. The detectors
of each site are submerged into a swimming pool filled with purified water giving protection against
radiation and fast neutrons. The water pool is instrumented with PMTs to read the Cerenkov light to tag
muons together with resistive plate chambers (RPCs) placed on top of the water pool. This system is
under production. The excavation of access tunnels and experimental halls is nearing completion. Two
near detectors are completed. The expected systematic error is 0.38%. They have the ambitious idea of
swapping the detectors of different sites, moving them through the tunnels to reduce the systematic errors
from relative detector normalization to 0.12%. The expected sensitivity at 90% CL with three years of
data taking (assuming a systematic error of 0.4%) is 0.01. Daya Bay plans to start taking data with the
first near site in summer 2011 and with the three sites operational at the end of 2012.

7.2 New accelerator experiments
Complementary to reactors, new accelerator experiments will measure neutrino oscillations in the next
few years. Their main goal is to look for νe appearance in a muon neutrino beam. The approximate
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formula for the oscillation probability can be written as

P (νe→νµ) ≈ s2
23 sin2 2θ13 sin2

(
∆m2

32L

4Eν

)
+ Psol(θ12,∆m

2
21)

± sin 2θ13FsolarF (sin 2θ23, |∆m2
32|)F (δCP,∆m

2
32). (34)

The first term corresponds to atmospheric oscillations, the second one is the solar one and there is an
interference term, which has the information on the δCP phase and also dependence on the sign of ∆m2

32.
The + (−) sign applies to neutrinos (antineutrinos), respectively.

Accelerator experiments will try to measure the θ13 mixing angle, provide more precise measure-
ments of the atmospheric parameters and in principle look for CP-violation,

P (να→νβ)− P (ν̄α→ν̄β) 6= 0 (α 6= β), (35)

and matter effects.

There are two effects, one from the CP phase and another from matter effects, that produce dif-
ferences between neutrinos and antineutrinos. We need to disentangle these two effects using different
experimental set-ups. At short distances, CP-violating effects dominate, while at long distances, matter
effects completely hide CP-violating effects. They can be distinguished by the different neutrino energy
dependence. In order to achieve this, an improvement of the present beams is needed: with much higher
intensities and almost monochromatic beams.

New detectors at accelerators are located off-axis in order to reduce the beam energy and have a
more monochromatic beam. This technique allows experiments to pick the energy corresponding to the
maximum oscillation signal and, at the same time, to get rid of the high-energy part contributing most of
the background. The νe contamination from the beam could be reduced below the 1% level.

In Fig. 28 the neutrino energy spectrum is shown for different off-axis degrees. The energy peak
is reduced and becomes narrower by increasing the off-axis angle. In addition, the contamination of
νe from the beam is greatly reduced. The problem with this technique is the reduced rate. Thus, large
detectors and intense proton sources are needed.

Fig. 28: Neutrino energy spectrum variation as a function of the off-axis angle.

In accelerator experiments, the main neutrino signal will be CCQE interactions. They will look
for the muon or electrons coming from these reactions. They have to deal with backgrounds coming
essentially from the νe contamination of the beam and from π0 production in neutral currents.

The main long-baseline project that has begun operation this year is T2K [47]. The neutrino
beam is produced in the accelerator complex of J-PARC in Japan and it will travel 295 km to Kamioka,
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where the SK detector is located. They will use near and far detectors to control the beam and measure
the oscillations. Both detectors are 2.5◦ off neutrino beam axis. This gives a neutrino beam energy of
∼600 MeV. Owing to the short distance, this experiment is not sensitive to matter effects but can provide
information on CP if θ13 is not too small.

T2K will have different detectors along the beam line. A muon monitor is located after the beam
dump and measures the direction and intensity of the beam. It is used as a proton beam detector, target
monitor and horn monitor. The INGRID on-axis detector, at 280 m from the target, is made of steel and
scintillator layers and measures the intensity and direction of the neutrino beam. It monitors the beam
using muons from CC neutrino interactions. The ND280 off-axis near detector is a magnetized detector
inside the former UA1 magnet donated by CERN to this experiment (0.2 T). It is composed of several
subdetectors: a π0 detector, a tracker made of fine-grain detectors and TPCs to detect charged particles
and measure their momentum, and an electromagnetic calorimeter. The Side Muon Range Detector will
detect muons and measure their momenta. This detector measures the neutrino flux and spectrum before
oscillations, different interaction cross-sections and also the backgrounds for νe appearance. Finally, the
SK detector expects 10 νµ events per day at full beam power.

T2K completed its first run in the first half of 2010. A total of 3.23× 1019 protons were delivered
at 30 GeV. The beam was working at 50 kW of power. T2K has analysed both νµ and νe samples. For the
νµ disappearance analysis, νµ is consistent with previous disappearance experiments. In the appearance
νe channel, they have observed six νe candidates, and the expected number of events in a three-flavour
neutrino oscillation scenario with |∆m2

32| = 2.4 × 10−3 eV2, sin2 2θ23 = 1 and sin2 2θ13 = 0 was
1.5 ± 0.3 (syst.) [48]. At 90% CL, the data are consistent with 0.03 (0.04) < sin2 2θ13 < 0.28 (0.34)
for δCP = 0 and normal (inverted) hierarchy.

Their goal for 2011 was to accumulate 150 kW × 107 s by July and increase the beam power.
However, due to the March 2011 earthquake, the experiment has been somewhat delayed. More data are
required to firmly establish νe appearance and to determine the θ13 angle.

Assuming the beam running at 750 kW for five years, Fig. 29 shows the expected sensitivity that
T2K plans to reach for sin2 2θ13 as a function of ∆m2

32 at 90% CL and for different systematic errors,
assuming δCP = 0. They could be sensitive down to 0.01 at 90% CL. The final sensitivity will depend
on the value of δCP.

Fig. 29: Expected sensitivity of the T2K experiment to sin2 2θ13 for five years of data taking with a 750 kW beam
assuming δCP = 0 and normal mass hierarchy (from Ref. [49]).
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There is another approved experiment that will start its operation in 2013: the NOνA experiment
(NUMI Off-axis Neutrino Appearance) [50]. They will search for νe appearance using an upgraded
version of the NUMI beam at 700 kW with two identical detectors: a 220 ton near detector located close
to the source at 1 km and a 15 ton far detector at 810 km away at Ash River, Minnesota, USA. They will
use active tracking liquid scintillator calorimeters with very good electron identification capability.

The unique feature of this experiment is that, depending on the value of θ13, NOνA could be the
only approved experiment with sensitivity to determine the neutrino mass hierarchy. The detectors will
be placed off-axis at 0.8◦ to tune the neutrino energy to 2 GeV and maximize the νe appearance. They
can run in the neutrino and antineutrino modes. The NuMI beam will be upgraded from 320 kW to
700 kW during the shutdown of 2012.

NOνA plans to run for three years in neutrino mode and three years in antineutrino mode. They
plan to take advantage of the large matter effects. Figure 30 shows the NOνA sensitivity to matter effects
depending on the δCP value. The mass ordering can only be solved by NOνA alone in this region of the
parameter space, if the hierarchy is normal. For the rest of the parameter space, we need to combine
these measurements with other experiments, like T2K, which will improve the sensitivity a bit. NOνA
plans to have the far detector completed in October 2013.

Fig. 30: The 95% resolution of the mass ordering as a function of δCP for six years of NOνA running split
evenly between neutrinos and antineutrinos for different beam powers in the case of normal mass ordering (from
Ref. [50]).

In the next few years, it is possible that these experiments will provide a measurement of θ13 mix-
ing angle, if sin2 2θ13 > 0.01 and solve the θ23 degeneracy. However, they will have limited sensitivity
to CP-violation and matter effects. More than 70% of the parameter space will not be accessible.

The ultimate goals of the future generation will depend on these measurements, but in principle
they will focus on CP-violation (new measurements are needed to solve degeneracies) and on the mass
hierarchy. To achieve these measurements, many improvements are needed from the experimental point
of view: We will need upgraded beams that are more energetic, more powerful and more pure. We will
need huge detectors (one order of magnitude bigger), with more granularity and energy resolution. And,
to solve the degeneracies, we will need different energies, baselines (longer baselines to enhance matter
effects) and detection channels.

New facilities and experiments are being proposed that can realize some (or all) of the pending
issues:
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(a) Superbeams are more powerful versions of conventional pion decay-based beams. They could be
obtained with new megawatt proton sources. They will need to be coupled with huge detectors
at longer distances to explore matter effects. In these facilities, the main beam consists of νµ and
the experiments will search for both νµ disappearance and νe appearance. Several possibilities
are under study: a CERN upgraded beam to large detectors located in European underground
laboratories (LAGUNA), a new beamline from an upgraded accelerator complex (2.3 MW beam
power) to be sent to a large detector located in the DUSEL underground laboratory (1300 km),
and an upgraded version of the J-PARC beam (1.66 MW) to T2HK in Japan or another detector in
Korea.

(b) Beta-beams are very pure νe or ν̄e beams made by allowing accelerated radioactive ions to decay in
a storage ring. Both νe disappearance and νµ appearance are sought. However, νµ disappearance
cannot be studied.

(c) Neutrino factories are facilities where muons are produced by pion decay, cooled, injected into
a storage ring and allowed to decay in straight sections. This provides a very clean νµ and ν̄e

beams (or vice versa) with well-known energy spectrum. The dominant search is the appearance
of “wrong-sign” muons from the oscillation of ν̄e. Other oscillation channels can also be observed.
They will need detectors with capability to distinguish between µ+ and µ−.

Figure 31 (from Ref. [51]) compares the sin2 2θ13 discovery reach at 3σ for different future facilities.

Fig. 31: Physics reach of different future facilities in sin2 2θ13 (from Ref. [51]).

8 Direct measurements of neutrino mass
The properties of neutrinos and especially their rest mass play an important role in cosmology, particle
physics and astroparticle physics. Neutrino oscillation experiments provide compelling evidence that
neutrinos are massive but they cannot provide the absolute mass value.

There are two complementary approaches for measuring the neutrino mass in laboratory experi-
ments: one is the precise spectroscopy of beta decay at its kinematic endpoint, and the other is the search
for neutrinoless double-beta decay (0νββ).

The 0νββ process requires the neutrino to be a Majorana particle and the effective Majorana mass
mββ can be determined as

mββ =

∣∣∣∣∣
∑

i

U2
eimi

∣∣∣∣∣ . (36)
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This is the coherent sum of all mass eigenstates mi with respect to the PMNS mixing matrix Uei; mββ

depends on complex CP phases with the possibility of cancellations. Therefore, this implies a model-
dependent determination of the Majorana mass.

Experiments investigating single-beta decay offer a direct and model-independent method to de-
termine the absolute neutrino mass; mνe is determined as an incoherent sum of all mass eigenstates
according to the PMNS matrix:

m2
νe =

∑

i

|Uei|2m2
i . (37)

The experiments looking for 0νββ decay have the potential to probe mββ in the 20–50 meV
region. New single-β experiments will increase the sensitivity on mνe by one order of magnitude to
200 meV.

The basic principle applied in the single-beta decay model-independent method is based on kine-
matics and energy conservation. The idea is to measure the spectral shape of beta decay electrons close
to their kinematic endpoint (Eq. (38)), where E0−E is small and the mass term mi becomes significant.
A non-zero neutrino mass will not only shift the endpoint but also change the spectral shape:

dΛi
dE

= Cp(E +me)(E0 − E)
√

(E0 − E)2 −m2
i F (E,Z)Θ(E0 − E −m2

i ). (38)

Here E0 is the maximum energy, F (E,Z) is the Fermi function and mi is the neutrino mass.

The experimental requirements for doing this measurement are having a low-endpoint β source
for a large fraction of electrons in the endpoint region, high energy resolution and very low background.
Figure 32 shows the evolution of the experimental bounds on neutrino masses with time.

Fig. 32: Limits on neutrino masses versus year (from Ref. [2]).

At present the best experimental limits from single-beta decay have been determined by the Mainz
and Troitsk experiments [52] through the tritium beta decay:

3H→ 3He + e− + ν̄e (mνe < 2.2 eV at 95% CL). (39)

The direct limits on the other two neutrino masses are much weaker. The muon neutrino mass limit
(mνµ < 170 keV) has been determined from the endpoint spectrum of the pion decay π+ → µ+νµ. The
tau neutrino mass (mντ < 18.2 MeV) has been measured using the tau hadron decay τ → 5πντ .

35

NEUTRINO PHYSICS

191



There are two complementary experimental approaches (calorimetry and spectroscopy) for mea-
suring the neutrino mass from single-β decays with different systematics. In the calorimeter approach,
the source is identical to the detector. The best choice for the source is 187Re crystal bolometers and the
entire beta decay energy is measured as a differential energy spectrum. 187Re has the lowest endpoint
(2.47 keV) but, due to its rather long half-life (4.3× 1010 yr), the activity is rather low. Since bolometers
are modular, their number can be scaled in order to increase the sensitivity. This approach is being fol-
lowed in the MARE experiment [53]. In the spectrometer approach, an external tritium source is used.
Electrons are magnetically or electrostatically selected and transported to the counter. The kinetic energy
of the beta electrons is analysed as an integral spectrum by an electrostatic spectrometer. The material
is a high-purity molecular tritium source with a low endpoint at 18.6 keV and a short half-life providing
high activity. This approach has reached its ultimate size and precision in the KATRIN experiment [54].

The KATRIN set-up (Fig. 33) extends over 70 m. KATRIN uses a molecular gaseous tritium
source. Electrons emitted by the T2 decay are guided by strong magnetic fields (3.6 T in the source
and 5.6 T in the transport section) to the transport section and finally to the spectrometer section. The
gas flow is retained by 14 orders of magnitude by active and cryogenic pumping. The pre-spectrometer
can be used to transmit only electrons with energies close to the T2 endpoint. Only electrons of the
endpoint region would enter the main spectrometer for precise energy analysis. The low-energy part
of the spectrum is filtered. Then, when electrons enter the spectrometer, the magnetic field drops by
several orders of magnitude. Only electrons able to cross the potential in the spectrometer are counted.
The main spectrometer offers a resolution of 0.93 eV for 18.6 keV electrons by applying a magnetic
field ratio of 1/20 000. The selected electrons are counted in a final detector (Si PIN diodes with energy
resolution of 1 keV). The main inconvenience here is that the source is external and results suffer from
many systematic uncertainties, since the final energy of the electrons needs to be corrected for the energy
lost in the different steps.

Fig. 33: Set-up of the KATRIN experiment.

The main spectrometer is going to follow a test programme in 2011 and they plan to have the
system integrated for late 2012. After three years of data taking, they plan to arrive at a sensitivity for
the neutrino mass < 0.2 eV at 90% CL or they could be able to detect a neutrino mass up to 0.35 eV at
5σ significance.

The MARE experiment wants to make a direct and calorimetric measurement of the νe mass with
sub-eV sensitivity. They plan to use 187Re (or 163Ho) as beta emitter and they will measure all the energy
released in the decay except the νe energy. The systematic uncertainties from the external electron source
are eliminated. On the other hand, because they detect all the decays occurring over the entire beta decay
spectrum, the source activity must be limited to avoid pulse pile-up at the endpoint. Thus, the statistics
at the endpoint will be limited. They use thermal microcalorimeters whose absorbers contain the beta
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decay isotope with a low Q-value (∼2.5 keV). They plan to improve the energy resolution to 1–2 eV.
The MARE project is subdivided into two phases: MARE I is an R&D phase focused on the choice of
the best isotope and the best detector technology for the final experiment. They will use 300 bolometers
and plan to take data for three years to investigate masses between 2 and 4 eV. MARE II will be the
final large scale of the detector with sub-eV sensitivity (improving the mass sensitivity by one order of
magnitude) and investigate the KATRIN region. They plan to use 50 000 bolometers and five years of
data taking.

New ideas have recently come up to measure the neutrino mass. Project 8 [55] aims to make use
of radio-frequency techniques to measure the kinetic energy of electrons from a gaseous tritium source.
When a relativistic electron moves in a uniform magnetic field, cyclotron radiation is emitted. The char-
acteristic frequency is inversely proportional to the energy of the electron. An array of antennas would
capture the cyclotron radiation emitted by the electrons when moving and, by measuring the frequency,
the energy of the electron could be obtained. The authors claim that they can obtain sensitivities of 0.1 eV.
They are now preparing a proof-of-principle experiment to show the feasibility of detecting electrons and
determining their kinetic energy.

9 Neutrinoless double-beta decay
Direct information on neutrino masses can also be obtained from neutrinoless double-beta decay (0νββ)
searches. This process violates the total lepton number and requires Majorana neutrinos. Therefore, the
detection of such a process would prove that neutrinos are their own antiparticles.

The double-beta (ββ) decay process is allowed when single-beta decay is energetically forbidden
or strongly suppressed. The double-beta decay is characterized by a nuclear process that changes the
charge Z in two units while leaving the total mass A unchanged:

(A,Z)→ (A,Z + 2) + 2e− + 2ν̄e. (40)

For this, it is necessary that the mass m(A,Z) > m(A,Z + 2). This condition is fulfilled in several
nuclei, with lifetimes between 1018 and 1021 years.

In the 0νββ decay process, only two electrons are emitted:

(A,Z)→ (A,Z + 2) + 2e−. (41)

The process can be mediated by the exchange of a light Majorana neutrino or other particles. The
existence of 0νββ decay requires Majorana neutrino mass, no matter what the actual mechanism is and
a violation of the total lepton number conservation. A limit on the half-life of this process implies a limit
on the effective Majorana neutrino mass.

In the case of ββ decay, we should observe a continuous energy spectrum corresponding to the
two electrons up to the endpoint of the decay (Fig. 34). In the case of 0νββ decay, we should only see a
line coming from the two electron energies since no neutrinos are carrying away part of the energy of the
process. In that sense, to observe and be sensitive to 0νββ, we need good energy resolution to separate
this line from the possible background (including the possible ββ decay up to the Q-value).

The inverse half-life (T−1
1/2) of the neutrinoless double-beta decay rate is proportional to the square

of the effective Majorana mass and also depends on the phase space factor (G0ν) and the nuclear matrix
elements (M0ν), which are difficult to evaluate. While the phase space can be calculated reliably, the
computation of the nuclear matrix is subject to uncertainty. This would give a factor ∼3 uncertainty in
the derived mββ values:

T−1
1/2 ' G

0ν |M0ν |2〈mββ〉2. (42)

The effective neutrino massmββ depends directly on the assumed form of lepton number-violating
interactions. The simplest one is a light Majorana neutrino exchange. Assuming this, the effective
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Fig. 34: Energy spectrum of ββ and 0νββ processes.

Majorana neutrino mass can be written as the sum of the mass eigenvalues multiplied by the mixing
matrix elements and the CP phases:

mββ = |m1c
2
12c

2
13 +m2s

2
12c

2
13 eiα1 +m3s

2
13 eiα2 |. (43)

The individual neutrino masses can be expressed in terms of the smallest neutrino mass and the
mass-squared differences. For the normal mass hierarchy (NH),

m3 '
√

∆m2
atm � m2 '

√
∆m2

sun � m1, (44)

the effective mass is
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For the inverted mass hierarchy (IH), the smallest neutrino mass is m3,

m2 ' m1 '
√

∆m2
atm � m3, (46)

and the effective mass can be written as

〈mββ〉IH ≈
√

∆m2
atm c

2
13

∣∣c2
12 + s2

12 eiα1
∣∣. (47)

In the quasi-degenerate case (QD),

m2
0 ≡ m2

1 ' m2
2 ' m2

3 � ∆m2
atm, (48)

the effective mass is
〈mββ〉QD ≈ m0

∣∣(c2
12 + s2

12 eiα1)c2
13 + s2

13 eiα2
∣∣. (49)

Given our present knowledge of the neutrino oscillation parameters, one can derive the relation
between the effective Majorana mass and the mass of the lightest neutrino, as shown in Fig. 35.

In principle, a determination of the Majorana mass would allow us to distinguish between these re-
gions. The three different mass hierarchies allowed by the oscillation data result in different projections.
The width of the innermost dark bands reflects the uncertainty introduced by the unknown Majorana
phases. Because of the overlap of the different mass scenarios, a measurement of mββ in the degenerate
or hierarchical ranges would not determine the hierarchy. Naturally, if mββ < 0.01 eV, normal hierarchy
becomes the only possible scenario.
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Fig. 35: Effective Majorana neutrino mass as a function of the smallest neutrino mass.

The most sensitive double-beta experiments, Heidelberg–Moscow HM-1 and IGEX, have used
76Ge as source and detector, and reach sensitivities around 0.3 eV in the effective neutrino mass. Both
collaborations have reported almost the same upper limit on the half-life of 1.6× 1025 yr, corresponding
to a mass range of 0.33 to 1.3 eV [56].

However, part of the Heidelberg–Moscow collaboration claimed in 2001 the observation of the
0νββ process [57] with five enriched high-purity 76Ge detectors (10.96 kg of active volume). New results
were presented in 2004 with collected statistics of 71.7 kg yr [58]. The background achieved in the energy
region of 0νββ decay is very low (0.11 events/kg yr keV). The confidence level for the neutrinoless signal
was improved to 4.2σ with a T1/2 = 0.69–4.18× 1025 yr corresponding to 〈mββ〉 = 0.24–0.58 eV. This
would imply a degenerate neutrino mass hierarchy.

This result has been much criticized and remains controversial (in contradiction with HM-1 and
IGEX experiments, only part of the collaboration agrees with the result, not all the background peaks are
explained) and needs to be confirmed or refuted by other experiments.

The latest reanalysis of data from 1990 to 2003 shows a 6σ excess of counts at the decay energy,
which corresponds to a Majorana neutrino mass of 0.32± 0.03 eV at 68% CL (Fig. 36).

9.1 Experimental detection
Neutrinoless double-beta decay is a very rare process. The half-life sensitivity of this process depends on
whether there is background or not. The sensitivity (without background) is proportional to the exposure
(mass M × time of measurement t) and the isotopic abundance a; with background, it is inversely
proportional to the background rate B and the energy resolution ∆E:

T1/2 ∝ aMε t (background free),

T1/2 ∝ aε

√
Mt

∆EB
(background limited).

(50)

Therefore, the basic experimental requirements for detecting this process are a large and highly efficient
source mass, excellent energy resolution and an extremely low background in the 0νββ peak region.

The neutrinoless double-beta decay experiments can be classified into two types, depending on
whether or not the source is the same as the detector. The first experimental approach is calorimetric
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Fig. 36: The claim by the Heidelberg–Moscow experiment to have observed the 0νββ process at > 6σ (from
Ref. [59]).

detectors, where the source is the detector. They have good energy resolution and good scaling-up, but
modest background discrimination. Thus, strong requirements on radiopurity and shielding are needed.
The semiconductors, cryogenic bolometers, scintillators and liquid and gaseous Xe TPCs are in this
category. The second approach involves detectors where the source is different from the detector. This is
the case for the combined tracking and calorimetry (tracko-calo) experiments, where foils of ββ source
are surrounded by a tracking detector that provides direct detection of the two electron tracks emitted
in the decay. They have a moderate energy resolution and are difficult to scale-up. However, they can
provide information on the event topology.

The main goals of the future 0νββ experiments will be to reach sensitivities of the order of
〈mββ〉 ∼ 0.01–0.1 eV (IH mass region) using different isotopes and different experimental techniques.
Table 5 shows a summary of the forthcoming 0νββ experiments.

Table 5: Overview of upcoming 0νββ experiments.

Experiment Isotope Mass (kg) Technique Sensit. T 0ν
1/2 (yr) Status

GERDA 76Ge 40 ionization 2 × 1026 in progress
Majorana 76Ge 30 ionization 1 × 1026 in progress
COBRA 116Cd, 130Te t.b.d. ionization t.b.d. R&D
CUORE 130Te 200 bolometers 6.5 × 1026 in progress

EXO 136Xe 200 liquid TPC 6.4 × 1025 in progress
NEXT 136Xe 100 gas TPC 1.8 × 1026 in progress
SNO+ 150Nd liquid scintillator 56 4.5 × 1024 in progress

KamLAND-Zen 136Xe liquid scintillator 400 4 × 1026 in progress
SuperNEMO 82Se, 150Nd 100 tracko-calo 1–2 × 1026 in progress

The GERDA and Majorana experiments will search for 0νββ in 76Ge using arrays of high-purity
germanium detectors. This is a well-established technique offering outstanding energy resolution (better
than 0.2% full width at half-maximum (FWHM) at the Qββ value) and high efficiency (∼80%) but
limited methods to reject backgrounds.
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The GERDA detector [60] is made of an 86% enriched pure naked 76Ge crystal array immersed in
LAr and surrounded by 10 cm of lead and 2 m of water. In phase I, they will operate the refurbished HM
and IGEX enriched detectors (∼18 kg). They will verify or reject the Heidelberg–Moscow claim with
the same detectors. They expect a background rate of the order of 0.01 counts/keV kg yr. In phase II,
they will add 20 kg of segmented detectors to arrive at a background level of ∼0.001 counts/keV kg yr.
Depending on the outcome, there could be a phase III, merging GERDA and Majorana detectors, to reach
a mass of the order of 1 ton and test the IH mass region.

The Majorana experiment [61] is located in Sanford Laboratory and will be composed of 30 kg of
enriched 76Ge crystals with a passive Cu and Pb shielding providing a low background. They anticipate
a background rate of 0.001 counts/keV kg yr.

The COBRA experiment [62] aims to search for the 0νββ decay of 116Cd and 130Te with CdZnTe
semiconductors. It is currently in the R&D phase and they have a test set-up working at the Gran Sasso
laboratory. The idea is to use an array of CdZnTe room-temperature semiconductors. The exploration
of pixellated detectors will add tracking capabilities to the pure energy measurements and even further
background reduction by particle identification. A scientific proposal is foreseen by the end of 2012.

CUORICINO was an experiment at the Gran Sasso laboratory working from 2003 to 2008. It
was composed by cryogenic bolometers of TeO2 crystals. The 0νββ decay was not observed and the
experiment has been able to set the world’s most stringent lower limit for the half-life for 0νββ in 130Te,
namely, T1/2 ≥ 2.8× 1024 yr at 90% CL [63].

The CUORE detector [64] will consist of an array of 988 TeO2 crystals that contain 27% 130Te
as the source of 0νββ with ∼200 kg of 130Te for a total detector mass of about 740 kg. The crystals
will be cooled inside a specially built dilution refrigerator – one of the world’s largest – to a temperature
of ∼10 mK, at which point they have such a small heat capacity that the energy deposited by individ-
ual particles or gamma rays in a crystal produces a temporary, measurable rise of its temperature. The
measured temperature pulses will be used to construct an energy spectrum of the interactions occurring
inside the crystals, and the spectrum is then inspected for a small peak at 2527 keV. The next project
goal for CUORE will be the construction and operation of CUORE-0, the first 52-crystal tower produced
by the CUORE detector assembly line. The CUORE-0 tower will be installed in the existing CUORI-
CINO cryostat, and it will take data for the next two years while the 19 CUORE towers are assembled.
CUORE-0 is primarily intended to serve as a test of the CUORE detector assembly protocols and to
verify the functionality of the experimental components, but it will nevertheless represent a significant
measurement: it will be comparable in size to CUORICINO, yet its energy spectrum will have a lower
background due to improvements in materials and assembly procedures. The advantages and disadvan-
tages of the technique are similar to those of germanium experiments, with about the same energy reso-
lution and efficiency for the signal. The expected sensitivity for a background of 0.001 counts/keV kg yr
and ∆E = 5 keV is ∼ 6.5× 1026 yr.

SNO+ [65] proposes to fill the Sudbury Neutrino Observatory (SNO) with liquid scintillator. A
mass of several tens of kilograms of ββ decaying material can be added to the experiment by dissolving
a neodymium salt in the scintillator. The natural abundance in the 150Nd isotope is 5.6%. Given the
liquid scintillator light yield and photocathode coverage of the experiment, a modest energy resolution
performance (about 6% FWHM at Qββ) is expected. This could be compensated by large quantities of
isotope and low backgrounds. They plan to use enriched Nd to increase the mass.

KamLAND-Zen [66] plans to dissolve 400 kg of 136Xe in the liquid scintillator of KamLAND in
the first phase of the experiment, and up to 1 ton in a projected second phase. Xenon is relatively easy to
dissolve (with a mass fraction of more than 3% being possible) and also easy to extract. The major mod-
ification to the existing KamLAND experiment is the construction of an inner, very radiopure and very
transparent balloon to hold the dissolved xenon. The balloon, 1.7 m in radius, would be shielded from
external backgrounds by a large, very radiopure liquid scintillator volume. While the energy resolution
at Qββ (about 10%) is inferior to that of SNO+, the detection efficiency is much better (80%) due to its
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double envelope.

The NEMO-3 experiment [67] combines calorimetry and tracking techniques. The foils of the
source are surrounded by a tracking detector that provides a direct detection of the two electron tracks
emitted in the decay. NEMO-3 is installed in the Frejus underground laboratory and is searching for
neutrinoless double-beta decay for two main isotopes (100Mo and 82Se) and studying the two-neutrino
double-beta decay of seven isotopes. The experiment has been taking data since 2003 and, up to the end
of 2009, showed no evidence for neutrinoless double-beta decay.

SuperNEMO [68] uses the NEMO-3 approach with series of modules, each one consisting of
a tracker and a calorimeter that surround a thin foil of the isotope. In SuperNEMO the target will
likely be 82Se, although other isotopes such as 150Nd or 48Ca are also being considered. The mass
of the target is limited to a few kilograms (typically 5–7 kg) by the need to build it foil-like, and to
minimize multiple scattering and energy loss. The tracker and calorimeter can record the trajectory
of the charged particles and measure their energies independently. This technique, which maximally
exploits the topological signature of the events, leads to excellent background rejection. However, the
selection efficiency is relatively low (about 30%), and the resolution rather modest (4% FWHM at Qββ).
Moreover, this technique is very hard to extrapolate to large masses due to the size, complexity and cost
of each module.

Another technique used in 0νββ experiments is the xenon time projection chambers. Xenon is a
suitable detection medium, providing both scintillation and ionization signals. It has a decaying isotope,
136Xe, with a natural abundance of about 10%. Compared to other sources, xenon is easy (thus relatively
cheap) to enrich in the candidate isotope.

When an event occurs, the energetic electrons produced interact with the liquid xenon (LXe) to
create scintillation light that is detected, for example, with avalanche photodiodes (APDs). The electrons
also ionize some of the xenon and the ionized electrons drift to charge collection wires at the ends of the
vessel in an electric field. The time between the light pulse and the electrons reaching the wires tell us
how far in the event occurred, since we know the drift time.

There are two possibilities for a xenon TPC: a cryogenic liquid xenon time projection chamber
(LXe TPC), or a (high-pressure) xenon (HPXe) gas chamber.

EXO [69] is a LXe TPC with a modest energy resolution (3.3% FWHM atQββ) through ionization
and scintillation readout. A 200 kg detector of 80% enriched 136Xe is currently being installed at the
Waste Isolation Pilot Plant (WIPP) in New Mexico, USA. This experiment aims to measure the – as
yet unobserved – two-neutrino mode of double-beta decay of 136Xe and provide a competitive limit on
neutrinoless double-beta decay. Background rates of order 0.001 counts/keV kg yr are expected in EXO-
200. The improvement with respect to the high-resolution calorimeters comes from the event topological
information. The collaboration is undergoing extensive R&D to develop the xenon detector and a way to
“tag” the products of the decay (136Ba2+ tagging) in order to eliminate all backgrounds.

The NEXT experiment [70] proposes to build a 100 kg high-pressure gaseous xenon (enriched
at 90% in 136Xe) TPC. The experiment aims to take advantage of both good energy resolution (≤ 1%
FWHM at Qββ) and the presence of a 0νββ topological signature for further background suppression.
NEXT plans to rely on electroluminescence to amplify the ionization signal, using two separate photode-
tection schemes for an optimal measurement of both calorimetry and tracking.

Figure 37 shows the background rate in the region of interest (1 FHWM around Qββ) versus
the energy resolution (FWHM) for different past and present experiments [71]. The (green) circles
correspond to measured data, while the (blue) squares and (red) diamonds correspond, respectively, to
the R (reference) and O (optimistic) background assumptions of the experiments, according to Ref. [71].
The results for the mββ sensitivity (90% CL) of the proposals as a function of exposure are also shown.
The filled circles indicate 10 years of run-time according to the reference scenario.

NEXT and CUORE have the best sensitivities, reaching 66 and 73 meV at 90% CL, respectively.
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Fig. 37: (left) Background rate as a function of the energy resolution (FWHM) for different past and present
experiments and (right) mββ sensitivity (at 90% CL) as a function of the exposure (from Ref. [71]).

KamLAND-Zen, EXO and SuperNEMO follow, with sensitivities in the 82–87 meV range. GERDA and
SNO+ reach sensitivities of 94 and 96 meV, respectively. In the optimistic scenario, the lower background
regime for all experiments allows significantly better sensitivities to be obtained.

In summary, the goals of the next generation of 0νββ experiments are to push the mββ limit down
to 100 meV to confirm or discard the Heidelberg–Moscow claim. In a second and more ambitious step,
they should reach mββ ∼ 50 meV to fully explore the degenerate spectrum. Finally, depending on their
capability to scale their technology to larger masses (∼ ton scale), they will try to partially explore the
inverse hierarchy down to ∼ 10 meV.

10 Supernova neutrinos
Type II supernovae (SNe) are massive stars that begin their lives made out of hydrogen. Hydrogen starts
nuclear fusion in the core, and when all H is converted into He, the star starts to collapse until He is
hot enough to fuse. Then, He will begin the same process as H. The same happens for the rest of the
elements up to Fe. The Fe fusion reaction absorbs more energy than it releases, and then the core shrinks,
heats up and produces no new, more massive elements. The star cannot resist the pressure of its internal
gravitational force and then collapses. The collapse leads to an explosion, that is known as a type II SN.

In the core-collapse mechanism, three stages are important from the point of view of neutrino
emission:

(1) The collapse of the core: a first electron neutrino burst is emitted since the high density of matter
enhances the electron capture by protons.

(2) Then, neutrinos are trapped and an elastic bounce of the core is produced, which results in a shock
wave. When the shock crosses the electron neutrino sphere, an intense burst of νe is produced,
called the shock breakout or neutronization burst, and a total energy of 3× 1051 erg is radiated in
milliseconds.

(3) The process will finish in an explosion. Then, the external layers of the star are expelled into
space. After this, the star loses energy by emitting neutrinos of all flavours and the cooling process
(∼ 10 s) starts until a neutron star or a black hole is formed.

The total energy released during this process is enormous: ≈ 3×1053 erg. Some 99% of the gravitational
binding energy of the star (EB) is released in the form of neutrinos of all flavours: 1% are produced
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during the neutronization process while the rest are ν–ν̄ pairs from later cooling reactions. The expected
supernovae rate in our Galaxy is about three per century.

In 1987 astrophysics entered a new era with the detection of the neutrinos from the SN1987A [72],
which exploded in the Large Magellanic Cloud at a distance of ∼ 50 kpc. The burst of light was visible
to the naked eye. Around three hours before the observation of the SN, an increase of neutrinos was
detected by three water Cerenkov detectors: Kamiokande, IMB and Baksan. This observation confirmed
important parts of the neutrino supernova theory such as total energy, mean temperature and time dura-
tion. However, limited quantitative information on the neutrino spectrum was obtained due to the small
statistics (only about 20 events) recorded.

The flavour composition, energy spectrum and time structure of the neutrino burst from a super-
nova can give information about the explosion mechanism and the mechanisms of proto-neutron star
cooling. In addition, the intrinsic properties of the neutrino such as flavour oscillations can also be
studied.

The neutrinos in the cooling stage are in equilibrium with their surrounding matter density and
their energy spectra can be described by a function close to a Fermi–Dirac distribution. The flux of an
emitted neutrino να can then be written as [73]

φα(Eα, Lα, D, Tα, ηα) =
Lα

4πD2F3(ηα)T 4
α

E2
α

eEα/Tα−ηα + 1
, (51)

where Lα is the luminosity of the flavour να (EB =
∑
Lα), D is the distance to the supernova, Eα

is the energy of the να neutrino, Tα is the neutrino temperature inside the neutrinosphere and ηα is the
“pinching” factor.

The original νµ, ντ , ν̄µ and ν̄τ fluxes are approximately equal and therefore we treat them as νx.
An energy hierarchy between the different neutrino flavours is generally believed to hold and implies
〈Eνe〉 < 〈Eν̄e〉 < 〈Eνx〉. However, the specific neutrino spectra remain a matter of detailed calculations.
In particular, recent simulations seem to indicate that the energy differences between flavours could be
very small and possible collective neutrino flavour conversions could arise for either mass hierarchy
depending on the primary fluxes [74].

Neutrino oscillations and matter effects in the supernova will change the neutrino fluxes signifi-
cantly and, therefore, the number of events expected in the detectors.

If the neutrino energy spectra are different, then θ13 and the mass hierarchy can be probed. For
small mixing angle (sin2 θ13 < 2× 10−6), there are no effects on θ13 and we cannot distinguish among
mass hierarchies. Only an upper bound on sin2 θ13 can be set. For intermediate θ13 (2 × 10−6 <
sin2 θ13 < 3 × 10−4), maximal sensitivity to the angle is achieved and measurements of the angle are
possible in this region. For large mixing angle (sin2 θ13 > 3 × 10−4), maximal conversions occur. The
mass hierarchy can be probed but only a lower bound on θ13 can be established.

In addition to matter effects in the SN matter, when neutrinos traverse the Earth, regeneration
effects can produce a distortion of the neutrino energy spectrum. If we compare the signals from different
detectors in different locations, we could probe such an effect.

10.1 Supernova neutrino detection in terrestrial experiments
Most of the current and near-future supernova neutrino experiments [75] are water Cerenkov or liquid
scintillator detectors and, therefore, primarily sensitive to the ν̄e component of the signal, via inverse beta
decay ν̄e + p → n + e+. For supernova burst detection, not only statistics but also diversity of flavour
sensitivity is needed: neutral current sensitivity, which gives access to the νµ and ντ components of the
flux, and νe sensitivity are particularly valuable.

Only two near-future experiments will be mainly sensitive to the νe. The HALO detector [76] is
under construction at SNOlab and it uses 80 tons of lead blocks instrumented with the unused SNO NCD
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counters to record neutrons and electromagnetic signals. However, this technique has some limitations
since no energy or pointing information can be obtained and only rates are provided. The ICARUS
detector at Gran Sasso [77] is a 600 ton LAr TPC with excellent νe sensitivity via 40Ar CC interactions,
for which de-excitation gammas will be visible.

All current supernova neutrino experiments participate in the Supernova Early Warning System
(SNEWS) [78], the network of SN neutrino observatories whose main goal is to provide the astronomical
community with a prompt alert for the next galactic core-collapse supernova explosion.

Very promising for the future are a number of planned mega-detectors exploring essentially three
technologies: megaton-scale water Cerenkov detectors, like LBNE in DUSEL [79], Hyper-K in Japan [80]
and Memphys in Europe [81]; 100 kton-scale LAr TPC detectors, like GLACIER in Europe [82] or LAr
LBNE in DUSEL [83]; and 50 kton-scale liquid scintillator detectors, like LENA in Europe [84] or
Hanohano in Hawaii [85]. Some such detectors can hope to collect individual neutrino events every few
years from beyond the Local Group of galaxies (a few megaparsecs), assuming that background can be
reduced sufficiently.

The LAGUNA [86] project in Europe is studying the performance of these three technologies
for detecting supernova neutrinos. The three proposed large-volume detector neutrino observatories can
guarantee continuous exposure for several decades, so that a high statistics supernova neutrino signal
could eventually be observed. The expected numbers of events for GLACIER, LENA and MEMPHYS
are reported in Ref. [87], including the neutronization burst rates and diffuse supernova neutrino back-
ground.

10.2 Diffuse supernova neutrino background
The diffuse supernova neutrino background (DSNB) is the flux of neutrinos and antineutrinos emitted
by all core-collapse supernovae that have occurred so far in the Universe. It will appear isotropic and
time-independent in feasible observations. The DSNB has not been detected yet, but discovery prospects
are excellent.

The Super-Kamiokande experiment established an upper limit on the ν̄e flux of Φ(ν̄e) < 1.2 cm−2 s−1

for neutrino energies higher than 19.3 MeV [88], close to the predictions.

Figure 38 shows the energy spectrum of DSNB candidates. Points are data and the expected total
atmospheric neutrino background is shown by the thick solid line. The largest allowed DSNB signal is
shown by the shaded region added to the atmospheric background.

Fig. 38: (left) Energy spectrum of DSNB candidates measured by SK and (right) expected detection rates in SK
with dissolved gadolinium (from Ref. [89]).
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If Super-Kamiokande is modified with dissolved gadolinium to reduce detector backgrounds and
increase the energy range for analysis, then the DSNB could be detected at a rate of a few events per
year [89].

LAr TPCs would be able to detect mainly the νe component of the DSNB signal, providing com-
plementary information with respect to Super-Kamiokande. The main background sources for these
events in the relevant neutrino energy range of 10–50 MeV are solar and low-energy atmospheric neu-
trinos. Depending on the theoretical predictions for the DSNB flux, a 100 kton LAr detector running for
five years would get more than 4σ measurement of the DSNB flux [90].

11 Conclusions
Neutrinos are responsible for one of the most important discoveries in the past few years in particle and
astroparticle physics. Experimental data have proved that neutrinos oscillate and, therefore, they are
massive particles.

Nevertheless, fundamental questions regarding neutrinos remain unsolved, and present and future
neutrino experiments will try to provide an answer to them. The main goals of such a research programme
include the measurement of the unknown θ13 mixing angle, the sign of ∆m2

32 (type of mass hierarchy),
the determination of the existence or not of CP-violation in the leptonic sector, the value of the neutrino
masses, and the Majorana or Dirac nature of neutrinos, among others. New facilities and detectors are
being proposed to answer these questions, using both oscillation and non-oscillation experiments.

Neutrinos still have surprises for us, and the near future is going to be very exciting. We will
have a better understanding of the neutrino physics thanks to the experimental programme in the coming
years.
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Topics in Statistical Data Analysis for High-Energy Physics

G. Cowan
Royal Holloway, University of London, UK

Abstract
These lectures concern two topics that are becoming increasingly important in
the analysis of high-energy physics data: Bayesian statistics and multivariate
methods. In the Bayesian approach, we extend the interpretation of probability
not only to cover the frequency of repeatable outcomes but also to include a
degree of belief. In this way we are able to associate probability with a hy-
pothesis and thus to answer directly questions that cannot be addressed easily
with traditional frequentist methods. In multivariate analysis, we try to exploit
as much information as possible from the characteristics that we measure for
each event to distinguish between event types. In particular we will look at
a method that has gained popularity in high-energy physics in recent years:
the boosted decision tree. Finally we give a brief sketch of how multivariate
methods may be applied in a search for a new signal process.

1 Introduction
When a high-energy physics (HEP) experiment enters the phase of data collection and analysis, the daily
tasks of its postgraduate students are often centred not around the particle physics theories one is trying to
test but rather on statistical methods. These methods are the tools needed to compare data with theory and
to quantify the extent to which one stands in agreement with the other. Of course one must understand
the physical basis of the models being tested, and so the theoretical emphasis in postgraduate education
is no doubt well founded. But with the increasing cost of HEP experiments, it has become important
to exploit as much of the information as possible in the hard-won data, and to quantify as accurately as
possible the inferences one draws when confronting the data with model predictions.

Despite efforts to make the lectures self-contained, some familiarity with the basic ideas of statis-
tical data analysis is assumed. Introductions to the subject may be found, for example, in the reviews of
the Particle Data Group [1] or in the texts [2–6].

In these lectures we will discuss two topics that are becoming increasingly important: Bayesian
statistics and multivariate methods. In section 2 we will review briefly the concept of probability and
see how this is used differently in the frequentist and Bayesian approaches. Then in section 2.2 we will
discuss a simple example, the fitting of a straight line to a set of measurements, in both the frequentist
and Bayesian approaches, and compare different aspects of the two. This will include in section 2.2.3 a
brief description of Markov chain Monte Carlo (MCMC), one of the most important tools in Bayesian
computation. We generalize the treatment in section 2.3 to include systematic errors.

In section 3 we take up the general problem of how to distinguish between two classes of events,
say, signal and background, on the basis of a set of characteristics measured for each event. We first
describe how to quantify the performance of a classification method in the framework of a statistical
test. Although the Neyman–Pearson lemma indicates that this problem has an optimal solution using
the likelihood ratio, this usually cannot be used in practice and one is forced to seek other methods. In
section 3.1 we look at a specific example of such a method, the boosted decision tree (BDT). Using
this example we describe several issues common to many classification methods, such as overtraining.
Finally, some conclusions are mentioned in section 4.
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2 Bayesian statistical methods for high-energy physics
In this section we look at the basic ideas of Bayesian statistics and explore how these may be applied in
particle physics. We will contrast these with the corresponding notions in frequentist statistics, and, to
make the treatment largely self-contained, the main ideas of the frequentist approach will be summarized
as well.

2.1 The role of probability in data analysis
We begin by defining probability with the axioms written down by Kolmogorov [7] using the language of
set theory. Consider a set S containing subsets A, B, . . .. We define the probability P as a real-valued
function with the following properties:

1. for every subset A in S, P (A) ≥ 0;
2. for disjoint subsets (i.e. A ∩B = ∅), P (A ∪B) = P (A) + P (B);
3. P (S) = 1.

In addition, we define the conditional probability P (A|B) (read “P of A given B”) as

P (A|B) =
P (A ∩B)

P (B)
. (1)

From this definition, and using the fact that A ∩B and B ∩A are the same, we obtain Bayes’ theorem,

P (A|B) =
P (B|A)P (A)

P (B)
. (2)

From the three axioms of probability and the definition of conditional probability, we may derive the law
of total probability,

P (B) =
∑

i

P (B|Ai)P (Ai), (3)

for any subset B and for disjoint Ai with
⋃

iAi = S. This may be combined with Bayes’ theorem (2) to
give

P (A|B) =
P (B|A)P (A)∑
i P (B|Ai)P (Ai)

, (4)

where the subset A could, for example, be one of the Ai.

The most commonly used interpretation of the subsets of the sample space are outcomes of a
repeatable experiment. The probability P (A) is assigned a value equal to the limiting frequency of
occurrence of A. This interpretation forms the basis of frequentist statistics.

The subsets of the sample space may also be interpreted as hypotheses, i.e. statements that are
either true or false, such as: “The mass of the W boson lies between 80.3 and 80.5 GeV.” In the frequency
interpretation, such statements are either always or never true, i.e. the corresponding probabilities would
be 0 or 1. Using subjective probability, however, P (A) is interpreted as the degree of belief that the
hypothesis A is true.

Subjective probability is used in Bayesian (as opposed to frequentist) statistics. Bayes’ theorem
may be written as

P (theory|data) ∝ P (data|theory)P (theory), (5)

where “theory” represents some hypothesis and “data” is the outcome of the experiment. Here P (theory)
is the prior probability for the theory, which reflects the experimenter’s degree of belief before carrying
out the measurement, and P (data|theory) is the probability to have gotten the data actually obtained,
given the theory, which is also called the likelihood.
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Bayesian statistics provides no fundamental rule for obtaining the prior probability; this is neces-
sarily subjective and may depend on previous measurements, theoretical prejudices, etc. Once this has
been specified, however, Eq. (5) tells how the probability for the theory must be modified in the light of
the new data to give the posterior probability, P (theory|data). As Eq. (5) is stated as a proportionality,
the probability must be normalized by summing (or integrating) over all possible hypotheses.

The difficult and subjective nature of encoding personal knowledge into priors has led to what is
called objective Bayesian statistics, where prior probabilities are not based on an actual degree of belief
but rather derived from formal rules. These give, for example, priors that are invariant under a transfor-
mation of parameters or that result in a maximum gain in information for a given set of measurements.
For an extensive review, see, for example, [8].

2.2 An example: fitting a straight line
In this section we look at the example of a simple fit in both the frequentist and Bayesian frameworks.
Suppose we have independent data values yi, i = 1, . . . , n, that are each made at a given value xi of a
control variable x. Suppose we model the yi as following a Gaussian distribution with given standard
deviations σi and mean values µi given by a function that we evaluate at the corresponding xi,

µ(x; θ0, θ1) = θ0 + θ1x. (6)

We would like to determine values of the parameters θ0 and θ1 such that the model best describes the
data. The ingredients of the analysis are illustrated in Fig. 1(a).
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Fig. 1: (a) Illustration of fitting a straight line to data (see text). (b) The χ2 as a function of the parameter θ0,
illustrating the method to determine the estimator θ̂0 and its standard deviation σθ̂0

.

Now suppose the real goal of the analysis is only to estimate the parameter θ0. The slope parameter
θ1 must also be included in the model to obtain a good description of the data, but we are not interested
in its value as such. We refer to θ0 as the parameter of interest, and θ1 as a nuisance parameter. In the
following sections we treat this problem using both the frequentist and Bayesian approaches.

2.2.1 The frequentist approach
Our model states that the measurements are Gaussian distributed, i.e. the probability density function
(p.d.f.) for the ith measurement yi is

f(yi;θ) =
1√
2π σi

e−(yi−µ(xi;θ))
2/2σ2

i , (7)
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where θ = (θ0, θ1).

The likelihood function is the joint p.d.f. for all of the yi, evaluated with the yi obtained and
regarded as a function of the parameters. Since we are assuming that the measurements are independent,
the likelihood function is in this case given by the product

L(θ) =

n∏

i=1

f(yi;θ) =

n∏

i=1

1√
2π σi

e−(yi−µ(xi;θ))2/2σ2
i . (8)

In the frequentist approach we construct estimators θ̂ for the parameters θ, usually by finding the values
that maximize the likelihood function. (We will write estimators for parameters with hats.) In this case
one can see from (8) that this is equivalent to minimizing the quantity

χ2(θ) =
n∑

i=1

(yi − µ(xi;θ))
2

σ2
i

= −2 lnL(θ) + C, (9)

where C represents terms that do not depend on the parameters. Thus for the case of independent
Gaussian measurements, the maximum likelihood (ML) estimators for the parameters coincide with
those of the method of least squares (LS).

Suppose, first, that the slope parameter θ1 is known exactly, and so it is not adjusted to maximize
the likelihood (or to minimize the χ2) but rather held fixed. The quantity χ2 versus the single adjustable
parameter θ0 would be as shown in Fig. 1(b), where the minimum indicates the value of the estimator θ̂0.

Methods for obtaining the standard deviations of estimators – the statistical errors of our measured
values – are described in many references, such as Refs. [1–6]. Here, in the case of a single fitted
parameter, the rule boils down to moving the parameter away from the estimate until χ2 increases by one
unit (i.e. lnL decreases from its maximum by 1/2) as indicated in the figure.

It may be, however, that we do not know the value of the slope parameter θ1, and so even though
we do not care about its value in the final result, we are required to treat it as an adjustable parameter in
the fit. Minimizing χ2(θ) results in the estimators θ̂ = (θ̂0, θ̂1), as indicated schematically in Fig. 2(a).
Now the recipe to obtain the statistical errors, however, is not simply a matter of moving the parameter
away from its estimated value until the χ2 goes up by one unit. Here the standard deviations must be
found from the tangent lines (or in higher-dimensional problems, the tangent hyperplanes) to the contour
defined by χ2(θ) = χ2

min + 1, as shown in the figure.
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Fig. 2: Contour of χ2(θ) = χ2
min + 1 centred about the estimates (θ̂0, θ̂1): (a) with no prior measurement of θ1

and (b) when a prior measurement of θ1 is included.

4

G. COWAN

210



The tilt of the contour in Fig. 2(a) reflects the correlation between the estimators θ̂0 and θ̂1. A
useful estimate for the inverse of the matrix of covariances Vij = cov[Vi, Vj ] can be found from the
second derivative of the log-likelihood evaluated at its maximum,

V̂ −1
ij = − ∂2 lnL

∂θi∂θj

∣∣∣∣
θ=θ̂

. (10)

More information on how to extract the full covariance matrix from the contour may be found, for
example, in [1–6]. The point to note here is that the correlation between the estimators for the parameter
of interest and the nuisance parameter has the result of inflating the standard deviations of both. That is,
if θ1 were known exactly, then the distance one would have to move θ0 away from its estimated value
to make the χ2 increase by one unit would be less, as one can see from the figure. So although we may
improve the ability of a model to describe the data by including additional nuisance parameters, this
comes at the price of increasing the statistical errors. This is an important theme that we will encounter
often in data analysis.

Now consider the case where we have a prior measurement of θ1. For example, we could have a
measurement t1 that we model as following a Gaussian distribution centred about θ1 and having a given
standard deviation σt1 . If this measurement is independent of the other yi values, then the full likelihood
function is obtained simply by multiplying the original one by a Gaussian, and so when we find the new
χ2 from −2 lnL there is an additional term, namely,

χ2(θ) =
n∑

i=1

(yi − µ(xi;θ))
2

σ2
i

+
(θ1 − t1)

2

σ2
t1

. (11)

As shown in Fig. 2(b), the new (solid) contour of χ2 = χ2
min + 1 is compressed relative to the old

(dashed) one in the θ1 direction, and this compression has the effect of decreasing the error in θ0 as well.
The lesson is: by better constraining nuisance parameters, one improves the statistical accuracy of the
parameters of interest.

2.2.2 The Bayesian approach
To treat the example above in the Bayesian framework, we write Bayes’ theorem (2) as

p(θ|y) = L(y|θ)π(θ)∫
L(y|θ)π(θ) dθ . (12)

Here θ = (θ0, θ1) symbolizes the hypothesis whose probability we want to determine. The likelihood
L(y|θ) is the probability to obtain the data y = (y1, . . . , yn) given the hypothesis, and the prior prob-
ability π(θ|y) represents our degree of belief about the parameters before seeing the outcome of the
experiment. The posterior probability p(θ) encapsulates all of our knowledge about θ when the data y
are combined with our prior beliefs. The denominator in (12) serves to normalize the posterior p.d.f. to
unit area.

The likelihood L(y|θ) is the same as the L(θ) that we used in the frequentist approach above.
The slightly different notation here simply emphasizes its role as the conditional probability for the data
given the parameter.

To proceed, we need to write down a prior probability density π(θ0, θ1). This phase of a Bayesian
analysis, sometimes called the elicitation of expert opinion, is in many ways the most problematic, as
there are no universally accepted rules to follow. Here we will explore some of the important issues that
come up.

In general, prior knowledge about one parameter might affect knowledge about the other, and
if so this must be built into π(θ0, θ1). Often, however, one may regard the prior knowledge about the
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parameters as independent, in which case the density factorizes as

π(θ0, θ1) = π0(θ0)π1(θ1). (13)

For purposes of the present example we will assume that this holds.

For the parameter of interest θ0, it may be that we have essentially no prior information, so the
density π0(θ0) should be very broad. Often one takes the limiting case of a broad distribution simply to
be a constant, i.e.

π0(θ0) = const. (14)

Now one apparent problem with Eq. (14) is that it is not normalizable to unit area, and so does not appear
to be a valid probability density. It is said to be an improper prior. The prior always appears in Bayes’
theorem multiplied by the likelihood, however, and as long as this falls off quickly enough as a function
of the parameters, then the resulting posterior probability density can be normalized to unit area.

A further problem with uniform priors is that, if the prior p.d.f. is flat in θ, then it is not flat for
a nonlinear function of θ, and so a different parametrization of the problem would lead in general to a
non-equivalent posterior p.d.f.

For the special case of a constant prior, one can see from Bayes’ theorem (12) that the posterior
is proportional to the likelihood, and therefore the mode (peak position) of the posterior is equal to the
ML estimator. The posterior mode, however, will change in general upon a parameter transformation. A
summary statistic other than the mode may be used as the Bayesian estimator, such as the median, which
is invariant under a monotonic parameter transformation. But this will not in general coincide with the
ML estimator.

For the prior π1(θ1), let us assume that our prior knowledge about this parameter includes the
earlier measurement t1, which we modelled as a Gaussian distributed variable centred about θ1 with
standard deviation σt1 . If we had taken, even prior to that measurement, a constant prior for θ1, then the
“intermediate-state” prior that we have before looking at the yi is simply this flat prior times the Gaussian
likelihood, i.e. a Gaussian prior in θ1:

π1(θ1) =
1√

2π σt1
e−(θ1−t1)2/2σ2

t1 . (15)

Putting all of these ingredients into Bayes’ theorem gives

p(θ0, θ1|y) ∝
n∏

i=1

1√
2π σi

e−(yi−µ(xi;θ0,θ1))2/2σ2
i π0

1√
2π σt1

e−(θ1−t1)2/2σ2
t1 , (16)

where π0 represents the constant prior in θ0 and the equation has been written as a proportionality with
the understanding that the final posterior p.d.f. should be normalized to unit area.

What Bayes’ theorem gives us is the full joint p.d.f. p(θ0, θ1|y) for both the parameter of interest
θ0 as well as the nuisance parameter θ1. To find the p.d.f. for the parameter of interest only, we simply
integrate (marginalize) the joint p.d.f., i.e.

p(θ0|y) =
∫

p(θ0, θ1|y) dθ1. (17)

In this example, it turns out that we can do the integral in closed form. We find a Gaussian posterior,

p(θ0|y) =
1√

2π σθ0
e
−(θ0−θ̂0)2/2σ2

θ0 , (18)

where θ̂0 is in fact the same as the ML (or LS) estimator found above with the frequentist approach, and
σθ0 is the same as the standard deviation of that estimator σθ̂0 .
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So we find something that looks just like the frequentist answer, although here the interpretation
of the result is different. The posterior p.d.f. p(θ0|y) gives our degree of belief about the location of the
parameter in the light of the data. We will see below how the Bayesian approach may, however, lead to
results that differ both in interpretation as well as in numerical value from what would be obtained in a
frequentist calculation. First, however, we need to pause for a short digression on Bayesian computation.

2.2.3 Bayesian computation and MCMC
In most real Bayesian calculations, the marginalization integrals cannot be carried out in closed form,
and if the number of nuisance parameters is too large, then they may also be difficult to compute with
standard Monte Carlo methods. However, Markov chain Monte Carlo (MCMC) has become the most
important tool for computing integrals of this type and has revolutionized Bayesian computation. In-
depth treatments of MCMC may be found, for example, in the texts by Robert and Casella [9], Liu [10],
and the review by Neal [11].

The basic idea behind using MCMC to marginalize the joint p.d.f. p(θ0, θ1|y) is to sample points
θ = (θ0, θ0) according to the posterior p.d.f. but then only to look at the distribution of the component
of interest, θ0. A simple and widely applicable MCMC method is the Metropolis–Hastings algorithm,
which allows one to generate multidimensional points θ distributed according to a target p.d.f. that is
proportional to a given function p(θ), which here will represent our posterior p.d.f. It is not necessary to
have p(θ) normalized to unit area, which is useful in Bayesian statistics, as posterior probability densities
are often determined only up to an unknown normalization constant, as is the case in our example.

To generate points that follow p(θ), one first needs a proposal p.d.f. q(θ;θ0), which may be
(almost) any p.d.f. from which independent random values θ may be generated, and which contains as
a parameter another point in the same space θ0. For example, a multivariate Gaussian centred about θ0

may be used. Beginning at an arbitrary starting point θ0, the Hastings algorithm iterates the following
steps:

1. Generate a value θ using the proposal density q(θ;θ0).

2. Form the Hastings test ratio, α = min

[
1,

p(θ)q(θ0;θ)

p(θ0)q(θ;θ0)

]
.

3. Generate a value u uniformly distributed in [0, 1].
4. If u ≤ α, take θ1 = θ. Otherwise, repeat the old point, i.e. θ1 = θ0.

If one takes the proposal density to be symmetric in θ and θ0, then this is the Metropolis–Hastings
algorithm, and the test ratio becomes α = min[1, p(θ)/p(θ0)]. That is, if the proposed θ is at a value of
probability higher than θ0, the step is taken. If the proposed step is rejected, hop in place.

Methods for assessing and optimizing the performance of the algorithm are discussed, for example,
in Refs. [9–11]. One can, for example, examine the autocorrelation as a function of the lag k, i.e. the
correlation of a sampled point with k steps removed. This should decrease as quickly as possible for
increasing k. Generally one chooses the proposal density so as to optimize some quality measure such
as the autocorrelation. For certain problems it has been shown that one achieves optimal performance
when the acceptance fraction, that is, the fraction of points with u ≤ α, is around 40%. This may
be adjusted by varying the width of the proposal density. For example, one may use for the proposal
p.d.f. a multivariate Gaussian with the same covariance matrix as that of the target p.d.f., but scaled by a
constant.

For our example above, MCMC was used to generate points according to the posterior p.d.f.
p(θ0, θ1) by using a Gaussian proposal density. The result is shown in Fig. 3.

From the (θ0, θ1) points in the scatter plot in Fig. 3(a) we simply look at the distribution of the
parameter of interest, θ0 (Fig. 3(b)). The standard deviation of this distribution is what we would report
as the statistical error in our measurement of θ0. The distribution of the nuisance parameter θ1 from
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Fig. 3: MCMC marginalization of the posterior p.d.f. p(θ0, θ1|y): (a) scatter plot of points in (θ0, θ1) plane and
the marginal distributions of (b) the parameter of interest θ0 and (c) the nuisance parameter θ1.

Fig. 3(c) is not directly needed, although it may be of interest in some other context where that parameter
is deemed interesting.

In fact, one can go beyond simply summarizing the width of the distributions with a statistic such
as the standard deviation. The full form of the posterior distribution of θ0 contains useful information
about where the parameter’s true value is likely to be. In this example, the distributions will in fact
turn out to be Gaussian, but in a more complex analysis there could be non-Gaussian tails, and this
information may be relevant in drawing conclusions from the result.

2.2.4 Sensitivity analysis
The posterior distribution of θ0 obtained above encapsulates all of the analyst’s knowledge about the
parameter in the light of the data, given that the prior beliefs were reflected by the density π(θ0, θ1). A
different analyst with different prior beliefs would in general obtain a different posterior p.d.f. We would
like the result of a Bayesian analysis to be of value to the broader scientific community, not only to those
that share the prior beliefs of the analyst. Therefore, it is important in a Bayesian analysis to show by
how much the posterior probabilities would change upon some reasonable variation in the prior. This is
sometimes called the sensitivity analysis and is an important part of any Bayesian calculation.

In the example above, we may imagine a situation where there was no prior measurement t1 of
the parameter θ1, but rather a theorist had told us that, based on considerations of symmetry, consistency,
aesthetics, etc., θ1 was “almost certainly” positive, and had a magnitude “probably less than 0.1 or so”.
When pressed to be precise, the theorist sketches a curve roughly resembling an exponential with a mean
of 0.1. So we may express this prior as

π1(θ1) =
1

τ
e−θ1/τ (θ1 ≥ 0), (19)

with τ ≈ 0.1. We may substitute this prior into Bayes’ theorem (16) to obtain the joint p.d.f. for θ0
and θ1, and then marginalize to find the p.d.f. for θ0. Doing this numerically with MCMC results in the
posterior distributions shown in Fig. 4(a).

Now the theorist who proposed this prior for θ1 may feel reluctant to be pinned down, and so it is
important to recall (and to reassure the theorist about) the “if–then” nature of a Bayesian analysis. One
does not have to be absolutely certain about the prior in Eq. (19). Rather, Bayes’ theorem simply says
that if one were to have these prior beliefs, then we obtain certain posterior beliefs in the light of the data.

One simple way to vary the prior here is to try different values of the mean τ , as shown in Fig. 4(a).
We see here the same basic feature as shown already in the frequentist analysis, namely, that when one
increases the precision about the nuisance parameter, θ1, then the knowledge about the parameter of
interest, θ0, is improved.
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Fig. 4: Posterior probability densities for the parameter θ0 obtained using (a) an exponential prior for θ0 of different
widths and (b) several different functional forms for the prior.

Alternatively (or in addition), we may try different functional forms for the prior, as shown in
Fig. 4(b). In this case using a uniform distribution for π1(θ1) with 0 ≤ θ1 ≤ 0.5 or Gaussian with
σ = 0.1 truncated for θ1 < 0 both give results similar to the exponential with a mean of 0.1. So one
concludes that the result is relatively insensitive to the detailed nature of the tails of π1(θ1).

2.3 A fit with systematic errors
We may now generalize the example of section 2.2 to explore some further aspects of a Bayesian analysis.
Let us suppose that we are given a set of n measurements as above, but now in addition to the statistical
errors we also are given systematic errors. That is, we are given yi±σstat

i ±σsys
i for i = 1, . . . , n, where

the measurements as before are each carried out for a specified value of a control variable x.

More generally, instead of having yi ± σstat
i ± σsys

i , it may be that the set of measurements comes
with an n×n covariance matrix V stat corresponding to the statistical errors and another matrix V sys for
the systematic ones. Here the square roots of the diagonal elements give the errors for each measurement,
and the off-diagonal elements provide information on how they are correlated.

As before, we assume some functional form µ(x;θ) for the expectation values of the yi. This
could be the linear model of Eq. (6) or something more general, but in any case it depends on a vector of
unknown parameters θ. In this example, however, we will allow that the model is not perfect, but rather
could have a systematic bias. That is, we write that the true expectation value of the ith measurement
may be written

E[yi] = µ(xi;θ) + bi, (20)

where bi represents the bias. The bi may be viewed as the systematic errors of the model, present even
when the parameters θ are adjusted to give the best description of the data. We do not know the values
of the bi. If we did, we would account for them in the model and they would no longer be biases. We do
not in fact know that their values are non-zero, but we are allowing for the possibility that they could be.
The reported systematic errors are intended as a quantitative measure of how large we expect the biases
to be.

As before, the goal is to make inferences about the parameters θ; some of these may be of direct
interest and others may be nuisance parameters. In section 2.3.1 we will try to do this using the frequentist
approach, and in section 2.3.2 we will use the Bayesian method.
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2.3.1 A frequentist fit with systematic errors
If we adopt the frequentist approach, we need to write down a likelihood function such as Eq. (8), but
here we know in advance that the model µ(x;θ) is not expected to be fully accurate. Furthermore, it is
not clear how to insert the systematic errors. Often, perhaps without a clear justification, one simply adds
the statistical and systematic errors in quadrature, or in the case where one has the covariance matrices
V stat and V sys, they are summed to give a sort of “full” covariance matrix:

Vij = V stat
ij + V sys

ij . (21)

One might then use this in a multivariate Gaussian likelihood function, or equivalently it could be used
to construct the χ2,

χ2(θ) = (y − µ(θ))TV −1(y − µ(θ)), (22)

which is then minimized to find the LS estimators for θ. In Eq. (22) the vector y = (y1, . . . , yn) should
be understood as a column vector, µ(θ) = (µ(x1;θ), . . . , µ(xn;θ)) is the corresponding vector of
model values, and the superscript T represents the transpose (row) vector. Minimizing this χ2 gives the
generalized LS estimators θ̂, and the usual procedures may be applied to find their covariances, which
now in some sense include the systematics.

But in what sense is there any formal justification for adding the covariance matrices in Eq. (21)?
Next we will treat this problem in the Bayesian framework and see that there is indeed some reason
behind this recipe, but with limitations, and further we will see how to get around these limitations.

2.3.2 The equivalent Bayesian fit
In the corresponding Bayesian analysis, one treats the statistical errors as given by V stat as reflecting the
distribution of the data y in the likelihood. The systematic errors, through V sys, reflect the width of the
prior probabilities for the bias parameters bi. That is, we take

L(y|θ,b) ∝ exp[−1
2(y − µ(θ)− b)TV −1

stat(y − µ(θ)− b)], (23)

πb(b) ∝ exp[−1
2b

TV −1
sys b], πθ(θ) = const., (24)

p(θ,b|y) ∝ L(y|θ,b)πθ(θ)πb(b), (25)

where in (25), Bayes’ theorem is used to obtain the joint probability for the parameters of interest, θ, and
also the biases b. To obtain the probability for θ, we integrate (marginalize) over b,

p(θ|y) =
∫

p(θ,b|y) db. (26)

One finds that the mode of p(θ|y) is at the same position as the least-squares estimates, and its covariance
will be the same as obtained from the frequentist analysis where the full covariance matrix was given by
the sum V = V stat + V sys. So this can be taken in effect as the formal justification for the addition in
quadrature of statistical and systematic errors in a least-squares fit.

2.3.3 The error on the error
If one stays with the prior probabilities used above, the Bayesian and least-squares approaches deliver
essentially the same result. An advantage of the Bayesian framework, however, is that it allows one to
refine the assessment of the systematic uncertainties as expressed through the prior probabilities.

For example, the least-squares fit including systematic errors is equivalent to the assumption of
a Gaussian prior for the biases. A more realistic prior would take into account the experimenter’s own
uncertainty in assigning the systematic error, i.e. the “error on the error”. Suppose, for example, that the
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ith measurement is characterized by a reported systematic uncertainty σsys
i and an unreported factor si,

such that the prior for the bias bi is

πb(bi) =

∫
1√

2π siσ
sys
i

exp

[
−1

2

b2i
(siσ

sys
i )2

]
πs(si) dsi. (27)

Here the “error on the error” is encapsulated in the prior for the factor s, πs(s). For this we may take
whatever function is deemed appropriate. For some types of systematic error, it could be close to the
ideal case of a delta function centred about unity. Many reported systematics are, however, at best rough
guesses, and one could easily imagine a function πs(s) with a mean of unity but a standard deviation
of, say, 0.5 or more. Here we show examples using a gamma distribution for πs(s), which results in
substantially longer tails for the prior πb(b) than those of the Gaussian. This may be seen in Fig. 5,
which shows lnπb(b) for different values of the standard deviation of πs(s), σs. Related studies using an
inverse gamma distribution may be found in Refs. [12, 13], which have the advantage that the posterior
p.d.f. may be written down in closed form.

b
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Fig. 5: The log of the prior p.d.f. for a bias
parameter b for different values of the stan-
dard deviation of πs(s).

Using a prior for the biases with tails longer than those of a Gaussian results in a reduced sensitivity
to outliers, which arise when an experimenter overlooks an important source of systematic uncertainty
in the estimated error of a measurement. As a simple test of this, consider the sample data shown in
Fig. 6(a). Suppose these represent four independent measurements of the same quantity, here a parameter
called µ, and the goal is to combine the measurements to provide a single estimate of µ. That is, we are
effectively fitting a horizontal line to the set of measured y values, where the control variable x is just a
label for the measurements.

In this example, suppose that each measurement yi, i = 1, . . . 4, is modelled as Gaussian dis-
tributed about µ, having a standard deviation σstat = 0.1, and furthermore each measurement has a
systematic uncertainty σsys = 0.1, which here is taken to refer to the standard deviation of the Gaussian
component of the prior πb(bi). This is then folded together with πs(si) to get the full prior for bi using
Eq. (27), and the joint prior for the vector of bias parameters is simply the product of the correspond-
ing terms, as the systematic errors here are treated as being independent. These ingredients are then
assembled according to the recipe of Eqs. (23)–(26) to produce the posterior p.d.f. for µ, p(µ|y).

The results of the exercise are shown in Fig. 6. In Fig. 6(a), the four measurements yi are reason-
ably consistent with each other. Figure 6(b) shows the corresponding posterior p(µ|y) for two values
of σs, which reflect differing degrees of non-Gaussian tails in the prior for the bias parameters, πb(bi).
For σs = 0, the prior for the bias is exactly Gaussian, whereas for σs = 0.5, the non-Gaussian tails are
considerably longer, as can be seen from the corresponding curves in Fig. 5. The posterior p.d.fs for both
cases are almost identical, as can be seen in Fig. 6(a). Determining the mean and standard deviation of
the posterior for each gives µ̂ = 1.000±0.71 for the case of σs = 0, and µ̂ = 1.000±0.72 for σs = 0.5.
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So assuming a 50% “error on the error” here, one only inflates the error of the averaged result by a small
amount.
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Fig. 6: (a) Data values that are relatively consistent and (b) a dataset with an outlier; the horizontal lines indicate
the posterior mean for two different values of the parameter σs. Panels (c) and (d) show the posterior distributions
corresponding to (a) and (b), respectively. (The dashed and solid curves in (a) and (c) overlap.)

Now consider the case where one of the measured values is substantially different from the other
three, as shown in Fig. 6(c). Here, using the same priors for the bias parameters results in the posteriors
shown in Fig. 6(d). The posterior means and standard deviations are µ̂ = 1.125 ± 0.71 for the case of
σs = 0, and µ̂ = 1.093 ± 0.089 for σs = 0.5.

When we assume a purely Gaussian prior for the bias (σs = 0.0), the presence of the outlier
has in fact no effect on the width of the posterior. This is rather counter-intuitive and results from our
assumption of a Gaussian likelihood for the data and a Gaussian prior for the bias parameters. The
posterior mean is, however, pulled substantially higher than the three other measurements, which are
clustered around 1.0. If the priors πb(bi) have longer tails, as occurs when we take σs = 0.5, then the
posterior is broader, and furthermore it is pulled less far by the outlier, as can be seen in Fig. 6(d).

The fact is that the width of the posterior distribution, which effectively tells us the uncertainty
on the parameter of interest µ, becomes coupled to the internal consistency of the data. In contrast, in
the (frequentist) least-squares method, or in the Bayesian approach using a Gaussian prior for the bias
parameters, the final uncertainty on the parameter of interest is unaffected by the presence of outliers. In
many cases of practical interest, it would be, in fact, appropriate to conclude that the presence of outliers
should indeed increase one’s uncertainty about the final parameter estimates. The example shown here
may be generalized to cover a wide variety of model uncertainties by including prior probabilities for an
enlarged set of model parameters.

2.4 Summary on Bayesian methods
We have seen how Bayesian methods may be used in parameter estimation, and this has also given us the
opportunity to discuss some aspects of Bayesian computation, including the important tool of Markov
chain Monte Carlo. Although Bayesian and frequentist methods may often deliver results that agree
numerically, there is an important difference in their interpretation. Furthermore, Bayesian methods
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allow one to incorporate prior information that may be based not on other measurements but rather on
theoretical arguments or purely subjective considerations. As these considerations may not find universal
agreement, it is important to investigate how the results of a Bayesian analysis would change for a
reasonable variation of the prior probabilities.

It is important to keep in mind that, in the Bayesian approach, all information about the parameters
is encapsulated in the posterior probabilities. So if the analyst also wants to set upper limits or determine
intervals that cover the parameter with a specified probability, then this is a straightforward matter of
finding the parameter limits such that the integrated posterior p.d.f. has the desired probability content. A
discussion of Bayesian methods to the important problem of setting upper limits on a Poisson parameter
is covered in Ref. [1] and references therein; we will not have time in these lectures to go into that
question here.

We will also unfortunately not have time to explore Bayesian model selection. This allows one to
quantify the degree to which the data prefer one model over the other using a quantity called the Bayes
factor. These have not yet been widely used in particle physics but should be kept in mind as providing
important complementary information to the corresponding outputs of frequentist hypothesis testing such
as p-values. A brief description of Bayes factors can be found in Ref. [1] and a more in-depth treatment
is given in [14].

3 Statistical tests and multivariate analysis
In the second part of these lectures we will take a look at the important topic of multivariate analysis. In-
depth information on this topic can be found in various textbooks [15–18]. In a particle physics context,
multivariate methods are often used when selecting events of a certain type using some potentially large
number of measurable characteristics for each event. The basic framework we will use to examine these
methods is that of a frequentist hypothesis test.

The fundamental unit of data in a particle physics experiment is the “event”, which in most cases
corresponds to a single particle collision. In some cases it could instead be a decay, and the picture does
not change much if we look, say, at individual particles or tracks. But, to be concrete, let us suppose
that we want to search for events from proton–proton collisions at the Large Hadron Collider (LHC) that
correspond to some interesting “signal” process, such as supersymmetry (SUSY).

When running at full intensity, the LHC should produce close to a billion events per second. After
a quick sifting, the data from around 200 per second are recorded for further study, resulting in more
than a billion events per year. But only a tiny fraction of these are of potential interest. If one of the
speculative theories such as supersymmetry turns out to be realized in Nature, then this will result in a
subset of events having characteristic features, and the SUSY events will simply be mixed in randomly
with a much larger number of Standard Model events. The relevant distinguishing features depend on
what new physics Nature chooses to reveal, but one might see, for example, high-pt jets, leptons or
missing energy.

Unfortunately, background processes (e.g. Standard Model events) may often mimic these fea-
tures, and one will not be able to say with certainty that a given event shows a clear evidence for some-
thing new such as supersymmetry. For example, even Standard Model events may contain neutrinos,
which also escape undetected. The typical amount and pattern of missing energy in these events differs
on average, however, from what a SUSY event would give, and so a statistical analysis may be applied
to test whether something besides Standard Model events is present.

In a typical analysis there is a class of event we are interested in finding (signal), and these, if
they exist at all, are mixed in with the rest of the events (background). The data for each event are some
collection of numbers x = (x1, . . . , xn) representing particle energies, momenta, etc. We will refer to
these as the input variables of the problem. The probabilities are joint densities for x given the signal (s)
or background (b) hypotheses: f(x|s) and f(x|b).
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To illustrate the general problem, consider the scatter plots shown in Fig. 7. These show the dis-
tribution of two variables, x1 and x2, which represent two out of a potentially large number of quantities
measured for each event. The blue circles could represent the sought-after signal events, and the red
triangles the background. In each of the three figures there is a decision boundary representing a possible
way of classifying the events.
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Fig. 7: Scatter plots of two variables corresponding to two hypotheses: signal and background. Event selection
could be based, for example, on (a) cuts, (b) a linear boundary and (c) a nonlinear boundary.

Figure 7(a) represents what is commonly called the “cut-based” approach. One selects signal
events by requiring x1 < c1 and x2 < c2 for some suitably chosen cut values c1 and c2. If x1 and
x2 represent quantities for which one has some intuitive understanding, then this may help guide one’s
choice of the cut values.

Another possible decision boundary is made with a diagonal cut as shown in Fig. 7(b). One may
show that for certain problems a linear boundary has optimal properties, but in the example here, because
of the curved nature of the distributions, neither the cut-based nor the linear solution is as good as the
nonlinear boundary shown in Fig. 7(c).

The decision boundary is a surface in the n-dimensional space of input variables, which may be
represented by an equation of the form y(x) = ycut, where ycut is some constant. We accept events as
corresponding to the signal hypothesis if they are on one side of the boundary, e.g. y(x) ≤ ycut could
represent the acceptance region and y(x) > ycut could be the rejection region.

Equivalently, we may use the function y(x) as a scalar test statistic. Once its functional form is
specified, we may determine the p.d.fs of y(x) under both the signal and background hypotheses, p(y|s)
and p(y|b). The decision boundary is now effectively a single cut on the scalar variable y, as illustrated
in Fig. 8.
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Fig. 8: Distributions of the scalar test
statistic y(x) under the signal and back-
ground hypotheses.

To quantify how good the event selection is, we may define the efficiency with which one selects
events of a given type as the probability that an event will fall in the acceptance region. That is, the signal
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and background efficiencies are

εs = P (accept event|s) =
∫

A
f(x|s) dx =

∫ ycut

−∞
p(y|s) dy, (28)

εb = P (accept event|b) =
∫

A
f(x|b) dx =

∫ ycut

−∞
p(y|b) dy, (29)

where the region of integration A represents the acceptance region.

Dividing the space of input variables into two regions where one accepts or rejects the signal
hypothesis is essentially the language of a frequentist statistical test. If we regard background as the
“null hypothesis”, then the background efficiency is the same as what in a statistical context would be
called the significance level of the test, or the rate of “type-I error”. Viewing the signal process as the
alternative, the signal efficiency is then what a statistician would call the power of the test; it is the
probability to reject the background hypothesis if in fact the signal hypothesis is true. Equivalently, this
is one minus the rate of “type-II error”.

The use of a statistical test to distinguish between two classes of events (signal and background)
comes up in different ways. Sometimes both event classes are known to exist, and the goal is to select one
class (signal) for further study. For example, proton–proton collisions leading to the production of top
quarks are a well-established process. By selecting these events, one may carry out precise measurements
of the top quark’s properties such as its mass. In other cases, the signal process could represent an
extension to the Standard Model, say, supersymmetry, whose existence is not yet established, and the
goal of the analysis is to see if one can do this. Rejecting the Standard Model with a sufficiently high
significance level amounts to discovering something new, and of course one hopes that the newly revealed
phenomena will provide important insights into how Nature behaves.

What the physicist would like to have is a test with maximal power with respect to a broad class
of alternative hypotheses. For two specific signal and background hypotheses, it turns out that there is a
well-defined optimal solution to our problem. The Neyman–Pearson lemma states that one obtains the
maximum power relative for the signal hypothesis for a given significance level (background efficiency)
by defining the acceptance region such that, for x inside the region, the likelihood ratio, i.e. the ratio of
p.d.fs for signal and background,

λ(x) =
f(x|s)
f(x|b) , (30)

is greater than or equal to a given constant, and it is less than this constant everywhere outside the
acceptance region. This is equivalent to the statement that the ratio (30) represents the test statistic with
which one obtains the highest signal efficiency for a given background efficiency, or, equivalently, for a
given signal purity.

In principle, the signal and background theories should allow us to work out the required functions
f(x|s) and f(x|b), but in practice the calculations are too difficult and we do not have explicit formulas
for these. What we have instead of f(x|s) and f(x|b) are complicated Monte Carlo programs, that is, we
may sample x to produce simulated signal and background events. Because of the multivariate nature of
the data, where x may contain at least several or perhaps even hundreds of components, it is a non-trivial
problem to construct a test with a power approaching that of the likelihood ratio.

In the usual case where the likelihood ratio (30) cannot be used explicitly, there exist a variety
of other multivariate classifiers that effectively separate different types of events. Methods often used
in HEP include neural networks or Fisher discriminants. Recently, further classification methods from
machine learning have been applied in HEP analyses; these include probability density estimation (PDE)
techniques, kernel-based PDE (KDE or Parzen window), support vector machines, and decision trees.
Techniques such as “boosting” and “bagging” may be applied to combine a number of classifiers into
a stronger one with greater stability with respect to fluctuations in the training data. Descriptions of
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these methods can be found, for example, in the textbooks [15–18] and in Proceedings of the PHYSTAT
conference series [19]. Software for HEP includes the TMVA [20] and StatPatternRecognition [21]
packages, although support for the latter has unfortunately been discontinued.

As we will not have the time to examine all of the methods mentioned above, in the following
section we look at a specific example of a classifier to illustrate some of the main ideas of a multivariate
analysis: the boosted decision tree (BDT).

3.1 Boosted decision trees
Boosted decision trees exploit relatively recent developments in machine learning and have gained sig-
nificant popularity in HEP. First in section 3.1.1 we describe the basic idea of a decision tree, and then in
section 3.1.2 we will say how the the technique of “boosting” may be used to improve its performance.

3.1.1 Decision trees
A decision tree is defined by a collection of successive cuts on the set of input variables. To determine
the appropriate cuts, one begins with a sample of N training events that are known to be either signal
or background, e.g. from Monte Carlo. The set of n input variables measured for each event constitutes
a vector x = (x1, . . . xn). Thus we have N instances of x, x1, . . .xN , as well as the corresponding N
true class labels y1, . . . , yN . It is convenient to assign numerical values to the labels so that, for example,
y = 1 corresponds to signal and y = −1 to background.

In addition, we will assume that each event may be assigned a weight, wi, with i = 1, . . . , N . For
any subset of the events and for a set of weights, the signal fraction (purity) is taken to be

p =

∑
i∈s wi∑

i∈s wi +
∑

i∈b wi
, (31)

where s and b refer to the signal and background event types. The weights are not strictly speaking
necessary for a decision tree, but will be used in connection with boosting in section 3.1.2. For a decision
tree without boosting, we may simply take all the weights to be equal.

To quantify the degree of separation achieved by a classifier for a selected subset of the events,
one may use, for example, the Gini coefficient [22], which historically has been used as a measure of
dispersion in economics and is defined as

G = p(1− p). (32)

The Gini coefficient is zero if the selected sample is either pure signal or background. Another measure
is simply the misclassification rate,

ε = 1− max(p, 1− p). (33)

The idea behind a decision tree is illustrated in Fig. 9, from an analysis by the MiniBooNE neutrino
oscillation experiment at Fermilab [23].

One starts with the entire sample of training events in the root node, shown in the figure with 52
signal and 48 background events. Out of all the possible input variables in the vector x, one finds the
component that provides the best separation between signal and background by use of a single cut. This
requires a definition of what constitutes “best separation”, and there are a number of reasonable choices.
For example, for a cut that splits a set of events a into two subsets b and c, one may define the degree of
separation through the weighted change in the Gini coefficients,

∆ = WaGa −WbGb −WcGc. (34)

where
Wa =

∑

i∈a
wi, (35)
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Fig. 9: Illustration of a decision tree used
by the MiniBooNE experiment [23] (see
text).

and similarly for Wb and Wc. Alternatively, one may use a quantity similar to (34) but with the mis-
classification rate (33), for example, instead of the Gini coefficient. More possibilities can be found in
Ref. [20].

For whatever chosen measure of degree of separation, ∆, one finds the cut on the variable among
the components of x that maximizes it. In the example of the MiniBooNE experiment shown in Fig. 9,
this happened to be a cut on the number of photomultiplier tube (PMT) hits with a value of 100. This
splits the training sample into the two daughter nodes shown in the figure, one of which is enhanced in
signal and the other in background events.

The algorithm requires a stopping rule based, for example, on the number of events in a node or
the misclassification rate. If, for example, the number of events or the misclassification rate in a given
node falls below a certain threshold, then this is defined as a terminal node or “leaf”. It is classified as a
signal or background leaf based on its predominant event type. In Fig. 9, for example, the node after the
cut on PMT hits with four signal and 37 background events is classified as a terminal background node.

For nodes that have not yet reached the stopping criterion, one iterates the procedure and finds, as
before, the variable that provides the best separation with a single cut. In Fig. 9 this is an energy cut of
0.2 GeV. The steps are continued until all nodes reach the stopping criterion.

The resulting set of cuts effectively divides the x space into two regions: signal and background.
To provide a numerical output for the classifier we may define

f(x) =

{
1 x in signal region,

−1 x in background region.
(36)

Eq. (36) defines a decision tree classifier. In this form, these tend to be very sensitive to statistical
fluctuations in the training data. One may easily see why this is, for example, if two of the components
of x have similar discriminating power between signal and background. For a given training sample, one
variable may be found to give the best degree of separation and is chosen to make the cut, and this affects
the entire further structure of the tree. In a different statistically independent sample of training events,
the other variable may be found to be better, and the resulting tree could look very different. Boosting is
a technique that may decrease the sensitivity of a classifier to such fluctuations, and we describe this in
the following section.
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3.1.2 Boosting
Boosting is a general method of creating a set of classifiers that may be combined to give a new classifier
that is more stable and has a smaller misclassification rate than any individual one. It is often applied
to decision trees, precisely because they suffer from sensitivity to statistical fluctuations in the training
sample, but the technique may be applied to any classifier.

Let us suppose, as above, that we have a sample of N training events, i.e. N instances of the
data vector, x1, . . . ,xN , and N true class labels y1, . . . , yN , with y = 1 for signal and y = −1 for
background. Also, as above, assume we have N weights w(1)

1 , . . . , w
(1)
N , where the superscript (1) refers

to the fact that this is the first training set. We initially set the weights equal and normalized such that

N∑

i=1

w
(1)
i = 1. (37)

The idea behind boosting is to create, from the initial sample, a series of further training samples
that differ from the initial one in that the weights will be changed according to a specific rule. A number
of boosting algorithms have been developed, and these differ primarily in the rule used to update the
weights. We will describe the AdaBoost algorithm of Freund and Schapire [24], as it was one of the first
such algorithms and its properties have been well studied.

One begins with the initial training sample and from it derives a classifier. We have in mind here a
decision tree, but it could be any type of classifier for which the training employs the event weights. The
resulting function f1(x) will have a certain misclassification rate ε1. In general, for the kth classifier (i.e.
based on the kth training sample), we may write the error rate as

εk =
N∑

i=1

w
(k)
i I(yifk(xi) ≤ 0), (38)

where I(X) = 1 if the Boolean expression X is true, and is zero otherwise. We then assign a score to
the classifier based on its error rate. For the AdaBoost algorithm this is

αk = ln

(
1− εk
εk

)
, (39)

which is positive as long as the error rate is lower than 50%, i.e. the classifier does better than random
guessing.

Having carried out these steps for the initial training sample, we define the second training sample
by updating the weights. More generally, the weights for step k + 1 are found from those for step k by

w
(k+1)
i = w

(k)
i

e−αkfk(xi)yi/2

Zk
, (40)

where the factor Zk is chosen so that the sum of the updated weights is equal to unity. Note that, if
an event is incorrectly classified, then the true class label yi and the value fk(xi) have opposite signs,
and thus the new weights are greater than the old ones. Correctly classified events have their weights
decreased. This means that the updated training set will pay more attention in the next iteration to those
events that were not correctly classified, the idea being that it should try harder to get it right the next
time around.

After K iterations of this procedure, one has classifiers f1(x), . . . , fK(x), each with a certain
error rate and score based on Eqs. (38) and (39). In the case of decision trees, the set of new trees is
called a forest. From these one defines an averaged classifier as

y(x) =

K∑

k=1

αkfk(x). (41)
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Eq. (41) defines a boosted decision tree (or more generally, a boosted version of whatever classifier was
used).

One of the important questions to be addressed is how many boosting iterations to use. One may
show that, for a sufficiently large number of iterations, a boosted decision tree will eventually classify all
of the events in the training sample correctly. Similar behaviour is found with any classification method
where one may control to an arbitrary degree the flexibility of the decision boundary. The user may
arrange it so that the boundary twists and turns so as to get all of the events on the right side.

In the case of a neural network, for example, one may increase the number of hidden layers, or
the number of nodes in the hidden layers; for a support vector machine, one may adjust the width of the
kernel function and the regularization parameter to increase the flexibility of the boundary. An example
is shown in Fig. 10(a), where an extremely flexible classifier has managed to enclose all of the signal
events and exclude all of the background.

1x
−2 0 2 4

2x

−2

0

2

4

1x
−2 0 2 4

2x

−2

0

2

4

(a) (b)

Fig. 10: Scatter plot of events of two types and the decision boundary determined by a particularly flexible classi-
fier. (a) The events used to train the classifier, and (b) an independent sample of test data.

Of course, if we were now to take the decision boundary shown in Fig. 10(a) and apply it to a
statistically independent data sample, there is no reason to believe that the contortions that led to such
good performance on the training sample will still work. This can be seen in Fig. 10(b), which shows the
same boundary with a new data sample. In this case, the classifier is said to be overtrained. Its error rate
calculated from the same set of events used to train the classifier underestimates the rate on a statistically
independent sample.

To deal with overtraining, one estimates the misclassification rate not only with the training data
sample but also with a statistically independent test sample. We may then plot these rates as a function of
the parameters that regulate the flexibility of the decision boundary, e.g. the number of boosting iterations
used to form the BDT. For a small number of iterations, one will find in general that the error rates for
both samples drop. The error rate based on the training sample will continue to drop, eventually reaching
zero. But at some point the error rate from the test sample will cease to decrease and in general will
increase. One chooses the architecture of the classifier (number of boosting iterations, number of nodes
or layers in a neural network, etc.) to minimize the error rate on the test sample.

As the test sample is used to choose between a number of competing architectures based on the
minimum observed error rate, this in fact gives a biased estimate of the true error rate. In principle, one
should use a third validation sample to obtain an unbiased estimate of the error rate. In many cases the
bias is small and this last step is omitted, but one should be aware of its potential existence.

In some applications, the training data are relatively inexpensive; one simply generates more
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events with Monte Carlo. But often event generation may take a prohibitively long time and one may
be reluctant to use only a fraction of the events for training and the other half for testing. In such cases,
procedures such as cross-validation (see e.g. Refs. [15, 16]) may be used where the available events are
partitioned in a number of different ways into training and test samples and the results averaged.

Boosted decision trees have become increasingly popular in particle physics in recent years. One
of their advantages is that they are relatively insensitive to the number of input variables used in the
data vector x. Components that provide little or no separation between signal and background are rarely
chosen as for the cut that provides separation, i.e. to split the tree, and thus they are effectively ignored.
Decision trees have no difficulty in dealing with different types of data; these may be real or integer, or
they may simply be labels for which there is no natural ordering (categorical data). Furthermore, boosted
decision trees are surprisingly insensitive to overtraining. That is, although the error rate on the test
sample will not decrease to zero as one increases the number of boosting iterations (as is the case for the
training sample), it tends not to increase. Further discussion of this point may be found in [25].

3.2 Using a multivariate classifier to search for new physics
An important application of a multivariate classifier is to search for a signal process whose existence is
not established. In this section we will sketch briefly how this may be done. Suppose, as before, that
each event is characterized by a vector of measured quantities x and that a classifier function y(x) has
been constructed to distinguish a hypothetical signal from events due to known processes (background).

If we observe n events, then we have n values of the statistic, y1, . . . , yn, and on the basis of
these data we want to test hypotheses representing different mixtures of signal and background. The
first step in establishing the existence of the signal process is to reject the background-only hypothesis,
here labelled b, in a test with a sufficiently low significance level α. Even if we cannot establish that the
signal exists, we will want to know what signal models, or regions of a model’s parameter space, may
be rejected. That is, we test the “signal-plus-background” or s+ b hypothesis, and from this we may set
limits on the signal rate.

Suppose that the background-only model predicts an expected number of events b, and for the
signal-plus-background hypothesis one expects s + b events. The probability to observe n events under
the two hypotheses, b and s+ b, will therefore be described by the Poisson distributions

P (n|b) =
bn

n!
e−b, (42)

P (n|s+ b) =
(s+ b)n

n!
e−(s+b). (43)

Once the classifier function y(x) has been chosen, we can work out, usually using Monte Carlo, the
probability densities of y that would result if one had exclusively signal or background events, p(y|s) and
p(y|b). Given an observed number of events n and the corresponding values of the statistic y1, . . . , yn,
we may therefore write the likelihoods for the b and s+ b hypotheses as

Lb =
bn

n!
e−b

n∏

i=1

p(yi|b), (44)

Ls+b =
(s+ b)n

n!
e−(s+b)

n∏

i=1

(
s

s+ b
p(yi|s) +

b

s+ b
p(yi|b)

)
. (45)

That is, for the s+ b model, the distribution of y is a mixture of p(y|s) and p(y|b), with the coefficients
given by the respective prior probabilities for an event to be of the corresponding type.

We want to construct a test that will have the maximum probability to reject the background-only
hypothesis if in fact the signal-plus-background model is true. According to the Neyman–Pearson lemma
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discussed above, the optimal test statistic for this will be the ratio of the two likelihoods, or equivalently
a monotonic function thereof. We therefore define the test statistic Q as

Q = −2 ln

(
Ls+b

Lb

)
= −s+

n∑

i=1

ln

(
1 +

s

b

p(yi|s)
p(yi|b)

)
. (46)

Note that the additive term −s in (46) plays no role in discriminating between the two hypotheses, as it
merely shifts the distribution of Q by a fixed amount, and thus it may be dropped.

Illustrative distributions of Q under the b and s+ b hypotheses are shown in Fig. 11(a). The actual
data result in a single value of Q, here called Qobs, as indicated on the plot. To quantify the level of
discrepancy between the observed data and the two hypotheses, for each we give the p-value, which is
defined as the probability, under the assumption of the given hypothesis, to find data with equal or worse
compatibility relative to what was observed. Because here the values of Q are on average lower for the
s + b hypothesis than for b, for the p-value of s + b we take the region of equal or lower compatibility
to be Q ≥ Qobs. Similarly, equal or lower compatibility relative to the background-only hypothesis is
taken to mean data outcomes with Q ≤ Qobs. The p-values for the two hypotheses are thus given by the
shaded areas as indicated on the plot.

Q
-80 -60 -40 -20 0

f(
Q

)

0

0.02

0.04

0.06

0.08

obsQ

f(Q|s+b) f(Q|b)

b
p s+b

p

Q
-80 -60 -40 -20 0

f(
Q

)

0

0.02

0.04

0.06

0.08

obsQ

f(Q|s+b) f(Q|b)

b
p s+b

p

(a) (b)

Fig. 11: (a) Distributions of a test statistic Q under the s and s + b hypotheses. The shaded areas indicate the
p-values of the hypotheses given the observed value Qobs. (b) Illustration of the broadening of the distributions
when a systematic uncertainty in the background rate is included.

Using the p-values pb and ps+b we may carry out statistical tests of the two hypotheses. For this,
we define the critical regions to correspond to data outcomes with the lowest possible p-values. That is, if
we find pb < α, then the background-only hypothesis is rejected in a test of size α, and similarly if ps+b

is found to be less than a given threshold, then the corresponding signal model is rejected. Often in HEP
one converts the p-value to an equivalent significance Z defined as the number of standard deviations of
a Gaussian variable centred about zero needed to give an upper tail area equal to p, i.e. Z = Φ−1(1− p),
where Φ−1 is the quantile (inverse of the cumulative distribution) of the standard Gaussian.

Recall that the size of the test, α, is the probability to reject the hypothesis if it is true (the type-I
error rate). Because announcing a new discovery is a rather important affair, one would like to be very
certain that the observed effect is not simply the result of a statistical fluctuation. A common practice in
HEP has been to require that the observed signal correspond to a five-standard-deviation effect, which is
equivalent to rejecting the background-only hypothesis in a test of size α = 2.9 × 10−7 (i.e. the p-value
is found to be less than 2.9× 10−7).

In fact, it may seem clear that an observed effect is unlikely to be a fluctuation even at, say, three
standard deviations, or a p-value of 1.3 × 10−3. But at this level one may nevertheless be reluctant
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to announce a discovery because of uncertainties related to systematic effects. Or it may be that the
alternative is highly implausible (e.g. violation of Lorentz invariance) and thus to claim discovery one
feels the evidence should be of a higher standard.

In addition, one may be worried that because many effectively independent searches have been
carried out, the probability that the background-only hypothesis will be rejected in at least one of them,
even in the absence of any new signal processes, may be substantially larger than the nominal type-I error
rate α. In HEP this is known as the “look-elsewhere effect”, and one often applies a correction so that
the p-value reported corresponds to the probability, under the assumption of background-only, to find
data with equal or worse compatibility in any of the tests carried out. Methods for constructing such a
correction are discussed in [26]. If this effect has been properly taken into account, then the significance
at which most physicists believe that an observed effect is not simply a fluctuation is usually well below
5σ, and is probably somewhere closer to 3σ. To then say that the observation is actually due to a new
signal rather than a systematic bias is a further step, but the focus is then on systematics, not statistical
fluctuations. This is a topic of ongoing discussion in the HEP community.

Even if we do not reject the background-only hypothesis, we will want to enquire whether the
signal model is compatible with the data. By convention we often test a signal model, or more precisely
a point in its parameter space, with a significance level of α = 0.05. That is, the model is rejected if one
finds ps+b < 0.05 or, equivalently, if the significance Φ−1(1−ps+b) is greater than 1.64. If it is rejected,
then we say the model, for the given parameter values, is excluded at 95% confidence level.

In the previous example we assumed that the data distributions under the b and s + b hypotheses
were known exactly. In practice there will be some systematic uncertainties, for example, in the expected
number of background events b. In this case we must take b as a nuisance parameter, and as a result our
sensitivity to the parameter of interest, s, will be reduced, as discussed in section 2.

There are several ways of dealing with nuisance parameters such as b in statistical tests. Funda-
mentally one would like to regard a given hypothesized value of s as rejected only if ps+b < α for all
possible values of b. This often leads to a situation where one is unable to reject a signal model if one
were to assume some strongly disfavoured value of b. So an alternative is to carry out the test using the
value of b that is most compatible with the data given the value of s being considered. This is called the
“profile construction” method in HEP or “hybrid resampling” by statisticians (see e.g. Ref. [27]).

Alternatively, the uncertainty in b may be treated in the Bayesian framework and characterized
by a prior p.d.f. π(b). This could, for example, be taken as a Gaussian centred about a given value
b0 with a standard deviation σb. In fact, since we know a priori that b ≥ 0, the Gaussian is at best
an approximation, and other choices, such as the log-normal or gamma distributions, are perhaps more
appropriate. For now we will assume that an appropriate π(b) has been assigned, and look at how this
influences the p-values for the two hypotheses that we want to test.

To obtain the desired p-values, we need to determine the distributions of the statistic Q under
the background-only and signal-plus-background hypotheses. But how can we find the distribution of
Q under these two hypotheses if we do not even know exactly the expected number of background
events? One approach is to use the prior predictive distribution for Q, which is found by multiplying the
distribution of Q given b (with or without the addition of signal, as appropriate) by the prior π(b) and
then integrating over b, i.e.

f(Q) =

∫
f(Q|b)π(b) db. (47)

This model no longer corresponds to what would really happen if we were to repeat the experiment
many times, since in that case one would have the same value of b every time. Rather, this averaged
model corresponds to first sampling b from π(b) and then using that b to generate a number of events
observed, then using p(y|b) to generate the corresponding values of y and finally using these to find
Q. By repeating this procedure many times, which results in a different value of b each time, one may
determine the distribution f(Q). This is done for both the background-only and signal-plus-background
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hypotheses.

Including the systematic uncertainty in b as reflected by the prior distribution π(b) results in a
broadening of the distributions of Q under both the b and s + b hypotheses as shown in Fig. 11(b). For
a given Qobs, the broader distributions thus give larger p-values. Thus when the systematic uncertainties
are included, as expected one loses sensitivity and is less able to exclude one or the other model for a test
of a given significance level. The procedure shown here for treating nuisance parameters first employs
the Bayesian approach to obtain the prior predictive distribution of Q and then uses this in a frequentist
statistical test, and in HEP it is therefore often called the “hybrid” method.

This section has provided only a brief look at how to construct a statistical test to search for
new physics. Other related types of test statistics may be used, e.g. based on the profile likelihood, as
described in Ref. [28]. In addition, one may use Bayesian methods to quantify the degree to which the
data favour one hypothesis or the other using a quantity called the Bayes factor, given by ratio of marginal
likelihoods constructed by integrating over the model’s internal parameters as done, for example, for the
mean background rate in Eq. (47). A brief description of Bayes factors can be found in Ref. [1].

3.3 Summary on tests and multivariate methods
The boosted decision tree is an example of a relatively modern development in machine learning that has
attracted substantial attention in HEP. Support vector machines (SVMs) represent another such devel-
opment and will no doubt also find further application in particle physics; further discussion on SVMs
can be found in [15, 16] and references therein. Linear classifiers and neural networks will no doubt
continue to play an important role, as will probability density estimation methods used to approximate
the likelihood ratio.

Multivariate methods have the advantage of exploiting as much information as possible out of all
of the quantities measured for each event. In an environment of competition between experiments, this
may be a natural motivation to use them. Some caution should be exercised, however, before placing too
much faith in the performance of a complicated classifier, to say nothing of a combination of complicated
classifiers. These may have decision boundaries that indeed exploit nonlinear features of the training
data, often based on Monte Carlo. But if these features have never been verified experimentally, then
they may or may not be present in the real data. There is thus the risk of, say, underestimating the rate
of background events present in a region where one looks for signal, which could lead to a spurious
discovery. Simpler classifiers are not immune to such dangers either, but in such cases the problems may
be easier to control and mitigate.

One should therefore keep in mind the following quote, often heard in the multivariate analysis
community:

Keep it simple. As simple as possible. Not any simpler.
– A. Einstein

To this we may add the more modern variant,

If you believe in something you don’t understand, you suffer, . . .
– Stevie Wonder

Having made the requisite warnings, however, it seems clear that multivariate methods will play an
important role in the discoveries we hope to make at the LHC. One may easily imagine, for example, that
5σ evidence for new physics from a highly performant, and complicated, classifier would be regarded by
the community with some scepticism. But if this is backed up by, say, 4σ significance from a simpler,
more transparent analysis, then the conclusion would be more easily accepted, and the team that pursues
both approaches may well win the race.
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4 Summary and conclusions
In these lectures we have looked at two topics in statistics, Bayesian methods and multivariate analysis,
that will play an important role in particle physics in the coming years. Bayesian methods provide
important tools for analysing systematic uncertainties, where prior information may be available that
does not necessarily stem solely from other measurements, but rather arises from theoretical arguments or
other indirect means. The Bayesian framework allows one to investigate how the posterior probabilities
change upon variation of the prior probabilities. Through this type of sensitivity analysis, a Bayesian
result becomes valuable to the broader scientific community.

As experiments become more expensive and the competition more intense, one will always be
looking for ways to exploit as much information as possible from the data. Multivariate methods provide
a means to achieve this, and advanced tools such as boosted decision trees have in recent years become
widely used. While their use will no doubt increase as the LHC experiments mature, one should keep in
mind that a simple analysis also has its advantages. As one studies the advanced multivariate techniques,
however, their properties become more apparent, and the community will surely find ways of using them
so as to maximize the benefits without excessive risk.
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Abstract
We present an overview of the physics results obtained by experiments at the
Large Hadron Collider (LHC) in 2009–2010, for an integrated luminosity of
L ≈ 40 pb−1, collected mostly at a centre-of-mass energy of

√
s = 7 TeV.

After an introduction to the physics environment at the LHC and the current
performance of the accelerator and detectors, we will discuss quantum chro-
modynamics and B-physics analyses, W and Z production, the first results in
the top sector, and searches for new physics, with particular emphasis on su-
persymmetry and Higgs studies. While most of the presented results are in
remarkable agreement with Standard Model predictions, the excellent perfor-
mance of the LHC machine and experiments, the prompt analysis of all data
within just a few months after the end of data taking, and the high quality of the
results obtained constitute an encouraging step towards unique measurements
and exciting discoveries in the 2011–2012 period and beyond.

1 Introduction
Present experimental data suggest that, at distances as small as 10−3–10−4 fm, the Universe is composed
of just a few types of elementary particles and its dynamics is governed by a few types of interactions.
Electromagnetic, weak and strong forces, as well as all known particles, are coherently integrated in what
is known as the Standard Model (SM) [1–3].

Most experimental observations are in remarkable agreement with the predictions from the theory.
Nevertheless, the SM presents several limitations. Experimentally, it does not offer a viable candidate
for dark matter and it does not contain enough CP-violation to explain the baryon–antibaryon asymmetry
observed in the Universe. In addition, there is still no evidence for the existence of the Higgs field, one
of the essential components of the theory, responsible for the spontaneous breaking of the electroweak
symmetry. On the theoretical front, the SM is not able to accommodate gravitational interactions and,
strictly speaking, it does not really unify electroweak and strong forces. It offers no explanation for the
presence of three generations and contains too many free parameters (19) to be fixed experimentally.
Finally, there is no satisfactory solution to the so-called hierarchy problem, i.e. the fact that the Higgs
mass must be of the order of the electroweak scale despite the huge higher-order corrections that are
expected if the SM remains valid to very high energy scales.

The Large Hadron Collider (LHC) [4] at CERN is a unique machine designed to shed light onto
some of the foundations and limitations of the SM. One of its primary objectives is the study of the
electroweak symmetry-breaking mechanism, including the discovery and study of an SM Higgs particle,
if it exists. Thanks to its large centre-of-mass energy,

√
s = 7–14 TeV, the LHC will provide high rates

of products of elementary reactions at energy scales never probed before in accelerators, giving access
to many possible scenarios of new physics at the TeV scale.

These lectures describe the present status of the LHC programme, including a discussion of the
performances of the ATLAS [5], CMS [6], LHCb [7] and ALICE [8] detectors and the first experimental
results obtained in 2009–2010 proton–proton collisions for an integrated luminosity of L ≈ 40 pb−1.
The author apologizes in advance for the omission of many interesting developments and analyses, owing
to unavoidable space limitations.
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Fig. 1: (left) Integrated proton–proton luminosity delivered by the LHC in 2010. (right) Luminosity recorded by
the CMS experiment in 2010.

Table 1: Comparison of 2010 and nominal parameters of the LHC.

Parameter (pp collisions) 2010 Nominal
Beam energy (TeV) 3.5 7
Instantaneous luminosity, L (cm−2 s−1) 2× 1032 1034

Beta function at IP, β∗ (m) 3.5 0.55
Normalized transverse emittance, ε∗ (µm) 2.2 3.75
Protons/bunch, N 1.2× 1011 1.15× 1011

Bunch separation (ns) 150 25
Number of bunches, nb 368 2808

2 The LHC accelerator and status in 2010
After a brief start-up operation in winter 2009/2010 at

√
s = 0.9 and 2.4 TeV, the LHC delivered proton–

proton collisions at
√
s = 7 TeV in March–November 2010 with a maximum integrated luminosity per

experiment of 47 pb−1 (Fig. 1, left). Experiments recorded typically more than 90% of the delivered
luminosity (Fig. 1, right). The proton–proton collision programme was followed by a short period in
November 2010 with ≈ 9.5 µb−1 of Pb–Pb collisions for heavy-ion physics studies.

The 2010 LHC parameters at the latest stages of operation are compared with the nominal ones [4]
in Table 1. The instantaneous luminosity for head-on bunch collisions is connected with the other pa-
rameters by the expression L = nbN

2f/σ, where nb denotes the number of bunches in a beam, N is the
number of protons per bunch, f is the revolution frequency (11 kHz) and σ is the transverse section of
the beam. The transverse beam size can be determined as σ = 4πβ∗ε∗/γ, where γ is the Lorentz boost
factor of the protons (3710 for 3.5 TeV beam energy). The parameter ε∗ is the normalized emittance, a
measure of the invariant phase space filled by the beam in the transverse plane. An estimate of the length
required to focus the beam at the interaction point (IP) is given by the beta function, β∗. Let us note that
two of the parameters, the transverse emittance and the intensity per bunch, were already beyond their
nominal values in 2010. Such a low value of the emittance is good news. The next steps in the path
towards higher luminosities will probably be faster and less critical than initially expected: an increase
in the number of bunches, followed by moderate changes in the beam squeezing configuration (β∗ values
at 1 m or so).
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Figure 1: MSTW 2008 NLO PDFs at Q2 = 10 GeV2 and Q2 = 104 GeV2.

with broader grid coverage in x and Q2 than in previous sets.
In this paper we present the new MSTW 2008 PDFs at LO, NLO and NNLO. These sets are

a major update to the currently available MRST 2001 LO [15], MRST 2004 NLO [18] and MRST
2006 NNLO [21] PDFs. The “end products” of the present paper are grids and interpolation
code for the PDFs, which can be found at Ref. [27]. An example is given in Fig. 1, which
shows the NLO PDFs at scales of Q2 = 10 GeV2 and Q2 = 104 GeV2, including the associated
one-sigma (68%) confidence level (C.L.) uncertainty bands.

The contents of this paper are as follows. The new experimental information is summarised in
Section 2. An overview of the theoretical framework is presented in Section 3 and the treatment
of heavy flavours is explained in Section 4. In Section 5 we present the results of the global fits and
in Section 6 we explain the improvements made in the error propagation of the experimental data
to the PDF uncertainties, and their consequences. Then we present a more detailed discussion of
the description of di!erent data sets included in the global fit: inclusive DIS structure functions
(Section 7), dimuon cross sections from neutrino–nucleon scattering (Section 8), heavy flavour
DIS structure functions (Section 9), low-energy Drell–Yan production (Section 10), W and Z
production at the Tevatron (Section 11), and inclusive jet production at the Tevatron and
at HERA (Section 12). In Section 13 we discuss the low-x gluon and the description of the
longitudinal structure function, in Section 14 we compare our PDFs with other recent sets,
and in Section 15 we present predictions for W and Z total cross sections at the Tevatron and
LHC. Finally, we conclude in Section 16. Throughout the text we will highlight the numerous
refinements and improvements made to the previous MRST analyses.
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Fig. 2: (left) MSTW08 next-to-next-to-leading-order (NNLO) parton density functions at the electroweak
scale [10]. (right) Comparison of LHC and Tevatron parton luminosity functions (MSTW08).

3 Cross-sections at the LHC and back-of-the-envelope calculations
At a hadron collider the total cross-section of the process pp→ C + X, where C is a final state created
in the hard elementary reaction AB→ C can be expressed as follows [9]:

σ(pp→ C + X;Q2) =
∑

A,B

∫
dxA

∫
dxB pdfp→A(xA, Q

2) pdfp→B(xB, Q
2)σ(AB→ C), (1)

where xA and xB are the momentum fractions of the proton carried by the partons A and B. A and B
can be quarks, antiquarks or gluons, and Q is the typical energy scale involved in the AB→ C process.
The parton density functions (PDFs) pdfp→A(xA, Q

2) are universal, i.e. they depend on A but their
behaviour as a function of x and Q2 is independent of the process. Typically, one parametrizes the shape
of pdfp→A(xA, Q

2) using experimental inputs at a fixed low scaleQ2
0 and determines the shape at higher

Q2 scales via perturbative quantum chromodynamic (QCD) evolution equations. In the case of a final
state with rapidity Y , the fractions can be estimated as xA,B ≈ exp(±Y )Q/

√
s. Fig. 2(left) shows the

different PDFs as a function of x at Q ≈ 100 GeV (from the MSTW group [10]). A first message is
that at the LHC, for typical electroweak scale fractions x ≈ 10−3–10−1 (

√
s = 7 TeV, |Y | . 2.5),

gluon–gluon interactions are preferred over quark–antiquark interactions. This explains the dominance
of processes like gg→ tt̄ or gg→ H. A second message is that there are significant antiquark and sea-
quark contributions (s, c, b) for x < 0.1, compared with valence quark (u, d) contributions. This is a
relevant feature for quark-dominated processes like qq̄→W,Z.

Parton luminosity functions provide a fast way to estimate the size of several cross-sections at a
hadron collider. Eq. (1) can be rewritten as follows:

σ(pp→ C + X;Q2) =
∑

A,B

∫
dŝ

dLAB

dŝ
σ(AB→ C), (2)

where the parton luminosity function dLAB/dŝ at the scale ŝ is defined as (δ is the Kronecker delta)

dLAB

dŝ
≡ 1

1 + δAB

∫ 1

ŝ/s

dx

sx
pdfp→A(x,Q2) pdfp→B

(
ŝ

sx
,Q2

)
. (3)

The hard cross-section σ(AB→ C) is essentially independent of the partonic centre-of-mass en-
ergy

√
ŝ when C is a relatively narrow final state. In this context, ratios of parton luminosity functions

are useful tools to directly compare the potential of different colliders. Fig. 2(right) compares the physics
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Fig. 3: (left) MSTW08 NNLO parton luminosity function sum for qq̄ initial states. (right) MSTW08 NNLO parton
luminosity function sum for gg initial states. From G. Watt (2011) [10].

reaches of LHC (
√
s = 7 TeV) and Tevatron (

√
s = 1.96 TeV) as a function of the effective scale

√
ŝ.

For processes at the electroweak scale dominated by qq̄ in the elementary collision – like W, Z pro-
duction – LHC cross-sections are expected to be a factor of 3 higher than Tevatron cross-sections. For
processes dominated by gg in the initial state – like tt̄ or Higgs production – the LHC provides one order
of magnitude higher rate. The LHC advantages are more evident for values of

√
ŝ near the TeV scale, an

interesting region for new-physics searches.

Parton luminosity functions also provide simple ways to estimate cross-sections. Fig. 3 shows the
parton luminosity functions in pp collisions at

√
s = 7 TeV for processes initiated by qq̄ and gg. First of

all, the function values provide rough estimates of the order of magnitude of total jet cross-sections at the
LHC. At the parton scattering level they behave as σ(AB→ jets) ≈ kŝ−1, where

√
ŝ can be identified

with the jet pT in the event and k is not too different from 1 in terms of order of magnitude. With this
input, we obtain ∫ s

s0

dŝ
dLAB

dŝ
σ(AB→ jets) ≈ k

k′ + 1

dLAB

dŝ0

owing to the dLAB/dŝ ∝ ŝ−k
′

dependence (with k′ ≈ 1.5 according to the figures). We therefore expect
huge cross-sections of the order of millibarns for jet production with

√
ŝ0 ≡ pT & 10 GeV and of the

order of microbarns for jet transverse momenta above 100 GeV. For heavy quark production processes
like pp→ tt̄, threshold effects play an important role, but a dependence of the type σ(gg→ tt̄) ≈
α2
s(m

2
t )/ŝ in a wide interval around

√
s ≈ 2mt can still be assumed, implying cross-sections in the

100 pb range.

One can be more precise regarding production cross-sections for resonances. If C is a narrow
resonance of mass M and width Γ, one can rewrite Eq. (2) as

σ(pp→ C + X;Q2) =
∑

A,B

kAB
dLAB

dŝ

∣∣∣∣
ŝ=M2

M Γσ(AB→ C), (4)

where we have introduced an ad hoc factor kAB to take into account higher-order corrections. Typically
kqq̄ ≈ 1 and kgg ≈ 2 account for these higher-order effects within ≈ 20% [11]. More specifically, for a
resonance of spin J coupling to gluons with a branching fraction Br(H→ gg) one can write

M Γσ(gg→ H) = (2J + 1)
π2

8

Γ

M
Br(H→ gg), (5)

and for a resonance V of spin J coupling to uq̄′,dq̄′′ states with branching fractions Br(V→ uq̄′) '

4
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Br(V→ dq̄′′) one has

M Γσ(qq̄′ → V) ≈ (2J + 1)
4π2

9

Γ

M
Br(V→ uq̄′). (6)

Using Eq. (5) for an SM Higgs boson of 120 GeV mass, Γ ≈ 3 MeV, Br(H→ gg) ≈ 10% and
assuming a value of

dLgg

dM2

∣∣∣∣
M=120 GeV

≈ 3× 106 pb

(taken from Fig. 3), we can estimate a cross-section of σ(pp→ H + X) ≈ 20 pb, not far from the
theoretical value of 17 ± 3 pb [12]. For Z production one has M = 91.2 GeV, Γ ≈ 2.5 GeV,
Br(Z→ qq̄) ≈ Br(Z→ hadrons)/5 ≈ 0.7/5 and

dL∑
qq̄

dM2

∣∣∣∣
M=mZ

≈ 5× 105 pb

(see Fig. 3), leading to an estimate of σ(pp→ Z + X) ≈ 25 nb, in good agreement with the prediction
of 28.5± 1.2 nb [13]. A similar calculation for the W case provides a prediction of σ(pp→W + X) ≈
100 nb, again not far from the theoretical prediction of 97± 4 nb [13].

As a final application of the recipe, let us consider the production of a new vector boson resonance
W′ at the TeV scale with Γ/M ≈ 0.1, coupling democratically to quarks with Br(W′+ → uq̄′) ≈ 15%.
Using a parton luminosity function value of

dL∑
qq̄

dM2

∣∣∣∣
M=1 TeV

≈ 5× 105 pb,

we expect a total cross-section of σ(pp→W′ + X) ≈ 30 pb. The example is relevant because, even
assuming a search in clean channels like muons and electrons, and selection efficiencies of order 50%, it
shows that a few tens of inverse picobarns of integrated luminosity can be enough to observe TeV-scale
new physics at the LHC.

4 LHC detectors and current performance
ATLAS [5] and CMS [6] are the two general-purpose detectors at the LHC. They are complemented with
two large detectors, ALICE [8] and LHCb [7], dedicated to heavy-ion and b-quark physics studies, re-
spectively. ATLAS and CMS are optimized for the detection of generic standard and new-physics signals
at the highest possible energies and collision rates, whereas ALICE and LHCb have specialized detec-
tors for particle identification in specific phase space regions according to their physics programmes. We
briefly describe in the next sections general features of LHC experiments without detailed explanations
of the detection techniques that are involved. These techniques are covered in depth in [14].

ATLAS and CMS have similar design goals (Fig. 4). They provide good muon/electron identi-
fication capabilities and energy–momentum resolution, of the order of 1% for 100 GeV leptons. This
is accompanied by an unambiguous charge determination up to 1 TeV muon momenta and a large cov-
erage/granularity for electron detection, in order to provide efficient π0 → γγ rejection (important for
H → γγ searches, for instance). In order to perform b-quark and tau physics studies, a precise and
efficient inner tracking detector is necessary. Both experiments have pixel detectors around the beam
interaction region to efficiently reduce the number of fake hit combinations in a high-occupancy envi-
ronment like the one expected at the LHC near the collision region and to provide impact parameter
resolutions of the order of a few tens of micrometres, important for b-tagging purposes. Finally, good jet
and missing transverse energy resolutions are mandatory, particularly for the detection of resonances de-
caying hadronically and searches for invisible particles predicted by new-physics models. This is ensured
by hermetic hadronic calorimeters with good lateral segmentation.
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Fig. 4: ATLAS, CMS, LHCb and ALICE detectors at the LHC.

The purposes of LHCb and ALICE detectors are more specific (Fig. 4), and this allows them to
develop unique particle identification capabilities. LHCb is dedicated to physics studies of the bottom
quark in the pseudo-rapidity region 2 < |η| < 6, where the bb̄ production cross-section is huge. It has
an optimal tracking resolution (≈ 0.5% at 100 GeV) to reconstruct precisely secondary vertices and de-
cay chains of b-hadrons. It also has detectors dedicated to kaon identification (ring imaging Cherenkov
detectors (RICH)), critical for the identification of many exclusive decay modes. The ALICE detector is
dedicated to the study of high-energy heavy-ion collisions, expected to produce new states of matter when
the involved hadron parton densities are sufficiently high. ALICE offers unique charged-particle iden-
tification in several regions of phase space: time-of-flight measurements in the non-relativistic regime,
multiple sampling of the velocity-dependent ionization loss in their gas tracking chamber (time projec-
tion chamber (TPC)), RICH identification for studies of strange particles and X-ray transition radiation
detection (TRD) for ultra-relativistic particles.

4.1 Trigger systems
Current measurements suggest inelastic cross-sections of the order of 60 mb for proton–proton at

√
s =

7 TeV [15]. This implies an event rate for current luminosities (L ≈ 2 × 1032 cm−2 s−1) of Lσtot ≈
10 MHz. The scenario is not too different for the ALICE experiment, recording heavy-ion collisions at
a lower event rate but with much higher particle multiplicities. A high event rate can be accompanied by
the presence of “pile-up”, i.e. several inelastic collisions recorded simultaneously. In 2010 this was still
a small effect (10 MHz/(fnb) ≈ 2–3 events per crossing), but it will certainly increase in the future.

LHC experiments cope with high rates using sophisticated trigger systems. Their ultimate purpose
is to reduce the data throughput by factors of order 104–105. Trigger systems decide whether the products
of bunch collisions should be recorded or not. They take decisions sequentially at different levels. There
is always a “Level-1” trigger implemented via custom hardware processors near the detector that picks
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up raw information from fast response subdetectors. In practice, experiments cannot keep Level-1 output
event rates beyond 1 MHz or so, implying rejection factors at this level of order 10–100 for current
luminosities. The last stage is a series of high-level triggers (HLT), either of hardware type – but using
more information than Level-1 – or of software type, using the full event information and standard
computer CPUs. The limitation for these higher levels is the maximum affordable throughput, below
1 gigabyte per second. For event sizes of ≈ 1 MB/event, like those of ATLAS and CMS, this means
rejection factors with respect to Level-1 of order 102–103, average processing times below 100 ms per
event and a final output rate of 300–400 events per second. We must note that this final figure will
stay essentially constant in the future. The different trigger levels will simply be forced to accommodate
higher rejection factors in order to keep the same final output rate. Increasing the rejection factors without
sacrificing physics reach capabilities will be a challenging task for the experiments in 2011–2012. The
other two detectors, LHCb and ALICE, have similar performances. LHCb is able to operate with one
order of magnitude higher event rates by keeping reduced event sizes. ALICE has a sophisticated “hand-
shaking” system at the early levels and performs the HLT tracker reconstruction of single heavy-ion
events via parallel processing.

4.2 Tracking performance at the LHC
LHC detectors have powerful tracking capabilities. For instance, the large silicon tracker system of CMS
provides transverse momentum resolutions of ∆pT/pT ≈ 0.5–2% for pT < 200 GeV and |η| < 1.6,
as well as impact parameter resolutions at high momenta of ∆dXY ≈ 10 µm and ∆dSZ ≈ 20–40 µm
in transverse and longitudinal projections, respectively. One of the remarkable facts of LHC detectors
was their excellent performance at start-up, in agreement with simulations. Fig. 5 shows the momentum
resolution and 3D impact parameter significance measured in CMS, using J/ψ → µ+µ− decays and
primary tracks, respectively. Efficiencies and interactions with the material are also well reproduced by
simulations. Fig. 6(left) shows the efficiency measurements of CMS, using muons from J/ψ decays
in which one of the muons is tagged using information from the muon spectrometer exclusively. Effi-
ciencies are extremely high, above 95%, and independent of the number of primary vertices found in
the event. Fig. 6(right) shows the spectrum of secondary vertices found as a function of the ATLAS ra-
dius, which is directly related with the tracker material budget and in good agreement with Monte Carlo
expectations.

4.3 Specialized detectors
The TPC chamber of the ALICE experiment provides an optimal sampling of the energy loss per unit
length (dE/dx) of charged particles (> 100 points per track). Fig. 7(left) shows these average ionization
measurements. Kaons, pions and protons can be easily separated with reasonable efficiency below the
relativistic regime, whereas electrons can be disentangled even at ultra-relativistic energies. Charged
particles also emit significant X-ray radiation for boost factors γ ≡ E/m above 103 at the transition
region between media of different dielectric constants. This provides a more efficient way to distinguish
electrons and pions in the 1–100 GeV momentum range. Fig. 7(right) shows the performance of the
ATLAS transition radiation tracker (TRT) detector, in good agreement with simulations. The detector
is made of straw tubes filled with a significant fraction of xenon, the typical active medium for X-ray
detection. The TRT also provides trajectory coordinates with decent precision (170 µm).

The best separation between charged kaons and pions is obtained by analysis of their Cerenkov
emission properties (light yield, cone angle). Good examples are the LHCb RICH detectors. They
employ radiators with relatively large refraction indices but low densities, like silica aerogel and gaseous
C4F10 and CF4, able to provide efficient kaon/pion separation in the few GeV to 100 GeV momentum
range. Fig. 8 shows the excellent performance of this detector, in reasonable agreement with Monte
Carlo expectations.
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for the tracker material budget description present in simulations [19].

4.4 Electromagnetic calorimetry
Both ATLAS and CMS have excellent electromagnetic calorimetry. CMS has a low-noise, high-granularity
crystal calorimeter (PbWO4) with extremely good energy resolution for electrons and photons: σ/E =
2.8%/

√
E ⊕ 0.12/E ⊕ 0.3% (E in GeV). The granularity is complemented in the endcap region with

a pre-shower system. The ATLAS calorimeter uses liquid argon as active medium with resolution
σ/E = 10%/

√
E ⊕ 0.7%. It has good pointing capabilities thanks to fine lateral and longitudinal

segmentations. Good granularity and segmentation are useful to separate particles close in phase space
and to reduce backgrounds like π0 → γγ in prompt photon studies. Pointing capabilities help to improve
the angular resolution and therefore the mass resolution in searches like H→ γγ.
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Fig. 7: (left) The dE/dX performance of the ALICE track projection chamber [20]. (right) Identification capabil-
ities of the ATLAS transition radiation tracker [21].

Fig. 8: Performance of the RICH detector of LHCb in (left) data and (right) Monte Carlo [22].

The observed e+e− invariant mass spectrum of ATLAS and CMS experiments is shown in Fig. 9.
Good resolutions are observed even at relatively low masses, where a degradation is expected due to the
dominance of 1/

√
E terms in the calorimetric precision at low energy. The excellent photon resolution

is also demonstrated in the γγ invariant mass plots of Fig. 10, where clean and narrow π0 peaks are
observed, in agreement with simulations.

4.5 Muon spectrometers
The ATLAS muon system is optimized for precise muon identification and stand-alone momentum mea-
surement, even at very high rapidities and up to TeV momenta. Triggering is performed with resistive
plate chambers (RPC) in the barrel and thin gap chambers (TGC) in the endcaps. The external trajecto-
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Fig. 9: Invariant e+e− mass spectra observed in data by the ATLAS [23] and CMS [24] collaborations.
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Fig. 10: The π0 yields measured by ATLAS [25] and CMS [25] via invariant γγ mass reconstruction.

ries are measured with resolutions of order 100 µm per layer of drift tubes inside the high magnetic field
(4 T near the superconducting coils) provided by air toroids up to high pseudo-rapidities (|η| < 2.7).
The CMS muon system is optimized for robust, efficient and redundant muon trigger, identification and
reconstruction in |η| < 2.4. The trajectory is measured with gas chambers – drift tubes in the barrel,
cathode strip chambers in the endcap – embedded in the return yoke of the solenoid. Trigger informa-
tion is provided in a redundant way by these chambers and by an additional RPC system. The CMS
muon resolution is dominated by inner tracker measurements for transverse momenta below 200 GeV.
Both ATLAS and CMS provide good momentum measurements (∆pT/pT < 10%) for TeV-scale muons
thanks to the long span of the trajectories and precise detector alignments. Fig. 11(left) shows the excel-
lent dimuon mass resolution of CMS, even for low-mass resonances. LHCb is the detector that offers the
best muon momentum resolution capabilities, thanks to very good position resolution and long trajectory
sampling, over many metres. This is confirmed by the clean separation observed between Υ states, as
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Fig. 11: (left) Invariant µ+µ− mass spectrum observed in data by CMS [26]. (right) The µ+µ− spectrum observed
in data by LHCb around the Υ region [27].

shown in Fig. 11(right).

4.6 Hadron calorimetry, jet performance and measurement of missing transverse energy
ATLAS uses an iron–plastic scintillator tile calorimeter in the barrel. It is hermetic, well segmented
and has a very linear response (< 2% deviations from linearity). When combined with liquid-argon
calorimetry in the endcap region, it gives an excellent jet energy resolution: σ/E = 0.5/

√
E⊕3% (E in

GeV). Several methods are used to study possible discrepancies between data and simulation. Besides a
naive energy balance test (dijet balance), a more sophisticated procedure, less sensitive to physics effects
(bisector), is used [28]. The results of both methods are shown in Fig. 12(left). Jet scale biases are studied
by propagating into the ATLAS simulations the measured uncertainties in the response to single particles.
They are found to be below 5%. A byproduct of an excellent jet resolution is an excellent resolution on
the missing transverse energy of the event, defined as minus the vector sum of all the transverse energies
of jets and remaining particles measured in the event. Fig. 12(right) shows that the resolution measured
in data is in agreement with expectations.

CMS has a scintillator–brass/steel tile hadron calorimeter, compact, hermetic and well segmented.
It covers the fiducial volume |η| < 5.2. The calorimetric jet energy resolution of CMS, σ/E =
1.25/

√
E ⊕ 5.6/E ⊕ 3.3%, is significantly improved using particle flow techniques. In CMS, charged

particles get well separated thanks to the high magnetic field (3.8 T) and the large tracker volume avail-
able for bending. Precise individual measurements of charged and neutral electromagnetic particles are
therefore possible, since the electromagnetic calorimeter is highly granular and a good resolution is guar-
anteed down to very low momenta (of a few hundred MeV). In multijet events, only 10% of the energy
corresponds to neutral stable hadrons, those that cannot be measured without hadron calorimetry. Asso-
ciating an optimal detector-weighted measurement to each particle leads to improvement factors of order
two in resolution, as illustrated in Fig. 13. Fig. 13(left) also shows that a simplified method that sub-
stitutes the charged-particle response in the calorimeter by its measurement in the inner tracker (tc

/
E

T
)

already provides significantly improved results, not far from a full particle-flow treatment.
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Fig. 12: Jet and missing transverse energy resolutions measured in ATLAS, compared with Monte Carlo expecta-
tions [28, 29].
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Fig. 13: Missing transverse energy resolutions measured in CMS, compared with Monte Carlo expectations [30,
31].

5 Quantum chromodynamics studies
A large fraction of the events triggered by LHC detectors correspond to inelastic processes with low-
transverse-momentum hadrons in the final state. This is due not only to the expected dominance of
processes with low momentum transfer (low Q2), but also to the rapid increase of the strong-coupling
constant when Q2 decreases. These “typical events” are what we usually call “minimum bias events”.
Experimentally, they are triggered by loose activity (scintillators, calorimetry, tracks) in the detectors. On
the other hand, interesting high-Q2 events at the LHC are visualized at the elementary level as originating
from the hard scattering of partons. Besides the energetic products of the hard collision, there is always
some residual activity related to the proton remnants. This activity is what is usually called “underlying
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Fig. 14: (left) Average charged track multiplicities per event measured by ATLAS [34] as a function of
√
s (at

η ≈ 0). (right) Transverse momentum activity measured by CMS [35] as a function of the difference in azimuthal
angle between tracks.

events”, although providing an unambiguous experimental definition is almost impossible: initial partons
radiate and this radiation can be considered or not as part of this remnant activity, depending on the
observed transverse energy.

Fig. 14 shows the average multiplicities and the underlying transverse momentum activity mea-
sured by ATLAS and CMS detectors. Distributions like these showed the necessity for tuning initial LHC
simulations. First, the rise of the average multiplicity with energy is found to be more pronounced than
predicted by usual models. Second, the underlying event activity, noticeable at large azimuthal distances
between particles (|∆φ| ≈ 90◦) is poorly reproduced by previous tunes. Fortunately, these effects mani-
fest mostly as excesses in the number of observed low-pT particles (pT < 1 GeV) and therefore with a
limited influence on studies and searches at high Q2 (jet energies, missing energy measurements). New
LHC tunes have been produced to take into account this new experimental input. Strange and charmed
particle production was also found to be larger than expected, but still consistent with theoretical predic-
tions at next-to-leading-order (NLO) within estimated uncertainties [32, 33].

At higher Q2 values, the dijet production cross-section can be studied as a function of the two
relevant variables, jet transverse momentum (pT) and rapidity (y). These studies test the validity of the
SM down to scales of the order of ~/pT as well as the parton density functions of the proton, partic-
ularly for the gluon. In order to perform sensible measurements, jet properties must reliably approach
the properties of final partons in the theoretical calculations. Both ATLAS and CMS reconstruct jets
using the so-called anti-kT algorithm [36], with separation parameters, ∆R =

√
(∆φ)2 + (∆η)2, in

the 0.4–0.7 range (ATLAS, 0.4, 0.6; CMS, 0.5, 0.7). The main advantages of the anti-kT algorithm are:
(i) it is infrared-collinear-safe (i.e. invariant under a different sharing of the energy and momentum into
hadrons that are soft or collinear with respect to the original parton direction); (ii) it gives less weight to a
combination with soft particles; and (iii) it produces symmetric particle densities around the jet direction
in the (∆φ,∆η) plane. ATLAS identifies jet particles from electromagnetic and hadronic deposits. CMS
uses also tracking information to build particle-flow objects. Jet energy scale uncertainties are controlled
with the methods described in section 4.6.

This is one of the basic measurements at a hadron collider, but also a good example of the experi-
mental difficulties that are typically found in jet analyses. One of the complications in the measurement
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Fig. 15: (left) Turn-on efficiency curves for some single-jet trigger paths used by CMS in 2010 [37]. (right) CMS
prescale-corrected event yields as a function of pT per trigger path [37].

of dijet cross-sections is the variation of trigger criteria as a function of the jet pT. Fig. 15 shows a
specific example (CMS). Not all low-pT events can be recorded, owing to the huge trigger rate. This
limitation must be circumvented by selecting only a fraction of the total rate in trigger paths with low
reference thresholds. In a given 2010 period CMS recorded all events that were passing a transverse
energy trigger threshold of ET > 30 GeV and only a fraction of them satisfying lower thresholds:
ET > 6, 15 GeV. At the analysis level, the observed yields from the Jet6u and Jet15u trigger paths are
scaled by the corresponding prescale factors in order to combine them with the measured yields at higher
transverse momenta, as shown in Fig. 15 too.

A last complication arises at the time of comparison between experimental results and theoretical
expectations. NLO predictions for jet production at the LHC are difficult to calculate and, since they
are determined perturbatively up to a fixed order in αS , they cannot be extrapolated to the very low non-
perturbative pT regime. Typically the observed experimental distributions are unfolded to obtain new dis-
tributions at the perturbative level, where a comparison with theory makes sense. This is shown in Fig. 16.
The low-pT behaviour and non-perturbative effects are corrected using leading-order (LO) Monte Carlos
like PYTHIA [38] or HERWIG [39]. Recently, full NLO Monte Carlo approaches have become avail-
able. Fig. 16(right) shows the comparisons with the NLO expectations from POWHEG + PYTHIA or
POWHEG + HERWIG performed by ATLAS.

Many more QCD physics studies have been carried out on 2009–2010 data. We refer the reader to
the Web pages of the LHC experiments for more details and updated measurements.

6 B physics studies
Beauty (B) production cross-sections at the LHC are of the order of hundreds of microbarns. Some of
the diagrams contributing to the process are depicted in Fig. 17(left). Compared with lower centre-of-
mass energies, one expects more gluon jets with larger transverse energies on average. It is therefore
natural to expect an important contribution from the so-called gluon splitting mechanism – diagram b)
in Fig. 17(left) – particularly for kinematic configurations where the angle between pairs of b-jets is
relatively small. On the other hand, direct pair production – diagram a) in Fig. 17(left) – dominates
when the angular separation between b-jets is large. There is also a contribution from a third mechanism,
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Fig. 16: (left) CMS dijet differential distribution as a function of jet transverse momentum compared with theoret-
ical NLO expectations [40]. (right) Equivalent distributions from ATLAS. In the ATLAS case, direct comparisons
with a full Monte Carlo approach (POWHEG + PYTHIA, POWHEG + HERWIG) are also performed [41].

Fig. 17: (left) Typical Feynman diagrams contributing to beauty production at hadron colliders: a) direct produc-
tion, b) gluon splitting, and c) flavour excitation. (right) Differential cross-section as a function of the difference
in azimuthal angle between pairs of b-jets in the event measured by CMS [42].

called flavour excitation – represented by diagram c) in Fig. 17(left). Understanding these production
mechanisms in detail is essential for many new particle searches with b-jets in the final state.

The LHCb experiment exploits the huge gluon-splitting cross-section at low angles with respect
to the beam. Using events containing a muon plus an identified secondary vertex from a D0 decay in the
process b→ D0µν + X, LHCb extracts a total cross-section of σ(pp→ bb̄ + X) = 284± 20± 49 µb,
in agreement with theory expectations within (≈ 30%) uncertainties [43]. The relevance of the gluon-
splitting production mechanism is visible in angular distributions. Fig. 17(right) shows the differential
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Fig. 18: J/Ψ prompt and non-prompt fractions measured in the LHCb experiment, compared with theoretical
predictions [49].

cross-section measured by CMS as a function of the azimuthal distance between the two b-jets in the
event, ∆Φ. The enhancement at low values of ∆Φ is due to the dominance of gluon-splitting diagrams.
The increase in rate near ∆Φ ≈ π is due to the dominance of direct production mechanisms. A b-jet
is identified by the presence of a secondary vertex and its direction is defined by the vector that joins
primary and secondary vertex positions.

6.1 Selected B-physics topics: quarkonia production
Tevatron experiments have repeatedly observed large excesses of quarkonia final states with respect to
Monte Carlo predictions based on standard fragmentation approaches [44, 45]. While it is known that
there are missing contributions that must be included in theoretical calculations attempting to describe
J/Ψ and Υ production (non-relativistic quantum chromodynamics (NRQCD) [46]), there are still some
puzzling issues, like the significant polarization of quarkonia measured in data and not predicted by
theory [47].

J/Ψ and Υ states decaying into dileptons are extensively used at hadron colliders. They are
very clean signals for calibration (efficiency, resolution), it is easy to trigger on them, and they are also
a unique source of states for B-physics and CP-violation studies, via b→ J/Ψ + X and b→ Υ + X
decay chains.

From the practical point of view, one can distinguish two main contributions to quarkonia produc-
tion. One component corresponds to heavy bound states produced at the primary vertex of the collision
(“prompt production”), whereas a second component consists of b-hadron decays at a secondary vertex
(b→ 〈QQ̄〉+ X, “non-prompt production”). Thanks to the excellent tracking resolution of LHC detec-
tors, J/Ψ and Υ states can be selected with high purity via dilepton invariant mass cuts and the two pre-
vious components disentangled using the decay length distribution of the dilepton system. Fig. 18 shows
the LHCb measurements of the two different fractions compared with theoretical predictions: NRQCD in
the case of the prompt fraction; and next-to-leading order (NLO) plus next-to-next-to-leading logarithm
(NNLL) (fixed order plus next-to-leading logarithm (FONLL) [48]) for non-prompt production. Good
agreement is observed in the relevant validity ranges.
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s oscillations observed by the LHCb collaboration with L = 35 pb−1. They measure a
preliminary value of ∆ms = 17.63 ± 0.11 (stat.) ± 0.04 (syst.) ps−1 [51]. (right) LHCb observation of a clear
f0 → π+π− signal in the exclusive decay B0

s (B̄0
s )→ J/Ψf0(980) [52].

6.2 Selected B-physics topics: B0
s–B̄0

s oscillations
B0 eigenstates are a mixture of bq̄ and b̄q, where q denotes a d or s quark. The mixing, proportional to the
square of the top mass, reflects the fact that B0 mass eigenstates are not eigenstates of the weak charged
interaction responsible for their decay. The study of the mixing is important because it is sensitive to the
size of the top couplings Vtq and potentially to new physics. Experimentally, oscillations between these
two states as a function of time are measured in bb̄ final states where the two b-hadrons are partially
or fully tagged. One tags the flavour for the first b-hadron and studies how the flavour evolves as a
function of decay length (proportional to time) for the second b-hadron in the event. For instance, the
presence of an antilepton or a positively charged kaon (̄su) would preferentially tag the presence of a b̄
quark (b̄ → c̄`+ν`; c̄ → (s̄u) + · · · ). Following with an example, the reconstruction of an exclusive
final state D−s π

+ at the second leg using vertex and invariant mass constraints could signal the presence
of a b̄s system in the same event ((b̄s) → (c̄s)(ud̄)). Neglecting width effects and dilution factors, the
probability of mixing as a function of the proper time of the second b-hadron t (t ≡ decay length ×
(B mass/B momentum)) can be expressed as

Pmix(t) =

[
1−A cos(∆mqt)

2

][
e−t/τ

τ

]
, (7)

whereA = 1 and ∆mq ∝ m2
t |Vtq|2 is the oscillation frequency, typically measured in inverse time units.

While B0 oscillations were clearly visible in early measurements as a function of the decay length, B0
s

oscillations are difficult to spot because they have a higher frequency (|Vts| > |Vtd|). In order to measure
∆ms precisely, a convenient strategy is to perform a scan of the measured amplitude parameter A as a
function of each ∆ms hypothesis. This A effectively plays the role of a Fourier transform analyser. At
the right value of ∆ms, the data will be consistent with a value A = 1. For any other value, the rapid
sinusoidal variations will favour a valueA ≈ 0. Recently, B0

s oscillations were observed at Tevatron [50]
using large statistics samples of B0

s decays (L > 1 fb−1). Fig. 19(left) shows the impressive results from
the LHCb collaboration with just 35 pb−1 [51].
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Fig. 20: (left) Predicted B0
s → µ+µ− branching fractions in the SM and MSSM as a function of the vacuum

expectation ratio of the Higgs fields, tanβ and other MSSM parameters [54,55]. (right) Excluded region by LHCb
at the 90% (solid) and 95% (dashed) confidence levels with L = 35 pb−1 [56].

6.3 Selected B-physics topics: observation of B0
s → J/Ψf0(980)

Studying CP-violation in the beauty sector involves measuring oscillation asymmetries into states with
distinct CP features. In the case of the B0

s system the most studied channel is B0
s (B̄0

s ) → J/Ψφ. The
combined J/Ψφ system is not a CP eigenstate (J/Ψ and φ mesons are vector resonances with quantum
numbers JCP = 1−−) and a study of the CP properties of the final state requires an angular analysis of
the decay products of the two mesons. This is an evident experimental complication, and it has been
suggested that a channel like B0

s (B̄0
s ) → J/Ψf0(980) could be a better choice, despite a lower rate.

Since f0(980) is a scalar, the combined J/Ψf0(980) system has the same CP eigenvalue as the J/Ψ
system alone, and no additional angular analysis is necessary. LHCb has observed this new process in
the exclusive decay chain B0

s (B̄0
s ) → J/Ψf0(980) → (µ+µ−)(π+π−) at a reasonable rate (≈ 25% of

the J/Ψφ rate) (see Fig. 19(right)). The analysis uses mass constraints on the B0
s and J/Ψ reconstructed

systems to reduce the combinatorial background. This is very good news for future CP-violation studies
at the LHC.

6.4 Selected B-physics topics: new physics in rare decays
One of the cleanest and most interesting rare decays is B0

s → µ+µ−. The branching fraction in the SM is
predicted to be extremely small, ≈ 10−9, but it can be significantly enhanced in some new-physics mod-
els. For instance, in the minimal supersymmetric Standard Model (MSSM), branching fractions of order
10−8 are common (see Fig. 20). Experimentally, this is a difficult search, due not to the selection criteria,
but to the evaluation of experimental efficiencies. LHCb studies trigger, selection and reconstruction ef-
ficiencies separately on control samples in data: B+ → J/Ψ(µ+µ−)K+, B0

s → J/Ψ(µ+µ−)φ(K+K−)
and B0 → K+π−. The first two decays have trigger and muon identification efficiencies that are similar
to the signal, while the third channel has the same two-body topology but is selected with a different trig-
ger (hadronic). Fig. 20(right) shows the initial results of the collaboration [53] with 35 pb−1. Branching
fractions above 5.6 × 10−8 are excluded at the 95% confidence level (CL). With the higher luminosi-
ties expected in 2011–2012 a significant part of the relevant MSSM parameter space should be covered,
leading to a first observation of the process, even in an SM-like scenario.

18

J. ALCARAZ MAESTRE

250



7 W and Z measurements
W and Z production at LHC proceeds at the hard scattering level and first order via the collision of a
valence quark (u, d) and a sea light antiquark (q̄): uq̄′ →W+, dq̄′ →W−,uū→ Z, dd̄→ Z. Note that
this mechanism is different from that operational at lower

√
s pp̄ accelerators, where the participating

partons are predominantly valence quarks. Vector boson cross-sections at LHC are large. We expect
cross-sections of order 10 nb (1 nb) for W (Z) per leptonic decay channel.

Experimentally W → `ν and Z → `+`− are among the cleanest final states to be observed at
hadron colliders. Besides their intrinsic interest as processes for calibration and estimation of lepton
efficiencies, the theoretical understanding has evolved in the past few years and many accurate tools are
now at our disposal. There are specific NLO Monte Carlo generators based on different approaches like
MC@NLO [57] and POWHEG [58] that should reproduce the kinematics of the process much better,
both at high transverse momentum and at low transverse momentum after some minimal tuning. Higher-
order (NNLO) theoretical predictions are also available for the estimate of cross-sections for almost any
given set of phase space cuts (FEWZ [59], DYNNLO [60]).

We describe here the W and Z selection criteria used in CMS (ATLAS follows a similar logic). A
sample of Z → `+`− events of very high purity is obtained by demanding the presence of two isolated
leptons of high transverse momenta, pT > 20–25 GeV, forming a system of invariant mass consistent
with the Z mass, 60 < M(`+`−) < 120 GeV. The reconstructed mass for the dielectron case is shown
in Fig. 21. The selection criteria for W → `ν are also simple. CMS selects events with one high-
pT lepton, pT > 25 GeV, well isolated from any tracker or calorimetric activity. A loose veto on
Drell–Yan dileptons is also applied. Fig. 21 shows the distribution of the measured missing transverse
energy in the event, Emiss

T , for the muon channel after cuts. The level of background is already low
at this stage, even if no Emiss

T cuts are applied. It amounts to a few percent of the total in the critical
region Emiss

T > 20 GeV, where only Drell–Yan and W → τν contribute significantly. Cross-sections
are determined from fits to the different components of the Emiss

T distribution itself, without further
cuts. The most difficult part of the measurement in practice is the estimation of lepton efficiencies and
Emiss

T template shapes for signal and backgrounds, which are extracted from control samples in the data.
Efficiencies are determined on a high-purity Z → `+`− sample. One lepton satisfying tight selection
criteria is used to tag the presence of a good event with high confidence. The second lepton is then used in
different ways as a probe to determine trigger, isolation, reconstruction and identification efficiencies as
a function of pT and η. The shape of the remaining QCD background is extracted from a data sample of
non-isolated leptons, while the overall QCD normalization is extracted from the fit to Emiss

T . The Emiss
T

shape for the signal is extracted from dedicated studies of the recoil distribution in Z → `+`− events.
Finally the same Z→ `+`− events are employed to correct remaining momentum and energy resolution
discrepancies between data and Monte Carlo. The W and Z cross-sections measured by ATLAS are
shown in Fig. 22(left). Both CMS and ATLAS measurements are in agreement with (NNLO) theoretical
predictions.

A quantity particularly sensitive to PDFs is the lepton charge asymmetry in W decays:

A(η) =

dσ

dη
(W+ → `+ν`)−

dσ

dη
(W− → `−ν̄`)

dσ

dη
(W+ → `+ν`) +

dσ

dη
(W− → `−ν̄`)

. (8)

The analysis essentially demands a repetition of the inclusive W measurement in bins of lepton
pseudo-rapidity. Fig. 22(right) shows the CMS measurements for two different lepton transverse mo-
mentum cuts, in order to increase the sensitivity to PDFs.
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Fig. 21: (left) Dilepton reconstructed mass of selected Z → e+e− events in CMS. (right) Distribution of the
missing transverse energy, Emiss

T , for selected W→ µν events in CMS [61].

Fig. 22: (left) The W and Z cross-sections measured by the ATLAS experiment compared with theoretical pre-
dictions for different PDF choices [62]. (right) Measurements of the lepton charge asymmetry in W decays by
CMS [63].

7.1 Selected W/Z results: tau channels
We recall here some of the basic properties of tau decays. About one-third of the taus decay lep-
tonically: τ− → `−ν̄`ντ . The remaining decay channels have charged hadrons in the final state:
τ− → π−ντ , ρ−ντ , . . . and almost 85% of the tau decays produce just one charged particle (one-prong
decays). Experimentally, the signature of a “hadronic tau” decay is a high-pT, collimated jet with very
low multiplicity (typically just one charged track), well isolated from other particles in the event. Tau
reconstruction at the LHC and more specifically at CMS employs tracking and energy-flow techniques
to attempt the reconstruction of individual particles in the decay, thanks to the excellent performance of
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Fig. 23: (left) Dilepton reconstructed mass of selected Z→ τ+τ− → eµ+ X events in ATLAS [64]. (right) CMS
Z→ τ+τ− results, compared with those obtained in the Z→ e+e−, µ+µ− channels [65].

tracker and ECAL subdetectors. Indeed, ATLAS and CMS were able to observe hadronic tau decays
with really modest integrated luminosities (a few inverse picobarns).

The measurement of the Z→ τ+τ− cross-section is an important benchmark for H→ τ+τ− and
any other searches involving taus in the final state. The cleanest signature for this process is fully leptonic:
Z → τ+τ− → µ−ν̄µντe+νeν̄τ , e

−ν̄eντµ
+νµν̄τ . It is not affected by Drell–Yan backgrounds and the

QCD contamination is minimal. Fig. 23 shows the final eµ invariant mass distribution from ATLAS.
Another relatively clean channel is Z → τ+τ− → µ−ν̄µντh+ν̄τ , µ

+νµν̄τh−ντ , where h denotes a
hadron from tau decay. In this case muon backgrounds from semileptonic b-decays, pions and kaons
decaying in flight or punch-through (hadrons entering the muon chambers) must be reduced and kept
under control. The list of studied decays is completed with eh final states, affected by a large background
from misidentified electrons in multijet events, or Z→ τ+τ− → µ−ν̄µντµ+νµν̄τ , where the Drell–Yan
µ+µ− background must be significantly reduced. Fig. 23 shows the Z → τ+τ− results from CMS.
They are consistent with the results from Z→ e+e−, µ+µ− and have a precision comparable to the most
recent Tevatron results, even if they are based on just 36 pb−1 of integrated luminosity.

7.2 Selected W/Z results: WW production
The measurement of the pp→W+W−+ X cross-section is a challenging task owing to the presence of
large backgrounds, but it is also a necessary first step in the path towards H → W+W− searches. The
strategy of the analysis is simple: clean decay channels (W → `ν) are used and cuts are optimized de-
pending on the specific properties of each background contribution. In order to reject Z→ e+e−, µ+µ−

events, one vetoes dilepton events with reconstructed mass consistent withMZ, as well as dilepton events
in which the missing transverse energy is too small. Note that the W+W− signal typically has larger
Emiss

T due to the presence of neutrinos. The dangerous Z → τ+τ− background is reduced by imposing
that the Emiss

T direction is not aligned with the direction of any of the final state leptons, since neutrinos
in boosted tau decays are produced very close to the charged lepton direction. ZZ and WZ events are cut
by rejecting events with more than two leptons. Finally, W + jets and top backgrounds are significantly
reduced by vetoing the presence of hard jets (pT > 20–30 GeV) in the event and their final contamina-
tion is estimated via control samples (same-sign leptons, samples with loose lepton identification criteria,
b-quark enriched samples). Fig. 24 shows one of the final plots from the CMS analysis, where a clear
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Fig. 24: (left) Azimuthal angle difference between the two leptons in CMS selected W+W− events [66].
(right) ATLAS W plus jets results compared with different theoretical predictions [67].

W+W− signal is visible. With just 35 pb−1 both ATLAS and CMS experiments were able to measure
the W+W− cross-section with decent statistical uncertainties (≈ 30%). They are in good agreement
with the expectation (σ(W+W−) ≈ 40 pb).

7.3 Selected W/Z results: production in association with jets
Many new-physics searches and all top-physics measurements (see next sections) have to consider final
states containing vector bosons plus jets, as signal and/or background. Ideally, a V + N jets (with
V = W,Z) Monte Carlo should be able describe weak boson production atN th order in αs, but designing
such a generator is not realistic for N & 2. In practice, we use tree-level calculations for V + N jets,
i.e, a leading-order approach for each jet multiplicity N , and then apply some proposed prescriptions
(MLM [68], CKKW [69]) to merge them with existing parton-shower generators (PYTHIA, HERWIG).
These prescriptions do not (yet) account a priori for all the necessary contributions at NLO order and
beyond, but are known to describe past measurements reasonably well. They lead to the different codes
currently used in the field: ALPGEN [70], SHERPA [71], MADGRAPH [72].

The selection of W/Z plus jets events follows closely what is done for inclusive measurements,
adding as requirement the presence of jets. However, the signal extraction is more difficult, owing to
larger backgrounds from multijet events – mostly those containing b-quark semileptonic decays – and tt̄
final states. As we will see later, tt̄ events contain W bosons and at least two b-quark jets. They can be
partially controlled via b-tagging criteria. Fig. 24(right) shows the results from the ATLAS collaboration
for a luminosity as low as 1.3 pb−1. Results agree with the expectations from dedicated Monte Carlo
approaches (ALPGEN, SHERPA) and slightly disagree with PYTHIA, which is expected to describe
accurately the production up to one hard jet only. The differences are obviously related to the typical size
of missing contributions from hard, non-collinear multijet production.

8 Top physics
At the LHC tops are copiously produced via the parton-luminosity-favoured process gg → tt̄. At

√
s =

7 TeV the tt̄ production cross-section is predicted to be≈ 150 pb, a factor of 20 larger than that measured
at Tevatron.
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Fig. 25: (left) Typical tt̄ event recorded by CMS. (right) The tt̄ ATLAS tt̄ signal in final states with two isolated
leptons [73].

Experimentally, top studies demand a good understanding of the capabilities of the whole detector:
lepton identification, resolutions, isolation, jets, missing energy and b-tagging. There are many spin-offs
from top physics, like the possibility to perform flavour-dependent jet-scale calibrations and missing
energy studies, improving the estimate of b-tagging efficiencies and purities, etc. It is important to recall
that the top quark is special, owing to its huge mass and third generation membership. Therefore, it
is a promising place to look for deviations from the SM. Fig. 25(left) shows the representation of a tt̄
candidate recorded by CMS. Both top quarks decay into Wb, due to the dominance of the Vtb Cabibbo–
Kobayashi–Maskawa (CKM) coupling (|Vts| < |Vtd| � |Vtb| ≈ 1). One of the W bosons decays into an
electron and a neutrino, whereas the other decays hadronically. The experimental signature is an event
with four jets, two of them b-tagged, an isolated high-energy charged lepton and significant missing
transverse energy due to the invisible neutrino. Another important decay mode corresponds to the case
when the two W bosons decay leptonically, leading to two b-jets, two high-energy leptons and significant
Emiss

T . Fig. 25(right) shows the distribution of the number of jets in events of this type from the ATLAS
collaboration. A clear tt̄ signal is observed.

Although clean, tt̄ cross-section measurements in the one charged lepton plus jets mode use so-
phisticated strategies. Events with one hard isolated lepton, significant missing transverse energy and
several hard jets are preselected. After this step, different strategies are followed. In the case of ATLAS,
a discriminant that uses b-tagging and kinematic information is used. CMS uses the distribution of the
secondary vertex mass in different categories and performs a global fit. Each category is defined by the
number of jets and b-tagged jets found in the event. Fig. 26(left) shows the distributions for the different
categories containing at least one b-tagged jet. The preliminary measurements from ATLAS and CMS
experiments with 35 pb−1, using single and double lepton channels are shown in Fig. 26(right). They
are in good agreement with theoretical expectations and already provide a stringent test of NLO–NNLO
predictions, despite the modest integrated luminosity.

8.1 Single-top production
The single-top cross-section at the LHC is sizeable, σt ≈ 70 pb at

√
s = 7 TeV, dominated by the

t-channel W-exchange process at the parton level qb → q′t, where q, q′ are light quarks. The process
is sensitive to the Vtb coupling size and structure. At the LHC, backgrounds to single top are manage-
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Fig. 26: (left) Mass at secondary vertex for different categories in the CMS tt̄ semileptonic analysis [74].
(right) Summary of tt̄ cross-section results at the LHC with L ≈ 35 pb−1, compared with theoretical predic-
tions. Previous Tevatron measurements at lower energies are also shown for illustration.

able, even at relatively low luminosities. This differs significantly from the scenario at Tevatron, where
complicated multivariate methods had to be used in order to observe a tiny cross-section on top of large
backgrounds.

The CMS collaboration has measured the single-top cross-section at the LHC with L ≈ 36 pb−1.
Two different analyses are considered in the t → bW → b`ν decay channel. One of them uses mul-
tivariate methods, and the other uses a simple set of cuts. Two of the most sensitive variables are the
pseudo-rapidity of the light quark jet and the angle between the lepton and the top direction in the centre-
of-mass frame. The pseudo-rapidity of the light jet tends to be large owing to the t-channel nature of
the process, whereas the angle between the lepton and the b-jet tends to be larger owing to the V –A
nature of the Wtb coupling and the significant left-handed polarization of the top quark in this process.
Fig. 27 shows the CMS distribution of the cosine of this angle, as well as the measured cross-section, in
agreement with theoretical expectations.

8.2 Top mass measurements
The integrated luminosity collected in 2010 allowed first competitive measurements of the top mass.
Fig. 28 shows the measurements of the ATLAS and CMS collaborations in the one lepton plus jets and
dilepton channels, respectively. In order to reduce systematic uncertainties, ATLAS uses the ratio of
the top mass to the reconstructed W mass (see Fig. 28(left)). The W mass is rather precisely known
compared with the present top mass uncertainty and the ratio ensures the partial cancellation of effects
due to biases in jet energy, angles or lepton momenta. CMS has a rather competitive measurement in
the dilepton channel. A full reconstruction of the event is not possible in this case, but one can employ
kinematic strategies to assign event probabilities to each top mass hypothesis. Fig. 28(right) shows as an
example the distribution of the most probable reconstructed mass, together with a fit to the top mass.

Current top mass measurements at the LHC are less precise than the combined top mass measure-
ments at Tevatron (several GeV versus 1 GeV precision) but provide an early indication of the enormous
potential of LHC for years 2011 and 2012 in the top sector.
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Fig. 27: (left) Cosine of the angle between the b-jet and the lepton in the top centre-of-mass frame for single-top
selected events in CMS. (right) Measured single-top cross-section and comparison with theory [75].20 6 Measurement of the top quark mass
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Figure 8: Reconstructed top quark mass distributions from the KINb (left) and AMWT (right)
methods. Also shown are the total background plus signal models, and the background-only
shapes (shaded). The insets show the likelihoods as functions of mtop.

where xi are the Björken x values of the initial-state partons, F(x) is the PDF, the summation
is over the possible leading-order initial-state partons (uū, ūu, dd̄, d̄d, and gg), and the term
p(E⇤|mtop) is the probability of observing a charged lepton of energy E⇤ in the rest frame of the
top quark, for a given mtop. For each value of mtop, the weights w are added for all solutions.
Detector resolution effects are accounted for by reconstructing the event 1000 times, each time
drawing random numbers for the jet momenta from a normal distribution with mean equal
to the measured momentum and width equal to the detector resolution. The weight is aver-
aged over all resolution samples for each event and mtop hypothesis. For each event, the mtop
hypothesis with the maximum averaged weight is taken as the reconstructed top quark mass
mAMWT. Events that have no solutions or that have a maximum weight below a threshold value
are discarded. Based on simulations, we expect this requirement to remove about 9% of the tt
and 20% of the Z+jet events from the sample.

A likelihood L is computed for values of mtop between 151 and 199 GeV/c2 in steps of 3 GeV/c2,
using data in the range 100 < mAMWT < 300 GeV/c2. A unique shape determined from MC is
used for each b-tag category, where the peak mass distribution of each individual contribution
is added according to its expected relative contribution. For the Z+jet background, both the
distribution and its relative contribution are derived from data in the Z-boson mass window
(c.f. Section 5.1.1). For the other contributions (signal, single top production, non-dileptonic
decays of tt pairs), the distributions predicted by the simulation are used. Further background
contributions are negligible and are not taken into account in the fit.

We determine the bias of this estimate using ensembles of pseudo-experiments based on the
expected numbers of signal and background events, as shown in Fig. 9. A small correction
of 0.3 ± 0.1 GeV/c2 is applied to the final result to compensate for the residual bias introduced
by the fit (Fig. 9, left). The width of the pull distribution is on average about 4% smaller than
1.0, indicating that the statistical uncertainties are overestimated (Fig. 9, right). The statistical
uncertainty of the measurement is therefore corrected down by 4%.

Figure 8 (right) shows the predicted distribution of mAMWT summed over the three b-tag cate-
gories for the case of simulated mtop = 175 GeV/c2, superimposed on the distribution observed

Fig. 28: (left) ATLAS measurement of the top mass in the muon plus jets sample [76]. (right) CMS measurement
of the top mass in the dilepton sample [77].

8.3 Studies of tt̄ kinematics and Wtb couplings
LHC is an ideal accelerator to study top properties in detail: production, kinematics and decay. ATLAS
has already provided an initial measurement of the W polarization in top decays. By assigning a zero
value of the right-handed polarization component, fR = 0, a reasonable approximation if deviations
from the Wtb coupling structure predicted in the SM are not large, they obtain a longitudinal fraction
f0 = 0.59± 0.12, in agreement with SM expectations (the left-handed fraction is fixed by the condition
fL + fR + f0 = 1). The analysis is based on a fit to cos θ∗, where θ∗ is the angle of the charged lepton
in the centre-of-mass helicity frame of the W boson (for a W flight direction defined in the top decay
rest frame). The final distribution compared with the SM and the best results from the fit are shown
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Fig. 29: (left) ATLAS study of the W polarization in top decays [78]. (right) CMS measurement of top–antitop
asymmetries at production level [79].

in Fig. 29(left). Future measurements with larger luminosities should provide a significant increase in
precision compared with current world results.

CMS has searched for signals of charge asymmetry in tt̄ production. The study was triggered by
the observation of a significant asymmetry in pp̄ → tt̄ at high tt̄ invariant mass by CDF [80], incon-
sistent with the (small) SM expectations. In pp̄ collisions at

√
s = 1.96 TeV the dominant production

mechanism is qq̄ → tt̄, and one can define a forward–backward asymmetry by studying the yield as a
function of the angular distance between the proton and the top directions. At the LHC the dominant
production mechanism is gg → tt̄ and any of the two protons can be at the origin of the quark in the
small qq̄→ tt̄ contribution. Nevertheless, the direction of the resulting tt̄ system is expected to be closer
to the quark direction on average (larger proton fraction =⇒ more valence quark content), so a positive
asymmetry at the Tevatron should manifest at the LHC as a larger average rapidity for tops compared
with antitops. Fig. 29(right) shows the distribution of the top–antitop pseudo-rapidity difference at CMS.
It is consistent with the SM expectations, although current uncertainties are still large. Certainly the
accuracy will improve in the future, leading to a stringent test of Tevatron observations.

9 Exotica searches
9.1 Dijet searches
Most events recorded in hadron collisions contain jets in the final state, and a first logical step is to look
for possible anomalies in jet production. If we concentrate on dijet final states, there are essentially
two ways to observe hints for physics beyond the SM: (i) searching for resonant production in the dijet
invariant mass spectrum at high mass, and (ii) searching for an excess of jet production in the central
region with respect to the forward region, assuming that new physics involves final state particles with
high mass and transverse momenta. Fig. 30 shows results from CMS and ATLAS on searches for dijet
resonances. Here the energy reach counts more than the integrated luminosity, allowing them to look
for new resonances well above the kinematic reach of previous accelerators. As shown in the figure, a
modest luminosity (2.9 pb−1, CMS) is enough to exclude excited quarks and axigluon resonances below
1.5 TeV, whereas an increase of luminosity by a factor of 10 (35 pb−1, ATLAS) increases the exclusion
limit only to 2 TeV.
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Fig. 30: Dijet resonance searches in CMS [81] and ATLAS [82].

Searching for jet excesses in the central region can be done in a sophisticated way, in terms of the
variable χ, defined as χ ≡ exp(2y∗) = exp |y1 − y2|, where yi are the jet rapidities:

yi =
1

2
log

(
Ei + pzi
Ei − pzi

)
.

This is a sensible choice because QCD cross-sections in the SM are dominated by t-channel exchange
contributions that provide a flat dependence on χ. As a consequence, signals of new physics should
manifest as excesses in the relative yield at low values of χ (both jet rapidities near zero, i.e. central
region) distorting that flatness. Fig. 31(left) shows as an example the results from the CMS collaboration.
The search is performed in bins of dijet invariant mass, and the figure shows that there is sensitivity to
a contact interaction model with a compositeness scale of Λ = 5 TeV. Equivalently, one can measure
ratios. Fig. 31(right) shows the ATLAS measurements of the ratio Fχ ≡ N(|y∗| < 0.6)/N(|y∗| < 1.7)
as a function of the dijet mass, compared with the predictions of a similar compositeness scenario.

9.2 Search for new gauge boson resonances at the TeV scale
New gauge boson resonances are predicted in many physics extensions of the SM. For the moment,
searches for new high-mass vector bosons are focused on leptonic decay channels. In the case of charged
weak boson resonances, the search follows a simple logic. One selects isolated leptons of very high
transverse momentum and looks for large missing transverse energy in the event. A tight cut on the
magnitude and direction of Emiss

T suppresses the background from QCD and W + jets, which may pop-
ulate the region of large reconstructed Emiss

T when jet resolution uncertainties are large. After this cut,
the dominant irreducible background consists of standard W events with high invariant mass (off-shell).
The final step of the analysis is a search for bumps or excesses in the tail of the missing transverse mass
distribution,

MT ≡
√

2p`tE
miss
T (1− cos θ`,Emiss

T
)

(Fig. 32). Key requirements for an optimal sensitivity are a good Emiss
T resolution and, especially, a

good lepton energy–momentum resolution. ATLAS and CMS do not see any excess over background
expectations, excluding the presence of charged gauge bosons with SM couplings (sequential W′) below
1.58 TeV (CMS [84]) and charged gauge bosons with anomalous magnetic couplings below 1.47 TeV
(ATLAS [85]). Fig. 32 shows the final limits obtained by CMS with L = 36 pb−1.
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Figure 1: Normalized dijet angular distributions in several Mjj ranges, shifted vertically by the
additive amounts given in parentheses in the figure for clarity. The data points include statis-
tical and systematic uncertainties. The results are compared with the predictions of pQCD at
NLO (shaded band) and with the predictions including a contact interaction term of compos-
iteness scale L+ = 5 TeV (dashed histogram) and L� = 5 TeV (dotted histogram). The shaded
band shows the effect on the NLO pQCD predictions due to µr and µ f scale variations and
PDF uncertainties, as well as the uncertainties from the non-perturbative corrections added in
quadrature.

Fig. 31: Further searches for new physics in dijet systems at the LHC [82, 83].

Fig. 32: CMS searches for new W′ gauge bosons [84].

Z′ signatures at the LHC are extremely clean. Basically, the search looks for peaks in the invariant
mass distribution of high-energy dilepton pairs. Only loose cuts on isolation are required. As in the case
of W′ searches, a key ingredient is an optimal lepton resolution at high energy and the dominant back-
ground is irreducible Z off-shell production. Fig. 33 shows the final dimuon invariant distribution and
the limits set by ATLAS with L ≈ 40 pb−1. There is a long list of possible new-physics scenarios that
predict different values for the left-handed and right-handed couplings of the Z′ to fermions, and different
couplings imply different production and decay properties. A brief summary is that new Z′ bosons are
excluded by the current data of the LHC experiments for masses below 0.8–1.1 TeV, depending on the
specific model. The search can also be reinterpreted in terms of exclusion limits for spin-2 resonances
decaying into leptons, predicted in the context of low-scale gravity models with extra dimensions.
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Fig. 33: ATLAS searches for new Z′ gauge bosons [86].

Fig. 34: (left) Search for gravitational singularities in CMS [88]. (right) ATLAS search for extra dimension
signatures in final states with photons and missing energy [89].

9.3 More exotics: extra dimensions and beyond
Theories with gravitation in extra dimensions open the possibility of observing gravitational singulari-
ties at the TeV scale. These singularities are conceptually similar to black holes in standard gravity, but
they must decay immediately without any clear final state preference [87]. Experimentally, the expected
signature of these objects is high multiplicity and energy, with almost balanced momentum. Fig. 34(left)
shows the CMS search as a function of the scalar sum of transverse energies in the event, ST. Gravita-
tional singularities of high mass are expected to populate the region ST > 2 TeV, which is essentially
background-free for L = 35 pb−1. No significant excesses are observed, excluding the presence of
these objects below 3.5–4.5 TeV, depending on their mass value and the number of extra dimensions
considered.
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Theories with extra dimensions also open the possibility of observing spin-2 resonances with grav-
itational interactions at the LHC. Given their nature, they can sizeably couple to photon pairs, giving rise
to striking signatures: diphoton resonance peaks or final states with photons and substantial missing en-
ergy. Fig. 34(right) shows the photon plus missing energy search carried out by the ATLAS collaboration
with just L = 3 pb−1. The search requires good photon and Emiss

T resolution. Again, no excesses are
observed. Interpreted in the context of a specific model with universal extra dimensions, they exclude
radii R larger than ≈ 3× 10−4 fm (1/R < 729 GeV [89]).

There are many other exotic searches that cannot be discussed here due to lack of space: monojets,
leptoquarks, excited leptons, new quarks, heavy stable charged particles, stopped gluinos, etc. No signals
of new physics have been found yet, but ATLAS and CMS experiments have substantially improved most
of the past Tevatron limits, profiting from the increase in centre-of-mass energy provided by the LHC.

10 Supersymmetry searches
Supersymmetry (SUSY) is a new symmetry relating bosons and fermions [90]. For each known particle,
we expect a supersymmetric partner, their spins differing by 1/2 unit. We have not seen any superpartners
yet, so this new symmetry must be broken at scales above the electroweak scale. There are good theo-
retical arguments to expect SUSY to be present at the TeV scale, and therefore visible at the LHC: (i) it
naturally predicts a relatively small value of the Higgs mass and provides at the same time a natural so-
lution to the hierarchy problem; (ii) it can facilitate the unification of strong and electroweak interactions
at higher energies: and (iii) it provides a natural dark matter candidate.

Despite the fact that there are more than a hundred free parameters available to build SUSY mod-
els, there are a few general ideas that serve as guidelines for experimental searches. First, the couplings
of the new particles are equal to the couplings of their corresponding SM partners. Consequently, the
most promising scenario for discoveries corresponds to direct production of SUSY particles via strong
interactions: s-quarks and gluinos, the superpartners of quarks and gluons. Since couplings are known,
production cross-sections as a function of their mass are also known.

Second, s-quarks and gluinos will decay into lighter particles, some of them supersymmetric too.
The details are strongly model-dependent because the spectrum and hierarchy of masses depend critically
on the assumed parameters for the theory. Finally, striking signatures are expected in scenarios where
SUSY provides a viable dark matter candidate. If the lightest SUSY particle is neutral and interacts
weakly with matter, then it will be invisible from the experimental point of view. The bottom line is that
in many possible scenarios SUSY signatures will be long cascade decays containing high-energy jets,
substantial missing energy and eventually high-energy leptons, weak bosons or photons.

Experimentalists try to cover as many generic signatures as possible. Obviously, looking for final
states with high-pT jets plus high Emiss

T is mandatory. A second option is to look for high-pT leptons in
association with jets and Emiss

T . Looking for opposite- or same-sign dileptons, jets and Emiss
T or multiple

leptons is also interesting because of the reduced SM backgrounds. Finally, final states with photons
and missing energy are expected to be copiously produced in some specific scenarios (SUSY broken by
gauge interactions [91]).

In order to be quantitative, theorists have suggested simplified models, either assuming that several
masses and couplings have equal values or proposing a comprehensive set of benchmark models with
distinctive physical signatures. In the following we will concentrate on the so-called constrained minimal
supersymmetric Standard Model (CMSSM [92]), which is fully defined by a reduced set of parameters,
(m0,m1/2, tanβ,A0, sgn(µ)) at the scale of supersymmetry breaking. The model assumes that SUSY
is broken via gravitational interactions at high energy, the m0 parameter is a common mass scale for
scalar particles (s-fermions and Higgses),m1/2 is the corresponding mass scale for fermions (neutralinos,
charginos), and tanβ is the ratio of the vacuum expectation values of the two Higgs fields, coupling to
up- and down-type fermions. A large value of tanβ implies experimentally an enhancement of Higgs
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Fig. 35: (left) Effect of successive noise cleaning steps on the Emiss
T calorimetric measurement in CMS [30].

(right) ATLAS search for SUSY in the jets + Emiss
T channel [93].

couplings to down-type fermions like the b quark and the tau lepton. Finally, A0 denotes the value of
trilinear Higgs–s-fermion couplings and µ controls the amount of mixing between the two Higgs fields.
In the absence of new-physics excesses, exclusion limits are frequently presented in two-dimensional
plots as a function of m0 and m1/2 for fixed values of tanβ, A0 and sgn(µ). Typical values are tanβ =
3, A0 = 0 and sgn(µ) > 0. Similarly to the case of exotic searches, the sensitivity is mostly driven by
the high centre-of-mass energy of the collisions and to a lesser extent by the integrated luminosity. As a
consequence, the results presented in the next subsections are already beyond the sensitivity of previous
accelerators (Large Electron–Positron Collider (LEP), Tevatron).

10.1 SUSY searches in the jets + Emiss
T channel

This search demands excellent Emiss
T performance on an event-by-event basis. Events are efficiently

triggered using high-pT and/or high-Emiss
T criteria. However, reaching the required performance is a del-

icate process, in which the exclusion of noisy detector channels plays a central role. This is illustrated in
Fig. 35(left) for the CMS case. The figure shows the successive improvements obtained in the measure-
ment of the calorimetric Emiss

T in minimum bias events by deactivating progressively noisy channels in
electromagnetic, forward and barrel hadron calorimeters. As expected, the distribution peaks strongly at
zero. The absence of significant tails at high energy is an indication of a good performance for searches,
since SUSY signals are expected to populate this tail. In practice, the Emiss

T performances of ATLAS
and CMS are so good that the dominant backgrounds in the sensitive regions are due not to pure QCD
processes, but to physics backgrounds with significant Emiss

T : Z + jets→ νν̄ + jets and W + jets or tt̄,
where one of the W bosons decays leptonically and the charged lepton is emitted outside the acceptance
of the detector. This is clearly visible in the final Emiss

T distribution from ATLAS (see Fig. 35(right)).
After all, LHC experiments have to perform analyses with dominant backgrounds that are relatively well
known, but in regions of phase space that have been marginally studied. An obvious example is νν̄ ac-
companied by several hard jets in the final state. In order to be insensitive to theoretical and remaining
experimental uncertainties, experiments develop methods to estimate these backgrounds from control
samples in data: γ + jets events where the high-energy photon is expected to mimic the kinematics of a
Z→ νν̄ decay in Z + jets, W + jets events where W plays the same role, etc.

No excesses over background expectations were found in LHC jets + Emiss
T SUSY searches. This
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Fig. 36: ATLAS [93] and CMS [94] exclusion plots from jets + Emiss
T SUSY searches, in the (m0,m1/2) plane of

the CMSSM for A0 = 0, µ > 0 and tanβ = 3 (ATLAS), 10 (CMS).

is interpreted in the context of some reference CMSSM benchmark scenarios, like those shown in Fig. 36.
As a brief summary, one could conclude that s-quark masses below 700 GeV or so are excluded by both
experiments in most of the available CMSSM parameter space.

10.2 Other SUSY searches
SUSY searches with leptons in the final state have some experimental advantages. Events can be selected
very efficiently using lepton triggers down to relatively low transverse momenta, and QCD backgrounds
are significantly reduced from the start. On the other hand, the predicted SUSY signal rate is smaller,
since only a fraction of all s-quarks and gluinos are expected to provide leptons in their decay chains.
Given the nature of the final state, there is an almost irreducible background from tt̄ events with one of
the W bosons decaying leptonically, as shown in Fig. 37. No excesses over background expectations are
seen, leading to the exclusion limits (ATLAS) shown in the same figure.

SUSY final states containing b-quarks can be obtained via sbottom–anti-sbottom production (b̃¯̃
b)

or gluino–gluino production (g̃g̃), where one of the gluinos decays into bottom–sbottom. If one assumes
that the sbottom is extremely light, such that it decays into bottom and the lightest neutralino, b̃→ bχ̃0,
the whole decay chain gets fixed and the expectations of the search are only dependent on the b̃, g̃
and χ̃0 masses. Fig. 38(left) shows the ATLAS results in final states with three jets, b-tagging and
Emiss

T . Searches in cleaner final states are illustrated in Fig. 38(right) (CMS). The analysis corresponds
to signatures with two leptons of opposite sign and significant Emiss

T and are interpreted as before in
terms of excluded regions in the (m0,m1/2) plane of a CMSSM model with tanβ = 3, A0 = 0, µ > 0.

There are many other SUSY searches carried out by the ATLAS and CMS collaborations. Unfor-
tunately, all of them have produced negative results until now, excluding the existence of supersymmetric
particles in the 500–700 GeV range for a significant fraction of the CMSSM parameter space.

11 Higgs searches
Within the SM, precision measurements and direct searches at LEP and Tevatron constrain the Higgs
mass to be in the range 114 < MH < 158 GeV [99, 100]. Given MH, all the production and decay
properties of this scalar are fully defined (Fig. 39). It couples to particle–antiparticle pairs proportionally
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Fig. 37: (left) Discriminant variable (directly related with the Emiss
T significance) in the lepton + jets + Emiss

T CMS
SUSY search [95]. (right) ATLAS exclusion plot from lepton + jet + Emiss

T SUSY searches [96], in the CMSSM
(m0,m1/2) plane for tanβ = 3, A0 = 0 and µ > 0.

Fig. 38: (left) ATLAS exclusion plot from b-jets + Emiss
T SUSY searches [97]. (right) CMS exclusion plot from

opposite-sign leptons + Emiss
T SUSY searches [98], in the CMSSM (m0,m1/2) plane for tanβ = 3, A0 = 0 and

µ > 0.
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Fig. 39: (top) Main Higgs production mechanisms at the LHC: (a) gluon fusion, (b) boson fusion, (c) Higgs-
strahlung, and (d) tt̄H. (bottom left) Predicted Higgs cross-sections at the LHC. (bottom right) Higgs branching
fractions as a function of the mass. Figures taken from [12].

to their mass and its branching fractions are strongly conditioned by the decay modes that are open at
each value of the Higgs mass. Decays into massless particles are possible and are explained via loop
diagrams that involve massive particles (tops, W and Z bosons). One can observe a big change of regime
in the properties of the Higgs around 140 GeV or so. For masses MH < 140 GeV the dominant decay
mode is H→ bb̄. Above that value, H→WW(∗) becomes dominant.

The main production mechanism at the LHC is gluon fusion, gg→ H (Fig. 39(a)). Despite the
fact that the process is not allowed at the tree level, the one-loop process is still favoured thanks to the
dominance of gg interactions at the LHC and to the large value of the Higgs–top coupling in the loop.
The channels gg→ H→WW(∗) and gg→ H→ ZZ(∗) are indeed optimal to search for a Higgs boson if
MH & 140 GeV. Experiments exploit preferentially channels with muons and electrons in the final state.
Dominant backgrounds are standard qq̄→WW(∗) and qq̄→ ZZ(∗) processes. ZZ(∗) → 4µ, 4e, 2µ2e
decays are extremely clean. They allow tight invariant mass cuts and provide precise measurements
of the Higgs mass. In fact, it is considered as the golden channel for Higgs masses above the 2mW

threshold, where H→ ZZ provides a competitive rate compared with H→WW. In order to increase
the sensitivity, also semileptonic channels like ZZ→ `+`−qq̄ and ZZ→ `+`−νν̄ are employed at high
masses. The range 140 < MH < 180 GeV is efficiently covered by WW searches, despite the almost
irreducible character of standard WW backgrounds.

For Higgs masses below 140 GeV or so, the most probable Higgs decay is H → bb̄. Unfor-
tunately, bb̄ backgrounds from pure QCD processes are huge and gg→ H→ bb̄ becomes a hopeless
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Fig. 40: (left) Distribution of the BDT output in the CMS H→WW analysis [66]. (right) ATLAS limits from the
Higgs search in the WW decay channel [101].

choice for an SM Higgs search. As a consequence, we exploit other decay channels and production
mechanisms at the price of collecting more integrated luminosity. The golden channel in this region is
gg→ H→ γγ, with a very low branching fraction, but providing a clean Higgs mass peak in the γγ in-
variant mass. Other production mechanisms are explored in this region, like the Higgsstrahlung reaction
(Fig. 39(c)) qq̄′ → VH→ Vbb̄, where V denotes a weak boson. This is a difficult channel owing to the
presence of significant Vbb̄ and top backgrounds. Finally, a vector boson fusion process (Fig. 39(b)) like
WW→ H→ ττ can contribute effectively to the search thanks to the good tau identification capabilities
of ATLAS and CMS.

11.1 Early Higgs searches at the LHC
The currently available LHC luminosity (L ≈ 40 pb−1) does not allow the discovery or exclusion of an
SM Higgs in the mass ranges quoted before. Nevertheless, ATLAS and CMS have already provided new
and competitive experimental results in the Higgs sector.

H→WW(∗) searches are natural extensions of the WW cross-section measurements presented
before, except for the fact that now the standard WW signal becomes background. CMS employs two
different types of analysis. One is cut-based, using variables like the momenta, the dilepton mass or
the angle between the charged leptons. This last variable (see Fig. 24(left)) is sensitive to the specific
spin correlations expected in the decay of a scalar resonance. The second method exploits boosted
decision tree (BDT) techniques with similar inputs. Fig. 40(left) shows the distribution of the BDT
decision compared with background expectations and a hypothetical Higgs signal for MH = 160 GeV.
The absence of any visible excess is interpreted as the exclusion of a region aroundMH ≈ 160 GeV for a
scenario with new quarks of very high mass coupled to the Higgs (four-generation scenario). The cross-
section regions excluded by ATLAS in the SM are shown in Fig. 40(right). In these typical exclusion
plots, a Higgs mass is considered as excluded if the observed 95% confidence upper level limit on σ/σSM

is below 1. Together with the observed limits, the plot shows the median expected limit in the absence of
a signal, as well as the estimated size of the fluctuations that can be naturally expected around that limit.

A second interesting analysis at the LHC is the search for a Higgs particle, φ, in the context
of the minimal supersymmetric Standard Model (MSSM). The symbol φ represents any of the three
neutral states expected in a Higgs doublet scenario: the h, H scalars and the A pseudo-scalar. If the
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Fig. 41: (left) Distribution of the visible τ+τ− invariant mass in ATLAS [102]. (right) CMS limits from the
MSSM search via φ→ τ+τ− decays [103].

tanβ parameter of the model is large, Higgs couplings to down-type fermions like φbb̄ and φτ+τ−

increase significantly. The immediate consequence is a high rate of Higgs production via reactions
like bb̄ → φ → τ+τ−. Fig. 41(left) shows the distribution of the visible τ+τ− mass in the ATLAS
experiment, compared with the expectations in a given MSSM scenario. Fig. 41(right) shows the limits
obtained by the CMS collaboration in the (mA, tanβ) plane. Results are already beyond current Tevatron
limits and are very encouraging for the future.

11.2 Higgs search projections for 2011–2012
Fig. 42(left) shows the projections for ATLAS Higgs searches in 2011–2012 [104], with ≈ 1 fb−1 col-
lected luminosity. A very similar figure is available from CMS [105]. Several production mechanisms
and decay channels have been explored in much more detail than in the initial design studies of the AT-
LAS and CMS experiments. For instance, a big effort has been invested in revisiting the LHC sensitivity
to a low-mass Higgs (MH . 140 GeV) via the boson-fusion process W(∗)W(∗) → H, H → τ+τ−, the
Higgsstrahlung process qq̄′ → VH, H→ bb̄, or a more aggressive analysis of gg→ H, H→ γγ, given
the optimal performance of ATLAS and CMS detectors for the detection of electromagnetic particles.
The combined effect of these three channels could allow the experiments to exclude at 95% CL masses
down to MH = 135 GeV in the case of absence of any excess. The capabilities in the very-high-mass
region using non-golden H→ ZZ channels like ZZ→ `+`−νν̄ or ZZ→ `+`−qq̄ have been revisited as
well. In this case, LHC experiments will be able to cover efficiently the region up to MH = 450 GeV in
an exclusion scenario.

More exciting are the possibilities for a Higgs discovery in 2011–2012. Fig. 42(right) shows the
CMS projections at larger luminosities for

√
s = 7 TeV [105]. Again, very similar figures are available

from ATLAS [104]. With an integrated luminosity ofL ≈ 5 fb−1, any Higgs mass above 114 GeV should
lead to an excess at the level of at least three standard deviations per experiment over the background
expectations. That is, the analysis of 2011–2012 data will settle the questions of whether the Higgs boson
of the Standard Model exists or not and, if it exists, how massive it is.
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Fig. 42: (left) ATLAS expectations [104] for Higgs exclusion in 2011–2012 as a function of the process considered.
(right) CMS sensitivity [105] to SM Higgs searches in 2011–2012, for different integrated luminosity hypotheses.
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Abstract
In this paper I present a review of the main topics associated with the study
of heavy-ion collisions, intended for students starting or interested in the field.
It is impossible to summarize in a few pages the large amount of information
that is available today, after a decade of operations of the Relativistic Heavy
Ion Collider and the beginning of operations at the Large Hadron Collider.
Thus, I had to choose some of the results and theories in order to present the
main ideas and goals. All results presented here are from publicly available
references, but some of the discussions and opinions are my personal view,
where I have made that clear in the text.

1 Introduction
In this very exciting field of science, we use particle accelerators to collide heavy ions such as lead or
gold nuclei, instead of colliding single protons or electrons. By doing so, we produce a much more
violent collision in which a large number of particles are created and a considerable amount of energy is
deposited in a volume bigger than the size of a single proton. As a result, a highly excited state of matter
is created, and this state can have characteristics different from those of regular hadronic matter. It is
postulated that, if the energy density is high enough, the system formed will be in a state where quarks and
gluons are no longer confined into hadrons and thus exhibit partonic degrees of freedom [1,2]. Since the
main theory that explains the interaction of matter in these extreme conditions is the theory of quantum
chromodynamics (QCD), by studying the system formed in these relativistic heavy-ion collisions, we
can explore the QCD phase diagram and understand the characteristics of the different phases of matter.

In particular, QCD predicts that, in extreme conditions, at high temperature or high baryonic
density, a new phase of matter known as the quark–gluon plasma (QGP) would be formed, where partonic
degrees of freedom could be observed in a volume larger than the size of a single hadron [3, 4]. On
one extreme of the QCD phase diagram, where density is high and temperature is low, the reduction
of the coupling constant at small distances would make the quarks and gluons behave as free partons,
thus forming a deconfined state of partons. This kind of matter could exist at the centre of very dense
astrophysical objects such as neutron stars [5]. On the other extreme, at very high temperature when the
energy density exceeds some typical hadronic value (1 GeV/fm3), matter would also go through a phase
transition and form a deconfined state of quarks and gluons. Lattice QCD calculations [6] predict a phase
transition to a quark–gluon plasma at a temperature of approximately T ≈ 170 MeV, which is equivalent
to ≈ 1012 K. This extreme condition is believed to be similar to the early stages of the evolution of our
Universe just after the Big Bang. Thus, studying the characteristics of the QGP and how it evolves allows
us to probe the different stages of expansion of our Universe.

Of course, since we are colliding hundreds of nucleons at the same time, and in each reaction
thousands of different particles are produced, the observation and analysis of these events require some
work. Moreover, most of the particles that we measure are from the final stages of the system evolution,
after it has gone though the phase transition back into ordinary matter and suffered multiple scatterings,
so these particles do not carry direct information from the partonic phase in which we are interested.
However, exactly because of this challenging task imposed by the complexity of a heavy-ion collision
and the subsequent dynamical evolution of the system formed, this field is, in my opinion, one of the
most exciting and interesting fields of science, which requires creative approaches for analysis, the study
and integration of different topics and theories, and an open mind for new and unexpected physics. Just
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as a quick example, after the first years of data taking at the Relativistic Heavy Ion Collider (RHIC) at
BNL [7], it was concluded that the system formed in the collisions of gold nuclei at an energy of 200 GeV
had characteristics very similar to a perfect liquid [8], where hydrodynamic models and predictions could
be used to explain some of the experimental observables. Before the start of RHIC operations, most of
us expected to find a gas-like system where quarks and gluons would be free, but did not expect that the
system would show such a strong collective behaviour, and much less that these quarks and gluons would
still interact strongly. In addition to hydrodynamical models [9], statistical thermodynamic models [10]
are also used to study the global characteristics of the system formed, while phenomenological models
such as coalescence models are also used to study specific experimental observables. More recently, the
first observation of heavy antinuclei such as the antialphas [11] and antihypertritons [12] in heavy-ion
collisions at RHIC and also at the Large Hadron Collider (LHC) at CERN opens further possibilities for
new-physics topics to be studied in these collisions. Hence, the study of heavy-ion collisions is a rich
environment where many different models and theories can be tested.

In this paper, I will discuss some of the general signatures of the search for the QGP from the
early days before the start of the RHIC accelerator, what was learned at RHIC, and what is expected to
be measured at the LHC.

2 How to study these complex collisions?
In Rutherford scattering we learn about the importance of the impact parameter in a collision, which
corresponds to the transverse distance between the centres of the colliding nuclei and determines the
scattering angle. In heavy-ion collisions, the impact parameter is also important because it will determine
the size of the overlapping area between the two colliding nuclei, and hence the initial size of the system
formed. In very peripheral collisions, where the impact parameter is large, the overlapping region is
very small. When the impact parameter is zero, the two nuclei will collide head on (also referred to as a
central collision), and the overlapping area will be equivalent to the transverse area of the nuclei.

Very much like in the Rutherford experiment, despite the great precision that can be achieved
in the beam position, we cannot choose the impact parameter of the collision. However, we can try
to determine an experimental observable that is directly connected to the impact parameter. Since the
impact parameter is inversely related to the size of the overlapping area, and thus to the amount of energy
that will be transferred from the beam rapidity to the central rapidity region, it can be correlated to the
number of particles produced in the central rapidity region. So, for example, by measuring the number
of charged particles produced in the central rapidity region, also known as the multiplicity of an event,
it is possible to determine the impact parameter of the reaction and thus determine the centrality of the
collision. The exact relation between the measured multiplicity and the actual impact parameter can
only be determined by comparing the experimental data to geometrical models that consider a nuclear
profile and take into account the inelastic cross-section of nucleus–nucleus collisions. The optical model
approximation or Monte Carlo-based Glauber models [13] are used to calculate the centrality of the
collisions classified by the charged-particle multiplicity.

Another way to determine the impact parameter is to measure the number of nucleons that did
not participate directly in the overlapping region, also known as spectator nucleons. They can be mea-
sured by detectors such as calorimeters placed in the same direction as the colliding beam (zero-degree
calorimeters (ZDCs)), but after the dipole magnets that curve the trajectory of the non-interacting beam.
In very central collisions (small impact parameter), there will be very few spectator nucleons; whereas
in very peripheral collisions (large impact parameter), there should be a high number of spectators. So,
an anticorrelation between the signals measured in ZDC detectors with the charged-particle multiplicity
measured in the central rapidity region will be observed. A typical example of a charged-particle distri-
bution measured in Au–Au collisions at 200 GeV is presented in Fig. 1, taken from Ref. [14]. The blue
line represents the experimental measurement of the frequency of events (dσ/dNch) that were measured
as a function of the number of charged particles (Nch). On the top part of the plot, the equivalent number
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Fig. 1: A typical example of a charged-particle distribution measured in Au–Au collisions at 200 GeV (taken from
Ref. [14]).

of average number of participants (〈Npart〉) and the corresponding impact parameter (b) calculated using
a Monte Carlo Glauber model is presented.

In summary, it is possible to classify the measured events into different event centrality classes
using the charged-particle multiplicity, and to associate an average impact parameter with these events.
By doing so, it is possible to study different observables as a function of the collision centrality, and thus
to study the dependence on the size of the system formed. Also, the possibility of separating data into
different collision centrality classes is a very useful tool, since a very peripheral collision should have
similar characteristics as p–p collisions, where it is presumed that the formation of a QGP is not possible
owing to the small size and duration of the system. Hence, by comparing results from central collisions
to those from peripheral or elementary collisions, it is possible to try to identify some unique signature
of the QGP.

3 The early signatures of the quark–gluon plasma search
Early proposed signatures of the QGP were focused on the search for the phase transition by observing
some sharp variation in the behaviour of a physical parameter with increasing collision energy or in-
creasing system size. Signatures related to the expected effects caused by the characteristics of the new
state of matter to the final state particles were also proposed. Here I will discuss only briefly three of the
signatures proposed, but there were many other observables proposed and sought over the years. A more
complete discussion on the proposed signatures of the QGP can be found at Ref. [15].

It is expected that the deconfinement from the hadronic matter to the QGP would be accompanied
by chiral symmetry restoration. Hence, particles produced in the QGP would have their masses altered. If
we then looked at short-lived resonance particles that would be formed and decay within the plasma, the
daughters of these particles would carry the information of the alteration caused by the chiral symmetry
restoration. The natural place to look for these particles would be the decay channels of vector mesons
into weakly interacting electromagnetic probes such as leptons and photons, since, owing to their low in-
teraction cross-section, they could leave the medium undisturbed and thus keep the original information
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Fig. 2: Dilepton invariant mass spectra, measured by the CERES experiment, in (left) p–Be collisions with beam
energy of 450 GeV, and (right) Pb–Au with beam energy of 158 GeV. Figures taken from Ref. [16] and Ref. [17],
respectively.

of the parent particle. However, the experimentally measured electron spectra have not only the contri-
bution from the resonance decays, but also many other electrons from other sources, such as the decay
of π0 and η mesons and also from gamma conversions. In Fig. 2(left), the plot obtained from Ref. [16]
shows the inclusive e+e− invariant mass spectra measured in proton–beryllium collisions by the CERES
experiment at the Super Proton Synchrotron (SPS) accelerator. In this plot, one can see the contributions
from the different sources to the electron mass spectra and also that the sum of the different contributions
adds to the total measured spectra, shown by the solid circles. This is a proof-of-principle measurement
that shows that it is possible to identify all the different sources that contribute to the measured inclusive
e+e− invariant mass spectra.

In Fig. 2(right), the e+e− invariant mass spectra from the same experiment but measured in lead–
gold collisions is presented, obtained from Ref. [17]. The solid circles represent the experimental data
points and the solid line represents the sum of all contributions from known sources of electrons. Clearly
there is an excess of electron pairs in the low-mass region, between 300 and 700 MeV/c2. Also they find
that this enhancement increases with collision centrality. It has been argued that this excess of electrons
in the low-momentum region could be due to thermal electrons from the QGP itself, or a broadening of
the vector meson mass peaks due to in-medium modification caused by chiral symmetry transition at the
phase boundary between the QGP and the hadronic matter [18]. Theoretical calculations suggest that the
most appropriate region for the observation of direct thermal electrons would be in a higher mass range
than the observed excess. Some models considering in-medium modification of the vector mesons were
able to reproduce the observed excess seen by the SPS experiments. This excess at the same mass range
was also observed for higher-energy Au–Au collisions at RHIC [19], but the models used to describe the
excess observed in the SPS data fail to describe the RHIC data. Direct measurement of a shift in the mass
peak of the ρ0 meson in the hadronic decay channel has also been reported at RHIC, and presented by
the STAR experiment in Ref. [20]. The observed modification of the meson mass has also been proposed
as a possible signal of chiral symmetry restoration [21], but other effects such as rescattering and Bose–
Einstein correlations can also modify the final mass peak position and shape, so there are still discussions
on the origin of the observed shift in the mass peak position. We hope that the new measurements from
Pb–Pb collisions at LHC will shine new light on this puzzle. With the higher energy in the collision, it
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should be possible to extend the mass range of the dilepton pair spectra, and also relative contributions
from direct QGP thermal radiation should be higher.

Another important observable proposed as one of the main signatures of the QGP is the charmo-
nium suppression [22]. Owing to the high density of quarks in the medium and a mechanism known
as Debye screening, a pair of charm quark and charm antiquark would have difficulty in binding and
forming a cc̄ state, hence resulting in a decrease of the J/Ψ meson production in the QGP. However,
other processes will also affect the final measured yields of J/Ψ, such as the increase of hadronic absorp-
tions and hadronic interactions (rescattering and recombination). Figure 3(left), taken from Ref. [23],
shows a compilation of J/Ψ yields relative to Drell–Yan continuum measured in different collision sys-
tems, normalized by the expected rate of hadronic interactions as a function of system size (L represents
the average path length that the cc̄ pair traverses inside the medium after its creation). The modelled
hadronic interactions describe well the exponential decay observed in the J/Ψ yields in smaller systems
and peripheral Pb–Pb collisions, but fail to describe the yields at central collisions. A clear indication of
an onset of suppression in the J/Ψ yields can be observed starting for a path length around 7 fm. Sur-
prisingly, at collision energies measured at RHIC, similar levels of suppression were observed. A larger
suppression was expected due to the higher energy density achieved at RHIC as expected by the original
Debye screening mechanism. However, when going to higher collision energies, there is competition be-
tween suppression and recombination mechanisms and also an increase of feed-down from higher-mass
states that decay into J/Ψ. To identify the different contributions from these mechanisms, one has to
study the various dependences of the suppression and compare to predictions from phenomenological
models. In Fig. 3(right), taken from Ref. [24], the ratio of the J/Ψ production between p–p and Cu–Cu
measured by the STAR and PHENIX experiments is presented as a function of pT. The suppression
vanishes at high-pT (pT > 4 GeV/c), where the yield measured in central Cu–Cu collisions seems to be
equivalent to a superposition of p–p collisions. Also shown in the same figure are different predictions
for this ratio from phenomenological models. Details of the models and the discussions can be found in
Ref. [24]. In summary, the measurement that was originally expected to be a clean and clear signature of
the QGP also needs to be studied carefully, where a detailed systematic study considering results from
different collision energies and different system sizes is required. New measurements from the ALICE
experiment at the LHC already show a suppression of the J/Ψ produced in Pb–Pb collisions with respect
to equivalent normalized p–p collisions [25], but the final results and discussions are yet to be presented.

To complete the discussion on the original proposed signatures of the QGP, we review the strangeness
enhancement measurement. In a deconfined state, owing to the decrease in the effective mass of the
strange quarks and increase of ss̄ pair production from partonic processes such as gluon–gluon fusion,
an enhancement of strange-particle productions is expected to be observed [26]. In particular, if one
assumes a rapid hadronization process after the QGP phase, the abundance of multistrange particles such
as Ξ and Ω should be considerably greater in a reaction where QGP is formed than in a reaction with
pure hadronic phase. Also, since the mass of the strange quark is of the order of the critical temperature,
it is an excellent probe to test the thermalization of the system around the phase transition. By comparing
the strange-baryon yields measured in central Pb–Pb collisions to yields measured in elementary p–p and
p–Be collisions, SPS experiments NA49 and NA57 observed an increase of the production higher than
expected from simple scaling considering the volume of the formed system. Strange-baryon yields were
normalized by the number of participating nucleons (also known as number of wounded nucleons) to
account for the normal increase due to the larger volume created in Pb–Pb collisions.

In Fig. 4, taken from Ref. [27], we show the typical strangeness enhancement measurements,
which includes data from both RHIC STAR experiment and SPS NA57 experiment [28], for Ω, Ξ and Λ
baryon yields. The observed relative enhancement can also be interpreted as an effect of suppression of
strange-particle production in elementary collisions due to canonical suppression. Within this picture, the
smaller enhancement observed at higher collision energy can be well described considering that, at RHIC
energies, the strange-particle productions in p–p collisions would be less suppressed. Also, the observed
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Fig. 3: (right) J/Ψ yields relative to Drell–Yan continuum measured in different collision systems, normalized
by the expected rate of hadronic interactions as a function of system size L (fm). Figure taken from Ref. [23].
(left) Ratio of the J/Ψ production between p–p and Cu–Cu measured by the STAR and PHENIX experiments as a
function of pT. Figure taken from Ref. [24].

hierarchy of the enhancement between the different strange baryons can be understood within the context
of canonical suppression of p–p collisions. In Fig. 4 we also show the φ-meson enhancement presented
by the STAR experiment in Ref. [29], from Au–Au collisions at 200 GeV. The φ-meson enhancement
contradicts the canonical suppression picture, for it is formed by a ss̄ pair and thus should not be affected
by the canonical suppression. So, in summary, the observed enhancement of strange baryons might be
a result of both effects, a real enhancement of the strangeness production in heavy-ion collisions, and
suppression due to the limited size of the system in p–p collisions. Measurements from the LHC at
higher energies will also be very important to elucidate this point, since lower canonical suppression is
expected at higher energies, but also a higher enhancement might be present due to the longer-living
system created in Pb–Pb collisions. Measurements of strange baryons in p–p collisions at energies of
900 GeV and 7 TeV have already been presented by several LHC experiments [30], and preliminary
results presented only in conferences already show that strangeness enhancement is still observed at the
LHC energies. More detailed results and the specific dependences for the different particle species are
yet to be presented.

4 New signatures observed at RHIC
One of the most surprising and unexpected measurements observed at RHIC was the suppression of
particle jets in central Au–Au collisions. In high-energy collisions, particle jets are produced in hard
processes when a large amount of momentum is transferred in the parton–parton interaction. The scat-
tered partons will generate highly collimated and energetic particles known as jets. For this reason, the
high-momentum region of the transverse momentum spectra (pT > 4 GeV/c) is attributed to particles
generated in hard scattering jets. Owing to momentum conservation, these jets are usually produced in
pairs and in opposite azimuthal directions. There are some QCD processes where three or more jets can
be formed, but the back-to-back dijet-type events are the most common.

Particle spectra measured in central Au–Au collisions are compared to the equivalent spectra from
p–p collisions by a ratio called the “nuclear modification factor”, also known as RAA ratio. The equiv-
alent number of binary collisions normalizes each spectrum in the ratio to account for the fact that in
heavy-ion collisions there are more particles produced due to the larger number of interacting nucleons.
In Fig. 5(left), generated using published data from Ref. [31], we show the nuclear modification factor
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Fig. 4: Strangeness enhancement plot, with the relative yields of φ, Λ, Ξ and Ω of A–A collisions compared to
elementary collisions, from RHIC and SPS data, as a function of the system size. Figure taken from Ref. [27]. The
plot shows the enhancement of the strange-particle production, with clear increase with system size.

presented by the STAR experiment from Au–Au collisions at 200 GeV. Data from peripheral collisions
(open blue circles) show that, indeed, the high-momentum region of the spectrum is in agreement with
the particle spectrum measured in p–p collisions, where the ratio is consistent with unity. However, the
ratio from very central Au–Au collisions (solid red circles) shows that the spectrum at high transverse
momentum is suppressed down to approximately 20%. This suppression of high-momentum particles
was attributed to absorption of the jets, in a very dense medium. This interpretation was further corrob-
orated when the same STAR experiment presented measurements of two-particle azimuthal correlation
showing the suppression of the back-to-back correlation in data from very central collisions, as shown
in Fig. 5(right), taken from Ref. [32]. Within this interpretation, one of the hard scattered partons lost its
energy by traversing a very dense medium and was absorbed, while the other parton that scattered into
the opposite direction did not traverse the medium, and hence fragmented into a jet of particles that was
measured normally in the detectors.

So, in the dihadron azimuthal correlation function, only one jet is measured in a central Au–
Au collision (in ∆φ ∼ 0), while in p–p and peripheral collisions, a double jet structure (in ∆φ ∼ 0
and ∆φ ∼ π) is observed. Different models and calculations show that, indeed, if this were the case,
the gluon density of the medium traversed by the parton would have to be very high, well above the
predicted critical density for a phase transition. Since then, many other more detailed measurements
have further completed this scenario, such as the identified particle RAA plots, or variation of back-to-
back jet suppression dependent on the azimuthal angle with respect to the reaction plane. The PHENIX
experiment at RHIC also presented the equivalent RAA plots for direct photons [33]. No suppression
was observed, which is in agreement with the jet absorption picture, since the photons would not interact
strongly with the medium and thus should not be absorbed. More recent measurements of electron RAA

from both STAR and PHENIX experiments at RHIC also showed a strong suppression at high-pT. This
comes as a surprise, since, in the high-pT region, most of the electrons are supposed to be from decay of
heavy-flavoured particles. This would then indicate that even the very heavy charm and bottom quarks
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would be losing energy in the dense medium. A complete understanding of this measurement requires
the separation of charm and bottom contributions to the inclusive electron spectra.

At the LHC, the ALICE experiment has also shown that the suppression in the high-momentum
region is still present even at a collision energy of 2.76 TeV. In Fig. 6, taken from Ref. [34], it is seen
that the suppression measured in central Pb–Pb collisions is even larger than observed by the STAR
experiment, suggesting that the medium formed at the LHC is denser than that formed at RHIC. The
higher pT range achieved by the ALICE data also allows us to observe the increase of the ratio, from
pT = 7 GeV/c to 20 GeV/c, which suggests that the suppression for more energetic partons is decreasing.
Perhaps, with some more statistics, it will be possible to observe the limit where no more suppression
would be observed. Also, more detailed measurements, such as identified particle RAA and two-particle
correlation functions, should help to complete the picture and bring new ideas on how to probe the
formed medium. The CMS experiment also showed similar results consistent with jet quenching in
Pb–Pb collisions [35].

Another surprising result from RHIC was the observation of signatures consistent with the forma-
tion of a system that exhibits collective behaviour. The bulk of the produced particles are in the low pT
region, where the spectrum seems to follow a typical exponential fall, similar to a Maxwell–Boltzmann
distribution. The systematic behaviour of the measured slope parameters from spectra of different par-
ticles is consistent with a rapidly expanding thermal source defined by a common kinetic freeze-out
temperature and a common expansion velocity. Moreover, the relative abundance of the different types
of particles is well described by statistical thermal models that assume chemical equilibration between
the light quarks and even the strange quarks. There are different implementations of thermal models that
consider total or partial equilibration of light and strange quarks and also grand-canonical or canonical
ensembles [36,37]. However, all models seem to describe the different particle ratios reasonably well, in-
dicating some degree of equilibration. In Fig. 7(top), taken from Ref. [14], an example of the agreement
between the measured ratios and the thermal model fit is presented, where data are from central Au–Au
collisions measured by STAR and the horizontal bars are the fitted results of the THERMUS code [37].
The chemical freeze-out temperature obtained from this fit of around 160 MeV is already very close to
the limit predicted by lattice QCD for the phase transition. In Fig. 7(bottom) we show a compilation
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Fig. 6: Nuclear modification factor plot from the ALICE experiment measured for Pb–Pb collisions at 2.76 TeV
(red solid circles) compared to the STAR (blue stars) and PHENIX (black squares) results at 200 GeV. The plot
was taken from Ref. [34].

of the chemical freeze-out temperatures and baryonic potential values obtained with the same thermal
model applied to lower-energy data. This kind of study is done to map the QCD phase diagram.

Perhaps the most convincing signature of collectivity comes from the observable known as “elliptic
flow”. In a non-central collision, the initial state of the nuclear collision has a non-symmetrical shape
simply as a result of geometrical considerations. This geometrical anisotropy generates a difference in
pressure, which, as the system evolves, will develop into an anisotropy of the momentum distribution.
By measuring the azimuthal distributions of particles (transverse to the beam direction), it is possible
to deconvolute this distribution into a Fourier expansion. The amplitude of the second harmonic, v2,
is known as the elliptic flow measurement. Within this picture, a non-zero measurement of the elliptic
flow is consistent with a system that interacts strongly and shows collectivity through evolution such that
particles emitted in different directions are correlated. Large values of v2 could only be achieved if the
system has very strong internal pressure and rapid thermalization so that there is enough time for elliptic
flow to evolve. Hydrodynamical models describe well the general features of elliptic flow measurements,
and models that consider for the evolution an equation of state with both partonic and hadronic stages
seem to describe the experimental values better. Also, most hydrodynamic models have no viscosity
included in the evolution and still describe the experimental results well, thus suggesting that the new
state of matter formed exhibits very low viscosity values.

In Fig. 8(left) we present the elliptic flow values measured by the STAR experiment for the dif-
ferent collision centrality classes, which was presented in Ref. [38]. In very peripheral collisions, owing
to the large initial geometrical asymmetry, a large value of elliptic flow is observed, and this anisotropy
decreases as we go to more central collisions. Also, in the same figure the hydrodynamical limit for
the elliptic flow measurement is presented. More detailed comparisons, where new implementations of
hydrodynamical models such as one that considers a fluctuating initial condition or new observables like
momentum-weighted correlation functions, have been tested and compared to experimental data. New
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Fig. 7: (top) Example of the agreement between a statistical thermal model fit and experimentally measured
particle ratios. (bottom) Chemical freeze-out temperature and baryon chemical potential from thermal model fits
to various experimental results. The plots are taken from Ref. [14] and the statistical thermal model used was the
THERMUS code [37].

measurements from the LHC presented in Ref. [39] by the ALICE experiment show a large value of v2
measured in Pb–Pb collisions at 2.76 TeV and also a decrease with centrality similar to the behaviour
observed at RHIC. The average integrated elliptic flow measured at 2.76 TeV is approximately 30%
higher than the values measured at RHIC, which is also higher than the predictions by hydrodynamical
models with zero viscosity. Figure 8(right), originally presented in Ref. [39], shows the evolution of
the integrated v2 values for semi-peripheral collisions for the different collision energies. More detailed
results combined with different models are still needed to understand the higher values of v2 measured
at the LHC.

In addition to the search for signatures of the QGP and the characterization of the unique system
formed in these high-energy nuclear collisions, the large number of particles produced in these collisions
also allowed the search for new and exotic particles. Recently, the discovery of an antihypertriton, which
is a bound nuclear state formed by an antiproton, an antineutron and an antilambda, was announced
and presented by the STAR collaboration [12]. Not much later, the same collaboration also announced
the first observation of an antialpha nuclei [11], opening a new field of interest in relativistic heavy-ion
collisions. Data from the two-particle correlation function in the non-central rapidity region showed an
unexpected long-range correlation between particles in the longitudinal direction [40]. Different expla-
nations are being debated, such as the existence of colour flux tubes in the longitudinal direction that
could give rise to such correlations. These colour flux tubes are proposed in a scenario where new states
of matter such as colour glass condensate and glasma would be created in relativistic heavy-ion colli-
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sions. Within these proposed scenarios, the accelerated Lorentz boosted nuclei would form a sheet of
high-density gluons called a colour glass condensate (CGC). As the collision happens, these sheets of
gluons interact and form colour flux tubes of colour electric and colour magnetic fields extending in the
longitudinal direction. After some short time, these colour flux tubes evolves into a pre-equilibrium phase
called glasma. The high-colour fields would then decay into gluons evolving into the strongly interacting
QGP. A review of the proposed CGC and glasma scenario can be found in Ref. [41]. The experimentally
measured long-range correlation was well described by a phenomenological model that considers these
flux tubes and the subsequent hydrodynamical evolution [42, 43], but the final confirmation of these flux
tubes is still under debate. At the LHC, the CMS experiment has presented a two-particle correlation
function from p–p collisions at 7 TeV that also shows a long-range correlation in the longitudinal direc-
tion [44]. Further studies and new ideas are still needed to complete and explain these measurements and
test the proposed theories.

5 The new frontier
After more than a decade of RHIC operations, a large amount of data has been obtained, with a wide va-
riety of colliding nuclei (Au–Au, p–p, d–Au and Cu–Cu), with nucleon pair energies ranging from 10 to
200 GeV. Owing to the complexity of these collisions, where the system formed goes through different
phases of matter and where several different mechanisms compete during the dynamical evolution, it is
very difficult to single out a measurement that proves or falsifies the existence of the QGP. However, the
large amount of data and the many analysis tools developed over the past ten years allow for a systematic
study of different physical observables and provide many signatures that are consistent with the forma-
tion of a state of matter with partonic degrees of freedom. From the results presented so far, we can
safely conclude that central Au–Au or Pb–Pb collisions do not behave like an incoherent superposition
of p–p collisions and indeed a new state of matter has been formed.

At the LHC, with the higher collision energy, many probes that were of limited access at RHIC,
such as heavy flavoured particles and very high-transverse-momentum spectra, will become available.
To date, the early results presented by the LHC experiments from the short run of Pb–Pb collisions at
2.76 TeV has already confirmed many of the features observed at RHIC, further enhancing the above
statement that a new state of matter is indeed created in these collisions. However, more than just con-
firming, I expect that, in a very short time, new measurements and new ideas will help us to understand
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better the characteristics of this new state of matter and the features of the phase transition. Also, I hope
that, with this, we can finally start to extrapolate what we have learned in heavy-ion collisions to the
cosmological models to understand what happened in the very early stages of our Universe, microsec-
onds after the Big Bang, and how it has evolved into the hadronic state of the Universe today. The study
of new forms of matter under extreme conditions is still a very open field, from both experimental and
theoretical perspectives. It is very exciting to see many new results, proposals, ideas and theories being
presented every day.
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A Taste of Cosmology

L. Verde∗

ICREA and ICC, Barcelona, Spain

Abstract
This is the summary of two lectures that aim to give an overview of cosmol-
ogy. I will not try to be too rigorous in derivations, nor to give a full his-
torical overview. The idea is to provide a “taste” of cosmology and some
of the interesting topics it covers. The standard cosmological model is pre-
sented and I highlight the successes of cosmology over the past decade or
so. Keys to the development of the standard cosmological model are observa-
tions of the cosmic microwave background and of large-scale structure, which
are introduced. Inflation and dark energy and the outlook for the future are
also discussed. Slides from the lectures are available from the school website:
physicschool.web.cern.ch/PhysicSchool/CLASHEP/CLASHEP2011/.

1 Cosmology: Why should you care?
Cosmology aims at the study of the Universe as a whole, but, in particular, at getting an understanding of
the Universe’s origin, structure, composition, evolution and fate. In general, and for many applications,
for cosmologists galaxies can be treated as “points”. This gives an idea of the scales involved. Suitable
units to measure scales must be introduced; cosmological distances are measured in megaparsecs, 1 Mpc
= 3.86× 1022 m; masses are often expressed in solar masses, 1 M� = 1.99× 1030 kg.

Cosmology in the past 15 years has made the transition to precision science and has moved from
a data-starved science to a data-driven science. This development has been driven by new technology,
which has made it possible to survey the Universe farther than before. As a result of the “avalanche
of data” of the past 20 years or so, cosmology now has a standard model. The “standard cosmologi-
cal model” or the “standard model of cosmology” only needs a few parameters to describe the origin,
composition and evolution of the Universe on large scales. However, there is a great difference between
modelling and understanding. As we will see, the standard cosmological model leaves many deep open
questions, for example: What is dark matter? Do we understand gravity on very large scales? Is there
energy associated with the vacuum? These questions show that there are deep connections between cos-
mology and fundamental physics, and that cosmological observations can be crucial to understanding
open questions in physics.

Testing fundamental physics by looking up at the sky is not new. The interplay between astro-
physics and fundamental physics has already produced spectacular findings (as an example, think about
the solar neutrino problem). Cosmological observations are key to testing fundamental physics in four
areas, in particular: dark matter, neutrinos, inflation and dark energy.

1.1 Assumptions
There are some fundamental assumptions at the basis of cosmology.

1. Physics as we know it can describe the Universe as a whole, i.e. it is the same in all corners of the
Universe.

2. On the largest scales – those mostly of interest for cosmology – the driving force is gravity, and
we can neglect complicated effects of baryonic physics.
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3. Gravity is described by general relativity (GR) – although for many applications the Newtonian
limit works fine.

4. The Universe on large scales is homogeneous and isotropic. This is called the cosmological prin-
ciple. We know that on small scales there are inhomogeneities and anisotropies – think about
galaxies, stars, the Solar System, us . . . . But on very large scales, one assumes that these inhomo-
geneities get smoothed, averaged out.

5. Therefore, the metric is Friedmann–Lemaître–Robinson–Walker (FLRW). Locally, it cannot be,
of course! Think about the metric next to a black hole, for example. This statement says that on
very large scales the global metric is FLRW.

Note that the puzzling aspects and the open questions inherent to the standard cosmological model are
leading many researchers to challenge these basic assumptions. While most people would feel uncom-
fortable touching the first two assumptions, an active area of research is to explore the observational
consequences of dropping the other assumptions.

1.2 Parameters of the model
The parameters of the standard model for cosmology can be divided into three types: (i) parameters
describing the smooth Universe, i.e. parameters that govern the global geometry of space-time and pa-
rameters that govern the expansion rate; (ii) parameters that describe the inhomogeneous Universe, i.e.
that characterize the inhomogeneities; and (iii) parameters that parametrize our ignorance – for compli-
cated, nonlinear physical processes that we cannot properly describe and model, one resorts to hiding all
those and describing the effects with extra parameters.

Of course, it is important to consider models more complex than the standard cosmological model
by introducing “extra parameters”. Finding no evidence for these extra parameters would further support
the standard model.

If the metric is FLRW, then there are only three possible (global) geometries: closed, flat or open.
The parameter that gives the global geometry is Ω = ρ/ρcrit, where ρ denotes the density. The critical
density (ρcrit) is such that the geometry is spatial flat. Ω > 1 indicates a Universe with positive curvature
and Ω < 1 one with negative curvature. Ω can be decomposed into several components, given by the
composition of the Universe. For example, everything that shines (e.g. stars) is composed by baryonic
matter. There is also, of course, dark baryonic matter such as gas, dust, etc.

However, there is more than meets the eye. The mass of galaxies, for example, can be computed
from galaxy rotation curves (angular velocity plotted against distance from the centre). The rotation curve
of a spiral galaxy can be measured by tracing the gas through specific atomic or molecular transitions,
usually in the radio part of the electromagnetic spectrum. The rotation curves of galaxies remain flat well
beyond the extent of the optical light, as first shown by Vera Rubin in the 1970s. In the Solar System,
where most of the mass is concentrated in the Sun, the inner planets have higher circular velocity than
the outer planets. A flat rotation curve indicates the existence of an unseen dark component called a halo
that extends well beyond the luminous part of a galaxy. It is useful to introduce a concept called “mass-
to-light ratio” to quantify the unseen (dark) matter component. Our Sun has by definition a mass-to-light
ratio of unity. Galaxies have a mass-to-light ratio of order 10.

Galaxies tend not to be isolated, but to cluster in galaxy clusters (gravitationally bound groups of
hundreds of galaxies). In clusters of galaxies, the depth of the potential well (and thus the total mass)
can be estimated from the velocity dispersion of the galaxies (as Zwicky did in the 1930s) or from the
temperature of the intra-cluster gas, which is so hot that it emits X-rays. This gives a mass-to-light
ratio for clusters of order 100, indicating even more dark matter. More spectacularly, and on even larger
scales, the dark matter can be seen through its gravitational lensing: the deep potential well of the dark
matter in clusters of galaxies bends the light path from background sources, distorting them into in arcs
and making multiple images. From gravitational lensing observations, the density profile of the dark
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matter in clusters (and in galaxies) has been mapped out. The dark matter “halo” extends well beyond
the stars/galaxy component and has a steep density profile towards the centre.

More recently, new direct evidence has emerged on dark matter and its nature [1]. The so-called
“bullet cluster” shows the aftermath of an impact where a small cluster (the bullet) hit and passed through
a larger cluster (the target). Combined observations of the optical (stars), X-rays (gas) and gravitational
lensing (all, but mostly dark matter) show that the gas (baryonic matter, which is collisional), feel-
ing drag due to electromagnetic interactions, lags behind the collisionless component (dark matter and
stars/galaxies – which on these large scales for all purposes act as a collisionless component).

Dark matter should be not only collisionless but also cold, i.e. have small velocity. Dark matter
must be cold to give steep halo density profiles (see e.g. [2]) and to describe the clustering properties of
large-scale structure (see section 3).

Let us move on to consider the expansion of the Universe. Hubble in the 1920s realized that there
was a linear relation between the distance of galaxies and the wavelength shift of their spectra (mostly
to longer wavelengths, thus called redshift). By interpreting the galaxy redshift as recession velocity, we
obtain the Hubble law cz = v = H0d, where d denotes the distance, z the redshift and H0 the Hubble
constant. Owing to the finite speed of light, redshift is therefore an indicator not only of distance but also
of time: light from an object at “high” z comes not only from far away but also from the past.

Hubble showed that the Universe is not static but expanding (something that today we take for
granted). As a consequence, the Universe must have had a beginning. There are more consequences
of the expansion. If we run the “movie” of the expansion backwards, we obtain that, far enough back
in the past, all the content of the Universe was concentrated in a singularity (the Big Bang). Also,
during expansion, the Universe cooled, so the early Universe was hot. The hot Big Bang scenario is
extremely successful in explaining some key observations: the abundance of light elements and the
cosmic microwave background (CMB). The CMB is discussed in section 2. The abundance of light
elements is explained by the so-called Big Bang nucleosynthesis. I will not discuss nucleosynthesis
here, although it is a fascinating subject. I will just mention that primordial nucleosynthesis took place
minutes after the Big Bang and that, through the hot starting temperature and the gradual cooling of the
Universe, the nuclei of elements from deuterium, helium isotopes, lithium and beryllium were made.
Elements heavier than that were subsequently made by stars.

Note that, in the expansion of the Universe, what is expanding really is space-time. It is not that
galaxies are running away from one another through a static space-time. At first approximation, galaxies
are fixed in space and moving with it. Galaxies in reality do move through space-time, as we will see later,
but this motion is small compared to the Hubble expansion and is sourced by small inhomogeneities. As
the Hubble expansion is a stretching of space-time, there is no contradiction to find that at high redshift
things seems to move at speeds comparable to the speed of light: no information is really moving through
space-time at that speed (or faster).

If we consider the expansion of the Universe and the homogeneity and isotropy properties, then it
is useful to define a scale factor to describe the expansion. The distance r between any two points as a
function of time t can be factorized as r(t) = r(t0)a(t), where a denotes the scale factor and r(t0) is the
comoving coordinate. It is easy to see that the Hubble parameter is given by ȧ/a, where the dot denotes
the time derivative. Also, it is easy to see that a = 1/(1 + z).

It is easy to conclude that, if the Universe is expanding and its content is matter (dark or not) – and
possibly curvature – gravity should slow down the expansion over time. Not only that, but by measuring
the deceleration, one should be able to “weigh” the Universe! So it was a big surprise when, in 1998,
two teams [3,4] analysing their data came to the conclusion that the expansion was actually accelerating.
Their measurements relied on surveying a particular type of exploding star and measuring their redshifts.
These exploding stars are “standard candles”, i.e. they all have the same intrinsic luminosity.1 The

1To be completely precise, these are “standardizable” candles; they all have approximately the same intrinsic brightness,
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redshifts give the recession velocity, and the observed brightness of the standard candle (the intrinsic
luminosity of which is known, and the same for all standard candles) gives an estimate of the distance.
Thus, one can map the recession velocity as a function of distance, and trace the expansion history of the
Universe.

The principal investigators of the two teams received the Nobel Prize in Physics in 2011. The dis-
covery of the accelerated expansion has changed the course of cosmology, with most major observational
efforts today being devoted to understanding the acceleration.

As an interesting historical note, recall that Einstein added a cosmological constant term (Λ) to
his equations motivated by the need to make the Universe static. When Hubble discovered the expan-
sion of the Universe, Einstein deemed Λ the biggest blunder of his life. However, the discovery of the
accelerated expansion brought Λ back. Matter (which is pressureless if it is dark matter or has a positive
pressure) makes the expansion slow down; a component with negative pressure (such as a cosmological
constant) is needed to make the expansion accelerate. So, in the standard cosmological model, there is
a component to Ω made by baryonic matter (Ωb), a component made by dark matter (Ωdm), a compo-
nent made by radiation, which is unimportant in the energy budget today, and a component given by Λ
(ΩΛ). However, other “stuff” than a simple cosmological constant (fluids with negative pressure, slowly
rolling scalar fields, more exotic things such as deviations from general relativity) could fit the bill. All
this goes generically under the name of “dark energy”. The Nobel Prize presentation speech says: “The
discovery of accelerating expansion through studies of distant supernovae has thus changed our image of
the Universe in an unexpected, dramatic way. We have realised that we live in a Universe which largely
consists of components that are unknown to us. Understanding dark energy is a challenge for scientists
all over the world.”

The evolution of the Universe is driven by these parameters (Ωm, ΩΛ, H0) through the Friedmann
equations2 and the properties of the various components. Note that the different components of the Uni-
verse scale differently with the expansion, i.e. dilute differently as the Universe expands. For example,
the cosmological constant does not dilute, whereas matter dilutes as (1 + z)3 .

So, let us move on to introduce the parameters describing clustering. We concentrate on cluster-
ing on very large scales, say from a few Mpc and above, called large-scale structure. In the standard
cosmological model, all structures in the Universe arise from small primordial perturbations (see section
5) that grew under gravity. No theory in cosmology will be able to predict that a particular galaxy will
form in a specific place; a cosmological model will be able to predict the statistical properties of the
fluctuations. The statistical tool most used is the power spectrum, which is the Fourier counterpart of the
correlation function. The way to characterize the primordial power spectrum is as a power law with an
amplitude (usually called A)3 and a slope (ns). Here the subscript “s” stands for scalar perturbations. In
the standard cosmological model, scalar perturbations are all there effectively is, but beyond the (mini-
mal) standard model there may be other type of perturbations (e.g. isocurvature, tensors, vorticity, etc.,
depending on how imaginative or non-standard one wants to be).

Finally, there is one more parameter in the model, which is one of those characterizing our igno-
rance: this is the “optical depth” parameter. It encloses information about the epoch of formation of the
first stars and how powerful they were at emitting radiation that ionizes the gas in the Universe.

So, there are six parameters in the standard cosmological model, also called ΛCDM or LCDM
(CDM standing for “cold dark matter”). These six parameters fit observations of the Universe from
z = 1100 (corresponding to 380 000 years after the Big Bang or, in the LCDM model, 13.7 billion years
ago) to today. The Universe is spatially flat, made of baryonic matter, cold dark matter, cosmological
constant and radiation, which is unimportant today (but much more important in the past). One more

but any variation correlates with other observables and therefore can be effectively corrected for.
2See class slides.
3The numerical value of the amplitude is dependent on the convention used, i.e. the choice of the pivot point, which is the k

value where the amplitude is set.
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parameter describes the present-day expansion rate (the Hubble constant). In this model, inflation (see
section 5) generated the primordial perturbations that grew under gravity. Two parameters characterize
the primordial perturbations: their power spectrum power-law amplitude and slope. This is an extremely
successful model and the values of the six basic parameters are known with per cent accuracy.

It is interesting to note that the model was developed when the datasets available were much
smaller and of much lower quality than those available today. But the model has survived the scrutiny
of time and the stringent test imposed by comparison to the new data. This does not mean that there is
no space for small deviations from this standard cosmological model, and in fact much of the research
in cosmology these days is focused on constraining deviations from this model. This model leaves many
open questions, such as the following: What is Λ? Is it really a constant? What is dark matter? Why are
Ωm and ΩΛ comparable today? What is the physics behind inflation? We will revisit these issues later
on.

2 The cosmic microwave background
The Universe cools as it expands – the redshift results in a reduction of temperature (think of Wien’s
law). If the Universe is cool, large and expanding today, it must have been smaller and warmer in the
past. This leads to the cosmic microwave background (CMB), the relict radiation from the Big Bang
that pervades the whole Universe. Also, while looking far away corresponds to looking back in time, the
CMB also gives a “surface” behind which we cannot see directly.

Regular hydrogen gas lets light pass through more or less unimpeded. This is the case today, where
the hydrogen gas is either cold and atomic, or very thin, hot and ionized. But in the early Universe,
when it was much warmer, the gas would have been ionized, and the Universe opaque to light. As
the Universe cooled, the electrons and protons “recombined” into normal hydrogen, and the Universe
suddenly became transparent. This gives the last scattering surface: a snapshot of the early Universe.

As a historical note, the CMB was discovered “accidentally” in 1965 by two engineers (Penzias
and Wilson) at Bell Labs in New Jersey, USA, as a uniform glow across the sky in the radio. At the
same time a few miles away at Princeton University, researchers (Dicke, Peebles, Roll and Wilkinson)
were looking for the “primordial fireball”, which would be an unavoidable consequence of the hot Big
Bang model. It should be the blackbody emission of hot, dense gas (temperature T ∼ 3000 K, peak
wavelength λmax ∼ 1000 nm) redshifted by a factor of 1000 to a peak wavelength of 1 mm and T ∼ 3 K
radiation. When they heard of the discovery at Bell Labs, Dicke was reported to say “Well boys, we
have been scooped!” Penzias and Wilson received the Nobel Prize in 1978. Two papers (the discovery
one and the theoretical explanation) by the two groups were published back to back in the Astrophysical
Journal in 1965 [5, 6].

We had to wait until 1992 for the results of the COBE satellite to confirm that the radiation was
truly a blackbody and that small anisotropies (about one part in 105) were present. The small anisotropies
correspond to the primordial fluctuations that grew under gravitational instability to form all the struc-
tures we see today. The COBE team was awarded the Nobel Prize in Physics in 2006. The prize dedica-
tion mentions “These measurements . . . marked the inception of cosmology as a precise science.” In fact,
accurate measurements of the CMB fluctuations were crucial in establishing the standard cosmological
models and constraining its parameters at the per cent level.

We see density perturbations as temperature fluctuations: photons need to climb out of potential
wells before they can travel to us. Thus, from potential hills, the radiation is blueshifted and they look
hotter; from potential wells, the radiation is redshifted and they look colder. See Fig. 1 for a map of
these temperature fluctuations as seen by the WMAP satellite. It is from the statistical properties of these
fluctuations that it was possible to constrain cosmological parameters so well.

Recall that the last scattering surface (which we see as the CMB) is a snapshot of the early Uni-
verse. As the inverse was hot and photons were coupled to baryons, it gives us a snapshot of the photon–
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baryon fluid. On large scales, we see primordial ripples. On smaller scales, there are two competing
effects: the radiation pressure from photons, and the compression from gravity. Thus sound waves are
generated, which stop oscillating at recombination, and we see in the CMB a snapshot of when the os-
cillations stopped. There is another important ingredient, which is the horizon size at the last scattering
surface. The Universe back then was so dense that the speed of sound was very close to the speed of
light. Pressure can counterbalance perturbations only on scales smaller than how far the sound could
have travelled from the Big Bang to the epoch of the CMB (sound horizon). The horizon corresponds to
a fundamental mode and there should be an imprint in the CMB sound waves of the sound horizon as a
fundamental model and its overtones. Another interesting fact in the history of cosmology (intertwined
with political history) is the prediction of the properties of the CMB perturbations: on both sides of the
Iron Curtain (Sunyaev and Zeldovich in Russia, and Peebles and Yu in the USA), the same prediction
was being worked out, but the West was not aware of the developments published in Russian until they
were translated (see [7, 8]).

Fig. 1: Cosmic microwave background temperature anisotropies as seen by the WMAP satellite. Figure courtesy
of the WMAP science team.

A CMB map such as the one shown in Fig. 1 must be compressed to study cosmology: the tem-
perature fluctuation is expanded in spherical harmonics and the temperature angular power spectrum is
computed. If the anisotropy is a Gaussian random field (as predicted by inflation, to a good approx-
imation), then all the statistical information of the map is enclosed in the angular power spectrum C`
(Fig. 2).

Fig. 2: Angular power spectrum of the cosmic microwave background temperature anisotropies as seen by the
WMAP satellite (black) and the South Pole telescope (blue points).
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Few features are evident from the C` plot. On large scales, larger than the sound horizon, we see
the primordial ripples. On smaller scales, acoustic peaks are seen, which corresponds to extrema of the
photon–baryon fluid oscillations. A peak is associated with the main compression mode or the funda-
mental tone corresponding to the sound horizon size. Smaller peaks are associated with the maximum
rarefactions and compressions of the overtones. The fundamental mode acts as a standard ruler, as the
sound horizon size is well determined from first principles and depends very little on cosmology. By ob-
serving such a standard ruler, we are constructing the largest possible triangle which can then be used to
determine the global geometry of space-time between us and the last scattering surface. Also, the heights
of the peaks corresponding to the compression give information about the depth of the potential wells
and thus the total amount of matter. The relative heights of the peaks corresponding to compression (odd
peaks) and rarefaction (even peaks) yield information about the amount of baryonic matter. Finally, all
these processes originated from a primordial spectrum of fluctuations and the C` also carries information
on that. (For a more rigorous derivation of all this, see e.g. [9, 10].)

A key role in establishing the current standard model of cosmology was played by the WMAP
satellite. WMAP produced the highest-resolution full-sky map of the CMB anisotropies to date. A
detailed analysis of the shape of the angular temperature power spectrum from the WMAP data constrains
the parameters of the LCDM model at the per cent level (see [11–13] and references therein). For
example, the composition of the Universe is summarized in Fig. 3.

Fig. 3: The Universe composition in the standard model for cosmology. The CMB data from WMAP were crucial
to establish this model.

Before concluding this section, we should mention that the Planck satellite has been measuring
the CMB sky with even better precision than WMAP and should release its results in a year or so. There
is more information in the CMB radiation than the temperature fluctuations: the CMB light is also
polarized. This will be discussed in section 5.1.

3 Large-scale structure
Large-scale structure denotes the large-scale distribution of matter that is traced by galaxies (and gas).
When we see the primordial fluctuations in the CMB (albeit with the processing due to the fact that we see
the radiation, i.e. processed through the radiation transfer function), we see the initial conditions. When
we observe the large-scale structure, we see the result of the action of gravity. Of course, if we trace
large-scale structure using the galaxy distribution (or the intergalactic hydrogen gas via observations of
the so-called Lyman-alpha forest), we must bear in mind that galaxies may not be perfectly faithful tracers
of the dark matter distribution, i.e. they could be biased tracers. On the other hand, it has recently become
possible to trace the dark matter distribution directly via gravitational lensing. At present, gravitational
lensing measurements on large-scale structure scales still have large associated error bars, but in the
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near future specifically designed surveys will make gravitational lensing an invaluable tool to map the
large-scale structures in an unbiased way.

Again, cosmology deals with statistical properties of the large-scale structure, and the most widely
used tools are the power spectrum and the corresponding two-point correlation function. Note that,
even if the initial conditions were perfectly Gaussian, nonlinear gravitational evolution would make the
distribution non-Gaussian, 4 and thus the power spectrum of large-scale structure does not include all the
statistical properties of the distribution. Nevertheless, the power spectrum of large-scale structure is a
powerful tool to constrain cosmology. Similarly to the CMB transfer function, the primordial spectrum
also gets processed through the so-called matter transfer function. I will not go into further details here,
but I will just say that, for a given model, the matter transfer function can be computed very accurately
and thus there is (within a model) a one-to-one correspondence between the primordial spectrum and the
matter power spectrum. To date, the power spectrum has been probed from scales of k = 0.001 h/Mpc
to highly nonlinear scales of ∼ 5 h/Mpc using different tracers and different measurement approaches.
The standard cosmological model as constrained by, for example, CMB-only observations fits extremely
well the large-scale structure observations. The combination of the two datasets can be used to break
some parameter degeneracies but, more importantly, to test for deviations from the standard model.

The CMB data alone in particular are not too stringent in measuring the value of ΩΛ once the
spatial flatness assumption is dropped or even imposing flat geometry if constraining the properties of
dark energy (whether it is truly a cosmological constant or some dynamical quantity). The limitation
of the CMB in constraining dark energy is that the CMB is situated at a given redshift (z = 1090 in
the standard cosmological model to be precise). As discussed in section 6, dark energy is seen through
the acceleration of the expansion rate, so one really needs to be able to look at more than a single
snapshot of the Universe. The large-scale structure allows one to do that. In fact, the fundamental mode
that we see in the CMB, given by the sound horizon at last scattering, is also imprinted in the large-
scale structure clustering. In fact, imagine a perturbation with dark matter, baryonic matter and photons
starting all in the same phase. Photons freely stream out of the dark matter potential well carrying
the baryons with them. At decoupling, baryons find themselves offset with respect to the dark matter
and fall into the dark matter potential wells. But, as baryons are one-seventh of the dark matter, the
dark matter “feels” the baryons also through gravity. Thus the same acoustic oscillations present in the
CMB radiation should be present in the dark matter distribution, albeit with a much smaller amplitude.
If, then, galaxies form in the dark matter potential wells, the galaxy distribution should also carry the
same imprint. This signature goes under the name baryon acoustic oscillations (BAO) [14] and was
first detected in galaxy surveys in 2005 [15, 16]. Of course, if the BAO signature can be detected in a
large-scale structure survey at different redshifts, one would have a standard ruler with which to trace the
expansion history of the Universe. More precisely, a measurement of the radial BAO signal would give
a combination of the standard ruler and the Hubble parameter as a function of redshift, and the angular
BAO signal would yield a combination of the standard ruler and the angular diameter distance. This is
what current, forthcoming and planned surveys are aiming to measure. In addition, the shape of the large-
scale structure power spectrum encloses information not only about the primordial fluctuations but also
about cosmological parameters. Of course, there are many challenges in this measurement beside the
technical difficulty of surveying the position of galaxies over a sizeable part of the observable Universe;
among them, modelling the effects of nonlinear evolution, and the fact that galaxies may not be faithful
tracers of the underlying dark matter distribution. To date, the most recent constraints on cosmology
from such a signal are presented in Refs. [17–19].

One aspect that the combination of CMB and large-scale structure can measure well and for which
4In fact, if δ = δρ/ρ, where ρ stands for the density, in a Gaussian distribution the average value of δ is zero and the

distribution is symmetric around zero. But as perturbations grow under gravity, overdense regions can grow almost without
limit (e.g. you, as a human being with an average density close to the one of water, do correspond to δ ∼ 2 × 1030), but
underdense regions can never go below δ = −1; therefore, a skewness develops.
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Fig. 4: (left) The large-scale structure power spectrum as measured from the Digital Sky Survey data release 7.
(right) The same power spectrum divided by a smooth one to highlight the BAO feature. The solid line is the theory
prediction for a standard LCDM model. Figure reproduced from Ref. [17].

future data promise to be particularly constraining and of interest to this audience is neutrino properties.

4 Neutrino properties and cosmology
Neutrino oscillations indicate that neutrinos have mass, although neutrino mass eigenstates are not the
same as flavour eigenstates. The standard model has three neutrinos and, combined with oscillation
constraints (one mass splitting much larger than the other one), one concludes that three neutrino mass
hierarchies are possible: normal (one heavy neutrino and two light ones – NI), inverted (two heavy and
one light – IH) and degenerate (where the mass splitting is small compared to the overall neutrino mass
scale). While particle physics experiments are extremely sensitive to flavour but much less sensitive to the
absolute mass, cosmology is insensitive to flavour but sensitive to the absolute mass scale. Cosmological
constraints on neutrino properties are highly complementary to particle physics experiments for several
reasons, as we explain below.

1. Relict neutrinos.
Relict neutrinos produced in the early Universe are hardly detectable by weak interactions, making
it impossible with foreseeable technology to detect them directly. But cosmological probes offer
the opportunity to detect (albeit indirectly) relict neutrinos. The hot Big Bang model predicts a
background of relict neutrinos in the Universe with an average number density of∼ 100Nν cm−3.
These neutrinos decouple from the CMB at redshift z ∼ 1010 when the temperature was about a
few MeV, but remain relativistic down to much lower redshifts depending on their mass.

Massive neutrinos affect cosmological observations in different ways. Primary CMB data alone
can constrain the total neutrino mass, Σ, if it is above ∼ 1 eV ( [13] find Σ < 1.3 eV at 95%
confidence) because these neutrinos become non-relativistic before recombination, leaving an im-
print in the CMB. Neutrinos with masses Σ < 1 eV become non-relativistic after recombination,
altering matter–radiation equality for fixed Ωmh

2; this effect is degenerate with other cosmologi-
cal parameters from primary CMB data alone. After neutrinos become non-relativistic, their free
streaming damps the small-scale power and modifies the shape of the matter power spectrum be-
low the free-streaming length. The free-streaming length of each neutrino family depends on its
mass.

Current cosmological observations do not detect any small-scale power suppression and break
many of the degeneracies of the primary CMB, yielding constraints of Σ < 0.3 eV [17]. A
detection of such an effect, however, would provide a detection, although indirect, of the cosmic
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neutrino background. The fact that oscillations predict a minimum total mass Σ ∼ 0.54 eV implies
that forthcoming surveys have the statistical power to detect the cosmic neutrino background.

2. Cosmology remains a key avenue to determine the absolute neutrino mass scale.
Particle physics experiments will be able to place lower limits on the effective neutrino mass which
depend on the hierarchy, with no rigorous limit achievable in the case of normal hierarchy. Neu-
trinos free streaming suppress the small-scale clustering of large-scale cosmological structures by
an amount that depends on neutrino mass. Planned surveys should yield an error on Σ of 0.04 (for
details see Ref. [20]) and therefore will not only detect the effect of massive neutrinos on clustering
but also determine the absolute neutrino mass scale.

3. “What is the hierarchy (normal, inverted or degenerate)?”
Neutrino oscillation data are unable to resolve whether the mass spectrum consists of two light
states with mass m and a heavy one with mass M (NH) or two heavy states with mass M and
a light one with mass m (IH) in a model-independent way. Cosmological observations can help
to determine the hierarchy. Since cosmology is insensitive to flavour, one might expect that cos-
mology may not help in determining the neutrino mass hierarchy. However, for Σ < 0.1 eV, only
normal hierarchy is allowed, and thus a mass determination can help disentangle the hierarchy.
There is, however, another effect: neutrinos of different masses become non-relativistic at slightly
different epochs; the free-streaming length is slightly different for the different species, and thus
the detailed shape of the small-scale power suppression depends on the individual neutrino masses
(not just on their sum).

As discussed in Ref. [21], in cosmology one can safely neglect the impact of the solar mass
splitting. Thus two masses characterize the neutrino mass spectrum, the lighter one, m, and the
heavier one,M . The mass splitting can be parametrized by ∆ = (M−m)/Σ for normal hierarchy
and ∆ = (m −M)/Σ for inverted hierarchy. Cosmological data are very sensitive to |∆|; the
direction of the splitting (the sign of ∆) introduces a subdominant correction to the main effect.
Planned surveys should be able to measure |∆| and may be able to help to determine the hierarchy
(i.e. the mass splitting and its sign) if far enough away from the degenerate hierarchy (i.e. if Σ <
0.13).

4. “Are neutrinos their own antiparticle?”
If the answer is “yes”, then neutrinos are Majorana fermions; if not, they are Dirac. If neutrinos
and antineutrinos are identical, there could have been a process in the early Universe that affected
the balance between particles and antiparticles, leading to the matter–antimatter asymmetry we
need to exist. This question can, in principle, be resolved if neutrinoless double-beta decay is
observed. But if such experiments lead to a negative result, the implications for the nature of
neutrinos depend on the hierarchy. As shown in Ref. [21] (and references therein), in this case
cosmology can offer complementary information by helping to determine the hierarchy.

5. Number of neutrino species.
After decoupling, neutrinos contribute to the relativistic energy density. Cosmology is sensitive
to the physical energy density in relativistic particles in the early Universe ωrel, as it affects the
expansion history; ωrel includes photons and neutrinos ωrel = ωγ+Neffων , where ωγ is the energy
density in photons, ων the energy density in one neutrino and Neff is the effective number of
neutrino species. In the standard model with three neutrinos Neff = 3.046 to account for quantum
chromodynamic effects and for neutrinos being incompletely decoupled during electron–positron
annihilation.

With ωγ being extremely well constrained from the measurement of the CMB temperature,
constraints on ωrel can be interpreted in terms of Neff , although a deviation from Neff = 3.046
may indicate not only extra neutrino species but also any process that affects the expansion history.
Any light particle that does not couple to electrons, ions and photons will act as an additional
relativistic species. The relativistic energy density ωrel (and therefore Neff ) impacts the Big Bang
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nucleosynthesis through it effect on the expansion rate. The relativistic energy density also affects
the CMB via the expansion rate, which alters the epoch of matter–radiation equality.

5 Inflation
The popular Big Bang model (combined with general relativity and the cosmological principle) is ex-
tremely successful at predicting observations such as Hubble’s law, the CMB and the abundance of light
elements. However, it leaves some major open problems: the flatness problem, the horizon problem and
the monopole problem (and the origin of the cosmological perturbations). In other words, we still have
the following puzzles:

(a) Why is the Universe so flat? The Friedmann equations extrapolated back in time5 basically say
that, in order for |Ω− 1| < 0.1, say, as observations indicate, very early on |Ω− 1| < 10−60.

(b) Why is the Universe so big? The Universe is homogeneous on large scales. Take, for example,
the CMB radiation: two antipodal points are separated by 30 000 Mpc and are both at 2.726 K
(modulo the CMB temperature fluctuations, which are, however, very very small), but the age of
the Universe back then was only 380 000 years. Light could have travelled only 380 000 light
years, i.e. only points closer than that (i.e. closer than about 0.2 Mpc) could have been in causal
contact. How, then, can two antipodal points be at the same temperature?

(c) If the Universe cooled from an extremely hot phase, in the very early Universe there should have
been phase transitions and they should have left cosmological defects. Of all the types of cosmo-
logical defects, monopoles are the most dangerous ones: more than one in the observable Universe
would be catastrophic, i.e. would violate all observations.

(d) Finally, where do the primordial perturbations we talked about before come from?

The paradigm of inflation comes to the rescue. The concept of inflation was started in 1981 by
Alan Guth, but it is still a very active area of research and is still a paradigm rather than a specific
model or theory. Inflation postulates a brief period of accelerated expansion in the very early Universe,
something not too dissimilar from a cosmological constant. In particular, one postulates the existence of
one (or more) field (the inflaton) which rolls down a potential very slowly. Specific models have different
shapes for the inflaton potential.

This solves all the above puzzles in one go. (c) Monopoles are diluted away very quickly so that
there would be no more than one in the observable Universe. (a) The flatness problem is solved, as a rapid
expansion by many e-foldings would make any non-flat geometry arbitrarily close to flat. (b) In order to
understand the solution of the horizon problem, we need to realize that in cosmology there are different
types of horizons and this happens because light travels at finite speed (which gives a horizon) but at
the same time the Universe is expanding. Thus the particle horizon is the maximum comoving distance
light could have propagated in a given interval of time from a specific t1 to t2, and takes into account the
past expansion history. Note that, for the same time interval, the particle horizon can be very different
if the expansion history changes! Then there is the Hubble horizon, which is just the speed of light
divided by the time interval. For normal expansion histories, the Hubble horizon is not too different from
the particle horizon, but for weird expansion histories the two can be very different. For example, in an
accelerated expansion, the particle horizon becomes much bigger than the Hubble horizon. So all regions
of the Universe, even if separated by many Hubble horizons, are so uniform because in the past they were
in causal contact – they are all within each other’s particle horizon! Because of (b), inflation generated
super-horizon perturbations (of course, this refers to the Hubble horizon). (d) As an added bonus inflation
generates Gaussian perturbations: quantum fluctuations stretched to become classical by the expansion.
The mechanism is similar to Hawking radiation. (The event horizon being the complementary concept

5See class slides.
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to the particle horizon.) It turns out that the power spectrum of these perturbations will be a power law:
different models of inflation predict slightly different power laws, but all are close to “scale-invariant”.

One may ask, can this paradigm of inflation be tested? Inflation predicts a flat Universe, and so far
observation says that the Universe is consistent with being flat. Inflation predicts a power-law primordial
power spectrum close to scale-invariant, and specific models yield slightly different slopes. Observations
are fully consistent with a power-law power spectrum close to scale-invariant, and we hope to be able
to distinguish different inflationary models by determining the slope accurately. For example, current
data give ns = 0.968 ± 0.012 [13], which excludes the perfectly scale-invariant spectrum at the 99.5%
confidence level. Inflation predicts primordial perturbations very close to Gaussian, and indeed this is
confirmed by observations. Inflation predicts super-horizon perturbations and a stochastic background
of gravity waves. These prediction can also be tested with observations. To understand this, we first need
to introduce CMB polarization.

5.1 CMB polarization
The CMB light was predicted to be polarized shortly after the CMB was discovered. The CMB polar-
ization signal was first detected on a patch of the sky by the DASI experiment in 2002 [22, 23] and then
mapped over the full sky by WMAP.

Temperature quadrupole at the last scattering surface generates polarization via Thomson scatter-
ing.6 On sub-horizon scales it is the density perturbations that give the quadrupolar pattern. One should
therefore expect a radial pattern around a hot spot and a tangential one around cold spots. This has been
seen (albeit by stacking the pattern around many spots) in 2010 (see Ref. [13]). For density fluctuations
on large (super-horizon scales) it is the velocity they source (from hot spots to cold spots) that generates
the quadrupolar pattern. Since the velocity is out of phase with the density perturbation, and on super-
horizon scales the temperature signal is sourced by the density and the polarization by the velocity, one
should expect an anticorrelation between temperature and polarization on these scales [24, 25], which
has been seen (see Ref. [26]). This is the signature of the existence of super-horizon perturbations as
predicted by inflation.

There is more. Density perturbations have no handedness and therefore the polarization pertur-
bations also do not have handedness (recall: radial or tangential patterns around spots). Gravity waves
stretch space-time and also generate a quadrupolar pattern at the last scattering surface. But gravity waves
are tensor perturbations and have a handedness. The CMB polarization pattern can be decomposed into
two modes in analogy to electromagnetism: the E mode (which has no handedness) and the B mode (with
handedness). The B-mode pattern cannot be generated by scalar perturbations but can be generated by
gravity waves. A detection of primordial B-mode polarization in the CMB would be a detection of the
inflationary stochastic gravity wave background. This is the holy grail of CMB polarization.

The measurement of CMB primary polarization is, however, very difficult. In fact, the signal is
very small (orders of magnitude below the temperature signal) and is contaminated by the emission of
our own Galaxy.

In summary, quantum fluctuations get stretched to become classical and “super-horizon” because
of the accelerated expansion. The spacing of the fluctuations (their power as a function of scale) depends
on how fast they exited the horizon (i.e. on the Hubble parameter during inflation), which in turn depends
on the inflaton potential. Thus the shape of the primordial power spectrum encloses information on the
shape of the inflaton potential! In general, the observational constraints of Nefold > 50 requires the
potential to be flat (not every scalar field can be the inflaton). Detailed measurements of the shape of
the power spectrum can rule in or out different potentials. So far, observations are consistent with the
simplest inflationary models; from current datasets, some specific inflationary models are being critically
tested.

6See class slides.
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For more information and an overview of references and possible forthcoming data, see Refs. [27,
28] and references therein.

6 Dark energy
If we go back to look at Fig. 3 we quickly realize that in the standard cosmological model 96% of the
Universe is missing, i.e. it is supposed to be in the form of dark matter or dark energy, about which we
know very little. While the dark matter at least is a form of matter and may soon be detected directly by
one of the underground ongoing experiments, there are two major open questions of the model that can be
observationally addressed exclusively by looking at the sky: What created the primordial perturbations?
What makes the Universe accelerate? These two questions may not be unrelated. The first question was
examined in section 5, so here we concentrate on the second question.

A major part of the observational effort in cosmology today is devoted to the accelerating Universe
and dark energy. It is important to stress a peculiarity of cosmological observations: this sets a funda-
mental limit on how well a property of the Universe or a parameter of the model can be measured, which
is called the cosmic variance limit. The cosmological principle of homogeneity and uniformity implies
that we can use statistical properties of the Universe as observables and as a measurable quantity to make
connection with theoretical predictions. Inflation also tells us that the visible Universe is only a small
part of the Universe. It is only possible to observe part of the Universe at one particular time, so it is
difficult to make statistical statements about cosmology on the scale of the entire Universe, as the number
of independent observations (sample size) is finite. In cosmology we are interested in the properties of
the underlying model, which is valid for the entire Universe, not just the observable Universe. This sets
an error floor, and a fundamental limit to any measurement, the so-called cosmic variance error.

Like every cloud has a silver lining, this means that in principle in cosmology one can plan the
perfect experiment: repeating the experiment or improving it will not improve the statistical errors. In
cosmology, therefore, we can do what I call “ultimate experiments”. The interesting new development is
that planned and some ongoing surveys are ultimate experiments.

Back to dark energy. If we assume a model where the Universe is composed by matter and a
cosmological constant, and we impose spatial flatness, then CMB observations alone indicate that Ωm ∼
0.27 and ΩΛ ∼ 0.73. If we do not impose flatness, then we need to consider along with the CMB also
supernovae data or large-scale structure data or measurements of the Hubble parameter (or more than one
of these, of course). In this case, then, a flat model with the above values for matter and cosmological
constant is a very good fit to the observations.

In Einstein’s equations, the cosmological constant can be interpreted as vacuum energy. However,
when computing the expected vacuum energy density from the quantum field theory approach, the the-
oretically predicted value exceeds the measured one by 123 orders of magnitude. This has been dubbed
the “cosmological constant problem”. The vacuum energy density (which does not dilute as the Uni-
verse expands) would have made a negligible contribution in the early Universe but the future Universe
would grow so quickly as to be essentially empty of matter. This is the “Why now?” problem: Why
is the brief epoch when the cosmological constant is non-negligible but still comparable with the matter
density coincident with the present day? Why is the present day so special?

To overcome these problems, one needs to look for different physical mechanisms. A dynamical
option is to suppose that a cosmic scalar field, minimally coupled to gravity, called “quintessence” ,
changing with time and slowly varying across space, is slowly approaching its ground state. In the basic
quintessence scenario, the dark energy enters only at late times in the evolution of the Universe. More
realistic scalar field models of quintessence track the dominant component of the cosmological cosmic
fluid until the current epoch, when the quintessence energy overtakes the matter density. In the case
of quintessence, dark energy can be interpreted as a fluid with an effective equation-of-state parameter
w = p/ρ, where p demotes the pressure. For a cosmological constant w ≡ −1, for quintessence
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w 6= −1 and it can be a function of redshift. Current constraints on w assumed to be constant in redshift
and assuming a flat Universe are shown in Fig. 5. Note that, so far, observations are consistent with a
cosmological constant.

Fig. 5: Observational constraints on the dark energy equation-of-state parameter assumed to be constant with
redshift and assuming a flat Universe geometry: black, WMAP, seven years only; red, WMAP + BAO + H0;
yellow, WMAP + supernovae; cyan, WMAP + BAO + supernovae.

It is customary to parametrize a possible evolution of the equation-of-state parameter as a linear
function of the scale factor. This parametrization is useful to quantify the performance of future surveys
or to quantify how different from a cosmological constant dark energy may be as long as observations
give back a w consistent with −1, but it does not have any physical motivation.

The conclusion that we live in such a strange Universe relies on the assumption that general rel-
ativity holds on scales comparable to the horizon. In fact the evidence for dark energy comes from
observations of the Universe on extremely large scales, comparable to the size of the observable Uni-
verse. However, precision tests of gravity have been made only up to Solar System scales. An enormous
extrapolation (13 orders of magnitude) is needed to apply it to horizon scales. It may be that gravity as we
know it breaks down on those scales, and we interpret that as an accelerated expansion. Is it possible to
distinguish between all these different possible explanations for dark energy (i.e. cosmological constant,
a slowly varying scalar field or modifications of general relativity on large scales)?

Let us review the observational effects of dark energy. They can be divided into two broad classes.
The first is observations of the expansion history of the Universe. These are the recession velocity versus
brightness of standard candles (e.g. supernovae), the position of the CMB acoustic peaks, which gives
the angular diameter distance to the last scattering surface, and the BAO, which give angular diameter
distance and Hubble parameter as a function of redshift. The second is the growth rate of structures. The
growth of cosmological perturbations is driven by gravity but its rate is a result of two competing effects:
the pull of gravity and the expansion rate of space-time. If gravity is well described by GR, then the
growth rate of structure can yield unequivocally the expansion rate and thus the properties of a cosmo-
logical constant or quintessence. Galaxy (or gravitational lensing) surveys can yield a measurement of
the growth of structure because they can measure the amplitude of the power spectrum as a function of
redshift. The clustering of galaxies, however, may not be a faithful tracer of the density field, as galaxies
may be biased tracers. In fact, the process of galaxy formation is complex and may not be solely driven
in a deterministic and simple way by the dark matter overdensity.
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On the other hand, galaxy surveys also probe the peculiar velocity field. In fact, galaxy surveys
use the observed galaxy redshift as a distance indicator; this would be a faithful tracer of the distance in
a perfectly uniform Universe where everything moved with the Hubble flow. In a clumpy Universe, the
Hubble flow is disturbed by overdensities and so clustering in the line-of-sight direction gets distorted.
While this may seem a nuisance, if it can be correctly modelled and interpreted, it is not. In fact, such
distortions directly probe the velocity field. The velocity field is sourced directly by the potential, thus it
is a direct probe of the density perturbations and it is not as subject to bias as is the galaxy overdensity
field.

On the other hand, if gravity on large scales deviates from general relativity, this would affect both
the expansion history and the growth rate of structure. Any expansion history (due to quintessence or
due to modifications of gravity) can be interpreted as a quintessence model with a suitable w(z). But if
gravity is modified, then there would be a mismatch between expansion history and growth. This is the
reason why forthcoming surveys are poised to measure both expansion history and growth of structures
– see e.g. Refs. [29, 30] and references therein.

7 Conclusions
The standard cosmological model is extremely successful: with a handful of parameters it can describe
observations of the Universe on large scales from 380 000 years after the Big Bang until today (13.7
billion years after the Big Bang). The parameters of the model are constrained observationally with per
cent precision. However, we have no real understanding of what these parameters mean. Cosmology is
now in a similar stage in its intellectual development to particle physics four decades ago when particle
physicists converged on the current Standard Model. The Standard Model of particle physics fits a wide
range of data, but does not answer many fundamental questions, for example: What is the origin of
mass? Why is there more than one family? Similarly, the standard cosmological model has many deep
open questions: What is the dark energy? What is the dark matter? What is the physical model behind
inflation (or something like inflation)? The questions address an emerging model of the Universe that
connects physics at the most microscopic scales to the properties of the Universe and its contents on the
largest physical scales.

It is interesting to note that, while dark matter may soon be detected directly by underground
experiments, the open questions of dark energy and inflation can be addressed almost exclusively by
observing the cosmos. Dark energy and inflation both rely on an accelerated expansion of the Universe.

Despite inflation happening 13.7 billion years ago and dark energy happening today, we seem to
know much less about dark energy. In fact, we can test about 10 efoldings of inflation by looking at
cosmological structures, but we cannot see dark energy perturbations and we can only see about two
efoldings. But we can follow the (recent) expansion history and the growth of cosmological structures
and this is what forthcoming surveys are poised to do. The wealth of forthcoming cosmological data will
provide ever more rigorous tests of the cosmological standard model and search for new physics beyond
the Standard Model.
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Ultrahigh-Energy Cosmic Rays: Facts, Myths and Legends
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Abstract
This is a written version of a series of lectures aimed at graduate students in
astrophysics and theoretical/experimental particle physics. In the first part, we
explain the important progress made in recent years towards understanding
the experimental data on cosmic rays with energies & 108 GeV. We begin
with a brief survey of the available data, including a description of the en-
ergy spectrum, mass composition and arrival directions. At this point we also
give a short overview of experimental techniques. After that, we introduce the
fundamentals of acceleration and propagation in order to discuss the conjec-
tured nearby cosmic-ray sources, and emphasize some of the prospects for a
new (multiparticle) astronomy. Next, we survey the state of the art regarding
the ultrahigh-energy cosmic neutrinos that should be produced in association
with the observed cosmic rays. In the second part, we summarize the phe-
nomenology of cosmic-ray air showers. We explain the hadronic interaction
models used to extrapolate results from collider data to ultrahigh energies, and
describe the prospects for insights into forward physics at the Large Hadron
Collider. We also explain the main electromagnetic processes that govern the
longitudinal shower evolution. Armed with these two principal shower ingre-
dients and motivation from the underlying physics, we describe the different
methods proposed to distinguish primary species. In the last part, we out-
line how ultrahigh-energy cosmic-ray interactions can be used to probe new
physics beyond the electroweak scale.

1 Setting the stage
For biological reasons, our perception of the Universe is based on the observation of photons, most
trivially by staring at the night sky with our bare eyes. Conventional astronomy covers many orders of
magnitude in photon wavelengths, from 104 cm radio waves to 10−14 cm gamma rays of GeV energy.
This 60 octave span in photon frequency allows for a dramatic expansion of our observational capacity
beyond the approximately one octave perceivable by the human eye. Photons are not, however, the
only messengers of astrophysical processes; we can also observe cosmic rays and neutrinos (and maybe
also gravitons in the not-so-distant future). Particle astronomy may be feasible for neutral particles or
possibly charged particles with energies high enough to render their trajectories magnetically rigid. This
new astronomy can probe the extreme high-energy behaviour of distant sources and perhaps provide
a window into optically opaque regions of the Universe. In these lectures we will focus attention on
the highest-energy particles ever observed. These ultrahigh-energy cosmic rays (UHECRs) carry about
seven orders of magnitude more energy than the beam at the Large Hadron Collider (LHC). We will
first discuss the requirements for cosmic-ray acceleration and propagation in the intergalactic space.
After that we will discuss the properties of the particle cascades initiated when UHECRs interact in
the atmosphere. Finally we outline strategies to search for physics beyond the highly successful but
conceptually incomplete Standard Model (SM) of weak, electromagnetic and strong interactions.

Before proceeding, we pause to present our notation. Unless otherwise stated, we work with
natural (particle physicist’s) Heaviside–Lorentz (HL) units with

~ = c = k = ε0 = µ0 = 1.
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Table 1: Symbols and units of most common quantities.

Symbol Quantity Unit
J diffuse flux GeV−1 cm−2 s−1 sr−1

Φ diffuse neutrino flux (upper bound) GeV−1 cm−2 s−1 sr−1

φ point-source neutrino flux (upper bound) GeV−1 cm−2 s−1

L source luminosity erg s−1

L integrated luminosity fb−1 ≡ 10−39 cm2

Q source emissivity GeV−1 s−1

Q source emissivity per unit volume GeV−1 cm−3 s−1

The fine-structure constant is α = e2/(4πε0~c) ' 1/137. All SI units can then be expressed in electron-
volts (eV), namely

1 m ' 5.1× 106 eV−1, 1 s ' 1.5× 1015 eV−1, 1 kg ' 5.6× 1035 eV,

1 A ' 1244 eV, 1 G ' 1.95× 10−2 eV2, 1 K ' 8.62× 10−5 eV.

Electromagnetic processes in astrophysical environments are often described in terms of gauss (G) units.
For a comparison of formulas used in the literature, we note the conversions: (e2)HL = 4π(e2)G,
(B2)HL = (B2)G/4π and (E2)HL = (E2)G/4π. To avoid confusion we will present most of the
formulas in terms of “invariant” quantities, i.e. eB, eE and the fine-structure constant α. Distances
are generally measured in Mpc ' 3.08 × 1022 m. Extreme energies are sometimes expressed in EeV
≡ 1018 eV. The symbols and units of most common quantities are summarized in Table 1.

2 Frontiers of multi-messenger astronomy
2.1 A century of cosmic-ray observations
In 1912 Victor Hess carried out a series of pioneering balloon flights during which he measured the levels
of ionizing radiation as high as 5 km above the Earth’s surface [1]. His discovery of increased radiation
at high altitude revealed that we are bombarded by ionizing particles from above. These cosmic-ray
(CR) particles are now known to consist primarily of protons, helium, carbon, nitrogen and other heavy
ions up to iron. Measurements of energy and isotropy showed conclusively that one obvious source,
the Sun, is not the main source. Only below a kinetic energy of 100 MeV or so, where the solar wind
shields protons coming from outside the Solar System, does the Sun dominate the observed proton flux.
Spacecraft missions far out into the Solar System, well away from the confusing effects of the Earth’s
atmosphere and magnetosphere, confirm that the abundances around 1 GeV are strikingly similar to those
found in the ordinary material of the Solar System. Exceptions are the overabundance of elements like
lithium, beryllium and boron, originating from the spallation of heavier nuclei in the interstellar medium.

Above∼ 105 GeV, the rate of CR primaries is less than one particle per square metre per year, and
direct observation in the upper layers of the atmosphere (balloon or aircraft), or even above (spacecraft),
is inefficient. Only ground-based experiments with large apertures and long exposure times can hope to
acquire a significant number of events. Such experiments exploit the atmosphere as a giant calorimeter.
The incident cosmic radiation interacts with the atomic nuclei of air molecules and produces air showers,
which spread out over large areas. As long ago as 1938, Pierre Auger concluded from the size of the air
showers that the spectrum extends up to and perhaps beyond 106 GeV [2, 3]. In recent years, substantial
progress has been made in measuring the extraordinarily low flux at the high end of the spectrum.

There are two primary detection methods that have been successfully used in high-exposure exper-
iments. In the following paragraph we provide a terse overview of these approaches. For an authoritative
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Fig. 1: Particles interacting near the top of the atmosphere initiate an electromagnetic and hadronic cascade. Its
profile is shown on the right. The different detection methods are illustrated. Mirrors collect the Čerenkov and
nitrogen fluorescent light, arrays of detectors sample the shower reaching the ground, and underground detectors
identify the muon component of the shower. From Ref. [6].

review on experimental techniques and historical perspectives, see [4]. For a more recent comprehensive
update, including future prospects, see [5].

The size of an extensive air shower (EAS) at sea level depends on the primary energy and arrival
direction. For showers of UHECRs, the cascade is typically several hundreds of metres in diameter
and contains millions of secondary particles. Secondary electrons and muons produced in the decay of
pions may be observed in scintillation counters or alternatively by the Čerenkov light emitted in water
tanks. The separation of these detectors may range from 10 m to 1 km depending on the CR energy
and the optimal cost efficiency of the detection array. The shower core and hence arrival direction can
be estimated by the relative arrival time and density of particles in the grid of detectors. The lateral
particle density of the showers can be used to calibrate the primary energy. Another well-established
method of detection involves measurement of the shower longitudinal development (number of particles
versus atmospheric depth, shown schematically in Fig. 1) by sensing the fluorescence light produced via
interactions of the charged particles in the atmosphere. The emitted light is typically in the 300–400 nm
ultraviolet range to which the atmosphere is quite transparent. Under favourable atmospheric conditions,
EASs can be detected at distances as large as 20 km, about two attenuation lengths in a standard desert
atmosphere at ground level. However, observations can only be done on clear moonless nights, resulting
in an average 10% duty cycle.

In these lectures we concentrate on results from the High Resolution Fly’s Eye experiment and the
Pierre Auger Observatory to which we will often refer as HiRes and Auger. HiRes [7] was an up-scaled
version of the pioneer Fly’s Eye experiment [8]. The facility comprised two air fluorescence detector
sites separated by 12.6 km. It was located at the US Army Dugway Proving Ground in the state of Utah
at 40.00◦ N, 113◦ W, and atmospheric depth of 870 g cm−2. Even though the two detectors (HiRes-
I and HiRes-II) could trigger and reconstruct events independently, the observatory was designed to
measure the fluorescence light stereoscopically. The stereo mode allows accurate reconstruction of the
shower geometry (with precision of 0.4◦) and provides valuable information and cross-checks about the
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atmospheric conditions at the time the showers were detected. HiRes-I and HiRes-II collected data until
April 2006 for an accumulated exposure in stereoscopic mode of 3460 hours. The monocular mode had
better statistical power and covered a much wider energy range.

The Pierre Auger Observatory [9] is designed to measure the properties of EASs produced by CRs
at the highest energies, above about 109 GeV. It features a large aperture to gather a significant sample
of these rare events, as well as complementary detection techniques to mitigate some of the systematic
uncertainties associated with deducing properties of CRs from air shower observables.

The observatory is located on the vast plain of Pampa Amarilla, near the town of Malargüe in
Mendoza Province, Argentina (35.1–35.5◦ S, 69.6◦ W, and atmospheric depth of 875 g cm−2). The ex-
periment began collecting data in 2004, with construction of the baseline design completed by 2008. As
of October 2010, Auger had collected in excess of 20 000 km2 sr yr in exposure, significantly more ex-
posure than other cosmic-ray observatories combined. Two types of instruments are employed. Particle
detectors on the ground sample air shower fronts as they arrive at the Earth’s surface, while fluorescence
telescopes measure the light produced as air shower particles excite atmospheric nitrogen.

The surface array [10] comprises 1600 surface detector (SD) stations, each consisting of a tank
filled with 12 tons of water and instrumented with three photomultiplier tubes that detect the Čerenkov
light produced as particles traverse the water. The signals from the photomultipliers are read out with
flash analogue-to-digital converters at 40 MHz and timestamped by a Global Positioning System (GPS)
unit, allowing for detailed study of the arrival-time profile of shower particles. The tanks are arranged on
a triangular grid with a 1.5 km spacing, covering about 3000 km2. The surface array operates with close
to a 100% duty cycle, and the acceptance for events above 109.5 GeV is nearly 100%.

The fluorescence detector (FD) system [11] consists of four buildings, each housing six telescopes,
which overlook the surface array. Each telescope employs an 11 m2 segmented mirror to focus the
fluorescence light entering through a 2.2 m diaphragm onto a camera that pixelizes the image using 440
photomultiplier tubes. The photomultiplier signals are digitized at 10 MHz, providing a time profile of
the shower as it develops in the atmosphere. The FD can be operated only when the sky is dark and clear,
and has a duty cycle of 10–15%. In contrast to the SD acceptance, the acceptance of FD events depends
strongly on energy [12], extending down to about 109 GeV.

The two detector systems provide complementary information, as the SD measures the lateral
distribution and time structure of shower particles arriving at the ground, and the FD measures the lon-
gitudinal development of the shower in the atmosphere. A subset of showers is observed simultaneously
by the SD and FD. These “hybrid” events are very precisely measured and provide an invaluable cali-
bration tool. In particular, the FD allows for a roughly colorimetric measurement of the shower energy,
since the amount of fluorescence light generated is proportional to the energy deposited along the shower
path. In contrast, extracting the shower energy via analysis of particle densities at the ground relies on
predictions from hadronic interaction models describing physics at energies beyond those accessible to
current experiments. Hybrid events can therefore be exploited to set a model-independent energy scale
for the SD array, which in turn has access to a greater data sample than the FD due to the greater live
time.

The Extreme Universe Space Observatory (EUSO) is currently being considered by the Japan
Aerospace Exploration Agency for a possible payload on the Japanese Experimental Module (JEM) of
the International Space Station [13]. The mission is currently scheduled for 2017 [14]. The launch
will be provided by the H-II Transfer Vehicle Kounotori. Looking straight down, the ultraviolet (UV)
telescope of JEM-EUSO will have 1 km2 resolution on the Earth’s surface, which provides an angular
resolution of 2.5◦. The surface area expected to be covered on Earth is about 160 000 km2, with a duty
cycle of the order of 10%. The detector will also operate in a tilted mode that will increase the viewing
area by a factor of up to 5, but decreasing its resolution. The telescope will be equipped with devices that
measure the transparency of the atmosphere and the existence of clouds.
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Fig. 2: All-particle spectrum of cosmic rays. From Ref. [15].

In the remainder of the section, we describe recent results from HiRes and Auger, including the
measurement of the cosmic-ray energy spectrum, composition and searches for anisotropy in the cosmic-
ray arrival directions.

2.1.1 Energy spectrum
The CR spectrum spans over roughly 11 decades of energy. Continuously running monitoring using so-
phisticated equipment on high-altitude balloons and ingenious installations on the Earth’s surface encom-
pass a plummeting flux that goes down from 104 m−2 s−1 at∼ 1 GeV to 10−2 km−2 yr−1 at∼ 1011 GeV.
Its shape is remarkably featureless, with little deviation from a constant power law (J ∝ E−γ , with
γ ≈ 3) across this large energy range. The small changes in the power index, γ, are conveniently visual-
ized by taking the product of the flux with some power of the energy. In this case the spectrum reveals
a leg-like structure as sketched in Fig. 2. The anatomy of this cosmic leg – its changes in slope, mass
composition or arrival direction – reflects the various aspects of CR propagation, production and source
distribution.

A steepening of the spectrum (γ ' 2.7 → 3.1) at an energy of about 106.5 GeV is known as the
cosmic-ray knee. Composition measurements in cosmic-ray observatories indicate that this feature of the
spectrum is composed of the subsequent fall-off of Galactic nuclear components with maximal energy
E/Z [16–18]. This scaling with atomic number Z is expected for particle acceleration in a magnetically
confining environment, which is only effective as long as the particle’s Larmor radius is smaller than the
size of the accelerator. If this interpretation holds, the Galactic contribution in CRs cannot extend much
further than 108 GeV, assuming iron (Z = 26) as the heaviest component. However, the observational
data at these energies are inconclusive and the endpoint of Galactic CRs has not been pinned down so
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far. For a survey of spectral features at lower energies, see [19].

The onset of an extragalactic contribution could be signalled by the so-called second knee – a
further steepening (γ ' 3.1→ 3.2) of the spectrum at about 108.7 GeV. Note that extragalactic CRs are
subject to collisions with the interstellar medium during their propagation over cosmological distances.
Depending on the initial chemical composition, these particle-specific interactions will be imprinted in
the spectrum observed on Earth. It has been argued [20, 21] that an extragalactic proton population with
a simple power-law injection spectrum may reproduce the spectrum above the second knee. In these
models, the flattening (γ ' 3.2 → 2.7) in the spectrum at around 109.5 GeV – the so-called ankle –
can be identified as a “dip” from e+e− pair production together with a “pile-up” of protons from pion
photoproduction. However, this feature relies on a proton dominance in extragalactic cosmic rays, since
heavier nuclei such as oxygen or iron have different energy-loss properties in the cosmic microwave
background (CMB), and mixed compositions, in general, will not reproduce the spectral features [22]. A
crossover at higher energies is also feasible: above the ankle, the Larmor radius of a proton in the Galactic
magnetic field exceeds the size of the Galaxy and it is generally assumed that an extragalactic component
dominates the spectrum at these energies [23]. Moreover, the Galactic–extragalactic transition ought to
be accompanied by the appearance of spectral features, e.g. two power-law contributions would naturally
produce a flattening in the spectrum if the harder component dominates at lower energies. Hence, the
ankle seems to be the natural candidate for this transition.

Shortly after the CMB was discovered [24], Greisen [25], Zatsepin, and Kuzmin [26] (GZK)
pointed out that the relic photons make the Universe opaque to CRs of sufficiently high energy. This
occurs, for example, for protons with energies beyond the photopion production threshold,

Eth
pγCMB

=
mπ(mp +mπ/2)

ωCMB
≈ 6.8× 1010

( ωCMB

10−3 eV

)−1
GeV, (1)

where mp (mπ) denotes the proton (pion) mass and ωCMB ∼ 10−3 eV is a typical CMB photon en-
ergy. After pion production, the proton (or perhaps, instead, a neutron) emerges with at least 50% of
the incoming energy. This implies that the nucleon energy changes by an e-folding after a propagation
distance . (σpγnγyπ)−1 ∼ 15 Mpc. Here, nγ ≈ 410 cm−3 is the number density of the CMB photons,
σpγ > 0.1 mb is the photopion production cross-section, and yπ is the average energy fraction (in the lab-
oratory system) lost by a nucleon per interaction. For heavy nuclei, the giant dipole resonance (GDR) can
be excited at similar total energies and hence, for example, iron nuclei do not survive fragmentation over
comparable distances. Additionally, the survival probability for extremely high-energy (≈ 1011 GeV)
gamma rays (propagating on magnetic fields� 10−11 G) to a distance d, p(>d) ≈ exp[−d/6.6 Mpc],
becomes less than 10−4 after traversing a distance of 50 Mpc. All in all, as our horizon shrinks dramati-
cally for energies & 1011 GeV, one would expect a sudden suppression in the energy spectrum if the CR
sources follow a cosmological distribution.

At the beginning of summer 2002, in a pioneering paper, Bahcall and Waxman [27] noted that
the energy spectra of CRs reported by the AGASA, the Fly’s Eye, the Haverah Park, the HiRes and
the Yakutsk Collaborations (see Fig. 3) are consistent with the expected GZK suppression at ∼ 3.5σ
level according to the Fly’s Eye normalization, increasing up to ∼ 8σ if the selected normalization is
that of Yakutsk. Five years later, the HiRes Collaboration reported a suppression of the CR flux above
E = [5.6 ± 0.5 (stat) ± 0.9 (syst)] × 1010 GeV, with 5.3σ significance [28]. The spectral index
of the flux steepens from 2.81 ± 0.03 to 5.1 ± 0.7. The discovery of the GZK suppression has been
confirmed by the Pierre Auger Collaboration, measuring γ = 2.69 ± 0.2 (stat) ± 0.06 (syst) and
γ = 4.2± 0.4 (stat)± 0.06 (syst) below and above E = 4.0× 1010 GeV, respectively (the systematic
uncertainty in the energy determination is estimated as 22%) [29].

In 2010, an updated Auger measurement of the energy spectrum was published [30], correspond-
ing to a surface array exposure of 12 790 km2 sr yr. This measurement, combining both hybrid and
SD-only events, is shown in Fig. 4. The ankle feature and flux suppression are clearly visible. A
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Fig. 3: Comparison of flux measurements scaled by E3. Only statistical errors are shown. Shown are the data
of AGASA, Akeno, Auger, Fly’s Eye, Haverah Park, HiRes-MIA, HiRes Fly’s Eye, MSU, SUGAR and Yakutsk.
Yakutsk T500 (trigger 500) refers to the smaller sub-array of the experiment with 500 m detector spacing and
T1000 (trigger 1000) to the array with 1000 m detector distance. When several analyses of the same dataset are
available, only the most recent results are included in the plot. The shaded area, depicting the results of the analysis
of the Haverah Park data, accounts for some systematic uncertainties by assuming extreme elemental compositions,
either fully iron- or proton-dominated. The highest-energy point (Fly’s Eye monocular observation) corresponds
to the highest-energy event. For the sake of clarity, upper limits are not shown. The data of the MSU array are
included to show the connection of the high-energy measurements to lower-energy data covering the knee of the
cosmic-ray spectrum. From Ref. [19].

broken power-law fit to the spectrum shows that the break corresponding to the ankle is located at
log10(E/eV) = 18.61 ± 0.01 with γ = 3.26 ± 0.04 before the break and γ = 2.59 ± 0.02 after it.
The break corresponding to the suppression is located at log10(E/eV) = 19.46 ± 0.03. Compared to a
power-law extrapolation, the significance of the suppression is greater than 20σ.

2.1.2 Primary species
Unfortunately, because of the highly indirect method of measurement, extracting precise information
from EASs has proved to be exceedingly difficult. The most fundamental problem is that the first gener-
ations of particles in the cascade are subject to large inherent fluctuations, and consequently this limits
the event-by-event energy resolution of the experiments. In addition, the centre-of-mass (c.m.) energy
of the first few cascade steps is well beyond any reached in collider experiments. Therefore, one needs
to rely on hadronic interaction models that attempt to extrapolate, using different mixtures of theory and
phenomenology, our understanding of particle physics.

The longitudinal development has a well-defined maximum, usually referred to as Xmax, which
increases with primary energy as more cascade generations are required to degrade the secondary particle
energies. Evaluating Xmax is a fundamental part of many of the composition studies done by detecting
air showers. For showers of a given total energyE, heavier nuclei have smallerXmax because the shower
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is already subdivided into A nucleons when it enters the atmosphere. The average depth of maximum
〈Xmax〉 scales approximately as ln(E/A) [31]. Therefore, since 〈Xmax〉 can be determined directly from
the longitudinal shower profiles measured with a fluorescence detector, the composition can be extracted
after estimating E from the total fluorescence yield. Indeed, the parameter often measured is D10, the
rate of change of 〈Xmax〉 per decade of energy.

Photons penetrate quite deeply into the atmosphere due to decreased secondary multiplicities and
suppression of cross-sections by the Landau–Pomeranchuk–Migdal (LPM) effect [32, 33]. Indeed, it is
rather easier to distinguish photons from protons and iron than it is to distinguish protons and iron from
one another. For example, at 1010 GeV, the 〈Xmax〉 for a photon is about 1000 g cm−2, while for protons
and iron the numbers are 800 g cm−2 and 700 g cm−2, respectively.

Searches for photon primaries have been conducted using both the surface and fluorescence instru-
ments of Auger. While analysis of the fluorescence data exploits the direct view of shower development,
analysis of data from the surface detector relies on measurement of quantities that are indirectly re-
lated to the Xmax, such as the signal risetime at 1000 m from the shower core and the curvature of the
shower front. Presently, the 95% confidence level (CL) upper limits on the fraction of CR photons above
2, 3, 5, 10, 20, and 40×109 GeV are 3.8%, 2.4%, 3.5%, 2.0%, 5.1%, and 31%, respectively. Further
details on the analysis procedures can be found in [34–36]. In Fig. 5 these upper limits are compared
with predictions of the cosmogenic photon flux.

In Fig. 6 we show the variation of 〈Xmax〉 with primary energy as measured by several exper-
iments. Interpreting the results of these measurements relies on comparison with the predictions of
high-energy hadronic interaction models. As one can see in Fig. 6, there is considerable variation in
predictions among the different interaction models. For 1.6 × 109 GeV < E < 6.3 × 1010 GeV, the
HiRes data are consistent with a constant elongation rate d〈Xmax〉/d(log(E)) = 47.9 ± 6.0 (stat) ±
3.2 (sys) g cm−2/decade [37]. The inference from the HiRes data is therefore a change in cosmic-ray
composition, from heavy nuclei to protons, at E ∼ 108.6 GeV [38]. This is an order of magnitude lower
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in energy than the previous crossover deduced from the Fly’s Eye data [39]. On the other hand, Auger
measurements, interpreted with current hadronic interaction models, seem to favour a mixed (protons
plus nuclei) composition at energies above 108.6 GeV [40]. However, uncertainties in the extrapola-
tion of the proton–air interaction (cross-section [41] and elasticity and multiplicity of secondaries [42])
from accelerator measurements to the high energies characteristic for air showers are large enough to
undermine any definite conclusion on the chemical composition.

2.1.3 Distribution of arrival directions
There exists “lore” that convinces us that the highest-energy CRs observed should exhibit trajectories that
are relatively unperturbed by galactic and intergalactic magnetic fields. Hence, it is natural to wonder
whether anisotropy begins to emerge at these high energies. Furthermore, if the observed flux suppres-
sion is the GZK effect, there is necessarily some distance, O(100 Mpc), beyond which cosmic rays with
energies near 1011 GeV will not be seen. Since the matter density within about 100 Mpc is not isotropic,
this compounds the potential for anisotropy to emerge in the UHECR sample. On the one hand, if the dis-
tribution of arrival directions exhibits a large-scale anisotropy, this could indicate whether or not certain
classes of sources are associated with large-scale structures (such as the Galactic plane or the Galactic
halo). On the other hand, if cosmic rays cluster within a small angular region or show directional align-
ment with powerful compact objects, one might be able to associate them with isolated sources in the
sky.

CR air shower detectors, which experience stable operation over a period of a year or more,
can have a uniform exposure in right ascension, α. A traditional technique to search for large-scale
anisotropies is then to fit the right ascension distribution of events to a sine wave with period 2π/m (mth
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harmonic) to determine the components (x, y) of the Rayleigh vector [43]

x =
2

N
N∑

i=1

wi cos(mαi), y =
2

N
N∑

i=1

wi sin(mαi), (2)

where the sum runs over the number of N events in the considered energy range, N =
∑N

i=1wi is the
normalization factor, and the weights wi = ω−1(δi) are the reciprocal of the relative exposure, ω, given
as a function of the declination, δi [44]. The mth harmonic amplitude of N measurements of αi is given
by the Rayleigh vector lengthR = (x2 +y2)1/2, and the phase is ϕ = arctan(y/x). The expected length
of such a vector for values randomly sampled from a uniform phase distribution is R0 = 2/

√
N . The

chance probability of obtaining an amplitude with length larger than that measured is p(≥R) = e−k0 ,
where k0 = R2/R2

0. To give a specific example, a vector of length k0 ≥ 6.6 would be required to claim
an observation whose probability of arising from random fluctuation was 0.0013 (a “3σ” result) [45]. For
a given CL, upper limits on the amplitude can be derived using a distribution drawn from a population
characterized by an anisotropy of unknown amplitude and phase

CL =

√
2

π

1

I0(R2/4σ2)

∫ RUL
0

ds

σ
I0

(Rs
σ2

)
exp

(
− s2 +R2/2

2σ2

)
, (3)

where I0 is the modified Bessel function of the first kind with order zero and σ =
√

2/N [43].

The first harmonic amplitude of the CR right ascension distribution can be directly related to the
amplitude αd of a dipolar distribution of the form J(α, δ) = J0(1+αdd̂ · û), where û and d̂, respectively,
denote the unit vector in the direction of an arrival direction and in the direction of the dipole. Setting
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m = 1, we can rewrite x, y and N as

x =
2

N

∫ δmax

δmin

dδ

∫ 2π

0
dα cos δ J(α, δ)ω(δ) cosα,

y =
2

N

∫ δmax

δmin

dδ

∫ 2π

0
dα cos δ J(α, δ)ω(δ) sinα, (4)

N =

∫ δmax

δmin

dδ

∫ 2π

0
dα cos δ J(α, δ)ω(δ).

In (4) we have neglected the small dependence on right ascension in the exposure. Next, we write the
angular dependence in J(α, δ) as d̂ · û = cos δ cos δ0 cos(α − α0) + sin δ sin δ0, where α0 and δ0 are
the right ascension and declination of the apparent origin of the dipole, respectively. Performing the α
integration in (4) it follows that

R =

∣∣∣∣
Ad⊥

1 +Bd‖

∣∣∣∣ , (5)

where

A =

∫
dδ ω(δ) cos2 δ∫
dδ ω(δ) cos δ

, B =

∫
dδ ω(δ) cos δ sin δ∫

dδ ω(δ) cos δ
,

d‖ = αd sin δ0 is the component of the dipole along the Earth’s rotation axis, and d⊥ = αd cos δ0 is
the component in the equatorial plane [46]. The coefficients A and B can be estimated from the data
as the mean values of the cosine and the sine of the event declinations. For example, for the Auger
data sample we have A = 〈cos δ〉 ' 0.78 and B = 〈sin δ〉 ' −0.45. For a dipole amplitude αd, the
measured amplitude of the first harmonic in right ascension R thus depends on the region of the sky
observed, which is essentially a function of the latitude of the observatory `site, and the range of zenith
angles considered. In the case of a small Bd‖ factor, the dipole component in the equatorial plane d⊥
is obtained as d⊥ ' R/〈cos δ〉. The phase ϕ corresponds to the right ascension of the dipole direction
α0. For a fixed number of arrival directions, the root mean square (r.m.s.) error in the amplitude,
∆αd ≈ 1.5N−1/2, has little dependence on the amplitude [44].1

In Fig. 7 we show upper limits and measurements of d⊥ from various experiments together with
some predictions from UHECR models of both Galactic and extragalactic origin. The AGASA Collab-
oration reported a correlation of the CR arrival directions to the Galactic plane at the 4σ level [49]. The
energy bin width that gives the maximum k0-value corresponds to the region 108.9–109.3 GeV where
k0 = 11.1, yielding a chance probability of p(≥RAGASA

E∼EeV ) ≈ 1.5× 10−5. The recent results reported by
the Pierre Auger Collaboration are inconsistent with those reported by the AGASA Collaboration [48].
If the Galactic–extragalactic transition occurs at the ankle, UHECRs at 109 GeV are predominantly of
Galactic origin and their escape from the Galaxy by diffusion and drift motions are expected to induce a
modulation in this energy range. These predictions depend on the assumed Galactic magnetic field model
as well as on the source distribution and the composition of the UHECRs. Two alternative models are
displayed in Fig. 7, corresponding to different geometries of the halo magnetic fields [50]. The bounds
reported by the Pierre Auger Collaboration already exclude the particular model with an antisymmetric
halo magnetic field (A) and are starting to become sensitive to the predictions of the model with a sym-
metric field (S). The predictions shown in Fig. 7 are based on the assumption of predominantly heavy
composition in the Galactic component [51]. Scenarios in which Galactic protons dominate at 109 GeV
would typically predict a larger anisotropy. Alternatively, if the structure of the magnetic fields in the

1A point worth noting at this juncture: A pure dipole distribution is not possible because the cosmic-ray intensity cannot
be negative in half of the sky. A “pure dipole deviation from isotropy” means a superposition of monopole and dipole, with
the intensity everywhere ≥ 0. An approximate dipole deviation from isotropy could be caused by a single strong source if
magnetic diffusion or dispersion distribute the arrival directions over much of the sky. However, a single source would produce
higher-order moments as well. An example is given in section 2.4.
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Fig. 7: Upper limits on the anisotropy amplitude of the first harmonic as a function of energy from Auger, EAS-
TOP, AGASA, KASCADE and KASCADE-Grande experiments. Also shown are the predictions up to 1 EeV
from two different Galactic magnetic field models with different symmetries (A and S), the predictions for a
purely Galactic origin of UHECRs up to a few times 1010 GeV (Gal), and the expectations from the Compton–
Getting effect for an extragalactic component isotropic in the CMB rest frame (C-G XGal). Below 1 EeV, owing
to variations of the event count rate arising from atmospheric effects, the Pierre Auger Collaboration adopted the
East/West method [47], which is two times less efficient but does not require correction for trigger efficiency. From
Ref. [48].

halo is such that the turbulent component dominates over the regular one, purely diffusion motions may
confine light elements of Galactic origin up to' 109 GeV, and may induce an ankle-like feature at higher
energy due to the longer confinement of heavier elements [52]. Typical signatures of such a scenario in
terms of large-scale anisotropies are also shown in Fig. 7 (dotted line). The corresponding amplitudes
are challenged by the current sensitivity of Auger. On the other hand, if the transition is taking place at
lower energies, say around the second knee, UHECRs above 109 GeV are predominantly of extragalactic
origin and their large-scale distribution could be influenced by the relative motion of the observer with
respect to the frame of the sources. If the frame in which the UHECR distribution is isotropic coincides
with the CMB rest frame, a small anisotropy is expected due to the Compton–Getting effect [53]. Ne-
glecting the effects of the Galactic magnetic field, this anisotropy would be a dipolar pattern pointing in
the direction α0 ' 168◦ with an amplitude of about 0.6% [54], close to the upper limits set by the Pierre
Auger Collaboration. The statistics required to detect an amplitude of 0.6% at 99% CL is ' 3 times the
published Auger sample [48].

The right harmonic analyses are completely blind to intensity variations that depend only on dec-
lination. Combining anisotropy searches in α over a range of declinations could dilute the results, since
significant but out-of-phase Rayleigh vectors from different declination bands can cancel each other out.
An unambiguous interpretation of anisotropy data requires two ingredients: exposure to the full celestial
sphere, and analysis in terms of both celestial coordinates [44].

One way to increase the chance of success in finding the sources of UHECRs is to check for
correlations between CR arrival directions and known candidate astrophysical objects. To calculate a
meaningful statistical significance in such an analysis, it is important to define the search procedure a
priori in order to ensure that it is not inadvertently devised especially to suit the particular dataset after
having studied it. With the aim of avoiding accidental bias on the number of trials performed in selecting
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Fig. 8: Correlation of the arrival directions of UHECR with active galactic nuclei (AGNs) from the VCV catalogue.
The shaded part of the sky is not visible by Auger. The grey squares are the AGNs within z < 0.018. The Auger
events are shown with circles. The first 27 events are half-filled. The 13 HiRes events are shown with black dots.
The thin lines show the six regions of the sky to which Auger has equal exposure. The wide grey line is the
supergalactic plane. FromRef. [5].

the cuts, the Auger anisotropy analysis scheme followed a predefined process. First, an exploratory data
sample was employed for comparison with various source catalogues and for tests of various cut choices.
The results of this exploratory period were then used to design prescriptions to be applied to subsequently
gathered data.

Based on the results of scanning an exposure of 4390 km2 sr yr, a prescription was designed to test
the correlation of events having energies E > 5.5×1010 GeV with objects in the Veron-Cetty and Veron
(VCV) catalogue of active galactic nuclei (AGNs). The prescription called for a search of 3.1◦ windows
around catalogue objects with redshifts z < 0.0018. The significance threshold set in the prescription
was met in 2007, when the exposure more than doubled and the total number of events reached 27, with
nine of the 13 events in the post-prescription sample correlating [55,56]. For a sample of 13 events from
an isotropic distribution, the probability that nine or more correlate by chance with an object in the AGN
catalogue (subject to cuts on the exposure-weighted fraction of the sky within the opening angles and the
redshift) is less than 1%. This corresponds to roughly a 2.5σ effect. In the summer of 2008, the HiRes
Collaboration applied the Auger prescription to their dataset and found no significant correlation [57].
One has to exercise caution when comparing results of different experiments with potentially different
energy scales, since the analysis involves placing an energy cut on a steeply falling spectrum. More
recently, the Pierre Auger Collaboration published an update on the correlation results from an exposure
of 20 370 km2 sr yr (collected over 6 yr but equivalent to 2.9 yr of the nominal exposure/year of the full
Auger), which contains 69 events withE > 5.5×1010 GeV [58]. A sky map showing the locations of all
these events is displayed in Fig. 8. For a physical signal, one expects the significance to increase as more
data are gathered. In this study, however, the significance has not increased. A 3σ effect is not necessarily
cause for excitement; of every 100 experiments, you expect about one 3σ effect. Traditionally, in particle
physics, there is an unwritten 5σ rule for “discovery”. One should keep in mind, though, that in the case
of CR physics we do not have the luxury of controlling the luminosity.

A number of other interesting observations are described in [58], including comparisons with
other catalogues as well as a specific search around the region of the nearest active galaxy, Centaurus A
(Cen A). It is important to keep in mind that these are all a posteriori studies, so one cannot use them to
determine a confidence level for anisotropy, as the number of trials is unknown. A compelling concen-
tration of events in the region around the direction of Cen A has been observed. As one can see in Fig. 9,
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the maximum departure from isotropy occurs for a ring of 18◦ around the object, in which 13 events are
observed compared to an expectation of 3.2 from isotropy. There are no events coming from less than
18◦ around M87, which is almost five times more distant than Cen A and lies at the core of the Virgo
cluster. As shown in Fig. 8 the Auger exposure is three times smaller for M87 than for Cen A. Using
these two rough numbers and assuming equal luminosity, one expects 75 times fewer events from M87
than from Cen A. Hence, the lack of events in this region is not completely unexpected.

The Centaurus cluster lies 45 Mpc behind Cen A. An interesting question, then, is whether some
of the events in the 18◦ circle could come from the Centaurus cluster rather than from Cen A. This does
not appear likely because the Centaurus cluster is farther away than the Virgo cluster and for comparable
CR luminosities one would expect a small fraction of events coming from Virgo. Furthermore, the events
emitted by Cen A and deflected by magnetic fields could still register as a correlation due to the overdense
AGN population lying behind Cen A, resulting in a spurious signal [59].
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Fig. 9: Cumulative number of events with E ≥ 55 EeV as a function of angular distance from the direction
of Cen A. The bands correspond to the 68%, 95% and 99.7% dispersion expected for an isotropic flux. From
Ref. [58].

In summary, the inaugural years of data taking at the Pierre Auger Observatory have yielded
a large, high-quality data sample. The enormous area covered by the surface array together with an
excellent fluorescence system and hybrid detection techniques have provided us with large statistics,
good energy resolution and solid control of systematic uncertainties. Presently, Auger is collecting some
7000 km2 sr yr of exposure each year, and is expected to run for two more decades. New detector
systems are being deployed, which will lower the energy detection threshold down to 108 GeV. An
experimental radio detection programme is also collocated with the observatory and shows promising
results. As always, the development of new analysis techniques is ongoing, and interesting new results
can be expected.

14

L.A. ANCHORDOQUI

316



2.2 Origin of ultrahigh-energy cosmic rays
It is most likely that the bulk of the cosmic radiation is a result of some very general magnetohydrody-
namic (MHD) phenomenon in space that transfers kinetic or magnetic energy into cosmic-ray energy.
The details of the acceleration process and the maximum attainable energy depend on the particular phys-
ical situation under consideration. There are basically two types of mechanism that one might invoke.
The first type assumes that particles are accelerated directly to very high energy (VHE) by an extended
electric field [60]. This idea can be traced back to the early 1930s when Swann [61] pointed out that beta-
tron acceleration may take place in the increasing magnetic field of a sunspot. These so-called “one-shot”
mechanisms have been worked out in greatest detail, and the electric field in question is now generally
associated with the rapid rotation of small, highly magnetized objects such as neutron stars (pulsars)
or AGNs. Electric field acceleration has the advantage of being fast, but suffers from the circumstance
that the acceleration occurs in astrophysical sites of very high energy density, where new opportunities
for energy loss exist. Moreover, it is usually not obvious how to obtain the observed power-law spec-
trum in a natural way, and so this kind of mechanism is not widely favoured these days. The second
type of process is often referred to as statistical acceleration, because particles gain energy gradually by
numerous encounters with moving magnetized plasmas. These kinds of models were mostly pioneered
by Fermi [62]. In this case the E−2 spectrum emerges very convincingly. However, the process of ac-
celeration is slow, and it is hard to keep the particles confined within the Fermi engine. In this section
we first provide a summary of statistical acceleration based on the simplified version given in Ref. [63].
For a more detailed and rigorous discussion, the reader is referred to [64]. After reviewing statistical
acceleration, we turn to the issue of the maximum achievable energy within diffuse shock acceleration
and explore the viability of some proposed UHECR sources.

2.2.1 Fermi acceleration at shock waves
In his original analysis, Fermi [62] considered the scattering of CRs on moving magnetized clouds.
Fig. 10(right) shows a sketch of these encounters. Consider a CR entering into a single cloud with energy
Ei and incident angle θi with the cloud’s direction undergoing diffuse scattering on the irregularities in
the magnetic field. After diffusing inside the cloud, the particle’s average motion coincides with that of
the gas cloud. The energy gain by the particle, which emerges at an angle θf with energy Ef , can be
obtained by applying Lorentz transformations between the laboratory frame (unprimed) and the cloud
frame (primed). In the rest frame of the moving cloud, the CR particle has a total initial energy

E′i = ΓcloudEi(1− βcloud cos θi), (6)

where Γcloud and βcloud = Vcloud/c are the Lorentz factor and velocity of the cloud in units of the speed
of light, respectively. In the frame of the cloud, we expect no change in energy (E′i = E′f ), because
all the scatterings inside the cloud are due only to motion in the magnetic field (so-called collisionless
scattering). There is elastic scattering between the CR and the cloud as a whole, which is much more
massive than the CR. Transforming to the laboratory frame, we find that the energy of the particle after
its encounter with the cloud is

Ef = ΓcloudE
′
f (1 + βcloud cos θf ). (7)

The fractional energy change in the laboratory frame is then

∆E

E
=
Ef − Ei
Ei

=
1− βcloud cos θi + βcloud cos θf − β2

cloud cos θi cos θf
1− β2

cloud

− 1. (8)

Inside the cloud, the CR direction becomes randomized and so 〈cos θf 〉 = 0. The collisionless scattered
particle will gain energy in a head-on collision (θi > π/2) and lose energy by tail-end (θi < π/2)
scattering. The net increase of its energy is a statistical effect. The average value of cos θi depends on the
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relative velocity between the cloud and the particle. The probability P per unit solid angle Ω of having a
collision at angle θi is proportional to (v−Vcloud cos θi), where v is the CR speed. In the ultra-relativistic
limit, i.e. v ∼ c (as seen in the laboratory frame),

dP

dΩi
∝ (1− βcloud cos θi), (9)

so
〈cos θi〉 = −βcloud

3
. (10)

Now, inserting Eq. (10) into Eq.(8), one obtains for βcloud � 1,

〈∆E〉
E

=
1 + β2

cloud/3

1− β2
cloud

− 1 ≈ 4

3
β2

cloud. (11)

Note that 〈∆E〉/E ∝ β2
cloud, so even though the average magnetic field may vanish, there can still

be a net transfer of the macroscopic kinetic energy from the moving cloud to the particle. However, the
average energy gain is very small, because β2

cloud � 1. This acceleration process is very similar to a ther-
modynamical system of two gases, which tries to come into thermal equilibrium [66]. Correspondingly,
the spectrum of CRs should follow a thermal spectrum, which might be in conflict with the observed
power law.

A more efficient acceleration may occur in the vicinity of plasma shocks occurring in astrophysical
environments [67,68]. Suppose that a strong (non-relativistic) shock wave propagates through the plasma
as sketched in Fig. 10(left). Then, in the rest frame of the shock, the conservation relations imply that
the upstream velocity uup (ahead of the shock) is much higher than the downstream velocity udown

(behind the shock). The compression ratio r = uup/udown = ndown/nup can be determined by requiring
continuity of particle number, momentum and energy across the shock; here nup (ndown) is the particle
density of the upstream (downstream) plasma. For an ideal gas, the compression ratio can be related to
the specific heat ratio and the Mach number of the shock. For highly supersonic shocks, r = 4 [64].
Therefore, in the primed frame stationary with respect to the shock, the upstream flow approaches with
speed uup = βupc = 4βc/3 and the downstream flow recedes with speed udown = βdownc = βc/3.
When measured in the stationary upstream frame, the quantity u = uup − udown = βc is the speed of
the shocked fluid and uup = βshock is the speed of the shock. Hence, because of the converging flow
– whichever side of the shock you are on, if you are moving with the plasma, the plasma on the other
side of the shock is approaching you with velocity u – to first order there are only head-on collisions for
particles crossing the shock front. The acceleration process, although stochastic, always leads to a gain in
energy. In order to work out the energy gain per shock crossing, we can visualize magnetic irregularities
on either side of the shock as clouds of magnetized plasma of Fermi’s original theory. By considering
the rate at which CRs cross the shock from downstream to upstream, and upstream to downstream, one
finds 〈cos θi〉 = −2/3 and 〈cos θf 〉 = 2/3. Hence, Eq. (8) can be generalized to

〈∆E〉
E
' 4

3
β =

4

3

uup − udown

c
. (12)

Note that this is first order in β = u/c, and is therefore more efficient than Fermi’s original mechanism.

An attractive feature of Fermi acceleration is its prediction of a power-law flux of CRs. Consider
a test particle with momentum p in the rest frame of the upstream fluid (see Fig. 10). The particle’s
momentum distribution is isotropic in the fluid rest frame. For pitch angles π/2 < θi < π relative to
the shock velocity vector (see Fig. 10), the particle enters the downstream region and has on average
the relative momentum p[1 + 2(βup − βdown)/3]. Subsequent diffusion in the downstream region “re-
isotropizes” the particle’s momentum distribution in the fluid rest frame. As the particle diffuses back into
the upstream region (for pitch angles 0 < θf < π/2), it has gained an average momentum of 〈∆p〉/p '
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Fig. 10: A sketch of first- and second-order Fermi acceleration by scattering off (left) plasma shocks and
(right) magnetic clouds. From Ref. [65].

4(βup − βdown)/3. This means that the momentum gain of a particle per unit time is proportional to its
momentum,

ṗ = p/tgain. (13)

On the other hand, the loss of particles from the acceleration region is proportional to their number,

Ṅ = −N/tloss. (14)

Therefore, taking the ratio (13)/(14) we first obtain

dN/dp = −αN/p, (15)

and after integration N(p) ∝ p−α, with α = tgain/tloss. If the acceleration cycle across the shock
takes the time ∆t, we have already identified ∆t/tgain = 〈∆p〉/p ' 4(βup − βdown)/3. For the loss
of relativistic particles, one finds ∆t/tloss ' 4βup. Therefore, α ' 3βup/(βup − βdown) = 3r/(r − 1),
yielding α ' 4 for highly supersonic shocks and α > 4 otherwise. The energy spectrum N(E) ∝ E−γ

is related to the momentum spectrum by dEN(E) = 4πp2 dpN(p) and hence γ = α − 2 & 2. The
steeply falling spectrum of CRs with γ ' 3 seems to disfavour supersonic plasma shocks. However, for
the comparison of these injection spectra with the flux of CRs observed on Earth, one has to consider
particle interactions in the source and in the interstellar medium. This can have a great impact on the
shape, as we will discuss in sections 2.4 and 2.5.2.

In general, the maximum attainable energy of Fermi’s mechanism is determined by the time-scale
over which particles are able to interact with the plasma. For the efficiency of a “cosmic cyclotron”,
particles have to be confined in the accelerator by its magnetic field B over a sufficiently long time-scale
compared to the characteristic cycle time. The Larmor radius of a particle with charge Ze increases with
its energy E according to

rL =

√
1

4πα

E

ZeB

=
1.1

Z

(
E

EeV

)(
B

µG

)−1

kpc. (16)

The particle’s energy is limited as its Larmor radius approaches the characteristic radial size Rsource of
the source

Emax ' Z
(
B

µG

)(
Rsource

kpc

)
× 109 GeV . (17)
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Fig. 11: The “Hillas plot” for various CR source candidates (blue areas). Also shown are jet-frame parameters
for blazers, gamma-ray bursts and microquasars (purple areas). The corresponding point for the LHC beam is
also shown. The red dashed lines show the lower limit for accelerators of protons at the CR knee (∼ 106.5 GeV),
CR ankle (∼ 109.5 GeV) and the GZK suppression (∼ 1010.6 GeV). The dotted grey line is the upper limit
from synchrotron losses and proton interactions in the cosmic photon background (R � 1 Mpc). The grey area
corresponds to astrophysical environments with extremely large magnetic field energy that would be gravitationally
unstable. From Ref. [65].

This limitation in energy is conveniently visualized by the “Hillas plot” [60] shown in Fig. 11, where the
characteristic magnetic fieldB of candidate cosmic accelerators is plotted against their characteristic size
R. It is important to stress that in some cases the acceleration region itself only exists for a limited period
of time; for example, supernovae shock waves dissipate after about 104 yr. In such a case, Eq. (17) would
have to be modified accordingly. Otherwise, if the plasma disturbances persist for much longer periods,
the maximum energy may be limited by an increased likelihood of escape from the region. A look at
Fig. 11 reveals that the number of sources for the extremely high-energy CRs around 1012 GeV is very
sparse. For protons, only radio galaxy lobes and clusters of galaxies seem to be plausible candidates.
For nuclei, terminal shocks of Galactic superwinds originating in the metal-rich starburst galaxies are
potential sources [69]. Exceptions may occur for sources that move relativistically in the host-galaxy
frame, in particular jets from AGNs and gamma-ray bursts (GRBs). In this case the maximal energy
might be increased due to a Doppler boost by a factor ∼ 30 or ∼ 1000, respectively.

For an extensive discussion on the potential CR-emitting sources shown in Fig. 11, see e.g. [70].
Two of the most attractive examples are discussed next.

2.2.2 Active galactic nuclei
AGNs are composed of an accretion disc around a central supermassive black hole and are sometimes
associated with jets terminating in lobes that can be detected in radio. One can classify these objects
into two categories: radio-quiet AGNs with no prominent radio emission or jets, and radio-loud objects
presenting jets.
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Fanaroff–Riley type II (FRII) galaxies [71] are the largest known dissipative objects (non-thermal
sources) in the cosmos. Localized regions of intense synchrotron emission, known as “hot spots”, are
observed within their lobes. These regions are presumably produced when the bulk kinetic energy of the
jets ejected by a central active nucleus is reconverted into relativistic particles and turbulent fields at a
“working surface” in the head of the jets [72]. Specifically, the speed uhead ≈ ujet[1 + (ne/njet)

1/2]−1

with which the head of a jet advances into the intergalactic medium of particle density ne can be obtained
by balancing the momentum flux in the jet against the momentum flux of the surrounding medium; here
njet and ujet are the particle density and the velocity of the jet flow, respectively (for relativistic correc-
tions, see [73]). For ne ≥ njet, ujet > uhead, so that the jet decelerates. The result is the formation of
a strong collisionless shock, which is responsible for particle reacceleration and magnetic field ampli-
fication [74]. The acceleration of particles up to ultra-relativistic energies in the hot spots is the result
of repeated scattering back and forth across the shock front, similar to that discussed in section 2.2.1.
The particle deflection in this mechanism is dominated by the turbulent magnetic field with wavelength
k equal to the Larmor radius of the particle concerned [75]. A self-consistent (although possibly not
unique) specification of the turbulence is to assume that the energy density per unit of wave number of
MHD turbulence is of the Kolmogorov type, I(k) ∝ k−5/3, just as for hydrodynamical turbulence [76].
With this in mind, to order-of-magnitude accuracy using effective quantities averaged over upstream (jet)
and downstream (hot spot) conditions (considering that downstream counts a fraction of 4/5 [75]), the
acceleration time-scale at a shock front is found to be [77]

τAGN
acc ≈

20D‖(E)

u2
jet

, (18)

where

D‖(E) =
2c

πU

(
E

eB

)1/3

R2/3 (19)

is the Kolmogorov diffusion coefficient, U is the ratio of turbulent to ambient magnetic energy density
in the region of the shock (of radius R), and B is the total magnetic field strength.

The subtleties surrounding the conversion of particle kinetic energy into radiation provide ample
material for discussion. The most popular mechanism to date relates gamma-ray emission to the develop-
ment of electromagnetic cascades triggered by secondary photomeson products that cool instantaneously
via synchrotron radiation. The characteristic single-photon energy in synchrotron radiation emitted by
an electron is

Esyn
γ =

(
3

2

)1/2 heE2
eB

2πm3
ec

5
∼ 5.4× 10−2BµG(Ee/EeV)2 TeV. (20)

For a proton, this number is (mp/me)
3 ∼ 6× 109 times smaller.

The acceleration process will then be efficient as long as the energy losses by synchrotron radiation
and/or photon–proton interactions do not become dominant. The synchrotron loss time for protons is
given by [78]

τsyn ∼
6πm3

pc

σTm2
eΓB2

, (21)

where σT and Γ = E/(mpc
2) are the Thomson cross-section and Lorentz factor, respectively. Consid-

ering an average cross-section σ̄γp [79] for the three dominant pion–producing interactions, γp→ pπ0,
γp → nπ+ and γp → pπ+π−, the time-scale of the energy losses, including synchrotron and photon
interaction losses, reads [80]

τloss '
6πm4

pc
3

σTm2
eB

2(1 +Aa)
E−1 =

τsyn

1 +Aa
, (22)

where a stands for the ratio of photon to magnetic energy densities and A gives a measure of the relative
strength of γp interactions versus the synchrotron emission. Note that the second channel involves the
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creation of ultra-relativistic neutrons that can readily escape the system. For typical hot-spot conditions,
the number density of photons per unit energy interval follows a power-law spectrum

nAGN
γ (ω) =

{
(N0/ω0)(ω/ω0)−2, ω0 ≤ ω ≤ ω?,

0, otherwise,
(23)

where N0 is the normalization constant and ω0 and ω? correspond to radio and gamma-ray energies,
respectively. The ratio of photon to magnetic energy density is then

a =
N0ω0 ln(ω?/ω0)

B2/8π
, (24)

and A is only weakly dependent on the properties of the source,

A =
σγp

σT

(mp/me)
2

ln(ω?/ω0)
≈ σγp

σT
1.6× 105 ≈ 200. (25)

The maximum attainable energy can be obtained by balancing the energy gains and losses [81]

E20 = 1.4× 105B
−5/4
µG β

3/2
jet u

3/4R
−1/2
kpc (1 +Aa)−3/4, (26)

where E ≡ 1020E20 eV and R ≡ Rkpc kpc. It is of interest to apply the acceleration conditions to the
nearest AGN.

At only 3.4 Mpc distance, Cen A is a complex Fanaroff–Riley type I (FRI) radio-loud source
identified at optical frequencies with the galaxy NGC 5128 [82]. Radio observations at different wave-
lengths have revealed a rather complex morphology shown in Fig. 12. It comprises a compact core, a jet
(with subluminal proper motions βjet ∼ 0.5 [85]) also visible at X-ray frequencies, a weak counterjet,
two inner lobes, a kiloparsec-scale middle lobe, and two giant outer lobes. The jet would be responsi-
ble for the formation of the northern inner and middle lobes when interacting with the interstellar and
intergalactic media, respectively. There appears to be a compact structure in the northern lobe, at the ex-
trapolated end of the jet. This structure resembles the hot spots such as those existing at the extremities
of FRII galaxies. However, at Cen A it lies at the side of the lobe rather than at the most distant northern
edge, and the brightness contrast (hot spot to lobe) is not as extreme [86]. Estimates of the radio spec-
tral index of synchrotron emission in the hot spot and the observed degree of linear polarization in the
same region suggests that the ratio of turbulent to ambient magnetic energy density in the region of the
shock is U ∼ 0.4 [87]. The broadband radio to X-ray jet emission yields an equipartition magnetic field
BµG ∼ 100 [88].2 The radio-visible size of the hot spot can be directly measured from the large-scale
map Rkpc ' 2 [89]. The actual size can be larger because of uncertainties in the angular projection of
this region along the line of sight.3 Replacing these fiducial values in (17) and (26) we conclude that, if
the ratio of photon to magnetic energy density a . 0.4, it is plausible that Cen A can accelerate protons
up E ≈ 2× 1011 GeV.

EGRET observations of the gamma-ray flux for energies above 100 MeV allow an estimate Lγ ∼
1041 erg s−1 for Cen A [90]. This value of Lγ is consistent with an earlier observation of photons in the
TeV range during a period of elevated X-ray activity [91], and is considerably smaller than the estimated
bolometric luminosity Lbol ∼ 1043 erg s−1 [82]. Recent data from the High Energy Stereoscopic System

2The usual way to estimate the magnetic field strength in a radio source is to minimize its total energy. The condition of
minimum energy is obtained when the contributions of the magnetic field and the relativistic particles are approximately equal
(equipartition condition). The corresponding B field is commonly referred to as the equipartition magnetic field.

3For example, an explanation of the apparent absence of a counterjet in Cen A via relativistic beaming suggests that the
angle of the visible jet axis with respect to the line of sight is at most 36◦ [86], which could lead to a doubling of the hot-spot
radius. It should be remarked that, for a distance of 3.4 Mpc, the extent of the entire source has a reasonable size even with this
small angle.
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Fig. 12: Optical image of Cen A (UK 48-inch Schmidt) overlaid with radio contours (black, VLA [83]). HESS
VHE best-fit position with 1σ statistical errors (blue cross) and VHE extension 95% CL upper limit (white dashed
circle) are also shown. From Ref. [84].

(HESS) have confirmed Cen A as a TeV gamma-ray-emitting source [84]. Extrapolating the spectrum
measured with EGRET in the GeV regime to VHEs roughly matches the HESS spectrum, though the
softer end of the error range on the EGRET spectral index is preferred. More recent data from Fermi-
LAT established that a large fraction (> 1/2) of the total > 100 MeV emission from Cen A emanates
from the lobes [92]. For values of B in the 100 µG range, substantial proton synchrotron cooling is
suppressed, allowing production of high-energy electrons through photomeson processes. The average
energy of synchrotron photons scales as [93]

〈Esyn
γ 〉 ' 0.29Esyn

γ , (27)

and therefore, to account for the observed TeV photons, Cen A should harbour a population of ultra-
relativistic electrons, withEe ∼ 109 GeV. We further note that this would require the presence of protons
with energies between one and two orders of magnitude larger, since the electrons are produced as
secondaries.

2.2.3 Gamma-ray bursts
GRBs are flashes of high-energy radiation that can be brighter, during their brief existence, than any
other source in the sky. The bursts present an amazing variety of temporal profiles, spectra and time-
scales [94]. Our insights into this phenomenon have been increased dramatically by BATSE observations
of over 2000 GRBs, and, more recently, by data from Swift.

There are several classes of bursts, from single-peaked events, including the fast-rise and exponen-
tial decay gamma-ray bursts (FREDs) and their inverse (anti-FREDs), to chaotic structures [95]. There
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are well-separated episodes of emission, as well as bursts with extremely complex profiles. Most of the
bursts are time asymmetric, but some are symmetric. Burst time-scales range from about 30 ms to several
minutes.

The GRB angular distribution appears to be isotropic, suggesting a cosmological origin [96]. Fur-
thermore, the detection of “afterglows” – delayed low-energy (radio to X-ray) emission – from GRBs
has confirmed this via the redshift determination of several GRB host galaxies [97].

The gamma-ray luminosity implied by cosmological distances is astonishing: Lγ ∼ 1052 erg s−1.
The most popular interpretation of the GRB phenomenology is that the observable effects are due to the
dissipation of the kinetic energy of a relativistic expanding plasma wind, a “fireball” [98]. Although the
primal cause of these events is not fully understood, it is generally believed to be associated with the
core collapse of massive stars (in the case of long-duration GRBs) and stellar collapse induced through
accretion or a merger (short-duration GRBs) [99].

The very short time-scale observed in the light curves indicates an extreme compactness (i.e.
distance scale comparable to a light-millisecond: r0 ∼ 107 cm) that implies a source that is initially
opaque (because of γγ pair creation) to gamma rays,

τγγ ∼ r0n
GRB
γ σT ∼

σTLγ
4πr0cεγ

∼ 1015, (28)

where nGRB
γ is the number density of photons at the source and εγ ' 1 MeV is the characteristic photon

energy.

The high optical depth creates the fireball: a thermal plasma of photons, electrons and positrons.
The radiation pressure on the optically thick source drives relativistic expansion (over a time-scale r0/c),
converting internal energy into the kinetic energy of the inflating shell. As the source expands, the optical
depth is reduced. If the source expands with a Lorentz factor Γ, the energy of photons in the source
frame is smaller by a factor Γ compared to that in the observer frame, and most photons may therefore
be below the pair production threshold. Baryonic pollution in this expanding flow can trap the radiation
until most of the initial energy has gone into bulk motion with Lorentz factors of Γ ∼ 102–103 [100]. The
kinetic energy can be partially converted into heat when the shell collides with the interstellar medium
or when shocks within the expanding source collide with one another. The randomized energy can then
be radiated by synchrotron radiation and inverse Compton scattering, yielding non-thermal bursts with
time-scales of seconds at large radii, r > 1012 cm, beyond the Thomson sphere. Charged particles may
be efficiently accelerated to ultrahigh energies in the fireball’s internal shocks; hence GRBs are often
considered as potential sources of UHECRs [101].

Coburn and Boggs [102] reported the detection of polarization, a particular orientation of the
electric field vector, in the gamma rays observed from a burst. The radiation released through synchrotron
emission is highly polarized, unlike in other previously suggested mechanisms such as thermal emission
or energy loss by relativistic electrons in intense radiation fields. Thus, polarization in the gamma rays
from a burst provides direct evidence in support of synchrotron emission as the mechanism of gamma-ray
production (see also [103]).

Following the Hillas criterion, the Larmor radius rL should be smaller than the largest scale lGRB

over which the magnetic field fluctuates, since otherwise Fermi acceleration will not be efficient. One
may estimate lGRB as follows. The comoving time, i.e. the time measured in the fireball rest frame, is
t = r/Γc. Hence, the plasma wind properties fluctuate over comoving scale length up to lGRB ∼ r/Γ,
because regions separated by a comoving distance larger than r/Γ are causally disconnected. Moreover,
the internal energy is decreasing because of the expansion and thus it is available for proton acceleration
(as well as for gamma-ray production) only over a comoving time t. The typical acceleration time-scale
is then [101]

τGRB
acc ∼ rL

c
. (29)
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Eq. (29) sets a constraint on the required comoving magnetic field strength, and the Larmor radius rL =
E′/eB = E/ΓeB, where E′ = E/Γ is the proton energy measured in the fireball frame. This constraint
sets a lower limit to the magnetic field carried by the wind, which may be expressed as

ζB
ζe

> 0.02
Γ2

2.5E
2
20

L52
, (30)

where Γ = 102.5Γ2.5, Lγ = 1052L52 erg s−1. Here, ζB is the fraction of the wind energy density that is
carried by the magnetic field, 4πr2Γ2(B2/8π) = ζBL, and ζe is the fraction of wind energy carried by
shock-accelerated electrons. Note that, because the electron energy is lost radiatively, Lγ ≈ ζeL.

The dominant energy-loss process in this case is synchrotron cooling. Therefore, the condition
that the synchrotron loss time of Eq. (21) be smaller than the acceleration time sets the upper limit on the
magnetic field strength [101],

B < 3× 105 Γ2
2.5E

−2
20 G. (31)

Since the equipartition field is inversely proportional to the radius r, this condition may be satisfied
simultaneously with (30) provided that the dissipation radius is large enough, i.e.

r > 1012Γ−2
2.5E

3
20 cm. (32)

The high-energy protons also lose energy in interaction with the wind photons (mainly through pion
production). It can be shown, however, that this energy loss is less important than the synchrotron
energy loss [101].

In summary, a dissipative ultra-relativistic wind, with luminosity and variability time implied by
GRB observations, satisfies the constraints necessary to accelerate protons to energy & 1011 GeV, pro-
vided that Γ > 100, and the magnetic field is close to equipartition with electrons.

2.3 Energy losses of baryonic cosmic rays on the pervasive radiation fields
2.3.1 Opacity of the CMB to UHECR protons
Ultrahigh-energy protons degrade their energy through Bethe–Heitler (BH) pair production (pγ →
pe+e−) and photopion production (pγ → πN), each successively dominating as the proton energy in-
creases. The fractional energy loss due to interactions with the cosmic background radiation at a redshift
z = 0 is determined by the integral of the nucleon energy loss per collision multiplied by the probability
per unit time for a nucleon collision in an isotropic gas of photons [104]. This integral can be explicitly
written as

− 1

E

dE

dt
=

c

2Γ2

∑

j

∫ ωm

0
dωr yjσj(ωr)ωr

∫ ωm

ωr/2Γ
dω

nγ(ω)

ω2
, (33)

where ωr is the photon energy in the rest frame of the nucleon, and yj is the inelasticity, i.e. the average
fraction of the energy lost by the photon to the nucleon in the laboratory frame for the jth reaction
channel. (Here the laboratory frame is the one in which the CMB is at a temperature ≈ 2.7 K.) The sum
is carried out over all channels, nγ(ω) dω stands for the number density of photons with energy between
ω and ω + dω, σj(ωr) is the total cross-section of the jth interaction channel, Γ is the usual Lorentz
factor of the nucleon, and ωm is the maximum energy of the photon in the photon gas.

Pair production and photopion production processes are only of importance for interactions with
the 2.7 K blackbody background radiation [105]. Collisions with optical and infrared photons give a
negligible contribution. Therefore, for interactions with a blackbody field of temperature T , the photon
density is that of a Planck spectrum, so the fractional energy loss is given by

− 1

E

dE

dt
= − ckT

2π2Γ2(c~)3

∑

j

∫ ∞

ω0j

dωr σj(ωr)yjωr ln(1− e−ωr/2ΓkT ), (34)
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where ω0j is the threshold energy for the jth reaction in the rest frame of the nucleon.

At energies E � memp/kT = 2.1 × 109 GeV (i.e. ωr/me − 2 � 1), when the reaction takes
place on the photons from the high-energy tail of the Planck distribution, the fraction of energy lost in
one collision and the cross-section can be approximated by the threshold values

yBH = 2
me

mp
(35)

and

σBH(ωr) =
π

12
αr2

0

(
ωr

me
− 2

)3

, (36)

where α is the fine-structure constant and r0 is the classical radius of the electron [105]. The fractional
energy loss due to pair production for E . 109 GeV is then

− 1

E

(
dE

dt

)

BH

=
16c

π

me

mp
αr2

0

(
kT

hc

)3(ΓkT

me

)2

exp
(
− me

ΓkT

)
. (37)

At higher energies (E > 1010 GeV), the characteristic time for the energy loss due to pair production
is t ≈ 5 × 109 yr [106]. In this energy regime, the photopion reactions pγ → pπ0 and pγ → π+n on
the tail of the Planck distribution give the main contribution to proton energy loss. The cross-sections of
these reactions are well known and the kinematics is simple.

Photopion production turns on at a photon energy in the proton rest frame of 145 MeV with a
strongly increasing cross-section at the ∆(1232) resonance, which decays into the one-pion channels
π+n and π0p. With increasing energy, heavier baryon resonances occur and the proton might reappear
only after successive decays of resonances. The most important channel of this kind is pγ → ∆++π−

with intermediate ∆++ states leading finally to ∆++ → pπ+. Some ∆++ examples in this category
are the ∆(1620) and ∆(1700) resonances. The cross-section in this region can be described by either
a sum or a product of Breit–Wigner distributions over the main resonances produced in Nγ collisions
considering πN, ππN and KΛ (Λ → Nπ) final states [107]. At high energies, 3.0 GeV < ωr <
183 GeV, the CERN-HERA and COMPAS Groups have made a fit to the pγ cross-section [108] (see
p. 1335). The parametrization is

σπ(ωr) = A+B ln2
( ωr

GeV

)
+ C ln

( ωr

GeV

)
mb, (38)

where A = 0.147± 0.001, B = 0.0022± 0.0001 and C = −0.0170± 0.0007. In this energy range, the
σtotal(nγ) is to a good approximation identical to σtotal(pγ).

We turn now to the kinematics of photon–nucleon interactions. The inelasticity yπ depends not
only on the outgoing particles but also on the kinematics of the final state. Nevertheless, averaging over
final-state kinematics leads to a good approximation of yπ. The c.m. system quantities (denoted by ∗)
are determined from the relativistic invariance of the square of the total four-momentum pµp

µ of the
photon–proton system. This invariance leads to the relation

s = (ω∗ + E∗)2 = m2
p + 2mpωr. (39)

The c.m. system energies of the particles are uniquely determined by conservation of energy and momen-
tum. For reactions mediated by resonances, one can assume a decay that in the c.m. frame is symmetric in
the forward and backward directions with respect to the collision axis (given by the incoming particles).
For instance, we consider single pion production via the reaction pγ → ∆→ pπ. Here,

E∗∆ =
(s+m2

∆ −m2
π)

2
√
s

. (40)
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Thus, the mean energy of the outgoing proton is

〈E∗final
p 〉 =

(s+m2
∆ −m2

π)

2
√
sm∆

(m2
∆ +m2

p −m2
π)

2m∆
, (41)

or in the laboratory frame

〈Efinal
p 〉 =

E

s

(s−m2
π +m2

∆)

2m∆

(m2
∆ −m2

π +m2
p)

2m∆
. (42)

The mean inelasticity yπ = 1−(〈Efinal〉/E) of a reaction that provides a proton after n resonance decays
can be obtained by straightforward generalization of Eq. (42), and is given by

yπ(mR0) = 1− 1

2n

n∏

i=1

(
1 +

m2
Ri
−m2

M

m2
Ri−1

)
, (43)

where mRi denotes the mass of the ith resonant system of the decay chain, mM is the mass of the
associated meson, mR0 =

√
s is the total energy of the reaction in the c.m., and mRn is the mass of the

nucleon. For multipion production, the case is much more complicated because of the non-trivial final-
state kinematics. However, it is well established experimentally [109] that, at very high energies (

√
s &

3 GeV), the incoming particles lose only one-half their energy via pion photoproduction independently
of the number of pions produced, yπ ∼ 1/2. This is the “leading particle effect”.

For
√
s < 2 GeV, the best maximum likelihood fit to Eq. (34) with the exponential behaviour

− 1

E

(
dE

dt

)

π

= A exp[−B/E], (44)

derived from the values of cross-section and fractional energy loss at threshold, gives [110]

A = (3.66± 0.08)× 10−8 yr−1, B = (2.87± 0.03)× 1011 GeV. (45)

The fractional energy loss due to production of multipion final states at higher c.m. energies (
√
s &

3 GeV) is roughly a constant,

− 1

E

(
dE

dt

)

π

= C = (2.42± 0.03)× 10−8 yr−1. (46)

From the values determined for the fractional energy loss, it is straightforward to compute the energy
degradation of UHECRs in terms of their flight time. This is given by

At− Ei(B/E) + Ei(B/E0) = 0, for 1010 GeV . E . 1012 GeV, (47)

and
E(t) = E0 exp[−Ct], for E & 1012 GeV, (48)

where Ei is the exponential integral [111]. Fig. 13 shows the proton energy degradation as a function of
the mean flight distance. Note that, independent of the initial energy of the nucleon, the mean energy
values approach 1011 GeV after a distance of ≈ 100 Mpc.

2.3.2 Photonuclear interactions
The relevant mechanisms for the energy loss that extremely high-energy nuclei suffer during their trip
to Earth are Compton interactions, pair production in the field of the nucleus, photodisintegration and
hadron photoproduction. The Compton interactions have no threshold energy. In the nucleus rest frame,
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Fig. 13: Energy attenuation length of protons in the intergalactic medium. Note that, after a distance of∼ 100 Mpc,
or propagation time ∼ 3 × 108 yr, the mean energy is essentially independent of the initial energy of the protons,
with a critical energy around 1011 GeV. From Ref. [110].

pair production has a threshold at ∼ 1 MeV, photodisintegration is particularly important at the peak of
the GDR (15–25 MeV), and photomeson production has a threshold energy of ∼ 145 MeV.

Compton interactions result in only a negligibly small energy loss for the nucleus given by [112]

−dE

dt
=
Z4

A2
ργ

(
E

Ampc2

)2

eV s−1, (49)

where ργ is the energy density of the ambient photon field in eV cm−3, E is the total energy of the
nucleus in eV, and Z and A are the atomic number and atomic weight of the nucleus. The energy-loss
rate due to photopair production is Z2/A times higher than for a proton of the same Lorentz factor [113],
whereas the energy-loss rate due to photomeson production remains roughly the same. The latter is
true because the cross-section for photomeson production by nuclei is proportional to the mass number
A [114], while the inelasticity is proportional to 1/A. However, it is photodisintegration rather than
photopair and photomeson production that determines the energetics of UHECR nuclei. During this
process, some fragments of the nuclei are released, mostly single neutrons and protons. Experimental
data of photonuclear interactions are consistent with a two-step process: photoabsorption by the nucleus
to form a compound state, followed by a statistical decay process involving the emission of one or more
nucleons.

Following the conventions of Eq. (33), the disintegration rate with production of i nucleons is
given by [115]

RAi =
1

2Γ2

∫ ∞

0
dω

nγ(ω)

ω2

∫ 2Γω

0
dωr ωrσAi(ωr), (50)

with σAi the cross-section for the interaction.

The photoabsorption cross-section roughly obeys the Thomas–Reiche–Kuhn (TRK) dipole sum
rule

Σd ≡
∫ ∞

0
σ(ωr) dωr = 59.8

NZ

A
MeV mb, (51)

where N = A− Z is the number of neutrons. (Indeed, this integral is experimentally ∼ 20–30% larger,
e.g. for 56Fe, 1020 MeV mb for the left-hand side, 22% larger than the right-hand side [116].) These
cross-sections contain essentially two regimes. At ωr < 30 MeV there is the domain of the GDR where
disintegration proceeds mainly by the emission of one or two nucleons. A Gaussian distribution in this
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energy range is found to fit the cross-section data adequately [112]. At higher energies, the cross-section
is dominated by multinucleon emission and is approximately flat up to ωr ∼ 150 MeV. Specifically,

σAi =
ξAiΣdΘ(wr − 2)Θ(30− ωr) e−2(ωr−ε0i)2/∆2

i

W∆i
+
fiΣdΘ(ωr − 30)

120
, (52)

for i = 1, 2, and

σAi =
fiΣdΘ(ωr − 30)

120
, (53)

for i > 2 [112]. Here, W is a normalization factor given by

W =
(π

8

)2
[Φ(
√

2(30− ε0i)/∆i) + Φ(
√

2(ε0i − 2)/∆i)],

Φ(x) is the error function, and Θ(x) the Heaviside step function. The dependences of the width ∆i,
the peak energy ε0i, the branching ratio fi and the dimensionless integrated cross-section ξi are given
in [112] for isotopes up to 56Fe.

The photon background relevant for nucleus disintegration consists essentially of photons of the
2.7 K CMB. The background of optical radiation turns out to be of (almost) no relevance for UHECR
propagation. The cosmic infrared background (CIB) radiation [117],

dnγ(ω)

dω
= 1.1× 10−4

( ω
eV

)−2.5
cm−3 eV−1, (54)

only leads to sizeable effects far below 1011 GeV and for time-scales O (1017 s) [118].

By substituting Eqs. (52) and (53) into Eq. (50), the photodisintegration rates on the CMB can be
expressed as integrals of two basic forms. The first one is

I1 =
A

2Γ2π2~3c2

[∫ 15/Γ

1/Γ
dω (eω/kT − 1)−1J +

∫ ∞

15/Γ
dω (eω/kT − 1)−1J ′

]
, (55)

where the functions J and J ′ are given by the expressions,

J =

√
π

8
ε0i∆i[Φ(

√
2(2Γω − ε0i)/∆i) + Φ(

√
2(ε0i − 2)/∆i)]

+

(
∆i

2

)2

{e−2((ε0i−2)/∆i)
2 − e−2((2Γω−ε0i)/∆i)

2} (56)

and

J ′ =

√
π

8
ε0i∆i[Φ(

√
2(30− ε0i)/∆i) + Φ(

√
2(ε0i − 2)/∆i)]

+

(
∆i

2

)2

{e−2((ε0i−2)/∆i)
2 − e−2((30−ε0i)/∆i)

2}. (57)

The second basic integral is of the form

I2 = (π2~3c2)−1σAi

[∫ ∞

15/Γ

ω2 dω

eω/kT − 1
−
(

15

Γ

)2 ∫ ∞

15/Γ

dω

eω/kT − 1

]
. (58)

With this in mind, Eq. (50) can be rewritten as [119]

RAi =
1

π2~3c2Γ2

{A
2

(π
8

)1/2
ε0i∆i[e

−2ε20i/∆
2
i S1 + S2]− A

2
J ′kT ln(1− e−15/ΓkT )
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Table 2: Series and functions of Eq. (59).

A W−1ξAiΣd∆
−1
i

S1

∞∑

j=1

kTj−1 exp[B2
]{Φ(B + 15

√
8/∆i)− Φ(B +

√
8/∆i)}

S2

∞∑

j=1

kTj−1 exp{−j/ΓkT}[Φ(
√

2(2− ε0i)/∆i)− Φ(
√

2(30− ε0i)/∆i)]

S3

∞∑

j=1

exp[B2
]{Φ(B + 15

√
8/∆i)− Φ(B +

√
8/∆i)}

S4

∞∑

j=1

exp{−15j/ΓkT}[(kT/j)(15/Γ)2 + (kT/j)2(15/Γ) + (kT/j)3]

B j∆i/ΓkT
√

32− 2ε0i/
√

2∆i

K
√
π

8
ε0i∆iΦ(

√
2(ε0i − 2)/∆i) + (∆i/2)2 exp{−2(ε0i − 2)2/∆2

i }

− A
8

e−2ε20i/∆
2
i

( π
32

)1/2 ∆3
i

Γ
S3 +

A
2
KkT [ln(1− e−15/ΓkT )− ln(1− e−1/ΓkT )]

+
fiΣd

120
[Γ2S4 + 152kT ln(1− e−15/ΓkT )]

}
, (59)

with A, Si and K as given in Table 2. Summing over all the possible channels for a given number of
nucleons, one obtains the effective nucleon loss rate RA =

∑
i iRAi. The effective nucleon loss rate for

light elements, as well as for those in the carbon, silicon and iron groups, can be scaled as [112]

dA

dt

∣∣∣∣
A

∼ dA

dt

∣∣∣∣
56Fe

(
A

56

)
= R56

(
A

56

)
, (60)

with the photodisintegration rate (59) parametrized by [120]

R56(Γ) = 3.25× 10−6 Γ−0.643 exp(−2.15× 1010/Γ) s−1, (61)

for Γ ∈ [1.0× 109, 36.8× 109], and

R56(Γ) = 1.59× 10−12 Γ−0.0698 s−1, (62)

for Γ ∈ [3.68× 1010, 10.0× 1010].

EXERCISE 2.1 Approximating the cross-section in Eq. (52) by the single pole of the narrow-width
approximation [121]

σA(ω′) = πσ0
ΓGDR

2
δ(ω′ − ω0), (63)

show that, for interactions with the CMB photons,

RA ≈
σ0ω

′
0ΓGDRT

4Γ2π
| ln(1− e−ω

′
0/2ΓT )|, (64)
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Fig. 14: The energy of the surviving fragment (Γ0 = 4 × 109, Γ0 = 2 × 1010) versus propagation time obtained
using Eq. (66) is indicated with a solid line. Also included is the energy attenuation length obtained from Monte
Carlo simulations with (dashed) and without (dotted-dashed) pair creation production, for comparison. The region
between the two dotted lines includes 95% of the simulations. This gives a clear idea of the range of values that
can result from fluctuations from the average behaviour. It is important to keep in mind that a light propagation
distance of 1.03× 1014 s corresponds to 1 Mpc. From Ref. [124].

where σ0/A = 1.45 × 10−27 cm2, ΓGDR = 8 MeV and ε′0 = 42.65A−0.21 (0.925A2.433) MeV, for
A > 4 (A ≤ 4), respectively [122]. Verify that for 56Fe this solution agrees to within 20% with the
parametrization given in Eq. (61).

For photodisintegration, the averaged fractional energy-loss results equal the fractional loss in
mass number of the nucleus, because the nucleon emission is isotropic in the rest frame of the nucleus.
During the photodisintegration process, the Lorentz factor of the nucleus is conserved, unlike the cases
of pair production and photomeson production processes, which involve the creation of new particles
that carry off energy. The total fractional energy loss is then

− 1

E

dE

dt
=

1

Γ

dΓ

dt
+
R

A
. (65)

For ωr . 145 MeV the reduction in Γ comes from the nuclear energy loss due to pair production. The
gamma-ray momentum absorbed by the nucleus during the formation of the excited compound nuclear
state that precedes nucleon emission is O(10−2) times the energy loss by nucleon emission [123]. For
Γ > 1010 the energy loss due to photopair production is negligible, and thus

E(t) ∼ 938A(t)Γ MeV

∼ E0 exp

[−R56(Γ)t

56

]
. (66)

Fig. 14 shows the energy of the heaviest surviving nuclear fragment as a function of the propa-
gation time, for initial iron nuclei. The solid curves are obtained using Eq. (66), whereas the dashed
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and dotted-dashed curves are obtained by means of Monte Carlo simulations [118]. One can see that
nuclei with Lorentz factors above 1010 cannot survive for more than 10 Mpc. For these distances, the
approximation given in Eq. (66) always lies in the region that includes 95% of the Monte Carlo simula-
tions. When the nucleus is emitted with a Lorentz factor Γ0 < 5× 109, pair production losses start to be
relevant, significantly reducing the value of Γ as the nucleus propagates distances of O(100 Mpc). The
effect has a maximum for Γ0 ≈ 4 × 109 but becomes small again for Γ0 ≤ 109, for which appreciable
effects only appear for cosmological distances (> 1000 Mpc), see for instance [118].

Note that Eq. (66) imposes a strong constraint on the location of nucleus sources: less than 1%
of iron nuclei (or any surviving fragment of their spallations) can survive more than 3 × 1014 s with an
energy > 1011.5 GeV. For straight-line propagation, this represents a maximum distance of ∼ 3 Mpc.

2.4 Diffuse propagation of protons in a magnetized Local Supercluster
In addition to the interactions with the radiation fields permeating the Universe, baryonic CRs suffer
deflection and delay in magnetic fields, effects that can camouflage their origins. For example, the
regular component of the Galactic magnetic field can distort the angular images of CR sources: the flux
may appear dispersed around the source or globally translated in the sky with rather small dispersion, viz.
the deflection for CRs of charge Ze and energy E should not exceed ∼ 10◦ Z (4× 1010 GeV/E) [125].

One interesting possibility to explain the observed near-isotropy of arrival directions is to envis-
age a large-scale extragalactic magnetic field that can provide sufficient bending to the CR trajectories.
Surprisingly little is actually known about the extragalactic magnetic field strength. There are some
measurements of diffuse radio emission from the bridge area between the Coma and Abell superclus-
ters [126], which under assumptions of equipartition allows an estimate of O(0.2–0.6) µG for the mag-
netic field in this region. Fields ofO(µG) are also indicated in a more extensive study of 16 low-redshift
clusters [127]. It is assumed that the observed B fields result from the amplification of much weaker
seed fields. However, the nature of the initial weak seed fields is largely unknown. There are two broad
classes of models for seed fields: cosmological models, in which the seed fields are produced in the early
Universe, and astrophysical models, in which the seed fields are generated by motions of the plasma in
(proto)galaxies. Of particular interest here is the second class of models. If most galaxies lived through
an active phase in their history, magnetized outflows from their jets and winds would efficiently pollute
the extragalactic medium. The resulting B field is expected to be randomly oriented within cells of sizes
below the mean separation between galaxies, λB . 1 Mpc.

Extremely weak unamplified extragalactic magnetic fields have escaped detection up to now.
Measurements of the Faraday rotation in the linearly polarized radio emission from distant quasars
(quasi-stellar objects, QSOs) [128] and/or distortions of the spectrum and polarization properties in the
CMB [129, 130] imply upper limits on the extragalactic magnetic field strength as a function of the
reversal scale. It is important to stress that Faraday rotation measurements (RM) sample extragalactic
magnetic fields of any origin (out to quasar distances), while the CMB analyses set limits only on pri-
mordial magnetic fields. The RM bounds depend significantly on assumptions about the electron density
profile as a function of the redshift. When electron densities follow that of the Lyman-α forest, the av-
erage magnitude of the magnetic field receives an upper limit of B ∼ 10−9 G for reversals on the scale
of the horizon, and B ∼ 10−8 G for reversal scales of the order of 1 Mpc [131]. As a statistical average
over the sky, an all-pervading extragalactic magnetic field is constrained to be [132]

B . 3× 10−7 (Ωbh
2/0.02)−1(h/0.72)(λB/Mpc)1/2 G, (67)

where Ωbh
2 ' 0.02 is the baryon density and h ' 0.72 is the present-day normalized Hubble expansion

rate. This is a conservative bound because Ωb has contributions from neutrons and only electrons in
ionized gas are relevant to Faraday rotation.

In the spirit of [133, 134], very recently we proposed that neutron emission from Cen A could
dominate the observed CR flux above the GZK suppression [135]. Neutrons that are able to decay
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generate proton diffusion fronts in the intergalactic turbulent magnetic plasma. In our calculations we
assume a strongly turbulent magnetic field, B = 50 nG, λB ∼ 1 Mpc, and largest turbulent eddy
` ∼ 2πλB [136]. For energies above the GZK suppression, λB . rL . ` and so the diffusion coefficient
is given by the Bohm formula [75]

D(E) =
crL

3
= 0.1

(
E

EeV

)(
B

nG

)−1

Mpc2 Myr−1. (68)

The evolution of the proton spectrum is driven by the so-called “energy loss–diffusion equation”

∂n(E, r, t)

∂t
=
∂[b(E)n(E, r, t)]

∂E
+∇[D(E, r, t)∇n(E, r, t)] +Q(E, t) δ3(x), (69)

where n(E, r, 0) = N0δ
3(x). Here, b(E) ≡ dE/dt is the mean rate at which particles lose energy

and Q(E, t) is the number of protons per unit energy and per unit time generated by the source. For
the situation at hand, D(E, r, t) = D(E) and hence the second term becomes D(E)∇2n(E, r, t).
Idealizing the emission to be uniform with a rate dN0/dt = Ntot/τ , we have

Q(E, t) =
Ntot

τ
[Θ(t− ton)−Θ(t− toff)], (70)

where
∫
Q(E, r′, t′) d3x′ dt′ = Ntot, Θ is the Heaviside step function, and ton (toff ) is the time since the

engine turned on (off) its CR production, toff − ton = τ . For the energy region of interest, the expected
time delay of the diffuse protons, τdelay ∼ d2/D(E), is significantly smaller than the characteristic
time-scale for photopion production derived in Eq. (44).

If the energy-loss term is neglected, the solution to Eq. (69) reads

n(E, r, t) =

∫
dt′
∫

d3x′G(r − r′, t− t′)Q(E, r′, t′), (71)

where
G(r − r′, t− t′) = [4πD(t− t′)]−3/2Θ(t− t′) exp{−(r − r′)2/4D(t− t′)} (72)

is the Green function [137]. The density of protons at the present time t of energy E at a distance r from
Cen A, which is assumed to be continuously emitting at a constant spectral rate dN0/dE dt from time
ton until the present, is found to be [134]

dn(E, r, t)

dE
=

dN0

dE dt

1

[4πD(E)]3/2

∫ t

ton

dt′
e−r

2/4D(t−t′)

(t− t′)3/2

=
dN0

dE dt

1

4π3/2D(E)r

∫ v2

v1

dv

v3/2
e−1/v

=
dN0

dE dt

1

4πD(E)r
I(x), (73)

where we have used the change of variables

u =
r2

4D(t− t′) =
1

v
, (74)

with x = 4DTon/r
2, Ton = t− ton, and

I(x) =
1√
π

∫ ∞

1/x

du√
u

e−u. (75)

For Ton →∞, the density approaches its time-independent equilibrium value neq.
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As a result of this diffusion, the J ∝ E−4 behaviour of the observed CR spectrum reflects a
dN0/dE dt ∝ E−3 injection in the region of the source cut-off. For an S = 3000 km2 detector like
Auger, the neutron rate is

dNn

dt
=

S

4πd2

∫ E2

E1

e−d/λ(E) dN0

dE dt
dE, (76)

where λ(E) ' 9.2 × 10−3EEeV Mpc is the neutron decay length. For the energy interval between
E1 = 55 EeV and E2 = 150 EeV, we calculate the normalization factor using the observation of
two neutrons in three years of the nominal exposure per year of Auger. We then use this normalization
factor to calculate the luminosity of the source in the above energy interval. We find L(E1,E2)

CR = 0.86×
1040 erg s−1 [135]. Next, we assume continuity of the spectrum at E1 as it flattens to E−2. Taking
the lower bound on the energy to be E0 = 10 EeV, we can then fix the luminosity for this interval
and find L(E0,E1)

CR = 2.3 × 1040 erg s−1. Adding these, we find the (quasi-)bolometric luminosity to be
L

(E0,E2)
CR = 3.2 × 1040 erg s−1, which is about a factor of 3 smaller than the observed luminosity in

E > 100 MeV gamma rays, Lγ ≈ 1041 erg s−1 [90]. To further constrain the parameters of the model,
we evaluate the energy-weighted approximately isotropic proton flux at 70 EeV. If the source actively
emitted UHECRs for at least 70 Myr, from Eq. (73) we obtain

〈E4J(E)〉 =
E4c

(4π)2dD(E)

dN0

dE dt
I(x)

≈ 1.6× 1057 eV3 km−2 yr−1 sr−1, (77)

in agreement with observations [29]. If we assume circular pixel sizes with 3◦ radii, the neutrons will be
collected in a pixel representing a solid angle ∆Ω ' 8.6 × 10−3 sr. The event rate of (diffuse) protons
coming from the direction of Cen A is found to be

dNp

dt
= S∆Ω

∫ E2

E1

〈E4J〉dE
E4

= 0.08 events/yr. (78)

All in all, in the next nine years of operation we expect about six direct neutron events against an almost
negligible background. Note that our model also predicts no excess in the direction of M87, in agreement
with observations (see Fig. 8).

We turn now to the discussion of anisotropy. The number of particles with velocity c hitting a
unit area in a unit time in a uniform gas of density n(E, r, t) is n(E, r, t)c. Owing to the gradient in
the number density with radial distance from the source, the downward flux at Earth per steradian as a
function of the angle θ to the source is [133]

J(θ, r, t) =
n(E, r, t)c

4π
(1 + αd cos θ), (79)

where

αd cos θ =
|j(E, r, t)|
n(E, r, t)c

. (80)

The asymmetry parameter αd can be found by computing the incoming current flux density j = D∇r′n
as viewed by an observer on Earth, where r = R+ r′. We obtain

j′i(E, x
′
i, t) = D

∂n(E, x′i, t)
∂x′i

= D
dN0

dE dt

1

(4πD)3/2

∫ t

ton

dt′

(t− t′)3/2
e−(R2+2R·r′+r′2)/4D(t−t′)−(2Ri+2x′i)/4D(t−t′)

= − (Ri + x′i)
2(4πD)3/2

∫ t

ton

dt′

(t− t′)5/2
e−r

2/[4D(t−t′)]. (81)
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Near x′i = 0, using the change of variables in Eq. (74), we obtain

j′i(E, x
′
i, t) =

Ri
2

dN0

dE dt

1

(4πD)3/2

r2

4D

(
4D

r2

)5/2 ∫ ∞

1/x
duu1/2 e−u

=
Ri
2π

dN0

dE dt

1

r3
I ′(x), (82)

where
I ′(x) =

1√
π

∫ ∞

1/x
du
√
u e−u. (83)

Finally, taking Rx = Rx = 0 and Rz = r cos θ we obtain [134]

αd =
2D(E)

cr

I ′(x)

I(x)
. (84)

For Ton → ∞, 0 ≤ α ≤ 1. Taking our fiducial values E = 70 EeV, BnG = 50 and Ton = 70, we find
αd = 0.29. This is within ∼ 1σ of the anisotropy amplitude αd = d⊥/ cos δ0 = 0.25 ± 0.18 obtained
from the 69 arrival directions, assuming a dipole function for a source model with a maximum value at
Cen A: (α0, δ0) = (201.4◦,−43.0◦).

One caveat is that we assumed that neutrons completely dominate the ultrahigh-energy Cen A
emission spectrum; that is

dN0

dE dt
= (Nn

0 +Np
0 )E−3, with Np

0 /N
n
0 � 1. (85)

This reduces the number of free parameters in the model. The actual proton-to-neutron fraction depends
on the properties of the source, predominantly the ratio of photon to magnetic energy density. The
relation (85) results from a ∼ 0.4, which implies that photopion production – and not proton leakage
from the accelerator region – determines the shape of the cut-off in the spectrum at the source.

EXERCISE 2.2 The asymmetry parameter given in Eq. (84) accurately describes the diffuse propaga-
tion of CRs if Nn

0 /N
p
0 � 1. Show that the asymmetry parameter from the neutron decay shell is given

by

αd =
2D(E)

cr

I ′′(x)

I(x)
, (86)

where

I ′′(x) =
1

4
√
πκ

∫ ∞

1/x

du

u3/2
[((1− κ)u+ 1

2) e−(1−κ)2u − ((1 + κ)u+ 1
2) e−(1+κ)2u] (87)

and κ = λ(E)/r. Show that, in spite of the complicated nature of Eq.(87), the results for αd are very
similar to those for the primary diffusion front given above.

An observation demanding some attention is the distribution of arrival directions of the events
collected by the SUGAR experiment, shown in Fig. 15. We take the data at face value, keeping in
mind that the techniques available at the time the experiment was conducted were not as refined as the
techniques currently at our disposal. As one can see in Fig. 15, while the Auger and SUGAR distributions
are not dissimilar, the statistics are rather limited and do not support a firm conclusion.

As an attentive reader should know by now, the observed excess in the direction of Cen A can
also be explained using proton directional signals and diffusion of heavy nuclei in a B field of about
1 nG [139]. However, if this were the case, a larger anisotropy (as yet unobserved) should be present
at EeV energies [140]. Regarding the preceding discussion, one should note that the 3◦ window does
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Fig. 15: The nominal arrival directions (α = right ascension, δ = declination) of SUGAR events with energies
above 4× 1010 GeV [138]. Also shown in solid lines are contour maps indicating the circular areas of the celestial
sphere centred at Cen A (indicated by ?) with 10◦ and 25◦ radii. The dashed lines surrounding several of the events
indicate the uncertainty of each arrival direction; this was found to be about 3◦ sec θ, where θ is the shower zenith
angle. From Ref. [81].

not have an underlying theoretical motivation. Recall that this angular range resulted from a scan of
parameters to maximize signal significance. Cen A covers an elliptical region spanning about 10◦ along
the major axis; see Fig. 12. Therefore, some care is required to select the region of the sky that is most
likely to maximize the signal-to-noise ratio.

In summary, existing data are consistent with the hypothesis that Cen A dominates the CR sky at
the high end of the spectrum [133]. Auger is in a gifted position to explore Cen A and would provide
in the next nine years of operation sufficient statistics to test this hypothesis. The potential detection of
neutrons at Auger can subsequently be validated by the larger aperture of the JEM-EUSO mission.

2.5 Ultrahigh-energy cosmic neutrinos
2.5.1 Waxman–Bahcall bound
It is helpful to envision the CR engines as machines where protons are accelerated and (possibly) perma-
nently confined by the magnetic fields of the acceleration region. The production of neutrons and pions
and subsequent decay produces neutrinos, gamma rays and CRs. If the neutrino-emitting source also
produces high-energy CRs, then pion production must be the principal agent for the high-energy cut-off
on the proton spectrum. Conversely, since the protons must undergo sufficient acceleration, inelastic
pion production needs to be small below the cut-off energy; consequently, the plasma must be optically
thin. Since the interaction time for protons is greatly increased over that of neutrons due to magnetic
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confinement, the neutrons escape before interacting, and on decay give rise to the observed CR flux. The
foregoing can be summarized as three conditions on the characteristic nucleon interaction time-scale
τint, the neutron decay lifetime τn, the characteristic cycle time of confinement τcycle and the total proton
confinement time τconf : (i) τint � τcycle; (ii) τn > τcycle; and (iii) τint � τconf . The first condition
ensures that the protons attain sufficient energy. Conditions (i) and (ii) allow the neutrons to escape the
source before decaying. Condition (iii) permits sufficient interaction to produce neutrons and neutrinos.
These three conditions together define an optically thin source [141]. A desirable property to reproduce
the almost structureless energy spectrum is that a single type of source will produce cosmic rays with a
smooth spectrum across a wide range of energy.

The cosmic-ray flux above the ankle is often summarized as “one 3 × 1010 GeV particle per
kilometre square per year per steradian”. This can be translated into an energy flux [142]

E {EJCR} =
3× 1010 GeV

(1010 cm2)(3× 107 s) sr

= 10−7 GeV cm−2 s−1 sr−1. (88)

From this we can derive the energy density εCR in UHECRs using flux = velocity × density, or

4π

∫
dE {EJCR} = cεCR. (89)

This leads to

εCR =
4π

c

∫ Emax

Emin

10−7

E
dE

GeV

cm2 s
' 10−19 TeV

cm3
, (90)

taking the extreme energies of the accelerator(s) to be Emin ' 1010 GeV and Emax = 1012 GeV.
The power required for a population of sources to generate this energy density over the Hubble time
(TH ≈ 1010 yr) is

ε̇
[1010,1012]
CR ∼ 5× 1044 TeV Mpc−3 yr−1 ' 3× 1037 erg Mpc−3 s−1.

This works out to roughly (i) L ≈ 3 × 1039 erg s−1 per galaxy, (ii) L ≈ 3 × 1042 erg s−1 per cluster
of galaxies, (iii) L ≈ 2 × 1044 erg s−1 per active galaxy, or (iv)

∫
Ldt ≈ 1052 erg per cosmological

GRB [142]. The coincidence between these numbers and the observed output in electromagnetic energy
of these sources explains why they have emerged as the leading candidates for the CR accelerators.

The energy production rate of protons derived professionally, assuming a cosmological distribu-
tion of sources (with injection spectrum typical of shock acceleration dN0/dE ∝ E−2) is [143]

ε̇
[1010,1012]
CR ∼ 5× 1044 erg Mpc−3 yr−1. (91)

This is agreement with our back-of-the-envelope estimate (1 TeV = 1.6 erg). The energy-dependent
generation rate of CRs is therefore given by

E2 dṅ

dE
=

ε̇
[1010,1012]
CR

ln(1012/1010)

≈ 1044 erg Mpc−3 yr−1. (92)

The energy density of neutrinos produced through pγ interactions of these protons can be directly
tied to the injection rate of CRs,

E2
ν

dnν
dEν

≈ 3

8
επTHE

2 dṅ

dE
, (93)

where επ is the fraction of the energy that is injected in protons lost into photopion interactions. The
factor of 3/8 comes from the fact that, close to threshold, roughly half the pions produced are neutral,
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thus not generating neutrinos, and one-quarter of the energy of charged pion decays goes to electrons
rather than neutrinos. Namely, resonant pγ interactions produce twice as many neutral pions as charged
pions. Direct pion production via virtual meson exchange contributes only about 20% to the total cross-
section, but is almost exclusively into π+. Hence, pγ interactions produce roughly equal numbers of π+

and π0. The average neutrino energy from the direct pion decay is 〈Eνµ〉π = (1 − r)Eπ/2 ' 0.22Eπ
and that of the muon is 〈Eµ〉π = (1 + r)Eπ/2 ' 0.78Eπ, where r is the ratio of muon to the pion mass
squared. In muon decay, since the νµ has about one-third of its parent energy, the average muon neutrino
energy is 〈Eνµ〉µ = (1 + r)Eπ/6 = 0.26Eπ.

The “Waxman–Bahcall bound” is defined by the condition επ = 1,

E2
νΦνall

WB ≈ (3/8)ξzεπTH
c

4π
E2 dṅ

dE
≈ 2.3× 10−8 επξz GeV cm−2 s−1 sr−1, (94)

where the parameter ξz accounts for the effects of source evolution with redshift, and is expected to be
∼ 3 [144]. For interactions with the ambient gas (i.e. pp rather than pγ collisions), the average fraction of
the total pion energy carried by charged pions is about 2/3, compared to 1/2 in the photopion channel.
In this case, the upper bound given in Eq. (94) is enhanced by 33%. Electron antineutrinos can also
be produced through neutron beta decay. This contribution, however, turns out to be negligible (see
Appendix A for details).

The actual value of the neutrino flux depends on what fraction of the proton energy is converted to
charged pions (which then decay to neutrinos), i.e. επ is the ratio of charged pion energy to the emerging
nucleon energy at the source. For resonant photoproduction, the inelasticity is kinematically determined
by requiring equal boosts for the decay products of the ∆+, giving επ = Eπ+/En ≈ 0.28, where Eπ+

and En are the emerging charged pion and neutron energies, respectively. For pp→ NN + pions, where
N indicates a final state nucleon, the inelasticity is ≈ 0.6 [145]. This then implies that the energy carried
away by charged pions is about equal to the emerging nucleon energy, yielding (with our definition)
επ ≈ 1.

At production, if all muons decay, the neutrino flux consists of equal fractions of νe, νµ and
ν̄µ. Originally, the Waxman–Bahcall bound was presented for the sum of νµ and ν̄µ (neglecting νe),
motivated by the fact that only muon neutrinos are detectable as track events in neutrino telescopes.
Since oscillations in the neutrino sector mix the different species, we chose instead to discuss the sum
of all neutrino flavours. When the effects of oscillations are accounted for, nearly equal numbers of the
three neutrino flavours are expected at Earth [146].

EXERCISE 2.3 The assumption that GRBs are the sources of the observed UHECRs generates a cal-
culable flux of neutrinos produced when the protons interact with the fireball photons [147]. In the
observer’s frame, the spectral photon density (GeV−1 cm−3) can be adequately parametrized by a bro-
ken power-law spectrum nGRB

γ (εγ) ∝ ε−βγ , where β ' 1, 2, respectively, at energies below and above
εbreak
γ ' 1 MeV [148]. Show that

Φνall
GRB(Eν > Ebreak

ν ) ∼ 10−13

(
Ebreak
ν

105 GeV

)−1

cm−2 s−1 sr−1, (95)

where Ebreak
ν ∼ 5 × 105 Γ2

2.5(εbreak
γ /MeV)−1 GeV. Recall that in our convention εγ = Γε′γ , where

ε′γ is the photon energy measured in the fireball frame. Convince yourself that the non-observation of
extraterrestrial neutrinos from sources other than the Sun and SN1987a puts the GRB model of UHECR
acceleration on probation [149].

If the injected cosmic rays include nuclei heavier than protons, then the neutrino flux expected
from the cosmic-ray sources may be modified. Nuclei undergoing acceleration can produce pions, just
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as protons do, through interactions with the ambient gas, so the Waxman–Bahcall argument would be
unchanged in this case. However, if interactions with radiation fields dominate over interactions with
matter, the neutrino flux would be suppressed if the cosmic rays are heavy nuclei. This is because the
photodisintegration of nuclei dominates over pion production at all but the very highest energies. Defin-
ing κ as the fraction of nuclei heavier than protons in the observed cosmic-ray spectrum, the resulting
neutrino flux is then given by E2

νΦνall ≈ (1 − κ)E2
νΦνall

WB [150]. The most up-to-date calculation of κ
combines a double-fit analysis of the energy and elongation rate measurements to constrain the spectrum
and chemical composition of UHECRs at their sources [151]. Injection models with a wide range of
chemical composition are found to be consistent with observations. In particular, the data are consistent
with a proton-dominated spectrum with only a small (1–10%) admixture of heavy nuclei.4

By duplicating the Waxman–Bahcall calculation for Cen A, we obtain an upper limit on the inten-
sity of neutrinos from the direction of the nearest active galaxy,

E2
νφ

νall
Cen A =

1

4πd2
LCR

3

8
επ

≈ 5.0× 10−9 GeV cm−2 s−1, (96)

with Eν . 109.5 GeV. For the model introduced in section 2.4, we have επ ∼ 0.28 and therefore a
prediction for the all-flavour neutrino flux

E2
νφ

νall
Cen A ≈ 1.5× 10−9 GeV cm−2 s−1, (97)

in agreement with the results of [152]. In addition to neutrinos, one also expects a similar flux of photons
at the source, which also carries unperturbed directional information. However, photons at these energies
are difficult to dig out from the huge proton background.

Although there are no other nearby FRI of this magnitude that can potentially be detected as point
sources, one can integrate over the estimated FRI population out to the horizon to obtain an upper limit
for the diffuse FRI neutrino flux. This quantity is given by [153]

E2
νΦνall

FRI =
1

4π
RHnFRILCR

3

8
επ

≈ 1.5× 10−8 GeV cm−2 s−1 sr−1, (98)

where RH ' 1 horizon ' 3 Gpc and nFRI ∼ 8 × 104 Gpc−3 is the number density [154]. Note that
this flux is about a factor of 3 smaller than the Waxman–Bahcall upper limit. Hence, the reduction in
luminosity of the ensemble of neutrino sources roughly compensates for the presence of distant optically
thin sources whose CR components are hidden by extragalactic magnetic fields.

The diffuse neutrino flux has an additional component originating in the energy losses of UHECRs
en route to Earth [155]. The accumulation of these neutrinos over cosmological time is known as the cos-
mogenic neutrino flux. The GZK reaction chain generating cosmogenic neutrinos is well known [156].
The intermediate state of the reaction pγCMB → nπ+/pπ0 is dominated by the ∆+ resonance, because
the neutron decay length is smaller than the nucleon mean free path on the CMB. Gamma rays, pro-
duced via π0 decay, subsequently cascade electromagnetically on intergalactic radiation fields through
e+e− pair production followed by inverse Compton scattering. The net result is a pile-up of gamma rays
at GeV–TeV energies, just below the threshold for further pair production on the diffuse optical back-
ground. Meanwhile each π+ decays to three neutrinos and a positron; the e+ readily loses its energy
through inverse Compton scattering on the diffuse radio background or through synchrotron radiation in
intergalactic magnetic fields. As we have seen, the neutrinos carry away about three-quarters of the π+

energy; therefore, the energy in cosmogenic neutrinos is about three-quarters of that produced in gamma
rays. The intensity of gamma-ray pile-up currently provides the most stringent bound on the flux of
cosmogenic neutrinos. It is to this that we now turn to study.

4It is important to stress that the essential results of the analysis in Ref. [151] are not altered by the new Auger data [40].
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2.5.2 Boltzmann equation, universal cosmic-ray spectrum, and cosmogenic neutrinos
For a spatially homogeneous distribution of cosmic sources, emitting ultrahigh-energy particles of type
i, the comoving number density, Yi(z, E) ≡ ni(z, E)/(1 + z)3, is governed by a set of one-dimensional
(Boltzmann) continuity equations,

Ẏi = ∂E(HEYi) + ∂E(biYi)− ΓiYi +
∑

j

∫
dEj γjiYj +Qi, (99)

together with the Friedmann–Lemaître equations describing the cosmic expansion rate H(z) as a func-
tion of the redshift z.5 The first term on the right-hand side (r.h.s.) describes adiabatic energy losses [6].
The second term describes interactions on the cosmic photon backgrounds, which can be approximated
by continuous energy losses. The third and fourth terms describe more general interactions involving par-
ticle losses (i → anything) with interaction rate Γi, and particle generation of the form j → i. The last
term on the r.h.s., Qi, corresponds to the luminosity density per comoving volume of sources emitting
CRs of type i. We now discuss the calculation of these terms and their scaling with redshift.

The angular-averaged (differential) interaction rate, Γi (γij), appearing on the r.h.s. of Eq. (99) is
defined as

Γi(z, Ei) =
1

2

∫ 1

−1
d cos θ

∫
dω (1− β cos θ)nγ(z, ω)σtot

iγ , (100)

γij(z, Ei, Ej) = Γi(z, Ei)
dNij

dEj
(Ei, Ej), (101)

where nγ(z, ω) is the energy distribution of background photons at redshift z and dNij/dEj is the
angular-averaged distribution of particles j after interaction. The factor (1− β cos θ) takes into account
the relativistic Doppler shift of the photon density.

In general, any transition i → i, which can be approximated as γii(E,E′) ' δ(E − E′ −
∆E)Γi(E) with ∆E/E � 1, can be replaced in the Boltzmann equations (99) as

−Γ(E)Yi(E) +

∫
dE′ γii(E′, E)Yi(E

′) → ∂E(biYi), (102)

with bi ≡ ∆EΓi ' −Ė. The production of electron–positron pairs in the photon background with a
small energy loss is usually approximated as a continuous energy-loss (CEL) process. As we have seen in
section 2.3.1, it is also possible to approximate the energy loss in the hadronic cascade due to photopion
production as a CEL,

dE

dt
(z, E) ≡ bπ(z, E) ' EΓp(z, E)−

∫
dE′E′γpp(z, E,E′), (103)

with bπ(0, E)/E given by (44) and (46). Diffractive pγ processes at high energies with large final-state
multiplicities of neutrons and protons ultimately invalidate the CEL approximation. However, the relative
error below 1012 GeV is less than 15%, so we will use this approximation for a detailed numerical scan
in the model space of proton spectra. For neutrons with energy less than 1011 GeV, the decay length is
always smaller than the interaction length on the photon backgrounds. It is convenient to approximate
the production of neutrons as Γeff

pp ' Γπpp + Γπpn [157]; we have adopted this in all our calculations. In
Fig. 16(left) we show the quantities bpair

p /E, ∂Ebpair, Γp and H0 for comparison.

5This is given by H2(z) = H2
0 [Ωm(1 + z)3 + ΩΛ], normalized to its value today of H0 ∼ 100 h km s−1 Mpc−1, in the

usual “concordance model” dominated by a cosmological constant with ΩΛ ∼ 0.7 and a (cold) matter component, Ωm ∼
0.3 [15]. The time dependence of the redshift can be expressed via dz = −dt (1 + z)H .
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Fig. 16: (left) The interaction and decay rates appearing in the Boltzmann equations for the CMB and CIB at
z = 0. (right) Star formation rate (Eq. (111) from Ref. [158]) compared with our approximation (110) for the CIB
photon density scaling with redshift. For comparison, the ∝ (1 + z)3 scaling of the CMB photon density is also
shown. From Ref. [157].

The redshift scaling of Eqs. (100) and (101) depends on how the photon backgrounds vary with
redshift. The CMB spectral density (GeV−1 cm−3) scales adiabatically as

nγ(z, ω) = (1 + z)2nγ(0, ω/(1 + z)), (104)

following from Ẏγ = ∂E(HEYγ) and Yγ ∝ a3nγ , where a is the cosmic scale factor. The scaling
behaviour of Eq. (104) translates into the following scaling of the quantities Γi and γij [21]:

Γi(z, Ei) = (1 + z)3Γi(0, (1 + z)Ei), (105)

γij(z, Ei, Ej) = (1 + z)4γij(0, (1 + z)Ei, (1 + z)Ej). (106)

The scaling behaviours of b and its derivative ∂Eb again depend on the photon background. For the CMB
contribution, we have

bi(z, Ei) = (1 + z)2bi(0, (1 + z)Ei), (107)

∂Ebi(z, Ei) = (1 + z)3∂Ebi(0, (1 + z)Ei). (108)

We now discuss the redshift scaling of the quantities bi, ∂Ebi, γij and Γi for the case of the cosmic
infrared background. The CIB spectrum has been studied and tabulated for redshifts up to z = 2 [159]
(which we extrapolate slightly to UV energies as seen in Fig. 17). This is consistent with the constraints
on the gamma-ray opacity of the Universe set by HESS [161], MAGIC [162] and Fermi-LAT [163] from
non-observation of the expected cut-offs in the gamma-ray spectra of extragalactic sources. The redshift
dependence is given by

nCIB(z, (1 + z)E) = (1 + z)2

∫ ∞

z
dz′

1

H(z′)
QCIB(z′, (1 + z′)E), (109)

where QCIB is the comoving luminosity density of the sources and we neglect absorption effects other
than expansion. We assume that this follows the star formation rate (SFR):QCIB(z, E) ∝ HSFR(z)QCIB(0, E).
We can then infer the bolometric evolution to be

NCIB(z)

NCIB(0)
= (1 + z)3

∫∞
z dz′HSFR/(H(z′)(1 + z′))∫∞
0 dz′HSFR/(H(z′)(1 + z′))

, (110)
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Fig. 17: The energy spectrum of the CMB and the CIB in the infrared/optial and radio range at z = 0. The thin
dashed line shows our extrapolation to UV energies. From Ref. [160].

where NCIB(z) is the number of infrared–optical photons per proper volume at redshift z. Following a
recent compilation [158, 164], we adopt

HSFR(z) =





(1 + z)3.4, z < 1,

N1(1 + z)−0.3, 1 < z < 4,

N1N4(1 + z)−3.5, z > 4,

(111)

with appropriate normalization factors, N1 = 23.7 and N4 = 53.2 (see Fig. 16(right)). For compari-
son, the CMB evolves as NCMB(z)/NCMB(0) = (1 + z)3. To simplify the numerical evaluation, we
approximate the evolution with redshift as

nCIB(z, ω) ' 1

1 + z

NCIB(z)

NCIB(0)
nCIB(0, ω/(1 + z)) , (112)

and this is shown in Fig. 16(right). The redshift scaling of the quantities γij , Γi, bi and ∂Ebi for the CIB
is then obtained from the corresponding scaling given for the CMB in Eqs. (105), (106) and (107), (108),
by multiplying the r.h.s. by a factor [NCIB(z)/NCIB(0)]/(1 + z)3.

We have little direct knowledge of the cosmic radio background. An estimate made using the
RAE satellite [165] is often used to calculate the cascading of ultrahigh-energy photons. A theoretical
estimate has been made [166] of the intensity down to kHz frequencies, based on the observed luminosity
function and radio spectra of normal galaxies and radio galaxies, although there are large uncertainties in
the assumed evolution. The calculated values are a factor of ∼ 2 above the measurements, and to ensure
maximal energy transfer in the cascade we will adopt this estimate and assume the same redshift scaling
as the cosmic infrared/optical background. We summarize the adopted cosmic radiation backgrounds in
Fig. 17.

The emission rate of CR protons per comoving volume is assumed, as per usual practice, to follow
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a power law:

Qp(0, E) ∝ (E/E0)−γ ×





f−(E/Emin), E < Emin,

1, Emin < E < Emax,

f+(E/Emax), Emax < E.

(113)

We will consider spectral indices γ in the range 2–3. The functions f±(x) ≡ x±2 exp(1 − x±2) in
Eq. (113) smoothly turn off the contribution below Emin and above Emax. We set Emax = 1012 GeV
in the following and vary Emin in the range 108.5–1010 GeV, corresponding to a Galactic–extragalactic
crossover between the second knee and the ankle in the CR spectrum.

The cosmic evolution of the spectral emission rate per comoving volume is parametrized as

Qp(z, E) = H(z)Qp(0, E). (114)

For simplicity, we use the standard approximation

H(z) ≡ (1 + z)nΘ(zmax − z), (115)

with zmax = 2. Note that the dilution of the source density due to the Hubble expansion is taken care of
sinceQ is the comoving density, i.e. for no evolution we would simply haveH = 1. We consider cosmic
evolution of UHECR sources with n in the range 2–6.

We can express the system of partial integro-differential equations (99) in terms of a system of
ordinary integro-differential equations [157],

Ėi = −HEi − bi(z, Ei), (116)

Żi = [βi(z, Ei)− Γi(z, Ei)]Zi + (1 + z)Qeff
i (z, Ei), (117)

where we have defined βi(z, E) ≡ ∂Ebi(z, E) and Zi(z, E) ≡ (1 + z)Yi(z, Ei(z, E)). The quantity
Ei(z, E) gives the energy that a particle of type i had at redshift z if we observe it today with energy E
and take into account CEL. The effective source term in Eq. (117) is

Qeff
i (z, Ei(z, E)) = Qi +

∑

j

∫
dE ∂EEjγji(z, Ej , Ei)

Zj
1 + z

, (118)

where Ej(z, E) and Zj(z, E) are subject to the boundary conditions Ej(0, E) = E and Zj(zmax, E) = 0.
The flux at z = 0 can be expressed as

Ji(E) =
1

4π
Zi(0, E)

=
1

4π

∫ ∞

0
dz exp

[∫ z

0
dz′

∂Ebi(z
′, Ei(z′, E))− Γi(z

′, Ei(z′, E))

(1 + z′)H(z′)

] Qeff
i (z, Ei(z, E))

H(z)
.

(119)

For the numerical evaluation of the Boltzmann equations (99), it is convenient to solve [160]

−H(z)(1 + z)∂zZi(z, E) = −Γ(z,E )Zi(z, E) +
1

(1 + z)
∂E [b(z,E )Zi(z, E)] + (1 + z)Qeff

i (z,E ),

(120)
where we have defined E = (1+z)E and Zi(z, E) ≡ (1+z)Yi(z,E ), subject to the boundary condition
Zj(zmax, E) = 0. The effective source term becomes Qeff

i (z,E ) = Qi +
∑

j

∫
dEj γji(z,Ej , Ei)Zj .

In our calculation we use logarithmic energy bins with size ∆ log10E = 0.05 between 105 GeV and
1015 GeV. For the numerical evolution of the differential equation (116) we use a simple Euler method
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with a step size ∆z = 10−4. The corresponding step size in the propagation distance ∆r = c∆t is then
always smaller than the proton interaction length. The flux at z = 0 is given by Ji(E) = Zi(0, E)/(4π).

Electromagnetic (EM) interactions of photons and leptons with the extragalactic background light
and magnetic field can happen on time-scales much shorter than their production rates. It is convenient
to account for these contributions during the proton propagation as fast developing electromagnetic cas-
cades at a fixed redshift. We will use the efficient method of “matrix doubling” [167] for the calculation
of the cascades. Since the cascade gamma-ray flux is mainly in the GeV–TeV region and has an almost
universal shape here, it is numerically much more efficient to calculate the total energy density ωcas

injected into the cascade and compare this value to the limit imposed by Fermi-LAT. The total energy
density (eV cm−3) of EM radiation from proton propagation in the past is given as

ωcas ≡
∫

dE Encas(0, E) =

∫
dt

∫
dE

bcas(z, E)

(1 + z)4
np(z, E), (121)

where np(z, E) is the physical energy density at redshift z, defined via np(z, E) ≡ (1 + z)3Yp(z, E);
details on the calculation are given in Appendix B. The continuous energy loss of protons into the
cascade, denoted by bcas, is in the form of electron, positron and gamma-ray production in BH (bBH) and
photopion (bπ) interactions. We derive the BH and photopion contribution to ωcas separately. For the
photopion contribution we estimate

bπ(z, E) '
∫

dE′E′[γpe−(z, E,E′) + γpe+(z, E,E′) + γpγ(z, E,E′)], (122)

where the angular-averaged distribution of particle j after the interaction are determined using the Monte
Carlo package SOPHIA [168]. For the energy loss via BH pair production we use (37). Note that, since the
photopion contribution in the cascade is dominated at the GZK cut-off, its contribution should increase
relative to BH pair production with increasing crossover energy and, hence, also the associated neutrino
fluxes after normalization to gamma-ray and CR data.

Next, we study the constraint set by the diffuse gamma-ray background on all-proton models of
extragalactic CRs. We parametrize our ignorance of the crossover energy – which marks the transition
between the Galactic and extragalactic components – as a variable low-energy cut-off in the proton
injection rate. By fitting only to CR data above the crossover energy, taken to be between 108.5 GeV and
1010 GeV, we determine the statistically preferred values of the spectral index γ, cosmic source density
evolution index n, and crossover energy Emin by a goodness-of-fit (GOF) test of the HiRes data, taking
into account the energy resolution of about 25%. For each model we check that the total energy density
of the EM cascade is below a critical value inferred from the recent measurement of the extragalactic
gamma-ray background by the Fermi-LAT Collaboration [169].

Given the acceptance Ai (in units of area per unit time per unit solid angle) of the experiment for
the energy bin i centred at Ei and with bin width ∆i, and the energy-scale uncertainty of the experiment,
σEs , the number of expected events in the bin is given by

Ni(n, γ,N0, δ) = Ai

∫ Ei(1+δ)+∆i/2

Ei(1+δ)−∆i/2
Jp
N0,n,γ

(E) dE, (123)

where
Jp
N0,n,γ

(E) =
c

4π
np(0, E) (124)

is the proton flux arriving at the detector corresponding to a proton source luminosity as in Eq. (113), with
the cosmic evolution of the source density given by Eqs. (114) and (115). The parameter δ in Eq. (123)
above is a fractional energy-scale shift that reflects the energy-scale uncertainty of the experiment, and
N0 is the normalization of the proton source luminosity.
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The probability distribution of events in the ith bin is of the Poisson form with mean Ni. Cor-
respondingly the r-dimensional (r being the number of bins of the experiment with Ei ≥ Emin) prob-
ability distribution for a set of non-negative integer numbers ~k = {k1, . . . , kr}, P~k(n, γ,N0, δ), is just
the product of the individual Poisson distributions. According to this r-dimensional probability distri-
bution, the experimental result ~N exp = {N exp

1 , . . . , N exp
r } has a probability P ~Nexp(n, γ,N0, δ) and,

correspondingly, the experimental probability after marginalizing over the energy-scale uncertainty and
normalization is

Pexp(n, γ) = Maxδ,N0P ~Nexp(n, γ,N0, δ), (125)

where the maximization is made within some prior for δ and N0. For the energy shift δ we have used
two forms for the prior, either a top-hat spanning the energy-scale uncertainty of the experiment, σEs , or
a Gaussian prior of width σEs .

For N0 we impose the prior arising from requiring consistency with the Fermi-LAT measure-
ments [169] of the diffuse extragalactic gamma-ray background. In order to do so, we obtain the total
energy density of EM radiation from the proton propagation using Eq. (121) and we require, follow-
ing [170],

ωcas(N0, n, γ) ≤ 5.8× 10−7 eV cm−3. (126)

The marginalization in Eq. (125) also determines Nbest
0 and δbest for the model, which are the

values of the energy shift and normalization that yield the best description of the experimental CR data,
subject to the constraint imposed by the Fermi-LAT measurement.

Altogether the model is compatible with the experimental results at given GOF if
∑

~k

P~k(n, γ,N
best
0 , δbest)Θ[P~k(n, γ,N

best
0 , δbest)− Pexp(n, γ)] ≤ GOF. (127)

Technically, this is computed by generating a large number Nrep of replica experiments according to
the probability distribution P~k(n, γ,N

best
0 , δbest) and imposing the fraction F of those which satisfy

P~k(n, γ,N0, δ
best) > Pexp(n, γ) to be F ≤ GOF.

With this method, we determine the value of (n, γ) parameters that are compatible with the HiRes I
and HiRes II experiments [28]. In Fig. 18(left), we plot the regions with GOF 64%, 95% and 99% for
four values of the minimum (i.e. crossover) energy. In Fig. 18(right), we show the corresponding ranges
of ωcas,best for the models as a function of the cosmic evolution index n. In order to display explicitly
the impact of the constraint from the Fermi-LAT measurements of the diffuse extragalactic gamma-ray
background (126), we show the corresponding GOF regions without imposing that constraint. In Table 3
we list the parameters corresponding to the best-fit models and to the models with minimal and maximal
contributions to ωπ and ωcas = ωπ + ωBH at the 99% CL, together with the corresponding energy shifts
that give best fits to the HiRes I and HiRes II data. We also show the parameters for the models with
maximum ωπ and ωcas without imposition of the Fermi-LAT constraint.

It is interesting to compare the allowed values of n with those in the cosmological evolution of
UHECR candidate sources. For GRBs [171]

HGRB(z) = (1 + z)1.4HSFR(z), (128)

for AGNs [172, 173]

HAGN(z) =





(1 + z)5.0, z < 1.7,

N1.7, 1.7 < z < 2.7,

N1.7N
(2.7−z)
2.7 , z > 2.7,

(129)
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Fig. 18: (left) Goodness-of-fit test of the HiRes data [28]. We show the 68% (pink), 95% (blue) and 99% (magenta)
confidence levels of the injection index γ and the cosmic evolution index n. The black lines indicate the allowed
regions before the cascade (ωcas) bound is imposed. (right) The corresponding energy density in the EM cascade.
From Ref. [160].

with N1.7 = 2.75 and N2.7 = 100.43, and for QSOs [174]

HQSO(z) =





(1 + z)3, z < 1.9,

(1 + 1.9)3, 1.9 < z < 2.7,

(1 + 1.9)3 exp{(2.7− z)/2.7}, z > 2.7.

(130)

As an illustration of the agreement with the CR data, in Fig. 19 we show the range of proton
fluxes corresponding to models with GOF 99% or better for increasing crossover energies Emin. As
discussed above, each fit of the proton spectra is marginalized with respect to the experimental energy-
scale uncertainty and we show the shifted predictions with δbest in comparison to the HiRes data at
central value. In the figure we also show the results from Auger [29, 30], though these have not been
included in the analysis.

These results are obtained assuming an energy-scale uncertainty σEs = 5% with a “top-hat” prior
for the corresponding energy shifts, which are taken to be uncorrelated for HiRes I and HiRes II. In
Fig. 20 we explore the dependence of the results on these assumptions by using a different form for
the prior, assuming the energy shifts to be correlated between the two experiments, or reducing the
uncertainty to σEs = 15%. As seen in the figure, the main effect is associated with the reduction of
the energy-scale uncertainty, which, as expected, results in a worsening of the GOF for models with
larger n. This is directly related to the normalization constraint from Eq. (126). If one naively ignores
the energy-scale uncertainty, the constraint in Eq. (126) rules out models with n & 3 (the precise value
depending on the assumed Emin). However, once the energy-scale uncertainty is included, the constraint
of Eq. (126) plays a weaker role on the determination of the GOF of the models. It does, however, imply
a maximum value ofNbest

0 , which, as we will see, has an impact on the corresponding ranges of neutrino
fluxes.

The corresponding range of gamma-ray and cosmogenic neutrino fluxes (summed over flavour)
is shown in Fig. 21 for models with minimal and maximal energy density at the 99% CL. As expected,
the maximum gamma-ray fluxes are consistent with the Fermi-LAT data within the errors. For illustra-
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Table 3: Cosmic-ray source parameters that best fit the HiRes data [28], along with those which yield minimal
and maximal contributions to ωπ (i.e. neutrino fluxes) and ωcas = ωπ + ωBH (i.e. gamma-ray fluxes), all at the
99% CL.

Emin = 108.5 GeV Emin = 109 GeV
model n γ ωcas

a δI best δII best n γ ωcas
a δI best δII best

Fit with Fermi-LAT bound:

best fit 3.50 2.49 5.8 0.005 0.000 3.20 2.52 5.2 0.050 0.045

min. ωcas 4.50 2.31 4.4 −0.235 −0.245 2.25 2.47 1.7 −0.120 −0.150

max. ωcas 4.60 2.36 5.8 −0.185 −0.175 3.35 2.55 5.8 0.050 0.060

min. ωπ 2.00 2.67 4.9 0.215 0.235 2.00 2.51 1.8 −0.070 −0.095

max. ωπ 4.80 2.29 5.8 −0.220 −0.215 5.10 2.29 5.8 −0.250 −0.250

Fit without Fermi-LAT bound:

max. ωcas 4.45 2.44 15 0.135 0.155 5.25 2.36 27 0.205 0.205

max. ωπ 4.80 2.36 14 0.050 0.055 5.30 2.35 26 0.190 0.190

Emin = 109.5 GeV Emin = 1010 GeV
model n γ ωcas

a δI best δII best n γ ωcas
a δI best δII best

Fit with Fermi-LAT bound:

best fit 4.05 2.47 5.8 0.015 0.005 4.60 2.50 4.4 −0.030 −0.065

min. ωcas 2.00 2.45 1.4 −0.050 −0.060 2.00 2.88 0.44 −0.220 −0.250

max. ωcas 4.95 2.37 5.8 −0.165 −0.160 4.45 2.13 5.8 0.130 0.090

min. ωπ 2.00 2.63 2.1 0.075 0.070 2.00 2.88 0.44 −0.220 −0.250

max. ωπ 5.35 2.28 5.8 −0.240 −0.250 4.40 2.10 5.8 0.145 0.100

Fit without Fermi-LAT bound:

max. ωcas 6.00 2.49 30 0.120 0.135 6.00 2.14 23 0.250 0.210

max. ωπ 6.00 2.47 29 0.120 0.125 6.00 2.10 23 0.250 0.210

aIn units of 10−7 eV cm−3.

tion, we also show as a dotted line the “naive” gamma-ray limit E2Jcas . cωmax
cas /4π log(TeV/GeV),

corresponding to a gamma-ray flux in the GeV–TeV range, which saturates the energy density (126).

The cosmogenic neutrino and photon fluxes are also sensitive to the primary composition. For
example, if the primaries are iron nuclei, one would expect a considerably lower flux on both photons
and neutrinos, rendering photon pile-up measurements less helpful in constraining cosmogenic fluxes
(see Appendix A for details).

2.5.3 Upper limits on the cosmic neutrino flux
High-energy neutrino detection is one of the experimental challenges in particle astrophysics for the
forthcoming years. It is widely believed that one of the most appropriate techniques for neutrino detection
consists of detecting the Čerenkov light from muons or showers produced by the neutrino interactions
in underground water or ice. For a recent review see e.g. [175]. This allows instrumentation of large
enough volumes to compensate for both the low neutrino cross-section and the low fluxes expected.
There are several projects under way to build sufficiently large detectors to measure the expected signals
from a variety of neutrino sources. The IceCube facility, deployed near the Amundsen-Scott station, is
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Fig. 19: The allowed proton flux (at the 99% confidence level) for increasing crossover energy Emin. Each fit of
the proton spectrum is marginalized with respect to the experimental energy uncertainty and we show the shifted
predictions in comparison to the HiRes central values [28]. For comparison we also show the Auger data [29, 30],
which have not been included in the fit. From Ref. [160].

the largest neutrino telescope in the world [176]. It comprises a cubic kilometre of ultra-clear ice about
a mile below the South Pole surface, instrumented with long strings of sensitive photon detectors that
record the light produced when neutrinos interact in the ice.

CR experiments, such as Auger, provide a complementary technique for UHECν detection by
searching for deeply developing, large-zenith-angle (> 75◦) showers [177]. At these large angles,
hadron-induced showers traverse the equivalent of several atmospheres before reaching detectors at the
ground. Beyond about two atmospheres, most of the electromagnetic component of a shower is ex-
tinguished and only very high-energy muons survive. Consequently, a hadron-induced shower front is
relatively flat and the shower particles arrive within a narrow time window (Fig. 22(top)). In contrast, a
neutrino shower exhibits characteristics similar to those of a vertical shower, which has a more curved
front and a wider distribution in particle arrival times due to the large number of lower-energy electrons
and photons. Furthermore, the “early” part of the shower will tend to be dominated by the electromag-
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Fig. 20: Systematic effect of the experimental energy resolution on the fitted spectral index γ and cosmological
evolution parameter n. For illustration we show the dependence of the 95% CL bound for a crossover energy of
1018 eV. The blue contour corresponds to the region shown in Fig. 18 assuming an uncorrelated energy shift of
25% in both datasets (HiRes I and II) [28], for a flat prior (“top-hat” distribution). The red dashed curve assumes
correlated errors of the energy resolution in both datasets. The black dotted curve shows the result for uncorrelated
errors with a Gaussian prior, and the dashed-dotted line shows uncorrelated errors with a flat prior, but with a lower
uncertainty of 15%. From Ref. [160].

netic component, while the “late” portion will be enriched with tightly bunched muons (Fig. 22(middle)).
Using these characteristic features, it is possible to distinguish neutrino-induced events from background
hadronic showers. Moreover, because of full flavour mixing, tau neutrinos are expected to be as abundant
as other species in the cosmic flux. Tau neutrinos can interact in the Earth’s crust, producing τ leptons,
which may decay above the Auger detectors [178–180] (Fig. 22(bottom)). Details on how such events
can be selected at the Auger Observatory are discussed in [181, 182].

So far, no neutrino candidates have been observed resulting in upper limits on the diffuse flux of
neutrinos. For the case of up-going τ neutrinos in the energy range 2×108 GeV < Eν < 2×1010 GeV,
assuming a diffuse spectrum of the form E−2

ν , the current 90% CL bound is [183]

E2
νΦντ ' 4.7−2.5

+2.2 × 10−8 GeV cm−2 s−1 sr−1. (131)

Though Auger was not designed specifically as a neutrino detector, it is interesting to note that it exhibits
good sensitivity in an energy regime complementary to those available to other dedicated instruments.
For example, the 90% CL upper limit from IceCube, for neutrinos of all flavours in the energy range
2.0× 106 GeV < Eν < 6.3× 109 GeV, is [184]

E2
νΦνall ' 3.6× 10−8 GeV cm−2 s−1 sr−1. (132)

We now derive model-independent bounds on the total neutrino flux. The event rate for quasi-
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Fig. 21: Comparison of proton, neutrino and gamma-ray fluxes for different crossover energies. We show the best-
fit values (solid lines) as well as neutrino and gamma-ray fluxes within the 99% CL with minimal and maximal
energy density (dashed lines). The values of the corresponding model parameters can be found in Table 3. The
dotted line labelled “maximal cascade” indicates the approximate limit E2Jcas . cωmax

cas /4π log(TeV/GeV),
corresponding to a gamma-ray flux in the GeV–TeV range saturating the energy density (126). The gamma-
ray fluxes are marginally consistent at the 99% CL, with the highest-energy measurements by Fermi-LAT. The
contribution around 100 GeV is somewhat uncertain due to uncertainties in the cosmic infrared background. From
Ref. [160].

horizontal deep showers is

N =
∑

i,X

∫
dEiNAΦi(Ei)σiN→X(Ei)E(Ei), (133)

where the sum is over all neutrino species i = νe, ν̄e, νµ, ν̄µ, ντ , ν̄τ , and all final states X, NA =
6.022 × 1023 is Avogadro’s number, Φi is the source flux of neutrino species i, σ as usual denotes
the cross-section, and E is the exposure measured in water-equivalent cm3 sr time. The Pierre Auger
Collaboration has searched for quasi-horizontal showers that are deeply penetrating [183]. There are
no events that unambiguously pass all the experimental cuts, with zero events expected from hadronic
background. This implies an upper bound of 2.4 events at 90% CL from neutrino fluxes [185]. Note that,
if the number of events integrated over energy is bounded by 2.4, then it is certainly true bin-by-bin in
energy. Thus, using Eq. (133) one obtains

∑

i,X

∫

∆
dEiNAΦi(Ei)σiN→X(Ei)E(Ei) < 2.4, (134)
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Fig. 22: Schematic illustration of the properties of (top) a hadron-induced shower, (middle) a ν-induced nearly
horizontal shower, and (bottom) a ντ -induced Earth skimming shower. Note that only up-going showers resulting
from τ neutrino interactions in the Earth can be detected with any efficiency using the surface array. In contrast, all
three neutrino species can be detected in down-going showers. Also note from the inset in the lower panel that the
incident τ can experience several charged current (CC) interactions and decays and thereby undergo a regeneration
process. The Andes mountain range lies to the west of the observatory, and provides roughly an additional 20%
target volume for ντ interactions.

at 90% CL for some interval ∆. Here, the sum over X takes into account charge and neutral current
processes. In a logarithmic interval ∆ where a single power-law approximation

Φi(Ei)σiN→X(Ei)E(Ei) ∼ Eαi (135)

is valid, a straightforward calculation shows that

∫ 〈E〉e∆/2

〈E〉e−∆/2

dEi
Ei

EiΦ
iσiN→XE = 〈σiN→XEEiΦi〉sinh δ

δ
∆, (136)

where δ = (α + 1)∆/2 and 〈A〉 denotes the quantity A evaluated at the centre of the logarithmic
interval [186]. The parameter α = 0.363 + β − γ, where 0.363 is the power-law index of the SM
neutrino cross-section [187] and β and −γ are the power law indices (in the interval ∆) of the exposure
and flux Φi, respectively. Since sinh δ/δ > 1, a conservative bound may be obtained from Eqs. (134)
and (136):

NA

∑

i,X

〈σiN→X(Ei)〉〈E(Ei)〉〈EiΦi〉 < 2.4/∆. (137)
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Table 4: Model-independent upper limits on the neutrino flux at 90% CL.

Eν (GeV) 〈EνΦνall〉 (cm−2 sr−1 s−1)

1× 108 4.3× 10−14

3× 108 5.3× 10−15

1× 109 1.2× 10−15

3× 109 4.7× 10−16

1× 1010 2.2× 10−16

3× 1010 1.3× 10−16

1× 1011 7.2× 10−17

3× 1011 4.3× 10−17

By taking ∆ = 1 as a likely interval in which the single power-law behaviour is valid (this corresponds
to one e-folding of energy), it is straightforward to obtain upper limits on the neutrino flux. The model-
independent upper limits on the total neutrino flux, derived using an equivalent of 0.8 yr of full Auger
exposure, are collected in Table 4 [183].

3 Phenomenology of extensive air showers
3.1 Systematic uncertainties in air shower measurements from hadronic interaction models
Uncertainties in hadronic interactions at ultrahigh energies constitute one of the most problematic sources
of systematic error in the analysis of air showers. This section will explain the two principal schools of
thought for extrapolating collider data to ultrahigh energies.

Soft multiparticle production with small transverse momenta with respect to the collision axis
is a dominant feature of most hadronic events at c.m. energies 10 GeV <

√
s < 62 GeV (see e.g.

Ref. [188, 189]). Despite the fact that strict calculations based on ordinary quantum chromodynamics
(QCD) perturbation theory are not feasible, there are some phenomenological models that successfully
take into account the main properties of the soft diffractive processes. These models, inspired by 1/N
QCD expansion, are also supplemented with generally accepted theoretical principles like duality, uni-
tarity, Regge behaviour and parton structure. The interactions are no longer described by single-particle
exchange, but by highly complicated modes known as reggeons. Up to about 62 GeV, the slow growth
of the cross-section with

√
s is driven by a dominant contribution of a special reggeon, the pomeron.

At higher energies, semihard (SH) interactions arising from the hard scattering of partons that
carry only a very small fraction of the momenta of their parent hadrons can compete successfully with
soft processes [190–197]. These semihard interactions lead to the “minijet” phenomenon, i.e. jets with
transverse energy (ET = |pT|) much smaller than the total c.m. energy. Such low-pT processes can-
not be identified by jet-finding algorithms, but (unlike soft processes) they can still be calculated using
perturbative QCD. The cross-section for SH interactions is described by

σQCD(s, pmin
T ) =

∑

i,j

∫
dx1

x1

∫
dx2

x2

∫ ŝ/2

Q2
min

d|t̂| dσ̂ij
d|t̂| x1fi(x1, |t̂|)x2fj(x2, |t̂|), (138)

where x1 and x2 are the fractions of the momenta of the parent hadrons carried by the partons that collide,
dσ̂ij/d|t̂| is the cross-section for scattering of partons of types i and j according to elementary QCD
diagrams, fi and fj are parton distribution functions (PDFs), ŝ = x1x2s and−t̂ = ŝ(1−cosϑ∗)/2 = Q2

are the Mandelstam variables for this parton–parton process, and the sum is over all parton species. Here,

pT = Elab
jet sinϑjet =

√
ŝ

2
sinϑ∗ (139)
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Fig. 23: Kinematic x–Q2 plane accessible to the H1 and ZEUS experiments at HERA and the region accessible to
fixed-target experiments. The inelasticity y = (1− cosϑ∗)/2 is also shown. From Ref. [200].

and
p‖ = Elab

jet cosϑjet, (140)

where Elab
jet is the energy of the jet in the laboratory frame, ϑjet the angle of the jet with respect to the

beam direction in the laboratory frame, and ϑ∗ is the angle of the jet with respect to the beam direction
in the c.m. frame of the elastic parton–parton collision. This implies that, for small ϑ∗, p2

T ≈ Q2. The
integration limits satisfy

Q2
min < |t̂| < ŝ/2, (141)

where Qmin = 1–2 GeV is the minimal momentum transfer. The measured minijet cross-sections
indicate that the onset of SH interactions has just occurred by CERN Super Proton Synchrotron (SPS)
energies (

√
s > 200 GeV [198].

A first source of uncertainty in modelling cosmic-ray interactions at ultrahigh energy is encoded
in the extrapolation of the measured parton densities several orders of magnitude down to low x. Primary
protons that impact on the upper atmosphere with energy∼ 1011 GeV yield partons with x ≡ 2p∗‖/

√
s ∼

mπ/
√
s ∼ 10−7, whereas current data on quark and gluon densities are only available for x & 10−4

to within an experimental accuracy of 3% for Q2 ≈ 20 GeV2 [199]. In Fig. 23 we show the region of
the x–Q2 plane probed by H1, ZEUS and fixed-target experiments. In addition, extrapolation of HERA
data to UHECR interactions assumes universality of the PDFs. This assumption, based on the QCD
factorization conjecture – namely, that the cross-section of Eq. (138) can always be written in a form that
factorizes the parton densities and the hard interaction processes irrespective of the order in perturbation
theory and the particular hard process – holds in the limit Q2 � ΛQCD, where ΛQCD ∼ 200 MeV is the
QCD renormalization scale.
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Fig. 24: Gluon momentum distributions xg(x,Q2) in the proton as measured by the ZEUS and H1 experiments at
various Q2. From Ref. [205].

For large Q2 and not too small x, the Dokshitzer–Gribov–Lipatov–Altarelli–Parisi (DGLAP)
equations [201–204]

∂

∂ lnQ2

(
q(x,Q2)
g(x,Q2)

)
=
αs(Q

2)

2π

(
Pqq Pqg
Pgq Pgg

)
⊗
(
q(x,Q2)
g(x,Q2)

)
(142)

successfully predict the Q2 dependence of the quark and gluon densities (q and g, respectively). Here,
αs = g2/(4π), with g the strong-coupling constant. The splitting functions Pij indicate the probability
of finding a daughter parton i in the parent parton j with a given fraction of parton j momentum. This
probability will depend on the number of splittings allowed in the approximation. In the double-leading-
logarithmic approximation, that is limx→0 ln(1/x) and limQ2→∞ ln(Q2/ΛQCD), the DGLAP equations
predict a steeply rising gluon density, xg ∼ x−0.4, which dominates the quark density at low x. This
prediction is in agreement with the experimental results from HERA shown in Fig. 24 [206,207]. HERA
data are found to be consistent with a power law, xg(x,Q2) ∼ x−∆H , with an exponent ∆H between 0.3
and 0.4 [208].

The high-energy minijet cross-section is then determined by the dominant gluon distribution

σQCD(s, pmin
T

) ≈
∫

dx1

x1

∫
dx2

x2

∫ ŝ/2

Q2
min

d|t̂| dσ̂

d|t̂| x1g(x1, |t̂|)x2g(x2, |t̂|), (143)

where the integration limits satisfy
x1x2s > 2|t̂| > 2Q2

min. (144)

Furthermore, because dσ̂/d|t̂| is peaked at the low end of the |t̂| integration (see e.g. Ref. [209]), the
high-energy behaviour of σQCD is controlled (via the lower limits of the x1, x2 integrations) by the
small-x behaviour of the gluons [210]

σQCD(s) ∝
∫ 1

2Q2
min/s

dx1

x1
x−∆H

1

∫ 1

2Q2
min/x1s

dx2

x2
x−∆H

2 ∼ s∆H ln s ∼
s→∞

s∆H . (145)
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This estimate is, of course, too simplistic. At sufficiently small x, gluon shadowing corrections suppress
the singular x−∆H behaviour of xg and hence suppress the power growth of σQCD with increasing s.

Although we have shown that the onset of semihard processes is an unambiguous prediction of
QCD, in practice it is difficult to isolate these contributions from the soft interactions. Experimental
evidence indicates that SH interactions can essentially be neglected up to and throughout the CERN
Intersecting Storage Rings (ISR) energy regime,

√
s < 62 GeV. Therefore, measurements made in this

energy region can be used to model the soft interactions. A reasonable approach introduced in [211] is
to base the extrapolation of the soft interactions on the assumption of geometrical scaling [212], which
is observed to be true throughout the ISR energy range [213,214]. To this end, we introduce the standard
partial-wave amplitude in impact-parameter space f(s, b), which is the Fourier transform of the elastic
pp (or pp̄) scattering amplitude. (We neglect any difference between pp and pp̄ for

√
s > 200 GeV.)

Geometrical scaling (GS) corresponds to the assumption that f , which a priori is a function of two
dimensional variables b and s, depends only upon one dimensional variable β = b/R(s), where R is the
energy-dependent radius of the proton, i.e.

f(s, b) = fGS(β=b/R(s)). (146)

Physically, this means that the opaqueness of the proton remains constant with rising energy and that the
increase of the total cross-section, σtot, in the ISR energy range reflects a steady growth of the radius
R(s). An immediate obvious consequence of GS is that the partial wave at b = 0 should be independent
of energy,

f(s, b=0) = fGS(β=0). (147)

Another consequence is that the ratio of elastic scattering to total cross-section, σel(s)/σtot(s), should
be energy-independent. This follows from

σtot = 8π

∫
Im f(s, b) bdb

=
GS

8πR2(s)

∫
Im fGS(β)β dβ (148)

and

σel = 8π

∫
|f(s, b)|2bdb

=
GS

8πR2(s)

∫
|fGS(β)|2β dβ. (149)

To determine the gross features at high energies, we can assume that the elastic amplitude has a simple
form

F (s, t) = iσtot(s) eBt/2, (150)

with B the slope parameter that measures the size of the proton [215]. This is a reasonable assumption:
the amplitude is predominantly imaginary, and the exponential behaviour observed for |t| . 0.5 GeV2

gives the bulk of the elastic cross-section. Now, the Fourier transform f(s, b) of the elastic amplitude
F (s, t) given by (150) has a Gaussian form in impact-parameter space,

f(s, b) =
iσtot(s)

8πB
e−b

2/2B, (151)

and it follows that
Im f(s, b=0) =

σtot

8πB
=

2σel

σtot
. (152)

Eq. (152) offers a very clear way to see the breakdown of GS and to identify semihard interactions from
the growth of the central partial wave.
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In general, unitarity requires Imf(s, b) ≤ 1
2 , which in turm implies σel/σtot ≤ 1

2 [215]. This
seems to indicate that the Gaussian form (151) may no longer be applicable at ultrahigh energies, but
rather it is expected that the proton will approximate a “black disc” of radius b0, i.e. f(s, b) = 1

2 i for
0 < b . b0 and zero for b & b0. Then σel ' 1

2σtot ' πb20.

In order to satisfy the unitarity constraints, it is convenient to introduce the eikonal χ defined by

f(s, b) = 1
2 i{1− exp[iχ(s, b)]}, (153)

where Imχ ≥ 0. If we neglect for the moment the shadowing corrections to the PDFs and take xg ∝
x−∆H in the small-x limit, we obtain, as explained above, power growth of the cross-section for SH
interactions, σQCD ∼ s∆H and Imχ(s, b=0) � 1 as s → ∞. Indeed, we expect Imχ � 1 (and
unitarity to be saturated) for a range of b about b = 0. Then we have

σtot = 4π

∫ ∞

0
bdbΘ(b0 − b)

' 4π

∫ b0(s)

0
bdb = 2πb20, (154)

with χ ' χSH and where b0(s) is such that

ImχSH(s, b0(s)) ' 1. (155)

Hereafter, we ignore the small real part of the scattering amplitude, which is a good approximation
at high energies. The unitarized elastic, inelastic and total cross-sections (considering now a real eikonal
function) are given by [216–219]

σel = 2π

∫
db b{1− exp[−χsoft(s, b)− χSH(s, b)]}2, (156)

σinel = 2π

∫
db b{1− exp[−2χsoft(s, b)− 2χSH(s, b)]}, (157)

σtot = 4π

∫
db b{1− exp[−χsoft(s, b)− χSH(s, b)]}, (158)

where the scattering is compounded as a sum of QCD ladders via SH and soft processes through the
eikonals χSH and χsoft.

Now, if the eikonal function, χ(s, b) ≡ χsoft(s, b) + χSH(s, b) = λ/2, indicates the mean number
of partonic interaction pairs at impact parameter b, the probability pn for having n independent partonic
interactions using Poisson statistics reads pn = (λn/n!) e−λ. Therefore, the factor 1− e−2χ =

∑∞
n=1 pn

in Eq. (157) can be interpreted semiclassically as the probability that at least one of the two protons is
broken up in a collision at impact parameter b. With this in mind, the inelastic cross-section is simply the
integral over all collision impact parameters of the probability of having at least one interaction, yielding
a mean minijet multiplicity of 〈nminijet〉 ≈ σQCD/σinel [220]. The leading contenders to approximate
the (unknown) cross-sections at cosmic-ray energies, SIBYLL [221] and QGSJET [222], share the eikonal
approximation but differ in their ansätze for the eikonals. In both cases, the core of dominant scattering
at very high energies is the SH cross-section given in Eq. (138),

χSH = 1
2σQCD(s, pmin

T )A(s,~b), (159)

where the normalized profile function, 2π
∫∞

0 db bA(s, b) = 1, indicates the distribution of partons in
the plane transverse to the collision axis.

In the QGSJET-like models, the core of the SH eikonal is dressed with a soft-pomeron pre-evolution
factor. This amounts to taking a parton distribution that is Gaussian in the transverse coordinate distance
b,

A(s, b) =
e−b

2/R2(s)

πR2(s)
, (160)
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with R being a parameter. For a QCD cross-section dependence, σQCD ∼ s∆H , one gets for a Gaussian
profile

b20(s) ∼ R2∆H ln s (161)

and at high energy

σinel = 2π

∫ b0(s)

0
db b ∼ πR2∆H ln s. (162)

If the effective radius R (which controls parton shadowing) is energy-independent, the cross-section
increases only logarithmically with rising energy. However, the parameter R itself depends on the colli-
sion energy through a convolution with the parton momentum fractions, R2(s) ∼ R2

0 + 4α′eff ln2 s, with
α′eff ≈ 0.11 GeV−2 [145]. Thus, the QGSJET cross-section exhibits a faster than ln s rise,

σinel ∼ 4πα′eff∆H ln2 s. (163)

In SIBYLL-like models, the transverse density distribution is taken as the Fourier transform of the
proton electric form factor, resulting in an energy-independent exponential (rather than Gaussian) fall-off
of the parton density profile for large b,

A(b) =
µ2

96π
(µb)3K3(µb) ∼ e−µb, (164)

where K3 denotes the modified Bessel function of the third kind and µ2 ≈ 0.71 GeV2 [221]. Thus,
(159) becomes

χSH ∼ e−µbs∆H , (165)

and (155) is satisfied when

b0(s) =
∆H

µ
ln s. (166)

Therefore, for SIBYLL-like models, the growth of the inelastic cross-section also saturates the ln2 s Frois-
sart bound [223], but with a multiplicative constant that is larger than the one in QGSJET-like models,

σinel ∼ πc
∆2

H

µ2
ln2 s, (167)

where the coefficient c ≈ 2.5 is found numerically [145].

The main characteristics of the pp cascade spectrum resulting from these choices are readily pre-
dictable: the harder form of the SIBYLL form factor allows a greater retention of energy by the leading
particle, and hence less available for the ensuing shower. Consequently, on average, SIBYLL-like models
predict a smaller multiplicity than QGSJET-like models [42].

There are three event generators, SIBYLL [221], QGSJET [222] and DPMJET [224], which are tai-
lored specifically for simulation of hadronic interactions up to the highest cosmic-ray energies. The latest
versions of these packages are SIBYLL 2.1 [225], QGSJET II-03 [226] and DPMJET III [227], respectively.
In QGSJET, both the soft and hard processes are formulated in terms of pomeron exchanges. To describe
the minijets, the soft pomeron mutates into a “semihard pomeron”, an ordinary soft pomeron with the
middle piece replaced by a QCD parton ladder, as sketched in the previous paragraph. This is gener-
ally referred to as the “quasi-eikonal” model. In contrast, SIBYLL and DPMJET follow a “two-channel”
eikonal model, where the soft and the semihard regimes are demarcated by a sharp cut in the trans-
verse momentum: SIBYLL 2.1 uses a cut-off parametrization inspired in the double-leading-logarithmic
approximation of the DGLAP equations,

pmin
T (
√
s) = p0

T + 0.065 GeV exp[0.9
√

ln s], (168)
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whereas DPMJET III uses an ad hoc parametrization for the transverse momentum cut-off,

pmin
T (
√
s) = p0

T + 0.12 GeV [log10(
√
s/50 GeV)]3, (169)

where p0
T = 2.5 GeV [208].

The transition process from asymptotically free partons to colour-neutral hadrons is described in
all codes by string fragmentation models [228]. Different choices of fragmentation functions can lead
to some differences in the hadron multiplicities. However, the main difference in the predictions of
QGSJET-like and SIBYLL-like models arises from different assumptions in extrapolation of the parton
distribution function to low energy.

The proton–air collisions of interest for air shower development cause additional headaches for
event generators. Both SIBYLL and QGSJET adopt the Glauber formalism [216], which is equivalent to
the eikonal approximation in nucleon–nucleon scattering, except that the nucleon density functions of
the target nucleus are folded with that of the nucleon. The inelastic and production cross-sections read

σ
p–air
inel ≈ 2π

∫
db b{1− exp[σtotATN(b)]}, (170)

σ
p–air
prod ≈ 2π

∫
db b{1− exp[σinelATN(b)]}, (171)

where TN(b) is the transverse distribution function of a nucleon inside a nucleus. Here, σinel and σtot

are given by Eqs. (157) and (158), respectively. The proton–air inelastic cross-section is the sum of
the “quasi-elastic” cross-section, which corresponds to cases where the target nucleus breaks up without
production of any new particles, and the production cross-section, in which at least one new particle is
generated. Clearly, the development of EASs is mainly sensitive to the production cross-section. Overall,
the geometrically large size of nitrogen and oxygen nuclei dominates the inclusive proton–target cross-
section, and as a result the disagreement from model-dependent extrapolation is no more than about 15%.
More complex nucleus–nucleus interactions are discussed in [229].

EXERCISE 3.1 Consider a typical air nucleus of average 〈A〉 = 14.5 and calculate the proton–air cross-
section using the approximate expressions (163) and (167) together with the z-integrated Woods–Saxon
profile [230]

TN(b) =
1

Z

∫ ∞

−∞
dz {1 + exp[(

√
b2 + z2 −RN)/α]}−1, (172)

where

Z =
4π

3
R3

N

[
1 + π2

(
α

RN

)2
]
, (173)

α = 0.5 fm and RN = 1.1A1/3 fm [231]. Compare the results with those shown in Fig. 25.

Adding a greater challenge to the determination of the proton–air cross-section at ultrahigh ener-
gies is the lack of direct measurements in a controlled laboratory environment. The measured shower
attenuation length, Λm, is not only sensitive to the interaction length of the protons in the atmosphere,
λp–air, with

Λm = kλp–air = k
14.4mp

σ
p–air
prod

, (174)

but also depends on the rate at which the energy of the primary proton is dissipated into EM shower
energy observed in the experiment. Here, Λm and λp–air are in g cm−2, the proton mass mp is in g, and
the inelastic production cross-section σp–air

prod is in mb. The value of k depends critically on the inclusive
particle production cross-section and its energy dependence in nucleon and meson interactions on the
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Table 5: Different k-values used in cosmic-ray experiments.

Experiment k

Fly’s Eye 1.6
Akeno 1.5
Yakutsk-99 1.4
EAS-TOP 1.15

light nuclear target of the atmosphere. The measured depth Xmax at which a shower reaches maximum
development in the atmosphere has been the basis of cross-section measurements from experiments prior
to HiRes and Auger. However, Xmax is a combined measure of the depth of the first interaction (which
is determined by the inelastic cross-section) and of the subsequent shower development (which has to be
corrected for). The model-dependent rate of shower development and its fluctuations are the origin of
the deviation of k from unity in Eq. (174). As can be seen in Table 5, there is a large range of k values
(from 1.6, for a very old model, where the inclusive cross-section exhibited Feynman scaling, to 1.15,
for modern models with large scaling violations) that make the published values of σp–air unreliable.

Recently, the HiRes Collaboration developed a quasi-model-free method of measuring σp–air
prod di-

rectly [232]. This is accomplished by folding a randomly generated exponential distribution of first
interaction points into the shower development program, and therefore fitting the entire distribution and
not just the trailing edge. Interestingly, the measured k = 1.21+0.14

−0.09 by the HiRes group is in agreement
with the one obtained by tuning the data to the theory [233, 234].

A compilation of published proton–air cross-section measurements is shown in Fig. 25. In the left
panel we show the data without any modification. In the right panel, the published values of σp−air

prod for
Fly’s Eye [242], Akeno [238], Yakutsk-99 [240] and EAS-TOP [236] Collaborations have been renor-
malized using the common value of k = 1.264±0.033 (stat)±0.013 (syst) [234]. We have parametrized
the rise of the cross-section using a functional form that saturates the Froissart bound,

σ
p–air
prod = A− B ln(E/GeV) + C ln2(E/GeV) mb. (175)

The curve with a fast rise, hereafter referred to as case i, corresponds to A = 280, B = 5.7 and C = 0.9.
The slow rise of case ii has the following parameters: A = 290, B = 6.2 and C = 0.64. The behaviour
of the cross-section in case i roughly matches the one implemented in SIBYLL-2.1 [225].

Some guidance towards understanding hadronic processes in the forward direction may come
directly from measurements of hadrons in air showers [243]. However, the most useful experimental
input in the foreseeable future will likely come from the LHC. Processes with low momentum transfer
tend to populate the region at very small angles ϑ with respect to the beam direction. The distribution
of pseudo-rapidity, η = − ln tan(ϑ/2), and the energy flow distribution are shown in Fig. 26. While the
particle multiplicity is greatest in the low-|η| region, it is clearly seen that the energy flow is peaked at
small production angles (large |η|). The two general-purpose experiments, ATLAS and CMS, cover up to
|η| < 5. TOTEM’s coverage in the very forward rapidity range, 3.1 ≤ η ≤ 6.5, is committed to measure
the pp total and elastic scattering cross-sections; see Appendix C. The fragmentation region that plays a
crucial role in the development of EASs tends to populate the region corresponding to pseudo-rapidity
range 6 ≤ |η| ≤ 10.

The first batch of data collected by the ATLAS experiment has been used to study the rise of the pp
cross-section [245]. In Fig. 27 we show a comprehensive investigation into the physics underpinning the
rise of σtot and σinel.6 The figure shows several models that employ different assumptions about the evo-
lution of the PDFs at low x (GRV [249], GRV94 [250], GRV98 [251], MRST [252] and CTEQ [253]).

6The CMS measurements of the pp cross-section at
√
s = 7 TeV (not shown in the figure) are summarized in [248].
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Fig. 25: Compilation of proton–air production cross-section from cosmic-ray measurements: ARGO-YBJ [235],
EAS-TOP [236], HiRes [232], KASCADE prototype [237], Akeno [238], Yakutsk-90 [239], Yakutsk-99 [240],
Tien-Shan EAS complex [241] and Fly’s Eye [242]. The data are compared to the parametrizations discussed in
the text; case i corresponds to the dashed line and case ii to the dotted-dashed line.

Fig. 26: Pseudo-rapidity distributions of (top) charged particles and (bottom) the energy flow for pp collisions at
LHC. From Ref. [244].
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Model I is an eikonal minijet model incorporating effects induced by the transverse momentum distribu-
tion of soft gluons [254]. In the spirit of the Bloch–Nordsieck study in electrodynamics [255], the parton
distribution in b space is determined as the Fourier transform of the resummed distribution of soft gluons
(down to zero gluon momenta) emitted from the initial state during the collision. The very large b limit
of the profile function,

A(b, s) ∼ e−(Λ̄b)2β
, (176)

yields an impact-parameter distribution falling at its fastest like a Gaussian (β = 1) and at its slowest like
an exponential (β = 1/2). The scale Λ̄ ∝ ΛQCD includes a mild energy dependence as well as a residual
dependence upon the parameter β. This behaviour in impact-parameter space together with the high-
energy behaviour of the minijet cross-section leads to an asymptotic rise of the total cross-section [256],

σtot ∼
2π

Λ̄2
∆

1/β
H ln1/β s, (177)

consistent with the Froissart bound. In Model II the effective density overlapping parton distributions in
the colliding protons is a SIBYLL-like exponentially decreasing hyperbolic Bessel function, determined
from the proton electric form factor [257]. The analyticity-constrained analytic amplitude model of
Block and Halzen [258, 259] exploits high-quality, low-energy data to determine an asymptotic growth
of the cross-section, σtot ∼ ln2 s, which saturates the Froissart bound. The Aspen model is a revised
version of the eikonal model of Block, Gregores, Halzen and Pancheri [260], which now incorporates
analyticity constraints [261].

In a complementary study, a comparison of LHC data (on inclusive particle production at energies√
s = 0.9, 2.36 and 7 TeV) with predictions of a variety of hadronic interaction models has been

elaborated in [262]. The results show that, while reasonable qualitative agreement has been achieved for
some event generators, none of them reproduces the

√
s evolution of all the observables with particularly

compelling precision.

In summary, high-energy hadronic interaction models are still being refined, and therefore the dis-
parity between them can vary even from version to version. However, the relevant parameters reduce
to two: the mean free path, λCR–air = (σCR–air

prod natm)−1, and the inelasticity, yCR–air = 1 − Elead/Eproj,
where natm is the number density of atmospheric target nucleons, Elead is the energy of the most ener-
getic hadron with a long lifetime, and Eproj is the energy of the projectile particle. The first parameter
characterizes the frequency of interactions, whereas the second one quantifies the energy lost per colli-
sion. Overall, SIBYLL has a shorter mean free path and a smaller inelasticity than QGSJET. Since a shorter
mean free path tends to compensate for a smaller inelasticity, the two codes generate similar predictions
for an air shower that has lived through several generations. Both models predict the same multiplicity
below about 107 GeV, but the predictions diverge above that energy. Such a divergence readily increases
with rising energy. While QGSJET predicts a power-law-like increase in the number of secondaries up
to the highest energy, SIBYLL multiplicity exhibits a logarithmic growth. As it is extremely difficult to
observe the first interactions experimentally, it is not straightforward to determine which model is closer
to reality.

3.2 Electromagnetic processes
The evolution of an extensive air shower is dominated by electromagnetic processes. The interaction of
a baryonic cosmic ray with an air nucleus high in the atmosphere leads to a cascade of secondary mesons
and nucleons. The first few generations of charged pions interact again, producing a hadronic core, which
continues to feed the electromagnetic and muonic components of the showers. Up to about 50 km above
sea level, the density of atmospheric target nucleons is natm ∼ 1020 cm−3, and so even for relatively
low energies, say Eπ± ≈ 1 TeV, the probability of decay before interaction falls below 10%. Ultimately,
the electromagnetic cascade dissipates around 90% of the primary particle’s energy, and hence the total
number of electromagnetic particles is very nearly proportional to the shower energy [263].
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Fig. 27: Compilation of total and inelastic pp and pp̄ cross-section measurements. The data are compared to
model predictions. The dashed lines indicate the predictions of Model II [246]. From low to high energy, the
same eikonal function has been used to compute both the total and the inelastic cross-sections. The predictions are
calculated using GRV PDFs, with pmin

t = 1.15 GeV. The green band is obtained with Model I varying pmin
t by no

more than a few percent and using different partonic densities [246]. The blue band corresponds to Model II using
pmin
t = 1.1 GeV (with MRST) in the upper edge and pmin

t = 1.15 GeV (with GRV94) in the lower edge [246].
Predictions for σtot from the analytic amplitude model and for σinel from the Aspen model are indicated by blue
stars [247]. Figure courtesy of Giulia Pancheri.

Roughly speaking, at 1011 GeV, baryons and charged pions have interaction lengths of the order of
40 g cm−2, increasing to about 60 g cm−2 at 107 GeV. Additionally, below 1010 GeV, photons, electrons
and positrons have mean interaction lengths of 37 g cm−2. Altogether, the atmosphere acts as a natural
calorimeter with variable density, providing a vertical thickness of 26 radiation lengths and about 15
interaction lengths. This is not too different from the number of radiation and interaction lengths at the
LHC detectors. For example, the CMS electromagnetic calorimeter is & 25 radiation lengths deep, and
the hadron calorimeter constitutes 11 interaction lengths.

By the time a vertically incident 1011 GeV proton shower reaches the ground, there are about 1011

secondaries with energy above 90 keV in the the annular region extending 8 m to 8 km from the shower
core. Of these, 99% are photons, electrons and positrons, with a typical ratio of γ to e+e− of 9 to 1.
Their mean energy is around 10 MeV and they transport 85% of the total energy at ground level. Of
course, photon-induced showers are even more dominated by the electromagnetic channel, as the only
significant muon generation mechanism in this case is the decay of charged pions and kaons produced in
γ–air interactions [264].

It is worth mentioning that these figures dramatically change for the case of very inclined showers.
For a primary zenith angle, θ > 70◦, the electromagnetic component becomes attenuated exponentially
with atmospheric depth, being almost completely absorbed at ground level. Note that the vertical atmo-
sphere is ≈ 1000 g cm−2, and is about 36 times deeper for completely horizontal showers. As a result,
most of the energy at ground level from an inclined shower is carried by muons.

In contrast to hadronic collisions, the electromagnetic interactions of shower particles can be cal-
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culated very accurately from quantum electrodynamics. Electromagnetic interactions are thus not a
major source of systematic errors in shower simulations. The first comprehensive treatment of electro-
magnetic showers was elaborated by Rossi and Greisen [265]. This treatment was recently cast in a more
pedagogical form by Gaisser [63], which we summarize in the subsequent paragraphs.

The generation of the electromagnetic component is driven by electron bremsstrahlung and pair
production [266]. Eventually, the average energy per particle drops below a critical energy, ε0, at which
point ionization takes over from bremsstrahlung and pair production as the dominant energy-loss mech-
anism. The e± energy-loss rate due to bremsstrahlung radiation is nearly proportional to their energy,
whereas the ionization loss rate varies only logarithmically with the e± energy. Though several different
definitions of the critical energy appear in the literature [267], throughout this presentation we take the
critical energy to be that at which the ionization loss per radiation length is equal to the electron energy,
yielding ε0 = 710 MeV/(Zeff + 0.92) ∼ 86 MeV [268].7 The changeover from radiation losses to ion-
ization losses depopulates the shower. One can thus categorize the shower development in three phases:
the growth phase, in which all the particles have energy above ε0; the shower maximum, Xmax; and the
shower tail, where the particles only lose energy, get absorbed or decay.

The relevant quantities participating in the development of the electromagnetic cascade are the
probability for an electron of energy E to radiate a photon of energy k = ybremE and the probability
for a photon to produce a pair e+e− in which one of the particles (hereafter e−) has energy E = ypairk.
These probabilities are determined by the properties of the air and the cross-sections of the two processes.

In the energy range of interest, the impact parameter of the electron or photon is larger than an
atomic radius, so the nuclear field is screened by its electron cloud. In the case of complete screen-
ing, where the momentum transfer is small, the cross-section for bremsstrahlung can be approximated
by [270]

dσe→γ
dk

≈ Aeff

XEMNAk

(
4

3
− 4

3
ybrem + y2

brem

)
, (178)

where Aeff is the effective mass number of the air, XEM is a constant, and NA is Avogadro’s number. In
the infrared limit (i.e. ybrem � 1), this approximation is inaccurate at the level of about 2.5%, which is
small compared to typical experimental errors associated with cosmic air shower detectors. Of course,
the approximation fails as ybrem → 1, when nuclear screening becomes incomplete, and as ybrem → 0,
at which point the LPM and dielectric suppression effects become important, as we discuss below.

Using similar approximations, the cross-section for pair production can be written as [270]

dσγ→e+e−

dE
≈ Aeff

XEMNA

(
1− 4

3
ypair +

4

3
y2

pair

)
. (179)

The similarities between this expression and Eq. (178) are to be expected, as the Feynman diagrams for
pair production and bremsstrahlung are variants of one another.

The probability for an electron to radiate a photon with energy in the range (k, k+dk) in traversing
dt = dX/XEM of atmosphere is

dσe→γ
dk

XEMNA

Aeff
dk dt ≈

(
ybrem +

4

3

1− ybrem

ybrem

)
dybrem dt, (180)

whereas the corresponding probability density for a photon producing a pair, with electron energy in the
range (E,E + dE), is

dσγ→e+e−

dE

XEMNA

Aeff
dE dt ≈

(
1− 4

3
ypair +

4

3
y2

pair

)
dypair dt. (181)

7For altitudes up to 90 km above sea level, the air is a mixture of 78.09% of N2, 20.95% of O2, and 0.96% of other
gases [269]. Such a mixture is generally modelled as a homogeneous substance with atomic charge and mass numbers Zeff =
7.3 and Aeff = 14.6, respectively.
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The total probability for pair production per unit of XEM follows from integration of Eq. (181),
∫

dσγ→e+e−

dE

XEMNA

Aeff
dE ≈

∫ 1

0

(
1− 4

3
ypair +

4

3
y2

pair

)
dypair =

7

9
. (182)

As can be seen from Eq. (180), the total probability for bremsstrahlung radiation is logarithmically
divergent. However, this infrared divergence is eliminated by the interference of bremsstrahlung ampli-
tudes from multiple scattering centres. This collective effect of the electric potential of several atoms
is known as the Landau–Pomeranchuk–Migdal (LPM) effect [32, 33]. Of course, the LPM suppression
of the cross-section results in an effective increase of the mean free path of electrons and photons. This
effectively retards the development of the electromagnetic component of the shower. It is natural to in-
troduce an energy scale, ELPM, at which the inelasticity is low enough that the LPM effect becomes
significant [271]. Below ELPM, the energy-loss rate due to bremsstrahlung is roughly

dE

dX
≈ − 1

XEM

∫ 1

0
ybremE

(
ybrem +

4

3

1− ybrem

ybrem

)
dybrem = − E

XEM
. (183)

With this in mind, we now identify the constant XEM ≈ 36.7 g cm−2, with the radiation length in air
defined as the mean distance over which a high-energy electron loses 1/e of its energy, or equivalently
7/9 of the mean free path for pair production by a high-energy photon [267].

The most evident signatures of the LPM effect on shower development are a shift in the position
of the shower maximum Xmax and larger fluctuations in the shower development. When considering
the LPM effect in the development of air showers produced by UHECRs, one has to keep in mind that
the suppression in the cross-sections is strongly dependent on the atmospheric depth.8 Since the upper
atmosphere is very thin, the LPM effect becomes noticeable only for photons and electrons with ener-
gies above ELPM ∼ 1010 GeV. For baryonic primaries the LPM effect does not become important until
the primary energy exceeds 1012 GeV. This is because the electromagnetic shower does not commence
until after a significant fraction of the primary energy has been dissipated through hadronic interac-
tions. To give a visual impression of how the LPM effect slows down the initial growth of high-energy
photon-induced showers, we show the average longitudinal shower development of 1010 GeV proton and
gamma-ray showers (generated using AIRES 2.6.0 [273]) with and without the LPM effect in Fig. 28.

At energies at which the LPM effect is important (viz. E > ELPM), gamma-ray showers will
have already commenced in the geomagnetic field at almost all latitudes: primary photons with E >
1010 GeV convert into e+e− pairs, which in turn emit synchrotron photons. This reduces the energies
of the primaries that reach the atmosphere, and thereby compensates for the tendency of the LPM effect
to retard the shower development. The relevant parameter to determine both conversion probability and
synchrotron emission is E × B⊥, where E is the gamma-ray energy and B⊥ the transverse magnetic
field. This leads to a large directional and geographical dependence of shower observables. Thus, each
experiment has its own preferred direction for identifying primary gamma rays. For instance, Fig. 29
shows a map of the photon conversion probability in the geomagnetic field for all incident directions
evaluated at the location of the HiRes experiment (| ~B| = 0.53 G, ι = 25◦ and δ = 14◦) [274]. The
smallest probabilities for conversion are found, not surprisingly, around the direction parallel to the local
geomagnetic field. Note that this conversion-free region shrinks rapidly with increasing primary energy.
A similar evaluation for the Southern Site of the Pierre Auger Observatory (| ~B| = 0.25 G, ι = −35◦ and
δ = 86◦) can be found in [275].

The muonic component of an EAS differs from the electromagnetic component for two main
reasons. First, muons are generated through the decay of cooled (Eπ± . 1 TeV) charged pions, and thus
the muon content is sensitive to the initial baryonic content of the primary particle. Furthermore, since
there is no “muonic cascade”, the number of muons reaching the ground is much smaller than the number

8The same occurs for dielectric suppression, although the influence is not as important as for the LPM effect [272].
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Fig. 28: Average longitudinal shower developments of 1011 GeV proton (dashed-dotted line) and gamma rays with
and without the LPM effect (solid and dotted lines, respectively). The primary zenith angle was set to θ = 60◦.
The shadow area represents the intrinsic fluctuations of the showers. Larger fluctuations can be observed for
gamma-ray showers with the LPM effect, as expected. From Ref. [200].
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Fig. 29: Maps of gamma-ray conversion probability in the geomagnetic field for several primary energies. Az-
imuths are as labelled; “N” denotes true north. The inner circles correspond to zenith angles 30◦, 60◦ and horizon.
Dashed curves indicate the opening angles of 30◦, 60◦ and 90◦ to the local magnetic field. From Ref. [274].

of electrons. Specifically, there are about 5 × 108 muons above 10 MeV at ground level for a vertical
1011 GeV proton-induced shower. Second, the muon has a much smaller cross-section for radiation and
pair production than the electron, and so the muonic component of an EAS develops differently from the
electromagnetic component. The smaller multiple scattering suffered by muons leads to earlier arrival
times at the ground for muons than for the electromagnetic component.

The ratio of electrons to muons depends strongly on the distance from the core; for example,
the e+e− to µ+µ− ratio for a 1011 GeV vertical proton shower varies from 17 to 1 at 200 m from
the core to 1 to 1 at 2000 m. The ratio between the electromagnetic and muonic shower components
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Fig. 30: Mean free path in air for the different muonic interactions as a function of the initial kinetic energy. From
Ref. [200].

behaves somewhat differently in the case of inclined showers. For zenith angles greater than 60◦, the
e+e−/µ+µ− ratio remains roughly constant at a given distance from the core. As the zenith angle grows
beyond 60◦, this ratio decreases, until at θ = 75◦, it is 400 times smaller than for a vertical shower.
Another difference between inclined and vertical showers is that the average muon energy at ground level
changes dramatically. For horizontal showers, the lower-energy muons are filtered out by a combination
of energy-loss mechanisms and the finite muon lifetime: for vertical showers, the average muon energy
is 1 GeV, while for horizontal showers it is about two orders of magnitude greater. The muon densities
obtained in shower simulations using SIBYLL 2.1 fall more rapidly with lateral distance to the shower
core than those obtained using QGSJET 01. This can be understood as a manifestation of the enhanced
leading particle effect in SIBYLL, which can be traced to the relative hardness of the electromagnetic form
factor profile function. The curvature of the distribution (d2ρµ/dr

2) is measurably different in the two
cases, and, with sufficient statistics, could possibly serve as a discriminator between hadronic interaction
models, provided the primary species can be determined from some independent observable(s) [276].

High-energy muons lose energy through pair production, muon–nucleus interaction, bremsstrah-
lung and knock-on electron (delta-ray) production [277]. The first three processes are discrete in the
sense that they are characterized by high inelasticity and a large mean free path. On the other hand,
because of its short mean free path and its small inelasticity, knock-on electron production can be con-
sidered a continuous process. The muon bremsstrahlung cross-section is suppressed by a factor of
(me/mµ)2 with respect to electron bremsstrahlung (see Eq. (178)). Since the radiation length for air
is about 36.7 g cm−2, and the vertical atmospheric depth is 1000 g cm−2, muon bremsstrahlung is of
negligible importance for vertical air shower development. Energy loss due to muon–nucleus interac-
tions is somewhat smaller than muon bremsstrahlung. As can be seen in Fig. 30, energy loss by pair
production is slightly more important than bremsstrahlung at about 1 GeV, and becomes increasingly
dominant with energy. Finally, knock-on electrons have a very small mean free path (see Fig. 30), but
also a very small inelasticity, so that this contribution to the energy loss is comparable to that from the
hard processes.
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Fig. 31: Schematic views of (a) an electromagnetic cascade and (b) a hadronic shower. In the hadron shower,
dashed lines indicate neutral pions, which do not re-interact, but quickly decay, yielding electromagnetic subshow-
ers (not shown). Not all pion lines are shown after the n = 2 level. Neither diagram is to scale. From Ref. [280].

3.3 Paper-and-pencil air shower modelling
Most of the general features of an electromagnetic cascade can be understood in terms of the toy model
due to Heitler [278]. In this model, the shower is imagined to develop exclusively via bremsstrahlung
and pair production, each of which results in the conversion of one particle into two (see Fig. 31). As
was previously discussed, these physical processes are characterized by an interaction length XEM ≈
37.6 g cm−2. One can thus imagine the shower as a particle tree with branches that bifurcate everyXEM,
until they fall below a critical energy, ε0 ≈ 86 MeV, at which point energy-loss processes dominate.
Up to ε0, the number of particles grows geometrically, so that after n = X/XEM branchings, the total
number of particles in the shower is N ≈ 2n. At the depth of shower maximum Xmax, all particles are
at the critical energy, ε0, and the energy of the primary particle, E0, is split among all the Nmax = E0/ε0
particles. Putting this together, we get

Xmax ≈ XEM
ln(E0/ε0)

ln 2
. (184)

Changes in the mean mass composition of the CR flux as a function of energy will manifest as changes
in the mean values of Xmax. This change of Xmax with energy is commonly known as the elongation
rate [279]:

De =
δXmax

δ lnE
. (185)

For purely electromagnetic showers, Xmax(E) ≈ XEM ln(E/ε0), and hence De ≈ XEM. For conve-
nience, the elongation rate is often written in terms of energy decades, D10 = ∂〈Xmax〉/∂ logE, where
D10 = 2.3De. The elongation rate obtained from the Heitler model, Dγ

10 ≈ 84 g cm−2, is in very good
agreement with the results from Monte Carlo simulations. However, the prediction for the particle num-
ber at maximum is overestimated by a factor of about 2–3. Moreover, Heitler’s model predicts a ratio of
electron to photons of 2, whereas simulations and direct cascade measurements in the air show a ratio
of the order of 1/6. This difference is because multiple photons are emitted during bremsstrahlung and
electrons lose energy much faster than photons do.

As we have seen, baryon-induced showers are also dominated by electromagnetic processes, and
thus Heitler’s toy model is still enlightening for such cases. For proton primaries, the multiplicity rises
with energy, and the resulting elongation rate becomes smaller. This can be understood by noting that, on
average, the first interaction is determined by the proton mean free path in the atmosphere, λp–air = X0.
In this first interaction, the incoming proton splits into 〈n(E)〉 secondary particles, each carrying an
average energy E/〈n(E)〉. Assuming that Xmax(E) depends dominantly on the first generation of γ
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subshowers, the depth of maximum is obtained as in Eq. (184),

Xmax(E) ≈ X0 +XEM ln[E/〈n(E)〉]. (186)

For a proper evaluation of Xmax, it would be necessary to sum each generation of subshowers carefully
from their respective points of origin, accounting for their attenuation near and after the maxima. If we
now further assume a multiplicity dependence 〈n(E)〉 ≈ n0E

∆, then the elongation rate becomes

δXmax

δ lnE
= XEM

[
1− δ ln〈n(E)〉

δ lnE

]
+

δX0

δ lnE
, (187)

which corresponds to the form given by Linsley and Watson [31],

De = XEM

[
1− δ ln〈n(E)〉

δ lnE
+

X0

XEM

δ ln(X0)

δ lnE

]
= XEM(1−B), (188)

where
B ≡ ∆− X0

XEM

δ lnX0

δ lnE
. (189)

A precise calculation of a proton shower evolution has been carried out by Matthews [280], using
the simplifying assumption that hadronic interactions produce exclusively pions, 2Nπ charged and Nπ

neutral (see Fig. 31). The π0 decay immediately and feed the electromagnetic component of the shower,
whereas the π± soldier on. The hadronic shower continues to grow, feeding the electromagnetic compo-
nent at each interaction, until charged pions reach a characteristic energy at which decay is more likely
than a new interaction. The interaction length and the pion multiplicity (3Nπ) are energy-independent
in the Heitler–Matthews model. The energy is equally shared by the secondary pions. For pion energy
between 1 GeV and 10 TeV, a charged multiplicity of 10 (Nπ = 5) is an appropriate number.

The first interaction diverts one-third of the available energy (E0/3) into the EM component, while
the remaining two-thirds continue as hadrons. The number of hadrons increases through subsequent
generation of particles, and in each generation about 30% of the energy is transferred to the EM cascade.
Therefore, the longer it takes for pions to reach the characteristic energy ξπc ∼ 20 GeV (below which
they will decay into muons), the larger will be the EM component. Consequently, in long developing
showers the energy of the muons from decaying pions will be smaller. In addition, because of the density
profile of the atmosphere, ξπc is larger high above ground than at sea level, and deep showers will produce
fewer muons.

This positive correlation introduces a link between the primary cosmic-ray interaction cross-
section on air and the muon content at ground level. According to those principles, primaries with
higher cross-sections will have a larger muon to electron ratio at ground level.

To obtain the number of muons in the shower, one simply assumes that all pions decay into muons
when they reach the critical energy: Nµ = (2Nπ)nc , where nc = ln(E0/ξ

π
c )/ln(3Nπ) is the number of

steps needed for the pions to reach ξπc . Introducing β = ln(2Nπ)/ln(3Nπ) we have

Nµ = (E0/ξ
π
c )β. (190)

For Nπ = 5, β = 0.85. Unlike the electron number, the muon multiplicity does not grow linearly with
the primary energy, but at a slower rate. The precise value of β depends on the average pion multiplicity
used. It also depends on the inelasticity of the hadronic interactions. Assuming that only half of the
available energy goes into the pions at each step (rather than all of it, as done above) would lead to
β = 0.93. Detailed simulations give values of β in the range 0.9 to 0.95 [145].

The first interaction yields Nγ = 2Nπ0 = Nπ± . Each photon initiates an EM shower of energy
E0/(3Nπ±) = E0/(6Nπ). Using pp data [15], we parametrized the charged-particle production in the
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first interaction asNπ± = 41.2(E0/1 PeV)1/5. Now, from the approximation in (186), based on the sole
evolution of the EM cascade initiated by the first interaction, we obtain

Xp
max = X0 +XEM ln[E0/(6Nπε0)]

= 470 + 58 log10(E0/1 PeV) g cm−2. (191)

This falls short of the full simulation value by about 100 g cm−2 [280].

EXERCISE 3.2 The depth of shower maximum obtained in Eq. (191) is only approximate since it
considers just the first interaction as hadronic in nature. Extend the approximation to include hadronic
interactions in the second generation of particles. Try the generalization to include all generations of
hadronic collisions until the charged pions cool down below the critical energy.

A good approximation of the elongation rate can be obtained when introducing the cross-section
and multiplicity energy dependence. Using a p–air cross-section of 550 mb at 109 GeV and a rate of
change of about 50 mb per decade of energy leads to [281]

X0 ' 90− 9 log (E0/EeV) g cm−2. (192)

Now, assuming (as in [280]) that the first interaction initiates 2Nπ EM cascades of energy E0/(6Nπ),
with Nπ ∝ (E0/PeV)1/5 for the evolution of the first interaction multiplicity with energy, we can
calculate the elongation rate as

Dp
10 =

dXmax

d logE0
=

d{X0 ln 2 +XEM ln[E0/(6Nπε0)]}
d logE0

, (193)

or
Dp

10 = 4
5D

γ
10 − 9 ln 2 ' 62 g cm−2. (194)

This result is quite robust, as it depends only on the cross-section and multiplicity evolution with energy.
It is in good agreement with Monte Carlo simulation [145].

To extend this discussion to heavy nuclei, we can apply the superposition principle as a reasonable
first approximation. In this approximation, we pretend that the nucleus comprises unbound nucleons,
such that the point of first interaction of one nucleon is independent of all the others. Specifically, a
shower produced by a nucleus with energy EA and mass A is modelled by a collection of A proton
showers, each with A−1 of the nucleus energy. Modifying Eq. (184) accordingly, one easily obtains
Xmax ∝ ln(E0/A). Assuming that B is not changing with energy, one obtains for mixed primary
composition [31]

De = X0(1−B)

[
1− ∂〈lnA〉

∂ lnE

]
. (195)

Thus, the elongation rate provides a measurement of the change of the mean logarithmic mass with
energy. One caveat of the procedure discussed above is that Eq. (188) accounts for the energy dependence
of the cross-section and violation of Feynman scaling only for the first interaction. Note that subsequent
interactions are assumed to be characterized by Feynman scaling and constant interaction cross-sections
(see Eq. (189)). Above 107 GeV, these secondary interactions play a more important role, and thus
the predictions of Eq. (195), depending on the hadronic interaction model assumed, may vary by up to
20% [145]. In Fig. 6 we show the variation of 〈Xmax〉 with primary energy as measured by HiRes and
Auger together with predictions from a variety of hadronic interaction models.

The muon content of an EAS at ground level Nµ, as well as the ratio Nµ/Ne, are sensitive to
primary composition (here, Ne is the electron content at ground level). To estimate the ratio of the
muon content of nucleus-induced to proton-induced showers, we can resort again to the principle of
superposition. Using β = 0.93 we find that the total number of muons produced by the superposition
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Fig. 32: Ratio of the muon content for EASs produced by primary gammas and protons. The geomagnetic field is
set to the PAO Southern Site. From Ref. [283].

of A individual proton showers is NA
µ ∝ A(EA/A)0.93. Consequently, in a vertical shower, one expects

a cosmic-ray nucleus to produce about A0.07 more muons than a proton. This implies that a shower
initiated by an iron nucleus produces about 30% more muons than a proton shower. Note, however,
that a change in the hadronic interaction model could produce a much larger effect than a change in the
primary species. For example, replacing QGSJET 01 with SIBYLL 1.6 as the hadronic interaction model
leads to a prediction of 60% more muons for an iron shower than for a proton shower [282].

The situation for gamma-induced showers is a bit different. In this case the muon component of
the shower does not simply follow Eq. (190) because of the LPM and geomagnetic field effects [283].
Competition between the two processes leads to a complex behaviour in Nγ

µ/N
p
µ , as shown in Fig. 32.

While these toy models are very useful for imparting a first intuition regarding global shower prop-
erties, the details of shower evolution are far too complex to be fully described by a simple analytical
model. Full Monte Carlo simulation of interaction and transport of each individual particle is required
for precise modelling of the shower development. At present, two Monte Carlo packages are available
to simulate EASs: CORSIKA (COsmic Ray SImulation for KAscade) [284] and AIRES (AIR shower
Extended Simulation) [273]. Both programs provide fully four-dimensional simulations of the air show-
ers initiated by protons, photons and nuclei. To simulate hadronic physics, the programs make use of
the event generators described in section 3.1. Propagation of particles takes into account the Earth’s
curvature and geomagnetic field. For further details on these codes, the reader is referred to [285].

4 Searches for new physics beyond the electroweak scale at
√
s ∼ 250 TeV

4.1 General idea
If new physics interactions occur at LHC energies, then CR collisions with c.m. energies ranging up to
250 TeV would obviously involve new physics as well. The question is this: Can new physics be detected
by CR experiments? At ultrahigh energies, the cosmic-ray luminosity∼ 7×10−10 (E/PeV)−2 cm−2 s−1
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(taking a single nucleon in the atmosphere as a target and integrating over 2π sr) is about 50 orders of
magnitude smaller than the LHC luminosity. This renders the hunt for physics beyond the electroweak
scale futile in hadronic cosmic-ray interactions occurring in the atmosphere. However, there is still a
possibility of uncovering new physics at sub-fermi (< 1 fm) distances in cosmic neutrino interactions.

Neutrinos are unique probes of new physics, as their interactions are uncluttered by the strong
and electromagnetic forces and, upon arrival at the Earth, they may experience collisions with c.m.
energies up to

√
s . 250 TeV. However, rates for new-physics processes are difficult to test since the

flux of cosmic neutrinos is virtually unknown. Interestingly, it is possible in principle to disentangle the
unknown flux and new-physics processes by using multiple observables [286, 287].

For example, possible deviations of the neutrino–nucleon cross-section due to new non-perturbative
interactions9 can be uncovered at Auger by combining information from Earth-skimming and quasi-
horizontal showers. In particular, if an anomalously large rate is found for deeply developing quasi-
horizontal showers, it may be ascribed either to an enhancement of the incoming neutrino flux, or to an
enhancement in the neutrino–nucleon cross-section (assuming that non-neutrino final states dominate).
However, these possibilities can be distinguished by comparing the rates of Earth-skimming and quasi-
horizontal events. For instance, an enhanced flux will increase both quasi-horizontal and Earth-skimming
event rates, whereas an enhanced interaction cross-section will also increase the former but suppress the
latter, because the hadronic decay products cannot escape the Earth’s crust. Essentially, this approach
constitutes a straightforward counting experiment, as the detailed shower properties are not employed to
search for the hypothesized new physics.

The question we would like to answer, then, is how many Earth-skimming and quasi-horizontal
events would we need to observe at Auger to make a convincing case for the existence of non-perturbative
physics in which the final state is dominated by hadrons. The analysis techniques described herein consti-
tute an entirely general approach to searching for non-perturbative interactions without any dependence
on what hypothetical mechanism might actually cause the “hadrophilia”. In Appendix D we illustrate
one possible new-physics process that may be accessible using these techniques at Auger, and which is
beyond the reach of the LHC.

4.2 ν acceptance and systematic uncertainties
Detailed Monte Carlo simulations are used to compute the acceptance for Earth-skimming (ES) and
quasi-horizontal (QH) events. Neutrinos are propagated through the atmosphere, the Earth’s crust and
the Andes mountains using an extended version [288] of the code ANIS [289]. In the simulations, the
νN cross-sections from reference [290] are employed. Particles resulting from νN interactions are fed to
PYTHIA [291] and τ decays are simulated using TAUOLA [292].

The flux, energy and decay vertices of outgoing leptons are calculated inside an “active detector”
volume of 3000 × 10 km3, including the real shape of the surface array. A relief map of the Andes
mountains was constructed using digital elevation data from the Consortium for Spatial Information
(CGIAR-CSI) [293]. The map of the area around the Auger site is depicted in Fig. 33.

To study the response of the detector, the outputs of PYTHIA and/or TAUOLA are used as input
for the AIRES [295] air shower simulation package. The response of the surface detector array is simu-
lated in detail using the Auger Offline simulation package [296]. Atmospheric background muons are
also simulated in order to study the impact on neutrino identification, as such accidental muons can be
wrongly classified as shower particles. The background from hadronic showers above 108 GeV is esti-
mated to be O(1) in 20 years, so, for the energy bin considered in this analysis, 9.5 < log10(Eν/GeV),
the background is negligible.

9Throughout this presentation we use this term to describe neutrino interactions in which the final state energy is dominated
by the hadronic component. We are not considering here new “perturbative” physics, e.g. (softly broken) supersymmetry at the
TeV scale, which would have quite different signatures in cosmic-ray showers.
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Fig. 33: Topography in the vicinity of the Auger site. The surface array is centred atX = Y = 0. From Ref. [294].

To establish benchmark neutrino rates, we use the Waxman–Bahcall bound [144] for the flux,
Φνα

WB = 2.3×10−8E−2
ν GeV−1 s−1 cm−2 sr−1, and employ the acceptance computed by the simulations

described above. In order to estimate the systematic uncertainty associated with our lack of knowledge
of the dependence of the flux on energy, we consider several scenarios that plausibly bracket the range
of possibilities:

(1) Φνα
WB(Eν) = (C/E0)E−1

ν ;
(2) Φνα

WB(Eν) = CE−2
ν ;

(3) Φνα
WB(Eν) = CE0E

−3
ν ; and

(4) Φνα
WB(Eν) = CE−2

ν exp[− log10(Eν/E0)2/(2σ2)].

Here C = 2.3× 10−8 GeV−1 s−1 cm−2 sr−1, E0 = 1010 GeV and σ = 0.5 GeV. The expected rates for
the entire range over which Auger is sensitive are given in Table 6 and the rates for the high-energy bin
are given in Table 7.

Table 6: Expected events per year (Ni) at Auger in the energy range 8 < log10(Eν/GeV), for various incident
zenith angle (θ) ranges, assuming the Waxman-Bahcall flux.

flux up-going down-going ratio
θ Nντ θ Nνe Nντ Nνµ Nνall

Nτ/Nνall

(2) 90-95 0.68 60-90 0.134 0.109 0.019 0.262 2.58
(2) 90-95 0.68 75-90 0.075 0.071 0.011 0.157 4.27

Table 8 contains a summary of systematic uncertainties on the ratio of the number of ES to QH
events. The uncertainty in spectrum shape is taken from Table 7. The uncertainty on the parton structure
of the nucleon is estimated by considering different PDFs (GRV92NLO [297] and CTEQ66c [298]).
Finally, the uncertainty on the energy loss, βτ , of τ leptons as they propagate through the Earth’s crust is
derived from [299–302].
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Table 7: Expected events per year (Ni) at Auger in the energy range 9.5 < log10(Eν/GeV) < 10.5, for various
incident zenith angle (θ) ranges and the 4 flux models considered.

flux up-going down-going ratio
θ Nντ θ Nνe Nντ Nνµ Nνall

Nτ/Nνall

(1) 90-95 0.14 60-90 0.059 0.049 0.011 0.12 1.14
(2) 90-95 0.15 60-90 0.059 0.049 0.096 0.11 1.33
(3) 90-95 0.23 60-90 0.079 0.062 0.0123 0.15 1.53
(4) 90-95 0.12 60-90 0.046 0.037 0.0080 0.091 1.33
(1) 90-95 0.14 75-90 0.027 0.031 0.0056 0.064 2.14
(2) 90-95 0.15 75-90 0.026 0.029 0.0048 0.060 2.47
(3) 90-95 0.23 75-90 0.036 0.041 0.0062 0.083 2.75
(4) 90-95 0.12 75-90 0.021 0.024 0.0040 0.049 2.45

Table 8: Contributions to the systematic uncertainty on the Earth-skimming to quasi-horizontal event ratio. We
have considered the energy range 9.5 < log10(Eν/GeV) < 10.5 and the zenith angle range 75◦ < θ < 90◦.

ratio flux PDF βτ sum
+11% 0% +24% +26%

2.47 2.47
−13% −21% −25% −35%

4.3 Auger discovery reach
Consider first a flux of Earth-skimming τ neutrinos with energy in the range 109.5 GeV < Eν <
1010.5 GeV. The neutrinos can convert to τ leptons in the Earth via the charged current (CC) inter-
action ντ±N→ τ±X. In the (perturbative) SM, the interaction path length for the neutrino is

LνCC = [NAρsσ
ν
CC]−1, (196)

where σνCC is the charged current cross-section for a neutrino energy Eν = E0. The density of the
material through which the neutrinos pass, ρs, is about 2.65 g cm−3 for the Earth’s crust. Here we
have neglected neutral current interactions, which at these energies only reduce the neutrino energy
by approximately 20%, which is within the systematic uncertainty. For E0 ∼ 1010 GeV, LνCC ∼
O(100) km. Let us assume that some hypothetical non-perturbative physics process enhances the νN
cross-section. Then the interaction path length becomes

Lνtot = [NAρs(σ
ν
CC + σνNP)]−1, (197)

where σνNP is the non-perturbative contribution to the cross-section for Eν = E0.

Once a τ is produced by a CC interaction, it can be absorbed in the Earth or escape and possibly
decay, generating a detectable air shower. At these high energies, the τ propagation length in the Earth
is dominated by energy loss rather than the finite τ lifetime. The energy loss can be expressed as

dEτ
dz

= −(ατ + βτEτ )ρs, (198)

where ατ characterizes energy loss due to ionization and βτ characterizes losses through bremsstrahlung,
pair production and hadronic interactions. At these energies, energy losses due to ionization turn out to
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Fig. 34: The chord length of the intersection of a neutrino with the Earth is ` = 2R⊕ cos θ. The neutrino produces
a lepton l after travelling some distance z inside the Earth’s crust. If z + Lτ > `, the lepton will escape the Earth
and can generate an air shower. From Ref. [179].

be negligible, while βτ ' 0.8 × 10−6 cm2 g−1 [303]. From Eq. (198), we observe that the maximum
path length for a detectable τ can be written as

Lτ =
1

βτρs
ln

(
Emax

Emin

)
, (199)

where Emax ≈ E0 is the energy at which the τ is created, and Emin is the minimal energy at which a τ
can produce a shower big enough to be detected. For Emax/Emin = 10, Lτ = 11 km.

The probability for a neutrino with incident nadir angle θ to emerge as a detectable τ is

P (θ) =

∫ `

0

dz

LνCC

e−z/L
ν
tot Θ[z − (`− Lτ )], (200)

where ` = 2R⊕ cos θ is the chord length of the intersection of the neutrino’s trajectory with the Earth,
with R⊕ ≈ 6371 km the Earth’s radius. Note that we have neglected the possibility that non-perturbative
processes could lead to a detectable signal, since the hadrons that dominate the final state will be absorbed
in the Earth. The step function in Eq. (200) reflects the fact that a τ will only escape the Earth if
z + Lτ > `, as illustrated in Fig. 34.

Assuming an isotropic tau neutrino flux, the number of taus that emerge from the Earth with
sufficient energy to be detected is proportional to an “effective solid angle”

Ωeff ≡
∫
P (θ) cos θ d cos θ dφ. (201)

Evaluation of the integrals [286] yields the unfortunate expression

Ωeff = 2π
Lνtot

LνCC

[
eL

τ/Lνtot − 1
] [( Lνtot

2R⊕

)2

−
(
Lνtot

2R⊕
+

(
Lνtot

2R⊕

)2
)

e−2R⊕/Lνtot

]
. (202)

At the relevant energies, however, the neutrino interaction length satisfies Lνtot � R⊕. In addition, if the
hypothesized non-perturbative cross-section enhancement is less than typical hadronic cross-sections,
we have Lνtot � Lτ . With these approximations, Eq. (202) simplifies to [287]

Ωeff ≈ 2π
(Lνtot)

2Lτ

4R2
⊕L

ν
CC

. (203)

Eq. (203) describes the functional dependence of the Earth-skimming event rate on the non-
perturbative cross-section. This rate is, of course, also proportional to the neutrino flux Φνall at E0.
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Fig. 35: Event rates for (left) Earth-skimming and (right) quasi-horizontal events in the Φνall/Φνall0 –σNP/σCC

plane. Note that the contours are roughly orthogonal, and so the two types of event provide complementary
information about flux and cross-section.

Thus, the number of Earth-skimming neutrinos is given by

NES ≈ CES
Φνall

Φνall
0

σν 2
CC

(σνCC + σνNP)2
, (204)

where CES is the number of Earth-skimming events expected for some benchmark flux Φνall
0 in the

absence of new physics.

In contrast to Eq. (204), the rate for quasi-horizontal showers has the form

NQH = CQH
Φνall

Φνall
0

σνCC + σνNP

σνCC

, (205)

where CQH is the number of quasi-horizontal events expected for flux Φνall
0 .

Now, without loss of generality, we normalize the neutrino flux to the Waxmann–Bahcall bound,
i.e. Φνall

0 ≡ Φνall
WB. We use the expected rates for the benchmark flux to determine the values of CES and

CQH in Eqs. (204) and (205) (CES = 0.15 and CQH = 0.06, as shown in Table 7). Given a flux Φνall and
new non-perturbative physics cross-section σνNP, both NES and NQH are determined. On the other hand,
given just a quasi-horizontal event rate NQH, it is impossible to differentiate between an enhancement
of the cross-section due to non-perturbative physics and an increase of the flux. However, in the region
where significant event rates are expected, the contours of NQH and NES, given by Eqs. (204) and (205),
are more or less orthogonal and provide complementary information. This is illustrated in Fig. 35. With
measurements of Nobs

QH and Nobs
ES , both σνNP and Φνall may be determined independently, and neutrino

interactions beyond the (perturbative) SM may be unambiguously identified.

We now turn to determining the projected sensitivity of Auger to neutrino fluxes and cross-
sections. The quantities NES and NQH as defined in Eqs. (204) and (205) can be regarded as the theo-
retical values of these events, corresponding to different points in the Φνall/Φνall

0 –σNP/σCC parameter
space. For a given set of observed rates Nobs

ES and Nobs
QH , two curves are obtained in the two-dimensional

parameter space by setting Nobs
ES = NES and Nobs

QH = NQH. These curves intersect at a point, yielding
the most probable values of flux and cross-section for the given observations. Fluctuations about this
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Fig. 36: Projected determination of neutrino fluxes and cross-sections at

√
s ≈ 250 TeV from future Auger data.

The different shaded regions indicate the 90%, 95%, 99% and 3σ confidence level contours in the Φνall/Φνall0 –
σNP/σCC plane for: (left) Nobs

ES = 1, Nobs
QH = 10; (middle) Nobs

ES = 1, Nobs
QH = 7; and (right) Nobs

ES = 1,
Nobs

QH = 5. The dashed line indicates the result of including the systematic uncertainty on the next-to-leading-order
QCD CC neutrino–nucleon cross-section. From Ref. [294].

point define contours of constant χ2 in an approximation to a multi-Poisson likelihood analysis [304].
The contours are defined by

χ2 =
∑

i

2[Ni −Nobs
i ] + 2Nobs

i ln[Nobs
i /Ni], (206)

where i = ES or QH [305]. In Fig. 36, we show results for three representative cases. Assuming (Nobs
ES =

1, Nobs
QH = 10), (Nobs

ES = 1, Nobs
QH = 7) and (Nobs

ES = 1, Nobs
QH = 5), we show the 90%, 95%, 99%

and 3σ CL contours for two degrees of freedom (χ2 = 4.61, 5.99, 9.21 and 11.83, respectively). For
Nobs

ES = 1 and Nobs
QH = 10, the possibility of an SM interpretation along the σνNP = 0 axis (taking into

account systematic uncertainties) would be excluded at greater than 99% CL for any assumed flux.

In summary, we have found that observation of one Earth-skimming and 10 quasi-horizontal events
would exclude the (perturbative) SM at the 99% CL. Thus the expected low neutrino “luminosity” is not
at all a show-stopper, and the observatory has the potential to uncover new physics at scales exceeding
those accessible to the LHC. If new non-perturbative physics exists, a decade or so would be required to
uncover it at Auger in the best-case scenario (cosmic neutrino flux at the Waxman–Bahcall level and νN
cross-section about an order of magnitude above the SM prediction). Of course, future CR experiments
should benefit from a much larger aperture, making such discovery conceivable in a shorter time-scale.
An optimist may even imagine the possibility of probing QCD dynamics [306].
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Appendices
A Cosmogenic β-DK andA∗ processes
If UHECRs are heavy nuclei, the relic photons can excite the GDR at nucleus energies E ∼> 1011 GeV
(corresponding to ωGDR

r ∼ 10 MeV–30 MeV in the nuclear rest frame), and thus there should be
accompanying photodissociated free neutrons, themselves a source of beta-decay antineutrinos. The
decay mean free path of a neutron is cΓnτn = (En/1011 GeV) Mpc, the lifetime being boosted from its
rest-frame value τn = 886 s to its laboratory value via Γn = En/mn. Compared to cosmic distances

∼> 100 Mpc, the decay of even the boosted neutron may be taken as nearly instantaneous, and thus all
free neutrons are themselves a source of beta-decay cosmogenic antineutrinos. The neutron emissivity
Qn(En), defined as the mean number of neutrons emitted per comoving volume per unit time per unit
energy, as measured at the source can be estimated as follows. Neutrons with energies above 109.3 GeV
have parent iron nuclei with Γ > Γ0 ≈ 2 × 109 that are almost completely disintegrated in distances of
less than 100 Mpc (see section 2.3.2). Thus, it is reasonable to define a characteristic time τΓ given by
the moment at which the number of nucleons is reduced to 1/e of its initial value A, and presume that the
nucleus, emitted at distance d from the Earth, is a travelling source that at D ≈ (d − cτΓ) disintegrates
into A nucleons all at once [120]. Then, the number of neutrons with energy En = EA/A can be
approximated by the product of half the number of nucleons generated per nucleus and the number of
nuclei emitted, i.e. Qn(En) = NQA, where N = A − Z is the mean neutron number of the source
nucleus. Now, to obtain an estimate of the diffuse antineutrino flux, one needs to integrate over the
population of nucleus-emitting sources out to the horizon [307, 308],

Φνe =
1

4πH0

∫
dEnQn(En)

[
1− exp

(
−Dmn

Enτn

)]∫ Q

0
dεν

dP

dεν
(εν)

×
∫ 1

−1

d cos θν
2

δ[Eν − Enεν(1 + cos θν)/mn], (A.1)

where the r2 in the volume integral is compensated by the usual 1/r2 fall-off of flux per source. Here,
H0 is the Hubble constant, Eν and En are the antineutrino and neutron energies in the laboratory, θν
is the antineutrino angle with respect to the direction of the neutron momentum in the neutron rest
frame, and εν is the antineutrino energy in the neutron rest frame. The last three variables are not
observed by a laboratory neutrino detector, and so are integrated over. The observable Eν is held fixed.
The delta function relates the neutrino energy in the laboratory to the three integration variables. The
parameters appearing in Eq. (A.1) are the neutron mass and rest-frame lifetime (mn and τn). Finally,
dP/dεν is the normalized probability that the decaying neutron produces a ν with energy εν in the
neutron rest frame. Note that the maximum ν energy in the neutron rest frame is very nearly Q ≡
mn −mp −me = 0.71 MeV. Integration of Eq. (A.1) can be easily accomplished, especially when two
good approximations are applied [309]. The first approximation is to think of the beta decay as a 1→ 2
process of δmN → e− + ν, in which the neutrino is produced monoenergetically in the rest frame, with
εν = ε0 ' δmN(1 −m2

e/δ
2mN)/2 ' 0.55 MeV, where δmN ' 1.30 MeV is the neutron–proton mass

difference. In the laboratory, the ratio of the maximum ν energy to the neutron energy is 2ε0/mn ∼ 10−3,
and so the boosted ν has a spectrum with Eν ∈ (0, 10−3En). The second approximation is to replace
the neutron decay probability 1 − e−Dmn/Enτn with a step function Θ(Emax

n − En) at some energy
Emax

n ∼ O(Dmn/τn) = (D/10 Mpc)× 1012 GeV. Combining these two approximations we obtain

Φνe =
mn

8πε0H0

∫ Emax
A

Emin
A

dEA
EA/A

QA(EA), (A.2)
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where Emin
A ≡ max{EA,Γ0 , AmnEν/(2ε0)} and Emax

A is the energy cut-off at the nucleus-emitting
source, Emax

A � A(D/10 Mpc)× 1012 GeV. For QA ∝ E−αA , integration of Eq. (A.2) leads to

Φνe(Eν) ≈ 106

(
EA,Γ0

Emax
A

)α [(Emax
ν

Eν

)α
− 1

]
QA
∣∣∣∣∣
Γ0

, (A.3)

where Eν ∼> 106.3(56/A) GeV and

Emax
ν =

2ε0
mn

Emax
A

A
∼ 107.3

(
56

A

)(
Emax
A

1012 GeV

)
GeV. (A.4)

The sub-PeV antineutrino spectrum is flat, as all the free neutrons have sufficient energy En ∼> EΓ0/A
to contribute equally to all the ν energy bins below 106 GeV. Taking α = 2 as a reasonable example,
and inputting the observational value for iron nuclei, E2

A,Γ0
JCR

∣∣
Γ0
≈ 105 eV m−2 s−1 sr−1, Eq. (A.3)

becomes

E2
νΦνe ≈ 4× 101

(
56

A

)
eV m−2 s−1 sr−1. (A.5)

Note that the beta-decay process gives initial antineutrino flavour ratios 1 : 0 : 0 and Earthly ratios
nearly 3 : 1 : 1. Compared to full-blown Monte Carlo simulations [310, 311], this back-of-the-envelope
calculation underestimates the flux by about 30%. This is because the preceding calculation does not
account for possible neutrons produced in pγCMB collisions. Of course, the situation described above
represents the most extreme case, in which all cosmic rays at the end of the spectrum are heavy nuclei.
A more realistic guess would be that the composition at the end of the spectrum is mixed.

Photodisintegration of high-energy nuclei is followed by immediate photoemission from the ex-
cited daughter nuclei. For brevity, we label the photonuclear process A + γ → A′∗ + X followed by
A′∗ → A′+γ as “A∗” [312]. The GDR decays dominantly by the statistical emission of a single nucleon,
leaving an excited daughter nucleus (A−1)∗. The excited daughter nuclei typically de-excite by emitting
one or more photons of energies εdxn

γ ∼ 1–5 MeV in the nuclear rest frame. The laboratory-frame energy
of the gamma ray is then εlab

γ = ΓAε
dxn
γ , where ΓA = EA/mA is the boost factor of the nucleus in the

laboratory.

Of interest here is the gamma-ray flux produced when the photodissociated nuclear fragments
produced on the CMB and CIB de-excite. These gamma rays create chains of electromagnetic cascades
on the CMB and CIB, resulting in a transfer of the initial energy into the so-called Fermi-LAT region,
which is bounded by observation not to exceed ωcas ∼ 5.8× 10−7 eV cm−3 [170]. Fortunately, we can
finesse the details of the calculation by arguing in analogy to work already done. The photodisintegration
chain produces one beta-decay neutrino with energy of order 0.5 MeV in the nuclear rest frame, for each
neutron produced. Multiplying this result by 2 to include photodisintegration to protons in addition to
neutrons correctly weights the number of steps in the chain. Each step produces on average one photon
with energy ∼ 3 MeV in the nuclear rest frame. In comparison, about 12 times more energy is deposited
into photons. Including the factor of 12 relating ωγ to ων̄e , we find from (A.5) that the cosmogenic
photodisintegration/de-excitation energy, ωcas ∼ 1.4×10−11(56/A) eV cm−3, is more than three orders
of magnitude below the Fermi-LAT bound.10 This result appears to be nearly invariant with respect to
varying the maximum energy of the Fe injection spectrum (with a larger Emax, the additional energy
goes into cosmogenic pion production). Thus, there is no constraint on a heavy-nuclei cosmic-ray flux
from the A∗ mechanism.

Neutron emission from a cosmological distribution of CR sources would also lead to a flux of νe.
In analogy to our previous estimate, we sum over the neutron-emitting sources out to the edge of the

10These rough calculations are consistent with the more rigorous analysis presented in [313].
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Universe; Eq. (A.2) becomes [314]

Φνe =
mn

8πε0H0

∫ Emax
n

mnEν/(2ε0)

dEn

En
Qn(En), (A.6)

where Qn(En) is the neutron volume emissivity. An upper limit can be placed on Qn by assuming an
extreme situation in which all the CRs escaping the source are neutrons, i.e.

ε̇
[1010,1012]
CR =

∫
dEnEnQn(En).

With the production rate of ultrahigh-energy protons (91), and an assumed injection spectrum Qn ∝
E−2

n , Eq. (A.6) gives
E2
νΦνe ≈ 3× 10−11 GeV cm−2 s−1 sr−1, (A.7)

which is about three orders of magnitude below the Waxman–Bahcall bound.

B Energy density of the EM cascade
EM interactions of photons and leptons with the extragalactic radiation backgrounds and magnetic field
can happen on time-scales much shorter than their production rates. The relevant processes with back-
ground photons contributing to the differential interaction rates γee, γγe and γeγ are inverse Compton
scattering (ICS) e±+ γbgr → e±+ γ, pair production (PP) γ + γbgr → e+ + e−, double pair production
(DPP) γ+γbgr → e++e−+e++e−, and triple pair production (TPP) e±+γbgr → e±+e++e− [106,315].

High-energy electrons and positrons may also lose energy via synchrotron radiation in the inter-
galactic magnetic field B with a random orientation sin θ with respect to the velocity vector. We will
assume in the following that the field strength B = 10−12 G.11 This leads to an efficient transfer of
energy into the EM cascade. The synchrotron power spectrum (W eV−1) has the form

P(Ee, Eγ) =

√
3α

2π

eB sin θ

me
F (Eγ/Ec), F (t) ≡ t

∫ ∞

t
dz K5/3(z), (B.1)

where K5/3 is the modified Bessel function and Ec = (3eB sin θ/2me)(Ee/me)
2. This can be treated

as a continuous energy loss of the electrons and positrons with a parameter12

bsyn(Ee) =
1

2

∫
d cos θ

∫
dEγ P(Ee, Eγ) =

4α

9

(
eB

me

)2(Ee

me

)2

. (B.2)

We will assume in the calculation that the intergalactic magnetic field is primordial with a (flux-conserving)
redshift dependence B(z) = (1 + z)2B(0). Note that the synchrotron energy loss then has a redshift
dependence similar to BH pair production in the CMB, i.e. bsyn(z, E) = (1 + z)2bsyn(0, (1 + z)E). It is
also convenient to define γsyn

eγ (Ee, Eγ) ≡ P(Ee, Eγ)/Eγ , which has an analogous redshift dependence,
i.e. γsyn

eγ (z, Ee, Eγ) = (1 + z)4γsyn
eγ (0, (1 + z)Ee, (1 + z)Eγ).

The fast evolution of the cascade is governed by the set of differential equations

∂t̂Ye(E) =− Γe(E)Ye(E) + ∂E(b(E)Ye(E)) +

∫
dE′[γγe(E

′, E)Yγ(E′) + γee(E
′, E)Ye(E

′)],

∂t̂Yγ(E) =− Γγ(E)Yγ(E) +

∫
dE′
P(E′, E)

E
Ye(E

′) +

∫
dE′ γeγ(E′, E)Ye(E

′), (B.3)

11For B & 10−12 G, TPP by electrons can be neglected [316]. For E < 1012 GeV, DPP of photons can also be safely
neglected in the calculation [317].

12Note the identity
∫

dE [E ∂E(bne) +
∫

dE′ P(E′, E)ne] = 0, implying overall energy conservation.
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which determines the evolution on short time-scales ∆t̂Γpγ � 1 (the redshift z is kept fixed meanwhile).
The initial condition Yγ/e(E)

∣∣
t̂=0

is given by the sum of previously developed cascades and the newly
generated contributions from proton interactions.

The solution of the system (B.3) for an infinitesimally small step ∆t̂ can be written for a discrete
energy spectrum, Ni ' ∆EiYi, as

(
Nγ

Ne

)

i

(t̂+ ∆t̂) '
∑

j

(
Tγγ(∆t̂) Teγ(∆t̂)

Tγe(∆t̂) Tee(∆t̂)

)

ji

(
Nγ

Ne

)

j

(t̂). (B.4)

With the transition matrix T (∆t̂), defined by Eq. (B.4), we can efficiently follow the development of the
EM cascade over a distance ∆t = 2N∆t̂ via matrix doubling [167]:

T (2N∆t̂) ' [T (∆t̂)]2N . (B.5)

The total energy of the cascade can be obtained by integrating Eq. (120):

d

dt

[∫
dE EZcas(z, E)

]
= −

∫
dE E∂E [bcas(z,E )Zp(z, E)]. (B.6)

Integrating the r.h.s. by parts yields

r.h.s. = −
∫

dE ∂E

[
E

1

1 + z
bcas(z,E )Zp(z, E)

]
+

∫
dE

1

1 + z
bcas(z,E )Zp(z, E). (B.7)

The first term vanishes since bcas = 0 for sufficiently low energies and Zp = 0 beyond the maximal
energy. The time integration of the l.h.s. between the present epoch (t = 0) and the first sources (tmax)
gives ∫ tmax

0
dt [l.h.s.] =

∫
dE Encas(E) = ωcas, (B.8)

and hence we obtain Eq. (121).

Synchrotron radiation in strong magnetic fields, 1 nG . B . 50 nG, can also by-pass the EM cas-
cade and transfer energy to sub-GeV photons that are unconstrained by the Fermi-LAT spectrum [318].
This would be relevant for electrons around Ee ∼ 109 GeV, where synchrotron loss starts to dominate
over ICS loss in the CMB (see Fig. B.1). From Eqs. (20) and (27) we can verify that 〈Esyn

γ 〉 . 1 GeV. Of
course, reaching a 50 nG field requires some astrophysical generator to augment the primordial field.13

For simplicity, we have taken the redshift evolution of the generator to be the same as the evolution of
the primordial field. If were to assume an evolution that follows SFR, this will not significantly alter our
conclusions.

C TOTEM: total elastic and diffractive cross-section measurement
The TOTEM experiment is dedicated to the measurement of the total pp cross-section with the luminosity-
independent method based on the optical theorem,

σtot =
8π√
s

Im f(0), (C.1)

where f(ϑ) satisfies
dσel

dt
=

4π

s

dσel

dΩ
=

4π

s
|f(ϑ)|2, (C.2)

13For λB ∼ 1 Mpc, the current upper limit on primordial seed fields is about 1 nG [319, 320].
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Fig. B.1: Cosmogenic photon (blue) and neutrino (red) fluxes from a “vanilla” proton test spectrum (black) of
UHECRs, assuming two exponential cut-offs (Emin = 108 GeV and Emax = 1011.5 GeV), power index γ = 2

and evolution with n = 3 and 0 < z < 2. The fluxes are computed for three extragalactic magnetic field strengths:
1 pG, 1 nG and 50 nG. Proton diffusion in extragalactic magnetic fields B � nG has not yet been included in the
calculation. We have neglected radiative losses of muons and pions before decaying into neutrinos; the energy loss
in muons is down by a factor 106 compared to electrons. Figure courtesy of Markus Ahlers.

with ϑ the angle of the scattered proton with respect to the beam direction. Squaring Eq. (C.1) we obtain

σ2
tot =

16π Im2 f(0)

Re2 f(0) + Im2 f(0)

dσel

dt

∣∣∣∣
t=0

=
16π

1 + ρ2

[dNel/dt]t=0

L , (C.3)

where L is the integrated luminosity. Now, following [321, 322], we can obtain the total cross-section
independently from L, by using σtot = (σel + σinel) = (Nel +Ninel)/L,

σtot =
16π

1 + ρ2

[dNel/dt]t=0

(Nel +Ninel)
. (C.4)

Here, Nel and Ninel are the numbers of elastic and inelastic events, and ρ = 0.10 ± 0.01 is the ratio
between the real and imaginary parts of the forward scattering amplitude [323].14 The difficult aspect
of this measurement is obtaining a good extrapolation of the cross-section for low momentum transfer.
Recall that −t = s(1− cosϑ)/2 ' sϑ2/4, and so t→ 0 implies a measurement in the extreme forward
direction. The TOTEM experiment aims to measure down to values of |t| ≈ ×10−3 GeV2, which
corresponds to ϑ ≈ 4.5 µrad [324].

D Raiders of the lost holy grail
In 1976 ’t Hooft observed that the Standard Model does not strictly conserve baryon and lepton num-
bers [325,326]. Rather, non-trivial fluctuations in SU(2) gauge fields generate an energy barrier interpo-
lating between topologically distinct vacua. An index theorem describing the fermion level crossings in
the presence of these fluctuations reveals that neither baryon nor lepton number is conserved during the
transition, but only the combination B − L. Inclusion of the Higgs field in the calculation modifies the
original instanton configuration [327]. An important aspect of this modification (called the “sphaleron”)

14Note that the quoted value of ρ is an extrapolation to
√
s = 14 TeV, and may be measured by the LHC experiments.

Otherwise, it will contribute to the uncertainty in σtot.
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is that it provides an explicit energy scale of about 10 TeV for the height of the barrier. This barrier can
be overcome through thermal transitions at high temperatures [328–330], providing an important input to
any calculation of cosmological baryogenesis. More speculatively, it has been suggested [331–333] that
the topological transition could take place in two-particle collisions at very high energy. The anomalous
electroweak contribution to the partonic process can be written as

σ̂i(ŝ) = 5.3× 103 mb× e−(4π/αW )FW (ε), (D.1)

where αW ' 1/30. The tunnelling suppression exponent FW (ε) is sometimes called the “holy-grail
function”, and ε ≡

√
ŝ/(4πmW /αW ) '

√
ŝ/30 TeV. Thus, it is even possible that at or above the

sphaleron energy the cross-section could be of O(mb) [334]. Of particular interest here would be an en-
hancement of the neutrino cross-section over the perturbative SM estimates, say by an order of magnitude
in the energy range 9.5 < log10(Eν/GeV) < 10.5.

The argument for strong damping of the anomalous cross-section for
√
ŝ & 30 TeV was convinc-

ingly demonstrated in [335, 336], in the case that the classical field providing the saddle-point interpo-
lation between initial and final scattering states is dominated by spherically symmetric configurations.
This O(3) symmetry allows the non-vacuum boundary conditions to be fully included in extremizing the
effective action. In [337] it was shown that a sufficient condition for the O(3) dominance is that the inter-
polating field takes the form of a chain of “lumps”, which are well separated, so that the each lump lies
well into the exponentially damped region of its nearest neighbours. However, we are not aware of any
reason that such lumped interpolating fields should dominate the effective action. It is thus of interest
to explore the other extreme, in which non-spherically symmetric contributions dominate the effective
action (and let experiment be the arbiter).

It was shown [334] that for the simple sphaleron configuration s-wave unitarity is violated for√
ŝ > 4πMW /αW ∼ 36 TeV. If for

√
ŝ > 36 TeV we saturate unitarity in each partial wave, then this

yields a geometric parton cross-section πR2, whereR is some average size of the classical configuration.
As a fiducial value we take the core size of the Manton–Klinkhamer sphaleron,R ' 4/MW ' 10−15 cm.
In this simplistic model, the νN cross-section is

σνN
black disc(Eν) = πR2

∫ 1

xmin

∑

partons

f(x) dx, (D.2)

where xmin = ŝmin/s = (36)2/2MEν ' 0.065. In the region 0.065 < x < 3(0.065) the PDF for the
up and down quarks is well approximated by f ' 0.5/x, so the expression for the cross-section becomes

σνN
black disc(Eν) ' πR2(0.5)(ln 3)(2/2)

' 1.5× 10−30 cm2, (D.3)

where the last factor of 2/2 takes into account the (mostly) two contributing quarks (u, d) in this range
of x, and the condition that only the left-handed ones contribute to the scattering. This is about 80 times
the SM cross-section. Of course, this calculation is very approximate and the cross-section can easily be
smaller by a factor of 10 (e.g. if R is one-third of the fiducial value used).
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Abstract
This report summarizes a series of three lectures aimed at giving an overview
of basic particle detection principles, the interaction of particles with matter,
the application of these principles in modern detector systems, as well tech-
niques to read out detector signals in high-rate experiments.

1 Introduction
“New directions in science are launched by new tools much more often than by new concepts” is a fa-
mous quote from Freeman Dyson’s book Imagined Worlds. This is certainly true for the field of particle
physics, where new tools such as the cloud chamber, bubble chamber, wire chamber, solid-state detectors,
accelerators, etc. have allowed physicists to enter into unchartered territory and to discover unexpected
phenomena, the understanding of which has provided a deeper insight into the nature of matter. Looking
at all Nobel Prize winners connected to the Standard Model of particle physics, one finds many more ex-
perimentalists and “instrumentalists” than theoretically orientated physicists, which is a strong indicator
of the essence of new tools for advancing our knowledge.

This report will first discuss a few detector systems in order to illustrate the detector needs and
specifications of modern particle physics experiments. Then the interaction of particles with matter,
which is of course at the heart of particle detection, will be reviewed. Techniques for tracking with gas
detectors and solid-state detectors as well as energy measurement with calorimeters are then elaborated.
Finally, the tricks on how to process the signals from these detectors in modern high-rate applications
will be discussed.

2 Examples of detector systems
The Large Hadron Collider (LHC) experiments ATLAS, CMS, ALICE and LHCb are currently some
of the most prominent detectors because of their size, complexity and rate capability. Huge magnet
systems, which are used to bend the charged particles in order to measure their momenta, dominate the
mechanical structures of these experiments. Proton collision rates of 1 GHz, producing particles and
jets of TeV-scale energy, present severe demands in terms of spectrometer and calorimeter size, rate
capability and radiation resistance. The fact that only about 100 of the 109 events per second can be
written to disk necessitates highly complex online event selection, i.e. “triggering’. The basic layout of
these collider experiments is quite similar. Close to the interaction point there are several layers of pixel
detectors that allow the collision vertices to be distinguished and measured with precision on the tens of
micrometres level. This also allows short-lived B and D mesons to be identified by their displaced decay
vertices. In order to follow the tracks along their curved path up to the calorimeter, a few metres distant
from the collision point, one typically uses silicon strip detectors or gas detectors at larger radii. CMS has
an “all-silicon tracker” up to the calorimeter, while the other experiments use also gas detectors like so-
called straw tubes or a time projection chamber. The trackers are then followed by the electromagnetic
and hadron calorimeter, which measures the energy of electrons, photons and hadrons by completely
absorbing them in very large amounts of material. The muons, the only particles able to pass through
the calorimeters, are then measured at even larger radii by dedicated muon systems. The sequence of
vertex detector, tracker for momentum spectrometry, calorimeter for energy measurement followed again
by tracking for muons is the classic basic geometry that underlies most collider and even fixed-target
experiments. It allows one to distinguish electrons, photons, hadrons and muons and to measure their
momenta and energies.
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The ALICE and LHCb experiments use a few additional detector systems that allow different
hadrons to be distinguished. By measuring the particle’s velocity in addition to the momentum, one can
identify the mass and therefore the type of hadron. This velocity can be determined by measuring time of
flight, the Cerenkov angle or the particle’s energy loss. ALICE uses, in addition, the transition radiation
effect to separate electrons from hadrons, and has therefore implemented almost all known tricks for
particle identification. Another particle detector using all these well-established techniques is the Alpha
Magnetic Spectrometer (AMS) that has recently been installed on the International Space Station. It is
aimed at measuring the primary cosmic-ray composition and energy distribution.

More “exotic” detector geometries are used for neutrino experiments, which demand huge detector
masses in order to make the neutrinos interact. The IceCube experiment at the South Pole uses one cubic
kilometre of ice as the neutrino detection medium to look for neutrino point sources in the Universe.
Neutrinos passing through the Earth from the Northern Hemisphere interact deep down under the ice
and the resulting charged particles are travelling upwards at speeds larger than the speed of light in
the ice. They therefore produce Cerenkov radiation, which is detected by a series of more than 5000
photon detectors that are immersed into the ice and look downwards. An example of an accelerator-
based neutrino experiment is the CERN Neutrino to Gran Sasso (CNGS) beam. A neutrino beam is sent
from CERN over a distance of 732 km to the Gran Sasso laboratory in Italy, where some large neutrino
detectors are set up. One of them, the OPERA detector, uses more than 150 000 lead bricks as neutrino
target. The bricks are built up from alternating sheets of lead and photographic emulsion, which allows
tracking with the micrometre precision necessary to identify the tau leptons that are being produced by
interaction of tau neutrinos. This “passive” detector is followed by trigger and tracking devices, which
detect secondary particles from the neutrino interactions in the lead bricks and identify the bricks where
an interesting event has taken place. To analyse the event, the bricks have then to be removed from the
assembly and the photographic emulsion must be developed.

These are only a few examples from a large variety of existing detector systems. It is, however,
important to bear in mind that there are only a few basic principles of particle interaction with matter that
underly all these different detectors. It is therefore worth going through them in detail.

3 Basics of particle detection
The Standard Model of particle physics counts 17 particles, namely six quarks, six leptons, photon,
gluon, W and Z bosons, and the hypothetical Higgs particle. Quarks, however, are not seen as free
particles; rather, they combine into baryons and mesons, of which there are hundreds. How can we
therefore distinguish all these different particle types in our detectors? The important fact is that, out
of the hundreds of known hadrons, only 27 have a lifetime that is long enough such that they can leave
a track > 1 µm in the detector. All the others decay “on the spot” and can only be identified and
reconstructed through kinematic relations of their decay products like the “invariant mass”. Out of these
27 particles, 13 have lifetimes that make them decay after a distance between a few hundred micrometres
and a few millimetres at GeV energies, so they can be identified by their decay vertices, which are only a
short distance from the primary collision vertex (secondary vertex tagging). The 14 remaining particles
are the only ones that can actually “fly” though the entire detector, and the following eight are by far
the most frequent ones: electron, muon, photon, charged pion, charged kaon, neutral kaon, proton and
neutron. The principle task of a particle detector is therefore to identify and measure the energies and
momenta of these eight particles.

Their differences in mass, charge and type of interaction are the key to their identification, which
will be discussed in detail later. The electron leaves a track in the tracking detector and produces a shower
in the electromagnetic (EM) calorimeter. The photon does not leave a track but also produces a shower
in the EM calorimeter. The charged pion, charged kaon and the proton show up in the tracker but pass
through the EM calorimeter and produce hadron showers in the hadron calorimeter. The neutral kaon and
the neutron do not show tracks and shower in the hadron calorimeter. The muon is the only particle than
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manages to pass through even the hadron calorimeter and is identified by tracking detectors behind the
calorimeters. How to distinguish between pion, kaon and proton is typically the task of specific particle
identification (PID) detectors.

4 Interaction of particles with matter
The processes leading to signals in particle detectors are now quite well understood and, as a result
of available computing power and simulation programs like GEANT or GARFIELD, one can simulate
detector responses to the level of a few percent based on fundamental microphysics processes (atomic and
nuclear cross-sections). By knowing the basic principles and performing some “back-of-the-envelope
calculations”, it is possible to estimate detector response to the 20–30% level.

It sounds obvious that any device that is to detect a particle must interact with it in some way. In
accelerator experiments, however, there is a way to detect neutrinos even if they do not interact in the
detector. Since the total momentum of the colliding particles is known, the sum of all momenta of the
produced particles must amount to the same number, owing to momentum conservation. If one uses a
hermetic detector, the measurement of missing momentum can therefore be used to detect the momentum
vector of the neutrino!

The electromagnetic interaction of charged particles with matter lies at the heart of all particle
detection. We can distinguish six types of these interactions: atomic excitation, atomic ionization,
bremsstrahlung, multiple scattering, Cerenkov radiation and transition radiation. We will discuss them
in more detail in the following.

4.1 Ionization and excitation
A charged particle passing through an atom will interact through the Coulomb force with the atomic
electrons and the nucleus. The energy transferred to the electrons is about 4000 times larger compared to
the energy transferred to the nucleus because of the much higher mass of the nucleus. We can therefore
assume that energy is transferred only to the electrons. In a distant encounter between a passing particle
and an electron, the energy transfer will be small – the electron will not be liberated from the atom but
will just go to an excited state. In a close encounter the energy transfer can be large enough to exceed
the binding energy – the atom is ionized and the electron is liberated. The photons resulting from de-
excitation of the atoms and the ionization electrons and ions are used in particle detectors to generate
signals that can be read out with appropriate readout electronics.

The faster the particle is passing through the material, the less time there is for the Coulomb force
to act, and the energy transfer for the non-relativistic regime therefore decreases with particle velocity
v as 1/v2. If the particle velocity reaches the speed of light, this decrease should stop and stay at a
minimum plateau. After a minimum for Lorentz factors γ = 1/

√
1− v2/c2 of≈ 3, however, the energy

loss increases again because the kinematically allowed maximum energy that can be transferred from the
incoming particle to the atomic electron is increasing. This rise goes with log γ and is therefore called
the relativistic rise. Bethe and Bloch devised a quantum-mechanical calculation of this energy loss in the
1930s. For ultra-relativistic particles, the very strong transverse field will polarize the material and the
energy loss will be slightly reduced.

The energy loss is, in addition, independent of the mass of the incoming particle. Dividing the
energy loss by the density of the material, it becomes an almost universal curve for all materials. The
energy loss of a particle with γ ≈ 3 is around 1–2× ρ[g/cm3] MeV/cm. Taking iron as an example, the
energy for a high-energy particle due to ionization and excitation is about 1 GeV/m. The energy loss is
also proportional to the square of the particle charge, so a helium nucleus will deposit four times more
energy compared to a proton of the same velocity.

Dividing this energy loss by the ionization energy of the material, we can get a good estimate of
the number of electrons and ions that are produced in the material along the track of the passing particle.
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Since the energy deposited is a function of the particle’s velocity only, we can use it to identify particles:
measuring the momentum by the bending in a magnetic field and the velocity from the energy loss, we
can determine the mass of the particle in certain momentum regions.

If a particle is stopped in a material, the fact that the energy loss of charged particles increases
for smaller velocities results in large energy deposits at the end of the particle track. This is the basis of
hadron therapy, where charged particles are used for tumour treatment. These particles deposit a large
amount of dose inside the body at the location of the tumour without exposing the overlying tissue to
high radiation loads.

This energy loss is, of course, a statistical process, so the actual energy loss will show fluctua-
tions around the average given by the Bethe–Bloch description. This energy-loss distribution was first
described by Landau and it shows a quite asymmetric tail towards large values of the energy loss. This
large fluctuation of the energy loss is one of the important limiting factors of tracking detector resolution.

4.2 Multiple scattering, bremsstrahlung and pair production
The Coulomb interaction of an incoming particle with the atomic nuclei of the detector material results
in deflection of the particle, which is called multiple scattering. A particle entering a piece of material
perpendicular to the surface will therefore have a probability of exiting at a different angle, which has
a Gaussian distribution with a standard deviation that depends on the particle’s properties and the mate-
rial. This standard deviation is inversely proportional to the particle velocity and the particle momentum,
so evidently the effect of multiple scattering and related loss of tracking resolution and therefore mo-
mentum resolution is worst for low-energy particles. The standard deviation of the angular deflection
is, in addition, proportional to the square root of the material thickness, so clearly one wants to use the
thinnest possible tracking devices. The material properties are summarized in the so-called radiation
length X0, and the standard deviation depends on the inverse root of that. Materials with small radiation
length are therefore not well suited to the volume of tracking devices. This radiation lengthX0 is propor-
tional to A/ρZ2 where A, ρ and Z are the nuclear number, density and atomic number of the material.
Tracking systems therefore favour materials with very low atomic number like beryllium for beampipes,
carbon fibre and aluminium for support structures, and thin silicon detectors or gas detectors as tracking
elements.

The deflection of the charged particle by the nuclei results in acceleration and therefore emission
of electromagnetic radiation. This effect is called “bremsstrahlung” and it plays a key role in calorimetric
measurements. The energy loss of a particle due to bremsstrahlung is proportional to the particle energy
and inversely proportional to the square of the particle mass. Since electrons and positrons are very
light, they are the only particles where energy loss due to bremsstrahlung can dominate over energy
loss due to ionization at typical present accelerator energies. The energy of a high-energy electron or
positron travelling a distance x in a material decreases as exp(−x/X0), where X0 is again the above-
mentioned radiation length. The muon, the next lightest particle, has about 200 times the electron mass,
so the energy loss from bremsstrahlung is 40 000 times smaller at a given particle energy. A muon must
therefore have an energy of more than 400 GeV in order to have an energy loss from bremsstrahlung that
dominates over the ionization loss. This fact can be used to distinguish them from other particles, and it
is at the basis of electromagnetic calorimetry through a related effect, the so-called pair production.

A high-energy photon has a certain probability of converting into an electron–positron pair in the
vicinity of a nucleus. This effect is closely related to bremsstrahlung. The average distance that a high-
energy photon travels in a material before converting into an electron–positron pair is also approximately
given by the radiation length X0. The alternating processes of bremsstrahlung and pair production result
in an electromagnetic cascade (shower) of more and more electrons and positrons with increasingly
degraded energy until they are stopped in the material by ionization energy loss. We will come back to
this in the discussion of calorimetry.
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4.3 Cerenkov radiation
Charged particles passing through material at velocities larger than the speed of light in the material
produce an electromagnetic shock wave that materializes as electromagnetic radiation in the visible and
ultraviolet range, the so-called Cerenkov radiation. With n being the refractive index of the material,
the speed of light in the material is c/n, so the fact that a particle does or does not produce Cerenkov
radiation can be used to apply a threshold to its velocity. This radiation is emitted at a characteristic
angle with respect to particle direction. This Cerenkov angle Θc is related to the particle velocity v by
cos Θc = c/nv, so by measuring this angle, one can determine the velocity of a charged particle.

4.4 Transition radiation
Transition radiation is emitted when a charged particle crosses the boundary between two materials of
different permittivity. The probability of emission is proportional to the Lorentz factor γ of the particle
and is only appreciable for ultra-relativistic particles, so it is mainly used to distinguish electrons from
other hadrons. As an example a particle with γ = 1000 has a probability of about 1% to emit a photon on
the transition between two materials, so one has to place many layers of material in the form of sheets,
foam or fibres in order to produce a measurable amount of radiation. The energy of the emitted photons
is in the keV region, so the fact that a charged particle is accompanied by X-rays is used to identify it as
an electron or positron.

5 Detector principles
In the previous section we have seen how charged particles leave a trail of excited atoms and electron–ion
pairs along their track. Now we can discuss how this is used to detect and measure them. We will first
discuss detectors based on atomic excitation, so-called scintillators, where the de-excitation produces
photons, which are reflected to appropriate photon detectors. Then we discuss gaseous and solid-state
detectors based on ionization, where the electrons and ions (holes) drift in electric fields, which induces
signals on metallic readout electrodes connected to readout electronics.

5.1 Detectors based on scintillation
The light resulting from complex de-excitation processes is typically in the ultraviolet to visible range.
The three important classes of scintillators are the noble gases, inorganic crystals and polycyclic hydro-
carbons (plastics). The noble gases show scintillation even in their liquid phase. An application of this
effect is the liquid argon time projection chamber where the instantaneous light resulting from the pas-
sage of the particle can be used to mark the start signal for the drift-time measurement. Inorganic crystals
show the largest light yield and are therefore used for precision energy measurement in calorimetry ap-
plications and also in nuclear medicine. Plastics constitute the most important class of scintillators owing
to their cheap industrial production, robustness and mechanical stability. The light yield of scintillators is
typically a few percent of the energy loss. In 1 cm of plastic scintillator, a high-energy particle typically
loses 1.5 MeV, of which 15 keV goes into visible light, resulting in about 15 000 photons. In addition
to the light yield, the decay time, i.e. the de-excitation time, is an important parameter of the scintillator.
Many inorganic crystals such as NaI or CsI show very good light yield, but have decay times of tens,
even hundreds, of nanoseconds, so they have to be carefully chosen considering the rate requirements of
the experiments. Plastic scintillators, on the other hand, are very fast and have decay times on only the
nanosecond scale, and they are therefore often used for precision timing and triggering purposes.

The photons produced inside a scintillator are internally reflected to the sides of the material,
where so-called “light guides” are attached to guide the photons to appropriate photon detection devices.
A very efficient way to extract the light is to use so-called wavelength shifting fibres, which are attached
to the side of the scintillator materials. The light entering the fibre from the scintillator is converted into
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a longer wavelength there and it can therefore not reflect back into the scintillator. The light stays in the
fibre and is internally reflected to the end, where again the photon detector is placed.

The classic device used to convert these photons into electrical signals is the so-called photo-
multiplier. A photon hits a photocathode, a material with very small work function, and an electron is
liberated. This electron is accelerated in a strong electric field to a dynode, which is made from a mate-
rial with high secondary electron yield. The one electron hitting the surface will therefore create several
electrons, which are again guided to the next dynode, and so on, so that out of the single initial electron
one ends up with a sizeable signal of, for example, 107–108 electrons.

In recent years, the use of solid-state photomultipliers, the so-called avalanche photodiodes (APDs),
has become very popular, owing to their much lower price and insensitivity to magnetic fields.

5.2 Gaseous detectors
A high-energy particle leaves about 80 electron–ion pairs in 1 cm of argon, which is not enough charge
to be detected above the readout electronics noise of typically a few hundred to a few thousand electrons,
depending on the detector capacitance and electronics design. A sizeable signal is only seen if a few
tens or hundreds of particles cross the gas volume at the same time, and in this operational mode such
a gas detector, consisting of two parallel metal electrodes with a potential applied to one of them, is
called an “ionization chamber”. In order to be sensitive to single particles, a gas detector must have
internal electron multiplication. This is accomplished most easily in the wire chamber. Wires of very
small diameter, between 10 and 100 µm, are placed between two metallic plates a few millimetres apart.
The wires are at a high voltage of a few kilovolts, which results in a very high electric field close to the
wire surface. The ionization electrons move towards the thin wires, and, in the strong fields close to
the wires, the electrons are accelerated to energies above the ionization energy of the gas, which results
in secondary electrons and as a consequence an electron avalanche. Gas gains of 104–105 are typically
used, which makes the wire chambers perfectly sensitive to single tracks. In this basic application, the
position of the track is therefore given by the position of the wire that carries a signal, so we have a
one-dimensional positioning device.

One has to keep in mind that the signal in the wire is not due to the electrons entering wire; rather,
the signal is induced while the electrons are moving towards the wire and the ions are moving away from
it. Once all charges arrive at the electrode, the signal is terminated. The signals in detectors based on
ionization are therefore induced on the readout electrodes by the movement of the charges. This means
that we find signals not only on electrodes that receive charges but also on other electrodes in the detector.
For the wire chamber one can therefore segment the metal plates (cathodes) into strips in order to find
the second coordinate of the track along the wire direction. In many applications, one does not even
read out the wire signals but instead one segments the cathode planes into square or rectangular pads
to get the full two-dimensional information from the cathode pad readout. The position resolution is in
this case not limited by the pad size. If one uses pad dimensions of the order of the cathode-to-wire
distance, one finds signals on a few neighbouring pads, and, by using centre-of-gravity interpolation, one
can determine the track position, which is only 1/10 to 1/100 of the pad size. Position resolution down
to 50 µm and rate capabilities of hundreds of kHz of particles per cm2 per second can be achieved with
these devices.

Another way to achieve position resolution that is far smaller than the wire separation is the so-
called drift chamber. One determines the time when the particle passes the detector by an external device,
which can be a scintillator or the accelerator clock in a collider experiment, and one uses the arrival time
of the ionization electrons at the wire as the measure of the distance between the track and the wire. The
ATLAS muons system, for instance, uses tubes of 15 mm radius with a central wire, and the measurement
of the drift time determines the track position to 80 µm precision.

The choice of the gas for a given gas detector is dominated by the transport properties of electrons
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and ions in gases, because these determine the signal and timing characteristics. In order to avoid the
ionization electrons getting lost on their way to the readout wires, one can use only gases with very small
electronegativity. The main component of detector gases are therefore the noble gases like argon or neon.
Other admixtures like hydrocarbons (methane, isobutane) or CO2 are also needed in order to “tune” the
gas transport properties and to ensure operational stability. Since hydrocarbons were shown to cause
severe chamber ageing effects at high rates, the LHC detectors use almost exclusively argon, neon and
xenon together with CO2 for all wire chambers.

Typical drift velocities of electrons are in the range of 5–10 cm/µs. The velocity of the ions that are
produced in the electron avalanche at the wire and are moving back to the cathodes is about 1000–5000
times smaller than the electron velocity. The movement of these ions produced long signal tails in wire
chambers, which have to be properly removed by dedicated filter electronics.

During the past 10–15 years a very large variety of new gas detectors have entered particle physics
instrumentation, the so-called micropattern gas detectors like the GEM (gas electron multiplier) or the
MICROMEGA (micro mesh gas detector). In these detectors the high fields for electron multiplication
are produced by micropattern structures that are realized with photolithographic methods. Their main
advantages are rate capabilities far in excess of those achievable in wire chambers, low material budget
construction and semi-industrial production possibilities.

5.3 Solid-state detectors
In gaseous detectors, a charged particle liberates electrons from the atoms, which are freely bouncing
between the gas atoms. An applied electric field makes the electrons and ions move, which induces
signals on the metal readout electrodes. For individual gas atoms, the electron energy levels are discrete.

In solids (crystals), the electron energy levels are in “bands”. Inner-shell electrons, in the lower
energy bands, are closely bound to the individual atoms and always stay with “their” atoms. However,
in a crystal there are energy bands that are still bound states of the crystal, but they belong to the entire
crystal. Electrons in these bands and the holes in the lower band can move freely around the crystal, if
an electric field is applied. The lowest of these bands is called the “conduction band”.

If the conduction band is filled, the crystal is a conductor. If the conduction band is empty and
“far away” from the last filled band, the valence band, the crystal is an insulator. If the conduction band
is empty but the distance to the valence band is small, the crystal is called a semiconductor.

The energy gap between the valence band and the conduction band is called the band gap Eg. The
band gaps of diamond, silicon and germanium are 5.5, 1.12 and 0.66 eV, respectively. If an electron in
the valence band gains energy by some process, it can be excited into the conduction band and a hole
in the valence band is left behind. Such a process can be the passage of a charged particle, but also
thermal excitation with a probability proportional to exp(−Eg/kT ). The number of electrons in the
conduction band therefore increases with temperature, i.e. the conductivity of a semiconductor increases
with temperature.

It is possible to treat electrons in the conduction band and holes in the valence band similar to
free particles, but with an effective mass different from elementary electrons not embedded in the lattice.
This mass is furthermore dependent on other parameters such as the direction of movement with respect
to the crystal axis. If we want to use a semiconductor as a detector for charged particles, the number
of charge carriers in the conduction band due to thermal excitation must be smaller than the number
of charge carriers in the conduction band produced by the passage of a charged particle. Diamond can
be used for particle detection at room temperature; silicon and germanium must be cooled, or the free
charge carriers must be eliminated by other tricks like “doping”.

The average energy to produce an electron–hole pair for diamond, silicon and germanium, respec-
tively, is 13, 3.6 and 2.9 eV. Compared to gas detectors, the density of a solid is about a factor of 1000
larger than that of a gas, and the energy to produce an electron–hole pair for silicon, for example, is
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a factor 7 smaller than the energy to produce an electron–ion pair in argon. The number of primary
charges in a silicon detector is therefore about 104 times larger than in a gas and, as a result, solid-state
detectors do not need internal amplification. While, in gaseous detectors, the velocities of electrons and
ions differ by a factor of 1000, the velocities of electrons and holes in many semiconductor detectors are
quite similar, which results in very short signals of a few tens of nanosecond length.

The diamond detector works like a solid-state ionization chamber. One places diamond of a few
hundred micrometres thickness between two metal electrodes and applies an electric field. The very large
electron and hole mobilities of diamond result in very fast and short signals, so, in addition to tracking
application, the diamond detectors are used as precision timing devices.

Silicon is the most widely used semiconductor material for particle detection. A high-energy
particle produces around 33 000 electron–hole pairs in 300 µm of silicon. At room temperature there
are, however, 1.45 × 1010 electron–hole pairs per cm3. To apply silicon as a particle detector at room
temperature, one therefore has to use the technique of “doping”. Doping silicon with arsenic makes it
an n-type conductor (more electrons than holes); doping silicon with boron makes it a p-type conductor
(more holes that electrons). Putting an n-type and p-type conductor in contact realizes a diode.

At a p–n junction the charges are depleted and a zone free of charge carriers is established. By
applying a voltage, the depletion zone can be extended to the entire diode, which results in a highly
insulating layer. An ionizing particle produces free charge carriers in the diode, which drift in the electric
field and therefore induce an electrical signal on the metal electrodes. As silicon is the most commonly
used material in the electronics industry, it has one big advantage with respect to other materials, namely
highly developed technology.

Strip detectors are a very common application, where the detector is segmented into strips of a few
50–150 µm pitch and the signals are read out on the ends by wire bonding the strips to the readout elec-
tronics. The other coordinate can then be determined, either by another strip detector with perpendicular
orientation, or by implementing perpendicular strips on the same wafer. This technology is widely used
at the LHC, and the CMS tracker uses 445 m2 of silicon detectors.

In the very-high-multiplicity region close to the collision point, a geometry of crossed strips results
in too many “ghost” tracks, and one has to use detectors with a chessboard geometry, so-called pixel
detectors, in this region. The major complication is the fact that each of the chessboard pixels must be
connected to a separate readout electronics channel. This is achieved by building the readout electronics
wafer in the same geometry as the pixel layout and soldering (bump bonding) each of the pixels to its
respective amplifier. Pixel systems in excess of 100 million channels are successfully operating at the
LHC.

A clear goal of current solid-state detector development is the possibility of integration of the
detection element and the readout electronics into a monolithic device.

6 Calorimetry
The energy measurement of charged particles by completely absorbing (“stopping”) them is called
calorimetry. Electromagnetic (EM) calorimeters measure the energy of electrons and photons. Hadron
calorimeters measure the energy of charged and neutral hadrons.

6.1 Electromagnetic calorimeters
As discussed above, high-energy electrons suffer significant bremsstrahlung owing to their small mass.
The interplay of bremsstrahlung and pair production will develop a single electron or photon into a
shower of electrons and positrons. The energy of these shower particles decreases exponentially until all
of them are stopped due to ionization loss. The total amount of ionization produced by the electrons and
positrons is then a measure of the particle energy. The characteristic length scale of this shower process
is called the radiation length X0, and in order to fully absorb a photon or electron one typically uses a
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thickness of about 25X0. One example of such an EM calorimeter at the LHC is the crystal calorimeter
of CMS, which uses PbW4 crystals. The radiation length X0 of this crystal is 9 mm, so with a length
of 22 cm one can fully absorb the high-energy electron and photon showers. In these crystals the light
produced by the shower particles is used as the measure of the energy.

Liquid noble gases are the other prominent materials used for EM calorimetry. In these devices, the
total amount of ionization is used as a measure of the energy. The NA48 experiment uses a homogeneous
calorimeter of liquid krypton, which has a radiation length of 4.7 cm. Liquid argon has a radiation length
of 14 cm, so one would need a depth of 350 cm to fully absorb the EM showers. Since this is not
practicable, one interleaves the argon with absorber material of smaller radiation length, such as lead,
to allow a more compact design of the calorimeter. Such an alternating assembly of absorber material
and active detector material is called a sampling calorimeter. Although the energy resolution of such a
device is worse compared to a homogeneous calorimeter, for many applications it is good enough. The
ATLAS experiment uses such a liquid argon sampling calorimeter. Other calorimeter types use plastic
scintillators interleaved with absorber materials.

The energy resolution of calorimeters improves as 1/
√
E where E is the particle energy. This

means that the energy measurement becomes “easier” at high-energy colliders. For homogeneous EM
calorimeters, energy resolutions of σE/E = 1%/

√
E (GeV) are achieved; typical resolutions of sam-

pling calorimeters are in the range of σE/E = (10–20%)/
√
E (GeV).

6.2 Hadron calorimeters
While only electrons and photons have small enough masses to produce significant EM bremsstrahlung,
there is a similar “strong-interaction bremsstrahlung effect” for hadrons. High-energy hadrons radiate
pions in the vicinity of a nucleus, and a cascade of these pions develops, which also fully absorbs the
incident hadron, and the total ionization loss of this cascade is used to measure the particle energy.
The length scale of this shower development is the so-called hadronic interaction length λ, which is
significantly larger than the radiation length X0. For iron the radiation length X0 is 1.7 cm, whereas the
hadronic interaction length λ is 17 cm. Hadron calorimeters are therefore significantly larger and heavier
than EM calorimeters. The energy resolution of hadron calorimeters is typically worse than that of EM
calorimeters because of the more complex shower processes. About 50% of the energy ends up in pions,
20% ends up in nuclear excitation and 30% goes into slow neutrons, which are usually not detected. A
fraction of the produced pions consists of π0, which instantly decay into two photons, which in turn start
an EM cascade. The relative fluctuations of all these processes will result in a larger fluctuation of the
calorimeter signal and therefore reduced resolution. Hadron calorimeters are also typically realized as
sampling calorimeters with lead or steel plates interleaved with scintillators or liquid noble gases. Energy
resolutions of σE/E = (50–100%)/

√
E (GeV) are typical.

7 Particle identification
By measuring the trajectory of a particle in a magnetic field, one measures the particle’s momentum, so
in order to determine the particle type, i.e. the particle’s mass, one needs an additional measurement.
Electrons, positrons and photons can be identified by electromagnetic calorimetry, and muons can be
identified by the fact that they traverse large amounts of material without being absorbed. To distinguish
between protons, kaons and pions is a slightly more subtle affair, and it is typically achieved by measuring
the particle’s velocity in addition to the momentum.

For kinetic energies that are not too far from the rest mass of the particle, the velocity is not yet
too close to the speed of light, such that one can measure the velocity by time of flight. With precision
timing detectors like scintillators or resistive plate chambers, time resolutions of less than 100 ps are
being achieved. For a time-of-flight distance of 1 m, this allows kaon/pion separation up to 1.5 GeV/c,
and proton/pion separation up to about 3 GeV/c.
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The energy loss of a particle also measures its velocity, so particle identification up to tens of GeV
for pions and protons can be achieved. In gas detectors with pad readout and charge interpolation, the
signal pulse height is measured for centre-of-gravity interpolation in view of precision tracking. Since
the pulse height is a measure of the energy loss, it can in addition be used for particle identification. Time
projection chambers are the best examples of combined tracking and particle identification detectors.

For larger velocities, one can use the measurement of the Cerenkov angle to find the particle
velocity. This radiation is emitted at a characteristic angle that is uniquely related to the particle velocity.
Using short radiators this angle can be determined simply by measuring the radius of the circle produced
by the photons in a plane at a given distance from the radiator. Another technique uses a spherical mirror
to project the photons emitted along a longer path onto a plane that also forms a circle. Detectors of this
type are called ring imaging Cerenkov detectors (RICH). Since only a “handful” of photons are emitted
over typical radiator thicknesses, very efficient photon detectors are the key ingredient to Cerenkov
detectors. Using very long gas radiators with very small refractive index, kaon/pion separation up to
momenta of 200 GeV/c has been achieved.

8 Signal readout
Many different techniques to make particle tracks visible were developed in the last century. The cloud
chamber, the bubble chamber and the photographic emulsion were taking actual pictures of the particle
tracks. Nowadays we have highly integrated electronic detectors that allow high particle rates to be
processed with high precision. Whereas bubble chambers were almost unbeatable in terms of position
resolution (down to a few micrometres) and the ability to investigate very complex decay processes, these
detectors were only able to record a few events per second, which is not suitable for modern high-rate
experiments. The LHC produces 109 proton–proton collisions per second, of which, for example, 100
produce W bosons that decay into leptons, 10 produce a top quark pair and 0.1 produce a hypothetical
Higgs particle of 100 GeV. Only around 100 of the 109 events per second can be written to tape, which
still results in petabytes of data per year to be analysed. The techniques to reduce the rate from 109 to
100 Hz by selecting only the “interesting” events is the realm of the so-called trigger and data acquisition.
With a bunch crossing time of 25 ns, the particles produced in one collision have not even reached the
outer perimeter of the detector when the next collision is already taking place. The synchronization of
the data belonging to one single collision is therefore another very challenging task. In order to become
familiar with the techniques and vocabulary of trigger and data acquisition, we discuss a few examples.

If, for example, we want to measure temperature, we can use the internal clock of a PC to peri-
odically trigger the measurement. If, on the other hand, we want to measure the energy spectrum of the
beta-decay electrons of a radioactive nucleus, we need to use the signal itself to trigger the readout. We
can split the detector signal caused by the beta electron and use one path to apply a threshold to the sig-
nal, which produces a “logic” pulse that can “trigger” the measurement of the pulse height in the second
path. Until this trigger signal is produced, one has to “store” the signal somewhere, which is done in the
simplest application by a long cable where the signal can propagate.

If we measure the beta electrons, we cannot distinguish the signals from cosmic particles that are
traversing the detector. By building a box around our detector that is made from scintillator, for example,
we can determine whether a cosmic particle has entered the detector or whether it was a genuine beta-
decay electron. Triggering the readout on the condition of a detector signal in coincidence with the
absence of a signal in the scintillator box, we can therefore arrive at a pure beta spectrum sample.

Another example of a simple “trigger” logic is the measurement of the muon lifetime with a stack
of three scintillators. Many of the cosmic muons will pass through all three scintillators, but some of
them will have lower energy such that they traverse the first one and get stuck in the central one. After a
certain time the muon will decay and the decay electron produces a signal in the central and the bottom
scintillators. By starting a clock with a signal condition of 1 AND 2 ANDNOT 3 and stopping the clock
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with NOT 1 AND 2 AND 3, one can measure the lifetime of the muons.

At the LHC experiment some typical trigger signals are high-energy events transverse to the proton
beam direction, which signify interesting high-energy parton collisions. High-energy clusters in the
calorimeters or high-energy muons are therefore typical trigger signals, which start the detector readout
and ship the data to dedicated processing units for further selection refinement.

In order to cope with high rates, one has to find appropriate ways to deal with the “processing”
time, i.e. the time while the electronics is busy with reading out the data. This we discuss in the following.
First we assume a temperature sensor connected to a PC. The PC has an internal clock, which can be
used to periodically trigger the temperature measurement and write the values to disk. The measurement
and data storage will take a certain time τ , so this “deadtime” limits the maximum acquisition rate. For
a deadtime τ = 1 ms, we have a maximum acquisition rate of f = 1/τ = 1 kHz.

For the example of the beta spectrum measurement, we are faced with the fact that the events
are completely random and it can happen that another beta decay takes place while the acquisition of the
previous one is still ongoing. In order to avoid triggering the readout while the acquisition of the previous
event is still ongoing, one has to introduce a so-called “busy logic”, which blocks the trigger while the
readout is ongoing. Because the time between events typically follows an exponential distribution, there
will always be events lost even if the acquisition time is smaller than the average rate of events. In order
to collect 99% of the events, one has to overdesign the readout system with a deadtime of only 10% of the
average time between events. To avoid this problem, one uses a so-called FIFO (first-in first-out) buffer
in the data stream. This buffer receives as input the randomly arriving data and stores them in a queue.
The readout of the buffer happens at constant rate, so by properly choosing the depth of the buffer and
the readout rate, it is possible to accept all data without loss, even for readout rates close to the average
event rate. This transformation from random input to clocked output is call “de-randomization”.

In order to avoid “storing” the signals in long cables, one can also replace them by FIFOs. At
colliders, where the bunch crossing comes in regular intervals, the data are stored in so-called front-end
pipelines, which sample the signals at the bunch crossing rate and store them until a trigger decision
arrives.

The event selection is typically performed at several levels of increasing refinement. The fast trig-
ger decisions in the LHC experiments are performed by specialized hardware on or close to the detector.
After a coarse events selection, the rates are typically low enough to allow a more refined selection using
dedicated computer farms that do more sophisticated analysis of the events. The increasing comput-
ing power, however, drives the concepts of trigger and data acquisition into quite new directions. The
concepts for some future high-energy experiments foresee so-called “asynchronous” data-driven read-
out concepts, where the signal of each detector element receives a time stamp and is then shipped to a
computer farm where the event synchronization and events selection is carried out purely by software
algorithms.
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