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The method of Discrete Ordinates is in principle parallelizable to a high degree, since the transport 
“mesh sweeps” are mutually independent for all angular directions. However, in the well-known pro-
duction code DORT such a type of angular domain decomposition has to be done on a spatial line-by-
line basis, causing the parallelism in the code to be very fine-grained. The construction of scalar fluxes 
and moments requires a large effort for inter-thread or inter-process communication. We have imple-
mented two different parallelization approaches in DORT: firstly, we have used a shared-memory 
model suitable for SMP (Symmetric Multiprocessor) machines based on the standard OpenMP. The 
second approach uses the well-known Message Passing Interface (MPI) to establish communication 
between parallel processes running in a distributed-memory environment. We investigate the benefits 
and drawbacks of both models and show first results on performance and scaling behaviour of the par-
allel DORT code.  
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Numerous well-known neutron transport codes, e.g. DORT/TORT [1], TWODANT [2] etc., are 

based on the method of Discrete Ordinates, also known as SN-method. The parallelization properties of 
this method have long been of interest and are subject of many recent publications. The implementa-
tion of parallel algorithms into existing production codes, however, is often not straightforward due to 
historical restrictions and complicated/error-prone program structures. In this paper we investigate the 
possibility of parallelizing the well-known production code DORT by means of both a shared and a 
distributed memory approach.  

 
Large scale computations are nowadays preferably performed on SMP (6ymmetric 0ulti-3roces-

sor) machines, which comprise of several fast CPUs accessing a common shared memory, with an ad-
ditional hierarchy of caches local to each processor. In the shared memory programming model one 
process may run several threads (often called “light-weight” processes), distributed on several proces-
sors, with data communication between threads taking place via the common memory area. In con-
trast, the distributed memory model works via explicit “message passing”, i.e. several independent 
processes with separate address spaces communicate with each other by sending and receiving data 
chunks, or “messages” of specified length and contents. The latter approach has been originally devel-
oped for workstation clusters interconnected via fast networks, but many computer vendors meanwhile 
offer the possibility to emulate message passing functionality on SMPs as well. 

 
In this paper, we take advantage of two widely available parallel programming platforms: 

OpenMP [3] and MPI [4]. The OpenMP specification has become a de-facto standard for shared-
memory programming during the past few years and is run and supported by a consortium of major 
computer and software vendors. It has been put as a common application programming interface (API) 
on top of vendor-specific multithreading libraries and basically consists of several compiler directives, 
a run-time library and a set of environment variables. In OpenMP, the programmer is essentially 
relieved from the burden of thread synchronization, load balancing and scheduling; he is mainly 
required to specify and mark code areas, which can be run in parallel and to identify those variables, 
which are either common to all or private to each thread. The compiler then takes over the responsi-
bility to translate the compiler directives into the appropriate threading functions/procedures and to 
add them to the object/executable code. OpenMP is well suited to parallelize existing serial code in a 
step-by-step manner, but has also proven to be useful in building massively parallel applications for 
scientific purposes.  

 
The MPI (Message Passing Interface) library is an API with a large number of functions, which 

accomplish the data exchange between processes with physically or logically uncoupled (distributed) 
memory spaces. It has become a standard for both networked clusters and SMPs and is portable to 
virtually all parallel platforms. As opposed to the shared-memory model, message passing requires the 
programmer to explicitly coordinate the data transfer by anticipating the need for data exchange, 
directing data to the appropriate send/receive buffers and finally gathering the results returned from 
distinct processes. The effort to parallelize an existing serial application will therefore in general be 
larger than for the easier to control shared-memory model. Its advantage over e.g. OpenMP is the fact, 
that the programmer has better control over the ongoing computation and experiences less interference 
with the operating system. Moreover, due to its intense development and rather mature status, MPI’s 
optimized and architecture-specific implementations might be superior from the viewpoint of per-
formance to that of OpenMP on many platforms.  

 
It is thus worthwhile to consider both approaches and to compare the efficiency of OpenMP and 

MPI for a real–life exercise on the same platform. Here we employ the computer code DORT, which 
has been used in a large number of applications and has been equally successful in areas like shielding 
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analyses, criticality calculations and, more recently, even time-dependent problems [5]. In the follow-
ing sections, we will first illustrate DORT’s solution algorithm in order to understand its potential for 
parallelization. We will continue by describing the implementation of OpenMP and MPI direc-
tives/routines into the existing serial code and comment on our programming experience as well as on 
some major drawbacks and benefits of the programming libraries. Finally, we report first results on 
performance gain for a typical production problem, measured on a multiprocessor IBM p690 (“Re-
gatta”) server. While parallel neutron transport calculations are usually performed for large scale 
problems in three dimensions, we demonstrate that even for 2D production problems of modest size, a 
reasonable speedup can be achieved with our parallel extensions to DORT.  

 
 
'HVFULSWLRQ�RI�WKH�6� �PHWKRG�LQ�'257�

 
The solution of the neutron transport equation by the method of Discrete Ordinates requires the 

explicit discretization of the angular domain into a well-defined number of neutron flight directions 
(“Ordinates”) Ωn, each of which is associated with a certain weighting factor Zn. The neutron flux thus 
becomes, besides its spatial and energy dependence, a function of a finite number of discrete angles or 
“quadrature components”. In Fig. 1 we show an example of a so called SN-quadrature set (here with 
N=8), with one octant of the unit sphere being divided into N(N+2)/8 (here 10) angles with coordi-
nates (µn,ηn,ξn). Due to normalization, only two of these coordinates can be chosen independently 
from each other, for Cartesian geometry usually µ and η. The number of octants needed for a transport 
calculation can be reduced by symmetry relations: for 1D geometries, only two octants of neutron 
flight directions are necessary, while a 2D problem requires four octants of the unit sphere. This is 
clarified in Fig. 2 (left) for Cartesian geometry: a 2D problem may be understood as a 3D problem 
with infinite extent of the z-direction, the xy-plane being the symmetry plane of the problem. There-
fore only neutron flight directions into either the upper or the lower half space with respect to the xy-
plane have to be considered, which is depicted by the grey half sphere in Fig. 2 (left). The hemisphere 
is further divided into four octants with a specific numbering of the discrete angles. Fig. 2 

Fig. 1: An S8-quadrature set, depicted for one octant of the unit sphere. 
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(right) shows the projection of all neutron flight directions onto the µη-plane. Here we have also de-
fined the sequence of the four “sweeping directions”: all quadrature components with µn<0,ηn<0 are 
grouped together in “sweep” no. 1, those with µn>0,ηn<0 belong to “sweep” no. 2 and so on. 
 

When the neutron transport equation is written down in its Discrete Ordinates formulation, the 
angular fluxes ( )��(U ηµψ ,,,

&

 for different pairs of (µn,ηn) couple only via the scattering term in the 

Boltzmann equation, while streaming and collision contributions can be treated independently for each 
angular component. In what follows we tacitly presume, that the transport equation has already been 
converted into its energy group form, such that the group sources from fission or external contribu-
tions are known and remain fixed quantities. In other words, we will not consider the repeated outer it-
erations on the fission source. The inner iterations, however, require a repeated update of the scattering 
source, which is the reason why they also termed “iterations on the scattering source”. We shall 
shortly sketch the lines, along which the inner iterations proceed and point out some data management 
issues of the method.  

 
Most Discrete Ordinates codes do not store the entire angular flux information, but keep only the 

moment expansion of sources and fluxes in memory, thus greatly reducing storage costs. This nicely 
complies with the Legendre expansion of scattering cross sections, which requires the angular fluxes 
being converted into their moment expansion anyway. At the beginning of an inner iteration, the most 
recent flux moments from the previous iteration are used to build the scattering source term, which is 
then added to the remaining fixed group sources. This sum is then translated into its angular, i.e. Dis-
crete Ordinates representation. After having constructed the overall source, one is left with the task of 
inverting the streaming-collision part of the transport equation, driven by a known source. This is also 
called the solution of the “Within-Group”-equation, which we will further comment on in the next 
paragraph. After having solved this equation, the resulting updated angular fluxes are converted back 
to their moment representation and are used to build a new scattering source. This iteration cycle is re-
peated until convergence in all flux values is achieved.  
 

Fig. 2, left: Definition of the sweeping groups in a Discrete Ordinates calculation; right: 
projection of the discrete angles onto the angular plane. 
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From the parallelization point of view, the solution of the “Within-Group”-equation is the part we 

are most interested in, since the individual angular directions are mutually independent and can be 
solved by several classical transport sweeps running in parallel. “Sweeping the mesh” in transport the-
ory means essentially starting from physical boundary conditions and recursively computing the neu-
tron fluxes along the directions of neutron flight [6]. For a regular Cartesian grid (cf. Fig. 3) we 
therefore define the four sweeping direction groups (numbered 1 to 4 in Fig. 3, right), which contain 
the neutrons flowing from the upper right to the lower left of the problem domain, from the upper left 
to the lower right and so on. These groups are obviously identical with those mentioned above and 
correspond to the four octants of the unit sphere of angular directions. In Fig. 3 (left) we show the 
sequence in which angular fluxes are evaluated during the mesh sweep, here for angular directions 
pointing from the lower left to the upper right corner (µn>0,ηn>0, sweep no. 4). Presuming that the 
angular boundary fluxes (circles in Fig. 3, left) are known and can be used to initialize the sweep, the 

cell-centred fluxes 
�

��
,ψ  (direction Q at spatial mesh point xiyj) can be evaluated on a mesh-by-mesh 

basis by the simple recursive formula (only given for illustration purposes here): 
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with 
	


�
,Σ being the total cross section and 

� 
�T ,  the angular source contribution at xiyj. The other 

quantities and indices are defined in Fig. 3. The cell edge fluxes 
� �
�

,2/1−ψ  and 
� �
�

2/1, −ψ  are evaluated 

with certain auxiliary relationships, e.g. the so called “Diamond-Differencing”-relations: 
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The relations (1) and (2) entirely specify the transport sweep through the spatial mesh for angular 

direction Q. No coupling to other angular directions is present, i.e. the mesh sweep can in principle be 
performed in parallel for all angular quadrature components. This may, however, be restricted, if 

Fig 3, left: Sweeping sequence for a two-dimensional Cartesian mesh; right: 
illustration of the four sweeping directions in the spatial domain. 
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certain boundary conditions are present. While vacuum boundary conditions do not pose a problem, 
since starting values at the boundary (i.e. the circles in Fig. 3, right) are always zero, reflective bound-
ary conditions demand that only angular directions belonging to one of the four “sweeping groups” 
can be performed at a time. This is because the outgoing fluxes of one sweeping group serve as the in-
coming fluxes for the subsequent sweeping group in the opposite direction. That is the reason, why 
most transport codes do not process all angles of a quadrature set in one single loop, but only sweep 
the angles of one octant at a time with a subsequent update of the boundary conditions before pro-
ceeding to the next octant. Nevertheless, for vacuum and periodic boundary conditions, it is in princi-
pal possible to run all angular directions in parallel, regardless of the sweeping group they belong to.  
 

Another point is worthwhile to be noted here: During the mesh sweep, the flux moments are ac-
cumulated in a single array by summing up and weighting the individual angular fluxes, which arise 
from the transport sweeps. The scalar fluxes (i.e. the 0th moments) are e.g. constructed from the fol-
lowing simple relation: 

 

,
4/)2(

1
,, ∑

+

=

=
��

 

 !
" 

!
" Z ψφ                (3) 

 
with 1�being the quadrature order and Z#  the weighting factor corresponding to ordinate Q. The 

scattering source is also entirely rebuilt from the flux moments (but not the angular fluxes); hence it is 
not necessary to keep all angular fluxes in memory, but only those belonging to the row which is cur-
rently swept. This greatly reduces storage requirements, since the number of moments is in general 
much smaller than the number of Discrete Ordinates (in P3S16 e.g. only 10 flux moments, but 144 
angular fluxes are required). It is, however, a major drawback in parallelizing production codes, since 
instead of sweeping the whole problem area (i.e. all rows) at a time for each Discrete Ordinate, only 
one row of the 2D-geometry can be performed at a time, thus causing the parallelism in the code to be 

Fig. 4: The transport sweep in DORT for two subsequent rows of the problem domain. 
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Fig. 5: Flow chart of the inner iteration cycle, as it is implemented in DORT.  
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very fine-grained. Changing this would require major modifications to the code, if not even a complete 
rewriting of the whole inner iteration procedure. The process of the line sweep, as it is realized e.g. in 
DORT, is depicted in Fig. 4: only one row of the incoming cell-edge fluxes is kept in memory (y-
boundary-fluxes), as well as the starting values for all rows (x-boundary-fluxes). In Fig. 4, we start 
from the lower left corner and sweep the line. The cell-centred fluxes are calculated by means of 
relation (1). Simultaneously, flux moments are accumulated, according to equation 3. The outgoing 
cell-edge fluxes (dashed arrows) are calculated by means of the auxiliary relation (2). For the next line 
to sweep, these outgoing fluxes are copied to the incoming flux array, and the same cycle is performed 
again. The reader may note that the outgoing x-boundary flux at the outer right cell edge of the first 
line is subject to periodic boundary conditions and has to be copied to the incoming x-boundary-flux 
array again, when the sweep through the spatial grid is repeated. 
 

The procedure outlined above does not easily apply to curvilinear geometries, since codes like 
DORT or TWODANT impose a certain order on how to perform the mesh sweeping sequence. This is 
due to the so called angular redistribution term, which causes an artificial coupling between 
neighboured angular directions and requires the definition of additional “starting” directions, which 
are necessary to initialize the mesh sweeps. The order, in which the angular fluxes have to be calcu-
lated, is given by the numbers in Fig. 2.  Angles, which share the same “η-level” (dashed lines in Fig. 
3 (right)) are coupled via angular redistribution and can not be easily performed in parallel. One could 
only perform separate “η-levels” at the same time. Due to these complications, we have discarded cur-
vilinear geometries at this preliminary stage and restricted ourselves to Cartesian problems for the time 
being.  

 
The inner iteration procedure, the affected data arrays and the problem size, as they appear in a 

particular DORT calculation, are defined in the flow chart of Fig. 5. We have defined the number of 
meshes per row IM (x-dimension), the number of rows JM (y-dimension), the overall number of an-
gles MM and the number of moments LM. For a 2D-PLSN-calculation, LM=1,3,10 for L=0,1,3 and 
MM=12,48,144 for N=4,8,16. A P3S16-calculation thus requires 10 flux moments and 144 Discrete Or-
dinates, i.e. 36 discrete angles per octant/sweep direction. 

 
Furthermore, Fig. 5 defines the data arrays (using DORT’s notation), which are employed during 

the inner iteration. At the beginning, all fixed sources plus the scattering source are accumulated in the 
array SMOM, which contains source moment data for all mesh cells of the 2D problem (i.e. 
IM*JM*LM). These remain fixed for the rest of the inner iteration loop. Moreover, all incoming 
boundary fluxes have to be copied to memory. The fluxes incoming from the right and left boundary 
of the problem domain are contained in FIO (JM*MM angular fluxes), those incoming from the top and 
bottom boundary in FJO (IM*MM angular fluxes). The row-wise, centred angular fluxes and sources 
are stored in the arrays DIRF and DIRS, both with dimensions IM*MM. Finally, the resulting flux 
moments are gathered in the storage area FMOM, which has, like SMOM, a size of IM*JM*LM. 

 
The sweeps over the four angular sweeping groups are divided into a 2-loop, the first iteration 

containing the two upward directions with µn>0, the second one containing the two downward direc-
tions µn<0 (I-Loop). For the up(down-)ward directions all rows are subsequently swept (J-Loop). Each 
of these row iterations consists again of one leftward and one rightward sweep, i.e. sweeps over all di-
rections with ηn<0 and ηn>0 (K-Loop). The L-Loop finally contains the discrete angular directions of 
one octant (cf. Fig.1). During the sweep over one row for a particular angular direction (i.e. the very 
inner loop), an angular source is constructed in DIRS, cell-centred fluxes are built from relation (1) in 
DIRF, the outgoing cell-edge fluxes (cf. Fig. 4) are constructed from equation (2) and copied to FJO, 
and finally the fluxes from DIRF are used to successively build the flux moments in FMOM. After 
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finishing the left-right as well as the up-down sweep, boundary conditions must be updated in the 
arrays FIO and FJO. 

 
In Fig. 5 we have also marked the regions of the inner iteration, which can be run in parallel. In 

principle, the only loop which can be parallelized is the K-loop over the angular directions of a single 
octant for a single row, i.e. over all directions having either (µn>0,ηn>0), (µn>0,ηn<0), (µn<0,ηn>0) or 
(µn<0,ηn<0). For an S16-quadrature this amounts to 36 angular directions, which may be swept in par-
allel. If only vacuum or periodic boundary conditions apply, the left-right-sweep can be dropped and 
the directions of two octants can be performed in parallel (marked in Fig. 5 by the extended parallel 
region), which doubles the number of directions to be potentially executed in parallel (i.e. 72 for S16). 

 
We have already stated that the J-Loop in Fig. 5, i.e. the loop over all spatial rows could only be 

parallelized on the cost of keeping all angular fluxes in memory, which would require a complete re-
structuring of the code. Since the up-downward sweep (i.e. the I-loop) embraces the J-loop, it is also 
difficult to perform parallel sweeps over all four octants, even if boundary conditions would allow. In 
our studies, we were therefore restricted to running in parallel at most the directions of two octants, i.e. 
the nested inner K- and L-loop. 

 
Considering these loops, one can immediately see the difficulties in sharing data between threads 

or processes. The data arrays DIRF, DIRS, FIO and FJO contain row-wise angular flux values for 
directions 1 to MM. Parallel reading or writing access to these storage locations will therefore not in-
terfere for different angular directions. However, the flux moment array FMOM is accessed by all an-
gular directions: possibly all threads or parallel processes may simultaneously try to gain writing ac-
cess to these storage locations and so called data races would be the immediate consequence. One has 
therefore to take care of locking/serializing access to FMOM. The source moment data in SMOM only 
need reading access and do not pose a problem when going from a serial to a parallel version of 
DORT.  

 
 

8VHU�([SHULHQFH�ZLWK�2SHQ03�DQG�03,�
 
In this section we shall briefly comment on our programming experience using both the shared-

memory and the distributed memory approach. We started with the standard version of DORT, as it is 
distributed by RSICC or the NEA data bank as part of the DOORS 3.3 code package [1]. We did, 
however, recompile the code to double precision and took advantage of the IBM 64-bit architecture. 
Under IBM AIX 5.1, we used the XLF 7.1 Fortran compiler, which supports the OpenMP 
specification 1.0; in addition, IBM supplies an MPI library specially tailored and optimized for the 
architecture of the IBM p-series.  

 
 

,PSOHPHQWDWLRQ�RI�2SHQ03�LQ�'257�
 
The application of OpenMP to a serial code like DORT is quite straightforward, when parallel re-

gions and shared variables have been identified. As we have tried to point out in the last section, the 
parallelism in DORT consists, at a minimum, of a single short DO-loop over the angular directions of 
one or at most two octants/sweeping groups. In OpenMP this would be parallelized as follows: 
 
!$OMP PARALLEL DO SHARED(FMOM) PRIVATE(I,K) 

 DO I=1,MM/4 
 …..       

 MORE STATEMENTS 
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!$OMP CRITICAL 
      DO K=1,IM*LM 
   FMOM(K)= …. 
           ENDDO 
!$OMP END CRITICAL   

 ENDDO 

 

The statement block embraced by the DO-loop would be performed in parallel by dividing the 
angular directions evenly on parallel program threads. Due to the low number of directions (36 or 72 
for S16), the number of threads is obviously restricted; furthermore, thread numbers, which evenly di-
vide 36 or 72, are expected to give best performance (e.g. 2,3,4,6,9,12 … threads). In the example 
above, we have also marked the section which accesses FMOM as being a CRITICAL section to avoid 
data races. 

 
To our surprise, the DO-loop, as it appears in the code piece above, showed exceptionally bad 

performance and no speedup was achieved at all; instead OpenMP massively slowed down the code. 
Since the DO-loop is run very frequently and the loop body contains only a few thousand to ten thou-
sand floating point operations (for the typical problem sizes we will consider below), the overhead due 
to locking, synchronization and shared access to FMOM by different threads is obviously by far larger 
than the numerical work performed inside the loop. We have also tried the ATOMIC statement, which 
is similar in usage to the CRITICAL directive (it can however, only be applied to a single 
add/multiply operation), but encountered no visible effect. 

 
The simple way out of this problem was to define an extended auxiliary flux moment array with 

storage space “private” to each thread. After completion of the parallel DO-loop, these auxiliary val-
ues are summed up serially to give the final flux moment values 
 
   NUMBER_OF_THREADS=OMP_GET_NUM_THREADS() 
!$OMP PARALLEL DO PRIVATE (THREAD_NUMBER,I) SHARED (FMOM_HELP) 

 DO I=1,MM/4 
     THREAD_NUMBER=OMP_GET_THREAD_NUM() 
 …..       

 MORE STATEMENTS 
  …… 
  DO K=1,IM*LM 

  FMOM_HELP(K,THREAD_NUMBER)= …. 

  ENDDO 
  ENDDO 

C SERIAL LOOP 
   DO I=1,NUMBER_OF_THREADS 
  DO K=1,IM*LM 

           FMOM(K)=FMOM(K)+FMOM_HELP(K,I) 

  ENDDO 
 

Each thread requests its individual thread number in the loop and writes its data to its “private” 
storage location in the two-dimensional array FMOM_HELP. The additional effort of summing up the 
auxiliary values in a separate serial loop is small compared to the numerical work done in the parallel 
loop, thus we achieved a reasonable speedup with this version. Observe that the array FMOM_HELP is 
not really “private” to each thread, but different threads access different storage areas of the 2D-array 
FMOM_HELP (the alternative of defining a really private array for each thread resulted in worse 
performance).  

 
Parallelizing loops like the one above is quite straightforward with OpenMP; in addition there are 

several constructs, which allow even larger regions to be parallelized using so called “work-sharing”-
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directives, which we have not used here. However, OpenMP was not so easily applied to DORT as the 
above pseudo-code example might suggest. In fact, many old FORTRAN codes suffer from the heavy 
usage of IMPLICIT variables and large COMMON blocks. Before one can seriously start parallelizing 
larger fractions of the code, all relevant variables have to be checked, whether they need to be declared 
private or shared. Furthermore, if COMMON blocks contain variables necessarily private to each 
thread, they have to be declared as THREADPRIVATE in OpenMP. We found, that the implementation 
of the THREADPRIVATE directive on our testing machine (IBM p690) almost completely spoiled per-
formance and were hence left with the annoying task of sorting out and deleting all common variables, 
which are accessed by different threads at the same time. 

 
Due to the fine-grained parallelism in our code example, it was also of paramount importance that 

the code was run on a dedicated machine. Although the computational chunks to be distributed onto 
different threads/processors are of almost equal size, the amount of work in a single iteration is so 
small that even tiny load imbalances strongly disturb the code execution. We also found, that the dy-
namic scheduling option in OpenMP (on IBM) had a large negative effect on code performance, which 
may however be strongly platform-dependent. 

 
 

,PSOHPHQWDWLRQ�RI�03,�LQ�'257�
 
The implementation of distributed-memory parallelism in DORT using MPI turned out to be 

more complicated and error-prone than its shared-memory counterpart using OpenMP. Since DORT 
now has to run on different processes rather than threads, all relevant data have to be communicated 
by making explicit calls to the MPI message passing routines. We use a “master-slave”-type model to 
establish the data transfer between processes. At the beginning, the master process takes over the re-
sponsibility of reading input data, calculating the geometry/quadrature components, creating in-
put/output files etc. The slave processes branch directly out of the main program into their memory 
management subroutine (as opposed to the multithreading model, all processes must now allocate their 
own storage area) and remain there in a wait-state.  

 
After the transport calculation has been initialized, the master sends all input data relevant for the 

transport sweep to the slave processes, i.e. row geometry, cross sections, quadrature, and so on. During 
the transport sweep, the whole data traffic (according to Fig. 5) is exclusively managed using the two 
MPI-routines MPI_BCAST and MPI_REDUCE. The master process uses the broadcast routine 
MPI_BCAST to distribute the source moment data (SMOM) and the boundary fluxes (FIO/FJO) onto 
the slave processes. Moreover, an additional COMMON block has to be transferred to the slaves, con-
taining all those variables which may change individually for different transport sweeps (a situation 
similar to common blocks, which would be declared as THREADPRIVATE in OpenMP). Both master 
and slave processes calculate their partial contribution to the flux moments in their own FMOM data ar-
ray. The MPI_REDUCE operation is then used to accumulate these contributions in the FMOM storage 
area of the master process. As far as possible, the angular directions are evenly distributed onto the 
distinct processes. If the number of processors does not evenly divide the number of angular direc-
tions, the loop iterations are distributed such that all slaves receive the same amount of work, while the 
master obtains the smallest work load or possibly even remains idle. If for example 8 processors are 
available and 36 discrete directions have to be swept in parallel, each of the 7 slaves does 5 loop itera-
tions, while the master only has to do a single one (7 x 5 + 1 = 36).  
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In this section we demonstrate, that the application of OpenMP and MPI indeed results in a rea-

sonable speedup of the DORT code. To test the abilities of the code, we used a typical production 
problem taken from one of our recent publications [7]. Fig. 6 shows a 17x17-fuel assembly with 25 
control rod guide tubes. This assembly has been modelled in DORT by approximating each fuel pin 
cell in Cartesian coordinates, as shown in Fig. 6 (right). In this picture, fuel pin, cladding and the sur-
rounding moderator are nodalized by a 16x16 rectangular grid, resulting in an overall dimension of the 
problem of roughly 270x270 mesh points. By further refining the fuel pin to 24x24 and 38x38 meshes, 
we constructed additional problem geometries with roughly 400x400 and 650x650 mesh points. In all 
cases, we applied periodic boundary conditions to the problem domain, thus allowing the sweep of 
two octants of angular directions at a time.  

 
The cross section library contained scattering matrices of up to order P3 in 7 energy groups; the 

smallest test case was run with P0, P1 and P3 flux and scattering moment expansion, the larger test 
cases only with P0 due to memory restrictions. A symmetric S16-quadrature was applied throughout, 
since the large number of angles (36 per octant) makes it most suitable for parallel execution. It is 
worthwhile to be mentioned here, that currently only the OpenMP version of DORT is able to sweep 
two octants (i.e. in this case 72 directions) at a time, while the MPI version can only sweep the direc-
tions of one octant in parallel. This should be kept in mind, when comparing performance of both 
models.  
 

For a parallel program to be efficient, one has to ensure that the main fraction of the code is in 
principle parallelizable, since the maximum achievable speedup will eventually be confined by the 
size of the serial (i.e. non-parallelizable) part of the code. It is therefore reasonable to do an initial pro-
filing of the serial code in order to estimate the percentage CPU-time spent in parallelizable routines or 

Fig. 6: Definition of the test problem used for measuring the parallel performance of 
the DORT code. 
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loops. Furthermore, one should check the granularity of the code by determining the CPU time spent 
in the parallelizable code fractions. The longer the code chunk, the less effort is spent for synchroniza-
tion, locking, data communication etc.  

 
 

Test Case Parallel Fraction (%) “Grain Size” (msec.) 
P0S16, 270x270 mesh 96,9 1,86 
P1S16, 270x270 mesh 96,4 2,06 
P3S16, 270x270 mesh 94,9 2,60 
P0S16, 400x400 mesh 96,6 2,87 
P0S16, 650x650 mesh 96,8 4,98 

 
Table I: The parallelizable fraction and the granularity of the code DORT for the test problems. 
 

 
We did such a profiling for DORT and found indeed, that in general more than 95% of the CPU 

time is spent inside the transport sweep (L-loop in Fig. 5). The measured values for all test cases are 
given in Table 1. However, the time spent in each loop is extremely small, at most about 5 millisec-
onds. After this, flux moments have to be constructed, either inside a serial loop for OpenMP or by the 
MPI_REDUCE operation in MPI, boundary fluxes have to be communicated etc. The parallelism is 
thus extremely “fine-grained”, which enlarges the computational overhead. The grain size is also 
given in Table 1. As can be seen here, the grain size obviously increases with increasing row length. 
Moreover, the parallel fraction is slightly larger, when low moment expansions are used. This is due to 
the fact that for P0-scattering only one flux moment per cell (the scalar flux) has to be accumulated 
from all threads/processes in serial, while 10 moments per cell are needed for the P3-scattering expan-
sion.  

 
Firstly, we compare the resulting parallel performance of the OpenMP and the MPI programming 

model separately. All test cases were run on the IBM p690 on up to 12 processors (which feature the 
very recent IBM Power 4 technology) in dedicated mode. The upper picture of Fig. 7 shows the 
OpenMP calculations for the small test case, using the three different scattering expansions as well as 
for the largest test case in P0. As expected, the low scattering expansions scale significantly better, 
while increasing the row length only yields a modest performance gain. The optimum performance is 
achieved with 9 processors, since the number of angular directions (72) divides evenly by 9. When 
going to larger number of threads, we observe a saturation effect; the overhead of invoking threads 
and putting them to sleep apparently outperforms the gain in speed by the increased number of 
processors. Nevertheless, for the largest problem size we achieve a speedup of more than a factor of 
five, which is a good result regarding the fine granularity of the code. To illustrate the maximum 
theoretical speedup, we have also inserted a graph corresponding to Amdahl’s law with an assumed 
parallel fraction of 94%.  

 
The lower part of Fig. 7 contains the corresponding measurements for MPI. For both OpenMP 

and MPI, the running time on one processor is almost identical to that of the standard serial code, thus 
documenting that the overhead of thread/process initialization is negligible compared to the CPU time 
used for the numerics. For the MPI model, the scaling behaviour is very similar to that of OpenMP. 
Only for 12 processors, we obtain an additional performance boost, since the number of angular direc-
tions (36 for the MPI code) is well suited to 12 processors. The maximum speedup assumes a quite 
satisfying value of approximately 6.  
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Fig. 7: The parallel performance of DORT with OpenMP and MPI. 
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For a direct comparison of the OpenMP and MPI implementation, we have depicted the relative 
speedup for the two large test cases only in Fig. 8. For the 400x400-mesh (lower picture), the MPI 
version scales slightly better, while for the 650x650-mesh both methods are of roughly equal merit. 
We have already noted that for 12 processors, MPI does not show a saturation effect like the OpenMP 
implementation. Moreover, we observe, that for two processors (a number, which is meanwhile not 
uncommon even on inexpensive machines) MPI achieves an excellent speedup of ~1.8, while the 
OpenMP version only approaches a value of 1.5. Regarding the fact that the MPI version still suffers 
from the restriction of sweeping only one octant in parallel, we conclude that for the given architecture 
and the given test problem, the overall scaling behaviour of the MPI implementation is apparently 
slightly better than for OpenMP. 

 
 

&RQFOXVLRQ�
 
We have shown that both OpenMP and MPI are well suited to gain substantial parallel perform-

ance even for medium-scale, fine-grained neutronics calculations. The production code DORT can 
now take advantage of such parallel programming models by using an angular domain decomposition 
method. However, the implementation of such parallelism is not straightforward and requires a deeper 
understanding of the code structure and the underlying theory, thus going beyond the scope of plain 
software engineering. 
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     Fig. 8: Direct comparison of the DORT MPI and OpenMP implementation. 
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