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Abstract

Within the framework of the Domain Decomposition Method (DDM), we present industrial steady state
two-phase flow simulations of PWR Steam Generators (SG) using iteration-by-subdomain methods:
standard and Adaptive Dirichlet/Neumann methods (ADN). The averaged mixture balance equations are
solved by a Fractional-Step algorithm, jointly with the Crank-Nicholson scheme and the Finite Element
Method. The algorithm works with overlapping or nonoverlapping subdomains and with conforming
or nonconforming meshing. Computations are run on PC networks or on massively parallel mainframe
computers. A CEA code-linker and the PVM package are used (master-slave context). SG mock-up
simulations, involving up to 32 subdomains, highlight the efficiency (speed-up, scalability) and the ro-
bustness of the chosen approach. With the DDM, the computational problem size is easily increased to
about 1,000,000 cells and the CPU time is significantly reduced. The difficulties related to industrial use
are also discussed.
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Nomenclature

� a: Schlichting model dimensionless constant

� cp: coupling period

���
�
g : gravity (m s � 2)

� �
�

G : mixture mass flux (= ρ �
�
v )

� H: mixture specific enthalpy (J kg � 1)

� Hls: saturated liquid specific enthalpy (J kg � 1)

� L: latent heat (J kg � 1)

� P: pressure (Pa)

� Q: heat source (W m � 3)

� t: time (s)

���
�
v : mixture velocity (m s � 1)

���
�
vR: relative velocity (gas minus liquid, m s � 1)

� x: static quality ( � H � Hls
L )

� α: relaxation parameter

� β: porosity (mixture volume / elementary volume)

� χT : turbulent diffusion coefficient for the energy equation (kg m � 1 s � 1)

� Λ̄: two-phase friction tensor (s � 1)

� µT : two-phase turbulent dynamic viscosity (N s m � 2)

� ρ: mixture density (kg m � 3)

Introduction

We present an application of the Domain Decomposition approach (DDM, [13]) to solve nonlinear
3D two-phase steady flow computations involved in the simulation of the French PWR Steam Genera-
tor (SG) risers where liquid water boils, see Fig. 1. These simulations are required for evaluations of
SG performances and safety analyses. The difficulties are generated by differences in geometrical and
physical scales (from centimeter to meter), turbulent and 3D flows through complex internal structures,
exchanges between the two phases,. . .

In industrial context, the problem is simplified by a gas-liquid mixture approach, as in the GENEPI
software, see [8, 9, 15]. However, the amount of data to store for each mesh cell limits the spatial
resolution. Our goal is to
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� increase the simulation possibilities: increase the memory and reduce the CPU time. A brief
insight on the required means to make a centimeter space discretization of the industrial SG leads
to an estimation of some millions of mesh cells and some Gigabytes of memory.

� The aim is to use with non-conforming grids in order to restrict high space discretizations only to
regions where it is needed.

A memory distributed parallel implementation of coarse-grain DDM on workstation clusters can achieve
this goal. In particular, DDMs for Advection-Diffusion problems or thoses of Navier-Stokes are dis-
cussed in [17, 7, 1, 2]. Roughly speaking, the DDMs can be grouped in two classes of methods to
solve a linear problem [13]: these are the Schwarz method, with subdomain overlap, and the Steklov-
Poincaré method, without subdomain overlap. In the Schwarz method, the local problems (problems
in the subdomains) are solved in a sequential or parallel way, with successive updates of the bound-
ary condition values. In the Steklov-Poincaré method, a condensed system is first built involving only
the degrees of freedom of the nodes located on the internal boundaries. Thus, the problem is to solve
this condensed system (often ill-conditioned). In this paper, we only focus on the Schwarz method.
Iteration-by-subdomain methods, such as Dirichlet/Neumann or Neumann/Neumann methods, can be
seen as preconditioning the Steklov-Poincaré problem. Iteration-by-subdomain methods was chosen be-
cause they are easily implemented in an industrial software without penalizing re-engineering work. In
the context of the Computational Fluid Dynamic, the Adaptive Dirichlet/Neumann method (ADN, [16])
allows flow vertexes at the internal boundaries to be dealt with. Again, in order to avoid re-modeling of
the industrial software, a master/slave context was chosen leading to externalizing the DDM algorithm.
Then each subdomain task is a quasi-standard GENEPI task with some coupled boundaries requesting
data from the other tasks. With this approach, the use of DDM as a solver allows the increase in size of
the computational problem.

This paper is structured as follows: the second part is dedicated to a brief presentation of the two-

steam
(secondary flow)

downcomer

feed water
(secondary flow)

primary flow

Figure 1: French PWR steam generator (diagram)
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phase flow model and to numerical aspects. In the third part, the ADN method and its implementation are
presented. Numerical results concerning a SG mock-up are given in the fourth part. The speed-up, the
parallel efficiency, the parallel scalability are evaluated, as well as the influence of the DDM numerical
parameters. Finally in the fifth part, a typical simulation involving million of cells is given.

The two-phase flow model

The two-phase flow model is built on the mixture approach [12]. The basic formulation is obtained
from the local one-phase balance equations. After averaging (homogenization) the mass, momentum and
energy equations for each phase (quasi-local equations), these are merged to obtain a mixture description
of the two-phase flow. With the usual simplification hypothesis, the GENEPI balance equations are given
below. The stationary flow problem is solved by performing a pseudo-transient computation involving
pseudo-time steps.

1. mass balance
�
�

∇ � � βρ �
�
v ��� 0 (1)

2. momentum balance

β∂t ρ �
�
v � βρ

� �� v � �
�

∇ � �
�
v � �
�

∇ � � βx
�
1 � x � ρ �

�
vR � �

�
vR �

� βρ �
�
g � βΛ̄ρ �

�
v � β

�
�

∇ P � �
�

∇ � � βµT
� ��
∇ �
�
v � �
�

∇t �
�
v ��� (2)

3. enthalpy balance

β∂tρH � βρ
� �� v � �
�

∇ � H � �
�

∇ � � βx
�
1 � x � ρL �

�
vR ��� βQ � �

�

∇ � � βχT
�
�

∇ H � (3)

In order to compute ρ, x and L in function of H and P, we need water thermodynamic tables. The µT ,
χT , Λ̄, �

�
vR terms are obtained by the use of a large set of semi-empirical closure relations [15]. The most

often used are the Schlichting model for µT (µT � a 	 �
�

G 	 Lv where a is a dimensionless constant and Lv a
typical vortex length, [18]) and the drift-flux Lellouche-Zolotar model [14], based on the Zuber-Findlay
approach [20], for �

�
vR . The heat source Q in the enthalpy equation is linked to the resolution of an energy

balance equation for the primary flow. To evaluate this term, other correlations on the heat exchange
coefficient and the wall temperature are included. We can point out the significant nonlinear behavior of
these equations; almost all the equation coefficients are function of the variables.

According to the hyperbolic nature of the flow equations, Dirichlet boundary conditions are used
at the inlets of the domain (mass flux and enthalpy) and Neumann boundary conditions at the outlets
(pressure). The other boundaries of the domain are impermeable walls. Generally, these are considered
adiabatic and with no shear stress.

We solve in H , P and �
�
v variables. We use the powerful fractional-step Chorin-Gresho method [10]

to successively solve the couple (
�
�

G ,P) enforcing the mass balance equation (1). The numerical scheme
is based on the unstructured finite element method with tri-linear hexahedral elements and a Crank-
Nicholson time scheme. The H and �

�
v variables take values at the nodes. In contrast, the P variable is

defined as constant per element. Concerning the equation coefficients, these are generally defined per
element, except for β which is a nodal field. The stress and thermal flux terms are integrated by parts
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and the mass matrix is lumped [11]. The advective and diffusive terms are implicit as is the frictional
one (momentum). The drift terms are explicit. At each pseudo-time step, we first compute the physical
coefficients, function of the variables taken at the previous pseudo-time step. We solve the primary fluid
energy equation (fully implicit FEM) to obtain the enthalpy source term. Thus, the enthalpy equation
is solved. And, finally, the coupled mass-momentum equations are solved using the Chorin-Gresho
method. A conjugated gradient square method (CGS), preconditioned by the ILLU, is used to solve the
arising linear systems.

The adaptive Dirichlet/Neumann method

Overview

The Domain Decomposition Method is part of the SubSpace Correction iterative methods (SSC)
[19, 3]. The main idea is to replace the search of a PDE solution in a large Hilbert space V by a search
in a partition of V in l subspaces: V � V0 � V1 � � � � � Vl . Each local correction (in Vi) of a given ap-
proximation locally increases the finding of the solution. In DDM, the partition is built according to a
geometrical space decomposition. The sum is direct in the nonoverlapping case and indirect in the over-
lapping one. Now an internal interface appears in the computational domain on which we should impose
the continuity of values and derivatives of the variables.

The template of the overlapping methods is the well-known iterative Schwarz method, briefly de-
scribed above (we refer to [13] for a complete bibliography). Iteration-by-subdomain methods, like
the iterative Dirichlet-Neumann method, appear as DDM Schwarz solvers and as preconditioners of the
Steklov-Poincaré interface problem.

The Adaptive Dirichlet Neumann method

To briefly present the Adaptive Dirichlet Neumann (ADN) method, let us consider the following
Dirichlet problem to be solved on the bounded polygonal domain Ω � R 3; u : Ω � R n:

O
�
u � � f in Ω � (4)

u � g on ∂Ω � (5)

with O a given operator, f � L2 � Ω � and g a source term defined in Ω. This problem is replaced by the
solving of the following system on a nonoverlapping partition of Ω, as shown in Fig. 2:

O
�
u1 ��� f in Ω1 (6)

u1 � g on ∂Ω1
� ∂Ω (7)

O
�
u2 ��� f in Ω2 (8)

u2 � g on ∂Ω2
� ∂Ω (9)

with Ω � Ω1 � Ω2 and with suitable boundary conditions on the internal interface Γ to obtain problem
equivalence. In a standard Dirichlet/Neumann method, Dirichlet boundary conditions are imposed on

5



one side of Γ and Neumann boundary conditions on the other side. In the CFD context, this choice must
be coherent with the flow direction (inflow: Dirichlet; outflow: Neumann). If a flow vortex is present on
the interface, the choice of the boundary condition must be local, see Fig. 2.

Ω1 Ω2 Ω1 Ω2

Case 1 Case 2

DirichletNeumann

Ω1 Ω2

D

N D

N

Figure 2: The ADN method

The Adaptive Dirichlet Neumann (ADN) method, introduced by Quarteroni et al [5, 16, 7] provides
an algorithm to overcome this difficulty. Roughly, the BC nature at a node of a given subdomain bound-
ary is function of the sign of the dot product of the external normal �n and the fluid velocity �v. We set a
Dirichlet condition at the inflow velocity nodes (negative sign) and a Neumann condition at the outflow
velocity nodes (positive sign).

In the context of parallel computations, the iterative ADN method can be described as follow. Given
u1

k and u2
k, k

� N . Given Γin �
�
x

� Γ : �v � x �����n � x ��� 0 � and Γout �
�
x

� Γ : �v � x � ���n � x �
	 0 � .
O
�
u1

k � 1 ��� f in Ω1 (10)

u1
k � 1 � g on ∂Ω1

� ∂Ω (11)

u1
k � 1 � αu2

k � �
1 � α � u1

k on Γin (12)

∂nu1
k � 1 � α∂nu2

k � �
1 � α � ∂nu1

k on Γout (13)

O
�
u2

k � 1 ��� f in Ω2 (14)

u2
k � 1 � g on ∂Ω2

� ∂Ω (15)

u2
k � 1 � αu1

k � �
1 � α � u2

k on Γout (16)

∂nu2
k � 1 � α∂nu1

k � �
1 � α � ∂nu2

k on Γin � (17)

Here, α is a relaxation parameter to increase the algorithm stability and its convergence.

The coupling strategy

Based on the master/slave concept, we have developed an application with the CEA code-linker
software called ISAS, see [6], which uses the PVM software. In particular, using a code-linker reduces
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as much as possible the re-engineering cost of the GENEPI code. In this application, several GENEPI
tasks run simultaneously, coupled at every ’cp’ pseudo-time iteration by the ISAS task (coupling period).
For each GENEPI task, the user can set up ’coupled boundaries’. Each coupled boundary is defined by a
boundary condition type (such Dirichlet, ...), a GENEPI task name (task providing the data) and an op-
erator name (such interpolation, ...). After some information exchanges, through the ISAS Master task,
each GENEPI slave task knows which data it requires and which ones it must provide at each coupling
iteration.

Dealing with a vortex at the interface is not really a problem for pure isothermal hydrodynamic
computations, using the Chorin - Gresho algorithm. Indeed, the problem arises with a reversal flow at
the nodes of a fixed Neumann BC interface for the energy balance equation [3]. In this case, no value is
given to the incoming specific enthalpy. . . To overcome this difficulty, we dynamically manage the BC at
outflow coupled boundaries as described below. At each coupling iteration:

1. Receive the mass flux field from the global domain (like a Dirichlet BC).

2. Eventually, apply a relaxation stage (see Eq. [12]).

3. Compute the dot product between the (eventually relaxed) mass flux and the outward normal.
Determine the nature of the coupled BC by using the above rule. This holds for the momentum
and energy balance equations.

4. Receive the stress tensor field from the global domain (like a Neumann BC) and, eventually, apply
a relaxation stage.

5. Receive specific enthalpy and thermal flux fields, with eventually relaxation.

The previously presented strategy may be called ‘full ADN‘, because the mass flux and the specific
enthalpy are concerned. It is possible to independently define the coupled BC for each balance equation,
keeping the adaptive determination only for the energy equation. Also, the primary fluid energy balance
equation is solved by a Dirichlet/Neumann method.

Then, we distinguish the pseudo-time step iterations from the coupling (DDM) iterations. At each
coupling iteration, the GENEPI slaves perform cp pseudo-time steps.

Numerical tests

In this section, we report some numerical results concerning the speed-up Sn and the efficiency
En � Sn

n according to the subdomain number n (the number of degrees of freedom, dof, is kept constant):

Sn � Elapsed time with 1 processor
Elapsed time with n processors

(18)

and the scalability Sc (the ratio of the number of dof to the number of subdomains is kept constant):

Sc � Elapsed time for p dof with 1 processor
Elapsed time for n*p dof with n processors

(19)

of the ADN algorithm in an industrial simulation context. Moreover, we report the effect of different
numerical parameters (relaxation coefficient α, coupling period cp, . . . ) on the convergence.
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We also present comparisons of global or local values (interpolated on vertical lines in the riser)
concerning some physical quantities (void fraction, mass flow rate, . . . ).

The test case

Our industrial test case is the CLOTAIRE mock-up simulation [4]. It is a full scale (in height) steam
generator mock-up. The riser part forms a half cylinder of 0.62 m in diameter and 9.16 m in height. The
inside is filled with a U-shaped tube bundle, 7.2 m in height, into which the hot primary flow enters. One
flow distribution baffle, nine tube support plates and one anti-vibration bar are fixed in respectively the
bottom, upright and curved part of the bundle. The simulation fluid is Freon r114.

For this test case, the steady flow regime is characterized by:
� the mass flow rate at the hot leg inflow (resp. cold leg) being 37.55 kg/s (resp. 28.3 kg/s),

� the specific enthalpy at the hot leg inflow (resp. cold leg) being 119.3 kJ/kg (resp. 118.5 kJ/kg),

� the outflow pressure being 0.88 MPa,

� the inflow primary fluid temperature (resp. mass flow rate) being 361.8 K (resp. 60.05 kg/s).

The reference simulation shows the numerical characteristics below. It was run on the CEA supercom-
puter IXIA, a 64 Dec-Alpha ES40 station cluster, each node with 833 MHz EV68 quadri-processors.

� The mesh includes 129,536 cells and is structured in the mean flow direction (vertical, 256 layers).
The mesh cross-section can be found in Fig. 3 and includes 506 2-D cells. The characteristic cell
length is about 2.2 cm, similar to the U-tube bundle pitch. The used RAM is about 1 Go.

� The time step is imposed (74e-2 s, CFL number about 2.5).

� The wall-clock time (elapsed time) needed to reach the steady flow regime criteria is about 14hs
30mn. We specify this criteria by a relative difference of the approximations, between two succes-
sive pseudo-time steps, less or equal to 1.10 � 5s � 1. It is to be noted that the industrial computation
criteria is about 1.10 � 3s � 1.

Figure 3: Mesh cross-section (129,536 cells).
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The DDM set-up

All the DDM computations share the following numerical parameters.

� Two-phase mixture momentum balance equation: Dirichlet-Neumann BC.

� Two-phase mixture energy balance equation: adaptive Dirichlet-Neumann BC.

� Primary fluid energy balance equation: Dirichlet-Neumann BC.

� Additive algorithm (parallel algorithm) with a coupling period cp of 20 pseudo-time steps.

� relaxation coefficient α: 0.3.

The initial mesh is partitioned into 4, 8, 16 or 32 subdomains. Figure 4 shows a front view of the partition
into 8 subdomains with overlaps. The mesh cell number is almost the same in each subdomain (if
possible). These partitions can be with or without overlaps. The most important part of the computations
was done with a 3 cell layer overlap. Computations are done using the same CEA supercomputer IXIA.
The used communication network was the Ethernet one (10 Mo/s). The elapsed time can be decomposed
in the following way: computation CPU time + BC management CPU time + communication time.
Table 1 illustrates this point for a four subdomain DDM computation.

Figure 4: Domain partition into 16 overlapping subdomains: mesh front view.
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Elapsed time 13,936 s 100 %

Communication time 293 s 2%

Total CPU time 13,643 s 98%
Computation CPU time 13,380 s 96%
BC management CPU time 263 s 2%

Table 1: Four subdomain partition: contributions to the elapsed time; DN method.

Computational accuracy

We evaluate the DDM computational accuracy using numerical probes based on global physical
quantities (mean void fraction at outflow, . . . ) and local ones (profiles in the computation domain).

Table 2 gathers some global physical quantities. As the 32 subdomain computation has not exactly
reached the specified steady flow regime (convergence level less than 5.10 � 5s � 1, instead of 1.10 � 5s � 1),
we do not use the results to probe the DDM computational accuracy. The discrepancies are lower than
5.10 � 3 (0.7%) for the mean void fraction, 8.10 � 2 K (0.03%) for the primary fluid temperature and 4.10 � 4

(1.0%) for the mean static quality.

αo TPs Xh Xc

(K)
1 domain 74.9 10 � 2 355.87 -4.04 10 � 2 -4.80 10 � 2

2 subdomains 74.9 10 � 2 355.85 -4.03 10 � 2 -4.79 10 � 2

4 subdomains 74.7 10 � 2 355.79 -4.02 10 � 2 -4.78 10 � 2

8 subdomains 75.2 10 � 2 355.86 -4.03 10 � 2 -4.79 10 � 2

16 subdomains 75.4 10 � 2 355.87 -4.00 10 � 2 -4.76 10 � 2

Table 2: Global physical quantities probing the DDM computational accuracy, αo: mean outflow void
fraction, TPs: outflow primary fluid temperature, Xh and Xc: mean inflow static quality (hot/cold leg).

Concerning the local physical quantities, we present, in Figure 5, some mass flow rate profiles inside
the riser for the 32 overlapping subdomain case. In this figure, two profiles are presented: one for the
hot leg and one for the cold leg, the dashed line is the DDM computation result and the solid one the 1
domain result. Vertical dashed lines are the traces of the internal interfaces.

Convergence and speed-up

Fig. 6 shows the DDM computation convergences in relative L2-norm of the mass flow rate versus
the pseudo-time step counter. As expected for a DN iteration-by-subdomain method, the convergences
are quite similar for a domain partition into 2, 4 or 8 subdomains, but are dampened for partitions into
16 and 32 subdomains.

Speed-up and efficiency are reported in Table 3. Computations are stopped when the specified
steady flow regime or the maximum number of pseudo-time steps (5,000; case of 32 subdomains) is
reached. The maximum value of the speed-up is reached for the 16 subdomain partition. It appears to
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Figure 5: Mass flow rate vertical component versus elevation; 32 overlapping subdomains.

be an optimal one: under 16 subdomains, the number of dof per subdomain is too big and over this
number, it is the communication cost which is too big. It is worth mentioning that, when the subdomain
number increases, the computational work balance decreases, due to some discrepancies in geometry and
modelling (subdomain without primary flow energy balance equation for instance). In the case of the 32
subdomain partition, the relative CPU times range from 1 to 1.5.

Speed-up Efficiency Memory Communication
by task (Mo) time

2 subdomains 1.97 0.99 449 2.4%
4 subdomains 3.29 0.82 232 4.9%
8 subdomains 6.25 0.78 146 8.31%
16 subdomains 8.48 0.53 91 24.1%
32 subdomains 6.29 0.20 56 49.3%

Table 3: Speed-up and efficiency for 2, 4, 8, 16 and 32 subdomains.

Also shown is the memory required by subdomain computation. The fast decrease of the used
memory concludes to the possibility of drastically increasing the size of the simulations (about 700,000
cells on 8 processors with 1 Go RAM).

Scalability

For this numerical test, we used a subdomain of 16,192 cells for which all the primary fluid and
two-phase mixture balance equations are solved. Here, there is no overlap between the subdomains. The
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Figure 6: Mass flow rate convergence for DDM computations involving 2, 4, 8, 16 and 32 subdomains.

number of subdomains is taken between 2 and 6. The scalability values are listed in Table 4.

2 3 4 5 6
Scalability 0.918 0.884 0.851 0.847 0.861

Table 4: Scalability for 2, 4, 8, 16 and 32 subdomains.

The scalability behavior is quite good. The decrease of the value is slow and it is stabilized around
0.85. We can notice that splitting the domain along the mean flow direction leads to setting the number
of internal interfaces per subdomain, independently from the subdomain number.

Numerical parameter studies

� Relaxation. In this test, the value of the relaxation parameter α is chosen in the interval [0.1,
0.5] and the domain partition involves four subdomains. Table 5 shows the number of pseudo-time steps
needed to reach the steady flow regime versus the relaxation value. The relaxation parameter has a
significant impact on the computational convergence (as shown in [7]). For the value 0.5, the algorithm
convergence fails. An optimal value can be found in [0.2; 0.3].

α = 0.1 α = 0.2 α = 0.25 α = 0.3 α = 0.5
Pseudo-time steps 5,000 4,360 4,240 4,960 -

Table 5: Four subdomain partition: effect of the relaxation parameter value on the pseudo-time steps
needed to reach the steady flow regime.

� Coupling period. Decreasing the coupling period increases the algorithm stability, but decreases
the overall performances: the communication cost is higher. Changing the coupling period from 20

12



pseudo-time steps to 10, this cost is doubled without any significant improvement in the convergence.
Also, it is well known that the convergence of the sequential algorithms is faster than that of the parallel
ones. But again, the difference in the convergence is not significant: 28 pseudo-time steps for a two
nonoverlapping subdomain partition (1% of the total pseudo-time step number), with the elapsed time
multiplied by 1.8.

� ADN versus DN methods. On the one hand, the ADN method allows SG DDM computations even
if vertexes are present on the internal interfaces (in this case, the DM method fails). On the other hand, the
ADN method includes some additional operations (velocity/normal scalar products, . . . ) and additional
communications (stress and value fields are both communicated). We can estimate the overhead cost
from cases where the two methods work. It is the case for the four subdomain partition. As illustrated in
Table 6, in this case, the overhead cost is significant, essentially for the communication, and efficiency is
strongly decreased (from 1.0 to 0.8). The overhead CPU time is lesser (no vortex at the interface).

ADN DN
Speed-up 3.29 4.01
BC management / total CPU time 3.3 % 2.7%
Communication / elapsed time 4.9 % 2.2%

Table 6: DN versus ADN methods for the four subdomain partition test case.

� Subdomain overlap. The subdomain overlap increases the ADN algorithm robustness and is a
crucial component in achieving SG DDM computations involving a number of subdomains higher than
8. However, the overlap techniques lead to extra CPU time. This point is illustrated in Table 7 for
the eight subdomain partition. Without overlap, each subdomain includes 32 cell layers. This number
changes to 38 with overlap (20% added; it is also the overhead CPU time per pseudo-time step). As a
result, the elapsed time is increased by 10%.

With overlap Without overlap
Steady flow (pseudo-time steps) 4,380 -
CPU time per pseudo-time step 1.95 s 1.60 s
Elapsed time for 5,000 pseudo-time step 10,624 s 9,665 s

Table 7: Subdomain overlap extra cost; eight subdomain partition.

A million cell computation

In this subsection, we would like to illustrate how the simulation capacity is enhanced using DDM,
leading to computations which would have been inconceivable even recently. Here, we give an overview
of this new ability with some results from a million cell Clotaire mock-up computation. Physical and
numerical modeling are similar to the ones previously used. The mesh is obtained by cell refinement of
the previous one: each cell is split into 8 cells. Roughly, the mean cell size is about one centimeter (the
computation of an industrial SG requires about 5 million cells to obtain cell sizes equal to the U-tube
bundle pitch). The number of overlapping subdomains is 32 (480 Mo RAM per subdomain) and 7,500
pseudo-time steps are necessary to reach a steady flow regime criteria of 10 � 2s � 1. The elapsed time is
17h 30 mn (IXIA) and the communication to elapsed time ratio is near 26%. To give an illustration of the
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geometrical accuracy of these results, we present, in Figure 7 and 8, the mass flow rate and the specific
enthalpy at the U-tube bundle outflow.

Summary

In this work, we have proved the high efficiency of the ADN method for SG DDM computation on
parallel computers in an industrial context. Using a code-linker software (master/slave) allows a low cost
code parallelization, even if it involves inherent limitations. The numerical tests involving up to 32 sub-
domains have illustrated the accuracy (for local and global quantities) and efficiency of the algorithm. In
this test, the optimal speed-up is about 8 using 16 overlapping subdomains. Above this number, the un-
balanced partitions and the master/slave approach (communication bottleneck) reduce the performances.

Numerical tests conclude to the crucial impacts of the boundary relaxation parameter (here, 0.3),
of the subdomain overlap on the computational robustness and algorithm convergence. The effect of the
coupling period and the ADN extra cost have also been evaluated.

The enhanced simulation capacity is illustrated with a million cell industrial computation of a SG
mock-up (RAM 16 Go on 32 processors) never achieved before. Today, we can performe industrial SG
simulations involving scales similar to the U-tube bundle pitch. A DDM graphic user interface has been
made to help engineers in their work.
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Figure 7: Exhibition of a million cell computation: mass flow rate (detail).

VAL − ISO

> 1.27E+05

< 1.36E+05

 1.27E+05

 1.27E+05

 1.28E+05

 1.28E+05

 1.29E+05

 1.29E+05

 1.30E+05

 1.30E+05

 1.31E+05

 1.31E+05

 1.31E+05

 1.32E+05

 1.32E+05

 1.33E+05

 1.33E+05

 1.34E+05

 1.34E+05

 1.35E+05

 1.35E+05

 1.35E+05

 1.36E+05

 1.36E+05

Figure 8: Exhibition of a million cell computation: specific enthalpy (detail).
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