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Abstract 

 
We present in this paper the parallel structure of a thermal-hydraulic framework: Trio-U. This 

development platform has been designed in order to solve large 3D structured or unstructured CFD 
problems. 

The code is intrinsically parallel, and an object-oriented design, UML, is used. The 
implementation language chosen is C++. All the parallelism management and the communication 
routines have been encapsulated. Parallel I/O and communication classes over standard I/O streams of 
C++ have been defined, which allow the developer an easy use of the different modules of the 
application without dealing with basic parallel process management and communications. Moreover, 
the encapsulation of the communication routines, guarantee the portability of the application and 
allows an efficient tuning of basic communication methods in order to achieve the best performances 
of the target architecture. 

The speed-up of parallel applications designed using the Trio_U framework are very good since 
we obtained, for instance, on complex turbulent flow Large Eddy Simulation (LES) simulations an 
efficiency of up to 90% on 20 processors. The efficiencies obtained on direct numerical simulations of 
two phase flow fluids are similar since the speed-up is nearly equals to 7.5 for a 3D simulation using a 
one million element mesh on 8 processors. 

The purpose of this paper is to focus on the main concepts and their implementation that were the 
guidelines of the design of the parallel architecture of the code. 

 
 



Introduction 
 

Due to the large variety and complexity of physical problems studied, it is compulsory that CFD 
codes allow to test and use in the easiest way as possible many different physical models and 
numerical schemes. A pair, physical modeling, numerical method can be chosen, for example, 
depending  on the ratio between desired precision of the simulation and cost of this simulation. For a 
same physical configuration many different numerical simulations can be used depending on models 
and numerical schemes. 

From another point of view, some physical modeling techniques, such as LES, imply some 
constraints on the discretization depending on the physical properties of the simulated flow. Moreover, 
the complexity of simulated geometries imply a minimal number of meshing elements to represent 
flow structures or phenomena that must be properly computed. For these two main reasons, both 
memory space and CPU time are critical resources for CFD codes. One way to break down these 
limitations is the use of parallel distributed memory architectures. But  CFD codes have to be designed 
in such a way that they can be executed on this kind of architecture. 

Due to the particular nuclear framework on the reported activities (that requires strong couplings 
with other parts of physics like thermal conduction in structure, neutronics, …) and the choice of some 
modeling that requires resources of  massively parallel computers (LES for example), a particular 
attention has been paid to both code architecture and parallel strategy. 

CFD codes for nuclear applications are supposed to deal with various thermal hydraulic problems 
including incompressible flows, two-phase flows using various numerical methods including finite 
difference, finite volume and finite element methods. They are also supposed to be performant on a 
wide variety of computers including massively parallel computers. Abstraction an reusability is 
therefore a key issue. It should be possible (when it makes sense) to write generic algorithms for a 
class of problems without explicit (unnecessary) reference to a given discretization method (in time or 
space) or a specific physical model. Therefore the main objectives of such a CFD code architecture are 
the following: 

• An open software architecture to which new numerical schemes and physical models can be 
easily added 
• A modular structure from which sub-assemblies can be easily extracted to produce an 
industrial software dedicated to specific applications 
• The platform must be suitable for hardware architectures comprising single or multiple 
processors. Parallel processing must be handled in such a way that when new physical models or 
numerical schemes are added there is no need to significantly change the software as a whole.  
• Object-oriented design would appear to be extremely suitable for producing an open, modular 
software architecture, with components that can be reused. In addition, implementing parallel 
processing must be transparent for developers who are either specialists in computing or fluid 
mechanics and who will be “clients” of the platform. 

 
We present in the following the main principles and design of a CFD code developed at 

CEA/DEN, Trio_U, which have followed the previous objectives (see [10]). The three main goals of 
the project are the following: 

1. The solving of huge 3D flow problems on structured and unstructured meshes: The modeling 
of refined physical phenomena, like the study of turbulent flow in large complex geometry is a 
typical problem that can be handled. 
2. This project has to be an open structure for the development, coupling and integration of 
other applications: such a structure is needed for the integration of different physical models 
(compressible, incompressible, turbulence ...), the development and integration of new numerical 
methods and discretization methods (finite element, finite volume, finite volume elements, 



iterative solvers, multigrid methods ...) and the coupling between various physical equations 
(thermal, hydraulic, mechanic, ...). 
3. The portability: The code has to run on a wide variety of machines: workstation, parallel 
shared memory machines, parallel distributed memory machines. 

 
In order to achieve the first objective the code is intrinsically parallel. The simulation of refined 

3D physical phenomena requires meshing of several million elements, and the use of parallel 
distributed memory machines is compulsory. Nevertheless, the code is also intended to run also on 
other architectures, like parallel shared memory machines, network of workstations, or even in a 
sequential way on a single workstation. Therefore, the structure of the code has to take into account all 
these parameters in a way that does not burden the developer. 

In order to achieve the portability and the open structure objectives, an object-oriented design, 
UML [1], is used. The implementation language chosen is C++ [2]. All the parallelism management 
and the communication routines have been encapsulated. Parallel I/O and communication classes over 
standard I/O streams of C++ have been defined, which allow the developer an easy use of the different 
modules of the application without dealing with basic parallel process management and 
communications. Moreover, the encapsulation of the communication routines, guarantee the 
portability of the application and allows an efficient tuning of basic communication methods in order 
to achieve the best performances of the target architecture. At the present time, the message passing 
library encapsulated is MPI [3].  

 
In the first section, the different models of parallelism used for the conception of the code are 

presented. Secondly, the parallel structure of the application and the different classes designed to 
manage the parallelism and the communication are described. We then focus on the domain 
decomposition methods implemented. Finally, some experimental and performance results of large 3D 
simulation are presented.  
 
Models of parallelism 
 

The size of the considered problems can not be solved on standard machines. Moreover, even for 
the problems that can be solved on such machines, CPU times are prohibitive. Thus the mentioned 
massively parallel computers with distributed memory must be used in order to solve large 3D 
problems. However, to achieve the goals of generality of the code, standard machines, like sequential 
or shared memory computers, are considered too. One of the originality of the project is to design an 
intrinsically parallel application in order to hide the parallelism inside the code. This allows the 
development of new modules without taking care about their parallelization. The following designing 
choices have been done: 

• Parallelization model: Data parallelism [4]. The initial domain is split into smaller ones and 
each of these sub-domains are distributed among the available processors. A domain 
decomposition method is used which is quite different from the standard ones, as one can see in 
the next section.  
• Programming model: SPMD [4]. The same code is executed by all the processors but using 
different data.  
• Communication model: Message passing [4]. Since irregular data structures are used, the 
management of communications between processors is carried out explicitly in order to achieve 
good performances. At the present time, MPI library is used. 

 



Design and implementation choices 
 

Model of  the parallel code  
 

A model of a parallel code has been designed: the class Process is the model of a 
computational process. Each object of the hierarchy inherits from the class Process. Thus, each 
object can communicate with the other ones in a natural way. 

One of the goal of the project is the portability. This goal can be achieved using the encapsulation 
mechanism of object oriented languages in order to hide the communications inside the application. A 
set of classes which manage all the communications between processors and parallel I/O has been 
designed. 

The main idea that has lead the conception of these classes, is transparency. Thus, a message is 
sent to another processor in the same way as data is written in a file. The same principle is used for the 
classes which redefine the I/O. According to the file type, the behavior is different, although the code 
expression is identical. 

Due to the polymorphism property of C++, only 4 routines are used to achieve all communication 
patterns [5]. Thus the user interface is greatly simplified. The same routines can be used for sending 
any kind of data (integer, double, strings or objects). According to the parameters of the routine any 
kind of communication scheme can be achieved (point-to-point, broadcast, distribution, 
synchronisation, …). For instance, the call to: send(source,target,tag,data) realizes a 
send of the message data from processor “source” to processor “target” if both “source” and “target” 
are not equal to -1. On the contrary if “target” is equal to -1, then the processor “source” will send the 
same data to all the other processors, which corresponds to a broadcast. 
 

Description of the domain decomposition technique 
 

Trio_U is based on a domain decomposition technique quite different from the standard ones 
[6][7][8]. The domain is distributed in a load-balanced way among the different processors. Then each 
processor solves the problem on its own sub-domain more or less independently from the others.  

The standard methods used in domain decomposition consist in solving in parallel the problems 
on each sub-domain, and then to deal with the frontiers problems in order to ensure continuity of the 
solution. Since the application is intrinsically parallel, there is only one problem which is solved by 
several processors. The elements which are located on a frontier are treated like internal ones, and a 
particular problem on the frontier has not to be solved.  

Moreover, for the development of new numerical methods or physical models, the developer will 
not have to deal with parallelism, since the data structure is parallel. To achieve this, the objects which 
represent the geometry and its discretization carry some information about the interface between sub-
domains. So the connectivity between sub-domains is contained in the data structure, and thus each 
object of the geometry knows how to get an information from a neighbor sub-domain. In order to 
optimize the communications, an overlap sub-domain method has been implemented, so that frontier 
values are only exchanged at each time step of the simulation. 
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We present the principle in figure 1.  In this example, we consider two sub domains, and we 
detail, what we call real and virtual elements 

 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 

 

Figure 1: Principle of domain decomposition technique 

This method is based on the notion of distributed arrays. Each distributed array owns a personal 
part which contains the values of its sub-domain and a virtual part which contains a copy of the values 
of the next sub-domains (see figure 2). In this figure, we describe the structure of a distributed array of 
processor 0 (PE 0), which contains values of a cell-centered field. In this example, we suppose that, 
sub domain of processor 0 has two neighbors. 
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Suppose we want to compute the gradient at the mesh edges of a constant by element field using 

the simplest finite difference scheme 
x

pp ii

∆
−+1

. We see that processor 0 will need 3 values from 

processor 1 (at element 0, 3 and 6) and 3 from processor 2 (at element 0, 1 and 2). We have 
consequently designed objects that make it possible to store not only the values on a given 
computational domain, but also a copy of the values from neighboring domains. The array has a real 
part containing the values on the sub-domain under consideration, and a virtual part, which contains a 
copy of the values on the neighboring sub-domains. It also has a description of both the values to be 
sent to and of the values he will receive from other processors. All these information are provided 
when an Unkn_Field is constructed. For example a Po field will create a distributed vector that knows 
how to exchange values at elements for a given stencil. Moreover the Unkn_Field class provides an 
update() method which is called (at least) at the end of each time step and which will also update the 
virtual values. The description of the virtual part of the value vector is also used for the resolution of 
the linear systems. The update method is a generic one:  
Unkn_Field: :update() {  
wheel.roll();  
values.exchange_data(); 

}  
 
Examples of  parallel CFD applications designed within Trio_U  

PRICELES: Large Eddy Simulations[9] 

 
One of the first dedicated application designed from the Trio_U framework is the PRICELES 

code. PRICELES is especially designed for industrial Large Eddy Simulations (LES) on structured 
and  non-structured grids of several tens of millions of nodes [12]. The performance of the code and 
the advantage of LES will be demonstrated on the example of a typical PWR application. Upstream of 
a tube bend, cold water is injected into the main flow of hot water (Re is about 700 000). This 
simulation has been achieved with 3 and 10 Million degrees of freedom using sequential and parallel 
calculations on 5 and 10 processors. We present, in figures 3, the results obtained using standard k-ε 
turbulence modeling, and the ones obtained using LES in figure 4. A typical instantaneous temperature 
distribution of the wall is shown below for the same instant.  

 

 

 

Figure 3: k-ε ε simulation on 10 processors  Figure 4: LES simulation on 10 processors 

 
The mean CPU-times per time step for sequential computation with 3 Million and 10 Million 

degrees of freedom were measured. In table 2 these times are compared to the corresponding parallel 
computation on 5 and 10 processors, respectively. The calculations were performed on a 
HP/COMPAQ SC256. 



 
Table 2: Comparison of CPU-times 
Calculation CPU/timestep SpeedUp 
sequ. 3 Mio degree of liberty 5.45s  
paral. 3 Mio degree of liberty    (5P) 1.2s 4.5 
sequ. 10 Mio degree of liberty 23s  
paral. 10 Mio degree of liberty (10P) 2.8s 8.2 

 
The speedup of the parallel calculation is linearly dependent on the used processors, since a 

speedup of 8.2 is obtained on 10 processors.  
The speedup curve from 1 to 15 processors on the calculation using 10 M degrees of freedom is 

presented in figure 5 and is compared to the ideal one. 

 

 

 
 

 

 

 

Figure 5: Speedup obtained for 10M degrees of freedom on a HP/COMPAQ SC256 

 
Figure 6 presents the LES simulation of a hot leg in a reactor application whose purpose is to 

determine the temperature along the hot leg.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 6: Temperature field along the hot leg.  
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Direct numerical simulations for two phase flows 
Another example of  specific application designed from Trio_U, is an application dedicated to the 

simulation of two phase flows using direct numerical simulation based on the second gradient theory 
[11].  This code has very good performances, since we obtained near 90% of efficiency using 20 
processors on 1M meshing elements. The parallelization of this application has been achieved in two 
days, thanks to the Trio_U framework. 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 7: Bubble detachment simulation using Trio_U.  

 
Debug and validation of parallel applications using the Trio_U framework 
 

Debug and validation of parallel applications is not a trivial problem. One of the best way to 
validate the results of a parallel execution is to compare them with results from a sequential 
computation. But the problem is how to detect the source of the difference between the two 
executions. In order to simplify the work of debugging and validation, some tools have been 
developed inside the code in order to automatically compare the results of both executions. The 
principle is the following. First, one has to  instrument the code in order to specify what are the values 
to check: Debog::check(msg,values). Then, the code is ran in a sequential way, and produces 
some traces containing the results of values to be checked in a file (DEBOG file). Subsequently, the 
same simulation is done in a parallel way, and each value to be checked is compared with the 
sequential value and produces trace files containing the difference between the sequential and the 
parallel values (Err_DEBOG files). The principle is described in Figure 8. 

 
 
 
 
 
 
 
 
 
 

 

Figure 8: Principle of Debog tool  

 
For each message, the sequential and the parallel number of the discretisation support, the 

sequential and the parallel values and the relative differences are given. For instance, suppose we want 

 

Seq exec DDEEBBOOGG

Par exec 
EErrrr__DDEEBBOOGG xseq!=xpar 



to check the pressure values after a specific operator Op1. Then we have to instrument the code in the 
following way: 

// Call to compute operation of Op1 
Op1.compute(pressure_values); 
// Check the values 
Debog::check(“Pression values after Op1”, pressure_values); 
 
We suppose a cell centered discretisation of the pressure. Then the trace message will be the 

following: 
Pressure values after Op1 à // trace message msg 
 // sequential cell number  – parallel cell number – seq. value – par. 

value -  relative difference 
 
The Debog tool can be also used in a driven mode. A sequential value, for example the solution 

of a linear system, can be used during a parallel execution in order to separate effects (see Figure 9).  
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 9: Example of driven mode for Debog tool. 

 
 

Conclusion 
 

The Trio_U code is presented which is based on a parallel, object oriented approach. In this 
approach, only one problem is treated for the whole calculation domain which is solved in parallel on 
several processors. Regarding large industrial applications, the speed-up of the parallelism allows to 
analyze problems with more than 100 Million degrees of freedom. As a consequence of the large 
number of nodes, on one hand more accurate results are expected by using the philosophy of mesh 
refinement. On the other hand, larger and more complex industrial problems can be treated. 
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