
 
 
 
 
 

PARALLEL THERMAL RADIATION TRANSPORT IN TWO DIMENSIONS 
 
 

Richard P. Smedley-Stevenson 
AWE 

Aldermaston, Reading, RG7 4PR, United Kingdom 
richard.smedley-stevenson@awe.co.uk 

 
 
 

Abstract 
 
This paper describes the distributed memory parallel implementation of a deterministic thermal 
radiation transport algorithm in a 2D ALE hydrodynamics code. The parallel algorithm consists of a 
variety of components which are combined in order to produce a state of the art computational 
capability, capable of solving large thermal radiation transport problems using BlueOak, the 3TFlop 
MPP computing facility at AWE. Particular aspects of the parallel algorithm are described together 
with examples of the performance on some challenging applications. 



 
 

 

 

Introduction 
 

This paper describes the parallel implementation of the thermal radiation transport algorithm 
described previously [1]. The algorithm is capable of solving large thermal radiation transport 
problems on general unstructured meshes composed of quadrilaterals, including those associated with 
spatial adaptive mesh refinement (AMR) strategies, together with the ability to vary the angular 
resolution arbitrarily from cell to cell in the spatial mesh [2]. This algorithm is aimed predominantly at 
calculations in 2D axi-symmetric geometry, although a 2D planar geometry option is also available. 

 
In addition to the solution of the transport equation in a static medium, a comprehensive treatment 

of fluid frame material motion corrections including the effects of Doppler shifts, aberration and 
advection has been included in the algorithm (for non-relativistic flows). Specifically, a second order 
accurate advection scheme has been developed for the intensity, which facilitates the use of arbitrary 
Lagrangian-Eulerian (ALE) meshes [3] to model the interaction of thermal radiation with complex 
hydrodynamic phenomena. These algorithms have been adapted to work efficiently for both uniform 
and variable angular resolution meshes. 

 
 

Domain decomposition for parallel transport 
 

In order to provide a scalable parallel implementation of the solution of the transport equation, the 
computational work associated with updating the intensity values needs to be distributed uniformly 
amongst the processors. A strategy has been developed based on decomposing the intensity over space 
and frequency in order to solve large time-dependent thermal radiation transport problems. The choice 
of spatial decomposition can significantly affect the scalability of the transport sweep and the different 
options for the domain decomposition are described below. 
 
 
1D verses 2D spatial decompositions 
 

Improved performance can be obtained from a 1D decomposition of the 2D mesh. This is an 
attempt to provide an analogue of the KBA decomposition i.e. that used by Koch, Baker and Alcouffe 
[4] for orthogonal meshes. For meshes with a logically rectangular structure, the logical mesh can be 
decomposed into strips oriented along either of the logical co-ordinates. Alternatively, a physical 
decomposition can be constructed based on ordering the cells in terms of a function derived from the 
location of the element centres. The cells can be ordered in terms of the x (or y) co-ordinate according 
to the function ax/(xmax-xmin)+by/(ymax-ymin) for a=1000, b=1 (or a=1, b=1000). Another choice is to use 
the same function with polar co-ordinates, having specified the location of the polar origin, which is 
appropriate for problems where the spatial mesh is concentrated in cylindrical or spherical shells 
modelled using a polar mesh. 

 
Irrespective of the domain decomposition strategy, the number of partitions, P, which are 

appropriate for a 1D spatial decomposition is limited by the size of the spatial mesh (N). For a square 
mesh, the number of single layer ghost cells in a 1D spatial decomposition will equal the number of 
active cells when P ~ N1/2/2, while for a 2D decomposition into square domains this occurs when P ~ 
N/16*. The growth in the number of ghost cells impacts the communications overhead. For a fixed 
mesh size, the optimal decomposition changes from a 1D logical decomposition to the more usual 2D 
decomposition used for parallel explicit hydrodynamics calculations. The details of this transition 

                                                      
* For a 2D decomposition of a cubic 3D mesh these limits are replaced by P ~ N1/3/2 and P ~ N/216. 



 

 

 
 

depend on the problem, but, as a rule of thumb, 2D decompositions should be adopted before P 
reaches N1/2/4. The 2D decomposition is performed using METIS [5], passing cell to cell connectivity 
information in order to ensure a correct treatment for disjoint node boundaries corresponding to a 
change in spatial resolution. 

 
This has a significant impact on high Sn order multi-group calculations, where both the work and 

storage requirements per cell are high, requiring the problem to be decomposed over a large number of 
processors, but the cell count is fairly modest (~ 12K) for well resolved 2D calculations. Spatial 
domain decomposition becomes ineffective at reducing the memory overheads per processor 
associated with the ghost cells beyond a few hundred processors and a hybrid strategy (decomposing 
over group in addition to space) is necessary in order to tackle the most demanding problems. 
 
 
Combined space and group decomposition 
 

In multi-group calculations, the G photon groups are partitioned into nbch independent sets, 
which are referred to as batches. This allows each batch to have a separate angular mesh, which 
increases the potential gains available from variable angular resolution calculations. For uniform 
angular resolution calculations, this allows high Sn orders to be used for the streaming in the high 
frequency groups, while simultaneously representing the diffusive flow in the thermal groups with a 
low Sn order quadrature set. 

 
The subdivision of the photon energy groups amongst different processors can be implemented in 

a similar manner to this subdivision into different group batches. The presence of the group batch 
coding considerably simplifies the implementation of the parallel decomposition of the frequency 
domain, with only minor modifications required to the majority of the transport coding. For the grey 
acceleration step either all processors co-operate on the solution of a single matrix equation (by further 
partitioning of the spatial domain) or the solution is evaluated simultaneously in each sub-domain; the 
most effective strategy depends on the scalability characteristics of the matrix solver. 

 
There are significant performance gains to be had on cache based architectures (typically a factor 

3) by solving the transport equation for several groups simultaneously, due to operating on larger 
contiguous areas of memory during the transport sweep. Partitioning the frequency domain also 
reduces the number of processors that can co-operate on the manipulations of the sweep graph, which 
are repeated for each sub-domain. Spatial domain parallelism should therefore be exploited in 
preference to frequency domain parallelism, and a combined strategy adopted only when this is 
essential in order to provide access to the necessary levels of parallelism. 
 
 
Memory and CPU time limitations 
 

Massively parallel computing platforms need to be exploited in order to ensure practical 
turnaround times for deterministic transport calculations. This is important in order that fully resolved 
transport calculations can be used for routine experimental target design simulations. In terms of 
limitations on the fidelity of the solutions of the transport equation, calculations requiring large 
number of angles and/or significant numbers of photon energy groups provide a challenge for the 
current size of the available computing platforms. 

 
Limitations on the parallel scalability of the transport code algorithms constrain the reduction in 

turnaround time that can be achieved by increasing the number of processors. Conversely, large 
transport simulations require a significant amount of memory in order to store the large number of 



 
 

 

 

unknowns associated with the radiation intensity. For distributed memory computing platforms, 
limitations on the amount of available memory per processor are responsible for preventing 
calculations from being performed and consequently every effort should be made to minimise the 
overall memory usage, specifically for mesh-wide arrays whose size stays fixed as the number of 
processors increases. 

 
In 2D the amount of data required to represent the radiation intensity is 4×N×n(n/2+1)×G×8 

Bytes where n is the Sn order, assuming that each group requires the same angular resolution. The 
time-stepping procedure adopted for the transport code requires three copies of the intensity data to be 
stored concurrently and a further copy is required in order to support repeating the current time-step. 
With the additional copy of the intensity stored in the host hydro-code, five copies are required in the 
current implementation.  

 
The current BlueOak machine has an average of 1GByte of available memory per processor (IBM 

Power3, rated at 1.5GFlops). Restricting the size of the intensity storage to 50 Mbytes per processor 
(including a factor of two to account for the ghost cell storage and allowing the total storage to account 
for only half of the available memory due to sharing the memory resource with other tasks), the 
number of processors required to provide access to sufficient storage is: P ~ (N/10,000)×n(n/2+1) 
×G/150. As an example consider a 23 group S32 calculation with a mesh of 12K elements, where this 
equates to a minimum of 100 processors and a 2D spatial decomposition must be employed. 

 
Spatial domain parallelism alone is ineffective once the number of ghost cells exceeds roughly 

half the number of active cells i.e. when there are fewer than ~ 64 cells per processor and a hybrid 
space and frequency domain strategy must be employed which ensures that n(n/2+1)×(g/23) < 1,000, 
where g is the number of groups per processor. In addition to determining the necessary photon group 
parallelism, this expression places an upper limit on the Sn order that can be employed in calculations. 
For 23 group S64 calculations, this means that the frequency groups must be partitioned into at least 
two sub-domains†. 
 
 
Parallel transport sweep optimisations 
 

This section describes the implementation of the transport sweep on a spatially decomposed 
mesh. The algorithm is designed so that all processors work independently during the transport sweep, 
rather than having to synchronise (unnecessarily) with each other. The sweep ordering calculation is 
embedded in the transport sweep. 

 
 
Message aggregation 
 

In order to produce an efficient parallel implementation, the overheads associated with frequent 
send and receive operations needs to be offset against the objective of keeping neighbouring 
processors busy by sending data as soon as it is available. Messages are aggregated in order to 
minimise the effect of latency in the send and receive operations. 

 

                                                      
† The calculations in this paper were performed prior to the implementation of frequency domain 
parallelism, which accounts for the degraded performance of the S64 calculations. 



 

 

 
 

The transport sweep is broken down into two phases, work and communications. The processor 
starts in the work phase, with the communication phase postponed until one of the following 
conditions is satisfied: 
• Data for nupdate phase-space cells is ready to be sent to neighbouring processors. 
• nupdate×workfactor phase-space cells have been solved during the work phase, in order to 

prevent a processor from performing an excessive amount of computational work on interior cells 
without communicating. 

• The processor has exhausted its supply of work. 
The two parameters are chosen as follows: 
• nupdate is chosen to optimise the parallel performance and defaults to 25. 
• workfactor is set equal to 1 to ensure that the length of the work phase is nearly constant (other 

values have been used in previous studies). 
Any new intensity data at the inter-processor boundaries is then communicated to the neighbouring 
processor(s). 
 

Each processor checks for outstanding incoming messages using the MPI_IPROBE subroutine 
[6]. This allows a busy processor to continue working (with minimum interruption), whilst ensuring 
that it receives data from neighbouring processors as soon as it is available. This maximises the choice 
of phase-space cells the processor can work on, allowing it to process higher any priority cells that 
become available as a result of receiving messages (see below). If possible the transport sweep 
resumes, otherwise the processor must continue to wait for incoming messages. This is similar to the 
approach taken by Plimpton et al [7]. 
 
 
Prioritisation heuristics 
 

So far nothing has been said about the order in which phase-space cells are solved in the work 
phase. The aim is to mimic the characteristics of the best systematic algorithms that can be applied to 
orthogonal meshes. There are two separate issues, the spatial decomposition strategy and the 
prioritisation heuristics for a chosen decomposition and this section concentrates on the latter. 

 
From studying the details of the KBA algorithm it is apparent that solving all the angles in an 

octant simultaneously significantly increases the length of the messages sent across the inter-processor 
boundaries, thereby reducing the associated communication overheads. Furthermore, by sweeping 
multiple octants simultaneously (with equal priority) it is possible to significantly reduce the amount 
of idle time for each processor. 

 
This suggests the following modification to the work phase in the unstructured mesh transport 

sweep: 
• Calculate priorities for each space-angle cell. 
• Cycle sequentially through the angles, solving the spatial cell with the largest priority value for 

each angle. 
Various different strategies have been investigated for prioritising the phase-space cells including last 
in first out (LIFO) and first in first out (FIFO) orderings, the distance measured along a given 
direction‡ and the various ordering heuristics developed by Pautz [8]. The latter two techniques are an 

                                                      
‡  Various choices have been explored for the direction including the quadrature direction itself and 
directions perpendicular to the quadrature direction aligned with the KBA direction. The latter is an 
attempt to mimic the KBA sweep algorithm and works well for 1D physical domain decompositions. 



 
 

 

 

attempt to generalise the spatial ordering scheme used in the KBA algorithm for unstructured mesh 
transport sweeps with arbitrary domain decompositions. 
 

For the heuristics developed by Pautz, restricting the calculation of the priorities to only follow 
the spatial links in the sweep graph leads to further improvements in the ordering of the phase-space 
cells. Links between different angles (due to the angular coupling term in axi-symmetric geometry and 
any reflective boundaries in the problem) are ignored. This has the added benefit of reducing the work 
involved in calculating these priorities. Of the various techniques, the DFDS algorithm with the 
aforementioned modifications produces the best parallel performance statistics for general spatial 
domain decompositions. 
 
 
Block-Jacobi parallel transport sweep 
 

In the algorithm described above, data is communicated between processors during the transport 
sweep to ensure that the results are independent of the spatial domain decomposition and that they are 
identical to those from the serial algorithm. The reasoning behind this approach is to ensure that the 
source iteration convergence is not degraded for the parallel algorithm. 

 
An alternative strategy which has been followed by Nowak et al. [9] is to perform a block-Jacobi 

iteration in which each processor sweeps it own domain by using upstream information from the 
previous iteration at the incoming boundaries. The lack of inter-processor communication during the 
transport sweep ensures that this algorithm is truly scalable. However, it does not share the desirable 
characteristics of the serial transport sweep, which is guaranteed to converge on the first iteration for a 
pure absorption problem. 

 
This algorithm can be simulated with the parallel sweep coding by breaking all the links in the 

sweep graph across inter-processor boundaries as part of the cycle detection phase. In order to make a 
fair comparison the diffusion synthetic acceleration (DSA) equations are modified to ensure that the 
accelerated intensity is conservative, taking into account the contributions arising from these broken 
links. This should ensure that the source iteration has optimal convergence characteristics, given the 
changes to the parallel sweep algorithm.  

 
For time-dependent thermal radiation problems it is vital that the number of source iterations is 

kept as low as possible, in order to ensure that the scheme remains practical relative to the low cost of 
the diffusion approximation. These studies show that for typical thermal radiation problems, although 
the parallel efficiency is now close to 100%, the degradation in the convergence rate of the source 
iteration significantly outweighs the improved parallel performance. 

 
In addition to studying the block-Jacobi method, calculations have been performed where the 

links corresponding to the angular coupling term in axi-symmetry have been broken, in order to mimic 
the planar geometry sweep (with its improved scalability characteristics). This also has a significant 
impact on the convergence rate of the source iteration. These results are disappointing, but serve to 
justify the significant effort expended on producing a scalable parallel implementation of the serial 
transport sweep algorithm. 
 
 
2D axi-symmetry considerations 
 
In axi-symmetric geometry the straight-line particle paths (in three dimensions) are translated into 
curved trajectories that are deflected away from the cylindrical axis. In the streaming term this is 



 

 

 
 

accounted for by the appearance of a term involving the derivative of the azimuthal angle. The 
presence of this angular coupling term has a significant impact on the parallel performance of the 
transport sweep. For each equatorial band, the directions must be solved in order of decreasing 
azimuthal angle. The cells are swept inwards from the top left and top right corners of the mesh 
towards the cylindrical axis at the bottom. The outward sweep cannot begin until the inward sweep 
reaches this axis, due to the coupling between the incoming and outgoing directions. This is closely 
related to planar geometry calculations having a reflective boundary condition imposed on the bottom 
boundary. 

 
This means that rather than being able to sweep the directions in four octants simultaneously as in 

planar geometry, for axi-symmetric problems only two octants can be swept at a time. This has an 
adverse effect on the scalability of transport sweep, which relies on the pipelining of directions in 
order to minimise the amount of time processors sit idle waiting for incoming boundary data, and this 
can lead to degraded parallel performance especially for low order quadrature sets. 
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In addition to the issues associated with axi-symmetry, solving a two dimensional problem 
restricts the scalability further due to the reduced dimension of the wavefront associated with the 
sweep. In three-dimensions, the wavefront (which encompassing all solvable cells) consists of a two-
dimensional diagonal plane, while in two dimensions the cells lie on a diagonal line. This means that 
the volume swept up by the wavefront as the sweep progresses is much smaller in two dimensions, 
consequently it is harder to keep all the processors active. This (combined with the use of smaller 
meshes) provides an insight into why the parallel sweep algorithm does not achieve the almost perfect 
scalability and linear speedup observed by Pautz on up to 128 processors, for 3D meshes. 
 
 
Parallel implementation of the transport sweep 
 

The first stage in solving the transport equation on a particular spatial mesh is to construct the 
sweep graph and eliminate any cyclic dependencies, which cause the transport to stall due to the lack 
of incident boundary data. Once the cycles have been removed (by breaking links in the sweep graph), 
the prioritisation heuristic can be used to determine a weight for each phase space cell. 

 

Figure 1. Pictorial representation of the sweep order in 
axi-symmetric geometry. 



 
 

 

 

Intensity values are required for every cell on this processor, with the storage is extended to 
include a single layer of ghost cells surrounding the domain, used to receive data from neighbouring 
processors during the transport sweep. The parallel transport sweep can then be performed using the 
modified sweep graph and the priority information. 
 
 
Sweep graph construction 
 

It is useful to calculate both the forward and reverse sweep graphs for use in the cycle detection 
and during the transport sweep. For parallel calculations, links are included between cells on this 
processor and those in a single layer of ghost cells. The links across cell boundaries take account of 
changes in spatial and/or angular resolution and an additional link is included for axi-symmetric 
problems to account for the angular coupling term. 

 
In planar geometry, in the absence of reflective boundaries, the sweep graphs for each discrete 

ordinate direction are entirely independent. In axi-symmetry, this is restricted to directions on different 
equatorial bands of the unit sphere. As in 3D, the amount of work involved in processing the sweep 
graph can be reduced by a factor ½ in planar geometry by noting that the forward sweep graph for any 
given direction is identical to the reverse sweep graph for the opposite direction (in the 2D plane). 

 
Reflective boundaries can be treated in two different ways. The corresponding links can be 

marked as broken in the sweep graph and the intensity values at the start of the transport sweep used to 
calculate the incident fluxes – referred to as ‘guessed reflective boundaries’. This allows more 
directions to be swept simultaneously in the transport sweep, which has a beneficial effect on the 
parallelism. Alternatively, these links can be retained in the sweep graph in order to ensure that there is 
no increase in the number of source iterations due to inconsistencies at reflective boundaries. 
Experience shows that the intensity on reflective boundaries converges much faster than the scattering 
source, hence the former procedure is usually adopted in order to boost the parallel performance. 
 
 
Parallel cycle detection 
 

Cycles in the sweep graph are detected by employing the ModifiedDCSC algorithm developed by 
McLendon et al [10]. This procedure begins by placing all the phase space cells in a single active set. 
The forward trim step proceeds by simulating the parallel transport sweep for cells in the same set, 
‘solving’ cells once the incident boundary flux ‘data’ is available and removing them from the set. 
Regular synchronisation is required in order to detect that all possible cells have been reached by the 
trim procedure. 

 
For a mesh with no cycles, the forward trim reaches every phase space cell in the initial set 

leaving it empty and the algorithm terminates immediately. As this is the normal state of affairs it is 
important to ensure that the trim step is as efficient as possible. This is achieved by employing the 
tuning procedure used in the parallel transport sweep, with the following modifications. A simple first 
in first out (FIFO) prioritisation heuristic is used to determine the sweep order, with a larger value of 
nupdate (100) to aggregate these shorter messages. 

 
If there are remaining cells in the active set(s), a backward trim is performed. This is the same as 

the forward trim, except that it traverses the reverse sweep graph (incident boundaries become 
outgoing boundaries etc.). Having eliminated as many entries as possible from the active set(s), a pivot 
element is selected at random from the remaining phase space cells in each set and the corresponding 
predecessor and successor sub-sets identified. 



 

 

 
 

 
These sub-sets are determined by a similar procedure to the ‘virtual sweep’, except that cells are 

‘solved’ once ‘data’ is available for any of the incident boundaries. Cells in different sets do not 
communicate with each other in either trim steps or the calculation of the predecessor and successor 
sets. The intersection of these sets is identified as a strongly coupled component (SCC), while the 
remainder of the predecessor and successor sets are added to the list of active sets and the entire 
procedure repeated, beginning with the forward trim. 

 
Once the list of active sets has been completely exhausted the algorithm terminates and the SCC 

sets discovered by this procedure can be processed in order to remove the corresponding cycles from 
the sweep graph. These cycles are removed by breaking the least significant links in the sweep graph, 
noting that each cycle is self-contained within a single SCC. For SCC sets distributed across multiple 
processors, messages are exchanged in order to ensure that they act in unison to remove the cycle. 

 
For each non-trivial SCC set i.e. with more than one entry, the spatial link between members of 

the set corresponding to the smallest value of the particle flux (assuming uniform intensity values) is 
marked as broken in the sweep graph. For uniform intensity values, the particle flux is proportional to 
the effective surface area, defined as the product of the surface area and the cosine of the angle 
between the outward normal from the surface and the quadrature direction. 

 
This is an attempt to remove the cycle by eliminating the ‘least significant’ spatial link from the 

sweep graph. The ModifiedDCSC algorithm is then applied to the modified SCC sets to confirm that 
the cycles have indeed been removed. This is repeated until there are no cycles remaining in the sweep 
graph. More complex SCC sets associated with severely distorted meshes often require several links to 
be broken to completely eliminate the cycle from the sweep graph. 

 
Having removed any cycles from the sweep graph, it is now possible to solve the transport 

equation (given an estimate of the scattering source) by sweeping through the mesh in the direction of 
particle travel. For the serial algorithm, the transport equation is solved by traversing the sweep graph, 
solving cells as they are reached, the only additional concern being to maximise data re-use. For the 
parallel algorithm however, it is important to ensure that phase-space cells are solved in an order that 
minimises the amount of idle time on each processor in order to ensure good load balance for the 
transport sweep. 
 
 
Implementation of the prioritisation heuristics 
 

Priorities can be attached to the phase-space cells, using heuristics developed by Pautz, which 
attempt to optimise the load balance during the sweep. These are based on constructing the tree 
associated with the sweep graph, which again relies on all cycles having been removed from the sweep 
graph. The phase space cells at the top of the tree (the highest level) are those where the incident 
boundary data is known at the start of the transport sweep. Information about the location in the tree is 
passed on to the descendants by performing another ‘virtual sweep’ through the mesh. 

 
Each phase space element is ready to be ‘solved’ once the ‘incident boundary data’ i.e. the levels 

of all its parents are known, since it sits one level below that of any of its parents. There is no need for 
synchronisation since the ‘sweep’ is guaranteed to terminate once all cells have been ‘solved’. These 
b-level values can be calculated either with or without the links corresponding to the angular coupling 
term in axi-symmetry, as each cell is guaranteed to be reachable simply from the spatial links. The 
priorities are calculated independently for each processor using information about the b-level values in 
the single layer of ghost cells surrounding each domain. 



 
 

 

 

 
Further improvements to the parallel scalability of the implementation of both the cycle detection 

and prioritisation heuristics are possible, but as a fraction of the overall computational workload the 
performance of this algorithm is adequate for even large-scale applications. These procedures only 
need to be re-applied when the spatial mesh changes and as such optimisation of the transport sweep 
and the acceleration step are given far greater priority. 
 
 
Solution of the transport equation 
 

The solution of the transport equation begins by calculating the 4×4 matrices associated with each 
phase space cell. The matrices are factorised into lower and upper triangular matrices (LU 
decomposition) before being stored, which enables the equations to be solved efficiently by forward 
and backward substitution. It is now possible to commence the source iteration, using an initial guess 
for the intensity. Firstly, the contribution from the source term to the right-hand side of the transport 
equation (in each phase space cell) is pre-computed and stored. 

 
The number of cell sides with unknown incident boundary fluxes (including the angular 

boundaries for axi-symmetric calculations) is calculated from the reverse sweep graph. This is used to 
produce a list of solvable phase space cells, sorted according to the priority weights. Values are 
inserted into the intensity array to ensure that data corresponding to any broken links is up to date. 
These will be overwritten during the transport sweep with values obtained from the solution of the 
transport equation. 

 
Phase space cells are removed from the list one by one according to the criteria discussed above. 

To solve the chosen phase space cell, the partial right-hand sides are retrieved from storage and 
combined with contributions from the incident boundaries. The calculation of particle fluxes on the 
incident boundaries takes into account changes in both the spatial and/or angular resolution across 
each interface. The former ensures that the transport scheme is compatible with the spatial meshes 
generated by both cell and patch based adaptive mesh refinement (AMR) schemes. The intensity 
values are computed from the factorised transport matrices and the process repeated for other phase 
space cells. 

 
The number of unknown sides/list of solvable cells are continually updated to account for solved 

phase cells on the same processor and in the single layer of ghost cells surrounding the spatial mesh on 
this processor. The latter cells are treated as solved once the intensity values have been received from 
the corresponding neighbouring processor.  This introduces additional overheads, associated with the 
manipulations of arrays containing information about the sweep graph and reordering the list 
according to the priorities attached to the phase space cells. 

 
Instead of re-computing this information on subsequent sweeps, the ordering of both the 

computational work and communications can be stored on the first pass through the transport sweep 
and reused on subsequent sweeps, thereby minimising the total amount of computation. This 
eliminates most of the additional work associated with the parallel solution of the transport equation 
on an unstructured mesh, where the ordering of the phase space cells has to be computed rather than 
being known in advance. 

 
The only drawback with this approach is that it does not allow the transport sweep to adapt to 

variations in the transit time of messages between processors. For multi-group calculations, these 
differences can arise due to solving the transport equation for a different number of groups during the 
subsequent inner and outer iterations; this changes the size of the messages being communicated. 



 

 

 
 

There is also an inherent variability due to non-uniform memory access affecting the duration of 
computations. Additionally, there can be contention between the messages sent during the transport 
sweep and other tasks transmitting data using the shared interconnection network. 

 
These optimisations can lead to significant savings in terms of overall run-time, which is essential 

in order to minimise the high computational cost associated with the need to iterate the solution of the 
time dependent transport equation to converge the scattering source. Re-using the ordering 
information is most significant for grey calculations, due to the small amount of computational work 
per phase space cell. For a grey S2 calculation (solved using 15 processors, for a mesh composed of 
5K quadrilaterals), this leads to a 40% reduction in the solution phase of the transport sweep.  

 
For multi-group simulations, the loss in performance due to reductions in the message lengths 

(associated with solving a reducing number of photon groups as the inner iteration progresses) 
outweighs the performance gains due to re-using the ordering information. In order to maintain 
optimal parallel performance for multi-group simulations, the sweep order is updated each time there 
is a change in the number of groups being solved for. 

 
The parallel performance of the transport sweep is computed by summing the time spent in the 

work phase and comparing this with the overall time spent performing the transport sweep. This 
provides a reliable estimate of both the parallel efficiency (longest work phase verses longest sweep 
duration) and load balance (shortest verses longest work phases) during the transport sweep. These 
measurements can be used to guide scalability improvements for the transport sweep but (as 
demonstrated by the results in table 4) they are not a replacement for performing detailed scalability 
studies. 
 
 
Parallel solution of the acceleration equations 
 

The acceleration equations are most difficult to solve when the spatial mesh contains a 
combination of large aspect ratio and distorted cells. They are currently solved using preconditioned 
Krylov subspace methods, although an investigation of multi-grid methods will be carried out in the 
future. Extensive studies have been carried out to determine the best combination of 
preconditioner/Krylov subspace method for the parallel solution of the acceleration equations.  

 
The most reliable combination of options for the SLES package in PETSc [11] has proven to be: 
 

 -pc_type asm –pc_asm_overlap >4 
 -sub_pc_type ilu –sub_pc_ilu_levels 1 –sub_ksp_type preonly 
 -ksp_type bcgs  

 
The overlapping additive Schwartz method (ASM) is used to globally precondition the system, with 
one local sub-matrix block per processor. Each local block is preconditioned with an incomplete LU 
factorisation, using one level of fill - ILU(1). The preconditioned system is solved using a global 
BiCGSTAB iteration. 
 

ILU(1) factorisation local preconditioning has proven to be particularly effective for solving 
difficult systems. The iteration count is similar to that achieved using a full LU factorisation, while the 
computational cost is an order of magnitude lower. For large parallel calculations it is sometimes 
necessary to increase the block overlap to > 4 rows to counteract the growth in iteration count due to 
the reducing effectiveness of local preconditioning. 

 



 
 

 

 

 
Material motion corrections 
 

The radiation intensity and material properties are calculated in the fluid frame (a frame of 
reference moving at the local fluid velocity), as this allows an exact equilibrium to be maintained 
between the radiation and the material for opaque regions of the medium irrespective of the local fluid 
velocity. We use the form of the fluid frame transport equation correct to O(v/c) derived by Buchler 
[12], retaining all terms including those associated with accelerations in the fluid. 

 
The effects of motion in the medium through which the particles are being transported, aberration 

corresponding to the curvature of the particle paths and Doppler shifts due to differential motions in 
the fluid, are included in a separate operator-split computation. This allows the transport of particles to 
be modelled using the stationary transport equation, where the particles travel along straight-line 
trajectories, using the powerful solution techniques which have been developed for this equation. 

 
Of the effects associated with the fluid motions, by far the most important are the advection term 

(when the particles are transport on a Eulerian of ALE mesh) and the Doppler shift term, which 
accounts for the work done on the fluid by the radiation field. A corresponding term must be included 
in the fluid momentum equation to account for the transfer of momentum between the radiation field 
and the material associated with the interactions with the medium. This has proved to be more reliable 
than treating these interactions in terms of the radiation pressure tensor (these are formally identical to 
O(v/c) prior to discretising the transport equation), since the latter suffers from large discretisation 
errors for low order quadrature sets. 

 
Both the Doppler shift and aberration terms are evaluated by upwinding the corresponding 

derivatives, to ensure that no new extrema are produced in the resulting intensity values. When the 
intensity is decomposed over frequency groups, there is a need to exchange data during the calculation 
of the multi-group Doppler shifts. Similarly, if different angular resolutions are used for different 
groups, the intensities must be transformed to the highest angular resolution in any of the groups, prior 
to calculating the Doppler shifts. Aside from these changes, the evaluation of the material motion 
correction terms is relatively straightforward and will not be discussed further in this paper. 

 
The radiation energy density is evaluated in the laboratory frame in order to derive conservation 

relations for radiation transport compatible with those for the hydrodynamics. The laboratory frame 
intensities are advected, rather than the fluid frame intensities, again in order to ensure that 
conservation occurs in this frame. We note that the fluid frame transport equation includes an O(v/c) 
modification to the time derivative term, which is accounted for by re-defining the value of the time-
step as a function of angle, in the solution of both the stationary transport equation and the material 
motion correction equations. Due to the smallness of this correction term, no changes are required in 
the acceleration equations. 
 
 
Advection of the radiation intensity 
 

The advection of the discontinuous node centred radiation intensity is accomplished by 
calculating four moments of the intensity in each quadrilateral cell, for every group and quadrature 
direction, 
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In this expression, the φ1-φ4 are the bi-linear iso-parametric shape functions, where the subscripts refer 
to the internal numbering of the nodes within each element. These moments serve to uniquely define 
the intensity in terms of cell averaged quantities. For triangular elements associated with merged 
nodes in the mesh (treated as degenerate quadrilaterals with a zero length side), the cross derivative 
term vanishes and the three remaining non-zero moments are sufficient to define the three unique 
intensity values. The merged nodes themselves should remain Lagrangian, but neighbouring nodes can 
be moved without compromising the accuracy of the advection procedure. 
 

For a uniform angular mesh, the conservative scheme used for the volume weighted advection of 
cell centred quantities (in the hydrodynamics) can be applied to update each of these moments. This 
needs to be performed in parallel using the same spatial decomposition as the transport sweep in order 
to avoid having to re-organise the intensity data. The discontinuous intensities can then be 
reconstructed from the moments on the updated computational mesh. This scheme ensures that the 
intensities remain unchanged for Lagrangian mesh motion. 

 
This procedure requires the inversion of the same 4×4 matrix in each cell for every group and 

quadrature direction. Consequently, as with the transport sweep the matrix is pre-factorised and stored 
in as the product of a lower and upper triangular matrix. The amount of computational effort 
associated with the reconstruction phase is comparable with that associated with performing a single 
transport sweep. However, this has the benefit that no communications are required and this part of the 
algorithm has good scalability characteristics. 
 
 
Variable angular resolution advection 
 

For variable angular resolution calculations, there are different numbers of quadrature directions 
in different parts of the spatial mesh and a different strategy must be adopted. One solution to this 
problem is to map the intensity to a uniform angular mesh and use the above procedure. Refinement of 
the intensity moments corresponds to duplicating the low order moments for every direction that 
corresponds to this chosen direction in the low order set. This is unacceptable from a computational 
efficiency standpoint due to the amount of additional computational work involved, should only one 
cell be at a higher angular resolution compared with the remainder of the mesh. Instead, the advection 
routines are modified to treat meshes with arbitrary changes in angular resolution as efficiently as 
possible.  
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The details of the advection scheme used in CORVUS are described in Benson [13]. This section 
provides a brief overview of the advection procedure from the perspective of extracting parallelism 
from the algorithm. The cell-centred gradient calculation requires the intensity moments from 
neighbouring cells in order to construct the slopes at each interface and apply Van Leer limiting to 
construct a one-dimensional slope in each cell (see Fig. 2). This procedure is used to calculate the 
slopes along each of the local co-ordinate directions (referred to as x and y in two dimensions), using 
volume co-ordinates to adapt the algorithm to provide reasonable results for non-orthogonal meshes. 
These slopes are evaluated and stored at the highest angular resolution of this and the cells to the left 
and right (for the x-slope)/bottom and top (for the y-slope). 

 
The post-advection moments of the intensity are updated based on the upwind slope information 

and overlap volumes for each cell face. The directional splitting of the slope calculation means that in 
general the post-advection moments depend on the slope in the current cell and the two neighbouring 
slopes on either side, for each of the local co-ordinate directions. Consequently, the post-advection 
moments need to be evaluated at the highest angular resolution associated with all slopes in this cell 
and the corresponding slope in each of the direct neighbours (see Fig. 3). 

 
 

 

Figure 2. Calculating the x and y-slopes. 
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Figure 3. Calculating the post advection moments from the slopes. 



 

 

 
 

In order to satisfy the data dependencies of the advection scheme, the intensity moments are 
required in a double-layer of ghost cells surrounding the mesh on each processor. Data is exchanged 
between processors in order to update the values in this double layer of ghost cells and by minimising 
the number of send operations the communications overhead can be kept to an absolute minimum. The 
slopes are evaluated at the appropriate angular resolution and used to update the intensity moments on 
the new mesh. These are held in temporary storage prior to being mapped back to the original angular 
resolution in each cell; this mapping is based on the quadrature weights in order to ensure that the 
scheme is fully conservative. 

 
This illustrates the additional complexity of the advection algorithm associated with variable 

angular resolution calculations. These changes have not only optimised the performance of variable 
angular resolution calculations but also improved the performance of the uniform angular resolution 
scheme. The intensity moment advection is re-coded to operate on a vector of moment values rather 
than repeatedly calling the hydrocode routines, which operate on a single scalar field. 

 
Aside from the issue of developing an efficient advection strategy, the key requirement in 

providing a variable angular resolution capability is in developing efficient data storage strategies for 
the intensity values, which do not adversely affect the overall complexity of the algorithm. With the 
correct strategy, only minor changes are required in the transport sweep in order to exploit the power 
of the variable angular resolution capability. At present, the intensity values for cells at the same 
angular resolution are stored in a three-dimensional array ordered according to local node number, 
location in the group batch and local cell number§. Separate intensity arrays are required for the range 
of active angular resolutions, for each group batch. 
 
 
Parallel performance statistics 
 

This section includes statistics for two thermal radiation transport problems with very different 
characteristics. The first is a small grey calculation similar in nature to the top-hat test problem [14], 
with a significant amount of coupling between the radiation and the material at the surface of the walls 
of the pipe. This acts to suppress the streaming behaviour, allowing the problem to modelled using a 
low order quadrature set. The departures from isotropy in the radiation field are still sufficient to alter 
the propagation of the radiation wave. 

 
These calculations are dominated by the number of source iteration steps required in order to 

model the diffusion of the radiation energy through the problem, rather than the work per iteration and 
the scalability of the solution of the DSA equations plays a key role. In general these problems scale 
linearly as the mesh size is increased (keeping the number of cells per processor fixed). For a fixed 
mesh, the parallel efficiency depends on the space-angle unknowns per processor and degrades to ~ 
50% once the number of unknowns drops below ~ 25K per processor. This behaviour is illustrated in 
Table 1. 

                                                      
§  Cells are numbered independently for a given angular resolution. This numbering is restricted to 
cells on this processor and those in the single layer of ghost cells. 



 
 

 

 

 
 

Number of 
processors 

Grind time 
(µµs/cell/step) 

Scaled 
Grind Time 

Speedup 
Parallel 

Efficiency 
1 23,000 23,000 1.00 100% 
2 13,000 11,500 1.77 89% 
4 7,000 5,750 3.29 82% 
8 4,000 2,875 5.75 72% 

16 2,400 1,438 9.58 60% 
32 1,400 719 16.43 51% 
64 1,000 359 23.00 36% 

 
 

The second is a large multi-group calculation, typical of those required to accurately model laser 
and Z-pinch driven radiation flow experiments [15]. The materials are semi-transparent to the imposed 
multi-frequency radiation drive and large Sn orders are required in order to fully resolve the streaming 
behaviour. A phenomenally large number of intensity values are required in order to accurately model 
the radiation field (> 600 million unknowns for an S32 calculation). Parallelism is essential in order to 
provide access to sufficient distributed memory to hold the intensity data as well reducing the 
corresponding amount of work in the transport sweep per processor to a practical level. 

 
Tables 2-4 illustrate the performance of some of the more challenging problems that can be 

solved by the parallel radiation transport package. These calculations were performed by decomposing 
the spatial mesh only, prior to the implementation of frequency domain parallelism. Note that the 
speedups and parallel efficiencies are quoted for the time spent in the transport sweep, derived from 
the internal diagnostics in the code, and do not take account of the scalability characteristics of the rest 
of the algorithm. 

 
The S16 calculation is typical of the high fidelity experimental design simulations that have been 

made possible by the parallel implementation of the transport algorithm. 
 

Table 1. Parallel performance statistics - grey S16 calculation, 5339 cells in axi-symmetry 



 

 

 
 

 

Processors 
Sweep 

Speedup 
Sweep Parallel 

Efficiency 
60 41 68% 

120 52 43% 

S32 
23 groups 

12,260 cells 
axi-symmetry 

240 72 30% 

Processors 
Sweep 

Speedup 
Sweep Parallel 

Efficiency 
240 72 30% 
480 130 27% 
720 173 24% 

S64 
23 groups 

12,260 cells 
axi-symmetry 

960 163 17% 

Sn order Processors 
Sweep 

Speedup 
Sweep Parallel 

Efficiency 
Grind Time 
(µµs/cell/step) 

S16 60 26 43% 5,100 
S32 240 72 30% 7,900 
S64 480 130 27% 28,000 

 
 
Conclusions 
 

This paper summarises the important features of the parallel implementation of the deterministic 
thermal radiation transport algorithm developed by the author. It highlights how the parallel transport 
algorithm is broken down in a series of separate steps. Specifically, cycle detection and calculations of 
the priorities for the space angle cells, pre-processing at the start of the transport sweep, the parallel 
sweep itself and acceleration of the source iterations. Techniques for including the effects of material 
motion are briefly described together with a description of the advection algorithm required to update 
the intensities on ALE meshes. Details are also presented on the implementation of the transport 
sweep for variable angular resolution meshes. 

 
The size of calculations which can be attempted with this algorithm are also described, together 

with strategies for reducing the amount of computational work and/or extending the current domain 
decomposition strategy to encompass frequency as well as space. The parallel implementation of the 
transport algorithm has facilitated the solution of some very large time-dependent problems. The 
largest runs currently attempted have utilised 960 processors of the AWE’s BlueOak MPP, 
corresponding to access to a combined theoretical peak performance of ~ 1.5TFlops (1.5×1012 floating 
point operations per second). This number of processors is required simply to provide access to 
sufficient distributed memory in order to store the intensity values (~ 1TByte) and this scale of 
problem could never be attempted on a serial or shared memory machine. Parallel speedups are 
currently limited to ~ 200 due to the decreasing parallel efficiency of the transport sweep. 

Table 2. Scalability results for an S32 calculation 

Table 3. Scalability results for an S64 calculation 

Table 4. Grind times for the largest problems (23 groups, 12,260 cells, axi-symmetry) 



 
 

 

 

 
Parallel calculations have been performed in which the angular mesh adapts automatically to the 

requirements of the intensity solution. The effectiveness of this strategy is currently restricted by 
difficulties load balancing the computations in the transport sweep as the angular mesh evolves in 
time. This issue will be addressed as part of the programme of further enhancements of the algorithm. 
Potential strategies include investigating the feasibility of dynamically load balancing the calculations 
and/or employing domain overloading to even out the workload in the transport sweep. 
 

The parallel algorithms described in this paper have an obvious extension to three dimensions. 
This will necessitate a further refinement of the algorithms to ensure that they scale well not just on 
10-100 processors as described for 2D problem, but on 1,000-10,000s of processors. Large 3D 
problems have the advantage that their scalability will not be as limited by the small number of spatial 
cells per processor as their 2D counterparts. 
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