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Abstract

In this paper we describe the theory and application of a parallel mesh optimisation procedure to obtain self-
adapting finite element solutions on unstructured tetrahedral grids. The optimisation procedure adapts the
tetrahedral mesh to the solution of a radiation transport or fluid flow problem without sacrificing the integrity
of the boundary (geometry), or internal boundaries (regions) of the domain. The objective is to obtain a mesh
which has both a uniform interpolation error in any direction and the element shapes are of good quality.
This is accomplished with use of a non-Euclidean (anisotropic) metric which is related to the Hessian of
the solution field. Appropriate scaling of the metric enables the resolution of multi-scale phenomena as
encountered in transient incompressible fluids and multigroup transport calculations. The resulting metric
is used to calculate element size and shape quality. The mesh optimisation method is based on a series of
mesh connectivity and node position searches of the landscape defining mesh quality which is gauged by a
functional. The mesh modification thus fits the solution field(s) in an optimal manner.
The parallel mesh optimisation/adaptivity procedure presented in this paper is of general applicability. We
illustrate this by applying it to a transient CFD problem. Incompressible flow past a cylinder at moderate
Reynolds numbers is modelled to demonstrate that the mesh can follow transient flow features.



Introduction

A key difficulty in the use of computational meshes is that the mesh is generated a priori to the solution.
Traditionally this has meant that numerical practitioners have had little control over the errors associated
with the solution of a particular problem. This makes it difficult to ensure that the computational mesh has
sufficient resolution to resolve the phenomena of interest as the solution evolves. While this is particularly
true for time-dependant problems, it is also true for time independent problems. Due to practical limitations
on computer memory and time required to compute a solution, creating a sufficiently fine mesh everywhere
in the domain is generally not an option. There is also a question of computational efficiency. Whereas some
areas of the solution may be very active (or have a high curvature associated with the solution variables),
other areas of the solution are relatively flat and thus a high mesh resolution is not necessary for the solution
to converge and the solution features to be captured.

Tetrahedral mesh optimisation (or mesh adaptivity) provides a method of locally modifying the mesh in
order to maintain the solutionerror within a specified tolerance. While several error measures are possible,
an interpolation error is used in the work presented here. The aim is to increase the density of elements in
regions of high solution curvature to maintain sufficient accuracy, while decreasing the density of elements
in regions of low curvature where the accuracy is beyond what is required. Since thequality of an element
can now be defined in terms of its interpolation error over the solution, highly anisotropic elements aligned
with solution features become possible. For example, in boundary layers or along shocks the mesh may need
to be refined in one direction only. This further increases the efficiency of the computation while maintaining
accuracy.

The mesh optimisation (or mesh adaption) technique used in this work was developed by Pain et al. [4].
The tetrahedral mesh is improved through edge swapping, face to edge swapping, and smoothing in a fashion
similar to Freitag et al. [8] and Buscaglia et al. [3]. Many mesh adaptivity techniques make use of a hierarchy
of meshes where de-refinement involves rolling back hierarchy of elements in the mesh (e. g. [10], [13]).
While it is not the purpose of this paper to compare these two techniques, it is worth mentioning that the
former method has less of a memory overhead (assuming that a geometrical multi-grid method is not being
employed) and the adapted mesh is less constrained by the original mesh. In addition to this, while hierar-
chical adaptive methods are anisotropic to a degree, it is not possible to form long thin elements aligned with
the solution as elements are restricted by theirancestorsin the hierarchy. Indeed meshes which are coarser
than the original mesh may be required.

Regardless of gains in computational efficiency there is always going to be a need for parallel computing
where a solution cannot be obtained within a reasonable timescale on a serial computer and/or where there
is a limit on local resources such as memory. The main stumbling block associated with parallel mesh
optimisation is the problem of adapting elements that are shared between domains. In order to maintain mesh
consistency these shared elements need to be updated in an identical fashion across all domains. When they
are changed the updated sub-mesh must be communicated to the neighbouring processors so that they can
perform their local adaptations. In the case of mixed-formulation calculations this problem is considerably
more complex. Mixed formulations typically use a different polynomial expansion for different variables
(e.g. pressure and velocity) to avoid singularities in the discretized equations. The method used here for
solving incompressible fluid flow problems require a larger stencil size for pressure than for velocity. Thus a
second layer of halo nodes is required for pressure - essentially an extended halo which includes all elements
that share a node with any element cut by the graph partition. This is illustrated in Figure 1. In addition to
this, arbitrary load-imbalance across processors can occur as elements are refined and coarsened. The aim of
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Figure 1: Section of the computational mesh: the dashed line indicates the graph
partitioning, the yellow region indicates the shared elements (halo-I elements) and
the blue region indicates the extended halo required for the pressure calculation
(halo-II). Thus, the domain on the right includes all clear elements on the right
plus all of the colored region. Similarly for the left domain.

our parallel strategy is to solve both of these problems at the same time.
We envisage using these techniques in future linked fluids and neutron radiation problems that we have

already been solving [5], [6]. Features of these problems include moving interfaces between solid, liquid or
gas phases. The ability to track these interfaces with a dynamically changing mesh would provide unrivalled
accuracy. However, despite the savings associated with the use of mesh adaptivity, there is still a need to
use parallel computing. This is particularly so when solving linked radiation (with a 7 dimensional phase
space) and 3-D multi-phase fluids problems. In nuclear engineering there are also demanding thermal fluid
problems, e.g. flow past nuclear fuel rods. The work presented here takes a significant step in this direction,
demonstrating that the mesh and subdomains can dynamically change to follow evolving physics.

The rest of the paper is laid out as follows. First of all we review the serial mesh adaptivity method,
paying close attention to the definition of the error metric and the elementfunctionalwhich defines how far
from ideal a single element is. Secondly, the parallel mesh optimisation strategy is described, how local
mesh quality can be used to bias graph partitioning and minimise the restriction to mesh adaption. Finally, to
demonstrate the parallel mesh adaptivity methods, we apply them to a relatively simple benchmark problem -
flow past a 3-D cylinder. This has interesting transient features which are shown in the changing or adapting
mesh and the movement in the subdomain boundaries with time.

Mesh Adaptivity

Fundamental to the method of mesh adaptivity is the formation of a metric which describes in some way
the error in the solution. In order to obtain optimal computational efficiency, this metric should not only
contain information on the element and node density required to yield the required interpolation within the
solution, but it should also capture the anisotropic nature of the solution. Elements which are ’optimal’ in
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the sense of the metric, may be highly anisotropic - particularly so for frontal or shock type features in a
solution. This results in good computational efficiency as one can ensure that such features can be captured
with a minimum, yet sufficient number of elements.

In practise, afunctionalis formed from the metric so that a single number represents changes in the local
mesh quality. The problem of mesh optimisation is then cast as an optimisation problem where the functional
is to be minimised.

The functional - gauge of mesh quality

The functional used to gauge the quality of the mesh is

F = ||F ||p, (1)

in which p is the norm (the even infinity norm is used),F is a vector of length equal to the number of
elements, and the componentFe of vectorF associated with elemente is

Fe =
1
2 ∑

l∈Le

(δl )2 +µ(qe)2, (2)

whereLe is the set of edges of elemente andµ = 1. The first term in this functional gauges the size of
elementeand the second term, involvingqe, its shape.

In Equation 2,δl is defined for an edgel as

δl = r l −1

wherer l is the length, with respect to a metricM(Ω) defined in Euclidean spaceΩ, of edgel .
In Equation 2 above,qe is defined as,

qe =
α
ρe

−1, (3)

whereα = 1
2
√

6
, ρe is the radius of the inscribed sphere of elemente in Euclidean space with respect toM(Ω)

(see Figure 2(a)). The scalarα has been chosen such thatqe = 0 for an ideal element (aspect ratio of unity
in relation to the metricM). The two terms of Equation 2 work together in the sense thatq2

e requires the
elemente in-sphere radius to be approximatelyα for it to be a good measure of the element shape quality
while ∑l∈Le

δ2
l when optimised, will push the edge lengths of elemente towards unity with respect toM.

The lengthr l of edgel , with respect toM(Ω), is given by

r l =
∫ b

a
(sl (t)TM(a+sl (t))sl (t))

1
2 dt (4)

in which a andb are positions of the two nodes associated with edgel , sl (t) is the position inΩ, relative
to pointa, along edgel associated with parametert. The magnitude ofsl (t) is the arc length parameter for
edges that are straight lines. For the purposes of integrationsl (t) is associated with parametert.

The Hessian,H, of a solution fieldC is defined asH = ∇.∇C. For a required (specified) interpolation
error ε̂ a metricM̂ is defined in terms of the Hessian such that an element size (length) is unity if it has the
desired interpolation error̂ε. Thus,
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(a) The mapping. (b) Metric superposition

Figure 2: (a) mapping between Euclidean metrics; (b) the metricM1 has been
distorted to become a circle and the metricM2 has been distorted using the same
operations. The maximal inner ellipsoid is shown as a dashed line.

M̂ =
1
ε̂
|H|. (5)

This matrix is adjusted so that the maximum aspect ratio of an element does not exceed a specified value
(which is 1000 in the example below).

Often one requires to solve problems with two or more solution fields, each field having its own metric,
reflecting its own required mesh resolution. In this formulation each field can also have its own error require-
ments, which will in turn be reflected in the metric associated with that field. The metric associated with
each field can be represented using ellipsoids (ellipses in 2D) and are superimposed as illustrated in Figure 2.
Thus, for problems with more than one solution variable, the metrics are recursively superimposed until a
single metric is formed.

It is important to be able to predict the number of nodes and elements that will be generated for a given
metric fieldM(Ω), so that the mesh adaptivity and finite element solution CPU times (or memory require-
ments) can in turn be predicted. If mesh adaptivity is anticipated to produce an excessive number of elements
then the metricM(Ω) is scaled so that mesh optimiser does not exceed the maximum number of elements
specified; see Pain et al. [4]. In the example presented here the maximum number of nodes allowed was
30000.

Parallel mesh optimisation

Parallel mesh optimisation presents two principal issues. The first is the problem of mesh consistency
across processes when optimising elements near or on domain partitions. If a change is made to an element
which lies on the interface between domains, it must be mirrored throughout all relevant domains. This is
a potentially complex task since each local mesh optimization will modify several elements at once. In the
hierarchical mesh adaption method the number of element operations is limited to a small set, thus all required
element operations can be predicted using a series of sweeps though the mesh before any modifications are
actually performed (e.g. [10]). This facilitates the simultaneous modification of shared elements. This is
not the same for the methods such as [4], [8], [3], for example. Particularly because of node movement,
the number of mesh configurations is effectively infinite. In addition to this, because of the nature of the
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optimisation process, local mesh modifications may give rise to new possibilities for mesh improvement
in neighbouring regions. The complexity of these local interactions make it impractical to try to predict
necessary mesh modifications prior to actually carrying them out.

The approach adopted here is to use the adaptive mesh serial code without modification and to build the
required parallel functionality on top. In this scenario the shared elements (elements which contain edges
which are bisected by the graph partitioning) are first locked in place. Each processor then optimises the
mesh internal to its associated sub-domain. At this stage all mesh optimisation operations are independent
and as a consequence there is no interprocessor communication and the mesh remains fully conforming
throughout all the domains. Due to the fact that the shared elements were locked in place during the adaptive
process, there may exist elements whose quality lies outside the accepted criteria. In addition to this, the
mesh optimisation procedure generally introduces a node imbalance, and therefore a work imbalance, in
the distributed computational mesh. Both of these issues may be addressed simultaneously by perturbing
the graph-partition in such as way as to move the graph-partition away from regions of the mesh which
require modification while at the same time seeking to balance the final number of nodes per partition. This
biasing is achieved through the application of edge weights to the graph. Applying high edge weights to
regions which were previously locked (because of a graph partition) encourages unnecessary mesh migration
between process as not all regions which were previously locked are in need of modification. Instead the edge
weights are derived directly from the functional that describes the fitness of the surrounding elements. Since
high functional values (as defined in Equation 2) identify regions of poor mesh quality, high edge weight
values identify edges where a graph partition is discouraged. The serial adaptive process is then repeated.
As most of the mesh has been already optimised, the only regions the mesh adaptivity spends time operating
on are those in or near regions of poor quality that were previously locked. Because these regions are small
relative to the rest of the internal domain, the second adaptive sweep is, in general, much faster. While
one such cycle is usually sufficient it can be shown that a maximum of four such adaption-remappings is
necessary, which may be the case when the initial mesh is far from an optimal configuration throughout the
whole mesh. Within our implementation, the parallel adaptive cycle is terminated when the global mesh has
reached a specified quality (defined by Equation 1) or after four parallel adaptive cycles have been performed,
whichever happens first.

Graph-Partitioning

For the work presented here, we used the publicly available graph partitioner ParMETIS Version 2.0 [9].
This uses a fast k-way, multilevel based method which provides a selection of graph-partitioning strategies
while allowing the application of weights on both the edges and vertices of the graph. One of the objectives
of graph-partitioning is to minimise the total weight of the edges cut by a partitioning [12]. When there are
no edge constraints the default weight of each edge on the top level graph is unity. In an effort to deflect the
mesh away from regions that need to be adapted we define an edge-weight which is based on the element
quality functional defined in Equation 2. As we are trying to avoid passing a partition through any edge
which is part of an element in need of adaption we define,

w∗
l = ||Fel ||∞, (6)

wherew∗
l is the weight on an edge, andFel is the functional of any elementewhich contains edgel . However

there are a few reasons why the edge weight defined in Equation 6 is not suitable for direct use in a graph-
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partitioner such as ParMETIS. Firstly, due to the nature of the definition, there is likely to be a high variation
in the values of the edge weights. This could in general result in a graph partition that has an unnecessarily
high number of edge cuts, as the graph-partitioning algorithm is seeking to optimise the total edge weight cut
where most of the edge weights are associated with elements that need no further adaption. This could also
impact the final load balance of the partition when a directed diffusive repartitioning scheme is used [14]. In
addition to this the edge weights need to be of integer value due to the nature of the Fiduccia-Mattheyses [7]
refinement algorithm used within ParMETIS [11] and many other k-way multilevel graph partitioners. To
address this we define a modified edge weight,

wl = max(1,bα(w∗
l /w̄∗−1.0)+0.5c). (7)

wherew̄∗ is the average value ofw∗
l andbrc truncates a real number,r, to form an integer. The scaling factor

α is used to ensure a good spread in edge-weights. In this workα = 100.0 is used. Themaxoperator is used
to ensure that all edges of an average or better fitness have a weight of unity.

While the graph-partitioning is being biased to avoid regions which require further adaption, it must be
kept in mind that we also seek to maintain a good load balance. As the mesh optimisation procedure may
be incomplete when the graph-partitioning is first performed it is important to be able to estimate the post-
adaption node density. The predicted number of elements per elemente after adaption is defined as̃Ve/γ,
whereṼe is the volume of the element in metric space andγ = 1

72 is the optimal element volume [4] in metric
space. We defineg as a functiong = ∑i Nigi in whichNi is the linear finite element basis function associated
with nodei, andgTgTgT = (g1, ...,gi , ...gn) wheren is the total number of nodes. A nodal representationg of the
element centred variablẽVe/γ can be found using a Galerkin finite element method:∫

Ω
Nj(g−

Ṽe

γ
)dV = 0, (8)

∫
Ω
∑

i

NjNigidV =
∫

Ω
Nj

Ṽe

γ
dV.

whereΩ is the whole domain. This forms a set of linear equationsMMMggg = bbb, whereMi j = NiNj andbi = Ṽe/γ.
This can be readily approximated by lumping the mass matrixMMM. This then allows us to assign a nodal weight
to the finite element mesh so that a graph partitioner like ParMETIS can compute a partition balancing the
nodal weights rather than the current number of nodes per partition. Because the weights are proportional to
the predicted density of nodes, a good node balance is obtained after adapting the mesh.

Applications of Mesh Optimisation and Adaptivity

The parallel mesh optimisation/adaptivity method presented above is of general applicability. To demon-
strate this we describe next its application to transient CFD problems.

Transient Incompressible Flow

The primitive variable form of the Navier-Stokes equation is given by

Du
Dt

=
1
Re

∇2u−∇p, (9)
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∇ ·u = 0, (10)

whereReis the Reynolds number,p is the pressure,u the velocity containing three components andD is the
total derivative. We also solve for a passive scalarC, governed by

DC
Dt

=
1
Pe

∇2C (11)

wherePeis the Peclet number andC is set to unity on the surface of the cylinder and zero at the inlet boundary.
C is used to help study the mixing process in the wake of the cylinder.

The well known difficulty in satisfying the Ladyzhenskaya-Babuska-Brezzi condition [2], associated with
mixed formulations is circumvented here by using a shared pressure/velocity mesh and introducing explicitly,
a fourth order pressure stabilisation term into the continuity equation (10), see [1].

Application of mesh adaptivity to 3D flow past a cylinder

In this section the flow past a cylinder, which is a 3D benchmark flow problem, is simulated with the aid
of mesh adaptivity. For this problem both the Reynolds number and the Peclet number have a value of 500.
This is based on the unity inlet velocity and diameter of the cylinder. The inlet velocity has a linear profile
that is zero at the bottom and unity at the top. The mesh adapts every 100 time steps and the time step used
is 0.005.

The diameter of the cylinder is unity and the domain extent, shown in Figure 3, is 30 diameters long by
15 wide; the centre of the cylinder is placed 7.5 diameters from the inlet boundary on the left. At the inlet
boundary (left hand side boundary of Figure 3) the velocity was set to unity in the direction normal to the
boundary while the velocity was not specified on the outlet, right. The bottom of the domain and the surface
of the cylinder have a a no-slip boundary condition applied (i.e. all velocity components are set to zero). A
zero shear stress boundary condition was applied to the top and sides of the domain. The top and bottom
boundaries of the three dimensional box shaped domain were 5 diameters away from each other.

The interpolation error was set toε̂ = 0.02 (see Equation 5). The minimum and maximum element lengths
(hmin andhmax) were set to 0.005 and 3 diameters respectively. The element quality distributions for these
examples were found to be similar to those in [4]. For this problem the domain was split into 8 domains. A
typical domain decomposition is shown in Figure 5. In order to minimise migration between adaptive and
load balancing steps we primarily use diffusive repartitioning methods, though we periodically repartition
the domain using a partition-remapping method as implemented by ParMETIS [9] to avoid the formation of
multiple islands of domains that that are part of the same partition.

In Figure 6 we can see how the load balance and halo varies over time. We can see that, other than the
initial large increase in nodes at the start of the simulation, the number of nodes per domain remains stable.
The size of the halo per domain is also well behaved. The relatively large size of the halo with respect to the
size of the domain is due to this being a relatively small benchmark problem (only having about 30000 nodes
in total) and both halo-I and halo-II nodes were required for this problem (see Figure 1).

In Figure 3 we see the top of the computational domain where the temperature field is superimposed onto
the computational mesh. The wedges indicate the direction of fluid flow. The von Kármán vortex street is
immediately identifiable. We can see that element sizes vary by at least two orders of magnitude from the
very large, where there is little variation in the solution, to the very small in the wake where the solution
varies rapidly. There are no velocity vectors in Figure 3, which is the bottom of the computational domain,
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Figure 3: Velocity, temperature and surface mesh (at time t=100) on the top of the
domain where a slip boundary condition is applied

because of the no slip boundary condition which is applied. Here we see that all flow features in the previous
figure are absent. However, we can see that the mesh has adapted to capture the diffusion of the temperature
field around the cylinder. In Figure 7 we observe the thick viscous boundary layer that has formed between
the top and bottom surfaces. We can see that fluid flow is directed upward and mixing mostly takes place in
the upper layers. The iso-surface in Figure 8 is just above the ambient temperature and shows the region of
the domain where most of the mixing is taking place. Figure 9 shows instantaneous streamlines from source
points added in front of the cylinder. This illustrates how fluid in the wake is directed upward into vortices
where mixing is taking place.

Conclusions

This work extends the mesh optimisation method described by Pain et al. [4] so that it can be used
for parallel computing. Essentially the original algorithm was used more than once, each time locking all
elements on partition boundaries. From the mesh optimization procedure we derive a model for the predicted
node density after optimizing a mesh for a given metric field. Furthermore we have shown that an edge-
weight can be derived from the error metric to avoid partitioning regions which may require optimization.
Using this model for nodal and edge weights with a diffusive repartitioning scheme we have shown that while
minimising the migration of elements and nodes we can obtain a good load-balance while avoiding regions
the mesh which may require further optimization. We demonstrate the approach by showing how the mesh
and subdomain boundaries change with time in a relatively simple problem of transient vortex shedding of
flow past a 3-D cylinder.

Our ultimate aim is to solve demanding linked neutron radiation and multi-phase fluid flow problems.
Parallel adaptivity is an enabling technology, making it more feasible to tackle demanding multi-physics
simulations of this type. Future work includes investigating how the choice of edge-weights, which influences
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Figure 4: Temperature and surface mesh (at time t=100) on the bottom of the
domain where a no-slip boundary condition is applied

the graph-partition, based on the physics of the problem can influence the convergence of the parallel solver
methods.
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Figure 5: Graph partitioning for 8 domains at t=100
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Figure 7: Cut plane though centre of domain showing velocity and Temperature at
t=100
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Figure 8: Temperature iso-surface at 0.075 as viewed from the bottom of the do-
main, at t=100
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Figure 9: Instantaneous streamlines showing 3D mixing behind cylinder at t=100
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