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Abstract 
 

A previously reported parallel performance model for Angular Domain Decomposition (ADD) of the 
Discrete Ordinates method for solving multidimensional neutron transport problems is revisited for further 
validation.  Three communication schemes: native MPI, the bucket algorithm, and the distributed bucket 
algorithm, are included in the validation exercise that is successfully conducted on a Beowulf cluster.  The 
parallel performance model is comprised of three components: serial, parallel, and communication.  The 
serial component is largely independent of the number of participating processors, P, while the parallel 
component decreases like 1/P.  These two components are independent of the communication scheme, in 
contrast with the communication component that typically increases with P in a manner highly dependent 
on the global reduce algorithm.  Correct trends for each component and each communication scheme were 
measured for the Arbitrarily High Order Transport (AHOT) code, thus validating the performance models.  
Furthermore, extensive experiments illustrate the superiority of the bucket algorithm. 

 
The primary question addressed in this research is: for a given problem size, which domain 

decomposition method, angular or spatial, is best suited to parallelize Discrete Ordinates methods on a 
specific computational platform?  We address this question for three-dimensional applications via parallel 
performance models that include parameters specifying the problem size and system performance: the 
abovementioned ADD, and a previously constructed and validated Spatial Domain Decomposition (SDD) 
model.  We conclude that for large problems the parallel component dwarfs the communication 
component even on moderately large numbers of processors.  The main advantages of SDD are: (a) 
scalability to higher numbers of processors of the order of the number of computational cells; (b) smaller 
memory requirement; (c) better performance than ADD on high-end platforms and large number of 
computational cells.  On the other hand, the main advantages of ADD are: (a) perfect load balance; (b) 
simple implementation, even on unstructured grids; (c) better performance than SDD on medium- and 
low-end platforms and large number of discrete ordinates.  It follows that programmers and users of 
Discrete Ordinates codes must carefully select the appropriate domain decomposition method for the class 
of problems and multiprocessor platforms they wish to target. 
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Introduction and motivation 
 

Computations for nuclear systems have become so complex the Department of Energy (DOE) has 
created a program specifically to address the needs of the field.  The DOE Advanced Simulation and 
Computing Initiative (ASCI) is a program that requires the use of scalable, high-performance architectures 
and applications to meet the engineering demands of the nuclear calculations [1].  There are many issues 
facing ASCI today including, but not limited to, software validation and verification and programming 
issues related to designing codes to run on thousands of processors [2].  One of the goals of this work is 
analyzing the performance of existing and future codes, algorithms, and systems to make certain the 
nuclear community is fully utilizing the available resources.  In fact, performance modeling is a major 
factor in building performance engineered applications and architectures [3, 4].   Performance models are 
able to expose bottlenecks and demonstrate exactly where codes and systems can be improved to become 
more efficient.  Performance models are also useful in designing future systems and applications as well 
as in the procurement of supercomputer architectures [3, 4].  The focus of this study will be to use parallel 
performance models to compare two different domain decomposition algorithms employed in solving the 
discrete ordinates approximation of the neutron transport equation. 
 
 
Domain decomposition methods 
 

With domain decomposition being the standard approach to solving big problems on parallel 
computers, finding the best decomposition scheme then becomes an important task.  Although spatial 
domain decomposition is the most commonly used approach for the neutron transport equation, there are 
other methods to divide the problem, notably angular and energy decomposition along with various hybrid 
domain decompositions.  Dividing a nuclear problem in the energy domain is generally the least used 
domain decomposition scheme for the parallel discrete ordinates method.  Decomposing the energy 
domain causes the iterations to be done out of sequence relative to down-scattering effects and might 
actually increase the total number of iterations because it requires solving energy groups more than once 
when iterating on the source [5].  However, energy domain decomposition has been shown to be 
particularly suitable to problems involving up-scattering [6]. 

 
Spatial and angular decomposition are the two methods used most commonly and are the focus of 

this work.  Spatial domain decomposition involves partitioning the spatial domain into sub-domains such 
that the sweeping procedure in each sub-domain is independent of other sub-domains.  This subdivision 
can be done in any coordinate system, some being easier than others.  An example of two spatial domain 
decomposition algorithms in cylindrical geometry have been reported in Reference 7.  Angular domain 
decomposition involves performing the flux calculations for sets of different directions on multiple 
processors concurrently.  For Cartesian geometry, each direction is inherently independent of all other 
directions which translates into an algorithm that can easily be made parallel [8].   The spatial and angular 
domain decomposition algorithms examined in this study are actually members of the hybrid category.  
For instance, the angular domain decomposition (ADD) algorithm decomposes the spatial domain as well, 
but the parallelization of the computer code takes advantage of the angular decomposition more than the 
spatial decomposition.  Conversely, the spatial domain decomposition (SDD) algorithm decomposes the 
angular domain, but simply focuses more on the spatial decomposition.  It should also be noted that both 
of these algorithms are intended for a fixed and structured grid.  There are transport algorithms involving 
unstructured grids [9], but they are still in their infancy compared to SDD and ADD.  These two domain 
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decomposition algorithms, SDD and ADD, will be compared in this study in the context of parallel 
performance models using various problem sizes and computer systems. 

 
 

The ADD parallel performance model 
 

The ADD parallel performance models for discrete ordinates calculations were developed and 
verified in Reference 10 for the Arbitrarily High Order Transport (AHOT) code.  The ADD models 
include three different communication algorithms that will be examined in this study.  These 
communication schemes are the native MPI method, the bucket algorithm, and the distributed bucket 
approach.  A parallel performance model is designed to predict the execution time of a code or algorithm.  
To do this, all components of the algorithm or code need to be modeled.  These components of code 
execution include the serial, parallel and communication components.  The serial component includes all 
of the input and output (I/O) operations and operations that do not fall into the other two components, e.g. 
general system overhead.  The parallel component includes all the computations done in parallel within 
the code while the communication component includes all communications between processes.  The last 
piece of the model is the total execution time, which is simply the sum of the three model components. 

 
The serial and parallel (or computation) portions of the parallel performance model are given by [10]  
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where P is the number of processors used, the ô’s represent certain system characteristics, and n represents 
the angular quadrature set used for the Sn calculation.  The IJ(Ë+1)2 term represents the computational 
size of a 2-D problem with IJ being the number of cells and (Ë+1)2 being the number of unknown angular 
flux spatial moments per computational cell per discrete ordinate.  The Ë represents the order of the 
spatial approximation in the nodal method.  For this study, Ë will be set to zero to represent the lowest 
order approximation of the nodal transport method.  One detail to note in these two equations is the lack of 
dependence on P for the serial component.  The reason for this is that the serial operations executed in the 
code, e.g. opening and closing files and printing to files, basic I/O operations, are usually carried out by a 
single processor, the root process. 
 

The parallel component, on the other hand, is dependent on P, as well as the problem size.  The ô’s in 
the parallel component represent the computational speed of the individual processors.  The computational 
speed is tied to the number of floating point operations per second of which the CPU is capable and will 
change depending on the problem and operations being performed.  For example, on a typical processor a 
divide operation can take as long as five times that of a multiply operation while trigonometric operations 
can take even longer.  The difference in performance for different operations is one reason why this study 
focused on comparing the ADD and SDD algorithms rather than a direct comparison of computer codes 
employing these algorithms.  The performance of the computer codes would be very dependent on how 
well the programmer has implemented the various algorithms into the code. 
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The most important piece of the ADD parallel performance model for this research is the three 
communication schemes.  The first of these is the native MPI communication scheme.  This method 
allows the target system and its particular MPI implementation to determine how best to send messages 
between processes.  This approach sends the entire solution vector within each message and generally 
utilizes a spanning tree scheme to communicate between processes, but ultimately is dependent on the 
particular implementation of MPI on the target system.  For all three algorithms, there are two 
communication stages:  reduce and broadcast.  During the computation portion of code execution, a partial 
solution vector is calculated on each processor.  After this, the partial sums are collected into a complete 
solution vector which is then broadcast to all the processors for the next stage of the computation.  The 
spanning tree communication scheme is based on powers of 2 and revolves around a root or master 
process.  This root process initiates the broadcast portion of communication and collects all the partial 
solution vectors in the reduce portion of communication.  During a reduce operation, the partial solution 
vector residing on half of the processes is sent to the nearest neighbor, after which a reduce operation is 
performed.  In this case, the reduce operation is a simple sum.  At this point, half of the processes now 
have an updated partial sum of the solution vector.  At each stage afterward, half the processes send to 
nearest neighbors until the entire solution vector resides on the root process.  The broadcast stage then 
starts on the root process reversing the send operations route by doubling the number of processes that 
have the complete solution vector at each stage.  This spanning tree communication scheme is designed to 
minimize the number of messages sent between processes without regard to message size or processor 
idleness [10].  The native MPI communication model, assuming a spanning tree approach to 
communication between processes, is given by  

 

( ) ( )2

2 ,0 ,1log 2 1 2
C

NativeMPI
C C oT P IJτ τ τ = + Λ + +      (3) 

 
The constants ôc,0 and ôc,1 represent the communication latency and bandwidth, respectively.  The ô0 

constant represents the amount of time required for a single reduce operation, sum for this application.  
The spanning tree communication scheme is manifested in the log2P dependence in Eq. (3).  If the 
particular installation of MPI on a system uses another communication scheme, the log2P must be changed 
to accommodate the alternative scheme.  It should be noted that the spanning tree communication scheme 
applied to all systems investigated in this study. 

 
The bucket algorithm is designed as an optimized communication approach that takes advantage of 

the lower communication latency of current interconnection networks while at the same time reducing 
processor idleness.  The communication time for the bucket algorithm is given by 
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 (4) 

 
The ADD bucket communication scheme results in more messages being sent than the native MPI 

scheme, but each message is smaller in size.  This behavior can be seen in the (P-1) multiplier exceeding 
log2P for larger values of P and the message size being divided by the number of processors, P.  The 
bucket algorithm operates on a ring topology in which each participating processor communicates only 
with an adjacent neighbor on either side. 
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The distributed bucket communication scheme is a form of the bucket algorithm that attempts to relax 
memory constraints on individual nodes of a parallel computer.  The bucket algorithm recreates the entire 
vector containing the spatial moments of the scalar flux on all participating processors.  This vector grows 
like IJ(Ë+1)2 and could potentially be limited by the memory available on each node.  The distributed 
bucket scheme attempts to relax this constraint by distributing the fixed source and new and old iterates of 
the flux vector across the participating processors [10].  Although this resolves memory issues, it also 
results in more communication than the bucket algorithm, so it should be considered a complement to the 
bucket algorithm and used only when memory constraints limit problem size [10].  The communication 
time for the distributed bucket algorithm is modeled by 
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As this study will show, when memory size is not an issue, the distributed bucket algorithm performs 

poorly when compared to the native MPI and bucket communication schemes and thus must be avoided 
unless absolutely necessary.  

 
 
ADD parallel performance model validation 
 

The ADD models were validated in Reference 10, but a significant portion of this study revisits the 
validation using different computer systems available at The Pennsylvania State University (PSU) along 
with the discrete ordinates test code called AHOT.  The AHOT code is a 2-D, multi-group, discrete 
ordinates code with an arbitrary order nodal spatial approximation.  The validation methodology is quite 
simple.  A test problem was created by selecting a mesh size, order, and angular quadrature.  From these 
selections, an input file was created for AHOT, which was then used to solve the problem on the target 
platform for varying number of processors.  The serial, parallel, communication, and total execution times 
were recorded.  Using Matlab 6.1, the measured data for each of the 3 communication strategies was then 
fitted to the models presented in the previous section, thereby determining the system parameters 
contained within the models. 

 
The AHOT validation included problems ranging in mesh size from 200x200 to 400x400, and spatial 

approximation order ranging from 0 to 5, all of which utilized an S16 angular.  The primary system used 
for validation was the PSU Lion-XE Cluster.  The Lion-XE is an Intel Pentium III based Beowulf cluster 
consisting of 124 normal compute nodes, each a Dell 1550 dual 1GHz Intel Pentium III 1U rackmount 
box with 1 GB of memory and 36 GB of Ultra 160 SCSI disk.  One unique aspect of the Lion-XE is that it 
has two communication networks.  The network used to validate the ADD models in Fig. 1 is the Dolphin 
Scalable Coherent Interface (SCI) high-speed interconnect network.  This network requires a special 
implementation of MPI distributed by Scali.  A sample of the more recent validation of the ADD models 
is detailed in Fig. 1 using the high-speed network of the Lion-XE along with Scali MPI. 

 
Figure 1 depicts all three components along with the total time.  It should be noted that the serial 

component is only a very small portion of the total execution time and is not dependent on the number of 
processors used.  This component is not explicitly measured in the validation process because of its 
inherent presence throughout the AHOT code, or any code for that matter.  The serial time component 
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includes I/O operations and idle time caused by the system that is not necessarily related to code 
execution.  The measured value for the serial component was calculated by subtracting the sum of 
measured parallel and communication portions from the total execution time.  This value, therefore, 
includes all system idle time and overhead not related to actual execution, as well as round-off error in the 
clock readings, and would explain the fluctuation in the measured values versus the predicted values.  The 
parallel time component shown in Fig. 1 exhibits almost perfect agreement between the measured and 
predicted values.  One reason for this is the explicit way in which the parallel time component is 
measured.  All the intensive computational work is done within loops, thus making it very easy to bracket 
those loops with timing statements.  One other note about the parallel time component is that it exhibits 
the expected 1/P behavior.  The communication time component is also shown in Fig. 1 and again, there is 
very good agreement between the measured and predicted values for all three communication algorithms.  
One important feature of this figure is the poor performance of the distributed bucket algorithm (DMPI) 
relative to the native MPI (MPI) and bucket (BMPI) algorithms.  Another important feature to note is the 
amount of time spent communicating versus the amount of time spent in computation.  Figure 1 shows 
computation times in the hundreds and thousands of seconds whereas the communication time never 
reaches 10 seconds.  This computation dominant behavior is common throughout all the problem sizes and 
computer system variations used to validate the ADD models.  The validation of the overall total 
execution time appears in Fig. 1 also.  As expected from the previous three figures, excellent agreement is 
observed between the measured and predicted values. 

   

   
 

Fig. 1:  Validation for Mesh Size 200x200, Order 5, using Scali MPI on PSU Lion-XE 

Serial 

Parallel 

Total Communication 
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Fig. 2:  Schematic of 

Wavefront Parallelism 
[11-13] 

The SDD parallel performance model 

 
The SDD parallel performance models were developed and verified 

in References 11-13 and are essentially used “as is” in this study.  The 
SDD parallel performance model is based on a wavefront discrete 
ordinates algorithm for solving the transport problem.  The model 
assumes a 2-D processor grid, Px×Py, and the wavefront can be thought 
of as a diagonal moving from the top left processor to the bottom right 
processor.  The wavefront algorithm and the reasons for parallelizing 
the code in this way are described in more detail in the aforementioned 
references.  Note that the processors need not be arranged physically in 
a 2-D grid to use the wavefront algorithm.  The wavefront simply 
represents the pattern of communication and computation that is carried out over the allotted processors.  
Figure 2 demonstrates the schematic of wavefront parallelism, in which the nodes may represent physical 
grid points or logical processors.   

 
Like the ADD parallel performance models, the SDD model consists of a parallel portion and a 

communication portion.  Equations representing the computation and communication components are 
given by: 
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Here, Nflops represents the number of floating point operations per cell for a single cell-angle sweep 

and Rflops (operations/s) represents the average floating point operation rate of the system.  The constant B 
(MB/s) is the system communication bandwidth and the communication latency is t0 (sec).  The variables 
Kb and Ab are terms that represent the blocking scheme used for that calculation.  Kb and Ab denote the K-
plane block and the angle block, respectively.  These blocking values are essentially a measure of the 
granularity.  In other words, they determine how much work is done between communications among the 
processors.  Intuitively, changing these values can drastically alter the computation to communication 
ratio and thus the overall performance of the entire algorithm.  Optimizing the two blocking parameters 
will be an important task to accomplish before comparisons can be carried out.  A closer examination of 
the ADD and SDD parallel performance models will show that their constants and basic structures do not 
match.  For example, the ADD models are 2-D while the SDD models are 3-D.  This warrants further 
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investigation, along with the SDD blocking optimization, before a comparison can be carried out on the 
various computer systems. 
 
 
SDD parallel performance model validation 
 

The SDD models were verified in References 11-13.  A simple discrete ordinates code, SWEEP3D, 
was used to validate the models on various systems.  SWEEP3D is a time-independent, Cartesian 
geometry, single-group, discrete ordinates transport code taken from the DOE ASCI program [11-13].  
The validation of the SDD model carried out in References 11-13 took place on several high performance 
computing systems including “Blue Mountain” at LANL, a cluster of 48 SGI Origin 2000 SMPs, each 
equipped with 128 processors, an IBM RS/6000 SP, and a CRAY T3E [11-13].  The validation showed 
good agreement between measured values and predicted values.  It should also be noted that, based on the 
model performance, the algorithm proved itself to be relatively scalable in that the speedup continued to 
increase as more processors were utilized.  This is a feature of the SDD parallel performance model that 
will become more prominent during the comparison to ADD. 
 

Modified models 
 

As stated earlier, the SDD and ADD parallel performance models, as presented above, are not in a 
common structure and form that lends itself to direct comparison.  The first step in creating a common 
form for comparison is to ignore the serial portion of the ADD parallel performance model.  Since the 
SDD parallel performance model does not account for a serial component, the focus of this study will be 
to compare the computation and communication portions.  The SDD parallel performance model does not 
make any attempt to model the spatial approximation order of the calculation, so the next step is to set Ë 
equal to zero in the ADD equations.  This corresponds to an order zero spatial model approximation and 
facilitates the process of equating model parameters in the two domain decomposition approaches.  To 
complete the comparison, all equations need to be expressed in terms of the same constants and the SDD 
blocking parameters need to be optimized.  The derivation of the common form proceeds below.  For the 
computation component of the SDD parallel performance model let the blocking scheme be â = 8KbAb, ñ = 
Nflops/Rflops, and N = NxNyNzNa.  The SDD parallel performance model was defined in terms of a 2-D 
processor grid, Px×Py, whereas the ADD model is simply in terms of the total number of processors, P.  To 

facilitate the comparison, we set Px = Py = P .  Then, the parallel component for the SDD algorithm is 
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and its derivative with respect to â is 
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The goal is to find a value for â that will minimize the sum of the computation and communication 

times.  In this case, it is determined from the derivative that Tcomp is monotonically decreasing with 
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increasing â.  For the communication component below, where N´ is the message size in bytes, B is the 
communication bandwidth in bytes per second, and t0 is the communication latency in seconds, the 
equation in terms of â becomes: 
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The derivative of the communication time component is 
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Setting the sum of the two derivatives with respect to â equal to zero and solving for the optimal 

value of â yields: 
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The above value for âopt represents the optimum choices for K-plane block size and angular block size 

for the SDD parallel performance model to result in a minimum total execution time.  Using ñ and âopt, 
along with equating the system communication parameters of bandwidth and latency, allows the SDD and 
the ADD parallel performance models to be written in a form that uses common constants and parameters.  
This common form of the SDD parallel performance model is given by 
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In addition to the âopt and ñ modifications, the ADD model was modified to make it applicable to 3-D 

problems.  The final forms of the ADD models used for all the comparisons in this study, are 
  

8
8

a
P

N
T N

P
ρ  =   

 (15) 

( )2 0

8
log 2NativeMPI

C

N
T P t

B
 = +     

 (16) 

( ) 0

8
1 2Bucket

C

N
T P t

PB
  = − +    

 (17) 

 



 

 10

 
 
Fig. 3:  â Sensitivity as ñ Varies from 0.1 ìs to 

1 ìs 
 

 

Fig. 4:  SDD Communication Time for 4 
Values of ñ 

 

Again, N represents the size of the problem (I × J × K), N’ the message size (SDD only), Na the total 
number of angles, t0 the communication latency, and B the communication bandwidth.  Conversion factors 
have been added to the communication models to convert message sizes of words into bytes.  It should 
also be noted that the distributed bucket algorithm is no longer part of the comparison at this point since it 
is inferior to the other two ADD communication strategies.  Therefore, the comparison will be completed 
using the SDD, the ADD native MPI, and ADD bucket algorithms. 

 

Performance sensitivity analysis with respect to ñ and â 

 
Before the models can be compared, one 

further issue requires addressing. What value 
of ñ should be used for the comparison?  In 
the models, ñ represents the amount of time it 
takes to complete all computations for one 
angle in one cell.  As the processors become 
faster or slower, this value will change, and 
thus the optimal blocking, âopt, will vary also.  
It should be noted that the SDD and ADD 
parallel component models depend equally on 
ñ, so changing the value will alter the time for 
both models.  However, the communication 
time components require further examination.  
The SDD communication time depends on 
âopt, and thus ñ, while the ADD 
communication schemes do not.  The question 
to be answered then is how significant to the 
comparison is the dependence of the SDD 
communication time on ñ.  To answer this 
question, a two-step sensitivity analysis was 
completed in which the effects of varying ñ on 
âopt and the SDD communication time were 
examined.  Figure 3 depicts the first step of the 
sensitivity analysis, a plot of âopt as ñ is varied 
from 0.1 ì s to 1 ì s.  The apparent sensitivity of 
âopt indicates the communication time varies 
significantly as the value of ñ changes, moving 
the analysis to the second step.  The last 
procedure in the sensitivity analysis is to 
determine whether or not the variation in 
communication time caused by different values 
of ñ is significant.  Figure 4 shows the SDD 
communication time for ñ equal to 1 ì s, 5 ì s, 
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10 ì s, and 15 ì s.  Reducing the value of ñ from 10 ì s to 5 ì s results in only an 8.9% reduction in 
communication time at P = 100 processors.  From these results, it is concluded that decreasing ñ 
would produce minimal effect on the comparison results and a reasonable value of 10 ìs was 
assigned to ñ and used for all comparisons.  

 

Computer systems and problem sizes 

 
To carry out the comparison of the remaining three algorithms, several target computer systems need 

to be defined.  Since the models will use a common value of ñ, the only remaining system characteristics 
pertinent to the comparison are communication properties, i.e. communication latency and bandwidth.  
Five sets of communication parameters are selected to represent four existing, real-world computer 
systems and a fifth futuristic, yet-to-be-built system [14].  Of these, here we report on two systems, the 
communication characteristics for which appear in Table 1. 

 

Table 1:  System Communication Characteristics Used for Comparison 

System Latency (µµs) Bandwidth (MB/s) Description 

I 50 10 100 Mbit/s Fast Ethernet 
IV 1 300 DOE-Scale Supercomputer 

 
The values were chosen to be “ballpark” figures for the indicated systems while at the same time 

providing a meaningful range of system parameters for the comparison.  For example, the communication 
latency for the Lion-XE Fast Ethernet and the Dolphin high-speed SCI networks are approximately 80 ìs 
and 13 ìs, respectively.  The bandwidth for the Lion-XE Fast Ethernet network was measured to be 
slightly less than 10 MB/s and approximately 145 MB/s for the high-speed network.   

 

System I Analysis 
 

One of the goals of this study is to create a picture of the problem size space that clearly depicts 
where a particular algorithm is superior on a given computational platform.  To create this, a variable 
problem size comparison was created for each system.  As explained earlier, the computation times are 
similar for the two domain decomposition algorithms.  Therefore, the variable problem size comparison 
will only compare the communication times of the ADD’s BMPI and SDD algorithms.  The number of 
angles in the comparison was increased from 128 to 8064 in steps of 256 and the number of computational 
cells in one direction was increased from 35 to 500 in steps of 15.  The result of the comparison is a 32x32 
grid, where each grid point represents the SDD communication time divided by the ADD bucket 
communication time.  The log10 of the ratio at each grid point is then mapped to a color indicating which 
algorithm is functionally superior.  Positive log10(ratio) values indicate the ADD bucket algorithm is the 
better performer and are represented by shades of red and yellow, while negative values indicate the SDD 
algorithm is superior and are represented by shades of green and blue.  Additionally, a white square is 
placed at the maximum ratio and a black square at the minimum.  Extensive comparisons among the ADD 
communication schemes indicated that the bucket algorithm is superior to the native MPI algorithm [14].  
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Fig. 5:  Log10 Ratio of SDD 
Communication Time to ADD Bucket 
Communication Time for System I for 

Variable Problem Size on 4 Processors � 
Max Ratio=622.2, Min=0.71 

Fig. 6:  Log10 Ratio of SDD 
Communication Time to ADD Bucket 
Communication Time for System I for 

Variable Problem Size on 32 Processors 
� Max Ratio=167.5, Min=0.20 

Fig. 7:  Log10 Ratio of SDD 
Communication Time to ADD Bucket 
Communication Time for System I for 

Variable Problem Size on 128 Processors 
� Max Ratio=73.9, Min=0.10 

Therefore, the variable problem size comparison will focus only the SDD and ADD bucket algorithm 
communication times.   

 
The first of these comparisons is shown in Fig. 5.  

The log scale hides the fact that the ratio actually 
reaches a maximum with the SDD communication time 
being 622.2 times that of the ADD bucket 
communication time.  The minimum ratio has the SDD 
communication time being 0.71 times that of the ADD 
bucket communication time.  Looking at the patterns in 
Fig. 5, one would conclude that using the ADD bucket 
algorithm on this system for the entire problem space is 
preferable except for the extreme case when the 
number of angles modeled in the problem is less than 
128.  Figure 6 illustrates the same plot for 32 
processors while Fig. 7 demonstrates the behavior for 
128 processors.  For 32 processors, the maximum is 
167.5 while for 128 processors it is 73.9.  The 
minimum is 0.20 and 0.10 for 32 and 128 processors, 
respectively.  
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Fig. 8:  Log10 Ratio of SDD 
Communication Time to ADD Bucket 

Communication Time for System IV for 
Variable Problem Size on 128 Processors 

� Max Ratio=92.6, Min=0.14 

Fig. 9:  Log10 Ratio of SDD 
Communication Time to ADD Bucket 

Communication Time for System IV for 
Variable Problem Size on Na Processors 

� Max Ratio=4.47, Min=0.14 

Looking at the maximum and minimum values for the ratios on 32 and 128 processors, one can see a clear 
pattern developing.  The ADD algorithm prefers fewer computational cells and more angles while the 
SDD algorithm prefers more cells and fewer angels.  Intuitively, one would expect this behavior.  The 
ADD algorithm divides the angular domain and computes the solution concurrently along various angles, 
which would suggest that it could handle additional angles more efficiently than it could handle additional 
cells.  A similar argument could be made for the SDD algorithm whereby it is equipped to handle 
additional cells more efficiently than additional angles.  The ADD algorithm also performs better for 
smaller values of P.  As P increases, the SDD algorithm gains ground on the ADD bucket algorithm, 
particularly on the bottom edge of the problem space where the number of angles is at its minimum.  This 
behavior demonstrates, to some degree, the scalability of the SDD algorithm. 

 

System IV Analysis 

 
The variable problem size comparison of the SDD and ADD bucket communication schemes shows 

only two figures for System IV.  Those figures represent values of P equal to 128 and Na, respectively.  
The reason for this is the belief that this type of system is likely to have hundreds, if not thousands, of 
processors, and the problem will most likely be solved on hundreds rather than tens of processors.  
Looking at Fig. 8, it appears that the ADD bucket algorithm on System IV prefers problems with more 
angles and fewer computational cells, while the SDD communication scheme favors fewer angles and 
more cells.  This is the same behavior observed on the previous system.  
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Figure 9 shows the same comparison as Fig. 8 using Na processors instead of 128 processors.  The 
behavior is similar, but with less margin between the two communication schemes.  The maximum ratio is 
4.47 instead of 92.6.  Clearly the SDD communication scheme performs better on larger numbers of 
processors than the ADD bucket scheme, although the ADD bucket algorithm is still the overall best 
performer.  This is still further proof of the scalability of the SDD algorithm.  It should be noted that 
additional variable problem size for Systems I and IV, as well as three other systems, have been reported 
elsewhere [14]. 
 

Conclusion 
 
In summary, two domain decomposition methods were compared by examining real computer 

systems and problems in the context of parallel performance models.  The parallel performance models 
were developed and validated in previous work; however the ADD model validation was expanded in this 
work to include computer platforms relevant for subsequent comparisons.  The ADD parallel performance 
model validation exhibited very good agreement between measured and predicted values for all problem 
sizes and computer systems examined.  The computation and communication components of the two 
parallel performance models were then compared using fixed and variable problem sizes.  The 
computational portion of the models indicated no significant difference between the two domain 
decomposition schemes.  However, the parallelization potential of the ADD algorithm is limited by the 
number of angles.  Adding more processors than the total number of angles per octant yields no 
performance improvement for the ADD algorithm thus limiting the scalability by the number of discrete 
ordinates at most.  On the other hand, SDD is limited by the blocking scheme employed and therefore has 
a much higher scalability potential allowing for improved performance using computer systems with more 
numerous processors.  In comparing the three ADD communication schemes with the SDD 
communication scheme, it is clear that the ADD bucket scheme out-performs all other schemes for smaller 
values of P for the range of system and problem parameters examined in this study.  However, for the 
high-end systems and for larger values of P the SDD communication scheme reduces the gap between 
itself and the ADD communication time, and in some cases surpasses the performance of the ADD 
scheme.  In general, the ADD bucket communication scheme prefers more angles with fewer 
computational cells, while the SDD communication scheme prefers fewer angles with more computational 
cells.  Future applications could perhaps take advantage of these strengths by combining the two schemes 
to retain the best performance for a variety of problem sizes and computer systems.   

 
At least for the cases examined in this study, the bulk of the computer time will be consumed in 

computation, not communication, so the decision on which algorithm to employ needs to be made based 
on the limiting factors of computation, i.e. the blocking scheme for SDD and the number of angles for 
ADD.  In the end, given access to a system with 1000 or more processors, one might choose to use SDD 
because of its better scalability.  However, a large portion of computational work today is completed on 
smaller systems with tens or hundreds of processors.  It is in these smaller systems where ADD in 
conjunction with the bucket communication scheme might be the better choice for the given problem.   
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