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ABSTRACT 

Supercomputers currently reach a peak performance in the range of TFlop/s. With but one exception - 
the Japanese Earth Simulator - none of these systems has so far been able to also show a level of sustained 
performance for a variety of applications that comes close to the peak performance. Sustained TFlop/s are 
therefore rarely seen. The reasons are manifold and are well known: Bandwidth and latency both for main 
memory and for the internal network are the key internal technical problems. Cache hierarchies with large 
caches can bring relief but are no remedy to the problem. However, there are not only technical problems 
that inhibit the full exploitation by scientists of the potential of modern supercomputers. More and more 
organizational issues come to the forefront. This paper shows the approach of the High Performance 
Computing Center Stuttgart (HLRS) to deliver a sustained performance of TFlop/s for a wide range of 
applications from a large group of users spread over Germany. The core of the concept is the role of the 
data. Around this we design a simulation workbench that hides the complexity of interacting computers, 
networks and file systems from the user. 



INTRODUCTION 

Although application performance always has been very important, the peak performance of super-
computers has never been very interesting for technical simulation. However, it at least reflected to a cer-
tain extent the increase in performance of the most relevant tool for a computational scientist. However, 
even this has changed dramatically both with the advent of parallel systems and the microprocessors that 
aim to replace vector processors. 

The TOP500 list [1] with its numbers based on the LINPACK benchmark reveals the deterioration of 
the situation. Even this rather vendor friendly benchmark shows for most systems a sustained performance 
that is in the range of 50-60% of the peak performance. Discussions with vendors reveal that for an aver-
age application most of these systems have to be expected to yield a performance of about 10-20% on a 
single CPU. Furthermore the low performance of the internal networks of parallel computers reduces the 
parallel efficiency of an application to less than 50% on 1000 CPUs. Combining these numbers the sus-
tained performance to be achieved by an average code is in the range of 5-10% of the peak performance 
on a modern large scale system. The problem can still be overcome by using parallel vector systems for 
vectorized applications, where the sustained performance for a large system can be at the level of 25-40%. 
Due to the change of price/performance this will have an impact on the total cost of ownership. 

However, in addition to these “internal” problems of modern supercomputers there is a range of “ex-
ternal” problems which are all related to the handling of the huge amount of data that are created, moved, 
and transformed during the simulation process. In the next chapter we describe the working steps in mod-
ern simulation through which information and data have to go before any useful result is achieved. From 
these steps we deduce requirements for a productive simulation environment in the third chapter. As part 
of procurement for the next supercomputer generation at HLRS a concept was developed that is lined out 
in chapter four. Its problems and challenges are discussed. Finally we summarize our findings and hint at 
necessary improvements for the future to implement better supercomputer systems and environments. 

STEPS OF AN INTEGRATED SIMULATION WORKFLOW 

Simulation is a process that goes far beyond the simple execution of a job on a given computer. Typi-
cally it is itself part of a larger process in the creation of a product or system. We therefore first of all have 
to consider that simulation is itself part of a chain of processes.  

PROCESS CHAIN INTEGRATION 

Being part of a chain of processes implies that some interfaces have to exist and some boundary con-
ditions have to be met. Such integration is typically seen in industrial environments. However, it becomes 
more and more important in research settings. 

• Boundary conditions that relate to the people involved: Different people work on a problem at dif-
ferent times and different places. Coordination of these people is critical to make sure that infor-
mation that is relevant to the simulation process and information that is derived from it are fed 
back in the chain of processes. This goes beyond the technical flow of information since it requires 



accumulating knowledge and expertise. A management problem by nature it can be supported by 
information technology but not resolved. 

• Boundary conditions that relate to the processes involved: As part of a process chain the simula-
tion has to be integrated into the workflow. Since simulation still is a new and not very mature 
technology it has to adapt to established processes and their interaction. 

• Boundary conditions that relate to the data involved: As part of the process chain simulation relies 
on data received from other processes involved. This typically requires transformation of data 
from a user centric representation (like in CAD) to a computer centric representation (as an input 
for a supercomputer) and back. 

• Boundary conditions that relate to the hardware involved: Computers for simulation are part of a 
network that typically was not designed for simulation but for communication in a commercial set-
ting. Integrating simulation in the process chain includes considering how supercomputers can be 
made part of a seamless hardware environment. 

SIMULATION STEPS 

The actual simulation process itself can again be split into a number of individual steps. These are not 
always clearly distinct from each other. Furthermore the traditional triad of pre-processing, processing and 
post-processing has to give way to more interactive approaches. The main steps through which one has to 
go in simulation are, however, still the same: 

CODE PREPARATION 

In preparing code for simulation the main issue – besides portability – is optimization for the chosen 
platform. This includes both the improvement of sustained performance on a single processor and the op-
timization of communication patterns for a given network and its topology. Optimization can only be done 
on the production system – or a similar smaller system.  

INPUT PREPARATION 

Input data and input files have to be generated. These have to be prepared and well documented in 
order to be able to understand and interpret the results. With growing available main memory of super-
computers input data sets grow in size. It becomes increasingly difficult to prepare them on smaller sys-
tems. 

COMPUTING 

The goal of computing is not to achieve high performance but to get the required answer in accept-
able time. The sustained performance is only relevant in as much as it guarantees the required low turn 
around time. In addition to the turn around time for a single user the overall optimum usage of the system 



is a goal that is important for the operator of supercomputers. Such optimum usage makes itself shown in 
the prize for the resource and has become an economic issue. 

SIMULATION CONTROL 

Control over the running simulation can either be done directly by steering the simulation or by ana-
lyzing intermediate results that are accessible already during the simulation. Control is important to reduce 
the total time to achieve the desired result and to make more efficient use of expensive compute resources. 
Furthermore, as we will see, increasing sizes of data make it necessary to change from post-processing to 
an interactive understanding of the results of the simulation process. 

ANALYSIS 

With the growing size of main memories more and more fields of simulation move from simple mod-
els to more complex ones and from two-dimensional problems to three-dimensional ones. This increase in 
complexity and number of dimensions does not only result in larger output files. It also makes it more and 
more difficult for any user to understand the complex interactions that are hidden in the results. Standard 
visualization therefore starts to reach its limits in the same way as simple plotting of curves did 15 years 
ago. More complex techniques to get insight are required. 

ARCHIVING 

With increasing compute speed redoing a simulation may be cheaper than archiving data. For this 
only input files have to be stored and a balance of computing costs and archiving costs has to be calcu-
lated. However, for a variety of fields of applications archives have a growing importance both for scien-
tific and legal reasons. 

A traditional simulation workflow goes through all these steps sequentially or in an iteration loop. 
The flow of data that accompanies this workflow is growing. Therefore, it becomes more and more impor-
tant to bring the human into the loop especially when large systems are used for a long time. Interactive 
control and/or steering of the simulation can help to avoid costs both in terms of money and time. Driven 
by new models for simulation in the process chain as well as by costs a number of requirements come up 
that have to be considered in a supercomputer procurement. 

REQUIREMENTS 

From the ideas above a number of requirements can be deducted that have to be considered. The key 
requirement, however, is that the idea of a stand-alone supercomputer has to be replaced by that of a 
workbench for simulation. Such a workbench has to integrate the necessary hardware and software and 
has itself to be integrated into the technical environment of a centre or an industrial organization. 



DATA 

Data are at the centre since the overall process turns out to be a continuous transformation of data. 
The size of expected data files is in the range of Terabytes. Contrasting this with available speed of mod-
ern networks one of the key requirements is: Do not move data! As much as possible data should be kept 
at one single location. Transfer is too expensive and may delay time-to-answer to such an extent that us-
age of a local slower system is preferable to usage of a remote supercomputer. 

Keeping data in one place requires a suitable file system. High speed access to it has to be possible 
during all steps of the simulation process. Furthermore it has to keep up with the required I/O speed in 
order to support the supercomputer facility.  In addition the file system has to be integrated into a hierar-
chical storage management system. Data have to be able to move in and out between an archive and the 
file system. Transfer speed must not be hampered by any administrative overhead incurred from integrat-
ing file system and hierarchical storage management systems. 

In addition to these requirements the file system has to support heterogeneity. To avoid copying of 
data back and forth the central supercomputing and supportive systems (code development, pre-
processing, and visualization) have to have equal and simultaneous high-speed access to the file system. 

NETWORKS 

Networks are the lifelines of computing – both inside a system and between systems. It is obvious 
that the increase in speed of communication is currently no match for the increase in size of data sets that 
are produced by supercomputers. We ignore the slow improvement of latencies and bandwidths of the in-
ternal networks of parallel computers, since there is no hope of an improvement for the next years to 
come. There are some other open issues, however, that can be overcome and that help to increase the us-
ability and performance of a simulation workbench. 

First of all the integration of supercomputers and networks has to be improved. Network connectivity 
and state of the art network interface controllers have to be made part of any procurement. We have to 
avoid the common situation that a supercomputer is unable to saturate even the dreadful bandwidth of 
wide area networks. The gap between peak and sustained performance also exists for the network. Tech-
nologies like TCP off-load engines are required to achieve a high sustained performance.  

Second the clear distinction between internal and external networks has to be overcome. Bringing 
visualization as well as the traditional pre-processing and post-processing closer to the actual simulation 
requires that resources for this process have to be more closely integrated with the supercomputer. The 
natural wall we have to jump to achieve this is that between different networks. 

Third we have to solve the last mile problem. If we aim at keeping remote users in the loop we have 
to make sure that a minimum sustained bandwidth is available between the remote workstation and the 
supercomputer. We admit that this is a requirement that goes beyond the sphere of influence of a super-
computing centre. However, not overcoming this last-mile-problem supercomputers are reduced to giants 
on shaky foundations. 



SOFTWARE 

In order for the new concept to materialize a software core is required that allows to integrate the 
various hardware components seamlessly into one single workbench. The software has to hide the com-
plexity of the heterogeneous hardware components as well as software components. It has to be a true 
problem solving environment and has to go beyond the boundaries of the supercomputer system. Given 
that the growing number of hardware components and software components of a simulation workbench 
dramatically increases the complexity of the task such software can not be expected to be available of the 
shelf. 

None of the three sets of requirements (data, networks, software) can stand alone to solve the prob-
lem of a simulation workbench. All have to be fulfilled sufficiently to turn raw hardware into a working 
system. 

CONCEPT 

Faced with the requirements of industrial and academic users the High performance Computing Cen-
ter Stuttgart (HLRS) has started to design a concept to set up a simulation workbench. The need to inte-
grate industrial users adds security as another requirement. While for scientists confidentiality of data is 
mostly irrelevant it is a crucial problem for industry. Security does not only mean to protect data from be-
ing altered or copied. It goes as far as to hide completely away the activities of an industrial customer 
from all other users. Not even the size and duration of a simulation job should become public because this 
information may hint at the status of development work. The overall concept laid out based on the re-
quirements is described in figure 1. 

FILE SYSTEM 

The core of the concept is the file system. It has to fulfil the following requirements: 

• High Speed: Main memory of the supercomputer is in the range of 10 TB. Having the memory 
transferred to disk requires a bandwidth in the range of several 10 GB/s. Network connection to 
the file system has to be adapted to the architecture of the supercomputer. 

• Integration into an HSM: The file system has to be seen as one level of a multi-level storage archi-
tecture. Therefore it is mandatory to have a connection to a hierarchical storage management sys-
tem.  

INTEGRATION OF HETEROGENEOUS SERVERS 

To be able to provide a seamless work flow to the user pre-processing and visualization resources 
have to be integrated into the workbench. High speed access to the core file system has to be provided for 
heterogeneous platforms. An option for this is to use lustre [2]. There will be a trade off between speed 
and heterogeneity. However, with Linux becoming a common platform a compromise may be achieved. 



Furthermore pre-processing and visualization systems have to be integrated into the network envi-
ronment of the supercomputer. An optimum solution is to have these systems connect directly to the inter-
nal network of the supercomputer. This can be more easily achieved using standard components. Network 
technology like Infiniband [3], Myrinet [4] or Quadrics [5] might be a feasible solution. These networks 
rely on standard interfaces and are supported on a variety of different systems. 
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Figure 1 Hardware concept 

INTEGRATION OF VISUALIZATION AND SUPERCOMPUTING 

In order to turn the supercomputer into a workbench the user has to be able to interactively visualize 
results of an application or even steer the application according to her needs. Such interactive and intuitive 
steering of simulations requires an integrated handling environment where the engineer defines starts con-
trols and steers the execution of a simulation. The key components for such an environment are: 

• Consistent data representation: In complex simulations more than one software module is used. A 
consistent data representation allows to automatically run a sequence of such modules. 

• Automatic execution environments: Integrating simulation tools and modules into graphical envi-
ronments allows defining and starting automatic sequences of simulations. In addition they pro-
vide the engineer with a higher-level view of the simulation and intermediate and final results. 



• In virtual prototyping a virtual reality environment enables the engineer to have a more realistic 
impression of the simulation. At the same time the engineer may take a more abstract view and 
pure simulation can be made transparent to the benefit of increased quality of conceptual work. 

In the concept presented visualization may take place either on the supercomputer, on the visualization 
server or at the user workstation. Depending on the size of data and quality of the network connection any 
of these solutions or a mixture of them can be chosen. 

SOFTWARE INTEGRATION 

The software core for such a simulation workbench can not be a monolithic solution but will be cre-
ated from the interaction of a number of modular tools. 

A tool for the integration of visualization and simulation, which also helps to integrate the various 
steps of the simulation work flow, is COVISE [6]. COVISE stands for Collaborative VIsualization Envi-
ronment and was originally developed to allow a group of distributed scientists to work on a common 
problem using visualization. COVISE can provide its basic data management features as well as its ability 
to do the computational work on visualization locally and distribute the pictures to any site or even a 
number of sites at the same time. 

For access to the system we will rely on tools developed in GRID-Computing [7]. Among the avail-
able tools we will choose UNICORE [8], which has matured into a production tool without the limitations 
with respect to security seen in other open source solutions [9]. 

CONCLUSION 

We analyzed the workflow for typical simulations performed at HPC centres. To achieve a short turn-
around time all systems used in the distributed workflow have to be tightly integrated. A high sustained 
performance has to be achieved on the computers and the utilized networks. In the analysis of this work-
flow the generated and processed data is the most important factor. All involved components have to sat-
isfy the requirements imposed by the data processing. Examples are the memory bandwidth to move the 
data between main memory and CPU, the I/O speed to move the data to a central file system and the sus-
tained network speed to move data between distributed components. Various pieces of software are re-
quired to glue the components together and orchestrate this workflow. In the picture of a complete work-
flow the supercomputer that used to be at the core of a HPC centre is just one of the pieces that needs to be 
integrated into a larger hardware and software environment.  
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