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Economists have argued persuasively that our goals are wider than just risk
minimization, and that they include a prudent weighing of costs and benefits. This
economic line of thought recognizes that our policy goals are complex. As we widen the
range of goals we are willing to entertain, though, we need to check that the methods we
customarily employ are appropriate for the tasks to which we customarily apply them.

This paper examines some economic methods of risk assessment, in light of the
question of what our policy goals are and should be. Once the question of goals is open,
more complexities than just cost intrude: what the public wants and why begs to be
addressed. This leads us to the controversial issue of public risk perceptions.

Introduction: Formal and Informal Judgments

There has been a long-standing and much-debated conflict between the risk
perceptions of experts and those of the public. Many dangers that the public finds most
alarming the experts say are relatively benign, while many others that the experts rank as
most threatening the public treats with indifference. This conflict of perceptions turns out
to be surprisingly intractable. It also turns out to be a rich field for study, lying at the
intersection of larger intellectual, political and cultural conflicts. Great themes like
rationality and interpretation, populism and elitism, efficiency and distributive justice,
and others. all weigh in on this topic of risk perception.

At first, many experts attributed the difference in perceptions to different
information: the public was ignorant of relevant scientific facts, and so misperceived the
situations and the risks involved. However, psychological studies of the public's
perceptions drew attention to many subtle facets of any given risk, facets not considered
by experts. A counter-theory arose that explains the experts' analyses as seriously
distorted by inappropriately narrow methodologies that blind them to the larger picture.
Thus there developed two basic, antithetical attitudes toward the expert/public gap, and
correspondingly different approaches to risk assessment. Roughly, the expert judgments
of risk have been based on quantitative characteristics, such as mortality rates, while the
public considers a whole range of qualitative characteristics, such as how controllable or
dreadful or familiar or insidious or long-lasting a risk is. Rather than different
(quantitative) information, the source of the conflict turns out to be different (qualitative)
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kinds of bases for judgments. The result has been a lively intellectual debate about the
nature of "risk" in all its physical, social, psychological and political manifestations.

Quantitative and qualitative judgments have important practical differences.
Consider the difference between "The station is more than a mile from here," and
"Shakespeare is the greatest writer ever." Anyone who understands the first sentence will
have a pretty good idea of how to decide if it is true or not, and there will be substantial
agreement among people's methods. Such claims are amenable to a formal, technical"
decision process: a process that reliably and consistently produces the same answer, and
the appropriateness of which can claim a strong consensus. The sentence about
Shakespeare is not amenable to any such decision process. People's methods of
evaluating it will vary greatly, and it will be difficult to establish for many methods
whether or not they have been followed. It may turn out, empirically, that people do
reach a consensus on Shakespeare's greatness. Nevertheless, a person asserting such a
sentence cannot reasonably expect this consensus, and when challenged cannot
reasonably take for granted agreement on a method of resolving the dispute. Such
judgments require an informal, "political" decision process (or sometimes "moral",
though perhaps "evaluative" is the general category).

In the first section, we will consider why the public's risk perceptions should matter.
Different democratic theories lead to different views of the pertinence of the public's
perceptions. The second section examines the psychological study of risk perceptions as
a late arrival in the field of decision making under risk. The fact that it is a descriptive
approach in a field dominated by prescriptive (or normative) theory seriously hampers
the acceptance of public risk perceptions as a legitimate basis for public policy. The next
two sections examine formal theory and its claim to prescriptive legitimacy by virtue of
promoting social welfare. We will examine the chain of arguments from its (relatively
uncontroversial) basis in subjective individual preferences to substantive public policy
recommendations. The first of these looks at the important difference between individual
and collective decision akers, and the second at the appeal to markets and hypothetical
markets. Throughout, we will find that formal theory claims to proceed by a technical
process, yet relies at crucial junctures on informal, political judgments that it obscures
and ignores. he result is a failure to address qualitative, political concerns about the
risks we face.

Section 1: Two theories of democracy

Chris Whipple tells an anecdote 1992, 347-8) about experts at a workshop on
quantitative safety goals for nuclear power plants. The experts were trying to take public
concerns about catastrophes into account by weighting the danger of catastrophes
disproportionately heavily. When Paul Slovic pointed out that skewing the weights
necessarily means higher total expected mortality (from catastrophes and non-), the
experts quickly returned to their standard practice of minimizing expected mortality.
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The common-and quite natural-assumption of most experts seems to have been
that our existing decision-making processes are pretty good, and that including the public
should require only marginal adjustments to those processes. Whipple's story illustrates
an important truth: expert methods-unless they are just plain flawed, which is very
unlikely-are generally going to be degraded by marginal adjustments to include the
public. Consequently, though it might be easy to say that the public's perceptions and
concerns should be accommodated in public policy, all the institutional arrangements that
keep the expert processes in place and work to maintain their quality will steadily resist
actually making those accommodations. If the changes required to include the public are
really fundamental, then we will keep unning into mysterious and frustrating practical
difficulties, as we futilely try to integrate deeply opposed perspectives with merely minor
changes. That the conflict is, in fact, fundamental is suggested by the often-noted fact
that by expert standards we are, arguably, safer and healthier than ever before. This
seems to present a prima facie argument that all the expert work on decreasing risk and
on rationalizing priorities and on refining our techniques for assessing danger and its
probabilities is simply irrelevant: if we are already safer and healthier than ever before,
and we are still worried, then it would seem clear that a marginal improvement in our
safety is not going to allay our fears. The point that emerges is that the experts have good
reason to be daunted by the prospect of assuaging an ill-defined public anxiety, since it
apparently requires them to accept that something quite different from greater safety will
be needed. Accordingly, they have good reason to be tempted back to the discredited
idea that the public is just irrational.

This line of thought suggests that there may be unacknowledged barriers to
incorporating public perceptions in risk management. Simply declaring that we should
consider the public's perceptions can mean anything from advocating changing those
perceptions so they agree with the experts' (at one extreme), to advocating dismissing the
experts and setting policy by public referendum (at the other). Holders of these two
extreme positions could agree that the public's perceptions should be considered, and
then produce diametrically opposed answers as to how to consider them.

There are two quite different perspectives (well inside the extremes) on what
democracy requires in terms of respect for the public. The more populist position says
that the legitimacy of government decisions derives from the will of the governed.
Accordingly, the risk perception conflict should be resolved by more direct public
participation in the policy process. Most of the literature on risk perception has
considered this line of thought to be the primary justification for incorporating public
perceptions in policy. There is a competing strain of representative democracy, though,
that specifically advocates caution about the "people's will," until it has had a good long
time to mellow, because of fears of a tyranny of the majority and of undue influence on
the people's will (e.g. from the press). According to this second line, the people's will is,
in the long run, connected to their interest, so it is legitimate to act in their interest even if
that is temporarily contrary to their (seeming) will. This latter is the democratic theory
that supports the authority of experts. Expert processes are typically intended to pursue
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the public interest, and so claim to give the public due respect without directly including

it.
These two perspectives on democratic theory illustrate a central pattern of the risk

perception controversy: the tension between what we do want and what we should want.
Democratic theory recognizes the relevance not only of what the people do want, but also
what they would want if they had all the information, or what they will want when the
hysteria dies down, or what they should want to stay consistent with founding values of
the society, and so on. The general form of this issue is the contrast and tension between
descriptive theory and prescriptive (or normative) theory.

We have ow seen the major warrant that experts have not to accomodate the
public's concerns, as well as some of their incentives. The incentives come from the
great difficulty of the task and its disruption of institutionally supported expert practices.
Tthe warrant is the idea that expert theories are already prescriptively true to the public's
interests, even if not descriptively true to its desires. Those desires, however, have
political power, and insofar as the expert processes resist including the public's
perceptions, political pressure increases to replace the expert processes with some sort of
public participation process. The choice begins to appear a stark one of who decides, the
experts or the public. A more thoughtful examination of the relations between formal
(expert) and informal (public) reasoning might allow for more integration of the two and
a less stark political conflict.

Section 2 Prescription and description

The study of risk perceptions, and the consequent debate over them, generally dates
from Chauncey Starr's 1969 paper, "Social Benefit Versus Technological Risk." Starr
examines the historically accepted risks of several technologies, proposes that these
reveal social preferences, and discovers dramatic differences in our risk tolerances
depending on whether or not the risk is voluntarily undertaken, as is smoking tobacco, for
example. Starr was examining the significance of qualitative characteristics of risks, such
as voluntariness, which are normally ignored by expert models.

Starr's analysis had an intrinsically informal character: "Because this methodology is
based on historical data, it does not distinguish what is 'best' for society from what is
'traditionally acceptable... 183). The contrast he is drawing is with more formal
analyses of decision, which I will group under the generic term "rational actor theory":
analyses that attempt to establish what an actor should do, or what an ideally rational
actor would do, in given circumstances. The long history of rational actor theory
includes strands from various disciplines. Its conceptual roots are in the 17 1h century
works of Thomas Hobbes and Blaise Pascal, but its consistent development dates to 18t'
century studies of gambling and of voting strategies. It reached a new level of formal
rigor and sophistication in the creation of expected utility theory by John von Neumann
and Oskar Morgenstern in the 1930's and 40's.
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Building on Starr's beginning, Paul Slovic and others have studied various
characteristics that affect our perceptions of risks. Slovic, Fischhoff and Lichtenstein
(1979) identify voluntariness, immediacy of effects, knowledge (to the person at risk),
knowledge (to science), control by the person, newness of the risk, chronic effects versus
catastrophic, corm-non and familiar versus dreaded, and severity of consequences. They
also drew attention to the connection between risk perception and the psychological
studies of decision under uncertainty conducted by Amos Tversky and Daniel Kahneman.
Like Starr, Tversky and Kalmeman took an empirical approach: they study what people
actually do in the face of risk, rather than what a rational actor should do. At first glance,
this innovation by psychologists on the field of rational decision theory might seem
unimportant: since people are generally more or less rational, the two will presumably not
be much different. But they are different, and this difference opens the way to a
contentious debate. Here is the introduction to Kahneman and Tversky's major essay
(1979):

Expected utility theory has dominated the analysis of decision making
under risk. It has been generally accepted as a non-native model of rational
choice, and widely applied as a descriptive model of economic behavior.
Thus, it is assumed that all reasonable people would wish to obey the
axioms of the theory, and that most people actually do, most of the time.
The present paper describes several classes of choice problems in which
preferences systematically violate the axioms of expected utility theory. In
the light of these observations, we argue that utility theory, as it is
commonly interpreted and applied, is not an adequate descriptive model and
we propose an alternative account of choice under risk. 263)

Their alternative account they call "prospect theory", which attempts to describe the
processes of infort-nal judgment.

What we see here is the historical and conceptual framework for the risk perception
controversy. The psychometric study of risk perceptions and decision processes has
successfully challenged the descriptive accuracy of formal decision models. What this
means, though, is unclear. It says that we do not make decisions as the formal models
would, but should we?

The relation between descriptive and prescriptive theory here is crucial to the risk
debate. The relation is fairly complex, including both a conceptual distinction between
the two and a practical interdependence. On the one hand, the distinction can serve to
protect prescriptive theory from empirical (descriptive) challenge. Since prospect theory
and all the psychometric studies are descriptive of how people choose, they are
compatible with arguments that people ought not to choose that way. In fact, a
prescription requires some divergence from description to have any interest: there is no
point in telling people to do exactly what they already do do anyway. So, expected utility
theory could tell us what we should do, and prospect theory what we in fact do, and both
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theories could be right. On the other hand, the two clearly do intrude on each other's
territory. Notice in the quotation above that, while expected utility theory is essentially
prescriptive, it is ",applied as", and "assumed" to be, descriptive as well. And in Starr's
methodology, our historical acceptance of risks (descriptive) is taken to "reveal social
preferences," which carry prescriptive weight.

There is an obvious impact of prescription on description, in that the very concept of
"prescribing" implies that we should change the world to match the prescription. There
is also an impact of description on prescription in that we have no examples of
-rationality" other than human behavior by which to gauge the accuracy of a model; God
has given the theorist no other access to the meaning of "rational" besides its descriptive
accuracy to people. The situation is closely analogous to "will" and "interest" in
democratic theory: they can be distinguished temporarily, but democratic theory
recognizes no access in the long run to what the people's interest really is, other than
their will. Despite their distinctness, prescription and description overlap, and can clash.

The contentious question of why rational models differ from live subjects invites two
obvious and competing answers, answers expressive of the two antithetical attitudes
toward the expert/public gap described earlier: the actual choices of people are irrational,
or the model of rationality is flawed. Generally, the argument that formal models must
be flawed will emphasize the practical interdependence of description and prescription,

whereas the argument that the public is iational will emphasize their conceptual
independence.

If we are to understand the barriers to informal public perceptions, we need to
consider the consequences of this argument that prescriptive theory does not intrinsically
require descriptive accuracy. It raises the question of what the power of prescriptive
theory does depend on, which is a practical question. And that, in turn, brings us back to
the practical differences between quantitative and qualitative judgments.

Section 3 The irrationality of collective preferences

Models of rational action are simplifications. They are built on assumptions that
vary in their strength, plausibility, and range of applicability. Judgment is always
required as to whether a given situation is an appropriate one in which to apply a given
model, that is, whether the model's assumptions hold in this situation. Consequently,
some informal easoning is the necessary background for formal reasoning; the two work
together. In this section and the next, I will present some of the misapprehensions that
can result from treating judgments as if they could be the inexorable products of formal
thought alone. We start with the difficulty of identifying a clear public interest.

One crucial issue in rational actor modeling concerns who the "actor" is. In formal
expected utility theory the actor must always be an individual. An individual is "[a]ny
decision maker-a single human being or an organization-which can be thought of as
having a unitary interest motivating its decisions" (Luce and Raiffa 1957, 13). The gist
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of this is that an individual actor has well-defined preferences, meaning a preference
between any two states of affairs, and these preferences are transitive. If pair-wise
comparison and transitivity both hold, then the actor's preferences can in principle all be
ranked in a unique ordering from best to worst. This requirement that preferences can be
ordered-sometimes referred to as "consistency"-is generally considered a weak
condition for "rationality".

By and large the requirement of well-defined preferences seems intuitively plausible
in many ordinary decisions. It does, however, exclude the rational actor model from one
huge class of decision-making problems: collective decisions. The reason is that
collectives, unlike individuals, do not have well-defined preferences. More precisely,
where it may be intuitively plausible that pair-wise comparison and transitivity will hold
for individuals facing many ordinary choices, it is virtually never plausible to think the
same of collectives. The argument is very simple, and is essentially undisputed
throughout the history of rational actor theory.

The basic situation of collectives can be illustrated with three actors and tree goods.
Suppose Alice, Paul and Jonathan are choosing a fruit flavor for a dessert they are
making. The choice is among banana, raspberry, and lime. Each of the tree individuals
has well-defined preferences that are transitive and can be uniquely ordered from best to
worst (i.e. they are "rational"): Alice prefers banana to raspberry, and raspberry to lime;
Paul prefers raspberry to lime, and lime to banana; Jonathan prefers lime to banana, and
banana to raspberry. Now consider the results of a pair-wise comparison of the group's
collective preferences. Between banana and raspberry, Alice and Jonathan prefer banana
but Paul prefers raspberry; between raspberry and lime, Alice and Paul prefer raspberry
but Jonathan prefers lime; between lime and banana, Paul and Jonathan prefer lime but
Alice prefers banana. So if we simply add up the preferences (votes) of the group, two-
thirds prefer banana to raspberry, two-thirds prefer raspberry to lime, and two-thirds
prefer lime to banana. That is, the group's collective preferences are not transitive, they
run in a circle, and so cannot be ranked in order of best to worst (i.e. the goup is not
rational").

A few comments are in order. First, this is not a criticism of rational actor theory. It
merely marks a boundary to the applicability of theories that presuppose "rational"
preferences: collective decision-making is beyond the scope of such theories. The
presuppositions of the theory are plausible for individuals in many ordinary choice
situations, but these presuppositions are implausible for collectives facing even the
simplest choices. Collectives, unlike individuals, do not antecedently have preferences at
all; their preferences must be constructed by some sort of aggregation out of the
preferences of the individuals who make up the collective.

Second, this argument is also not a paradox; it is not meant to imply that collectives
cannot make decisions. We all know Alice, Paul, and Jonathan will choose something,
and probably by some sensible process. Perhaps Alice is allergic to lime, and Paul
detests banana, whereas Jonathan likes all three, so they choose raspberry. There may be
any number of sensible processes, but informal negotiation and subjective judgment will
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be required to select one. That is, a political decision process is required. No plausible
notion of "rationality" dictates the right process, and no process, however it is chosen,
can claim to produce the "preferred" outcome-the highest ranked of the possible
choices-because groups do not have well-defined preferences.

Third, the argument also does not refute all formal theory for social choice. The idea
informally illustrated by the example of Alice, Paul, and Jonathan was rigorously
articulated by Kenneth Arrow. Rather than refuting fon-nal social choice theory, it
articulates the challenge to such theory: "The big bang that characterized the beginning
[of modern social choice theory] took the form of an 'impossibility theorem', viz.
Arrow's 1950,1951) 'General Possibility Theorem'." (Sen 1986, 1074). While the
argument above does entail that there is an inescapable and substantial element of
informal reasoning or negotiation in all social choices, it does not imply the more
extreme conclusion that collectives have no clear preferences at all.

The original ambition of 19'h century utilitarianism was to derive social preferences
from individual preferences by measuring the value (benefit, pleasure, utility) of each
choice to each person in absolute terrns. If we could measure the strength of Alice's,
Paul's and Jonathan's preferences for each fruit flavor, then we could total the social
value of each choice and see which the group prefers. To do this, though, would require
some standard unit of value that could be known to be the same for all people. It is
almost universally agreed that there can be no such measure. This is known as "the
problem of interpersonal utility comparisons," and modem expected utility theory
recognizes that it is insoluble and looks to preferences instead. "It is clear that
utilitarianism uses cardinality and interpersonal comparability of personal utilities. Both
these practices received severe reprimand in the 930's" (Sen 1986, 1073).

Among other problems, interpersonal utility comparisons violate the intuition that
preferences (values) are subjective. The major shift that made the great formal rigor of
expected utility theory possible was the abandoning of that ambition to find an objective
measure, and the placing instead of subjective preferences at the heart of the theory. Von
Neumann and Morgenstern emphasize that preferences are fundamental and "utility" is
constructed out of preferences. The mistake of thinking that preferences are attempts to
articulate some pre-existent utility "is a trap one must be careful to avoid." (Luce and
Raiffa 1957, 16; see also 33-34. use Luce and Raifla because von Neumann and
Morgenstern's work is highly mathematical and did not become widely known or
understood until several general expositions of it were written in the 1950's, Luce and
Raiffa's being a prominent one.)

The dependence of economic theory on the subjectivity of preferences is well-
expressed in this passage:

Individual measures of well-being are premised on a fundamental economic
assumption: that the satisfaction of individual preferences gives rise to
individual well-being. Economists take this assumption as a matter of faith,
and it underlies most if not all of economic theory. Others (many others)
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reject the assumption outright. At its base, the assumption is that
individuals know what is good for them (what will enhance their well-
being), their preferences for actions and outcomes reflect this knowledge,
and they act in a manner consistent with these preferences in a desire to
increase their well-being. (Kopp, Krupnick, and Toman 1997, 793)

An objective measure of utility would be a competing standard to the idea "that
individuals know what is good for them." Expected utility theory does not attempt that,
and it assumes only subjective preferences, from which a notion of subjective utility can
be constructed, but no objective (or "intersubjective") measure. The price of its great
formal rigor is the limitation of expected utility theory to individual choices.

Section 4 Informal intuitions about markets

The risk perception debate concerns public policy, which is collectively decided.
We might think, then, that expected utility theory was irrelevant. But expected utility
theory is ubiquitous in the expert literature on decision making. The constraint that
rational actor theories do not apply to collectives is routinely violated. In this section, we
will consider the line of reasoning that attempts to formally connect public policy
decisions to expected utility theory. It tacitly employs informal reasoning about the
operations of markets, some of it quite dubious.

Zeckhauser and Viscusi's "Risk Within Reason" (Science 248, 1990) will be our
case study, because it is characteristic of much formal theory of risk management. The
authors, two economists, explain the basics of expected utility theory and claim that "risk
management policies should be judged in terms of their effect on expected utility, the
only well-developed prescriptive framework for choice under uncertainty" 559). They
cite the seminal work of Savage as support: L.J. Savage (in The Foundations of
Statistics (Wiley, New York, 1954)) presents a careful axiomatic approach for combining
subjective probability and expected utility into a complete prescriptive basis for rational
choice" (fn2, 563). A reader might imagine that the authors are expressing an innocuous
position, well grounded in economic theory and history, except that-as the story of
Alice, Paul, and Jonathan reminds us-there can exist no consistent ranking of a
collective's expected utility by which to judge risk policies.

Contrary to Zeckhauser and Viscusi's use of Savage as support, Savage's work is
specifically limited to individual choice, as is the work of von Neumann and Morgenstern
that Savage extends. "First, with respect to the possible outcomes of a given situation it
is assumed that they are well specified and that each individual has a consistent pattern of
preferences among them" (Luce and Raiffa 1957 4 introducing the fundamental
assumptions of von Neumann's and Morgenstern's theory). Not only is expected utility
theory not "the only well-developed framework" for risk policy choices, but Zeckhauser
and Viscusi are mistaken in seeing it as a framework for such decisions at all. There is,
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of course, a vast literature in the last 50 or 60 years on expected utility theory, welfare
economics, decision theory, and related fields that understands, grapples with, and refines
these issues. The important point is that none of this work has fundamentally changed
the situation. Collectives are simply not "rational" in the sense required to apply those
paradigms.

Why, then, do Zeckhauser and Viscusi think that policy can be based on expected
utility theory? Here is their description of how it should be done.

This ethod [expected utility theory] assigns each potential outcome a
value (utility) on a cardinal scale, weights these values by their probability
of occurrence, and then adds them together to produce an expected utility, a
summary measure of the attractiveness of an action.... The formulation of
risk policy should then begin by asking what outcomes would result from
well-functioning market processes if individuals behaved so as to maximize
their own expected utility.... To provide the best possible basis for policy
decisions, our hypothetical market should be open to future generations. If
our great grandchildren could compensate the present generation for
preserving resources and the environment, what environmental decisions
would we make today? 559)

So, the claimed connection between expected utility theory and policy goes through
several theoretical steps. The intervening steps are dramatically less rigorous than
expected utility theory-are far from a "careful axiomatic approach" or a complete
prescriptive basis"-and in fact they include some faulty informal reasoning that they
treat as if it were inexorable formal analysis.

A number of strategies have been pursued for dealing with the impossibility of
interpersonal utility comparisons. One of the most prominent appeals to voluntary trades
or markets. The idea is that whenever people make a trade, they prefer the thing they get
to the thing the), give up, so they are better off. If no one ese is made worse off, then we
can presume that the world is a better place, without making any interpersonal utility
comparisons. This is called a Pareto improvement." If a group of people make trades,
then, we can hypothesize that the group is probably collectively better off'. Since we lack
well-defined group preferences among outcomes, we substitute a process that we can
generally presume to enhance satisfaction. This is why Zeckhauser and Viscusi suggest
we "begin by asking what outcomes would result fom well-functioning market
processes."

There are various qualifications and complications in practice, and a market process
cannot be presumed always to improve welfare. One reason is that trades cannot be
presumed to leave everyone else unaffected: each trade may be to a supposedly better
situation, but some other trade may have relevantly changed the world so that what
results is no longer better. A famous illustration is 0. Henry's classic short story, "The
Gift of the Magi," in which Delia sells her hair to buy a chain for her husband Jim's gold

241



watch, which he has sold to buy combs for her hair. (Since we are examining here
decisions under uncertainty, we are specifically not assuming perfect information.) The
important point is that the formal model does not logically entail that welfare is improved
by the market process, even if all its criteria for proper functioning are met. Informal
judgment is required as to whether the situation is one in which the formal model is likely
to yield results that match our intuitions of improvements in welfare. In this case, there is
a rough consensus in our society that, by and large, voluntary trades can usually be
presumed to improve things, although many caveats and protections against market
failure are generally recognized. The next step is less well supported.

Zeckhauser and Viscusi take another step, past the presumption that well-functioning
markets improve things. They claim that "the best possible basis for policy decisions" is
not a real market (which may not be feasible) but a "hypothetical market" in which
"future generations could compensate the present generation." They are referring here to
a prominent line of argument that attempts to evaluate social choices in the absence of
real trades. Since we cannot compare the utility of situations to different people, we
might try to estimate how strong their preferences are. Using market theory, we reason
that the trades they would be willing to make indicate the strength of their preferences.
So, if the advocates of a certain policy would be willing to compensate its opponents
sufficiently to satisfy them, then presumably the advocates prefer that policy more
strongly than its opponents prefer not to have it. The key element of this argument, the
aspect that takes it beyond the reasoning that trades improve things, is the claim that
compensation need not actually take place; the reasoning is that if those who reap the
benefits could potentially compensate those who bear the costs, then we can infer that the
benefits outweigh the costs. This is called "potential Pareto improvement" or "the
Kaldor-Hicks compensation criterion" (or sometimes, misleadingly, "Pareto
superiority").

This line of reasoning claims to weigh costs to some people against benefits to other
people, which is essentially a comparison between people of utilities. Since it is
universally agreed that interpersonal utility comparisons are impossible, we know that
this reasoning cannot be correct. Another simple thought experiment will show what is
wrong here. The key point is that we cannot know what the compensation is worth to
different people, without making interpersonal utility comparisons. We know the
benefits are worth more than the compensation to some people, and we know that the
compensation is worth more than the costs to other people, but we cannot infer that the
benefits are worth more than the costs unless we know that the compensation is worth the
same to both groups. This is exactly what the impossibility of interpersonal utility
comparisons tells us we cannot ever know.

Here is a simple example. In considering a proposed noise ordinance, we are trying
to compare my love for peace and quiet with your love for your noisy dog. The
fundamental economic assumption is that only individuals know their own values, and
they express them in their willingness to make trades. If I am willing to pay you 000
to get rid of your dog, then I value my peace and quiet more than 1000; and if you are
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willing to accept the deal, then you value $1000 more than your dog. Now, under an
ordinance banning noisy dogs, I would benefit and you would suffer. But I would benefit
more than $1000 worth to me, and you would suffer less than $1000 worth to you, so I
could potentially compensate you. The compensation argument, on which Zeckhauser
and Viscusi rely, falsely infers that the benefits to me are therefore greater than the costs
to you. Here is the problem. Suppose that money means nothing to me. I use $1000
bills to light my cigars. My peace and quiet might be only the tiniest bit disturbed by
your dog, but I would still pay $1000 because that's pocket change to me. Your dog is
your best friend, more beloved than anything but your children, who are starving because
you're flat broke. The loss of your dog would devastate you, but $1000 could save the
lives of your family, so you would have to sacrifice faithful Tuggles for that much. The
proposed ordinance, of course, does not require me to actually pay you a penny. Its real-
life effects, then, are to benefit me only slightly while it devastates you. That is, it
decreases social welfare.

This simple argument is, again, well known to economic theory, and it does not
mean that the question of compensation is foolish or irrelevant. Just as Alice, Paul, and
Jonathan may sensibly ask how strongly each feels about the fruit flavors, and may
incorporate Alice's time allergy into their decision, the compensation test sensibly tries to
estimate the strength of different people's preferences. The important lesson, though, is
that the estimate requires an informal judgment of the relative worth to winners and
losers of the compensation.

In this case, there is no rough consensus that money means the same thing to
different people. On the contrary, as the example illustrates, we all have a fairly strong
intuition that money definitely has different values to people of widely disparate wealth.
It should perhaps be stated explicitly-because this point is often confusingly presented
in the literature-that this issue has nothing to do with equity or distributive justice.
Rather, the point is a logical one: there is no valid inference from potential compensation
to increased social welfare, because we do not know that compensation has the same
utility to everyone. Equity enters only as a secondary issue because inequitable wealth
distributions create particularly easy counter-examples, cases where the compensation
obviously has different utilities and the compensation criterion would obviously decrease
social welfare. But the fact that the assumption of equal utility is false where there is
inequitable wealth does not mean it is true in equitable situations, or indeed ever. I would
guess that there is no consensus on money's relative values to people of similar wealth
but different temperaments. The formal model stands in need of informal sanction, and
to the extent that our informal intuitions do not support it, the argument for basing policy
on hypothetical markets and potential compensation lacks a reasonable warrant.

The argument for applying rational actor theory to public policy, then, depends at a
number of steps on informal reasoning. First, the claim that expected utility theory
provides a prescriptive framework for risk management policies ignores the fact that that
theory depends on individual actors with well-defined preferences, which a collective like
society is not. As has been demonstrated above-using only arguments that are
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uncontroversial and well known to economic theory-individual preferences cannot be
aggregated into a well-defined social welfare function. Second, the identification of
social welfare with the outcome of market processes introduces a substantial dependence
on informal evaluation to monitor when markets might be appropriate and might
plausibly produce outcomes that match our intuitions of social welfare. The further
identification of social welfare with the outcome of hypothetical markets and merely
potential compensation increases this dependence on our informal reasoning which, while
it often does endorse voluntary trades, does not generally recognize potential
compensation as a consistent measure of social value. At each step, the crucial role of
informal reasoning is hidden, and the authors imply that the rigor of expected utility
theory extends to their whole model, that they are still elaborating "a careful axiomatic
approach for ... a complete prescriptive basis for rational choice" (fn2, 563).

The pattern we see here is a clinging to formal rigor far beyond circumstances where
it might apply. The effect is to exclude informal thought whenever possible, and obscure
its presence when it is unavoidable. Consequently, the expert processes appear to be
more technical and less political than they in fact are, more quantitative and less
qualitative, more determinate and less negotiable.

Section 5: The Declining Marginal Utility of Money

If Zeckhauser and Viscusi are at all typical, as I claim, then cautions and
qualifications well nown to economic theory are typically ignored in expert risk
assessment practice. The problem is not economic theory itself, but the inclination to
make it out to be more formal than it is. A central principal of economic theory will
provide a last illustration of this.

In the early 181h century, economics diverged from strictly mathematical rational
choice theory with the recognition that the utility of money is not proportional to its
amount; utility decreases at the margin as amount goes up. Daniel Bernoulli presented
this as his solution to the clever St. Petersburg Paradox. The problem is to calculate the
value of a certain gamble, a coin toss game with the following rules: the pot starts at one
dollar; if a coin toss comes up heads, the pot doubles and the game continues with
another toss; if a toss comes up tails, the player gets the pot and the game is over. The
question is, how much should a gambler be willing to pay to play this game?

What made this problem interesting is that the expected value of this game is infinite.
The return is 2x dollars where X is the number of heads in a row before a tails. The
expected value is the sum of all possible returns, each multiplied by its probability:
.5(2") + 25(2') + 125(2 2) +..., which adds up to infinity. A profit-maximizing gambler
should theoretically be willing to pay anything to play this game. Nevertheless, common
sense tells us that no rational person would bet everything on such a game. Bernoulli's
historic solution to this puzzle was that rational choosers maximize uility, not profit. It is
this subtle, subjective, variable, and possibly quixotic notion of "utility", tied to human
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preferences and circumstances rather than to statistical calculation, that allowed
economics to ernerge as a social science. What makes this history interesting today is
that the modem practice of cost-benefit analysis seems to have returned to the more
technical practice of profit maximizing.

Any weighing of costs and benefits requires some method of comparing various
costs and various benefits to one another. Toward that end, we typically find some way
to assign a dollar value to all the costs and all the benefits. This is fine, as a first step.
But as we now from Bernoulli a rational decision requires us to assign a uility, not just
a dollar value. Cost-benefit analysis duly notes this requirement, and makes room for it
by allowing a weighling of the dollar values to reflect the differing utilities of different
costs and benefits. The trouble is that standard practice in cost-benefit analysis (CBA)
today is to skip this assignment of weights. "Since there are no equity weights that have
been sanctified through some political process, anonymous aggregation has become the
default in CBA" (Kopp et al. 1997). That is, we treat all dollars as equal (anonymous),
and thereby assume a constant utility for money, just as statistical analysts of gambling
did three centuries ago.

Does this little "default" convenience matter? By employing it routinely in cost-
benefit analysis, economists tacitly assume it does not matter. Although they now that
ignoring the declining marginal utility of money violates fundamental economic theory,
and that it biases their cost-benefit analyses in favor of the wealthy, they assume the
distortion is not very great. This is an informal assumption. Is it plausible? Maybe
sometimes; but in some situations-as the St. Petersburg Paradox shows-the divergence
between the answers yielded by a constant utility and by a decreasing utility is infinite.

Conclusion

We have now examined a number of procedures that experts use to make public
policy decisions. Behind all these issues is always the question of social welfare: what
actions can we take, what policies should we embrace, to make the world a better place?
In many cases, he public and the experts disagree about what the right choice is. In the
first section, we saw a possible defense of the experts based on democratic theory: the
people's participation, and even their will, can be legitimately set aside in the pursuit of
their true interests. If this defense is to work, a great deal of weight rests on the question
of the people's interests and the competence and integrity of the experts' pursuit of it.
But at the same time, social preferences are ill-defined, and so are not good candidates
for rational actor theory. Both the prescriptive legitimacy claim and the very workings
of formal theory we have seen to depend on informal, qualitative, political judgments.
Unfortunately, we have also seen a steady pattern of expert reliance on technical
procedures even when they were manifestly unsuited to the task. The experts seem so
intent on excluding informal thought that they would prefer even a bad quantitative
process to a qualitative one.
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Some may think this discredits these theories and processes, but that response
presupposes that expert processes ought to be free of informal and political elements. On
the contrary, it is that presupposition, that aspiration to technical answers, that is the
problem. One cost of that presupposition is less plausibility for the theories, because
social welfare is quintessentially qualitative, political, and informal. Another significant
cost, though, is an exaggeration of the conflict between experts and the public. Rather
than discrediting expert theories, I would infer the opposite direction: since even the
expert processes must include informal and political elements, there must be some
flexibility here for the incorporation of different informal and political perceptions,
specifically the public Is, the question of how to accomodate public perceptions should be
answered with explicit recognition of the need for informal thought in expert models.
The conflict with the public and the inaccuracy of expert models are both products of
excessive attachment to formality.
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