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A broad range of approaches has been proposed and applied for the complex and rather

difficult task of object recognition that involves the determination of object characteristics

and object classification into one of many a priori object types. Our paper revises briefly

the three main different paradigms in pattern recognition, namely Bayesian statistics,

neural networks, and expert systems.
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I. INTRODUCTION

Researchers in the fields of artificial intelligence (AI), neural networks (NNs),

statistics, or machine learning have followed three basic approaches to develop pattern

classifiers. Historically the first, probabilistic or statistical classifiers include Gaussian and

Gaussian mixture classifiers, which estimate distributions of input features separately for each

class. Later on, the NN classifiers include multi-layer perceptrons with sigmoid non-linearities

and radial basis function (RJBFs) networks. These classifiers typically estimate minimum-error

Bayesian a posteriori probabilities simultaneously for all classes. Boundary forming

classifiers include hard-limiting single-layer perceptrons, hypersphere classifiers, and nearest

neighbor classifiers. These classifiers have binary indicator outputs that form decision regions

that specify the class of any input pattern. Neural network and boundary-forming classifiers

are trained using discriminant approaches, which attempt to minimize overall classification

error rates. Probabilistic classifiers are trained using maximum likelihood (ML) approaches,

which individually model class distributions disregarding overall classification performance.

Some analytic results that were reported demonstrate that NNs can accurately estimate

Bayesian a posteriori probabilities and that NN classifiers can sometimes provide lower error

rates than statistical classifiers using the same number of trainable parameters. These results

suggest that NN classifiers may be easier to apply to real-world problems because they are

less sensitive to the assumed underlying distribution forms than more conventional

probabilistic approaches.

Artificial NNs are widely used as flexible models for classification and regression

applications, but questions remain about how the power of these models can safely be

exploited when training data is limited. Neal [1996a,b] presented how Bayesian methods

allow complex NN models to be employed without "overfitting" that can occur with

traditional training methods. Insight into the nature of these complex Bayesian models is

provided by a theoretical investigation of the priors over functions that underlie them. A

practical implementation of Bayesian NN learning using Markov chain Monte Carlo methods

is also described [Neal 1997], and software for it is freely available on web public domain.

Finally, a knowledge-based object recognition system (KBOR) defined as an object

recognition setup that uses either a symbolic knowledge format to represent its domain

knowledge and/or a knowledge-based inference engine to search its domain knowledge has

fairly recently appeared as an outcome of developing AI environments.



II. OBJECT RECOGNITION

The concept of object may be conceived in the most general sense, i.e., as considered

in mathematics by the set theory. Recognition is the process of finding a correspondence

between certain features in the image and similar feature of the object model [Grimson 1990].

The most important issues involved in this process are

1. Identifying the type of features to use;

2. Determining the procedure to obtain the correspondence between image and model

features.

The reliability and efficiency of an object recognition system directly depends on how

carefully these issues are addressed. Generally, recognition follows a bottom-up approach (left

to the right in figure 1) and features extracted from the image are classified into one of many

object types. However, a top-down perspective has been approached, where recognition is

performed by determining if one of the many known objects appear in the image.

The study of object recognition and the development of experimental object

recognition systems have a great impact on the research pursued by the computer vision

community. There presently exist partial solutions only to these tasks and with limited success

in constrained environments. Moreover, some researchers advocate that it is not possible to

design an object recognition system that is functional for a wide variety of scenes and

environments and still being as efficient as a situation-specific system.

The difficulty in obtaining a general and comprehensive solution to this problem

mainly arises from the complexity of object recognition process in itself, as it involves

processing at all levels of machine vision: lower-level vision (i.e., edge detection and image

segmentation) and higher-level vision (i.e., pattern category assignment, matching, and

reasoning). A successful object recognition system must succeed at all these levels (Figure 1).

This is a fairly difficult task because of many reasons such as

1. The real number of objects in the scene is not actually known;

2. The possibility that the objects may be occluded;

3. The possibility that unknown objects may appear in the image;

4. Motion of the object;

5. Variations in the sensing environment;

6. The limits and accuracy of the sensor.

Some further additional factors may appear in adverse conditions, namely

i. Noise;



ii. Deliberate mis-information, such as camouflage and interferences (i.e., automatic

target recognition).
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Figure 1
Image processing levels in an object recognition system.

An efficient and robust system that can achieve success in realistic environments is

built as a trade-off among general requirements that impose certain simplifications and prior

assumptions about the environment and the problem being tackled. Simplifying the task

introduces uncertainties into the problem that may create inaccuracies/difficulties in the

reasoning abilities of the system if these uncertainties are not represented, handled and

understood in a suitable manner. Some ways of dealing with uncertainties are

1. Methods that employ non-numerical techniques, primarily non-monotonic logic;

2. Methods based on traditional probability theory;

3. Methods using neo-calculi techniques, such as fuzzy logic, confidence factors and

Dempster-Schafer calculus to represent uncertainties;

4. Approaches based on heuristic methods, in which the uncertainties are not given

explicit notations but are instead embedded in domain-specific procedures and data

structures.

2.1 Model-based object recognition

In the model-based recognition, a 3D model(s) of the object(s) to be recognized are

available. The 3D model contains concise and complete information about the objects in

terms of shape descriptions, object parts information, relationships between object parts, etc.

The 3D structure of an object is frequently represented by CAD models [Armann and

Aggarwal 1993], where a volume-based representation of the object is built using primitives,

such as generalized cones, generalized cylinders and spheres. Typically, recognition involves



extracting 3D information from the image and comparing it with the model features, or

deriving 2D description from the image and then comparing it with 2D projections of the

model. In using the former method, the sensing device should be able to provide 3D

information in some form (i.e., range data or depth information using a stereo setup) which

can later on be compared with the model. In the latter case, the task is more difficult since the

effects of self-occlusions and perspective must be realistically considered, and the projection

direction needs to be determined. During matching, the 3D structure of an unknown object is

constructed from a sequence of 2D image views and more views are added to the construction

process until features extracted from the object matches one of the object models [Wang et al.

1984].

2.2. View-based object recognition

View-based object recognition is typically referred to as viewed-centered or 2D object

recognition, because direct information about the 3D structure (such as a 3D model) of the

object is not available. The only a priori information is in the form of representations of the

object viewed at different angles (aspects) and distances. Each representation (or

characteristic view) describes how the object appears from a single viewpoint, or from a range

of viewpoints yielding similar views. There is some evidence showing that object recognition

by humans is viewer-centered rather than object-centered [Koenderink and van Doom 1979].

The characteristic views may be obtained by building a database of images of the

object or may be rendered from a 3D model of the object [Zhang et al. 1993]. Matching is

simpler than in model-based recognition since it involves only 2DI2D comparisons.

Nevertheless, the computational requirements to store all the characteristic views of an object

tend to be extremely large. Moreover, the number of model features to search among

increases because each characteristic view may regarded as a model. In order to reduce search

space, there have been reported methods grouping similar views [Pope 1994, Burns and

Riseman 1992]. There are essentially two ways to approach this problem. The first is based on

matching salient information (i. e., corner points, lines, contours, etc.) that has been extracted

from the image to the information obtained from the database [Chen and Jain 1993]. The

object is recognized and its pose estimated on the basis of the best match. The second

approach extracts translation, rotation and scale invariant features (i. e., moment invariants,

Zernike moments, or Fourier descriptors) from each image and compares them to the features

that have been extracted from example images of all the objects. The comparison is usually

done in the form of a classification operation.



Recognizing 3D objects from 2D images is of paramount importance in Computer

Vision [McKee and Aggarwal 1977].

III. BAYESIAN DECISION THEORY IN OBJECT RECOGNITION

Scientific investigations require paying attention and carefully controlling mainly

three items

1. Apparatus design;

2. Measuring techniques,

3. Data processing from which conclusions are drawn.

Data processing or the inverse problem [Mutihac and Cicuttin, 1998] that comes out

with models is based on inductive inference. Inductive inference is the process of elaborating

a model on the basis of experimental data and drawing conclusions from it. Bayesian decision

theory is a fundamental statistical approach to inductive inference.

Bayesian statistics provides a unifying framework for data modeling by reasoning

about partial beliefs under conditions of uncertainty. Bayesian statistics provides a unifying

framework for data modeling by reasoning about partial beliefs under conditions of

uncertainty. Plausibilities of alternative hypotheses v^/>^2»—»^n} are represented by

degrees of belief \Pi,P2>'->Pn}, and inference is performed by evaluating these probabilities

after collecting data D. Bayes' theorem comes out directly from the joint probability formula

p(H,D)=p(H)-p(D\H)=p(D).p{H\D) =* P(H \ D)= p{° ' ^ ^

where the probability densities have the following meaning

p(D\H): the likelihood,

p\H) '. the prior probability of H,

p\H | D) : the posterior probability of H updated by acquiring the data D.

Along this line of reasoning, any proposition or hypothesis, say H, is given

numerical parameters whose values signify the degree of belief given some knowledge K

about the current environment or problem, that is p\H\K), which obey to the rules of

probability. If K remains unchanged, then the degree of belief on a proposition H is often

represented simply by P\H).

Bayes' theorem indicates that the overall strength of belief in a hypothesis H should be

based on our previous knowledge and the observed evidence. In order to apply Bayes'

theorem we need to have an estimate of the prior probabilities and also the underlying

likelihood distributions. Prior probabilities are usually estimated as the percentage of

occurrence of the proposition over a period of time. The likelihoods are often estimated by



making an assumption that simplifies the relationship between the hypothesis and the

evidence. A commonly used assumption is that a Gaussian distribution relates the evidence

and the hypothesis.

Bayesian inference has been used at various stages in object recognition processes in

order to provide a firm theoretical footing as well as to improve performance and incorporate

error estimates into the recognition problem. The main advantages of a Bayesian

(probabilistic) approach to recognition processes are the following.

1. The ability to incorporate uncertainty elegantly into the recognition process;

2. The ability to pool evidence from different sources while yielding a hypothesis;

3. The amenability to recursive and incremental computation schemes, especially when

evidence is accumulated in a sequential manner;

4. It provides an error estimate along with its decision, which gives a realistic

perspective in analyzing a system;

5. Modeling assumptions, such as priors, noise distributions, etc., need to be explicitly

defined. However, once the assumptions are made, the rules of probability yield a

unique answer for any question that is posed;

6. Bayesian inference satisfies the likelihood principle where decisions are based on the

measured data and not on the data that might have occurred but did not;

7. Bayesian model comparison techniques automatically prefer simpler models over

complex ones by incorporating the Ochkam's factor or razor. The concept of a razor

may be conceived as a natural measure of complexity of a parametric family of

distributions relative to a given true distribution [Balasubramanian 1995].

8. Bayes error is the lowest achievable error rate for a given pattern classification

problem. There are several classical approaches for estimating or finding bounds for

Bayes error. One type of approach focuses on obtaining analytical bounds, which are

both difficult to calculate and dependent on distribution parameters that may not be

known. Another strategy is to estimate the class densities through non-parametric

methods, and use these estimates to obtain bounds on Bayes error.However, since

Bayesian decisions depend heavily on the underlying modeling assumptions,

Bayesian methods are very sensitive to these assumptions and are only acceptable if

the knowledge about the domain is quite reliable and well understood. For a good

description, a fairly large and representative amount of data is generally required. It

comes out that Bayesian methods are likely to rapidly become computationally



prohibitive if the size of the parameters needed to reasonably describe the problem

becomes large.

Bayesian statistics have been used in object recognition to some degree of success for

indexing, model matching and incorporating neighborhood relations under different contexts.

3.1 Indexing

Indexing is the process of finding the model from a database of models, which best

matches the features that have been extracted from an image. For indexing, a feature set(s)

called index vector is identified that maps each unique object model (or part of a model) into a

distinct point in the index space. This point is stored in a table with a pointer back to the

object model. At run time, feature sets of the same type are obtained from the image to form

an index vector, which is then used to quickly access nearby pre-stored points. Thu£ a set of

possible matches are found without actually comparing all possible image-model pairs.

An important issue in indexing is to make the extracted features relatively invariant to

affine transformation and orthographic/perspective projections [Lamdan et al. 1990]. It has

been noticed that the probability density function of certain features in an image tends to peak

at the values taken by the features in the model (probabilistic peaking effect). For indexing

using three points on the object, an elegant approach based on this effect can be implemented

[Ben-Arie 1990].

The probabilistic indexing approach can be extended to more than three points [Olson

1995]. However, the probabilistic indexing works pretty well for most object recognition

problems except when the objects are considerably foreshortened in the image due to rotation.

3.1.2 Alignment

Alignment [Huttenlocher and Ullman 1990] and geometric hashing [Gavrila and

Greon 1992] are techniques related to indexing that are used to recognize 3D objects from 2D

scenes. Both methods use a small number of points to find a transformation (mapping)

between the model space and the image space. Recognition than consists of finding evidence

for instances of the models in the data, either by transforming the image into the model space

and voting for an object's pose, or by hypothesizing a pose and then transforming it into

image space to guide the search.

Alignment is the process of determining a unique (up to a reflection) affine

transformation between an image and the model by matching three image points with three

model points. Once the transformation that brings them into alignment is determined, each of



these transformations must be tested for correctness (verification). In order to speed up this

process, the probabilistic indexing scheme can be used to determine which matches are most

likely to be correct. Only the so-determined matches are considered and the rest are discarded.

3.1.3 Geometric hashing

Geometric hashing for object recognition may be summarized as follows. Given m

models Mi,i = l,2,...,m , each consisting of a pattern of n points pit i = l,2,...,n , we pre-

compute a hash table for these models where each entry is of the form M(x,y,Mk,Bi,pl),

where a subset of the model points Bt (called a model basis) of the model Mk is combined

with another point (feature) pt of Mk not belonging to the set Bi, then it hashes to the

location \x,y). The number of basis points is application-dependent (e.g., 2 points for

similarity-invariant recognition and 3 points for recognition under affine transformation and

orthographic projection) and a separate entry in the hash table for all possible combinations of

the distinct points (/?,,/>,), which is called a model group, for every model Mk is generated.

During the recognition phase, all features (points) in the image are detected and the following

process is repeated until a recognition decision can be made.

1. An image basis is picked randomly and all image groups using this image basis is

formed. The number of points in the image basis corresponds to the number of points

in the model basis;

2. The location that image group hashes to is located and all entries in the hash table

(possible model group matches) register a weighted vote for each model group and the

corresponding model basis. The weights depend on how close the image group hash

location («,v) is to the model group location (x,y);

3. If a model (through the current model basis) receive sufficient votes, an object

hypothesis has been found, otherwise the recognition process is repeated with a new

image basis.

Rigoutsos and Hummel [1990] recast geometric hashing in probabilistic terms by

interpreting weighted voting as a Bayesian maximum likelihood object recognition system.

Using this interpretation in the case where the basis comprises two points, it is shown that

voting weights (likelihoods) depend on the density functions of the hash values in the hash

space under assumptions of a particular model-basis combination and a particular basis set

selection in the scene.



3.2 Model representation and matching

The matching process involves matching image features to model features. Matching

can be performed either by trying to first get all good matches between the image features and

the model features (commonly referred to as correspondence matching or hypothesis

generation), as well as by trying to estimate the transformation of the image features needed

to match the model features (i.e., trying to determine the object pose, commonly referred to as

transformation matching) or a combination of both. Matching in the correspondence space is

easily defined using Bayesian statistics. Also, the search in the correspondence space can be

cast as an iterative estimation problem using the Bayesian theory. Both techniques are

exemplified by the work done by Wells [1993] who uses a two stage statistical formulation

for feature based object recognition.

3.3 Incorporating neighborhood relations under different constraints

3.3.1 Markov random fields

Markov random fields (MRFs) provide an efficient tool to incorporate neighborhood-

dependency constraints that can make the matching/recognition process more reliable and

effective [Cooper 1989]. During the hypothesis generation stage, while trying to determine all

possible matches between image features (such as regions or edges) and model features, it is

important to include all possible correct matches and exclude as many incorrect ones as

possible. Incorrect matches can be excluded by incorporating constraints based on prior

knowledge about the problem (such as object models). Dependencies between hypotheses or

features can be represented elegantly in the Markov random field framework. MRFs possess

characteristics that are particularly suited to solution of spatially oriented vision problems that

involve uncertainty (recognition) like the following.

1. MRFs fit conveniently into a Bayesian framework;

2. Prior knowledge about local spatial interactions can be easily expressed;

3. Probabilistic constraints based on arbitrary spatial dependencies and neighborhood

relationships can be encoded easily;

4. Local evidence about hypotheses is easily represented and manipulated.

A remarkable review of MRFs and their applications to computer vision is due to

Chou and Brown [1990].

10



3.3.2 View clusters

View clusters are often used to reduce the time complexity involved with matching

image features (regions) with all possible model views. The clusters are obtained by grouping

model views into equivalence classes using similarity metrics. Once the clusters are formed,

each view cluster is represented by a prototype feature vector. This is a viewer-centered

approach to image recognition in which matching is reduced to finding the closest view

cluster(s) to which the image features may belong. After the closest match(es) are determined,

the matching process can be refined to find the exact pose within each view cluster. The pose

identification process can also be used to verify the initial match(es), as the candidate view

clusters should have a good pose match with the image region (features). Bayesian statistics

provide a complete framework for representing these view clusters and for the view class

determination problem [Pathak and Camps 1993].

IV. NEURAL NETWORKS BASED METHODS

Artificial neural networks are highly parallel networks of interconnected simple

computational elements (nodes, neurons). Each node performs elementary operations like

summing the incoming inputs (afferent signals) and amplifying / thresholding the sum.

The paradigm of NNs comprises

1. Pre-processing units form and functions;

2. Network topology that describes:

a. Number of layers;

b. Number of nodes per layer;

c. The pattern of weighted interconnections among the elementary units.

3. A learning or training rule (a method used to update the weights).

The computational performance of NNs is mainly due to the following features

1. Simple fast and effective computational non-linear elementary units (nodes);

2. Parallel data processing via dense interconections;

3. Non-algorithmic processing

NNs have been largely used as data-driven models for function approximation

(classification) and optimization tasks. This is performed by defining an objective (cost)

function that represents the status of the network (i.e., the goodness of a match) and then

trying to minimize the function by relaxation. Relaxation is the process of minimizing the

objective function using semi- or non-parametric methods to iteratively updating the weights.

11



Classification as performed by NNs has essentially a dual interpretation reflected by

machine learning too. It could mean either the assignment of input patterns to predefined

classes, or the construction of new classes from a previously undifferentiated instance set

[Stutz and Cheesman 1994]. However, the assignment of instances to predefined classes can

produce either the class that best represents the input pattern as in the classical decision

theory, or the classifier can be used as a content-addressable or associative memory, where

the class representative is desired and the input pattern is used to determine which exemplar to

produce. While the first task assumes that inputs have been corrupted by some processes, the

second one deals with incomplete input patterns when retrieval of full information is the goal.

From the training assistance point of view, there are supervised and unsupervised

classifiers. Supervised classifiers seek to characterize predefined classes by defining measures

that maximize in-class similarity and out-class dissimilarity. Supervision may be conducted

either by direct comparison of actual output data with desired (target) data and estimating

error, or merely by specifying whether the actual output is correct or not. The measure of

success in both cases is given by the ability to recover the original classes for similar but not

identical input data. Unsupervised classifiers seek similarity measures without any predefined

classes. They perform cluster analysis or vector quantization aiming to discover "natural"

classes that reflect some underlying causal mechanisms. No information concerning the

correct class is provided during training. There is no general agreement on the measure of

their success since likelihood optimization always tends to favor single instance classes.

Adaptive classifiers implemented by NNs that learn by example do not consequently

require a good and precise a priori mathematical model for the underlying physical

characteristics. These include feed-forward networks (FFNs), such as the multi-layer

perceptron (MLP), as well as kernel-based classifiers, such as those employing radial basis

functions (RBFs). Learning vector quantization comprises neural-like schemes that are

adaptive, exemplar-based classifiers that are closer in spirit to the classical K-nearest neighbor

method. Both groups of classifiers share a remarkable advantage, namely their applicability to

problems involving arbitrary distributions. Most neural classifiers do not require simultaneous

availability of all training data and frequently yield error rates comparable to Bayesian

methods without needing a priori information. Various techniques dealing with uncertainty

such as fuzzy logic can be incorporated into NN classifiers in applications where only few

data are available [Mutihac 199la,b]. An excellent review on the relative merit of various

schemes for probabilistic, hyperplane, kernel and exemplar-based classifiers is due to Ng and

Lippmann [1991].

12



Some promising neural-inspired approaches to feature extraction and clustering have

been also proposed [Mao and Jain 1995], which are adaptive on-line and may supplementary

exhibit additional desirable properties such as robustness against outliers [Xu and Yuille

1995] as compared to more traditional feature extraction. Generally, NNs are used not as

stand-alone systems but as parts of larger systems acting like pre-processing or

labeling/interpretation units.

Though NNs do not require geometrical models, an important drawback of NN

classifiers is that the set of examples used for training should necessarily come from the same

(possibly unknown) distribution as the set used for testing the networks, in order to provide

reliable generalization and good performance on classifying unknown patterns. Valid results

are only produced if the training examples are adequately selected and their number is

comparable to the number of effective parameters in the net. Last but not least, NNs-based

models are computationally demanding.

In the last decade many reports have suggested various relations between the

properties of feed-forward NNs and Bayesian decision theory [McKay 1992a,b; Neal 1996a,b;

Mutihac and Cicuttin 1998, Mutihac et al. 1999].

4.1 Function approximation for object recognition

In feature-based recognition and indexing applications NNs are mainly used to

approximate certain functions, such as class optimizers (for classifiers) or for interpolation,

using some training samples in a supervised fashion.

Feature-based object recognition is a direct approach where neural networks carry out

classification task. The main operations generally performed by NNs are the following.

1. Extract and select features that are invariant and/or salient. Various types of features

(i. e., shape features, intensity features, ...) can be extracted for an image;

2. Features from a set of training images are then used to train neural classifier, either

using supervised learning or in an unsupervised manner. While training, the NN can

be made to learn different patterns (objects), and optionally, the pose of these objects.

During the training phase, a set of images that were not used for training, can be used

to assess the performance of the net;

3. When a new object is presented to the network, the features extracted from the image

are fed into the previously trained NN, which then classifies the features and

recognizes the object. The newly extracted features can further be used to train the

NN.

13



Consequently, the main issues in feature-based object recognition are

i. Extraction and selection of the invariant and salient features;

ii. Selection of the NN classifier (architecture and size) best suited for a specific

application;

iii. Making decision on the type of training and learning algorithm.

Feature extraction and selection are used to identify the features that are most

important in discriminating among different objects. Moreover, by retaining a small number

of "useful" or "good features," some factors like computational cost and classifier complexity

are reduced. Feature selection refers to choosing a subset of the features. Feature extraction

involves the transformation of the image and selecting a set of relevant features for the

transformed space. Saliency of a feature can be defined as a measure of the feature's ability to

impact the classification. The saliency of various features can be compared by using the single

probability of error criterion. This technique computes the probability of errors separately for

each individual feature. The resulting errors are subsequently used to rank the features and

finally select a relevant subset out of them.

In view-centered recognition, approaches based on aspect graphs are quite common.

Aspect graphs [Koenderink and van Doom 1979] are created by representing 2D views of a

3D object along the nodes of the graph, with legal view transitions indicated by the arcs

among nodes. Each node represents a characteristic view (CV) of the object in which certain

edges and faces are visible, indicated by a binary vector that takes the value "7" for

observable edges or faces, and "0" for hidden ones. This way, an object may be described as a

mapping from ^yiew angle, distance^ to the CV vectors. Networks of RBF type can be used

to learn this mapping and then predict the CV from a given view angle or to propose a view

angle for a given CV [Chakravarthy et al. 1991]

Clustering techniques are used to self-organize aspect graph representations of 3D

objects from 2D view sequences [Seibert and Waxman 1987]. The architecture is based on a

neural "cross corrrelation matrix," which was used to learn both 2D views and 2D transitions

with the 3D objects that produced them.

Indexing is also employed as an efficient method of recovering match hypotheses in

model-based recognition. In a certain number of approaches, the indexing technique is viewed

as obtaining indexing functions that associate each index vector from an image to some kind

of probability measure with each of the index matching. Again, RBFs can be employed to

learn these functions [Beis and Lowe 1994]. The advantage is that RBFs smoothly interpolate

between training examples, in the sense of filling in sections of the viewing sphere where no



views exist. Moreover, a large number of training sample can be represented by a single

center and consequently reducing the storage demand of the recognition system.

4.2 Matching as an optimization problem

The main part of a recognition process is to reveal the correspondence relationships

between the information in the image and the object model. This problem may be cast as a

graph matching problem, which in turn, is often formulated as an optimization problem where

an energy function is subject to minimization. To give some relevant examples, a Hopfield

network may carry out a constraint satisfaction process to match visible 2D surfaces to 3D

objects [Pravin and Medioni 1989].

Further on, the object recognition may be posed as an inexact graph matching problem

and then formulated in terms of constraint optimization [Mjolsness et al. 1989]. In

hierarchical approach of optimization frameworks, Hopfield networks recognize objects

basically in two steps: (a) coarse recognition, and (b) fine recognition, which is performed by

determining the correspondences between vertexes in the image and the model. At both

levels, object recognition is viewed as a graph matching process differing only in the features

considered for matching.

Finally, the problem of constraint satisfaction in computer vision may be set in terms

of network mapping, where the nodes are the hypotheses and the links are the constraints

[Mohan 1989]. The network is then employed to select the optimal subset of hypotheses that

satisfy the given constraints.

V. EXPERT SYSTEMS

Conventional programming languages, such as FORTRAN and C, are designed and

optimized for the procedural manipulation of data (such as numbers and arrays). Humans,

however, often solve complex problems using very abstract, symbolic approaches which are

not well suited for implementation in conventional languages. Although abstract information

can be modeled in these languages, considerably programming effort is required to transform

the information to a format usable with procedural programming paradigms.

One of the results of research in the area of artificial intelligence was the development

of techniques that allow the modeling of information at higher levels of abstraction. These

techniques are embodied in languages or tools that allow programs to be built, which closely

resemble human logic in their implementation and so they are easier to develop and maintain.

These programs, which emulate human expertise in well-defined problem domains, are called

15



expert systems. The availability of expert system tools, such as CLIPS, has greatly reduced

the effort and cost involved in developing an expert system.

Rule-based programming is one of the most commonly used techniques for

developing expert systems. In this programming paradigm, rules are used to represent

heuristics, or "rules of thumb," which specify a set of actions to be performed for a given

situation. A rule is composed of an //'"portion and a then portion. The //portion of a rule is a

series of patterns which specify the facts (or data) which cause the rule to be applicable. The

process of matching facts to patterns is called pattern matching. The expert system tool

provides a mechanism, called the inference engine, which automatically matches facts against

patterns and determines which rules are applicable. The //portion of a rule can actually be

thought of as the whenever portion of a rule since pattern matching always occurs whenever

changes are made to facts. The then portion of a rule is the set of actions to be executed when

the rule is applicable. The actions of applicable rules are executed when the inference engine

is instructed to begin execution. The inference engine selects a rule and then the actions of the

selected rule are executed (which may affect the list of applicable rules by adding or removing

facts). The inference engine then selects another rule and executes its actions. This process

continues until no applicable rules remain.

A knowledge-based object recognition (KBOR) system is defined as an object

recognition system that uses either a symbolic knowledge format to represent its domain

knowledge and/or a knowledge-based inference engine to search its domain logic. Several

KBORs have been developed during the last two decades [Wong 1987, Tou 1987, Riseman

and Hanson 1992, De Mathelin et al. 1993]. Gradually KBOR systems have evolved to

greater complexity and versatility while they have been called expert systems [Matsuyama

and Hwang 1990, Shomar et al. 1992, Chu and Aggarval 1995]. In most of these systems, the

knowledge-based (KB) paradigm has helped to perform complex and heuristics tasks in a

logical and understandable manner.

A general schematic bloc that is characteristic for most common classes of KBOR

systems is presented in figure 2. Such "intelligent" systems provide some of the following

advantages.

1. Increased system abstraction level due to symbolic representation;

2. Increased system maintenability if the knowledge base and the matching engine can

be updated separately;

3. Better handling of uncertainty by attaching a measure of belief to output decisions;

4. Reasoning and explanation capability;

16



5. A built-in control strategy via the inference engine, which can be used in a bottom-up,

top-down or hybrid top-down and bottom-up fashion.

)

& *C

c

Explanation
Module

i

Inference
Engine

i

1

Knowledge
Base

Figure 2
Typical structure of a knowledge-based system.

A bottom-up control strategy can be used in a KBOR system when the noise level in

the raw data is low or when the search span in the solution space is large and difficult to

prune. In other cases, where there are many interactions among data in the lower level tasks, a

top-bottom or goal-driven control strategy is more appropriate. However, in both approaches

having a built-in control strategy with heuristic search criteria helps to reduce object

recognition system complexity and implementation effort.

An object recognition system that depends on an expert system to perform 3D shape

recovery and orientation from a single view may have two main modules: an expert system

module and a graphics display module [Shomar et al. 1992]. The system uses some geometric

regularity assumptions about perceived objects and image formation to recognize the objects

from 2D images. The main steps in object recognition are: (a) representing geometrical rules,

(b) reconstruction of the 3D views, and (c) graphical representation of the model. The key of

success lies in constraining the domain to geometrical and unoccluded shapes. Regularities in

this limited environment are then exploited to limit the search space.

A more versatile KB system that handles occluded objects and integrates knowledge

from a multi-sensor array was designed for image interpretation [Chu and Aggarwal 1995]

using KEE, an expert shell development package. Their system called AIMS (Automatic

Interpretation using Multiple Sensors) comprises three blocks: (a) a segmentation module, (b)

the representation module, and (c) an interpretation module that employs KEE and
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supplementary LISP procedures in a bottom-up manner to recognize different objects in an

image. Its domain remains nevertheless too specific.

An image understanding system called SIGMA was developed by Matsuyama and

Hwang [1990], which is actually a KB aerial image understanding system. SIGMA uses

expert systems in three different modules: (a) a geometric reasoning expert, (b) a model

selection expert, and (c) a low-level vision expert, which is the only module employing

domain-independent knowledge.

VI. MIXED PARADIGMS

The brief overview of some existing so far object recognition systems based on

Bayesian statistics, neural networks and expert systems, would be incomplete without

mentioning that the main paradigms are overlapping and many of the reasoning/modeling

abilities of one approach can be mimicked by the other(s). Maybe more important, there are

features of these approaches that are complementary in nature and have certain advantages

and disadvantages. To fully exploit these approaches in order to design robust and

comprehensive object recognition systems, they have to be used concurrently in a mutually

supportive mariner.

6.1 Bayesian methods and neural networks

Bayesian methods and NNs share several similarities. Both methods generate models

that closely fit the data. Many widely spread artificial NNs are essentially non-linear

parametric or semi-parametric estimators that are based on general and powerful functional

forms, such as a linear combination of sigmoidal or radial basis functions. The parameters are

the weights, which are "learned" or estimated using training data. Due to the specific types of

non-linearities used, such functional forms are very flexible and can model complex

relationships in the data better than simple linear methods. However, increasing flexibility

arises the potential problems of over-fitting and poor generalization. Bayesian methods with

their intrinsic preference for simpler models over complex ones due to Ockham's razor, may

complement NNs by providing information about the amount of flexibility that is warranted

by the data. This process can be facilitated regarding NNs as probabilistic models, an

interpretation that is possible with several NNs that are used as regression nets as well as

classifiers [MacKay 1992a].

To give a flavor of this interpretation, the objective function (plus some regularization
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parameters) that is minimized during the training (weight decay) of a NN can be seen as the

negative logarithm of the probability assigned to the observed data by the model with the

current weights. As more data are collected, this objective function is updated using Bayes1

theorem to get the most probable weights given the data.

A difficulty encountered when using either Bayesian statistics or NNs is in

incorporating high level (symbolic) reasoning capabilities into the system. This kind of

reasoning is nevertheless easily implemented using expert systems.

6.2 Neural networks and expert systems

The main motivation to combine expert systems and NNs is to revise available domain

knowledge and to augment the net output decision with explanation capabilities [MacKay

1994]. One common method of combining consists in using an expert system to initialize a

NN. In this initialization, antecedents of rules are mapped into inputs and hidden nodes,

certainty factors determine initial weights, while rule consequences are mapped into output

nodes. The goal of this mapping is to embed all available prior domain knowledge into the

network's initial internal architecture. As a consequence of the embedded prior knowledge,

the time required to train such networks is much less than the time required by the networks

which are initialized randomly. In a second popular method, rules are extracted from trained

NNs, which turns out to mapping a NN into a rule-based system. Rule extraction can provide

trained (adapted) connectionist architectures with explanation power. Extracted rules can also

be used to validate the connectionist network output decisions.

6.3 Pattern theory

The statistical framework of pattern theory [Grenander 1994] provides mathematical

representations of subject-matter knowledge that can serve as a basis for the algorithmic

understanding of images [Mumford 1994]. This powerful theory uses a modified Bayesian

approach for hypothesis formation that is capable of the creation or annihilation of hypotheses

by jumps from one continuum to another in the configuration (hypothesis) space. Rules can

also be represented by visual grammars that regulate transformations of or algebraic

operations on pattern templates. Therefore, the pattern theory provides a common language

for both Bayesian and rule-based reasoning. Such an approach has proved successful in a

number of applications, from describing mitochondria ensembles to multi-target recognition

and tracking [Grenander and Miller 1994]. Moreover, mixed Markov models inspired by

theory are being suggested as basic tools in object recognition [Mumford 1994].
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6.4 Combining all three paradigms

It is a fact that mixed approaches were proved more successful than applying a stand-

alone paradigm. Several researchers experimentally shown that substantial improvements can

be obtained in difficult pattern recognition problems by combining or integrating the outputs

of multiple classifiers. Turner and Ghosh [1997, 1998] conceived an analytical framework to

quantify the improvements in classification results due to combining various approaches.

They showed that combining networks linearly in output space reduces the variance of the

actual decision region boundaries around the optimum boundary. This result is valid under the

assumption that the a posteriori probability distributions for each class are locally monotonic

around the Bayes optimum boundary. For linear combiners and in the absence of classifier

bias, the added classification error is proportional to the boundary variance resulting in a

simple expression for error rate improvements. For non-linear combiners, it may be

analytically shown that the selection of the median, the maximum, and in general the /th order

statistic, improves classifier performance. In the presence of bias, the error reduction,

expressed in terms of a bias reduction factor, is shown to be less than or equal to the reduction

obtained in the absence of bias. Some classes of knowledge-based object recognition systems

are presented in figure 3.

Knowledge-Based Object Recognition
(KBOR)

[Knowledge representation Reasoning I

Rule- Network- Other
Based Based Approaches

Data- Goal- Hybrid
Driven Driven Approach

Figure 3
Most common classes of knowledge-based object recognition systems.

Aggarwal and coworkers [1996] reported a hybrid object recognition system for

infrared images based on all three paradigms tightly integrated. This hybrid system uses a

methodology based on a hierarchical, modular structure for object recognition by parts.

Recognition is performed at different levels in the hierarchy, and the type of recognition

performed differs from level to level. Each module is employed to represent and recognize

parts of objects. In the Bayesian system, the final recognition of the object is based on the
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evidence accumulated from the sequential presentation of the different parts of the objects

(Figure 4).
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Figure 4
Mutually guided hybrid system.

VII. CONCLUSIONS

The choice of a particular paradigm mainly depends on the application at hand, the

amount/accuracy of information about the environment, the available data, and the amount of

"blind faith" tolerable in the output. Each standalone paradigm has its own advantages and

shortcomings. Mixed approaches exhibit better performance when properly selected.

Even the most advanced object recognition systems of today are by far limited when

compared with human performance. Humans can recognize about 10,000 distinct objects

[Biederman 1985] under varying conditions, whereas a state-of-the-art object recognition

system can recognize relatively a few objects.

Our incapacity to design reliable object recognition systems at the human level of

performance is partly attributed to the absence of theoretical underpinnings for object

recognition systems, which may enable us to analyze, synthesize, and design optimal object
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recognition systems. Future advances in the field will be undoubtedly directed to complete

and enhance the theory of pattern recognition and object recognition.
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