
CERN 97-08
12 November 1997

XC98FK264
701011812578*

ORGANISATION EUROPEENNE POUR LA RECHERCHE NUCLEAIRE

C E R N EUROPEAN ORGANIZATION FOR NUCLEAR RESEARCH

1997 CERN SCHOOL OF COMPUTING

Pruhonice (Prague), Czech Republic
17-30 August 1997

PROCEEDINGS

Editor: C.E. Vandoni

GENEVA
1997



CERN-Service d'information scientifique-RD/977- 1500-novembre 1997



Copyright CERN, Genève, 1997

Propriété littéraire et scientifique réservée
pour tous les pays du monde. Ce document ne
peut être reproduit ou traduit en tout ou en
partie sans l'autorisation écrite du Directeur
général du CERN, titulaire du droit d'auteur.
Dans les cas appropriés, et s'il s'agit d'utiliser
le document à des fins non commerciales, cette
autorisation sera volontiers accordée.
Le CERN ne revendique pas la propriété des
inventions brevetables et dessins ou modèles
susceptibles de dépôt qui pourraient être
décrits dans le présent document; ceux-ci peu-
vent être librement utilisés par les instituts de
recherche, les industriels et autres intéressés.
Cependant, le CERN se réserve le droit de
s'opposer à toute revendication qu'un usager
pourrait faire de la propriété scientifique ou
industrielle de toute invention et tout dessin
ou modèle décrits dans le présent document.

Literary and scientific copyrights reserved in all
countries of the world. This report, or any part
of it, may not be reprinted or translated
without written permission of the copyright
holder, the Director-General of CERN.
However, permission will be freely granted for
appropriate non-commercial use.
If any patentable invention or registrable design
is described in the report, CERN makes no
claim to property rights in it but offers it for the
free use of research institutions, manu-
facturers and others. CERN, however, may
oppose any attempt by a user to claim any
proprietary or patent rights in such inventions
or designs as may be described in the present
document.

ISSN
ISBN

0007-8328
92-9083-118-9



I l l

Abstract

The 1997 CERN School of Computing was built around four main themes:
information systems, real-time instrumentation, software production and
visualisation.

Under information systems, the whole history of links and hypertext was described,
with the specific examples of how they will be used in the LHC experiments. Real-
time instrumentation lectures discussed the continuous and remote control of
experiments, including triggering, simulation, data-handling and data security.
Object-oriented software development was covered, including the specific examples
of the C++ Standard Library and GEANT4. Aspects of visualisation dealt with were
its use as an investigative tool as well as for displaying results to others.

Finally, there were additional evening lectures on an automatic debiting system and
about pipe organs and the fugue.
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Preface

The 20th CERN School of computing took place in Pruhonice (Prague), Czech
Republic, from 17 August to 30 August 1997. The 1997 School was organised in
collaboration with the Institute of Physics, Prague, and the Charles University,
Prague and brought together 19 lecturers and 65 students from 20 different countries
and of 21 different nationalities.

This year for the very first time all the computing equipment and peripheral
equipment was provided by and from CERN. That is to say, all the equipment, lent
by various computer manufacturers, was delivered to CERN, set up in the CERN
computer Centre, all the necessary software installed and tested, dismantled, packed
and then transported to the Congress Centre in Pruhonice and re-installed. Our
Czech colleagues did sterling work in providing the necessary network connection
from the Congress Centre to the Institute of Botanies, in unloading all the material
and in helping to install the computer equipment in what became known as the
"CSC Computer Centre". P. Gula from the Institute of Botanies is to be thanked for
having provided a DNS server. Fabien Collin (CERN) and Andreu Pacheco (CERN)
were the System Managers of the CSC Computer Centre and their very hard work
and efficient management, both before and during the School was a major
contributing factor in the success of the School. Availability of computing facilities
is becoming of paramount importance at the CERN Schools of Computing - the
installation of a complete computing facility was rewarded by the great satisfaction
of the students and of the lecturers. The setting up of the installation was not easy,
and needed the collaboration of many people at CERN, and we are very grateful for
the help received from R. Bachelard, A. Calugera, M. Collignon, H. Cornet,
C. Curran, V. Dore", D. Foster, F. Hemmer, J.-M. Jouanigot, M. Lasle, R. Minchin,
A. Pace, K. Pluntke, B. Rosset, I. Reguero, G. Smyris, D. Underhill and M. Vergari.

The School was opened in the presence of Prof. J. Niederle, President of the Council
of International Cooperation of the Czech Academy of Science, Czech Delegate and
Vice-President of the CERN Council, Dr. J. Nadrchal from the Centre of Automation
and Computing, Institute of Physics, Prague, Chairman of the Local Organising
Committee of the School, Prof. A.J.G. Hey, from the University of Southampton and
Chairman of the CERN School Advisory Committee, together with
Mr. C.E. Vandoni, CERN, Director of the School. The opening talks are reported in
the following pages.

The following Members of the Advisory Committee were also present at various
times: D.O. Williams, L.O. Hertzberger (who also lectured), M. Metcalf, P. Palazzi,
and F. Etienne, the Advisory Committee member who accepted the coordination of
the equipment organisation. R. Leitner of the Local Organising Committee was also
present for a few days. Prof. J. Varela, of LIP, Lisbon and of CERN, Chairman of the
Local Organising Committee for the 1998 CERN School of Computing, attended
during the second week so as to obtain a better idea of the organisation and setting
up of such a School. Dr. J. May, IT Division Leader, also attended the School for a
few days.
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In 1997 the first week of the School was devoted to themes of general relevance both
inside and outside particle physics. The second week of the School explored a
number of themes in more depth with particular reference to the current computing
challenges facing the particle physics community. The programme was outlined in
detail by Prof. A.J.G Hey in his opening talk.

The lecture programme (48 lectures (of which 3 were evening talks and one opening
lecture), supplemented by 20 hours of exercises) was varied and was appreciated by
the participants. This year, three evening lectures were organised and we would like
to thank J. HavrSnek, L.O. Hertzberger and G.W. Robinson for having accepted our
invitation. The lecture programme was complemented by very demanding practical
work and the students tackled the exercises with great interest and enthusiasm and
were a great success. A. Dunlop, T. Burnett, M. Donszelmann, A. Khodabandeh and
B. Rousseau are all greatly thanked for the very hard work they put into preparing
the exercises and demonstrations.

The organisers would like to thank all the members of the Local Organising
Committee (ably chaired by J. Nadrchal) for all their efforts and efficient
organisation. Our particular thanks go to T. Fiala, S. Nadrchal, M. Rott,
V. Rozhonova, I. Veltrusky and L. Zizkowska for all their hard work connected to
the organisation of the network infrastructure, the hotels, the social events and all
other administrative details.

We would like to thank the following institutions and companies for their help and
support of the 1997 CERN School of Computing:

UNESCO and the European Commission for providing funding for students coming
from developing countries.

For the loan of hardware:

Hewlett Packard, Geneva, Switzerland; Elonex, Petit-Lancy (Geneva), Switzerland;
Digital Equipment Corporation, Prague, Czech Republic; SUN Microsystems, Lyon,
France; ESC Informatique, Paris, France.

For the loan of software:

Adobe, Edinburgh, UK; Fastcase Technology, Manchester, UK; Harlequin,
Cambridge, UK; Imperial Software Technology, Reading, UK; Objective Software
Technology, Livingston, UK; Ophrys Systemes, Seyssins, France; ParaSoft, Monrovia,
USA; Rational, Montigny Le Bretonneux, France; TakeFive, Salzburg, Austria;
VERILOG S.A., Bagneux, France.

For the loan of books and catalogues for the Library:

Addison Wesley; Thomson International; Prentice Hall; O'Reilly International;
Eurographics Association, Geneva, Switzerland.
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M. Ruggier, CERN, is thanked for setting up the CSC home page on the World Wide
Web and for helping to transfer all applications into our database system.

Accommodation was provided by the Hotel Floret I, the Hotel Floret n, and the
Hotel Tulipan. The hotels offered a good service and we wish to thank
Mrs. E. MikoSova for having supervised the organisation of the hotel accommodation
and the various rooms in the Congress Centre.

We wish to thank not only the members of the Advisory Committee for putting
together an interesting scientific programme, but also the lecturers for having
brought this programme to life, for their efforts in preparing and delivering their
talks, for providing written accounts of their presentations and for their availability
for discussion with the students.

We express our gratitude to our secretary, Jacqueline Turner, not only for the efforts
made during the last twelve months in preparing the School in her usual efficient
way and the hard work done during the School, but also for her invaluable help in
preparing these Proceedings.

Finally, we should also thank the students for their active participation and we wish
all of them success in their professional life.

C.E. Vandoni, Editor

Note from the Editor: as we received so much help from so many people, some names may have been omitted.
If this is the case, the fault is entirely mine.
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Opening Address - Prof. J. Niederle

Mr. Chairman, Distinguished Colleagues, Ladies and Gentlemen, Dear Friends,

On behalf of the Committee for Collaboration of the Czech Republic with CERN, I
have the privilege and honour to welcome all of you who came here to participate in
the 20th CERN School of Computing. This school is open just four years after the
Czech Republic itself was established and became a member state of CERN.

Thus the Czech Republic, the host country of the school, is a young lady, but, I
should add, with a long tradition in education. Remember that its Charles
University was established in 1348, almost 650 years ago, that the Czech Technical
University, created in 1707, was the first civic institute of technology on the continent
and that the predecessor of the present Academy - the first society that brought
together scientists in the Czech lands - was active from 1746.

Why is CERN, whose "raison d'etre" is fundamental Research in particle physics,
organising these schools of Computing?

There are several reasons for that.

• First, computing is vital to every aspect of particle physics, from complex
theoretical calculations to data acquisition;

• Second, experimental high energy physics tools - accelerators and detectors - are
very complicated instruments and, therefore, modelling, a computer simulation,
image processing and reconstruction are heavily used during their construction;

• Third, the international nature of particle physics demands networking and
communications; it is not, therefore, surprising that the WorldWideWeb was
invented at CERN;

• Fourth, CERN also plays a vital role in advanced education and in developing the
technologies of tomorrow from materials sciences to computing. It is well-known
that in 2005 a new accelerator, LHC, the Large Hadron Collider, will begin
operating. It will collide beans of protons at the unprecedented energy of 14 TeV
and the beams of lead ions even at the energy of 1150 TeV! The LHC's particle
detectors will observe the debris produced in particle collisions. They will be
extraordinarily complex. They will handle as much information as the entire
European telecommunication network does today, recording the results of some
800 million proton-proton collisions a second! Finally, while it may be eight
years before the LHC is ready for physics, CERN's newest accelerator, complete
with detectors and infrastructure, is already well advanced inside the computers
of CERN's Computer Aided Design Office, etc., etc.

Thus the CERN School of Computing which is organised around four themes,
namely: Information Systems, Real-time Instrumentation, Software Production and
Visualisation, well reflects these present particle physics demands.



It is my belief that the 21* century will be quite different from the present one. We
shall be really living in a world of information. In this connection it is good to keep
in mind that a computer is a much better receptacle for data than the human brain
but that the human mind, scholarship and culture cannot be reduced to the mere
accumulation of information.

The first President of the CERN Council, Sir Ben Lockspeiser, rightly said that
"Scientific Research lives and flourishes in an atmosphere of freedom - freedom to
doubt, freedom to enquire and freedom to discover". This is precisely the
atmosphere I wish for you during the conference.

Thank you.
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Opening address - Dr. J. Nadrchal

We are very happy that the 20th CERN Computing School is being held in our
country which officially joined CERN community quite recently. We understand
the decision as a recognition of the cooperation in the past and it is a big challenge
for the physics community to show that we are able to keep step with other
partners.

We would like to use this opportunity to present the participants information
about our country which changed his political regime not more than 8 years ago
when it decided for democracy. It is not possible to hide that before that it lived
in a non-liberal, not-free, totalitarian regime for fully 50 years.

We shall use this occasion to show not only the nice places we have inherited from
our forefathers, but also to introduce, to some extent, the history of the country
and to show a part of the specific role it played in the region of Central Europe.
Of course, this is not the main target for the students coming to the School but
they will meet people and will absorb all the atmosphere of the country and I am
sure that they will become interested in the roots of everything they meet.

I would like to ask you for your patience with some problems that you will meet;
sometimes they are accompanying phenomena of the rapidly changing social
atmosphere and regime, sometimes they are residua of the past political system
that intentionally separated us from the democratic world. It left traces on the life,
the culture, the character of all of us and it is not easy to change everything in
several years. Therefore I should like to ask you for a generous acceptance.

On the other hand, we shall do our best to put aside all those problems if it is in
our power.

I would like to use this opportunity to express my high appreciation of the kind
attitude of the School organisers to our rather specific position who helped us to
overcome the most severe problems. Especially, I am extremely pleased that they
organised the computer part of the School - the first time in the history of the
School. This fact helped us very much in managing other work in the preparation
of the School.

I wish all lecturers, students and organisers a fruitful, useful stay at the School
and a lot of pleasure in their free time.

MEXT
left
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Opening address - Prof. A.J.G. Hey

The CERN School of Computing addresses topics of importance for the future
computing environment for particle physics in the next millennium. The themes are
chosen to reflect the exciting developments taking place in computing today. Each
theme is presented by speakers with an international reputation for research in the
relevant area and is supplemented by computer-based exercises to underline the
importance of a "hands-on" approach to computing.

The World Wide Web was pioneered by CERN and the continued exploitation of
such technologies has been a feature of the Schools. Workstations with Internet
access are provided for use by School students in the tutorial classes, along with
lecture notes and problem sheets.

The 1997 CERN School of Computing is organised by CERN, in collaboration with
the Institute of Physics, Prague, and the Charles University, Prague.

The programme of the 1997 School is organised round four themes:

• Information Systems
• Real-Time Instrumentation
• Software Production
• Visualisation.

Each theme is structured so that the lectures in the first week are more general in
their coverage with the second week's lectures more specialised towards computing
problems relevant to particle physics and the LHC programme.

Information Systems

The objective of this track is to address the new area of information systems which
encompasses technologies and applications for exchanging, sharing, accessing
digitised information and to present the state of the art, and prospects for its
application to physics experiments. The first week will introduce background
material to information technology (including an introduction to hypermedia, Web
and Java basics, server gateways, Java clients or Web database applications, caching
technologies) and will address in more detail specific advanced technologies
(Relational, Active, Federated databases, large scale information management and
digital libraries). The second week will be devoted to Advanced Information systems
for physicists. The process of particle physics research may be viewed as involving
four components: the physicists, the experimental data they analyse, the technical
data mat describe the experiments, and the documents and papers they produce as
an outcome of their research. In the past, the computer-mediated interactions
between these four components were supported by disjoint tools. Today, modern
information technology permits us to envisage an integrated approach.
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The lectures in this second week will present this concept, will provide a road-map
of information systems, and will describe what has been already realised at CERN in
this field (including WIRED, CEDAR, LIGHT), what is being developed, and will
put these efforts into perspective with outside developments.

Real-Time Instrumentation

A set of lectures on Network-based Remote Instrument and Experiment Control will
cover some of the basic computing technology and current issues for using the
Internet for collaborative remote instrument and experiment control. A set of related
case studies reflecting experience in this area will be part of the presentation. Trigger
design and trigger architectures will be discussed in the context of the LHC
experiments. These lectures will present a "top-down" analysis of the LHC trigger
requirements and design, based on the physics requirements of the LHC
experiments. The LHC Level-1 trigger algorithms, based on specific trigger
hardware, will be described and compared. Higher-level trigger algorithms, based
on commercial switching networks and processor farms, will be presented, as well as
the expected algorithm execution times. Full trigger menus and expected trigger
rates will also be presented. Trigger architectures and implementations under
consideration for the LHC experiments will be compared, first using very simple
"paper models", then using complete modelling based on fully simulated events.

Software Production

The set of lectures will address a number of general issues inherent in the production
of large software systems as required for High-energy Physics experiments.
Organisational, technical and human aspects will be discussed. Specific examples
will be presented and demonstrated during practice sessions.

Visualisation

The ability to display physics events and analysis data has long played an important
role in the evaluation of data from high-energy physics experiments. The scale of
modern experiments and the power of modern computers and software make this an
ever more critical aspect of physics data analysis. This track will give an overview of
the latest techniques available, and how they are applied in practice.
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MAKING LINKS

Wendy Hall* and Susan Malaikaf
* Department of Electronics and Computer Science, University of Southampton, UK
t IBM Santa Teresa Laboratory, San Jose, California, US

Abstract
This paper describes the major issues in hypermedia systems (systems that
manage links in unstructured data) and in relational database systems
(systems that manage links in structured data). Particular attention is given
to the ways that linkages and relationships between data items are handled
both statically, prior to a link being used, and dynamically at the time a link
is required. The effect of the World Wide Web and Java on both
hypermedia and relational database systems is described. The paper then
outlines future directions in hypermedia and relational database systems,
including improved integration of structured and unstructured data.

1 MAKING LINKS IN HYPERMEDIA SYSTEMS

1.1 In the beginning

We all think by making associations between different pieces of information stored in the seemingly
infinite database of our brains. Sometimes we don't even remember how we originally made these
links but they enable us to retrieve both related and seemingly unrelated pieces of information. Ever
since people have been able to read and write, they have wanted to be able to capture such cross-
references across the written word. The example that would be most well known to all of us is the
amazing amount of scholarly work represented in cross-referencing the ancient scriptures such as the
Bible and the Talmud.

The seventeenth century polymath, Samuel Hartlib, recognised the implicit cross-referencing
structure of an encyclopaedia. He talked about how fascinated he was by the interconnectedness of
everything in the Universe. To quote from his writings:

"The most exact Encyclopaedias which I could ever lay my hands on,
seemed to me like a chaine, neatly framed of many links.... this living tree,
with living roots, and living fruits of all the Arts and Sciences, I meane a
Pansophy which is a lively image of the Universe .... every where covering
it selfe with fruit" [1]

Which just goes to show that nothing is ever really new. Hartlib was talking about links
between associated pieces of information over 400 years ago.

1.2 The Early Visionaries

In the twentieth century, the prospect of digital computers to help us make and use such cross-
references became apparent. One of the early visionaries in this field was Vannevar Bush, who was
the scientific advisor to Roosevelt in the second world war. He worked on the Manhatten project and
foresaw the explosion of scientific information which makes it impossible even for specialists to
follow developments in a single discipline, let alone the multitude of disciplines involved in a large
scientific or engineering project.



In his seminal paper "As We May Think", which was published in the Atlantic Monthly in
1945 [2], Bush proposed the Memex (or memory extender) system which he described as a sort of
mechanized private file and library. His ideas were based on a mechanical machine using microfilm
or something similar, but they are obviously even more applicable to the world of digital computers.
Bush described the Memex in theory and it was never implemented in its original form, but the ideas
live on in today's Internet society.

His design, incorporated the idea of associative indexing, or "As we may think", and the
building and following of "trails" of informatioa The Memex had a scanner that would scan in all
information of interest to the user. Here we have the concept of a machine that photographs
everything the scientist looks at and stores for future use. This may sound like the realms of science
fiction, but people are just beginning to use such devices in everyday life today.

Bush even forecast a new breed of information scientists called "trail blazers" whose job it
would be to create useful or relevant trails through vast information spaces. Bush likens the idea of
creating a trail to that of cross-referencing or linking. To quote from his paper: -

"The Memex affords an immediate step to associative indexing, the basic
idea of which is a provision whereby an item may be caused at will to
select another immediately and automatically. This is the essential feature
of the Memex. The process of tying two items together is the important
thing."

The idea of making and following links between pieces of digital information is now known as
hypertext and although Bush never really returned to the idea after the publication of "As We May
Think", he is known as the "grandfather of hypertext" because of the inspiration that his paper gave to
others who followed in his footsteps. Here is another quote from Bush:-

"Wholly new forms of encyclopaedias will appear, ready made with a mesh
of associative trails running through them, ready to be dropped into the
Memex. The lawyer has at his touch the associated opinions and decisions
of his whole experience and of the experience of friends and authorities
The physician, puzzled by a patient's reactions, strikes the trail established
in studying an earlier similar case, and runs rapidly through analogous case
histories, with side references to the classics for the pertinent anatomy and
histology. The chemist, struggling with the synthesis of an organic
compound, has all the chemical literature before him in his laboratory, with
trails following the analogies of compounds, and side trails to their physical
and chemical behaviours."

These ideas are as relevant today as they were in 1945 - maybe even more so because now we can see
that the implementation of such a system is actually possible, if still extremely complex.

The name of Douglas Engelbart should be known by everybody who has ever used or even
seen a modern computer. But he is one of those unsung hero's of scientific endeavour. Engelbart is
credited with being the inventor of word processing, screen windows and the mouse. In other words
all the interface tools that made the computer something that could be used outside of the scientific
laboratory.

In the early 60's Engelbart realised that computers were capable of dealing with much more
than just scientific data. He became interested in developing ways to provide systems and interfaces
that would help what he called "knowledge workers" in their everyday working environment He
began the Augment project, otherwise known as the NLS, or oN-Line System, in 1962, its main
objective being to develop a system to augment human capabilities and support group working [3].



NLS had several hypertext features, although at the time they weren't described as such. But its
most important feature was the concept of interacting with the information on the screen using a point
and click device, today known as a mouse. Engelbart gave a live demonstration of his system at a
very large computing conference in San Francisco in 1968. To the people in the audience at the time it
must have seemed like something out of science fiction. To quote from Jakob Nielsen's classic book
on hypertext:

"In spite of the successful demo of NLS, the US government dropped its
research support of Engelbart in 1975 at a time when he had more or less
invented half the concepts of modern computing. After the Augment project
was as good as terminated, several people from Engelbart's staff went on to
Xerox PARC and helped invent many of the second half of the concepts of
modern computing." [4]

Engelbart is still actively pursuing his original augmentation and shared working ideas through the
"Bootstrap Institute" based at Stanford.

Ted Nelson describes himself as the father of hypertext, and quite rightly so. It was in fact
Nelson who coined the terms hypertext and hypermedia in 1965. He readily admits he was inspired in
his ideas by Bush and Engelbart and the potential interconnectedness of all information.

Nelson views hypertext as "non-sequential writing". He believes that no digital information
ever created should be thrown away. It should be available for re-use and referencing using a
powerful system of hypertext linking to maintain the authorship of every piece of information and
give credit of authorship to the originator of every bit and byte in the system. Very early on in his
work he developed the concept of Xanadu - a repository for everything that anybody has ever written
- a truly universal hypertext, which is fully described in his book Literary Machines, published in
1981 [5]. His vision extended to the idea of high-street Xanadu "kiosks" where anyone could get
access to the universal knowledge repository

Xanadu has never (yet) been implemented in full although parts have been. For a while it was
"owned" by Autodesk, but the Intellectual Property Rights are now back with Nelson who is based in
Japan working on Xanadu and focusing amongst other things on system support for pay per byte
copyright mechanisms.

1.3 Pioneering Systems

So now we progress to the 1970's when computer technology had developed to the point where it was
technically possible to try building hypertext systems. The earliest versions ran on mainframe
computers with command line interfaces, but they did allow researchers to experiment with the
practicalities of automating the process of making links.

Credit for the first purpose-built hypertext system usually goes to Professor Andy van Dam at
Brown University in Providence, USA for the mainframe based PRESS system [6]. As the
increasingly interactive workstation computers evolved in the 1980's, so the hypertext systems that
were being developed could have more sophisticated interfaces. Knowledge Management System [7],
which evolved from the strangely named ZOG system developed at Carnegie Mellon, and Hyperties
[8] from the University of Maryland, were both essentially frame based hypertext systems, which
allowed screenfuls of information to be displayed one at a time, with various methods deployed to
enable users to follow links from one frame to another. Notecards [9] from Xerox PARC, was based
on scrolling text windows and was designed to promote group work. All these systems grew out of
research projects and were eventually released commercially with varying degrees of success.

Special mention must be made here to the Intermedia system [10], which was developed at
Brown in the 1980's. The intention of the Intermedia team was to create a model for hypermedia
functionality handling at the system level, where linking would be available to all participating
applications, with the information about links stored in a database. The project was highly innovative
and very much ahead of its time. It also pioneered the use of hypertext on a large scale in education



through the work of George Landow and others. However, because of bad decisions and bad luck
about the development environment, Intermedia never became a commercial product.

1.4 Hypermedia Systems for the Personal Computer

By the middle of the 1980's the world was becoming accustomed to the idea of the personal computer.
This enabled the development of a new generation of hypertext systems which finally brought
hypertext and hypermedia, if not to the masses, then certainly to the attention of a sizeable proportion
of personal computer users.

The first hypertext system for personal computers was Guide, which was released by a Scottish
company, Office Workstations Ltd, in 1986. It was based on the research work of Professor Peter
Brown at the University of Kent [11] and used a scrolling text windows to display the information in
the system to the user. I liken it to a folding editor. It has a fixed set of link types - pop-up, reference,
inline replacement - and maintains a hierarchical view of the hyperdocument structure to help users
navigate around the information without getting disoriented.

Guide was the first popular hypertext system, and has been applied very successfully to many
large-scale industrial applications. It also had an edge in that it was the first cross-platform system
with both IBM pc and Macintosh versions. However, the success of the Macintosh version was
severely curtailed by Apple's release of HyperCard in 1987 [12].

HyperCard was not designed as a hypertext system, it was more a graphics prototyping
environment, but it allowed cards of information to be easily linked together. Apple renamed the
product, previously called Wildcard, just prior to its release. The first international hypertext
conference was held in the summer of 1987 so Apple had cleverly spotted a marketing opportunity
and gave HyperCard away with every Macintosh sold.

The model for information management in HyperCard is that of a stack of cards. The words
that are high-lighted in the text are called buttons. If you click on one of these buttons, you activate a
link that takes you to another card in the application which usually tells you more about whatever was
indicated by the button. The look and feel of the cards, and their functionality are completely
programmer definable. HyperCard spawned several similar products such as SuperCard, Toolbook,
Spinnaker Plus etc. It was very easy to build simple stacks but it positively encouraged the use of
"goto" Unking and spaghetti hypertexts! For computer scientists this should ring bells in terms of the
programming language debate of the 1970's but as you will see later, the hypertext community still
hasn't fully recognised that this is a problem that has been studied and solved before, albeit in a
different context.

Another advantage of HyperCard was that it was quite extensible through its relatively easy to
learn scripting language HyperTalk. For programmers this provided a way to make HyperCard do
almost anything you wanted it to do, although at the time HyperTalk was described by one critic as "a
COBOL programmers attempt to design object-oriented BASIC", which gives some indication of the
type of programs that were written using it.

1.5 Hypermedia Issues in the 1990s

Although only available on Apple Macintosh machines, HyperCard set the standard that any
commercial hypertext system had to beat as we moved into the 1990's, the decade of the CD-ROM,
multimedia pc's and the Internet. For a number of years, the words HyperCard and hypertext became
synonymous in the eyes of most users, which some argue put the development of real hypertext
systems back many years and moved us further away from the visions of Bush, Engelbart and Nelson,
rather than closer. Nonetheless, it brought the language of hypertext - buttons, links, nodes etc., - into
everyday computer jargon and paved the way for what was to follow with the World Wide Web.

But the hypertext research community was moving on and as far as system building was
concerned there were three different but by no means unrelated focuses. Firstly the standards
community were looking for common methods of modelling and exchanging information between
different hypertext systems, leading to the definition of models and languages such as Dexter [13] and



HyTime [14] Another community was concentrating on developing tools to provide access to
information available on the Internet- the global network of computers - such as the World Wide Web
work at CERN [15] and Hyper-G at the University of Graz in Austria [16]. And a third community, of
which the research group at Southampton were very much part, were developing so-called open
hypermedia systems and link services, but more of that later.

First let us consider the phenomenon that became one of the major driving forces of the
information revolution - the World Wide Web. Everybody reading this paper will have either used the
World Wide Web or at the very least have read about it in the newspapers, more probably the former.
It was developed by an Englishman, Tim Berners-Lee, working at CERN with a Belgian physicist,
Robert Cailliau, from about 1989 onwards. They developed it in order to help the scientists at CERN
organise the enormous amounts of information they generated and share that information with other
groups around the world. It was really part of building and maintaining the organisational memory of
the work at CERN, very much following in the footsteps of Bush and his vision of the Memex
machine.

It remained a largely obscure research based system until it was popularised through the
development of the Mosaic interface, which was released by the University of Illinois in 1993. This
easy to use interface, whilst not realising the full potential of the system developed by Tim Berners-
Lee, became almost overnight the easy to use hypertext interface to the information on the Internet.
The developers of Mosaic left Illinois to establish Netscape Inc and the rest as they say is history.

The World Wide Web essentially created a universal hypertext system in three years, when
Nelson hadn't succeeded with Xanadu in 30 years. The main reasons were that the Web and its
browsers were free to use, it was pioneered by academics on the (essentially free) Internet, used open
protocols so anyone could develop tools that used the system, provided a distributed cross-platform
environment, was easy to use and the time was right!

Ted Nelson describes the Web as HyperCard on the Internet. He is essentially right in terms of
the way it is commonly used. Just as with HyperCard, the highlighted words are buttons that can be
clicked on by the user which activate a link that takes them to more information about that subject.
The main difference being that the information could be anywhere on the Internet rather than just on
your local machine. But there is a lot more to the Web than that and it has realised some of the dreams
of the early visionaries. For example, people who publish lists of their favourite WWW sites could be
described as very simplistic version of Bush's trailblazers, and today's Internet cafe's are in essence
Nelson's high-street Xanadu kiosks.

The Web has shown us that global hypertext is possible, but it has also shown us that is easier
to put rubbish on the net than anything of real and lasting value. In its current form it also encourages
the development of unstructured, unmaintainable, unreusable and uncustomisable hypertexts. It is
clear that authoring effort and the management of links are major issues in the development of large
hypertexts. This has led to the design of systems which separate the link data from the document data
thus enabling the information about links to be processed and maintained like any other data rather
than being embedded in the document data. Research effort has also been concentrated on the
development of link services that enable hypermedia functionality to be integrated into the general
computing environment and allow linking from all tools on the desktop. The hypertext management
system then becomes much more of a back-end process than a user interface technology. Such
systems are usually referred to as open hypermedia systems although much use and abuse has been
made of the term "open" in this context There are those who use the term to mean that the application
runs on an open system such as UNIX: in this sense the World Wide Web is an open system.
However, this is not what is meant in the context of open hypermedia.

There is not room to give a detailed description of what characterises such systems here but
their capabilities will be discussed in later sections in this paper. The interested reader should look at
Davis et al [17], Wiil and Osterbye [18] and Hall et al [19] for details. In the remainder of this section,
we shall discuss the Microcosm open hypermedia system [17,19] as an example, including the
motivations behind its development and its application to digital libraries.



1.6 Hypermedia and Digital Libraries: Microcosm and the Mountbatten Archive

One of the main motivations behind the development of the Microcosm open hypermedia system was
the problem of providing hypertext support in large scale digital libraries. This was sparked when in
1987 the University of Southampton acquired the archive of the Earl Mountbatten of Burma from the
Broadlands Trust The archive contains about 250,000 text documents, 50,000 photographs, many of
his speeches recorded on 78 rpm records, and a large collection of film and video. The archive spans
his entire lifetime (1900-1978) and essentially mirrors British history in the twentieth century. It is
also very multimedia in nature, composed as it is of much unstructured information in the form of free
text, photographs, audio and video.

The multimedia nature of the archive makes publication and access impossible by traditional
methods. For the forseeable future, there are no developments in technology that can reduce the
enormous effort required to catalogue all the items in the archive, this requires specialist knowledge,
but developments in information systems, both hardware and software can make it easier to store and
organise the catalogues. Also, we can envisage a time when the information in such archives is
available in digital form for anyone to make use of.

Creating a digital version of the archive is not something that fits neatly into a database. There
is no linear sequence to the material other than that of chronological date, and users will want to move
seamlessly from one document to other related documents. Every user is going to approach the
material from a different perspective, so there is a need to create different 'views' for different users,
from a hypermedia perspective this means the creation of different sets of hypertext links. Hence the
need for an open hypermedia system/link service that stores links separately, allows those links to be
applied across data of any media type and format across a network of heterogeneous platforms, and
supports multiple users, allowing each user, or group of users, to maintain their own private view of
the objects in the system.

We started in 1988 with the period when Mountbatten was in India, and we quickly learnt that
the biggest issue was that of copyright However, working with the archive helped us learn what was
required of the next generation of hypermedia systems and indeed what was required of a multimedia
information system in general. We needed to integrate hypermedia technology with database
management and information retrieval systems to even begin to tackle the issues.

Structured access to the information through the use of document and database management
systems is needed to answer questions like

"List the photographs taken by ...."

To support similarity matching across indexed documents to answer questions like

"Find photographs similar to "

we need information retrieval techniques, which is of course pretty hard when you are dealing with
anything other than textual information. And you need hypermedia techniques to enable sophisticated
browsing and cross-referencing capabilities to answer questions like

"Tell me about the people in that photograph "

The philosophy behind the design of the Microcosm model was aimed at creating a system that
not only provided an open hypermedia link service, but that seamlessly integrated that service with
database and information retrieval functionality, and in fact any other information processing
capability that was required for a particular application area.

1.7 The Microcosm Model

The three-layered model of the Microcosm system [17, 19] has not really changed since its
conception in 1989 although of course the way it is implemented has. The three layers essentially
represent the way the user interacts with the system, the hypermedia functionality of the system,
which is where the links are created and stored, and the information storage layer of the system. One
of the key tenets of the design was that links could be defined on the basis of the content of an object



in a document and/or its context, and not just on the basis of the position of a button within a
document [20]

For example, suppose in working on the digital version of the Mountbatten archive we want to
define a link that tells readers who Gandhi was. The word Gandhi appears all over the documents in
the archive, so we don't want to have to manually define a link from the word Gandhi to say his
biography or a picture of him, we want that link to automatically be available if the reader needs it.
From this sort of idea the concept of the generic link evolved. This is a link that is available at any
occurrence of a particular object, such as the text string Gandhi, wherever it appears. The scope of the
link can be restricted as the author requires: for example we would probably put the generic link that
associates the text string Gandhi with his biography into a link database designed for novice users,
rather than one designed for expert researchers. A natural extension of this type of concept is that
people will exchange and publish link databases in the same way that they exchange and publish
linear texts at the moment.

The other main contribution that Microcosm has made to hypertext research, is the provision
of a set of communication protocols that allows its links to be accessed through any viewer or
application program that can communicate with the link service. This enables the integration of
filters, or processes, that provide a framework for the dynamic generation of links through database,
information retrieval or knowledge based techniques. In today's terminology such filters might be
known as agents, an idea that we shall discuss in more detail later.

An example of a filter that dynamically generates "links" in the current version of Microcosm is
the compute links filter (see [19] for details). The user is able to query the system to "compute links"
based on a particular text selection, and the response is in essence a list of (pre-indexed documents)
that contain that text selectioa Because the filter architecture is highly configurable, this in-built text
retrieval process can be replaced by any third party text retrieval process that can talk to Microcosm
through its API. This facility, very much equivalent to the use of a search engine in a WWW
context, is useful for authors as well as users to help them make links. But of course not all links can
be made in this way, for example if we wanted to make a link from the text string Gandhi to a picture
of Gandhi, that picture could not have been found by a standard text retrieval process. The author
must either be using a more sophisticated information retrieval package or know where such a picture
can be found.

Generally speaking the associative hypermedia links, i.e. links that associate content in the
same or different documents, that we store in databases, or indeed that might be embedded in the
documents in a different hypermedia system, represent some "knowledge" about the content of the
documents on the part of an author. The destinations might have been system-computed, such as
through the use of a text retrieval process, but the author, or indeed in some cases the system in the
case of say knowledge based processes,, has decided that the association thus generated is worth
storing in a database for future reference. The se links, whether manually or system generated, are
stored in databases because the format for a link is a structured object, and the most efficient way to
store and retrieve them is therefore through a structured database. This leads us very neatly into the
following section where we discuss making links in structured data using relational database systems.

2 MAKING LINKS IN RELATIONAL DATABASE SYSTEMS

2.1 Relational Database Systems

Considerable quantities of data used to run businesses are held in relational databases. Examples of
large databases include a 2.4 terabyte (a terabyte is one million megabytes) relational database at a
retail store in the United States with 20 billion rows, supporting 650 concurrent users and 150 million
transactions a day [21].

Much of the code in relational database management software is to provide reasonable and
predictable performance, data integrity and for reliability, security and the ability to scale when more
users access the systems, or when the volume of the data grows. Commercial relational database
systems include DB2 [22], Informix [23], Oracle [24], SQL Server [25] and Sybase [26].



Relational databases were preceded by a number of other types of database managers, in the
late 1960s and 1970s, that organised data in hierarchical and network structures. These databases
included IMS from IBM and various CODASYL based databases. Navigating across links between
parent and child data items was an essential part of accessing and updating data in these types of
databases, some of which are still in use today.

Application programs had to be intimately aware of the underlying data structure. When the
way the data was organised changed, the way the data was linked together also changed, and hence
the programs had to change too.

The first paper to propose the relational model for managing data appeared in 1970 by Ted
Codd [26] The relational model then evolved during the 1970s. The elements of the model include:

D a t a S t r u c t u r e : O r g a n i s i n g d a t a in tables, also known as relations, and no longer
in networks or hierarchies. Each table has distinct rows whose order is immaterial.
Data Manipulation: Operations that can be performed by programs on the tables. The
operations are set based and do not require a program to explicitly navigate across predefined
links.
Data Integrity: Integrity constraints on the rows (the relational data) when the tables are
updated.

In the relational model, all links between data items held in tables occur by comparing values.
In the underlying relational database implementations, indexes may be built to speed up value
comparisons.

Most of the early research for relational database systems was done in the 1970s and 1980s in
projects such as System R in IBM [27]. The concepts of normal forms, (ways of structuring
information to ease access and modification), were also devised in the 1970s [28]. The first relational
database implementations in the late 1970s could not use more than one disk to store the data. Later
multi-disk and distributed relational databases became usual.

Relational database management systems store information in a way that minimizes
redundancy. Any duplication is strictly controlled to ensure data consistency throughout a database.
The assumption is that users of the information held in a database will access it mostly with programs
that have been specifically built for a purpose, although portions of code can be shared or reused. For
example, you do not access your bank account information using the same application software that
you use to query your electricity bill. There is an expectation that the programs will modify the data
and that changes have to be made in a controlled manner. You would be unhappy if you lost some
money when it was being transferred from one bank account to another because of a system or power
failure, or because the receiving system was too busy to receive the money.

Relational databases usually offer programming interfaces to query and update the contents of
databases including the database metadata (the table definitions) such as:

SQL: A precompiled application programming interface (the format of the parameters has to
be known in advance) that can be embedded in many programming languages.
ODBC: A call (dynamic) application programming interface that can be used from many
programming languages
JDBC: An interface for Java programs

In addition, relational databases offer system interfaces such as two phase commit participant
interfaces for the X/OPEN XA transaction support [29] to ensure consistent updates across
heterogeneous databases from a single application. Typically a database management system provides
integrated interfaces for programs but not necessarily for human users.



2.2 The Data Definition Language

In general, information held in a relational database is about entities (or things) such as people,
places, books, music, food, flowers, which have attributes (or properties). Each entity type is
represented by pattern or template called a table definition and the language used is called Data
Definition Language (DDL). Here is an example of a table definition, in other words the metadata,
for an opera:

CREATE TABLE

OPERA

(OPERA

COMP

COMP_FN

COMP_DOB

COMP_POB

1"_PERF

1"_PERF_LOC

OPERA PHOTO

CHAR(50) NOT NULL PRIMARY KEY
/*opera name*/

CHAR(50) NOT NULL PRIMARY KEY
/•"composer last name*/

CHAR(50)
/•composer first name*/

DATE
/•composer date of birth*/

CHAR(50)
/•composer place of birth*/

DATE
/*first performance date*/

CHAR(50)
/•first performance location*/

BLOB(IOM) NOT LOGGED)
/*photo of opera*/

Usually a database is made up of a number of tables. A table that has been populated with data
is made up of a number of rows. Here is an example of some rows in the opera table:

Some rows in the opera table

OPERA

Aida

Meistersinger

Rigoletto

Turandot

COMP

Verdi

Wagner

Verdi

Puccini

COMP FN

Giuseppe

Carl-Friedrich

Giuseppe

Giacomo

COMP DOB

10Octl813

21Junl868

10Octl813

22Decl858

COMP POB

Parma Italy

Leipzig Germany

Parma Italy

Lucca Italy

T PERF

24Decl871

21Junl868

HMarl858

25Aprl826

1" PERF LOC

Cairo

Munich

Venice

Milan
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Each table, and thus each row, has a primary key which uniquely identifies each row. In the
example above OPERAJTTCLE and OPERA_COMPOSER together form the primary key in the
opera table. The same opera title can be used by different composers. Indeed a single composer can
produce the same opera in different forms, such as Don Carlos by Verdi, and so it might be
appropriate to further qualify the primary key with a date. In commercial systems, it is usual to devise
special identifiers (surrogates) for entities such as people to ensure uniqueness. The social security
number is often used in the US to denote a person.

A table, and thus each row in it, can contain values for a data item that is a primary key in
another table. In this case, the data item is called called a foreign key. The OPERA_COMPOSER
could be a primary key in another table, such as a composer table. Foreign keys are one of the ways
links are made between various tables in a database. A table can contain multimedia data items
(Binary Large OBjects or BLOBs) as illustrated by the opera photo in the opera table above.

2.3 The Normal Forms for Relational Data

During the 1970s and early 1980s many papers and books appeared on the basic issues of modelling
the real world in computer systems. Topics such as the fundamental difference between an entity, an
attribute and a relationship (a link) were discussed at length in conferences, papers and books.
Deciding how to arrange data items into tables became a research topic. Data and Reality by William
Kent [31] begins with the statement: "An information system, (e.g., database) is a model of a
small, finite subset of the real world". It also includes sections with titles such as:

Do records represent entities or relationships?

Are relationships entities? Are attributes?

In the 1990s, with the increased of availability of data in electronic form, in some ways the
information system itself has become the real world.

When designing and developing an operational database application, a number of tables are
implemented. To ensure that the tables do not become inconsistent when they are updated, it is
advisable to follow the procedure of putting the entities and their corresponding attributes into third
normal form before creating the tables. Here are some normal forms:

First normal form: There exists one value in each key or attribute position, and not a set of

values.

Second normal form: Each attribute describes a fact relating to the whole primary key.

Third normal form: Each attribute is independent of the other attributes in the table.
There are a number of other normal forms, such as Boyce Codd normal form and Fifth

normal form. You can find more details in [32].

The opera table above is not in third normal form, as the composer date and place of birth
relate to part of the primary key (the composer name). Thus, the table violates second normal form.
The opera table can be decomposed into an opera table and a composer table which are both in third
normal form.

Some rows in the normalised composer table

COMP

Verdi

Wagner

Puccini

COMP_FN

Giuseppe

Carl-Friedrich

Giacomo

COMP DOB

10Octl813

21Junl868

22Decl858

COMP.POB

Parma Italy

Leipzig Germany

Lucca Italy



11

Some rows in the normalised opera table

OPERA

Aida

Meistersinger

Rigoletto

Turandot

COMP

Verdi

Wagner

Verdi

Puccini

COMP_FN

Giuseppe

Carl-Friedrich

Giuseppe

Giacomo

T_PERF

24Decl871

21Junl868

HMarl858

25Aprl826

r_PERF_LOC

Cairo

Munich

Venice

Milan

Integrity constraints can be imposed between the opera and composer tables through primary
and foreign keys. For example, a constraint could be that it is impossible to delete a particular
composer from the composer table while there are still operas composed by that person in the opera
table.

2.4 Using Join Operations and Creating Views

Rows from different tables can be combined together using a join operation with SQL, ODBC or
JDBC. Here is an example:

exec sql select

OPERA.OPERA, OPERA.COMP, OPERA.COMP_FN, OPERA. 1ST_PERF,
OPERA. 1ST_PERF_LOC, OPERA_PHOTO, COMPOSER.COMPJLN, COMPOSER.COMP_FN,
COMPOSER.COMP_DOB,COMPOSER.COMP_POB,

where OPERA.COMP_LN = COMPOSER.COMP_LN and OPERA.COMP_FN =
COMPOSER.COMP_FN

This join request combines the two normalised tables OPERA and COMPOSER and returns the
rows that formed the original OPERA table before normalisatioa

A view is virtual table that is derived from one or more underlying tables. A view is defined
using DDL and for example can be the result of joining two or more tables.

2.5 Using Transactions

Transactions are a collection of update requests, delimited by a begintransaction and a
commit_transaction statement, to one or more databases. Some database systems support chained
transactions where an SQL request is always in a transaction, so when a commit request is issued,
the next transaction starts immediately, and there is no need for a begin_transaction. Transactions
have the following properties:

Atomicity:

All updates in a transaction either happen or don't happen. A transaction coordinator, which
may be part of the database system or a separate piece of software, is used to ensure the atomicity of a
transaction through the two phase commit (2PC) protocol.

Consistency:

The transaction leaves the database in a consistent state ready for other transactions to access
the database. It is the application program that determines the precise point at which the data is
consistent and not the database system, although it can help with ensuring the database remains
consistent by checking integrity constraints
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Integrity:

The transaction executes as if it is running alone with no other transactions. The database
manager implements a locking scheme to ensure this behaviour.

Durability:

When the updates have been committed, they cannot be undone or rolled back. The database
manager ensures the transaction is durable.

The properties are usually abbreviated to ACID and hence the term ACID transactions.

Transactions are very useful for maintaining consistency in databases, for example when
bidirectional links are required through primary and foreign keys. Transactions ensure that partially
updated links are not visible to others until the databases have become consistent. For example, when
inserting an opera for a new composer, both the opera and composer information are added in two
updates: insert an opera row and insert a composer row. To maintain consistency, both updates could
be performed in a single transaction. A more usual and necessary example of transactions is when
money is being transferred from one account to another: delete from one account and insert into the
other account. An ACID transaction ensures that both updates happen together or neither of them
happen, thus, the money does not get lost in transit between the accounts. For more information on
transactions, please see [33].

2.6 Federated Databases

Federated databases make it possible to access diverse databases together that were not built with the
intention of being integrated. Federated databases can span relational and non-relational databases.

An example of commercially available software that supports federated databases is DataJoiner
[34] from IBM. DataJoiner provides a way, using regular SQL requests, to access relational data
regardless of its location across various database managers such as DB2, IMS, Oracle, Sybase etc.
Each of these database managers has its own way of describing its metadata. Each database manager
has its own names for its databases which may coincide with names in other database managers.
DataJoiner makes it possible to map the table names and views to nicknames which programs can use
to access the tables across databases in a consistent way using SQL. The nicknames are stored in the
DataJoiner catalog.

With DataJoiner, it is possible to perform join operations on data held in heterogeneous
databases such as Oracle, Sybase and Informix. DataJoiner tries to optimise the performance of the
join request by taking into account numbers of rows, use of indexes, processor speeds, in order to
determine the fastest way to complete the operation. It is also possible to performed coordinated
updates across various databases with DataJoiner using the two phase commit protocol for
transactions. DataJoiner does not support cross database integrity constraints which have been
described in research papers such as [35].

It is also possible to construct a form of federated databases using middleware. In other words
using gateways and/or ODBC software to access a collection of databases. However, this approach
would not provide integrated join operations with performance optimisations. See [36] for more
information on ways of creating federated databases.

2.7 Other database activities

In addition to regular relational databases and federated databases, there are a number of other
types of database activities including:

Object Oriented Databases

Object oriented databases first appeared in the 1980s as an extension to object oriented
programming environments. Object oriented databases make it possible for users to define and
manipulate their own data types, rather being restricted to tabular structures. In one respect, object
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oriented databases are similar to the original hierarchical databases, in that explicit hierarchical links
are maintained. However there are many features in object oriented databases that are not available in
other database types such as support for inheritance, long running transactions and version support.

In general, object oriented databases are not used in high performance operational systems but
they are used in small scale systems such as design applications. See [37] for more information on
object oriented databases.

Object Relational Databases

A hybrid object relational approach has become prevalent with the intention of overcoming the
performance problems of object oriented database systems. Object relational systems are relational
database systems enhanced with object modelling capabilities that provide the best of both relational
and object databases. They support SQL with object extensions for accessing complex data types such
as images, video and audio while attempting to provide the performance of relational systems.

Link support in object relational systems is the same as that for traditional relational database
systems, and that is through comparing values of data items in the database rather than predfined
hierarchical links.

Data Warehouses

A data warehouse is a collection of data used for corporate strategic decision making. The data
is loaded from operational databases together with a record of the time it was collected. The data held
in the warehouse itself is not usually updated. Instead updates to the operational databases are
replicated in the data warehouse at various intervals. A data warehouse can be built for a whole
organisation (top down). Subsequently, departmental information can be selected. Alternatively
departmental data warehouses, known as datamarts can be created (bottom up), which can then be
used to generate the corporate data warehouse. Very often data is de-normalised when it is held in a
data warehouse in order to make it easier to discover previously unknown relationships between data
attributes. Data cleaning operations are usually required before analyzing a data warehouse.
Examples of data cleaning include removing duplicates caused by people spelling their names or
addresses in inconsistent ways.

Data Mining

Various unsupervised learning techniques, known as data mining, can be applied to large
collections of data such as data warehouses or extracts from relational databases to discover links and
associations between data items or attributes. Previously unknown patterns can be discovered
through grouping attributes into categories of varying granularity and checking for relationships
between the categories. For example, for sales of ice cream, there could be an association between
area (by country, state, city, street etc.) and time of purchase (morning, afternoon, evening etc) and
age of customer (under 10, 20, 30 years etc.). Data visualisation methods can also be used, by
grouping information into various categories and producing representation in various graphical
formats, such as bar charts. Clusters can also be detected by plotting diagrams of the data items in the
warehouse in various combinations.

OLAP (on line analytical processing)

OLAP tools are hypothesis driven in contrast with data mining tools which discover
associations and patterns. OLAP is used when a question is asked, and multi-dimensional
representations are used to check the results such as the number of opera CDs sold in a particular area
per week to a particular age group. Please see [38] for an introduction to data mining, data
warehouses and OLAP.

See [40] for information on future directions in database systems.



14

2.8 Ways of making links in relational databases

Links are made in databases in a number of ways:

Through metadata information when a database is being designed

For example, a foreign key provides a many to one link between rows in the table that contain
the foreign key and the row that contains the corresponding primary key. It is possible to use a
relational database to make links and maintain their consistency between files held outside the
database, such as video clips and images [41].

Through the use of SQL, ODBC or JDBC

For example by performing a join across the rows of tables that have been populated. The join
operations rely on metadata and matching the values of the attributes being joined. Indexes may be
used to speed up the performance of join requests. Although there is a strict separation of metadata
and data, it is possible to perform SQL operations on the metadata itself.

Through link discovery after a database has been populated

For example data mining can be used to detect clusters in certain combinations and categories
of data items. The clusters can be represented graphically and it is possible to drill down within the
clusters or categories to detect links at a more detailed level.

3 MAKING LINKS IN THE WORLD WIDE WEB

3.1 The World Wide Web

The World Wide Web consists of the collection of Web servers on the Internet together with clients,
often Web browsers, that access them. Web servers support the HTTP (Hypertext Transfer Protocol)
communication protocol which is used to deliver HTML (Hypertext Markup Language) pages to the
client. These pages can be created in advance, known as static pages or at the time the client requests
a page along with a set of parameters identifying the type of page needed, known as dynamic pages.
The World Wide Web was first developed at CERN. See [42] for more information.

3.2 The Universal Resource Locator

A flexible universal naming scheme (Universal Resource Locator or URL) is used on the Web which
means that any piece of information held on a server can be located from any client on a TCP/IP
network: the Internet or an Intranet. An Intranet is a TCP/IP network that is specific to an
organisation and that is usually separated from the Internet by a firewall computer. The firewall
monitors all inbound and outbound network requests and permits only the requests that conform to
policies defined by the firewall administrator.

Here are two examples of URLs:

Example 1: http://www.w3.org/pub/WWW/People/Berners-Lee

This is the URL requesting Tim Berners-Lee's home page at the w3 consortium. HTTP is the
protocol used and www.w3.org is the server name running the Web server. The Web server
subdirectory that contains the HTML with information about Berners-Lee is
pub/WWW/People/Berners-Lee/ .It is likely that the URL above refers to a page that was created
before the request was made, i.e., to a static page.

Example 2: http://www.altavistcLdigilaLcom/cgi-
bin/query?pg=q&whcd=web8kfhti=.8u}=%22BernersLee%22
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This is a URL requesting that the AltaVista search engine checks its indexes and returns a page
that contains a list of all the pages that contain "Bemers-Lee" somewhere in the text. For the request
above to be sent to the server, the AltaVista user would have typed in the text "Bemers-Lee" into an
HTML form displayed on the browser. The input fields are delivered to the AltaVista server which
would then run a program passing it the user input value "Berners-Lee". The program would create
and deliver the page containing the list of "Berners-Lee" pages to the AltaVista server which would
return it to the browser.

When a browser sends an HTTP request to a server to retrieve a page, the server name portion
of the URL is mapped onto a 32 bit IP address. For example, www.w3.org corresponds to :
18.23.0.22. With the growth of the Internet, there is concern that the 32 bit IP addresses will run out
early the next century. One of the objectives of IPv6 proposal [43] is to deal with this problem by
introducing a more sophisticated addressing scheme that requires 128 bit addresses.

The universal naming scheme is one of the essential ingredients for the success of the Web, and
has been extended to incorporate many protocols and interfaces such as JDBC (the Java DataBase
interface). The format of a JDBC URL is:

jdbc:<subprotocol>:i'/' hostname :portl'database-name such as

jdbc:oracle:llwww.opera.comlverdi-database

See [44] for more information on URLs.

3.3 Hyperlinks in HTML

HTML hyperlinks, together with search engines which are described later, make the content of the
World Wide Web appear integrated even though Web servers are created and managed
autonomously. Here is an example of how a hyperlink can be included in an HTML page:

<A href="http://192.107.38.102/Java/jag/jag. htmV'>James
Gosling</A> attended the opera yesterday.

The URL is not displayed and the text appears as follows:

James Gosling attended the opera yesterday.

The user can click on the text "James Gosling" (referred to as an anchor or hotspot) to ask the
browser to retrieve the page with the corresponding URL. No predefinition nor metadata is required
in any database to describe the link, e.g., as a foreign key, and the creator (human or program) of a
Web page can include hyperlinks anywhere in a page. It is not necessary to create an index on the
hyperlink anchor or on the URL in order for a person or program to navigate between pages using
hyperlinks.

It is also possible to create hyperlinks that refer to dynamically created HTML pages. For
example:

Here is <a href=
"http://www.altavista.digital.com/cgi-
bin/query?pg=q&what=web&jmt=.8ui=%22Berners-Lee%22''&>
a list</a> of Tim Berners-Lee pages.

In the case above, the user would click on the text "a list" to retrieve a dynamically created list
of pages.
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It is possible for the anchor to be an image. For example:

<ahref="http://www.w3.org/pub/WWW/People/Berners-Lee/">
<img src="http:/1'www.w3.org/pub/WWW/People)'Berners-

Lee/tim.gif</a>
attended the ballet yesterday.

Web servers typically do not concern themselves with the consistency of the data to which they
provide access. Nor, do they concern themselves with the client system other that it communicates
through HTTP. It is unlikely that the Web would have been successful if it has imposed the type of
integrity checks that are common in relational databases. For example, it is usually possible to delete
an item on the Internet while there arc still hyperlinks which point to it. Thus, hyperlinks between
Websites can be particularly volatile. However, there are types of software, known as link checkers,
which check the validity of all the outbound hyperlinks from a particular page or Website. (A Website
is the collection of HTML pages and programs relating to a particular Web server.)

3.4 Java and the Web

Java is a general purpose object oriented language [45]. Sun Microsystems began the development of
the Java language and the Java Virtual Machine (JVM), initially known as Oak, in 1991 to provide an
environment that would work well with electronic household devices. Thus, the language had to be
compact and tolerant of frequent changes in underlying technology. Instead of compiling Java into the
target system machine code, Java is compiled into a concise intermediate language known as Java
byte codes. Java programs are then distributed in Java byte code form and processed by the JVM at
runtime on the target system. The JVM interprets and executes the Java byte codes and acts as the
interface between the Java program and the target operating environment. A compiled Java program
can run on any system, provided that the JVM exists on that system.

A major breakthrough in the Java project occurred in late 1994 when Sun built the HotJava
browser. Sun incorporated the JVM within the HotJava browser software, thus enabling HotJava to
run compiled Java programs (that is, in byte code form) known as applets. Sun introduced a new
HTML tag, <APPLET> so that HotJava could retrieve applets from Web servers by using the HTTP
protocol across the Internet. Here is an example:

<APPLETCODE ="HelloWorldApplet.Class" height=100 width=200>
We are sorry but you are not running a Java capable browser
</APPLET>

The idea of downloading Java applets spread quickly and the JVM was incorporated into a
number of browsers and operating systems. Java is widely used for programming applets and regular
applications that are not invoked from browsers. Java has had a major impact on the Web from the
user interface perspective. Java applets can be run in the Web browser to perform a variety of
activities including communicating directly with server systems to retrieve data from relational
databases. Java is also used to write server systems such as the Jigsaw Web server [46].

Note that the portion of the Web page that displays the Java applet output is separate from the
section of the page that displays HTML. Indeed, the Java applet does not have access to contents of
the HTML page within which it is included, other than the parameters that are explicitly passed into
the applet. The Java applet does not have access to any HTML forms input.

3.5 Accessing relational databases from the Web

The widespread use of Web clients (often Web browsers) caused many software developers to build
Web based software that provide access to databases [47]. These are the most usual ways to access
relational databases from the Web:
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Server Side Programming

Many Web servers offer a programming interface that enables gateway code to be invoked
when a user request for a Web page arrives at the server using HTTP. The request usually includes
parameters that the user typed into a Web form. The gateway code can then access a database in
accordance with the input parameters and create an output HTML page which it delivers to the Web
server which is then delivered to the browser using HTTP. One of the first interfaces of this type
supported by Web servers is called the Common Gateway Interface (CGI) and gateway software to
provide Web access for relational databases started appearing in 1994. The CGI turned out to be
rather inefficient on a busy server as it initiates and terminates an operating system process on every
user request, although the CGI is very well accepted and used on many system. Other interfaces for
Web servers have been devised such as the NSAPI (the Netscape API).

Client Side Programming

With the availability of the Java Virtual Machine at first in Web browsers in 1995, and later in
regular operating systems, it became possible to download Java client software to access a database
directly or through an intermediate gateway from a browser. Thus, the Web server is the source of the
client software, and HTTP is the distribution mechanism for the Web software. The Java client
software can use its own protocol to communicate with its server, but there are advantages in using a
standard Internet protocol, in order to simplify outbound navigation through firewall computers.
Alternatively, a Java client can use JDBC to access and update relational databases. The Java client
and gateway approach is similar to traditional client server programming, and related design issues
apply with one major exception: The Java download mechanism ensures the most recent level of
client software is used. At present, the latest versions of the appropriate Java classes are downloaded
the first time the relevant page is accessed from an instance of a browser. Currently there is a browser
restriction that a Java client can communicate only with the system from which it was downloaded.
The reason for the restriction is to ensure that a Java client that has been downloaded from outside the
firewall does not communicate with a server within the firewall, and hence is not able to transmit
sensitive internal information outside the firewall.

Embedded HTTP

With this approach, the target system implements HTTP itself and maps it maps the protocol to
its own interfaces. Although relational databases have not adopted this approach widely yet, a number
of systems have done so. Here are some examples of systems that support HTTP:

Systems that use embeddable HTTP server software such as MicroServer from SpyGlass,
ProWeb from 3Soft, and Jigsaw from W3C.

Devices that incorporate embedded operating systems such as Embedded Internet for
pSOSystem from Integrated Systems.

Computer devices such as some Tektronix printers and Cisco Routers.

Groupware such as Lotus Domino and broadcast systems such as PointCast.

Transaction processing and database systems such as CICS.

3.6 Caching

The primary purpose of caching on the Web is to avoid transmitting data unnecessarily across the
network. The server can indicate the items to be cached by intermediate servers that reside between
between the client and the Web server. Caching can occur at many points and they include:

At the client: The Web browser cache

Near a group of clients or group of servers: The Web proxy cache

At the server: This can be similar to database caching where the main reason for caching is
to avoid disk accesses. Dynamically generated pages can also be cached to reduce repeated
generation.
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It is possible for the browser to automatically refresh pages at regular intervals, e.g., every minute, if
the HTML page includes the appropriate HTML tags:

<META HTTP-EQUIV="Refresh" CONTENT=60>

For more information on caching, please see [48].

3.7 Web Search Tools

With the large volume of data on the Web, the popularity of search tools has increased for the Internet
and the Intranet. These are some categories of search tools:

Internet search tools: These tools include crawlers or agents (which can be human such as at
Yahoo) or programs (such as the AltaVista or HotBot crawlers) that retrieve Web pages from the
Internet. Local indexes are built and made available for users. The nature of the data indexed varies,
for example Webcrawler indexes the significant sections of Web documents such as headings,
whereas AltaVista indexes every word in a Web document. The presentation of search results is
evolving and is a topic for research in itself. Some search tools will indicate only one of the pages on
a Website that include the topic or keywords being sought but with an option to request further
relevant pages from that site. Options are sometimes included to enable further similar pages to be
retrieved but that may not include the exact words originally request. It is possible to search the
Internet for images, and to isolate searches to particular countries or domains. Some agents, such as
the staff at Yahoo, order and structure links between items on the Web in a way that could be
considered to be in the spirit of Vannevar Bush's "trail blazers".

Intranet search tools: These tools often bypass the use of a crawler and the relevant indexes
can be built on or near the Website itself, thus reducing the load on the internal network. Some Web
servers are packaged with their own indexers.

Internet search for people: Some search tools provide an option to find people's e-mail
adresses. The excite search engine has such an option.

See [49], [50], [51], [52] and [53].

There have also been a number of projects to assist with measuring and visualising the Web.
For example, in 1996 Tim Bray [54] illustrated Websites as towers. The height of each tower
represents the number of inbound links to the Website, thus a tall Website is very visible. The size of
the ball at the top of the tower represents the number of outbound links, thus a Website with a large
ball is very luminous. There are difficulties with this representation when HTML pages are created
dynamically and the link information is held in indexes and databases whose structure is known only
to the software running at the site itself. Yahoo appeared to be a very luminous site as at the time it
had static HTML pages containing links. AltaVista did not appear to illuminate the Web as most of
its pages are created dynamically in response to specific user queries.

3.8 Making links in Web based relational database applications

There are a number of differences between setting up a Website and a relational database system that
arise from the differences in levels of integrity supplied by the underlying software. Integrity
constraint and transaction support costs in both human effort to define and set up the relevant
metadata, and in computer instructions executed. Excluding communications, the number of computer
instructions to retrieve a Web page from a Web server is between 1,000-10,000 and the number of
computer instructions to retrieve a row from a relational table is between 10,000-100,000. The
additional instructions are the cost of data consistency, reliability and integrity. For serious
applications on the Web, using a relational database to store business data and links between data
items, including files outside the relational database itself can provide the reliability that would not be
possible from a Web server alone.

In HTML, links are made between Web pages through URLs at HTML page development time
for static HTML, and at HTML page generation time for dynamic HTML. Simple tools such as
regular word processors can be used to generate links between Web pages without professional
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programmers being involved. In contrast, to make links in databases it is usually necessary to involve
professional programmers and database administrators. The links in HTML are similar to the original
navigational databases but without integrity. However, navigation using HTML is intended for
humans rather than programs.

Locating data in a relational database usually requires site specific knowledge. Names can
overlap with each other across sites possibly causing ambiguities if an attempt was made to integrate
a collection of existing relational databases. When locating an item on the Web, the name of a Web
data item (the URL) coincides with its address. By knowing the name, the item can be found
relatively quickly through the DNS (domain name service). In a relational database, it is necessary to
know a number of pieces of information before being able to locate an item on the database.

The results of searches using the Internet search engines can be viewed as providing links
between similar Web pages. Indeed, some search engines provide an option to retrieve pages that are
similar to pages that have been retrieved already. There are also projects to enable users to add their
own links to pages that they do not own, e.g. aqui [55].

By combining static HTML pages and dynamically generated HTML from the content of
relational databases, for example through server side programming, it is possible to generate a variety
of HTML links that represent relationships between:

Database primary and foreign keys [56]

Database keys or attributes and static Web pages

Database keys or attributes and dynamic Web pages

Portions of database Web programs, such as when navigating through a Net.Data [57] Web
based database application that requires a series of user interactions

Categories and groupings of relational data, such as when drilling down in a Web based data
mining or OLAP application

As relational database applications on the Web do not include static HTML pages, their content
is not indexed by the regular Web crawlers. See [58] and [59] for projects to index and search
heterogeneous data sources on the Web. There are also projects which attempt to integrate semi-
structured data through mediators and through wrappers such as [60] and [61]. In the next section,
more sophisticated methods for managing links in the future are described.

4 MAKING LINKS - THE FUTURE

4.1 Link Services and Digital Libraries for the Web

The growth of the Web has been phenomenal and it could be argued to be the killer technology
of the information revolution let alone of hypertext. Suddenly everyone - journalists, industrialists,
politicians, school children - want to have their own home page on the net. Most people who use
computers at work or at home are now aware of the concept of hypertext as it appears in the Web.
Due largely to the influence of the design of the early Web browsers, such as Mosaic and Netscape,
common usage embeds Web links in the documents using HTML, and only allows the presentation of
one document at a time. link management is generally non-existent and spaghetti hypertext authoring
is rife. Many individuals and organisations do not realise until it is too late how impossible it is to
maintain and up-date information created in such an independent and autonomous fashion. This
comes as no surprise to software engineers!

However, there is nothing inherent in the design features of the Web that says this has to be the
case. It is actually possible to implement almost any hypertext model in the Web environment. Links
don't have to be embedded, Web document and link management tools can and are being
implemented, and new browsers could allow multiple documents to be presented at one time, more
sophisticated navigation features and integrated editing facilities. Indeed the use of frames in Web
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browsers has already led to the development of Web sites that are much more user friendly in their
interface design. See the book by West & Norris for a discussion of such techniques [62].

As we have seen above, there has been much progress in the creation and management of large
scale Web sites through the use of relational databases to store the pages and tables that represent the
relationships between them, so that for example the intelligence concerning which page should be
loaded next can be built into the database. However in the case of loosely structured digital libraries,
there is often no concept of the next or previous page. To enable users to make full use of such
information sources we need to provide the rich cross-referencing and linking capabilities described
in Section 2 as well as the integration of other information processing tools such as text retrieval
systems. This means we need to be able to support the large-scale creation and maintenance of
associative links between the content of documents, as well as any navigational or structural links that
are inherent in the design of the information system. Just as we separate the structural links from the
data using a relational database, we need to store the associative (sometimes called unstructured) links
separately from the data as well, as we described in Section 2. As a result a number of groups in the
hypermedia community are working on the development of link services for the Web to support
applications such as digital libraries [63,64,65,66,67].

One of the most well-known of these is the Hyper-G system, now available commercially as
HyperWave [63]. Hyper-G is described by its creators as a second generation Web system because it
represents an advance over the standard Web and supports tools for structuring, maintaining and
serving multimedia data, hi addition it guarantees automatic link consistency and supports links
among multimedia documents, full-text retrieval, a UNIX-like security system, and client gateways to
Gopher and Web browsers such as Netscape, Mosaic and Mac Web.

Like the Web, Hyper-G is based on a client server architecture but unlike most Web
environments, it stores its link separately from the documents in an object-oriented database. In this
way it can provide the document and link management tools to ensure consistency and integrity of
links, as well as allowing different sets of links to be applied to the same set of documents. If the
Web in its current form is like HyperCard on the Internet, then Hyper-G could be described as
Intermedia on the Internet since although it supports standard Web browsers, its full functionality can
only be accessed through dedicated Hyper-G viewers - the main current ones being Harmony for the
X-Windows environment and Amadeus for Microsoft Windows. Also as in Intermedia, links are
generally point to point. In text documents they can be created, as is common in HTML, by using an
HREF reference to a URL. Using the Hyper-G authoring tools, Harmony and Amadeus, they can be
created interactively by point-and-click methods with source and destination anchors in multimedia
documents such as videos, PostScript and VRML documents. One of the main strengths of Hyper-G
are the tools it provides for visualising the structure of the documents and the links in Hyper-G
applications through graphical browsers. Like Microcosm, it also contains in-built search facilities,
both structured (database query access to documents) and unstructured (full-text retrieval of indexed
documents).

4.2 Microcosm and the Web: the Distributed Link Service

The original aim of the Microcosm project was to take the fully 'open' system approach and to provide
a light-weight link service that is available to the user whatever information they are dealing with,
whether it is information under their own or their organisations control, or external information over
which they have no control, or indeed legacy data within their own environment. The Microcosm
architecture also provides methods for alleviating the link management problem by enabling the
development of links that do not simply link a point in one document to a point in another document,
but can be dynamically created by whatever algorithm is most suitable for the information
environment.

The Distributed Link Service (DLS) is a development of the Microcosm philosophy applied to
the distributed environment of the World-Wide Web that has been developed in Southampton [67,
68]. In the same way that a client connects to a remote Web server to access a document, the DLS
allows the client to connect to a link server to request a set of links to apply to the data in a document.
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There are several different link database categories supported by the system, at the most general level
are server databases, which apply whenever the system is queried. Link databases may also be
provided for a group of documents, or a particular document. In addition, a variety of 'context' link
databases are available which the user may select from. By choosing a different context, the user may
adjust the available link set to best suit their current information requirements. Like Microcosm, the
system supports the use of generic links, which allows links to be applicable beyond the scope in
which they were originally created and considerably reduces link authoring effort.

The link server facilities of the DLS were implemented first as CGI scripts invoked by a
standard WWW server. The user could make a selection in a Web document, and choose an option
such as Follow Link from a menu just as in Microcosm. However a major problem with this
interactive client approach is the engineering requirements of producing and maintaining software
that applies the available link services to a range of different viewing applications using a variety of
WWW browsers on a range of different host operating systems. Hence an alternative, 'interfaceless'
approach was investigated: to make the link service transparent to its users by embedding it in the
Web's document transport system, compiling links into documents as they are delivered to the user by
a specially adapted WWW proxy server.

This approach requires no extra client software for the user, which is an immediate practical
benefit, but it does suffer from a number of disadvantages. Firstly, the loss of interaction makes it
impossible to create a link by the usual method (in Microcosm) of making a selection and choosing
Start Link from the menu. It also changes (perhaps for the worse) the browsing paradigm from
'reader-directed enquiry' to 'click on a predefined choice' [20]. Secondly, this behind-the-scenes link
compilation is applicable only to documents which are delivered via the WWW and which are coded
in well-understood document formats that can themselves support some form of hypertext link. These
requirements abandon some of the advantages of the open system previously described, since there
are relatively few document formats which can have links embedded. However, because of its
engineering advantages, it is this version of the DLS that is currently being commercialised as
Webcosm. A link control panel provides the user with configuration possibilities to overcome some of
the disadvantages described above and interfaces that provide the full interactive capabilities of
Microcosm are being investigated.

The DLS is being used in a digital libraries project concerned with electronic journals funded
by the Electronic Libraries Programme (eLIB) of the UK Higher Education Councils' Joint
Information Systems Committee (JISC). The aim of this project is to produce an open journal
framework (OJF) which integrates collections of electronic journals with networked information
resources [69].

The seamless integration of journals that are available electronically over the network with
other journals and information resources is not possible with traditional paper publishing but has long
been sought by the academic community. The emergence of the World-Wide Web and its freely
available user, or "browser1, interfaces has dramatically simplified access to such resources and has
raised awareness and expectations of electronic distribution of information and data, and has
particular significance for journal development In its present form, however, the Web is limited in its
capabilities for page presentation, hypertext Unking, user authentication and charging, but it defines a
flexible framework into which more advanced technologies can be slotted. It is in these areas that the
Open Journal Framework project intends to provide mechanisms that realize the wider potential for
networked journals that has been created by the Web.

The philosophy of the project, at the most basic level, is to provide immediate access to
electronic versions of existing quality journals, the information content of which includes scientific
formulae, tables, diagrams and high-resolution colour photographs. Beyond that the aim is to provide
powerful hypermedia Unking techniques to aUow naive users direct access to secondary information
resources, instead of requiring them to use these resources independently. The links are created
dynamically at the users' request and do not need to be expUcitly embedded in the journal papers
when they are authored, thus reaUzing the concept of the 'open' journal.
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This is achieved by making use of current hypermedia technologies, for example Adobe
Acrobat for presentation, and Microcosm, in the guise of the DLS, for information linking, as well as
the World Wide Web. In addition, through the development of subject-expert agents implemented
within the DLS framework, the user will be offered a greater range of resources than he or she alone
would normally be aware of.

4.3 Making links in non-text data: content-based retrieval and navigation

The aim of the MAVIS (Multimedia Architecture for Video, Image and Sound) project is to extend
the Microcosm architecture to facilitate the use of generic and dynamic links from all media types, not
just text [70,71]. This is not just simply a question of making the selection content available at the
authoring and the link following stages because the problem of matching is substantially more
complex than for text.

For example, we would like to be able to author a generic link from an object in an image to
another point in another document, perhaps some text about the object. If it is a versatile generic link,
we should be able to follow the link from any instance of the object in any image in any document
This is not usually an easy task of course because the object may appear very differently in different
images. We need to extract media based representations of the selection that are as invariant as
possible. Ultimately we need to recognise the object using prior knowledge of how it appears in the
image. We may then recognize it anywhere in other images to enable us to follow the generic link
effectively.

With the current state of image understanding, such an approach would have to be application
specific. However, there are some general features which can form the basis for useful generic link
following mechanisms for images, video and sound. For example, we can use colour distribution,
texture and out-line shape or combinations of these, for generic links in images and video, and the
pattern of the sound wave for audio. The same techniques can be used to implement a compute links
(the Microcosm text retrieval links described in Section 2) facility for non-text media, thus providing
a method of content-based retrieval for images, video and audio which is seamlessly integrated with
the hypermedia model. The extension of the Microcosm generic link facility to non-text media has the
same potential to reduce the authoring effort as with text, and as well as providing a method of
content-based navigation across all media types.

The matching between the query selection and the link anchor must be fuzzy since exact
matching is clearly impossible in non-text applications. Measures of similarity are required to assess
the quality of a match and to decide if a link should be followed. It has been argued that even for text,
lexical similarity matching has problems because of the difficulty in capturing the semantics. This is
even more of a problem for non-text media, but we believe that general purpose tools for content-
based retrieval and navigation will prove to be extremely powerful, particularly when supported by
filters that provide content and context based semantic analysis.

The MAVIS architecture is based on the development of a systems of signatures. In Microcosm
a link allows the user to relate in a declarative way a selection in one document to a selection in
another. MAVIS extends this concept by introducing the idea of a signature. A signature is a
representation of the content of a selection, used in both link generation and following. In the case of
a text anchor for a generic link, only one form of signature was required - a normalised representation
of the original text anchor content. MAVIS, by contrast, allows many forms of signature to co-exist.
In the case of images for example, the signature might represent the colour of the selection, or its
shape, or its texture, or even a combination of any of these. The MAVIS architecture allows for
multiple processed representations (signatures) of the original anchor data: each type of signature
being handled by a separate signature module.

Multimedia information systems are one of the fastest growing areas of computer science, but
substantial improvements in navigational tools for non-text information are essential if society is to
reap the full benefit of the growth in multimedia information. One of the major challenges is to be
able to navigate elegantly through non-textual information without having to manually associate
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textual keys. For image and video, versatile content based retrieval and navigation requires solutions
to many of the problems of computer visioa

The next step is to develop more versatile and intelligent facilities for supporting content based
retrieval and navigation for both text and non-text media building on the strengths of the MAVIS
architecture. This will include the development of a multimedia thesaurus, which will not only
accumulate textual representations of objects but also appropriate representations from other media,
and the development of intelligent filters to work with the multimedia thesaurus, designed to improve
both the indexing of media-based information during entry to the multimedia information system and
classification and matching during link following. This leads us onto the idea of filters being
developed into classes of intelligent agents as discussed in the next section.

4.4 Making links intelligently: filters become agents

During the initial design for Microcosm, it was expected that the combination of the generic link
facility and other dynamic link generation processes would create a significant problem of
information overload for Microcosm users. Hence the link processors were called filters because it
was expected that their main task would be to reduce the number of links offered to users according to
some appropriate algorithm. In fact, most of the intervening years have been spent designing and
building filters to create links, such as the 'Compute Link' filter, so that the term became rather a
misnomer for current usage of the system. However, things are now coming round full circle because
the system has been developed to such a point that it is possible in practice rather than just in principle
to use it to build large-scale applications with very large numbers of links, and processes are needed
that truly act as filters to decrease the information overload for users.

In today's terminology, filters would probably be called agents because Microcosm can
essentially be considered as a group of processes working together to perform tasks on behalf of the
user, in other words a community of software agents.

The current Microcosm communication model allows isolated agent processes to be
constructed and both Prolog and neural networks have been used to construct experimental agents
within the current desiga However the limitations in the design of the current Windows version of
Microcosm mean that no direct communication between processes is possible. Experiments with a
direct model for communication between processes have shown that this model supports co-operative
agent processes. The extension of this model to construct a heterogeneous fully distributed version of
Microcosm as part of the Next Generation (TNG) project, opens the way for extensive research into
the implementation and use of co-operative agents within the new architecture fully integrated with
other information systems available via the Internet [72]. A large subset of these agents will be doing
fairly straightforward information processing tasks such as library management. These agents need
not be intelligent and we tend to refer to them as "distributed information management" or DIM
agents. However, the aim is to enable the user to customise the environment to suit their own
purposes and to "train" the supervisor agents to this end. It is here that the intelligence of the system
will lie.

The results of the TNG project are being utilised in an EU funded project, MEMOIR [73],
which is aiming to build a corporate information system, where documents, links and user trails are
stored in an object-oriented database, accessible to users via standard Web browsers and a distributed
hypermedia system brokered by agent services. As users access the information in the system, and
indeed external to it, they can keep a record of the trails of information they have followed. The
MEMOIR system helps to match people with trails, trails with trails and people with people to try and
overcome the problems of finding information in large corporations.

4.5 A Vision for the Future

We have all seem the science fiction films and TV series where the crew of the spaceship find the
information they need through communication with an "intelligent" agent. The most famous example
is probably HAL in the film 2001: A Space Odyssey. It is possible to see now the sort of building
blocks that are required to create an information processing environment such as HAL would need
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access to. Just as we "think" by making associative links between disparate pieces of information, so
will the intelligent information processing agents of the future. They will draw on information from
vast banks of distributed databases and document management systems. They will access this
information by both structured and unstructured means using combinations of database, information
retrieval and hypermedia techniques. In effect, all these technologies are about making links.

If we ask the question "Tell me about Gandhi" of an intelligent agent such as HAL, then first
the agent must have some understanding of the context in which we are asking the question, in order
to answer it with some degree of confidence. The next step maybe a search of a database of
significant figures in history. If none is available then a general search of relevant documents may be
made or brokered using search engine techniques. Or alternatively, someone may have asked this
question before and the agent will "remember" the link and produce the information that successfully
answered the question previously, or that is flagged as being a suitable answer to the question in an
appropriate link database. The possibilities are endless, and of course all of them require the agent to
intelligently prioritise and process the available information sources. At the moment the worlds of
structured and unstructured data seem relatively unconnected but we hope we have shown here how
they are increasingly coming together.
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OBJECT ORIENTED DATABASES IN HIGH ENERGY PHYSICS

Pavel Binko
Lawrence Berkeley National Laboratory, California, U.S.A.

Abstract
High Energy Physics (HEP) community in Large Hadron Collider (LHC)
era is in transition phase from FORTRAN to C++ and from data streams to
persistent objects. Together with it new data management will be necessary,
which would allow to leave filenames and tape numbers and access data in
form of objects only selecting their required physical contents. One solution
is using Object Database Management Systems (ODBMS). Due to vast
volumes of data in HEP, an interface between ODBMS and Mass Storage
Systems (MSS) is necessary.

1 INTRODUCTION

C++ [1] is an object oriented programming language, which is very suitable for description of
complex data structures in HEP. Main building element in C++ are classes, they encapsulate data
types and member functions.

Objects are variables of class types. Transient objects are typically created by a process and
cease to exist when process terminates (or earlier). Persistent objects continue to exist upon process
termination and may be accessed by other processes. Persistent objects can be stored in an ODBMS.

There are many types of objects to be stored, like detector calibration and geometry data,
production control data, histograms, but the most important and most difficult is event data. All LHC
experiments [2] expect to have enormous data volumes and rates.

TIME INTERVAL

1 second

1 minute

1 hour

1 day

1 week

1 month

VOLUME OF DATA

ATLAS [3] / CMS \4]

1 MB / event, 100 Hz

100 MB

6 GB

360 GB

8,6 TB

60 TB

260 TB

1 PB useful information
per year

ALICE [5]

40 MB / event, 40 Hz

1.6 GB

100 GB

6TB

140 TB

1 PB

1 PB useful information
per year

LHC Data Volumes and Rates
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2 REQUIREMENTS FOR ODBMS

An ODBMS used in HEP has to satisfy these requirements:

• Standard compliance - Object Database Management Group (ODMG)

• Scalability - 100 GB to 1 TB per database file, total size many PB

• Heterogeneous environment

• Distributed application

• Data replication

• Schema evolution

• Object versioning

• Language heterogeneity

• MSS interface

3 OBJECT DATABASE MANAGEMENT GROUP (ODMG)

The ODMG [8] is a consortium of ODBMS vendors and interested parties working on standards to
allow portability of customer software across ODBMS products. The ODMG-93 (current version 2.0)
standard is based on existing SQL-92, OMG and ANSI programming language standards. Its
functional components include:

• Object Definition Language (ODL) makes possible to describe a database schema independent of
the programming language thereby making the schema portable between compliant databases. The
ODL syntax is very similar to the C++ one.

• Object Query Language (OQL) is an SQL like declarative language that provides efficient
querying of database objects, while retaining compatibility with the SQL-92 SELECT syntax.

• C++ and Smalltalk Bindings (Java Binding in development) extend the ANSI standards to support
manipulation of persistent objects, OQL and transactions

From these standards HEP is currently using ODL and C++ language binding.

4 OBJECTIVITY/DB

There are currently nine voting members of ODMG - ODBMS vendors. The project RD45 [7] at
CERN [2] investigates in comparison of best candidates and to solve persistence in HEP Objectivity
Inc. [9] has been chosen. Its Objectivity/DB product group, which consists of Objectivity/DB,
Objectivity/DB Fault Tolerant Option (Objectivity/FTO) and Objectivity/DB Data Replication Option
(Objectivity/DRO), fulfills most of our requirements.

4.1 Objectivity/DB

Objectivity/DB is a distributed ODBMS, is ideal for applications that require complex data models,
supports large numbers of users and provides high performance access to large volumes of physically
distributed data. It integrates easily with application software, allows you to directly store and manage
objects through standard language interfaces including C++, Smalltalk (Java soon), and ANSI SQL
using traditional programming techniques and tools.

Objectivity/DB supports all major hardware platforms (Apple Macintosh, Digital, Hewlett-
Packard, IBM, Intel, NEC, Silicon Graphics, and Sun Microsystems), and operating systems (MacOS,
UNIX, VMS, Windows NT and 95). Full interoperability across these platforms is provided, allowing
data created by applications on 32-bit NT platform can be read, updated, or deleted by applications on
64-bit UNIX platform.

Fundamental unit of storage is a basic object. It may contain scalar types, non-persistent C++
objects and structures, fixed-size and variable-size arrays, associations to other objects, and object
references to persistent-capable classes. Each basic object is contained in a container.
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Container is a collection of basic objects, they are physically clustered together in memory
pages and on disk. Access to all basic objects in a single container is very efficient. Since locking
takes place at the container level, right object clustering based on object access patterns may
considerably improve the performance. Each container is contained in a database.

Database is a collection of containers. It contains also a system created default container and
user-defined containers. The default container holds basic objects that you have not explicitly placed
in user-defined containers. Databases physically map to files. Each database belongs to a federated
database.

Federated database logically contains user-defined databases and the data model (schema) that
describes all class definitions. Most administrative control is on the federated database level, including
configuration information (where Objectivity/DB files physically reside) and concurrent access
control.

Objectivity/DB provides three types of server processes - lock server, local database server, and
remote database server. The local database server is typically linked with the application. The
remote database servers use a page server to provide optimal performance over a wide range of data
loads. Page servers typically outperform object servers by providing significantly higher transfer rates.

Objectivity/DB allows simultaneous access to multiple objects. To ensure data consistency,
database access is managed by lock server through the use of locks. A process can obtain either a read
lock, which allows other processes to read the objects, or an update lock, which prevents all other
processes from reading or modifying the objects. To achieve high concurrency multiple readers one
writer (MROW) mode can be used. For each federated database locks are managed by a lock server.
For federated databases that are partitioned using Objectivity/FTO, there is one lock server per
partition. Locking at three levels of granularity is supported - federated database, database, and
container.

ODBMS support data models of high complexity. Data modeling with Objectivity/DB is
similar to modeling in non-database applications. You create your data model and decide how those
objects should behave and interact. In addition you specify, which objects you want to store in the
database and relationship between objects.

Schema evolution allows changes to be done in the database schema. When the schema is
changed existing objects of the changed class may need to be converted to reflect the changes. The
object conversion can be dome in Deferred Mode, On-Demand Mode, or Immediate Mode with an
upgrade application.

Object versioning allows to maintain multiple copies (versions) of the same basic object. The
application can create separate versions of an object and track its genealogy over time. It can perform
linear or branch versioning of objects, and can specify a particular version as the default version.

Objectivity/DB supports both persistent and transient Standard Template Library (STL) class
libraries with Objectivity/C++ (based on the ObjectSpace Standards <ToolKit>). It enables rapid
development and deployment of applications based on standard interfaces.

4.2 Objectivity/DB Fault Tolerant Option

Objectivity/FTO supports fault tolerance and improves performance for large database deployments. It
improves data availability after network failures by distributing lock management, and replicating the
database schema and catalog to multiple locations in a network. Using Objectivity/FTO federated
database can be divided into autonomous partitions. Each partition is self-sufficient and insulated from
network and other system failures.

4.3 Objectivity/DB Data Replication Option

Objectivity/DRO improves data availability and enhances read performance by replication a subset of
data in multiple locations in network. It can also eliminate the danger of a single point of failure to the
database. When an application accesses objects in a replicated database, Objectivity/DB locates the
closest accessible replica. This improves the performance of the application because of reduced
network latency and disk contention. With Objectivity/DRO, it is possible to
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• Create multiple replicas of a database across a heterogeneous LAN/WAN.

• Provide full read/write access to replicated databases. When one database image is updated, other
replicas are automatically and transparently updated as well.

• Dynamically determine write privileges to replicated databases.

• Access another replicated database if part of the network becomes unavailable (it can be used also
for automatic backup).

5 MASS STORAGE SYSTEMS

It is expected to have many PB of data per year in LHC era. Although significant increase of disk
sizes can be expected, we cannot expect multi-PB disk farms soon. We therefore need some way of
combining ODBMS and MSS [10]. The only one choice from existing MSS is currently High
Performance Storage System (HPSS) [11]. HPSS has been developed in collaboration of IBM, LANL,
LLNL, NERSC, ORNL, SNL and many others.

HPSS provides scalable parallel storage systems for highly parallel computers as well as
traditional computers and workstation clusters. It is designed for large storage capacities, and to
transfer data at rates up to multiple GB per second. The data can be transferred using these user
interfaces:

• File Transfer Protocol (FTP)

• Parallel File Transfer Protocol (PFTP)

• Network File System Version 2 (NFS V2)

• 1MB SPx Parallel File System (PIOFS) Import / Export

Integration between Objectivity/DB and HPSS will be realized at the end of 1997.

6 CONCLUSIONS

Object Database Management Systems open new era in data management in HEP. ODBMS allow
different level of access to the experimental data. Users will stop to worry about file names and tape
numbers. Users will select the data according its physical contents and characteristics. It will
considerably improve the whole physical analysis process and will have big consequence for HEP.
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INFORMATION SYSTEMS FOR PHYSICS EXPERIMENTS (Part 1)

Bertrand Rousseau
Information and Programming Technology Group
CERN, Geneva, Switzerland

Information Systems are software applications that allow their users to obtain information, and to
publish information for other users. For a physics experiment the word "information" covers a large
variety of data and documents, ranging from physics events to technical reports, mechanical drawings
and electronics drawings, simulation results, source code, minutes of meetings, articles, pictures, etc.
Information Systems are important for physics experiments, because they can strengthen the cohesion
of a geographically sparse collaboration, they allow physicists to participate more actively and they
improve efficiency of work. As shown in the figure below, information systems for physics experiments
may be classified in 4 main categories (not necessarily exclusive).

Information
Dissemination

On-line +
Off-line Data

5 §
-

Groupware gathers software applications such as video-conferencing, whiteboards, email, but
also discussion lists and workflow. Product Data Management (PDM) Systems are used to manage the
data required in the design, construction and maintenance of complex products such as detectors (see
the CEDAR project below). Detectors generate on-line and off-line data that need to be made available.
Finally, physics collaboration rely upon dissemination of data and documents such as internal reports,
papers, user manuals, address books, general services and even source code (see the LIGHT project
below).

1 THE STRUCTURE OF INFORMATION SYSTEMS

Information systems have 3 main components, respectively for the production, storage and delivery of
information. Because it is multiplatform, accessible world-wide and provides a uniform and natural
interface, the WWW appears an excellent way of delivering information. Recent technological
breakthrough (JavaScript, DOM, Cascading Style Sheets, Dynamic HTML) have even reinforced the
usefulness of the Web. Nevertheless, the WWW is not sufficient by itself because, in High Energy
Physics, most information is neither produced nor maintained in HTML form. Numerous examples can
be mentioned: detectors' real time data, word processors files, information stored in Database
Management Systems, data encoded in proprietary formats of various software applications, etc. In
order to make all this information available on the WWW, two solutions exist:
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- convert native information to HTML and/or to a WWW browsable format. This solution applies to
slow changing, poorly structured information. Examples of systems using this strategy are HTML
converters for word processors such as LaTeX, MS Word or FrameMaker [1].

- store information in the most appropriate form, and convert it to WWW form "on the fly", upon
request. This solution is more appropriate for fast changing, structured information. The technology
involved covers Common Gateway Interfaces, Database interfaces, scripting languages such as
JavaScript, Java, WebObjects, etc.

2 THE LIGHT PROJECT - LIFE CYCLE GLOBAL HYPERTEXT

The LIGHT System, developed in the IPT Group at CERN, uses a combination of both solutions. The
goal of LIGHT is to improve software understanding and maintenance by making available on the
WWW all documents produced during the software development life-cycle: requirements, analysis and
design diagrams, source code, user documentation, etc. To do so, all documents are converted to HTML
in such a way that hypertext links are automatically generated between the documents. For instance, a
function call may be linked to the reference manual that documents it, a class box in an OMT diagram
is linked to the corresponding class definition in the C++ code, etc. This system is now in production in
ALEPH off-line [2], and is currently applied to other experiments such as DELPHI and ATLAS [3].

3 PRODUCT DATA MANAGEMENT SYSTEMS - THE CEDAR PROJECT

Other examples of information Systems are Product Data Management (PDM) systems. The goal of the
CEDAR project is to implement a PDM system at CERN, for the LHC accelerator and experiments [4].
A PDM system is built around of an electronic data vault. The basic idea is that data files produced by
users with various applications (e.g. Euclid, FrameMaker, MS Project) are made known and referenced
by the PDM system, to become "Managed Files". Once known by the PDM system, a file can only be
requested or updated through the EDMS. The PDM system may be accessed by users providing and/or
consulting files. Users may be located at CERN, in external institutes or in companies. Users can
browse and request the data vault with the native PDM system user interface, or through a WWW
interface that guaranties world-wide access. Access is controlled by a system of privileges specified by
the PDM system administrators.

The meta-data superimposes structure and semantics to the set of controlled files. To do so, it
records the location, nature, status, authors, versions ... of each file, but also the relationships and
dependencies between data (e.g. product structure, documentation, ...). Users are notified of new
releases and changes in the data vault that may affect their work. At the occasion of releases, Managers
and Coordinators are requested by the PDM system to approve, reject or comment the changes.

You can find more complete information, as well as the slides of the lectures, articles and related
WWW pointers at the following URL:

h t t p : / / w w w . c e r n . c h / I P T / C S C / 1 9 9 7 /
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INFORMATION SYSTEMS FOR PHYSICS EXPERIMENTS (Part 2)

Mark Donszelmann
CERN/ECP/IPT, Geneva, Switzerland

Abstract
The use of information systems in Physics Experiments is of an highly
distributed nature. The Internet, the World-Wide Web, e-mail, news and other
tools are currently used to publish information and allow for collaboration
between people in a highly distributed fashion. Most of this information
today is static and passive.

1 PROGRAMMING AND ARCHITECTURE

We should start thinking of information in terms of programs and active pieces of code. For instance
histograms (the data and the program to create the histogram) could be sent across the Internet for users
to discuss about. Another example of active information is for instance an e-mail which knows by itself
where to be routed. If receivers are currently away it may reroute itself.

Information systems which use the Internet are in need of passive as well as active information
and publishing tools as well as collaboration tools. We assume that those tools will be provided by
industry. We are left with providing static information and programming active information in
components where needed.

Recent introduction of the Java language makes it possible to allow active information to be sent
across the Internet safely. Java, an object-oriented language, also features portability, networking,
robustness, multi-threading... It is currently a good choice if you want to implement active information
for the Internet. The industrial support for Java and tools for developing in Java is growing rapidly.

Active information in Java can be created in the form of Applets, Aglets and Beans. Applets are
(small) applications which can be embedded in an HTML page. Aglets are mobile and autonomous
agents, which can go around the Internet to gather information for you. Beans are components, which
can be used to build up active documents, or to create Applets and Aglets.

Access to information can be given in Java with the use of network Streams and Servlets (CGI-
like scripts in Java)[l], which provide for sequential I/O. Random access to information can be
provided by RMI (Remote Method Invocation) or CORBA (Common Object Request Broker
Architecture), both of which interface nicely to Java.

Information types (Applets, Aglets and Beans) and access mechanisms (Streams, Servlets, RMI
and CORBA) can be used to build up powerful Internet aware information systems. Examples are the
JavaServer Administration, in which Applets and Servlets let you administer an http server, the CERN
Building interface, in which Servlets let you look up the location of buildings on the CERN site, and
On-line Systems, in which Applets access real-time data via RMI or CORBA.

WIRED, which stands for World-Wide Web Interactive Remote Event Display[2], is another
example of an information system using the Internet. Although initially created as an event display
Applet, which accessed event and geometry information via Stream I/O, it is currently being rebuilt as a
set of Beans, to allow people to create applications and Applets from it, or to use it in active documents.
While Streams allow for access to small events, bigger events may be accessed using CORBA or RMI.

More complete information, as well as slides of the lectures, material for the tutorial and related
pointers can be found on the World-Wide Web under: http://www.cern.ch/IPT/CSC/1997/
The WIRED project can be found under: http://wired.cern.ch/
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THE LHC COMPUTING MODEL

M. Mazzucato
INFN, Italy - Via Marzolo 8-35131 Padova

Abstract
The needs of the new experiments in preparation for the Large Hadron Collider
(LHC) have imposed a true revolution to the High Energy Physics Community
(HEP) in the way the software is produced and in the way the computing is
organized. The HEP software community has now fully entered in a transi-
tion era from the Fortran to the OO and C++ paradigm and many lectures have
presented in detail in this school the key aspects of these new software method-
ologies aiming to improve the quality of the HEP software system. The com-
putational and data access issues are extremely challenging and are addressed
by this lecture.

The next generation of LHC experiments will produce 1 Petabyte of raw data
per year for each experiment, several orders of magnitude more than the ones
presently running, and these must be analysed and made available to hundreds
of physicists spread all over the world. This is certainly one of the key prob-
lems that the LHC experiment have to address to fulfil their task. The new
computing models based on flexible architectures able to respond to the new
technological developments in the processing power, storage and network and
to the availability of resources will be reviewed.

1 INTRODUCTION

At present three collaborations, ATLAS, CMS and ALICE, have an approved technical proposals to build
an experiment for LHC, while LHC-B is expected to submit a fourth one at the beginning of 1998.

Recently the two collaborations, most advanced in the preparation, ATLAS and CMS, have issued
a Computing Technical Proposal CTP) [1] [2] where they present their computing requirements and
introduce the main principles of the Computing Models for the LHC era and for the transition phase.
These describe, for the moment mainly at architectural level, how they intend to manage the resources
that will become available to perform the LHC computing. Both hardware and software aspects are
concerned.

The CTP's are intended to be evolutionary documents that will be regularly updated until the
presentation of the final Technical Design Reports (TDR), few years before the turn-on of LHC, which
will contain the final design choices of each collaboration and the specific implementation details, on the
light of the technological advances available at that time.

The LHC computing model can be subdivided into two large components, one being the online
Event Filters necessary for a successful acquisition of the interesting physics events and the other con-
cerning the offline event reconstruction, with the related activities of detector calibration and alignment,
the Monte Carlo simulation and the physics analysis of both real and simulated data. It is believed that
the Event Filters will not put strong constraint on the LHC computing models so the DAQ requirements
will be only shortly mentioned in this report dealing mainly with the offline computing.

2 LHC requirements

Contrary to LEP, the present electron-positron collider in operation at CERN, where each event repre-
sents a basic interaction of two point like constituents, at LHC the interesting physics interactions have
to be selected by an enormous amount of softer background reactions. At the design luminosity L =
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1034 cm 2sec * the two proton beams collide in correspondence of each experiment with a frequency
of 40 MHz and produce 8 x 108 interactions/second.

To cope with the intrinsic limitations of the commercial data writing systems and with the con-
straints deriving from the total data volume and the offline analysis the maximum output event rate for
the DAQ has been limited to no more than 100 Hz. In this section the computing requirements needed
for this task and the subsequent offline analysis will be reviewed.

2.1 Trigger requirements

Powerful trigger schemes have been designed to provide the necessary overall online event rejection
factor of about 106. This is achieved in three steps.

The Level-1 Trigger system is completely hardware based and provide a reduction factor of about
500 within 2 /isec.

The Level-2 and Level-3 are based on computing farms, providing Event Filters of increasing
complexity in the software algorithms, with rejection factors of 50-100 and 1000-2000 respectively.
Level-2 takes a decision in few milliseconds and Level-3 can use up to a tenth of a second per event and
assigns already each event to the different physics streams using possibly the offline algorithms. Since
errors in the code used in the trigger will cause not retrievable losses, the software for LHC must be of
unprecedented high quality. This is felt as a very critical point for the success of the experiments and the
collaborations plan to use the best engineering tools available and modern programming languages and
methodologies to achieve the necessary robustness and reliability.

2.2 CPU and Storage requirements

The basics assumptions used to derive the requirements for the computing models are:

• Event rate out of Level-3 trigger : 100 Hz

• Event raw data size : 1MB

• Total number of events per year : 10 9

• MC event size : 2MB

Both collaborations assume for the output of the reconstruction an event size of 100 KByte/event,
for the physics analysis data of 10 Kbyte/event and for the the event tags of 0.2 KByte/event. The storage
volume is dominated by raw data.

It is assumed that the number of MC events to be generated is approximately 10 % of the real
events one.

The resulting requirements for CPU and storage are resumed in the following table.
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LEVEL 3 RATE (TO STORAGE)

LEVEL 2+3 CPU POWER *
EVENT RECONSTRUCTION *

PHYSICS ANALYSIS *

MC PRODUCTION *

DATA PRODUCTION
TOTAL DATA VOLUME

MC DATA VOLUME

ATLAS

100 MB/sec

4 X 104 SPECint95
7 X 104 SPECint95
15X104SPECint95

5 X 104 SPECint95

1TB/DAY
1 PB/YEAR

200 TB/YEAR

CMS

100 MB/sec

12 X 104 SPECint95
5 x 104 SPECint95

20 X 104 SPECint95

largely in background

1TB/DAY
1 PB/YEAR

200 TB/YEAR

1 SPECint95 = 40 SPECint92 = 40 MIPS
* uncertainty factors are large !!

2.3 Networking requirements

One of the key requirements for the physics analysis is that any physicist from a collaboration institute
should be able to query the data set relevant for his analysis and retrieve the results on his home desktop.

He should also be allowed to effectively collaborate with co-workers dispersed around the world
to reach his physics goal.

ATLAS has made an initial attempt to estimate the need of network bandwidth for each individual
user for this task, including the usage of collaborative tools such as video-conferencing. Here are the
results :

• Bandwidth/user in year 2005 : 2 Mbit/Sec

• Total bandwidth for ATLAS : 1000 Mbit/Sec (500 simultaneous users)

3 Technology trends

The above requirements for the LHC experiments are at least two order of magnitude higher than for
the current collider experiments . On the other hand the evolution of the technology has continuously
provided in the past a systematic increase in the computing resources available for a fixed cost.

Technology tracking teams were set up by CERN/IT to predict the state of the technology at the
turn-on of LHC and the main conclusions [3] [4] [5], summarized here, were used for the definition of
the computing model. In the year 2005 the current chip fabrication facilities, built for a feature size of
35 fim, should be able to handle 0.13 /j,m. This will allow :

• individual memory chips of 4 Gbit (500 Mbyte) for a cost of 200 $

• Processor CPU of> 100 SPECint95 at the cost of today processors

• SMP parallel architectures (4-8 CPU/unit) as "standard"

• Magnetic disks at a cost 10 $/GByte ->• 10M $/PB (not counting new technologies)
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• Tape storage stagnant at 2 M $ /PB

• Fast Ethernet (100 Mbit/sec) and Gbit Ethernet as candidate technology for LAN

• ATM, now slowly starting for WAN. Not clear if market cost for LAN desktops will be actractive

In conclusion it is reasonable to expect that the necessary CPU and storage for LHC will be
obtainable within the foreseen budgets. Powerful computing farms based on commodity processor are
producing very encouraging results now [6].

A key point of concern is the affordable networking bandwidth. Problem is cost,not technology :
ATM links at 622 Mbit/sec are already available now. But the WAN cost has been only slowly decreasing
in the past, due to absence of any market forces in Europe, and without the cut on prices, expected by the
very recent opening of the commercial network market, could put severe constraints on the computing
model. This has to be kept flexible to adapt to the reality of the year 2005.

4 Computing Model

The basic element of the computing models of ATLAS and CMS is constituted by an object store which
will contain, following the OO paragdim, all the event data needed to perform the physics analysis or
detector studies as persistent objects.

The commercial solution for the management of data objects capable to scale up to the PB level
in a fully-distributed and heterogenous environment is provided by the Object DataBase Management
Systems (ODBMS) that are under investigation by RD45 [7]. These are expected to provide transparent
access to any stored object without knowing any details of its specific location. Many other interesting
features of ODBMS are described in the lectures dedicated to them. The RD45 collaboration has shown
that this solution can potentially scale to the requirements of LHC and has chosen one commercial
product (Objectivity/DB) as the most suitable for LHC. RD45 is currently carrying on the work on
ODBMS to prove full scalability,vendor independence and effectiveness for the physics analysis work.

Another key point under investigation is a Mass Storage System (MSS) capable of taking care,
in a user transparent way, of the migration of the data from a rapid-access medium (magnetic disk)
to low cost sequential media (robotic tapes)according to the usage. This solution is dictated by the
expectation that the costs will not allow multi-PB's of data to be stored on disk even in the year 2005.
Unfortunately.contrary to ODBMS, there seems not to be a commercial market for MSS systems up to
the PB's size .At present only one product is available, HPSS,developed through a joint effort of IBM, US
government and major US research laboratory, which is now on the way to be installed at CERN.

A major future task for RD45 is to address the issue of interoperability of ODBMS and HPSS and
this is considered the major factor of risk for the ODBMS solution so it is followed with the necessary
attention.

4.1 The traditional data flow

In this approach, used in present colliders as LEP, all events pass through a chain of subsequent process-
ing :

• Reconstruction : produces all particle 4-vectors with relative detector points and shower hits

- Output is DST, at Lep ~ 30 Kbyte/event

• Short DST: produces all particle 4-vectors, particle identification, track elements and complete
showers

- Output is SHORT DST, at Lep ~ 10 Kbyte/event



41

• MINI/N-tuples generation : produces selected events and physics quantities relevant for a specific
analysis

- Output are MINI or Ntuples, at Lep < 1 Kbyte/event

At each step the data are subject to the reconstruction of more elaborated physics quantities and to the
selection of the minimal information relevant for the physics analysis. No links are maintained between
the different data sets.

The main drawback for this solution is that the general users access freely the data only at the
SHORT DST level since at this stage the size is reduced enough to allow the storage on direct access
magnetic disks. Raw data and other intermediate large data set are stored, as sequential files, on tapes.
In this way, if analysis indicated the need for a more refined treatment for an event sample, e.g. events
with high momentum electrons, requiring access to raw data, this was possible only passing through
all the tapes where the interesting events were dispersed. The common practice was then to collect
all the improvements for all detectors few times per year and then launch a general reprocessing of all
events in order to minimize the very heavy tape mounting. In this way several months could pass before
improvements were made available to users.

Moreover, due to the lack of pointers between data sets, if analysis selected events for data visu-
alization on SHORT DST's or ntuples, the visual scan could only start after the corresponding raw data
were extracted from tapes and the graphic information generated reprocessing the event.

It was clear that this was not an optimal solution but current experiments were forced to choose
this strategy by the limitation of the available hardware and software technology.

4.2 The traditional data processing and data access

Real events are generally centrally processed and reduced data set, such as SHORT DST's, are stored in
a central analysis facility, e.g. SHIFT, and made available to all users. Laboratories and Institutes create
MINI DST's or ntuples via batch job on the central facility and import them for final analysis on local
workstations.

Access to raw data is generally possible only through the central facility.

Only few major regional centres import copies of DST's, normally via shipment of physical tapes,
in order to increase the number of queries they can satisfy using local resources. They are completely in-
dependent processing units and used only by regional users. The replication and management of the data
sets in these centres and the experiment library update is entirely under the outside teams responsibility.

4.3 A new "extreme" computing model for LHC

At LHC the experiments are much larger and complex and a general reprocessing is much a bigger effort.
Data distribution and access is much more difficult taking into account that.compared to the present ones,
the number of physicists is multiplied by 4 and the number of events, the data volume and the offline
CPU by 1000. For LHC four types of general data objects for all events have been proposed :

• Raw :~ 1 MB

• Reconstructed : ~ 100 KB

• Analysis: ~ 10KB

• Event tag : ~ 0.2 KB

The "extreme" model envisages that, at the limit, only the raw data and event tag will be perma-
nently resident on the high performance event object store, at least for the whole period during which
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the code and calibration files will be in evolution. All higher level objects (reconstructed and analysis
or user objects) are created on demand, using the most updated version of the reconstruction code and
calibration files.

At the same time the high performance object store contains all these higher level data objects
corresponding to old raw data already migrated to the lower performance store.

Again all user objects are created on demand starting from existing general objects.

General (re)-processing are foreseen but in the sense that they create the objects needed by further
classification and analysis of all events. Subsequent partial processing will be in general started on user
demand.

How much this will be completely free and how much this should be coordinated remains to be
studied.

A key issue is to understand how the different event objects should be clustered to optimize the
response time to the most frequent user queries.

The ODBMS should manage dynamically the data migration from disks to tapes to keep in the
most performing central store the most frequently accessed data. It should also take care of the dynamical
replication of data to outside institutes according to the access frequency.

4.4 System architecture

A fundamental requirement of LHC experiments is that all the data reside in what appears as a single
object database to the users.

It is expected that, thanks to ODBMS , this may be implemented by geographically distributed
servers.

The architecture should be flexible and able to dynamically evolve with time from a CERN-tral
model where all the data are stored at CERN and coherently centrally managed and accessed to a partially
decentralized model where the database (or part) is replicated in regional centres having the necessary
resources to analyse them .

This replication process should be transparent to the users and managed by the ODBMS.

The ideal architecture is the one where the physicist recognize the presence of a regional centre
only by the reduced response time to their queries and is able to continuously exploit new resources
( at least of sufficient scale), made available worldwide at any time to improve the overall analysis
performance.

At the same time a regional centre could offer general services to the whole collaboration such as
MC event generation and analysis.

This represents a drastic change from the past attitude and will require large efforts to integrate
regional centres and central facility in a unique experiment computing system with optimized usage of
all the resources.

In the partially decentralized model physicists outside CERN normally access data in their regional
store cached from the CERN store. Analysis teams use collections of events cached from the regional
store to a team store located in the physics departments. Individual stores contain data from queries to
the team or regional store.

The model should allow maximal flexibility being capable of continuous decisions on object re-
trieval, recalculation and storage according to the available resources, taking in particular into account
the network performance.

5 The generation of MC events

The generation of MC events has been traditionally provided for a large extent by outside institutes.
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This is expected to be true also for the LHC experiments.

A clever and efficient way to manage the MC production is Funnel, the system developed origi-
nally by the Zeus experiment and subsequently adopted by other experiments,L3....

The idea behind is simple. The I/O request for Zeus MC generation is not very large.typically ~
1 KByte/sec/workstation (2.5 SPECint95). Normally each physicist has access to a personal workstation
which is in general idle outside the normal working hours. Adding together all these workstation one can
easily obtain all the CPU necessary for the experiment simulation.

Funnel allows to build in each site a farm of workstations connected in a LAN and, taking profit
that each institutes has a network connection with ftp/telnet/rsh, establishes a remote and centralized
control to minimize the management manpower.

The physics teams submit jobs with event generation request to a central manager in DESY
(MCC). This forwards each input job to one of the site for processing. Here a para-manager program
distributes events in parallel between the different processing units, handle exceptions and output the
data via ftp or tapes via PTT or air freight to the physics team.

The system has proven to work very efficiently and minimize the management request: it is
claimed that few-man hours/day are sufficient to follow the whole Zeus MC production (~ 1010 event/year).

It is certainly interesting to evaluate the possibility to incorporate the Funnel functionality in
Geant4 [8], the new simulation framework being developed for LHC and for HEP in general follow-
ing the OO paradigm.

6 A general event processing for LHC

In view of the success of Funnel it was proposed already at CHEP95 [9] to extend the underlying ideas
to a general event processing system for HEP. In fact all steps of data analysis, MC production, event
reconstruction and physics analysis, present large similarities. They consist of loops :

• Read input events

• Process them

• Write output

with additional access to calibration database or control files.

What is different are the I/O requirements and I/O streams may be very complicated and spread
out over a large database.

Even more complicated is to handle exceptions, decide on how to proceed and report back the
errors, clean all the effects of errors on archiving, bookkeeping, output streams etc ., a key point for the
success !

A similar system is certainly in the direction of what is needed for LHC.

The LHC physicist dream is to submit a query with selected input objects, may be via a collective
name, and the processing software, possibly easily built from the software computing environment, and
have a system which take care of the rest:

• Create a processing system

• Manage computing resources (geographically dispersed world-wide)

• Take care of the security issues

• Process the data where they are in parallel
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• Take care of disk space archiving and bookkeeping

• Handle and report back exceptions

• Follow and give back informations on the query status

The system should free physicists time from the details of the event processing, leave them more
time for physics and minimize the management of computing resources.

Tools going in the direction mentioned above are being developed by many groups: Condor
[10],Nile[ll],Us teams [12].

It is clear however that this is a very challenging task and a coordinations of the efforts is highly
desirable.

Simulation tools should be developed to evaluate the possible different implementation choices
and optimize the model taking care of institutes and regional centres resources, LAN and WAN band-
width and task specifications together with real life effects such as unavailabity of WAN links for some
time or crashes of some computing units.

7 Collaboration at distance

Collaboration in a project has always implied very frequent meetings at CERN or other major laborato-
ries, but with the growing of the size of the LHC collaborations to about 1500 physicists it is believed that
an effective coordination of the efforts of all these people sparse in the world would require a much larger
usage of new emerging tools such as video-conferencing or other computer-based systems for work at
distance. This is the other crucial issue, together with the computing model that need to be solved to
allow in practice to physicists of outside institutes to take effectively part in the experiment efforts.

Recently a very positive and fast progress was happening in this field.

A project aimed to introduce and integrate modern video-conference methods into the daily work-
ing environment of the collaborators of the LHC experiments was recommended by the LHC Computing
Board (LCB) [13], the CERN advisory committee set up to foster common projects in computing for
the LHC experiments, and approved by the CERN management. The project [14] aims to overcome the
limitations of the present systems.

In particular the CODEC system proposed by the Telecom companies, shows to be quite inflexible
in use and booking and not spontaneous or interactive.

The Packet system (Mbone) based on internet has unpredictable and often inadequate performance
and there is a lack of integration between CODEC and Packet world.

The first phase of the project, ending at the end of 1998, will be dedicated to investigate available
solutions,develop the necessary improvements and set up a demonstrator installation at CERN with the
aim to have final recommendations for a full deployement of the videoconference service that should be
relized starting from 1999.

8 Conclusions

The complexity of the LHC experiments has forced the HEP community to enter into a new revolutionary
phase. New powerful tools and methodologies are being adopted to solve the very challenging tasks in
the computing domain. The first results are very encouraging :

• Geant4 has shown the validity of the new paradigm to build complex LHC software

• RD45 has shown that ODBMS can provide new very powerful tools for access to very large data
volumes
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• RD47 is showing the effectiveness of computing farms based on commodity processors

• A new project on video-conferencing will provide much better tools for collaborative work

• The technology evolution is helping as expected

but the process to build an efficient analysis environment for the LHC era is very challenging and
continuous research and development efforts from the LHC collaboration in the computing field will be
needed to arrive to a new computing model.
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A USE-CONDITION CENTERED APPROACH TO AUTHENTICATED
GLOBAL CAPABILITIES:1 SECURITY ARCHITECTURES FOR
LARGE-SCALE DISTRIBUTED COLLABORATORY ENVIRONMENTS

William Johnston and Case Larsen
Imaging and Distributed Computing Group, Information and Computing Sciences Division
Ernest Orlando Lawrence Berkeley National Laboratory, Berkeley, CA, 94720

Abstract
We are developing a security model and architecture that is intended to
provide general, scalable, and effective security services in open and highly
distributed network environments. Our objective is to provide, especially for
on-line scientific instrument systems, the same level of, and expressiveness
of, access control that is available to a local human controller of information
and facilities, and the same authority, delegation, individual responsibility
and accountability, and expressiveness of policy that one sees in specific
environments in scientific organizations.
Our model is based on a public-key infrastructure and cryptographically
signed certificates that encode use-conditions that are defined by those
directly responsible for a resource. Certificates that encode user
characteristics that satisfy the use-conditions are supplied by those who can
attest to the characteristic. The collection of certificates specifying use-
conditions and their satisfaction are combined with on-line (real-time) access
control mechanisms to enable remote instrument operation. The real-time
mechanisms are intended to provide the level and scope of credential
validation commensurate with the consequences of the actions that are
enabled / protected by the security system.
This general approach is not unlike the directions of the financial information
industry is taking to enable global distributed enterprise. One of our proposed
uses of the model (supporting real-time construction of distributed computing
and storage systems based on use-condition certificates) is similar to the
distributed enterprise / electronic commerce capabilities envisioned by the
financial industry.
We also describe a prototype implementation that we are using to experiment
with this model, and that is providing security services for several distributed
applications.draft

1 INTRODUCTION

1.1 The Need
On the one hand, there is a great potential for highly distributed computing to benefit science:

The fusion of computers and electronic communications has the potential to dramatically
enhance the output and productivity of U. S. researchers. A major step toward realizing that
potential can come from combining the interests of the scientific community at large with those
of the computer science and engineering community to create integrated, tool-oriented

l.This work is supported by the U. S. Dept. of Energy, Energy Research Division, Mathematical, Information, and Computational Sciences
office (http://www.er.doe.gov/production/octr/mics), under contract DE-AC03-76SF00098 with the University of California. Author's address:
50B-2239, Lawrence Berkeley National Laboratory, Berkeley, CA 94720. Tel: +1-510-486-5014, fax: +1-510-486-6363, wejohnston@lbl.gov,
http://www-itg.lbl.gov/-johnston. This document is report LBNL-38850, version "S4".
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computing and communication systems to support scientific collaboration. Such systems can be
called "collaboratories."

"National Collaboratories - Applying Information Technology for Scientific Research,"
Committee on a National Collaboratory, National Research Council. National Academy Press,
Washington, D. C, 1993.

On the other hand, this will not happen in an open network environment until we put into place a strong
and flexible security architecture and infrastructure:

"The access to a remote collaborative environment, whether it is for monitoring or for control
of experiments, requires that security and access limitation mechanisms be in place, so that
safeguards against unauthorized access and privacy of proprietary data exist.

The advent of collaboratories brings a new class of user to the ALS. These users are likely to be
much more occasional and less experienced with the equipment than has been the case in the
past. Collaboratories will provide network based access to very expensive equipment and must
be designed to avoid several potential security and safety problems. They must also be designed
to have automated equipment failure modes with sanity checks on all incoming data and be
resistant to network-based tampering. With respect to remote users, one significant issue is to
ensure that use-conditions of the remote resource have been met."

(From "Spectro-Microscopy Collaboratory at the Advanced Light Source Project Summary",
http://www-itg.lbl.gov/~deba/ALS.DCEE)

Remote operation of instruments and other equipment in distributed collaboratories, and cross-
organizational distributed systems, are examples of the scientific community's movement toward
distributed enterprise. The financial information and services industry's move toward global operation -
especially in the areas of contracts and delegated authority - presents similar issues, and architectures
similar to the one being described here are being designed to support global distributed commerce.
[GASD96]

1.2 The Problem and Objectives
It is important to understand of the approach described here, what problems and capabilities are, and
are not, addressed. We are addressing access control — both to ensure correct, policy-based, use of
resources by legitimate users, and to prevent unauthorized access by pranksters, criminals, and
terrorists. There are many aspects of the problem ~ see Denning's very readable overview [Denning96]
— that application-level access control does not address. It is, however, one of several essential
components for protecting the on-line environment.

Access to remote instrumentation resources via open networks, whether for monitoring, control
of experiments, or collection and manipulation of data, requires that authentication and access control
mechanisms be in place in order to provide safeguards against unauthorized access, and to assure
privacy of proprietary, confidential, or otherwise restricted data. Therefore, awkward, intrusive, and
expensive security will delay wide-spread use of remote instrument resources in open environments.

In addition, we would like the security architecture and supporting infrastructure to be general
enough to enable enforcement of resource owner specified use-conditions that can also be used for
operations like automatic brokering of computing and storage resources. This latter capability should
support a scenario where resource owners (either as a mainline business, or as a barter-based use of
excess capacity) advertise the resources, and the user agents collect and assemble these resources into
useful systems based on satisfying the owner use-conditions. (This could be a very useful service in the
world of scientific experiment control, when significant computing resources may be required only for
well-defined periods of time, and are idle otherwise.) It is our hypothesis that this capability can be built
on the same use-condition based security architecture that is described here.

In order to provide the required capabilities in a manageable, cost effective, and usable manner,
the security architecture must be flexible and effective, and easily deployed, administered, and used. In
order to realize its potential not only for transparent access control, but also as the basis of an automated
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resource brokering system, all aspects of the security process after certificates are obtained must be able
to be automated.

The overall goal of the security architecture, then, is to encode, distribute, protect, and then act
on, information that is needed to provide routine, secure availability of remote resources in a widely
distributed environment, and to enable a level of automated processing that will permit resource
brokering.

Our approach is to identify and demonstrate use-condition based authentication and access
control methodologies that are applicable to all user-level resources - data, storage and processing,
control of external devices, etc. - in widely distributed systems, and also that these methodologies are
general, scalable, "strong", non-intrusive, and easily managed (for the administrator, the user, and those
who supply the supporting information).

1.3 The Scope of the Infrastructure, and the Related Threats, Vulnerabilities, and
Consequences

The Communications and Information Infrastructure provides the access, analysis, and control
capabilities for the information and on-line systems that are increasingly and integral and vital part of
our society. The communications part of this infrastructure consists of the public switched networks
and the global Internet, and the information infrastructure consists of the millions of computer systems
that collect, store, organize, and analyze information, and provide control based on this information. It
is not possible to isolate systems from this infrastructure for many physical, logistical, and strategic
reasons, and we must therefore understand its scope, and related threats and vulnerabilities and their
corresponding countermeasures.

The infrastructure consists of three primary aspects: an underlying "link" layer that moves data
from point to point, a network and transport layer that deals with addressing, routing, and data transport
services, and the data manipulation components (computing systems). The combination of these
provides a full spectrum of communication, computation, control, information, and human
collaboration systems.

The link layer has historically been quite heterogeneous, consisting of almost any transmission
technology that can move digital data: the analogue telephone system, selected television channels in a
cable TV distribution system, spectrum multiplexed optical fibers carrying many independent channels,
shortwave radio, etc., as well as modern technologies designed for digital data (e.g. the Synchronous
Optical Network technology - SONET - that provides transport for most of today's commercial
telecommunications, cellular digital packet systems for mobile computing, etc.).

Most wide-area data networks use "public switched networks" - the system of control centers,
communication lines, and circuit switches that are maintained and operated by the telecommunications
industry - for their link layer.

The network and transport layer provides the mechanisms for assigning addresses to every
communicating end-node, for "routing" (finding a path from one end-node to another), and it provides
the "services" that allow computers to communicate. The Internet technology dominates today's
computer communications. In addition to addressing and routing, it defines how data is transported over
many different types of links (in other words, it enables "inter-networking" of many different transport
media) and it provides standard data transport services for computer applications (e.g. remote program
invocation, video and audio transport for computer mediated, human collaboration and multimedia
applications, remote transaction services for distributed databases and instrument control, information
transport such as that used by the World Wide Web, e-mail, etc.). The ARPA developed Internet
technology differs from the public switched network primarily in that all communication is
accomplished by breaking the data communication that provides all of the services mentioned above
into "packets" that are independently routed through an inter-network. (As opposed to the entire data
stream being carried on a fixed path circuit as with a telephone call, though this distinction is rapidly
fading as modern telephony systems migrate toward packet-like transport.)
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Most modern computer applications use Internet technology for communication, whether
through the global, public Internet, or in private (isolated) corporate Internets (sometimes called
"Intranets").

The final layer of the Infrastructure is the computing systems that generate, manipulate, store,
display, or control by using, information, facilitate human collaboration and creative activities, etc.

This combined "Communications and Information Infrastructure" is the basis of our modern
information society. The future scope of the communications and information infrastructure is difficult
to predict, but current trends suggest that it will be directly involved in virtually every aspect of our
lives: from control of household appliances by energy utilities to optimize energy usage, to tele-robotic
surgery, to remote control of manufacturing; from delivery of every form of multimedia information
and entertainment, to the provisioning of our country's defensive capabilities. Therefore, the
consequences of the disruption, subversion, corruption, or monitoring of this infrastructure will be
roughly equivalent to these activities happening today simultaneously to the telephone, broadcast, and
electric power systems.

When considering the threats to this infrastructure, there has been a tendency in the past to
separate the layers and examine them independently. This is no longer completely appropriate. Every
component of every layer relies on computer control, and increasingly Internet communication is being
used to provide control and management of the components of the layers below the Internet: the public
switched network and the routing infrastructure of the Internet itself [NCS1]. The same vulnerabilities -
albeit with different consequences - exist in each layer: the entire public switched network is computer
controlled; the routing infrastructure of the Internet is computer controlled; and at the "top" layer, an
incredible and increasing variety of services are computer controlled.

Therefore, many of the research and development issues for securing the infrastructure from
attack are common to all of the Communications and Information infrastructure components. What
differs between the layers, of course, are the specific techniques, consequences, recovery procedures,
etc.

Vulnerabilities at each level provide opportunities (threats of) monitoring, penetration,
masquerading, subversion (of correct operation), and denial of service [NCS2].

Monitoring vulnerabilities arise from physical access to transmission media, subversion of
switching and routing components (to divert streams through misconfiguration or bogus instructions) or
direct access to data at the client systems. The impact of monitoring varies widely with the nature of the
information that is disclosed. Passive monitoring may be very difficult, if not impossible to detect,
active monitoring is typically the result of successful intrusion of a computer system. Penetration of
systems exposes various aspects of the operation of those systems, and the risk of exposure of
information. If the target systems are responsible for operation of the infrastructure, then the impact
extends to every facet of the infrastructure controlled by the compromised system. Masquerading as a
legitimate user or other entity conveys the access and control rights of the legitimate user. Subversion of
operation results from successful penetration or masquerading. Denial of service can result from
subversion of the communication infrastructure or from direct attacks on limited resources.

The access control approach described in this paper addresses enforcement of use-conditions,
confidentiality of data and transactions, and ease of use by the stakeholders setting policy and use-
conditions, as well as ease of use by the intended users. Application-level approaches, such as we
describe here, do not address the vulnerabilities of the infrastructure: telecommunications, network
routing and name resolution, correct and secure functioning of the computing environments in which
we embed our applications and control paradigms, etc. However, access control is an increasingly
important aspect at all levels of the infrastructure, as the infrastructure components all start to look like,
or are controlled by, computer based resources.

1.4 Overall Approach
In the next two sections we will briefly discuss how we decompose the overall problem for the purpose
of description, analysis, implementation, and operation. This is followed by a brief discussion of the
related cryptographic and security systems concepts.
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1.4.1 Security Model
The security model addresses what is being protected, and how.

Our general model addresses access control and data confidentiality for computer mediated
resources. We treat these as end-to-end aspects of security, and do not directly the other "infrastructure"
security issues noted above (though this general approach has applicability to some infrastructure
problems).

The resources have use-conditions specified by the responsible parties and represented as
cryptographically signed statements. Each use-condition is matched by an attribute that is also provided
as a signed certificate by a party trusted to attest to the required characteristic.

Access control is then based on a set of credentials that verify that the use-conditions have been
matched to corresponding attributes. From an abstract point of view, this model is intended to represent
how human organizations normally deal with similar sorts of resource access control today.

Access control lists are an easily implemented and important special case of the use of this model
that lets us incrementally build and test an implementation of the general architecture.

The security model drives the design of the architecture.

1.4.2 Architecture
The security architecture specifies how the various components fit together into a system in order

to provide a complete and flexible suite of capabilities that are needed to protect the resources. For
example, key management, certificate management, security context establishment and user
authentication, message authentication, confidentiality, application communications libraries, interfaces
to all of the necessary mechanisms, etc., all must interoperate.

The architecture is based on public-key infrastructure ("PKI") and signed certificates1 because
these technologies potentially provide for an inherently scalable and secure mechanism for widely
distributing the assured information needed for authentication and authorization.

Significant aspects of the architecture are also driven by operational requirements: who specifies
use-conditions and access control lists, how do the computing systems administrative domains and
application security domains interact (they are likely to have different policy concerns), etc. The
architecture is also driven by the availability of components, current directions in the commercial and
standards communities, etc.

Our architecture supports both the IETF Generic Security Service [RFC 1508] and the Secure
Sockets Layer [SSL] to provide authenticated and confidential messaging between components of
distributed systems, together with the collection of functions needed to establish the security context.
The various certificate and private key management, certificate generation, storage, location, and use
techniques, tools, and APIs, as well as some other tools needed to build a useful and deployable security
system are supported in various ways that are, in principle, similar to the Architecture for Public-Key
Infrastructure [APKI], but certainly do not supply all of the standardized interfaces provided in that
work. The architecture and implementation is designed to be modular in order to allow
experimentation.

1.4.3 Infrastructure
The infrastructure supports the architecture by providing basic functionality, e.g. public key certificates,
certificate location and distribution mechanisms, private key management, certification authorities, etc.
From a practical point of view, characteristics of the available and emerging infrastructure also drive the
architecture.

Public-key certificates provide the mechanism of establishing identity and distributing the
cryptographic information needed to use that identity for user and message authentication. The

1 .We will use the term "certificates" to refer to documents used for authentication, authorization, and representation of attributes and whose
integrity is assured through cryptographic techniques. These are also known as "public key certificates", "digitally signed certificates", or just
"signed certificates".
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certificates, in turn must be locatable and certified, the mechanisms for which are two more parts of the
required infrastructure. The computing community is in the process of defining and deploying these
infrastructure components, and there remain unresolved alternatives (like X.509 vs. SPKI vs. SDSI
certificates for identity [PKIX], [SDSI], [SPKI]) providing many aspects of this infrastructure that
remain without common agreement or implementation.

Our approach to security infrastructure is to use prototype standard mechanisms and encodings
that will integrate with institutional PKI as it is deployed. As will be noted, we are also developing
methodology and APIs for using the Web to provide for storing, locating, and retrieving various types
of public key certificates. These APIs can supplement LDAP/X.500 APIs if and when they turn out to
be the common certificate distribution mechanism.

1.4.4 Operations
Practical operational mechanisms that minimize the intrusive and administrative impact of the security
environment are needed for certificate definition and issuance, integration with computing system
administration, etc.

1.5 Background
This section gives a brief overview of the relevant security technologies and how they fit into our model
and architecture. (See [RSA96] and [For95] for additional background information.)

1.5.1 Asymmetric-key (e.g. public-key) Cryptography

The enabling underlying technology for many aspects of our approach is public-key cryptography
which provides the capability for one person ("A") to encrypt a piece of information with a private-key,
and another person to decrypt that information at a remote location by using only a widely distributed
public-key. Only the public-key corresponding to the private-key can decrypt the original message,
thereby ensuring a unique and identifiable origin. Operating in the reverse manner, anyone can encrypt
a message with A's public-key, and only A can decrypt that message.

1.5.2 Digital / Cryptographic Signatures

Cryptographic document signing is a technique that ensures the authenticity of the document without
the physical possession issues of a holographic signature. The signing process typically involves
encrypting a "hash code" of the document with the author's private key1. A hash is a much smaller, but
unique, code derived by a mathematical transformation of the document. The uniqueness "guarantees"
that the document itself cannot be changed without this hash code changing. Encrypting the hash with
the author's private key thus assures that only the author could have created (or altered) the contents of
the document. The purpose of such signing, then, is to guarantee that any attempt to modify the
contents of the document from what was signed by the author can easily be detected . This process of
integrity assurance is commonly called a "digital signature". Such digital signatures do not provide
confidentially of the contents of the document. One of the characteristics of digital signatures is that
they do not change the document contents. Like a holographic signature, the digital signature is usually
appended to the clear text of the document. (If confidentiality is desired as well, that is handled
separately.)

Certificates are a special case of general signed documents in that they are usually signed by
some trusted third party, and their function is typically to participate in the authentication (identity
verification) and authorization phase of a security system.

1 .Throughput this paper the term "private" key will refer to the private portion of a public-private key pair.

2.This does not, of course, prevent the author from changing the document. If a such a guarantee is required then the original hash (or the
whole document) can be sent to a cryptographic timestamping service (such as the US Postal System is planning to offer) which adds a times-
tamp and signs the hash of the original hash or document plus the timestamp, thereby providing a proof of the contents of the original docu-
ment at that point in time.
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1.5.3 Certificates
In general, certificates are small documents, some of which may have a standardized format (e.g. X.5O9
or SPKI) and some of which do not. Certificates can encode information about a principal, or
information expressed by a principal, or a relationship between principals, in a secure and verifiable
way. Certificates that provide some policy based assurances of the identity of the principal we call
identity certificates. Certificates that encode organizational / group affiliation, creditworthiness, level
and scope of training, etc., we call attribute certificates. Certificates that encode authority delegation
(and restriction) are called authorization certificates. Certificates that encode use-conditions, e.g., cost,
required role attributes (personal identity, group membership, organizational function), required
personal characteristics (training, credit worthiness) etc., we call use-condition certificates. Certificates
that encode a relationship of a principle to a policy (e.g. that one certification authority operates under
the policy of another) we call trust certificates.

All of these certificates are cryptographically signed documents. The certificate is signed using
the private key of the certificate issuer. The issuer's identity may, in turn, be verified by obtaining the
issuer's public key from a "trusted" source and then using that public key to "decode" the document
signature, an operation that can only succeed if the private key and the public key were originally
generated as a pair. The job of a certification authority (see below) is to assign that key pair to a person
of verified identity. The trusted source of the public key is typically a publicly accessible database
maintained by the CA.

1.5.4 Information Encoding

In order to enable automated processing there must be a machine-comprehensible encoding for the
representation and automatic manipulation of use-conditions and attributes. While our first
implementation will use ad-hoc representations, we are also looking into various approaches such as
the DCE "Authorization for Distributed Applications and Groups" (ADAGE) project (see [HMSZ96]),
the generalized certificates being discussed in the IETF SKPI working group [SPK], and systems like
Policymaker [BFL96], and maybe PICS [Wor96] because they are addressing the problem of how to
express many different trust relationships at the same time. There is also work being done in the
commercial sector on general encodings for authorization certificates (e.g. X9.45 - see [Ank]).

1.5.5 Certification Authorities

CAs serve a dual role in our model. On one hand they "certify" that the holder of a private-public key
pair is associated with a particular identity. The association is made by the CA digitally signing a
certificate that contains some personal identification (legal name, e-mail handle, CPU id, MAC address,
etc.) and the public key of that individual / system. The strength of this association (e.g. what
documentation or other "conventional" / societal proof of identity - driving license, birth certificate, etc.
- were required, and how were they checked before an identity certificate was signed by the CA) is a
matter of (published) policy for the CA. There may be, as is common for commercially operated CAs,
different "levels" of certificate depending on the strength of the identity verification.

The other task that we relegate to CAs is to represent the root of organizational authority and to
sign certificates that delegate parts of that authority throughout the organization. This function is
different from the identity CA, and will be discussed more later. (We should perhaps call the
certification root "CR" to avoid confusion with the conventional CA.)

There must also be a mechanism to establish and represent trust relationships (policy and
procedure agreements) among authorizing or verifying entities. The common ways of doing this are
represented in a continuum from a centralized root, hierarchical structure of certification authorities that
operate under some set of common policies (see [Ken93]), through "webs" of organization-scope CAs,
to the completely decentralized approach of PGP (where individuals attest to each other's attributes) at
the other end. All of these approaches are in use, and we have focused on the middle ground of
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independent organization-level CAs that attest to specific facts (such as identity) and establish inter-
organizational trust on a pair-wise basis.

Trust relationships between CAs (domains) can be represented by an exchange of trusted public
keys. If there is a previously established common point of trust - e.g. a single CA that signs key in both
domains - then these public keys (belonging to, e.g., departments at two different hospitals that need to
exchange patient information) can be exchanged in certificates whose origin can be verified by the
common relationship with the CA. In the absence of a common point of trust (e.g. a top level CA, a la
RFC-1422) then a "pair-wise" trust relationship can be established among CAs by a secure, out-of-band
exchange of CA public keys that are then offered to the local CA community under the signature of the
"home" CA. The availability of a trusted public key from a different domain / organization can then be
used to verify certificates passed between parties in the two organizations, thus permitting cross-
organization secure transactions. What is "trusted" between the CAs is a matter of policy, but the
implied minimum trust is the identity verification process (and operating procedures) of the other CA.

1.5.6 Certificate Distribution
There must be widely and reliably available mechanisms for making certificates locatable based on
content. There are several current approaches to this. X.500 directory servers provide, in principle, a
standard way of searching for and distributing X.509 identity and attribute certificates. There are
already WWW sites and ftp sites that provide PGP certificates. Other distributed information
mechanisms (e.g., whois++) are possible. Another approach is to use Web-based searching of textual
representations of certificates. In this approach we can use the very fast Web search engines for text
searching, and thus search the distributed environment over a large space of textual data sets. The
results of a search would be URLs of the certificates that match the search criteria. If the certificates are
binary objects, then this approach is essentially the same as an image library capability for indexing
large data-objects. (See [TJ96] and [JA95].)

Our current approach is focused on the Web search method mentioned above for all sorts of
certificates, and we may also use the "Lightweight Directory Access Protocol" [LDA96] to
communicate with X.500 servers when they contain X.509 identity certificates.

2 A USE-CONDITION CENTERED SECURITY MODEL
We are evolving a use-condition centered model that is based on: 1) verifiable and securely represented
use-conditions imposed and documented by the resource controller / owner / host institution, and; 2)
equally secure and verifiable satisfaction of those condition by the "entity" (individual or its agent)
requesting access, through the acquisition and presentation of certain certified attributes that satisfy the
use conditions. The model provides "decentralized" resource management because responsibility is
vested in the people / institutions directly involved in setting use-conditions or verifying their
satisfaction. Responsibility for actions is traced back to an individual identity, and/or role in an
organization, through the chain of certificates that lead to a permitted access / action. Our model is
trying to emphasize direct checking of satisfaction of use-conditions imposed by a resource controller
rather than identity-based access control lists, however, the result of matching user credentials to use-
conditions implies an access control list, and using our model, traditional ACLs can be maintained
directly by the responsible party from their "home" workstation and accessed from a certificate
database.

The basic idea is that the principals that control resources will establish a set of conditions for the
use of the resources. The use-conditions are whatever is appropriate to the resource: a level of training
for operating an instrument; membership in a group (e.g. health care professionals working for a
particular HMO for access to patient data); creditworthiness for access to a resource that requires a
commitment of payment; etc. These use-conditions are then encoded by the responsible party in signed
certificates and deposited in a "trusted" server for public access.

Paired with the resource owner's use-conditions are the principals that can attest to the relevant
attributes of a user or agent that is seeking access to a resource: A school registrar may certify a level of
training; a state examining board may certify a level of professional attainment; an organization can
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certify employment (and related group membership); a bank, a level of credit; and a certification
authority may attest to some form of individual identity. Again, the principal (person or organization)
that can attest to some attribute, expresses that fact in a signed certificate that is deposited in a trusted
server. See Figure 1.

There are several underlying tenets of the model that we are evolving. One is the notion of
decentralized / delegated authority and the other is that of use-condition and attribute certificates.

Delegated authority is essential to automated and scalable operation This approach is how
virtually all modern organizations work. The authority "root" - the CEO, Laboratory Director, Campus
Chancellor - delegates portions of their authority down the organizational hierarchy, with the authority
to "act" becoming steadily more specific (restricted). Finally, that delegation reaches a person who has
the actual responsibility to act: sign a contract, operate a piece of equipment, etc. This authority
delegation is traditionally accomplished through a (written) collection of policies and procedures that
define how employees conduct the day-to-day operations of the organization.

The notion of delegated authority in our model accomplishes the same diffusion of authority, but
is implemented differently. We use a collection of signed certificates that may - if necessary - be traced
through an unbroken chain of such certificates back to the root of authority. The decentralized aspect
comes both from the fact that the authorization for an individual at the "bottom" (broad base) of the
organization does not come directly from the root of authority, and that the responsible parties generate
and sign certificates commensurate with their responsibility and authority. Again, this is similar to the
traditional model: For example, the purchasing agent does not have a personally addressed and signed
letter from the CEO saying that he or she can sign certain kinds of contracts - that appropriately
restricted authority comes from the head of the purchasing department, and so on up the hierarchy. This
same model is appropriate when digitally signed certificates convey the delegated authority. The reason
for this is that for the root authority CA to sign a certificate requires a personal actions by the
corresponding human authority (e.g. to provide a smart card or PIN to release the private key for the
signing). (This is why we call the root authority a CA, and hypothesize that it should probably be
separate from the identity CA. One is used rarely and the other frequently, but the mechanisms are
essentially the same: such systems probably require multiple parties to be present to accomplish their
function and are probably isolated, physically secured systems.)

As the authority diffuses down the hierarchy, individuals generate and sign certificates in a more
routine and location independent fashion than does the authority root. So, if the principle investigator -
the person with responsibility and authority over a scientific instrument - is half-way around the world
from the instrument (not uncommon in our environment), the PI can set up use-conditions in certificates
signed at his/her local workstation and then communicate those certificates in whatever manner is
convenient or appropriate (including, for instance, advertising them widely).

The notion of decentralized authority does not in any way imply abrogation of institutional
authority. The institution (e.g. university, laboratory, hospital, etc.) in which the resource is located
normally has responsibilities for aspects of operation relating to safety, ethical conduct, etc. As such,
the institution is also a principal with respect to the resource, and will impose its own use-conditions
that operate in "conjunction" with those imposed by the "first level" resource owner (e.g. a scientist
who has constructed a piece of apparatus with their grant funds). That is, both sets of use-conditions
must be satisfied before access is permitted.

As with many distributed systems, the decentralized aspect of the model is a key to scalability:
The administrative task of maintaining an appropriate expression of access policy is only dealt with by
those entities (principals, or their agents) that are directly responsible for the policy governing the use
of a resource (i.e. they provide a signed certificate containing use-conditions). The operational
administration of the resource (e.g. a local human operator or computing system) only has to provide
the basic support for the access control mechanisms (e.g. the security infrastructure at the resource to
authenticate the user and the verification agent -- e.g. a policy engine - that signs the capability), as
well as implementing resource-specific "check-immediate" conditions (that are distributed directly
from the resource owner, or built into the resource access control mechanisms). Organizational
certification authorities need only provide identity assurances, together with the infrastructure (such as
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X.500 or WWW) for distributing the identity certificates. Central administration of information like
access control lists, or multiple roles that have to be remembered by resource users and controllers, etc.,
are not scalable approaches in a global distributed environment — especially when the responsibility for
administering the access control is shared by multiple parties ~ and are aspects of security that this
model is intended to replace.

Use-conditions are specific requirements that must be satisfied before actions or uses are
allowed. Certain resources (e.g. remotely operated scientific instruments) may have a complex set of
use-conditions that are imposed by different authorities in different domains, all of which have to
satisfied simultaneously. (For example, the instrument remote operation may require a level of
operational proficiency (a PI condition), safety training (an institutional condition), group membership
(PI condition), time of day restrictions (an operations group condition), etc. It is part of our model that
these use-conditions are represented by certificates created and signed by the directly responsible
entities in the respective authority domains.

The use-conditions are satisfied by a corresponding collection of attributes that are certified by
people / domains qualified to make that certification (e.g. a school or training center or a delegated
authority). The matching of use-conditions and attributes, the trust relationships among condition
imposers and those that certify compliance, etc., are all aspects of the model (though ones that are not
likely to be implemented in an automated fashion in the short term).

While such a model is complex, it, and similar models related to commercial contracts and
conduct of business, are essential for global, distributed electronic commerce. [GASD96] As such,
there are commercial sector efforts to define and implement these models (e.g. X9.45) The scientific
community should participate in these efforts, because while there are significant similarities in the
models, there are also significant differences in the basic operational aspects of the commercial and
scientific sectors. (One example is that scientific facilities - government labs, universities, etc. - tend to
share facilities in various ways, while commercial entities tend not to.) It remains to be seen how much
of the commercial sector model than enables sales, contracts, etc., can be used in a facility sharing
environment, but the more commonality the better.

In addition to use-conditions and certification of attributes, a collection of trust relationships
must exist. So, for example, in order for a resource controller to accept a certificate that purports to
represent satisfaction of a use-condition, the resource owner must trust that the principal that is attesting
to (certifying) an attribute of the user, is qualified and/or certified to make such a claim. These trust
relationships may be direct: the resource owner and the verifier of conditions may have an explicit, pair-
wise agreement; or they may be indirect: a resource owner may accept a statement of policy, perhaps
policed by a third party, as an implicit guarantee of the satisfaction of a use-condition.

To gain access to network-based resources, the user, or a broker / agent, acting on behalf of the
user, collects the certified use-conditions for a resource, and then collects the credentials that verify the
user's satisfaction of the use-conditions (the verification agent of Figure 1). The combination of
resource identity, use-conditions, and matching credentials, each of which is cryptographically secured
by the relevant principal, are used to form a "capability". A capability allows the user to access,
monitor, manipulate, use, etc., a remote resource. One interesting aspect of the process is how to ensure
that all of the stakeholders are represented before a capability is issued.

The last part of the model is that of check-immediate I deferred actions. These actions may be
required in the use-conditions, but are deferred to the resource access control mechanism because they
have temporal aspects. In a sense, the consuming of a coupon is an example of this. Other examples
include checking all manner of time sensitive requirements, re-verification of user credentials in the
case of high-consequence access, etc. In many - perhaps most - cases, user presentation of a valid
capability - i.e. all use-conditions matched by corresponding credentials, etc. - would be all that is
required for access to the resource. That is, the resource controller would only have to authenticate the
user and the signer of the capability (assuming that a trusted third party originally assembled and
verified the capability). "Check immediate" requirements beyond this (including possible revalidation
of all credentials, checking revocation lists, etc.) would be the result of specific policy requirements of
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the resource principal, or the institution in which the resource is embedded. (E.g. a general safety
requirement imposed by the facility where the resource is physically located.)

Another, perhaps not so obvious requirement of some security systems is that the security must
be able to be "broken" under certain circumstances. An obvious example is a medical records system
under the circumstances when the patient is in an emergency situation and the normally authorized
people are not available. In this - and perhaps similar situations - the access control agent might have a
special form of ACL (allowing, for example, anyone with the attribute "physician", or any two
members of certain organizations presenting credentials simultaneously, etc.), whose use would also
trigger full auditing, real-time notification of responsible parties, etc., but access would be permitted.
This is a variation of a check-immediate condition at the resource controller.

Finally, it is a goal to enable new distributed enterprise functions. One example is that systems
should be able to be built dynamically from network resources using the mechanisms that we have been
describing. As with access control, a broker / agent, acting on behalf of the potential user, collects the
certified use-conditions for a resource, and then collects the credentials that verify the user's
satisfaction of the use-conditions. In addition to use-conditions we will assume a payment requirement.
One way of dealing with this is to use a "cybercash" approach, where the cash or coupons are
denominated in appropriate units: monetary, resource units, barter units (resource units for other
resources), etc. These coupons are presented along with the capability, but are not "consumed" until the
resource access is actually accomplished. One could easily imagine coupling this into a commercial
banking / settlements system to handle the accounting for this mechanism.

2.1 Basis in Practice
Our general approach is motivated by the credential model used in most Western societies for consumer
contracts. An example that illustrates many of the points is that of renting an automobile at an airport.
The essential elements of this process include presenting and verifying a set of credentials, and then
being given a capability (authorization certificate) in the form of a validated rental car contract, that is
then used to gain access to the resource (the automobile).

In this model, a driving license is an attribute certificate that represents a guarantee by a trusted
third party (the issuing state Dept. of Motor Vehicles) that an individual has had appropriate training
and is currently authorized to drive a car. The driving license also plays the role of identity certificate
when the individual's signature must be verified in order to signify agreement to a contract. An
individual's physical signature is a "private" or individual expression (like the private-key part of the
public-key/private-key pair). The photograph of the individual's face, and the photo of a written
signature together on a driving license certificate constitutes the certified "public" expression of
identity.

One's credit card represents a creditworthiness credential, and provides the entree for on-line
revalidation of creditworthiness. These two credentials (driving license and credit card) are verified
(usually automatically), and a capability - to use the rental car, with restrictions - are represented in a
third, combined authorization certificate (or "capability"): the rental car agreement.

The rental car company agents are the verification agents. They verify multiple use-conditions by
checking a collection of attribute certificates and then issue a (composite) authorization certificate on
behalf of the resource owner, the rental car company. We call this new certificate a "capability" because
it associates a set of otherwise unrelated certificates to represent the satisfaction of a set of use-
conditions that, together, enable the use of a specific resource. The guard at the rental car lot gate is the
resource access controller. He checks that the capability is signed by the verification agent and
authenticates the user (checks driving license again). The capability, then enables the use of the rental
car (the resource).

The success of this model is clear: most responsible people can rent an automobile - a dangerous
and expensive resource - anywhere in the world by producing the commonly possessed set of
credentials: the driving license and the credit card to satisfy the use-conditions imposed by the resource
owner.
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This example embodies most, if not all, of the characteristics of a security architecture that can
provide secured global capabilities in an open Internet and the abstraction of these operations are
necessary, and probably sufficient, conditions to ensure general resource security in the Internet.

2.2 Strengths and Weaknesses of the Model
One of the expected advantages of the model described here is that it should provide a natural (and
distributed) responsibility for information validity, placing the basic expression of policy (issuance of a
use-condition certificate or an attribute credential) with those principals that have the direct
responsibility for the information (e.g., the home state Department of Motor Vehicles) or for setting
use-conditions (e.g., the rental car company).

Automated acquisition and verification of attribute credentials will increase efficiency and
reliability, and will play a critical role in scaling remote environments by removing the need for human
intervention in repetitive and trivial tasks such as credential checking, especially when the human
participants are never in the same place at the same time, may never physically visit the site were
service is being requested, and may not have any knowledge of each other outside of the contents of the
credentials..
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TABLE 1. Financial Industry View of Security
a.access control lists
b.electronic benefits transfer (E.g., see: http://www.itsc.state.md.us/ITSC/techrepts/ebt.html)
c.electronic funds transfer (E.g., see: http://www.itsc.state.md.us/info/EDI/chart/eft.html)
d.electronic data interchange (E.g., see: http://www.itsc.state.md.us/info/EDl/chart/ediinfor.html)

This model is not just about security, but handling distributed information in ways that enable
new capabilities (e.g. brokering for construction of distributed systems) In that regard, the view of the
financial information and services industry seems to be similar: technologies that are components of a
security architecture for distributed environments (especially related to contracts and conduct of
business) are also essential components of electronic commerce and globally distributed enterprise.

The ability to audit actions should be greater than today, as every aspect of the model is
represented by cryptographically signed statements traceable back to their source.

The approach described here - though developed independently - appears to be a good deal in
common with the evolution of commercial distributed enterprise modes. This evolution - which is
abstracted from [GASD96] is represented in Table 1.
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The two most obvious weaknesses are probably the granularity and its highly distributed nature.
The verification agent and the resource access agent both have to perform potentially "heavy weight"
operations. This will probably not be an issue in the remote instrument operation environment.
Secondly, if there are a lot of use-conditions and correspondingly many attribute certificates, all of
which are maintained by different entities, then there may be a lot of searching and information
movement in a widely distributed environment (with the attendant possibilities of access failure)
needed to build a capability. Again, however, in our environment capabilities will probably be fairly
long-lived, so this may not be an issue.

A potential weakness is that there is minimal experience with, and deployment of, this sort of
distributed infrastructure. Apart from the underlying PKI, two main features will be needed to enable
automatic brokering. One is an approach to encoding the relevant information (both use-conditions and
attributes that can satisfy them) in ways that can be parsed, understood, and then manipulated by
software systems. The second is widely available (e.g. network-based), searchable databases that can be
used to "advertise" resources and use-conditions, and to provide repositories for the certificates that can
attest to the satisfaction of use-conditions.

Both the verification agent and the access controller have to have some sort of policy verification
"engines" to determine the logical validity of a set of certificates, and these must be developed and/or
evolved from current capabilities. (See, e.g., [BFL96]).

However, even with the tools and infrastructure in place, they are still just that: tools and
infrastructure. In each given situation where a resource is being protected, those responsible must
evolve a security policy model that defines the level of assurances, protection, auditing, etc., that meets
their requirements. Flexible tools and infrastructure make it possible to implement specific security
policy in a usable and cost effective way, but it remains to be seen how "naturally" these tools can be
integrated into work environments. Hopefully this form of security will be seen as enabling new
capabilities so that it will be accepted as a routine part of the work environment.

3 OBJECTIVES OF A PROTOTYPE ARCHITECTURE
Implementation of the model described above requires a number of operational components with
capabilities beyond what we see today:

• Distributed brokers that understand the encoding of the information in corporate database objects
that are represented in signed certificates will be needed to automatically build capabilities.

• Coupling between corporate databases and credential servers that will minimize the administrative
overhead.

(This will (eventually) provide the automated maintenance of attributes and automatic credential
generation based on information obtained from the primary corporate database (e.g. employee
records, school records, etc.).)

• Rules and mechanisms for encoding requirements (the "use-conditions") for services will be
required, as will mechanisms for determining the level of trust to place in other CAs or principals
that attest to an attribute. For example, how are CA operating policies published and evaluated, and
from whence is the CA's authority derived (e.g. does the school registrar that signs a training
credential have a certificate signed by the State Board of Education), etc.

The basic technology is a generalized certificate understandable to a variety of distributed
entities. (For example, see [MH95], [HMSZ96], [E1196], [BFL96], and [Wor96].) However, while the
certificate idea has been around for some time, there is no widespread use or understanding of many of
the issues involved, which run the gamut from sociological to legal to technical. Even if we consider
only the technical issues, we are faced with a considerable range of topics to address: expression of
attributes and certification policy in machine understandable form; distribution and revocation of
certificates; usability and performance implications of certificates and their processing on the part of the
servers, brokers, and clients, etc.
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3.1 Issues
We are currently examining a restricted set of issues in the interest of early application to the domain of
remote collaboratories:

• What is the essential information needed for attribute certificates and how can it be simply
encoded (e.g. types of training, granting institution authorization, receiving institution authoriza-
tion)?

• How are certificates generated, obtained and used?
- What type of infrastructure is required (e.g. functionality, availability, and performance of di-

rectory servers used for certificates)?
- How will the specifiers of use-conditions select use-conditions that correspond to the ability

of the legitimate users to obtain matching attribute credentials? (One goal is to make the proc-
ess as transparent as possible for legitimate users.)

- How will the certificates actually be employed (to establish session keys, to digitally sign in-
dividual transactions, to build capabilities, etc.)

• How will the resulting use of authenticated and / or confidential transactions affect performance,
complexity, etc. of the services being provided

• How transparent can this architecture be made to the applications whose only interest is a "yes"
or "no" to the question: "Is this an authorized access request?"

• How transparent can this architecture be made to the users who, ideally, should only perceive the
presence of security if some use-condition is not met?

• Can this approach be structured to minimize the burden of managing access control conditions?

- Is it practical to relegate to the information owner or resource owner the task of defining, en-
coding, and publicizing the required information or setting access conditions?

• How is local control maintained?
- What are the mechanisms by which the responsible parties local to a physical facility maintain

ultimate control of access?

3.2 Approach
To examine and address the issues noted above, we are building a prototype environment that will:

• Provide some example information encodings (e.g. attribute certificates)

• Implement access control mechanisms that use certificates that contain various kinds of informa-
tion

• Provide prototype implementations of mechanisms for client applications to use the certificates,
or their derivatives, for session and transaction authentication, and then characterize the com-
plexity and performance of this type of use of the architecture

• Characterize the performance and complexity issues for locating, serving, and parsing the multi-
ple certificates needed to form a joint certificate to authorize a specific service

• Determine the overall "practicality" of the approach in use in today's environments by using it in
at least one application

• Integrate with a PKI
Based on this experience and analysis we will suggest strategies for using this technology to support
routine and secure access to DOE experimental science facilities. It is anticipated that the current work
will provide:

• Directions for a follow-on, scalable, distributed, approach to secure access of remote resources

• Provide sufficient information to the DOE community to permit making reasonable choices
among some of the currently competing approaches (e.g. X.500, DNS, PGP)



62

• Provide the community with experience in the issues and complexities of dealing with multiple
certificate issuers (e.g., on a per-function basis) - an aspect that is important for relegating the
certification of different attributes to the responsible organization agents

4 IMPLEMENTATION OF THE ARICHTECTURE
Our approach to implementing the architecture involves the following points. Please also see Figure 2
and Figure 3.

(1) A certification authority issues identity certificates.

The CA is implemented using the SSLeay [SSLeay] CA. Requests for certificates are made via
the html extension used for this purpose [Netscapel]. The CA is off-line, and the certificate
request is forwarded to the CA administrator. After identity verification commensurate with the
CA policy is accomplished, an X.509 certificate is issued.

Identity certificates can also be issued and managed using an off-the-shelf product such as
Entrust [Ent], or a certificate issuing system part of freely available software [You] [GMD]
[SES].

(2) Private-key management via the SSH agent. [Ylo] The agent protects the private key by encrypt-
ing it based on a pass phrase. When the key is released, the agent can sign documents on behalf
of the principal.

(3) Certificate retrieval is via Web-based servers using a free-form organization and search, or rela-
tional-style searches. We are also considering LDAP using an X.500 directory organization
[LDA96].

(4) Attribute / authorization certificates are generated by specifying use conditions and correspond-
ing attributes by using a controlled vocabulary that is defined by policy.

(5) Resource access control involves several steps:

(5a) A policy engine analyzes certificates. It authenticates the user and matches use-conditions
with attributes.

(5b) For mildly security aware applications, a security context is established via GSS/SPKM, after
which secure, authenticated, integrity protected, and optionally confidential exchanges can
occur using GSS-API [Lin93]

A similar mechanism is used for context establishment for SSL, which provides secure com-
munication at the transport level.

• For naive applications whose communication can be controlled, e.g. the XI1 protocol, secure
and authenticated exchanges can occur using the SSH secure communication proxy method.

4.1 The Generic Security Service
The GSS-API [Lin93] (Generic Security Service - IETF Common Authentication Technology working
group) provides a simple application interface to send integrity-protected or confidential
communication. See Table 2.

Category
credential management

context establishment

transmit integrity-protected data

transmit confidentiality protected data

Functions
acquire_cred, inquire_cred, release_cred

init_sec_context, accept_sec_context

getmic, verifymic

wrap, unwrap

Table 2 A sampling of GSS-API functions. The function names are typically prefixed by "gss_".
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The GSS-API interface has been implemented for many security environments, such as Kerberos
[Lin96], OSF DCE, SESAME [SES]. The SPKM protocol is a public-key based protocol that provides
a GSS-API interface. We have implemented the SPKM protocol and are aware of at least two other
implementations: SecuDe [GMD] and Entrust/Toolkit [Ent]. For a good discussion of the rationale of
SPKM, and its relationship to the Kerberos GSS-API, see [Ada96].

The SSH design provides convenient and transparent management of the private-keys of the user.
We have extended the SSH agent to enable the setup of the SPKM security context.

SSH makes the user's private-key available to the SPKM protocol to establish the GSS security
context. The private-key is used to authenticate the user to the target (e.g. access control agent) and
transmit a session key to the target. Once this is done, the GSS-API provides an application interface to
send validated and/or confidential communication as summarized in Table 2.

To establish a security context with the SPKM protocol, the RSA algorithm is used for two
different purposes. The first use is by the initiator to prove its identity to the target through digital
signature. The second use is by the target to decrypt a session key that is passed to it through public-key
encryption. Whenever it is possible, we perform RSA operations involving the private-key within the
SSH agent. This protects the private-key from being revealed.

We have extended the SSH agent with functions that perform signature and decryption. Although
we follow the RSA recommended method, PKCS #1, of doing signature and decryption with the
private-key, there are noted weaknesses in PKCS #1 [JM96], and the implementor of SSH expresses
reservations about exporting functions that could possibly leak the private-key.

While user-initiated applications take advantage of the agent for private-key use, the long
running, highly available services cannot make use of the agent. Since these services must be restarted
without human intervention, such as after a reboot or a power outage, we store the private-key on disk
in unencrypted form. (This is clearly not a good idea and a possible solution is to use a "smart card"
that can make the private key available after reauthenticating the server based on a hardware
characteristic like a CPU id that has a corresponding public key in the organization CA database.) Other
services that need to be secure (at the cost of being available) can be started manually, under the agent,
through a user's login shell.

A weakness of SSH is that the login environment currently does not use (third party signed)
certificates to verify the authenticity of either user or server public-keys, even though the SPKM
protocol does. The next version of SSH should be able to make use of such public-key certificates. We
envision having a CA sign the SSH generated public-keys that are transmitted to it through a certificate
request mechanism, such as PKCS #10 [RSA93]. (That is, the CA does not generate private-public key
pairs, but just verifies the identity of the holder of these keys.)

For the search and retrieval of public-key identity certificates, we are examining both the LDAP
and WWW search engine approaches mentioned above.
We currently use an ad-hoc encoding of use-conditions that allow searching by text-based search
engines via WWW (see Figure 4) , but are examining other approaches like ADAGE [HMSZ96],

attribute-name: group
attribute-value: 1230259968 (0x49544700) "ITG"
key-name: /C=US/SP=California/0=Lawrence Berkeley National
Laboratory/OU=ICSD/CN=Case Larsen2/Email=ctlarsen@lbl.gov
issuer-key-name: /C=US/SP=California/0=Lawrence Berkeley National
Laboratory/OU=ICSD/CN=ITG-CA/Email=itg-ca@lbl.gov

BEGIN at t rcer t

MIIC1zCCAkYDBwBncm91cAADBQBJVEcAMIGaMAsGCSqGSIb3 DQEBAQOB i gAwgYYC
gYBcmvnmvLqIztgXhQI/rGcpvBlGQVgM2TjIBXOz/rgLkXFnTSEILtQQr/62pRkc
DzGmwnnhpUNODalclAQTWqNH04il7UwDVZQhjGBY+qeMIxcPaGTcKlkOV9KGedSb

END a t t r c e r t

Figure 4 Combined text and binary representation of an attribute certificate
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Policymaker [BFL96], or PICS [Wor96] noted above. To be able to support automatic brokering, we
require the ability to collect, parse, and automatically match use-conditions with credentials, which in
turn requires an encoding which is agreed upon by all parties. This is future work.

4.2 Prototype Applications
We are using the prototype implementation to provide security for an experimental health care
information application (see [KLP95]) and for the Distributed-Parallel Storage System ([LBN96]).

Distributed-Parallel Storage System: A High-Speed, Network Distributed Cache
At the application level, the DPSS is a semi-persistent cache of named data-objects, and at the storage
level it is a logical block server. The system is usually used with an application agent library called a
"data set structure access method". This component provides an object-like encapsulation of the data, in
order to represent complex user-level data structures so that the application does not have to retain this
information for each different data set. The access method converts the application requests into logical
block requests. These logical block requests are then sent to the DPSS Master which serves two
functions, request and resource management. The Resource Manager maintains data set definitions, and
the Request Manager is responsible for mapping the logical block requests to physical block requests.
The overall data flow involves "third-party" transfers from the storage servers directly to the data-
consuming application (a model used by most high performance storage systems). Thus, the application
requests data, these requests are translated to physical block addresses (server name, disk number, and
disk block), and the servers deliver data directly to the application. The Resource Manager also deals
with interactions with the storage servers to determine available storage (a storage server is an
independent entity and may deal with several DPSS Masters).

The security model for the DPSS involves accommodating several different resource owners. The
security context established between the Data Set Manager (DSM) (see Figure 4) and the disk/storage
servers reflects agreements between the owners of physical resources (disks) and an agent that is
providing storage to a user community. This context enforces the disk usage agreements. A separate
context established between the DSM and the users reflects the use-conditions imposed by the data
"owner", and provides for ensuring access control that enforces those use-conditions.

A Health Care Image Management System
An example of a health care application that uses the DPSS is a system that provides for collection,
storage, cataloguing, and playback of video-angiography images using a shared metropolitan area
ATM network.

The image data are sent through the network to storage and analysis systems, as well as directly to users
at clinic sites. Thus, data can be stored and catalogued for later use, data can be delivered live from the
imaging device to remote clinics in real-time, or these data flows can all be done simultaneously.
Whether the storage servers are local or distributed around the network is entirely a function of the
optimal logistics.

Figure 5 illustrates the configuration of the health care application as it is embedded in a Pacific
Bell ATM network. This application is a joint project of Lawrence Berkeley National Laboratory,
Kaiser Permanente, Philips Research (Palo Alto), and the Pacific Bell CalREN program. (See
[KLP95].)

The angiography data is collected directly from a Philips scanner by a computer system at the
San Francisco Kaiser Cardiac Catheterization Laboratory. This computing system, in turn, is attached
to the metropolitan area ATM network. When the data collection for a patient is complete (about once
every 20-40 minutes), about 500 MBy of digital video data is sent across the network to LBNL (in

1 .Cardio-angiography imaging involves a two plane, X-ray video imaging system that produces from several to tens of minutes of digital video
sequences for each patient study for each patient session. The digital video is organized as tens of data-objects, each of which are of the order
of lOOMBytes.



67

Disk Servers

1 block storage
' block-level access control

returned data stream
("third-party" transfers directly from the

storage servers to the application)
single high-

bandwidth sink (or
source)

allocate disk resources
server/disk resource access control
system security context
establishment

Request Manager
logical to physical name
translation

physical block
requests

Data Set Manager

• user security context
establishment

• data set access control
• data set metadata

Application
(client)

data

data
requests

Application
data structure
access method
(data structure to logical

block-id mapping module
(library))

DPSS API
(client-side library)

Figure 4 Distributed-Parallel Storage System Architecture

Berkeley) and stored first on the DPSS, and then archived to a mass storage system. This process goes
on 8-10 hours a day.

While still on the DPSS the data is catalogued in a World Wide Web based image database
system [TJ96]. Use of the data involves access through ImgLib to locate the data sets of interest, and
then to invoke a viewing application. Department-level Web-based patient databases can refer directly
to the data in ImgLib without duplicating the data, or being concerned about tertiary storage
management (which is handled by ImgLib).
The data-object viewing application ("Vplayer") is invoked via a WWW image database frontend that
uses WWW security to protect the metadata. The application (a specialized, combined video and image
browser) then accesses data stored on the DPSS. The Vplayer access to DPSS data is protected by the
security architecture described here. (That is, credentialing is handled by the secure shell that runs
Vplayer, and the DPSS access is controlled by checking authorization certificates presented by
Vplayer.)

5 RELATIONSHIP TO OTHER WORK
Our general approach is an application of public-key certificates, and as such it draws ideas from an
active community of researchers.

The basic concepts of distributed systems security are laid out in various ISO (International
Organization for Standardization) and ECMA (a Europe based international association for the
standardization of information and communication systems) documents (see [SIR]). SESAME is an
implementation that incorporates many of the concepts in the ECMA standards [ECM94] and
[ECM89]. (See [SES].)

We have, however, taken a somewhat different direction than the ECMA and SESAME
approaches with respect to attribute certificates, which are central to our approach. In the ECMA
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Figure 5 Distributed Large Data-Object Medical Imaging Application Embedded in the Pacific Bell,
S. F. Bay Area, Metropolitan Area ATM Network (BAGNet and Kaiser CalREN Sites

approach, most of the emphasis on the use of attribute certificates seems to be in the form of access
control lists and roles (party A, who controls a resource, grants to party B the right to use that resource,
perhaps under restricted conditions (roles)). Our approach treats use-conditions, rather than ACLs, as
the fundamental concept. That is, we see resources primarily being protected by requirements on the
user (e.g. level of training) rather than identity. (ACLs are, of course, easily implemented in this model.)

Our implementation is based on some refinements to the "secure shell" [Ylo], combined with the
"Generic Security Service Application Program Interface" [Lin93] to provide an easily used application
security mechanism.

Although evolved independently, the idea of CAs dealing only with identity certificates and
resource principals signing use-condition certificates, is very similar to the generalized certificate ideas
described by Carl Ellison [E1196].

Our use-conditions are also similar to work being done in ANSI X9.45:

X9.45 defines enhanced management controls using attribute certificates. The digital signature
control models put forward thus far do not contain sufficient security or authorization controls
to offer a high-value non-repudiation service for either wholesale financial or other large scale
commercial applications. This standard defines strategies for reducing the risks associated with
digital signature systems. Much of this builds on the use of public key certificates and attribute
certificates, as defined in X9.30 Part 3 and X9.31 Part 3. Attribute certificates are used to
convey authorizations and restrictions that inform verifiers when an entity's signature would be
considered valid, i.e., when the signature authorizes a document or transaction. These
circumstances might include requirements, for example, that the monetary value be less than or
equal to a specified dollar amount, or that another entity "cosign" the document. This standard
will also define mechanisms for electronic timestamping and notarization of documents, as well
as delegation of authority from one user to another. [Ank]
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6 CONCLUSIONS
The combination of direct reference to the principals responsible for the generation and assurance of
information (the resource owners or policy makers), and standardization of representations of the
information that permit automated verification, should form the basis of an easily used, scalable, and
general purpose authentication and authorization system that provides such services as qualifying
remote experimenters to use instrumentation systems in distributed collaboratories, as well as forming
the basis for dynamically configured, large-scale, distributed computing resources.

To address deployability, we have evolved an implementation design that manages certificates on
behalf of the users, should provide "strong" security for applications that use the security architecture
directly, and should provide "good" security for as many unmodified applications as possible.
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TELEPRESENCE FOR IN-SITU EXPERIMENT CONTROL1

B. Parvin, J. Taylor, B. Crowley, L. Wu, and W. Johnston
Imaging and Distributed Computing Group
Information and Computing Sciences Division
Ernest Orlando Lawrence Berkeley National Laboratory
University of California, Berkeley, CA, 94720

Abstract
We present an approach for remote operation of instruments in the Internet
environment. We have applied this approach to in-situ electron microscopy
experiments that require dynamic interaction with the specimen under
observation, as it is excited with external stimuli, i.e., temperature variation,
EM field variation, etc. The dynamic operations include control of the
sample's position and orientation under the electron beam, the illumination
conditions and focus, etc. Remote control via wide area networks like the
Internet that do not offer real time data and command delivery guarantees is
not practical for the finely tuned adjustments that dynamic studies require.
We suggest that an effective approach to remote operation for this class of
dynamic control applications must involve automated control operations
performed near the instrument in order to eliminate the wide area network
real-time delivery requirement. Our approach to this problem is based on
advanced computer vision algorithms that permit instrumentation
adjustments to be made in response to information extracted from the video
signal generated by the microscope imaging system. We have determined the
type of servo loops needed to enable remote operation and collaboration, and
have introduced a novel partitioning of the control architecture for
implementing this approach. In this partitioning, the low frequency servo
loop functions that require direct human interaction are performed over the
wide area network, and those functions that require low latency control are
performed locally using the automated techniques. This approach hides the
latencies in the wide area network and permits effective remote operation.
The result is telepresence that provides the illusion of close geographical
proximity for in-situ studies. Our testbed is a 1.5 MeV transmission electron
microscope, which can now be used on-line via the global Internet.

1 INTRODUCTION

The current trend in applying multimedia capabilities to laboratory environments aims at the routine
use of video image sequences over a wide area network. The issues here are the ability to collect, store,
compress, and display video sequences for users who each might have critical bandwidth requirements
for a finite resource [10]. The next natural evolution of multimedia systems is to provide the
computational framework to analyze images, extract meaningful information from a video sequence in
real-time, and provide the ability to manipulate experiments based on the content of the video
sequence, over the wide area network. One such application of the approach is a system for remote
operation of in-situ microscopy. Our testbed is a 1.5 million electron volt (MeV) transmission electron

l.This work is supported by the U. S. Dept. of Energy, Energy Research Division, Mathematical, Information, and Computa-
tional Sciences office (http://www.er.doe.gov/production/octr/mics), under contract DE-AC03-76SF00098 with the University
of California. Author's address: 50B-2239, Lawrence Berkeley National Laboratory, Berkeley, CA 94720. Tel: +1-510-486-
5014, fax: +1-510-486-6363, wejohnston@lbl.gov, http://www-itg.lbl.gov/~johnston. This document is report LBNL- 40458.
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microscope (HVEM), shown in Figure 1, that is operated by the National Center for Electron
Microscopy.

In-situ microscopy refers to a
class of scientific experiments in
which a specimen is excited by
external stimuli. The stimuli could
be in the form of temperature
variation or stress in the sample
environment The interaction of the
external stimuli and specimen can
result in sample drift, shape
deformation, changes in object
localization, changes in focus, or
simply anomalous specimen
responses to normal operating
conditions. Currently, during the in-
situ experiments the operator must
make constant adjustments to the
instrument to maintain depth of
focus and compensate for various
drifts. These are labor intensive and
error prone tasks —requiring a high
bandwidth video link to the
operator— that are nearly
impossible to do in wide area
networks due to limited network
bandwidth. Although researchers
have built telepresence systems for
electron microscopy, these systems do not address the more complex issues of in-situ microscopy. The
novelty of our system lies in the approach that uses automation techniques for on-line quantitative
analysis, and manipulation and compensation of the necessary experiment parameters. Thus, by
relieving the operator of having to do the dynamic adjustment of the experimental setup, remote
collaboration and remote operation of the in-situ studies over a wide area network are made possible.
This is accomplished through the use of advanced computer vision techniques to provide automation
for microscopy applications [15],[16]. From this perspective, we have defined and developed a series of
computational techniques that are necessary for remote in-situ applications. These include 1) image
compression, 2) autofocusing, 3) self calibration, 4) object detection, 5) tracking using either high level
or low level features, and 6) servo-loop control mechanisms. These functions are implemented over a
distributed client-server software architecture for better throughput, scalability and modularity.

In the next sections, we outline the approach and computational platform for remote operation,
together with some of the details of the instrumentation of the HVEM. In section 4, we summarize the
algorithms that are used to realize the functions for remote in-situ experiments. Then in section 5,
descriptions of the software architecture and the performance parameters are outlined. Finally, we
conclude with the limitations of the system and directions of the future efforts.

1.1 APPROACH

Our general approach to the problem of remote control of dynamic experiments is to separate the basic
human interaction of establishing control system parameters like gross positioning, identifying objects
of interest, etc. (which do not require low latency communication) from the control servoing that
performs operations like auto-focus, object detection, continuous fine positioning due to thermal drift,
etc., which do require low latency communication.

Figure 1 The high voltage electron microscope at NCEM
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The human interaction operations, together with the supporting human communication involving video
and audio teleconferencing, can easily be performed in a wide area network environment [9], [13].

The dynamic control operations must occur in a much more controlled environment where the control
operation and the monitored response to the control or stimuli have to be coupled by low latency
communication that is not possible in wide area networks. For these operations, we use computer vision
techniques to provide the monitoring of the response to the control operations by extracting position
and shape information from the video imaging output of the microscope.

This image
content analysis, and
the dynamic control
resulting from the
information that is
fed back to the
control system, is
automated and
performed in a local
environment. That is,
the computers that
acquire and analyze
the video images and
then communicate
with the control
system are all
connected by fast
local area networks.
The approach is
illustrated in Figure
2.
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Figure 2 Remote operation architecture
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The
computational
platform that
implements the
automated control in
the local
environment must
be able to acquire
images, process
them at the required
bandwidth, and
manipulate a large
number of functions
for operating the
HVEM. Our
strategy for
partitioning the
required operations
is based partly on
design philosophy,
i.e., scalability,
modularity, and
cost, and partly on
the availability of
data acquisition
components (DAC)
for various hardware
platforms. For these reasons, a Sun Microsystems workstation is used for image capture, a Digital
Equipment Corporation (DEC) symmetric multiprocessor is used for CPU intensive operations, and a
PC is used for data acquisition. Physically, the Sun and PC are operating near the microscope, while the
DEC is located in another building of the Laboratory, but is still connected via a LAN. The Sun and
DEC are on a FDDI ring (100 Mb/s) for high speed image transfer as shown in Figure 3. In this
configuration, the local Sun workstation is mainly used for testing and on-line quantitative analysis by
local users.

2.1 Microscope Instrumentation

The HV electron microscope possesses a large number of knobs and switches, not all of which are
necessary or appropriate for teleoperation. We have placed those functions that allow safe remote
operation of the instrument under computer control. For example, control of the filament current-used
for generating electrons-is a feature that is not offered to remote users because a novice operator (or
intruder) could accidentally damage the filament despite the microscope's safety features. Critical
functions can be adjusted only by the local operator. The remotely operated functions have limit
switches to prevent remote users from going beyond safe boundaries.

Teleoperation over the wide area network is achieved with 3 DAC boards and one stepper motor
controller board that are integrated into the PC. Current remote functions include translating a specimen
in the X and Y directions, tilting the specimen, altering focus, and controlling the temperature. Other
functionalities1 to be added in the near future include starting a session, ending a session, altering the

Figure 3 Computational infrastructure for remote in-situ microscopy

1 .Will be supported by the existing DAC boards.
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magnification, changing the beam size, shifting the beam, controlling the position of the aperture, and
generating a high resolution micrograph.

3 COMPUTATIONAL TECHNIQUES

In the context of remote
in-situ microscopy, the
system must provide the
look and feel available
to the local operator, and
hide the inherent latency
in the wide area
network. The look and
feel is achieved through
an appropriate user
interface. The hiding of
the network latency is
achieved through visual
servoing. Visual
servoing is the process
of interpreting the video
data and manipulating
various control
mechanisms based on
the image content. We
have developed a
collection of computer
codes for image
interpretation that can be
used for closing the servo-loop in the local area network. These include image compression,
autofocusing, thermal drift correction in the absence of known geometric shape features, self
calibration, object detection and tracking, and close loop control.

Figure 4 User Interface

3.1 Image compression and autofocusing

Both image compression and autofocusing use the wavelet transform as their underlying principle. We
use Daubechies kernels [8] that are simple, orthogonal, highly localized, and separable for two
dimensional processing. The main advantage of the wavelet transform is that it can represent local
feature activities at multiple scales through spatial decimation. During image compression, the low
order wavelet coefficients are ignored and the remaining ones are encoded in blocks of 16-by-16 pixels.
The remote user has full control over what percentage of wavelet coefficients are used for compression.
We also, provide delta encoding as another option for image compression. The approach is similar to
DPCM (differential pulse code modulation); however, certain artifacts due to binary delta function of
the DPCM are inhibited.

Autofocusing has two modes of operation: initialization and run-time .
The goodness of the focus is measured by the sum of the wavelet coefficients. During the

initialization -with the aperture in the "out" position— we search for a lens current that minimizes the
sum of the wavelet coefficients. This corresponds to a search for a flat field, i.e., minimum contrast. And
during the run-time —with the aperture in the "in" position— we search for a lens current that maximizes
the sum of the wavelet coefficients. This corresponds to a search for focal position when highly
diffracted components of the beam are blocked by the objective aperture. This is the same focusing
protocol that microscopists use for transmission electron microscopy. The difference between the

1 .The focus is adjusted by a 16-bit D/A converter that controls the lens current.
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initialization and run-time mode is based on the range of currents that are tested for optimum focus
position. During the initialization mode, the best focus position is obtained through a binary search over
a large range of current values. At run-time —as the specimen is heated— small adjustments are made in
the focal position to compensate for 3D changes of the precipitate position .

3.2 Drift control and self calibration

frame frame 2

frame 1 - 2
difference

Thermal drift control and self
calibration use the optical flow
field estimation as their
underlaying principle. Drift control
involves motion estimation, which
is a necessary component of fixing
on a moving object. Once the
motion between consecutive
frames is known, the stage
assembly where the object resides,
is re-positioned to compensate for
the motion. In retrospect, the
motion corresponds to a
continuous^Zow of the image world
across the retina and serves as an
underlying perceptual cue for
higher level cognitive processes.
From a computational perspective,
the flow is essentially the
instantaneous velocity of each
pixel in the image [2], [3], [4]. The
general solution to the velocity
field is inherently under-
constrained because the number of
equations that define the flow field
variables is insufficient. However,
by exploiting the nature of the flow field in the image, or by using an appropriate bank of filters, a
constrained or over-constrained system of equations can be constructed. In the case of thermal drift
during in-situ electron microscopy, the nature of the global motion provides the mechanism for
constraining the flow equations. This constraint is expressed by the fact that the motion between
consecutive frames is affine. Hence, a least-squares solution with respect to the parameters of the affme
transform can be constructed. Our current implementation runs at 4 Hz on the DEC multiprocessor,
which is sufficient for maintaining thermal stability for an in-situ electron microscope. The details of
this technique are provided in [11], and an example of motion estimation is shown in Figure 4.

The estimation of the flow field is also used for self-calibration. The sample position is controlled
with an XY stepper motor controller. Hence, it is necessary to map the pixel size as a function of
magnification into the number of steps in the sample positioning system. This is accomplished by
having the stepper motor make a controlled motion—as a function of magnification—and computing the
flow field from two consecutive frames.

frame 1 - 2 difference
after applying the
computed affine

transform.

Figure 4 Motion estimation by optical flow field

1 .Precipitates are the principal objects of the in-situ experiments, and the foil carrying the precipitate buckles under heat stress.
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original image with edges overlaid detected convex sets

Figure 5 Automated detection of a convex precipitate

3.3 Detection and Tracking

The main objective for the in-
situ microscopy experiments
that are being addressed by this
work is to observe the change
in the shape of precipitates as
the temperature is increased
and decreased. We have
developed techniques for
detecting these precipitates,
tracking them, and then use the
result of tracking to correct for
thermal drift. It turns out that
precipitates have convex
geometrical representations
that may also satisfy other
constraints such as parallel or circular symmetries. The observed images are generally noisy, have poor
contrast, and, depending on the position of the electron beam and the foil angle, suffer from shading
artifacts. We have recently developed a technique for detecting convex objects from the scene based on
the perceptual grouping principles [5], [12], [14], [16], [18]. The approach relies on grouping line
segments —obtained from Canny's edge detector [7]— to form convex sets. This is achieved through an
efficient global convexity test on groups of line segments in conjunction with a dynamic programming
search strategy [16]. An example of convex precipitate and convex shape detection is shown in Figure 5.

The detection system
provides a coarse description
of the precipitate in the form
of bounding polygons. This
description is then refined and
tracked in subsequent frames
using an architecture that was
discussed in our recent paper
[15]. In this context, detection
of precipitates occurs only in
the first frame for the purpose
of initialization. The contour
refinement algorithm uses a
cost function that is optimized
through dynamic
programming. In this
context, both detection and tracking use dynamic programming at different scale of hierarchy. The cost
function encodes the desirable properties of the refined contour in terms of high and low level feature
activities. The low level features refer to pixel level information, such as local edge magnitude and
direction. In our system the high level constraints, derived from the bounding polygon, affect the
contour refinement in two ways. These include geometric constraint and the scope of the search. This is
accomplished by smoothing the initial polygon with a Gaussian kernel and bounding the refined
contour to lie in a small neighborhood as defined by the normal lines to the smooth curve. The rationale
for Gaussian smoothing is that the bounded polygon is not smooth and the normal lines may not
intersect the actual boundary of the precipitate. However, by smoothing the bounding polygon, the

Tracking of the precipitate during
heating phase

Tracking of the precipitate during the
cooling phase

Figure 6 Tracking of a deformable precipitate during in-situ microscopy
quantifies its shrinkage rate and how it facets

1 .Alloys of germanium or lead are used in our experiments.

2.1n our system, the functionality of refinement and tracking is achieved with the same algorithm.
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normal lines scan the precipitate along its real boundary smoothly. The details of the technique are
summarized in [11].

An example of tracking of precipitate during the heating and cooling cycle is shown in Figure 6.
Note that the precipitate becomes round and then facets as the temperature is increased and then
decreased. We use a multigrid implementation of the above algorithm for maximum speed up and
higher tolerance for large motion. The algorithm has performed well in the presence of shading, noise,
nonuniform illumination, and reduced contrast. The system automatically tracks the shape, controls the
drift, and hides the network latencies from the remote user. The drift control is based on tracking and
compensating for the centroid of the contour. This is shown in Figure 7, where the centroid is shown

Precipitate is initially
faceted as it is heated.

S
Precipitate becomes

round at high temperature
and thermal drift reverses
direction as the specimen

is cooled.

Precipitate becomes
faceted again at low

temperature.

Figure 7 Tracking and
compensating
for drift during

heating and
cooling cycles.

Note that
direction of drift
is reversed as the

specimen is
cooled.

(Arrows indicate
compensated
drift velocity.)

with a cross-hair on the reconstructed image, and the direction of the motion is shown with an arrow. In
addition to the topological changes in the shape, during the heating and cooling experiment, thermal
drift reverses its direction as well, which is also reflected in Figure 6.
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3.4 Servo control

The novelty of the servo loop mechanism is twofold. These include 1) the architecture for servicing the
local and remote requests, and 2) the use of statistical techniques for close loop servo control.
Manipulation of the microscope functions may be initiated either from remote user under manual
control, or from the tracking algorithms described above. In other words, coarse manipulation of the
microscope is performed over the WAN, while the refined and predictable manipulation is performed
over the LAN. The stage-server —running on the DEC platform— acts as a switch to arbitrate between
local versus remote requests. Furthermore, by limiting the remote client interaction to one
computational platform, we have limited the user authentication problem to that platform only.

The second component of our work for closing the servo loop is based on the fact that the motion
of precipitate is smooth. We use a Kalman filter model to predict motion parameters from noisy
measurements. Kalman filtering has been used extensively for smoothing, filtering, and prediction as
reported in the literature [6], [19]. In general, the model provides smooth compensation for drift and
shape tracking coupled with high tolerance for larger speed. Our implementation uses position and
velocity to represent the internal state of the precipitate. In this context, the model is used to predict the
trajectory of the motion. As a result, instead of making incremental correction to the XY stage platform,
we place the stepper controller at a constant speed in the direction opposite to the thermal drift. The
speed is then refined at the tracker sampling interval. The detail of the Kalman filtering model is given
in [11].

4 SOFTWARE ARCHITECTURE

The software architecture follows a
distributed client-server model for
scalability, performance, and modularity.
There are four servers that can interact with
each other in the architecture shown in
Figure 3. These are the i) video-server, ii)
motion-server, iii) stage-server, and iv)
DAC-server. The video-server —running on
the Sun— captures images and transfer them
in their entirely or partially to the motion-
server. The motion-server —running on the
DEC— manages all the image analysis and
servoing. These modules are executed
asynchronously and use a threads
programming paradigm for parallel
decomposition. The stage-server -running
on the DEC— handles all the manual
interaction between the remote user and the
electron microscope, i.e., changing
magnification, shifting the beam, etc. The
DAC-server —running on the PC— reads and writes into the data acquisition components for a desired
function. The DAC-server uses remote procedure calls for communication and the remaining servers
use data streams through sockets for minimum delay. We now give two examples of the dynamics
aspects of the motion-server.

Figure 8 State diagram for self-calibration
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Figure 9 State diagram for motion-server indicates four distinct threads
that run asynchronously

The first example is self-
calibration. The details are shown
in Figure 8, where the interaction
between different computational
platforms is shown. The steps are
as follows: 1) the remote client
makes a request for self
calibration; 2) the request is
transferred to the motion-server;
3) the motion-server requests a
frame from the video-server; 4)
the video-server sends an image
to the motion-server; 5) the
motion-server requests a
translation from the stage-server;
and 6,7) the motion-server
requests another frame from the
video-server. Self-calibration
involves solving a linear system
of equations that provide a
mapping between the pixel size
and the corresponding number of stage steps. This value is retained for subsequent drift corrections.

A critical component of the system is in the design of the motion-server. This server has four
threads that run asynchronously as shown in Figure 9. The stage-thread handles all the interaction with
the stage-server, and it has been isolated for modularity and higher throughput. Average time for most
interaction with the PC is about 7ms. The tracking thread operates at 5-8 Hz depending to the size of the
precipitate, and runs with a concurrency of two. The compression-thread runs at 1.4 Hz over the shared
data, and the focus-thread runs on a single thread over the target region when the tracking thread is
inactive.

5 CONCLUSIONS

An approach and implementation for telepresence for in-situ microscopy is outlined. At the macro
level, the main benefit of the proposed effort is the increased utilization of a sophisticated instrument
that has restricted access due to its sensitive components and demand for operator skills. Secondary
benefits include a reduction in cost associated with conducting individual experiments and an increased
ability for experimenters to collaborate. At the micro level, the benefits include providing novel generic
techniques for 1) manipulation of real-time video and 2) servo techniques for dynamic handling of
video sequences —tools essential for real-time collaborative activities. The testbed for our experiment
has been a 1.5 MeV Transmission Electron Microscope that is primary used for in-situ studies.

There are several limitations in the exiting architecture and algorithms. The tracking technique
can be confused in the presence of artifacts such as bend contours, which are manifestation of stress —
as a result of heat- on the specimen. The architecture of Figure 9 is client driven, and as a result, it will
not scale well to multiple users. Finally, there is no authentication built in to the current gateway, which
must be an integral part of any remote instrumentation. These are current topics of our research, and
new results will be shortly demonstrated in near future.
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HIGH-SPEED DISTRIBUTED DATA HANDLING FOR HIGH-ENERGY
AND NUCLEAR PHYSICS1
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1 INTRODUCTION
The advent (and promise) of shared, widely available, high-speed networks provides the potential for
new approaches to the collection, organization, storage, and analysis of high-speed and high-volume
data streams from on-line instruments. Such data streams originate from many types of on-line
instruments and imaging systems, and are a "staple" of modern scientific, health care, and intelligence
environments. We are defining and implementing an approach that provides for real-time analysis,
cataloguing, and archiving of the data streams through the integration of data management techniques,
a high-speed distributed application-oriented cache, distributed high performance applications, and
transparent management of tertiary storage systems.

In the "Data Access and Analysis of Massive Datasets for High-Energy and Nuclear Physics" (a
Grand Challenge project of DOE, Energy Research, Mathematical, Information, and Computational
Sciences Division) we are addressing the issues of organizing and querying massive data sets.

In our data-intensive computing projects we are addressing issues associated with capture,
processing, cataloguing/indexing, and tertiary storage management.

In our high-speed, widely distributed computing project we are addressing the technology and
architectures needed to support widely dispersed resources, users, and data sources all having location
transparent access to the data and resources through the use of parallel-distributed computing and high-
speed wide area networks.

This type of problem - dealing with high volume, high rate data streams from instruments, the
associated data management problems for the resulting massive data sets, and widely distributed user
communities - is a key issue for modern, large-scale science.

2 THE HENP GRAND CHALLANGE3

Advances in computational capabilities, information management, and multi-user data
access are essential if the next generation of experiments in both high energy and
nuclear physics are to be able to fully address the forefront scientific issues for which
they are designed. Among these forefront issues are two most fundamental questions
facing high energy and nuclear physics today, namely characterization of the
transition to the Quark-Gluon Plasma (QGP) phase of matter and the discovery of the
mechanism responsible for electro-weak symmetry breaking.

These experiments will record and analyze data from physics events of unprecedented
complexity. The resulting data streams of up to tens of megabytes per second and the
requirements for "data mining" in huge (tens of terabytes) data sets by multiple,
geographically distributed teams of scientists set the scale of this Grand Challenge
proposal. Simple extrapolations of existing techniques will not be sufficient; new

l.This work is supported by the U. S. Dept. of Energy, Energy Research Division, Mathematical, Information, and Computa-
tional Sciences and the High Energy Physics and Nuclear Science Division, under contract DE-AC03-76SF00098 with the
University of California. This document is report LBNL- 40459.

2.W. E. Johnston: mail address: 50B-2239, Lawrence Berkeley National Laboratory, Berkeley, CA 94720. Tel: +1-510-486-
5014, fax: +1-510-486-6363, wejohnston@lbl.gov, http://www-itg.lbl.gov/~johnston.

3.Taken from http://www-rnc.lbl.gov/GC
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approaches and solutions are required. The Energy Research Supercomputer Centers
have a major role in both addressing this intellectual challenge and subsequently in the
implementation of solutions that complement the onsite computational capabilities
envisioned for the host laboratories of the experiments.

This Grand Challenge Application (GCA) proposal is the result of an unprecedented
collective effort of physicists who are participating in the next generation of major
experiments supported by DOE's HENP Program (STAR and PHENIXfor RHIC,
ATLAS for LHC, BABARfor the SLAC B-factory and CLAS for CEBAF) and by
computer scientists who will contribute to the solutions needed to address this
challenge. The resulting multi-institutional team seeks a common solution because of
the similarity of the problems faced by these experiments. Solutions to this "Grand
Challenge " will permit major advances in capability for both the high energy and
nuclear physics programs of DOE's Office of Energy Research.

The coming generation of HENP experiments will produce orders of magnitude more
data than their predecessors; tens to hundreds of terabytes (TB) of raw data per year
for each experiment and equivalent amounts of Monte Carlo simulated data to model
detector response, detector acceptance and provide a baseline for looking for "new
physics." Even after the first level of analysis, each experiment will be left with many
tens of TB of data per year. The data must be available to a hundred or more
collaborators per experiment, spread across the United States and the world. Effective
analysis of this reduced data requires that it be accessed multiple times. The total cpu
power required is several 100 GFLOPS for the larger experiments. Then, the tens of
TB of processed data must be sorted and further analyzed by many researchers in
order to extract publishable scientific results on a wide variety of topics.

Three challenging aspects of data management and access must be solved: 1) efficient
organization of the data to be stored, managed, and accessed to allow timely selection
of interesting events (avoid full data set reads); 2) providing the cpu cycles and
massive parallelism required for analysis and simulations; and 3) development of the
software and remote access environment that permits many (100) physicists to
individually select the data sets of interest and implement particular physics analysis
algorithms.

(From http://www-rnc. lbl.gov/GC)

3 APPROACH
In this paper we describe a distributed, wide area network based architecture intended to deal with
many aspects of the data that originates from on-line instruments. This architecture is centered on a
network-based, distributed high-speed cache that provides:

• Transient storage for collection, processing, and organization of instrument data streams

• A common high-performance data interface for:
- instruments
- parallel-distributed processes (simulation, reconstruction, and analysis applications in the case

of HENP)

• Support for large numbers of distributed applications (e.g. many remote analysts)

• Mass storage system independent, tertiary storage management and access

• Possible query refinement mechanism through in-line data filtering
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One motivation for
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distributed access to
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Our model (Figure
1) is that data from on-line systems is collected in a cache, form which it is processed and archived (the
processing could be initial analysis for tertiary storage optimization, for deriving alternate data
representations, etc.). The same cache (which may be centralized or as distributed as the user
community) is used for staging data (or providing a window on very large data sets) from tertiary
storage in order to provide application access to the data.

In one current
prototype of this
architecture, high-volume
health care video data used
for diagnostic purposes (a
cardio-angiography
system) are collected at
centralized imaging
facilities and, through the
use of the architecture
described here, are stored,
accessed, managed, and
used at hospitals of the
referring physicians. This
instrument generates about
3 megabytes/sec of
network traffic. In health
care imaging systems the
importance of remote end- Figure i
user access is that the
health care professionals at the referring facility (hospitals or clinics frequently remote from the tertiary
imaging facility) will have ready access to not only the image analyst's reports, but the original image
data as well.

Similarly with data intensive, scientific collaborations, researchers that are at sites remote from
the data generation and storage require ready access to the data objects. See, e.g., [Johnston95V] and
[Greiman97H].
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In this paper we
specifically discuss
projects whose goals
are to demonstrate a new
and scalable approach to
the problem of high-
bandwidth data handling
for analysis of high-
energy and nuclear
physics data, when the
source of data (20-
40 megabytes/sec) is
remote from the
computational and
storage facilities. The
STAR experiment at
RHIC([STAR1],
[STAR2]) is used as the
basis for a realistic
example. The STAR
data characteristics are illustrated in Figure 3

One objective of this
work include
demonstrating the use
of distributed
computational systems
to do the first level of
data analysis in real-
time. The results of
this first level analysis
will support two
capabilities. First it
provides auxiliary
information to assist in
the organization of
data as it is transferred
to tertiary storage (the
STAR experiment is
expected to generate
about 1.7 terabytes/
day), and second it can
potentially provide feedback to the instrument operators about the functioning of the accelerator -
detector system and the progress of the experiment, in order that changes and corrections could be
made for this objective. This data model is illustrated in Figure 4.
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A second objective is to
support distributed
analysis. In this
situation many (of order
100) users who are
scattered throughout the
US, as well as other
HENP science locations
require access to
collections of second-
level data in order to
perform the physics
analysis. In this case,
the cache will serve as a
"window" on the data
sets that reside on
tertiary storage. The
cache will provide
many different analysis
processes with a
uniform access to data as a result of queries identifying data sets on tertiary storage, and then migrating
those data sets (or the portions of the data for which on-line storage is available) into the cache. The
cache can be centrally located, or distributed around the major analysis sites. In any event, all analysis
codes have access to all of the data. This data model is illustrated in Figure 5.

The architectural issues include the use of a distributed-parallel storage system as the cache for
all stages of data manipulation, the organization of the cache, the configuration of the supporting
networks, the various interfaces to the cache, and the management of the movement of data to and from
the tertiary storage systems, all in a wide area network.

The primary requirement is to be able to deal with the steady state (for weeks at a time) operation
of the distributed system so that data is not lost because of failure or congestion in network congestion
or computing systems in the processing / storage pipeline.

This paper also describes an experiment that is designed to validate and demonstrate the
approach, and some early results using an OC-12 (622 megabits/sec) ATM network to connect the
components that implement the architecture.

4 IMPORTANCE OF THE NEXT GENERATION INTERNET
A range of data-intensive applications will potentially be enabled by networks that routinely provide a
thousand times the bandwidth available today.

For example, if we posit that each major instrument / experiment at the National labs had access
to between 50 and 100 megabytes/sec of data bandwidth (500 - 1000 megabits/sec of ATM/SONET
level bandwidth), then major experiments with highly distributed user communities could operate in a
truly distributed fashion and provide new capabilities through real-time data analysis using distributed
resources.

For example in the case of a particle accelerator/detector such as RHIC/STAR, the 20-
40 megabytes/sec data stream out of the detector could be distributed directly to the experimenter's
sites. Each "experiment" (several weeks worth of data collection) could be distributed to the, say 5 - 10
sites directly involved in the experiment. This mode of operation would permit the use of many
distributed storage and computing resources, and would allow the collaborators to immediately start on
data analysis. The original data could be archived at one, or several, "central" archives (not necessarily
at the instrument site, but at a large archival storage operation such as that provided at NERSC), or
could be stored in many smaller archives at the collaborators' sites. Upon completion of the first level
of analysis, the processed data would immediately be available for second-level analysis. The second-
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level analysis might be performed on a different set of resources than the first level analysis, so data
would once again be sent into the network to a different set of distributed processing and storage
resources, and so on, until the analysis is complete.

This is a continuous process, and so the aggregate traffic is the sum of all of the components,
with the network links closest to the source of data (and perhaps the central archive systems) having to
sustain the highest bandwidth "single" flows.

This model of operation will:

• enable much more rapid analysis of data, with the ultimate goal being real-time analysis so that
the experiment may be validated, modified, or controlled based on the immediate feedback
provided by real-time analysis;

• enable alternatives to the expensive, single-use central computing and storage systems sited with
the instrument, as is the current mode of operation;

• allow for the aggregation of distributed resources located at the collaborator's sites for
computation, cache storage, and archival storage systems, in order to produce systems that are
larger that those found at any one site.
This model is applicable to any high-data rate scientific instrument, including, for example,

synchrotron light source micro-spectrometers, scanning confocal microscopes, electron microscopes,
etc. In the health care field, applications like cardio-angiography (multi-plane X-ray video) present
similar issues.

In both of these cases LBNL is developing experimental systems that are designed to
demonstrate the practically and validity of this use of high speed networks.

5 THE OVERALL MODEL
The high-speed data handling model is based on the idea of a standard interface to a large, application-
oriented, on-line cache Each data source deposits its data in the cache, and each data consumer takes
data from the cache, usually writing the processed data back to the cache. In almost every case there is
also a tertiary storage system manager that migrates data to and from the cache. (See Figure 1.)

Depending on the size of the cache relative to the objects of interest, the storage system manager
may only move partial objects to the cache; that is, the cache is a moving window for the object/dataset.
The cache - application interface can (and for this application, does) implement disk read semantics:
upon request available data is returned, requests for data in the dataset, but not yet migrated to cache,
causes the application-level read to block.

Generally, the cache is large compared to the available disks of the computing environment, and
very large compared to any single disk (e.g. hundreds of gigabytes).

This general model has been used in several data-intensive computing applications. For example,
a real-time digital library system (see Figure 6 and [DIGLIB]) provides the architecture that supports
the distributed imaging prototype mentioned above. This system collects data from a remote medical
imaging system, and automatically processes, catalogues, and archives each data unit together with the
derived data and metadata, with the result being a Web-based object representing each dataset. This
automatic system operates 10 hours/day, 5-6 days/week with data rates of about 30 megabits/sec during
the data collection phase (about 20 minutes/hour)

6 PROTOTYPE ARCHITECTURE FOR HENP DISTRIBUTED ANALYSIS
The prototype architecture for HENP data analysis is illustrated in Figure 7. The analysis phase is a
second level of processing, and typical data volumes are 1,700,000 megabytes/day, with a processing
requirement of 6 KSpecInt92/Mbyte.

The analysis framework generates queries that produce a list of objects of interest. This list of
objects, then, has to be retrieved from tertiary storage, and loaded into the cache for processing. The
loading process involves parallel transfers from the tertiary storage system to the cache. When an object
(or partial object) has been loaded into the cache, the object manager is notified, and in turn it notifies
the analysis code. Multiple instances of the analysis code (operating under the control of a work flow
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manager) running simultaneously on many different systems then read data from the cache into
memory, and processing commences. In a typical configuration [figure in final paper] the analysis
systems may be widely distributed, and they all consume data from the cache, and return results to the
cache.

7 STAR ANALYSIS
FRAMEWORK

The STAR analysis framework
(STAF - see [Tull97]) is being used
to provide a realistic application
environment in which to validate and
refine the data handling architecture
and implementation.

Generally speaking, STAF
(represented as "Analysis
Framework" in Figure 7) manages
self-describing data structures on
behalf of analysis modules. Data is
requested through a standard
interface that supports several
communications models, including
the DPSS cache. The data is
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converted to machine-specific format and placed into memory data structures, whence it is accessed by
the analysis modules.

8 DATA MANAGEMENT
The two major data management problem are:

• The organization of the initial storage of data so that subsequent queries will have efficient access to
the data on tertiary storage;

• Implementation of a query mechanism that will select subsets of the data based on values of sets of
data parameters.

In the first case, data is partially analyzed and index structures built to characterize the
parameters of interest. The data is then stored on tertiary storage based on the expected access patterns
through the index structures. In the second case the query mechanism operates on summaries of the
data to recover the data sets that have desired parameter characteristics. The queries will produce lists
of events and their tertiary storage location. The existence of the index structures can be used to
optimize the tertiary storage access. (E.g. minimize the number of tape reads.)

9 THE DISTRIBUTED CACHE ARCHITECTURE
The distributed-parallel storage system [DPSS] serves several roles in high-performance, data-intensive
computing environments. This application-oriented cache provides a standard interface for high-speed
data access, with the functionality of a single, very large, random access, block oriented I/O device (i.e.
a "virtual disk"). It provides a high capacity (we anticipate a terabyte size for the STAR analysis
environment) and serves to isolate the application from the tertiary storage system and the instrument.
Many large datasets can be logically present in the cache by virtue of the block index maps being
loaded even if the data is not yet available. In this way processing can begin as soon as the first data has
been migrated from tertiary storage.

There are several features of the DPSS that make it an important and unique capability for
distributed architectures. These features include application-specific interfaces to an extremely large
(16 byte indices) space of logical blocks; the ability to dynamically configure DPSS systems by
aggregating workstations and disks from all over the network (this is routinely done in the MAGIC
testbed); the ability to build large, high-performance storage systems from the least expensive
commodity components, and; the ability to increase performance by increasing the number of parallel
operating DPSS servers.

As illustrated in Figure 8, the DPSS is a "logical block" server whose functional components are
distributed across a wide-area network. The DPSS uses parallel operation of distributed servers to
supply, e.g., image streams fast enough to enable various multi-user, "real-time", virtual reality-like
applications in an Internet / ATM environment. The DPSS is fundamentally a random-access logical
block server: There is no inherent organization to the blocks, and in particular, they would never be
organized sequentially on a server. The data organization is determined by the application as a function
of data type and access patterns so that a large collection of disks and servers can operate in parallel
enabling the DPSS to perform as a high-speed data source or data sink.

The high performance of DPSS - about 10 megabytes/sec/commodity disk server - is obtained
through parallel operation of independent, network-based components. Flexible resource management -
including dynamically adding and deleting storage elements, partitioning the available storage, etc., are
provided by design, as are high availability and strongly bound security contexts. The scalable nature of
the system is provided by many of the same design features that provide flexible resource management,
which has the capability to aggregate dispersed and independently owned storage resources into a
single cache.

When datasets are identified by, e.g., the STAF object manager, and are requested from tertiary
storage, the logical to physical block maps become immediately available. The data mover that
migrates data from MSS to DPSS operates asynchronously, and if an application "read" requests a
block that has not yet been loaded, then the application is notified (e.g. when using the file I/O interface
the read operation blocks). At this point the application can wait or request information on available
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blocks in order to continue processing. (STAF reads megabyte sized data units, but processes these
units independently, so processing scheduling can be data driven or organization - request order -
driven.)

The STAF application uses file I/O semantics provided in the DPSS access interface, and reads to
do not complete until data is available.

Typical DPSS implementations consist of several low cost workstations, each with several SCSI
controllers, and several disks on each controller. A three server DPSS can thus provide transparent
parallel access to 20-30 disks (150 disks in a high capacity configuration). The data layout on the disks
is completely up to the application, and the usual strategy for sequential reading applications is to write
the data "round-robin" (stripe across servers and disks), otherwise the block locations are randomized
when they are written. (Our experience has shown that random placement of blocks provides nearly
optimal parallelism for a wide range of read patterns if the number of independent disks is large.)

The DPSS provides a scalable, dynamically configurable, high-performance, and highly
distributed storage system that is usually used as a (relatively long-term) cache of data. It is typically
used to collect data from on-line instruments and then supply that data to: analysis applications; to high
data-rate visualization applications as in the case in the MAGIC wide-area gigabit testbed where the
DPSS was originally developed (see [Lau94], [DPSS], and [MAGIC]); or to mass storage systems
(after cataloguing, reorganizing, or pre-processing). The system is currently used in satellite image
processing systems and for distributed, on-line, high data-rate health care imaging systems.

10 PERFORMANCE
As was mentioned, a typical DPSS server consists of a commodity workstation (e.g. a 200 MHz
Pentium) with one high speed network interface (100 Mb/s Ethernet or 155 Mb/s ATM), three or more
SCSI adaptors, and three or more disks on each SCSI string. Each such server can independently
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deliver about 10 megabytes/sec of data to a remote application which sees the aggregated streams for all
servers in a DPSS system.

Performance for the STAF application was measured using a two disk server, four disk, DPSS
configuration. Data requests are made through the DPSS file semantics interface which collects blocks
from the DPSS servers, buffers them, and provides serial access to the buffer through an API. The
throughput rates are measured as data is delivered to the analysis modules, a path that includes
translating the data to the appropriate machine format and structuring it in memory (both of which are
very fast operations). With STAF running on a Sun E-4000 system with an OC-12 (622 Mbit/s) ATM
interface, a data rate of 19 megabytes/s is achieved for reading data (as expected for two disk servers),
and 16 megabytes/s for writing data.

Running 10 instances of the application simultaneously results in about the same aggregate
throughput.

11 AN EXPERIMENT IN HIGH-SPEED, WIDE AREA DISTRIBUTED DATA HANDLING
It is our contention that in the time frame of the next generation of physics experiments (2000-2005
AD) that wide area networks will be easily capable of distributing the instrument output data stream
anywhere in the US (and probably to Europe).

There are two advantages to this scenario. First, the first level processing (which is easily
parallelized) can be done using resources at the collaborators sites (each experiment typically involves
5-10 major institutions). Second, large tertiary storage systems exhibit substantial economies of scale,
and so using a large tertiary storage system at, say, a supercomputer center, should result in more
economical storage, better access (because of much larger near-line systems - e.g. lots of tape robots)
and better media management, especially in the long term, than can be obtained in local systems.
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Figure 9 The Distributed Processing Experiment
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To this end, we propose that the data handling architecture developed for the real-time digital
cataloguing system noted above (Figure 6) can be used for this purpose

This scenario will be tested in the following experiments. A DPSS and a computing cluster are
located at Lawrence Berkeley National Laboratory. The NTON network testbed [NTONC] that
connects Berkeley and LLNL can be configured for a 2000 km, OC-12, path (by using the 16 OC-12
SONET paths that make up the 400 km underlying network). A high-speed workstation that has a
collection of STAR events stored on its disks is located at LLNL and connected to NTON. This
workstation will emit events at the same rate as the STAR detector, and this data will be cached on the
DPSS at Berkeley. The computing cluster will process data out of the cache (doing "reconstruction")
and those results will be written back to the cache. A storage manager will migrate data to tertiary
storage (or a "null" system that has the same throughput characteristics, as there is little point in
actually storing this synthetic data).

12 CONCLUSIONS
The experiments described here are work-in-progress. The use of the DPSS as cache has demonstrated
the required performance, but a complete demonstration of scalability requires running hundreds of
analysis processes (which will be done in the near future). The wide area, high-data rate experiment
configuration is nearly complete, and results are expected in the near future. We expect that this
experiment will be successful, because several precursors have been carried out in the MAGIC testbed.
However, experience has also shown that every significant increase in throughput and/or scale raises a
new set of issues. We anticipate that this work will both provide a prototype for, and migrate to the Next
Generation Internet environment in order to provide realistic environments for distributed science.
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DISCRETE-EVENT SIMULATION FOR TRIGGER AND
DATA ACQUISITION SYSTEMS IN HIGH-ENERGY PHYSICS

RalfSpiwoks
CERN, Geneva, Switzerland

Abstract
Simulation is a widely used method to analyse and design complex systems.
It is applied where the complexity of a system inhibits a closed-form
description or where the cost of experiments or of prototypes inhibits
measurements. Simulation is based on an abstract model of a real system
described in terms of objects and their behaviour. In discrete-event simulation
the objects' behaviour is expressed in terms of state changes which can occur
only at discrete events in time. This method is very suitable for computers
and a wide variety of programming languages for this purpose is available.
As an example of such a language, MODSIM will be described in some detail.
The design of trigger and data acquisition systems for future experiments in
high-energy physics is used as an example application of discrete-event
simulation.

1 INTRODUCTION

Simulation is the imitation of a real-world system. It is a method which analyses a real-world system by
creating an artificial history of that system and by asking questions of the type "what would happen
if?".

Simulation, as a method, is widely used to understand systems in a variety of fields. It is a
powerful technique because it is based on numerical methods and can be implemented on computers.
With the ever-growing performance of computers, simulation is easier to apply and finds many more
applications. Simulation is also a fashionable method which relates to some hot topics in computing
science such as virtual reality. It is used to recreate the real world with digital methods.

Simulation is in particular useful
• to give insight into a system: it helps to understand and visualize the behaviour;
• to give numbers: it can be used to evaluate the capacity of a system and to find its bottlenecks;
• to enhance reliability: failures of the system and strategies to avoid failures, as well as strategies to

recover from failures can be simulated;
• to make decisions: different parameters and policies of the system can be compared.

Simulation is used for analysis and design of complex systems. Simulation is in particular more
powerful than other methods if the system under investigation is complex and has many active elements
with different and sometimes concurrent activities. Simulation has to be used if experiments or
prototypes are excluded because they would be too expensive, too dangerous or even impossible.
Simulation can be used without affecting or disturbing the real-world system.

Simulation finds applications in many fields:
• in science: chemical reactions, behaviour of molecules or particle collisions, etc.
• in industry: material handling, assembly operations and inventory systems, etc.
• in business: stock market, insurance companies and project planning, etc.
• in public services: health care, transportation systems, telephone switchboards, etc.
• in computer systems: performance prediction and optimization, computer network evaluation, etc.
• and many more.
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2 PRINCIPLES OF SIMULATION

2.1 Definition

Simulation is based on an abstract model which in turn is based on a real-world system.

A system is a set of entities, their relationships, attributes and activities. A system is embedded in
an environment with which it exchanges some input and output, as shown in Fig. 1. The boundaries of
the system are an important part of its definition. Every system has a structure, behaviour and input and
output.

input
•

boundary'

environment
system

• • A

o o
A

.structure/behaviour.

output
•

• boundary

Fig. 1 Model of a System

Modelling is a very human activity. A model is the representation of a system. This
representation maps the structure and behaviour of the real-world system to a logical structure and
behaviour in the model. The representation can be
• physical, e.g. a scale model of a real-world system;
• logical, e.g. a textual description of the system;
• symbolic, e.g. using graphical symbols and diagrams to represent the system;
• mathematical, e.g. using mathematical expressions to describe system entities and behaviour (this is a

special form of a symbolic representation).
Models can be classified as static or dynamic. A static model does not change over time or is

only taken at one point in time. Dynamic models describe the evolution of the system over time. Models
can be continuous or discrete. In a discrete model the attributes are described with discrete numbers
while in a continuous model the attributes can take any arbitrary values. Models can be deterministic or
stochastic. In a deterministic model the behaviour and attributes are well known and follow certain
explicit rules. In a stochastic model the behaviour and attributes may vary according to some random
processes. Some models are actually mixtures of the classifications mentioned.

A model also contains performance indices which are used to evaluate the system. These indices
allow to "measure" the performance of the system without affecting the actual system. Typical
performance indices are average values, minimum/maximum values or probability distributions of
values.

Simulation is the execution of a model assuming a certain initial condition and a certain input and
output, and calculating the performance indices. The model is taken and exposed to some input and
output provided by the user. The behaviour described in the model is executed step by step and the
performance indices are calculated. In that sense a simulation can be "run" and make "measurements".

2.2 Simulation Cycle

When using simulation to analyse or design a system a certain cycle is followed:

1. System analysis:

In the first step, the system has to be analysed. The boundaries between system and environment
must be drawn and the entities of the system identified. The relationships of the entities, their
attributes and behaviour have to be understood. The input and output of the system have to be
identified. Statistical methods of data collection might be used to analyse the input and output.

2. Modelling:

When the system has been analysed it can be modelled. The entities and their relations, attributes
and behaviour have to be represented in some form. The level of detail of that representation has to
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be defined. The input and output can be modelled using probability functions. The aim of the
simulation must be defined and the performance indices be introduced in the model. If necessary,
the modelling step might be iterated when the system analysis reveals new aspects of the system or
different aims of the simulation are formulated.

3. Simulation:

The model has to be translated into a form which can be used to "run" a simulation. Usually a
simulation language is used for this purpose. Computer programs are generated to execute the
model. The calculation of the performance indices has to be included, initial configurations and
input and output to be provided. The program can then be run and produce some results for the
performance indices.

4. Verification:

In this step the consistency between the simulation and the model is verified. Does the simulation
agree with the model? It must be checked if the simulation contains all the necessary elements to
deliver the requested performance indices and if they are meaningful. If necessary, the simulation
has to be revised to be in agreement with the model.

5. Validation:

When the simulation is known to be consistent with the model it has to be validated against the
system under study. Does the model agree with the system? This step can be carried out
comparing the simulation with experiments or prototypes. If necessary, the model has to be
revised and a new simulation to be carried out. The level of detail which was used to model the
system can be increased or reduced to give better agreement between the model and the system.

6. Simulation analysis:

Once the simulation is validated it can be used to produce the expected performance indices.
Several simulation runs can be used to understand and evaluate the system, to describe its
performance and to find its critical points. The simulation can be used to investigate the system's
behaviour for different parameters or for failures. In the end, different simulation runs can be used
to compare different configurations, parameters and policies in order to decide on design issues.

The simulation cycle might be repeated for cases in which the simulation leads to a new analysis of the
system. Often the system analysis and modelling phases are carried out in parallel. Sometimes the
modelling and simulation phases merge if the tools for modelling can automatically create a simulation
program from the model. The validation sometimes can only cover part of the model and the simulation
results depend on assumptions made in the model.

2.3 Types of Simulation

There are different types of simulation which can be classified as follows. The actual type depends on
the system and the model which has been made of it.

In a physical simulation a physical model is made of the system under study and exposed to real-
world input and output. In a mathematical simulation the model is described in mathematical terms.
The mathematical simulation can then be carried out by finding an analytical solution or a numerical
solution. In the last case, nearly always a computer is used to find the solution. The word "simulation"
is applied, in a narrower sense, only to the mathematical simulation based on numerical methods
carried out on a computer. It will be used in that sense from now on.

Different examples of simulation can be listed. This list is not exhaustive and only shows the
most important types of simulation:

• Differential or difference equations:

Some models can be represented in the form of (partial) differential or difference equations. Their
solution might, however, not be available analytically and numerical methods have to be applied to
simulate the system's behaviour.
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• Monte-Carlo simulation:

In a Monte-Carlo simulation the emphasis is on the stochastic aspect. Time is usually not
important and the system is studied as before and after some random process. Usually this will be
repeated many times to get statistical significance of the performance indices observed.

• Cellular automata:

In cellular automata the system is described in discrete space. The model consists of many cells
which have neighbours in one or more dimensions. The behaviour of each cell is usually described
with respect to its immediately neighbouring cells.

• Discrete-event simulation:

In discrete-event simulation [1-5] a system is described in discrete time. The model contains
elements which have a state. The state can change at discrete moments in time.

Often a simulation is a mixture of types. Discrete-event simulation might (and usually does) contain
elements of a Monte-Carlo simulation. Sometimes discrete and continuous elements are mixed: e.g.
differential equations could be used to describe an attribute of an entity and when a certain value of that
attribute is exceeded a state change occurs.

2.4 Discrete-event Simulation

2.4.1 Queueing Models

Discrete-event simulation is often applied to describe a model of a system in which there are entities of
traffic flowing through the system. These entities which can be parts, products, vehicles, people, jobs or
work orders need certain resources. These resources can be machines, handling equipment, space,
manpower or processors. In such a typical model the behaviour of the system is expressed as a network
of queues in front of each resource which the entities have to pass.

The most simple queueing model is a single queue where entities arrive and queue up in front of
a server (= resource). Examples of such a basic queue are waiting queues of clients in a bank, cars in
front of a petrol station or processes on a processor. The input parameters of such a queueing model are
described by
• the interarrival time;
• the servicing time;
• the number of servers, in case there are more than one;
• the queue length, in case there is only a limited number of queue places;
• the customer population, in case there is a finite population and customers can only re-enter in the

queue after they have been serviced.
The way customers and servers are chosen is called a policy and is part of the model. In

particular, the policy to choose which customer from a queue of several waiting customers is serviced
next, is called "queueing policy". The policy to choose the next server to service a customer, if there are
several servers available, is called "servicing policy". Some policies are frequently used:
• first-in-first-out, e.g. the customers are served in the order they arrive;
• round-robin, e.g. the servers are chosen in a fixed order;
• random, e.g. the customers are chosen at random;
• prioritized, where the priority is either something staticly assigned to each customer/server or is

something that can change over time. A typical example for a static priority is the shortest-job-first
policy. In a scheme with dynamic priority the priority might e.g. be recalculated depending on how
long one job has already been waiting.

The typical performance indices for the queueing model are
• for a customer: the probability to wait, the time spent waiting and the total time spent in the system;
• for a server: the time spent idle and the load which is the fraction of time the server is busy;
• for the queue: the average number of customers in the queue and the fraction of customers which had

to be turned away because a finite queue was full.
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There is a general mathematical theory for queueing models which is called "queueing theory"
[6]. This theory tries to calculate the performance indices from first principles assuming that the system
and its input and output can be described with the help of stochastic processes. For some queueing
problems there exists an analytical solution. Of course, in such case a simulation does not need to be
run. In most cases, however, with large networks of queues or complicated policies there is no other
solution than simulation.

2.4.2 State and Event

Discrete-event simulation is a simulation where the system is modelled in terms of entities which have
states. The state is a set of variables which describe the entity at any given time. The state changes can
only occur at discrete moments in time. This is called an "event". Between two consecutive events the
entity does not change its state. The state of the whole system is described as the superposition of the
states of all entities in the system and simulation is carried out by advancing simulation time from one
event to the next.

In the example of a single-server queue the state of the system can be described by the total number of
customers in the system. The arrival of a customer is an event which increments the number by one. The
departure of a customer is another event which decrements the number by one.

Often the state of an entity can be described among a finite set of states. The entity following
such a model is called a finite-state machine. When an event occurs a transition from one state into
another is accomplished. The whole system can be described as a set of finite-state automata which
communicate with each other in terms of events causing state transitions.

In the example of the single-server queue the server can be in state "idle" or "busy". The events
"customer arrival" and "customer departure" lead to state transitions depending on the queue status,
as shown in Fig. 2. Some of the transitions have the same initial and final state.

new customer arrives
and queue is empty

customer departs
and queue is empty

new customer arrives customer departs i
V and queue is not empty and queue is not empty /

Fig. 2 Finite-state Machine of a Server in a Single-server Queue

Since simulation consists of advancing simulation time from one event to the next it should be
noted that the simulation time is not the same as the real-world time. The advancing of simulation time
usually goes in one step while carrying out the state changes related with each event is instantaneous in
the real world but takes some time in the simulation program. This is a big advantage of discrete-event
simulation as it can expand or compress time as needed to understand the behaviour of the system.

2.4.3 Activity and Process

Describing a complex system with many active elements in terms of individual events might be tedious.
Therefore events are usually grouped to activities and processes. An activity is a duration of time and
has an event to begin and an event to terminate. Between these two events an activity is supposed to be
carried out. An activity usually can be unconditional, that is it takes a fixed amount of time. Or it might
be conditional in which case it takes an unspecified period of time and the termination of the activity
depends on the state of other entities.

A process is a time-ordered set of events and activities which describe the "life" of an entity, as
shown in Fig. 3. Processes can have several concurrent activities and might depend on other processes.
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Processes are a higher level of description than events and can often map more easily on the entities in
the system.

process

f~* ~ — ~ * •activity 2
—T-. 7 * ^

' i activity 1 i >

event 1 event 2 event 3 event 4 event 5 t ime

Fig. 3 Relation of Events, Activities and Process

E.g. a customer in a shop who chooses some goods, waits in front of the desk and pays can be described
as a process which consists of several activities.

2.5 Examples

Other examples of models which can be used for discrete-event simulation are:

• A computer can be described as a system with a set of jobs which wait for access to the processor and
once they have run some time on the processor might have to wait for access to the disk or other I/O
devices.

• An assembly line consists of several machines which produce and assemble parts in series. In front of
each assembly station some waiting time must be taken into account. The parts following the line are
the customers, the machines are the servers.

• A traffic intersection is a complicated network of queues which depend on each other. The resource is
the space to cross the intersection safely. The policy for deciding which car can cross the intersection
might be complicated taking into account the different rate of car flows in the different directions.

3 IMPLEMENTATION OF DISCRETE-EVENT SIMULATION

3.1 World views

The system's behaviour for a discrete-event simulation is expressed in terms of events, activities and
processes. According to which one of these the emphasis is put on there are three different paradigms of
implementation: the event scheduling, the activity scanning and the process interaction. Though they all
lead to different implementations, the application, or the point of view of a user, will be unchanged.

3.1.1 Event Scheduling

In the event scheduling paradigm the emphasis is on events, or state changes of the system. The
simulation program is written by describing all possible events and what has to be done when an event
occurs. The simulation program keeps a time-ordered list of events and runs through the following
algorithm: first, the next event is read from the list and the action belonging to it executed. Then the
simulation time is advanced to the next event in the list. The simulation keeps running by the fact that
one action carried out for an event might include the scheduling of other events.

An example for the event scheduling paradigm is shown in Fig. 4 containing pseudo-code for the
simulation of the single-server queue. The EVENT statement describes the events which are the arrival
of a customer and the departure of a customer. The additional event of generating a customer is used to
keep the simulation going. The SCHEDULE statement describes the scheduling of an event on the list of
future events at a given time. The simulation program has to run through the list of future events
carrying out the actions associated with each event which include the scheduling of further events.

In this paradigm the simulation program contains an event list and a time variable. The
mechanism to schedule events is defined as well as a mechanism to advance time to the next event in
the list.
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EVENT ArrivalOfCustomer
if(Server==idle)

Server = busy
SCHEDULE(ti,DepartureOfCustomer)

else
putCustomerlntoQueue

EVENT DepartureOfCustomer
if(Queue = empty)

Server = idle
else

getCustomerFromQueue
Server = busy
SCHEDULE(t2,DepartureOfCustomer)

EVENT GenerateCustomer
SCHEDULE(t3,ArrivalOfCustomer)
SCHEDULE(t4,GenerateCustomer)

Fig. 4 Example of the Single-server Queue in the Event Scheduling Paradigm

3.1.2 Activity Scanning

If the system's behaviour is described in terms of activities another paradigm for implementation can be
used: all possible activities and their conditions are described and held in a list. The conditions being
either a specific period of time to pass or some dependence on other activities. The simulation program
then checks all activity conditions and executes the activities which can be carried out. Since the
execution of some activities can produce conditions for other activities to start, the scanning process has
to be repeated until there are no more activities which can be carried out. Only then can the time be
advanced to the next activity.

An example for the activity scanning paradigm is shown in Fig. 5 containing pseudo-code for the
simulation of the single-server queue. The ACTIVITY statement describes the activity of which there is
only one: the servicing of a customer. The additional activity of generating a customer is used to keep
the simulation going. The EXECUTE statement sets the activity's internal due time and event type to the
given values. These can be used in the simulation program which has to scan the conditions of the two
activities and to advance the time once no more activities can be started or terminated.

ACTIVITY ServicingCustomer
if(event_type = Arrival)

if(Server = idle)
Server = busy
EXECUTE(t,,Departure)

else
putCustomerlntoQueue

else
if(Queue = empty)

Server = idle
else

getCustomerFromQueue
Server = busy
EXECUTE(t2,Departure)

ACTIVITY GeneratingCustomer
if(event_type = Arrival)

EXECUTE(t3>Arrival)

Fig. 5 Example of the Single-server Queue in the Activity Scanning Paradigm

In this paradigm there is no explicit scheduling of events and the calculation of a time order for
the events is replaced by the scanning of all conditions of the activities. The simulation program also
needs a list, which now is the list of all activities, and also has a time variable. The activity scanning can
have a better performance compared to other paradigms in some cases. Nevertheless, there are only a
few languages available which use this paradigm. It is relatively unpopular compared to the other two.
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3.1.3 Process Interaction

In the process interaction the system's behaviour is described in processes. Every process in the model
is translated into an independent process in the simulation. The processes can be active or suspended in
which case they either wait a specified (or scheduled) time or wait on some condition depending on
other processes. The simulation finishes with the imminent process until this one suspends and then
checks all processes which are waiting on some condition starting the one whose condition is true. If
there are no more processes which can be started immediately the time is advanced to the next event
and the process to which it belongs is activated.

An example for the process interaction paradigm is shown in Fig. 6 containing pseudo-code for the
simulation of the single-server queue. The PROCESS statement describes the processes of which there is
only one: the customer. The additional process of a customer generator is used to keep the simulation
going. The WAIT statements suspends the process for a specific period of time or until a certain
condition becomes true. The simulation program schedules the processes and activates them whenever
necessary.

PROCESS Customer
WAIT FOR (Server==idle)

Server = busy
WAIT DURATION t]

Server = idle
deleteProcess(SELF)

PROCESS CustomerGenerator
while(TIME < TIME_END_OF_SIMULATION)

WAIT DURATION t2

generateNewProcess(Customer)

Fig. 6 Example of the Single-server Queue in the Process Interaction Paradigm

In this paradigm the simulation program keeps a list of processes and their state. The list might
be divided into one part for the processes scheduled at a given time and those which are waiting on
some conditions. The simulation program has a time variable and a scheduling mechanism. Often the
simulation program can be based on already existing packages for the scheduling of concurrent
processes.

The process interaction paradigm can be used to run complex simulation programs in a parallel
way on several processors. Each process can, in principle, have its own future event list and time
variable, and run on a different processor. The processes exchange messages to tell each other what has
to be done. Some mechanism has to ensure that causality is not violated, i.e. that a process does not
receive a message about something that happened at a time earlier than its local time. Several
algorithms to avoid this kind of problem have been discussed [7].

3.2 Simulation Program

Though there are different paradigms to implement a simulation program they all require a list of future
events, activities or processes and a time variable. The list needs a mechanism to schedule items on it
and the time variable corresponds to a mechanism to advance time to the time of the next event. This
can also be done in fixed steps to make the simulation faster or because there is already a specific
periodic time in the model.

Other than these two elements the simulation program also needs some mechanism to collect
statistics for the performance indices. Usually some histogramming mechanism is available to give
average values and distributions. Another important element are the random variables which are taken
from random number generators [1],[2],[8]. These provide the element of randomness for attributes,
waiting times, and so on. Some frequently used random number probability density functions include
the uniform, the exponential and the normal distribution.

In addition, a simulation program needs some input/output functions to exchange parameters
with the user and to print reports for the performance indices. Sometimes a graphical user interface can
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be used for representation of the model, for graphical input/output of parameters, for animation of the
system behaviour (changing some parameters on the screen while the simulation runs) and for the
presentation of the results. Other utility functions include libraries for list handling or pre-defined
simulation entities which can be re-used for the simulation. A simulation program should also include
some mechanism to debug and trace the actions it takes, in particular if there are many concurrent
actions.

The common structure of a simulation program with all the elements mentioned before then will
have to run through the following steps:

1. Initialization:

At initialization all entities have to be declared in terms of events, activities or processes
depending on which paradigm is chosen. The first events, activities or processes have to be
scheduled.

2. Simulation:

In the main part the simulation program then starts the time advancing mechanism and keeps
going through the list of events, activities or processes. At the same time the statistics are collected
for the performance indices.

The simulation will stop either when there is nothing more to do, a certain simulation time has
elapsed or a certain number of entities have passed through the system.

3. Report:

In the end the simulation program should print out the statistics collected for the performance
parameters. Some histograms may be plotted and the simulation be analysed.

3.3 Languages and Tools

There are many languages and tools available for discrete-event simulation (and other types of
simulation). They exist for general and specific problems and for all kinds of platforms: PCs, work-
stations and main frames. There are some overviews of the existing languages and tools available on the
WWW which are updated regularly [9]. Different classes of languages and tools can be classified as
follows:

• High-level languages

Any high-level general-purpose language can be used to write a simulation program. FORTRAN,
C, C++ and PASCAL are some examples. When using a general-purpose language the user has to
program the model and all the simulation specific part.

• Simulation languages

Simulation languages are specifically designed for discrete-event simulation, like e.g. C++SIM,
GPSS, SIMSCRIPT, SIMULA, MODSIM and so on (see [9]). In these languages the user has to
write the model and the languages provide all the syntactic elements for the simulation as well as
usually some library of simulation entities ready to use.

• Simulation tools

Simulation tools exist for discrete-event simulation of specific problems, like for manufacturing
systems, health care, networking systems, scheduling problems, and so on. In these tools, the
model and the simulation are provided, so that no programming needs to be done. The user
provides input parameters to the model and then observes the results delivered by the program
which usually is called a "simulator".

When choosing a language or tool for a problem at hand the user should consider the following points:

• Suitability: is the language/tool suitable for the problem? Are there other methods like analytical
solutions, experiments or prototypes?

• Completeness: does the language/tool contain the right random number generators? Does it cover the
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statistics collection for the performance indices? Does it have a graphical user interface and
animation? Can it be interfaced with spreadsheet applications, computer aided design tools, graphical
user interfaces and virtual reality programs?

• Programming environment: does the language/tool use the right editors, compilers and debuggers?
• Resources: what resources does the language/tool require? What does it cost? What hardware does it

require and what execution speed does it provide? Does it require training and what is the learning
curve?

3.4 MODSIM

MODSIM is a commercial language for discrete-event simulation [10]. It is based on M0DULA2 and has
a block structure. It is object-oriented and gives encapsulation of data, polymorphism and inheritance.
It accomplishes discrete-event simulation in the process interaction paradigm with each process being
described as one object.

MODSIM is widely used in high energy physics. It is a high-level simulation language in the sense
that it is not restricted to a specific problem. Therefore it can easily be used to describe data flow
systems from a high-level point of view (see Sect. 5).

3.4.1 Language Features

In MODSIM all statements are grouped in blocks and each block has a begin and end statement. The
whole software for a model can be divided into modules: the MAIN modules contains the behaviour of
the model as a whole. The DEFINITION and IMPLEMENTATION modules contain the behaviour of the
individual objects (which are similar to the .h or .c files in C, respectively). With the help of the IMPORT
statement the objects can be used in other modules (like the #include statement in C).

MODSIM code is translated into C and can easily include other code already available in C.
MODSIM further has a utility to re-compile only those modules of a simulation program which need re-
compilation (much like the "make" utility in UNIX). Furthermore it contains a browser taking into
account the structure in terms of modules, objects and their inheritance trees. A debugger can be used to
trace actions of objects and to check the list of pending objects.

3.4.2 Object-oriented Features

Like in any object-oriented language MODSIM groups attributes and methods to objects to make logical
units. This is called "encapsulation". Each process of the simulation is expressed as an object in the
simulation program and has attributes and methods.

The objects are usually declared in separate DEFINITION modules and the implementation of the
objects' methods in corresponding IMPLEMENTATION modules. The objects are dynamically
instantiated using the NEW statement, and deleted using the DISPOSE statement. The methods of an
object are invoked in ASK or TELL statements, e.g. ASK ActualObject TO DoSomething, where
ActualObject is an instantiation of an object and DoSomething is a method defined for that object.

Inheritance can be used to reflect logical relations between objects of the type "object B is a kind
of object A". A derived object inherits all the attributes and methods from the parent object, can add
other attributes and methods and override the inherited methods to give them a specific meaning. This is
called "polymorphism".

3.4.3 Simulation Features

The simulation in MODSIM is expressed in terms of several syntactic elements like the TELL and the
WAIT statements. The TELL statement is used to start a method of another (or the same) object
asynchronously. The invoked object will be activated with the specified method while the current
method will continue in parallel. The WAIT statement is used to either suspend the invoking method for
a specified period of time or to start a method of another (or the same) object and to suspend itself until
the invoked method has finished. This is a mechanism to synchronize two different methods of two
objects or of the same object. Methods invoked with the ASK statement are instantaneous and do not
spend any simulation time.
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The whole simulation can be regarded as a collection of objects with several methods being
active at the same time. The synchronization between the different methods of the objects is achieved
either by using the WAIT statement (as described above), by a dedicated trigger object or by using
interrupts. The trigger object is part of the MODSIM library and allows arbitrary synchronization
between methods. One object uses the WAIT statement to invoke the Fire method of an instantiation of a
trigger object and another object uses the TELL statement to invoke the Trigger method of the
instantiation of the trigger object. When the latter method is invoked the object waiting on the
instantiation of the trigger object is activated.

The interrupt procedure allows to interrupt the waiting of an object which was suspended using a
WAIT statement. The suspended object will be activated and continue its action after a dedicated
INTERRUPT clause in the WAIT statement.

The user has to program the model in terms of objects (= processes) which spend time and
interact with each other. This is following the process interaction paradigm. The language provides the
necessary syntactic or library elements and takes care of the scheduling of the processes which is
completely hidden from the user.

Examples of MODSIM code can be found in Subsect. 5.1.3 for the simulation of an event building
system.

3.4.4 Library and Utilities

MODSIM has a library which contains many useful objects for simulation. These objects include
random number generators, queue objects for all kind-of lists and list operations, resource objects and
the aforementioned trigger object.

Another important utility in MODSIM is the MONITOR method. This is a method of an object
associated with an attribute of the object. Each time the attribute appears in a left-hand or right-hand
statement the MONITOR method will be called and can print out a statement, collect some statistics or
update a graphics object.

MODSIM also has a rich graphics library which can be used to represent the model, to input/
output parameters, to animate the model while the simulation is running and to present the results at the
end of the simulation.

4 TRIGGER AND DATA ACQUISITION SYSTEMS

4.1 Definition

In high-energy physics and other experiments a trigger and data acquisition (TDAQ) system takes the
signals of a detector and delivers them to the physicist, usually by recording the data on tape. For more
details see e.g. [11].

The TDAQ system has several tasks: it digitises the signals from the detector if necessary, using
an analogue-to-digital conversion. It collects the data from several parts of the detector which usually
consists of several sub-detectors and modules, and multiplexes these data into one stream of data. The
TDAQ system can do zero suppression in which only the data from signals above a certain threshold are
kept and may also format the data according to the requirements defined for the analysis step which is
usually carried out off-line. The TDAQ system also has to select the useful data and to drop the signals
which the physicist is not interested in. This is called the "trigger" of an experiment.

An example architecture of a TDAQ system consists of an analogue-to-digital converter and multiplexer
which writes the data from several channels of the detector into one buffer. The trigger either receives
directly the signals from the detector or the data from the bujfer and decides which data are read out
and which are dropped. The read-out task reads the data from the buffer and writes them to a
permanent storage. Some control tasks take care that everything works as it should.

A TDAQ system can be regarded as a queueing system in which the buffer is the queue and the
trigger and the read-out tasks are servers. In addition, the physics in a detector usually follows some
stochastic processes, so that they have random parameters. The trigger rates, i.e. the number of accepted
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data per time unit, depend on the physics. The processing times for trigger and read-out tasks depend on
the physics and the data size (if after zero suppression it varies). A varying data size also influences the
transfer times of data between buffer and read-out. Often, TDAQ systems have several data streams in
parallel and include several levels of triggers. All in all, TDAQ systems can be described as networks of
queues, and discrete-event simulation is an appropriate way to analyse and design them.

4.2 ATLAS Experiment

As an example, the ATLAS TDAQ System will be taken. ATLAS [12] is a future experiment at the
LHC at CERN. The LHC will be a proton-proton collider running in the year 2005 and delivering
proton-proton collisions every 25 ns at an energy of 14 TeV. This will be the highest energy for proton-
proton collisions achieved so far and will give new insight into the world of the smallest particles. It
will increase the understanding of the Standard Model which is a model of the world of particles as it is
conceived now. It might also lead to new observations and discovery of new particles.

The ATLAS experiment is a general-purpose experiment which tries to exploit all of the new
phenomena observable at the LHC. The ATLAS detector is built of several sub-detectors and has
altogether 108 electronic channels which need to be read out in principle every 25 ns.

The TDAQ system of the ATLAS experiment has to deal with an unprecedented data rate. The
current design is based on three levels of triggers and several streams of data in parallel, as
schematically shown in Fig. 7. The signals produced by the detector are stored in front-end pipelines
while the level-1 trigger finds a decision. If accepted, the signals are read out by the read-out driver and
converted to digital data, if not already done before. The data are stored in read-out buffers until the
level-2 trigger, which uses part of the data stored in these buffers, makes a decision. When this decision
is positive, the data belonging to the same proton-proton collision are assembled from all the read-out
buffers and sent to a farm of processors which run the level-3 trigger selection. This way the TDAQ
system will be able to select only the interesting data and reduce the data rate to a level which can be
written to a storage system for further analysis. For a more detailed description see [12].

Detector

Front-end Pipeline

~ Read-out Driver

Read-out Buffer

~J Event Building

Switch-Farm
Interface

ssor
harm

Data Storage

Fig. 7 The Trigger and Data Acquisition System of the ATLAS Experiment

New technologies and new algorithms have to be applied to accomplish the task of the TDAQ
system. Simulation is one way to get an understanding of how such a system can be built. Together with
prototypes simulation will be used to make evaluations for the design before the TDAQ system will be
built.

4.3 Event Building

One part of the ATLAS TDAQ system is the so-called "event-building"1. The event building (EB)
system assembles the data fragments which come from several sub-detectors and modules of the
experiment and which belong to the same collision that happened in the detector. The EB system

1. Sometimes in physics the data from a detector are called an "event"; this should not be confused with the notion of
events as developed for the discrete-event simulation. The term "data" will be used for the TDAQ system instead.
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collects the data fragments from the different buffers of the modules and sub-detectors and provides
fully assembled data in other buffers from which the data can either be used for further triggers or be
written to tape. The EB system consists of sources, destinations, an interconnecting network and a data
flow manager, see Fig. 8. The sources provide the data fragments, the destinations collect the fully
assembled data. The interconnecting network is used to transfer the data between sources and
destinations and the data flow manager controls the operation of the event building system and ensures
that all data fragments which belong to the same collision go to the same destination.

data fragments

Interconnecting
Network

control
configuration

monitoring
debugging

t t
full data

Fig. 8 Model of an Event Building System

The input parameters for the EB system of the ATLAS detector are as follows: about 100 to 200
sources provide data fragments of around 10 kByte each, at a frequency of about 1 kHz. There shall be
about 100 destinations to collect fully assembled data. This means that the interconnecting network will
have to be capable of connecting about 200 to 300 ports (sources or destinations) and have a total
throughput of data of several GByte/s. The data flow manager will have to work at a typical frequency
of 1 kHz for all fragments.

The performance indices of an event building system are:
• the throughput of data;
• the frequency at which data fragments can be put into the system;
• the latency, which is the time between the first data fragment arriving at a source and fully assembled

data being available at the destination;
• the buffer size necessary to buffer data fragments and fully assembled data without losing any;
• the percentage of data which get lost due to finite buffer sizes.

4.4 High-speed Interconnects

The event building system has strong requirements on the interconnecting network. It cannot be built
from conventional network or bus standards but new high-speed interconnects [13] have to be used.
There are a few new standards evolving in industry which are promising candidates for implementing
the interconnecting network of the ATLAS EB system. They include:
• ATM - the Asynchronous Transfer Mode [14];
• FCS - the Fibre Channel Standard [15];
• HIPPI - the High Performance Parallel Interface [16];
• SCI - the Scalable Coherent Interface [17].

All these standards define data transfers of 10 to 100 MByte/s over twisted-pair cables or optical
fibres. They all define point-to-point connections and networks of different topologies, e.g. bridges,
switches and rings. The standards are usually based on the notion of "packets" which are the smallest
unit of contiguous data which can be transferred in one block. Deciding the way a packet takes from the
sender to the receiver is called "routing". Two different approaches to routing exist: in the packet-
oriented approach, each packet is sent and routed through the network separately. The packet contains
information on sender and receiver. In the connection-oriented approach, sender and receiver establish a
connection, much like in a telephone connection. The packets which do not need to contain routing
information can use this connection. For more details see [18].

For building networks of many hundreds of ports, switches are used in all the standards which
can in principle be of several types: in a crossbar switch every input port can be connected to every
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output port on a switch matrix which is controlled according to the requests for transfers. In a hub there
is a fast, shared medium over which all the data flow. The performance of that shared medium is usually
big enough to provide throughput for several concurrent data flows. In a network the switching is
achieved by a network of several small switching elements.

Discrete-event simulation is a method to understand if and which of these new high-speed
interconnects could be used for the EB system of the ATLAS experiment.

5 SIMULATION OF TDAQ SYSTEMS

5.1 Simulation of EB Systems for ATLAS

5.1.1 System Analysis

In the previous section (in particular in Subsect. 4.3 and 4.4) the EB system has been defined. The
problem of the system has been analysed and possible solutions using high-speed interconnects and fast
switches have been proposed. The entities of the system have been identified, as well as the input and
output of the system which are the data fragments and the full data. The behaviour of the system is
dominated by the high-speed interconnect standard and the control mechanism of the data flow
manager.

5.1.2 Modelling

The previous sections already contain elements of a model of the EB system, in particular the high-level
model presented in Fig. 8. This model needs refinement in order to be used with discrete-event
simulation. Such an EB system based on the HIPPI standard will be used as an example[19].

The model is detailed by the choice of connection-oriented transfers which assume a linear
transfer time, i.e. the time for a data fragment to be transferred from source to destination can be
calculated by a constant overhead and a size dependent part. The overhead represents mainly the time to
establish a connection while the size dependent part is defined by the speed at which data can be
transferred once a connection is established. The model of the interconnecting network is that of a
crossbar switch which instantaneously establishes the connection from a source to a destination if the
destination is not already connected to another source. In the latter case the source will simply wait
until the destination is ready. Other details of the model are taken from the ATLAS EB system input
parameters, summarized in Subsect. 4.3. The interarrival time is taken to be Poisson distributed with an
average of 1 ms which corresponds to an average rate of 1 kHz. The data fragment size is taken to be
constant, with 10 kByte.

5.1.3 Simulation

The implementation of the model using MODSIM is straight-forward. The sources, the destinations and
the data flow manager are implemented as objects which interact according to the function of an EB
system, see Fig. 9. The data fragments and full data are implemented as passive objects which are
exchanged between the sources and destinations. A data generator object is used to inject the data
fragments into the sources. There is no particular object for the crossbar switch. The sources and
destinations implement this functionality by the way connections are established between them. The
MODSIM code for the source and destination objects is shown in Fig. 10 and Fig. 11, respectively.

(~J DataGeneratorObj

data fragments

SourceObj O " 0 " 0 '" O*~—^
v^^r I (JDataFlowMgrObj

DestinationObj ( ~ J " C 3 ^ 3 '" C_)

full data

Fig. 9 MODSIM Objects for the Event Building System
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OBJECT SourceObj;
TELL METHOD ProcessNewData(newData);
BEGIN

IF state = busy
ASK Buffer TO AddData(newData);

ELSE

END IF;
END METHOD;

END OBJECT;

state := busy;
{get destination identifier)

WAIT FOR DFM TO GetDestination(newData);
END WAIT;

{send fragment and wait for trigger object)
TELL Destination TO ProcessNewData(newData);
WAIT FOR TransferEnd TO Fire;
END WAIT;
state := idle;
CheckDatalnBuffer; {loop on fragments)

Fig. 10 MODSIM Code of EB Source Object

OBJECT DestinationObj;
TELL METHOD ProcessNewData(newData);
BEGIN

IF state = busy
ASK Buffer TO AddData(newData);

ELSE

END IF;
END METHOD;

END OBJECT;

state := busy;
{calculate transfer time and wait)

transferTime := newData.Size / speed + overhead;
WAIT DURATION transferTime;
END WAIT;

{synchronize with source: trigger object)
TELL TransferEnd TO Trigger;
state := idle;
CheckDatalnBuffer; {loop on fragments)

Fig. 11 MODSIM Code of EB Destination Object

5.1.4 Verification

The next step in the simulation cycle (see Subsect. 2.2) is the verification. First, it has been tested how
many data fragments have to be simulated in order for the system to reach a steady state. This effect
which is called "warm-up" is necessary since at the beginning the EB system does not contain any data
fragment and only slowly fills up until the performance indices do not vary much except for statistical
fluctuation due to the random interarrival time. It can be seen in Fig. 12 that after 30,000 data fragments
in the given configuration the system reaches a steady state and the performance indices have a
precision of better than 1 %.
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Fig. 12 Verification of Simulation: "Warm-up" Effect

A second consistency check is carried out by comparing the simulation to a theoretical model
[19]. Due to the fact that all data fragments have the same size the switch goes into a cyclic mode of
operation which is known as the "barrel shifter". In this mode, which is schematically shown in Fig. 13,
the switch goes periodically through a cycle of connection patterns and the performance indices can be
calculated from the time for one connection and the interarrival time of data fragments. The simulation
showed perfect agreement with the behaviour of the "barrel shifter".

time

03 El DO El
CDGD rurn rjni

EGDGO DDUE] USED
[D0I3EU arums srjcnrj EDCDIHQ]mi mi mi nnN X X X _S<\2 WW

m JE1

ED

run] EI
EMICDH]

Fig. 13 Cyclic Scheme of a "Barrel Shifter"

5.1.5 Validation

After the verification, the next step is to validate the model with a prototype [19]. A VME based system
with HIPPI sources and destinations and a HIPPI switch, as shown schematically in Fig. 14, was used
to obtain the same kind of performance indices as in the simulation. It was found that the simulation
had to be "calibrated" with the prototype measurements: the overhead and the speed of the transfer
were measured to be 100 [is or 41.5MByte/s, respectively. With these parameters used in the
simulation a very good agreement between simulation and the prototype measurements could be
achieved as can bee seen in Fig. 15.
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Fig. 14 Setup of the Prototype EB System based on HIPPI
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Fig. 15 Comparison of Simulation and Prototype Measurement

5 J . 6 Simulation Analysis
After validation, the simulation was used to give performance indices for different configurations of the
EB system. Some results include that the EB system with the parameters described above can accept an
input frequency of 3.5 kHz of constant-size data fragments, or 3.5 times what is required. However,
varying data fragment sizes as obtained from another simulation for the ATLAS detector decreases the
performance by a factor of 2. This can be explained by the fact that variations in the data size disturb
the "barrel shifter" mode and cause the switch to be used less efficiently. The buffer space required
could be estimated to be about 1 MByte at a frequency of 1 kHz in order to lose less than 1 fragment
out of 100,000.
The simulation was then used to investigate other specific topics of interest for EB systems [19]:

• Destination assignment

Different strategies for the assignment of the destination by the data flow manager were compared.
In the PUSH algorithm the destinations are assigned by using a static relation between the
sequence number of the data and the destination. In the PULL algorithm the destinations initiate
the assignment whenever they are ready to receive new data. In the DFM algorithm the data flow
manager communicates with the sources and destinations and uses lists to assign a destination to
the data fragments. The simulation showed that there is no principal difference between the
algorithms. However, if the data flow manager is implemented as a specific processor which needs
time to assign destinations, this time is limited if the requirements of the EB system are to be met.
Simulation can be used to define this limit.

• Two-stage system

Another simulation study was investigating what happened if not one big switch would be used for
the interconnecting network but rather a two-stage network built up from smaller switches. It was
found that in this case the throughput and the latency are slightly better than using a single switch
but that, of course, some buffer and some routing algorithm had to be used between the two stages.
The simulation showed, however, that building up the full EB system from several smaller
switches is possible.

Discrete-event simulation was used to understand the issues for the ATLAS EB system, in particular the
importance of the switch and the control algorithms. The results of the simulation are used to design a
next-step prototype [20] and will be used to design the final system. Some confidence was gained that
the ATLAS EB system can be built using high-speed interconnects and that the requirements will be
met.
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5.2 Other TDAQ Simulation

Many other examples of applications of discrete-event simulation for TDAQ systems exist. In the
following a few more examples using discrete-event simulation are given for ATLAS and ALICE [21].
The latter being another experiment planned for LHC.

• The use of ATM for the ATLAS EB system has been studied using one simulation program written in
jiC++ and another one written in MODSIM. The two could be compared which helped a lot in the
verification phase of the simulation cycle [22].

• The use of SCI for the ATLAS EB system or more generally for TDAQ systems has been studied
extensively using MODSIM. Some C code concerning details of the SCI standard was included and in
particular the scaling of performance with respect to the number of SCI nodes on a ring investigated
[23].

• ATLAS has built a general framework for simulation of the full ATLAS TDAQ system. There is a
version using MODSIM and one using C++. The latter was translated from the MODSIM code and
enhanced in order to increase the execution speed of the simulation [24].

• ALICE has built a similar framework for simulation of the full ALICE TDAQ system. It is based on
MODSIM and has a graphical user interface which allows interactive configuration of the simulation,
animation of the model and presents the results of the simulation [25].

To summarize, it can be said that discrete-event simulation has proven to be a very useful method to
understand TDAQ systems which are very sophisticated and are becoming more complex. They are
also quite expensive which makes extensive prototyping nearly impossible. Together with small
prototypes, however, simulation can be used to understand and design the full system before it is
actually built.

6 CONCLUSION

This paper contains a general introduction to the method of discrete-event simulation. The
implementation of discrete-event simulation was discussed and MODSIM presented as an example for a
discrete-event simulation language. TDAQ systems were shown as an example application of discrete-
event simulation and the whole cycle of simulation was demonstrated.

In fact, discrete-event simulation is used in many fields and with an ever growing number of
applications. Due to the increase of computing performance and of the number of discrete-event
simulation languages or tools this method has a bright future. It supports the trend to describe the real
world in digital methods and to perform "measurements" on models instead of measurements directly
on the real-world systems. The method of simulation will lead to a proliferation of models which will
create a new way to experience the world that surrounds us.

Acknowledgements

I would like to thank R. Jones and T. Wildish for their useful comments on this paper. I am also grateful
to all those people with whom I had discussions about discrete-event simulation and who improved my
understanding of this method.

References

[1] G.S. Fishman, Concepts and Methods in Discrete-event Digital Simulation, Wiley, New York,
1973.

[2] J. Banks et al., Discrete-event System Simulation, 2nd ed., Prentice-Hall, New Jersey, 1996.
[3] P.J. Erard and P. Deguenon, Simulations par Evenements Discrets (in French), Presses

Poly techniques et Universitaires Romandes, Lausanne, 1996.
[4] J.A. Spriet and G.C. Vansteenkiste, Computer-aided Modelling and Simulation, Academic Press,

London, 1982.
[5] http://www.spsc.ucalgary.ca/~gomes/HTML/sim.html;

http://www.cs.utsa.edu/research/ParSim;
http://www.science.gmu/edu/~akathri/cne.html.



115

[6] L. Kleinrock, Queueing Systems, Vols. I&II, Wiley, New York, 1975.
[7] J. Misra, Distributed Discrete-event Simulation, Computing Surveys, Vol. 18, No. 1, March 1986.
[8] F. James, A Review of Pseudorandom Number Generators, Comp. Phys. Comm. 60 (1990), 329.
[9] http://www.isye.gatech.edu/informs-sim/index.html;

http://www.nmsr.labmed.imn.edu/~michael/dbase/outgoing/FAQ.html;
http://aid.wu-wien.ac.at/%7Emitloehn/faq/simul.faq.

[10] CACI Products Comp., La Jolla, California; http://www.cacisl.com.
[11]L. Mapelli, Collisions at Future Supercolliders: the First 10 Microseconds, CERN School of

Computing 1991, CERN/92-02;
S. Cittolin, Overview of Data Acquisition for LHC, CERN School of Computing 1994, CERN/95-
01;
R. Hubbard, LHC Trigger Design, CERN School of Computing 1997, these proceedings.

[12] ATLAS Collaboration, Technical Proposal for a general-purpose pp Experiment at the Large
Hadron Collider at CERN, CERN/LHCC/94-43, 1994; ftp://www.cern.ch/pub/Atlas/TP/tp.html.

[13] CERN's high-speed interconnect pages: http://www.cern.ch/HSI/Welcome.html.
[14] ATM Forum, ATM User Network Interface Specification.
[15] ANSI X3T11, Fibre Channel Standard, ANSI X3.230 (FC-PH).
[16] ANSI X3T11, High Performance Parallel Interface, ANSI X3.183 (HIPPI-PH).
[17] IEEE, Scalable Coherent Interface, IEEE Standard 1596-1992.
[18] M. Letheren, Switching Techniques in Data Acquisition Systems for Future Experiments, CERN

School of Computing 1995, CERN/95-05; also: CERN/ECP/95-19.
[19] R. Spiwoks, Evaluation and Simulation of Event Building Techniques for a Detector at the LHC,

PhD Thesis, University of Dortmund, 1995, CERN/THESIS/96-002; also: http://atddoc.cern.ch/
-spiwoks/papers/diss.ps.

[20] G. Ambrosini et al., The ATLAS DAQ and Event Filter Prototype " - 1 " Project, presented at the
Conf. for Computing in High-energy Physics (CHEP 97), Berlin, 1997; http://atddoc.cern.ch/
Atlas/Conferences/CHEP/ID388/ID388.ps.

[21] ALICE Collaboration, Technical Proposal for a Large Ion Collider Experiment at the CERN LHC,
CERN/LHCC/95-71, 1995.

[22] RD31 Collaboration, RD31 Status Report 1997, NEBULAS: High Performance Data-driven
Event Building Architectures based on Asynchronous Self-routing Packet-switching Networks,
CERN/LHCC/97-05, 1997.

[23] RD24 Collaboration, RD24 Status Report 1995, Application of the Scalable Coherent Interface to
Data Acquisition at LHC, CERN/LHCC/95-42, 1995.

[24] S. Hunt et al. (ATLAS DAQ Modelling Group), SIMDAQ - A System for Modelling DAQ/Trigger
Systems, Proc. Real-Time 95 Conf., 1995; also: IEEE Trans. Nucl. Sci., Vol. 43, No. 1 (Feb.
1996), pp. 69-73.

[25] J. Yuan et al., Simulation of the ALICE Data Acquisition System with GALSIM, presented at the
2nd Int. DAQ Workshop on Networked Data Acquisition Systems, RCNP, Osaka, 13-15
November, 1996.

NEXT MG{
left



117
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Abstract
Trigger issues at LHC are discussed, based on the physics requirements of
the experiments. Typical trigger algorithms are presented, as well as full
trigger menus and estimated trigger rates. Trigger architectures under
consideration for the LHC experiments are compared using very simple
'paper models' based on average values for all system parameters

1 INTRODUCTION

Trigger design and trigger architectures will be discussed in the context of the LHC experiments.
These lectures will present a 'top-down' analysis of the LHC trigger requirements and design,
based on physics requirements. Level-1 trigger algorithms, which are based on specific trigger
hardware, will be described and compared. Higher-level trigger algorithms, based on commercial
switching networks and processor farms, will be presented, as well as the expected algorithm
execution times. Full trigger menus and expected trigger rates will also be presented. Trigger
architectures and implementations under consideration for the LHC experiments will be compared
using very simple 'paper models' based on average values for all system parameters. Most of the
examples presented in these talks will be based on the ATLAS trigger. I would like to
acknowledge the many contributions from my colleagues in the ATLAS trigger/DAQ working
groups. Nonetheless, I take full responsibility for the arguments presented here, which do not
always reflect the views of the ATLAS community.

2 PHYSICS REQUIREMENTS FOR LHC TRIGGERS

The first step in determining a trigger strategy is to review the physics requirements of the system.
This lecture is not meant as a 'physics' lecture. The objective is to review the physics goals to
determine which specific trigger algorithms are needed. Inclusive triggers must also be included to
provide some coverage for unexpected new physics. A catalog of physics processes for the
general-purpose LHC detectors, ATLAS and CMS, including Higgs decays, SUSY particles, gauge
bosons, heavy vector bosons, top quarks, and B physics, will be presented. The physics objectives
of the specialized detectors, LHC-B and ALICE, will also be discussed.

2.1 LHC machine characteristics

The LHC ring is shown in Fig. 1, with the emplacement of the four LHC experiments - ATLAS,
CMS, LHC-B, and ALICE. The interaction energy will be 7 TeV per proton (14 TeV for p-p
interactions, 1 PeV for Pb-Pb interactions). The bunch-crossing interval is 25 ns for p-p collisions
(40 MHz bunch-crossing rate) and 125 ns for Pb-Pb collisions [1].

The LHC will have a nominal luminosity of 1034 /cmVs for p-p collisions. The average
number of inelastic interactions per bunch crossing will be about 23 at this luminosity. Initial
operation will be at lower luminosity (<1033 /cm2/s), with an average of 2.3 minimum-bias
interactions per bunch crossing (3.3 interactions including the interaction responsible for the
trigger) [2].

The radius of each of the intersecting proton beams will be about 16 u,m at collision; the
length of the interaction region will be about 5 cm (rms). During the run, the luminosity will
degrade as the intensity falls. Each of the experiments will be responsible for monitoring the
luminosity and the collision region during the run and during initial beam tuning.
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Figure 1: Schematic layout of the LHC

2.2 LHC detectors

ATLAS is a large (diameter 22 m, length 42 m) general-purpose detector with a 2-Tesla
solenoidal field in the tracking volume and air-core toroids for the muons. The inner detector
consists of precision silicon detectors (pixels and strips) followed by a transition-radiation tracker
(TRT) with plastic-fiber and plastic-foil radiators and straw tube detectors. The pulse-height in the
TRT can be used to improve the identification of electrons for momenta down to about 0.5 GeV/c.
The electromagnetic calorimeters and the forward hadronic calorimeters use liquid argon; the
barrel hadronic calorimeters have scintillator readout [3].

CMS is smaller than ATLAS (diameter 15 m, length 30 m, including the very forward
calorimeter). The entire calorimeter is inside a 4-Tesla solenoidal field. The iron return yoke
provides a second measurement of the momenta of the muons. The inner detector contains silicon
pixels and strips and multi-strip gas chambers (MSGCs). The electromagnetic calorimeter is made
of lead tungstate crystals. The hadronic calorimeter uses plastic scintillating tiles [4].

LHC-B is a collider experiment designed to study B physics at a constant luminosity of
1.5xl032 /cm2/s, concentrating on particular B decay modes. Characteristic signals include
secondary and tertiary vertices and high-P, leptons and hadrons from B decays. The LHC-B
apparatus is a forward spectrometer with a dipole magnet and planar geometry detectors as in
fixed-target experiments. The apparatus extends from 10 mrad to 400 mrad in a single arm
extending out from the interaction zone. The detector consists of a micro vertex detector, a
tracking system, aerogel and gas RICH counters for 7i/K separation, electromagnetic and hadronic
calorimeters and a muon system. There will also be small-angle Roman-pot spectrometers in both
arms [5].

ALICE is designed to investigate the quark-gluon plasma that is expected to be produced in
heavy-ion collisions at the LHC (up to Pb-Pb). Most of the data will be taken at a constant event
rate of about 8 kHz (luminosity 1027 /cmVs for Pb-Pb collisions). Some characteristic signals
include prompt photons, JA|/ and upsilon production, and strange particle production. The
detector is placed in a weak (0.2-Tesla) solenoidal field, with an inner tracker (silicon plus a
cylindrical TPC to measure tracks down to 0.1 GeV/c) surrounded by time-of-flight counters for
particle identification. A small-area, high-resolution electromagnetic calorimeter placed under the
main apparatus will be used to measure photons. Another small-area detector, placed above the
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apparatus, will be used to identify high-momentum particles. One of the forward arms of the
detector will be equipped for muon identification [6].

2.3 Physics goals at LHC

The general-purpose detectors, ATLAS and CMS, have similar physics goals, although the
detectors have been chosen to have some degree of complementarity in their performance. One
clear goal is to find the Higgs boson, or to explore the Higgs sector if a Higgs particle has already
been discovered at LEP or at the Tevatron. The next most-likely major discovery could be SUSY
particles; SUSY (or supersymmetry) is very popular with particle-physics theorists. Another
discovery channel concerns new heavy vector bosons (W' or Z'), which would be expected in the
case of unification beyond the standard model. Other, more exotic, discovery channels, such as
leptoquarks, should also be considered. These discovery goals will evolve before the start of the
LHC, as more experimental and theoretical results appear.

The LHC will also provide 'bread and butter' subjects, such as top and beauty studies. The
LHC will be a top factory, producing millions of tops per year. LHC-B is dedicated to B physics,
but the general-purpose detectors will also explore specific B-physics channels. Finally, ALICE
will explore the quark-gluon plasma, with nucleon-nucleon interactions at energies of 2.75
TeV/nucleon. The Pb-Pb interactions, at center-of-mass energies of more than 1000 TeV, should
exceed the deconfinement threshold and produce conditions similar to the state of the early
universe.

Triggers are generally based on the identification of a certain number of trigger objects -
photons, leptons, hadrons, and jets. Global quantities such as missing-E, and total scalar E, can also
be used. Muons are identified by their ability to traverse many interaction lengths of material
(typically hadronic calorimeters) without interacting. Photons and electrons, on the other hand, are
identified because they are absorbed more easily than hadrons. Quarks and gluons produce jets
with electromagnetic and hadronic content. Jets from b-quark fragmentation can be identified by
the secondary B-decay vertices (ex = 460 |lm). Weakly interacting neutral particles (neutrinos or
the lightest supersymmetric particle) show up as missing-E, (non-zero vector sum of all measured
P,). Hadrons can be measured and identified individually (71, K, or proton) by time-of-flight
counters (TOF) or by ring-imaging Cherenkov detectors (RICH) in the special-purpose
experiments, LHC-B and ALICE.

2.4 The Standard Model

The Standard Model classifies all of the known particles (fermions and bosons) into a symmetry
group SU(3)xSU(2)xU(l). This model is consistent with all of the experimental data known today,
although it is expected to break down at LHC energies.

The fermion spectrum consists of 3 families of quarks and leptons. Each family has two
quarks (with charges +2/3 and -1/3) and two leptons (a lepton with charge -1 and a neutrino with
charge 0). The lightest family contains the quarks that make up ordinary matter - the up and
down quarks that make up protons and neutrons, and the electron and the electron neutrino. The
second family contains the charm and strange quarks and the muon and muon neutrino. The third
family contains the top and bottom quarks and the tau and tau neutrino. The top quark was
discovered at Fermilab in 1995; it has a mass of about 175 GeV.

The boson spectrum consists of the photon, the gluons (which provide the binding force
between the quarks in protons and neutrons), and the vector bosons W* and Z° (with masses of 80
and 90 GeV, respectively). In order to complete the Standard Model, at least one Higgs boson,
which couples to the particle masses, must also exist. One of the main objectives of the LHC
program is to discover the Higgs boson.

The B-physics goals of the general-purpose detectors, ATLAS and CMS, include the study
of CP violation, Bs° mixing and rare decay modes. The decay modes Bd° -> JA|/ Ks°, Bd° -» iC n, and
Bs° —> JA|/ (p can be used to constrain the three angles p\ a, and y, respectively, of the unitary
triangle. B5° mixing can be studied in the decay Bs° -> Ds K+ -> <p K K+. One rare decay mode that
can be studied easily is Bs° -» \i+ \i [7-10].
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LHC-B is specifically designed for B physics. A large number of exclusive decay modes will
be studied, with branching ratios down to 10"8 or smaller. A major objective is the study of CP-
violation in rare decay modes. The major advantages of the LHC-B experiment are the forward
geometry, allowing larger Lorentz boosts and better proper-time measurements, and the rc/K
separation obtained from ring-image Cherenkov counters, allowing additional flavor tagging [11].

The LHC will be a veritable top factory, producing 6000 tt pairs per day even at a very low
initial luminosity of 1032 /cmVs. This will allow a precise measurement of the top mass in the mode
tt —» (b W+) (b W") —> (T'v b) (j j b). Study of single top production is also important. In addition,
searches will be performed for rare decay modes such as t —> b H+ or t —> c Z.

The initial design of ATLAS and CMS was strongly influenced by the requirement of
observing the decays of the Standard Model Higgs. The preferred decay modes were H° —> y y for
a light Higgs, H - ^ Z Z * —> 4 leptons for intermediate masses, and H —> Z Z or W W for high-
mass Higgs [12]. Now theorists give little credence to the Standard Model Higgs, and there is more
emphasis on the need for broad physics discovery potential rather than excellent acceptance
and/or resolution for a single favored discovery channel.

2.5 Grand unification

The Standard Model has three coupling constants - two for the unified electro-weak interaction,
and one for the strong color interaction. There is considerable hope that these coupling constants
will merge into a single grand unification coupling constant at an energy below the Fermi energy
(1019 GeV). Any new symmetry group, corresponding to the partial or total unification of these
three forces, will result in at least one new neutral vector boson, Z'. The Z' should be easily visible,
through its leptonic decays, as a high-mass peak in the dilepton mass spectra.

2.6 Supersymmetry

Supersymmetry was proposed as a means of resolving the 'hierarchy' problem: The normal
particle mass spectrum includes vector bosons with masses of about 100 GeV, and very heavy
objects with masses of about 1015 GeV. Theorists cannot understand how this is possible unless
there are important cancellations among the contributions to the masses of the lighter particles.
The radical proposal for accomplishing this was to invent a new boson for every known fermion,
and a new fermion for every known boson. If the masses of these new particles were below a value
of about 1 TeV, the necessary cancellations would occur because of a sign difference between the
fermion couplings and the boson couplings. The new particles are named after their Standard
Model partners; the particles and their intrinsic spins are given below:

Standard Model particles Supersymmetric particles
leptons J=l/2 sleptons J=0
quarks J=l/2 squarks J=0
gluon J=l gluino J=l/2

.photon J=l photino J=l/2
W,Z J=l wino, zino J=l/2
Higgs J=0 higgsino J=l/2
graviton J=2 gravitino J=3/2

The wino will mix with the charged higgsino to form particle states now called Charginos, and the
photino will mix with the zino and the neutral higgsinos to form Neutralinos.

The Higgs sector in supersymmetry (SUSY) contains a minimum of 5 Higgs particles: h°, H°,
A0, H+, H. To first order, the h° should be lighter than the Z°, and the H° should be heavier than the
Z°. After radiative corrections to the h° mass, it could be somewhat heavier than the Z°. The Higgs
masses and couplings and their decay modes are essentially determined by two parameters in the
minimal version of supersymmetry (MSSM) [13]. Since the Higgs particles couple to mass, decays
to heavy particles such as x leptons and b or t quarks are_favored. Some of the dominant decay
modes are expected to be: H+ -» t+v; A0 -» x+ x"; h° -» b b; H° -» h° h° -» b b b b. In much of



121

parameter space, b b H° —> b b b b final states would be dominant. The characteristic Higgs
coupling to mass would be established if tau decay modes were shown to be more frequent than
electron and muon decays; in all other interactions, lepton universality is expected. The ratio of
x* x decays to b b decays is predicted to be about 10% for Higgs decay. The scalar Higgs could
be distinguished from vector bosons such as Z or Z' if the decay mode H° —> y y could be
established. The measurement of the different Higgs decay modes (or their upper limits) could be
used to fix the parameters of the SUSY model.

The most convincing way to discover SUSY, and perhaps the most simple, would be to
observe the SUSY particles themselves. The cross sections should be large, and SUSY particles
could be discovered very early in the LHC operation. SUSY particles are expected to be produced
in pairs, and to decay to final states containing at least one SUSY particle. The lightest of the
SUSY particles is expected to be neutral and stable; it would escape from the detector without
interacting, leaving missing energy in the event. This missing energy is expected to be the
dominant feature of SUSY events. Another important feature is the presence of high-Pt leptons
coming from cascade decays of the higher-mass SUSY states. The higher-mass neutralinos and
charginos would decay into the lower-mass members, emitting a photon, W*, Z*, or Higgs. The
W* or Z* would decay into leptons or jets, and the Higgs would decay mainly into b jets. The
scalar-E, (the scalar sum of the Et in the event, or, alternatively, the sum of the E, in all of the jets
in the event) would also tend to be large. Missing-E,, scalar-E^ photons, multiple leptons, multiple
jets, and b jets should all be considered as possible SUSY signatures.

2.7 Quark-gluon plasma in ALICE

ALICE, A Large Ion Collider Experiment, is designed to probe the quark-gluon plasma (QGP) in
its asymptotically free 'ideal gas' form. The central rapidity region will have a very large number
of particles with momenta close to the QCD energy scale (hadronic temperature) of 200 MeV.
The number of particles in the Pb-Pb interactions can be up to 1000 times higher than in normal
LHC p-p interactions. The characteristics of these events can be used to probe the parameters of
the quark-gluon plasma: Charm production rates can be used to determine parton kinematics in
the early stage of the plasma. Prompt photons will reveal the temperature of the plasma. JA|/ and
upsilon production will probe deconfinement. Strange particle production will give indications on
the phase transition ending the quark-gluon plasma. All of these signals will be measured in the
ALICE experiment.

2.8 Background

The main background in the LHC experiments will come from the interaction zone itself.
Background arising from dijet production through hard interactions (QCD) will dominate most of
the trigger rates. Nonetheless, background from new physics itself cannot be neglected. Top
production will produce major background in many of the new physics searches because of its
high rate and because the top decay products, b and W, are signatures for many of these searches.
SUSY will be an important new discovery if it is found, but the great variety of SUSY final states
will provide background to the more exclusive SUSY searches.

Background from cosmic rays will be negligible compared to the signals coming from the
interaction zone. On the other hand, beam halo could produce events faking large missing-Et, and
the general radiation level (low-energy photons and neutrons) could help produce fake muon
triggers. The fake muons will be eliminated easily by the Level-2 track match. The fake missing-
E, may require special algorithms in the higher-level triggers.

3 TRIGGER DESIGN AND TRIGGER ARCHITECTURES

The LHC triggers must be designed to meet the challenge of this vast physics program. The key to
a successful trigger is flexibility. This lecture will present various trigger strategies for the LHC
experiments. Trigger hardware - buffers, switching networks, interfaces, processor farms, and
supervisors - will be discussed, as well as the possible use of regions-of-interest and preprocessing.
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3.1 Trigger evolution at the TeVatron

The Tevatron experiments, CDF and DO, were designed to do high-P, physics, assuming that they
would not be able to do competitive B-physics. The first-level triggers did not include tracking
data. Nonetheless, CDF learned that they could indeed do good physics with B - B events. DO
could not follow this action, because the DO apparatus had no magnetic field in the tracking
volume. Now both experiments are preparing upgrades to their tracking systems and their triggers
to try to improve their B-physics capabilities; DO is also adding a solenoidal magnetic field for the
tracking volume.

3.2 Trigger strategies at LHC

The ATLAS trigger system is shown in Fig. 2. Level 1 reduces the rate from the 40 MHz bunch-
crossing rate to 100 kHz or less for transfer to the Level-2 readout buffers (ROBs). Then the
combined Level-2 and Level-3 selections reduce the event rate to a level that can be written to
permanent storage (about 100 MB/s or 100 Hz of full events). At Level 1, calorimeter and muon
data are treated separately (with reduced granularity) in special-purpose processors. At Level 2
and Level 3, full granularity data, including tracking data, are treated in commercial processor
farms.

Latency Rate [Hz]

CALO MUON TRACKING
40x10*

LVLl

- 2 ns
(fixed)

pipeline memories

derandomizing buffers

multiplex data

digital buffer memories

(variable) | Readout / Event Building | —1-10 GB/s

~j ~J Switch-farm interface

LVL3
processor

farm
10J-102

-10-100 MB/s

Figure 2: ATLAS trigger system.

The ATLAS design has separate Level-2 and Level-3 processor farms; the data-transfer
bandwidths into Level 2 and Level 3 are comparable, because only data from Regions of Interest
(Rols) identified by the Level-1 trigger are transferred to the Level-2 processors. The CMS design
is more ambitious: a single processor is used for (the virtual) Level 2 and for Level 3, and the Rol
concept is not used.

The current LHC-B trigger design, shown in Fig. 3, has four levels of trigger [14]. Parallel
Level-0 triggers select high-P, muon, electron, and di-hadron candidates in the muon and
calorimeter systems. The Level-0 trigger also has a pileup veto, designed to select bunch-crossings
with a single interaction by rejecting events with large energy deposit in the calorimeters (2.2 TeV
or more). Level-1 consists of a hardware track/vertex trigger with a maximum latency of 50 us.
Level-2 and Level-3 algorithms are performed in a processor farm. The average event size at
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Figure 3: LHC-B trigger system.

LHC-B is about 100 kB, and the maximum trigger rates are 1 MHz at Level 0, 40 kHz at Level 1,
and 200 Hz after Level 2 and Level 3.

The ALICE trigger design must take into account the very low beam luminosity planned for
the nucleon-nucleon interactions. The event rate in the TPC is limited to about 8 kHz. A Level-0
analog track-multiplicity trigger, with a latency of 1.2 us, will be used to signal bunch-crossings
with an interaction (roughly one in a thousand). The Level-1 trigger, with a latency of 2.4 us, is
based on muon and calorimeter data, in addition to the multiplicity signal. The Level-2 trigger
uses the data from the silicon detectors and the TPC in specific processors with latencies limited to
100 us to apply more selective algorithms, such as mass cuts. The Level-2 trigger will also provide
past and future protection to ensure that there is a single interaction present in the TPC. After
event-building, further data reduction will be realized in the commercial processors responsable
for logging the selected events to permanent storage.

3.3 Level 1 trigger hardware at ATLAS and CMS

The maximum latency for the Level-1 ATLAS and CMS triggers is 2-3 |is. Special-purpose pipe-
lined ASICS are used to make these decisions. The Level-1 output rate is limited by the bandwidth
of the optical-fiber links between the frontend readout drivers (RODs) and the readout buffers
(ROBs). Typical design calls for 1 Gb/s optical links input to each of the ROBs. Current ATLAS
and CMS trigger designs allow for a maximum Level-1 output rate of 100 kHz. The frontend
design is critical to the Level-1 trigger performance because it cannot be upgraded easily.

Tracking data are not used for the Level-1 triggers. The muon data come from special
trigger chambers with good time resolution, allowing bunch-crossing identification. The muon
trigger primitives are muon candidates with P, above one of the muon trigger thresholds. The
calorimeter data consist of sums over trigger towers (8t|x8(p = 0.1x0.1 for ATLAS, 0.087 for
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CMS). The calorimeter trigger primitives consist of electron/gamma candidates with narrow
energy deposits in the electromagnetic calorimeter and very little energy in the hadronic
calorimeter, jet candidates with broader energy deposits in both the electromagnetic and the
hadronic calorimeters, and missing-Et calculated by summing E, over the full calorimeter (out to
IT)I = 5.0). Single-hadron and tau-jet candidates can also be identified in the calorimeter, and the
total scalar Et sum can be calculated.

The Central Trigger Processor counts the number of muon, electron/gamma, hadron/tau, and
jet candidates in the event, and makes a global Level-1 trigger decision based on the number of
candidates of each type passing different Pt thresholds. The missing-E, and the scalar-E, can also
be used in the global Level-1 trigger decision.

3.4 Data flow in higher-level triggers

All data for events accepted by the Level-1 trigger are stored in the ROBs for use by the higher-
order triggers (Level 2 and Level 3). The data are stored in paged memory so that events can be
deleted out-of-order without fragmenting the available buffer space. The buffer space must be
large enough to accommodate the average Level-2 latency, estimated to be greater than 10 ms.

The ROBs are connected to the Level-2 processors by means of a switching network. The
total bandwidth into the ROBs is about 100 kHz x 1 MByte = 100 GB/s. This bandwidth would be
difficult to handle on standard commercial switching networks. The solution to this problem is to
transfer only a small part of the data to the Level-2 processors. Different trigger architectures have
been studied at ATLAS and at CMS, corresponding to different trigger strategies. ATLAS
achieved an important reduction in the data volume by selecting Regions of Interest (Rols) based
on the information from the Level-1 trigger. CMS reduced the data volume by selecting only
calorimeter and muon data for the first round of Level-2 algorithms. Current thinking in both
experiments would be to combine these features, using both Rols and sequential processing to
reduce the overall data-transfer bandwidth to a few GB/s.

The Level-2 latency and the number of processors required can be reduced if the data
transferred to the processors is well-suited to the needs of the Level-2 algorithms. Ideally, the data
can be prepared in the RODs before their transfer to the Level-2 ROBs. If further treatment is
needed, it can be performed by processors resident in the ROB modules or in the interface
between the ROBs and the switching network. Examples of preprocessing that could improve the
trigger performance include the calculation of energy sums for the jet triggers and the
determination of space points in the silicon trackers.

The ATLAS trigger is designed for a Level-2 accept rate of up to about 1 kHz. All data for
these accepted events are transferred to the Level-3 processors, which use a form of the off-line
reconstruction programs to refine the rejection, perform calibration and alignment functions,
classify the events into physics categories, and perform fast-lane physics analysis. The data-
transfer bandwidth into the Level-3 processors is about 1 GB/s at 1 kHz, comparable to the rate of
Rol data into Level 2.

The switching network connects the ROBs to the Level-2 and Level-3 processors. Current
ATLAS and CMS designs call for 1000 to 2000 ROBs and several thousand processors. Switches
with thousands of ports are not yet available commercially; on the other hand, the bandwidth
available from individual ports is much higher than the requirements for a single ROB or a single
processor. The number of ports can be reduced by grouping the data from several ROBs in a
ROB-to-Switch Interface (RSI), and grouping several processors into a subfarm served by a
Switch-to-Farm Interface (SFI). The intelligence in the RSIs and the SFIs can be used to code and
decode messages and to reformat and reorder the data. Current thinking at ATLAS and CMS
favor switches with 500 to 1000 bi-directional ports. Candidates for the switching networks
include ATM, DS-link, Fiber Channel, and SCI.

3.5 Processing schemes for higher-level triggers

The trigger architecture described in the ATLAS Technical Proposal (see Fig. 4) called for
separate local processor farms and switching networks for each of the subdetector systems, plus a
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global switching network and a global Level-2 processor farm. The local/global partition was
intended to reduce the Level-2 latency by allowing feature extraction in parallel for different
subdetectors and for different Rols. In this model, the Level-3 trigger system required a separate
switching network to connect all of the ROBs to the Level-3 processor farm.

An alternative architecture has been proposed for the ATLAS trigger with a single Level-2
processor farm and a single switch [15]. This architecture, which is identical to that of CMS,
facilitates the access to the event data, and thus simplifies the implementation of a sequential event
selection strategy. Certain events can be rejected very early using a small amount of data from the
calorimeter and muon systems. The more complex tracking algorithms are executed only for the
fraction of events that pass these initial selection criteria. The Level-3 processors can be attached
to the same switching network, and the implementation of different algorithms at Level 2 (partial
data) or at Level 3 (full data) can be optimized. In CMS, the same processor is used for the Level-
2 and Level-3 algorithms.

CPU = DAQ Supervisor
TRG = Trigger Interface
Rol = Region of Interest Builder
MTPX = Multiplexer
LINK2 = Link to Level 2 Trigger
LINK3 = Link lo Level 3 Trigger

LPU = Local Processing Unit
GPU = Global Processing Unit
SFI = Switch Farm Interface

Figure 4: Local/global processing in ATLAS Technical Proposal model.

'Push' and 'pull' data flow scenarios have been envisaged for the ATLAS Level-2 trigger.
In the 'push' scenario, a supervisor selects a processor, then tells each of the relevant ROBs to
send data to the selected processor; any further data requests must be addressed once again to the
supervisor. In the 'pull' scenario, the supervisor selects a processor, which then requests data from
the ROBs as needed. The sequential selection algorithms are simplified in the 'pull' scenario,
because the supervisor intervenes only at the beginning and at the end of the event analysis.

In order to increase the physics potential of the trigger system, some time-consuming Level-
2 trigger algorithms can be executed partially or completely on special FPGA processors. The
partial execution of an algorithm corresponds to a preprocessing function. One possible use of a
FPGA processor would be for the TRT full scan algorithm required for the selection of B-physics
candidates. This algorithm searches for tracks in the full tracking volume and takes much longer
than tracking algorithms based on Rols. The execution time can be reduced by performing the
track-finding part of the algorithm on the FPGA processor, while leaving the track fitting to be
done on the general-purpose Level-2 processors.

3.6 Supervisor specifications

The Level-2 supervisor receives Rol data for each event accepted at Level 1 and assigns the Level-
2 processors for the event. In the case of a 'push' data flow, all relevant ROBs are instructed to
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send their data to the selected processor(s). In the case of a 'pull' data flow, the list of Rols is sent
to the processor assigned to the event, and the processor requests data from the ROBs as needed.

The supervisor also receives the final decisions from the Level-2 processors, and distributes
them to all of the Level-2 ROBs. In order to avoid a high rate of very short messages, a certain
number of decisions are collected by the supervisor before sending them to the ROBs in a single
packet. A 'broadcast' or 'multicast' transmission can be used if it is available in the switching
network protocol.

3.7 Level 3 trigger strategies

Level 3 functions include final event selection, calibration and alignment, event filtering (assigning
events to different data streams for off-line processing), and fast-lane physics analysis (looking for
'gold-plated' signals such as H -> Z° Z° -» 4 leptons, or B°-> JA|/ K°). The Level-3 system should
also be capable of signalling certain unusual events to the shift leader for immediate study and
performing an automated search for deviations in certain distributions (masses and missing-E,).

In the Technical Proposal version of the ATLAS trigger, the input rate to the Level-3
processors was about 1 kHz, and the output rate was about 100 Hz. But many of the algorithms
foreseen for Level 3 could, in fact, be executed at Level 2 with shorter execution times (more
highly optimized code) and with much smaller data transfers. The extra processing power
liberated by this trigger strategy could be used to increase the overall physics potential of the
trigger system (higher rates for complex algorithms and/or increased physics analysis at Level 3).

4 TRIGGER SIMULATIONS

Trigger simulations are needed to determine trigger rates and trigger efficiencies. This lecture will
describe the main tools available for trigger simulations at LHC. The high-Pt trigger algorithms
foreseen for the LHC experiments will be described. Rates will be presented for inclusive muon,
electron/gamma, jet, and missing-E, triggers as a function of threshold, at low luminosity (1O33)
and at high luminosity (1034).

4.1 Event generation

A major goal of any trigger strategy is to obtain high, measurable efficiencies for a certain catalog
of anticipated physics processes, without exceeding the design trigger bandwidths. The LHC
triggers are based on the identification of certain trigger objects - muons, electrons, photons,
hadrons, jets, and missing-E,. Trigger rates at the LHC are generally determined by background
from the interaction region. For most LHC triggers, the background events are 'minimum bias'
dijet events.

Single particles and full events can be generated using an event generator such as PYTHIA
or ISAJET. Single particles are used to measure efficiencies for each of the trigger objects. Dijet
events are used to measure trigger rates. Physics events can be generated to determine the trigger
efficiency for specific channels of interest. Event generation is very rapid, allowing thousands of
events to be simulated on a single machine overnight. ATLAS has already simulated several
million dijet events as part of a 10-million event simulation project.

The response of the experimental apparatus can be studied using the GEANT simulation
program. The full detector geometry, particle interactions in the detector material, and signals
produced in the active elements can be simulated. Multiple beam interactions can be included.
GEANT is the usual tool for testing the adequacy of a particular detector design. Simulation of a
single event requires a large fraction of an hour on today's UNIX machines, and very large
samples of dijet events are required to simulate the LHC trigger rates. The time required can be
reduced by filtering the PYTHIA output to select events compatible with selected trigger
conditions before processing them through the full GEANT simulations.

Many useful studies can be performed using fast simulation programs instead of the full
GEANT simulations. Fast simulation programs use parameterized distributions to replace some of
the detailed interactions of the individual particles in an event. The fast simulations nonetheless
take into account the material in the tracking volume, the transverse and longitudinal distribution
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of the energy deposit in the calorimeters, pulse shaping, and pile-up. The fast simulations are
performed in individual energy bins for the hard interactions in PYTHIA, then the results are
added together with weights appropriate to each energy bin [16].

4.2 Muon triggers

The ATLAS Level-1 muon trigger in the barrel region is illustrated in Fig. 5. The Level-1 trigger
uses signals from fast Resistive Plate Chambers (RPC) to measure the muon P, and time-stamp the
bunch crossing. Low-Pt triggers require three-out-of-four hits in the inner RPCs, and high-Pt

Figure 5: ATLAS Level-1 muon trigger in the barrel region.

triggers require a low-P, trigger plus two-out-of-three hits in the outer RPCs. Three trigger
thresholds are available for the low-Pt trigger, and three more for the high-P, trigger [17].

The Level-2 muon trigger uses the trigger chambers to determine roads in the precision
muon chambers (Monitored Drift Tubes). The MDTs determine r\, <|> and the sagitta for each
muon candidate. The precision muon momentum determination is performed by interpolation in
a Look-Up Table, so that the complicated field integrals do not have to be calculated for each
track [18].

The muon trigger should be dominated by real muons from beam interactions. The
shielding has to be designed carefully to avoid saturating the muon trigger with fake tracks due to
background radiation. The sources of muon triggers are shown in Fig. 6. For Pt thresholds of 6
GeV/c or higher, muons coming from heavy quarks (b,c) are more frequent than muons from
light quarks (u,d,s). The major known source of dimuons above 20 GeV/c is Z° -> |X+ |X" decay.
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Figure 6: Sources of muon triggers (lr|l<3).
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4.3 Electron/gamma triggers

The Level-1 e/y trigger for ATLAS is based on trigger towers with 8T|x8(p = 0.1x0.1. Analog
signals are added to obtain the trigger tower energy sums. The e/y trigger requires electromagnetic
E, above threshold in any two adjacent trigger towers. Electromagnetic isolation cuts apply to the
outer 12 towers in a 4x4 tower region about the signal towers. Hadronic isolation cuts apply to the
16 hadronic cells in this same 4x4 tower region [3]. The original e/y trigger algorithm favored two
of the four two-cell combinations in the center of the 4x4-tower region [19]. This algorithm was
intrinsically charge-asymmetric due to the asymmetric distribution of bremsstrahlung radiation
from electrons and positrons [20]. The current algorithm is charge symmetric.

The Level-1 e/y trigger for CMS is based on towers which are slightly smaller than the
ATLAS towers. CMS uses digital signals to make the energy sums. The EM isolation energy is the
smallest of the energy sums formed about each of the four corners of the central EM tower.
Separate hadronic cuts concern the single tower behind the central EM tower, and the 8 towers
surrounding the central tower. The CMS Level-1 trigger includes a single-bit fine-grained EM
trigger tag at Level 1. This provides the possibility of a low-Pt 'non-isolated' (or partially isolated)
electron trigger which can be used to enhance the trigger for top and B physics [21].

The Level-2 e/y triggers use the full granularity of the electromagnetic calorimeters to
improve the e/y identification. Shape factors are tested to verify that the candidates have the
narrow shape expected for photons or electrons. The shape factors take account of the spread in <j)
due to bremsstrahlung radiation. Electrons are separated from photons by requiring a track in the
inner detector that matches the Et, r\, and § measured in the calorimeter. In ATLAS, the electron
signal in the TRT can also be used to improve the rejection of background from single charged
hadrons. The Level-2 trigger rates for isolated electrons and gammas, shown in Fig. 7 for high
luminosity, were obtained from full GEANT simulations of the ATLAS trigger [22,23]. The rates
shown correspond to 80% efficiency for electrons or photons at the nominal Pt threshold. The
trigger rates at high luminosity (1034 /cmVs) are more than ten times the trigger rates at low
luminosty (1O33 /cm2/s) because the trigger cuts are less efficient in the presence of minimum-bias
background.

1 0 '

10*

10

1

10"1

n2

: X \ \

: \ \

: \ \ .

- \ \ \

WA

- \

10 20 30 40 50 60 70 80 90 100

pr Threshold (GeV)

Figure 7: Electron and gamma trigger rates at high
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4.4 Jet triggers and missing-E,

ATLAS and CMS have studied similar Level-1 jet trigger algorithms. CMS prefers a non-
overlapping 4x4-tower jet algorithm [4,21], whereas most of the ATLAS studies have concentrated
on the 8x8-tower algorithm with overlapping windows [24]. For the higher-E, jets, the threshold is,
of course, sharper for the 8x8-tower algorithm. On the other hand, a smaller window would be
preferable for lower-Et jets. Dijet decays of W's and Z's could be found most easily using small,
overlapping jet windows.

Jet trigger rates at low luminosity (L=1033 /cm2/s) are shown in Fig. 8 for the ATLAS trigger.
An average of 1.8 minimum-bias events have been added to each dijet event. Trigger rates are
shown for one, two, three and four jets above the trigger threshold. These trigger rates were found
using a fast simulation program [16].

0 20 40 60 80 100 120 140 160 180 200
E, threshold (GeV)

Figure 8: Jet trigger rates at low luminosity.
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Figure 9: Jet trigger rates at high luminosity.

The jet trigger rates at high luminosity are shown in Fig. 9, where 18 minimum-bias events
have been added to each dijet event. Here, the effect of the minimum-bias pile-up is very
important for trigger thresholds below about 50 GeV/c. The addition of the pile-up events takes
into account the fact that a trigger may come from the minimum-bias pile-up instead of from the
dijet event under consideration; in this way, the trigger rates are correctly estimated down to the
lowest trigger thresholds, where they saturate below the 40 Mhz bunch-crossing rate.

Missing-Et triggers are shown in Fig. 10 for low and high luminosity. The background in
the missing-E, trigger at lower values of missing-E, is due to fluctuations in the energy deposits
and cracks in the apparatus. For higher-values of missing-E,, most of the rate is due to weakly-
interacting particles (muons and neutrinos). Missing-E, is an important signature for SUSY events.
Depending on the SUSY parameters, SUSY production cross sections could be as high as 1 nb (1
Hz at 1033 /cm2/s). Other signatures for inclusive SUSY events are the total scalar E, (sum of IE,I) or
the effective mass, equal to the total E, plus the missing-E,.
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Figure 10: Missing-E, at low and high luminosity.

4.5 Single charged hadron and tau triggers

The trigger menu should also include single charged hadrons. The most important known source
of single charged hadrons is the decay of x leptons: x" -> Ji" v (B.R. 11%) and x~ -> K v (B.R.
0.7%). Heavy vector bosons (W, Z, W, Z') decay equally into electrons, muons, and taus (lepton
universality), whereas Higgs bosons decay preferentially into taus because of the large tau mass.
Half of the tau decays have a single charged hadron, and another 15% have three charged
hadrons. The principal hadronic decay modes of the tau lepton are:
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Tau trigger algorithms take advantage of the fact that the tau jets are narrow compared to other
jets. One third of the hadronic decays can be selected with minimum background by requiring a
match between the energy in the calorimeter and the P, of the (one or three) charged tracks.

5 TRIGGER MENUS

Full trigger menus for low luminosity will be presented in this lecture. These trigger menus are
based on the ATLAS physics requirements. They are 'toy' menus, intended as an existence proof;
the final allocation of trigger bandwidth will be made just before data taking begins. Estimated
rates will be given for each of the trigger items. Options for the boundary between Level-2
processing and Level-3 processing will be discussed, especially in what concerns B physics, b-jet
tags, and missing-E,. There will also be a short discussion of the possible use of neural networks in
the LHC triggers.

5.1 Evolution of LHC luminosity and physics goals with time

The LHC luminosity will start at a low value (initially perhaps as low as 1032 /cmVs) and increase
slowly up to the design value of 1034 /craVs. One possible scenario for the evolution of the time-
averaged luminosity consistent with current thinking would be as follows [2]:
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2005 LHC commissioning
2006 Lavg = 2 x 1032/cm2/s

2007-2008 Lavg = 1 x 1033/cm2/s
2009-2010 Lavg = 5 x 1033 /cmVs

The number of pile-up events (minimum bias background) will increase from 2.3 per bunch-
crossing at 1O33 /cm2/s to 23 per bunch-crossing at 1034 /cmVs.

The physics goals and the trigger conditions will change as the luminosity increases. But the
trigger rates at low luminosity will not be much lower than the rates at standard luminosity,
because the physics goals will expand to fill the available bandwidth. More correctly, the physics
goals at higher luminosity will be concentrated on more narrow physics objectives because of the
rate limitations and the higher background (pile-up).

The main advantage of higher luminosity is the ability to observe high-mass objects with
low cross sections. Typically, the cross-section above threshold for a massive object decreases as
the fourth power of the mass, so increasing the luminosity by a factor 10 increases the mass reach
for high-mass objects such as W and Z" by about 75%.

5.2 Trigger strategy

In developping a trigger for a 'discovery' experiment such as LHC, 'toy' trigger menus are used
to explore the compatibility of the trigger design and the physics goals. These exploratory trigger
menus will certainly be different from the trigger menus used in the actual data taking. The duty
of the trigger group is to develop a set of tools - 'handles and knobs' - that will be available for
use in the experiment. These tools should be designed to cover as many physics signatures as
possible. The allocation of bandwidth among the possible trigger menu items should be made just
before the beginning of data taking, depending on the evolution of the physics goals and on the
actual trigger rates measured when beam arrives.

Loose, redundant triggers are needed in order to evaluate backgrounds and determine
trigger efficiencies. Newly discovered objects should be observed in as many decay modes as
possible, in order to confirm the original discovery and measure cross-sections and branching
ratios. Upper limits also contribute to our understanding. Not all of these results require a five
standard-deviation 'discovery' data sample.

The trigger should be designed for flexibility. Candidates for new physics discoveries
should be logged to permanent storage whenever possible, even if current attempts to analyze
simulated data fail. Put the events on tape now, and analyze them later, when the data are better
understood. For many physics channels, the best data may well be the data we take in the first few
years when the luminosity is low.

The Level-1 trigger is a hardware trigger; the trigger parameters (thresholds, isolation
criteria, etc.) can be adjusted, but the functionality is limited and fixed. The Level-1 trigger
conditions should be loose and inclusive. The Level-1 trigger can nonetheless set flags to guide
the higher-level algorithms. The Rols in the ATLAS trigger are an example of the information
that can be passed to the Level-2 trigger. The Rols that contributed to the Level-1 trigger decision
are passed on to Level 2, but additional Rols with lower thresholds can also be sent to Level 2,
along with global event parameters such as missing-E, and total scalar Et.

The higher-level algorithms are typically performed on general-purpose commercial
processors; they have access to all of the event data and all of the calibration and alignment
constants. Nonetheless, Level-2 algorithms generally use only a small part of the data, whereas the
Level-3 algorithms use the full event data. ATLAS intends to use special trigger code at Level 2
and a form of the off-line code at Level 3. CMS uses off-line code, pulling data from the event
buffers as required to form objects for the execution of high-level object-oriented algorithms.

The trigger items typical of high-luminosity operation depend on high-P, trigger objects
such as leptons, jets, or missing-Et. High-P, objects are important for the physics because they
signal the presence of high-mass objects, including Z, W, and top, but also most of the anticipated



132

signals for new physics discoveries. High P, is important for the selection process, because the
high-P, objects stand out above the minimum-bias background.

At low luminosity, where the high-P, event rates are small and there is little minimum-bias
pile-up, the physics menu can be expanded to include low-P, physics objectives such as B physics.
LHC-B is designed specifically for B-physics studies at low luminosity, with particle-identification
to isolate decay modes involving charged pions and kaons. ATLAS and CMS will cover some of
the B-physics topics - CP-violation, mixing, and some rare decays - with their general-purpose
detectors.

5.3 Standard trigger menus

The symbols used to designate the ATLAS trigger menus are shown in Table 1.

Table 1: Nomenclature for ATLAS trigger objects.

Trigger object

\*

EM cluster

gamma

e±

x±

h1

jet

jet
missing-E,

scalar-E,

total-E,

E, threshold

6GeV

6GeV

80GeV

15GeV

20GeV

80GeV

80GeV

100 GeV

15GeV

100 GeV

500 GeV

1000GeV

Conditions
none

isolation

none

isolation

isolation

none

isolation

none

B vertex

none

none

none

LVL1 object

MU6

EM80

TAU80

J100

ME 100

SE500

TE1000

LVL2 object

mu6

mu6I

em80

gl5I

e20I

tau80

h80I

jlOO

bl5

me 100

se500

telOOO

A typical Level-1 trigger menu for low luminosity is shown in Table 2 [3,25]. The first-level
trigger for B-physics candidates requires a non-isolated muon with P, > 6 GeV/c.

Table 2: Typical Level-1 trigger menu at low luminosity.

Trigger Menu Item

MU6
EM80

EM20I

EM15I + EM15I

TAU80

JlOO

J50 + J50 + J50

ME 100

SE500

Total Level-1 Trigger Rate

Rate
8000 Hz

200 Hz

10000 Hz

2500 Hz

5000 Hz

8000 Hz

3000 Hz

2000 Hz

1000 Hz

39700 Hz

Some of the flags set at Level 1 to guide the Level-2 algorithms are shown in Table 3. Most
of these flags indicate the presence of low-P, jets. For selected events, the low-P, jets will be
considered as b-jet candidates to be confirmed using the b-jet vertex tag.
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Table 3: Typical Level-

Level-1 Trigger Flag
MU6
MU20
MU20 + MU6
MU20 + MU20
MU20 + EM 151
MU20 + TAU40
MU20 + n x J15
MU20 + J40 + J40
MU6 + EM15I
MU6 + MU6
MU6 + MU6 + MU6
MU6 + MU6 + EM 151
MU6 + EM15I + EM15I
MU6 + n x J 1 5
MU6 + MU6 + J15 + J15
EM80
EM80 + JlOO
EM80 + EM80
EM20I
EM20I + TAU40
EM20I + n x J15
EM20I + J40 + J40 + J40
EM20I + J40 + J40 + n x J15
EM201 + JlOO + JlOO
EM15I + EM15I
EM15I + EM15I + EM7I
EM15I + EM15I +J15 +J15
TAU80
TAU150
TAU80 + TAU80
JlOO
J200
JlOO + JlOO
J15O +J15O
JlOO + JlOO + ME100
JlOO + JlOO + JlOO
J100 + n x J 1 5
J50 + J50 + J50
J50 + J50 + J50 + J50
J5O + J5O + J5O + J50 + J5O
J5O + J50 + J50 + J50 + J50 + J5O
ME100
ME150
SE500
SE1000

Total Level-1 Trigger Rate

trigger flags at low luminosity.

Rate
8000 Hz

400 Hz
100 Hz
20 Hz
40 Hz

400 Hz
400 Hz

40 Hz
800 Hz
400 Hz

20 Hz
40 Hz
40 Hz

6000 Hz
400 Hz
200 Hz

20 Hz
30 Hz

10000 Hz
3000 Hz

10000 Hz
200 Hz
700 Hz
250 Hz

2500 Hz
1000 Hz
2500 Hz
5000 Hz
1000 Hz
800 Hz

8000 Hz
250 Hz

2000 Hz
500 Hz
300 Hz
200 Hz

4000 Hz
3000 Hz

600 Hz
100 Hz
20 Hz

2000 Hz
30 Hz

1000 Hz
1 Hz

39700 Hz

Conditions

n > 0, <n> = 3.5

n> 1, <n> = 4.5

n > 0, <n> = 3.5

n > l

n > 2
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A Level-2 trigger menu for low luminosity is shown in Table 4. The B physics algorithms
are included with the high-P, menu items. Neither b-jet tags nor missing-E, recalculations are
included in these 'standard' Level-2 trigger menus.

Table 4: Standard Level-2 trigger menu at low

Level-2 trigger item
mu40
mu20I
mu20 + mu20
mu20 + j l 5 + j l 5 + j l 5
mul5I + el5I
mu6I + mu6I
mu6I + el 51
el5I + el5I
mu6I + j l 5 + j l5
e80
g40I
e20I
gl5I + gl5I
taul50
taulOOI + taulOOI
h80I
j500
j400 + J400
j200 prescale/100
J15O + J15O prescale/100
jlOO+jlOO + MElOO
JlOO + jlOO + jlOO + jlOO
j l O O + j l 5 + j l 5 + j l 5
j5O+j5O + j5O + j5O
ME 150
SE1000

SUM of LVL2 triggers (except B-physics)

B-PHYSICS TRIGGERS

mu6 + el + el + M(J/y)
mu6 + mu5 + mu3
mu6 + e5 + mu3
mu6 + h6 + h6 + M(B)
mu6 + hl.5 + hl.5 + hl.O + M((p°) + M(DS)
mu6 + mu5 + M(B)

SUM of all B-physics triggers

TOTAL LEVEL-2 TRIGGER RATE

luminosity.

Rate
25 Hz
20 Hz

5 Hz
50 Hz

1 Hz
10 Hz
9 Hz
8 Hz

200 Hz
20 Hz
60 Hz

200 Hz
100 Hz
200 Hz

5 Hz
2 Hz
1 Hz
1 Hz
1 Hz
1 Hz

80 Hz
2 Hz

500 Hz
200 Hz

30 Hz
1 Hz

1732 Hz

24 Hz
8 Hz
8 Hz
5 Hz

50 Hz
3 Hz

98 Hz

1830 Hz

5.4 B-physics: sequential processing scheme

The ATLAS strategy for the selection of B-physics candidates involves an exceptional use of a
sequential selection scheme at Level 2 [3]. The Level-1 trigger rate for muons with Pt > 6 GeV/c
and lr|l < 2.5 is about 8 kHz at low luminosity (1O33 /cmVs). At Level 2, the precision muon
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chambers and the inner tracker can be used to eliminate background and sharpen the P, cut; this
reduces the rate to 4 kHz, including 2 kHz of B decays. The inner tracker can then be used to find
candidates for specific B decays of particular interest. All tracks above 1 GeV/c are found in a
TRT full scan, and they are identified as muons, electrons, or hadrons using data from the TRT
and the calorimeter. Mass cuts are used to improve the selection, as shown in Table 4. The
execution time for the TRT full scan is estimated to be about 50 ms. The sequential processing
scheme reduces the number of candidates for this time-consuming algorithm.

5.5 Extended higher-level trigger menus

The 'extended' higher-level trigger menus include b-jet tags and recalculation of the missing-E,
for selected events. The ambiguity between 'standard' Level-2 trigger menus and 'extended'
trigger menus applies to the present status of the ATLAS trigger design. In CMS, all of the higher-
level algorithms (standard or extended) are executed in a single processor, with data transferred to
the processor only as needed for the execution of the algorithms.

In ATLAS, several options are under study for the higher-level triggers. In the
'local/global' processing scheme described in the ATLAS Technical Proposal [3], the Level-2
feature extraction is performed in parallel in separate processor farms for each of the detector
systems; in this case, the complex 'extended' algorithms would find their place at Level 3. In the
'single-farm' option, on the other hand, data are pulled from the buffers as needed, and
'standard' and 'extended' algorithms could be performed in the same processor [15,26].

There are two advantages to performing the b-jet tags for selected events in the Level-2
processors: the data transfer bandwidth and the processing time. Processing at Level 2 requires
only Rol data and uses specially optimized code, whereas processing at Level 3 requires transfer
of the full event data and uses the off-line code.

The missing-Et must be recalculated at Level 2 or at Level 3 to improve the resolution for
W —> e + v selection and for certain channels involving tau decays. Missing-Et calculations present
a special problem for Level-2 processing because they require data from all of the calorimeter
ROBs. Once again, the problem can be resolved by preselecting events for this algorithm. The data
volume is about the same as for the full TRT scan, but the execution time for the missing-E,
calculation is negligible. The data volume required is about 16 kB at Level 2 or about 1 MB at
Level 3. It is clear that the missing-E, should be recalculated at Level 2 for a selected sample of
events.

5.6 Neural networks in LHC triggers

Neural networks have been used in some trigger designs to select events of interest by assigning a
probability to different possible interpretations of the event. This method can be particularly
interesting if the cuts normally used to select event candidates are not orthogonal. On the other
hand, the method can be dangerous if the 'training sample' misrepresents the characteristics of
the interesting events. Therefore, neural networks are not ususally used at the trigger level. Off-
line, neural networks can be used to look for signals from new physics, with the restriction that any
signal found should be confirmed by a thorough study of the full data sample.

6. TRIGGER MODELLING

Trigger modelling can be used to determine the influence of different trigger strategies on physics
performance and on cost. This lecture will describe a 'paper model' technique which uses full
trigger menus, but takes (estimated) average values for parameters such as data transfer volumes
and rates, algorithm execution times, and processing overheads. The 'paper model' results can be
used to guide the full modelling studies and switching-network emulation. Sequential and parallel
processing schemes will be compared, as well as single-farm and multiple-farm architectures.

6.1 Full computer modelling

ATLAS has developed a modelling tool called SIMDAQ [28] based on the commercial object-
oriented simulation language MODSIM II [29]. Objects can be built to represent the data
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acquisition components of the trigger system, and methods can be built to allow these objects to
interact with each other. Full modelling of the trigger system can be performed using data files
produced from GEANT simulations of the ATLAS detector. Data files corresponding to the
dominant dijet background can be run to measure the overall trigger performance in terms of
maximal trigger rates and data volumes. Additional data files corresponding to specific physics
channels can also be run in order to investigate efficiencies and extreme running conditions.

Modelling studies will be only as good as the parameters used in the model. Benchmarking
of trigger algorithm execution times and hardware and software performance are needed to
provide these critical parameters. Technological evolution has to be taken into account on long-
term projects such as the LHC. The CPU power available at constant cost has doubled every 18
months for the last 20 years or so, and this evolution is expected to continue for the next 5 years
at least [30]. System performance must be extrapolated to the estimated 'date of purchase'.

6.2 Simple 'paper models' for initial optimization

Modelling results have been obtained which are in good agreement with recent laboratory
measurements [31]. It is difficult, however, to vary the parameters to test architectural options and
to take account of technological advances because of the time necessary to set up the simulation
models and because of the long MODSIM execution times.

A 'paper model' approach has been developed in order to obtain crude modelling results
without waiting for full modelling studies [32]. Paper models are the next step after 'back-of-the-
envelope' calculations. They require a simplified model of the process under study and a
complete set of parameters: trigger rates, data volumes and transfer rates, execution times, and
overheads. An iterative process should be used to optimize the overall system performance.

The data in the readout buffers should be formatted and ordered to simplify the task for
Level-2 processing. With foresight, some of the processing required for Level 2 can be performed
in the frontend electronics or in the readout driver modules. In the best-case hypothesis, we
estimate that data handling will account for about 50% of the Level-2 processor occupation. If the
data is poorly organized, data transfers and execution times could be greatly increased. Note that
preprocessing in the ROB modules might also be used to prepare data formats for the Level-2
processors. Figure 11 shows a model for the distribution of the ATLAS data into different readout
buffers in the case of a single-farm architecture.
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Figure 11: ATLAS Level-2 readout in a single-farm model.

With a 100 kHz input rate, and about 1000 processors, the average Level-2 execution time
must not exceed 10 ms. Nonetheless, a small fraction of the events can take much longer.
Estimated execution times for Level-2 trigger algorithms, extrapolated to 500-MIPS processors,
are shown in Table 5 [32]. Confirmation of the Level-1 trigger objects in the calorimeter and
muon systems is very rapid, requiring no more than 100 jxs. Tracking algorithms are considerably
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longer, about 1 ms per Rol. Full TRT scans and b-jet tags are in the range of 100 ms, well beyond
the average available execution time of 10 ms, so these algorithms can be applied only to a small
fraction of the events passing Level 1.

Table 5: Feature extraction execution times.

Trigger
muon trigger
e/y/x trigger

jet trigger

track

track

TRT scan L=1033

TRT scan L=1034

missing-E(

B jet tag

system

MUON
CALO

CALO

TRT

SCT

TRT

TRT

CALO

SCT

processing

100 us
100 us
100 us
600 us
800 ns

50 ms

200 ms

100 us
250 ms

6.3 Event processing

The main steps in the event processing in a 'pull' architecture are the following:

1. Send Level-1 data to Level 2

2. Assign Level-2 processors

3. Request data from ROBs

4. Preprocess data in each ROB

5. Send preprocessed data to Level 2

6. Execute feature extraction algorithms

7. Test compatibility with Level-2 trigger

Repeat steps 3 to 7 as required for other detector systems or Rols

8. Test global Level-2 trigger conditions

9. Send Level-2 decision to supervisor

10. Broadcast Level-2 decision to ROBs

In the case of a Level-2 ACCEPT

11. Send event data to Level-3 processors

12. Execute Level-3 algorithms

13. Send Level-3 decision to supervisor

For each of these main processing steps, the occupation time of each of the hardware systems -
supervisor, ROB, busses, interfaces, switching network, processors - should be tabulated. The
occupation time for a single Rol depends on the number of ROBs and the number of ROB
interfaces for that Rol, the quantity of Rol data, and the preprocessing and feature-extraction
execution times. The occupation times are calculated in the 'paper' models using average values
for these parameters. The total occupation (and the total latency) for each of the hardware systems
can be found by summing over all processing steps for each Rol type and each detector system.
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6.4 Occupation and latency

The trigger menu must be used to determine the number of data requests and the number of Rols
for each Rol type and for each detector system. For the sequential event selection scheme, the
rejection factor obtained at each processing step must be taken into account. The numbers
obtained for the ATLAS low-luminosity trigger [25] are shown in Table 6. These are the only
numbers required to determine the occupation of the hardware systems and the overall latency in
the simple 'paper' model discussed here.

Table 6: Summary of rates for sequential ATLAS trigger at low luminosity.

Algorithm
muon
EM cluster

track

full track scan

full track scan

jet
b-jet tag

missing-E,

System

muon
calorimeter

TRT + silicon

TRT

silicon

calorimeter

silicon

calorimeter

Data Requests

8000 Hz
22940 Hz

7200 Hz

4000 Hz

2000 Hz

10202 Hz

1062 Hz

835 Hz

Rol numbers

8420 Hz
30372 Hz

7599 Hz

4000 Hz

20000 Hz

19068 Hz

2161 Hz

835 Hz

6.5 Comparison of processing strategies

Parallel and sequential processing schemes can be evaluated by simply comparing the rate
summary for sequential processing in Table 6 with the rate summary for parallel processing
shown in Table 7 [32]. The number of tracking Rols and the number of jet Rols that have to be
processed for the standard Level-2 trigger menu are reduced by a factor four when sequential
processing is used. Nonetheless, either parallel or sequential processing of these Rols is compatible
with the processing power available at Level 2. On the other hand, b-jet tags and missing-E,
calculations in the extended trigger menus can only be processed at Level 2 in the sequential
processing option, which reduces the number of b-jet candidates by a factor of about 30 and the
number of missing-E, calculations by more than a factor 10.

Table 7:

Algorithm
muon
EM cluster

track

full track scan

full track scan

jet
b-jet tag

missing-E,

Summary of rates for parallel

System
muon

calorimeter

TRT + silicon

TRT

silicon

calorimeter

silicon

calorimeter

processing of ATLAS

Data Requests
8000 Hz

25700 Hz

33700 Hz

8000 Hz

8000 Hz

24980 Hz

20500 Hz

14030 Hz

trigger.

Rol numbers
8420 Hz

34690 Hz

43110 Hz

8000 Hz

NA

82420 Hz

73820 Hz

14030 Hz

The main argument in favor of the sequential processing option is flexibility. The b-jet tag
and the missing-E, calculation are two examples in favor of sequential processing. The full track
scan required for B physics is another. We don't know how to treat the B-physics candidates in a
fully-parallel scheme, because the algorithm requires that new Rols found in the TRT scan be
further analyzed in the calorimeter and silicon systems. It is not possible to treat these systems in
parallel. On the other hand, the b-jet tags and the missing-E, calculations could eventually be
performed at Level 3, but at greater cost in processing power and data-transfer bandwidth. The
resources needed when the standard algorithms are processed at Level 2 and the b-jet tags and the
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missing-Et are processed at Level 3 are shown in Table 8. Note that the RSIs are over-saturated in
this particular model.

Table 8: Total occupation for Level 2 plus minimal Level 3, with b-jet tags and missing-E, at Level 3.

LVL1 trigger rate 34270 Hz
LVL2 + LVL3 latency 52.3 ms (average for all LVL1 events)
Buffer length required 1793.2 events (LVL2 + LVL3 buffers)

Hardware element

ROB
RSI bus

RSI

ATM (data)

ATM (control)

SFI

SFI bus

processors

# required

331.4
29.9

213.0
127.6

3.0

121.0
27.5

1488.0

# in model
768
192

192

192

192

192

192

2650

Occupation

43.2 %
15.6 %

110.9 %

66.5 %

1.6 %

63.0 %

14.3 %

56.2 %

The resources needed when all of the event selection algorithms, including b-jet tags and missing-
E, are processed at Level 2 are shown in Table 9. The number of processors required is reduced
by about 700 500-MIPS units, and the load on the switching network is reduced by a factor five.

Table 9: Total occupation for Level-2 plus minimal Level-3 processing, with all selection at Level 2.

LVL1 trigger rate 34270 Hz
LVL2 + LVL3 latency 27.3 ms (average for all LVL1 events)
Buffer length required 934.2 events (LVL2 + LVL3 buffers)

Hardware element
ROB
RSI bus

RSI

ATM (data)

ATM (control)

SFI

SFI bus

processors

# required

370.9
8.1

138.1
24.0

3.3

42.5
5.3

796.0

# in model
768
192

192

192

192

192

192

2650

Occupation

48.3 %
A2 %

71.9 %
12.5 %

1.7 %
22.1 %

2.8 %
30.0 %

6.6 Documentation

All of the knowledge obtained from these different studies should be documented in trigger
requirements documents and design reports. The responsibilities of the trigger group and the
interfaces between the trigger system and other systems should be clearly defined in a Global
Users' Requirements Document. The objectives of the trigger system - what we want it to do -
should be described in the Trigger Users' Requirements Document. The design - how we intend
to build it - should be described in the System Requirements Document. The sharing of
responsibilities between participating groups should be clearly defined and well-matched to the
resources available. These documents should evolve as our understanding of the problem
increases. Some objectives will be mutually exclusive due to the eternal trade-off between cost and
performance. The requirements, the design, and the responsibilities should be subject to regular
reviews, both internal and external. All of these aspects should be described in detail in the
Technical Design Report.
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7. CONCLUSIONS

This lecture series has attempted to describe some of the steps required in the design of a trigger
system for experiments such as those planned for the LHC. Trigger design must be based on the
physics goals of the experiment - the so-called 'top-down' approach. The trigger architecture
must be sufficiently flexible to allow the trigger to follow the evolution of the physics goals as well
as the technological evolution - especially for long-term projects such as the LHC. The trigger
menus for general-purpose experiments like ATLAS and CMS should ensure a broad physics
reach, with exclusive and inclusive trigger items corresponding to a full spectrum of possible
signatures for new physics. The trigger design should proceed from simple calculations, through
'paper' models, then on to demonstrators, emulators, and full modelling studies. Requirements
and responsibilities should be documented at an early stage to avoid uneconomic use of human
and financial resources.
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MODERN OBJECT-ORIENTED SOFTWARE DEVELOPMENT
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Abstract
Object-oriented (00) programming has been around for a few years and there
are many users of OO programming languages. There are, however, few true
practitioners of this method. Just as it is possible to use a screwdriver as a ham-
mer, programming with an OO language does not imply that the language is
being used correctly. The same was true with the onset of structured program-
ming languages. The development of these languages did not instantly result
in users producing beautifully structured code without use of the infamous
"goto". It was only later that good programming practice or an appropriate
methodology was defined for this programming style. OO programming has
now reached a similar situation where "good programming practice" can be
defined. In this paper we describe the change in emphasis in moving from
procedural to 0 0 programming and describe some of the main techniques that
are now promoted to ensure the development of good OO programs.

1 FROM PROCEDURAL TO OBJECT-ORIENTED PROGRAMMING

Object-oriented programming is the dominant programming paradigm, replacing the "structured", procedural-
based methods of the early 197O's. Procedural programming is based on developing algorithms and
subsequently a suitable data structure [18] for the problem. Object-oriented programming reverses this
order putting the emphasis on designing the data structure first, and only then determining the algorithms
that operate on the data. This is the more logical order as requirements often change during program
development and maintenance, necessitating the development of additional functions. In contrast, the
data to be manipulated in a problem rarely changes. By concentrating on developing the data structure
first, it is a relatively simple task to add additional functions.

Superficially, Rambaugh [15] describes the term "object-oriented" to mean that software is organ-
ised as a collection of discrete objects that incorporate both data structure and behaviour. Users of objects
may only access their functionality in predefined ways. This is in contrast to structured, or procedural
programming in which the data structure and behaviour are only loosely coupled. In this paradigm, users
are able to access and manipulate data structures directly, and use procedures to manipulate data for
which the system may not have been intended.

Traditionally systems were constructed using the waterfall method [14]. This was based on the
idea that clients would formally agree a requirements document. A design would then be put together,
which would be further agreed. The system would be implemented, and there would then follow an end-
less process of maintenance. Modern ideas move away from this waterfall approach. Iterative methods
are considered more appropriate for many system development approaches. This still follows the notion
of analysis, design and implementation, but on a cyclical basis, where subsequent cycles build on earlier
cycles. Object-oriented systems are significantly easier to fit to this new way of thinking about software
than procedural systems.

2 ELEMENTS OF A MODELLING TECHNIQUE

An analysis or design method is a coherent approach to describing a system. This consists of a number
of techniques that are used to describe different aspects of the system. Each technique emphasizes some
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aspect of the system and neglects others. The method also has some process to say how the techniques
are combined.

Each modelling technique has two key elements; syntax and semantics. The syntax is usually a
diagrammatic notation, while the semantics may or may not be formally defined depending on how rigor-
ous the technique is. A rigorous technique is one that does not permit any ambiguity in its interpretation.
This is stressed to its utmost in formal methods, such as Z[12] and VDM[13]. Less rigorous techniques
lead to ambiguity which has to be dealt with by programmers at a later date.

Modelling techniques can be evaluated according to the criteria of comprehensibility and expres-
siveness. Comprehensibility is a fundamental requirement of a modelling technique, as its value lies in
its ability to highlight certain important details in a system. A method that is no more comprehensible
than program code is not useful. Similarly, a method that is unable to express all the required concepts
is not useful. Expressiveness is not entirely a virtue, however. More expressive techniques have more
concepts and are thus more difficult to learn. Thus a less expressive technique loses in some respects
but the lack of concepts may be worth suffering for easier learning. A good technique strikes a balance
between comprehensibility and expressiveness.

3 MODELLING METHODS

3.1 Structured Analysis/Structured Design (SA/SD)

One of the first software analysis and design methodologies was the Structured Analysis/Structured De-
sign (SA/SD) method [11]. SA/SD includes a variety of techniques for specifying software. During
the analysis phase of software development data flow diagrams, process specifications, a state transition
diagram and entity-relationship diagrams are used to logically describe a system. In the design phase,
details are added to the analysis models and the data flow diagrams are converted into structure chart
descriptions of the programming language.

Data flow diagrams model the transformations of data as it flows through the system. These are
the focus of SA/SD. A data flow diagram consists of processes, data flows, actors and data stores. The
SA/SD process is based on recursively dividing complex processes into subdiagrams until only small
processes are left that are easy to implement. At this point each process is specified with decision tables,
pseudocode or other techniques. The data dictionary defines the data flows, data stores and the meaning
of names within the data flow diagram.

The state transition diagrams model the time dependent behaviour of the system. These diagrams
describe the control process or timing of function execution and data access triggered by events.

Entity-relationship (ER) diagrams highlight relationships between data stores, with each ER data
element corresponding to one data flow diagram data store.

Although the SA/SD methodology has served many users well over the years, it was developed at
the time when procedural programming was in vogue. Accordingly this method is best suited to this style
of programming. In the SA/SD approach, the functional model dominates, in the same way that proce-
dural programming styles encourage users to think of the functional requirements of the system first.
The dynamic model is the next most important, and the object model least important. In contrast, object-
oriented programming places the greatest importance on the object model, then the dynamic model and
finally the functional model. This change in emphasis brought about by object-oriented programming
has accordingly resulted in the development of a number of true object-oriented development methods.

3.2 The development of Object-Oriented Analysis and Design Methods

Prior to 1990's SA/SD was the lingering methodology although industry was moving towards true object-
oriented software development. There were, however, few options available to those who sought an al-
ternative to this methodology. By the early 1990's though, a number of object-oriented software method-
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ologies were available. We outline a few significant methods below:

One of the most popular object-oriented methodologies, due largely to its early presence, was
developed by Booch [1]. This early work concentrated more on design rather than the full lifecycle but
was extended later [3] [2] to address analysis and design.

Another well established object-oriented methodology is the Object Modelling Technique (OMT)
developed by Rambaugh et al [15]. This method is traditionally applied to commercial/information ap-
plications, and is not particularly well known for application to complex systems due to its weakness in
modelling sub-systems and different levels of abstraction. Lockheed has, however, updated the OMT to
make it more suitable to realtime application [5]. OMT consists of a well defined development process
featuring five distinctive phases: conceptualisation, analysis, system design, object design and imple-
mentation. The OMT notation uses three interrelated models to describe the system: the object model,
the dynamic model and the functional model.

Jacobsen [9] developed the object-oriented software engineering method (OOSE), that defined
"use-cases". These are a sequence of transactions that are performed by a user of the system. Each "use-
case" outlines a likely thread of control through the many objects of the system, potentially unifying
the static and dynamic system views. Jacobson's Objectory method partitions systems along use-case
boundaries, then identifies user interface, control and entity objects for each use-case. Interaction dia-
grams describe how a group of objects work together to implement a given use-case and state transition
graphs specify an object's behaviour over time and include symbols for sending and receiving messages.

Another major object-oriented analysis method was developed by Shlaer and Mellor [16] using
three analysis models. An information model identifies the conceptual entities and objects; the dynamic
model formalises the interaction of these objects, while the process models formalise the processing
required.

A number of other methodologies have also been developed, to support more specialised uses such
as the development of real-time systems. HOOD [4], ROOM [17] and MOOSE [7] are examples of this.

3.3 The development of the Unified Modelling Language (UML)

Although the development of object-oriented modelling methods satisfied the need to obtain a method
more suited to object-oriented programming, the proliferation of methods caused confusion with users.
However, in 1995, Jacobsen, Rambaugh and Booch joined forces to create a unified method that blended
ideas from all three approaches. The result was the Unified Modelling Language (UML) released in 1996
with version 1.0 [19] being submitted to the Object Management Group (OMG) analysis and design task
force for standardisation in January 1997.

Given that UML is the creation of three of the foremost figures in object-oriented analysis and
design methodologies, and that it has been endorsed by major corporations, such as Microsoft and Oracle,
success seems inevitable. Indeed, Fowler [6] and others believe that UML will by accepted by the OMG
and will become the dominant object modelling method. Other methods will become niche market
players.

UML has resulted from fusing the concepts of Booch, OMT, and OOSE. UML is accordingly
a superset of the techniques of these methods and is therefore more widely applicable than existing
methods. In particular, UML targets the modelling of concurrent, distributed systems, meaning that
UML contains elements that address these domains. The result is a language for specifying, constructing,
visualizing, and documenting the artifacts of a software-intensive system.

Of interest is the fact that UML defines a standard modelling language, not a standard process.
This distinction is significant as different problems require different processes and modelling techniques.
Moreover, the choice of modelling techniques has a profound influence upon how a problem is attacked
and how a solution is shaped. For this reason, UML defines a notation for the majority of modelling
techniques. These are as follows:
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• Use-case diagram

• Class diagram

• Behaviour diagrams

- Sequence or Interaction diagram

- Collaboration diagram

- State Transition diagram

- Activity diagram

• Implementation diagrams

- Component diagram

- Deployment diagram

In the following three sections we provide an overview of use-case diagrams, class diagrams and be-
havioural diagrams, and describe the role each of these play in 0 0 program development.

4 USE-CASE DIAGRAMS

One of the most fundamental problems in software engineering is determining the requirements of a
system. Use-cases were introduced by Jacobson [9] to solve this problem.

The use-case approach requires the analyst to determine all the potential actors involved in a
system. Actors are external to the system and make use of it. An actor is typically a person, but may be
a third-party organisation or another computer system. One person may in fact be multiple actors, say a
shop assistant may be a customer of the same shop at another time. We model actors, not individuals.

An actor makes use of a system in different ways. Each of these ways is known as a use-case. Ja-
cobsen defines a use-case as "a behaviourally related sequence of transactions (performed by a user/actor)
in a dialogue with the system". A use-case may involve a number of actors, just as an individual actor
may make use of several use-cases. We represent use-case diagramatically by ovals and actors by stick
men.

Consider the example given by Lunn [10] of a banking system where a customer can withdraw
money. A use-case for this could be drawn as in Figure 1.

customer

Figure 1: Use-case of a customer withdrawing money

Of course, to withdraw money, a customer must also be able to deposit money. So there is at least
one more use-case (Figure 2).

Now it might be that the system which is being implemented in the bank needs to involve a cashier
for depositing, but that to withdraw money the customer has to use the cash machine. The cashier is then
an actor. Taking this into account and allowing customers to check their account balance requires further
additions to the model (Figure 3).
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customer

Figure 2: Use-case's of a customer depositing and withdrawing money

customer

Figure 3: Use-case model with multiple actors

Use-cases may also use other use-cases. The withdraw cash use-case would make use of the
account balance use-case before issuing the money. We represent this by connecting use-cases in our
graphical model (Figure 4).

A use-case is a very abstract view of what the system provides to the various actors who use it. It
is not intended to give a detailed, blow-by-blow account of how the services are provided. One of the
big dangers of use-cases is that of structuring the software to mimic the use-cases. Use-cases provide an
external view of the system. The software is often structured in a completely different way. The biggest
danger is that of turning each use-case into a procedural controller which acts upon simple data holders.

Use-cases a vital part of object-oriented development and should be used to understand the re-
quirements of a system. They are also a suitable interface between the clients, users and developers of
the system and should be used to drive system testing.

5 CLASS DIAGRAMS

5.1 Objects, Attributes and Operations

The class diagram is a central modelling technique that is common to nearly all object-oriented analysis
and design methods. This diagram describes the type of objects in the system and the relationships
between them. First let us consider what objects are. Rambaugh [15] defines an object as "a concept,
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customer

Figure 4: Complete use-case model for our banking system

abstraction or thing in the world with crisp boundaries meaningful to the problem at hand". In general,
objects tend to be physical entities that are relevant to the problem being solved.

Objects can be described by their attributes and operations. Attributes are the changeable charac-
teristics of an object - cats have colour, size, weight and sex. Operations are the things an object does
or can have done to it - cats can catch mice, eat, miaow, and be stroked. In UML notation we draw the
general class of cat objects as shown in Figure 5. The name is shown at the top, the attributes are listed
underneath and the operations are listed below that.

Cat
colour
size
weight
sex
Catch mice
Eat
Miaow
Be stroked

Figure 5: Example object class specification for a cat

In an object model, all data is stored as attributes of some object. The attributes of an object
are manipulated by the operations. The only way of getting at the attributes is through an operation.
Attributes may sometimes be objects in their own right.

In an object model, all functionality is defined by operations. Objects may use each others opera-
tions, but the only legal way one object can manipulate another object is through an operation.

Object modelling is about finding objects, their attributes and their operations, and tying them
together in an object model.

5.2 Three Perspectives

Obtaining candidate objects from a problem statement is relatively simple. The difficulty lies knowing
what objects are appropriate, and what their appropriate attributes and operations are. This is a question



149

of focus. Fowler [6] identifies three perspectives from which class diagrams can be drawn:

• Conceptual Perspective. In this case the class diagram represents the concepts in the domain under
study. These concepts will naturally relate to the classes that implement them, but it is often not
a direct mapping. Indeed the model is drawn with little or no regard for the software that might
implement it, and is generally language independent.

• Specification Perspective. The specification perspective considers the software interface, not the
implementation. Object-oriented development puts a great emphasis on the difference between in-
terface and implementation. An interface may have many implementations due to implementation
environment, performance characteristics, or vendor.

• Implementation Perspective. In this view the class diagram lays the implementation bare. This is
probably the most often used perspective, but in many ways the specification perspective is often
a better one to take.

Understanding the perspective is crucial to both drawing and reading class diagrams. Unfortu-
nately the lines between the perspectives are not sharp, and most modellers do not take sufficient care
to get their perspective sorted out when they are drawing. In general, UML takes an implementation
perspective, although its use of associations (discussed below) is often more conceptual than implemen-
tation.

5.3 Associations

Associations represent relationships between object classes. For example, if "person" and "company"
are objects in a model, the statement, "a person works for a company" relates the two objects. The
interpretation of associations varies with the perspective. From the specification perspective these are
responsibilities for "knowing", which must be made explicit by access and update operations. This may
mean that a pointer exists between classes, but that is hidden by encapsulation. A more implementation
interpretation implies the presence of a pointer. Thus it is essential to know what perspective is used
to build a model in order to interpret it correctly. Associations are drawn as lines between objects.
For example, consider the association shown in Figure 6. If this is a specification model, the company
should have methods to determine its employees, while a person object must be able to determine his/her
employer. From an implementation perspective, this association indicates a pointer link between the
objects.

Person Works For Company

Figure 6: Example of an association between classes

All associations can be thought of as bi-directional, but uni-directional associations are important
for specification and implementation perspectives. For specification models bi-directional associations
give more flexibility in navigation but incur greater coupling. In implementation models a bi-directional
association implies coupled sets of pointers. UML tend to use bi-directional associations for analysis but
uni-directional in design.

Associations have cardinality. This specifies whether the association is mandatory, optional, one
to many, or many to many. For example, the association "person works for company" in Figure 6, should
indicate that one or more people work for a company. This is made explicit in the UML notation by
indicating the cardinality on the links. The syntax for this is shown in Figure 7.
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A

A

A

A

1

0..n

0,1

*

B

B

B

B

An A is always associated with one B

An A is associated with zero to n B

An A is associated with zero or 1 B

An A is associated with zero or more B

Figure 7: UML notation for cardinality of associations

Data modellers often have difficulty distinguishing the difference between attributes and associa-
tions. The definition furnished by most methods, including UML, is that attributes are seen as internal
to a class, while associations link classes. Although this distinction is important in the modelling sense,
it makes little difference at the implementation level. In particular, Booch considers attributes equivalent
to uni-directional associations which are implemented by containment in C++.

5.4 Aggregation

We can construct objects of other objects. This is known as aggregation. The behaviour of the larger
object is defined by the behaviour of its component parts, separately and in conjunction with each other.
These special forms of association are indicated graphically by a diamond shape at the end of the line
at the aggregating object. For example, Figure 8 shows that an engine consists of a starter motor and an
ignition system.

engine

start
stop

starter motor

switch off
switch on

ignition system

switch off
switch on

Figure 8: Example of aggregation

It is notoriously difficult to define the difference between an aggregation and an association, or to
indicate whether the distinction is useful. Implementation perspectives often use aggregation to imply
C++ containment.

5.5 Generalisation

Often we find that there are objects which have something in common. It is then useful to create an
abstract object which groups together the common features, and to use inheritance to define the original
objects. Inheritance means that all the attributes and operations of an abstract object are available in the
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specialised object. This is indicated diagramatically by placing a triangle on the link between objects.
The triangle in the diagram indicates inheritance. The point of the triangle indicates where operations and
attributes are inherited from. Consider the example of modelling a system that contains many types of
engines. All engines contain some basic properties, but petrol and steam engines are also fundamentally
different. This is neatly represented using inheritance as shown in figure 9.

engine

cylinders
start
stop

steam engine

boiler
light

diesel engine

glow plug
preheat

petrol engine

spark plugs

Figure 9: Steam, Petrol and Diesel engines inherit properties from the abstract engine class

Inheritance is considered good for software re-use and for clarity of description. When new objects
are created which are similar to other objects, they can have many of their attributes and operations
already defined. This saves on the effort required to introduce new objects into a system. Inheritance is
also a used naturally to describe things and thus can serve the purpose of clarifying an object and its role.

Class diagrams are the backbone of the UML as well as other object-oriented analysis and design
methods. They can, however, easily become over-complex largely as a result of getting bogged down
in implementation details. To avoid this, the conceptual or specification perspective are most useful
initially.

6 DYNAMIC MODELLING

6.1 Event Traces, Interaction Diagrams and Collaboration Diagrams

Dynamic modelling tries to capture how objects behave and how they interact. In this way, we can find
new operations, attributes and relationships for the object model. Dynamic models are perhaps the most
effective way of uncovering the behaviour of systems.

We start dynamic modelling by obtaining a number of scenarios for the use of the system. These
scenarios, or stories, list the chain of events that occur for the use-cases. Hence, use-cases are a high
level view of the interactions actors have with the system, while event scenarios are a list of events that
would be required for each use-case. For example, in Figure 1, we have a use-case for a withdrawing
money from an automatic teller machine. The event scenario for this might be something like that given
below:

• ATM requests Card

• User inserts Card
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• ATM asks user to enter personal identification (PEN) number

• User enters PEN number

• ATM displays operation choice

• User requests withdrawal

• ATM asks user for the amount

• User enters amount

• ATM sends card information, PEN, and amount requested to consortium

• Consortium forwards request to users bank

• Users bank checks users account for funds

• Users bank sends acknowledgement to consortium

• Users bank updates users account

• Consortium sends acknowledgement to ATM

• ATM prepares cash

• ATM returns users card

• ATM dispenses cash

En practice this is likely to be significantly more complex, but this is sufficient for our purposes.
Of course, there are many different scenarios for users withdrawing money from an ATM, including
situations where the wrong PEN number is entered, insufficient funds exist in the account, to name but a
few. These event scenarios are then usually expanded into interaction diagrams (see Figure 10). These
diagrams indicate the source and destination of messages from the event trace. Down the left hand side
we can list the actions or events in a scenario. The vertical lines indicate objects. The arrows represent
the interactions between the objects. The labels on the arrows are the operations.

The particular purpose of interaction diagrams is to identify objects, attributes and operations that
were initially overlooked in the object model. This follows the philosophy that everything in object
modelling is to do with expanding the object model.

An alternative form of the interaction diagram is the collaboration diagram. This conveys the
identical information to an interaction diagram, but with objects shown as icons rather than vertical lines.
Again arrows indicate the messages sent in the use-case. See Fowler [6] for more on this subject.

6.2 State Transition Diagrams

State transition diagrams have been used right from the beginning in object-oriented modelling. The
basic idea is to define a machine that has a number of states (hence the term finite state machine). The
machine receives events from the outside world, and each event can cause the machine to move from one
state to another. These diagrams therefore identify what events can occur in a system, and what effect
they can have on the object. The most commonly used state transition diagram is the Harel statechart
[8] and is the form adopted by the UML. An example statechart is shown in Figure 11 for a packing box
object. A box starts in an empty state. Et then receives "add" events until the box is full, upon which it
can receive a "seal" event to close the box. This diagram indicates that the box cannot get a "seal" event
until it is full, and that a full box cannot get any further "add" events. Et also shows that the box can
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User ATM Consortium Bank Account

2: Card Entered

1: Request Card

JL

4: PIN Entered

3: Request PIN

n
I 5: Request Operatio)n

6: Withdraw Entered

TJ
7: Request Amount |

8: Amount Entered

U 9: Request Auth.
10: Request Auth. 11: Check Funds

12: Debit

T
T

15: Card Removed

13: Prepare Cash

< 1
14: Eject Card

V
1 16: Dispense Cash

17: Cash Removed

Figure 10: Example Interaction Diagram



154

add[ content < capacity - 1 ]

Being Filled add[ content = capacity - 1 U ~

remove [ contents > 1 ]
V

split

Being Emptied remove[ contents = 1 ]
V

seal

Figure 11: Example State Diagram

receive a "split" event in either the state of "being filled" or the "full" state. Diagrams of this type can
provide a good sense of the events that can occur in a system and the effect they have on the object.

In general it is not possible to define all the possible states of a system. Whilst this is all right for
small systems, it soon breaks down in larger systems as there is an exponential growth in the number of
states. This state explosion problem leads to state transition diagrams becoming far too complex for much
practical use. To avoid this problem, object-oriented methods define separate state-transition diagrams
for each object class. As with constructing interaction diagrams, the reason for developing statecharts is
to identify further operations and attributes to the object model, to check the logical consistency of the
object, and to more clearly specify its behaviour. It is therefore only necessary to construct statecharts
for objects that would benefit from a formal description of their behaviour.

Statecharts are often constructed from interaction diagrams. A separate statechart is constructed
for each object in the interaction diagrams. Each event arriving at an object results in the object changing
state. By identifying the object states from each interaction diagram created from a scenario, a statechart
can be constructed.

7 Summary

This paper describes the transition from procedural programming to object-oriented programming and
presents an overview of the main modelling techniques associated with object-oriented analysis and
design using the Uniform Modelling Language syntax. In using modelling techniques it is important
to bear in mind that these techniques are only there to assist in developing and maintaining program
code. For this reason religious adherence to modelling all aspects of the system using all the techniques
available is not appropriate. It is far better to have a few, well considered and up to date models, than a
host of out of date models for trivial aspects of the system.

Many books have been published on the subject of object-oriented analysis and design, and much
information is available on the web. The interested reader is referred to the reference list for further
information.
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SOFTWARE PROCESS AND QUALITY

Arash Khodabandeh
Information and Programming Technology Group
CERN, Geneva, Switzerland

The production of software is a labor intensive activity, especially in the field of High Energy Physics,
where the complexity of current and future experiments require large software projects.

For most of the scientists and engineers involved in software production, the business is science
or engineering, not computing. As software scope continues to grow so does the feeling that its
development and maintenance are out of control. The situation is made even worse by a lack of
software engineers and from an uneven software culture. Better organization and control of software
production are clearly needed in order to face the challenge of developing new software for the LHC
and of maintaining software for previous experiments.

Technology

1 SOFTWARE PROCESS AND QUALITY

To be able to control the production of software it is essential to improve (a) the knowledge of the
PEOPLE involved, (b) the organization and improvement of the software development PROCESS and
(c) the TECHNOLOGY used in the various aspects of this activity. The goals are better systems at
lower cost, and of better quality.

The process is the set of orderly actions to be performed to produce the software throughout the
life cycle. The quality of a process can be measured in terms of maturity against a recognized
framework. The reference framework is the Capability Maturity Model (CMM) proposed by the
Software Engineering Institute (SEI). This model consists of five levels and the most difficult step is to
move from level 1 to level 2 because of all the management procedures and activities that have to be put
in place. As an organization moves up the maturity levels, management visibility on the software
process improves, estimates become more accurate, schedules are met more precisely and the time
required to produce a software system shortens.
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Except for level 1, each maturity level is decomposed into several key process areas (KPA) that
indicate the areas an organization should focus on to improve its software process. One of the KPAs of
level 2 is Quality Assurance whose goal is to verify process and product compliance and to address non
compliance. This verification can only take place if effective measurements are performed to quantify
compliance.

2 SOFTWARE METRICS

Measurement can affect all aspects of the software process including the software itself. Among various
aspects of software metrics we will mainly concentrate on metrics derived directly from the source
code.

The correlation of software metrics and source code quality have been verified by experimental
studies conducted for example by T. McCabe and M. Halstead. Closer to us, E. Lancon studied the
evolution of the ALEPH reconstruction code called JULIA from 1990 to 1995. It showed that the
routines with the poorest quality in terms of metrics score are also the one modified most for bug
correction, and after 5 years of such a correction the quality of the code automatically improved.

Early measurement helps achieving quality by monitoring complexity, quantifying test effort,
forecasting maintenance cost, identifying risks or planing preventive maintenance. Once the problem to
be solved has been clearly defined, a quality model can be build combining the right metrics as basic
components for measurement. The quality model defines the acceptable range of complexity. It needs to
be adapted both to the development team expertise level and to the type of project.

Software tools can help collecting the metrics and assess the software compared to the defined
quality model. One approach is to use source code metrics patterns to cope with the amount of collected
data.

3 SOFTWARE METRICS LAB WORK

In the hands-on sessions, students practiced with Logiscope, a tool for software metrics. Logiscope is a
toolbox for improving programming quality and test coverage. It can analyze more than 80 language
variations including C, C++ and Fortran. Logiscope features include:

• Code quality with support for software metrics computation to assess maintainability,
testability and component re-usability;

• Test coverage with support for coverage rates on source code branches, procedure calls,
instruction blocks etc.;

• Code standards with support for verification of the program against programming rules and
customization of rules to check;

• Graphical reverse engineering.

The lab works started with a walk through demo on a sample C++ code with step by step
instructions through a possible quality analysis session with introductions to the most common features
of the tool. For the remaining part of the session, students could analyze their own code (C, C++ or
Fortran) using provided list of hints and road map or patterns presented during the lecture. Some of
them undertook corrective actions to improve the quality of the code or took results back home to share
with colleagues.

The lab work were followed by a wrap up session where 6 groups presented very interesting
results and their conclusions about the approach.

4 REFERENCES

Complete information, the slides of the lectures, articles and related WWW pointers are at the
following URL:

h t t p : / / w w w . c e r n . c h / I P T / C S C / 1 9 9 7 /
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HUMAN ASPECTS OF COMPUTING IN LARGE PHYSICS
COLLABORATIONS

Vladimir Chaloupka
University of Washington, Seattle, USA

Abstract
In these lectures, we discuss the link between human interactions in large
communities on the one hand, and the modern, state-of-the-art
computing and communication tools on the other hand. The scope of the
lectures is broader than the original title indicates. After a review of the
relevant aspects of the psychology of programming, some remarks on
problems specific to High Energy Physics are made. The second lecture
deals with general aspects of Computers and Society, and addresses the
concerns of "post-modern" critics of science and technology.

1 INTRODUCTION

Traditionally, computing is discussed in terms of hardware and software. In these lectures, we will
introduce a division across different lines: technical aspects versus human aspects, and we will
concentrate on the latter category.

Examples of technical aspects, taken from both the hardware and software categories, are:

• Pentium vs. PowerPC chip

• high bandwidth network technology

• C++vs. JAVA

Examples of the human aspects might be:

• inter-national [sic] ego problems in collaborations

• management of the software process

• use of English by non-native speakers (and listeners)

There are many connections between the technical and human aspects, but the distinction is
useful. While preparing the Lectures (originally limited to computing in High Energy Physics), I
found a set of issues which seemed very interesting, very important and very appropriate for this
School. The questions are: what is the real, as contrasted with the hyped-up, promise and future of
computing and networking in the 21st century, and what is the desirability, as opposed to just
inevitability, of particular developments? These issues are part of a broader concern about the role
of science and technology in society. Of course, there is another question: do Physics Computing
Experts have something special to say, and/or do they have special reasons to worry about these
issues? Needless to say, my answer is yes, we indeed do have a good reason, even duty, to worry
about this, and we do have something to contribute.

It so happens that at this particular School, there is an additional motivation for a Lecture or
two on these esoteric subjects. We are in the country of playwright/philosopher/king Vaclav Havel,
who is very concerned with the role of science and technology in society. His views are "post-
modern": quite critical and controversial, and it appears appropriate for you to learn about them.

So, the first Lecture will address the human aspects specific to the psychology of computer
programming, and to computing in large physics collaborations in particular. The second Lecture
will deal with the human aspects of computing in general. Both sets of issues are quite personal (as
human issues tend to be) and many of the statements people make are controversial. In addition,
not much is really known, and the issues are rarely discussed at professional meetings.
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PSYCHOLOGY OF PROGRAMMING, AND COMPUTING IN LARGE
COLLABORATIONS.

The first part of this section consists of a review of four works on the subject; additional references
can be found by searching for concepts such as "groupware", "collaboratory", "virtual laboratory"
and/or "Computer Supported Collaborative Work" (CSCW). These searches tend to produce
references to rather technical discussions of tools, methods and applications. Recent examples,
with many references to other works, are "Groupware: Technology and Applications" (COLEMAN
95) and "Towards a CSCW Framework for Scientific Cooperation in Europe' (LUBICH 95). A
nice collection of selected papers (including the Bush and Engelbart classics) is in GREIF 88. A
very large (and up-to-date) collection of references is included in the "Rise and Resurrection of
the American Programmer" (YOURDON 97).

And now on to the works selected for more detailed review and comments.

2.1 Psychology of Computer Programming

This book (WEINBERG 71) became something of a watershed in the field. It is based on
experimental studies of the behavior of programmers, based on anecdotal stories, and/or on
controlled experiments.

The stories are good: interesting and useful. They range from the description of
"interference of the observer with the subject being observed - a kind of uncertainty principle", to
a nice anecdote leading to the concept of "rotating devil's advocate". And the experiments are
good, too: see e.g. the remarkable experiments on "cognitive dissonance". This leads Weinberg to
the suggestion of "ego-less programming" (which is probably not so easy to accomplish and
maintain). In any case, the book is also an example of a delightfully self-deprecating, "ego-less
psychology" (e.g. when Weinberg points out that "Essentially all psychological tests assume that
the psychologists who made the tests are smarter than the people who take them.")

After a good discussion of "essential personality factors" of programmers (which are
identified as humility, assertiveness and sense of humor), the book ends with an excellent (if
somewhat emotional) epilogue on the social responsibility of programmers/software scientists.
This theme is in fact quite relevant to the second Lecture.

Overall conclusion: Weinberg hoped that his book would "trigger the beginning of a new
field of study", and indeed, there has been much research, conferences and books on this subject
(for examples, in ten year intervals from Weinberg, see SHNEIDERMAN 80 and HOC 90.)
However, the Weinberg book, dated as it is, is still a classic, and a pleasure, to read.

2.2 The Mythical Man-Month; Essays on Software Engineering

The original 1975 edition is perhaps the most quoted book of its kind. The 1995 edition
(BROOKS 95) contains 4 additional chapters with updates.

The "title argument" is about the question "how many man-months will it take?". Criticizing
this standard measure of software complexity, Brooks says: "The bearing of a child takes nine
months, no matter how many women are assigned. Many software tasks have this characteristic...
/in a team work/ the added burden is made up of training and communication." Since the "added
burden" increases with more personnel, this results in an optimum manpower for each project, and
sometimes more people will produce less ...

An important argument is about "aristocracy vs. democracy" in software engineering:

"Conceptual integrity dictates that design must proceed from one mind, or from a very small
number of agreeing resonant minds." This means no "design by committee", no "consensus
building", but rather an architect (or a few architects) is needed, with a hierarchy of supporting
roles (implementers, testers, ...and managers)

It is interesting to see early mentions of encapsulation and structured programming. Some
arguments are dated (memory limits etc.) and some opinions are corrected as mistaken in the
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updates (e.g. the 1975 opinion about information hiding). When considering the issues of reuse,
Brooks quotes David Parnas (the author of the information hiding concept, and the author of
"Software Aspects of SDI"): "Reuse is something which is far easier to say than to do. Doing it
requires both good design and very good documentation." (and also DeMarco: "...there is a big
expense in making things reusable.") In any case, it is good to keep in mind the 1996 $500
million Ariane crash, caused by a re-use specification error!

Of special relevance for High Energy Physics may be Brooks' claim that "Object-oriented
techniques will not make the first project development any faster, or the next one. The fifth one in
that family will go blazingly fast." But of course, in HEP there will hardly ever be anything of the
"fifth one in that family"!

Another important problem is that with increased abstraction come increasingly large
vocabularies (and semantics, syntax, grammar, ...), and programming becomes increasingly more
difficult to master. Brooks argues that the natural languages which we all manage to learn
(English, French, Czech, ...) are even more complex, but I should like to point out that we only
learn at most few of them, it takes a long time, the difficulty increases with age, and the native
accent remains!

The most famous argument is the 1986 claim of "No Silver Bullet": that "a decade would not
see any programming technique that would by itself bring an order-of-magnitude improvement in
software productivity". The reasoning is that software construction consists of "essential tasks"
(creation of complex conceptual structures), plus "accidental tasks" (coding etc.). Most of the big
past gains in software productivity came from dealing with the "accidental tasks"; the progress in
"essential tasks" will be much harder and slower. This means that "building software will always be
hard. There is inherently no silver bullet." Chapter 17 reviews (in 1995) the rebuttals of "No Silver
Bullet" (Brooks says that most of the rebuttals "agree with most of the arguments in NSB, but then
go on to assert that there is indeed a silver bullet, which the author [of the rebuttal] has invented.")

The book ends with an almost unbearably excellent "The Mythical Man-Month after 20
Years" (chapter 19) and Epilogue: pondering why the book is still relevant, Brooks writes:

" ...The Mythical Man-Month is only incidentally about software but primarily about
how people in teams make things Human history is a drama in which stories stay
the same, the scripts of those stories change slowly with evolving cultures, and the stage
settings change all the time. So it is that we see our twentieth-century selves mirrored in
Shakespeare, Homer, and the Bible. So to the extent The MM-M is about people and
teams, obsolescence should be slow."

Conclusion: the 1995 edition of The MM-M should be in everyone's library.

2.3 Peopleware: Productive Projects and Teams

This is another classic (DEMARCO 87). Everybody quotes it. That is all I have to say about it
(except this: they don't even quote Weinberg. Nor do they quote "The Mythical Man-Month"! )

2.4 C++??, Critique of C++

This is an unusually excellent web publication (JOYNER 96), with a severe condemnation of C++,
but not overly argumentative, and with many detailed comparisons and insights about a broad
range of issues in contemporary software engineering. You may disagree with some points, but
you will learn a lot! It is substantially more "technical" than the first three books, but it shows that
many of the "technical" issues are in fact human issues. A minor but good example is a short
discussion of the issue of case-sensitivity in UNIX: "Case distinction adds cognitive difficulty.
Good language design takes into account such psychological considerations in these small but
important details, being designed towards the ways humans work, not computers."
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The main arguments discussed in the book are:

• C++ is too large and complex:

C++ "claims to be standardized, but this work is still very much in progress. The number of
issues to be addressed by the [standardization] Committee keeps increasing rather than decreasing.
....I have already heard stories of C++ tool vendors complaining that the standard is too
horrendous to understand."

• compatibility with C is BAD:

"Adoption of C++ does not suddenly transform C programmers into object-oriented
programmers. A complete change of thinking is required, and C++ actually makes this difficult."

• High level is more important then Object Orientation:

" The ability to remove the bookkeeping burden from the programmer in order to enhance
the speed of development, maintainability and flexibility" is more important than object-
orientation itself. C++ more than cancels the benefits of OO by requiring programmers to perform
much of the bookkeeping."

Joyner's general C++ conclusions are severe (but written in rather beautiful language):

"The advantages of the OO paradigm are so effectively undermined in C++ as to be worse
than useless Today's C++ programs will be tomorrow's unmaintainable legacy code. The seeds
of software disasters for decades to come have already been planted and well fertilized. "

2.5 Issues specific to High Energy Physics

This section addresses HEP-specific issues, but to the extent to which HEP represents a
collaborative, international effort of large teams at the frontier of technology, many arguments
should have broader validity.

Here is my summary of a typical HEP experiment (ATLAS/CMS/)

1600 physicists from the 5 continents will have spent 15 years designing and building a
$500 10**6 detector, then running it for 10 years, getting 10**15 bytes of data each year out of
10**9 interactions per second. Online and offline processing at about 10**7 MIPS each.

As for the HEP computing environment, we are in a transition period between:

• recent past: disorganized and dispersed group of amateurs coding large programs in
FORTRAN

• future (for LHC experiments): disorganized and dispersed group of amateurs coding large
programs, dealing with obscenely large amounts of data, as well as dealing with new, often
esoteric languages, concepts and methods, and at the same time with the inertia of the
FORTRAN generation(s)

Please note that the word "amateur" is not pejorative (it comes from "amare"). In this case,
the amateur is a physicist. This is both a plus (most are bright, dedicated) and a minus (most are
undisciplined, and are not full-time programmers). This is one of the two main differences
between the HEP computing environment, and that of other large software efforts (at Microsoft,
AT&T, Boeing Computer Services, ...), where, at least in principle, the programmers, and
managers, are professionals. (The other difference is the management structure discussed below).

2.5.1 New problems inherent in the new paradigm

The principal change which is well underway is the extreme increase in abstraction involved in
modern software engineering: the concepts of Object Orientation (encapsulation, polymorphism,
genericity, templates, multiple inheritance, virtual classes, ...) are considerably more difficult to
learn (and to teach) then the concepts of do-loops and go-to statements of the past. One has to
recognize and evaluate the hype and propaganda. From a recent LHC-experiment software
document I quote: "Object Orientation allows huge software systems to be built easily and safely



165

and allows them to be changed readily." This is, of course, strictly speaking, complete nonsense:
the words "easily", "safely" and "readily" will never be applicable to huge software systems. For
another example of hype, consider that while a JavaSoft document describes JAVA as being
"extremely simple to program", the JAVA Tutorial has 800 pages!

A significant part of the difficulty is connected with the extreme increase in verbosity, and
in natural language abstraction, used in defining, describing and discussing the new concepts.
When this is combined with the fact that the English language is often mishandled (by non-native
and native English speakers alike), the result may be a sentence which requires some time to
decipher. Some random examples of the Newspeak:

"A class in and of itself is not an object"

"There is a class named Class, instances of which contain run-time definitions."

"In this approach, a base class called NamingMsgType is defined and a subclass of
NamingMsgType is created for each type of NamingMsgType."

Sometimes the desire for precise formulation leads in fact to an error. Consider the following
example from a HEP computing paper:

"We adopt the Liskov Substitution Principle for proper arrangement of classes in
inheritance hierarchies:

If for each object ol of type S there is another object o2 of type T such that for all
programs P defined in terms of T, the behavior of P is unchanged when ol is substituted
for o2, then S is a subtype of T.

In other terms, derived classes must be usable through the base class interface without
the need for the user to know the difference."

There is a logical error in the above (for explanation see the footnote1 - but please do spend a
couple of minutes trying to find the error first), and it illustrates the qualitatively new degree of
difficulty associated with the new computing paradigm.

This increased abstraction and difficulty in fact represents a "paradigm shift" as introduced
by Kuhn in his book "Structure of Scientific Revolutions". Programming used to be easy. Any
bright kid, without any formal education in Computer Science (or in anything else), was able to
make a major contribution (and we all know famous examples of kids who did just that, in the
garages of their parents.) Now programming is becoming very difficult, with large demands on
programmer's capability of abstraction. Above all, programmers must be flexible: willing and able
to learn new things continuously, even long after getting their degrees ... It is now much more
difficult to be a non-professional, part-time (i.e. amateur) programmer. I should stress that all the
above is not meant as a criticism of the software engineering developments - with the new tools
and within the new paradigm, we can hope to accomplish projects that would have been
inconceivable in the past.

2.5.2 Management, funding and other political problems:

This is the second area in which the HEP environment differs from that of other large software
projects. In HEP, the hierarchical structure is very weak. The absence of central funding results
into an absence of central authority, and it leads to design by committee and decisions by
consensus, in direct violation of the recommendations of Brooks and others about the significance
of design integrity. This is also true for collaborations in hardware design and production, but it is
a well known fact that while hardware collaborations in HEP are mostly successful, software

' ' The formal definition (the second paragraph of the quote) has the structure "if A then B". The third paragraph,

supposedly explaining the formal definition in English, says "if B then A."
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collaborations are often very difficult. I suggest that hardware specifications are much easier to
produce and enforce (and understand, even for non-experts, and for bosses!).

As to the support from Funding Agencies and Other High Places, I will limit myself to an
anecdote. During a recent Site Visit by a Cognizant Officer of my Funding Agency, I extolled the
potential of the WEB to improve communications and documentation, to save on travel expenses,
etc. etc., only to be told (and I quote): "Real Men don't do Web". So I switched my presentation to
describing my projects to develop Virtual Reality tools to simulate complex equipment, only to be
told: "If you keep doing Virtual Reality, you will get virtual money." This is not a complaint: as
you can imagine, funding agencies must see to it that their subjects are doing useful work, and it is
not always easy ....

As for "pure politics", I must mention the frequent, and regrettable, association of
knowledge and information with control and power. This makes local/subsystem managers
reluctant to make promptly available all information they have, under all kinds of pretenses and
excuses. This is especially evident in the documentation and in the database issues.

Regarding the "Software Process" : appointing people to roles of Chief Architect, Domain
Architect, Abstractionist, Chief Tester, all the way down to just plain programmer ....is
recommended by The MM-M and others, and it may or may not work for Boeing or Microsoft. It
will be very difficult but crucial to do this properly in HEP experiments! I predict that, basically,
experiments where this will be done right will have well-designed and well-performing software;
the other experiments will have terrible headaches.

2.5.3 Communication and Documentation:

In spite of all its considerable accomplishments (see these Proceedings), I claim that the WWW has
not yet delivered on its promise: it does not (yet) replace many meetings. The problem is not the
lack of a particular technology, but human factors: people still don't believe and/or practice the
advance distribution of reasoned presentations. One of the reasons for this is the well known "it is
a waste of time to document" phenomenon. Another, somewhat less excusable reason is the
"surprise attack" phenomenon: if "winning" at a meeting is the goal, then it is seen as
counterproductive to distribute the presentation in advance of the meeting .... In any case, I claim
that, in many cases, teleconferencing is really a step backwards. Even real meetings, not to mention
teleconferencing, are often a waste of time and money, compared to an exchange of carefully
written arguments and reasoning. I believe that more emphasis should be directed towards
replacing many meetings, real or virtual, with information exchange.

3 HUMAN ASPECTS OF COMPUTING IN 21ST CENTURY

As in the first Lecture, I will present much of my material in the form of a review of three books
and one article, which represent a wide-ranging and serious critique of the role of technology in
modern society. You will see that I disagree with many of the arguments I review, yet I think it is
very important for you to know about them. First, it is necessary to be aware of unjustified anti-
science and anti-technology arguments, to better be able to defend what we do. Even more
importantly, it is crucial that we absorb and react to the parts of the criticism that are not
unjustified.

3.1 Silicon Snake Oil

(STOLL 95, by Clifford Stoll who earlier tracked down hackers selling information to KGB, and
wrote a book about it. He is therefore computer-literate, which makes what follows even more
strange ...)

This is 240 pages of an incessant, rambling attack on the WWW, the Internet, computers in
schools, even on EMAIL ... on the whole gamut of present day computing and networking. Every
now and then, Stoll comes up with a valid point (e.g. hidden costs of the Internet; lack of structure,
reviews, editing, recommendations on the WWW, etc.), but most of his complaints are those of an
addict, or are addressed to an addict ("Birds don't sing on the Internet." or "During that week
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you spend online, you could have planted a tomato garden, volunteered at a hospital, spoken with
your child's teacher, ..."). Nostalgic denials of progress are often supported by quotes from well
known thinkers of the past:

" 'Our inventions are wont to be pretty toys, which distract our attention from serious
things. They are but unimproved means to an unimproved end.' Thoreau writes in
Walden. 'We are in great haste to construct a magnetic telegraph from Maine to Texas; but
Maine and Texas, it may be, have nothing important to communicate.'"

To this, Stoll adds: "That magnetic telegraph has evolved into Internet."

Most curiously, Stoll prefers the paper card catalogues in libraries, and he hates Internet
searches. Presumably, this includes the Science Citation Index, which enables you to look up all
subsequently published papers which cited the one you are interested in (and what they had to say
about it ...). I find it hard to overestimate the importance of this subject. The contribution of
distributed hypertext may end up ranking with the previous improvements in our ability to learn
from the cumulative accomplishments (and mistakes) of the previous generations (the invention of
writing, or printing .... ). The form of the Citation Search as pioneered e.g. by the Los Alamos
preprint server (where not only the citations, but the Abstracts, and the papers themselves, are
easily available) provides a preview of the future: removal of the unnecessary difficulties in
finding out what is known on any question and issue, large or small.

But this is perhaps not surprising. Stoll recalls being humbled, with his computer, by Feng
Li doing a Fourier transform on twelve abacuses. Stoll's results were incorrect because of
"computer's [sic] assumptions" about the data which were not justified!

Conclusion: the Silicon Snake Oil is a famous book, for all the wrong reasons, and an
important book not to be misled by.

3.2 The Future Does Not Compute

(TALBOTT 95; published by O'Reilly who says "When a leading publisher of computer and
Internet books also publishes a book questioning the role of computers in our society, it just
might make people think.")

This is another famous book, more voluminous, and a class above Snake Oil in
reasonableness, thoughtfulness and language (" ... we choose to inflict the computer upon
millions of schoolchildren who have not asked for this reductive assault upon their higher
capacities ..." - isn't this a well-turned sentence?). Talbott's essential points and worries lead to
those of Technopoly and V. Havel:

"It is not that society and culture are managing to assimilate technology. Rather,
technology is swallowing culture."

And incidentally: he is not impressed by modern physics:

"... today the physicist plays in the realm of number, equation, and probability,
disavowing all attempts to assign meaning to his constructs."

If you have the time, you can learn quite a bit from this book. Otherwise, go for the much
leaner Technopoly, or leaner yet Havel.

3.3 Technopoly

(POSTMAN 92. Neil Postman is the chair of the Department of Communication Arts and
Sciences at New York University, and a winner of the 1987 George Orwell Award for Clarity
in Language.)

The book opens with a story from Plato's Phaedrus, and goes beyond computing and the Internet.
Postman defines technopoly as "submission of all forms of cultural life to sovereignty of
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technique and technology. "USA is the first Technopoly"; some other countries are getting there.
Then "scientism"" is described as a "pillar of technopoly"; a surprising but uncontestable
example of an advocate of scientism is Ronald Reagan!

But before we are done, Mr. Postman provides us with this bit of food for thought (p. 62):

"In 1480, before the information explosion, there were thirty-four schools in all of
England. By 1660, there were 444, one school for every twelve square miles."

Can you tell what is wrong with this, and why I find it interesting?1"

Conclusion: for its discussion of scientism alone, this book is well worth reading.

3.4 The End of Modern Era

There are now a number of additional books objecting to an uncritical attitude towards science
and technology. It so happens that the least exaggerated, most coherent, and at the same time the
most compact, statement of the "post-modern anti-scientism" was given by Vaclav Havel, in his
speech at the 1992 World Economic Forum (HAVEL 92). And he even managed to mix in the
Fall of Communism:

"The modern era has been dominated by the culminating belief that the world is a wholly
knowable system governed by a finite number of universal laws that man can grasp and
rationally direct for his own benefits. ... This, in turn, gave rise to the proud belief that
man, as the pinnacle of everything that exists, was capable of objectively describing,
explaining and controlling everything that exists, and of possessing the one and only truth
about the world.. Communism was the perverse extreme of this trend ... /and its/ fall can
be regarded as a sign that modern thought ... has come to a final crisis. The end of
Communism is a serious warning to all mankind. It is a signal that the era of arrogant,
absolutist reason is drawing to a close ..."

And since this was the most coherent and least exaggerated'7 account, it caused a fairly large
upheaval on the pages of the American Journal of Physics (Sept. 1992, p. 779) and Physics Today
(Aug. 1993, p. 11). A number of replies and comments on this can be found in the issue of
Physics Today of June 1994, including a Letter from one V. Chaloupka, who manages to mix the
Theories of Everything into all this (see CHALOUPKA 93 for copies of some of these
arguments.)

What is the driving force behind the post-modern negative attitude to science and
technology? The critics are certainly not simply neo-Luddites (in 1811 - 1816, Luddites revolted
in England against the machines, mainly because of the loss of jobs), although you can find, in the
books reviewed above, a fairly negative evaluation of just about every technological progress
(from the invention of writing and printing, to the building of the US Interstate highway system.)

1 Scientism is an uncritical attitude towards science, believing that science can and should be used for purposes which in

fact are beyond the competence or the range of scientific methods. The example given by Postman is excellent:

Ronald Reagan said that he personally opposes abortion, but that it is up to Science to tell us when does life begin.

" M r . Postman confuses "12 square miles" with "12 miles" squared. Everyone can make a mistake like that, but there

may be a symbolic meaning in the fact that the result did not strike him as obviously incorrect.

" I should point out that the three books reviewed above do not represent, by far, the most exaggerated anti-science and

anti-technology positions. The virulence and the intensity of some papers and publications is remarkable - see e.g. the

collection "Resisting the Virtual Life" (J.Brook and I.A.Boal, eds., City Lights 1995)
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Rather, the main factor seems to me that the post-modernists regret the loss of "meaning"
and "security" of the past, not realizing that such meaning and security were false and illusory.
Quoting Postman for the last time:

"What Havel is saying is that it is not enough for his nation to liberate itself from one
flawed theory; it is necessary to find another, and he worries that Technopoly provides
no answer."

I am not sure Havel would agree with this interpretation of his viewsv, but I think it is exactly
to the point, and it gives us the best cue as to what we should do to counter the post-modernist
charges. We should make it clear that science does not, not at all, aspire to solve human spiritual
and moral problems, and even for problems where it does apply, it represents only the tools, not
the solution. In particular, all talk about the "Theory of Everything", "Knowing the Mind of
God" or "Reading His Thoughts" should be avoided, as it does disservice both to Science and to
Religion, and it is a clear example of the "scientism" as discussed above. This is not the time nor
the place for a detailed discussion of this issue, so I will give just one example. In his "Brief
History of Time", Stephen Hawking writes:

"If we do discover a complete theory of the universe, it should in time be understood in
broad principle by everyone, not just a few scientists. Then we, philosophers,
scientists, and just ordinary people will be able to take part in the discovery of why it is
that we and the universe exist. If we find the answer to that, it would be the ultimate
triumph of human reason: for then we would know the mind of God."

Assume, just for the sake of the argument, that the "M-theory" will be actually worked out,
and that it will turn out to represent "the superunification of the forces of nature." Will you then
point out to your barber or to your priest that "in uncompactified ten-dimensional Minkowski
space, the strong-coupling limit of the type I superstring is the weakly coupled heterotic SO(32)
superstring ..." ? (the quotes are from the remarkable article by WITTEN 97.) In general, even if
we should become able to predict the probabilities for any result of any experiment, how will this
help Stephen Hawkings or anybody else to understand "where we came from and why are we
here"?

There is much more that could be said about this, but we have to leave it for another day.
Perhaps I should just mention that some people seem to think that a little dramatization of Physics
is helpful to our funding prospects. I believe that the implied arrogance and maybe even
blasphemy of the "Mind of God" claims is actually hurting us.

Coming back to computing and information processing, I do have some concerns:

• The WWW does need structure. It is not clear to what extent the present anarchy is a result of an
original design flaw, and it is not clear how the necessary structure should be achieved. My
expectation is that the WWW will actually be replaced by something structured; not just
modified.

• I am very concerned about the increasing vulnerability of society due to the dependence on
increasingly complicated software. Even now, some quite simple tasks turn out to be major
problems (take e.g. the "year 2000 phenomenon". US Congressman S. Horn, who oversees the
information-technology issues, says: "The problem is that we do not know which programs will
fail, what problems their failure will create, and disastrous will be the consequencies.") Just
imagine the vulnerability of society to large scale natural or societal upheavals in a few years,
when computerization will reach everyone's home on a scale similar to the one described by
GATES 96.

v Is it necessary to find another FLAWED theory? Perhaps searching for a meaning is preferable to an illusion of having

found one.
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• The optimistic advocates of progress-at-full-speed claim that computers represent an equalizer
in society. I am not so sure. The extreme complexity of modern computing could result in
exactly the opposite effect. The reason is very fundamental. The complexity and dynamics of
modern computing and information processing require, more than the acquisition of some
body of knowledge, the ability to learn continuously. Only a small fraction of people may be
capable of this, and they will become the new elite - privileged by their brains ... (of course,
smart people are always likely to be better off than the not-so-smart people - I am worried
about the extremes of such inequities...)

• The most significant concern is the undeniable fact that computers (as well as other modern
technology - just recall nuclear energy and nuclear weapons) have the potential and the
tendency to magnify human follies. And it is here that the combination of our expertise in
Physics and in Computing gives us special duties and responsibilities. We all should be
spending at least a small fraction of our time explaining to society what it is that we do, and
what are not only the potential benefits, but especially what are the possible dangers.

However, for most of our time, we should just keep on doing what we do. Quoting from that
remarkable MM-M book once more:

"To only a fraction of the human race does God give the privilege of earning one's bread
doing what one would have gladly pursued free, for passion."

I think a fair number of us belong to that fortunate fraction, and we should rejoice in that.
And, quoting from MM-M for one last time:

"The tar pit of software engineering will continue to be sticky for a long time to come.
One can expect the human race to continue attempting systems just within or just beyond
our reach; and software systems are perhaps the most intricate of man's handiwork."

To which I would add (see CHALOUPKA 97):

Perhaps only the Art of Fugue is more intricate.
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APPLICATION OF THE C++ STANDARD LIBRARY TO PROBLEMS
IN PATTERN RECOGNITION AND RECONSTRUCTION

T. Burnett
University of Washington

Abstract
An extremely important consideration in designing analysis and
reconstruction code is the use of efficient data structures. The basic theme of
these lectures is the application of techniques based on the Standard
Template Library (STL), particularly generic programming, to problems
encountered in reconstruction of data from detectors. The objective is to
become familiar enough with the STL to apply it to data-handling problems.

1 INTRODUCTION

All aspects of software for High Energy Physics (HEP) experiments are in the midst of a revolution as
basic paradigms change. The lectures of A. Dunlop[l] are focussed on the high-level design issues
implied by use of object orientation. These notes address a complementary aspect at the other end of
the spectrum, so to speak: what tools does one have to implement algorithms? For example, how are
lists of objects stored and maintained? Such questions may not only influence the over-all design, but
can have profound affects on programmer productivity, performance, readability, maintainability and
even correctness of the code.

I refer to an integral part of the specification of the C++ language, a set of classes called the
Standard Library, and especially to the component called the Standard Template Library, or STL. As I
hope will become clear, there is an enormous benefit to be gained by being familiar with the
techniques involved with this revolutionary development. This style is called generic programming. It
has been observed [2] that it represents yet another programming paradigm that is not really OO, and
isn't supported by the standard OO design methodologies.

The design of the STL is made possible by the "template" feature of the C++ language, which
can also be described as parameterized types, or compile-time polymorphism. This allowed the ideas
of Stepanov[3] to achieve recognition and wide use.

My objective in these lectures and the accompanying exercises is to start you on the road to
putting the Standard Library in your toolbox. For those in the process of learning C++, there are a
number of less obvious elements of the language itself that we shall have to deal with. It is clearly
impossible to cover all there is to know. The reference book[4] has some 600 pages, probably
corresponding to at least a full computer science course. But you should take away an understanding of
the concepts, some experience in choosing which elements to apply to specific problems, and, most
importantly, familiarity with resources. The ultimate goal is to learn to extend the library.

2 FROM FORTRAN/ZEBRA TO STL

It is often easiest to start with a simple example. Thus I have extracted (and simplified a little) a
typical code fragment from the routine GDRELA of GEANT 3 . 2 1 .

C Mixture/compound : Loop over chemical constituents.
C

DEDX = 0.
DO 10 L=1,NLMAT

AA = Q(JMIXT+L)
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ZZ = Q(JMIXT+NLMAT+L)
WGHT = Q(JMIXT+2*NLMAT+L)
CALL GDRELP(AA,ZZ,DENS*WGHT,T,DEDXC)
DEDX = DEDX + WGHT*DEDXC

10 CONTINUE

It calculates the dE/dx at energy T for a mixture of NLMAT elements, with density DENS. The
element parameters are stored in a Zebra bank starting at Q(JMIXT+1) . A subroutine GDRELP
calculates dE/dx for a given element. So the elements of this simple calculation are:

• A structure with the parameters for each element
• A container grouping these structures
• Memory allocation and management
• A scheme to loop over the element structures, performing a calculation

A sidelight of the above code is that since the index JMIXT is in a common block, and an
external routine is called within the loop, optimization of the several index calculations that would
have to assume that JMIXT is constant is not possible. This is a serious problem for this sort of code.

Now let's look at how some of the above would be rephrased in C++ with the STL. First, define
a structure for the atomic element:

struct Element {
Element(float a=0,float z=0,float w=0)

:aa(a),zz(z),wght(w){};
float aa,zz,wght;

This differs from a C struct by having a constructor with defaults, which is needed to be in a
container. (I use s t r u c t instead of c l a s s for simple structures without access control.) Now, let's
define a container of Element objects:

vector<Element> mix;

This is perhaps the most useful of the STL parameterized container classes.

One of the guidelines for using STL containers is to avoid explicit loops, especially when an
appropriate algorithm exists. In this case it's called accumulate. To use it we have to provide an object
that does the computation in the loop. It is a function object:

struct Gdrelp {
double operator()(double dedx, const Elements e){

return dedx + gdrelp(e, dens, t );

Note that it defines an ope ra to r () that adds a quantity depending on an Element, the second
argument, to its first argument and returns it. Now we accomplish our goal with only one statement:

d o u b l e dedx = a c c u m u l a t e ( m i x . b e g i n ( ) , m i x . e n d ( ) , 0 . 0 , G d r e l p ( ) ) ;

This uses another of the basic elements of the STL, the iterator. The class vec to r , and in fact
all of the container classes, have member functions begin () and end {) that return pointer-like
iterators to the valid range, where b e g i n refers to the first element, and end to one past the last one.

A skeptic might comment here, "Hey that looks elegant, but it's gotta be less efficient: I see four
function calls in addition to the one gdrelp call per element."
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Indeed function calls are to be avoided. But we are really taking advantage of one of the STL's
design principles, that use of STL will always be at least as efficient as hand-coded C. Indeed, this is
an objective of C++ in general, one should not compromise performance for elegance of expression. It
works because all of the function calls above in fact can be resolved by inline code. Thus the STL
depends on three features of C++ that are not in C: templates, function overloading, and inline code.

3 THE STANDARD TEMPLATE LIBRARY

The above example illustrates the major elements of the STL portion of the Standard Library, which
are,

• Containers: besides vec to r , there are l i s t , deque, s e t , m u l t i s e t , map, and multimap

• Iterators: there are five kinds, known as input, output, forward, bidirectional, and random
access. The example would work with any of the last four.

• Algorithms: there are more than 90 different algorithms, like accumulate, that take as
arguments iterators to determine a range, and perhaps a "predicate".

• Function Objects: a generalization of the notion of a function.

• Adaptors: a set of templated classes and functions that modify some behavior of one of the
other components

(We will not cover the other element, allocator, which allows customization of memory allocation.)

The unique aspect of the STL is its separation into the above components, with the idea that the
algorithms can be designed generically, without regard to details of the container or storage
mechanism. Thus there are few function members of container classes that implement algorithms, the
exceptions being only if the nature of the storage mechanism allows a more efficient implementation,
searching being the best example. The relationships are illustrated by Figure 1. Generic algorithms
access container data via iterators.

Figure 1. Illustrating the relationships among the major STL
components

Another design goal is efficiency, as mentioned above. There are performance guarantees for
most STL operations, expressed in terms of the size of the container, n. For example the standard
search is linear, so takes a time of O(n). Other possibilities are constant time, 0(1), O(n), O(log(n)),
and O(n log(n)).

STL retains a close connection to its roots in the C++ language. Containers, iterators, and
function objects are C++ objects, yet all have equivalents in standard C or C++. For example,

int a[10]={l,2,3,4,5,6,7,8,9,10};
cout << accumulate(a, a+10, 0);

produces the output 55. It demonstrates that an ordinary C array is a container, and that an ordinary C
pointer behaves like an iterator. [It also shows the nice possibility of initializing an array.]
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It should be clear that such a rich and complex system cannot be learned quickly: these notes are
only a brief introduction to the basic ideas, with some detailed examples. The book by Plauger et al.[4]
is not only a good reference, but has many more detailed examples. In addition, there is a good online
reference [5], also by Plauger.

Rather, I hope to make an impression of not only the utility of the various STL elements, but the
usefulness of the generic programming style. STL is designed not only to be used, as is, but also to be
extended. Thus I continue with some semi-realistic examples from HEP pattern recognition and
reconstruction, to cover many of the features of STL, and acquaint the reader with the style implied by
use of the STL. Since there is no substitute for actual experience, the exercises accompanying these
lectures will challenge students to extend these examples.

4 SILICON STRIPS: AN EXAMPLE

We will now examine a prototypical example from HEP reconstruction. It is a hodoscopic array of
particle detectors, exemplified by silicon strip detectors used in many modern experiments. A
schematic representation is shown in Figure 2.

4.1 Hits

The basic "unit" of information is a single "hit", characterized by the identity of the strip. We'll
assume that only the presence of a hit is stored, that there was enough ionization to exceed a
discriminator threshold. For now at least, this is a simple integer, the index of the strip within the
array. To distinguish it, and to allow replacement with a class if appropriate, it is important to give a
name for this concept:

typedef unsigned Stripld;

Figure 2. Schematic illustration of a silicon strip

particle detector. The parallel lines correspond to

4.2 Collections of Hits striPs- ««* of which can te "hit"

Now the data from such a detector is a collection of hit strips. An immediate design decision is how to
represent the data, or, in the present context, which STL collection class is most appropriate.
Considerations are access convenience and performance. Since what we want to represent is the set of
hit strips, then perhaps s e t is the appropriate choice. Other choices are v e c t o r and l i s t : the
former is best for random access to elements of the collection, the latter for constant-time insertions
anywhere. But s e t has the nice property of ordering the elements for efficient searching. Again we
express our choice with a typedef statement. Thus let us try

typedef set<StripId> StripList;
typedef StripList::iterator Striplterator;

The template header for set is:

template<class Key, c lass Pred = less<Key>,
c lass A = allocator<T> >

class se t { /* . . . * / } ;

This specifies that S t r ip ld is a key. It must support an operator< {) to allow sorting, which
is what the default function template less<Key> provides.

Now we can use the set member function, cons t_ i te ra tor find (const Key& key)
const; to efficiently determine if a given strip is set.



177

4.3 Cluster finding

As an example of an algorithm to apply to our set of hit strips, consider one of the first tasks of pattern
recognition, namely grouping hits into clusters of neighboring strips. The idea is pretty simple, just
looping over the hits, and marking the positions where non-adjacent breaks occur. Thus we want to
encapsulate the notion of adjacent strips in a way that can be used by STL algorithms, that is, by
defining a special function object:

struct Adjacent : public binary_function<StripId,Stripld,bool>
{

result_type operator()(
first_argument_type x,
second_argument_type y)const
{ return abs(x-y)==l; }

};

Compared with the function object example that we introduced before, this has several important
features:

• It inherits from binary_f u n c t i o n . This allows it to be used with function adapters, like not2 .

• The function argument and result types use the definitions of b ina ry_ func t ion

• The function is declared const , allowing it to be used with const objects.

Furthermore, we want to create a new structure to record the position and width of the cluster. Since
strip id's already "know" their position, all we need is to associate the number of adjacent clusters with
the lowest strip id. This is quite easily done using a map, with s t r i p l d serving as the key. Thus let's
define a type.

typedef map<StripId,unsigned> ClusterList;

Now for some code: New STL facilities are indicated by bold face.

StripList hits;
//
// load hits with data ...
//
ClusterList clusters; / / declare a map of clusters
iterator begin = hits.begin{), end=hits.end();

for(iterator k = begin; k !=end; ) {
iterator ks=k; / / f irst iterator for cluster
k = adjacent_find( k, end, not2(Adjacent()) );
if( k!=end ) ++k;
clusters[*ks]=distance(ks,k); //insert a cluster

This bit of code uses several STL features, pointed out by

• The template function not2 is used to reverse the meaning of Adjacent. The workings of
the templates involved dictated the form we used for Adj acen t , as opposed to the simpler
declaration

struct Adjacent {bool operator()(Stripld x, Stripld y)const;};

• The algorithm adjacent_f ind is used to find the next adjacent pair of elements in the set
that satisfy the given predicate. In this case it searches from the current position to the next
one that is not adjacent to the next one. Like all such algorithms, it returns end () to indicate
failure. (A form without the predicate tests that they are equal, which cannot happen in a set,
for which all elements must be unique.)

• The template function d i s t a n c e is used to determine the number of strips in the cluster by
taking the iterator difference.
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• I used map's handy o p e r a t o r [ ] to insert a new element and opera tor= set its value.
This is equivalent to, but more expressive than the following:

c l u s t e r s . i n s e r t ( m a k e _ p a i r ( * k s , d i s t a n c e ( k s , k ) ) ) ;

Also note the heavy use of iterators, typical of this style of programming.

Now that we have a set of clusters, here is an example showing how to access the contents of a
map:

cout << clusters.size() << " clusters found." « endl;
for( ClusterList::iterator it= clusters.begin();

it!=clusters.end(); ++it) {
cout « "(" « (*it).first << "," << (*it).second « ") ";

}
cout << endl;

Since the value_type of a map is pair<key, referent>, we use the data members f i r s t and
second to access the key and referent above. Finally, assuming that we have defined

operator<<(ostream&, const ClusterList: :value_type&),

we can rewrite the for loop using STL to avoid the explicit loop:

copy( clusters.begin(), clusters.end(),
ostream_iterator<ClusterList::value_type> >(cout, " ") );

This introduces the extremely useful copy algorithm, and the template class o s t r e a m _ i t e r a t o r ,
which creates an output iterator suitable for copy.

5 AN ARRAY OF STRIPS DETECTORS

Now, let use extend our single strip detector of the last section to a group of such detectors, arranged
as parallel planes. This adds another dimension, or index, to the notion of a strip id, since now we have
to identify which detector has a particular strip.

5.1 Generalized Stripld

One possible strategy is to define a new container of the sets of strip ids, say v e c t o r < s t r i p L i s t > .
The disadvantage of this, especially from the STL standpoint, is that iterations require two loops, with
two different types of iterators. So we'll implement instead a scheme whereby S t r i p l d becomes
smarter. Instead of being an unsigned, we'll represent it by a pair of unsigned's, one for the strip
index as before, the other for the layer. This requires a class definition that meets the requirements for
being in a "controlled sequence" as containers are known. In particular, ordered sequences, like set and
map, require that a predicate exist that defines a strict ordering. The default is less<T>, which is
defined as follows:

template<class T>
struct less : public binary_function<T, T, bool> {
bool operatorO (const T& x, const T& y) const{return x<y;}
};

Since set<T> uses less<T>, T must be intrinsic or a class defining an opera tor< () .

The result is that our new definition of Stripld is:

class Stripld : private pair<int,int> {
public:

Stripld(int strip=0, int layer=O);
bool operator<(const Stripld& rhs)const;
bool adjacent(const Stripldfc rhs)const;

private:
int m_layer, m_strip;
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Note that we define a member function ad jacen t to facilitate testing for adjacency, and since the
subtraction operator is not defined for strips in different layers.

5.2 A pattern recognition algorithm: the Hough transformation

The Hough transformation (HT) technique was reviewed in the context of imaging techniques relevant
to HEP reconstruction at the last School [6]. Comprehensive reviews also exist [7]. The HT consists of
transforming each data point to a set of possible points in a parameter space (slope and intercept for
our 2-d example), then making a histogram in the parameter space, called the accumulator, and
choosing the parameters that contribute to the largest bin or bins in the histogram. This gives us more
opportunity to apply STL components to a real-world application.

The first step is to design a class to represent the point in parameter space, and to consider what
functionality such a class should have. Since the meaning of the parameters is to describe a line, we
might as well give it the responsibility of calculating the line, thus encapsulating the parameter
representation. So it may also be a function object! Here is the proposal:

class Trajectory {
public:

Trajectory(double intercept, double slope);
double operator()(double z)const{return z*m_slope+m_intercept;}

private:
double m_intercept, m_slope;

} ;

Note the o p e r a t o r () that evaluates the function. f((a,b),z) = az+b, where a and b are slope and
intercept, respectively. [I define the coordinate system such that strip planes are perpendicular to the z-
axis, and strips along the y-axis, so that an individual strip is an x measurement.]

Next, we need a mechanism to evaluate the inverse function: that is, given a point in our
detector space, and the value for an independent parameter, say the intercept, return the other
parameter, or slope. That is, g((x,z),b) = (x-b)lz. (Beware z=0.) A function may be adequate,

double inverse_trajectory(double intercept, const Stripld& strip)
{

return strip.x()-intercept)/strip.z () ;
}

where we have extended the Stripld capability to calculate, or have calculated, the coordinates of its
strips. Better is probably to make a Trajectory object from a strip and an intercept with an alternate
constructor.

5.2.1 A binning iterator

The heart of the HT algorithm is devising a sensible strategy for defining, and binning the
parameter space. We'll do something naive, since we are concentrating on how such algorithms are
implemented here. Another ingredient is a way to represent the list of intercepts. Since we need to
iterate over this list, it sounds like a job for a special iterator. Writing such an iterator is a chore at first,
and much harder than simply writing a function to calculate bins. But it fits well into the generic
programming environment, and can be used or adapted.

We'll write the simplest iterator to implement, an input iterator. It needs only to be
dereferenceable, define both pre- and post-increment operators, and a comparison operator to check for
the end of the sequence (which has to be defined). Here it is:
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class bin_iterator : public iterator<input_iterator_tag, double, void> {
public:

typedef bin_iterator _Myt;
bin_iterator(double start=0, double delta=O, unsigned count=0)

: m_start(start), m_delta(delta), m_count(count), m_index(0){}

const value_type operator*()const
{ return m_start+m_index*m_delta;}

_Myt & operator++()
{

if(m_index < m_count) ++m_index;
return *this;

}

_Myt operator++(int)
{

_Myt tmp(*this);
++*this;
return tmp;

}

bool operator !=(const _Myt & rhs)const
{

if( rhs.m_count == 0 )
return m_index < m_count;

return m_index != rhs.m_index ;
}

private:
double m_start, m_delta;
unsigned m_count;
unsigned m_index;

};

Note that the default constructor creates an object that can be compared with the end of the
sequence. Also, it inherits from a STL templated class iterator, which defines some types. As an
example of its use,

c o p y ( b i n _ i t e r a t o r ( 0 , 1 , 5 ) , b i n _ i t e r a t o r ( ) ,
os t ream_i te ra to r<double>(cou t , ™, ™) ) ;

generates the output "0, 1, 2, 3, 4,". This also shows usage of the copy algorithm, and the very
convenient o s t r e a m _ i t e r a t o r .

5.2.2 The Hough accumulator

Now we are close to our goal. The algorithm, briefly, is:

1. Generate, or read in, a list of S t r i p l d hits. We represent this by an STL set.

2. For each hit, and for each chosen value from a list of possible intercepts, create a
T r a j e c t o r y object that calculates the slope using the inverse function.

3. Make the slope discrete (i.e., bin it)

4. Add the Tra j e c t o r y object to a list that will allow analysis of accumulations in parameter
space: in this case equivalent to a Lego histogram. This is conveniently done with an STL
map, with T ra j ec to ry as the key, and a unsigned as the referent. This is the accumulator
in Hough terminology.

5. Find the largest bin or bins in the accumulator, and look up the corresponding parameters.

The following code illustrates this:
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typedef set<StripId> StripList;
typedef map<Trajectory, unsigned> Accumulator;
StripList data;
Accumulator ace;
/ / read in or create the data
for{ S t r ipLis t : : i t e ra tor dit=data.begin(); dit!=data.end(); ++dit) {

for(bin_iterator i i t ( - 0 . 2 , 0.05, 9); i i t !=bin_i tera tor( ) ; ++iit) {
Trajectory t ( * i i t , *di t ) ; / /create a trajectory
t .d iscre t ize( 0, 0.01); //make i t s slope discrete
acc[t]++; / / add i t to the map

The T r a j e c t o r y class is as defined above, with the addition of a constructor to compute it from a
Stripld object. In order to be a key, it now has an operator<(). Also, it has a d i s c r e t i z e function
member that modifies either or both parameters. Finally, notice how easy it is to make a histogram
using a map. The expression acc[ t ]++ is almost magical: it creates an entry for t if one doesn't
already exist, then increments the corresponding counter.

The final step, which we won't go over here, is to analyze the accumulator. STL algorithms
could be used to remove bins below a certain threshold, or to create a new list sorted on the bin count.

6 SUMMARY

We have examined the consequences of applying the STL to some simple problems encountered in
HEP reconstruction, and emphasized that the generic programming philosophy behind the STL can be
used to simplify implementation of complex algorithms.
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THE GEANT4 EXPERIENCE - THE OBJECT ORIENTED DESIGN AND
PRODUCTION OF A LARGE PROGRAM

John Allison
The University of Manchester, Manchester, United Kingdom

Abstract

GEANT4 is a detector simulation "toolkit", currently being implemented by
an international group of about 100 physicists and programmers, under the
auspices of CERN's Research and Development programme RD44. It is the
first major piece of particle physics software to be written using object ori-
ented techniques; the chosen language is C++. It will supersede GEANT3,
a Fortran package which was becoming very difficult to maintain. GEANT4
will be much more flexible, and will allow the user to implement his or her
own physics processes and geometrical shapes in an object oriented way. This
paper describes our experience, half way into a 4 year project, of using these
new methods and languages.

1 INTRODUCTION

The first "alpha release" of GEANT4 took place in April 1997. It was "consolidated" in July. It is an "at
your risk" version, only available on request. Most of the basic physics processes are included and most
of the GEANT3 shapes are represented.

Producing the alpha release has been a stressful time. Changes have been made right up to the
last minute, and the alpha release is not bug free. In fact the April version was a little flaky, but the July
version is usable.

I think this is typical of a software project. Remember, an alpha release is not a public release.
Source can only be obtained by request, and our policy is only to release it to "friends", that is colleagues
who understand the position and who will give constructive feedback which furthers the development of
GEANT4.

What follows in Section 2 is our experience to date. Then, in Section 3 I will discuss some design
issues, particularly those close to my own area of responsibility in GEANT4 and relevant to object
oriented design.

2 THE GEANT4 EXPERIENCE

Most of us in the GEANT4 team came with little experience in object oriented methods (OOM). On the
other hand, many had been involved in various aspects of particle physics computing for years and thus
brought a wealth of general experience and skills; quite a number had been involved in GEANT3. And
we passionately believed that if GEANT was going to be useful in the LHC era, it had to be completely
re-written. GEANT3 had become unmaintainable or, at least, undevelopable. And we believed the OO
techniques were required.

Much of the first year of the project was devoted to design. We adopted the Booch OO design
and analysis concepts and notation, with the help of Rational Rose design tool, but, from the first, it was
recognised that it was also necessary to write prototype code in order to evolve the design (the philosophy
of iterative evolution) and an early decision was made to use C++.

This turned out to be typical of the common sense decisions and philosophy simply "to make a
start" and "to learn on the job", with help from attending courses, reading and simply using the knowl-
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edge of those with more experience. A requirements document was written (and published and publi-
cised) — and the exercise helped clarify our objectives — but it contained little that was not "obvious"
to most particle physicists, especially those with any experience in GEANT3. I doubt if many read it,
once it had been written.

Thus began a very pragmatic distributed development process, with little formal analysis but with
much trial and error (iterative evolution), many email exchanges, frequent meetings and a great deal
of common sense, intelligence and good will. It has been an enjoyable experience. We have reached
the "alpha tag" (a limited release) in about 2 years, roughly comparable to GEANT3 in functionality,
and incorporating clever new geometry search algorithms, many improved physics processes and a more
general tracking algorithm. This is quite an achievement. We have given ourselves another 2 years to
produce a usable product.

What else do I want to say about GEANT4 development process?

• The project was divided into "components", "categories" or "domains" — digits+hits, events+tracks,
g3tog4, geometry, global, graphics.reps, intercoms, interfaces, particle+matter, tracking, visual-
ization — in total 1248 files and 209211 lines (a snapshot just before the alpha tag).

• Simple Gnu makefiles were made for each component and sub-component, each including GNU-
makefile.architecture and GNUmakefile.common. This has served its purpose but a more sophis-
ticated build and release algorithm is needed.

• The code is maintained by CVS. CVS is more than a code repository; it is a tool for parallel code
development, offering utilities for merging and versioning. It is indispensable.

• We have used and made extensive contributions to CLHEP, the C++ class library for particle
physics.

• We use Rogue Wave tools.h++ template container classes (but will probably migrate to STL); such
classes offer huge productivity gains and are very efficient.

The early releases were extremely immature, but informative enough for major experiments, such
as BaBar, to plan for adoption. We hope that the alpha tag will be good enough to help people start
coding their detector model and seeing some results (but, of course, it is still "at your risk").

Here are some thoughts on the product:

• GEANT4 is highly object oriented

• GEANT4 contains some highly sophisticated OO designs, particularly in geometry, tracking and
intercoms

• GEANT4 contains a lot of physics, encapsulated in particle and process classes

• The abstract visualization interface seems to work

• The OO Method is essential

• Components developed more or less independently work together without serious conflicts/clashes/adverse
interactions

• Abstract interfaces work

• Inheritance and code re-use works

• OOP leads to high number of small code units (functions)
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• OOP leads to large number of files

• CVS is essential

• OO Design tools have been used successfully

• Performance is good

...and about people...

• ...thoughts about the GEANT4 team: in spite of initial inexperience on the part of most members
(only one or two had previously been taught OO)...

- All were experienced and established in computing

- All were and are committed to OO

- All were willing to put effort into learning OO

- Most learnt "on the job"

- All are now adequately proficient in C++ OO

• ...and thoughts about physicists in general

- Physicists can learn OO Methods

- There has to be a way of easing people into it

- Physicists are good at learning on the job

- Needs dedication to learn full OO

- Can use "recipe" methods to begin with

- Start with "user defined types"

- Needs 2 years to grasp concepts of OO and adequate mastery of language!

- Need to acquire new way of thinking

- It just comes with practice — difficult to teach

- It comes more naturally to some than others

- Once acquired, one feels it is the "natural" way of thinking

- Young people will know nothing else

- It's fun

My conclusion? Using object oriented methods is definitely the way to go!

3 SOME DESIGN ISSUES IN GEANT4

3.1 Decoupling the Components
Here is a fragment of the command line which makes a typical GEANT4 application which uses graphics.

... -lG4visualization -1G4ATLAS -lG4run -lG4interfaces -lG4event
-1G4intercoms -lG4tracking -lG4processes -lG4particles -lG4piiman
-lG4track -lG4materials -lG4particles -lG4piiman -lG4digits+hits
-lG4geometry -lG4graphics_reps -lG4global -lrwtool -L/usr/Xll/lib
-1GLX -1GLU -1GL -lXm -lXpm -lXmu -lXt -lXext -1X11 -lm
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It indicates the order of linking of libraries. We have been careful to avoid "circular dependen-
cies"; even so, two libraries ( G 4 p a r t i c l e s and G4piiman) are included twice because we have not
yet completely succeeded (it will be fixed!). (Most Unix systems search libraries only once, in the or-
der specified, so you have to be careful about the order, and re-link a library if there are any circular
dependencies.)

But what I want to draw your attention to is this: G 4 v i s u a l i z a t i o n is first! How can that be?
Surely all other code uses visualization, not the other way round!

There are three answers:

1. Visualization does use other components, for example, geometry for drawing the detector, tracking
for trajectories — in fact, I expect just about every component will be "used" by visualization by
the time GEANT4 becomes a mature product. So it is right that the visualization library is first in
the list.

2. Other components may use visualization but only through two abstract interfaces — G4 W i sManager
and G4VGraphicsScene — and these pure abstract interfaces (i.e., containing only pure virtual
functions) exist not in the visualization component but in graphics_reps, for convenience, which
the last-but-one GEANT4 library to be linked. Thus the linker is satisfied.

3. Other components may use visualization through the command intercommunication system, just as
though a command had been typed. The command intercommunication library is G4 i n t e r c o m s .
It also contains abstract interfaces through which it communicates with other components.

This ability to define an abstract interface in C++ and other object-oriented languages is OO's most
powerful feature. It decouples components from each other. It allows much more freedom of independent
code development, and a much better guarantee that the components will inter-work satisfactorily when
the code is brought together. It manages complexity, reduces re-compilation time drastically and can be
used to eliminate circular dependencies between libraries.

3.2 Decoupling the Command Intercommunication Component
How does this work? Any component which wishes to respond to commands has to have a "messenger"
which is an object of a class which inherits from the abstract interface G4UImessenger:

class G4UImessenger
{

public:
G4U lines senger () ;
v i r tua l ~G4uimessenger();
v i r tua l G4String getCurrentValue(G4UIcommand * command);
v i r tua l void setNewValue(G4UIcommand * command,G4String newValue);

protected:
void addUIcommand(G4UIcommand * newCommand);

} ;

(The virtual functions are not pure virtual, but they could be — they contain only safety code or
no code. They are never called for any sensible concrete messenger.)

The concrete messenger registers commands and passes its own address ( t h i s ) :

command = new G4UIcommand ( " / v i s / c l e a r / v i e w " , t h i s ) ;
command -> se t_guidance ("Clears v i s i b l e window of c u r r e n t v i e w . " ) ;
addUIcommand (command);

All the right calls are made through the virtual function mechanism with statements of the type:
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pMessenger -> setNewValue (pCoiranand, command_string);

The compiler does not need to know at compile time, nor the linker at link time, what the address
of the concrete messenger is. Thus compilation dependencies are eliminated and unresolved references
are not generated. The links are all made at run time.

This is the classical way of using abstract interfaces to decouple components. The GEANT4
command intercommunication system is like a "slow controls" system much loved by on-line system
designers.

The GEANT4 command intercommunication system was designed and implemented by Makoto
Asai of Hiroshima University.

3.3 Decoupling the Visualization Component
The visualization abstract interface is slightly different —

class G4WisManager {
public:

static G4WisManager* GetConcretelnstance (} ;
// Returns pointer to actual visualization manager if a view is
// available for drawing, else returns null. Always check value.

... plus many pure virtual methods, e.g., Draw (const G4Polyline&).

A static pointer is defined at load time to be zero. The above Get function returns this pointer. The
real G4 Vi sManager is a (singleton) object of a class which is publicly derived from G4 W i sManager
(note the extra V) and thus inherits the pointer, which it maintains; it is non-zero only when a valid view
is available for drawing. Thus all code must test this pointer before using —

G4WisManager* p W i s M a n a g e r = G4WisManager : : G e t C o n c r e t e l n s t a n c e ( ) ;
i f ( p w i s M a n a g e r ) {

G 4 P o l y l i n e p i ;

pWisManage r -> Draw (p i ) ;

Thus, kernel code appears to be using only the abstract base class, but actually calls the real
G4VisManager through the virtual function mechanism. The real G4VisManager is thus decoupled
from the kernel.

3.4 Describing Unknown Shapes to Unknown Scenes

Finally, I'll discuss a problem which is solved by the method known as "double dispatch". The ordinary
use of virtual functions is equivalent to "single dispatch", that is, the resolving of function calls at run
time. Double dispatch is simply two successive applications of the virtual function mechanism.

When a GEANT4 user requests that a detector volume is drawn, the Visualization Manager calls
a function of the current view (by ordinary single dispatch) which calls a function of the corresponding
scene (an object of a class derived from G4VScene, itself derived from the abstract interface class
G4VGraphicsScene), which obtains a G4VSolid* named, say, p S o l . p S o l points to an object
— a G4Box or G4Tubs or whatever, objects of a class derived from G4VSolid. G4VScene does not
know which particular shape of volume it is, but it can access functions of it through the virtual function
mechanism, thus:

pSol -> DescribeYourselfTo (*this);

This is the first step of the double dispatch. Notice it passes a reference to itself (it could as well
have passed a pointer). Thus the function of the corresponding shape is called. If it was a G4Box:
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void G4Box::DescribeYourselfTo (G4VGraphicsScene& scene) const {
scene.AddThis (*this);

and if a G4Tubs:

void G4Tubs::DescribeYourselfTo (G4VGraphicsScene& scene) const {
scene.AddThis (*this);

This is the second step of the double dispatch. It succeeds in calling the appropriate function
— AddThis (const G4Box&) or AddThis (const G4Tubs&) or whatever — ofthecurrent
scene — G40penGLScene or G4FukuiRendererScene or whatever. There is a matrix of possi-
bilities.

All the required indexed jumps are put in place optimally by the compiler; not an i f or a swi tch
in sight! It is very fast.
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TECHNIQUES FOR VISUALIZING MULTIDIMENSIONAL DATA

W T Hewitt, S Larkin, A J Grant
Manchester Visualization Centre, Manchester Computing, University of Manchester, UK

Abstract
This paper will review methods for visualization of multidimensional and
multivariate data, covering techniques such as scatter plots, Chernoff faces,
Andrews plots and parallel coordinates.

1 WHAT IS MULTIDIMENSIONAL DATA?

1.1 Introduction

Usually we use the acronym mDv for multidimensional data, with the m indicating that there are m
dimensions or in a physical experimental setup m independent variables, and v corresponds to the
number of dependent variables of at each point in m dimensional space. We can assume that both m and
v are significantly bigger than 3 otherwise the problem would be straightforward. But what is the
problem? Typically such data sets are in excess of lOOMbytes, and may as large as Terabytes, from
which we extract sufficient information to enable us to gain and understanding of what is going on and
subsequently present some visual information to enable the viewer to make some deduction or
inference from the picture.

By implication there is some complex relationships embodied in this vast amount of data.

1.2 Examples

Some examples of the sources of such data are national census data sets, stock exchange data, and two
specific examples of "small" data sets are:

The authors have been working with National Power, a UK electricity generating company. They
supply the UK national grid with electricity, and to do this they offer the electricity in 30 minute units.
But of course they are in competition with a number of other companies, and given that there are 13
variable controlling the cost, how do you provide timely analysis?

Another example is from a researcher in the Department of Sociology, who has spent a long time
collecting data about people who held office in Medieval times. It contains a number of variables,
including name, year and position in the community, and is far from complete. He is trying to analyze
job movement, promotion/demotion, and kinship/nepotism.

Of course mDv datasets arise in many of the scientific disciplines, and computational fluid
dynamics, and high energy physics are examples of such data.

1.3 Why not use existing techniques?

We could apply the known techniques for scalar and vector, 2D and 3D data on subsets of these large
data sets, and whilst it might give some useful results, its difficult to decide how to subset, and of course
it fails to convey an overall impression of the data. Correlations could be made by stacking or
overlaying results, though careful use is needed as they can produce cluttered and incomprehensible
results.

In reality the techniques used are based upon the existing methods. There are two major
problems with mDv visualization: the techniques are application specific, there are few generic
methods, and most methods require some selection, by the user, of which portion of the data to view.
The correct selection of data may be critical to the success or failure of a particular method.
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1.4 Coping with greater than 3D

One simple way would be to extend the 2D and 3D scatterplots illustrated in Fig. 1 to higher
dimensions as shown, by introducing local-axes for the extra dimensions, emphasizing that it becomes
hard to perceive, navigate, relate and compare values. It is difficult to choose the principle axes. The
proper visualization of 3D objects on 2D screens is a topic in its own right, though will not be covered
in this paper.

O O

2 variables (x,y)
3 variables (x,y,z)

6 variables (x,y,z,u,v,w)

Fig. 1 Greater than 3D

2 SOME TECHNIQUES

The main techniques to be reviewed, in this paper, are Glyphs [1], [2], [4], [5], [6], [16], Textures [3],
[9], [13], [17] Tables and Stacked Plots [2], [12], Scatterplots [2], [7], Andrews curves [10],
Permutation Matrix [8] (not covered in this paper), Parallel coordinates , Data Sonification [18], [20]
and Virtual Reality [22] (not covered in this paper)

2.1 What are you looking for?

The techniques generally produce results which appear to be very cluttered and the viewer must spend
sometime gaining experience in the use of all the techniques described here. Usually the methods ,
require the viewer to look for: a) unexpected results or anomalies (spotting a stranger), b) grouping or
clusters, or c) patterns or trends and correlations

2.2 Glyphs

Graphical icons (glyphs) are attributed to Edgar Anderson in 1957, who used instead of the local axes
of Fig. 1 symbols or glyphs at each of the points in 2D. He used circular icons with rays (Fig. 2 )

Fig. 2 Anderson Glyph
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where the values beyond the 2nd dimension were encoded via the radius of the circle and the length of
the rays. In 1966 Pickett White used a triangle with sides and orientation related to different variables,
and in

2.2.1 ChernoffFaces

In 1973 Chernoff whose name is usually associated with this technique used a traditional 2D scatterplot
with facial characteristics to represent 3,4,5,...,22 variables. Variations are normally grouped into
distinct classes:

error > 5 no result error < 1 error < 0.05
Fig. 3 Encoding error as variation of the mouth; one component of a Chernoff Face

The methods allows the viewer to spot trends or strangers (Fig. 4 ), as it relies on the fact we are good
at recognizing faces

stranger

Fig. 4 An example Chernoff Face Plot

Clearly other symbols could be used, for example oil tankers, for data from the petroleum industry.

2.2.2 Star Glyphs

An extension of the above method is the Star glyph each dimension in the dataset is represented as a
"prong" in the star, [19]

For each datapoint a star is drawn with the size of the "prongs" representing the value in each
dimension for that particular point:

(tec

OH

Fig. 5 Example of Star Glyphs
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2.2.3 Haber Glyphs

The Haber glyph [5] is used to visualize the stress-strain in a tensor in an engineering mechanics
application. The stress tensor can be split into the sum of a symmetric and anti-symmetric parts. The
glyph is a cylinder and an ellipse (Fig. 6 ), the cylinder axis direction shows major principal direction,
of the stress, the ellipse axes showing the other two directions. The cylinder and axis lengths show
stretching in each axis.

Fig. 6 The Haber Glyph

2.2.4 de Leeuw and van Wijk glyphs[4]

de Leeuw and van Wijk extended this method to visualize the tensor field in the context of the
associated velocity field, for steady state flows. This and the Haber glyphs are best used as probes or a
small number distributed throughout the data. The method is to construct a local coordinate axis as with
Haber glyphs, and then decompose the velocity field tensor into parallel and perpendicular
components. Components for display (Fig. 7 ) are then extracted from these:

- acceleration, shear, curvature (parallel)

- torsion, divergence (perpendicular)

rotation^
^curvature

# • * * J *

Fig. 7 The de Leeuw & van Wijk Glyph
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2.3 Textures

On 3D surface plots information such as height above a plane is encoded through colour, in addition
texture (bump mapping) may be added to encode yet another dimension.The bump map is a collection
of bumps (texture) used to add additional information to a graphical primitive. For example the surface
may appear rough in regions of for example high wind, and smooth in regions of low wind.

Interactive adjustment of parameters is desirable to obtain best results and careful use is needed as
additions to an already rough surface can be distracting.

Texture maps can be used to represent more information about vectors and tensors than just
magnitude. The Line Integral Convolution method [9], [17], produces through texture a continuous
version of an 'arrow' or 'vector' plot. The output image is a one-one correspondence of a ID
convolution of a filter kernal and texture pixels along a local streamline in the vector field. More simply
the texture is "smeared" in the direction of the vector field.

This work has led to the use of texture for the visualization of tensor fields [9] and looks a
promising line of research.

2.4 Tables

Each point in the dataset is represented as a rectangle and the rectangle contains encodings for the value
of the point in each particular dimension in the dataset [1]

1 -9 data components sub-box encoding

high1
4
7

2
5
8

3
6
9 mid

low

no data
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We show an example of the 13 parameters of magnetosphere and solar wind readings taken every
hour over a number of days from NASA Goddard Space Flight Center.

I l. ',
I o t f

' - X

* -q J ? \

% ' *

S x S 3

f ^

Fig. 8 Beddow J, Microsimulations Research, [1]

2.5 Scatterplot Matrix

A scatter plot, more commonly called a graph of y versus x, shows the relationship of 2 variables and
with the addition of colour can represent a 3rd variable. A scatterplot matrix of n variables is obtained
by projection of the data onto n*(n-l) scatter plots, i.e., all possible combinations of scatter plots are
drawn as illustrated in (Fig. 9 and Fig. 10 ) which is an example for pressure, temperature, and
velocity (6 plots) data...

j w<
... v..,U:..:.i

.IVV.
,.v./;.v.:. .'.:•->,

Fig. 9 Scatter Plot Matrix, each gray rectangle is an y vs x plot

Notice the plot in the diagonal correspond to x vs x and are redundant, and each combination is plotted
twice, one the transpose of the other. This redundancy may be useful.

2.6 Andrews Curves

The Andrews curve and parallel coordinates of the next section are methods for representing a multi-
dimensional data point via a 2D curve or polyline respectively. In the Andrews covers each
multidimensional point x (xi,X2,...,xm) is mapped to a periodic functionG(t) via, for example a function
like:

G(t) = ^
72
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Fig. 10 The Scatter Plot of Pressure, Temperature and Velocity

The curves are plotted over the, range -it < t < n, and produces an iconic representation of each point
through multidimensional space, and clusters of n-dimensional points map to similar shaped curves

It is not possible to pinpoint single data components i.e., all the data components are combined into one
function

Fig. 11 Andrews curves - Simple Points through pressure, temperature, velocity

2.7 Parallel Coordinates

Due to Alfred Inselberg [11] parallel coordinates organize each axis vertically on a 2D and for each
multidimensional point x (x1,x2,...,xm) mark the appropriate value on the axis, and join the marks with
line segments.
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Fig. 12 Parallel Coordinates

Therefore a m dimensional point is represented as a line through m parallel vertical lines or axes. The
results seem extremely cluttered, and systems which provide this technique allow interactive marking
and highlighting of groups of lines. There are some patterns/shapes to look for, A proportional to B will
give parallel lines, and A inversely proportional to B will give lines crossing over each other.

Fig. 13 show a picture of some data assoicated with car manufacture. MPG is theconsumption of
the car in miules per gallon, Cylinders, Horsepower, Weight and acceleration are obvious, year is the
year of manufacture, and Origin is one of Europe, North America or Japan. All Japanese cars are
highlighted.

2.8 Data Sonification

2.8.1 Introduction

Data Sonification is the name associated with the use of sound to complement a graphical
representation [18,20]. The assimilation to data is simple, or is it? Sounds has seven attributes which
can be used to encode data:

2.8.2 Pitch

Logarithmic changes in frequency produce linear changes in pitch, and this is intuitive for relating to
magnitude of a scalar component. There are similar problems as with colourmaps; adjacent values are
difficult to distinguish

2.8.3 Loudness

Variations in amplitude are not linear as it is also affected by frequency and timbre changes

2.8.4 Timbre

Or wavering where different instruments play the same pitch/loudness can be used to differentiate
between data components

2.8.5 Location

The physical location of the sound source, which is affected by acoustics of the surrounding
environment, can provide locational cues to results

2.8.6 Rhythm

The music is organized around a periodic event rate or pulse and can be used to represent temporal
separation between time stamped events or behavioral cycles.
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2.8.7 Duration

It is hard to distinguish the duration of a sound unless it is exaggerated, and should not be used as
quantitative measure but it is useful to identify outliers or activity lifetimes

Fig. 13 Parallel Coordinate plot of car manufacture data

2.8.8 Melody

"The first thing remembered, the last thing forgotten". What constitutes a melody is the subject of
considerable research but certain patterns of notes are more "melodic" than others; therefore the choice
of scale or starting pitch is significant

2.8.9 Some real examples

This technique has been used in the analysis of climate data; a probe samples data components and
assimilates them to sound: wind: varying the pitch of a siren, and rain: varying the amplitude (loudness)
of the sound of "rain".
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It has been used in the Stanford ParalleL Applications for SHared memory benchmark suite
(SPLASH) where the type of process (system, network, application) is mapped to pitch, the process's
time quantum is mapped to duration, and the processor to an instrument.

2.8.10 Conclusions

Sound is as complex a medium as other more traditional ones for visualization e.g., colour, There are
many pitfalls, yet it is an interesting and exciting research area. You have to be aware of the "tone deaf
equivalent of a "colour blind" user

3 CONCLUSIONS

This paper has presented a number of techniques for visualizing complex data. The key features are that
the techniques tend to be application specific and not generic, the viewer must spend time learning to
use the technique.
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Systems and Architectures for Visualization

S Larkin, W T Hewitt, A J Grant
Manchester Visualization Centre, Manchester Computing, University of Manchester, UK.

Abstract
This paper, which is an extract from [1], presents an introduction to scientific
visualization and an overview of the associated tools and systems. Section 1
covers the history and background with some discussion on the models which
have been developed to describe the visualization process. A classification of
visualization systems and a description of their architecture is included in
sections 2 and 3.

1 WHAT IS SCIENTIFIC VISUALIZATION?

Scientific visualization [2] is concerned with the analysis and exploration of data and information to
gain a greater understanding and insight. It can be split into two broad categories:

- Visualization: where the researcher is looking to understand the problem;

- Presentation: where the scientist is presenting results to other colleagues.

The term visualization is really an amalgamation of aspects from disciplines such as image and
signal processing, computer graphics, human computer interface (HCI) etc. This combination of
techniques can be seen in the multitude of visualization systems which have emerged.

1.1 History and background

Clearly the ideas, algorithms and techniques encapsulated by visualization have been in use earlier than
the late 1980's, but it is the report published in 1987 [3] which is much cited as the start of the
visualization era. The report was the outcome of a two day workshop organised by NSF on
"Visualization in Scientific Computing". It summarises the conclusions and recommendations of the
workshop and defines visualization and the areas it covers. The main recommendation from the report
was to coordinate the development of scientific visualization tools and their provision to the scientific
community.

However, these statements do not mean that all visualization algorithms and techniques were
already in place. Over the past few years there has been a great deal of work into processing and
visualizing volumetric (3D scalar) data and new techniques for visualising multivariate data and tensor
fields.

1.2 Models for the visualization process

Over the years, several models related to scientific visualization have been proposed. Watson's [4]
model addressed the entire process of scientific investigation with the computational and analysis
aspects being further explored by Upson [5] and Carpenter [6]. Haber and McNabb provided a more
detailed look at the scientific visualization process with their particular model [7].

1.2.1 Haber and McNabb model

The model of Haber and McNabb provides a general classification of the visualization process from a
users point of view. It divides visualization into three broad processes, each of which acts on some data
to produce a new set of data, shown in figure 1. The example data shown on the right of this figure are
temperature samples taken from a cross section through a polymer injection moulding system [8].

Data preparation, acts on the raw data (measured or simulated). This process creates a model of
the data from which a new derived data set can be produced e.g., calibration, smoothing, interpolation.
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Raw data

C Data preparation

Derived data

Visualization mapping

AVO Derived data

Presentation

Picture

Fig. 1 Haber and McNabb visualization process

The raw scattered data shown on the right of the figure is replicated and interpolated to form a uniform
2D grid.

Visualization mapping, creates an Abstract Visualization Object (AVO). Each quantity in the
derived data is mapped to an attribute - space and time dimensions, colour, transparency - of the AVO
e.g., a height field being mapped onto a 3D coloured surface. There can be multiple AVOs. The derived
temperature values in figure 1 are mapped onto an AVO which is a coloured 2D plane.

Presentation, is where one or more views of the AVOs are rendered to produce a picture on an
output device, generally the screen of a workstation.

Enhancements have been made to this model, along with the development of new models, but it
is still the Haber and McNabb model which provides a general breakdown of the visualization process
still applicable when describing the architecture of current visualization systems. As exploitation of the
internet and distributed resources continues to grow visualization systems are being adapted to take
advantage of this processing environment and new models [29] are being developed.

2 VISUALIZATION SYSTEMS

There are numerous public domain, commercial and research visualization systems available and a

common classification is to use the following categories:

- Libraries/toolkits;

- Turnkey packages;
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- Modular Visualization Environments (MVEs) or Application Builders.

These classes provide a convenient method for grouping visualization systems when discussing
them. In reality, most systems exhibit features in a number of these catergories.

2.1 Libraries/toolkits

Numerous graphical subroutine libraries are available, ranging from PHIGS (PEX), OpenGL,
Graphical Kernal System (GKS) and X/Motif, to more object-oriented systems such as Inventor [9].
These provide the most flexible level at which to write applications but most of them require the need to
generate large amounts of code to implement basic visualization tasks. Taking this into account they are
not an end user solution.

Application subroutine libraries and toolkits such as Numerical Algorithms Group (NAG)
graphical subroutine library, UNIRAS Toolmaster, Visualization ToolKit (VTK) [10] provide more
support. They include higher level tasks such as different visualization techniques, annotation and axes
control. Although these common actions are provided they still require programming knowledge on
behalf of the user and large amounts of code to be written.

2.2 Turnkey packages

These are sometimes referred to as point-and-click systems since they are usually characterised by a
menu driven user interface. Examples of these systems are PV-WAVE, Gsharp, Wavefront
DataVisualiser, Analyze, Gnuplot etc.

They have the advantage of being quick and easy to use but present a black-box style of
application which is essentially a closed system. This makes extending the system or enhancing the
functionality by the integration of application code difficult. However, most of these packages have
some command line interface or macro language which provides flexibility to varying degrees. Another
problem with turnkey packages is that they are normally targeted towards a particular application
domain.

2.3 Modular Visualization Environments (MVEs)

Sometimes referred to as application builders, visualization applications are constructed by connecting
modules together to form networks (or maps). The systems are based on the dataflow paradigm where
data passes through the network and modules are the compute nodes which process/transform the data.
These systems can be extended by incorporating application code into the system by writing new
modules.

The set of Modular Visualization Environments are the Application Visualization Systems (AVS)
[11], Iris Explorer [12], IBM Data Explorer [13], Khoros [14][15] and aPE [16]. Figure 2 shows a
sample module from AVS which performs the streamlines visualization technique. Data imported into
the module includes the dataset from which the streamlines are generated and optional input values one
of which is used to colour the streamlines if needed. The output from the module is a geometric
representation of the streamlines.

MVEs have the advantage of being flexible, extensible and address many different application
domains. Unfortunately there is a larger initial learning curve and because the systems cover multiple
application areas there are many modules to choose from when building an application.

As the MVEs are the most flexible and extensible systems it is these systems which this work
concentrates upon.

2.4 Modes of interaction

An important aspect of the visualization procedure is the interaction the system provides between the
user, data generation/collection and the visualization system. There are three principle modes of
interaction with a visualization system:

- post-processing
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Colourmap

i
3D dataset

stream lines

Geometric object
(streamlines)

• •

Fig. 2 An example of a module from the M VE AVS

- interaction/tracking

- steering.

2.4.1 Post-processing

This is the simplest of the three modes of interaction. Data is generated and collected off-line and then
processed by importing into a visualization system. There is no direct communication between the data
generation task and the visualization system, see figure 3.

Post processing has the advantage of being simple to use but it does not provide any method of
reacting to atypical data sets and may produce unsuitable, wasted output. Most visualization systems
are capable of this mode of operation.

Raw data

c Data preparation

Derived data I
( Visualization mapping 1

Experiment/
Simulation

AVO

c Presentation

Picture

Data

Fig. 3 Post processing
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2.4.2 Interaction/tracking

As in post-processing, the data production is separate from the visualization system but the user has
interactive control over the visualization task.

Interaction allows views of several different visualizations of the same data set and examination
of the model from different angles. Functions such as probing and measuring the model can also
provide greater insight. The main disadvantage is that if original data is flawed, the data generation has
to be started all over again.

Raw data

Data preparation A ^mmmmmmMmmmma^mmsimz

Experiment/
Simulation

Derived data

Visualization mapping I

AVO

Presentation

Picture

Data Control

Fig. 4 Interaction

2.4.3 Steering

Steering is the most advanced mode and combines the interactive control of both the data generation
and visualization tasks. This mode effectively closes the loop as results at one stage can affect the
preceding as well as the following stages. It has the advantage that the user can rapidly abandon or
adjust simulations that are going wrong and allows iterative homing in on an optimal solution. The
disadvantages are that it often requires high bandwidth network connection between the simulation
compute engine and machine hosting the visualization systems. Some changes to the simulation code
may be needed. Research has been made into investigating the design of systems for computational
steering and implementations of some of these ideas have been developed e.g., GRASPARC [17] and
VASE [18]

3 A CLOSER LOOK AT MODULAR VISUALIZATION ENVIRONMENTS (MVES)

At an abstract level the current MVEs provide similar features and all use the idea of a visual editor to
construct networks of modules, see figure 6. In practical terms the systems differ in price, functionality,
support, robustness etc. There are many ad-hoc comparisons of different MVEs and turnkey packages
by individuals but it is not the purpose of this paper to compare and contrast the systems. Instead the
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Fig. 5 Computational Steering

reader is recommended to consult two comparisons which have been compiled by groups to evaluate
the various systems. These are the UK Advisory Group on Computer Graphics (AGOCG) [19] and
Stichting Academisch Rekencentrum Amsterdam (SARA) [20] reports.

3.1 Next generation systems - a move from the dataflow paradigm

AVS, aPE, Iris Explorer, IBM Data Explorer and Khoros are all MVEs which are based on the dataflow
principle. If the optimizations vendors have added to the systems are ignored then dataflow inherently
means that many copies of the data are made as the dataset is processed through a network of modules.
To address this and other issues Advanced Visual Systems upgrade to AVS, AVS/Express [21] [22], is
based on a completely new architecture of data-referencing.

The two figures 7 and 8 show the effect of copying data in a very simple network.
Dataflow. The filter module in figure 7 transforms the original data (Data0) and creates a copy of

the dataset which contains the unchanged coordinate mesh and new data (DataT). The mapper module
represents a visualization technique by a set of primitives which use the same coordinate mesh. Once
again, the new dataset contains a copy of the original coordinates.

Data-referencing: Figure 8 shows the same application but using a data reference scheme. The
filter module only operates on the original data creating a new object containing the results. The
coordinate data is represented by a link to the object containing the coordinate mesh. The same action is
taken for the mapper module. This also has the advantage that if the original coordinate mesh is altered
this change is propagated to the other modules via the references and not by generating new copies.

3.2 Overview of AVS/Express

AVS/Express enables you to create/instance objects and connect them to form higher level objects and
visualization applications.
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Fig. 7 Dataflow and implicit copying of data
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Fig. 8 The removal of copying data using data referencing

There are a large number of different object types available in AVS/Express and the following are
the base types:

- library, collection of objects that can be used to build applications;

- macro: combinations of modules, macros, and connections;

- module: parameters and methods to implement objects that interface to C or C++ code

- parameters: maintain data usually operated on by methods. Data can be scalar, array, and
hierarchical;

- method: objects that interface directly to a C function or C++ method.

AVS/Express has special objects for representing scientific visualization datasets, referred to as
an Express field. It is also possible for the user to create new objects or enhance and re-use existing
objects in the system. This provides the facilities to extend the system creating new data structures or
integrate application code as new modules.

An application is constructed using the Network Editor, shown in figure 9, which is similar in use
to the other MVE systems. AVS/Express extends the visual programming paradigm by also allowing
fine grain application development using the network editor e.g., creating/defining new objects, drilling
down through layers of macro modules, integrating application code into modules.

3.3 Summary

Visualization systems, in particular MVEs, have been in existence since the early nineties and have
become mature for producing visualization applications [23] [24] [25] [26].

Current research is looking towards the integration of these systems with existing and emerging
technologies such as parallel processing [27] [28], virtual reality, World Wide Web (WWW) [29] and
Java [30].
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VISUALISATION IN HIGH ENERGY PHYSICS

L. Taylor
Department of Physics, Northeastern University,
360 Huntington Avenue, Boston, MA 02115, USA

Abstract
We describe the concepts underlying successful HEP visualisation sys-
tems, for both statistical analyses of multi-event data sets and for the
display of individual events in the detectors, using examples from cur-
rent experiments. Future HEP experiments, such as those at the CERN
Large Hadron Collider, are considerably more complex than those cur-
rently running. We discuss how new computing technologies will facili-
tate the difficult visualisation tasks of these experiments.

1 INTRODUCTION
Visualisation plays a crucial role in enabling physicists to understand complex multi-dimensional
data. With the advent of powerful computing hardware, sophisticated scientific visualisation
software has become a standard part of the analysis toolkit of High Energy Physics experiments.
Fig. 1 shows schematically the flow of data, represented by arrows, between the traditional
software modules used for HEP offline analysis, represented by rounded boxes. The box labelled
"Physics analysis" contains many graphics tools which are not specific to a particular experiment,
as well as dedicated ones such as event visualisation programs. In this paper emphasis is placed
on the HEP-specific graphics tools in use. No attempt is made to review the multitude of other
graphics applications such as text editors, document preparation systems, visual programming
tools, WWW browsers, collaborative working tools such as teleconferencing [1], Computer Aided
Design programs, and so on. In particular, after a brief overview of general principles, we
describe in the subsequent sections the tools which are most commonly used for the statistical
and numerical analysis of multi-event data sets and for the visualisation and analysis of single

User analysis
Statistics
Histogramming
Numerical analysis
Symbolic math
Event display
etc...

Figure 1: Schematic flow of data between the main software tasks of a typical physics analysis
system.
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events. The package predominantly in use for the former is PAW [2] while the latter includes
the generic GEANT package [3-5] and many experiment-specific event display programs.

2 GENERAL PRINCIPLES
The basic concepts of computer graphics systems are fairly general, although the implementation,
efficiency and underlying technologies of specific packages can vary considerably. In the following
sections we describe each of the generic components of a graphics system, shown schematically
in Fig. 2.

2.1 Graphics Model
The graphics model is the underlying system which is to be visualised. In general it is non-
graphical in nature. In HEP, the model consists of: equations, coded algorithms, data, with
no associated geometrical description; descriptions of physical entities (e.g. HEP detector) with
associated geometry and other properties (radiation length, temperature, stress tensor, etc.);
abstract entities (e.g. HEP events) with associated geometry and other properties (specific
ionisation, energy deposited, etc.); multi-event data sets; and physics event reconstruction algo-
rithms. The model may contain both data and methods.

2.2 Graphics Primitives
The fundamental graphics objects to be drawn are known as primitives. These include poly-
markers, polylines, filled areas, arcs, text, splines, surfaces, and so on. The basic primitives are
provided by the underlying graphics library and are optimised in conjunction with hardware. In
addition the developer may define super-primitives which use one or more of the basic primitives
(for example in a class library sitting on top of the basic library) such as a silicon wafer with
strips or a particle trajectory with the associated detector hits.
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2.3 Geometrical Transformations
Having built up a graphical entity from one or more primitives, its geometrical specification
(offset, scale, and orientation) in space must be defined. It may be convenient to define the
geometry in terms of either a fixed reference frame or relative to another object. Moreover, the
geometrical specification of the graphical entities may change with time, for example as the user
changes the scene or the point of view. Consider the following geometrical transformations1

\SX]
W =Translation:

Scaling:

P' = T + P

P' = SP

Rotation about (0,0):
c o s # — s i n 0 \ \x\

cos6> I \y\
P' = RP

For conciseness and efficiency we would prefer to have a uniform treatment of the three
types of transformation and an algebra enabling them to be combined into a single operation
which can then applied to the many graphical objects. We therefore introduce a homogeneous
coordinate system which requires the addition of an extra (non-physical) dimension, as follows:

' l 0 dx

Translation:

Scaling:

Rotation:

1
0

d,, P' = TP

0 0'
= 0 Sy 0

0 0
P' = SP

/cosfl - s i
sinfl cos# 0

\ 0 0 1
P' = RP

Using homogeneous coordinates, all operations consist of matrix multiplication. Thus, an
arbitrary sequence of translations, scales, and rotations can be described by a single matrix.
Such a transformation constitutes an affine transformation (preserving parallelism of lines but
not lengths and angles). It is therefore important to apply the transformations in well-defined
order. For example, Fig. 3 shows the operations required to rotate an image of a house about
an arbitrary point (a, b). The net single transformation, to be applied to all points of the house,
is:

T(a,b)-R(0)-T(-a,-b) =

0

( cos 9 — sin# 0\ / I
s i n ( 9 c o s 0 O l i o

0 0 1/ \0

— sin# a(l — cos9) + bsin9^
cos 9 6(1 — cos0) -

0 1

describe the 2-D transformations for simplicity. It is straightforward, if tedious, to extend the treatment
to 3-D.
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2.4 Rendering
Prior to rendering (or drawing) an image, the desired graphical representation of the model
must be specified in terms of graphics primitives with attributes (colour, opacity, etc.), their
locations and orientations in space, and a lighting model, described in terms of ambient, planar,
spot, and directional light sources. For reasons of performance, this description is often stored
internally by the graphics package as a display list. The rays are then traced through the scene
and reflected according to the colour and direction of the light and the geometry and optical
characteristics of the surfaces of the graphics primitives. The rays are traced, possibly through
occluding media, to form an image on the virtual viewing plane of the observer (sometimes
referred to as the camera). The light reaching this plane from many sources is combined to
form the final image which is then reproduced on, for example, the cathode ray tube (CRT) of
a computer screen.

The rendering process must be highly optimised in order to obtain satisfactory perfor-
mance in particular when dealing with many of the complications not described here [6], such as
reflection (diffuse and specular), refraction, transparency, shadows, depth cueing, texture and
bump mapping, anti-aliasing, hidden-line and surface removal, and colour mixing. Genuine 3-D
images using stereo vision requires two rendering operations for the cameras associated to each
eye.

2.5 Interactivity

In general, the user wishes to interact with the graphical display system. Such interaction may
be classified as either local or global, as shown schematically in Fig. 4, which follows the notation
used by Terry Hewitt [7]. Local interactivity consists of operations which affect the view but
not the representation of the model, such as the rotation, translation, or zooming of the camera
which defines the viewpoint of the observer. The changing of the visibility of objects in a scene
is also a locally interactive operation. For reasons of performance, locally interactive operations
are generally performed on the display list, without recourse to the underlying model.

Global interactivity refers to operations which involve the underlying model. Examples
include the addition to the scene of objects which are not currently on the display list, a non-
Euclidean coordinate transformation of a scene, or the updating of an existing graphical object
to reflect a change in the status of the corresponding object(s) of the underlying model.

Original house Translate to origin Rotate Translate back

Figure 3: Rotation of an image about a point (a,b).
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2.6 Graphical User Interface
The Graphical User Interface (GUI) of a visualisation program relies heavily on graphics, albeit
with a somewhat different emphasis and distinct software tools to those used for the graphics
application itself. The GUI should enhance the usability of the application by minimising the
learning time, reducing errors, and increasing the efficiency with which complicated command
sequences can be executed. A well thought out conceptual design for the GUI is crucial in
ensuring the ease with which the application can be used.

The GUI should be self-consistent and resemble, wherever possible, other applications
with which the user is already familiar. Visual consistency would imply, for example, that
toggle buttons are square, radio buttons are diamond, the default button which is activated
by the RETURN key should have a heavy outline, and so on. Generic commands, such as copy,
cut, paste, delete, or move, should perform the intuitively expected operation independent of
whether the object is text, a graphical object, etc. The GUI should conform to the Law of Least
Surprise in which the result of an action matches the expectation of the user.

The GUI should not allow a user to do inadvertent damage, either to data or the execution
of the program, as a result of misunderstanding the GUI. For example, potentially serious
operations such as deleting a file or data might invoke a dialogue box requesting confirmation
prior to completing the command. The design of the GUI should be such that the user is free to
learn by experiment, by inclusion of error recovery mechanisms such as the Abort, Cancel, and
Correct operations. Ideally, the GUI should also include a multi-command Undo feature, with
a corresponding Redo feature, to permit the user to reverse the effects of an undesired action.

The GUI should support multiple levels of expertise. For example, a beginner should
be able to find all desired actions graphically (for example by using just the mouse) while the
expert should be permitted to use keyboard accelerator sequences for common operations such
as copy, paste, or delete. Similarly the mouse itself can be overloaded for expert use with, for
example, distinct commands assigned to single and double clicking. It may prove useful to map
each operation of the GUI to a textual command prior to its execution, thereby enabling the
expert user to enter commands as text, to execute macros containing many commands, to log
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Figure 5: Standard graphics libraries used by the High Energy Physics community.

the actions of a complete session, and so on.
While a well-designed GUI should be largely self-explanatory to the user, even the simplest

application program should also incorporate a help facility. This should ideally include full
explanations as well as concise context-sensitive help. A familiar example is the bubble-help
method in which a small "bubble" containing textual help appears, after a small time delay, as
the mouse cursor moves over a particular element of the GUI.

2.7 Graphics Software
The core offline software of current HEP experiments, shown schematically in Fig. 1, is typically
written in Fortran 77 and C, with some non-standard extensions. The data are managed and
stored using a non-commercial package such as ZEBRA [8] or BOS [9]. Code management usually
relies on PATCHY [10], CMZ [11], or cvs [12]. The code development process is evolutionary
(Darwinian not e.g. Booch'ian!) in that many physicists contribute code, some of which is
successful and survives while other parts die out naturally. The resulting code typically has
considerable functionality but little semblance of design; it is therefore rather difficult to maintain
and subject to bugs.

The use of standards greatly facilitates the software development process and the main-
tenance of the code which is developed and used by many hundreds of physicists running on
multiple platforms and architectures linked by local- and wide-area networks. Standards are
provided by national agencies (ISO, ANSI, BSI, DIN, etc.), professional organisations (IEEE, X
Consortium, etc.), or in a proprietary, open, or de-facto manner by commercial companies. Fig. 5
shows the standard graphics libraries most commonly used in HEP over the past few decades.
Currently, the most prevalent standards used are GKS [13,14] and PHIGS [15]. The use of GKS
has diminished greatly in recent years with the advent of PHIGS, which is in turn starting to
be replaced by the OpenGL [16] graphics library. With the increasing use of an object-oriented
paradigm as discussed in section 5 the use of Openlnventor [17], which is a higher-level class
library based on OpenGL, is increasing.

Standard GUI environments, or windowing systems,include: X Windows (open); Windows
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95 and NT (Microsoft); SunView (Sun); and Macintosh (Apple). HEP graphics applications
are typically based on X Windows [18], running on Unix platforms. Widget sets include the
Athena widget set (X Windows), Motif (OSF collaboration of HP, Digital, Microsoft, IBM, etc.),
OpenLook (Sun and AT&T), and Tcl/Tk. The widget set most prevalent in HEP is Motif [19].

Many image formats are used to greater or lesser degrees in HEP, including: GIF, JPEG,
TIFF, BMP, etc. for static images; MPEG, Quicktime, AVI for multiple images; and Postscript,
CGM, IV, VRML for graphics metafiles (soft copy). The support for a standard hard copy
format is important since it is portable, high resolution, free of format problems, well-suited to
long-term archival storage, and facilitates rapid viewing even for very large documents. The
preferred standard in HEP for producing graphical hard copy is Postscript [20]. In general,
vector Postscript is preferred to raster Postscript since it may be easily printed, scaled, and
encapsulated within other documents with no loss of intrinsic resolution.

3 GENERIC HEP VISUALISATION TOOLS
The most widely used generic physics analysis tools, which require visualisation, are GEANT [3]
and PAW [2] (the Physics Analysis Workstation). GEANT is a toolkit for the simulation of the
passage of particles through matter. Versions 3 and below are based on Fortran and ZEBRA
while GEANT4'[4] is a complete rewrite using an Object-Oriented (00) paradigm. Since the
visualisation aspects of GEANT4 are described by John Allison in these proceedings [5], we shall
not consider it further.

PAW is a general purpose tool for the analysis and display of arbitrary data sets. It re-
lies heavily on other HEP packages, in particular: ZEBRA [8] for memory management, I/O
and file storage; HBOOK [21] for the creation and manipulation of histograms and ntuples;
HPLOT [22] and HIGZ [23] for the data presentation; KUIP [24] for the command line interface
and macros; the COMIS [25] Fortran 77 interpreter for user data selection and manipulation
functions; SIGMA for array manipulation; and MINUIT [26,27] for statistical analysis, partic-
ularly fitting. PAW, which is based on Fortran 77, was developed without any formal design or
quality control procedures. This resulted in frequent occurrences of non-intuitive or incorrect
behaviour, especially in the early years. Despite these weaknesses, PAW is the only program
inside or outside HEP which comes close to providing physicists with the necessary environment
for interactive graphical analysis of physics data. The PAW software is now frozen apart from
major bug fixes. The graphical representations provided by PAW match reasonably well to the
current expectations of High Energy physicists.

The most commonly used entity is the 1-dimensional histogram in which a dependent
variable (such as number of events) is plotted as a function of an independent variable. For ex-
ample, Fig. 6 shows a comparison of LEP data and Monte Carlo predictions using 1-dimensional
histograms. It is conventional to represent the data as polymarkers with error bars, Monte Carlo
predictions as a stepped histogram, and analytical predictions from theory as smooth curves.
Pie charts and bar charts, in which the independent variable is a set of discrete categories, are
little used in HEP. A variant of the bar chart, which we shall call the "error bar chart", is
used extensively to summarise sets of measurements of the same quantity (although it is not
provided directly by PAW). Fig. 7 shows an example of an "error bar chart" which summarises
LEP measurements, at y/s = 172 GeV, of the W boson mass [28]. From the "error bar chart"
the relative and absolute accuracies of the various measurements are immediately apparent, as
are anomalies with respect to an average value (shown by the shaded vertical bar in Fig. 7) or
a theoretical prediction.

Two-dimensional histograms, in which one dependent variable is studied as a function of
two independent variables, are widely used to study correlations of pairs of variables. Fig. 8
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shows an example of various possible representations of the number of events, in a LEP I data
sample, having jets with energies E\ and E2. The scatter plot (Fig. 8a) has a marker for
each event and therefore loses no information until markers start to obscure one another. It is
good for low to medium statistics. The box plot (Fig. 8b) is better for medium-high statistics
although the scaling of the box is ambiguous (by perimeter or area?) both in definition and
in interpretation. The contour plot (Fig. 8c) joins regions of equal value in the independent
variable by polylines. It is best for high statistics and reasonably smooth variations without
a large dynamic range. The independent variable may also be represented by the height of a
box or surface (Figs. 8d, 8e, and 8f) above the plane of the independent variables. Since some
parts of the plot may be obscured from view, these representations benefit from an interactive
display in which the orientation of the axes may be varied. The independent variable may also
be mapped to a colour scale (Fig. 8g). Since there is no unique mapping of colour to the scale
of the independent variable, a key is imperative. In certain cases, a combination of a colour plot
and a lego or surface plot may be effective (Figs. 8h and 8i).

The representations of one- and two-dimensional data described are those most commonly
employed in HEP. Many fields profit from other representations, as discussed by Terry Hewitt
[29], which in some cases provide insight into multi-dimensional relationships. While some of
these could doubtless be used to the advantage of HEP, time is required for those in the field
to develop a natural intuition for them. In general, graphical representations should not to be
misleading - they should match the expectations of the audience. For example, the axis scales
should be chosen according to the region of interest while avoiding suppressed zeroes. The
bin size should be appropriate to the statistics of the histogram. Non-uniform binning should
generally be avoided since the distribution of the independent variable is distorted, unless the
independent variable is normalised to the bin size. Errors bars frequently have both statistical
and systematic contributions which are combined in quadrature. The showing of, for example,
the statistical and total errors as pairs of overlapping errors bars in each bin should be avoided
since the systematic contribution will appear to be smaller than it is in reality. The use of a 2-
dimensional graphic (i.e. one in which both the height and the width scales with the independent
variable) for the display of 1-dimensional data such as a histogram should also be avoided, since
it over-emphasises the larger entries. Similarly, colour should be used sparingly, if at all, to
distinguish and/or emphasise particular aspects of the data.

4 EVENT DISPLAY SYSTEMS
An "Event Display" program comprises software which is capable of displaying detector and
event data and of providing interactive control of the display and processing. Such programs
satisfy many different needs. Prior to the running phase of the experiment, they are used for
debugging and optimising the detector design and the reconstruction algorithms, such as pattern
recognition in the central tracker, shower reconstruction in the calorimeters, and muon fitting
in the outer detectors. During the commissioning phase of the detector, they are invaluable for
understanding and debugging the detector response and, in this role they must be sufficiently
flexible to cope rapidly with unforeseen needs. As more data are collected the display programs
are used to study samples of rare events to check for pathological effects. Throughout the lifetime
of the experiment, such programs are used to produce publicity pictures for communicating
complicated physics concepts to other physicists and the general public.

The event visualisation program should be able to display any combination of detector
elements and event objects which are available in the data store. The event data should include
raw information such as hits and energy deposits, reconstructed objects such as tracks and jets,
and information from the slow control system, such as dead or noisy detector elements. For
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Monte-Carlo events, both the true and the reconstructed quantities should be available. The
engineers designing the detector need to see details of the mechanical construction, the readout
cables, cooling system, etc. whereas the physicist would prefer to display highly simplified,
yet accurate, representations of the detector components in order to place the event data into
context. The sub-detector expert may need to see every hit in a calorimeter module, whereas the
average physicist would generally find clustered energies and reconstructed jets more useful. The
display program must therefore permit sophisticated filtering of information thereby enabling
arbitrary sets of elements to be displayed.

The general flow of an event display program is shown in Fig. 4. The steps involved in
the visualisation process are described in the following sections.

4.1 Data Preparation

The data preparation stage consists of "data pre-processing", "event reconstruction", and "se-
lection" . Pre-processing consists of the conversion of the raw event data, such as ADC counts,
using calibration data into basic entities such as hits. In addition, the detector description is read
from a database, such as a GEANT structure, and the elements to be visualised are selected and
possibly transformed to a more suitable coordinate system. Reconstruction consists of: pattern
recognition (e.g. the association of hits to form tracks, clusters of energy, etc.); the creation of
basic reconstructed "objects" (e.g. the fitting of hits to form tracks, association of clusters to
form jets, etc.); and the creation of higher level reconstructed "objects" (e.g. the association of
a track and a cluster to form an electron candidate). Finally, the selection algorithms choose
events of particular interest as well as the "objects" within each event which are to be displayed.

4.2 Visualisation Mapping

The next step is to perform the visualisation mapping to create "Abstract Visual Objects"
(AVO's). While a few experiments work in two dimensions from the outset, most work predom-
inantly with a 3-dimensional coordinate system corresponding to the cartesian world coordinate
system of the detector. Some have dedicated non-cartesian views, such as the energy lego plots
as a function of pseudo-rapidity and azimuthal, in hadron collider experiments.

The detector AVO's generally consist of sets of polyhedra, conic sections, etc. which
correspond to the more interesting elements from a physicist's point of view, such as the sensitive
elements, bulk absorbers, and so on. Some of the event data AVO's are purely geometrical. For
example tracks which describe the trajectory of a particle through the detector are readily
described by a polyline or spline. Other event data AVO's have additional data associated with
them which must be displayed, such as the energy deposited in a calorimeter, in which case there
are many ways of constructing the corresponding AVO's. For example, calorimeter energies may
usefully be described by: uniformly sized markers, colour-coded according energy; as volumes
representing the detector element hit, perhaps scaled or coloured according to energy; or as
histogram bars located at the point of deposition (as shown in Fig. 9). As in the case of the
box plot, there is some arbitrariness as to whether the linear length, area, or volume of the
AVO should scale with energy. One might even consider other scaling laws such as power law
or logarithmic, depending on the dynamic range of energies of interest.

4.3 Presentation

The presentation step consists of rendering the AVO's to form a picture, following the general
steps described in section 2.4. The single most important view is the 3-D cartesian representation
of the detector and event data, with arbitrary magnification, translation, rotation, clipping, and
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Figure 9: Different ways of display energy deposits as a histogram (courtesy of H. Drevermann
of ALEPH).

perspective. The view is projected into 2-D although the future implementation of true 3-D, for
example using stereo views, should be considered.

Solid volumes, such as the detector elements, are traditionally drawn as wire-frames. This
is partly for historical reasons of performance and partly to enable the observer to see through
the whole picture which would otherwise be impenetrable. As performance has improved, some
event display programs now draw solid volumes and exploit techniques such as clipping planes,
cutaways, and transparency to see the otherwise hidden volumes. Although the AVO's are
generally 3-D they are ultimately rendered on a 2-D device. Graphics systems invariable project
the view from 3-D into 2-D, however, this is not always the optimum choice from a physics
standpoint. Consider, for example, viewing energies in a cylindrically symmetric detector with
the axis along the beam direction (a common situation). The 3-D representations of the energy
clusters may be projected graphically into the xy plane, as shown in Fig. 9a). Alternatively,
one could first integrated the energies over z and then display the resulting sums, as shown in
Fig. 9b). Since the choice of representation is not unique, the event display program should be
sufficiently flexible to support multiple visual representations of the same quantity, depending
on the specific needs of the user.

Visualisation does not consist merely of 3-D cartesian views (projected into 2-D). Physics
data are intrinsically multi-dimensional and transformed views of data play a crucial role in our
ability to assimilate important features [29-31]. For example, hits on high momentum tracks are
separated in x, y, z but are tightly clustered in the </> versus 8 view, while jet structures are clearly
seen in a lego plot of energy as a function of <fi and pseudo-rapidity. The physicist may imagine
many useful non-Euclidean, Lorentzian, etc. transformations and a display program should be
prepared to support the resulting views. The LHC beam crossing time of 25 ns renders inter-
and intra-event times crucial for triggering and reconstruction. This adds a "fourth dimension"
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Figure 10: The graphical display of the OPAL event visualisation program.

which needs to be considered in the context of event visualisation.
Colour is used in HEP event displays for various purposes. In a few cases it is purely

cosmetic while in most it is used to distinguish between sub-detector systems and different ele-
ments of the event. The continuity of colour usage within a given experiment enables physicists
to rapidly interpret the context and key features of events. It is also used to facilitate the corre-
lation of graphical entities between different views of the same event, or even between the display
and the GUI controls [32]. Figs 9b)-9f) show how colour (grey-scale for these proceedings) and
outlining can be used to improve the clarity of the image.

4.4 Graphical User Interface

A well-designed GUI greatly facilitates the use of event display programs by minimising the
learning time, reducing errors, and increasing the efficiency with which complicated command
sequences can be executed. Current event display programs in HEP typically use X Windows
with the Motif widget set [19] which yields a familiar style. Fig. 10 shows the OPAL event
display program, the features of which are fairly typical of current programs in HEP. The
programs generally provide basic steering and I/O control, local and global interactivity, and
multiple output graphics windows containing cartesian views of the detector and the event as
well as abstracted views such as the lego plot of energies in the calorimeter.

4.4.1 Local Interactivity

Fig. 11 shows the motion widget used for manipulations in the "CMSCAN Classic" CMS event
display program, which is typical of the local geometrical operations desired. Smooth rotations
about three axes, translations, and zooming, may be performed with arbitrary step sizes using
either the intuitively labelled buttons or by dragging the mouse across the screen. Commonly
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Figure 11: The CMS motion widget showing local geometrical transformations.

used views such as the icy-plane or a zoom to a given sub-detector are also provided. The
slice view excludes all objects outside a given clipping plane, parallel to the screen, which has
arbitrary thickness and depth location. The possibilities to reset the view and to save and
restore the parameters describing the view have proven to be extremely useful.

Typically control of which elements are visible is performed locally at the level of the
display list, under the control of the GUI. In some experimental environments, such as CMS,
the overhead associated with including all possible AVO's in the display list is extremely large.
The strategy is therefore to add AVO's only upon request, such that a request to see a new AVO
is a global operation which requires the raw data and methods. Once the AVO is added to the
display list its visibility control becomes a local operation. The GUI controls do not distinguish
between such global or local operations such that the only difference which is apparent to the
user is the response time.

4.4.2 Global Interactivity
The event display program should be more than just a viewing program. Much of its value comes
from the ability to interact with the data displayed on the screen with more global functionality
than merely local manipulation of the graphical image [33]. The program should serve as an
interface to the data and reconstruction code and support such actions as: application of selection
cuts (e.g. energy, pT, event timing, trigger, etc.); plotting (e.g. hit residuals with respect to
a fitted track, lego plots (as shown in Fig. 10), etc.); re-reconstruction (e.g. track fitting,
jet finding, etc.); kinematic analysis (e.g. invariant masses, Lorentz transformations, etc.);
statistical analysis (e.g. fitting, hypothesis testing, etc.); database interrogation (e.g. trigger
conditions, HV status, dead/noisy regions, etc.). Where appropriate, the results of any such
action should cause an automatic and consistent update of all displayed views. The interfaces
between the various software modules should support sophisticated bi-directional interactivity
between the graphics and the data and the rapid implementation of new tasks, perhaps even at
run-time.

The design and implementation of such global functionality is probably the hardest task in
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Figure 12: Schematic layout of the proposed CMS computing systems.

the creation of an effective event display program. Many powerful commercial tools, such as the
Openlnventor viewers, concentrate on the local aspects of viewing an image and provide little
support for effective interaction with the underlying data and methods from which the view
was derived. Neglect of the global aspects of event display in the design phase can result in a
program which, although capable of producing beautiful pictures, is of little use as an interactive
physics analysis tool.

5 FUTURE DIRECTIONS FOR HEP VISUALISATION
The environment of future HEP experiments is generally much more demanding than that of
High Energy Physics experiments today. For example, the number of readout channels for the
LHC experiments will increase by typically one or two orders of magnitude to ~ 107 compared to
the LEP experiments. The event data will also be considerably more complicated. Each beam
crossing will contain typically 20 minimum bias events, in addition to the event of potential
interest, such that each crossing contains many hundreds of charged tracks. The beam crossing
time of 25 ns is so short that signals from several crossings are present in the detector and the
readout chain at any particular moment. To compound these difficulties, the events of interest
are extremely rare. For example, prior to any trigger or offline selection, only one event in ~ 1012

is expected to contain an observable Higgs boson decay. In addition to the increasing intrinsic
complexity of the visualisation tasks, the organisational aspects of the software are becoming
more challenging. Future large HEP collaborations consist of up to several thousand scientists
around the world, working on a multitude of hardware platforms.

5.1 Hardware strategy

The hardware requirements of the LHC experiments are on an unprecedented scale. Fig. 12 shows
schematically and quantitatively the layout of the proposed CMS computing systems [34]. The
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by the L3 collaboration (courtesy of R. P. Mount).

data rate will be in excess of 1 PB/year and the total CPU requirement will be approximately
20 TIPS. Such requirements will be met at a reasonable cost by virtue of the decreasing unit
costs with time [34], shown in Fig. 13.

The evolution of computer graphics systems is expected to have a similar cost profile. In
the early 1980's the UAl collaboration used the Megatek system for 3-D event display at an
approximate cost of ~ 200 kSF. Around 1989, L3 used Apollo DN10000 3-D graphics systems
at a cost of ~ 70kSF. Today, similar performances can be achieved on a multitude of Unix
workstations for ~ 10 kSF. A clear trend, which has already started, is to exploit developments
in commodity hardware developed for such concerns as the games industry, in particular PC's
with on-board graphics acceleration, using for example the OpenGL chip-sets from Intergraph, 3-
Dlabs, or 3dPro. It is clearly prudent not to tie applications to a particular hardware architecture
or vendor, nor should the developer assume that all users will have a high-end machine. It is,
however, desirable to design applications which can take advantage of the enhanced capabilities
of more powerful graphics stations while still performing acceptably on more modest machines.

Despite the ever improving cost:performance ratio, it is unlikely that graphics systems in
2005 will provide acceptable performance without a careful choice of what to display. High-end
desktop graphics systems today can render ~ 106 triangles per second. Given that real-time
interactivity requires a refresh rate in excess of about 10 frames/sec, this limits the current
model size to less than ~ 105 triangles. Models of the LHC experiments can contain in excess
of 107 elements. Assuming that the rendering performance follows a similar trend as CPU, as
shown in Fig. 13, then one would predict approximately two orders of magnitude increase in
speed by 2005. This would enable one to render a model of less than ~ 107 triangles which is
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considerably less than 107 elements. Moreover, not everybody will have access to a high end
graphics desktop system. Clearly, the answer to this "problem" is not to show all the elements
at any one time. This requires the developer and physicist to make choices of what to display
at any particular time. In any case, an attempt to display more elements than the number of
pixels on the screen is rather futile.

5.2 Software strategy
The software of the LHC experiments will be developed and used over a period of several decades.
The design and maintenance of this software poses major problems for the collaborations. The
software strategy of most large future experiments at CERN, FNAL, SLAC, and elsewhere is
to migrate to an Object Oriented paradigm for the complete offline software by the end of the
century [34-36]. The physics generator, simulation, reconstruction, analysis, and calibration
software will be written in C++ for the foreseeable future. The use of other languages, such as
Java, is not ruled out although all "modern" languages, including C++, suffer somewhat from
the lack of stability and well-defined standards.

The use of common-HEP modules and commercial software components is encouraged
wherever they fulfil the requirements; development of code by physicists should preferably be
restricted to tasks specific to High Energy Physics. Fig. 14 shows schematically the modules
required for the offline physics analysis environment, together with the estimated contributions
to each module from the experiment, the HEP community, and commercial vendors. Central
to the model is a (largely commercial) object data base and mass storage system [37-42] which
contains event and slow control data, parameters describing the detector, results from test beam
studies, and so on. The software engineering, information system, and data presentation software
is also expected to come predominantly from commercial companies. The experiment-specific



228

DAQ, simulation, reconstruction, and analysis software will rely heavily on HEP-wide software
such as GEANT4 [4,5] and the LHC++ [43,44] libraries.

A detailed strategy for the event visualisation software is difficult to define since commer-
cial applications are developing very rapidly. The current aim is to use commercial software for
rendering, development of the graphical user interface [45], and for the underlying graphics li-
brary functions. For the latter, the obsolete GKS and PHIGS libraries will certainly be replaced
by more modern products [46] such as the OpenGL graphics library, the Open Inventor class
library (which in turn uses OpenGL), or newer products based for example on VRML, and Java.

For event visualisation, the display and interactivity pertaining to the detector and events
is likely to be based on the GEANT4 and HEPVIS [47,48] HEP-wide projects. The task of
replacing PAW is more difficult, both in terms of the functionality and the prevalence of use.
The LHC++ strategy [43,44] is to develop a generic physics analysis and visualisation toolkit of
modules for use within a commercial Modular Visualisation Environment [7], the current choice
being Iris Explorer [49]. Wherever possible, commercial components will be used in preference
to a "HEP-grown" solution, for example for the rendering and data presentation modules.

Looking even further ahead one might envisage a unified physics analysis environment
[50] in which the event visualisation is homogeneously integrated with modules for statistical,
numerical, symbolic, and user analysis. This could make use of the current MVE model or
perhaps a fully distributed paradigm based, for example, on Java [46,51-53]. Given the speed
of commercial software developments in recent years, however, the only safe prediction for the
future is that it is unpredictable.

6 CONCLUSIONS
Visualisation programs fulfil an invaluable role in the analysis of large multi-dimensional physics
data sets, in the design and debugging of the detector, readout, and software, in the evalua-
tion of event reconstruction algorithms, and in the production of understandable images for
communicating complex physics concepts to the physics community and the general public.

The detectors and event data of future HEP experiments are considerably more complex
than current experiments, the signal events are generally extremely rare and the backgrounds are
immense. At the LHC, the short beam-crossing time causes event pile-up which adds a new time
dimension to the three spatial dimensions. The visualisation programs need to support arbitrary
choices of visibility and imaginative new transformations of the data and the ways in which they
are displayed. They need to be flexible with well-designed interfaces to the reconstruction code
and data structures. These aims will be more easily achieved using a software-engineered 0 0
paradigm and commodity software components wherever possible. This strategy should enable
physicists to concentrate on their field of expertise - namely physics.
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Abstract
This paper describes the modelling and simulation of an Automatic
Debiting System (ADS). A simulation environment (ADSSIM) is
discussed and an example of a fictitious ADS is given which is
implemented within the framework of the simulation environment.

1 INTRODUCTION

We have developed a modelling approach for Automatic Debiting Systems (ADS) on Motor
Highways and realized a generic software environment to implement these models. The tool, called
ADSSIM, is currently used in a project of the Dutch government to assess the technical feasibility of
ADS's proposed by industry. An ADS is modelled by a top-down, hierarchical decomposition,
resulting in a number of (virtual) sub-components. It is assumed that the sub-components have a well-
defined state which changes on pre-computable timestamps. The ADS can then be represented as a
discrete event system. ADSSIM is a discrete event simulation environment specifically tailored to
implement high-level ADS models. ADSSIM is a versatile tool which not only is used to assess the
technical feasibility of an ADS, but can also be applied as a computer aided design tool.

The modelling approach and the simulation environment (ADSSIM) will be presented. As a case
study, an example of modelling and simulation of a fictitious ADS will be shown.

2 DESCRIPTION OF AN AUTOMATIC DEBITING SYSTEM

Due to heavy road congestion in the Netherlands, especially in the western part around the major cities
(Amsterdam, Rotterdam, Den Haag) the Dutch Government intends to implement a system of
Electronic Toll Collection with the goal to reduce these congestion. It is foreseen that these systems
will have to become operational in the year 2001. The toll collection should not interfere with normal
traffic flow. Therefore, an Automatic Debiting System (ADS) is required.

An ADS will be constructed as follows (see Fig. 1). Vehicles will have an On Board Unit
(OBU) which contains an electronic purse (a smart card) and ji-wave equipment to communicate with
the Road Side System (RSS). The RSS consists of a communication system, a sensor system, a
registration system and a coordination system.

RSS

OBU

Fig. 1 Schematic drawing of an Automatic Debiting System.
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When a vehicle enters the tolling zone the communication system will start an exchange of
messages with the OBU, resulting, under normal operation, in a debiting of the smart card in the OBU.
The communication system keeps record of the debiting of each vehicle. Furthermore, the
communication system will also assess the position of the OBU with which it is communicating. All
this data is sent to the coordination system. At the same time the sensor system will be measuring the
positions of vehicles in the tolling zone. This data is also transferred to the coordination system. The
coordination system will correlate all incoming data, and in that way is able to verify if all passing
vehicles have actually paid the tolling fee. Normally this is the case and the coordination system is
able to correlate all vehicles seen by the sensor system with the data coming from the communication
system.

However, the ADS must also be able to handle violators. If a vehicle does not have an OBU, if
it is turned off or does not contain a smart-card, or if the smart card does not contain enough money,
the vehicle is considered to be a violator. In the first two cases the vehicle will not communicate with
the communication system. However, the sensor system will still detect the car, and the coordination
system is in that case not able to match the sensor data with communication data. In the other two
cases the communication system will communicate with the OBU, but is not able to charge (enough)
money from the smart card. The communication system will send this information to the coordination
system, where it is correlated with data coming from the sensor system. In all four cases the
coordination system concludes that the vehicle is a violator, and triggers the registration system, which
takes a photograph of the license plate of the vehicle. This photograph is sent to a back office system
for further processing.

So far the desired, correct operation of an ADS is described. However, in many situations errors
can occur. For instance, if a vehicle is not a violator, but for some reason an error occurs in the
communication system. In that situation the coordination system can only conclude that the vehicle is
a violator and trigger the registration system. In the most severe case the driver will have no proof that
he or she was willing to pay and the driver is unjustly forced to pay a fine. These so-called Incorrect
Enforcement and Non Charging Event have to be reduced to an absolute minimum.

Another case occurs when the debiting has worked correctly, but through an error in the sensor
system, or through a wrong correlation of data in the coordination system, the coordination system
decides to trigger the registration system. Again, the driver is forced to pay a fine, but now a proof of
toll fee payment is available by presenting the log file which is maintained on the smart card. This
mistake is less severe than the previous example, but should still be very rare to avoid administrative
overhead.

A last example is that of a free ride, where a violator, through an error in the sensor system or
coordination system, is not identified as such and therefore is not registered. Many other possible
errors in the operation of an ADS can be identified.

The requirements of an ADS, as laid down by the Ministry, result in a set of System Quality
Factors (SQF) which describe the chance that a particular error in the system occurs. An example is
the already mentioned Non Charging Event which, in the Dutch setting, is required to be smaller than
one in a million. The key issue is to proof that an ADS can operate correctly under such strict
requirements. To model and simulate the behaviour of an ADS is a method to study the cause of faulty
operation. In such a way the technical feasibility of every ADS system can be evaluated.

We have developed a modelling approach to set up discrete event models of an ADS, and we
have realized a simulation environment, called ADSSIM, to implement the models and run the
simulations. ADSSIM is used by the Dutch government to assess the technical feasibility of ADS
designs proposed by industry.

In the next chapter the approach will be discussed in more detail.
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3 MODELLING AND SIMULATION OF AN ADS

The technical requirements for an ADS are of such a stringent nature that highly sophisticated
methods are needed to assess to what extend the proposed solutions can be compliant with those
requirements.

For this we need to model a complete ADS, apply realistic traffic input to the model, and use as
much as possible knowledge which is available on ADS sub-systems. The model should be able to
deal with stochastic parameters such as the probability of a non functioning OBU or dirty license
plates. As the response of an ADS depends on detailed microscopic traffic configurations it is natural
to use a discrete traffic model as input to the ADS simulator. Finally, the ADS model should be able to
take environmental parameters into account, such as the influence of weather conditions on sensor
behaviour and on traffic, or e.g. rare specular reflections of sunlight directly into a registration camera.

We model an ADS in a top-down approach. This means that we hierarchically decompose an
ADS into a small number of sub-systems. The sub-systems themselves are modelled using (known)
parametrizations. We assume that the state of a sub-system changes on pre-defmable time-stamps, due
to external inputs and/or due to changes in other sub-modules. This assumption results in a discrete
event model of an ADS.

The ADS model is set up as follows. First, we apply a small number of hierarchical
decompositions of the ADS and use (known) parametrizations of the remaining modules to describe
their behaviour. The connections between the modules and the response of the modules to the
presence of vehicles are specified, resulting in a discrete event model of an ADS.

As an example we will discuss the development of a model for a fictitious ADS (fADS). The
first step in building the model of an ADS is to specify the sensitive volumes of all sensors. A
sensitive volume is defined as the volume where a specific sensor (be it an antenna, or a camera) is
able to detect a vehicle.

Next we perform the hierarchical decomposition. The rear and front registration system are
modelled as one abstract module. We assume that the OBU wake up always succeeds, and therefore
the wake up system is not included in the model. The communication system is also modelled as one
abstract module, which performs the debiting and measures the position of an OBU. Finally, we
assume that the detection system cannot be modelled as one single module. In real models this
depends to what extend it is possible to define validated models of e.g. a track sensor. In the fADS
case the sensor system is decomposed further into three sensors that measure the front position of the
vehicle, which are used to build a track containing three front measurements.

It should be pointed out here that, especially in modelling of the detection system, it is possible
that after the decomposition of the ADS the resulting sub-modules need no longer be physical sub-
systems, but might as well be logical units which perform a certain measurement. We could say that
the detection system of fADS is modelled as three virtual sensors which measure a position. The
concept of logical sensors was first introduced by Henderson and Silcrat [1] and later Weller, Groen
and Hertzberger refined it to virtual sensors [2]. A discussion of the virtual sensor modelling that we
have developed for ADS simulations is beyond the scope of this document.

Finally we need to find a model for the remaining elements. In the fADS example the models
are very simple, but they do reveal the general ideas. The virtual position sensors are characterized
through a parametrization of the final measurement errors made by the virtual sensors, which are Ax
and Ay respectively. The errors will normally depend on a number of other parameters, but in the
example we assume that the errors are constant. In the simulation we use these errors to generate a
measurement, by:

xm = x + RAN,
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where x is the real x-position of the vehicle, xm is the measured position and RAN is a random number
drawn from a normal distribution with zero mean and with a standard deviation Ax.

The communication module is modelled by a probability p that the communication fails, by a
transaction time / needed for the communication, and by the errors Ax and Ay for the OBU
localization.

Modelling a real ADS will result in more elements in the model and more complicated
parametrizations of the elements. However the models will be comparable to the highly simplified
fADS example.

4 ADSSIM

ADSSIM is a simulation environment for discrete event simulation. This tool is developed using
Modsim, which is a generic discrete event system. ADSSIM executes ADS models. The dynamics of
vehicles in the ADS is governed by the statistics of traffic flow on highways for a number of selected
scenarios. The vehicles, i.e. cars, motor drivers or trucks, are traced through the ADS geometry, and
events are scheduled which represent all activities of the ADS. These events represent e.g. a start-up
of communication, OBU activity, a sensor activity or a registration activity. For each vehicle all ADS
activity is logged. Next, after the vehicle leaves the ADS, it enters an analysis module, which
generates estimates of the desired System Quality Factors. The analysis module carries out the
statistical analysis of the generated data (e.g. variance estimation), and decides upon termination of
the simulation.

ADSSIM, which is a joint development of CMG and the University of Amsterdam, consists of
three main modules (see Fig. 2). A traffic generator, developed by the RWTH Aachen, Germany,
simulates traffic moving over a segment of the road. The traffic is validated against real (Dutch)
traffic. Currently the traffic generator writes trajectories of each vehicle (i.e. position of vehicles as
function of time) to a file, which is read by the Framework. The Framework is based on the evaluator
tool developed by CMG [3]. It contains the man-machine interface of ADSSIM, and takes care of
analysis and logging of the simulation results. The Kernel is used to implement the actual ADS model
and to run the simulation. The Kernel contains a number of predefined events which are used to map
the discrete event model of an ADS to ADSSIM.

Traffic
Generator

man-machine interface F r a m e w o r k
scenario specification

Kernel
event generation utilities
event handling model interface

V

f event handling routines^
\^ configuration file J

SQFs
analysis
logging

Fig. 2 ADSSIM design.

In the evaluation project it is necessary to be able to evaluate different ADS designs and
consequently to implement several, different ADS models. We provided a mechanism for this. The
user of ADSSIM provides a configuration file, containing the geometry of the ADS (number of lanes,
positions and sensitive volumes of all the sensor systems). When a vehicle enters one of the sensitive
volumes, a corresponding i n _ z o n e event is generated automatically by ADSSIM.
(inDetectionZone for entering the detection zone, InCoramunicationZone for entering the
communication zone and InRegistrationZone for entering the registration zone). When it leaves a
zone a corresponding out_zone event is generated by ADSSIM (outDetectionZone,
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OutCommunicationZone and OutRegis t ra t ionZone resp.). The user has to specify in C-code
what activities should follow up as result of a vehicle entering or leaving a sensitive zone, i.e. the user
has to write the event handling routines. These routines are linked with the Kernel through the model
interface. They contain the parametrizations of the sub-systems and all the logic to connect sub-
systems, mapped to events, with each other.

time t l time t2

detection zone detection zone

_ - - C O

InDetectionZone DutDetectionZone

1 1 p,
tl t2 t i m e

Fig. 3 Vehicle events generated when a vehicle enters and leaves the detection zone.

The simulation proceeds as follows. The framework reads trajectories of each vehicle and
passes them to the kernel. At the correct time the kernel launches the vehicles in the simulator. Next,
the kernel calculates at which time the vehicle enters and leaves all sensitive zones which are defined
in the configuration file, and on each of these times schedules an in_zone or out_zone event (see
Fig. 3). These events, which are automatically scheduled by ADSSIM, form the basis to implement
the ADS model. The event handling routines for the in_ and out_zone events, which have to be
provided by the user of ADSSIM, will typically schedule other events, available in ADSSIM, which
are used to implement the ADS model. This could for example be a scheduling of a
VehicleMeasured event when the front of the vehicle is measured at a curtain in the middle of the
detection zone at time f. In the example of Fig. 3, if an InDetec t ionZone event is scheduled on
time tl, and the user has scheduled a VehicleMeasured event at time f, ADSSIM will execute the
event handling function of VehicleMeasured at the right time.

5 DETAILED DESCRIPTION OF FICTITIOUS ADS

Here we go further to illustrate the concept based on the case of a fictitious ADS (fADS) and show
how this hypothetical system can be modelled. The first step in building the model of fADS is to
specify the geometry and the sensitive volumes of all subsystems. Then we give the relation between
the subsystems in a diagram. Finally we discuss the scheduling of the events.

5.1 Geometry of fADS

The geometry of fADS is given in Fig. 4 and specified in the configuration file. It consists of a 3-lane
road with each lane 3.5 m. It contains 4 gantries at which the sensor subsystems are mounted and has
a length of 15.5m. The rear registration cameras are mounted at the first gantry, the three detection
curtains at the second, the communication antennas at the third and the front registration cameras at
the fourth. The communication system is based on the European standard, but for the time being only
a number of OBU localizations is generated during the passage of the vehicle through the
communication zone. The OBU localizations are stored in an OBU track. The detection system
measures at three positions (2m apart) the lateral position of the middle front of the vehicle when it
passes one of the detection curtains. The front positions are used to build a detection track of the
vehicle. The front registration camera is triggered when the front of the vehicle is detected by the fist
curtain, the rear registration camera when the rear of the vehicle is detected by the third curtain. For
all vehicles a front and a rear picture are stored. The coordination decision is taken when the vehicle
leaves the detection zone, where the detection track of the vehicle is matched to an OBU track. If no
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OBU track is found for the vehicle, it is registered and the pictures are stored permanently for further
usage. Otherwise the pictures are removed.

rear registration
camera

detection communication front registration
curtains antenna camera

IS.5 22.5 23.5 30.5 3 .5 34

Fig. 4 Side view of fictitious ADS.

5.2 Relation of subsystems

In Fig. 5 an example of the relationship between the events of fADS is given in which the basic events
inDetectionzone and outDetectionZone are caused by the presence of vehicles. This relationship of
the events doesn't give an indication of the time at which the events take place, but only by which
events they are caused. When a vehicle enters the detection zone three type of events are scheduled,
the events VehicleMeasured (TRACK) and VehicleMeasured (FRONT) immediately at the next
clock tick of the detection system. The event VehicleMeasured (REAR) is scheduled when the rear
of the vehicle is detected at the third curtain. In VehicleMeasured (TRACK) a detection track is built
consisting of three front measurements at the three detection curtains. In
Veh ic l eMeasu red (FRONT) and Veh ic l eMeasured (REAR) the right registration camera is
selected and the event T a k e P i c t u r e is scheduled. The pictures are temporarily stored in the
detection track.

For the moment the communication is modeled by generating OBUMeasured events every 0.2
seconds during which the vehicle is in the communication zone (when it has an OBU). These
measurements are used to build an OBU track. The event Transact ionCompleted is scheduled in
the beginning of the communication zone (when the vehicle has an OBU). This means that we assume
for the moment that communication always succeeds when the vehicle has an OBU.

In the OutDetect ionZone event handler the Coord ina t ionDec is ion event is scheduled,
which means that all the information of the vehicle is available: i.e. a detection track, front and rear
picture, and an OBU track. In the C o o r d i n a t i o n D e c i s i o n the detection track of the vehicle is
fitted to an OBU track present in the OBU track pool. If no OBU track is found, the vehicle is
registered: i.e. the registration pictures of the vehicle are stored permanently. If an OBU track is
found, the vehicle can be forgotten.
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Fig. 5 Relation between subsystems mapped to events.

If a vehicle (with an OBU) enters the ADS, the following sequence of events is scheduled (see
Fig. 6). First, the vehicle enters the communication zone (see Fig. 4). This means that an
i n C o m m u n i c a t i o n Z o n e event is scheduled. Within the event handling code of the
inCommunicationZone event a number of communication events is scheduled. The first one is the
i n i t R e q u e s t event which initializes the transactions for the vehicle. The DebitConf irm event is
scheduled when the debit cart is received by the road side system (RSS). The transaction is at that
moment ended for the RSS, which is reported to the coordination with a Transact ionCompleted
event. This could be at the beginning of the communication zone when a vehicle is driving not to fast.
If a vehicle is driving faster or if a dedicated smart card is exchanged by the much slower chipknip,
this event is scheduled closer to the end of the communication zone. During the passage of the vehicle
through the communication zone a number of OBUMeasured events is scheduled at irregular time
intervals. Here the localizations of the OBU are measured and stored in an OBU track. Somewhere in
the middle of the communication zone the inDetec t ionZone event is scheduled, in which at the
three curtains a VehicleMeasured (TRACK) event is scheduled where the measurement of the front
of the vehicle is added to a track. The Vehic leMeasured (FRONT) event is scheduled at the first
curtain which is used to trigger the front registration camera. The VehicleMeasured (REAR) event is
scheduled when the rear of the vehicle is measured at the third curtain, which will result in a trigger of
the rear registration camera. The OutCommunicationZone and OutDetect ionZone event are
scheduled at the end of the ADS zone. Within the event handler of the OutDetect ionZone event a
Coordinat ionDecis ion event is scheduled with a delay of 0.3 seconds. Within the event handler of
the Coord ina t ionDec i s ion the information of the vehicle obtained during its passage through the
ADS is evaluated. First of all the track of the vehicle is used to find a matching OBU track. If a track
is found and the right fee is deducted from the smart card, all information concerning this vehicle (also
the registration pictures) is deleted. When no OBU track is found or when no fee is deducted, the
vehicle is registered. I.e. the front and the rear picture of the vehicle are stored permanently for further
usage.
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Fig. 6 Scheduling of events in course of time for one vehicle with an OBU.

6 CONCLUSION

We have developed a discrete event simulation environment for ADS simulations. This tool, called
ADSSIM, is developed using Modsim, which is a generic discrete event system. ADSSIM executes
ADS models. It is a generic discrete event simulation tool specifically tailored to handle ADS models.
We modelled and implemented a fictitious ADS to show how an ADS model can be linked to
ADSSIM. As long as fADS does not contain validated models, the simulation is not a representation
of the real system. If the ADS simulation has to resemble the real ADS, validated models have to be
included in the simulation and the range of validity of the models has to be known exactly [4].
Another important aspect of ADSSIM is that it can be used to design and optimize an ADS, which
makes ADSSIM a computer aided design tool.
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ART OF THE FUGUE

Vladimir Chaloupka
University of Washington, Seattle, USA

Abstract
The evening lecture on August 21 attempted to shift the minds of the
listeners to a level which would be different, yet not disconnected, from
Physics, and from the contemplation of complex creations of Man. After
a brief introduction to the Physics of the pipe organ, these Program Notes
describe and discuss the music played at the organ of the Church of St.
Clement's in Prague [1]. The lecture concludes with some additional
rumbling about Music, Computing, Exuberance and Humility.

1 THE PIPE ORGAN

The pipe organ is an early, mechanical, Fourier synthesizer. Pipes are arranged in a matrix:

- each row corresponds to a given "timbre" (e.g. flute, trumpet, ... ), and has one pipe for each
pitch (i.e. for each key on the corresponding keyboard or pedalboard). This is called a "rank
of pipes" or a "stop". The timbre (color) of the sound depends on the type of the pipe (flue or
reed, open or closed end), on its shape (cylindrical, conical, ...), on the proportion of the pipe
diameter to pipe length, and on other, more subtle parameters.

- each column corresponds to a given pitch (key), and has one pipe for each timbre. For flue
pipes, the pitch is given by the pipe length. For reed pipes, the reed determines the pitch, with
the pipe serving as a resonator.

For a particular pipe (of given pitch and timbre) to sound, two conditions must be fulfilled:

1) compressed air has to be available in the air channel beneath the particular row. This is done by
pulling the lever corresponding to the desired stop (hence the phrase: "pulling out all the
stops"). In a complex piece, this is a complex job for an organist's helper. On some organs, the
real-time registration is made easier by technical means, but this organ is purely mechanical. '
[I wish to acknowledge today's registrant, Vera Grandeova, and thank her for agreeing to a
hectic practice schedule of learning where all these stops are...]

2) The valves of pipes of desired pitch have to be open - by the organist's fingers and feet ...
(J.S.Bach was quoted as saying that organ playing is quite simple: just push the right keys at
the right time ...)

Don't be misled by the small number of pipes you actually see - this is just a facade! Since a
manual keyboard has a range of 4.5 octaves, and the pedalboard spans 2.5 octaves, the total
number of pipes can be calculated as

N_pipes = N_manual_ranks * 4.5 octaves * 12 keys / octave +
N_pedal_ranks * 2.5 octaves * 12 keys / octave

The organ at St. Clement's has 3 manuals with 7 ranks each, and a pedalboard with 6 ranks,
for a total of about 1800 pipes (there are various subtleties such as "mixtures" which complicate
things, so that there is a distinction between a rank and a stop, but this gives you an idea.) So this is

' This organ is purely mechanical, except for the air supply which is provided by electric blowers feeding the bellows.

(Before electricity, this was provided by assistant(s) pumping the bellows manually.)
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a medium-size organ. As an example of a large organ, the instrument at Sidney Opera House has
5 manuals and a pedalboard, with a total of over 10,000 pipes (and all action is mechanical, and
the performance can be recorded in MIDI format and played back on the same organ another
evening, without the organist!)

There is much interesting Physics involved in pipe organs. Let me give you an example.
Everyone knows that real strings are slightly inharmonic: due to the string stiffness, the
frequencies of the harmonics are not exact integer multiples of the fundamental. This has an
important influence in the tuning of the piano. Real pipes are slightly inharmonic, too (the finite
diameter of the pipe results in a correction to the "effective length" of the pipe, and this correction
is frequency dependent.) However, in contrast with the case of a piano string, the pipe sound is
strictly harmonic! I will not give you the explanation here, but it is quite interesting. Other aspects
of Pipe Organ Physics include the issues of tuning and temperament, scaling, room acoustics, and
many more [ 2]. A rather fundamental issue concerns the imperfections, and sound irregularities.
Most of them are just an unavoidable outcome of various little mistakes and imprecisions on the
part of the organ builder and/or the organ tuner, but all mathematically perfect electronic organs
are immediately recognized as artificial. So the question is: how much imperfection is needed to
achieve the perception of perfection?

In any case, since - in addition to physics - music can be done on the instrument, the pipe
organ is an ideal playground for a physicist.

2 THE MUSIC

Johann Sebastian Bach (1685 - 1750): The Art of Fugue.

Bach's Art of Fugue represents, at least, a triple art:

- the art of fugue writing

- the art of fugue playing (I am working on it)

- the art of listening to a fugue

The third category is by no means trivial. In a fugue, there is an inherent (and valuable)
ambiguity between the melody (or rather melodies, with many overlapping voices) and harmony.
To achieve the right balance between the perception of the melody and of harmony is not easy,
but it can be extremely rewarding ...

The Art of Fugue is one of the great cycles in which Bach systematically explored and
exhausted huge segments of the musical idiom (the other cycles include the Well-Tempered
Clavier, the Musical Offering, and the Goldberg Variations.) Based on a common and rather
simple Theme, Bach goes through all imaginable developments, inversions, transformations and
other tricks, and he does it with all kinds of sentiment - joyful, boisterous, or pensive and
reflective.

This selection is meant to dispute the belief that the Art of Fugue is just an academic work,
dry and scholarly, not intended for performance. Note that the collection was written as a "device-
independent" work, i.e. no particular instrument was specified by Bach. Some time ago, a Seattle
City plumbing inspector came to inspect a newly installed furnace, just as I was practicing. He
remarked that the only satisfactory performance of the Art of Fugue he ever heard was by the
Canadian Brass Quintet. Before you jump to the conclusion that the country where plumbers are
knowledgeable about counterpoint has come a long way, I must mention that his name was
Giovanni, and he talked with the corresponding accent. But I don't agree with Giovanni: I think
the pipe organ is best for the Art of Fugue - the various voices can be differentiated while
maintaining the fusion necessary for the simultaneous appreciation of the harmony.
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The participants may recall that the performance started with a brief demonstration of organ
registration, illustrated on Czech folksongs. Then followed 6 Fugues from the Art of Fugue:

a) Contrapunctus I: a 4-voice fugue on the main subject, with a persistent two-note subsidiary
motif (under-emphasized in most performances). Note how much is going on, even before the
feet join in (in the last few bars.)

b) Contrapunctus IX: a 4-voice fugue with two subjects. The secondary subject is developed first.
When everything goes well with the performance, it is a riot - 1 wonder how JSB played it. The
tape recorder was invented much too late!

c) Contrapunctus VIII: a 3-voice fugue with three subjects. The main subject, inverted and
rhythmically modified, joins in after the two secondary subjects are fully developed. The finale
contains five different realizations of the three voices singing all three subjects at once. Within
the last two measures, the sparkling brook of the piece arrives at its destination.

d) Contrapunctus VII: a 4-voice fugue containing the slightly modified main theme and its
inversion, in three tempi: normal, slow and very slow. This is often performed as fast, normal
and slow, but then the deeply reflective nature of the subsidiary but ubiquitous four-note motif
is completely lost. Please feel free to meditate.

e) Contrapunctus XI: a 4-voice version of c). It contains the same three subjects, plus their
inversions, plus some quite dissonant subsidiary lines. This is one of the most chromatic and
"modern" pieces Bach wrote. I feel very fortunate that I am able to appreciate this piece: it is as
if Bach invited me to come visit him at home.

f) Contrapunctus VI: a simpler but powerful, optimistic, uplifting complement to d). The 4 voices
sing the subject in two tempi and frequent subsidiary tirades "in Stile francese". The finale
expands to 5 and then to 8 voices.

INTERMISSION

2.1 J.S.Bach: Toccata and Fugue in d

This is perhaps the best-known composition by Bach. It is, in fact, quite simple in structure, but
very effective. In the US, it is considered somewhat eerie and it is played mostly at Halloween,
scaring small children. In Europe, it is often played at weddings. Obviously, the interpretation is
quite different in the two cases. I am happier at weddings.

2.2 Petr Eben: Sunday Music (excerpts)

Composed in 1958 by a young composer in a communist Czechoslovakia on motifs of Gregorian
chants. You can imagine that this was not seen as contributing to the formation of the Brave New
World. Performance of this work on this particular date has a particular significance (a little
history quiz question...)

The whole, unabridged piece is an "organ symphony" lasting 45 minutes! The selection for
this performance emphasizes the religious aspect of the piece.

a) Fantasia II. Notice the sounds of bells of all kinds (hence: Sunday Music)

b) the ancient Gregorian "Kyrie Eleison" on which much of this composition is based (in the best
contrapuntal style, but with the 20th century dissonant harmonies).

c) Fantasia I (fragment). The considerable power of the full organ makes a statement of triumph
colored by the dissonance of suffering.
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CONCLUDING THOUGHTS

It is compelling to reflect on similarities, and differences, between the life, religious faith, and
music, of Eben, and those of Bach. I cannot resist pondering how Bach would compose today.
However, this is a School of Computing, and I would like to close by pointing out some
connections. On a fairly straightforward level, I offer this quote [ 4]:

"Programming is the art of constructing a static description, the program code, of a dynamic
process, the behavior which results from running the program. In that sense, it is analogous to
composing music. The program code is like a musical score, whose purpose it is to cause the
performer [in the programming case, a computer] to perform a set of actions over a period of
time. What makes programming cognitively difficult is that the programmer must imagine the
dynamic process of execution while he or she is constructing the static description, just as a
composer must "hear the piece" in his or her head, while composing. "

On a somewhat more indirect level, I should like to suggest that there is a connection to the
subject of my "computing" lectures at this School [5] . There, I described the "post-modern"
criticisms of Technology in general, and Computing and Information Processing in particular, and
I suggested that we temper our justified exuberance about the marvelous things we are lucky to be
doing, with an equally justified dose of humility (see also ref. [6]). And so we should listen to
Johann Sebastian Bach more often at our Meetings, Conferences and Schools.

FOOTNOTES AND REFERENCES

[1] Short snippets from the performance, as well as complete MIDI recordings of the Fugues, and
additional Musico-Logical [sic] considerations, can be found on my WEB site:
http://www.phys.washington.edu/~vladi

[2] A good introduction to the physics of pipe organ can be found in "Musical Acoustics" by D.E.
Hall and/or in "Science of Sound" by T.D.Rossing. The book by Hall contains a particularly
good discussion of the issues of tuning and temperament; both books contain many
valuable references. An advanced treatment of many aspects of Physics of Music can be
found in "Physics of Musical Instruments" by Fletcher and Rossing.

There is a good reason for even recently-constructed organs to use mechanical transfer of
the key motion to the valves on each pipe - it gives the organist much better control over the
sound envelope, when compared to electro-pneumatical systems. A good analogy is the feeling of
the old-fashioned "rack and pinion" steering in a car, as compared with power-assisted systems.

The issues of scaling is particularly important for performance of contrapuntal music. To
realize all pitches of a given rank (say flutes), it is not sufficient to just vary the lengths of the
pipes. The science (and art) of scaling consists of varying other parameters, such as the pipe
diameters, in a way which will produce good behavior of sound volume and timbre across the
whole pitch range of the rank.

As to the room acoustics: I measured the reverberation time (time it takes for the sound
intensity level to drop by 60 dB) at St. Clement's . I obtained an average value of 2.8 seconds
(with larger values at low frequencies, as it should be.) For comparison, I have played organs in
halls with the reverberation time ranging from an unforgiving 1.1 sec, to a merciful (but mushy) 6
sec.

[3] In fact, the recording which changed my attitude towards organ music is the only organ
recording by the legendary pianist Glenn Gould (The Art of Fugue, Contrapunctus I - IX;
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the recent SONY release of this old vinyl recording on a CD also contains 4 additional
fugues played on the piano.)

[4] From "Bridging the Gulf Between Code and Behavior in Programming", by H. Lieberman and
Ch. Fry, http.V/lcs.www.media.mit.edu/people/lieber/Lieberary/ZStep/Bridging/Bridging.html

[5] V.Chaloupka, "Human Aspects of Computing in Large Physics Collaborations", this
Proceedings.

[6] V.Chaloupka: "Variations on GEBH", Proceedings of the BNL Workshop on Hybrid and
Exotic Mesons, 1989. Also available from my WEB page (ref. [1]). This is a somewhat
fanciful description of an after-dinner talk on the subject of the book "Goedel Escher Bach"
by D.Hofstadter.
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