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SYNTHESE :

Les diagrammes de décision binaire (BDD) ont récemment fait une apparition
remarquée dans le domaine de la sûreté de fonctionnement. Ce type de représentation
des fonctions booléennes rend possible l'évaluation d'arbres de défaillances
complexes, aussi bien qualitativement (recherche des coupes minimales) que
quantitativement (calcul exact de la probabilité des événements sommets).

Toute fonction booléenne et en particulier tout arbre des défaillances, cohérent
ou non, peut être représenté par un BDD. Le BDD est une représentation canonique
dès qu'on a choisi un ordonnancement des variables (à savoir, dans le cas d'un arbre de
défaillance, les événements de base).

Les outils reposant sur l'emploi de BDD tels que METAPRIME (1) ou
ARALIA (2) peuvent, dans certains cas, donner des résultats plus précis que les outils
conventionnels, avec une rapidité d'exécution 1 000 fois supérieure.

EDF a exploré ce type de technologie, et a testé METAPRIME, ARALIA et
d'autres outils basés sur les BDD (3) dans le cadre de coopérations avec la société Bull
et l'université de Bordeaux. Ces tests ont démontré que la taille du BDD, qu'il est
nécessaire de construire en totalité avant une quelconque utilisation, est extrêmement
sensible à l'ordonnancement retenu pour les variables. Pour un arbre de défaillance
donné, cette taille peut varier de plusieurs ordres de grandeur, ce qui peut conduire à
des besoins excessifs en mémoire et en temps machine. Le problème de trouver un
ordonnancement optimal étant impossible à résoudre dans les applications réelles, de
nombreuses heuristiques ont été proposées en vue d'en trouver un qui soit acceptable,
de façon économique (en termes de besoins en calcul).

L'objet de cette note est de présenter un prétraitement de l'arbre de défaillances
(que nous appellerons "optimisation") donnant l'assurance de ce que les résultats
donnés par différentes heuristiques sur l'arbre de défaillances "optimisé" ne seront pas
excessivement sensibles à la façon dont l'arbre est "écrit" (le même arbre peut être
écrit de nombreuses façons différentes, par simple changement de l'ordre des fils de
chaque porte). Cette propriété repose sur une preuve théorique. Contrairement à
certaines heuristiques bien connues et que nous rappelons dans cette note, la méthode
que nous proposons ne repose pas seulement sur l'intuition et les expériences
pratiques.

Cette méthode convient particulièrement bien aux arbres de défaillances
construits automatiquement à partir de la représentation physique d'un système, par un
algorithme remontant vers l'amont des flux du système. Ce type d'algorithme est
employé par la plupart des programmes automatisant la construction des arbres de
défaillances, par exemple CAT, STARS, FIABEX, FIGARO (4), (5), (6), (7).

L'utilisation de notre méthode a permis de construire en quelques secondes le
BDD d'un grand nombre d'arbres pour lesquels la version initiale ne pouvait pas être
traitée sur une station de travail dotée de 128 Mo de RAM. Ce résultat a en outre été
obtenu à un coût très raisonnable : les optimisations les plus difficiles prennent moins
d'une minute sur une station de travail de type SUN SPARC 10.
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EXECUTIVE SUMMARY:

Binary Decision Diagrams (BDD) have recently made a noticeable entry in the
RAMS field. This kind of representation for boolean functions makes possible the
assessment of complex fault-trees, both qualitatively (minimal cutsets search) and
quantitatively (exact calculation of top event probability).

Any boolean function, andfin particular any fault-tree, whether coherent or not,
can be represented by a BDD. The BDD is a canonical representation of the function,
as soon as one has chosen a variable (i.e., in the fault-tree case, basic event) ordering.

Tools based on the use of BDDs, like METAPRIME [1], or ARALIA [2], can
in some cases give more accurate results than conventional tools, while running
1 000 times faster.

EDF has investigated this kind of technology, and tested METAPRIME,
ARALIA, and other tools based on BDDs [3], in the framework of cooperations with
the BULL company and with the Bordeaux University. These tests have demonstrated
that the size of the BDD, that has to be built thorougly before any king of assessment
can begin, is dramatically sensitive to the ordering chosen for the variables. For a given
fault-tree, this size may vary by several orders of magnitude. This can lead to excessive
needs, both in terms of memory and CPU time.

The problem of finding an optimal ordering being untractable for real
applications, many heuristics have been proposed, in order to find acceptable
orderings, at low cost (in terms of computing requirements).

The object of the paper is to present a pre-processing of the fault-tree which
ensures that the results given by different heuristics on the "optimized" fault-tree are
not too sensitive to the way the tree is written (the~same- t̂ree-ncarr-be-™written-4fi
numerotts-4iffer^nt-way^just-^^ . This
property is based on a theoretical proof. In contrast with some well known heuristics,
^•Hrh ViT rfff all in the pnpfr; the method # e proposers not based only on intuition and
practical experiments.

This method is particularly well adapted to fault-trees built with an automatic
search along the flows of the system, going upstream. This kind of algorithm is used
by most programs which automate the construction of fault-trees, such as CAT,
STARS, FIABEX, FIGARO [4], [5], [6], [7]...

The use of our method ensured the possibility of building the BDD in a few
seconds for many trees for which the initial version could not be processed on a
workstation with 128Mb of RAM. And this result could be obtained at a very
reasonable cost: the hardest optimizations take less than a minute on workstations like
a SUN SPARC 10.
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An Ordering Heuristic for Building Binary
Decision Diagrams from Fault-Trees

Marc Bouissou EDF (Electricite de France) • Paris

1 - INTRODUCTION

This paper is organised as follows:
- section 2 gives a quick reminder of the definition of a

BDD,
- section 3 exposes the problems due to variable ordering,

and the shortcomings of the heuristics used so far to
cope with these problems,

- section 4 states and demonstrates a theorem that gives
some insight in the relationships between the variable
orderings and the size of the BDDs,

- section 5 gives experimental results obtained with a
method based on the theoretical principles of section 4.

2 -REMINDER: DEFINITION OF A BDD

BDDs were formally defined in 1986 by Bryant [8], who
started from much more ancient ideas, stated by C.Y. Lee et
S. B. Akers. Given a choice for the order of the variables of a
boolean function, the BDD is a canonical representation of
the function. This representation usually is much more
concise than the truth table, Karnaugh map, or canonical sum-
of-products form.

Here is a quick, rather informal, reminder of this definition:

Let f(x},...,xn) be a function with n boolean arguments
(xv...,xn). The function resulting from the substitution of a
variable XJ by a constant b g {0, 1} is called a restriction of f,
is denoted fx_h and means:

fXi=b(Xl'"-'Xn) s ., Xn



Using this notation, the Shannon expansion of a function
around variable xj is given by:

v fXl=o)

This expansion, recursively performed on each variable, can
be represented by a tree, an example of which is given fig I,
for the function: f = (—i A A BA —i C) v (A A C), and the
order A, B, C. The leaves ot the tree are the 0 and I (or
FALSE and TRUE) constants.

Of course, the Shannon tree heavily depends on the order
chosen for the variables around which the successive
decompositions are made.

The Shannon tree easily yields the function value, given a
certain value for its arguments. To get this value, one just has
to traverse the tree, starting from its root, and taking at each
node, the left branch if the corresponding variable has a value
of 0, and the right branch if it has a value of 1. For instance,
the evaluation of f(0, 1, 0) corresponds to the highlighted path
of fig 1, which leads to a value of 1.

o l

\
1 0

0 0 1 0 0 1 0 1
(a) (b)

fig. 1 : from the Shannon tree to the BDD for the function :
f = (-, A A B A - , C) v (A A C)

The BDD is the (only) graph without a circuit derived from
the Shannon tree of a boolean function, which is obtained by
the exhaustive application of the two following simplifying
rules (cf [8]):

- when the two sons of a vertex are identical
(isomorphic, to be more rigorous) subtrees, replace
the considered vertex by one of its sons, and
eliminate the other one. At this stage, the Shannon
tree is "reduced".

- whenever two isomorphic sub-trees of the Shannon
reduced tree can be found, eliminate one of them,
and move the target of the link that was pointing at
the eliminated sub-tree, so that it points at the
remaining one; this second step transforms the
Shannon reduced tree into an acyclic graph: the
BDD.

3 - PROBLEMS RELATED TO VARIABLE ORDERING

3.1 - Importance of the variable ordering

It is easy to see that the size of a BDD, which is traditionally
measured by the number of its non terminal nodes, cannot

exceed 2n -1 , which is the size of the corresponding Shannon
tree. On the other hand, it cannot be lower than the number of
variables the function really depends on. This has an obvious
reason: a function cannot depend on a variable x, if there is
not at least one vertex with the label x in the BDD.

So, we have an extremely wide bracketing for the BDD size,
as long as we do not make any assumption on the function.
Don Ross has established an interesting upper bound for all
symetrical functions. Here is this bound [9]:

n(n + 2)
when 31n + 1 , and otherwhise.

3 3
One should notice that for an all symetrical function, the BDD
size does not depend on the chosen variable ordering.

From those simple results, it is possible to guess a result that
is fully confirmed by experience: the variability of the BDD
size (due to the choice of the variable ordering) is an
increasing function of the asymmetry and of the arguments
number of the function.

Bryant gives an example [8] of function with 2n variables,
and two different orderings, which lead to BDDs with
respectively 2n+2 and 2 n + * nodes. The ratio of these numbers
amounts to 93 when n = 10, and 1,25 102 8 when n=100.

Reference [10] gives an algorithm which yields an optimal
ordering, but its complexity is in O(n^3n), and therefore this
algorithm is useless for practical applications. So, the only
possible solution to get a good ordering is to use heuristics.

3.2 - A few existing heuristics

Our purpose in this paragraph is not to give precise heuristic
specifications, but only to give a feeling of what they are like.

HI: the fault tree is explored in a depth-left first manner, and
the variables are put in the ordering as soon as they are
encountered.

H2: the fault tree is explored in a width-left first manner, and
the variables are put in the ordering as soon as they are
encountered.

Note: HI and H2 obviously give orderings which are very
sensitive to the way the fault-tree is written (orders of the sons
of each gate).

H3: one defines the level of a variable or a gate as follows:
level(top)=0, and level(f)=max(level(gj))+l, where the gi are
the parents of f. The variables are put in the ordering by
increasing levels.

H4: weights with a value of 1 are assigned to each leaf of the
fault-tree. The weight of each gate is obtained by adding the
weights of its inputs. When the weights are known in the
whole tree, a depth first traversing of the tree is made, chosing
at each level the sons of a gate by order of increasing weights.
During this traversing, the variables are put in the ordering as
soon as they are encountered.
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Note: ARALIA uses the HI heuristic, whereas METAPRIME
uses an enhanced version of H3, which lets the variables of a
module (cf definition in section 4.1) consecutive.

3.3 - Shortcomings of these heuristics

The experimental results we give in section 5 clearly show
that H3 and especially HI, in spite of their good average
performance, are very sensitive to the writing of the fault-tree,
and can lead to BDD sizes (and CPU times) which differ by
orders of magnitude.

These heuristics do not have any theoretical foundation. They
are merely based on intuitions, with the following general
ideas:

- the variables with the bigger "influence" on the
function should be placed as soon as possible (in the
ordering),

- variables with similar influence (and especially
symetrical variables) should be grouped.

According to the first principle, the variables which are
cutsets of order 1 should be at the beginning of the ordering.
But in fact, the theorem we give in section 4 shows that the
BDD size would be the same if these variables were put at the
end of the ordering, and moreover, we have experimentally
noticed that their position in the ordering hardly has any effect
at all.

To sum up, let us say that the major problem with
conventional heuristics, is the lack of theoretically proved
properties, which calls for huge test and programming efforts.

4 - RELATIONSHIP BETWEEN THE MODULES AND
THE BDD SIZE

4.1 - Definitions

LDAG: (Logical Directed Acyclic Graph) this is the actual
representation used-for fault-trees. When an event is repeated
in the fault-tree, whatever its level (gate of basic event), it
appears only once in the corresponding LDAG. The scope of
this paper is limited to coherent fault-trees, in which there are
only AND and OR gates. Example:

C AB D AB C AB D

fig. 2 : a fault-tree and the corresponding LDAG

WFLDAG: (Well Formed LDAG) LDAG in which:
1) there is no simple input gate,
2) the list of the sons of each gate contains no repetition,
3) there is at most one gate of a given nature (AND or

OR) with a given set of inputs,
4) any son of an OR gate is an AND gate or a basic event,
5) any son of an AND gate is an OR gate or a basic event.

In fact, a WFLDAG is a LDAG from which all "noisy
information" has been removed.

ISLDAG: (Independant sub-LDAG) a sub-LDAG (a top-gate
and all its descendants) which contains only events having
their parent in the sub-LDAG, except for the top event. The
set of variables corresponding to the basic events of the
ISLDAG is called the support of the ISLDAG.

Module: an ISLDAG which has only one parent.

Pseudo-module: an ISLDAG which has 2 or more parents.

OGM: (OR gate module) a module comprising only a top OR
gate and its sons, which must be basic events.

OGPM: (OR gate pseudo-module) a pseudo-module
comprising only a top OR gate and its sons, which must be
basic events.

Reduced LDAG: LDAG in which all OGMs and OGPMs
have been replaced by basic events.

4.2 - Importance of the modules

Let T(j(f) denote the size of the BDD of the function f,
obtained with the variable ordering o.

Theorem:

Let f and g be two functions of disjoint sets of variables.
Then,

T<jf,CTg(f v g) = Tog,of(f v g) = T<jf(f) + Tog(g)
Tcf,CTg(f A g) = TcgsOf(f A g) = T<jf(f) + Tag(g)

where cf,cg stands for the ordering obtained by concatenation
of of and<jg.

Demonstration (for the case of the operator "v"):

Let G be the graph obtained by replacing each terminal
vertex of the f BDD with a 0 value by a link towards the root
of the g BDD. G, the size of which is obviously Tcjf(f) +
T<yg(g), is the BDD of the function f v g, with the ordering
(of.crg).

Proof:

In the graph G, a path, which represents a set of instanciations
for the variables of f and g, can end by a 0 only when that 0
was a terminal node of the g BDD. Moreover, this path
necessarily goes through the vertex that was the root of the g
BDD. This means that the function F represented by G has a 0
value only for variable instanciations which render null both f
andg.

So we have F = 0 <=> f = 0 A g = 0

Since these functions are boolean, this proves that F = f v g.

So, G is a representation of f v g. But, to be sure that G is the
BDD of f v g, we must check that G cannot contain any
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isomorphic subgraphs. This is obviously true: the building
process of G could not create any redundancy in the structure,
because the supports of f and g are disjoint.

The demonstration for the operator "A" is quite similar to the
previous one.

The equation given in the theorem is very important: it makes
it possible to hope a "reasonable" growth of the BDD size
when the number of variables increases. And it suggests a
constraint for any ordering heuristic: it should group the
variables of a module.

An interesting property can be derived from the theorem: if it
is possible to find a set of modules, such that the supports of
the modules are disjoint, and their union is equal to the
support of the whole tree, the size of the BDD is equal to the
sum of the sizes of the module BDDs, whatever the ordering
chosen for the groups of variables corresponding to the
different module supports.

Using this property, the problem of determining a global
optimal ordering can be split into smaller problems:
determining optimal orderings for each module.

Unfortunately, the properties given above are not valid for
pseudo-modules. However, pseudo-modules are also very
useful, both because they are modules of sub-LDAGs of the
main LDAG to be processed (so that they facilitate some
intermediary calculations of the BDD), and because they can
be used by BDD based tools just as they are used in
conventional fault-tree processing codes: since a pseudo-
module is s-independant of all its "brothers" (sons of its parent
gate), it can be replaced by a basic event for probability
calculations. More details about this classical technique are
given in section 4.4.

Case of a "completely modularized" tree

Definition: a completely modularized tree is a tree in which
every sub-tree is a module. It is easy to see that a tree is
completely modularized if and only if it does not contain any
repeated leaf.

Corollary: such a tree can be represented by a BDD with a
size equal to the lower bound that we gave in section 3, i.e.
the number of variables.

A suitable ordering is obtained by applying recursively the
rule "let together the variables of a same module" starting
from the top of the tree, and going down to the leaves. The
heuristic HI (depth-left first traversing) yields such an
ordering. In that case, the way the tree is written (order of the
sons of each gate) has no effect on the BDD size: all the
different orderings, obtained from different writings of the
tree, are equally efficient.

4.3 - The modules can be hidden '.

Let us consider the following reliability block diagram, which

"manual" version:

f=~V(BAC)

"automatic" version:

f=(CvI)A(BV~)

fig. 3 : reliability block diagram, and related fault-trees,
built according to 2 different methods

There are two ways to build the fault tree for this RBD,
which correspond to a (rather) manual approach, or (rather)
automatic approach:

First reasoning (which yields the modular version of the tree,
and corresponds to a manual approach): the system is lost
whenever one of the two sub-systems A, or the set (B,C) is
lost. The set (B,C) is lost whenever B and C are lost.

Second reasoning (which would probably be used by an
automatic fault-tree building tool): starting from the output of
the system, the algorithm goes upstream along the flows. The
system is lost whenever there is no flow at the output of B
and no flow at the output of C. There is no flow at the output
of B if B is lost, or if there is no flow at the output of A. The
same reasoning applies for C. There is no flow at the output of
A if A is lost.

In the second version of the tree, there is no module, except
the whole tree. This simple example explains why modules
are so scarce in the automatically generated fault-trees.

4.4 • The particular role ofOGMs and OGPMs

In real systems, it happens very often that several failure
modes of the same component, or a given failure mode of
several components have exactly the same effect on the top
event of the fault-tree. The formal meaning of such a feature
is that it is possible to rewrite the LDAG in a form where
these events are grouped within an OGM or OGPM.

OGMs and OGPMs are of particular interest for two reasons:

- their probability is very easy to compute:

p(\Je) = l-]Ja-p(e)) (1)
ee/y eelj

(where /• represents the set of basic events e in the/*1 OGM
or OGPM of the LDAG),

- there is a very simple relationship between the minimal
cutsets of a LDAG and those of its reduced form:

any cutset (m1>m2,...mp) of the reduced LDAG
corresponds to a set of cutsets of the LDAG, defined by the
cartesian product of the sets of basic events corresponding to
the/nj.

Let us consider the following reliability block diagram, which r \ / M M M \
could model, for example, a system with a pump A followed V e i ' e 2 " " e

P)'e\&Mvei& M2,...ep e M ? |
by two valves B and C:
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Where M-t represents the set of basic events corresponding to
mi. (Note: Mi may contain only m; when mi is a basic event
of the non reduced LDAG).
Thus, the cutsets of the reduced LDAG are a much more

concise and handy representation for the analyst.
Moreover, it is very easy to get back to the detailed results,
whenever necessary. For example, to calculate the conditional
probabilities: p(Top/e-j.and p(Top/e-t) one merely has
to replace p(e) by 1 or 0 in formula (1), and quantify the
reduced LDAG with the new values obtained for the OGM
and OGPM probabilities.

All the importance factors of the basic events can be derived
by simple formulas from these conditional probabilities, and
the top event probability.

Conventional fault-tree processing tools often use OGMs and
OGPMs. Some of them, like PHAMISS, even exploit
ISLDAGs in a more general way.

4.5 - Restructuring the tree to make modules appear

In order to be able to apply the theoretical results we have
given in sections 4.2 and 4.4, we need a tool to restructure the
fault-tree, to make the ISLDAGs appear. We will call that
restructuring operation an optimization of the tree. On the
optimized tree, any classical ordering heuristic can be applied,
provided that this heuristic gathers the variables of module
supports in the ordering it produces.

So we have developed a tool, based on a program written by
H. Bouhadana [12], in 1989. The initial purpose of this
program was to optimize the fault-trees before their
processing by the conventional tool PHAMISS.

The general idea of the algorithm is to rewrite the LDAG in a
way which minimizes the dependancies. A simple "measure"
of the dependancy degree is given by the average number of
parents for the LDAG nodes (a node = a gate or a leaf). The
more parents a node has, the more difficult it will be to isolate
it in an ISLDAG. In a completely modularized tree, this
measure is exactly equal to 1, the attainable minimum.

The optimizer works in 3 phases:

1°) transformation of the LDAG into a WFLDAG, by
suppressing single input gates, equivalent gates, and "non
alternate" gates.

2°) repeated application of simplifying rules; here are the
most efficient rules, where the letter "a" represents the largest
sets of events common to 2 (or several) gates the program can
find:

(a v bx) A (a v&2)A...(<Z V bn) A C

-^(av(bl /\b2...A.bn))/\c

(a/\bx) v(a/\b2)v...(a/\bn)vc
—J>(aA.(b] vb2...vbn))vc

aA(avb)—> a

Whenever the application of such a rule produces a single
input gate, or non alternate gates, these elements are deleted,
so that the current LDAG remains well formed.

The only problem is to choose the terms to factorize when
there are several possibilities. In that situation, the algorithm
takes the solution that minimizes the average number of
parents for the tree.

3°) explication of implicit OGPMs and OGMs. For each OR
gate of the LDAG, a test is made on all possible subsets of
basic event sons of this gate, to find the maximal subsets
whose variables always appear together in the LDAG. Then
each subset is replaced by an OGPM or OGM. After this final
phase, the LDAG is no longer well formed. This is necessary
to help the heuristics to let together the variables of a same
module.

The only phase that can lead to an important CPU time
consumption is the second one. This is why we give
experimental results obtained with 2 versions of the optimizer:

01 is a simplified optimization, comprising only phases 1 and
3; 02 is the full optimization.

5 - EXPERIMENTAL RESULTS

5.1 - Features of real trees

The most complex fault-trees we have to deal with, at EDF,
are those of highly redundant thermohydraulic systems of
nuclear power plants. Because of their high level of detail and
of the large number of components, such trees are
automatically generated from FIGARO [7] language
descriptions.

Typically, the structure of such a tree is as follows: the top-
event is a k/n gate, the sons of which represent the loss of
fluid at various locations in the system. Each loss of fluid is
broken down into losses of components, either by blockage,
or by leak. Very often, many (typically: 10 to 20) failure
modes of different components can lead to the blockage of a
given branch, between two nodes of the circuit. These failure
modes can be grouped (by the optimizer) within OGMs or
OGPMs. Unfortunately, because of the existence of k/n gates
at the top of the tree, such gates are not modules of the whole
tree; but they are modules of the sub-trees which are the
inputs of the k/n top gate.

There is another consideration: the fault-trees take into
account many common cause failures (CCF). The CCF
affecting all the components of a group are not a problem:
they can be factorized by the optimizer. But the case of the
CCFs among all possible subsets of a given set of components
is more complex, and considerably reduces the ISLDAG
creation opportunities.
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5.2 - Experimental results on real trees

In order to measure the gain provided by the optimization, we
have made a little program which automatically runs
ARALIA (release 1.1, 1995) and METAPRIME (release 0.4,
1993) on a certain number of randomly generated writings of
each fault-tree. This experiment clearly shows the sensitivity
of each heuristic to the way the tree is written (order of sons
of each gate) and to the way it is structured (before, or after
optimization).

The random writing process is such that the probability of
getting any particular writing for a tree is equal to l/(number
of all possible writings).

The tables of page 7 give statistics on the sizes of the BDDs
and CPU times (needed to build the BDD on a SUN spare 10
workstation) obtained with the initial fault-tree (automatically
generated with the tools of the FIGARO workbench), and
with different versions of optimized and/or reduced trees. All
the statistics were computed from series of 100 randomly
generated writings.

In these tables, the following notations are used: for a given
LDAG t, r(t) denotes the reduced version of t (see def. in
§4.1), Ol(t) and O2(t) are the results of a simple and of a full
optimization of t, as they are defined in §4.4.
Note: Ol(O2(t)) =02(0 l(t)) = O2(t).

The given results were chosen as typical representatives of a
much larger set of results, obtained on about 20 "big" trees
(the corresponding benchmark can be obtained by email).

Table 1 shows that, whenever possible, the comparison of
BDD sizes and of CPU times between a "raw" tree, and its
optimized version, is very much in favour of the second one.
The HI heuristic, on the average, gives better results than
METAPRIME's heuristic. But, it is much more sensitive to
the way the tree is_ written. The conclusion is that a good
strategy, in order to minimize the BDD size, is to try HI on
different writings, interrupting the program whenever it uses
too much memory. In fact, the application of HI on the
optimized tree is a good "filter" which selects, among all the
possible orderings, representatives of different ordering
classes (all the orderings obtained by permutations of the
elements of an OGM or OGPM are equivalent).

It is interesting to notice that, in most cases, the optimization
increases the maximum value of the BDD size but not that of
the CPU time. For the BDD size, the interpretation is that the
structure of the initial tree, which is much "deeper" (with
more levels) than the optimized version, reduces the
possibilities of disturbing the variable ordering by simply
rewriting the tree. As for the CPU time, we conjecture that its
systematic reduction is due to the existence of ISLDAGs
which are modules of sub-trees, therefore simplifying
intermediary calculations.

Table 2 gives results for big trees. None of them could be
processed with a reasonable success rate in its original

version. In contrast with this rather disappointing fact, the
table shows that all of them could be processed without any
failure on a series of 100 trials, in their reduced form. Of
course, the results on the optimized and reduced form are
even better. However, the 02 optimization seems not to be
much more efficient than Ol (01 does the major part of the
work, except for the tree "edfpaOl").

6-CONCLUSION

The restructuring of a fault-tree, in order to create as many
modules and pseudo-modules as possible, is an efficient pre-
processing before applying conventional ordering heuristics,
such as those used by METAPRIME, or ARALIA. This holds
at least for a certain kind of tree, automatically generated by a
backward chaining algorithm, from a pipe and instrumentation
diagram of the system.

The use of this approach considerably reduces the effect of
chance in the success of the ordering heuristic. The cost of the
tree optimization is negligible when compared to the savings
it can generate in the BDD building process.

The advantage of this technique is that it provides the
knowledge of the equivalence of different orderings, obtained
from different writings of the fault-tree. In a few cases, it
gives an optimal ordering, whatever the initial writing of the
fault-tree.

An important side effect of this study was the development of
a tool which is very interesting as a preprocessor for
conventional fault-tree processing tools as well (provided they
are able to exploit independant sub-trees)!

Future work:

It should be interesting to try the association of the optimizer
with other ordering heuristics, and modifications of the
optimizer (especially by trying other measures of the degree
of dependancy within the fault-tree).

Since our research was limited to coherent fault-trees, another
track to explore is the extension of this work towards the case
of non coherent fault-trees, therefore opening a way to an
efficient and rigorous processing of whole nuclear power
plant boolean models.
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Table 1: small and medium trees
tree (t)

edfpaO9

O2(edfpa09)

edfpaO6

O2(edfpa06)

t:
vars

gates
196
142
196
65

282
244
282
129

t:
min cutsets

497

497

115 042

115 042

BDD size:
min, max

766
2 882

287
4 306
8 232

45 135
7 419

40 222

ARALIA
BDD: mean,

std dev
1 631

550
998
913

24 840
9 586

19 226
6 412

ont
CPU (s):
min, max

0.65
2.01
0.03
0.33
2.98

19.08
2.00

13.20

W
BDD size:
min, max

1 567
2 283

352
627

27 292
32 249
6 540

30 873

ETAPRIME 0
BDD: mean,

std dev
1 935

212
467
104

29 987
1 558

21 429
6 825

fit
CPU (s):
min, max

1.18
1.90
0.12
0.26

16.97
26.16

1.72
10.30

Table 2: big trees
tree (t)

edfpaOl

O2(edfpa01)

edfpal 4

02{edfpa14)

edfprOI

O2{edfpr01)

t:
vars

qates'
306
337
306
259
311
289
311
193
548
484
548
166

O1(t):
OGM

OGPM
16
49

7
44
20
52
16
46
37
36
41
21

r(01(t)):
vars

gates
108
112
94

208
124
100
106
131
157
98

123
104

min cutsets in:
torO1(t)
r(O1(t))
7 520142

106 065
7 520142

101 550
105 955 422

415 500
105 955 422

380 412
5 604 253
4 524 311
5 604 253

9 943

ARALIA
BDD:
min, max

28 447
156118

8 093
29132
75 253

435 903
55 723

349 780
5 488

260 925
3 668

227 953

onr(O1(t))
CPU (s):
min, max

18.8
363.8

6.0
40.6
12.6

229.2
10.7

1197.7
0.7

66.5
0.3

22.9

METAP. c
BDD:
min, max

24 021
92 549
15 159
28 723
64 793

302 489
66 486

346 741
10 822

154 452
2 788

158 434

nr(O1(t))
CPU (s):
min, max

32.6
158.6
19.0
33.8
16.0
77.8
19.1
70.9
4.0

149.5
0.4

26.9
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