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Abstract: An algorithm for three-dimensional sorting and storing of the large data sets expected from the next
generation of large gamma-ray detector arrays (i.e., EUROGAM, GAMMASPHERE) is presented. The algorithm
allows the storage of realistic data sets on standard mass storage media. A discussion of an efficient implementation
of the algorithm is provided with a proposed technique for exploiting its inherendy parallel nature.

I. Introduction

The next generation of large Compton-suppressed germanium detector arrays for discrete
gamma-ray spectroscopic studies (e.g., EUROGAM, GAMMASPHERE) are currently being
constructed for precision energy determinations. These arrays will provide an unprecedented
volume of high-multiplicity (i.e., three- and higher-fold) gamma-ray event data. Analysis of the
higher-fold events in such data sets will take advantage of existing techniques, such as setting
gates on known transitions in coincidence with the transitions of interest, and requires the
development of new techniques designed to work in three- and higher-dimensionality event
spaces. All of these techniques require the ability to sort and store the data in three- and higher-
dimensional event spaces for efficient implementation. We will detail a new algorithm for sorting
these data sets into three-dimensional event spaces, designed to run on computers available to
nuclear structure experimentalists.

There are four goals of an ideal sorting algorithm: 1) The algorithm must be capable of handling
realistic data sets. The next generation of large gamma-ray detector arrays will routinely provide
multiples of 1G9 three- and higher-multiplicity events per experiment. 2) The sorted data must be
small enough for practical storage. Ideally, the sorted data would fit within the 2 GB limit of
available hard disks, and at maximum require no more than the 5 GB available on 8-mm tape
cartridges. 3) The sort must be achievable within a reasonable amount of time—on the order of
the time required to collect the data or less. 4) The sorting should, if possible, include all data
over the entire useful dynamic range of the detectors, typically 4096 channels, without loss of
information.

These goals, however, are difficult to achieve. In particular, the goal of a lossless sort must be
reconciled with the practical storage constraint. A three-fold event can, in this case, take on any
of 40963 possible combinations of three gamma-ray energies. If a byte of memory is required for
hold the intensity for each of these combinations, one would require 64 GB of total storage. By
symmetrizing the data (i.e., storing only the unique combinations of three gamma-ray energies)
and requiring a single byte of storage per position, one can reduce the total storage required to
~11.5 GB, which far exceeds the practical limit of available storage (see figure 1). Thus, an ideal
algorithm must be capable of reducing the required storage beyond what is can be achieved
through the use of a simple symmetrized cube structure.

In the following sections we discuss sorting algorithms currently used for three-dimensional data
sets. This is followed by a presentation of a new algorithm, the bitstream merge algorithm, for
sorting data into symmetric three-dimensional event spaces. Results from our initial
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implementation are discussed with regard to the four goals of an ideal sorting algorithm proposed
above. We conclude with a brief look at extending this algorithm to parallel architectures.

II. Current Sorting Algorithms

Current sorting algorithms can be divided into three groups. The first of these is a list mode
recording of the raw event data, in which one creates a list of the three gamma-ray energies
which comprise the event. This list is then sorted and used in future data analysis [Ju90,F192].
The storage requirement for this sorting algorithm increases linearly with the number of events
(see figure 1). This is an effective sorting strategy for data collected using the current generation
of arrays, where data sets are on the order of 108 three- and higher-fold events in a typical
experiment. It is not clear, however, that these methods can be readily extended to handle data
sets containing multiples of 109 three-fold events that are expected from the next generation of
large gamma-ray detector arrays.

A second set of sorting algorithms takes advantage of the fact that the energy resolution from
large gamma-ray detector arrays is less than the energy resolution available from the ADC's.
One can sum a number of adjacent channels commensurate with the energy resolution of the
array and store the result [Ra92]. This method has a marked advantage when it comes to direct
analysis in three-dimensional event space, since in addition to reducing the storage required, it
also reduces the number of positions in the three-dimensional space that must be visited during
analysis. This allows exponential improvement in the speed of the analysis programs. This
process, however, sacrifices some of the hard won improvements in the energy resolution of the
array and reduces the statistical quality of the data. Furthermore, traditional analysis techniques,
such as gating on coincident transitions, depend on the ability to separate contributions from
gamma-rays with nearly identical energies, which is sacrificed to a certain extent by the
summing algorithms. Thus, while these sorting techniques provide a substantial advantage for
direct analysis in three-dimensions, it is at a cost of reducing the information contained in data.

The final set of sorting methods discussed
here involves the application of data
compression techniques to the symmetrized
cube to reduce the storage required. The
symmetrized cubes are not amenable to
standard data compression algorithms,
however, due to the Poisson statistical nature
of gamma-ray coincidence data. Mika and
coworkers [Mi90] have presented a simple
compression algorithm for nuclear spectrum
files, which uses adaptive channel sizes in
multiples of four-bit "nibbles" to store the
intensity values. This method is readily
extensible to symmetrized three-
dimensional data sets. W. Urban has
implemented such an algorithm for use with
EUROGAM data sets [Be92]. This
algorithm approximately halves the required
storage (see figure 1).
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Figure 1. The storage required in GB's for (4096
channel)3 cubes using list mode techniques assuming
4 bits per energy (dot-dashed line) [F192], the
compressed cube assuming 4 bits per bin (dotted line)
[Mi90], and the BSM algorithm (dashed line) as a
function of the number of events. The solid line is the
2 GB limit of available hard disks.
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III. The Bitstream Merge Algorithm

The Bitstream Merge Algorithm (BSM) sorts the three-fold event data into a consecutive string
of bits (i.e., the bitstream). The 0—bits are used as bin separators, while the number of 1—bits
preceding a given 0-bit denote the intensity at that position. Thus, the BSM reduces to a simple
double counting algorithm.

The BSM has six steps: 1) Cube initialization, 2) Event decomposition, 3) Symmetrization of the
event, 4) Indexing each event and appending to a list, 5) Sorting the index list, and 6) Merging
the index list into the existing bitstream. The initialization of the cube starts by allocating one bit
per bin, Nn, given by

^ _ n(n+l)(n+2) m

with n the length of a side of the cube in channels (typically 4096). The value of each bit is set
equal to 0. This string serves as the initial bitstream, and the 0—bits are retained throughout the
sorting procedure as bin separators.

Each event of the raw data stream is broken out into its component three-fold events. Each of
these three-fold combinations is symmetrized such that Eyi < Ey2 ^ Eyj, and an index value is
assigned to each event using

T _ Ey3(Ey3+l)(Ey3+2) | Ey 2(Ey 2+l) f ^
1— g + 2 + £"y\ \^)i

which is the position in the symmetrized cube for the event. These index values are appended to
an output buffer. Once the output buffer is filled the index values are sorted in ascending order,
and the sorted list of index values, Ij, is passed to a program which merges it into the existing
bitstream.

The BSM reads the existing data bitstream until the Ioth 0-bit is found, when a single 1-bit is
inserted in front of the Ioth 0-bit, thereby increasing the length of the bitstream by one bit. The
position in the index list is incremented, and the process continues until the index list is
exhausted. An example for a four-fold event is provided in figure 2.

IV. Implementation of the Bitstream Merge Algorithm

The simple BSM presented above is extremely inefficient, with multiple instances of single bit
insertions followed by the duplication of the remaining bitstream. Combining adjacent bits into
bytes significantly improves the efficiency in two ways. 1) The output byte that resulting from a
single bit insertion is uniquely defined by the input byte and the position of the inserted bit.
Multiple repetitions of the bit manipulations can be eliminated by creating a lookup table
containing the 256 distinct bit patterns in a byte created following in the 1-bit insertion process.
2) Each event adds a single bit to the length of the stream and moves all following bits one
position to the right, "pushing" the rightmost bit off the input byte. Every eight bits pushed off
the input stream forms a new byte, which can be treated as the next byte in the input stream,
a v o i d i n g t h e c o s t l y d u p l i c a t i o n s t e p .



- 411 -

Initialize Bitstream

Four-Fold Event

Decomposition
0,2,1,1 ^ >

/oiiil

{
0,2,1^
0,2,1 |
0,1,1 f
2,1, \J

0000000000

0,2,1,1

Symmetrization
•

Assign Index Values

Index

2 +

5 +

5 +

6 +

Input
Bitstream

0000000000

00100000000

001000100000

0010001100000

(i)
Merge

Sort Index List
•

Output
Bitstream

00100000000

001000100000

0010001100000

00100011010000

Figure 2: A sample bitstream merge for four-fold event with energies [0, 2, 1, 1} using a (3 channel)3 symmetric
cube. The bitstream is initialized with 10 zero valued bits (see Eq. 1). The four-fold event is decomposed to four
three-fold events, and symmetrized. The symmetrized events are assigned an index value, and the index list is
sorted. The sorted list is passed to a program which merges the index values into the bitstream.

The BSM, modified as above, is acceptably fast. In figure 3, the BSM sorting rate compared to
the streaming speed of a 2 GB 8-mm tape, is presented for symmetric cubes of three different
sizes. The BSM rate compares favorably with the streaming speed of the tape for symmetrized
cubes as large as (1024 channels)3.

The storage for the symmetric (4096 channel)3 cube created with the BSM is given by

S = (N4096 + nevents) / 8 (3)

with S the memory required in bytes, N4096 defined in Eq. 1, and nevents the number of events in
the data set. In figure 1, a comparison of the storage requirements for a symmetrized (4096
channel)3 cube created using the BSM and other algorithms, as a function of the nevents. is given.
For data sets with 1 x 109 < nevents ^3 N4096, the BSM is the most efficient algorithm in terms of
storage required. List mode recording and the compressed cube are more efficient for smaller and
larger data sets, respectively. Furthermore, for the nevents - 5 x 10^ expected from typical
experiments at the next generation of large gamma-ray detector arrays, the BSM sorted
symmetric (4096 channel)3 cube meets the 2 GB storage goal for an ideal sort.

V. Future Extensions

Currently, sorting a symmetric (4096 channel)3 cube is markedly slower than the streaming
speed of the 2 GB 8-mm tape, as shown in figure 3. Furthermore, the total number of positions
in a symmetric (4096 channel)3 cube is greater than 232 , which means integer arithmetic cannot
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be used in the merging portion of the BSM.
Both problems are alleviated by extending
the algorithm to incorporate parallel
processing techniques.

The original bitstream can be divided into
smaller segments, each updated by a
separate process which receives only the
sorted index lists appropriate to that segment
of the bitstream. This domain decomposition
approach is a standard parallel processing
technique. A relatively small number of
independent processors are required, each
with a relatively large amount of dedicated
memory. Making the BSM algorithm
amenable to a distributed workstation
environment.
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Figure 3: BSM sorting rate (dashed line) versus 2
GB 8-mm tape streaming speed. These results were
achieved on a dual-processor Model 5 Solbourne
computer with 256 MB of RAM.

We have successfully implemented a simple parallel version of the bitstream merge algorithm on
a dual processor machine (see the caption of figure 3). A symmetrized (2048 channel)3 cube was
divided into 64 separate segments. Although this provided a proof in principle for the parallel
processing extensions described above, we have yet to test the BSM in the distributed
workstation environment required for marked increases in sorting speed.
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