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Robust Position Estimation of a Mobile Vehicle

Vania Conan1

CEA - CEREM - DPSA - Service de Teleoperation et de Robotique
CEN FAR, BP6. 92265 Fontenay-aux-Roses cedex, France

Pierre Boulanger and Shadia Elgazzar
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Ottawa, Canada K1A 0R6

Abstract

The ability to estimate the position of a mobile vehicle is a key task for navigation over large distances in
complex indoor environments such as nuclear power plants. Schematics of the plants are available, but they axe
incomplete, as real settings contain many objects, such as pipes, cables or furniture, that mask part of the model.
The position estimation method described in this paper matches 3-D data with a simple schematic of a plant. It
is basically independent of odometry information and viewpoint, robust to noisy data and spurious points and
largely insensitive to occlusions. The method is based on a hypothesis/verification paradigm and its complexity
is polynomial; it runs in O{Ttiint}, where m represents the number of model patches and n the number of scene
patches. Heuristics are presented to speed up the algorithm. Results on real 3-D data show good behaviour even
when the scene is very occluded.

1 Introduction

Navigation of mobile vehicles in nuclear power plants involves many tasks and technologies. The National Research
Council of Canada (NRC) mobile robot project has so far investigated local navigation tasks such as free space
determination and collision avoidance for local navigation.

To achieve navigation over long distances accurate position estimation is required. Wheel encoders or other
dead-reckoning systems provide an approximate value of the position and orientation of the vehicle. As this value is
continuously updated on a more global scale, the wheels, the steering encoders and the speed or position transducers
introduce cumulative errors. Over time these errors accumulate and produce an increasingly poorer global estimate.

Matching sensed features with a model of the environment allows absolute localization. One procedure, which is
well understood, use sartificial targets as beacons in the scene to localize the vehicle. Nevertheless, with uncontrolled,
changing or unknown environments, it is more practical to rely on natural features of the local environment to achieve
this task.

The method presented in this paper belongs to this latter category. Its goal is to cope with large drifts and errors
of the dead-reckoning system of the vehicle. This is a low priority task and the current implementation does not run
in real time. Because it does not require odometry information, but can use it when available, the method is very
tolerant to large odometry drifts.

Mobile robotics researchers have investigated the use of range data provided by sonars or laser rangefinders
to solve the localization problem. They have dealt with a 2-D version of the problem, assuming that the vehicle
is moving in the horizontal plane. Typical applications, as described in several recent papers [8] [6] [7] [13] [11],
consider 24 to 1000 data points. Primitives are 2-D points or 2-D line segments and they are matched with 3 to 24
line segments. Table 1 summarizes general information on their experimental set-ups.

In comparison the method presented here possesses the following qualities:

• it is truly three-dimensional; 3-D data are acquired and the whole method is based on 3-D planar surfaces.
Moreover, 3-D motion is estimated when the data are sufficiently constrained.
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paper author(s)

Drumheller [8]
Cox [6]
Crowley [7]
Holenstein et al. [13]
Gonzalez et al. [11]

No of model
segments

10
24
3
?
8

Sensor

Sonar
Laser
Sonar
Sonar
Laser

No of Data
points

100
180
24
24

1000

Odo-
meter

No
Yes
Yes
No
Yes

Outline of the method

Tree search with geometric pruning
Iterative minimization
Data, model, odometer error integration
Data classification and pose clustering
Iterative minimization

Table 1: Experiments for vehicle position estimation

• it deals with large sets of data; it has been tested with files containing up to 120x250 data points.

• it is robust with respect to noisy data: the segmentation and the quality measure of the match are largely
insensitive to outliers.

• it is robust with respect to occluded scenes because pruning and the quality measure of the match are based
on the affine coefficients of the patches and not on their sizes or shapes.

The remainder of the paper will present the BIRIS range finder, the segmentation algorithm and the registration
method. Results are shown on real data of indoor scenes, with levels of occlusion typical of nuclear power plants.

2 Scanning BIRIS Range Sensor

To date different types of sensors, from simple contact switches used to halt the vehicle to more complex stereo
vision systems have been tried for mobile robot navigation. Of these, range sensors are probably the most appropriate
for the tasks of navigation and perception. However, many techniques are unreliable. Ultrasonic sensors are very
good for proximity detection but, because of multiple false echoes, are subject to erroneous reading in complex
environments. Passive stereoscopic vision systems will suffer seriously from a lack of details in the scene; they also
require very high processing power and controlled illumination to be practical.

The NRC-developed BIRIS range sensor is a low-cost compact robust range sensor for robotic applications [3].
It provides reliable dense range images of the immediate environment surrounding the vehicle. The optical principle
of the sensor is illustrated in Figure 1. The range sensor consists of a mask with two apertures, a camera lens, a
standard solid state compact CCD video camera and a laser line projector. In the actual implementation the double
aperture mask replaces the iris of a standard camera lens (Bi-IRIS). A doubled image of the projected laser line
will be measured on the CCD of the video camera, with the separation of the two imaged lines proportional to the
distance of the camera to the object. The (x,y,z) coordinates of the points on the line projected on the object are
easily calculated by triangulation. Furthermore, special real-time signal processing techniques have been developed
to eliminate false measurements, such as specular reflections, ambient illumination, e.g., sun or lights, and laser light
from other sensors. This processing is totally transparent to the host computer. Because of this high immunity
to ambient perturbations, the inputs from multiple BIRIS range camera heads can be combined. The electronic
processing unit can dynamically multiplex up to four BIRIS cameras. Moreover, high-density panoramic images
from a scanning BIRIS range sensor offer very interesting advantages and are preferred for-low speed but accurate
navigation in complex environment. They are required to take into account all possible obstacles which can be at
different heights and of different shapes, such as the tops of tables, chairs, all kinds of pipes and wires.

BIRIS has been tested and characterized experimentally [15]. Measurement noise increases with range and is
not uniform over the entire image. Typically, noise increases with the square of the measured range. A mid-range
set-up gives a 7.5 mm standard deviation at 1.5 m and a short-range set-up a 1.25 mm standard deviation at 0.5 m.
Corners and edges produce erroneous measurement, so relying on surfaces rather than on edges or contours is more
robust.

Figure 2 shows an image that has been acquired using the panoramic mode of operations. A scanning BIRIS
sensor covering 180° of the scene in front of the vehicle was used. The complexity of this scene, caused by the



Figure 1: Principle of BIRIS sensor

numerous occluding objects and spurious data points, makes it a good example of the difficulties encountered with
nuclear power plant environments.

A robust segmentation algorithm that detects planar patches is used to clean up the data of its spurious mea-
surements and to provide a compact representation of the data.

3 Hierarchical Segmentation

Segmentation to planar patches is the first step of the position estimation algorithm. Choosing planar patches
as primitives has several advantages. First, it generates a more manageable representation of the 3-D measurements
than the raw data points. Instead of matching 100,000 to 300,000 points, 30 to 100 primitives sum up all useful
information. Because matching techniques are very time consuming, this kind of perceptual grouping dramatically
speeds up the process [16]. Second, this information is more reliable, as outliers and spurious points have been
rejected. The affine coefficients of the plane (i.e., the normal and the centre of mass of the region) are estimated
over tens of points. For the larger regions, which are usually the relevant ones for the matching method, the samples
often consist of hundreds of points, significantly increasing the precision of the affine coefficients.

At the basis of this representation is a new hierarchical segmentation algorithm [4]. The algorithm starts with
an initial partition of small planar regions constrained by the detection of depth discontinuities. From this initial
partition represented by an adjacency graph structure, one starts grouping these primitives into larger and larger
planar regions until the approximation error in one of the regions is larger than a predetermined threshold. This
hierarchical structure is in fact a hypergraph where each vertex of the graph can be divided into simpler and simpler
geometrical representations. The key idea behind the algorithm is that one should start with the simplest hypothesis
about the form of the data and gradually increase the complexity of the hypothesized form as statistical evidence
grows. This paper presents an application of this algorithm to range images produced by the BIRIS sensor.

The basic steps of the algorithm are the following:

• Do an initial partitioning of planar regions, using robust fitting techniques constrained by depth discontinuities
to estimate the initial planar model parameters.

• Group adjacent planar regions with other planar regions or points to produce a larger planar region. Validate
the grouping corresponding to the one that is the most geometrically compatible based on a Bayesian criterion.

• Stop grouping at the point where the maximum error is less than the threshold.
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Figure 2: (a) Projected view of the raw data file (b) Projected view of the segmented image

A projection of the range image of a scene used in the segmentation experiment can be seen coded in grey levels
in Figure 2a. Figure 2b shows in the same coordinate system an image reconstructed from the segmentation results.
It corresponds to the final segmentation for a threshold of 150 mm.

The final number of planar regions is 72, which corresponds to a reduction of the amount of information necessary
to represent the scene by a factor of 35 (ratio of the two compressed files). The execution time of the algorithm was
typically 15 s per image on a Silicon Graphic VGX machine.

The final result of the segmentation algorithm is an adjacency graph structure representing the scene with a
minimum number of parameters.

4 Hypothesis/Verification Matching Method

The registration technique is based on the hypothesis/verification paradigm. Arman and Aggarwal provide an
overview of other methods that have been investigated for 3-D images [1].

A description of the method developed at NRC follows. This method builds on the paradigm described in [10]
[9]:

• Hypothesis generation: choose three scene patches and match them to three model patches.

• Hypothesis verification: compute the rigid motion based on the current hypothesis; accept or reject it by
evaluating the registration over the whole data.

• End rule: give each verified hypothesis a robust measure of satisfaction; retain the best one. Stop when the
desired number of hypotheses has been tested.

This paradigm computes the rigid motion with the minimum number of primitives. This global constraint is then
applied over the whole image at the verification step. In the case of 3-D planar patches at leat three scene patches
need to be matched to three model patches in order to compute a full 6 degree of freedom rigid motion [9]. The worst
case complexity of the algorithm is C?(m4n4), where m represents the number of model patches and n the number
of scene patches.



4.1 Hypothesis Generation

A hypothesis is generated by first selecting three different patches in the image and then by matching these patches
to three corresponding model patches.

An exhaustive method would try the C% triplets of scene patches, where n represents the number of scene patches.
Heuristics allow one to speed up this step by first selecting triplets of most promising candidates. Two criteria define
a promising candidate: the size of the patch and its precision. As the walls are usually the largest visible planar
patches, even if occluded, the size criterion discriminates the patches that correspond to walls. Choosing the more
precise ones is also relevant, as it leads to a better estimate of the rigid motion. Thus, rather than being exhaustive,
the choice of the three scene regions is randomized. The random distribution is biased to consider the larger and
more precise regions more frequently. More specifically, only the larger regions are considered; the patches with a
number of points above a given threshold are selected. For each candidate region the ratio of the estimation error
over the number of points is computed. This is considered as a "reliability" measure. It is in fact proportional to
the precision of the estimation of the normal to the patch. The distribution is biased in such a way that the most
"reliable" regions are selected most often. This heuristic shortens the hypothesis-generation step. If the normals of
the three selected patches are not independent, the triplet is rejected and another triplet is selected.

The matching step is achieved using a depth first search method. The tree is only of depth 3, ensuring the
complexity of the search to be O(m3), where m represents the number of model patches. The matching step remains
polynomial. To speed up the search, geometric constraints are used to prune the tree [12]. The algorithm relies only
on affine invariant criteria (the three pairs of normals must correspond within a 5° angular error tolerance). This is
a key point if one is to allow large drifts or errors or if no a priori information on the initial position of the vehicle
is available. Information on the size or the shape of the patches is not viewpoint invariant. It would lead to false
matches or would reject a valid one.

When odometry information is available, one can further prune the search, enforcing candidate model regions to
lie within the error bounds of the odometer.

4.2 Hypothesis Verification

Once three scene patches are matched to three model patches, the rigid motion is estimated by least squares using
the affine parameters of the patches, the three coefficients of the normal and the distance to the optical centre,
which provides a natural origin for each frame. Translations and rotations are estimated separately. Rotations are
represented as quaternions [14].

The first verification step involves the computation of a robust quality measure of the match, assuming x% of
outlier patches. The distance between each registered scene patch and its closest model patch is computed. The
z-quantile (e.g. if x — 50%, the median) of such distances over the whole region patch set provides a robust quality
measure of the hypothesis. This can be evaluated in O(mn) time.

Let us first define the d(P, A) distance between planar patch P and affine plane A. Let P be represented by
the set of N 3-D points, P = {xt, i E P}, or by their mean x and centred covariance matrix S. Let a be a point
belonging to A and n its normal. Let M be the number of model patches. All variables are vertical vectors in 3-D
space.

N

d(P,A) =
\ 1 = 1

In fact this can be computed by simple matrix manipulations on S. x, n and a.
N N • N

Indeed ^((x,- - a)n£)2 = n'(]T(x,- - a)(x, - a ) > , and — ̂ ( x , - a)(x,- - a)f = £ + (x - a)(x - a)' .
»=i i=i ' i=i

For each patch P,, let d{ be the distance to the closest model patch.



di = min d{PiyAj)
; = 1.A/

For all the scene patches, make a list of the minimal distances di and find the x-quantile set by the user.

In the case of very occluded data images or very poor or limited schematics, many local minima will be found for
this quality measure. Some may be far off the true solution because of the lack of sufficient statistical evidence. In
this case, a more geometric opacity constraint is introduced.

The schematic used in mobile robotic applications consists of the walls of rooms, corridors or hallways in the
plant. These features are opaque, and no visible surface can lie beyond them. Ideally all data points should lie
between the vehicle and the model patches. Although measurement noise and registration errors will put registered
points outside the wall, it still is possible to use the idea of opacity constraint to eliminate hypotheses that put too
many data points on the wrong side of the model patches.

Instead of the actual schematic an encompassing model is used. This encompassing model is projected on the
horizontal plane and its inner area is colored in white on a black background; the registered segmented data are
projected in the same coordinate frame. Counting the number of points that lie inside the perimeter delimited by
the model walls is achieved by an AND operator on the two rasters. Hypothesized matches that are below a given
threshold are discarded.

5 Results

The method was tested on images taken from the NRC mobile robot platform. The first test image is a panoramic
view of a room. The BIRIS camera is set in front of the robot, at a height of 1 m. Its field of view is set to 22°
in elevation and 300° in azimuth. The 3-D data file contains a total of 150 vertical lines of 128 points each. The
ranges involved are between 50 cm and 3 m. Figure 3a shows the initial position of the model with respect to the
segmented data projected on the horizontal plane and Figure 3b the same image in 3-D perspective. This initial
position is a 70° rotation and a 1.5 m translation in x and y. The scene is not occluded but, because of non-uniform
noise distribution, the segmentation algorithm splits the walls into several planar patches. The model consists of
seven planar patches. The image is segmented with a variance of 100 mm. The 16 larger patches (containing more
than 700 points each) are retained. The outlier percentage is set to 30% (anything between 20% and 40% would
give the same result). The field of view of the robot is too narrow and it cannot see the floor nor the ceiling. A full
3-D motion cannot be computed. This lack of constraint is not restrictive for indoor navigation as long as the robot
is moving on a flat surface. Knowledge of the 2-D horizontal translation and the rotation angle along the vertical
axis is sufficient to position the robot. Figures 3c and 3d give an example of an intermediate hypothesis and Figures
3e and 3f show the final result. This example illustrates how the algorithm copes with large drifts and non-uniform
noise.

Figures 4a to 4f give an example of the performance of the algorithm with very occluded data. The raw data
file contains 128x250 points. The model is very poor and consists of six planar patches. The data are noisy and
very occluded. Furniture, such as shelves, tables and chairs, masks parts of the features in the model. Compare
Figure 2a, which represents the raw data of Figure 4, projected on the horizontal plane, to Figure 2b, which shows
an image of the segmented data in the same coordinate system. The segmentation filters the spurious points and
the noise but retains the geometry of the scene. The outlier percentage is set to 80%. Setting it to 50% or 60%
would discard the true solution and retain erroneous transformations. There is not enough relevant information to
discriminate the correct solution solely on this criterion. The encompassing model heuristic described above is used.
In this case, the model is simply a parallepiped that encompasses the walls of the room. All solutions that contain
less than 2200 points inside the projected model are discarded. In Figures 4a and 4b the data are rotated by 15°
away from the model. Figures 4c and 4d show an example of a match with quality measure equal to 117 where the
final solution, shown in Figure 4e and 4f, has a quality measure equal to 118. The encompassing criterion is required
to discriminate between them.



6 Discussion

The first property of the method described here is that it deals with true 3-D data. This entails manipulating
large data files. The key point is to rely on planar surface information. The segmentation algorithm sums up this
large amount of information in a compact and reliable way. The rigid motion is calculated from three pairs of
matched affine planes. The advantage of working on 3-D information is twofold: it allows estimation of the 3-D pose
of the robot and, as more information is integrated, the features are estimated with a higher precision.

A second important characteristic of the work is its robustness with respect to spurious points, non-uniform noise
statistics and missing data. For the matching method itself a simple schematics of the environment in terms of the
major significant planar patches and an expected outlier percentage is required. This represents the percentage of
scene patches that are expected to be matched. The less occluded the scene is, the higher this percentage. Robustness
to the initial position is also an important requirement. This is achieved through the patch-affine plane distance that
is used. Its major advantage is that it is an affine invariant. It characterizes how close a cloud of points (i.e., the ones
that make the segmented planar patch) is to an affine plane (the plane that runs through the model planar patch).
Only the positions of the points in the direction of the normal to the affine plane are used. Neither the actual size of
the model patch nor its boundaries are used. This allows the method to recognize large patches even if only a small
part is visible a typical situation. It is not in general sufficient by itself, especially as it does not verify the viewpoint
consistency of the data. Introduction of an encompassing model is a first step. A more systematic 3-D approach
should be developed.

The most frequently quoted problem with hypothesis/generation methods (or alignment methods) is their reliance
on only the minimum number of features required to estimate the rigid motion [5]. This is done to limit the size
of the tree search involved in matching the chosen scene features to the model features. The drawback is that no
averaging is taking place. The chances are that, even if a proper hypothesis is made, the actual estimate of the
motion will be poor and quite far from the true solution. In these first experiments it does not seem to be a major
problem. The translation estimates are precise within 10 cm and the angular ones with 0.5°. A more systematic
study of the robustness of the algorithm with respect to the affine coefficients of both the segmented data and the
modei is being investigated. To improve this estimate, one could either try to match more primitives or use the
current estimate as the starting point of an Iterative Closest Point method [2].

7 Conclusion

A new robust registration technique that matches 3-D range data to a schematic of occluded indoor environments
has been demonstrated and applied to the problem of vehicle position estimation.

This method manipulates 3-D surface information, planar patches, which provides a compact, robust and efficient
representation for position estimation in an indoor environment.

First experiments show promising results even with very occluded scenes. The major advantages of the method
over previous ones is that it is truly 3-D, it can deal with very large data files and it is robust with respect to noise
in the data and occlusions.

Further work will entail more extensive testing, experimenting with various degrees of data occlusion. Its tolerance
to poor a priori schematics is another field of interest.
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Figure 3: (a) & (b) Initial Image, (c) k (d) Intermediate Hypothesis, (e) k (f) Final Result
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Figure 4: (a) & (b) Initial Image, (c) k (d) Intermediate Hypothesis, (e) k (f) Final Result


