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ABSTRACT

The complexity of modern industrial processes and the large amount of data available to their operators
make it difficult to monitor their status and diagnose potential failures. Although there have been many
attempts to apply knowledge-based technologies to this problem, there have not been any convincing
successes. This paper describes recent experiences with a technology that combines artificial intelligence
and simulation techniques for building real-time monitoring and diagnosis systems. A prototype system
for monitoring and diagnosing the feedwater system of a nuclear power plant built using this technology
is described. The paper then describes several interesting classes of failures that the prototype is capable
of diagnosing.

1.0 Introduction
Industrial processes — such as ones for producing electricity, processing petrochemicals or manufacturing
new products — constitute the economic engines of modern societies. Economies thrive or flounder
depending on how well they can compete and continuously update their industrial processes.

Beyond advances in control theory and engineering, materials, nuclear technologies and the like,
industrial processes are currently undergoing fundamental change because of the introduction of
information technologies. Such technologies range from networking and advanced real-time data
gathering techniques, to high level processing of incoming plant data for purposes of monitoring,
production optimization and emergency handling.

This paper focuses on the application of AI and advanced simulation techniques in the development of a
technology for building real-time monitoring and diagnosis systems for industrial processes. The paper
describes some of the capabilities of a system developed by a joint Industry-University research project
named APACS (Advanced Process Analysis and Control System) funded by the Canadian Federal
Government and participating industry through PRECARN Associates Inc. The project included as
industrial participants potential customers of the technology (Ontario Hydro, Shell Canada, Stelco) as
well as potential exploiters (CAE Electronics and Ontario Hydro).

The milestones of APACS include developing a series of prototype systems which together assist an
operator monitor plant data and diagnose plant faults. The prototypes have been built for the feedwater
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system of Ontario Hydro's Bruce B Nuclear Generating Station (NGS). Feedwater systems supply hot,
pressurized, demineralized water to plant boilers under normal operating conditions, including plant start-
up and shutdown. Such systems were chosen as test case for the project because they constitute a
pervasive component of many industrial processes, which the APACS technology is intended to serve.

The rest of the paper consists of a description of the APACS architecture followed by a discussion of
several interesting classes of failures that APACS can detect. Finally, the paper describes the status of the
APACS project. A companion paper [10] describes a slightly earlier APACS with an emphasis on the
lessons learned through the various prototyping phases.
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Figure 1: APACS Functional Organization

2.0 APACS Function and Architecture

2.1 Functional Architecture
The overall function of APACS is to monitor the plant and, whenever there is a problem that APACS is
designed to handle, inform the user as soon as possible. This is accomplished by continuously comparing
the readings from sensors in the plant with values generated a numerical simulation and reporting and
explaining any discrepancies should they occur. The overall function is decomposed into the functions
illustrated in figure 1. Plant data is used in three ways: first, it is compared to predictions from a
numerical model called the tracking model whose parameters are continuously modified by a parameter
adjustment algorithm. The changed parameters are periodically passed to the unadjusted {{JAM) model.
Second, plant data is compared to the predictions of the UAM Model in the Monitoring component
which generates symbolic descriptions of discrepancies called triggers. The Diagnosis component then
generates one or more fault hypotheses that might explain these discrepancies. Finally, plant data is
compared with the output of the Verification model incorporating the candidate fault hypotheses and the
errors are used by the Verification Algorithm to compute scores which allow the selection of the best
hypothesis.
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The simulation of the hydraulic network (the feedwater system) uses an admittance matrix method [8] to
compute internal pressures from measured values at the boundaries of the subsystem and admittances
calculated from the pressures at the previous time step. In addition to measured values, the boundary
conditions include real-time control signals from the plant control computer. The tracking algorithm uses
an iterative numerical approximation algorithm [9] to calculate changes in parameters to the model in
order to reduce the differences between the plant and the corresponding outputs of the model. The
algorithm treats the model as a black box and can therefore be implemented using an existing simulation,
a simulation built from standard model libraries, or a simulation generated by a graphical simulation
building tool. Small changes in these parameters allow the model to adapt to an always changing plant
and to compensate for the inevitable inaccuracies in the model. The changed parameters are periodically
supplied to the UAM to ensure that it is close to the plant. Large changes in the parameters generally
indicate that there is a problem in the plant.

Monitoring creates events in response to significant changes in the differences between UAM outputs and
sensor readings and in response to significant changes in the parameter values calculated by Tracking. It
also creates events in response to threshold crossings of certain sensor readings.

The monitoring component is a real-time knowledge-based component [11] and is implemented using a
combination of C++ and a forward chaining rule language. In order to avoid unnecessary attempts to
match rule conditions, the monitoring knowledge is divided into modules, each of which has a list of
triggers that specify under what circumstances certain conditions are to be checked. A trigger refers to a
data value and a description of the interesting circumstances. This description can be as simple as "every
frame" or as complex as "whenever the running rate of change equals 0." Triggers improve efficiency by
limiting the occasions on which conditions are checked.

Whenever the circumstances described by a trigger are true, the conditions associated with the trigger are
evaluated. Conditions specify computations that, result in symbolic values. If the value of a condition
changes, a corresponding feature is asserted into the rule engine's working memory and rules may fire in
response to these features. A condition might be used to create features when the rate of change of some
input value enters some new qualitative range. An example is a condition that labels the slope of a boiler
level as one of decreasing, flat, or increasing. Conditions include a property called persist time that is
designed to suppress spurious outputs. If the persist time is non-zero, the condition must be true for at
least the specified time before a feature will in fact be created. The thresholds used in conditions can be
either numbers or objects that specify decaying values. The idea here is that in certain circumstances, for
example, changes in plant state, some rule will change the width of the threshold. This width will then
decay as time passes. This provides a mechanism for changing thresholds in circumstances such as plant
manoeuver, where the transient changes allow larger than usual variations in values. This is used, for
example, to allow boiler levels to move a greater than usual distance from their set-points during major
changes of the plant. All of the objects, the rules, conditions, etc. describing the monitoring task for a
particular plant are stored in the CKB.

Diagnosis computes a qualitative causal explanation for the events output by Monitoring. In abnormal
situations this explanation will include a fault hypothesis that indirectly or directly explains the
Monitoring outputs. Diagnosis operates by chaining backward from events, hypothesizing immediate
causes for events using generic rules that propagate changes over linked components in a plant. For
example, a rule might state that an abnormal increase in flow at component X may be caused by a
corresponding increase in flow at a component linked to X. Causal chains from different input events are
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joined when they reach a component in common - at such times constraints on the times of events are
propagated by a temporal reasoner. A fault hypothesis is generated when a single failure event is the root
of causal chains leading to all of the symptoms.

In both Monitoring and Diagnosis, the rules are written in terms of classes of components. The result of
this is that the complexity of APACS grows with the number of different types of components, not the
number of components in the modeled system. Experience has shown that the number of rules grows
linearly with the number of classes of component.

Verification is used by Diagnosis to select between competing fault hypotheses. For each fault
hypothesis, the model is modified to account for the failure and the outputs are computed for a period of
time following the hypothesized time of the fault. These outputs are compared to the recorded history of
the sensor readings and a measure of the differences over some interval is computed. The hypothesis
having the smallest value for the measure of the difference is the ultimate output of APACS. Since
Diagnosis can only compute approximate times and severities for a hypothesized fault, Verification
searches a space of different times and severities using a simple hill climbing algorithm that identifies the
combination with the best score.
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Figure 2: System Architecture

2.2 System Architecture

The architecture of the system implementing the functions described above is illustrated in figure 2. The
gray oval contains the components that implement the functions and shows them communicating through
a commercial object request broker (ORB). Messages are knowledge base objects represented as
instances of C++ classes. Components inform each other of the classes of objects in which they are
interested and each component distributes objects to components as per their expressed interests. In this
architecture, each function can be implemented as a separate process using the most appropriate language
and run-time environment. Also, functions can be distributed across several computers. Since
communication uses structured objects that are instances of a common schema (that is, instances of C++
classes), there is no need to parse messages.

Figure 2 shows components corresponding to the data acquisition, monitoring, and diagnosis functions
described above. The UAM, Tracking, and Verification functions are grouped together as a component
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called the Plant Analyzer since they are implemented as one program containing the numerical model of
the plant. They do however run as three different processes. The plant analyzer components have a
private database in which they store the history of plant sensor values so that they can be used for
verification.

Figure 3: the APACS OMI

The CKBJDUT component communicates with an object-oriented database called the common
knowledge base (CKB). All domain-specific knowledge is stored here and supplied to the components via
CKB_OUT and the ORB. A common knowledge base serves two purposes: first, it guards against
redundant and inconsistent knowledge, and second, by storing domain-specific knowledge, it is the place
where most changes need be made in moving APACS to a different plant or process.

The OMI (operator-machine interface) is the component that manages interaction with the user. Figure 3
below shows a screen dump. The main functions of the OMI are to 1) give an operator some indication of
what the APACS components are doing, 2) indicate to the user if there is a possible problem when
monitoring detects significant changes or discrepancies, 3) when a fault is identified, provide the identity
of the fault and some indication of the system's reasoning, and 4) provide users with tools for displaying
sensor data and model outputs so that they can check for themselves that APACS has correctly identified
the failure. The OMI therefore has windows that display APACS activity (top left), a message window
(top right) for displaying text, a plant schematic (left) on which the faulty component can be highlighted,
and several areas for plotting sensor and model outputs. The OMI has several pages, one of which can
display the causal relationships between the faults and the symptoms. The design was guided with
reference to ecological interface design as described in [19].
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This architecture combines to form the APACS Framework for building process monitoring and
diagnosis systems. The framework supports adaptation to new problems in two ways: first, domain-
specific knowledge, stored in the CKB, is separate from the knowledge encoded in the components for
performing inferences, and second, the communications architecture makes it simple to add, remove, or
replace components as is appropriate for the new problem. For example, one might want to replace the
OMI when moving to a different plant or process.

4.0 Classes of Failures

4.1 Introduction
This section provides a brief description of several interesting class of failures successfully addressed by
APACS. Thus far, the data that is being used is to test APACS has been generated from high fidelity
simulations of the plant that are used for training operators and solving design problems. However, the
data collection component of APACS has now been installed on a pilot basis on one unit of the Bruce B
NGS and preliminary analysis of the resulting data has shown that there is a good match.

APACS models approximately 150 specific equipment malfunctions including pipe breaks, heat
exchanger fouling, level control and motorized valve failures, and transmitter failures. The plan for
evaluating APACS includes generating several instances of those failures that are modeled in the training
simulator at different severities and under different plant conditions. The following sections briefly discuss
transmitter failures, subtle valve failures, dual failures in series, and failures outside of the feedwater
system.

4.2 Transmitter Failures
APACS successfully diagnoses several kinds of transmitter failures in the feedwater system; these consist
of two classes of failure at each of four pressure transmitters and each of eight flow transmitters. The
diagnosis of these failures does not involve the causal reasoning of the diagnosis component since
significant transmitter failures result in control actions that can cause dramatic divergence between the
plant and the simulation model. However, in general, the first symptom that describes a divergence
between the plant and the model occurs at the failed transmitter. Therefore, the strategy that is employed
by APACS is to immediately generate hypotheses corresponding to a transmitter failure upon the arrival
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of the first trigger associated with a transmitter. At the same time, Diagnosis continues to attempt to
explain the symptoms in the usual way. If the problem is in fact a transmitter failure, Verification assigns
a higher score to that hypothesis than any other failures that might be generated. Conversely, in cases
where the problem is due to some other failure, the score for the correct hypothesis is higher. Figure 4
shows how the model (dashed) differs from the measured value for a particular transmitter as the
transmitter fails suddenly to producing no value.

APACS models two kinds of failure at transmitters: transmitter stuck and transmitter offset. Verification
models transmitter stuck by fixing the value of the transmitter at its value at the hypothesized time of the
fault. If the transmitter is in fact stuck, there will be a minimal difference between this fixed value and the
measured value over the time of the verification run, thus the hypothesis will have a high score. For
transmitter offset, Verification assumes that the actual flow is fixed distance away from the measured
flow.

4.2 Subtle Valve Failures and Valve Offsets

APACS is able to detect very subtle level control valve (LCV) failures including valve offsets. Figure 5
show a plot of boiler levels in a case where a particular valve sticks at close to its normal operating
position. There is a slight change in boiler levels, but the plant's control computer is able to compensate
for the failure and the boiler levels recover. It is quite possible that an operator would not be looking at
these particular trends at the time of such a failure and would miss its occurrence. APACS' monitoring
component, on the other hand, detects the deviations of the boiler levels from their set points and the fact
that the flow at a sensor upstream from the particular boilers deviates slightly from the model. This
results in several events that diagnosis explains by a failure that allows extra flow through a particular
valve (that is, the valve opens slightly.) For this kind of failure, Diagnosis requests that Verification check
both the possibility that the valve is stuck at some position and that the valve is consistently offset from
its demanded position. As mentioned above, the possibility that the flow transmitter has failed is also
hypothesized. Figure 6 shows a summary of the verification results as accumulated by Diagnosis where
the valve stuck hypothesis (LCV16_TR0UBLE) has a higher score than the valve offset hypothesis. The
correct result was reported within two minutes of the time of the failure.
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Figure 6: Summary of Verification Results

4.2 Failures Outside of the Feed water System

It is important that a system such as APACS not incorrectly report failures. In particular, if a failure
occurs outside of APACS' domain of expertise, APACS must not report that a failure has occurred
within its domain. For example, in the case of the feedwater system, failures in other systems such as the
steam lines or the primary heat transport systems will often result in deviations between the feedwater
model and the plant.
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In many such cases, the diagnosis component will be unable to put together a consistent causal
explanation of the symptoms and will report this fact to the operator. Frequently, however, the symptoms
will result in hypotheses. APACS* strategy for dealing with this is to always generate a "no failure"
hypothesis for verification in which the plant history is compared to a model of the feedwater system
which assumes that it (the feedwater system) is behaving normally. If the "no failure" hypothesis has the
best score, APACS informs the operator that the cause of the symptoms is most likely outside of the
feedwater system. This strategy works quite well in the cases accumulated to date.

4.3 Sequential Multiple Failures
APACS is designed to be able to diagnose multiple failures that occur in sequence. Once Diagnosis has
determined the best hypothesis with a time and severity as computed by the verification algorithm,
Diagnosis instructs the APACS components to modify their models to take into account these faults.
Since there is inevitable some error in the time and severity of the fault, Monitoring must use a set of
widened thresholds. While this work is just beginning, APACS has successfully diagnosed both failures in
such sequences. The scenarios that have been used consist of valve failures of various magnitudes that
are insufficiently large to cause a plant trip, followed about 4.5 minutes later by a second failure. Since
APACS is unable to supply a reference model (UAM) for the plant until Diagnosis and Verification have
determined the nature of the first fault, there is a window in which a second fault can never be detected.
This window currently averages about two minutes on a recent model Rise workstation; the size of the
window is to a large extent due to the fact that Verification needs to collect about a minute's worth of
data following the time of the fault in order to discriminate between hypotheses.

5.0 Related Work
Knowledge-based diagnosis, especially of continuous processes, is a difficult problem and an area of
active research [18]. Early attempts at diagnosis consisted of rule-based systems such as MYCEN [16] but
have been found inadequate since they are brittle, difficult to maintain, and too closely tied to a particular
application. More recently, research in diagnosis has focused on model-based techniques ([2], [15], [4],
[13]). In a model-based diagnosis, a diagnostic inference engine uses a knowledge-based model of the
domain in order to find the cause of the problem. The model is generally a qualitative description [3] of
the behaviour of the artifact being diagnosed. Model-based approaches have typically been applied to
systems such as digital circuits in which it makes sense to use a model consisting of equations describing
equilibrium conditions. Attempts to apply the model-based approach to continuous processes include [5]
and [12] in which the model of the domain consists of a qualitative simulation. The APACS framework is
a unique approach to model-based diagnosis in that it uses the quantitative (numerical) simulations in the
plant analyzer components to generate discrepancies and test candidate hypotheses. A major advantage of
the model-based approach is that it avoids the proliferation of rules linking symptoms to faults that is a
prominent feature of rule-based systems; APACS has less than 100 rules.

Other approaches to developing systems and frameworks for continuous processes include ARTIST [17],
IOMCS [14], CA-EN [1], and REAKT [6], These systems, while they share the goals of APACS,
generally have been applied to small problems, lack the high-fidelity real-time numerical simulations and
tracking algorithms, and except for IOMCS, do not provide an architecture in which separate processes
share a common view of the problem and the domain.

Another related project is ARCHON [7] which is an architecture for connecting many communicating
processes and which has been applied in the process control domain. ARCHON is an agent architecture
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in which process have considerable knowledge about their own capabilities as well as the capabilities of
other agents with which they must deal. For APACS, in contrast, the much simpler protocol in which
processes make requests for certain classes of objects without knowledge of the supplier has been
perfectly adequate.

6.0 Conclusions
In summary, the APACS project has developed a technology for monitoring and diagnosing industrial
processes and has demonstrated, in a particular application, that successfully diagnoses several interesting
classes of failures. Particularly noteworthy is the fact that multiple serial faults, transmitter failures, and
very subtle failures have been successfully diagnosed. Key reasons for this success include the use of a
numerical simulation as a reference model for detecting subtle excursions in plant behaviour and
distinguishing between hypotheses, and the use of a parameter adjustment algorithm for matching the
reference model to the plant over longer periods of time. The model-based approach allows APACS to
do the job with relatively few rules.

Although APACS has to date been tested on a single application, the technology is generic due to the
openness and portability of the overall APACS architecture and by its ability to support the definition of
data communication protocols among components independently of the individual APACS components.
The use of a centralized knowledge base to isolate the domain specific knowledge should reduce the
overhead involved in building new APACS systems for similar situations.

While the APACS project officially ended on March 31, 1996, a follow on pilot application project has
been initiated. For this effort, the prototype has been connected to the training simulator at Ontario
Hydro's Western Nuclear Training Centre where station operators and technical unit staff are being asked
for feedback into the design and performance of the system. At the same time, work has been started to
connect APACS to a running unit in the Bruce B. station. A pilot trial of a full scale APACS attached to
this unit is planned for later in 1996.
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