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Abstract 

These Proceedings contain a written account of the majority of the lectures given at the 1994 
CERN School of Computing. 

A number of lectures dealt with general aspects of computing, in particular in the areas of high 
performance computing in embedded systems, distributed and heterogeneous computing, 
multimedia information systems and on the impact of computing on High Energy Physics. Modelling 
and Simulation were treated with emphasis on Statistical and High Energy Physics, and a simulation 
package (GEANT) and its future development were presented in detail. 

Hardware aspects were presented, in particular in the areas of massively parallel associative 
string processors, CISC vs RISC processor architectures, and a summary of an analogic supercomputer 
chip architecture was given. 

The software development process and associated technologies were the subject of full 
presentations. Software for Data Acquisition Systems was discussed in a number of lectures. We also 
reproduce, as an appendix, a set of self-explanatory transparencies used by one lecturer in a 
particularly detailed presentation of this subject. The HI trigger system was presented in detail. 
Finally, lectures were given on a parallel program supervisor and parallel language processing 
generation. 





Preface 

The seventeenth CERN School of Computing took place in Sopron, Hungary, from 28 August to 
10 September, 1994, and brought together twenty-one lecturers and forty-eight students from twelve 
different countries. The School was organised in collaboration with the KFKI Research Institute for 
Particle and Nuclear Physics in Budapest. The organisers are very grateful to Dr. G. Turchanyi for 
having taken the initiative to organise the School in Hungary. Drs. K. Szegô and M. Zimanyi were 
very active in the local organisation of the School and we express our warmest thanks for their 
invaluable contribution to the success of the School. 

A generous grant was received from the European Union via the Phare contract (H9112-0248) 
established between KFKI and the National Committee for Technological Development (OMFB). 

We are very grateful to His Excellency E. Pungor for his interest and support and to his assistant 
Mr. L. Nyiri for his presentation at the School. We are also indebted to Dr. M. Reeve from the 
European Union for his very interesting lecture. 

The lecture programme (47 one-hour lectures, supplemented by exercises) was again varied and 
greatly appreciated by the participants. AH lecturers are sincerely thanked for their efforts in 
preparing and delivering their lectures, for providing written accounts of their presentations, and for 
their availability for discussion with the students. The lecture programme was complemented by 
excellent introductions to software design methods and tools, followed by very demanding practical 
work. Most of the students tackled the practical exercises with great interest and enthusiasm. 
Dr. P. Palazzi who organised the practical sessions during the first week and Dr. F. Rademakers (for 
the second week) are very warmly thanked for their efforts and congratulated on the results. Our 
sincere thanks also go to their colleagues: Arash Khodabandeh, Michel Maire, Sven Ravndal and 
Simone Giani. 

We are indebted to Hewlett-Packard (Geneva) for the loan of six workstations for use in the 
practical exercises. 

We warmly thank Mr. G, Horvath, Director of Networx Ltd., for the loan of six Ethernet boards 
and Mr. F. Czako, Director of Optotrans Ltd., for the loan of a CISCO router. All this equipment was 
installed by members of KFKI, namely: É. Borbâs, T. Horânszky, T. Benkô and J. Kadlecsik. Our best 
compliments for their excellent work. 

The School was hosted by the Hotel Sopron. The hotel offered excellent facilities and we wish to 
express our sincere thanks to its Director, Mr. F. Pratser, for the excellent service and the efficiency of 
his personnel. 

Two excursions were organised; one to the local area around Sopron and the other to Vienna. 
Both these breaks in the programme were very much appreciated. 

We express our gratitude to our secretary, Jacqueline Turner, for her tireless efforts deployed 
before and at the School. Our warmest thanks also go to Mariann Kovacs for her invaluable assistance 
during the School. 

Finally, we should also thank the students for their active participation and we wish all of them 
success in their professional life. 

CE. Vandoni, C. Verkerk, Editors 

v 





Advisory Committee 

G. Barreira, L.I.P. Lisbon, Portugal 

R. Brun, CERN, Geneva, Switzerland 

S. Centra, 1NFN, Padua, Italy 

F. Flùckiger, CERN, Geneva, Switzerland 

L.O. Hertzberger, Universiteit van Amsterdam, Amsterdam, The Netherlands 

A. Hey, University of Southampton, Southampton, U.K. 

G. Kellner, CERN, Geneva, Switzerland 

P. Palazzi, CERN, Geneva, Switzerland 

K. Szegô, RMKI Research Institute, Budapest, Hungary 

G. Turchanyi, RMKI Research Institute, Budapest, Hungary 

J. Turner, CERN, Geneva, Switzerland 

C. Vandoni, CERN, Geneva, Switzerland 

C. Verkerk, CERN, Geneva, Switzerland 

D.O. Williams, CERN, Geneva, Switzerland 

P. Zanella, CRS4, Cagliari, Italy 

M. Zimanyi, RMKI Research Institute, Budapest, Hungary 

Editors' Note 

No written account of the lectures by S. Cittolin, "Overview of Data Acquisition for LHC" was 
available, but the editors decided to exceptionally reproduce the numerous self-explanatory 
transparencies used by the lecturer, as an Appendix to these Proceedings. 

vii 



Lecturers 

S. Cittolin, CERN, Geneva, Switzerland 

F. Flùckiger, CERN, Geneva, Switzerland 

T. Gaal, INRIA, Le Chesnay, France 

S. Giani, CERN, Geneva , Switzerland 

J. Harvey, CERN, Geneva, Switzerland 

A. Hey, University of Southampton, Southampton, U.K. 

R. Jones, CERN, Geneva, Switzerland 

J. Kertész, Technical University of Budapest, Budapest, Hungary 

A. Khodabandeh, CERN, Geneva, Switzerland 

M. Maire, LAPP, Annecy-Ie-Vieux, France 

P. Palazzi, CERN, Geneva, Switzerland 

G. Peise, Consultant, Stolberg, Germany 

R. Pennington, Pittsburgh Supercompuring Center, Pittsburgh, USA 

S. Ravndal, CERN, Geneva, Switzerland 

M. Reeve, European Commission, Brussels, Belgium 

P. Ribarics, Max-Planck-Institut fur Physik, Munich, Germany 

T, Roska, Research Institute for Computing Automation, Budapest, Hungary 

P. Sloot, Universiteit van Amsterdam, Amsterdam, The Netherlands 

F. Vajda, KFKI Research Institute for Measurement, Budapest, Hungary 

G. Vesztergombi, Research Institute for Physics (RMKI), Budapest, Hungary 

VIII 



Contents 

Abstract iii 
Preface v 
Advisory Committee vii 
Editors' Note vii 
Lecturers viii 
Contents ix 

Interaction and Advances. High Performance Computing in Embedded Systems: 
from Industrial Requirements to Practicable Concepts 

G.Peise 1 
The impact of Computing on High Energy Physics 

J.Harvey 17 
Distributed and Heterogeneous Computing 

R.L. Pennington 25 
Networked Multimedia 

F, Fluckiger 59 
Software Development: People, Process, Technology 

A. Khodabandeh, P. Palazzi 65 
Software for DAQ Systems 

K. Jones 91 
GEANT Steps into the Future 

S. Giani, S. Raxmdal, M. Maire 139 
The HI Trigger System 

P.Ribarics 157 
Modelling and Simulation 

P. Shot 177 
Aspects of Simulation in Statistical Physics 

J.Kertész 227 
Massively Parallel Associative String Processor (ASP) for High Energy Physics 

G. Vesztergombi 235 
CISC vs RISC: Bridging the Processor Architecture-Software Gap 

F.Vajda 275 
Parallel Program Supervisor and Parallel Language Processing Generation 

T.Gaâl 281 
The CNN Universal Machine - a summary of an analogic supercomputer chip 
architecture for very high speed visual processing 

T.Roska 295 
Overview of Data Acquisition for LHC 

S.Cittotin 299 

Students 335 

IX 





Interaction and Advances 
High Performance Computing in Embedded Systems: 
From industrial requirements to practicable concepts 

Gerhard Peise 

Teichstr. 4, D-52224 Stolberg, Germany 

Abstract 
HPC is required for the next generation of industrial production and products. The 
application areas and the requirements in I/O and processing are shown. Parallel 
processing is the cost effective solution, so the concepts and methods used for 
specification and design of parallel systems are critically reviewed. A communication 
architecture for industrial real-time applications will be described. 

1. HPC in industry? 

1.1 State of the art and markets of the near future 
Today information technology is able to deliver super computer power almost as a 
commodity. This is not happening the expected way like it is in science, where super
computers are used. Microprocessor technology used in parallel and distributed applications 
generates the processing power of current super-computers and is scalable and adaptable 
to solve problems in an economical way. 

Cost-effectiveness is one pre-condition for industrial use. The second is time-to-market. 
Since problems tend to become more complex, appropriate methods and tools are required 
to develop adequate and marketable solutions. Parts of the industry is used to work with 
multi-processor systems for solving the problems, so the basic know-how is available. 

When these two pre-conditions are met the industry can address potentially existing and 
new market niches. The next chapter describes a few examples of new applications. All 
these are real-time applications. Real-time does not mean fast, but right and in time. This 
'right in time' is different for different applications. 

1.2 Examples from industrial research targeting the near future products 

1.2.1 Intelligent vehicles 
Here cars, trucks, trains, planes, helicopters, space vehicles and servicing robots are 
addressed. This includes in the near future driver support, safety (e.g. distance keeping), 
improved engine management. In the long term more autonomy is given to the vehicles so 
that finally these systems have to navigate and operate in known and unknown 
environments, co-operate with other autonomous systems and co-operate with hierarchical 
guidance systems (e.g. global knowledge data bases). They operate 'intelligent' by 
individual recognition, classification, decision making, planning and learning. The estimated 
processing power is medium term 100 GFLOPS and 1 TFLOPS in the long range. The I/O 
bandwidth has to scalable up to 10 GByte/s. 
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Example: The projects PROMETHEUS and TRAFFONIC 

Objective: Driver support in cars 

Functionality: lane keeping 
obstacle detection and avoidance 
traffic sign recognition and speed control 
distance keeping 
automated driving 

Status: 

First experiments required a bus for the electronic equipment. The second generation fit 
into a small transporter. A completely transputer based version required only a van. Today's 
PowerPC version is in a small box in the Mercedes S-class car. 

In begin of 1993 the transporter was cruising autonomously on a normally frequented 
highway for approx. 200 km from Stuttgart to Ulm and back. The operation included 
overtaking of trucks, distance keeping lane keeping while passing exits. This year the van 
was cruising from Stuttgart to Berlin ( approx. 500 km) without driver interaction. The 
maximum cruising speed was 160 km/h (100 mph). 

Short term system requirements for practical use in a car: 5 GFLOPS in 5 litre volume 
running at 500 Watt. 

Example: Hovering support in helicopters 

Hcvering is required in rescue situations. It is an unstable operation mode of a helicopter 
and requires highest skill of the pilot. Beside this the effects of wind have to be 
compensated. Vision and radar processing will be used to control the system 

A orototype system had a successful test flight this year. It automatically followed a truck 
which was driving in circles. 

1.2.2 Transport management 
Examples are automatic railway systems or road traffic management. For the railways this 
includes train protection (e.g. emergency braking), train operation, supervision of the 
network and interlocking. This requires real-time operation with reaction times of less than 
0.1 s, fault tolerance and availability of more than 99,9%. The network size ranges up to 10 
km, scalable and maintainable (MTTR < 1h), where a self diagnosis identifies the failed 
components. The road traffic management will lead to better use of existing roads and 
optimisation of traffic flow using visual monitor techniques. 

Example: Car plate recognition for restricted access areas or automatic highway toll 
systems 

The number plate is read and the car identified for access to restricted areas, parking areas 
or tunnels. In automatic toll systems the cars have to be identified, the number plate has to 
be located and read even when the car is driving at 200 km/h and the next car is following 
at a distance of 5 m. Rain and fog are limiting factors. 
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1.2.3 Quality control in industrial production 

The control of prints on products has to cope with the speed of the production, while the 
quality of the recognition has to be compared with perception of a customer looking at the 
product. This requires high resolution (e.g. 5k x 5k pixel in cameras with shutter speed in 
the order of milliseconds. Standardised pre-processing and data reduction has to be 
integrated into the camera while the intelligent part will be in an external system. Today's 
prototypes have approx. 1 GFLOPS. 

Example: Quality Control for Textile Production: 

During its production textile is checked up to 5 times. Defects from weaving and dying have 
to be detected and marked. An experienced human inspector can inspect up to 10 cm/s. 
The targeted system shall operate at 1 m/s with a resolution of 0,1 mm at a 1.4 m wide 
textiles. The system requirements are: data distribution of 140 MB/s, pre-processing of 10 to 
20 GOPS, intelligent post processing of a few 100 MFLOPS to one GFLOP. 

1.2.4 Network based video service and video on demand 

These systems operate at a data rate of 2 Mbit/s to the subscriber, 200 to 10,000 users 
supported, 1000 to 10,000 hours of video stored with 1 hour video is approx. 1 GByte of 
data. Each user should have short access time to his video. 

1.2.5 High power generation and control 

To monitor and control high voltage substations the following functions are required: confine 
transient failures, fast time response for recovery and restart, redundancy, the time 
constants for sampling rates of I/O validation are in the order of few milliseconds to 100 
microseconds. Time redundancy for I/O (repeated reading of a value, up to 6 times before 
accepting) and a number of l/Os in the order of 2000 to 3000 is required. 

1.2.6 Vision simulation 

On the simulator market a quality standard of the visual animation is required to be close to 
photo realistic images. The requirement can be met by the use of texture mapping, which 
results in high communication bandwidth demands. The display operates in true colour 
mode at a resolution of 1280 x 1024. Each second 60 new frames have to be generated 
and the latency has to be less than 80 ms to avoid simulator sickness. The bandwidth to the 
display is 320 MB/s, texture data has to be supplied at 400 to 600 MB/s. The RAM store for 
the texture data requires a few 100 MByte. The intermediate amount of object and shadow 
data is 150 to 200 MB/s. To process the information a performance of a few GFLOPS is 
required. 

1.2.7 OCR for check and voucher processing 

A total of 210,000,000 transactions of international eurochèques and credit card vouchers 
have been processed in 1993 in the central German clearing agency, - that are 0,5 million 
per day or 6,6 per second, non stop. This will increase significantly in the near future. The 
main task is to read hand written numbers, the future requirements are: credit card on-line 
authorisation, intelligent systems for fraud prevention, learning' of the system 'on the job'. 
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1.2.8 Postal automation (letter sorting) 

Postal services deal essentially with sorting and distribution of mail. Standard letter sorting 
machines, which are already successfully used all over the world, process printed 
addresses at a typical rate of 10 envelopes per second. The basic functionality of the 
system is the automatic reading of the addresses. On each letter the following tasks have to 
be performed: scanning the envelope, finding the address field, reading the address, 
understanding the address, verifying the address by on-line dictionary look-up and printing 
the bar code. 

In the future it will be important to develop recognition systems which can integrate human 
reading capabilities especially when applied to complex addresses (reading of hand written 
addresses). For this challenging task the following HPC requirements are anticipated: data 
distribution at 240 MB/s, scalable general purpose processing of up to 5 GFLOPS and 
beyond, incorporation of special hardware and on-line RAM store of » 1 GByte. 

A prototype of an address reader for letter size envelopes consists of 2 racks, 250 T800 
transputers, 2 GByte RAM and has 80 MByte of executable code. In a field test the average 
throughput over many hours of operation was measured as 25,000 envelopes/h. The target 
throughput is 90,000 envelopes/h. This requires a 1000 transputer system. 

An alternative solution with the PowerPC MPC604 fits into 1 crates, uses 20 PowerPCs with 
in total 320 MByte of RAM (which is not sufficient) and operates also at 25,000 envelopes/h. 

Flats (magazines) are larger and have frequently pictures on the front page. This requires 
mere processing power. Also sorting of parcels is more complex. There are six surfaces 
which have to be scanned for the address. 

Nevertheless, to meet the computational requirements in all these application examples 
parallel processing has to be used. 

2. Parallel processing, what is that? 

2.1 Parallel processing in everyday life 

We are so used to parallel processing that we are not aware of it any more. Some 
examples will show parallel processing in everyday's life: 

One of the oldest examples of parallel processing is theatre. A story book is a set of 
communicating sequential processes, or a parallel program. It describes a real time 
application with several processes, synchronised by communication, verbal and non-verbal. 
These systems are deadlock-free. 

Even in ancient times wars were indeterministic real-time activities, where many people 
(processes) were active on both sides. The commander-in-chief (programmer or operator) 
tried to manage the situation by the use of commands (communication). Here we find a 
natural selection: the better or more powerful programmer wins. 

The planning of a production procedure is managing parallel processes by planning the two 
parameters resource and time. A production process is a deterministic parallel real-time 
application: functional units are assembled simultaneously in different places, they are 
transported to their destinations and at the end they are assembled to build the final 
product. Indeterministic producing companies are meanwhile bankrupt. The planning of this 
production process is nothing more than planning of material flow and resources for the 
assembly procedure. It resembles a data flow machine where data is replaced by 
components. 

Project management uses parallel technologies. Resources have to used in an optimal way, 
the total project time has to be minimised, interactions and interdependencies are known in 
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advance. The complete project is optimised. The critical path method (CPM) helps to plan 
the activities and control the progress. 

Soccer is a clear parallel application, and most people manage to play. Tennis is a clear 
sequential sport. 

Beside these examples: the biggest machine on planet earth is the telephone network. It is 
a pure communication system which follows a very simple rule: local calls are cheap, long 
distance calls are expensive. 

What can we learn from those examples for our problem: practical parallel processing. 

3. Parallel Processing, communication and management 

3.1 Marketing first: what is 'Massively Parallel'? 

Today people live in an environment of superlatives which describe the banalities of every 
days life. We are used to talk about superstars, megastars, etc. With this way of thinking we 
look at our own environment and ask: what is next? More than parallel? Paralleler? Real 
parallel? So how to market the next result of research? It's massively parallel! Whatever 
that is, this word will get a meaning by its use. My interpretation as follows: 

In the 70's we programmed the mini computers, in most cases in assembler, due to 
restricted memory and availability of other languages. The programmer developed a 
personal relation to his work, his program. He knew each variable and each procedure call. 
This changed when we got more memory and started to use high level languages: we 
reached a higher level of abstraction. 

In today's method of parallel processing the programmer is in a similar situation: He has a 
very limited amount of processors and low functionality of tools, - and due to this he 
develops a personal relation to each process and processor. The programmer is not forced 
to rethink his method of working because he has hardly an other chance. And with his 
intelligence he is even able to deal with higher degrees of freedom: using more than one 
processor. The programming technology is not very different from that years ago: mastering 
the complexity with assembler mentality. 

Wnat finally is required is something I would like to call 'Pascal-mentality', that means a 
higher level of abstraction which handles functionalities: processors like memory cells. The 
result of this is, that each individual processor becomes more or less meaningless, like an 
individual ant or bee is meaningless, but integrated in a community with the right method of 
information exchange they become very powerful. These are real massively parallel 
applications. 

In terms of information technology this means: the communication system is the key 
element, and this is valid for nature as well as for computer science. 

3.2 Today's use of communication and the results: 
Communication is the new element, in software and in hardware. When we have to deal 
with something we do not completely understand we frequently ask for a maximum of 
freedom and do not accept any restriction, just for our own security. This results in the 
request for communication of each to any. in small systems it could make sense, but limits 
scalability. For bigger systems it has some curious effects: 
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1) direct connections between all processors 

n processors have n*(n-1)/2 connections 

each cable shall have a length of 1 m 

price weight 

node: 1000 ECU 1000 g 

cable: 1 ECU 20 g 

Assume a 1000 processor system: 

each processor has 999 connectors (board space?) 
there are 1000*999/2 m = 499,5 km cable for communication 
cable weight 9,99 t 
processor weight 1 t 
cable costs 499,5 kECU 
processor costs 1000 kECU 

Who is willing to pay for this flexibility? 

How to maintain 500 km of cable in a big box? 

2) a central communication switch 

• each processor communicates with 10 MB/s 
• bandwidth in the central switch is n/2 x 10 MB/s 
• with 1000 processors we need 5 GB/s 

If the technology is available to build this switch the same technology would speed up the 
processor too. The gap in bandwidth is still there. 

So far the hardware. But the software is not much better off. There are also curious effects. 

The programmer (as the master of complexity) dealt with many algorithms and was finally 
always successful. So the new feature 'communication' will be easily integrated. The way is: 
divide and conquer. Communication is reduced to its minimum: I/O. The experience from 
procedure calls is that well defined protocols can help significantly. So use it. One does not 
know what will happen - and does not know what is needed, so basically no restriction in 
communication is accepted. The experience from a few weeks of work helped to identify 
what is believed to be the basic laws of parallel processing: 

• communicating parallel systems are indeterministic 
• we need automatic parallelising tools 

Great! - But this is simply nonsense. Here the programmer acts like a physicist, who tries to 
understand a natural system, e.g. the universe. The programmer or the computer scientist 
tries to explore a computer system: an artificial, man made system, - in most cases even 
made by himself. 

So indeterministic behaviour is not a law of nature, but a result of an incomplete 
specification. It is a function of the individual implementation, and due to this it is completely 
within the responsibility of the programmer. 

As an example: the ALT construct as commonly accepted indeterministic function can be 
used in a deterministic way. In theory, the ALT is indeterministic when we do not know what 
wi I happen. This is the bottom-up view. First was the computer, and now we look for the 
appropriate problems. In practice we have a real problem, we solve it by using appropriate 
tools like programming ianguages and computers. Their flaws and bad features are 
neutralised by programming. Indeterminism only occurs when the programmer is not aware 
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or does not care what will happen in different situations. But these problems have to solved 
anyhow. So why not planning it from the early beginning? 

Now let's have to look at automatic parallelising tools. The basic idea is that these tools take 
a sequential program and make it parallel. This is similar to vectorising compilers which take 
code and look for things to vectorise, like loops etc. This is possible because within this 
code everything is completely specified. The vectoriser operates on instruction level. 

Parallel machines operate on process level, e.g. each processor has a small and complete 
program which communicates with other programs. To parallelise a sequential program it is 
necessary to understand what is going on there, on what kind of information the processing 
depends and how much time it needs. Quite frequently even the author of the program is 
not able to specify this. I think today due to the lack of this information a tool can hardly do 
this work, and if, hardly with acceptable efficiency. 

The main reason for this is that most applications are inherently parallel. As programming 
we understand to serialise a parallel task in a way, that it can be executed efficiently on a 
von-Neumann architecture. We are used to this way of thinking that we do no reflect 
consciously what we are doing, it is more a reflex, a function of the spine. After spending all 
the effort to serialise a task we expect to have a tool which parallelises it again, e.g. makes 
our previous work obsolete. Additionally this tool has to integrate the exchange of 
information: communication. But what is communication at all? 

3.3 What is communication? 

Tc understand the functional requirements for a communication system of a parallel 
machine we have to understand what is communication and why it is used. 

The expression is taken from our everyday life and describes the standard method of our 
personal interaction. It is used for pure information transfer as well as to initialise or 
synchronise activities. 

So what types of communication do exist in human interactions? The following but 
incomplete list gives some examples: 

type goal 

1) discussion directed message for 
immediate reaction and interaction 

2) talking to the people directed message without immediate 
feedback (politics, advertising, lecture) 

3) law directed message without feedback, 
but with control and sanctions 

4) somebody talks and nobody listens undirected message, end in itself 

Which of these communication methods are useful for parallel processing and distributed 
systems? The reason for information transfer is that this information can not be processed 
at this place in time or that the message shall initialise other activities. The following table 
describes three communication methods used today on computers: 
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type goal result 
a) point-to-point exchange of organising, 

synchronising information synchron. of processes 

b) point-to-point without transfer of indeterministic, 
synchronisation information acknowledge unimportant 

c) broadcast information to all no acknowledge, 
no feedback 

Let's again compare the communication structure of big parallel systems with 
communication in our human society. In case of discussions we try to come close together. 
That is easy to understand when looking at a situation with many independent 
conversations taking place in one room. Talking to distant people disturbs the others. 
People group together. 

The same effect we have using communication on parallel machines. Long distance 
communication has to be handled by intermediate partners or processors and uses their 
resources, e.g. disturbs their work. Is it not possible to arrange the communicating partners 
in a way we naturally do it in our everyday life? 

Planning the flow of a parallel program is primarily planning the communication. This is the 
central task when developing parallel software. Communication has to be planned like a 
working plan or a production schedule for a producing company. The only difference is: the 
product is information. 

On a computer a software engineer can implement a program in a way, which, compared 
with a production schedule, would ruin the producing company. But many programmers ask 
for exactly this freedom to be able to do their job. 

In general we can say the following for parallel systems: 

• communication synchronises the processes 
• communication between neighbours is of importance 
• global and random communication is only of theoretical interest and rarely exists in 

practice, only in badly planned and inefficiently operating programs 
• load balancing is meaningless for real-time applications because the real-time 

programmer is the only one who has to know in advance what he is doing 
Up to now it was a description of communication, - but how to use it? We have seen there 
are examples in our everyday life. The only problem is: people who do 'parallel processing' 
since centuries can't program, and the programmers don't know their methods. 

What can we learn from these different fields for our problem: parallel programming? 

3.4 Planning of communication and interaction in parallel systems 
The key word is planning. And planning means understanding in advance. This might be 
new for many programmers, but it is the same as the planning of the execution of an 
algorithm (first * and /, then + and -). We are used to do this, because we have learned it at 
school, and we knew it before we started to learn how to program. Handling the execution 
of orocesses, their communication and their interdependencies brings a new parameter into 
the game: time. To deai with this is common use and called real-time programming. So the 
integration of communication in standard software integrates real-time features into the 
program. This has to be recognised by the programmer. A good method to deal with these 
new features can be found in the techniques of project management. 



3.5 Project management and parallel programming 
What is the difference between project management and parallel programming? Not so 
mbch. Both are multiple resource problems. Management uses old techniques to organise 
resources and their interactions to solve a problem. This is the top-down view. Parallel 
programming is believed to be a new technique, but it is finally the same. The only 
difference is that most programmers have a bottom-up view, concentrate on individual 
resources and later on establish their interactions. 

Let's look at a factory and see what we can learn for parallel programming: There are many 
tasks to be executed. The duration depends on the resources spent, e.g. people working on 
it. f it lasts too long we have to put more people on to the job, as long as it makes sense. 
One job depends on results of an other. It cannot start before the previous job terminates or 
produces results. Results might be transported from one place to an other, e.g. the engines 
for a car are produced in a different place than the final assembly takes place. There is a 
clear interdependency. The describing parameters are resources and time. 

To plan this each task is estimated in terms of load and duration. Interdependencies are 
identified. The flow of material is specified in terms of time and quantity. All this is 
information is put into a bar chart which represents the logical flow of work as a function of 
time. These charts are called Gantt-Chart (H. Gantt, 1861-1919). 

In more complex and parallel situations we see that a series of tasks is active all the time 
while others are waiting for the results. This series of tasks is called the critical path. Other 
tasks are waiting for results from others before they can proceed. This waiting time is called 
free buffer time. Optimising the total job means: 

identification the critical path and the tasks with free buffer time 
change of resources to minimise the free buffer time 

This critical path method (CPM) is an excellent planning method to describe parallel 
activities like production or programs (which are basically the same). The programmer 
should be able to estimate the execution time of a process as well as the load and duration 
of communication. This information is a complete description of the communication 
structure of the system, the communication architecture. 

3.6 Quality, - or design for testability 
Debugging a parallel system influences the system behaviour because it has effects on 
execution time and communication load. Since there is no interaction-free debugger we 
have to plan debugging as well as processing. This means that debugging has to be part of 
the specification of a parallel system. It has to be interleaved with the communication in a 
way that debugging messages will change the timing of the program flow, but not the 
functionality. 
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The principal integration of debugging is shown in the following example: 

Basic function: communication is synchronising 

message 1 : sender: announcement of communication to receiver 
sender waits 

time for debugging messages from sender 

answer 1: receiver: acknowledge 
receiver waits 

message 2: sender:- information transfer to receiver 
sender waits 

time for debugging messages from receiver 

answer 2: receiver: acknowledge 
both processes continue 

4. Practical considerations 

Ar architectural concept for a scalable real-time system for industrial applications has to 
cope with scalability in communication and processing, cost efficiency, short turn-around 
times. So the whole process of design has to be addressed: from specification and 
simulation to implementation and validation. This covers hardware, system software and 
design tools. 

This concept was developed for parallel real-time applications in industrial environments. It 
is based on real market and application requirements and implemented within the ESPRIT 
project 6290 HAMLET. 

4.1 The Hardware and Architecture 

The key element in parallel processing is the handling of communication. Communication 
has to be the base of a processor concept, not an add-on. Until now there were three 
processors with integrated communication brought to the market: 

Inmos: transputer 
Texas Instruments: C40 
Intel: iWarp1 

The most advanced communication concept is definitely in the T9000 transputer (3rd 
generation transputer) with the C104 communication switch. It is enhanced with the 
PowerPC for processing and an communication backbone for broadcast and data 
gathering. 

1We understand that the production of the Intel iWarp processor has been cancelled 
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Fig. 1 : The communication architecture 

The communication backbone is a data distribution system operating at 300 MB/s. Data is 
transferred from the sources directly into the memory of the target components. These can 
be dedicated functions (convolvers, look-up tables) or the memory of standard processors 
(T9000 transputer) for further data reduction or post processing. The data transfer can be 
point to point, one to many, one to all or many to one. Communication between processsing 
nodes is point to point using the transputer links. 

The operation of the communication backbone is synchronous. The access to the backbone 
is described in tables containing information on sender, receiver(s), length of transfer and 
channel number. These lists are executed in a round robin way. 

4.2 The Development Environment: 

4.2.1 A Concept for the Planning of Real-time Programs 
The environment for the development of real-time programs should bring the programmer in 
a position where he/she can completely describe and specify the behaviour of the final 
system. This includes response time, execution time, load, data rates, etc. This specification 
(the design) is the only creative part of the job. The final implementation is limited by these 
early design decisions. If basic decisions have to be taken at the implementation phase the 
specification was incomplete in the first place. 

Tne external parameters for the application program are defined in the requirement profile. 
The internal structure of the solution is the result of the system design and may consist from 
some tens to hundreds of processes. After this design phase the programmer needs early 
feedback on the correctness of his assumptions. Usually this can only be given by testing 
the executable code, - after finalising the major part of the implementation. 
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To avoid this delay the HAMLET approach is to simulate the system based on the 
specification information. Since all behavioural parameters like load, time and delays are 
specified, this behavioural simulation will give information on whether the assumptions are 
right or not. Early in the design cycle a test on the correctness of the assumptions can be 
made. This is the first revision loop. 

When these tests show, that the simulation with the internal parameters meets the external 
requirements the implementation can start. Each individual process, as described earlier 
with its behaviour in time and its communication, can be tested after coding to check 
whether the implementation of each individual process meets the specification. So a second 
revision loop will help to optimise the implementation, or should that not be feasible, the 
specifications have to be changed. All this is possible on individual processes or groups of 
processes without having a complete implementation of the system. 

This method of developing parallel real-time programs adopted by HAMLET is shown in Fig. 
2. The integrated design environment consists of the following tools: 

• the design entry system: DES 
• the specification simulator: HASTE 
• the debugger and monitor: INQUEST 
• the trace analysing tool for HASTE and INQUEST data: TATOO 

Their use will significantly shorten the design and implementation time. It can also be used 
by project partners for an early estimate of the functionality and cost of a software job. 

A. 
Requirements from Applications 

\ t Host 

Design (DES) Development Design (DES) Development Design (DES) 
Machine 
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Fig. 2: Principle of the HAMLET application development system 

4.2.2 The Design Entry System: 
A design entry system is used for system design, that is planning and creation of the 
internal structure of software and hardware which will fulfil the external requirements. These 
requirements are described by parameters like data rates and timing. For the design 
additional information has to be given on the internal structure of the solution: how the task 
is split into processes and how these processes co-operate or communicate. Here also the 
parameters load (processing and bandwidth) and time (execution and communication time) 
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are used to describe this interaction. The result is a behavioural description of the system. 
When this description is correct the final coding should not lead to unexpected results. 

external conditions 

application specific 
requirements 

internal conditions 

design specific solutions 

Fig. 3: external conditions / internal solutions 

external conditions 

4.2.3 The Specification Simulator: 

The structure developed in the DES with the parameters of load and time are fed into the 
HASTE simulator. Based on these parameters and the I/O requirements the operational 
behaviour of the planned system is simulated. There is no simulation or execution of 
application code. This early behavioural simulation gives a feedback on the real co
operation of the planned processes and their interaction with the external world. Traces are 
produced which can be analysed with the TATOO trace analysing tool. All this happens 
before the programmer starts with time consuming coding. 

external conditions 

internal conditions 

simulation of timing, load and bandwidth 

Fig. 4: Behavioural simulation based on specification data 

application specific 
requirements 

external conditions 

4.2.4 The Debugger and Monitor: 
The implemented code of individual processes or groups of processes is executed and the 
performance is measured. Traces are produced which analysed with the TATOO tool. A 
comparison of execution time, I/O behaviour etc. with the specification from the DES gives 
early feedback on how close the implementation is to the specification or how realistic the 
assumptions were. The debugger is specially designed for testing parallel programs. 
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Fig. 5: Reference data from executed code 

external conditions 

4.2.5 The Trace Analysis: 

Here the results of the simulation as well as from real execution are visualised and can be 
compared. Data will be displayed as numbers, in bar charts, Gantt charts, colours for load 
representation, histograms, etc. 
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Executed code window 

Fig. 6: Comparison of specifications with real results 

4.3 Algorithms 

Parallelising existing sequential algorithms could become a doubtful task. There is always 
more than one method to solve a problem. Most algorithms are selected because they 
produce in time good results on sequential machines. There is absolutely no reason that the 
same algorithms are useful for parallel execution. There might be other algorithms which 
give better or earlier results in parallel implementations. Parallelising algorithms means 
more than re-coding: it requires the understanding of the problem and the knowledge of 
different methods to solve it, not only modifying the existing solution by modifying 
instructions. The problem is not the computer, it is the implementation. 

A good parallel implementation of an algorithm will have certain properties. One is 
scalability. This is required to be able to finally debug and use the program. Looking at the 
development cycle for parallel programs we see that we need algorithms which can be used 
the following way: 
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a) editing on one: 10^ processors 
b) debugging on few 10 1 processors 
c) producing on many 10 n processors 

The step from a) to b) is development work, the step from b) to c) can only be a 
specification. Scalability means the same program behaviour on one as on many 
processors. It has only an effect on execution time, not on the result. 

5. Conclusion 
Th s architectural concept solves the communication problem in industrial parallel real-time 
applications. It is scalable and cost-efficient. It is supported by a design entry system, a 
simulator, debugger and the languages C and occam. 

AcKnowledgement: The technical implementation of this concept is partly funded by the 
European Commission within the ESPRIT project 6290 HAMLET. 
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Abstract 

Since the early days of High Energy Physics data processing requirements have 
steadily increased. At the same time, computing techniques have also evolved and have 
had a big impact on the way experiments are conceived and built. In this lecture I will 
describe the traditional HEP computing model and review trends in use of computing 
techniques and computer architectures for the processing of HEP data. The impact of 
emerging technologies is also mentioned and I conclude with an outlook on 
computing at LHC. 

1. HEP Computing Model 
Processing of data from HEP experiments normally proceeds in a number of stages. 
The results of one stage are buffered and subsequently read when the next phase is 
invoked. In certain cases this buffer is a storage device and in the traditional computing 
model these data stores serve to distinguish the various processing phases. 
Phase 1, the on-line system, is concerned with all real-time activities. In particular it is 
responsible for selection of interesting events, for the collection of digitizings 
corresponding to those events and for the formatting of event data structures on the on
line storage medium. Procedures must also exist for configuring the readout 
configuration and for providing rapid feedback on data quality. 
Phase 2 involves the reconstruction of raw data to reconstruct particle trajectories and to 
assign momenta and particle identification types. An off-line production system 
typically performs sequential processing of events in a series of passes over the data, 
resulting in the production of Data Summary Tapes (DST) of which there might be 
several (DST, miniDST, microDST, nanoDST) corresponding to the degree of data 
reduction each has undergone. This phase is characterized as being computationally 
intense and therefore requires a well controlled environment and a minimum of 
redundant processing. Data may need to be reprocessed a number of times as new 
information on alignment and calibration of the detector becomes available. 
Following the production phase, physicists perform interactive analysis on event 
samples contained in the DST. This involves reprocessing data many times with new 
algorithms and requires fast access to specialized data sets. This phase is essentially 
interactive, requiring fast turnaround and good visualization tools. 
A complementary activity is the simulation of physics processes and the detecor 
response. Simulated events are used to test the reconstruction and analysis programs. 
They are also used to study the acceptance of the detector and backgrounds to rare 
processes. This phase is characterised as being a highly cpu intensive activity, with 
relatively modest I/O bandwidth requirements, generating large data volumes for 
permanent storage. 
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2. On-line Computing 
Processing data on-line has come a long way since the early days as can be illustrated 
by the following annecdote. In the I960's transistorized scalars were in mass 
production to meet the demands of data gathering. The front panels of these scalars had 
five sets of four lights to show, in binary notation, digits in the range 1 to 99,999. 
Inside the unit only a small fraction of the volume was used and only five such units 
could be mounted in a standard 19" crate. Huge banks of scalars could be set up in 
standard racks and arranged in an arc. The data acquisition system consisted of a 
physicist, sitting at a desk at the centre of the arc, reading the scalars using a pair of 
binoculars ! 
Fortunately computers were becoming more available and manageable in size and it 
became apparent that these scalars didn't need lights on their front panels if the digits 
stored in them could be read via a common bus into a computer data store. In this way 
plug-in modules could be drastically reduced in size and the same bus could carry 
control information back to the modules from the computer, thus permitting the 
acquisition system to be configured under computer control. This new approach to 
computer control of data acquisition, together with the development of the CAMAC 
instrumentation standard [1], had a profound impact on the methods used to collect and 
process data from HEP experiments. 
As the data volumes and rates increased dramatically, new architectures were 
developed. In particular, a fast trigger combined with multi-event buffering were 
needed to de-randomize data flow and hence minimize deadtime. Requirements on event 
selection and pre-processing led to programmable solutions using a high level language. 
Extra processing power was needed for data compression and formatting. As the 
detectors and their life support systems became more complex the need arose for 
equipment monitoring and automatic fault detection. 
The fabrication of integrated circuits offered significant advantages in terms of 
reliability, reduced power usage, reduced board area and better performance. A wide 
range of new devices became available, such as Programmable Read Only Memories, 
Field Programmable Logic Arrays, Content Addressable Memories etc. These were 
very fast, had rather limited programming capability, but were successfully used in 
many trigger systems [2]. 
VLSI techniques also led to the development of the microprocessor, a single chip with 
all essential functions of a complete computer i.e. CPU, memory, I/O ports and 
interrupt logic all interconnected on a system bus. These devices could be embedded in 
the readout system and used to read, buffer, and process data close to the front end 
electronics. Thus a significant improvement in performance of the data acquisition 
system could be achieved at the expense of increase in size and complexity of the 
computing system. 
CAMAC, however, was conceived as a multi- crate instrumentation bus controlled by a 
single master, the host computer. Thus microprocessors were first utilized as intelligent 
crate controllers, controlling a subbranch of the CAMAC "tree" and, due to the low 
interrupt latencies and software overheads, as front-ends to the host machine. 
Eventually a new standard, Fastbus, was devised by the HEP community as a true 
multi-master, multi-crate data acquisition standard. Fastbus was successfully used by a 
number of large HEP experiments, notably at LEP, but never enjoyed the same 
widespread use as CAMAC due to the very limited industrial support. On the other 
hand, the emerging industry standard, VME, although originally conceived as a single 
crate computer backplane, has also been used for data acquisition applications. The 
VME standard has evolved in a number of ways and, due to its strong industrial 
support, has now overtaken Fastbus as the most popular choice. 
These distributed processing architectures also made use of a LAN (typically ethernet) 
to provide a fast cheap method of interconnecting processors. In DAQ systems the LAN 
is used for a number of purposes, such as a path for control and error message and for 
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supporting distributed network services. DAQ systems were hosted by computers with 
32 bit architectures, having more resources and sophisticated Operating Systems. 
A comparison of TASSO and ALEPH reveals, in the ten years between 1980 and 1990, 
an increase of 1 or 2 orders of magnitude in the scale of the problem (e.g. number of 
channels, event size etc.) and at the same time a reduction in the deadtime by 1 order of 
magnitude. This has been achieved at the expense of a large increase in complexity in 
hardware (TASSO had one on-line processor whereas ALEPH has 80) and in software 
(protocols, configuration management and monitoring tools all required sophisticated 
software that had to be designed, as well as coded and tested). 

3 . Event Level Parallelism 
For off-line production HEP computing needs have been dominated by event 
processing, Monte Carlo event simulation, and analysis. Traditionally, these tasks were 
performed using general purpose mainframe computers, but as the processing 
requirements escalated the cost effectiveness of mainframes began to be drawn into 
question. However during this period of time, powerful and inexpensive processors 
became available, which, when assembled in parallel, were capable of delivering 
massive amounts of CPU power at a fraction of the cost. This approach, called 
farming, involves running a copy of the same program on each CPU, each processor 
working on a different event at any one time. The I/O for the parallel system is handled 
through a connection to a host, which has access to disk and tape storage devices. 
In the past several innovative developments were made based on such a parallel 
architecture to provide cost effective CPU capacity. 

• Fast bipolar bit slices, programmed in microcode, could be used to emulate the 
instruction set of bigger commercial machines. This permitted FORTRAN code to be 
developed and debugged on the high level machine. These emulators [3] were used 
on-line for evçnt filtering (e.g. at UA1, TASSO) and were also attached to 
mainframes for off-line production work (e.g. at SLAC and CERN) 

• Architectures based on large arrays of commercial 32 bit micros were exploited 
successfully, one facility provided the main reconstruction capacity for Fermilab 
experiments during the late 1980s [4]. 

These were essentially HEP in-house developments and, whilst these developments 
were certainly effective in overcoming the shortfall in affordable CPU power that 
existed during the 70's and 80"s, the hidden costs determined their limited duration. 
Several issues of a technical nature made their exploitation not completely transparent, 
but the deciding factor were the substantial real costs and timescales of manufacturing 
and maintenance. 

4 . Impact of Workstations 
As VLSI techniques improved, microprocessors with more functionality, higher 
performance and a full 32 bit architecture became available. The availability of these 
components led to the commercial development of workstation platforms, which 
combined the raw processing power of the microprocessor with large real memory, 
connections to LAN and peripherals, and sophisticated software support. 
Although originally intended for general purpose interactive work, workstations are 
also excellent for parallel applications having high compute power and low I/O 
requirements. Workstations have largely replaced the devices mentioned in section 3 in 
farm applications, as they offer simplified maintenance, increased reliability and a more 
complete computing environment. In the LEP programme, workstation farms have been 
used to perform event reconstruction in quasi real-time, providing detailed feedback on 
the quality of data collected within a timescale of ~1 hour. This has considerably 
improved the monitoring capabilities of the on-line system. 
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The evolution in performance of microprocessors received a further boost in 1989 with 
the change to a Reduced Instruction Set (RISC) architecture. The power of these 
devices became comparable to that of a mainframe and offered an astounding 
price/performance ratio. This, together with the availability of inexpensive disk and tape 
storage (SCSI), led to the use of workstations as platforms for central services. 
Several facilities based on workstation clusters have been brought into operation at 
CERN, each targeting a specific application domain, but each basically consisting of 
three main components: compute, disk and tape servers; distributed software for 
managing disk space and organizing data movement; high speed networking. The 
facilities available, which come under the generic name CORE, are as follows : 

• Scaleable Heterogeneous Integrated Facility (SHIFT) [5] offers fast access to large 
amounts of data on disk and good tape support. It is cheap and easy to expand and is 
used for batch DST analysis. 

• Central Simulation Facility (CSF) is used for number crunching jobs with low I/O 
needs. One job is allocated per processor, where each job can last from 4 to 48 
hours. Data are generated locally and can be staged to tape at the end of the job. 

• Parallel Interactive Data Analysis Facility (PIAF) is used for interactive analysis with 
n-tuples. Data are spread across the nodes in an interactive server cluster, user 
transactions are formulated and executed simultaneously on all servers. Results are 
combined and returned. 

The last example, PIAF, is particularly interesting as it is an example where the use of 
finer grain parallelism gives particular benefits i.e. by minimizing latency which is 
highly desirable for interactive work. 

5 . Distributed Computing 
Today's compute installations comprise RISC based workstations running the 
manufacturer's flavour of the UNIX operating system. The goal is to provide users and 
applications transparent access to data, computation, and other resources across 
collections of multi-vendor, heterogeneous systems [6]. 
One technology that will be important in the future is the Distributed Computing 
Environment (DCE), which is sponsored by the Open Software Foundation (OSF). 
DCE is an integrated set of OS and network independent services that support the 
development of distributed applications. It is constructed on a layered architecture, from 
the basic service providers (operating systems) up to the higher-end clients 
(applications). At CERN the strategy is to build a DCE where users access from their 
desktop a variety of services over the network. 
The move to distributed computing is being matched by a concurrent shift towards 
centralized storage management. It would be convenient if data could be viewed as one 
logical data repository, such that the user need not have to know exactly where the data 
are stored and how they can be accessed. Such a facility constitutes a distributed 
database and requires sophisticated management software to deal with several complex 
issues e.g. keeping data up-to-date when it is physically dispersed. 
Such an approach would seem to be appropriate for managing access to the many data 
sets ( e.g. mini DSTs) accessed during physics analysis. The traditional approach sees 
HEP data stored and accessed in sequential mode, complemented by direct access event 
directories which are used for making quick selections of wanted events. However this 
is typical of a database query. One could therefore envisage a new computing model 
whereby events generated on-line are stored directly in a database. Subsequent 
processing is performed by accessing data from this database and as each event is 
processed more information is added to the database. Not all data from an event need be 
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located close together, but would be driven by the processing requirements. In addition, 
depending on the analysis, it may be more efficient to cluster together subsets of data 
from many different events. Finally, the different phases of reconstruction and analysis, 
the geographical distribution of physicists and their interest in different event categories 
leads to the requirement of hierarchical data stores. 

6. High Performance Computing 
As we have seen the current industrial trend combines the RISC architecture with 
CMOS VLSI technology. Steady progress in reducing feature size and increasing chip 
area will continue for at least the next five years. One can expect improvement in cycle 
times and first level cache size and there is potential for increased micro-parallelism 
(e.g. super-scalar, super-pipelining, VLIW). However the only economical way to 
achieve significantly higher performance is through parallelism. 
As has already been mentioned, coarse grain parallelism can be implemented by 
exploiting the event oriented nature of HEP data using farm architectures. An alternative 
approach would be to use parallelism finer than the event level, which could provide 
benefits for applications where latency is crucial e.g. trigger applications, interactive 
data visualization. Several R&D initiatives [7] are being made to study different 
architectures ( e.g. SIMD, MIMD) as well as different programming models (e.g. 
message passing, shared memory) in these different application domains. The success 
of this approach will depend on the ability of the application to express the parallelism 
and whether the performance gain outweighs the cost of design and debugging the 
system. 
The high performance computing industry is using a more tightly coupled processor 
architecture to provide systems with massive amounts of CPU power. The dominant 
trend for the construction of Massive Parallel Processing (MPP) systems is to use large 
numbers of commodity RISC processors and physically distributed memory, 
interconnected either by a high performance bus or scaleable switching fabric. CERN 
has taken delivery of such a machine, the MEIKO CS-2, with the aim of studying the 
potential of MPP systems in different applications. 

7. Technologies for LHC 
Requirements on compute power, data handling and data storage for LHC experiments 
are several orders of magnitude larger than for present experiments. An estimated 1000 
events/sec will have to be handled at the level of the event builder (with ~1 MB/event). 

f\ 7 
Processing power of 10 - 10 MIPS will be required to reconstruct events in the event 
filter farms and reduce the rate of events transferred to archive storage to 10-100 events 
per second. The data volume per experiment is estimated to be several hundred 
Terabytes/year. The huge volume of data implies that at least the early stages of data 
processing have to be done at a central place. All information must be available and 
accessible to members of the collaborations via networks. 
Many new techniques will have to be developed to cope with these enormous data rates. 
A vigorous R&D programme is under way to investigate the requirements for the 
various components and to study technologies being developed by industry. In the 
future we will still an increasing reliance on new technologies and specialized hardware 
e.g. 
• Fibre optics will be used for transmission of data from the detectors to the counting 

rooms and for the distribution of timing and control signals to the front end 
electronics. 

• Software event builders are not feasible at these transfer rates, whereas commercial 
switching fabrics developed by the telecommunications and computer industries 
have the potential to provide a solution. 

• Farms of high performance commercial processors organized in several clusters will 
provide the compute power for on-line and off-line applications. 
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• Technological advances in disk and tape technology, together with robotics, seem to 
be able to satisfy the storage requirements. 

Network throughput will need to increase by at least two orders of magnitude to cope 
with high data rates and to support new activities such as desktop video conferencing. 
Fortunately the telecommunications industry is investing heavily to develop a new type 
of network technology called ATM (Asynchronous Transfer Mode). 

8. Software Issues 
From past experience with LEP and HERA experiments it is estimated that about 1000 
man years will be required for the development of software for an LHC experiment. 
About 30-40 man years per year may be required to maintain and upgrade the software 
over the lifetime of the experiment. Any efforts to develop parts in common and to 
produce higher quality will result in an overall reduction of total investment required for 
several experiments. 
In particular the quality of software is a critical issue e.g. key off-line algorithms will be 
run in real-time in the level 3 software trigger. Procedures for controlling quality may 
be adopted for managing the software production process. Studies have shown [8] that 
process and project management are the key first step that must be taken to improve the 
software production process and that -10% of manpower needs to be dedicated to 
management aspects. Management procedures divide the process of software 
development into the phases that must be followed and defines the information and 
products to be produced at each step of the way. The phases cover the definition of 
requirements, the specification of the design, the production of code, acceptance 
procedures, as well as the requirements for the operational and maintenance phases. 
Management aspects are independent of the particular technology being chosen for 
design and implementation. For example, selection of object oriented techniques may 
bring many benefits for improving modularity and re-use of components but will not be 
sufficient to solve the managerial issues faced in development of software. 

9. Concluding Remarks 
Computing for HEP has had a large impact in shaping the way experiments have been 
carried out.,In the past, new standards for instrumentation and data acquisition, such as 
CAMAC and Fastbus, have been devised by our community and have enjoyed 
considerable success. However the evolution of computing technologies proceeds at an 
incredible pace and the need to accommodate and exploit these trends over the long 
lifetimes of modern experiments implies that more and more reliance will be placed on 
industrial developments and standards in the future. 
Current activities in computing for HEP are dominated by the future LHC programme 
and devoted to understanding the requirements of LHC experiments. There is evidence 
that industry seems to be able to offer CPU power, storage capacity, networking 
infrastructure and standards for interworking on different hardware platforms at 
affordable cost. The R&D programme is attempting to evaluate many of these 
technologies and use them as the basis of solutions for our computing problems. Data 
handling at LHC provides a stiff challenge and could hold the key to a successful 
experimental programme. 
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Abstract 
These lectures are intended to serve as a general overview and introduction to 

distributed and heterogeneous computing with the purpose of exploring the practi
cal considerations associated with creating and then effectively programming a dis
tributed system. The primary programming emphasis will be on message passing 
techniques and considerations. Message passing example codes for two programming 
paradigms will use PVM and wiU iUustrate using PVM with C and Fortran. 

1 Introduction 
Distributed and heterogeneous computing is an increasingly common choice for perform
ing computations and it is being widely adopted in the scientific, engineering and business 
communities. The past decade has seen this field change from being an arcane art prac-
tic ed by only a few to an area where great progress has been made in the implementation 
of many of the necessary technologies for the creation of distributed computing systems. 

The impetus for the development of distributed computing infrastructure is derived 
from very basic changes taking place in the world of computing. The growth in capabili
ties of individual workstation class machines has been nothing less than phenomenal, with 
m )dern workstations rivaling the performance of supercomputers from a mere decade ago. 
These inexpensive machines are increasingly easy to maintain and to use for computa
tions, giving individual researchers powerful computational platforms that are much more 
accessible than department or computer center systems. This move away from central
ization of services has been matched by a corresponding growth in capabilities to share 
dcta and resources in more transparent ways. The principal reason for the existence of 
distributed computing is the need for enhanced performance. Enhancing performance 
may have a number of benefits as shown below. 

• Decreasing the turnaround time for a set of computations. Predictive models, such 
as weather forecasting, or real-time control systems, such as on a factory floor, 
require that the computational results be available prior to an externally imposed 
deadline. Multiple systems that provide a decrease in the elapsed time necessary 
for the computation may help solve these problems within the time constraints. 

• Solving larger problems than will efficiently fit on a single system. Many scientific 
and engineering applications will not fit onto a single workstation, nor will many of 
the large databases already in use in science and industry. In these cases, partition
ing the calculation among a set of cooperating computing systems in which each 
performs a fraction of the total operation may provide better response. 
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• Utilizing unique resources that cannot be replicated on every system. Many appli
cations may require access to unique resources such as specialized high performance 
processors, I/O systems, large amounts of memory or software packages. Installing 
all of the necessary hardware or software on every system that could possibly need 
it is highly inefficient and often impossible. 

• Maximizing the utilization of expensive or scarce resources. The pooling of requests 
for these resources by a number of systems can lead to more efficient utilization of 
what are often very expensive resources. The number of high performance comput
ing systems may be decreased if an equitable method of transparently sharing them 
is available and the}" are not fully saturated. 

• Enhancing fault tolerance by replication of services and information. The increasing 
interdependence of systems for the accomplishment of the goal may increase the 
vulnerability of the aggregate system to the failure of one of its components, such 
as a machine that holds a key section of a database. This can be minimized by 
replicating critical services with transparent transitions when failures occur. 

• Improving usability of the programmer's or user's working environment. One exam
ple is the use of a distributed file system that is the primary user level file system 
for a set of machines and users. This can dramatically reduce the amount of storage 
space necessary by removing the need for multiple copies of data and programs. 
Users only have a single copy of their files and a single working environment to 
maintain. 

Many projects have played significant roles in the development and acceptance of 
distributed systems, including Project Athena, the X Window System, the Andrew File 
S\stem (AFS), Sun's Network File Svstem (NFS), numerous parallel programming svs-
tems (PVM [3, 4, 2j. P4 ; i l , 12], Linda [13]. ISIS [6. 7], CHIMP [10], Express [16]) and 
resource control systems (DQS [21]. Condor [26]. Utopia/LSF [40]). 

The newly emerging maturity of the field has been recognized and a number of efforts 
are currently underway to standardize some of necessary software components. These 
efforts are exemplified by work in such areas as the Open Software Foundation Distributed 
Computing Environment (OSF DCE). the Message Passing Interface (MPI) [41] forum, 
the High Performance Fortran (HPF. see [28]) forum and the inclusion of batch queuing 
systems within the POSIX standards. 

2 Distributed Computing Infrastructure 
A : a time when scientists and engineers are developing or enhancing increasingly sophis
ticated applications requiring greater computational capabilities, much if not most of the 
world's scientific computing power resides in offices, rather than centralized in computer 
rcoms. As a result of the dispersion of computing power, a number of efforts have been 
made to find ways to harness the aggregate computing capabilities of groups of machines. 
Tiese efforts have been successful in many ways, and it is therefore worthwhile to exam
ine some of the basic issues for a distributed computing infrastructure from a practical 
viewpoint, see also [30. 25:. 

Ideally, it should be possible to purchase integrated systems that incorporate all of the 
components necessary to develop and execute distributed applications efficiently, in the 
Sc me way that a workstation or an MPP with all of the necessary peripherals and software 
is purchased today. Parts of the distributed computing infrastructure are commercially 
available and other (possibly incompatible) parts are available from ftp sites, but there 
does not yet exist the capability of purchasing an integrated, fully distributed system 
that has all of the components that are necessary for many scientific and engineering 
amplications. 
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Namespace 

Figure 1: Xamespace model showing different local namespaces. 

The infrastructure should work to make the functioning of the distributed system 
transparent to the user and the programmer, providing a level of service and performance 
not available with individual machines. It must provide this transparency in a manner 
that does not compromise the security of the data or the control of the systems. 

2.1 Uniform Namespace 
T:re concept of a uniform namespace covers not just the users, but also the resources 
available within the system, including access to computational resources, and services. 
T i e capability of transparently accessing a resource from anywhere within the computing 
environment is intended to allow the user to deal with the system environment as a single 
s} stem, regardless of the residence of the resource. The availability of a single coherent 
name space for users, files and services significantly advances the effort to create a usable 
distributed environment by removing many of the administrative problems associated 
with multiple administrative domains, such as mapping usernames, different filesystem 
structures or different system services from one domain to another. Figure 1 shows the 
n imespaces for a set of local environments in a larger namespace that can encompass the 
local environments. 

2.1.1 U s e r n a m e Space 

Ideally, users anywhere within the environment should be known by the same username. 
While this may be the most obvious aspect of the idea of a uniform namespace, it may 
not be the easiest to put into place simply because incorporating an environment that 
crosses administrative domains often results in conflicts in user names and naming policies. 
This can usually be resolved fairly simply in local environments, but as the distributed 
computing environment expands and crosses more domains, the problem will recur on 
s rccessively larger scaies. Therefore a reasonable solution cannot attempt to impose a 
user naming policy on all sites that may eventually participate in the environment. The 
s slution must allow for naming policies at the sites that can then be expanded by including 
t ne necessary site identification information to create a unique large scale username space, 
i l much the same way that email addresses are unique. 
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2.1.2 Fi lename Space 

A single filename space alleviates the need to maintain multiple copies of data, programs 
and software environments. A distributed file system in which the files are named in 
a ocation independent manner reduces inconsistency problems, lessens the amount of 
storage required and minimizes the necessity for the user to remember where in the system 
th ; data or programs are stored. Rather than the user having to retain information on a 
number of different file systems on different machines and where the programs and data 
re: ide, a single coherent file system would be visible to the user that should include a 
single home directory for the user and single visible copy of the directory tree accessible 
frcm any system in the environment. 

A native file system on a single host has a self-consistent view of the users on that 
host and the files that they should have access to through the use of the file protection 
bi s, the username and the groups that the user belongs to. A machine that has a file 
system shared to other hosts must deal with the additional complication of possibly being 
urable to trust the other hosts to correctly or adequately verify the identity of the user. 
Therefore, a distributed file system, rather than a host, should have access to a mechanism 
to verify the identity and confirm the privileges of a user before file access is allowed. 

This mechanism serves two purposes. The first to reduce the risk that may arise from 
the compromise of a single system and the second is to directly give the user greater 
se ;urity by removing access to files by the administrators of the individual systems. By 
al.owing this capability to reside at a higher level, with the administrator for the dis
tributed system, rather than the individual system administrators, the general level of file 
system security can be enhanced. 

2.1.3 Services Namespace 

The user of a distributed system may rightfully expect that the services available are 
m med in a consistent manner across all of the systems. The presence of a set of identically 
accessed services across a group of machines makes it possible for the user to work in an 
environment that approaches machine or location independence. This is similar to the 
distributed file system in that the service itself need not be resident on every machine, but 
identical methods of accessing the service should exist from every machine. This should 
trinscend the differences in operating systems (and command syntax) for the different 
vendors to the extent that accessing a resource within the distributed environment will 
use the same command syntax and will function in an identical way on every machine. A 
tr.vial example of a uniformly named service is the use of networked printers for which 
the print command has been configured to be the same from any machine in the network. 

The services will require a similar mechanism to that available for the distributed file 
s\stem to control access. Controlling access to the services on a system should reside with 
tr e administrator of the distributed system, instead of individual system administrators 
tc improve the basic security of the overall distributed environment. 

2.2 Access Control and Resource Allocation 
A distributed computing environment will require a level of access control or security to 
protect resources that should not be generally available to the community or to the world 
ai large. If the system includes scarce or expensive resources, such as a computational 
cluster, a resource allocation system may well be necessary to obtain a reasonable level 
o: efficiency as well as to ensure a level of fairness in the usage of the resources. Ideally, 
the allocation and security systems should be tunable through the range from complete 
n ^-interference with all requests for services or resources to absolute control over all 
o ' the services and resources within the environment. The access control and resource 
a.location systems should function in a cooperative manner that ensures that allocated 
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resources always have the correct access rights and that unallocated resources cannot be 
ac ;essed by a user. 

2.2.1 Security 

The use of a distributed system that may be accessed from an insecure network by a 
laige number of users raises significant security concerns. The role of the security system 
can become more critical as the community served by the distributed system grows, as 
numbers and types of individual systems increases and as the accessibility from outside 
networks expands. The primary goal of the security system should be to protect users, 
files and services from unwanted access but it must be flexible and unobtrusive enough 
that the effects on the performance of the system are tolerable, if not negligible. 

In addition, a distributed computing environment that supports distributed applica
tions must provide an interface for the applications to initiate actions on remote machines. 
This capability implies a potential security liability that must be understood and handled 
appropriately. Most of the current generation of parallel programming systems for clus
ters rely on the use of the r-commands to access the systems needed by the application. If 
dene without proper consideration of the security implications, this produces an extremely 
weak security model, one that may not be acceptable for a highly distributed system. This 
situation can become exacerbated in a system in which scheduling suggestions may be 
generated from other administrative domains, possibly leading to ambiguities in the ac
cess to be allowed. This implies that mechanisms should be provided to verify the access 
profile to be granted to the applications. 

2.2.2 Resource Al locat ions 

The use of the integrated or shared capabilities of the distributed systems requires the 
efficient allocation of resources among competing users and applications and also the 
enforcement of the allocation limits. The scheduling of the resources will need to be 
tunable to satisfy the the stated goals of the system, which must be clearly defined and 
prioritized. 

Performing the scheduling for a set of diverse systems effectively within the envelope 
of a single resource allocation software system is a challenging task. This should take the 
fo-m of a ubiquitous user interface to the scheduling system. The scheduling system may 
be required to have sufficient knowledge of the separate systems or the components of 
the distributed system to correctly assess access requirements and to transform the user's 
generalized resource request to an appropriately formated request for the specific system. 

Two aspects of this problem become extremely interesting when scheduling distributed 
applications. The first is the necessity of determining a correct algorithm (and a usable 
mechanism) to provide simultaneous cycles for a parallel application distributed across 
several platforms. This may require detailed knowledge of the scheduling policy for each 
system, a profile of the resource requirements as a function of time for each system and 
a capability within the scheduler to "negotiate" access to the resources of each system, 
possibly in real-time. The second aspect is the strong need to provide support for fault 
telerant distributed applications. The development of packages that make it possible for 
a distributed application to perform checkpointing and architecture independent process 
migration requires a level of sophistication not fully available in current resource alloca
tion systems. The resultant integrated resource allocation system should be capable of 
cc nstructing scheduling profiles for the individual systems and then dealing intelligently 
w th the resultant actions of the systems and the applications. 
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2.3 Interoperability Interfaces 
The use of a distributed system for applications development requires the availability 
of compilers and libraries that are capable of working seamlessly within the distributed 
environment and should take full advantage of the transparency of the distributed file 
systems and services. This requires the capability of functioning effectively within the 
ac ;ess constraints intrinsic to the environment and without abrogating any of the security 
mechanisms. The interface should be fully capable of working within the security system 
wish minimal special effort on the part of the programmer and none at all from the person 
ruining the application. 

In addition, a high degree of portability of the interfaces is becoming increasingly 
irr portant for several reasons. The first is the necessity of being able to provide an identical 
programming interface across all of the machines that may be part of the computation. 
This requires that functionally identical versions of the compilers and libraries necessary 
to create the executable programs be available on each type of system. A second, equally 
important reason, is the availability of these interfaces on new systems. Applications are 
becoming larger and more complex and the task of porting them to the next generation of 
systems is an inefficient use of programmer and system time. The utilization of software 
systems that are based on the emerging standards in this area, such as DCE. HPF and 
MPI. may provide a significant long-term benefit. 

3 Current Distributed Computing Environments 
0 îe of the difficulties for this area is that it is based on emerging technologies that are not 
fully mature or standardized. The result of this is that most of the necessary components 
are becoming available but they may not be in a form that is fully compatible with all 
of the other components. There are currently two major paths for creating a distributed 
ccmputing environment, each of which has its strong points. 

The first path is to purchase the Open Software Foundation Distributed Comput
ing Environment (OSF DCE) software and rely on the components available within that 
s\stem to provide the services that are necessary. OSF DCE provides much of the func
tionality discussed so far. with an emphasis in the areas of security and namespace. It has 
t i e advantage of being vendor supported software strongly based on a consensus within 
t i e computing industry on what is required for the infrastructure of a distributed comput
ing environment. The expected long term viability of DCE may be of great importance 
tc large or industrial sites. 

The second path is to integrate an environment from individual components available 
fr^m vendors or other sites. This can provide an inexpensive environment that is very 
well optimized for a site but a sophisticated environment may require a high level of local 
expertise to create and maintain. Nearly all of the necessary components are available in 
sc me form and a number of academic sites as well as some industrial sites have created such 
environments with very satisfactory results. Many of these sites have a strong interest in 
u lique or experimental software to meet particular research or applications development 
goals and the long term viability of the infrastructure may not be a major consideration. 
.A useful summary of the available technology can be found in [39]. 

3.1 The OSF Distributed Computing Environment 
OSF DCE is a well-supported effort to provide many of the crucial components for the 
infrastructure of a distributed system. It is intended to provide a scalable, secure dis
tributed computing environment with a high level of replicability. DCE integrates com
ponents from a number of vendors that have been proven useful and successful in the 
marketplace into a single environment that provides: 
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• Single namespace with the Cell Directorv Service (CDS) and the Distributed File 
System (DFS) 

• Kerberos style security mechanisms with the Security Service 

• Distributed Time Service (DTS'l 

• Interoperability interface with DCE Remote Procedure Calls (RPCs) 

• DCE threads 

The simplest functional DCE cell requires the Cell Directory Service (CDS), the Se
curity Service and the Distributed Time Service (DTS). These three components provide 
the necessary capability to maintain security and time synchronization within the DCE 
ce 1, and to locate the services that are available. 

Areas that OSF DCE does not directly address are in resource scheduling and the 
resultant need for dynamic access control and parallel programming systems support. 
DCE is extensible in that other packages that perform these types of operations can 
be created or integrated as services that take advantage of the strengths of the DCE 
infrastructure, which would provide all of the functionality that has been discussed, but 
this can require significant effort. 

3.1.1 D C E N a m e s p a c e 

DOE provides a very usable solution to the problem of maintaining a single coherent 
nemespace by providing the concept of a DCE cell. A DCE cell is composed of a group of 
users, systems and servers (collectively referred to as the principals) that share a common 
set of resource needs and a reasonable level of trust. Principals are uniquely named 
within the cell and cells must be uniquely named within the DCE environment, where 
the environment consists of multiple DCE cells. This produces a single global namespace 
for all principals within DCE environment, very much like what was shown in Figure 1. 

The DCE Distributed File System, if installed, co-exists with local file systems on the 
machines within the cell. Files that are made available through DCE DFS servers are 
uniquely named within the cell and are available to authorized principals anywhere within 
the DCE environment, thus providing a global filename space. 

Coherence in the naming of principals is maintained by the DCE Cell Directory Service 
w.iich stores their names and locations and provides a lookup service to locate principals 
for other DCE services or for applications. The DCE CDS maintains information on 
the locations of the DCE DFS servers, which in turn maintain the information on the 
locations of files within the DFS file namespace. 

The CDS operates only within the cell and can be replicated within the cell for greater 
a ,\ailability and through-put. Access to principals outside of a DCE cell is through access 
tc the Global Directory Service (GDS). The GDS obtains information about other DCE 
cells through one of two mechanisms, either by the use of the CCITT X.500/ISO 9594 
international standard for directory services or through the use of the Domain Naming 
Service (DNS), commonly used on the Internet. This capability provides the style of 
namespace shown in Figure 1 with local namespaces that are part of a coherent, large-
scale namespace. 

3.1.2 D C E Secu r i t y and Access Con t ro l 

The need to provide a strong security model for DCE cells is well understood and sup-
p >rted by the DCE Security Service, which operates by controlling access to resources 
through the use of authentication and authorization mechanisms. The DCE Security Ser-
v ce is not meant to provide an all-encompassing security system for all of the activities 
within the cell in terms of exhaustively protecting any and all resources. The goal is 
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tc provide a high level of security for the services that DCE provides access to without 
making the tasks of using the services or developing applications unduly difficult. 

The security service provides a number of functions, including an authentication 
service, an Access Control List (ACL) facility and a privilege service. Authentication 
provides a secure method of allowing two principals to create a level a trust between 
tr.em. The authentication mechanism in the DCE Security Service is based on Kerberos 
[35. 23, 24], which relies on the use of secret keys and a third party trusted by both of the 
principals. The Security Service also provides mechanisms to help to determine whether 
the request should be accepted for processing by comparing the privileges needed to carry 
out the request and those granted, as expressed in the Access Control List. 

These services are available to the applications or systems programmer and can be 
wed to create software tightly integrated with the DCE Security System but there is no 
requirement to do so. Given this capability, it should be possible to create a resource 
allocation system that is capable of scheduling applications across the machines in a cell 
and initiating their execution, but this is not a capabilitv directly available as part of 
DCE. 

3.1.3 D C E R P C In te r face 

DCE provides the DCE Remote Procedure Call (RPC) interface [31, 32, 33] for creating 
cl.ent-server applications between machines in the DCE environment. The RPC interface 
is intended to provide the appearance of a procedure call to the programmer and the 
a]«plication. RPCs are capable of using the full capabilities of the CDS and the Security 
Service for looking up available services and authenticating/authorizing access or they 
ail be used without referring to these services. The RPC handles all communications 
and data format conversion between architectural types, making it possible to use them 
fcr heterogeneous applications. In point of fact, the other DCE components are all based 
on DCE RPCs to perform the necessary communications between the systems. In addi
tion to the books from OSF. there are a number of other useful books to help with the 
development of DCE RPC-based application, such as [27]. [36]. 

The availability of RPCs does not imply the capability of performing the parallel 
execution of an application across a set of machines in the DCE environment. Simple 
client-server programs operate with a single thread of control that is passed between the 
client and server via the RPC. Parallelism can be created given the availability of threads 
tc produce multi-threaded clients (and servers), but the use of threads is arguably not as 
simple and transparent as the asynchronous mechanisms used in message passing systems 
l i œ P V M and P4. 

3.2 A Distributed Computing Environment from Components 
The Pittsburgh Supercomputing Center (PSC) is funded by the U.S. National Science 
Foundation to provide state of the art computing resources to the national academic and 
industrial scientific and engineering research community in a reliable and convenient way. 
This goal is achieved by creating or providing access to advanced computing resources, 
enhancing the capabilities of existing computational systems, education and support of 
the computational science community in methods to efficiently use these resources and 
b>- working directly with leading researchers in many fields to most effectively utilize 
these resources. Approximately 6800 people from 495 institutions have used the PSC 
supercomputers in the production of over 2300 publications. 

The supercomputing systems at the PSC (Figure 2) are among the most powerful 
systems available at any site, with systems representative of each major class of computing 
system: vector processors, massively parallel systems and workstation clusters. A Cray Y-
MP C90 system with 16 processors is tightly coupled to a 512 processing element Cray T3D 
massively parallel system. This highly heterogeneous system is being used extensively for 
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Pittsburgh Supercomputing Center 
Major Hardware Systems 

Figure 2: Production systems in use at the PSC. 

research into issues of heterogeneous supercomputing in addition to providing a major 
computational resource for applications by the national user community. 

The workstation cluster is a highly heterogeneous system with twenty six workstations. 
This cluster provides a very capable platform for research and development in the area 
of distributed computing with networked systems. The work with the cluster has been 
ini ended to advance our knowledge and expertise in distributed systems by building on 
what is currently available as well as developing and extending new technologies to produce 
a production grade computing resource. The use of the system for production computing 
by a wide variety of users is intended both to stress the system and to enable us to discover 
what components or technologies are most useful and productive. Our goal was not to 
so.ve all of the problems with distributed systems, but to create one that was eminently 
usable with off-the-shelf components, w-here possible. 

It is on this platform that we have developed a distributed system that is capable of 
concurrently executing a mixture of serial and parallel applications, as well as supporting 
systems and applications development. It can be also be used in a true dedicated mode 
for a single, highly compute and network intensive application or for benchmarking. The 
cluster is also part of the effort to advance the integration of the available computational 
resources at the Center and has been used in heterogeneous applications in conjunction 
with the Cray system. 

3.2.1 U s e r n a m e Space 

We have leveraged the available technology and systems at the Center to provide very 
good support for the concept of a single namespace. The issue of username space has been 
ac;dressed with the early creation of a single, consolidated policy for the addition of new 
users and supported by our use of AFS. A user has only a single username at the Center, 
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regardless of which machine or AFS cell is being accessed. This has greatly simplified the 
difficulties that can arise relating to usernames. 

3.2.2 F i lename Space 

The issue of filename space has been resolved within the PSC by the adoption of the 
Andrew File System (AFS) [34]. A distributed file system is a basic requirement for a 
high-performance distributed system. The file system must be secure, capable of high-
performance, present a single name space to all relevant systems and be widely available. 
From the experiences at the PSC. the importance that such a file system plays in inte
grating an environment cannot be understated. A single name space is available to all 
machines with access to AFS. Authentication for access is available for a user from any 
A.:?S capable system. 

The Andrew File System currently best meets the requirements for a distributed file 
system and it is in extensive use at the PSC. The AFS client code was ported to a 
Ciay Y-MP and Multi-Resident AFS [20, 19]. a hierarchical storage system, has been 
developed at the PSC to provide transparent archival storage capability through AFS, 
ah owing essentially unlimited storage capacity. The cluster has full access to AFS and 
it has proven to be invaluable to support a distributed computing environment as it 
eliminates the need to explicitly transfer either data or exécutables between development 
and production systems and it makes file access completely transparent for heterogeneous 
computing. NFS is used only for making a cluster machine's temporary directory for 
scratch files available to other machines within the cluster. 

AFS uses a client-server model, with the servers secured against casual access. The 
mount point for a volume within an AFS cell is determined by the centralized AFS 
acministration and is consistent across all machines. AFS implements a Kerberos style 
se;urity mechanism to protect sensitive information and utilizes access control lists that 
make it possible to carefully and correctly specif}' the privileges available for a specific user 
or user defined group. AFS has local disk caching, making it possible for it to operate at 
k>;al disk speeds (with sufficient cache). Responsibility for ensuring the data in the cache 
are valid resides with a callback mechanism from the server which notifies the client only 
fo;- changes, eliminating any necessity on the part of the client to confirm the integrity of 
the data in its local cache before using it. 

With NFS, a distributed file system developed by Sun Microsystems, all machines 
are peers, usually with no differentiation between clients and servers. The mount points 
are determined by the individual system administrators, making it possible to create 
directory trees that can differ from machine to machine. Security for files on NFS is 
provided primarily by the UNIX protection bits, and user authentication resides with 
each machine. Caching is done only in memory, a limited resource, for both directories 
and files and the client requests validation from the server before each access. NFS file 
are only visible on machines in which the filesystem is remotely mounted which severely 
restricts the availability of the files to other systems. 

3.2.3 Security, Resource Allocation and Access Control 

Security in the cluster environment is intended to aid in controlling access to the cluster as 
W'îll as to the user's files. It is derived from a combination of configuration, the standard 
UNIX security mechanisms, the resource allocation and access control software for system 
access and AFS access control for files. Kerberos has been tested and is expected to be 
installed in the local environment, providing an additional level of security for the resource 
control system and the parallel applications. 

Scheduling and access control are separate functions on the cluster. A modified ver-
s im of the Distributed Queuing System (DQS) [21] is used for allocating the dedicated 
computational systems. Access control software has been developed at the PSC to provide 
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Access 

Figure 3: Simple message passing between two processes 

the additional functionality necessary in our environment, as shown in Figure 3. The use 
of a scheduling system in conjunction with an access control system makes it possible to 
provide guaranteed levels of resources and to perform accurate tests and benchmarks on 
the system. It also greatly enhances the security of a system that uses the rsh method of 
initiating remote daemons for the execution of distributed applications. 

Access to the cluster system is controlled by the configuration of the cluster coupled 
w:th a combination of UNIX mechanisms and additional software to do resource allo
cation and access control. One machine has been made as secure as possible (strictly 
limited incoming services, only administrative logins, etc.) to provide control and access 
information to the main body of the cluster. This machine is used to schedule resources 
ar.d then to validate access requests and user accounts. 

The access control software, is capable of differentiating levels of access for admin-
is" rative staff, users designated as privileged developers and batch system users. It is 
capable of restricting the use of PVM to those nodes allocated by DQS to the user's job 
and of restricting the version of PVM being used to that officially installed on the cluster. 
After the batch job or the privileged job terminates, the software is designed to find and 
terminate any backgrounded jobs or daemons the user may have left on the system. It has 
been designed to support other parallel systems that use the rsh mechanism to initiate 
a user process on a remote system. It is also designed to be able to glean correct usage 
statistics for parallel jobs, making it possible to accurately report usage for parallel jobs, 
e^en those controlled bv daemons. 

3.2.4 Interoperabil i ty Interface 

An interoperability interface in this environment should be capable of working with het-
eiogeneous systems (Grays to workstations), provide support for parallel execution of the 
applications, and be highly portable. In addition, it must be capable of being used in 
conjunction with the resource allocation and access control software and cannot violate 
any of the security requirements for the systems that it is to be used on. There were 
several reasonable choices, but PYM was chosen because, in addition to meeting these 
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requirements, it was already developing a significant following the scientific computing 
ccmmunity. There is extensive experience at the PSC in the development and use of 
PVM as it was used for the Dedicated High Speed Channel [29] and one of the developers 
of PVM (Adam Beguelin. PSC/CMU) is using the cluster for further development. In 
acdition, it was the first parallel environment to be supported on the Cray T3D. 

PVM is a user level message passing library that uses standard TCP or UDP transport 
mechanisms for communications, making it possible to install and use it on virtually any 
UNIX system that a user has access to. It uses the rsh command and .rhosts files to 
create a virtual machine from a set of interconnected systems. These features, attractive 
to application developers and users, in conjunction with the general assumption that PVM 
is to be used interactively, rather than in batch mode, presented significant problems to 
controlling a dedicated computational cluster, which have been resolved with the access 
control software. 

The current cluster software and hardware configuration provides a highly usable 
development environment with a batch-oriented production execution environment for 
P vM applications. An application that functions correctly in interactive use will also 
function correctly in batch mode. This is a result of the strong emphasis on providing an 
environment with a consistent namespace. 

There are a significant number of significant scientific applications in use or being 
tested on the cluster in production mode, including applications in quantum chromody-
namics, quantum chemistry, molecular dynamics and gene sequencing. The production 
users of these applications do not have any special configuration considerations to deal 
w t h other than deciding how manv machines the application can reasonablv make use 
of 

4 Distributed and Parallel Programming Systems 
Tiis section is intended to introduce the reader to some of the concepts of distributed 
and parallel programming. The basic types of parallelism and several of the different 
programming paradigms will be discussed and examples using PVM will be used to illus
trate programming techniques. Ultimately, the choice of a programming system is highly 
dependent on the type of environment, functionality required and, of course, the cost. 

4.1 Interprocessor Communications 
Communication is the most basic component of a distributed system as the system is 
simply a group of processors with some interconnection mechanism and set of procedures 
for the exchange of information. An understanding of the different types of interprocessor 
communications can be extremely useful. The choice of interconnect may be the deter
minant for the software procedures, which includes the choice of programming paradigm, 
parallel programming system and even the algorithm to be used for the computation. 

4 1.1 Latency, Bandwidth a n d Granularity 

T i e two most common measurements that are made of interprocessor communications 
aie the latency and the bandwidth. Latency is the length of time necessary to begin the 
transfer and bandwidth is the rate at which the transfer of information proceeds. Latency 
will usually have significant contributions from both hardware and software overhead, the 
time necessary to get the data to and from the network and then across the network, 
re spectively. Because of the difficulty in accurately synchronizing system clocks across a 
network, latency is often measured by the user by determining the round-trip time for a 
minimal message and then dividing by two. 
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The granularity that can be usefully employed is primarily determined by the latency 
of the communications. Fine-grained algorithms, those with a low ratio of computation to 
communication, are suited for systems with a very low latency, such as MPPs with their 
dedicated, proprietary interconnects or shared memory systems. Frequent communica
tions in a high latency system can easily have the application spending more time waiting 
(uselessly) for data from other systems than it spends computing. Effective utilization 
of a high latency system requires either fewer communications, often of larger chunks of 
data, or a method of overlapping communications and computations to eliminate the time 
th it the processor is idle. 

4. L.2 Interconnects 

The communications mechanisms that are available can differ greatly in terms of hardware 
and software support from the different vendors. The two most common mechanisms are: 

• Physically shared memory 

• Network interconnects 

Memory that is physically shared among a group of processors is certainly the fastest, 
bcth in terms of latency and bandwidth, because data access by other processors can 
be at memory speeds. A difficulty for physically shared memory lies in its restricted 
scalability due to limits on the bandwidth and accessibility of memory. The strength of 
a shared memory system lies in a considerably enhanced ability to deal effectively with 
fire-grained parallelism, but a potential weakness may be the need to perform a different 
type of communications to heterogeneous systems. 

Systems that are interconnected with commodity networks generally have a very high 
la* ency (usually hundreds of microseconds), making them more suitable for coarse-grained 
problems and problems requiring heterogeneous capabilities. Networks can be more scal
able than shared memory systems, but they will also suffer from bandwidth restrictions, 
ah hough not as severely due the expandability of most networks. Interconnects based on 
proprietary network technology, such as networks based around high speed switches, are 
intended to provide greatly decreased latency and better scalability but are generally not 
capable of integrating heterogeneous systems. Networking of shared memory systems can 
provide many of the advantages of each system and is coming into increasingly common 
use with the greater availability of such systems. 

4 2 Software Interfaces 
Tiiere are a number of different types of software systems available to take advantage 
of interconnected processors. The shared memory systems have compilers available from 
the vendors to take advantage of this architecture but this capability does not extend to 
networked systems. Tools and software systems are primarily the domain of independent 
software vendors and developers working in academic environments, although this may 
scon be changing. There are three primary possibilities for programming systems that 
e> change information across networks: 

• Remote procedure calls 

• Virtual shared memory 

• Message passing 
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out("result",task,result) eval(proc()) 

rd("task",?task) inC'task", ?task) 

Figure 4: Tuple space model used by Linda. 

4.2.1 R P C s 

Remote procedure calls have been discussed in the context of DCE. It can be pointed out 
that the RPCs available on most UNIX systems are based on the Sun RPC mechanism, 
rather than the DCE mechanism, which is derived from Apollo Network Computing Ar
chitecture RPCs. Many of the basic concepts and functionality, such as a single thread of 
execution passing across the network to the other system is the same, although they differ 
significantly in the level of sophistication for integration into a secure distributed system. 
RPCs are a useful, usable programming tool particularly for client-server applications, 
but there is no inherent parallelism in their use. Parallelism can be created by the use of 
a threads package or system calls in addition to the RPCs. Writing an RPC application 
requires the creation of an interface definition. The interface definition fully specifies the 
interaction between the client and the server by defining which procedures will be remote, 
the data types of all variables passed and whether the variables are input values or output 
velues. Stevens [37] and Comer and Stevens [14] provide useful information on using Sun 
RPCs for applications. 

4.2.2 Virtual Shared M e m o r y 

V r t u a l shared memory is an extension of the concept of real shared memory into a network 
environment. Linda [13] from Scientific Computing Associates. Inc., is an example of this 
style of programming system. Programming with this type of system is intended to be 
very simple and requires the use of a small number of calls to place, examine or retrieve 
data in the virtual shared memory, referred to as a tuple space, as shown in Figure 4. 
There are no explicit calls to transfer data to different processors or otherwise way pass 
information between specific machines. A call to out() puts data into the tuple space 
and data are then available through calls to in() and rd(), which read the data with in() 
removing it from the space. New processes that are capable of accessing the tuple space 
aie spawned with the eval() call, supporting multiple threads of execution. 

Linda relies on compiler technology to co-locate the data and computations to reduce 
the need for communications and is intended to perform at a level comparable to explicit 
message passing systems. Hotspots in the tuple space can create a bottleneck and the 
characteristics of network determine the granularity of the problems that can be solved. 
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Figure 5: Simple message passing between two processes 

4.2.3 Message Passing 

Message passing (Figure 5) provides a capability to explicitly communicate information 
among simultaneously executing components of an application. These components may 
be executing on the same system or on different systems. Unlike Linda, the messages are 
directed to a known set of the components, and these components may choose to expect 
to receive them. The transfer of a message may not have to result in the transfer of the 
execution thread, as it does with RPCs. which gives direct rise to an ability to support 
parallel programming paradigms. 

Sockets are the simplest mechanism available for message passing and they provide the 
bc.sic mechanism underlying systems like PVM on most networked systems. They are a 
lo.ver level interface to perform the operation, but may provide significant improvements 
in the efficiency of the message passing by minimizing software overhead at the expense 
of additional effort on the part of the programmer. They are available on a large number 
of systems but have significant limitations: 

• very shallow queuing means that messages may be lost, particularly if there are hot 
spots in the communications pattern 

• the lack of debugging tools can make development difficult 

• the endpoints for the communications must be explicitly known by the program 

• responsibility for all data format conversions rests with the programmer 

• responsibility for creating parallelism rests with the programmer 

Ir spite of all of this, there are significant applications that use sockets to obtain the 
highest possible performance from a networked system. Texts for help with sockets-based 
piogramming are Stevens [37] and Comer and Stevens [14]. 

There are a number of different message passing systems available to choose from 
(e.g. MPI, PVM. P4. ISIS. CHIMP, see [39] for a more complete list), but none of them 
currently have the support of a majority of either the computational community or the 
vendors. The packages differ in their functionality but they all rely on the basic capability 
tc send and receive messages in an architecture independent manner and they elaborate 
on this functionality by providing variations on the sends (blocking, non-blocking, multi
cast, synchronous) and the receives (blocking, non-blocking, polling). More sophisticated 
constructs such as barriers, reduction operations, and process groups provide added value 
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to a system, but the most common systems operate in very similar ways and are used for 
very similar things. 

P4 has long had direct support for both shared memory systems and networked sys
tems. It is a user level code with support for heterogeneous systems, using xdr for data 
format conversion when necessary. Process management and creation of a parallel envi
ronment for an application to execute in is done with a configuration file and through 
eh her the rsh mechanism or through a server process on the remote machine. The basic 
programming paradigms to be discussed later are all well supported by P4. For more 
information about P4: 

• source code by anonymous ftp from info.mcs.anl.gov in pub/p4 

• W W W page at http://www.mcs.anl.gov/home/lusk/p4/index.html. 

• Suggested further reading would be Boyle et al.[S]. 

PVM (Parallel Virtual Machine) is another freely available message passing package 
ar.d it enjoys significant popularity in the scientific application arena. It was originally 
intended to provide support for heterogeneous systems, and it has been ported to a number 
of shared memory machines. PYM is also a user level code and it uses r-commands to 
initiate daemons on remote machines. It has incorporated the concept of dynamic process 
groups, in which the size and membership of the the virtual machine can change with time. 
Ir addition, subgroups of processes can exist within the larger context, and it is possible 
tc restrict the communications to members of the subgroups, if desired. For further 
information about PYM: 

• source available by anonymous ftp from netlib.org:pvm3/pvm3.3.5.tar.z. 

• W W W page at http://www.netlib.org/pvm3/index.html 

• a USENET newsgroup ;comp.parallel.pvm) 

• Geist et al. [17} for a text on using PYM 

MPI is an effort by a group of vendors, computational scientists and computer sci
entists to consolidate the experiences gleaned from the use of message passing systems 
ir to a single standardized message passing system that will have the direct support of 
the computer vendors. Most of the message passing systems were developed by research 
groups to make it possible to do parallel heterogeneous computations and, consequently, 
they are usually not full}' optimized for all of the hardware platforms that they execute 
o.i. In addition, the various message passing systems are incompatible, both in terms of 
source code and operation. Providing a single, widely accepted standard would greatly 
improve code portability. 

MPI is intended to address only message passing and to build on the most useful 
concepts and construct in the current message passing systems. These are primarily 
covered in the areas of point-to-point message passing, collective communications, process 
groups and topologies. It does not deal with I /O, process management or virtual shared 
memory. Commercial implementations of MPI are not yet available but a number of 
research groups are providing usable implementations of subsets of the MPI routines 
based on current message passing technologies. 

In addition to the MPI report (and Netlib) other useful resources for information on 
MPI include: 

• The Mississippi State Energv Research Center WWW page at 
ht tp: / /WWW.ERC.MsState .Edu:80/mpi/ 
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• Argonne National Laboratories WWW page at 
http://www.mcs.anl.gov/mpi/index.html 

• Ohio Supercomputing Center WWW page at 
http://www.osc.edu/lam.html 

• USENET newsgroup conip.parallel.mpi 

• Gropp, Lusk and Skjellum for a text on using MPI [22] 

Pointers to public domain implementations of MPI are available from the Mississippi 
State WWW page, as are a number of papers on MPI. These implementations can be 
useful for the preparation of MPI compatible applications but they all rely on an existing 
package (PVM, P4, LAM. CHIMP) to perform the communications. 

5 Programming Paradigms 
T'iere are a number of basic parallel programming paradigms that can be considered when 
developing an application. The choice of paradigm is determined by the available com
puting resources and by the type of parallelism inherent in the problem. The computing 
resources define the granularity that may efficiently be supported on the system and may 
contribute to the need for explicitly performing load balancing wTithin the application. 
T;ie type of parallelism reflects the structure of either the application or the data and 
both types may exist in different parts of the same application. 

Parallelism arising from the structure of the application is referred to as functional 
parallelism. In this situation, different parts of the system may be performing different 
functions concurrently, requiring different exécutables on the different systems. Functional 
parallelism is very commonly seen when using heterogeneous systems to take advantage 
ol unique resources. Typically, this is exemplified in the application by a differentiation 
among the parts of the system, often with one or more components providing either 
services for or directions to the remaining components. The communications patterns are 
often unpredictable, with most of the communications occuring at the t ime of initiation. 
T i e master-slave and pipeline paradigms embody functional parallelism. 

Parallelism may also be found in the structure of the problem or data. This type of 
parallelism can allow a number of systems to concurrently perform essentially identical 
wjrk on parts of the problem or the data set. There may not be any differentiation 
between the components of the application running on different systems and they are all 
e>.ecuting the same program. Any differences in the execution path arise from the nature 
oi the problem or dataset. The communications patterns may be highly structured, often 
w.th a significant amount of communications occuring between the different components 
due to data exchange. The SPMD paradigm is used by HPF, p C + + [9] and DOME [5], 
as well as a basis for the development of message passing applications. 

5.1 Client-Server 
This paradigm, shown in Figure 6 and discussed in detail in [14]. is used extensively to 
p-ovide access to resources that are available on only one system, such as a file server, 
a database server or a unique computing resource. The client-server paradigm does not 
provide any intrinsic parallelism. If the resource is basically serial in nature and restricts 
access to a single thread at a time, such as a disk system or special processing hardware, 
the paradigm may not scale well as the number of requests to use the resource increases. 
In addition to potentially providing a bottleneck, the failure of the server can significantly 
impact the through-put of the system. For these reasons, replicability (where possible) of 
the resource can be an vital aspect of producing a robust client-server application. 
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Figure 6: Simple client-server paradigm with multi-threaded server 

In the case of replicated servers, a mechanism must be provided to provide load bal
ai cing and possibly prioritization of requests among them to maintain the through-put 
ra:es or to satisfy requests in a timely manner. Also, unless the servers are providing 
a service that does not depend in any way upon other requests, such as a read-only file 
system or a computational service, a method to ensure consistency among the servers 
should be in place. 

5.2 Master-Slave 
The master-slave paradigm (Figure 7). also referred to as host-node, is the inverse of the 
client-server paradigm, in that requests for the performance of work flow in the opposite 
direction, from a single process to a group of processes, which gives rise to the paral
lelism in the paradigm. A single process normally exerts control over the processing by 
determining the data layout and task distribution for the remaining processes. 

Master-slave applications may either have static load balancing or dynamic load bal
ai cing. A statically load balanced application has an a priori division of the work deter
mined by the master, which may result in a very low overhead for this process. This may 
also allow the master to participate in the computation after each of the slaves has been 
allocated a fraction of the work. The allocation of work may occur a single time, as shown 
in the figure or it may by cyclic, with the master successively allocating pre-determined 
fractions. 

A dynamically load balanced master-slave paradigm may be better suited to applica
tions where: 

• The number of tasks greatly exceeds the number of processors. 

• The number of tasks may be unknown at the start. 

• The number of tasks may vary from run to run. 

• The time necessary to complete the tasks can vary. 
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F.gure 7: M as ter-s lave paradigm showing a single cycle of work distribution among four 
slaves. The master may contribute to the computation or may just collect the results. 

The key feature of dynamic load balancing is its capability of adapting to changing 
conditions, either in the application or in the environment. This can be particularly 
important in applications such as database searches or pattern matching applications 
where the extent of the search may not be predictable or in environments in which the 
lead or the availability for some of the systems may vary unpredictably. This is often the 
situation with heterogeneous systems and systems supporting other uses. 

This can be highly scalable paradigm (although the scaling may not be linear) with 
a single master. A set of masters, each controlling a different process group of slaves, 
can further enhance the scalability, but bottlenecks may occur at the master(s) because 
o; a message backlog and it may be aggravated by any additional processing the master 
may have to perform. The master-slave paradigm, which is based on centralized control 
o: the computation, can simplify the creation of robust applications that are capable of 
surviving the loss of the slaves or even the master. 

5.3 Data Pipelining 
Data pipelining is primarily a set of filters and is often used in data reduction or im
age processing systems. Generally, there is no direct interaction between the successive 
processes other than to pass the results along. Figure 8 shows the advancement of the 
processing through each stage with differing numbers of processes. This is to illustrate 
the consolidation and generation of processes through the use of parallel libraries that 
may occur at the different stages in the pipeline to take advantage of different comput
ing resources at various stages or in response to varying loads. It may also be useful to 
s art new processes as the need arises, through the arrival of new data or new processing 
requests, leading to multiple processes within a stage, each part of a different pipeline. 
The scalability of this paradigm is directly dependent on the ability to balance the load 
both within and across stages. Checkpointing can occur as part of the transition between 
s:ages and robustness can be enhanced by providing multiple independent paths across 
t i e stages. 
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Figure S: Pipelined dataflow across three processes 

5.4 Single Program Multiple Data (SPMD) 
The SPMD programming paradigm is illustrated in Figure 9. Unlike previous paradigms, 
each of the processes is executing the same program, although the individual processes 
may be following a different execution path through the code. 

The communications patterns for SPMD programs are usually highly structured and 
ofi en extremely predictable, which can make the task of data layout more tractable for a 
hcmogeneous system. The data may initially be self-generated by each process or it may 
be sent from a process that has access to the data to the remaining processes as part of 
the initialization stage. All but the simplest SPMD programs will perform data exchange 
as the computation proceeds, usually with synchronization required among the processes 
at this stage. 

SPMD calculations can be highly scalable if the structure of the data and communi
cations permit. If the data layout is correct in terms of balancing the load among the 
processes, then all of them will arrive at the synchronization point simultaneously. This 
can be considerably complicated if the systems have different (and varying) loads, dif-
feient capabilities, or the execution paths differ dramatically. This can result in lowered 
efliciency as faster processes wait for the slower ones to complete. Very often, the loss of 
a ;ingle process is enough to cause the calculation to reach a state of deadlock in which 
ncne of the processes can advance beyond a synchronization or data exchange step. The 
synchronization step can also provide a natural point at which to produce checkpoint files 
that contain the state of the calculation for restarting in case of a later failure. 

6 P V M 
PYM has been chosen to illustrate some basic message passing programming techniques 
because it has been generally well-accepted in the computing community as a useful 
programming system. These simple examples could have been done equally well with P4 
or an MPI implementation, such as MPICH. PVM is arguably the most commonly used 
system in scientific computing at this t ime and several of the major computer vendors 
support it (to differing extents) on their platforms. PVM has been ported to a very large 
number of platforms, mostly UNIX-like systems but also including a selection of MPPs. 
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Figure 9: Single Program Multiple Data with four processes 

It is available in source form to be compiled for the systems that it will be used on. 
There is no automatic generation of parallel code available within PVM. All of the 

parallelization is the result of efforts by programmer, with PVM providing the libraries 
that can be used to create a parallel application. To have a parallel application, it must 
be written to explicitly call the PVM routines that handle the initiation of additional 
processes, called tasks, and the passing of messages between the tasks. 

6.1 Running a Program Using PVM 
A:i application executes within a parallel virtual machine that is most commonly created 
b\ using the rsh mechanism to start the daemons on remote hosts. This is generally 
performed by manually starting the first PVM daemon on a host machine from which the 
daemon can add other hosts by: 

• using a file containing a list of the hosts. 

• directly typing in the host names 

• calling a PVM routine in the application to add a host 

The application can then be started as a UNIX program or by using the PVM console 
program and it can begin to "spawn" tasks through the daemon to the other systems. 
Each spawned task has a unique ID within the virtual machine, called a task ID or TID. 
'When the application finishes using PVM. it can force the termination of the virtual 
machine or it can leave it running for later re-use by another application. An example 
PVM console session that uses two machines to run a program called timing is shown in 
Figure 10. 

6.2 Basic PVM Functions 
Taere are a small number oi basic functions that are necessary to write a simple PVM 
program, in this case a master-slave example. The basic outline of the master and slave 
programs looks like Figure 11. 
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]•] reason s! 
axpO? pvm 
pvm> add axpl 
1 successful 

pvm> canf 

HOST 
axpl 

DUB 
80000 

2 hosts, 1 data format 
HOST DTH) ARCH SPEED 
axpO 40000 ALPHA 1000 
axpl 80000 ALPHA 1000 

|pvm> spawn tuning 
1 successful 
t80002 
pvw> ps -a 

HOST ID FLAG COMMAND 

! axpO 0 0x8/ a -
axpO 40002 0x0 timiïigLslave 
axpl 80001 0x4/c -

pvm> ps -a 
axpl 80002 0x4/c timing 

HOST IID FLAG COMMAND 

pvw> id 
t40001 
pvm> halt 

axpl 80001 0x4/ c 

lifcpvm [t40001]: mxferO EOF on pvmd sock 

SI axpO? 

ure 10: Using the PVM console to run a program named timing. 

Master Slave 

Startup 
Enroll in PVM 
Spawn slave processes 

Send the data to the slaves 
Initialize send buffer 
Pack integer data 
Send the data 

Receive the result 
Receive the buffer 
Unpack floating point value 

Startup 
Enroll in PVM 

Receive data from the master 
Receive the buffer 
Unpack the buffer 

Calculate the result 

Send the buffer back to the master 
Initialize send buffer 
Pack floating point result 
Send the data 

Terminate 
Quit PVM 

Terminate 
Quit PVM 

Figure 11: Basic master-slave program 
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The code for the master and slave programs are juxtaposed below, with the same 
layout as in Figure 11. The slave is not started until it is spawned by the master. The 
pvm_spawn() call will spawn NSLAVES tasks running the program "simple_slave" on the 
ALPHA architecture, filling an array (tids[]) with the task ids for the slaves. By changing 
t t e PvmTaskArch argument, it is also possible to choose a specific host (Pvm'TaskHost) 
or to allow PVM to choose an architecture and host (PvmTaskDefault). 

The buffer to be sent by the master is initialized, and since all of the machines are the 
same architecture, data conversions will not be necessary (PvmDataRaw). Had this been a 
heterogeneous system, the argument to pvm_initsend( ) would have been PvmDataDefault, 
wiich would use XDR for encoding. The integer data is packed into the buffer and 
pvm.send() is called. Pvmjsendf ) returns as soon as the buffer is safe to re-use. It does 
not block until the other end receives it. The message is tagged with the task id of the 
sender and the MSC'TAG, which allows selectivity when receiving messages. If the slaves 
aie busy doing something else, the messages will be held in the input queue on the slave, 
not in the output queue of the master. In other words, the master can send all of the 
messages before any of the slaves are ready to receive it. After sending data to all of 
the slaves, the master will block while waiting to receive a result from each of them in 
succession. If one of them does not respond, the master will deadlock waiting for the 
message. 

On the side of the slave, the program is started up and will block in pvm_recv() until 
a message from the task specified by master.tid with a message type of M S G-TAG is 
received. Either or both of these arguments may be wild-carded with a - 1 , allowing the 
pvm_recv to return when any message comes in. If no message with the correct task id 
and message tag is ever received, the slave will deadlock. The data must be unpacked in 
exactly the same way that it is packed. In this case only a single integer is sent and a 
float is returned to the master. 

After the completion of all of the PVM calls. pvm_exit() is called. This removes the 
task from the virtual machine but does not perform an exit(). Processing as a single 
threaded program by either the master or the slave can continue after a pvm_exit(). 

/ , : 
#:..nclude "pvm3.h" 
#define SLAVE 
«define NSLAVES 
«define MSG TAG 

master.c */ 

"simple_slave" 
4 

/* slave, c */ 

1 

main() 
{ 
int mytid; 
int tids[NSLAVES]; 
int i, n; 
i n t data[NSLAVES]; 
fLoat results[NSLAVES] 

/* my t a s k ID */ 
/ * s l a v e TIDs */ 

/•= P rocess c o n t r o l 
mytid = pvm_mytid() ; 
n:-pvm_spawn (SLAVE, 0, PvmTaskArch, 

"ALPHA", NSLAVES, tids); 
printf ("master spawned °/„d tasks\n", n) 

*/ 

«include "pvm3.h" 
«define MSG_TAG 

l < Send message 
for (i=n-l; i >= 0; i~) { 

pvm_mitsend(PvmDataRaw) ; 
d a t a [ i ] = i * 9 ; 
p r i n t f ( " t i d : °/.x I : %d d a t a : %d\n", 

*/ mainQ 
{ 
i n t myt id ; / * my t a s k ID */ 
i n t m a s t e r _ t i d , d a t a ; 
f l o a t r e s u l t ; 
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t i d s [ i ] , i , d a t a [ i ] ) ; i n t d a t a ; 
pvm_pk in t (&da ta [ i ] , 1, 1 ) ; 
p v m _ s e n d ( t i d s [ i ] , MSG_TAG); 
} 

/=* Receive message */ 
f c r ( i = n - l ; i >= 0; - - i ) { 

pvm_recv(tids[i], MSG.TAG); 
/* block here until message comes in */ 

pvm_upkfloat(&results[i], 1, 1) ; 
printf ("Result from °/„d : '/„f \n" , 

i, results [i]) ; 
} 

/* 
pvm_exit(); 
} 

Exit */ 

mytid = pvm_mytid(); 
master_tid = pvm_parent(); 

/* Receive message */ 
pvm_recv(master_tid, MSG_TAG); 
pvm_upkint(fedata, 1, 1); 

* / / * C a l c u l a t e 
r e s u l t = d a t a / 9; 
p r i n t f ( " s l a v e °/„x: %d °/„f\n", 

myt id , d a t a , r e s u l t ) ; 

/ * Send message */ 
pvm_initsend(PvmDataRaw); 
pvm_pkf loa t (&resu l t , 1, 1 ) ; 
pvm_send(mas te r_ t id , MSG_TAG); 

/* Exi t 
p v m _ e x i t ( ) ; 
} 

* / 

Now to look at the output from the program. Both the master and the slave have calls 
that write to stdout. If the master was started as a UNIX program from the command 
lire, the output from the master will appear on the display screen and the output from 
all of the slaves will be in a file on the master, / tmp/pvml.uid, where uid is the user ID 
from the password file. The output in the file will not in any expected order. 

On t h e s c r e e n : 

mas te r spawned 4 t a s k s 
tid 40003 i: 3 data: 27 
tid 40004 i: 2 data: 18 
tid 80002 i: 1 data: 9 
tid 80003 i: 0 data: 0 
Result from 3 3.000000 
Result from 2 2.000000 
Result from 1 1.000000 
Re si lit from 0 0.000000 

From t h e s l a v e s , in t h e / tmp/pvml .u id f i l e : 

[t80040000] ready 3 . 3 . 4 
[t80040000] [t40003] s l a v e 40003 
[t80040000] [t40004] s l a v e 40004 
[t80040000] [t80003] s l a v e 80003 
[t80040000] [t80002] s l a v e 80002 

27 3.000000 
18 2.000000 
0 0.000000 
9 1.000000 

If the master is spawned under the PVM console, all of the output will appear inter
mixed in the file and none on the console. 

A dynamically load balanced version of this program would have a master that looped 
over the data to be sent to the slaves until each slave had a dataset with a message type 
signifying data. It would then wait until any slave returned a result after which it would 
se:id that slave another dataset with a data message type, until the data are exhausted. 
Then the master would respond with a message type defined as a quit type. The slaves 
would loop, receiving data type messages and sending results back, until they received a 
message type that declared it time to quit. After the master receives all of the results 
back, it could also exit. 
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Figure 12: Data layout to minimize memory and communications. 

A second example is for an SPMD calculation in which the two dimensional Laplace 
equation is solved: 

V 2 = 0 

using central differencing: 

d2T d2T 
-. 1 
dx2 cJy2 

0 

T(I, J) = 0.25 * [T(I - 1. J) - T(I + 1. J ) + T[L J - 1) + T{I, J + 1)] 

and we assume: 

• T=100 on boundaries 

• T = 0 in the interior initially 

• four processors are available 

This can be solved by dividing the grid into four subgrids, one for each processor 
and then performing an exchange of data. We will assume that all of the processors are 
equivalent and will divide the computations equally among them. The simplest way to 
do this is to: 

• replicate the entire grid on all of the processors 

• let each one perform the calculation on a quadrant 

• exchange quadrants among all four processors. 

This will result in each machine requiring enough memory for the entire grid and 
then will result in twelve exchanges as each of the four processors gets the other three 
quadrants. This may be very expensive to execute if there are a large number of t ime 
steps, as the latency for each communication can be very significant. 

A more reasonable choice to minimize memory usage and the number and amount 
of data exchanged is shown in Figure 12 where only six communications are required at 
e ich step and only the boundary values are exchanged, minimizing both the frequency 
a:id size of messages. 

The basic layout of the code (given in Appendix A) is shown below: 

• first process starts, spawns 3 more tasks 
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• each process determines how many neighbors it has 

• initialize the subgrid on each processor 

• do a central difference computation on the subgrid 

• send boundary values to each neighbor 

• receive boundary values from each neighbor 

• iterate until complete 

This Fortran program illustrates the use of additional PVM routines and some of 
the differences between Fortran and C. The spawning of tasks can only be done one at 
£.. time for Fortran, for example. These tasks also join a process group, which a task 
may do at any time and it may also leave a group at any time. Pvm_barrier() should 
be used to ensure that all of the expected tasks in a process group have joined as well 
é,s synchronizing their actions. Xo task can pass the barrier until the expected number 
(>f tasks in the specified process group have reached it. Packing and unpacking data is 
slightly different for Fortran. 

We will use the XPYM display tool, available from Netlib in the pvm3 directory, to 
illustrate the effects of poor load balancing and deadlock. XPVM is a graphical tool that 
permits monitoring the calls (by type) to the PV'M library from an application, including 
1 he sends and receives. It can replace the PVM console and is capable of starting, resetting 
and terminating the daemons in the virtual machine, as well as running the programs. 

In Figure 13, there are four machines shown. axp5 to axp8, each executing the pro
gram spmd. Time on the graph advances to the right. Gray areas in a bar graph indicate 
processing and white areas are periods when the process is idle, waiting for a receive 
o return. The lines interconnecting the bar graphs are the communications between 
he tasks, with the leftmost endpoint coming from the sender and the rightmost point 

'terminating in the receiver. Four exchanges of boundary values are shown, with six com
munications lines for each exchange. In this figure, the waiting time (white) is increasing 
"'or three of the processors as the calculation proceeds. At the left side, the processes are 
ill sending and receiving at about the right time. At the right side, the top processor has 
very little waiting time, while the other three have increasing amounts. In this case, the 
cop processor is the slowest in the system and it is delaying the processing for all of the 
machines. 

Figure 14 shows two data exchanges for a more balanced version of the spmd program. 
The two cycles are nearly identical in terms of the amount and placement of the idle time 
on the graph. The additional load on the topmost machine in Figure 13 was actually due 
to it also running the XPVM console. In the lower figure, a fifth machine has been added 
that is used just for running the XPYM program, removing this load from a machine 
doing calculations. 

Given this type of display, it is possible to determine what will happen if one of the 
machines fails to send a message. The two processors on the ends of Figure 12 each have a 
single send and receive, corresponding to axp5 and axp7 in Figure 14. These are logically 
adjacent to axp6 and axpS. respectively. With this information, the effects of losing a 
single message can be seen to shortly result in all of the processors blocking on a receive 
call within a few cycles. If either axpS or axpT fails to send a message, it will take three 
cycles to deadlock. If either of axp6 or axpS fails to send both of its messages, it will only 
take two cycles to deadlock the system. 

7 Conclusion 

It is very possible to set up a highly usable distributed system, by using either OSF 
DCE or by creating a configuration from other tools and software libraries. The choice 
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Figure 13: XPVM Space-time display of SPMD program with poor load balancing. 

Space-Time: Tasks vs. Time 

Figure 14: XPVM Space-time display showing load balanced SPMD program. 

should be determined by the need for direct support, the level and availability of local 
technical expertise, security issues and the requirements for parallel programming systems. 
OSF DCE provides useful functionality in the areas of consolidated namespace for users, 
services and files supported by a strong security model but lacks direct support for parallel 
programming systems, and a resource allocation system with access controls. 

A distributed environment can be created from existing software components, rang
ing from very simple to quite sophisticated. Distributed and parallel applications can be 
created in an environment significantly lacking in security and a consistent namespace by 
the judicious use of parallel programming libraries like PVM. Additional sophistication 
in the environment can be created by incorporating components to provide a distributed 
file system (AFS or NFS), resource allocation (DQS and access control software), secu-
r r y (Kerberos), and making intelligent use of the facilities and capabilities of the UNIX 
operating system, including security and ntp for time synchronization. 
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9 Appendix A 

SPMD program to solve the two dimensional Laplace equation. 

Program Lap lace 
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Parameter (Nproc =4) 
Parameter( Nrows=1000,Ncols=1000) 
Parameter( Nwrows=Nrows,Nwcols=Ncols/Nproc) 
Parameter(Maxproc=8) 
Parameter( Niter=10) 
Real T(Nrows,0:Nwcols+l) 
Real Told(Nrows,0:Nwcols+l) 
Integer Msgtype, Info , Tids(Maxproc),mytid,partid, 

$ Rnum,1st,Ien.Lnbor, Rnbor,Nnbors,mynum 
* 

include Jfpvm3.h' 
character*12 nodename 

* Enroll into PVM and Join a group 

call pvmfmytid(mytid,info) 
call pvmfjoingroup("mygroup",Mynum) 

* First task spawns Nproc-1 other tasks 
* 

nodename = "spmd" 
if(Nproc .gt.l .and. mynum .eq. 0) then 
call pvmfspawn(nodename,0,"*",nproc-1,Tids,info) 
if(info .ne. nproc-1) then 
write(6,*) ' Problems with Spawn ', info , nproc-1 
STOP 

endif 
endif 

* 
call pvmfbarrier("mygroup",nproc,info) 

* Neighbors -
If(Nproc .gt. 1) then 
Nnbors=2 
If(mynum .eq. 0 .or. mynum .eq. nproc-1)then 
Nnbors=l 

Endif 
Endif 

•Left Boundary 
If(mynum .eq. 0) then 
Do ii=l,Nrows 
Told(ii,0)=100.0 
Enddo 

Endif 
* Right Boundary 

If(mynum .eq. Nproc-1) then 
Do n=l,Nrows 
Told(ii,Nwcols+l)=100.0 
Enddo 

Endif 
*Top and Bottom Boundaries 

Do jj=0,Nwcols+l 
itop=l 
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ibot=Nrows 
Told(itop,jj) = 100.0 
Told(ibot,jj) = 100.0 

Enddo 
* 
* JO Computation on Sub-grid for Niter iterations 
* 

write(6,*)' Starting 100 ; 

* 
Do 100 Iter=l,Niter 

* 
Do j=l,Nwcols 
Do i=2,Nrows-l 
T(i,j) = 0.25 * ( Told(i+l,j)+Told(i-l,j)+ 

$ Told(i,j+l)+Told(i,j-l) ) 
Enddo 
Enddo 

* 
* -opy 
* 

Do j=l,Nwcols 
Do i=2,Nrows-l 
Told(i.j) = T(i,j) 
Enddo 
Enddo 

* 
•Broadcast values of T to other processors 
* 

If(Nproc .gt. 1) then 
If(mynum .ne. 0 ) then 

msgtype=Iter 
- call pvmf mit send (pvmraW, inf o) 
call pvmfgettid("mygroup",mynum-l,Lnbor) 
call pvmfpack(Integer4,mynum,1,l,info) 
call pvmfpack(Real8,T(l,1),Nrows,l, info) 
call pvmfsend(Lnbor,msgtype,info) 

Endif 
If(mynum .ne. nproc-1) then 

msgtype=Iter 
call pvmf mit send (pvmraw, info) 
call pvmfgettid("mygroup",mynum+l,Rnbor) 
call pvmfpack(Integer4,mynum,1,1, info) 
call pvmfpack(Real8,T(l,Nwcols),Nrows,1,info) 
call pvmfsend(Rnbor,msgtype,info) 

Endif 
* 
•Receive T from Neighbors 
* 

Do jj = l.Nnbors 
msgtype=Iter 
call pvmfrecv(-l,msgtype,mfo) 
call pvmfunpack(Integer4,Rnum,1,1,info) 

* 
If(Rnum .It. Mynum)then 
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call pvmfunpack(Real8,Told(1,0),Nrows,1,info) 
Else 
call pvmfunpack(Real8,Told(l,Nwcols+l),Nrows,1,info) 

Endif 

Enddo 
ENDIF 

* 
* Print some Values 
* 

If(mynum .eq. 0 .and. mod(Iter,100) .eq. 0) then 
write(6,*) Iter, Mymim, T(10,10) 

Endif 
If(mynum .eq. nproc-1 .and. mod(Iter,10) .eq. 0) then 

write(6,*) Iter, Mynum, T(10,nwcols-9) 
call flush (6) 

Endif 

* Go to Next time step 

1C0 CONTINUE 
* 
* Exit PVM 

ICI continue 
* 

call pvmfexit(info) 
* 

STOP 
END 
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Networked Multimedia 

François Fluckiger, 
CERN, Geneva, Switzerland 

What is Multimedia? 
Multimedia is a rapidly evolving field with growing applications involving economic 
sectors as diverse as consumer electronics and entertainment, cable television and 
broadcasting, education and professional training, publishing, telecommunications and 
the computer industry, as well as telecommunications operators. This uniquely broad 
spectrum of involved sectors, the variety of those involved, and the fast advances of the 
enabling technology makes multimedia one of the most fashionable themes of the 
decade, as well as a rather confusing concept with regard to its actual meaning and scope. 
Let us define the term and explain why it seems so popular. 

Digital multimedia is the field concerned with the computer-controlled integration of 
text, graphics, still and moving images, animation, sounds, and any other medium where 
every type of information can be represented, stored, transmitted and processed digitally. 

Thus, multimedia may be used as a name ("multimedia is a new field") but is more 
generally employed as an adjective ("multimedia product", "multimedia technology"). 
Text, graphics, still images, moving images, computer animation and sounds are six 
forms of information with different properties. Graphics are described by objects and 
therefore retain the semantic content, whereas images are represented as bitmaps which 
can not be revised. Moving images, animation and sound are time-dependent media, 
unlike text, graphics and still images which are called discrete media. 

One characteristic of many multimedia systems is that they may stimulate several 
senses. Such systems are called multisensory systems. The most notable advance in 
Human Computer Interaction (HCI) has been the introduction of audio media, either 
speech or non-speech sound. The tactile sense has been historically and is still nearly 
exclusively involved in capturing the user input (keyboard and mouse), and new input 
devices are emerging (gloves in virtual reality, as we shall see in Chapter 15). The 
benefits of multisensory systems are manifold. First, the interaction with the computer 
system may appear more "natural" and "friendly" to the user. Second, useful redundancy 
of information may be possible. For example, user attention may be better caught when 
visual and audio alarms are mixed. Third, multisensory complementary information 
presented concurrently will improve the memorization of knowledge. A typical 
illustration is the mix of complementary visual and audio information in lecturing. 
Fourth, emotional information is easier to convey. An example is videophony where the 
video image of the correspondent is added to voice telephony. Last but not least, 
multisensory systems may be of invaluable benefit to users with special needs. 

Another characteristic of many multimedia systems is that they allow interactivity, 
that is, the user may have some form of control on the presentation of the information. 
Depending on the degree of interactivity, the user may select the time when the 
presentation starts, the order in which the various information items are presented, and 
the speed at which they are displayed. 
In multimedia systems, all information is represented in a digital form, including time-
dependent media types such as sound and motion video. The key advantage of digital 
representation lies in the universality of representation. Since any medium, be it a text, an 
image or a sound is coded in a unique form which ultimately results in a sequence of bits, 
all kinds of information can be handled in the same way and by the same type of 
equipment. Furthermore, transformations of digital information are error-free, while 
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analog transformations introduce distortions and noise. However, the digitization process 
introduces a distortion of the information. Reducing this distortion may be achieved by 
increasing the sampling rate and the number of bits to code each sample. Images, sound 
and motion video require large amount of digital storage capacity. 

Why is multimedia so popular? 
There is no single reason for the increasing popularity of multimedia, which on the 
contrary results from a combination of several factors. 

First, multimedia results first from the emergence of complementary form of 
technology which are making possible what was unthinkable 10 years ago. One may say 
that multimedia has been initially more pushed by technology than pulled by the market. 
That is, multimedia was not initially generated by a genuine and strong user demand. 

One existing problem in which multimedia systems may help is the risk of 
information overkill. Organizations are exposed to ever larger volumes and more 
numerous types of information. How can we ensure that the information is sorted and 
reaches those who need it, and only those, without excessive delay? And if this is 
possible, how can we do it at reasonable cost, in terms of manpower and storage? Since 
multimedia is computer-controlled, it may also help in mastering massive information 
more efficiently and cheaply. Image document management where paper documentation 
is digitized and progressively eliminated is an example. Savings are possible in 
manpower (sorting, indexing, filing and retrieving documents), in storage cost and 
space, and in time to retrieve and display information. 

Another relevant area is knowledge acquisition, where multimedia or even 
multisensory forms may improve learning processes. Multimedia Computer Based 
Training and Computer Based Education, where the learning is basically self-guided, are 
two multimedia applications areas with the best market prospects. 

Another field where a problem exists is that of collaborative work. Modern 
economies tend to increase requirements for remote teams, collaborators, or business 
players to interwork as efficiently as possible. Multimedia may offer alternatives to the 
traditional solution: the combination of telephone calls, facsimiles and travel. An example 
is light-weight audio-videoconferencing, delivered straight to the office. 

In computing, three types of technological advances have particularly enabled the 
emergence of multimedia. First, very large scale integration (VLSI) electronics: the power 
of central processing units keeps doubling every two years; the density of transistors in 
memory chips reached 64 million, so that a single chip can store 16 million bytes. This 
permits the handling of still and moving images —both very demanding in processing 
power and immediate storage capacity— by desktop personal computers or workstations. 
Second, the technology and cost of storage capacity, which is essential for continuous 
media, keep improving fast. Non-removable magnetic disks cost as little as $1 per 
megabyte. CD-ROMs can store up to 72 minutes of stereophonic sound of nearly VCR-
quality compressed motion video. They cost as little as $2 per disk when mass-produced. 
Write-Once-Read-Many disks (WORMs), also removable, are the technology of choice 
for storage of semi-static massive multimedia information. Third, a number of parallel 
advances in software and user interface concepts are particularly relevant to multimedia. 
This includes graphical user interfaces (GUIs), object-oriented concepts, and the client-
server paradigm. 

Networking is the other field of dramatic progress. Transmission techniques —not 
only those concerning the popular fiber optics, but also the more conventional copper 
cables— give affordable cost transmission rates in the range of 100 to 1000 million bits 
per second. New services offered by public operators are also instrumental. First, the 
narrow-band integrated-service-digital-network (N-ISDN) can bring to every 
organization or home, the potential to establish digital calls on which data, speech-quality 
sound, and low frame rate low resolution video can be mixed. The next step is the advent 
of broad-band integrated-service-digital-network (B-ISDN) services, supported by the 
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famous Asynchronous Transfer Mode (ATM) technology. Applications such as audio-
videoconferencing at broadcast TV-quality, or video-on-demand are thus made possible. 

Finally, algorithms to compress sound, images and motion video have progressed 
considerably. With recent off-the shelf compression products, the storage volumes of 
colour images can be reduced by a factor of 30. Compression ratios with motion video 
are even more dramatic. Nearly VCR-quality can consume 130 times less storage or bit 
rate than uncompressed studio-quality digital TV. For normal TV broadcast-quality the 
ratio is in the order of 40. 

Information superhighway is a generic name for programs aiming in several 
countries at building a high-speed communications infrastructure where eventually every 
home is connected by an optical fiber. The initial idea comes from the USA. The expected 
integrated services include conventional telephony and telefax, videophony and electronic 
messaging, access to entertainment servers for services such as movie-on-demand or 
computer-games, education, access to cultural and general information, and tele-
transactions such as shopping from home. In parallel, other companies are investing in 
wireless transmission, generally satellite based, to offer similar services. 

Most of the potential superhighway markets are in fact unknown, and many 
technological issues have to be resolved. A key factor for the success of applications such 
a multimedia information or video -on-demand will be the nature and the quality of the 
information content. 

Overview of multimedia applications 
There are many possible ways of classifying multimedia applications. One existing 
taxonomy distinguishes between applications dealing with communications between 
people (people-to-people), and applications aiming at improving access of people to 
systems or servers (people-to-systems). People-to-people multimedia applications fall 
into two broad categories: synchronous, sometime called real-time applications such as 
audio-videoconferencing, and asynchronous applications such as multimedia electronic 
mail. People-to-systems applications may be categorized according to the mode of access 
to the information server. Interactive access applications are those where the end-user at 
least triggers the access to information, such as in video-on-demand services. 
Conversely, in distribution applications, the server determines the time and form of 
transmission. This is analogous to TV broadcast, which may either be universal, or be 
restricted to closed -e.g. paying- groups of recipients. 

Let us start by discussing a few synchronous people-to-people applications. One 
example is packet-mode telephony. This is an inter-personal conversation over ordinary 
packet networks. You call through your regular desktop computer, talk and listen to it, 
and no physical telephone is involved. Products based on conventional audio encoding 
require 64 Kbps per call, but the rate may be as low as 16 Kbps with efficient 
compression technique. Any LAN has sufficient capacity to carry at least a dozen of 
simultaneous calls with no loss. But WANs require in the order of Tl speed to support 
multiple calls, and maintain the audio quality, while not degrading the ordinary data 
service for which they have usually been installed. Because of the lack of dedicated 
products and standards, little use is made of packet telephony which is normally restricted 
to on-site calls within close corporate environments. 

Packet videophony is another inter-personal synchronous application. It supports 
audio and visual conversation via a regular desktop computer over the ordinary packet 
networks it is attached to. Video adds some 80 to 200 Kbps to the audio channel involved 
in packet telephony, and most LANs can afford half a dozen of such simultaneous video 
conversations, whereas WANs require megabit lines to support a few parallel sessions. A 
number or freeware of commercial implementations, designed in fact for multiparty 
videoconferencing, are available off-the shelf, most operating over the IP protocol. In 
contrast to packet telephony, users tend to employ packet videophony more for long haul 
than on-site conversation, probably because the service is completely new and does not 
suffer from comparison with the telephone. In theory, ISDN is the natural service to 
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support audio-video services between two individuals. In practice, its general use 
requires ISDN access to be available in every office where the service is delivered, and 
the desktop computer to be equipped with an ISDN interface in addition to its regular 
LAN interface. 

Let us continue our exploration of asynchronous people-to-people applications. In 
the context of the support by computers of cooperative work, a family of tools are 
available to allow the remote sharing of computer display windows between participating 
individuals involved in common tasks. Thus, a least one portion of computer display is 
viewed by all participating individuals. Shared workspace applications aim at creating at a 
distance the sharing of ephemeral information such as a whiteboard sketch and also the 
actual more permanent documents which may be the object of the joint work. 

Another synchronous application is audio-video distribution, that is, the propagation 
of an information to a possibly large subset of the potential destinations (multicast) or to 
all potential recipients (broadcast). In professional environments, this is used for the 
dissemination of seminars, meetings or lectures. Multicasting or broadcasting requires a 
network capable of replicating information flows, so as to offload the source itself from 
generating multiple identical streams. Conventional packet LANs and a few packet 
WANs technologies (IP, ST-2) are multicasting- or broadcasting-capable. In local 
environments, the main advantage of digital audio-video distribution lies is the possibility 
to deliver the stream to every office over the local-area network. Though the bit rate of the 
combined audio and video streams may be as low as 200 Kbps —this is for a very low 
frame rate— care must be taken if the LAN is a normally loaded production Ethernet. A 
choice of public domain and commercial implementations exist to equip most personal 
computers and workstations with the software and possibly the hardware to decode and 
display incoming packet audio-video streams. Large-scale distribution over wide-area 
data networks is more tricky. The technology of choice for corporate professional audio-
video broadcast where the location of the recipient systems is stable, is satellite 
transmission. Over the Internet, open multicast groups are used for broadcasting 
conferences or public events. Multicast flows are carried over an experimental overlay 
network called MBone. Usually, the broadcast of an event results in several streams, 
each being propagated within a multicast group: the video and the audio streams are 
separated. 

Let us conclude our review of synchronous application with videoconferencing, 
Videoconferencing involves groups of people, not single individuals only, and is 
different from video distribution as it necessarily implies bidirectional communications. 
Videoconferencing is supported by two types of technology but the line between the two 
has progressively blurred. Circuit-mode vidéoconférence systems, also called 
conventional video-codecs, or simply codecs, rely on dedicated circuits offering a 
guaranteed bit rate, such leased line or public circuit-switched services. Systems from 
different vendors will generally interwork as most support the ITU H.320 standard, 
though many manufacturers find their proprietary compression schemes more efficient. 
Packet mode videoconferencing results from an evolution of packet videophony. The 
rationale is identical: exploiting the potential of computers on the desktop and that of the 
networks they are connected to, to support vidéoconférence services. Note that packet 
vidéoconférence systems from different computer manufacturers will generally not 
interoperate, but public domain software will. 

Let us now turn to asynchronous people-to-people applications. Desktop voice-mail, 
desktop video-mail and desktop multimedia mail are examples of asynchronous 
applications. A frequent use of text and voice mail is the annotation of a text message 
with a short oral preamble, for example to add a comment to a sensitive message. 
Usually, multimedia messages are composed of several parts, each of a different 
information type. An important concept in multimedia mail is the way in which certain 
parts can be included. Parts of messages can be explicitly or implicitly included. When 
explicitly included, they are transferred at the same time as the rest of the message. When 
implicitly included, the message contains only a reference, a pointer to a remote copy the 
part. A number of multimedia mail implementations are available, either commercially or 
in the public domain. They generally implement the Internet MIME standard. 
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Let us conclude our review with applications where people access information 
servers. We shall concentrate on the description of an hypermedia application. 
Hypermedia is an extension of the hypertext concept where information is not only text 
but any type of media. So, what is hypertext? This text with links. Information is not 
sequential, like in a book, but formed of documents linked together. Documents contains 
fragments of texts called anchors which point to other documents. World-Wide Web 
(WWW) is the name of a cooperative project initiated at CERN to design and develop a 
series of concepts, communication protocols and systems according to the hypermedia 
concept. The project has now evolved into a world-wide cooperative initiative involving 
more than 300 hundred contributors. The World-Wide Web designates the project itself, 
a series of protocols and conventions, and the resulting space of digitized and interlinked 
multimedia information, called the hyperspace. The World-Wide Web hyperspace is 
supported by a network of multimedia information servers. An essential characteristic is 
that there is no central authority for accepting new information is the overall web of 
information. Anybody can create a document and insert it in the web, and anyone can 
make hyperlink references to any other document. Another essential feature is that the 
principle of geography-independence of the various items of the web has been 
implemented through a simple mechanism for referencing and locating unambiguously 
individual documents. The exploration of the web follows the hypertext principles. Users 
generally "click" on anchors to activate a link. The document, which may be a piece of 
text, an image or a sound or motion video sequence is fetched. It may come from another 
country or continent without the user knowing it. The universal information web contains 
things like the Vatican Library of Renaissance Culture or several virtual museums that 
anyone in the world can explore from his desktop computer. The World-Wide Web has 
created a universal web of information distributed transparently around the world, 
accessible by anyone having an Internet access, from anywhere in the world, covering all 
types of knowledge and culture built up over ages by mankind. 

Invitation to further reading 

[1] is a reference textbook on networked multimedia, the applications, their 
requirements on the underlying network, and a discussion on how current and future 
networks will satisfy them. [2] is a comprehensive practical guide, with special emphasis 
on multimedia authoring. 
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Software Development: People, Process, Technology 

Arash Khodabandeh, Paolo Palazzi 
CERN, ECP Division, Programming Techniques Group 

Abstract 

The production of software is a labour intensive activity. Given the scale of software projects 
related to current and future HEP experiments, it is worth trying to improve the knowledge of 
the PEOPLE involved, the organization of the software development PROCESS and the 
TECHNOLOGY used in the various aspects of this activity. The goal is better systems at lower 
cost and happier users of the software. 

This document can be accessed through WWW at: 
URL = http://www.cern.ch/PTGroup/Papers/Sopron94/ 

The authors can be reached at: 
[khoda@ptsunOO.cern.ch] and [palazzi@ptsunOO.cern.ch] 
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1 Introduction 
Software is expensive. Building it and keeping it up it is a labour intensive activity, its problems cause loss 
of performance and frustrate users, and delays in delivery can be very costly. All this is very relevant for 
High Energy Physics, although physicists have been at the forefront of computing in the early days, and 
still are now in several topics. 

Todav the use of computers for physics is much more pervasive, and the size, complexity and lifetime of 
the software are much larger. For most of the physicists and engineers working in experiments, the 
busiriess is physics or engineering, not computing, and many technical managers are not computer literate 
enough. The use of software is growing, and often it seems that the process of producing is out of control. 
There is the feeling that not enough people around have the adequate software engineering background to 
improve the situation. 

The s oftware development teams around experiments are traditionally very independent. Aspects of the 
softw are development culture are local to various centers, although the same application packages are 
widely used in the community for some aspects of the work. 

Three key components drive all improvements in software development productivity: the PEOPLE 
involved, the organization of the development PROCESS, and the TECHNOLOGY used. Talented people 
are a very important element in any software organization, but even the best professionals need an 
organized environment in which to do cooperative work. The same applies to advanced technology: 
without an organizational framework, it cannot be fully effective, and there is evidence that going for new 
technology instead of improving the process can make things worst. 

2 People 

It is obvious that any software system is dependent on the quality of the people who build it. People 
working in Particle Physics have been selected for their intellectual abilities, so nobody could argue that 
our software problems are due to lack of talented people. Our people have produced many excellent 
programs and packages, and superior programs derive from superior design. 

Superior design, on the other hand, is always the work of people who understand the application domain. 
This is a necessary condition of success, anybody who does not understand statistics cannot build a good 
statistical system. Of course he may profit from help by those who are familiar with technical aspects of 
software production. We can confidently assume that in our field we have bright people, who know their 
application domain. Let us see what they do in the scientific discovery process, and what is their 
involvement with software. 

2.1 Software for HEP 
Progress in the understanding of nature is the result of the combined work of theoretical and experimental 
physicists. Theoreticians put forward new theories compatible with existing experimental results, while 
experimentalists measure new physical phenomena to disprove the theories. To measure a physical 
process, large groups of scientists, engineers and technicians design, build and operate experiments and 
analvze statistically the large amount of data produced. 

The production of software is involved at all stages of the process. Scientists can be more productive in a 
given domain or aspect of the data processing by using specialized systems or packages. Such software 
pro\ ides the appropriate abstractions through a user-friendly interface. Examples of that are Mathematica 
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and similar systems, CAVIAR, the histogramming package HBOOK and its more recent interactive version 
PAW, and so on. 

2.2 Roles of people 

Scientists who work close to the physics aspects of things will tend to use such specialized systems. These 
products will allow them to work effectively at the right level of abstraction in an easy-to-use context. Still 
there is a need to produce such programs, and this is the work of a minority of physicists. They are experts 
in a given technical domain, and at the same time act as specialized developers and build systems for the 
others to use. We refer to the authors of widely used scientific software, as well as to the 
physicists/programmers of a collaboration. There people take responsibility for producing the data 
acquisition, simulation, reconstruction and data analysis programs used by all the others. 

In order to build such non-trivial software systems with a lifetime of several years or decades, specialized 
know ledge of software technology and a disciplined organization are both essential, and a few software 
engineering specialists need to be involved, who can advise on appropriate choices of organizational 
practces, methods and tools. Backing from the management is essential in enforcing such practices. 

2.3 Open problems: specialization, training, recognition 
Software for particle physics is a complex matter, where specialization is important, both in the appHcation 
domain, and in aspects of software engineering. The various people involved act in complementary roles, 
being : 

• users of the software, 

• producer of the software, or 

• organization, methods and tools engineers. 

It is important to recognize this situation, foresee the appropriate selective training for people doing 
different jobs, and also the mechanism to acknowledge achievements and encourage mutual 
understanding. Teaching advanced software technology to those who do not need it may be confusing. 
Pretending that software is easy, so that whoever works in an experiment can stick his fingers in the code 
no matter how, is also inappropriate. This will create instability in the system, frustrate the software 
specialists, and generate animosity between "users" and "producers" of the software. (These 
considerations are controversial, and not generally accepted in the community.) Having said that, let us 
concentrate on aspects of the software production process, and ways to improve it. 

3 Process ^2_Ji2, 

3-
Many large organizations are actively trying to find ways of producing better software at lower cost, within 
predictable resource allocations and time estimates. 

In recent years, it has been realized that the way to progress is to study and improve the way software is 
produced, while better technology only helps once the organizational framework is set. This discipline 
goes under the name of "Software Process Improvement" (SPI), and the reference for it is the work of the 
Software Engineering Institute [1] at Carnegie Mellon University. 

The book by W. S. Humphrey, "Managing the Software Process" [2] is a good starting point to learn about 
the basic ideas behind this approach. SPI is based on statistical process control, defined in the '30s and used 
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by Japanese industry after WW2, and by now in all industrial countries of the world. It is Total Quality 
Management applied to software. 

3.1 The Software Life Cycle 

3.1.1 Building a house 

Imagine that you just bought a nice piece of land, and would like to get a house built on it. You will live in 
the bouse, other people will design it and build it for you. So you begin thinking about what you need: 
your wife likes gardening, you have an old car and want a garage where you can work on it, you are used 
to age wine, enjoy to sit by the fireplace, do not like the bauhaus style etc. You also note the constraints: 
shape and orientation of the land, composition of the family, size of your bookshelf, money available and 
so or.. You write it all up on a couple of pages, and contact an architect recommended to you by reliable 
friends. 

The architect listens to your wishes and constraints, and tries to define the properties that your ideal house 
should have. He will define number of floors and rooms, orientation of the driveway, size of the garage and 
so or.. 

When you are happy with what he proposes, he will actually design the house leaving out small details, 
and define its precise position and orientation. He will show you a sketch to make sure it is what you want, 
and produce drawings for the builders, as well as written specifications: type of bricks, colour of the walls 
and so on. 

Now it is time to contact a building contractor, who will actually construct the house for an agreed cost in a 
given time. During the construction, details will be worked out between the architect and the builder. After 
a few months the house is ready, the architect will make sure that it corresponds to its design, ask for a few 
modifications, and soon the house is ready for you to move in. 

You now live in the house with your family. You are happy, both the architect and the builder did a good 
job, without exceeding the predefined cost. There are a few minor problems with a leak in the roof and a 
few tiles in the balcony, but all this is readily fixed. This is not the end of the story: there will be regular 
maintenance of the plumbing system, chimney, drains, painting etc., but if design was right and materials 
gooo and well put together, all this will not be terribly expensive nor problematic. 

What really will require substantial work at a later stage has to do with the fact that your needs change. A 
new baby comes, and you will have to split a large room in two, you buy a small boat and need to enlarge 
the garage to keep it there in the winter, and so on. The more of all this you were able to predict when you 
spoke to the architect, the easier and cheaper it will be to realize. Having the original plans available is also 
a very helpful. 

3.1.2 Life cycle 

The purpose of this story was to explain by analogy how non-trivial software systems are built today. The 
owner of the house had to go through several phases to get from a wish to a house he can leave in. These 
correspond broadly to the phases of the software life cycle (figure 1), namely: 

• User Requirement definition; 

• Software Requirement definition; 

• Architectural Design; 

• Detailed Design and construction; 

• Delivery to the user; 

• Operations; 
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To consider that the life cycle phases are disjoint in time (waterfall model) is a simplification. Frequently 
the tasks of different phases are performed somewhat in parallel (concurrent engineering). It is however 
important to distinguish them logically, and identify documents that are the outcome of the various 
phases. For a software that comes in successive version, the life cycles of the versions usually overlap: ne 
may oe designing version 3 while delivering version 2 to users who run version 1. 

3.2 The Software Process 
A pn >cess is the set of actions, tasks and procedures involved in producing a software system, throughout 
its life cycle. A "good" software process must be predictable: cost estimates and schedules must be met, 
and the resulting product should be robust and offer the required functionality. 

The objectives of software management are to produce according to plan and to improve the capability to 
produce better systems. The basic principles are those of statistical process control [3], used successfully in 
manv fields of industry. A process is under statistical control if its future performance is predictable within 
established statistical limits. The cornerstone of statistical process control is measurement, and measuring 
the software process is not easy. One needs to define the appropriate reliable metrics, provide the 
infrastructure, and consider that people are involved and may resent being "measured". 

3.2.1 Software Process Model 
A typical process model covers the whole of the life cycle and clearly defines each phase and the tasks and 
activities to be performed within that phase as well as those activities that are continuous throughout the 
life cycle (see figure 1). 
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figure 1 Life cycle phases and activities. 

We discussed phases already in 3.1.2, the most important activities are: 

• Project management: planning, resource allocation, tracking, deadlines; 

* Verification and Validation: reduce software defects and make sure that it does what the user wants; 

• Software Configuration Management: handle the actual code, variants, versions and so on; 

* Maintenance: fixing bugs, coping with changes at the boundary of the system, adding new 
functionality. 

An example of a software process standard is ESA PSS-05 [4], defined by the European Space Agency 
(ES A) to fulfil its own needs to produce safety critical software. It is recently been used in HEP also, and we 
wil. cover aspects of it in the next chapter. 

3.3 Software Process Maturity 

The quality of a process can be measured in terms of maturity against a recognized framework. The higher 
the level of maturity the higher the quality of the organization's process. The reference is the Capability 
Maturity Model (CMM) [5] [6] proposed by the Software Engineering Institute (SEI) [1] (see figure 2). 
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figure 2 The five maturity levels of the SEI CMM. 

The ^EI maturity framework consists of five levels: 

1 : the initial level is where most organizations begin. A level one process is usually ad hoc, few 
processes are defined and success depends more on individual effort than team work; 

2 : the repeatable level: basic project management processes are implemented to follow cost, schedule 
and functionality. The process is sufficiently defined to be able to repeat earlier successes on projects with 
simLar applications; 

3 : the defined level: the processes for both management and engineering are documented, standardized 
and integrated into a standard organizational software process 

4 : the managed level requires that detailed measures are taken of the process and product, and that 
proc ess and product are quantitatively understood and controlled. 

5 : the optimizing level: continuous process improvement is in place, using quantitative feedback. 

The most difficult step is to move from level one to level two because of all the management procedures 
and activities that have to be put in place. At higher levels of maturity the project management has a better 
visibility on the software process, and can take corrective actions. This visibility enables to take corrective 
actii >n sooner when something goes wrong. The difference in maturity levels is also characterized by the 
ability to accurately estimate and schedule product delivery and the capability of the process to meet those 
estimates. As an organization moves up the maturity levels, estimates become more accurate and the time 
required to produce a system is shorter. 

3.3 1 Assessment 

Before a successful attempt can be made to improve the software process, it is essential to carry out an 
assessment in order to rate the current status, formulate goals and an improvement program to reach those 
goals. The Bootstrap Project [7] by ESPRIT in Europe has been in operation for a few years. Starting from an 
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extended SEI model, an assessment procedure has been defined, and tried out on a number of 
organizations in different countries. The assessment is based on two questionnaires, one addresses 
software quality attributes while the other deals with management issues that reflect the organizations 
maturity. The replies are then analysed and the results are presented showing the key attributes grouped 
under three main areas: Organization, Methodology and Technology. 

The weakest aspects will point in the direction of improvement actions that must be identified by the 
assessment team and given a priority that takes into account also external conditions such as cost, resource 
availability etc. Actions must be followed up, and the assessment /actions cycle repeated regularly, if the 
organization intends to improve its maturity. A statistical survey of results from different types of 
organizations and countries has shown that most of the european software producers are between levels 1 
and 2. Telecom companies are almost at 2, banks just above 1. National differences are also visible. 

3.3.2 Is it worth improving? How? 
By now the practices of SPI are well established, and have been applied in a large number of organizations 
for several years [8] [9]. The results prove unmistakably that the economical benefits are largely worth the 
investment. Spending about 1.5 ECUs per software engineer per year, can yield gains in productivity 
between 10 and 70%. Early defect detection, time to market, and quality also improve, to the point that the 
return on investment for SPI is about 500%. 

Expérience suggests that necessary conditions for success of an SPI effort are: 

• full backing of the top management; 

• implication of everybody involved; 

• provision of adequate resources; 

We believe SPI is worth trying also for HEP software, with an appropriate strategy that takes into account 
the peculiarities of our development environment. 

4 Technology 

Various activities and tasks are performed during the software development process to go from user 
requirements to the delivered product. The machine can often help the human, sometimes even 
automatically, to avoid errors, work faster and concentrate the attention at the conceptual level. 

The programs that help building software are called software development tools and are very 
spec ialized. Some are designed for one activity during the whole life cycle, while others for a specific action 
limited to one phase of the life cycle. In these notes we cannot cover all aspect of the technology available 
for software development. We illustrate our presentation with a few tools that can help to introduce the 
concepts and that we have experience with. 

4.1 Technology for Life Cycle Activities 

4.1.1 Project Management 
Some tools are intended to support individual programmers working on specific tasks (4.2), while others 
help the management and organization of a project. Some are commercial products and one needs to pay 
for -hem, others are public domain software. Process Weaver (figure 3) is a process management tool that 
helps to automatize the development process in terms of tasks, dependency between tasks and input 
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and outputs of each task. Once the process is modelled, ProcessWeaver helps to follow its execution by 
automating the start of each task within the process when all required inputs are available. It can also start 
the appropriate tools needed for the execution of the task. On the other hand, MS-Project (figure 4) is a 
project management tool to handle resources allocated to the project in terms of manpower, time and 
other resources. 
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figure 3 ProcessWeaver organizes the workflow of a group of developers. Each project member has an agenda (2) where each 
icon represents a task he/she must perform. Clicking on an icon opens a work context (3) with a description of the task 
(3a), icons for all input and output documents to be produced (3b 3c) and completion/decision buttons (3d). Clicking on 
an input/output document will start the appropriate tool (e.g. FrameMaker, C/C++ programming environment...). 
Similarly/clicking on a completion/decision button will end the task and send it to the right project member. 
The manager uses PetriNets (1) to model the process describing the tasks to be performed, by whom, in which order 
and the input and output to each task. Each place (1 a) models a task under execution by one or more project members. 
Each transition (1 b) models the submission of a task to one or more project members after the completion of the 
previous task(s). The member of the team can open a read-only dynamic view of this process model to consult its state 
and see which are the tasks in progress and who is handling them. 

73 



Microsoft Project - WEBMAKER.MPP 
1 «*T tile Edit View Isole f-liter Format Macro Options Window HCID 

iB iaoïa^ io iara iEai^ 

figure 4 The MS-Project window is divided into three sections. Section (1 ) is a list of tasks and sub-tasks with the start time, end 
time and the resources allocated to them. Section (2) shows a time flow of all tasks with their dependencies and 
milestones. Section (3) shows for each resource when it is in use, free or over allocated. Contrary to ProcessWeaver 
(figure 3), MS-Project only displays the information statically: it must be fed with information on the state of each task, 
and it reschedules all the dependent tasks automatically. 

ProcessWeaver and MS-Project are complementary and can be coupled: ProcessWeaver can read the MS-
Project description file to generate the process skeleton, and MS-Project can read runtime information on 
the process status generated by ProcessWeaver. 
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Another domain where tools help is the software process assessment, to measure the maturity of the 
process and set improvement goals. The ESPRIT project, AMI (Application of Metrics in Industry), 
produced a 12-step method for the measurement of the software development process and starts with an 
SEI self assessment. It ensures that quantitative approaches are used to achieve company objectives and 
improvement in the software development process. AMItool (figure 5) implements the AMI method and 
takes the user from the SEI questionnaire to the measurement plan. 

figure 5 AMItool implements the AMI method. To begin with one answers an SEI questionnaire (1). AMItool compiles and 
presents the results of the questionnaire in a Kiviat graph (2). On this Kiviat graph each axis represents one domain of 
the process (e.g. Training, Organization) and is divided into the 5 SEI CMM levels. A dot is placed at the corresponding 
level of maturity on each axis. The process manager, using the results of the questionnaire, identifies primary goals 
(e.g. 'Gain Better Understanding of Project Costing') and decomposes them, in the goal tree (3), down to basic sub-
goals. He then defines metrics and interpretation rules and associates them to goals and basic sub-goals (4). AMItool 
then generates a plan (5) for the measurement of the process. After a while, another AMI iteration can start. 
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Communication and information flow in a project can be improved by suitable tools. For example, a 
discussion involving more than two people over the network, can be difficult to follow because more than 
one idea is discussed at the same time. This is where WIT (World Wide Web Interactive Talk) [11] can help. 
WIT i figure 6) allows discussions through the WWW and displays discussion items in a structured fashion. 
Lotus. Notes is a commercially available tool addressing the same problem, that works across UNIX 
mach ines PCs and Macs. 
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figure 6 A WIT system is composed of Discussion Areas. A Discussion Area is a general subject, which has specific aspects, 
called Topics (1), and each Topic is composed of Proposals (2) which generate an exchange of messages (3). The big 
advantage of WIT over the news groups is the structuring. When looking at a Proposal one can see what has been 
discussed, who answered to whom, who agrees/disagrees with whom, etc. WIT is not only useful to browse through 
discussions but it is also possible to agree ( / ) or disagree (Q) with any statement in the Proposal using the tool itself. 
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At eech stage of the life cycle many documents are produced by different people: requirements 
specification, analysis, source code, user manuals, etc. These documents are heavily structured and cross-
referenced. LIGHT (LIfecycle Global HyperText) [12] integrates these documents and allows to navigate 
(figure 7) between and inside requirements, diagrams, code, manuals, etc. 

figure 7 The LIGHT concept is illustrated by this ADAMO [13] example. The navigation map (1 ) shows all documents that are 
linked here: pictures, requirements, analysis diagrams (2), DDL (3), FORTRAN source code (4) and ADAMO reference 
manuals {5). Clicking on any of the document symbols will go to the corresponding document, which is itself linked to 
the others. For example clicking on the "track" class in the diagram will open the "track" declaration in the DDL. Similarly 
clicking on an ADAMO routine call within the code will open the ADAMO manual entry for that routine. 

4.1.2 Verification and Validation 

PSS 05 defines the two sub-activities in the Software Verification and Validation (SW) activity [4] [14] as 
follows: 

"Verification is the act of reviewing, inspecting, testing, checking, auditing, or otherwise establishing and 
documenting whether or not items, processes, services or documents conform to specified requirements 
(AKSI/ASQC A3-1978). 

Validation is, according to its ANSI/IEEE definition, 'the evaluation of software at the end of the software 
development process to ensure compliance with the user requirements'. Validation is, therefore, 'end-to-
end verification." 
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The Verification software must itself be specified and written. Many commercial tools are available to help 
orga:iize verification and validation activities. For example, Purify and TestCenter (figure 8) detect memory 
access errors and memory leaks in C and C++ programs. Similarly, TestCenter and Logiscope (figure 9) can 
visualize which part of the code has been executed during tests (test coverage). Programming in a higher 
level language is another way of preventing this class of programming errors. 
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figure 8 TestCenter is an environment for C/C++ testing and debugging. It shows memory leaks (memory with no pointer to it) 
and possible memory leaks (memory with a pointer to its middle). It can also detect runtime errors such as: pointer and 
array boundary errors, use of uninitialized memory, attempted write to read-only memory, errors using free and 
unanticipated termination signals. For both the memory leaks and runtime errors, TestCenter gives respectively in the 
leak browser (1) and the error browser (2) information on the problem. It also shows the source code line where the 
error was introduced, and can help with test coverage analysis to some extent. 

tvglMfty* - IteMIt* ta» û«»ltfl>*d» STATU»!» tWKAMfC 

figure 9 Logiscope performs test coverage analysis for programs. It displays the call graph tree (1) and highlights the function 
calls not executed; similarly for each function, it shows the control graph (2) and highlights the instruction blocks not 
executed. 
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The \ erification and validation will introduce changes and new releases of the software. It is important to 
be abie to perform defect logging and tracking with a flexible source code manager with a database and a 
quen system. 

4.1.3 Configuration Management 

The € lements subject to configuration management are: source code, internal documentation of all sorts 
(requirements, etc.), manuals, tools, test software and test results. The software configuration management 
includes many tasks such as: 1- controlling the release and changes of each element 2- logging and 
anal) zing changes and reasons for each of them. 

As mentioned in 4.1.2 a source code manager based on some kind of a database can help control who 
changes what, why and when (librarian checkin/checkout). It must also log all the changes, provide 
statistics and/or process queries. 

The last configuration management task consists of verifying the completeness and correctness of single 
modules. For example, one must check the style and do statistical measurements to make sure that the code 
follows agreed criteria. This work can be done with specialized tools, possibly integrated in the source code 
manager. Logiscope that we saw as a test coverage tool in figure 9 can compute software metrics for 
various programming languages and display the results graphically (figure 10). 

figure 10 For each function Logiscope calculates a set of metrics (size, comment rate, cyclomatic number, etc.) and displays the 
results in a Kiviat graph (1 ). Each axis is one metric. The plot is the value of that metric for this function. The two circles 
represent the minimum and maximum values acceptable. The metric distribution graph (2) is the detail of one metric 
(here the cyclomatic number, and indicator of local code complexity, high for "spaghetti" code). Clicking on a bar of the 
histogram will display the list of the functions for which the metric has the corresponding value. The configuration 
manager can consult the control graph of each function. Logiscope also measures and displays metrics on the call 
graph (reachability of a function, testability of a function, etc.). It can also check programming rules (banned keywords, 
consistent usage of case, misusage of brackets, etc.). These rules and reference values for the metrics are defined by 
the quality manager, and problems pointed out by Logiscope can be analyzed by the quality manager or by the 
programmer himself. 

4.1 4 Maintenance 
One e the software is developed, tested and delivered, users will start to work with it, and suggestions and 
bug reports will come in. The maintenance team will sort this input and set priorities. After improving the 
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softw are the development team carries out regression tests (i.e. old tests still work and no new bugs are 
introduced). They may also have to introduce new test programs for the newly detected bug. 

4.2 Technology for Life Cycle Phases 

In th< : early phases of the life cycle, user requirements must be expressed in detail. This is usually done 
with structured text in a natural language, and some kind of referencing scheme. A good text processing 
system with templates and cross referencing can be very useful, but specialized requirements tools are 
beginning to appear. 

4.2.1 User Requirements 

This LS how ESA PSS-05 [4] [15] defines the User Requirement (UR) phase: 

"The UR phase is the 'problem definition phase' of a software project. The scope of the system must be 
defined. The user requirements must be captured. This may be done by interview or survey, or by building 
prototypes. Specific user requirements must be identified and documented in the User Requirements 
Document (URD). 

The : nvolvement of the developers in this phase varies according to the familiarity of the users with 
software. Some users can produce a high quality URD, while others may need help from the developers. 

The JRD must always be produced. The review of the URD is done by the users, the software and 
hardware engineers and the managers concerned." 

As aii example of URD, one can have a look at WebMaker [16] and WebLinker [17] where PSS-05 was used 
for e<pressing the User Requirements. 

4.2.2 System Requirements 

ESA PSS-05 [4] [18] defines the System Requirement (SR) as: 

"The SR phase is the 'analysis' phase of a software project. A vital part of the analysis activity is the 
construction of a 'model' describing 'what' the software has to do, and not 'how' to do it. Building 
prototypes to clarify the software requirements may be necessary. 

The principal deliverable of this phase is the Software Requirements Document (SRD). An SRD must 
always be produced for every software project. Implementation terminology should be omitted from the 
SRD/' 

The WebLinker System Requirements [19] have been written using the PSS-05 standards. They contain the 
traceability matrix that proves the SRD's completeness: System Requirements cover all User Requirements 
and nothing more. 

To formulate the User and System Requirements according to a given framework, one may use specialized 
tools such as DOORS. These tools check the consistency between Requirements and automatically 
maintain traceability information. The Requirements mentioned above and in 4.2.1 have been written 
using simple templates for a text processor and automatically translated to WWW [20]. 

4.2.3 High-Level Design 

During this phase (called Architectural Design in PSS-05 [4] [21]) the overall structure of the system is 
specified: the software construction begins. There are several methods, more or less object-oriented, that 
can be used in this activity such as SASD/TR [22] [23], PROTOB (PetriNets with objects) [24] [25], Class 
Relation[26], Martin/Odell [27], OMT [28], FUSION [29] to name just a few. They all have different models 
to iepresent different aspects of the system. For example OMT and Class Relation put the emphasis on the 
object model, while PROTOB has a stronger dynamic model and SASD focuses first on the functional 
model. The choice of a method is driven by the characteristics of the system under development, 
kn< «wledge of the team and so on. 
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A CASE tool can help in the application of the method. For example, Artifex (figure 11) supports the 
PROTOB method based on High Level Colored Concurrent PetriNets with simulation and C/ADA code 
generation. Similarly, Objecteering (figure 12) implements the Class Relation method with C++ code 
generation. For a given method one finds usually many tools to supports it and needs to choose the 
appropriate one. IEEE has produced recommendations for the evaluation and selection of CASE Tools [30] 
and suggests criteria such as: how well the methodology is supported, are all the concepts covered, how 
much consistency checking is performed, how much the tool can be customized and the quality of its 
graphical user interface. 

figure 11 Artifex checks that the PetriNets are consistent and complete. It also allows debugging and prototyping with its 
interactive simulation tool. Artifex generates distributed code along with the Makefiles. Developers can even compile, 
start the remote code and monitor the execution using the interface. The logic of the PetriNet and the inter-process 
communications are all handled by the tool. Developers can concentrate on the model and specification of the actions 
in a transition. 
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figure 12 With Objecteering, the developer performs the analysis using the CR notation (1). He can enter the method 
specification in C++ through the graphical user interface (2). Objecteering can then generate the C++ code and 
automatically integrate the user specified part in the right place (3). All the syntax of the C++ files, the test statements 
(IFDEFs) and the relationship operators are automatically generated and taken care of by the tool. Developers can 
concentrate on the method and the model specification. 

4.2.4 Detailed Design and Coding 
This phase (called Detailed Design and Production in PSS-05 [4] [31]) uses as input the High-Level Design 
phase output and produces the software. This code is then unit tested, integration tested and system tested. 

The :hoice of the CASE tool to support the activities of this phase is driven mostly by the language used 
and the detailed required functionality. A programming environment with a class/inheritance browser is 
useful for Object-Oriented languages. For example, ObjectCenter (figure 13) is a complete C/C++ 
programming environment with a debugger, an interpreter and class /function /data browsers. One may 
also employ a testing tool that can detect memory leaks if dynamic memory is used (see 4.1.2 figure 8). 
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figure 13 ObjectCenter is a complete C/C++ programming environment. Its main window (1) has a source code browser area 
(1a) and an input area (1b). The input area can be used as a C/C++ interpreter where all the data types and classes 
defined in the source code are accessible. The error browser (2) can detect loading/compilation and run time errors. 
Clicking on the error will highlight the error-prone line in the source code area. The inheritance browser (3) can display 
a class tree. The programmer can browse through all the classes/structures defined in the loaded code and defined in 
the external libraries. Selecting a class from the inheritance tree will display the class browser (4) where all the data and 
functions defined in the class or inherited are listed. The programmer can filter on attributes (e.g. private, public, static, 
virtual...). Selecting a function from the class browser will display the cross-reference browser (5) where the 
programmer can navigate in the call tree and identify the callers/called functions of any function. 
The programmer can use the main window to run the program, set breakpoints and step through it. At run time the 
programmer can display an object in the data browser (6) and see the values of its fields. If the object points to another 
object then clicking on the pointer record next to the address field will display the pointed object, building dynamically 
the data network. During execution the displayed object are dynamically updated. The browsers presented here are 
callable in any order and from one another through handy pop-up menus. 

There exist other development environments such as VisualWorks for SmallTalk and Lisp Works for LISP 
with objects. Some of these can be combined with testing tools. For example, TestCenter and ObjectCenter 
can be coupled to form a complete environment for editing, browsing, testing and debugging C/C++ 
programs. 

4.2.5 User Manuals 

An important deliverable, beside the software itself, is the documentation for the user. This is true for an 
interactive software with a GUI (graphical user interface), but also for a library used by other 
programmers. A User/Programmer's Guide, a Reference Manual and often a Tutorial are part of the 
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documentation. These documents are highly structured and can be written following precise guidelines, 
such as STOP [32]. They usually include a table of contents, a map of the document, a glossary, an index 
and a bibliography. Graphics is a must to make the document easier to understand and more readable. 

Offer the same information can have many incarnations that must be kept coherent. For example a 
Reference Guide that exists on paper can also be published electronically on the World-Wide Web [20] and 
be integrated in the on-line help.The paper "An Automated System for the Maintenance of Multiform 
Documents" [33] (figure 14) shows how this was achieved for one specific product. 

figure 14 As an example, the paper 'An Automated System for the Maintenance of Multiform Documents," shows how the 
ADAMO documentation is automatically maintained on paper, World-Wide Web and KUIP. The system uses 
FrameMaker (1) as the master format and to produce the printed version. Automatic converters generates HTML for 
WWW (2) and CDF for KUIP (3). Examples are dynamically compiled, run and included, to ensure that they are inline 
with new features. 

4.2.6 Integration 
The integration phase is where all the pieces of the system are put together. These may consist of different 
exécutables, libraries, include files, documentation (see 4.2.5) and the installation scripts. The integration is 
a detailed process where deliverables must be put in the right place and tested. The failure of any test leads 
to further development followed by another integration phase. This means that one may need to go 
thrc ugh the integration process many times and follow the same steps each time. This is a typical example 
where a tool such as ProcessWeaver can help in automating the repeatable part of the process. As 
mentioned in 4.1.1 figure 3, ProcessWeaver is a management tool that helps to automatize the process 
(figure 15) in terms of tasks, dependency between tasks and input and outputs of each task. 
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figure 15 Like Artifex (see 4.2.3) ProcessWeaver uses PetriNets for modelling. The above model is the "WebMaker TAR file 
verification process model." The "TE_TAR_Collect_TS_TAR_Creation" is activated when a previous process (not 
shown) leads to the collection of all deliverables. Then the TAR file is created. With the transition 
TE_TAR_Creation_TS_TAR_Review" all testers concerned are asked to test and accept/refuse it. Depending on the 
number of refusals "CollectAnswer" will either go back to produce a new tar file with "TAR_Review_lncomplete" and 
restart the process or continue with TAR_Review_Complete_TS_TAR_MAIL" to mail the announcement of the new 
version to the user. The actions performed in each transition (creation of the TAR, test of the TAR, delivery of the mail) 
are not modelled as part of the process, but ProcessWeaver can call external tools. For example it can call a shell script 
for the creation of the TAR or to run tests and analyse the output. 

4.2.7 Delivery 

Once the TAR file of deliverables is ready the delivery can start. It may consist of several steps (figure 16): 
inform the user of the availability of the software, distribute it, provide installation instructions and finally 
run the installation scripts. Nothing magic, but a non negligible amount of work. 
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figure 16 The files above are from WebMaker, a current development of the CERN ECP Programming Techniques Group. The 
availability of the software is announced to the users registered on a mailing list via a Bulletin (1). The user may ask to 
retrieve the software by ftp and is given instructions by E-mail (2). In the delivery kit, README files (3) explain the 
contents of each file/directory and lead the user through the installation process. A large part of the installation is done 
with shell scripts (4). 

4.2 8 User Support 

Par- of user support is information. The goal is to allow users to work without assistance by providing 
them with all the necessary information that is constantly kept up to date. The World-Wide Web is ideal for 
this task (figure 17): the information is easily accessible, it can be linked to other documents and users get 
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always the latest versions. Some of the WWW information can be derived from the printed version (4.2.5 
figure 14). 

figure 17 This is the WebMaker information Web. From the entry page (1) WebMaker users can consult the User's Manual (2) 
(generated as explained in 4.2.5), the Frequently Asked Questions (3), interesting examples, list of bugs and 
suggestions to name but a few. 

Documentation and public information will never be perfect and usually many user's queries will need to 
be handled preferably via electronic mail. A system such as MH-mail (figure 18), a highly configurable mail 
hand 1er, can be of great help by filing messages automatically. 
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figure 18 MH-mail and its X interface EXMH can file the mail in a separate folder (2), reply to the mail, register the sender in a 
mailing list etc. All this according to rules specified in a configuration file and depending on the subject, sender or any 
header information in the mail. It also acts as a standard mail tool with a GUI (1 ) to read messages, and reply manually 
to them. 
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Software for DAQ Systems 

Bob Jones 
CERN, Geneva, Switzerland 

Abstract 

This paper describes the major software issues for data acquisition systems for high energy 
physics experiments. A general description of a DAQ system is provided and followed by a 
study of a number of its components in greater detail. For each component its requirements, 
architecture and functionality are explored with particular emphasis on the real-time aspects. 
The paper concludes with an attempt to indicate what will be the most significant changes for 
DAQ software between the present day and start-up date of the LHC detectors. 

1 Introduction 
When one thinks of the size and complexity of the proposed LHC experiments, it is clear 
that a rigorous and long-term research effort is required if the array of new detectors are to 
be capable of handling the previously unheard of data rates and volumes. It follows that 
new hardware devices, not yet conceived during the LEP era, will find their way into these 
detectors, DAQ systems and computing centers. What does not automatically spring to 
mind is that a similar revolution will happen to the software as well. Why? Because our 
existing techniques for developing and maintaining software that can keep such 
experiments running efficiently, day after day, will not scale to the proposed proportions. 
As the number of people, processors, file systems and interconnects increase so does the 
effort required to keep them all working together. In response, a number of research 
projects have put an emphasis on the software aspects of their work. In particular, the 
RDI3 project at CERN has concentrated a significant part of its time on the software that 
dominates DAQ systems. 

The aim of this paper is to describe the major software issues for DAQ systems. We start 
with a general description of a DAQ system and proceed to study a number of its 
components in greater detail. For each component its requirements, architecture and 
desired functionality are explored with particular emphasis on the real-time aspects that 
affect its design. Some aspects of a DAQ (such as detector calibration) are not addressed 
since, from a real-time point of view, they are of less importance. Throughout the paper 
the RDI3 DAQ is used as an example implementation in the hope that its requirements 
and design decisions will help the reader to consider such issues in a more practical and 
fundamental manner. The tour concludes with an attempt to indicate what will be the most 
significant changes for DAQ software between the present day and start-up date of the 
LHC detectors. 
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Due to time constraints, there is no list of references in the paper. However, the reader may 
browse the RDI3 WWW server (URL: http://rdl3doc.cern.ch/welcome.html) or contact 
the author directly (by email jones@vxcern.cern.ch) who will happily supply pointers to 
the relevant sources of information. 

2 Overview of a DAQ system 

The most general description of the purpose of a DAQ system will not change as we 
approach the LHC era and so Sergio Cittolin's description of the UA1 DAQ system is still 
valid: 

"Tne main purpose of a data acquisition system is to read the data from the experiment's 
instrumentation and to store to tape that corresponding to physically interesting events. 
This must be done with the maximum of efficiency and while providing a continuous 
monitor of data validity and the detector performance." 

He goes on to indicate what effects the characteristics of the detector have on the design of 
the DAQ: 

"The high trigger rate and the large data volume of the detector information demand a 
powerful and versatile data acquisition system. The complexity of the equipment requires 
continuous monitoring with programmable means of error detection and error recovery. 
The data have to be reformatted and compacted in size and the event rate has to be 
controlled and reduced by programmable filters. So a large amount of computing power 
has to be made available as close to the detector as possible, a high degree of parallelism 
has to be implemented and sequential processes have to be pipelined as much as possible 
to limit the dead time and to maximize the effective use of the experiment at run time." 

With this in mind, let us look at how one particular project intends to approach these 
issues for LHC experiments. 

3 The RD13 DAQ system 

The RDI3 project was approved in April 1991 for the development of a scalable data 
taking system suitable to host various LHC studies. The basic motivations come from the 
conviction that, being too early for a 'top-down' design of a full DAQ architecture, a lot 
can be gained from the study of elements of a readout, triggering and data acquisition and 
their integration into a fully functional system. 

3.1 Main goals 

The time scale for LHC experimentation and the inadequacy of the existing readout and 
DAQ technology make a 'top-down' design premature. A more appropriate preparation for 
LHC is to spend some time and resources in investigating system components and system 
integration aspects. The investigation is more effective if done in a realistic environment, 

92 

http://rdl3doc.cern.ch/welcome.html
mailto:jones@vxcern.cern.ch


such as the data taking phase of a detector prototype at a test beam. Such a setup has the 
doable advantage of serving the increasing data taking demands from the evolution of the 
de:ector readout and triggering electronics on one hand and, at the same time, helping the 
smooth evolution of the DAQ system by forcing a continuous integration of newly 
developed components into a working environment. 

A further motivation drives RDI3, the conviction that the traditional standard High 
Energy Physics methods for online software developments would fail, with the obvious 
disastrous consequences for LHC experimentation, given the undeniable complexity of 
the required systems. Much has to be done to find suitable methods for complex online 
system designs and much has to be learned in the area of software engineering tools. The 
ability to be constantly evaluating and experiencing in an environment close to the real 
one, is the great advantage of a 'down-to-the-earth' learning ground, as proposed by the 
RDI3 collaboration. 

To solve the problems which have motivated our project, four major goals were envisaged 
in the RD13 proposal and have constituted the working plan of the RD13 collaboration in 
its first phase. 

1. The core of the project is the construction of a DAQ framework which satisfies 
requirements of scalability, in both number of data sources and performance 
(processing power and bandwidth); modularity, i.e. partitioned in functional units; 
openness, for a smooth integration of new components and extra features. It is 
necessary to point out that while such features are easily implemented in a well 
designed hardware architecture, they constitute a big challenge for the design of the 
software layout. This is our first goal. 

2. Such a DAQ framework is an ideal environment for pursuing specific DAQ R&D 
activities, following a 'bottom-up' approach, for the clear identification and 
development of the building blocks suitable for the full system design. The 
fundamental R&D activity is the investigation of the use of Real-Time UNIX operating 
systems in RISC-based frontend processors, to assess their combined potential, to 
converge towards operating system standards and to reach a full platform 
independence. 

3. The control of all the aspects of a sophisticated DAQ system demands specialised soft
ware to complement UNIX with additional services and facilities. Other aspects of 
DAQ R&D, more directly dependent on a modular architecture, involve the integration 
of suitable commercial products. 

4. The last project goal is the exploitation of software engineering techniques, in order to 
indicate their overall suitability for DAQ software design and implementation and to 
acquire expertise in a technology considered very powerful for complex software 
development but with which the HEP community remains unfamiliar. 

93 



3.2 Prototype DAQ 

A test beam read-out facility has been built for the simultaneous test of LHC detectors, 
trigger and read-out electronics, together with the development of the supporting 
architecture in a multiprocessor environment. The aim of the project is to build a system 
which incorporates all the functionality of a complete read-out chain. Emphasis is put on a 
highly modular design, such that new hardware and software developments can be 
conveniently introduced. Exploiting this modularity, the set-up will evolve driven by 
progress in technologies and new software developments. 

One of the main thrusts of the project is modelling and integration of different read-out 
architectures to provide a valuable training ground for new techniques. To address these 
aspects in a realistic manner, the group collaborates with detector R+D projects in order to 
test higher level trigger systems, event building and high rate data transfers, once the 
techniques involved are sufficiently mature to be tested in data taking conditions. The 
complexity expected for the software online system of LHC experiments imposes the use 
of non-traditional (within HEP) software development techniques. Therefore, the 
problems of data acquisition and support software are addressed by the exploitation of 
modern software engineering techniques and tools. 

3.3 Test-beam activity 

Thie first prototype DAQ was used at a test-beam of the SITP (RD-2) detector R&D in 
November 1992 for 10 days during which nearly 5 million events were recorded. This 
version of the system is based on VMEbus, using the VICbus (Vertical Inter-Crate) to link 
VME crates and to integrate backend workstations (sun SPARCstations and HPs) with the 
frontend processors (MIPS 3000 based CES RAID 8235 boards) via the SVIC (Sbus to 
VIC interface). All the processors (front and back end) run UNIX as the common 
operating system. A Real-Time version of UNDC (EP/LX, a port of LynxOS to the MIPS 
architecture) has proved extremely suitable for use in the frontend RISC processors. 
Software engineering techniques have been applied to the development of a data flow 
protocol and a number of commercial products have been used to develop a run-control 
system, database applications and user interfaces. 

A second implementation has been developed and was used with the TRD (RD6) detector 
during 1993/1994 test-beam periods. The RD6 test beam required higher performance due 
to the read-out of 2 TRT sectors (512 straws each) via a HiPPI link into a HiPPI 
destination module acting as a high speed local acquisition during the SPS spill. The 
control and monitoring of the frontend electronics was performed via a slow control 
(SCM) module. A second level trigger memory could optionally be read out at the end of 
the spill. Some 400 MB of TRT events (540 bytes each) have been stored on tape by the 
RDI3 acquisition and analysed by RD6. The performance of the RDI3 DAQ was more 
than adequate for the task: when running with an intense beam, some 6000 events could 
be stored in the HiPPI destination memory in less than 0.5 seconds, read-out into the 
RDI3 DAQ (without using the DMA facility) in some 2 seconds and recorded at exabyte 
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8500 speed (400 KB/sec). Indeed the limiting factor was the size (3.5 MB) of the HiPPI 
destination memory which allowed for only a fraction of the SPS spill to be sampled. 

A combined detector run including RD6, RD34 (hadron calorimeter) and RD21 (Si 
telescope) is being prepared for September 1994 using a test-beam setup similar to the 
above (see figure.) 

Given the very positive results obtained from the project, activities will continue with 
further test-beam setups and developments around Real-Time UNIX including the 
introduction of a multi-processor version. Software engineering applications (including 
the introduction of object-oriented technology) will enhance the functionality of the 
cuiTent DAQ and ensure platform independence (both front and backend) by evaluating 
new workstations and processors. The system will also be used for event building studies 
and the evaluation of high throughput R/O modules. 

FIGURE 1 DAQ Hardware setup at ATLAS test-beam 1994 
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4 Real-time operating systems 

A modern operating system environment (OS) for data acquisition applications must have 
features which span from fast real time response to 'general purpose' DAQ tasks (run 
control applications, monitoring tasks, etc.). The real-time environment, therefore, 
requires a compromise between real-time performance (i.e. a deterministic response to 
external events) and standardization (i.e. platform independence) in a system which 
supports distributed processing. Real time UNIX systems seem, today, the best candidates 
for achieving an advanced level of uniformity and compliance in OS standards with real 
time capabilities. 

4.1 Why UNIX 

UNIX characteristics which make of it a widely spread operating system (or better still the 
choice for almost any new computer platform) can be summarized in the following points: 

• UNIX is a generic operating system (i.e. its architecture is not targeted to any 
proprietary hardware architecture) and is mostly written in C. Hence it is easily 
adaptable to different computer architectures (in a sense it is easier to write a C 
compiler than to write a new operating system). 

• Although several flavours of UNIX exist, they all have a large common base. In addi
tion the two forthcoming UNIX standards, System V release 4 (SVR4) and OSF/1, do 
provide an external interface which is an enhanced synthesis of existing flavours. 

• Current efforts towards operating system interface standardization (in particular the 
POSIX activities) are very close to UNIX. Although POSIX interfaces will also be 
available on non UNIX systems (e.g. VMS). 

In this respect UNIX provides, with certain restrictions: 

• Platform independency: this is both from a general point of view (the choice of a 
workstation becomes less important) and from the application point of view (having 
different UNIXes in the backend and frontend may not be a problem from the 
application point of view). 

• Programmer portability: people can move from a platform to another (i.e. from an 
operating system to another) with minimal retraining. 

• The best path towards operating system interface standardization. 

• A flow of enhancements which is less controlled by the computer manufacturer. 

UNIX does present also a number of drawbacks, particularly in a real time environment 
such as ours: 
• It is known to have a long learning curve, from the user's point of view: commands are 

cryptic and the user interface dates from the days of teletypes. Yet window (typically 
XI1) based user interfaces and desk top managers are now available which provide 
users with graphics based, Macintosh-like, access to the operating system. 
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• UNIX is not suited for real time applications. The typical list of grievances is a superset 
of the following: 

The Unix kernel is not pre-emptable: an interrupt may be delayed for an 
indefinite amount of time is it comes while the kernel is running. 
There is no priority base scheduling, time-sharing is the only scheduling 
policy available. 
There is no asynchronous I/O nor provision for asynchronous events (signals 
are a poor substitute for the latter). 
There is normally no provision for direct I/O and/or connection to interrupts. 

The question may arise of why not choose a combination of UNIX in the backend and a 
real time executive (e.g. VxWorks) in the frontend. This choice would not meet our 
requirements for at least the following issues: 

It would be difficult to maintain uniformity in the overall data acquisition system. 
Using a real time exec means dealing with two systems: development on a UNIX 
workstation, running on the real time exec. 
Applications may need more functionality than is normally available in a RT exec. 
UNIX is the future and a high degree of platform independence is required. While 
execs are somehow UNIX-like and may evolve towards POSIX, they are currently not 
UNIX. 

4.2 Real time needs 

A, non exhaustive, list of real time applications in our environment would include: 

• Hardware read out driven by interrupts. Typically for 
Final data acquisition read out. at the bottom of the system after event 
building. 
Read out at the sub-detector level. 
Slow control applications (reaction to events happening in the overall system). 

Here we need a quick response to an external interrupt and easy access to the external 
(typically, but not exclusively, VME) I/O resources. Also primitives for efficient inter
process communication and management of multiple event sources in an asynchronous 
way are necessary. 

• Drive and/or monitor specialized hardware, fast response to interrupt and quick access 
to I/O resources are here, as well, of primary importance. 

• Data Acquisition (DAQ) applications such as: 
Event Distribution 
Event Monitoring and Analysis 
Recording 
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Run Control 
Here too efficient IPC and treatment of multiple, asynchronous external (to a process) 
events (not to be confused with physics events) are necessary to design and assemble a 
DAQ. 

A major question in real time computing is that of performance. An important issue, in 
particular, is that of determinism: how long an external event (interrupt) can be delayed, 
because of other activities in the system, without making the system worthless. It is clear 
that, in our environment, determinism is not an issue per se: normally (with the possible 
exception of slow controls) data acquisition (i.e. read out of an event) is a process which is 
relatively long compared to interrupt handling. What we really need is: 

• To service an interrupt efficiently: this means not only sheer speed (i.e. 10 usee, 
maximum interrupt latency) but also flexibility to write the software to catch and treat 
the interrupt (interrupt routines available inside a user program, synchronization 
primitives between interrupt routine and main thread, etc.). 

• Low overhead for process scheduling and context switching: threads would be 
welcome. 

• Low overhead for IPC calls: for example semaphore handling, in particular semaphore 
switching without waiting or rescheduling, should be efficient. 

• Efficient extension to multi-processing environment. 

4.3 The EP/LX Real-time UNIX operating system 

A survey of the operating system market has led us to choose LynxOS as currently the best 
kernel for our requirements. This choice combines the VME RISC processors (RAID 
8235) as a frontend platform with the port to the MIPS architecture (EP/LX) of the 
LynxOS kernel marketed by CDC. EP/LX includes a real-time kernel; the MIPS port of 
LynxOS 1.2 which is a complete UNIX system fully compatible with both System V and 
BSD 4.3 and some additional real-time features not found in LynxOS, in particular access 
to the VME/VSB busses and to the RAID 8235 card hardware facilities. EP/LX also 
implements a scalable multi-processor model where multiple CPUs, while maintaining 
their own copy of the kernel, co-operate by the extension of their inter-process 
communication primitives (shared memory, global semaphores, named pipes) to a cluster 
of processors communicating via VME or VSB. Future versions of EP/LX will include 
LynxOS 2.0 features, including POSIX compliance. A large number of UNIX "intensive" 
applications have been ported to EP/LX such as ISIS, VOS (a heavy user of UNDC system 
calls), Motif applications, the Network Queueing System (NQS) and all the major CERN 
libraries. Additional products include QUID generated code, the Artifex run-time library 
arid the client part of an Object Oriented Database system (ITASCA). 
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5 Modelling the architecture of a DAQ 
The DAQ systems for a detector at a future collider like LHC will have to cope with 
unprecedented high data rates (-10 GByte/s), parallelism (100 to 1000 processors) and 
new technologies (e.g. SCI, ATM). Simulation of different architectures, algorithms and 
hardware components can be used to predict data throughput, the memory space and cpu 
power required and to find bottlenecks before such a system will be actually constructed. 
Therefore one needs a modelling framework with a high level of description and a clear 
mapping between the system to be built and the system to be modelled. The framework 
has to be modular and scalable to allow simulations of the different configurations from 
simple systems up to full DAQ systems for big detectors. 

5.1 A DAQ simulation framework 

The modelling framework presented in this paper is written in MODSIM II which is an 
object-oriented language for discrete event simulation and has its own graphics library. 

The modelling framework itself consists of a library of generic objects for the DAQ 
simulation (DSL, DAQ Simulation Library), a graphical user interface (GUI) and a tracing 
facility for off-line analysis of the simulation results. 

The package has been developed in the RDI3 project and is still evolving while a working 
version is available. It has been used for small applications and is used for event building 
studies and used for DAQ simulations by the ATLAS collaboration. 

5.2 The DAQ Simulation Library (DSL) 

The main idea of the DSL is to use the smallest indivisible ("atomic") processes that can 
then be used to build up any DAQ system. A dozen "atomic" processes have been defined 
and make the core of the DSL. 

The DSL has a generic level consisting of objects for a generic description of DAQ 
systems, and a user level where inheritance is used to combine the generic objects with 
user dependent features. Thus the DSL contains the possibility to refine the objects and to 
include hardware dependent features. 

As, an example of an application of the DSL the readout of the combined RD6/RD13 
testbeam in November 1993 has been simulated. This setup consisted of a single chain of 
data flow using a HIPPI link and had a total data rate of 1.5 MByte/s. This example was 
used as a proof of principle: it showed the easy mapping between reality and simulation 
and the consistency between the values measured and the values simulated. The 
simulation could then be used for changes of parameters and extensions of the setup. 
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FIGURE 2 RD6/RD13 testbeam setup 
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FIGURE 3 The Simulation Model of the RD6/RD13 Testbeam Setup 
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Using this model we are now in a position to replace the various elements (e.g. HiPPI with 
ATM) and observe the effect on the performance of the DAQ. Such work will continue in 
parallel to the testbeam activity during the years leading up to the final detector 
installation. 

6 The flow of data 

The dataflow is the data acquisition component responsible for moving and distributing 
data (sub-events or full events) to the various entities throughout the system. An entity is a 
generic component of the data acquisition system characterized by an input (from which 
data will flow in from) and one or more output (to which the transformed data will flow 
out to). We require that a common set of rules (the dataflow protocol in the following) be 
available to the various entities in the system to compose a data acquisition system (by 
interconnecting entities in a sort of network) and transferring data within the network from 
the detector to the recording medium, independently of the physical medium used to move 
the data. Flexibility is required to allow the data to be transferred over a number of media 
(tusses, networks, shared memory etc.) and be scalable so that larger organizations of 
elements can be made. 
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6.1 System requirements 

The basic component of the data flow is a DataFlow Element (DAQ-Module). It provides 
a service (e.g. transforms data), is implemented by a program and run by a process. A 
complete data acquisition chain consisting of an input element, 0 or more data 
transformers and 1 or more output elements is called a DAQ-Unit. 

The data acquisition, from the dataflow point of view, is a collection of interconnected 
DAQ-Units. Shared memory is used to "transport" data within a DAQ-Unit. 

FIGURE 4 A simple DAQ-Unit configuration 

.Data In 

6.2 Dataflow protocol 

A dataflow protocol controls the dataflow transactions with a library of basic primitives to 
implement the protocol within a program. Connection management, data transfer and 
synchronization are the functionalities required of the protocol. 

The dataflow protocol handles 1 (source) to l(sink) connections, 1 (source) to n (sinks) 
connections (with possibility of selecting a policy for the distribution of the event, e.g. fan 
out the event, distribute the event selectively, etc.). The n (sources) to 1 (sink) (i.e. the case 
of event building-like functionality) or more in general the n to m case are lower priority 
(indeed event building protocols will be available inside event builders, or they could be 
expressed as sequences of operations to be performed on hardware modules) and their 
inclusion in the data flow protocol should be traded against the introduction of additional 
complexity. 

The dataflow protocol should be independent of the particular medium used to transport 
data between a source and a sink of data. Provision must be made for control signals (e.g. 
run control commands). 
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FIGURE 5 Dataflow Protocol Layering 
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6.2.1 Constraints 

The dataflow subsystem must coexist with other activities in a software module. That is a 
module waiting for an event to come should not block the reception of other signals such 
as run control messages. This suggests a multi-threaded approach to structure a data 
acquisition module. The design and development of an efficient and correct protocol is a 
complicated task for which we chose to use a software engineering methodology and 
related CASE tool. 

6.2.2 StP 

The first CASE tool we chose is called StP (Software through Pictures) by IDE 
(Interactive Development Environments). Stp is a set of CASE tools supporting analysis 
and design methods for software production. It offers diagram editor tools for data flows, 
daia structure, structure charts, entity relationships, control specifications, control flows 
and state transitions. There is also a picture editor and object notation editor which allow 
the user to associate a set of properties and values with any objects in any editor diagram. 
A document preparation system allows designs to be printed in many formats. 

To model the protocol we used a real time structured analysis method, as described in 
Ward/Mellor and Hatley/Pirbhai. Both variations of the method are supported by StP. The 
model is defined, specifying what the system must do in terms of hierarchy of control and 
data flow diagrams going from the context diagram down to the specifications. The 
application database and all the other data structures used to manage the protocol are 
defined according to the entity relationship data model, or the equivalent data structure. 
The protocol itself is specified in terms of state transition diagrams. These different 
modeling tasks are performed by means of the corresponding StP editor, the results are 
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then stored in the StP data dictionary and are available both to the StP editors and to user 
denned modules - e.g. code generator. 

We had to overcome some of the StP deficiencies: 

• Since a protocol is basically a state machine, the decomposition in state transition 
diagrams would make the definition clearer. Unfortunately StP does not support this 
feature. We made a special coupling of data flow and state transition diagrams that 
allowed us to use the DF nesting to define the missing ST hierarchy. 

• More over, a code generator not supported by StP would be a great help to make the 
analysis-design-implementation cycle seamless. 

At this stage of the project we decided that it would be interesting to redo the exercise with 
another tool which supports another method but has the features that we found missing in 
StP. 

6.2.3 Artifex 

The second methodology/tool that we tried is called PROTOB, an object-oriented 
methodology based on an extended data flow model defined using high level Petri Nets, 
called PROT nets, and its associated CASE toolset called Artifex, by Artis S.r.l. 

Aitifex consist of several tools supporting specification, modeling, prototyping and code 
generation activities within the framework of the operational software life cycle paradigm. 
Artifex fully supports system analysis, design, simulation and implementation through the 
same GUI. 

• The analysis and design phase is done using the graphical formal language for the high 
level concurrent Petri Nets, that integrates sections of C and Ada code. 

• The simulation generation and execution is done with two buttons only. During this 
phase the user can simulate, set break points and step through the concurrent task 
model. 

• The emulation supports distributed code generation from the same model that was used 
for analysis and simulation. During emulation visual monitoring of the Petri Net is 
possible using the same GUI used for the two previous phases. 

The protocol is specified in terms of High Level Concurrent Colored Petri Nets. This 
model can be seen as a combination of the data flow and state transition of the SASD 
methodology. The object model of Artifex allows independent module definition, testing 
and reuse. 

7 Event formatting 

Ir; order to achieve scalability and modularity the DFP needs to support DAQ 
configurations where additional data sources (detectors) can be included in the system and 
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the event stream parallelised on a sub-event basis in parallel before merging into a single 
event for further processing. While the event input (read-out) is performed a structure is 
built for each single event using the event format library. To provide the kind of 
modularity we need this event format has to be defined recursively, in such a way that the 
stmcture of data is identical at each level of sub-event collection or event building. 
Navigating the structure from the top, an event consists of an event header (EH) followed 
by detector data. The detector data themselves may then be structured in one or more EH 
followed by data, where these latter EH are related to a substructure of the event. This 
process of sub-structuring may continue for an indefinite number of levels, in a tree-like 
stricture. The leaves of this tree contain the original detector data. 
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FIGURE 6 Event Structure implemented by the Event Format Library 
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8 Event building 
An Event Building System (EB) is the part of the data acquisition system (DAQ) where 
the data coming from different streams of the data flow (usually different sub-detectors) is 
merged together to make full events that can be sent further downstream the DAQ to 
either the next level of filtering or directly to a mass storage system. Thus the main tasks 
of an Event Building System are to transfer and to merge data. 

Event Building Systems usually consist of special hardware for the purpose of transferring 
and merging the data, and software to control the transfer and the merging, to allow user 
communication and error detection as well as some monitoring. Apart from the generic 
studies it is necessary to evaluate emerging hardware techniques which are likely to be 
available at the time the LHC detectors will be built. 

As the EB deals with data it is important to give a model of that data. Every data (which 
are the data associated with a physical event and containing the data coming from a sub-
detector) have three layers: 
• Actual Data: 

It is an accumulation of bits and bytes somewhere in some memory. Throughout the 
paper a static view is chosen, i.e. the event data exists or does not but it is never being 
built. The amount of data is fixed and well known. 

• Description of Data: 
For every piece of data there exists a description. This mainly is a key to access and 
interpret the actual data stored in the memory. The description contains information on 
the memory location, the number of bytes, the format of the data stored and so on. The 
format of the data can either be hard-coded or dynamic (i.e. retrieved from the event 
library, database etc.) 
The description of the data itself can be part of the actual data, but in any case it has to 
be stored some where in the memory as well. 

• Synchronization/ Timing: 
Every piece of data has a timing aspect: it can be available or not and it can be 
discarded from the memory. All these events in the life of any piece of data can be seen 
as signals to the EB (e.g. NEW JE VENT) 
Usually this aspect of the data is not an integral part of it but it logically belongs to it, 
signals are used by processes to notify the availability of new data or its loss. The 
timing is thus only defined in the context of the processes in which the data is being 
handled. 

Furthermore every piece of data has an identity which might consist of several fields and 
usually is part of the actual data (it is in the description where it can be extracted from the 
actual data). It can also be part of the data description and the signals themselves The three 
layered model of data is shown in the following diagram: 
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FIGURE 7 Event builder: The three aspects of data 
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FIGURE 8 Event builder: an abstract model 
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8.1 Functionality 

The two main functionalities of an EB are: 

1. Transfer of data 
Signals are sent, descriptors are sent and the actual data has to be transferred from one 
location in memory to another. All these function are carried out by different ways of 
transferring the different aspects of the data from one location to another. This 
functionality must be reflected in software as well as in hardware (a physical 
connection for the transfer). 

2. Merging of sub-data 
Reacting on the signals, the descriptors need to be interpreted and merged. The actual 
data can be moved to a memory location for full data or the merging is done just in the 
description without moving any part of the actual data. But in any case the data coming 
from an EB will be made of one or several portion of data before the EB. 

Synchronization with the upstream sources of data and downstream destinations is crucial 
to the efficient running of the event builder. It is necessary to add validation checks on the 
data (e.g. have all the sub-detectors delivered their data?) 

107 



Internally the three layers of data can be handled in different ways. There might even be 
different hardware for each of the layers (control - interrupt on a bus system, description -
ethernet, actual data - HIPPI). Two approaches can be taken to organizing the transfer and 
merging of data. In the "push" approach a new event arriving at the source will drive an 
action; in the "pull" approach the destinations are the pulling the data through the EB. 

8.1.I Event building in software 

This example shows 2 sources and 1 destination. Of the three different layers the sources 
only receive the signals (from some process upstream) and the data descriptors, the actual 
data is written into a shared memory. In the EB a merging takes place (maybe without 
moving any data) and the destination can send signals, data descriptors and finally the 
actual data further downstream. 

Event Builder 

sub-data 

sub-data 
• full data 

8.1.2 Event building with event distribution: 

Event Builder 

sub-data 

sub-data 

sic 

• sic 

shan d memory 

bus/switch 

- • full data 

dst - • full data 

full data 

Tins example is an extension of the previous one: following the step of Event Building 
from the 2 Sources there is an additional step of distributing the full data to several 
Destinations. The hardware part to achieve this can either be a bus system or a high speed 
switch. 
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8. j .3 Parallel event building: 

This example shows an Event Building System for N Sources and M Destinations: the 
sub-data is sent over a bus or high speed switch to merging processes running in parallel. 
The full data can be sent to several Destination at the same time. 

Event Builder 

sub-data 

sub-data 

sub-data 

sic 

-M sr: 

- • s i c 

mx%m\ a st 

[mrg^ i ĉ st 

bus/switch 

- • full data 

- • full data 

In all three examples above it has not been defined how the data should be transferred, 
hew the actual merging is done and what hardware devices can be used. The elements sre, 
dst and mrg just represent the functionality of receiving the data from upstream, sending 
them downstream and actually merge the sub-data. They are transparent.The control part 
managing the sources and destination as well as the resources of the EB is not shown. 

9 Monitoring the data 

Monitoring of the data acquired by the system is needed to control the quality of the data. 
Online monitoring tasks are programs that receive a sample of the event from the DAQ 
wnile it is running and check their contents, produce histograms or perform initial 
analysis. 

9.1 Requirements 

The monitoring scheme should fulfill the following requirements: 

• Allow programs to attach to any node in the DAQ-Unit to spy events flowing. 

• Sample events on request. 
• Provide means to tune the effect of monitoring on the main data acquisition, by limiting 

the amount of sampling requests. 

9.2 Monitoring skeleton 

All the monitoring tasks are based on a template, or skeleton which hides the details of the 
underlying DAQ but provides rudimentary access to the data. The programming interface 
is a skeleton, the same as that for other data flow modules, and a set of functions, known 

109 



as Data Flow Monitoring functions (DFM), called upon the occurrence of precise events 
in ihe data acquisition: 
• DFMJnitQ 

called by the skeleton at program start-up. 
• DFMJProcessQ 

called by the data flow package each time an event is received by the data flow module. 
This routine may modify the incoming event (e.g reformat the data) and tell the data 
flow package what to do with the event (i.e. reject or forward the event) 

• DFM_Exit{) 
called by the skeleton at program termination so that the task may perform any 
necessary clean up. 

• DFM_Communicate() 
called when a communication request has been received by the dfp. It is then up to the 
programmer to take the necessary actions, such as popping up windows on the 
workstation screen to interact with the user. 

FIGURE 9 A simple DAQ-Unit with attached monitoring tasks 
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9.3 Adding a graphical user interface to monitoring tasks 

Monitoring tasks are built on top of the skeleton in order to receive events from the 
acquisition system. The skeleton handles "physics" event that come from the detectors in 
ar asynchronous manner. Most modern windowing packages (e.g X window) are also 
event driven and require their "graphical" events to be treated by the application. The 
difficult part is making the "physics" event handling coexist with the "graphics" event 
handling inside the same application. This requires the use of some signal handling 
package that understands both type of events. In the RDI3 DAQ, the monitoring skeleton 
is built on top of such a package, VOS (Virtual Operating System). All that was necessary 
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to incorporate both types of event was to declare the "graphics" events to VOS so that the 
appropriate routines could be fired when either of the two types of events are received. 

The second issue is how to enforce some form of synchronization between the monitoring 
skeleton and user input. For example, imagine the monitoring task displays a window and 
should respond when the user presses a button contained within it. In this case we want the 
"graphics" event to be handled but the "physics" event to be blocked until the button is 
pressed. Again we can use the same signal handling package (i.e. VOS) for this purpose. 

An example of a monitoring task with a graphical user interface is the event dump. The 
purpose of an event dump is to display the contents of an event to the user so that they can 
check its contents. It is a useful debugging tool which allows the physicists to discover if 
the detector read-out is producing data in the correct format without having to wait for a 
tape to be written and analyzed. 

FIGURE 10 Event dump showing event decomposition and data block contents 
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10 DAQ databases 
A data acquisition system needs a large number of parameters to describe its hardware and 
software components. In short, four distinct databases can be envisaged for a DAQ to 
store such information: Hardware configuration (describes the layout of the hardware in 
terms of crates, modules, processors and interconnects); Software configuration (describes 
the layout of the software in terms of processes, services provided, connections and host 
machines); Run parameters (e.g. run number, recording device, Level 2 trigger state etc.); 
Detector parameters (information pertaining to the detector and defined by the detector 
group themselves within a fixed framework). 

10.1 Architecture 

The database system must provide access to the data at run time at an acceptable speed. 
Typically we do not want to do any, or we want to minimize as much as possible, disk 
access at run time when the database is referenced. The database contents must visible to 
all applications in the system which need access to it - both in the frontend processors and 
in the backend workstations. The access must be shared. In a simple case this may be done 
with multiple concurrent readers (shared read transaction) and a notification mechanism to 
signal (rare) database modification. 

In general we may identify a backend and a frontend component in the online database, 
the backend one deals with the permanent storage of data and all the operations related to 
a modification of the schema, the frontend one deals with the actual access at run time. 
Depending on the database technology and the product chosen, the two (back and front) 
parts may or may not be provided by the product itself. 

10.2 Data Access Library (DAL) 

The database is accessed by DAQ programs via a data access library. A DAL provides an 
interface to the queries and updates needed by the applications, that is the DAL 
implements only those database operations needed (and allowed) on the data at run time. 
The DAL hides the actual implementation of the database to the application as well as the 
actual implementation of the data model. This means that the underlying database system 
can be replaced without affecting the application programs. 

10.3 User interface 

A common set of tools must be provided to implement an easy means to browse and 
update the database according to the facilities provided by the DAL. That is the interactive 
programs must be capable of performing all the operations allowed at run time. Generic 
browsing and updates, assumed to be rare and performed by experts only, are made using 
trie commercial DBMS query language and facilities. 

112 



10.4 First implementation: StP/ORACLE 

The first implementation of the database framework was made using "traditional" (i.e. for 
which extensive expertise exists at CERN) technology: typically the entity-relation (E-R) 
data model and relational database technology (as implemented by the ORACLE dbms). 
The E-R data model has already been used in several experiments and has shown to be 
adequate for the purpose. A CASE tool was used to design and develop the data model for 
the DAQ's software configuration database. 

10 4.1 Entity-Relation data model CASE tool 

Software Through Pictures (StP) is a CASE tool implementing several software 
engineering methods via diagram editors. In particular it has an E-R editor with the 
possibility of producing SQL code to create ORACLE (and other relational DBMS) tables 
and C data structures defining entities and relationships. The tool was used in the 
following steps: 

• StP is used to draw the E-R diagram implementing the database schema. 

• StP is used to generate code from the E-R diagram: SQL statements to create Oracle 
tables, C type definitions for the table rows, C arrays implementing the tables in 
memory and C functions to load/dump a database from memory from/to disk files or 
Oracle. 

• The DAL is hand coded in C as a set of functions working directly on the arrays in 
memory. 

• Each application reads from disk (or Oracle) a copy of the database, then operates on it. 
There is no provision for distributed access to the data (which, in this case, is not 
needed because the contents of the database are updated off-line when a new DAQ 
configuration is defined). 

• Versioning (i.e. the maintenance of different configurations) is handled off-line by 
having different files. 

10.4.2 Real Time facilities and distributed access 

ORACLE is not suited for real time distributed access to the data, nor are ORACLE 
interface available for the frontend processors. In order to use ORACLE, an architecture 
needs to be devised that avoids this limitation. 

For real time access we adopted a two level scheme. A backend level where the database is 
created and maintained in ORACLE (creation, insertion, updates, etc.); and a frontend 
level where, at run time, the contents of the database are extracted from ORACLE and 
read into an application's memory (ORACLE tables are mapped onto arrays of data 
structures representing database rows). The DAL navigates the in-memory tables when 
required to access the data. Since the initial loading of the database may be relatively slow, 
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and in any case we aiso need to access the data from the frontend processors, we 
envisaged an intermediate level where the ORACLE database is read into a workstation 
disk file first (NFS being available throughout the system) and then all the applications 
just read the disk file to load their in-memory tables. 

The major drawback of this scheme comes from the need to hand code the data access 
library directly in C, in particular for what concerns the navigation of the database. 

10.5 Second implementation: QUID 

An alternative to commercial relational dbms are in-memory bank systems. They do not 
have all the functionality of the relational dbms but also do not have so many overheads in 
terms of performance and demands on the underlying operating system. One such 
commercial in-memory system is QUID from Artis srl. 

QUID is a database development environment targeted to real time applications (i.e. 
where performance is needed and the full functionality of a DBMS is not) consisting of 
the. following components: 
• A E-R diagram graphical editor, implementing an extended E-R model. 

• A query language: it extends the C language by providing statements to manipulate 
entities and relations and to navigate the database. Actions, expressed by C code, to be 
performed on the data can be attached to the QUID statements. 

• A code generator: this takes as input both a database definition, to generate all the code 
needed to manage the database, and a QUID program, to generate a C module operating 
on the database. 

• User interface (modifying and browsing a database): a tool which, given a database 
description as produced by the QUID editor, can produce an application to navigate and 
modify the contents of a database. This is an important point, since it provides a way to 
interactively access the data without the need for DAQ developers of build dedicated 
graphical frontends. 

The database is kept in the application memory, its contents can be saved/loaded to/from a 
disk file. Multiple versions of a database, e.g. different system configurations, may be 
maintained by saving/loading to/from different files. There is no provision for distributed 
transactions, nor for the distribution of data among many processes. For read only 
databases this restriction is easily overcome by having all participating processes to access 
the disk files via NFS. When writing is aiso needed, a special scheme has to be devised. 
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FIGURE 11 QUID editor and browser showing one view of the software configuration database 

10.6 Limitations of QUID 

The QUID database system is currently used to store this data. QUID allows the 
modelling, storing and handling of the data but it is not a full database management 
system since it relies on the host's file system for storing data and does not provide a 
multiuser environment. It has some other important deficiencies: 

• all the database is in the memory of the application which sets strict limitations to its 
size 

• no referential integrity or concurrency control is provided 
• no schema evolution facilities are provided. If a schema change takes place then the 

data that correspond to the old schema are no longer valid. 

QUID has been successfully used to implement all the four DAQ databases mentioned 
earlier. This situation is satisfactory for the present but with the arrival of OODBMS, it 
may be possible to extend the functionality of the databases. HEP groups are now just 
stioting to investigate the use of OODBMS systems for use in applications such as event 
recording. We have also started to make an implementation of the DAQ databases using 
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such a system and, from our initial impressions, it appears that OODBMS have a lot to 
offer the online environment. 

FIGURE 12 User interface to run and detector parameters database 
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11 Run control 

During the various phases of operation of the DAQ, a large number of operations need to 
be performed on the many hardware and software components. These operations must be 
performed in the correct order and synchronized in relation to each other and external 
constraints. The organization of such steps is the responsibility of the run control system. 
The run control system must be omnipresent, with a hand on all the components of the 
DAQ to guide them through these steps during the run cycle and react to changing 
conditions and required configurations. 

It is easier to envisage the run control system as two ievels: a basic facility that allows 
communication between components and understands the principle of "state"; and an 
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upper layer that represents the knowledge of how the steps to be performed are inter
dependent. 

11.1 Basic run control facility requirements 
• Provide a means of exchanging run-control commands between DAQ components 

• Integrate with the multi-tasking environment of programs 

• Provide equivalent support on both the workstations and frontend processors 

• Provide a user-interface from which the status of components can be monitored and 
commands sent. 

• Provide a means of implementing a run-control program in which the knowledge of the 
various steps can be represented 

• Integrate with the error reporting facility 
• Integrate with the database access mechanism 

• Allow the operator to select from a number of DAQ configurations interactively 
without having to perform any programming tasks. 

• Be independent of the DAQ configurations and capable of growing to incorporate more 
sophistication as the DAQ evolves (for example, control multiple DAQ units). 

• Recover gracefully from unexpected events such as: 
time-outs on communication links 
crashes or mal-functions of components 
unsolicited changes of the state of some components 
On such occurrences, the run-control should continue to function and maintain as much 
as possible of the DAQ in a running state. For example, if the mal-function only affects 
one DAQ unit then other DAQ units should continue to function normally. 

11.2 Definition of Finite State Machines 

As a means of implementing the run control program, a facility for expressing the 
behavior of the various components in terms of finite state machines (or some derivative) 
can be provided. In short, a finite state machine represents all the behaviour and 
functionality of a process in a limited number of "states". While in a state, a process 
performs some predefined function. A process can swap its state by making a transition to 
a new state when some "event" occurs. For example, a tape recorder can leave the state 
"recording" when the user presses the "stop" button or when it reaches the end of the tape. 
An extension of this idea is to put "conditions" on the state transitions so that a state 
change is made when an event occurs and only if the conditions are met. Also, we can 
foresee a number of actions that must be performed during the state transition. For 
example, when the tape recorder goes from "recording" to "stopped" we must stop the 
motor that turns the tape. 
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The components, as well as the run-control program itself, should be capable of executing 
such finite state machines (FSM). The definition of the FSMs should be stored in a 
database and retrieved at run-time by each component. This permits the selection of 
appropriate FSMs according to the DAQ configuration being used. An FSM contains the 
following attributes: 

• A list of states 

• A list of commands that can be accepted while in each state 

• For each command, a list of actions to be performed 

• Actions can be 
send a command to another component (asynchronously and synchronously) 
execute a piece of code (user routine) 
set the state of the FSM 

• A list of conditions for each state that, when true, perform a list of actions 
Conditions remain active while in the associated state and are re-evaluated whenever a 
component changes state, starts or stops 

Once a FSM has been loaded from the database, it is put in the initial state and the system 
must keep track of the current state. The implementation of the FSM integrates with the 
multi-tasking environment of components. 

11.3 Hierarchy of FSMs 

The components are arranged in a hierarchy with the Run Controller at the top and 
controllers for individual DAQ units at the bottom. In between there may be intermediate 
levels of controllers though the hierarchy is not expected to be very deep. Commands flow 
downwards and replies ripple back up the hierarchy. A lower level component should not 
send a command to its parent controller. The only way a child component affects the 
behavior of its parent is by changing its own state which may cause a condition in the 
parent's FSM to become true and hence perform some action. 

In principle, the facilities described should be used by every process that runs in the 
experiment and needs to communicate with the run-control system, or other processes. 
However, using the run control facility does imply an overhead in processing and requires 
that the process give control of the execution to a tasking sub-system which passes control 
to the application code when a message is received. In the case of a DAQ unit it may be 
better to create a separate process which uses the run control facility and controls the 
actual DAQ unit processes itself. 
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FIGURE 13 Run Control Program Finite State Machine 
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11.4 Requirements on the environment 

Modern data acquisition systems can no longer be implemented using a single program, 
they involve many programs running on a network of computers. Such distributed systems 
demand specialized software in order to control all the aspects of the data acquisition 
system. Processes need to cooperate to perform processing functions, they need to share 
data and information. It must be possible to synchronize processes and monitor their 
progress. Operating systems, such as UNIX, do not provide all the services and facilities 
required to implement such features and so we have to look else where to find tools that 
can provide the missing features. One such tool is Isis, a toolkit for distributed 
programming. Isis started life as a research project at Cornell University and has since 
become a commercial product distributed by Isis Distributed Systems Inc. 
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11.5 Overview of ISIS 

Applications that use Isis are organized into process groups. The membership of a process 
group can change dynamically, as new processes join the group or as existing members 
leave, either out of choice or because of a failure of some part of the system. A process can 
be a member of many process groups. Messages can be sent, or broadcast, from a process 
to a process group so that all the members receive a copy, without explicitly addressing the 
current membership. A process broadcasting a message can indicate that it wants to wait 
for replies from the recipients of the message. Process groups provide a convenient way of 
giving an abstract name to the service implemented by the membership of a group. 

11.5.1 Fault-tolerant process groups 

Isis provides location transparent communication with a process group and among its 
members. When a member of a group crashes, the Isis failure detection mechanism first 
completes all the pending broadcasts and then informs the group members of the failure. 

115.2 Group broadcasts 

Isis supports a set of broadcast primitives for sending messages to all members of a group. 
Depending on consistency requirements, the programmer may choose between atomic 
broadcast primitives that guarantee a global order on all messages and the more efficient 
casual broadcast protocol that guarantees only the delivery order of messages is consistent 
with causality. 

11.5.3 Coordinator-cohort 

Some actions need to be performed by a single process with the guarantee that the action 
is completed even if that process fails. For such computations, one member of a process 
group (the coordinator) is chosen to execute the action, while the other members are 
prepared to take over for the coordinator should it crash. This tool can be generalized so 
that a subset of the process group executes the action. 

11.5.4 Tasks 

A task mechanism is required for a process to be capable of controlling several sources of 
input and output simultaneously. A task mechanism allows several threads of control to 
exist within a single process. Isis provides a task system so, for example, if a task has 
bioadcast a message and is waiting for the replies when a new message arrives, another 
task may be started to handle the new message even though the first task has not yet 
terminated. Non-Isis sources of input and output can be incorporated into the task 
mechanism. 
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11.5.5 Monitors 

A process can instruct Isis to notify it when certain types of events occur. For example, a 
process can be notified if a new process joins a process group or if Isis fails on a particular 
machine. 

11.6 Implementing the basic run control facility with ISIS 

We have used Isis to implement the basic run control system. Isis is run on the network of 
workstations and frontend processors. The components of the data acquisition system are 
modelled as finite state automata which are controlled by a run-control program. The run-
control program sends commands to the components in order to change their states. 
Starting from this model, we defined a set of process groups and message formats to 
support the manipulation of finite state automata. A library of routines, called rcl, was 
implemented to support the model and provide a framework in which component-specific 
code could be inserted. The library is linked with the data acquisition components causing 
them to join the predefined process groups and establish tasks that handle the messages. 
The library also provides a programming interface by which the run-control program can 
send commands to components and be informed of the result and their current state. 

The run-control program is itself modelled as a finite state machine. To interact with the 
run-control program, we have developed a Motif based graphical user interface from 
which the user can send commands and interrogate any process using the library. 
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FIGURE 14 Run Control graphical user interface 

11.7 Error message facility 

We have also used Isis as the basis for an error message reporting facility. Data acquisition 
components report error conditions by calling a routine in the rcl library that broadcasts 
the condition as a message to a dedicated process group. The members of the process 
group are processes that wish to capture error reports. A filter mechanism, based on UNIX 
regular expressions, allows members of the group to capture subsets of all the errors 
reported. The graphical user interface is also a member of this process group and displays 
all reported error message to a window on the screen. Another process writes error reports 
with a time stamp and the identification of the sender to a log file. Filters can be down
loaded to data acquisition components in order to suppress error reporting at the source. 
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FIGURE 15 Message logging user interface showing messages sorted by date 
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12 User interfaces and information diffusion 

Modern data acquisition systems are large and complex distributed systems that require 
sophisticated user interfaces to monitor and control them. An important choice to be made 
when designing graphical user interfaces (GUI) is that of the GUI toolkit to be used. GUI 
toolkits control output to the screen, accept input from the mouse and keyboard and 
provide a programming interface for application programmers. Traditionally programmers 
have coded the user-interfaces by hand but recently a new type of tool, called a GUI 
builder, has appeared on the market which allows the programmer to interactively develop 
user-interfaces. 

12.1 Graphical interface toolkit 

We considered toolkits based on the XI1 protocol, the de-facto standard for distributed 
w.ndow systems. This choice was driven by a need to run client programs on remote 
machines and display the windows on a local workstation. A number of graphical interface 
toolkits exist but Motif (from Open Software Foundation) has, over the last couple of 
years, become the most popular GUI toolkit for UNIX workstations. The choice of a 
toolkit depends heavily on its programming interfaces. It must be possible to code an 
interface in a language which can coexist in the same environment as the other facets of an 
application, even if the code is to be generated by an GUI builder tool. Motif offers a set of 
general purpose graphical objects as well as a few specialized ones for performing tasks 
like file selection. 

12.2 Parts not covered by Motif 

During our work we have found a number of areas of interface design and implementation 
which we believe are not adequately addressed by the Motif toolkit. In all cases, it is 
possible for the developer to work around the problems by either implementing the 
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required functionality using the toolkit or by acquiring it from other sources, be it 
commercial or shareware. 

12 2.1 Visual representation of data 

The Motif widget set includes many general purpose widgets, such as labels and buttons. 
It also contains a number of widgets, such as the file selection dialog, which address a 
specific function that is required by most applications. An area that also requires such 
specialized widgets is data visualization. Some applications need from additional widgets 
to present data in a table, as a pie chart or as a histogram. There are no specialized widgets 
in the Motif toolkit to meet these needs, so developers either have to build their own or 
obtain them from other sources. Many graphics packages offer such functionality and for 
DAQ interfaces that require more powerful graphics capabilities we used the Data Views 
commercial widget set (V.I. Corp). This widget set includes pie charts, histograms and 
various other 3 dimensional charts. 

122.2 Updating information 

Another limitation of the Motif widgets is the frequency at which the information they 
display can be updated. This can pose problems when a GUI is to present rapidly changing 
information. For example, the DAQ status display shows a counter of events treated by 
each data flow module, typically of the order of 1000 events per second. If we try to show 
the latest value of the counter every second with a Motif label widget it "flickers" so much 
that the figure becomes unreadable. Fortunately the Data Views widgets are capable of 
updating the information they display frequently (i.e. more than once per second) without 
such flickering. 
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FIGURE 16 DAQ status display built using XDesigner with Motif and Data Views widgets 

12.2.3 On-line help 

The Motif toolkit provides help buttons and help callbacks for most widgets. These 
mechanisms allow the interface developer to indicate help is available to the user and 
provide a way of signalling that such help has been requested. But the toolkit does not 
include a suitable means for displaying the help information itself. The developer is left to 
his own devices to implement a scheme using the existing widgets. It is better to provide 
information to the user as a combination of text and diagrams and so easy integration of 
text and graphics and the ability to navigate between documents would be useful. 
Hypertext systems offer the ability to cross-reference documents and navigate such 
references. For these reasons, we have looked beyond the Motif toolkit to find tools to 
help fulfil our goals. 
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12.3 Graphical user interface builder 

Graphical User Interface builders allow the developer to interactively build interfaces. 
Using an interface builder the developer can implement an interface far more quickly than 
by hand coding calls to the toolkit. Interfaces can be built in a more abstract manner and 
hence the developer need not have such a deep understanding of the toolkit itself. Several 
builders, such as XVT 7, allow interfaces to be built which can run on top of more than one 
toolkit. 

For the development of the DAQ we chose a commercial graphical user interface builder 
called XDesigner (from Imperial Software Technology) which has proved invaluable in 
aioing the production of user interfaces. X-Designer offers a means of incorporating 3rd 
party widgets (including the Data Views widgets) and allowing them to be used along side 
the' standard Motif widget set. 

FIGURE 17 XDesigner graphical user interface builder with Motif and Data Views widgets 
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12.4 Information diffusion 

It is important to have a well organized documentation system for the DAQ from both a 
user and developer point of view, especially since the personnel that will work with an 
LHC detector will be renewed several times over the lifetime of the detector. We chose the 
commercial FrameMaker (Frame Corp, USA) interactive document preparation system as 
our primary authoring tool. FrameMaker is a Motif based WYSIWYG document editor 
available on many platforms including Macintosh, IBM compatible PCs, NexT, VAX/ 
VMS and most UNIX machines. Documents can be transferred between different 
architectures by using a special FrameMaker Interchange Format (MEF). It offers support 
for input from other popular documentation systems and comprehensive graphics, table 
and equation features. To date we have used FrameMaker to produce: 
• Technical notes covering all aspects of the DAQ development 

• Reports and Conference papers (including this document) 
• Letters, faxes and slides 

12 4.1 Making documentation available via WWW 

In order to make these documents available to people outside the project we have setup a 
Worldwide Web server for RDI 3 documentation. This required the conversion of the 
documents from FrameMaker's own format to HTML format suitable for use with WWW. 
Rather than performing the conversion by hand we have used a publicly available package 
that performs the conversion automatically. 

We have not chosen to write our documents in HTML directly because, as can be seen 
from the list above, not all of the documents are destined for online viewing. Presentation 
on paper is very important, especially for Conference papers, and we don't know of any 
HTML interpreters which can give a good and totally controllable output on paper in the 
same manner as FrameMaker or LaTex. A LaTex to HTML converter exists but we prefer 
FrameMaker because it is a WYSIWYG system - with LaTex one has to print to postscript 
then view the output on paper or use a postscript previewer in order to see the results. Also 
a separate drawing tool (such as xfig) is needed to make figures while FrameMaker 
incorporates such a tool and other facilities (e.g. table and equation handler, spelling 
checker) that make writing documents simpler. Finally, it is easier and more efficient for 
people to only learn one tool rather than many and we have found FrameMaker addresses 
the needs of all the document types listed above. 
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FIGURE 18 RD13 WWW server welcome page 
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4.0 Conference Papers 

• CHEP'92 
• AIHEP'93 
• ICALEPCS'93 
• CHEP'94 

5.0 Technical Notes 

• Note 1 : RDI3 Workplan - Phase 1 
• Note 3 : RDI3 Dataflow 
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13 Software organization and distribution 
In a software development of any size, especially when more than one developer is 
involved, it is important to have a disciplined approach to the organization of the various 
components and modules. 

13.1 Directory tree 

A directory tree to keep the code sources, include files and binaries for a version of the 
DAQ software provides a basis for a logical subdivision of the components. A version of 
the DAQ includes: DAQ components (e.g. the run control, the data flow modules), 
libraries (e.g. database access library, vme bus access library) and facilities (e.g. error 
messages). That is to say all what is needed to run the current version of the system and to 
develop software needing other system modules. The generic software components will be 
referred to, in the following, as a product. We distinguish between a 
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• production version: this is a tested, stable version of the system, including all software 
products. It is intended for "production" use. An update of the production version is 
done rarely (e.g. once every few months) and corresponds to a coordinated upgrade of 
the whole DAQ system. 

• validation version: this is a version under test; unstable software components are 
brought together to provide the environment for the integration tests. Updates to the 
validation version are done on a product basis and relatively often (e.g. once every few 
weeks), in response to bug fixes or the need of new features by other products under 
development. The requirements for stability are here less stringent than in the 
production case. 

A third kind of version, the development version, is related to individual products (the 
version of a product the developer is currently working on). 

The scheme should cover both the backend workstation cluster and the frontend 
processors with access to the filesystem being guaranteed by NFS. The rationale for a 
common approach to storing sources and binaries is that in such a way there is a unique 
place where a version of application programs, libraries and include files can be found 
without (or with the minimal) interference with the developer's work. 

A standard account should also contain the sources for the current production version of 
the software and a makefile to rebuild, from those sources, the product (even in the 
absence of the author). The account must be managed by one person, to whom a new 
version of a software product (for production or validation) will be given. A single access 
point to the modification of the contents of the standard directory tree guarantees proper 
notification of new versions and avoids the temptation of doing a "quick fix" to a module. 
The basic elements to appear in the directory structure are: 

• sources 
all the source (code and includes) files necessary to build (and test, if available) a 
product. In addition to the sources a makefile, provided by the author, to rebuild the 
product from the sources. A sub-directory (below the sources directory) for each 
product can exist if the product is itself decomposed into component parts. 

• bin 
the executable files associated to a product. Since the DAQ is to support multiple 
platforms a copy of the binary for each platform must be maintained. To do this end, the 
bin directory contains sub-directories - one for each platform - in which the 
corresponding binaries are kept. 

• objects 
the object files (output of compilations of the source code), like the binaries must be 
kept for multiple platforms. 

• lib 
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non executable, binary files associated to a product: archive libraries, object files, 
relocatable libraries or shared libraries. As for the binaries above, there will be copies 
for each platform. 

• include 
the include files provided by the product to the users (e.g. error definitions, symbols, 
function prototypes, etc.), but not those needed only to build the product. Any platform 
dependent code is handled by conditional compilation flags. 

FIGURE 19 DAQ software directory tree 
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13.2 Code repository 

The management of source code, organized in the above directory tree, to track software 
modifications, releases and configurations is an important activity in a software project of 
any size. Originally the RDI3 DAQ developers used the SCCS tool, which is normally 
available on any UNIX system, on a personal basis. The size of the developed software, as 
well as the interaction between different developers, is such that it was necessary to define 
a project-wide scheme for the maintenance of the source code. 

While SCCS is probably satisfactory for a single user, a more sophisticated system was 
needed for the management of a complex software system made of different products and 
developed by several people. One such package is the Concurrent Version System, CVS. 
The source code of the different products is now organized into a repository managed by 
CVS. Each product is maintained in several releases and the full data acquisition system 
releases are superimposed on to the structure and are maintained by CVS. 

CVS lies on top of RCS (similar to SCCS) which serializes file modifications by a strict 
locking mechanism and extends the RCS concept of directory or group of revisions to the 
much powerful concept of source repository. The latter consists of a hierarchical 
collection of directories or groups of revisions and related administrative files. 
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CVS offers a multi-developer open editing environment using basic conflict resolution 
algorithms. The most important features of CVS are: 
• concurrent access and conflict-resolution algorithms to guarantee that source changes 

are not lost. 

• support for tracking third-party vendor source distributions while maintaining the local 
modifications made to those sources. 

• a flexible module database that provides a symbolic mapping of names to components 
of a larger software distribution. 

• configurable logging support. 

• a software release can be symbolically tagged and checkout out at any time based on 
that tag. 

• a patch format file can be produced between two software releases. 

13.3 DAQ builder 

The DAQ builder is a shell script and a makefile developed for the management of the 
DAQ software components. Both the need of the integrator, who is the responsible of 
building a whole DAQ system, and of the individual developer, who is the responsible of 
the individual products, are taken into account. The tool is based on the directory 
organization and code repository described above. 

The tool is composed of three different elements (daqbuilder, makefile and makerules) 
which are maintained as separate revision files in the repository'. 

The daqbuilder is a shell script which defines and exports the environment variables 
globally needed by the software organization. It requires as input a root directory into 
which it will build, the name of the product to be built and the target platform. Having 
in tialized the shell environment it then starts the make facility. 

The makefile is a global makefile used by the daqbuilder shell script to invoke local 
makefiles which build any DAQ software component under the responsibility of the 
product developer. It is organized as a set of goals, one for each product. In addition the 
goal checkout extracts any software component from the common repository and the goal 
dirs creates the standard directory structure if doesn't exist. 

The makerules file supplies global macros for compilers and their options and defines 
standard macros for common libraries. 
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FIGURE 20 DAQbuilder user interface with online help 

14 Software quality 
In order to continue to improve the quality of our software we must be concerned with the 
following issues: 
• Minimizing the number of defects in software. 
• Creating mechanisms for controlling software development and maintenance so that 

schedules and costs are not impaired. 
• Making certain that the software can be easily used and fulfils the necessary functions. 
• Improving the quality of future releases. 

We have adopted a number of steps that have a minimal impact on our day-to-day working 
but which help us to produce high quality software by addressing the above issues. 
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14.1 Measure the amount of effort used in software development 

In order to determine the effects of any change to the way we produce software (e.g. use a 
new CASE tool or apply a new methodology) we need to know how much effort is put in 
to its production. Developers record their activity on a half-day basis (mornings and 
afternoons) using a calendar tool installed on the workstations. A script file, periodically 
run in batch, collects all the activity entries and totals the time used for each phase of each 
project. This information is then recorded in a spreadsheet (Microsoft Excel on a 
Macintosh) to perform some statistical analysis and output in graphical form. 

FIGURE 21 Excel chart showing activity by phase 
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14.2 Record arid track defects 

An important aspect of improving software quality is reducing the defects is the software 
produced. Before we can reduce the number of defects we must measure how many 
defects are detected. We have developed a simple database application, based on the 
QUID commercial database and a graphical user interface developed with X-Designer, 
which records defects. Details such as date found, project name (e.g. run-control), phase 
(e.g. design), defect category (e.g. serious or moderate) are recorded as well as the cause 
of the defect when determined. This information allows us to estimate the number of 
defects attributed to each activity of the development and indicates where we should 
concentrate our efforts so as to reap greater quality improvements. 

14.3 Collect and record metrics 

To measure the complexity of the software we have applied the McCabe metric. This 
metric gives a numerical value, on a per-routine basis, of source code. We have installed a 
public domain package that implements the McCabe metric and written some script files 
that give a size, in source code lines, of the software measured. As a second step we have 
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started to use the Logiscope commercial tool (Verilog, France) to provide more software 
metrics and an overall quality assessment in a graphical format. 

FIGURE 22 Kiviat graph of software metrics applied to a C routine with Logiscope 
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14 3.1 Use metrics as an indication of the software quality 

The above metrics can be applied to a version of the DAQ and the results used as input to 
the software production cycle. If software reviews are made then it is possible to use the 
results from the metrics as input to these meetings. That is to say that the review panel 
examines the metric values and only pass the software if these measurements fall within 
accepted levels. As the amount of data collected from these metrics increases, the 
developers will be in a position to cross check them against the defects recorded in the 
problem-database as a means of estimating the accuracy of the metrics themselves. 

14.4 Testing software 

As mentioned earlier, developers perform their own unit tests, then integration tests are 
performed when the various DAQ products are brought together. A number of tools and 
packages are available to the developer to make these test more rigorous. 

lint 
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This is the first tool to be used by the developer when testing the source code. It 
attempts to detect features of C program files that are likely to be bugs, to be non
portable, or to be wasteful. It also performs stricter type checking than does the C 
compiler. Use of this tool removes the simplest and most of common programming 
faults. 

• Purify 
Purify is commercial tool for detecting run-time memory corruption errors and memory 
leaks. Purify intercepts every memory access by inserting instructions into the user's 
executable program before each load and store. These instructions make it possible for 
Purify to detect memory corruption just before it happens, even in code where source is 
not available. Purify also finds memory leaks, reading or writing beyond the bounds of 
an array; reading or writing freed memory, freeing memory multiple times, reading and 
using uninitialized memory, reading or writing through null pointers; overflowing the 
stack by recursive function calls, reading or writing to/from the first page of memory 
and so on. Such errors are often the cause of unexplained core dumps during the 
execution of a program and the use of Purify makes the detection of such problems far 
easier. 

• Logiscope (metrics and code coverage) 
Logiscope has a dynamic facility that can be used to perform code coverage analysis. 
The DAQ source code is modified (instrumented) by Logiscope so that the paths taken 
through the code (e.g. routine entries and exits), branches and loops are recorded in a 
log file during execution. The tool then analyses the results and displays them in a 
graphical format to indicate which parts of the code have been exercised during the 
execution. Based on this information, the developer can produce new tests that exercise 
the sections of the code not previously covered. This facility is very useful when 
combined with the CVS repository since the source code can be checked-out, parsed to 
calculate the metrics values, instrumented, executed and the results analyzed from a 
batch job that can be run over-night so that the information is available to the developer 
the following morning. 

• XRunner 
Another area of testing we intend to investigate is the exercising of GUI interfaces. 
Normally, the developer is required to test such interfaces by using the mouse and 
keyboard to select buttons and enter text whenever a new version is made. Commercial 
tools such as XRunner can record this activity and then play-back the mouse and 
keyboard strokes without human intervention and compare the results (i.e. contents of 
the screen) against a reference copy and signal any differences. This simulation of a 
testing sequence is appealing since it can be used to create a complete suite of tests for 
applications that can be used time and again. 
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15 Future trends 

Having looked in detail at the various components of the DAQ system, we now turn to the 
future and try to indicate what is likely to change the most in the lead-up to LHC. 

15.1 OODBMS 

As mentioned in the databases section, Object-Oriented database management systems 
(OODBMS) are now becoming generally available. Not only can they be used to 
implement existing database functionality but also OODBMS promise to be better placed 
to address the issues of unstructured data, space requirements and performance which had 
imposed the development of ad-hoc solutions. Many OODBMS are capable of handling 
large unstructured data (e.g. images), provide transparency in case the database is 
physically on more than one device and support object caching and clustering 

15.2 Object-Oriented methodology and CASE tool 

Our experience has been very positive and we believe that there is a great future in 
software engineering and CASE technology for HEP, especially for large software 
production. The benefits in communications between the developer and the user, with 
provisions for project management and support for the full life-cycle including code 
reliability and maintainability are tremendous. The quality and quantity of commercial 
CASE tools is increasing rapidly and are sure to offer the most cost-effective and 
organized manner for HEP projects to develop their software. The software engineering 
field, and the CASE market in particular, are in rapid evolution and, although industry is 
investing effort in this direction, standardization is still far away. 

The third generation of CASE tool, Object Management Workbench from Intellicorp, to 
be used in the RD13 project is just starting to show its worth. The tool supports the OO 
analysis and design method by J. Martin and M. Odell and provides a number of tools to 
rally support the software life cycle from analysis through to code generation and testing. 
OMW is built on top of the Kappa programming environment, an ANSI C-based visual 
environment for developing and delivering distributed applications in open systems. 
Kappa is based on a core engine with a complete ANSI C programmer's interface (API). 
Above the core sits a layer of graphical development tools, including a GUI builder and C 
interpreter. The next layer is class libraries, including classes for specific window systems 
(Motif or Microsoft Windows), and those from third parties. The developer's application 
classes and method code make up the final layer. Kappa applications can be distributed 
between UNIX workstations and PCs running Windows by using the Kappa 
ComrnManager which provides transparent communication among distributed objects 
running over TCP/IP networks and complies to the CORBA protocols defined by the 
Object Management Group. 

CASE tools are currently used to implement individual parts (e.g user interfaces, database 
access etc.) of applications but it is hoped that, with such Integrated-CASE tools as OMW, 
it may be possible to develop completed applications. 
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15.3 A question of attitude 

The above technologies will no doubt help in the drive to provide software for the LHC 
experiments. But the biggest advances can be made by changing our attitude towards 
software. 

When the SSC experiment groups came to CERN to talk about possible participation in 
LHC experiments an important difference in costing was noted - European labs do not 
take into account the man-power costs when designing and building an experiment - this 
was very surprising to our American colleagues. This includes software development and 
makes Europe lean to a grow-your-own attitude to software since any man-power used to 
develop applications, packages and tools is essentially "free" whereas commercial 
software is visible on an experiment's budget-sheet. 

An impressive level of professionalism is used by physicists in designing and building 
detectors. Panels of experts discuss and prioritize the requirements, alternative designs are 
made that take into account budget costing, civil engineering issues, energy consumption, 
integration problems, upgrade paths, radiation damage and so on (temperature effects, 
alignment corrections, toolings for mass production...). Sophisticated software packages 
simulate the expected performance of the various designs and the results are again 
discussed and compared. Only when all of these issues with their myriad of technical 
points have been reviewed several times and all the relevant parties (including the end-
users) are in agreement, is the decision made on what detector will be developed. 

It is a pity that such energy, interest and professionalism is not always carried through into 
the design and development of the associated software. It is often approached more as an 
after thought, almost as if it were a necessary but uninteresting last step akin to painting 
the outside of a new house before finally moving-in. All of the various techniques and 
steps used in the design and development of detectors are applicable to software as well, 
this is what the field of software engineering tries to define. This is the way LHC software 
will have to be developed if we want it work. 
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GEANT steps into the future 
S. Giani, S. Ravndal, M. Maire 

CERN, Geneva, Switzerland 

Abstract 

The algorithms developed and the software used to produce a computer generated 
movie on HEP simulations are explained. The GEANT program is used to design 
and visualize the detectors and to simulate LHC events. The PAW program is used 
to store such events and to produce a sequence of frames for animation. The PAW 
ntuples then allow the temporal sorting of the particles' positions and the storing of 
the GEANT images and kinematics. 
Several techniques to optimize the search for the closest boundary in very large 
geometrical data bases are discussed. The geometrical modeling and the tracking 
algorithm developed in GEANT 3.21 are presented and explained in detail. 
Finally, the DRDC P59 proposal to re-design GEANT for an object-oriented envi
ronment will be presented. This R&D project will test fundamentally the suitability 
of the object-oriented approach for simulation in HEP, where performance is a cru
cial issue. 

1 Introduction to the GEANT package 
The GEANT program [1] simulates the passage of elementary particles through mat
ter. Originally designed for high-energy physics (HEP) experiments, it has today found 
applications also outside this domain in areas such as medical and biological sciences, 
radio-protection and astronautics. 

The principal applications of GEANT in high-energy physics are: 
• the transport of particles through an experimental setup for the simulation of detector 

response; 
• the graphical representation of the setup and of the particle trajectories. 
The two functions are combined in the interactive version of GEANT. This is very 

useful, since the direct observation of what happens to a particle inside the detector makes 
the debugging of the program easier and may reveal possible weakness of the setup. 

In view of these applications, the system allows the user to: 
• Describe an experimental setup by a structure of geometrical volumes. A medium 

number is assigned to each volume by the user. Different volumes may have the same 
medium number. A medium is defined by the so-called tracking medium parameters, 
which include reference to the material filling the volume. 

• Accept events simulated by Monte Carlo generators. 
• Transport particles through the various regions of the setup, taking into account 

geometrical volume boundaries and physical effects according to the nature of the 
particles themselves, their interactions with matter and the magnetic field. 

• Record particle trajectories and the response of the sensitive detectors. 
• Visualise the detectors and the particle trajectories. 
The program contains dummy and default user subroutines called whenever application-

dependent actions are expected. 
It is the responsibility of the user to: 
• code the relevant user subroutines providing the data describing the experimental 

environment; 



• assemble the appropriate program segments and utilities into an executable program; 
• assemble the appropriate data records which control the execution of the program. 
The GEANT program is currently used all over the world by many hundreds of users 

to simulate HEP detectors. It consists of about 200000 lines of code (in more than 1300 
routines) and it is estimated that its development represents at least 50 man-years of work, 
spread over more than 15 years. GEANT is widely used because of its geometry/tracking 
and visualization packages which enable the simulation of many different experimental 
setups. The fact that GEANT permits users to plug routines for handling experiment-
dependent code (such as the geometrical description of the detector, and the details of 
the digitisation) into the infrastructure of experiment-independent code (such as tracking, 
description of materials and particle data structure) is another major factor in its wide
spread usage. The overall support of the package by a dedicated team, headed initially 
by R.Brun, then by F.Carminati and now by S.Giani, working in close collaboration 
with external collaborators and with the CERN program library team, also contributes 
to make GEANT a de-facto standard in HEP. The GEANT team is mainly responsible 
for the basic kernel functions of geometry, tracking and electromagnetic physics, but it 
also integrates user contributions, notably several dealing with the simulation of physical 
processes. A Motif-based Graphical User Interface based on KUIP [2] is used by both 
GEANT and PAW [3]. 

Requests for ever increasing functionality in the program have been handled tradition
ally by developing code and writing interfaces to external libraries. Moreover, many users 
developed code to simulate additional physical processes and then requested that such 
functionality be included in the GEANT library. This led to a continual increase in the 
size of the program and resulted in a rather difficult maintenance job. 

2 Video presentation 
Here we explain how the video "GEANT steps into the future" was produced at CERN. 
The GEANT tracking system allows the simulation of the particles' interaction with 
matter and the visualization of detectors. It is described more in detail in the next section. 
The PAW n-tuples are used in this case for a time-driven visualization of physical events. 

2.1 The GEANT tracking applied to detector visualization 
The tracking of particles through a geometrical data structure is the key functionality 
of GEANT. At every step of the particle, the program must find the volume where the 
particle is located and the next boundary it will cross. This can take about 60% of the 
total simulation time (even for detectors described in an optimized way); therefore, a 
very sophisticated logic has been introduced to minimize the time spent for the search in 
the geometrical tree. As a result, we have a very powerful tool to navigate in extremely 
complex geometrical structures (corresponding to huge geometrical data bases). Such 
a tool has been found to be essential in the visualization of the experimental set-ups. 
Based on this new GEANT tracking, a set of routines doing light processing has been 
written explicitly to visualize the detectors (it is useful also to visualize the results of 
Boolean operations). Visible light particles are tracked throughout the detector until 
they hit the surface of a volume declared not transparent; then, the intersection point 
is transformed to the screen coordinates and the corresponding pixel is drawn with a 
computed hue and luminosity. Automatically, the colour is assigned according to the 
tracking medium of each volume and the volumes with a density less than that of air are 
considered transparent; alternatively, the user can set color and visibility for the desired 
volumes. Parallel view and perspective view are possible and the detector can be cut 
by three planes orthogonal to the x,y,z axis or/and by a cylindrical surface. Different 



light processing can be performed for different materials (from matt plastic to metal to 
glass). Parallel light or a point-like-source can be selected and an extra light source can be 
positioned in space with the desired intensity. Realistic renderings have been produced for 
detectors made of a few thousands objects as well as for detectors made of several millions 
of objects. Each frame produced for the film (half a million pixels) takes on average less 
than 2 minutes on a HP735. A parallel version of the program, giving an almost linear 
speed-up with the number of processors, is also available. 

2.2 The PAW n-tuples applied to visualization of events 
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A new way of visualizing tracks and events has also been developed. Instead of drawing 
the particles' trajectories one after another, all the particles (represented by points or 
circles, the size depending on the energy) are plotted at the same time in the space position 
they occupy at a given instant (Fig. I) . So the visualization is driven by time steps of 20 



pico-seconds. This technique enhances the understanding of the physical processes and 
also helps to visualize the behaviour in time of hadronic and electromagnetic particles. 
This was made possible by saving in a row-wise ntuples (RWN) the position and time of 
flight of all the particles at every GEANT step during the simulation. After that, the 
positions must be sorted in time. This happens in 4 phases: an array is filled with the 
numbers of particles existing at each time sequence of 20 pico-seconds; memory-resident 
RWN are created with a buffer size proportional to the numbers of particles for each 
time sequence; they are filled via the subroutine call HFN, which implicitly sorts them in 
time; finally, a column-wise ntuple (CWN) is created and one row is filled for each time 
sequence (each row contains a variable number of particles). 

2.3 Interactive visualization and analysis 

Figure 2 

A large portion of the film has been dedicated to the graphical user-interfaces (GUI) of 
the programs Gean t++ and P a w + + (GEANT and PAW using a OSF/Motif-based GUI) 
(Fig. 2). An extensive set of interactive facilities has been demonstrated. In particular, 
the GEANT data structures are considered as KUIP browsable classes and their contents 
as 'objects' on which one can perform actions (the GEANT commands). According to 
the Motif conventions, an object can be selected by clicking the left button of the mouse 
(when the cursor is on the icon representing that object). Clicking then on the right 
button of the mouse, a menu of possible commands will appear (double clicking on the 
left button the first action of this list will be executed); the selected command will perform 



the relative actions on the selected object. Such actions (like drawing, for example) can 
be executed either directly or via the use of an automatically opened Motif panel. Objects 
drawn in the graphics window can be 'picked' as well (for example, volumes, tracks, hits); 
clicking the right button when the cursor is on the selected object, a menu of possible 
actions on that object is displayed. It is also possible to define Motif panels containing 
buttons corresponding to the most frequently used commands. 

2.4 The video production 
The Integrated Video system (by Integrated Research) is used for the sequence generation 
and display. These sequences can be stored on disk in various formats. For this film we 
have used "movie" files, which allow long sequences (45s), at the expense of the quality 
of the pictures. This format has been used for the showers development sequences. For 
high quality pictures (short sequences of 10s maximum), "rgb" files are used instead. This 
format has been used for ray-traced detector sequences (a total of about 800 frames have 
been produced). Besides the sequence generation, the program "ivideo" has been used for 
the mixing of pictures (detectors in the background and the shower on top), and for the 
generation of smooth transitions between sequences. All the titles have been produced 
with the system "Ntitle" (from XAOS Tools). The hardware used to produce the film is 
an SGI Indigo-2 machine with a 24-bit graphics display, 160Mb of memory and 2Gb of 
disk space. A "Galileo Box" has been used to generate a video signal (PAL, NTSC) from 
the full screen or from a portion of the screen (PAL or NTSC format). The "Galileo box" 
was driven with the SGI software "videoout". 

3 Tracking techniques for simulation and visualiza
tion packages 

The GEANT tracking system allows the simulation of particle interactions with matter 
and the visualization of detectors. In this section the tracking algorithm developed in the 
current version of GEANT to optimize the search for the closest volume is described in 
detail. In a particle's tracking system, at every step, the program must find the volume 
where the particle is located and the next boundary it will cross. In this process, there 
are two eventual time-expensive kinds of computation to be taken into account: the 
computation of the distance to a very large number of volumes (possible candidates) and 
the computation of the distance to a single but very complicated volume. 

In the first case, the geometrical data structure might contain a huge number of volumes 
and, although the distance-computation to each of them can be quite cheap, the time-
consuming computation comes from the fact that a lot of volumes have to be checked. 

In the second case, only a few volumes might have to be checked, but the computation 
of the distance to each of them can be very time very expensive due to their complex
ity; the best example is the case of objects bound by NURBS (Not Uniform Rational 
B-Splines), for which the distance-computation requires several iterations (such as the 
Newton method) or refinements of the surface (Oslo method). 

In HEP detector simulation we are normally faced to a problem of the first type, so we 
will concentrate on the methods to reduce the number of volumes to be checked at each 
particle's step, assuming that our volumes are bounded by surfaces limited to the second 
order. 



3.1 Standard tracking techniques 
Having to find the closest boundary to a particle, the simplest technique consists of 
computing its distance to all the possible volumes and take the shortest one. 

One might argue that we can find more efficient methods. Actually, first of all one can 
bound more complicated objects by simple boxes or spheres and compute the distance to 
them before computing the distance, for example, to a complex polygonal shape: if the 
'bounding box' is not intersected, the polygon does not need to be checked. 

Similarly, one can extend the technique to create 'bounding volumes' which encapsulate 
a given number of volumes; each of them, in turn, can be a bounding volume for another 
set of objects, and so on. This allows us to create a hierarchical data structure which can 
be very effective in limiting the number of volumes to be checked. 

Further, one can introduce binary searches in the branches of such a hierarchical tree, 
making the time proportional to the logarithm of the number of volumes, rather than 
being linear with them. Incidentally, we have noticed that, for up to about 10 objects, 
the hardware may perform a linear search faster than a binary search. 

Alternatively, it is possible to split the space in cells limited by the boundaries of the 
embedding volumes (non-uniform grids), again recursively. The embedding volumes can 
actually be defined just with the purpose of optimizing the non-uniform grid. Once again, 
as the cells are all different, the time has a logarithmic dependence from the number of 
volumes per node. 

In cases when even a logarithmic dependence is not satisfactory, one can try to build 
uniform grids, splitting the space in identical cells and associating to each cell the list of 
volumes intersecting with them. Then at every step the particle will have to deal only 
with the volumes associated with the current cell and, given the uniformity of the grid, 
it is straightforward to find the next cell along the particle trajectory. It is clear that the 
more granular is the grid, the more times the particle will have to step to cell boundaries, 
but fewer volumes will have to be checked at every step. Moreover, one can fall in the 
so-called 'paradox of the ball in the empty stadium', stepping in many empty cells far 
from the volumes which have determined the granularity of the grid. 

3.2 GEANT3.21 tracking: the virtual divisions 
The tracking of particles through the geometrical data structure is the key functionality of 
GEANT. A new logic has been introduced to minimize the time spent for the search in the 
geometrical tree (Fig. 3). Instead of a linear or binary search (time spent proportional 
or logarithmic with the number of volumes, respectively), a 'direct access' technique 
has been developed to make the time basically independent of the number of volumes. 
Every volume containing other volumes (node) is 'virtually' divided into equal slices at 
initialization time (the best direction is computed automatically by the program according 
to statistical considerations and the number of volumes found per non-empty slice); for 
each slice, a data structure is filled with a list of the volume IDs intersecting such slices; 
slices with identical lists point to the same contents and are merged. This is possible only 
because the relation of order between the slices exists already at initialization time: it is 
not determined by the direction of the particle, but by the chosen axis. Therefore, not 
only is it possible to collect and merge empty cells, but even any set of cells with identical 
contents. At tracking time, it is straightforward to find in which slice the particle is and 
only its contents have to be checked. The same is true for finding the next boundary to 
be crossed: only if the intersection point with a content lies outside the current collection 
of slices, will the next one be checked. Therefore, we can afford the maximum granularity 
to find the current location of the particle and the minimal needed granularity to find the 
next boundary. 



Figure 3 

Finally, it is straightforward to divide the 3-D space with proper grids by overlapping 
bounding volumes 'virtually divided' along different axis (Fig.4). 

The new algorithm gives on average about a factor two in speed for the overall sim
ulation in the LHC and LEP detectors (Fig. 5). It also allows a fast tracking even in 
geometrical structures received from CAD systems. The initialization time for a detec
tor like ATLAS (11 million volumes) is less than Is on an HP735 and the size of the 
specialized data structure for the tracking is about 50000 words. 

4 G E A N T and PAW classes 
GEANT uses the CERN library package ZEBRA to generate data structures to store 
different kinds of data. GEANT being a HEP simulation package for GEometry ANd 
Tracking, these data are: 



Figure 4 

• volumes and their interrelationship, 
• particles and their properties, 
• materials and the cross sections of various particles, 
• vertices of particles, 
• tracks of particles, 
• hits in various detector parts, 
• digitized data of the hit structure. 

The OSF/Motif based version of GEANT, realized using the KUIP/Motif interface pro
vides the user with an interactive, direct access to the data structure. We define the 
GEANT and also the PAW classes as browsable classes, by which we mean the data 
structures inside the application. The application (GEANT/PAW) itself defines the func
tionalities one can perform on the data structures. We call a browsable object the in
stances inside a class. 



Figure 5 

4.1 KUIP, a user interface management system 
As mentioned in the section above, the interactive user interfaces are realized using KUIP, 
which stands for Kit for a User Interface Package, and has been developed at CERN in the 
context of GEANT and PAW. It is a User Interface Management System (UIMS) which is 



a software toolkit intended to provide a homogeneous environment in which users interact 
with different kinds of applications, and also to provide some development tools to help 
application developers in making an application program interactive. 

A good UIMS design should achieve the best compromise between the ease of use 
(e.g. including a maximum of online-help requiring a minimum of additional written 
documentation) and the avoidance of frustration of experienced users (e.g. not restricting 
only to graphics menus and not insisting on deep menu hierarchies). The heterogeneous 
user base of GEANT and PAW at different levels of experience requires a multi-modal 
dialogue, i.e. different dialogue styles with the possibility to switch between them inside 
the application. A beginner or casual user may prefer a menu mode for guiding him 
through the set of commands, while the user who is already familiar with an application 
can work more efficiently with the command line mode. This leads to the mixed control 
facility, i.e. the possibility to have either the command processor (master) controlling the 
application (slave) or vice-versa. In the first case the command processor prompts the user 
for the next command and passes it to the application. In the second case the application 
program itself can decide to give control to the user (through the command processor) or 
to ask directly the command processor to execute a command sequence. The two CERN 
library packages (GEANT/PAW) combine a common concept of browsable classes. This 
concept provides the two packages with a similar seamless interface. 

4.2 The layers of KUIP 
As a User Interface system KUIP concerns both the application writer and the application 
user. Fig. 6 shows the different layers in a KUIP-based application. The ordinary user 
only has to know about the top layer with standard rules how to select a command and 
how to supply the necessary arguments. The application writer on the other hand has 
to understand the tools which allow to define the command structure for the middle 
layer, and he has to provide the bottom layer which implements the specific code for each 
command. 

4.3 The concept behind 
4.3.1 The application writers's v iew 

The application writer has to describe the command tree structure and the parameters 
and action routines associated with each command. In order to do this job KUIP has 
to store this information in internal structures. The application writer also has to pro
vide the middle and bottom layer (application and action routines). In order to provide 
its functionality KUIP has to store this in internal structures. The possibility that the 
application programmer should himself write the routine calling the appropriate KUIP 
routines was considered to be too inconvenient. Instead the application writer only has 
to provide a text file called the Command Definition File (CDF) containing a formal de
scription of the command set. A special program, the KUIP Compiler (KUIPC) analyzes 
the CDF and generates a file containing the source code (i.e. calls to KUIP routines) 
to store the command structure at run-time. Generating the actual command definition 
code automatically from the higher-level CDF format offers many advantages: 

• the directives needed to mark-up the CDF description are easier to learn than the 
calling sequences and the correct ordering of the definition routines, 

• the command structure is more visible in the CDF than in the corresponding source 
code cluttered by calls to cryptic routine names with cryptic option arguments. 
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4.3.2 The application user's v iew 

KUIP provides different dialogue modes for how the user can enter commands: 
• the default command line input from the keyboard, 
• various menu modes either driven by keyboard input or by mouse clicks. Switching 

between dialogue styles is possible at any moment during the interactive session. 

5 GEANT4: DRDC proposal for an object-oriented 
simulation toolkit 

The DRDC proposal P58 is discussed. A full list of the authors can be found in [7]. 

5.1 The motivation and the purpose of the project 
For the Large Hadron Collider (LHC) and heavy ion experiments, an even larger degree 
of functionality and flexibility is required in GEANT, thus making necessary a re-design 
of the program. It is intended to investigate the use of the promising Object-Oriented 
( 0 0 ) techniques to enable us to meet these goals. 

The philosophy should no longer be 'GEANT simulates all the known physical processes 
at all the energies', but it should rather be 'the simulation of any physical process at any 
energy can be easily inserted into GEANT by any user'. 

The functionality needed for the LHC experiments requires that users be more easily 
able to modify general purpose code to suit their specific needs. Other diverse require
ments, again pointing to the need for a flexible toolkit, come from heavy ions physics 
(multiplicities per event) and from CP violation and neutrino physics (very large statis
tics). 

With an object-oriented programming style one aims to exploit: 
• Data encapsulation, to provide better software maintainability. The data part of 

an 'object' can only be modified by methods listed in its 'class' definition. This 
dramatically limits the amount of code that has to be examined in case of problems, 
compared for example, to the traditional approach, where any procedure can modify 
data in a Fortran COMMON block it contains. Such information hiding will also 
allow the optimization of the internal representation of an object without affecting 
its use. 

• Inheritance (and multiple inheritance), to improve software productivity. New classes 
can be derived from existing ones, inheriting all of their features — only the specific 
features of the derived classes need to be implemented. 

• Polymorphism, to permit easier extension of the system. For example, the different 
geometrical shapes could be classes derived from a common base class. In order to 
introduce a new shape, only the shape dependent 'methods' have to be written. The 
name of the methods can be the same as in the base class and even the same for all 
the derived sub-classes. The code in which the objects are used does not need to be 
modified — in complete contrast with conventional programming languages. 

It is therefore proposed to achieve the goal by re-designing GEANT according to the 
object-oriented paradigm (to be implemented in C-\—h), in order to transform it into a 
general toolkit where the user can easily plug in code to extend the functionality of the 
program. For example, it must be possible to add a new geometrical shape to the GEANT 
modeller, add new physical processes, to introduce cross sections for the tracking of an 
ion fragment in a given material, or to 'overload' a library routine in as simple a manner 
as possible. Pioneering work in this field has been done in the context of the GISMO 
project [4]. 



In addition, GEANT is increasingly requested for applications such as tomography, 
dosimetry, space science, etc., and the above enhancements could also be used to advan
tage by people working in those fields. 

5.2 The Development 
5.2.1 The data mode l 

The present data model and all the data structures in GEANT have been implemented 
using the ZEBRA package [5]. A very efficient and powerful data model is required for 
the geometrical modeller, because several million volumes need to be defined in order 
to simulate an LHC detector and it must be possible to rapidly navigate in such a big 
data structure at tracking time. With the current version of GEANT (3.2I) it is indeed 
possible to achieve an effective simulation of the LHC detectors at their present status 
of design; however, we still need to improve the program since the complexity of such 
detectors will increase even further. 

Today a typical experiment uses several different data models for its on-line, reconstruc
tion and simulation software, which limits the possibility of an effective data exchange 
between the different programs. Our goal for LHC should be to proceed towards a unified 
data model (actually the words 'a common object model' are more appropriate in a 0 0 
framework). 

To reach an object-oriented design in the new simulation tool, the way data are stored 
and inter-related has to be thought out in detail. Studies have already been carried out 
to explore how the existing data structures can be described in an object-oriented model. 
In this exercise the Object-Modeling Technique (OMT) methodology has been followed 
and an appropriate CASE tool has been used by the 0 0 group from KEK, in Japan. 

Deeper investigations have to be foreseen to ensure the maximal functionality, flexibility 
and run-time performance of the new simulation program. This will probably imply 
modifications to the object model. 

5.2.2 The kernel 

The GEANT kernel consists of two major parts: one part handles the geometrical de
scription of the detectors, and the other tracks particles through the defined geometry. 

A serious drawback of the present procedural approach in GEANT is the difficulty of 
extending functionality. When one wishes to implement an additional geometrical shape, 
nearly 60 subroutines must be modified. The same is true if one wishes to define a new 
particle type to be tracked. In addition, in the current GEANT, limitations come from 
precision problems in the tracking and rotation matrices. 

The 0 0 GEANT kernel will still consist of the same two major components: geometri
cal modeller and tracking system. The re-design of the kernel will give us the opportunity 
to revise several algorithms, which provoked the previously stated problems. The follow
ing considerations will be kept in mind: 

• With an 00-based geometry and tracking, via the two mechanisms of inheritance and 
polymorphism, every GEANT class can be extended and methods can be overloaded 
in a transparent way. 

• An important challenge facing this project is finding an optimal use, in the framework 
of 0 0 development, of the experience acquired from the logical and algorithmical 
problems solved in the past. Close attention will be paid to performance aspect. 

• Some algorithms need to be revised: for example, the code to perform tracking in a 
magnetic field (conceptually delicate because of its connection to multiple scattering 
and to energy loss) has to be re-written in a more robust and efficient way. Moreover, 
a careful analysis of the actions to be taken when particles reach volume boundaries, 



together with the use of appropriate precision in all of the geometry classes, should 
help to resolve precision problems once and for all. 

• The possibility to provide a FORTRAN 77/90 [6] (and/or RZ [5]) callable interface 
to the new geometry should be investigated: this would permit testing of the new 
GEANT on existing detectors at the Large Electron-Positron Collider (LEP) and 
others, using GEANT 3.21 as a reference to compare physical results, maintainability, 
extensibility and performance. 

• The re-design of the geometrical modeller will provide an opportunity to make it 
more compatible with CAD systems (possibly via the STEP interface). In partic
ular, techniques for tracking in BREP (Boundary REPresented) solids should be 
investigated. 

5.2.3 The User Interface 

At the present the user has several interfaces to the GEANT program: 
• the 'batch customization' interfaces, which are used to build exécutables for massive 

batch production of simulated events: 
• User routines, where the user can put his/her own code at the level of intialization 

(UGINIT), run (GUTREV), event creation (GUKINE), tracking (GUTRAK, 
GUSTEP) and termination (GUDIGI). The same is true for the definition of the 
geometry via the user routine UGEOM (calling the library routines GSVOLU, 
GSPOS, GSDVN). 

• 'Data records', to turn on and off several tracking options. 
• the 'human interactive' interfaces, which have been developed to enhance the func

tionality of GEANT as a detector development and particle physics education tool: 
• A classic command line interface to set the values of the data records or call 

GEANT subroutines. This uses XI1 and PostScript (via the HIGZ [8] interface) 
for graphics. 

• A KUIP-Motif-based user interface which contains the same functionality as the 
X l l interface version, but provides a 'KUIP object' browser by which the user 
can access the GEANT data structure. 

The planned object-oriented simulation tool will be designed to be interactive from the 
outset. The user would then automatically benefit from modern system environments, 
including features such as shared libraries and dynamic linking. As a result, the ever-
increasing size of the executable modules could be better controlled. In addition, the user 
would benefit from a better development environment to study the detector design and 
response. 

5.2.4 The physics 

GEANT provides a detailed description of the various physical interactions that elemen
tary particles can undergo in matter. This list of processes is well-integrated in GEANT 
for electromagnetic and muonic interactions. Hadronic interactions are handled via inter
faces to external programs (GHEISHA [9], FLUKA [10] and MICAP [11]). 

There is a large asymmetry in the internal data structure describing electromagnetic 
and hadronic interactions. This is an impediment to a coherent treatment of particle 
interactions. 

Another limitation concerns the adjustment of various interactions to match experi
mental data. This is relatively simple in the case of electromagnetic interactions, where 
the relevant code is well integrated in GEANT. In the case of hadronic interactions, how
ever, the situation is rather complicated and the user must invest a significant amount 
of time if he needs to understand the internal logic of the external packages. In addi-



tion, the introduction of a new interaction process requires the modification of about 20 
subroutines. 

The new 0 0 simulation tool should provide the same physical processes as currently 
provided by GEANT. An object-oriented design should result in more convenient inclusion 
of new processes or modification of existing processes by the user. 

The GEANT team has developed a close relationship with experts in the description of 
electromagnetic and hadronic physics. Their experience will be an essential contribution 
to the 0 0 design of GEANT, where the description of hadronic interactions should be 
well integrated in the program, as is the case for electromagnetic interactions. 

In previous versions of GEANT a data structure of cross sections was set up only for 
electromagnetic particles; this data structure was used as a lookup table for electromag
netic interactions. The cross sections for hadronic interactions were however calculated 
at each tracking step. This approach of a lookup table could also be applied to hadronic 
interactions — at least for particles with a long lifetime. This would lead to a generalized 
handling of electromagnetic and hadronic cross sections and interactions, which will in 
itself allow the generalization of the tracking of hadrons and electromagnetic particles. 

Users have frequently requested the possibility to be able to plug-in their own fast 
parameterization of physics processes and particle cascades in various detector parts. 
This request will be taken into account at the design level since something much more 
powerful and flexible than what is available in the current versions is needed for LHC. 

5.3 Relation to existing libraries 
5.3.1 C E R N L I B 

Compatibility with existing CERNLIB packages (such as RZ, HBOOK [12], KUIP), which 
today provide essential functionality for GEANT, is initially required in order to test 0 0 
GEANT, without needing to rewrite all of the underlying software layers. However, we 
would foresee that these packages would probably be upgraded to 0 0 over a period of 
time. Indeed, for RZ there is a specific proposal [13] to do this. 

5.3.2 H E P Class libraries 

Existing class libraries, such as CLHEP [14], have to be examined in order to investigate if 
it is possible to use their basic functions for our purpose, such as point/vector operations, 
particles and tracks definitions, linked-list management, garbage collection, tree search, 
look-up tables, etc. A collaboration with other R&D projects related to 0 0 will be 
essential to ensure a common framework by the use of the same class libraries. 

5.4 Milestones 
The project will be a collaboration between researchers working in the experiments, the 
GEANT team, and simulation experts. From the software engineering point of view, 
the project will follow the 'spiral model' of software development: therefore the analysis, 
design and implementation phases of the various modular parts of the program will be 
iterated over the duration of the project. 

There are two factors to be considered concerning the timescale: one is the develop
ment time of the new program and the second is the support of the current version of 
GEANT (3.21): it is essential to remember that a production tool must still be available 
to the experiments taking data or being simulated today (LEP, HERA, LHC itself). The 
following milestones are proposed: 

• Phase 1: first iteration of analysis-design-implementation stages completed and pro
totype available in the first year of work (by the end of 1995); this work will be 



performed in close collaboration with RD41 [15] and the proposed P59 [13] project 
to proceed towards a unified data model for simulation, reconstruction and I /O. In 
particular, we aim to: 

• have a complete class design for the new simulation program, which includes 
geometry, tracking, physical processes, kinematics, digitisation, etc., 

• a first implementation of the principal 'methods' for each class, 
• a working prototype for geometry and tracking based on such a design. 

• Phase 2: working version of the program by the end of 1996; this includes: 
• an evolution of the first model, based on the requirements and the feedback 

coming from the results of tests and prototyping in Phase 1, 
• the tracking system should be finalized, 
• the geometry should be developed to achieve the current functionality of GEANT 

3.21, 
• the physics should be structured in an object-oriented way, although not yet 

rewritten in an 0 0 language. 
In this stage, the program can also be used by the current experiments via the 
standard FORTRAN/RZ geometry interface. It can be compared to the current 
GEANT 3.21. Above all, it can be already used as an 0 0 toolkit and its functionality 
can be extended by a C-\—\- programmer. 

• Phase 3: final version of the program by the end of 1998; this requires: 
• completion of the development of the geometrical modeller and data base com

patible with CAD systems, 
• completion of the development of the physics processes, 
• completion of the development of a common framework and user interface with 

the reconstruction programs, I /O and event generation libraries, 
• a systematic testing of the program by the experiments to refine and optimize 

both design and algorithms. 

6 Conclusions 
The GEANT tracking allows the visualization of detectors composed of millions of objects. 
A new way of showing simulated events has been presented, in which time steps are driving 
the visualization, allowing a better understanding of the underlying physical processes. 
In addition, new tracking algorithms have been introduced providing a powerful tool to 
navigate in extremely complex geometrical structures. The proposal of object-oriented 
re-design of GEANT has been presented and discussed in detail. 
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THE HI TRIGGER SYSTEM 
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Abstract 

To deal with the low ep physics cross section at HERA, large proton and electron 
beam currents are required, which give rise to large machine background - typically 
105 times larger than the rate coming from physics. This background situation, 
the short bunch time intervall of 96 ns and the request for low deadtime of the 
readout system result in a new challenge for a collider experiment: a centrally 
clocked fully pipelined front-end system keeps the detector information stored during 
the first level trigger calculations. The central trigger decision is distributed again 
to the subdetectors to stop the pipelines. This scheme makes the first level trigger 
completely deadtime free. Together with pipelining a 4 level trigger scheme is used 
in order to obtain a rate acceptable for the data logging on the storage media (5 Hz). 
Each level reduces significantly the rate of event candidates and allows more time 
for a more sophisticated decision at the subsequent level. At L2 a new technology, 
artificial neural networks are implemented. 

1 Introduction: the HI experiment 
HERA is a large proton-electron collider in Hamburg. Nearly 4000 magnets are used to 
collide 30 GeV electrons with 820 GeV protons in two separated rings 7 km in circumfer
ence. The main dipole and quadrupole magnets of the proton ring are all superconducting. 
HI is one of two large experiments currently exploiting this unique facility, involving over 
300 scientists from more than 30 institutes worldwide. The detector system allows to 
study the deep inelastic scattering in a new kinematical domain, achieving 2 orders of 
magnitude increase in Q2 to 98400 GeV2. 
The detector, itself, consists of a central and a forward tracking system, each containing 
different layers of drift chambers and trigger proportional chambers. The liquid argon 
cryostat surrounds the trackers. It houses the lead absorber plates and readout gaps of 
the electromagnetic section, which are followed by the steel plates of the hadronic sec
tion with their readout gaps. A superconducting cylindrical coil with a diameter of 6 m 
provides the analysing field of 1.15 T. The iron return yoke of the magnet is laminated 
and filled with limited streamer tubes. The small fraction of hadronic energy leaking out 
of the back of the calorimeter is registered here and muon tracks are identified. Muon 
identification further benefits from additional chambers inside and outside of the iron. 
Stiff muon tracks in forward direction are analysed in a supplementary toroidal magnet 
sandwiched between drift chambers. The remaining holes in the acceptance of the liq
uid argon calorimeter are closed with warm calorimeters, a Si-Cu plug at very forward 
angles, a Pb-scintillator calorimeter backed by a tail catcher (part of the muon system) 
in backward direction and lastly an electron tagger at z = —33 m from the interaction 



Figure 1: The HI detector 

point. The tagger marks the energy of an electron with very small scattering angle in
ducing a photoproduction event and, taken in coincidence with a corresponding photon 
detector at z = —103 m upstream from the interaction point, monitors the luminosity by 
the bremsstrahlung process. Two scintillator walls in backward direction are installed to 
recognize background produced by the proton beam upstream of the HI detector. 

2 Trigger requirements 
The purpose of the trigger system is to select interesting ep collision events and to reject 
background events. To deal with the relatively low ep physics cross section, large proton 
and electron accelerator beam currents are required, which is only possible by running in a 
multibunch mode. In HERA 220 p and e bunches (design values) circulate and cross each 
other in every 96 ns. These beams give rise to three types of background: synchrotron 
radiation from the electron beam, proton gas interaction in the beam pipe vacuum and 
stray protons, which produce particle showers by hitting the material close to the beam 
area. The rate of the last two is about 100 kHz which exceeds by far the physical rate. 
(100 Hz for photoproduction, 3 Hz for neutral current interactions for Q2 > lOGeV2). 
The data logging rate can not be larger than about 5 Hz, a limitation coming from the 
available mass storage. 

This background situation, the short bunch time intervall of 96 ns and the request for 
low deadtime of the readout system result in a new challenge for a collider experiment: a 
centrally clocked fully pipelined front-end system keeps the detector information stored. 
During all this time the first level trigger calculations take place, their result are trans
ported to the central trigger decision logic and the global decision is distributed again to 
the subdetectors to stop the pipelines. Of course the trigger calculation and decision logic 
has to be built in a pipelined architecture such that there is a trigger decision for each 



bunch crossing separately. In such a system the first level trigger is completely deadtime 
free. 

Most of the many subdetectors of HI produce trigger information reflecting directly 
basic physics quantities. However, to allow decisions of increasing complexity, a multilevel 
trigger concept is being used: Following the deadtime free level 1 trigger there are two 
levels of synchronous trigger systems (level 2 and 3) which operate during the primary 
deadtime of the front-end readout and one asynchronous event filter system (level 4) 
consisting of a fast processor farm. This later h to the full event information and 
allows online event reconstruction. 

The unique feature, which distinguishes the ep events from most of the background, is 
their vertex from the nominal fiducial volume of the ep interaction region. Consequently 
we use the track origin information in several different ways: The time of flight walls give 
us information whether there are tracks coming from upstream by comparing the arrival 
time with the accelerator clock phase. The central jet chamber measures the distance of 
closest approach (DCA) of single tracks in the plane perpendicular to the beam axis and 
allows a global fit to the event origin in this plane. The central and forward multiwire 
proportional chambers allow a fast estimation of the position of the vertex along the beam 
axis. 

However there is still background originating from beam gas interaction in the nominal 
ep interaction region or from secondary interactions in the beam pipe and the inner 
detector regions faking an event origin inside the fiducial volume. Further requirements 
on the event selection are needed, depending on the event classes looked at. 

First of all hard scattering events have higher total transverse energy. Therefore 
both the liquid argon calorimeter and the backward electromagnetic calorimeter (BEMC) 
deliver information about the observed energy deposition. The missing total transverse 
energy of the liquid argon signal is used to identify charged current deep inelastic events, 
while the requirement of some electromagnetic but no hadronic energy, deposited in a 
given position of the liquid argon calorimeter, spots a scattered electron from a neutral 
current event. 

There are two further event classes, for which we require special conditions: Events 
with an electron scattered under small angle into the electron tagger of the luminosity 
system (low Q 2 photoproduction) and events with muons detected in the instrumented 
iron or forward muon system indicating a heavy quark or exotic physics candidate. Since 
these signatures mark rather uniquely an ep event, the general requirements on the vertex 
determination and the calorimetric energy can be somewhat relaxed here. 

All conditions mentioned so far have been applied already in the first level trigger. 
However for photoproduction and heavy quark physics, where the scattered electron re
mains in the beam pipe and no muon is observed in the final state with sufficient energy, 
triggering becomes more difficult: Here we can make use of the event topology, since 
proton beam induced background has a more forward oriented kinematics compared to 
ep events. This was done so far only in the offline analysis. 

3 Front-end pipelines 
The time intervall between two consecutive bunch crossings of 96 ns is used as the time 
unit (1 BC) in the following. The time needed to run trigger signals even through a 
few circuits performing simple logical calculations is usually longer than that. Moreover 
the large size of the experiment and the electronic trailor attached to it introduces cable 
delays of several BC. Finally certain detectors have a long detector response time which 
means that the information of these detectors is only available some BC after the event 
(liquid argon calorimeter 13 BC due to long integration time of the preamplifiers, central 
drift chamber 11 BC due to a maximum drifttime of 1 //s). Of course such a long response 
times can only be tolerated because due to a relatively low event rate (compared to a pp 



collider) the probability for an interaction per bunch crossing is small (of order 10~ 3). 
The final Lf trigger decision (called Lfkeep signal) is available centrally 24 BC after 

the real ep event time. Further time is needed to distribute this signal to stop the various 
subdetector pipelines. The total pipeline length varies between 27 and 35 BC (depending 
on the subdetector) and turned out to be in some cases just long enough to operate the 
system. For future system designs we would advise to increase this pipeline length to 
gain more flexibility in the timing of such a system or - even better - to perform signal 
processing and zero suppression before entering the pipelines and store the information 
dynamically. 

The chosen concept of a pipelined front-end system also avoids huge amount of analog 
cable delays and allows to reconstruct offline the history of the event over several BC for 
timing studies and to identify pile up. 

HI uses four different types of pipelines 

• Fast random access memory (RAM) is used to store the digitised information of the 
drift chambers as well as of the liquid argon calorimeter (LAr) for trigger purposes. 
At Llkeep time the overwriting of the RAMs is stopped to save the information for 
the readout process. 

• Digital shift registers are used to store the single bit information, generated by 
threshold discriminators in the instrumented iron system, the multiwire propor
tional chambers, the driftchamber trigger branch, the backward electromagnetic 
calorimeter (BEMC) trigger branch and the two scintillator systems. 

• Analog delay lines are used to store the pulseheight of the BEMC. 

• Signal pulseshaping of the LAr is adjusted such, that the signal's maximum occurs 
at Llkeep time. The same type of sample and hold and digitisation is used as in 
the BEMC case. 

The timing of the synchronisation step and the analog to digital conversion clocks is 
critical. The information produced needs to be uniquely attached to the bunch crosssing 
the event originated from, such that the trigger calculations based on all channels within 
a subsystem and also systemwide are derived from the same bunchcrossing. 

4 Multi level trigger 
It is impossible to get the final trigger decision in 2.2 fis with a rate acceptable for the 
data logging on the storage media (5 Hz). Therefore together with pipelining a multi-level 
trigger and buffering scheme is used. For HI the final trigger decision is supposed to be 
done in 4 different levels (L1-L4, see Fig. 2 ). The higher the level, the more complex and 
the more time-consuming is the process. The task of each level is to reduce significantly 
the rate of event candidates and to allow more time for a more sophisticated decision at 
the subsequent level. 

In 1994, only two trigger levels were used: LI and L4. Operation with only two levels 
was possible due to the fact that the HERA machine was operated at ~ 7% of the design 
luminosity. An LI output rate of ~ 50 Hz safely matched the L4 input limit rate. 

The final trigger decision at HI will be done on the following trigger levels: 

• L I - An acceptable output trigger rate is 1 kHz for an expected total interaction 
rate of ~ 50-100 kHz, i.e. the required reduction factor is ~ 50-100. These numbers 
are valid for the full HERA and HI trigger performance. 
The dead time free first level trigger, due to the 2.2 fis decision time, must be based 
on hardwired algorithms and combines only subsets of the full information available 
from all subdetectors. An important property is the big flexibility in combining 
different trigger elements from the same subdetector. 



Figure 2: The overview of the Hi trigger 

• L2 - hardware trigger with dead time, starting with Lfkeep. The task of L2 is to 
reduce the input rate of 1 kHz to about 200 Hz. The L2 decision is taken at fixed 
time ss 20 fis. The trigger elements for level 2 will be based on the same information 
as is used in LI, but now more time is available to combine trigger elements from 
different detector parts. 

• L3 - software trigger, starting in parallel with L2 further reduces the rate of triggered 
events to maximum 50 Hz. A dedicated //-processor will compute the L3 decision in 
800 fis on the basis of the more complex matching of the information from different 
detector components. L3reject stops the readout and restarts the pipelines. 

• L4 - software filter. The aim of this level is further reduction of the data volume 
before it is sent to the final storage media at the DESY computer center. The calcu
lations are performed by the processor farm on the full event data, asynchronously 
with the rest of the trigger. Therefore this level is also called L4 filter farm. The 
aim is a reduction of the final data logging rate to ~ 5Hz. 



5 The LI trigger 
The LI system consists of different trigger systems each based on the information of a 
certain subdetector. The outputs of these systems are called trigger e lements . These 
trigger elements are fed to a central trigger logic where they are combined to various 
subtriggers. Each single subtrigger suffices to produce a Level 1 trigger decision 
(Llkeep signal) to stop the pipelines and prepare the event readout. 

5.1 Vertex position oriented trigger systems 
The geometrical origin of the event is the main handle to suppress background at a HERA 
experiment. Vertices which lie far outside the nominal ep interaction region identify 
uniquely background events. These trigger elements are therefore used for almost all 
subtriggers as veto, with the exception of the higher threshold triggers of the calorimeters. 

5.1.1 The backward time-of-flight sy s t em 

Beam wall and beam gas events originating from the proton upstream direction produce 
showers, which mostly run through both scintillator walls behind the BEMC. A back
ground (BG) and an interaction (IA) timing window define for each scintillator of each 
wall whether the hits belong to particles originating from the upstream region or from 
the nominal interaction region. The ToF-BG trigger element is the simplest and most 
effective background rejection critérium and is therefore applied to most of the physics 
subtriggers as a veto condition. 

5.1.2 The z—vertex trigger 

The central and the first forward proportional chambers are used to estimate the event 
vertex position along the beam axis (z—axis). A particle originating from the beam passes 
four layers of chambers. 

The first step of the vertex estimator, the so called rayfinder, needs therefore to com
bine four cathode pad signals which lie on a straight line into an object called ray. In the 
plane perpendicular to the beam a 16 fold segmentation (</> - sectors) is used, such that 
the rays of each segment are treated separately. A histogram with 16 bins along z is filled 
according to the z—coordinate of the origin of each ray. The rays which were formed by 
the correct combinations of pads all enter in the same bin and form a significant peak 
above the background entries, which originate from rays from wrong combinations of pads 
and are therefore randomly distributed. Events which have the vertex far outside of the 
nominal interaction region do not develop significant peaks, in this case the histogram 
contains only the background from accidental rays. 

From this histogram various trigger elements are derived. First of all the zVTX-tO 
trigger element is activated, if there is at least one entry in the histogram. This information 
is used as an indication, that there is at least some activity in the central region of HI 
and also for bunch crossing identification. Then peak significance analysis is performed 
and the trigger elements are activated, if the histogram peak exceeds a given significance 
threshold. This histogram analysis is fully programmable, such that the meaning of the 
trigger elements can easily be changed. 

The rayfinder is based on a custom designed gate array (1.5 //m CMOS technology). 
For the final histogram bulding and the peak analysis programmable logic cell arrays 
(XILINX) and a 22 bit lookup table realised with 4 Mbyte of fast static RAM are being 
used. 



5.1.3 The forward ray trigger 

The cathode pad signals of the forward and central proportional chambers are fed into a 
logic, which finds rays originating from the nominal interaction region and pointing in the 
forward direction. A ray here is a set of impacts on three or four chambers, compatible 
with a track coming from the interaction region. These rays are counted and a trigger 
element is activated if there is at least one road found. Furthermore certain topology 
conditions in 16 ^-sectors can be recognised, e.g. if the rays lay all in two back to back 
sectors a special trigger element is activated. This system is realised by a total of 320 
RAMs, which are used as hierachically organised lookup tables. 

5.1.4 Big r ays 

The rays found by the forward ray trigger and the z-vertex trigger are combined to 224 
'regions of interest' called big rays having the same geometrical properties as the 'big 
towers' of the liquid argon calorimeter (see later) with which they are put into coincidence. 

5.1.5 The central jet chamber trigger 

This trigger finds tracks in the central jet chamber (CJC), which have a distance of closest 
approach of less than 2 cm from the nominal beam axis and therefore suppresses beamwall 
events as well as synchrotron radiation background. 

In a first step the signals from the CJC are digitised by a threshold comparator and 
synchronised to the HERA clock of 10.4 MHz. This way the drifttime information is kept 
with an accuracy of 96 ns or about 5 mm of position resolution in general. 

In a second step the hits are serially clocked into shiftregisters. Track masks are 
defined according to their position in driftspace and their curvature in the magnetic field. 
A total of lO'OOO different such masks are now applied to the parallel outputs of the 
shiftregisters to mark the active roads. Tracks with low or high transverse momentum 
can be distinguished as well as the sign of the low momentum tracks. The number of 
roads found in each of the 15 ^-segments and in the two momentum bins for each sign 
are counted separately as 3 bit numbers. 

In the final step these track counts are further processed to generate trigger elements. 
Two different thresholds on the total number of tracks can be used simultanously. In 
addition a topological analysis in the x-y plane is performed. For instance a track activity 
opposite in <f> can be recognised. Most of the digital logic is programmed into about 1200 
programmable logic cell arrays (XILINX). 

5.1.6 The z—chamber trigger 

The z—chamber trigger uses the signals of the driftchambers in a similar way as the CJC 
trigger, utilizing the high spatial resolution obtained from the drift chambers. Signals are 
stored in shift register pipelines. Their parallel outputs are fed into coincidence circuits 
used as lookup tables for all possible tracks coming either out of the interaction region 
(vertex tracks) or from the proton beam region (background tracks). 

The vertex tracks are entered into a 96 bin vertex histogram, a resolution of 5 mm for 
the vertex reconstruction is achieved. The background tracks are summed up per drift cell 
and form the "background histogram". This histogram is analysed by a neural net chip. 
The shiftregisters and the lookup tables are realized by 1060 logic cells arrays (XILINX). 
This trigger is still under development. 



5.2 Calorimetric triggers 
The calorimeter triggers have to cope with a wide spectrum of trigger observables, from 
narrow, localized energy depositions (e.g. electrons) to global energy sums such as trans
verse or missing transverse energy. 

5.2.1 The liquid argon calorimeter trigger 

The liquid argon trigger system is designed to calculate the energy deposited in various 
topological parts of the calorimeter as well as the total energy and other global energy 
sums which can be weighted by position-dependent weighting factors. 

The realisation of this system contains an analog and a digital part. In the analog 
part the signals from the calorimetric stacks are split from the readout chain at the 
preamplifier input already and are separately amplified, shaped to a pulse width of about 
600 ns FWHM and added to Trigger Towers (TT). The TT's are approximately pointing 
to the vertex and are segmented in 23 bins in 6 and in < 32 bins in <f>. While the 
electromagnetic and hadronic signals are still separated in the TT's , the sum of the two is 
fed into an analog discriminator turning both signals off if the level is below an adjustable 
threshold, determined by the electronic noise. The same signal is used to determine the 
exact time (called to) of the signal. The total number of all active t0 signals is available 
as a trigger element. 

Depending on the 6 region, either one, two or four TT's are summed up to 240 big 
towers (BT), providing finer granularity in the forward direction. The electromagnetic 
and hadronic signals of each BT are then digitised separately by ADCs running at the 
speed of the HERA clock. The digital outputs are calibrated by a RAM lookup table and 
two threshold discriminators are used to look for a potential electron signature in each BT, 
which is defined by high electromagnetic and low hadronic energy in the respective sections 
of the tower. Another discriminator lookup table marks all BT's to be transferred to the 
higher trigger levels. The electromagnetic and hadronic parts of each BT are summed 
up and the total BT energies are then available for further processing. A threshold is set 
on the total BT signal put into coincidence with the Big Rays derived from the MWPC 
triggers, and the number of these towers is counted, discriminated and provided as a 
trigger element to the central trigger logic. 

The total BT energy is next fed into a set of lookup tables producing the weighted 
energy of this big tower for the various global sums (missing transverse energy, forward 
energy etc.) For the summing of the weighted BT energies, custom specific gate arrays 
are used, all summing being done in 8 bit accuracy. 

In the last step further RAM-based lookup tables are used to encode the various global 
and topological sums into two-bit threshold functions provided as trigger elements to the 
central trigger logic. 

5.2.2 The B E M C single electron trigger 

The purpose of the BEMC single electron trigger is to identify scattered electrons from 
DIS processes. The basic concept of this trigger is to provide cluster recognition and to 
place energy thresholds on the sum of all energy clusters in the BEMC. 

Analog signals are first added to form stack sums representing a high granularity trig
ger element. A cluster identification module then detects the cluster seeds and assigns 
neighbouring stacks to define clusters. Two trigger elements reflect the cluster multiplici
ties above certain thresholds. The energy of all clusters is then summed up and thresholds 
can be placed on this sum activating the respective trigger elements. Finally the clus
ter energy and the total energy sum are digitised into eight-bit numbers to be used for 
correlations with other quantities at the central trigger logic. 



5.3 Muon triggers 
Inclusion of efficient muon triggers covering a large solid angle, substantially increases 
the physics potential of HI. Muon triggering and measurement is for many processes 
complementary to electron triggering and allows a comparison between channels involving 
intrinsically the same physics, but with different systematic effects. A second important 
asset is the possibility of cross-calibration of the other parts of the HI detector. This 
can be done by cosmic or beam-halo muons, and muons from the physics channels. Both 
the instrumented iron system and the forward muon spectrometer deliver level 1 trigger 
information, as described below. 

5.3.1 The instrumented iron muon trigger 

The instrumented iron system is logically divided into 4 subdetectors. Each subdetector 
consists of 16 modules, 5 of the 12 chambers of each module have their wire signals made 
available to the level I trigger. The "OR" of 16 wires of these signals is called a profile 
and all profiles of one chamber are again ORed together to form a single plane signal. Any 
condition on the 5 plane signals of one module can be requested by means of RAM lookup 
tables (e.g. a 3 out of 5 condition of the chamber planes) for each module independently. 
An additional signal from the first plane detects, when there is more than one hit in the 
plane indicating the hits rather originating from a cluster tail of the calorimeter than a 
single muon. 

The (maximum eight different) outputs of each of the 64 modules are then fed into a 
central muon trigger logic which is organised in RAM lookup tables again. So far only 
a counting of the number of muons found in each subdetector has been loaded into the 
RAMs and two trigger elements per subdetector were used: exactly one muon candidate 
and more than one muon candidate. 

5.3.2 The forward muon trigger 

The trigger deals with each octant of the forward muon chambers separately. The track 
candidates found in each octant are allocated to eight regions at different polar angles to 
the beam. The 8-bit hit patterns from all eight octants are fed into a RAM based lookup 
table which counts the number of muon candidates and allows programmable topological 
correlations to be made . Eight bits of trigger information are then sent to the central 
trigger as trigger elements. 

5.3.3 Triggers derived from the luminosi ty sys t em 

The luminosity system runs with an independent data acquisition and triggering system. 
However the trigger signals, derived from the detectors of this system, are available also 
to the main trigger system: Independent thresholds can be set on the electron energy, the 
photon energy and the calibrated sum of the two. Together with the signals of the veto 
counter in front of the photon detector this information is fed into a lookup table to form 
logical combinations. So far mainly the electron signal was used to tag photoproduction 
events. 



5.4 Central trigger LI decision 
The information generated by the subdetector triggersystems described above is repre
sented in a total of 128 bits, which are connected to the central trigger logic. Here all 
trigger elements are fed into a pipeline (realised as double ported RAM based circular 
buffers), which allows to adjust the delays of all incoming signals to the proper bunch 
crossing. Furthermore the information stored in these trigger element pipelines is recorded 
at readout time, allowing to study the time evolution some bunchcrossings before and after 
the actual event took place. 

The trigger elements are logically combined to generate a level 1 trigger signal. Up to 
128 different subtriggers are formed by applying coincidence and threshold requirements. 
(Lookup tables are used to form 16 fold coincidences of arbitrary logic expressions from up 
to 11 predefined input bits). A trigger description language (TDL) has been developed to 
keep up with the ever changing demands for new subtriggers and to properly log the logic 
and the status of the triggers loaded. The subtriggers are assigned to a given physics event 
class (physics trigger), to experimental data needed e.g. for measuring the efficiency of a 
given detector (monitor trigger) or to cosmic ray events for calibration purposes (cosmics 
trigger). 

The rate of each subtrigger is counted separately and can be prescaled if needed. The 
final Llkeep signal is then given by the logical OR of all subtriggers after prescaling and 
is distributed to the front-end electronics of all subsystems to stop the pipelines. At this 
point the primary deadtime begins. Of course all this logic works in a pipelined way 
as all the subdetector triggersystems described above, clocked by the HERA clock, and 
delivering a trigger decision every 96 ns. 

6 Intermediate trigger levels (L2-L3) 
The two intermediate trigger levels L2 and L3 operate during primary deadtime of the 
readout and are therefore called synchronous. The calculations which are performed in 
these systems and the decision criterias applied depend on the subtrigger derived in the 
LI system, which acts in this way as a rough event classification. 

As we have seen in the previous chapter, deadtime starts after the LI trigger system 
has given a positive decision. The L2 trigger system now can evaluate complex decisions 
based on more detailed information. After a fixed time of typically 20 //s the decision 
of the L2 trigger defines whether a fast reject should happen or whether the event is to 
be treated further. For the L2 decision processsors various hardware solutions are under 
construction including a complex topological correlator and a neural network approach to 
exploit the correlations between the trigger quantities from the various subsystems in a 
multidimensional space. The massively parallel decision algorithm of these systems makes 
them ideally suited for fast trigger applications. 

Only if the event is accepted by the L2, the bigger readout operations like zero-
suppressing of the drift chamber digital signals and the calorimeter analog to digital 
conversion and DSP processing are started. During this time the trigger L3 system based 
on an AM 29000 RISC processor performs further calculations. The level 3 decision is 
available after typically some hundred //s (max. 800 //s), in case of a reject the readout 
operations are aborted and the experiment is alive again after a few //sec. 

The calculations of both L2 and L3 triggers are based on the same information prepared 
by the trigger LI systems described in the previous section. Topological and other complex 
correlations between these values are the main applications for these intermediate trigger 
systems. 



6.1 The L2 topological classifier 
The selection is based on the topological analysis of the events. LI variables, tracks and 
calorimeter energy depositions are projected onto 16 X 16 boolean matrices defined in 
the 0 and $ coordinates. From these matrices variables are derived which characterize 
the global event shape. The topological analysis is performed on the following trigger 
elements: big towers, MWPC big rays, R-$ trigger (track candidates with a precise $ 
determination from the drift chambers) R-Z trigger (track candidates with a precise Z 
determination), // counters. The projections are grouped into the following projection 
families: 

1. Cn (n=0 to 7): big towers with an electromagnetic energy Ee > 2n or a hadronic 
energy E^ > 2n

} the energy is given in FADC counts. 

2. Cvn (n=0 to 7) big towers with the same energy limits as before, validated by big 
rays (a big tower is retained only if a big ray points to it). 

3. hadronic big rays where the information given by the electromagnetic part of the 
calorimeter is ignored, or electromagnetic big rays vetoed by their associated hadro
nic big towers with smaller energies (these may or may not be validated by tracker 
informations). 

4. projections using only tracker or // informations. 

For a projection family using calorimeter information one energy index is determined: 
the maximal energy threshold giving a non-empty projection. If this projection is too 
simple (only one small cluster of big towers), a secondary energy index is determined: the 
maximal threshold giving a more complicated projection. 

Any useful projection can be described by the following parameters: the number of 
small clusters (a small cluster is a set of adjacent cells of the 16*16 boolean matrix which 
can be included in a 2*2 square), the presence of big clusters, the presence of neighbour 
small clusters: i.e. small clusters with a narrow free space between them (only 1 free 
line). We determine the 0-pattern and the ^-pattern as well, which are projections of the 
boolean matrix on the 0 and $ axis. These values are combined to define four topology 
indices for each projection. To each projection an energy index is associated, for pure 
tracker families it is taken from an associated calorimeter family or from a LI global 
energy sum (total or transverse energy). One can analyse up to 120 different projections 
per event, each determination takes only 100 ns. 

The topological cuts are performed on the energy index - topology index 2 dimensional 
plots which are derived from the above Boolean matrices. Before data taking these plots 
are filled with pure background data from pilot bunches (proton or electron bunches with 
no colliding partner) populating well defined areas on them. During data taking the 
distance of the analysed event to the background border is calculated for each topology 
index. An event is accepted if its distance to background is large enough. 

The hardware has the volume of a Triple-Europe crate. It contains 15 specialized 
cards (Fig. 3): 

• Two receiver cards, which are not shown in the figure, receive the LI information, 
store it and dispatch it on 8 buses on the crate in less than 5 //s. 

• Ten acquisition cards (ACQ) store the informations, the regions corresponding to 
each card are shown in Fig. 3. 

• One topology card. After the acquisition the Command-Decision card sends the 
different projection modes to the ACQ cards which send parts of the boolean 16*16 
matrix to the topology card. The topology card computes the topology indices, and 
send them back to the Command-Decision card. 
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Figure 3: Global view of the topological trigger 

• One Command-Decision card, which contains a microprocessor (a DSP 21010 from 
Analog Devices with a cycle time of 30 ns). It controlls the other cards and computes 
the distance to the background border for each topology index. These distances are 
added to compute the total distance to the background border. Actually, there are 
16 indépendant sums (called "machines"). At the end of the treatment, the DSP 
compares these 16 sums to 16 predefined thresholds, and sends its decision as a 16 
bit word to the level 2 Central Trigger Logic. An event should be kept if one of 
these 16 bits is true. The 16 machines may allow the shift crew to downscale one of 
the machines, if a change of beam, or of the detector state, gives a too large rate of 
accepted events for this machine. 

• An 11th ACQ card has a special function: it determines indices coming from some 
first level informations. 

There are 3 phases for the treatment of an event after the acquisition phase. During the 
first phase, the DSP, together with the ACQ and topology cards, determines the energy 
indices of the calorimeter projection families. This phase takes from 4 to 6 //s. After 
that the DSP computes, together with the ACQ and topology cards, the distances to the 
background border for the different topology indices. It adds them to the total distances 
for the different machines. This phase takes also from 4 to 6 //s. During the third phase 
the DSP compares the total distances for the 16 machines to the minimum distances 
required for an event acceptation. This phase takes 1.6 //s. 

The 11 ACQ cards are identical: they differ only through the programming of their 
ROMs and PALs and are realized in printed circuits. The topology and Command-
Decision cards are unique and are realized in multiwire technology. 



6.2 The L2 neural network trigger 
In the L2 neural network trigger the LI trigger information is viewed as a pattern or feature 
vector which is analysed by a standard feed-forward neural network. Offline, the network 
has to learn to separate the patterns of physics reactions from those of the background 
by the usual training methods like backpropagation. In this way a complete pattern 
recognition is performed in the space of the LI trigger quantities and the correlations 
among the various trigger quantities are exploited. Detailed investigations within the HI 
experiment using Monte-Carlo data have shown that feed-forward networks trained on 
the first level trigger information are indeed able to obtain the necessary reduction in 
background rate while keeping high efficiency for the physics reactions. 
Since the network's decision is taken at a hardware level, one is forced to very high speed 
computations and neural networks with their inherent massive parallelism are ideally 
suited for this task. Recently fast digital neural VLSI hardware has become available and 
the realisation of networks using the digital trigger information from the HI experiment 
can now be attempted. 

6.2.1 Neural networks 

The basic processing element in a neural network is a neuron or node. The node j receives 
signals Ijk from a number n of input channels. The net input to that node is the weighted 
sum of these signals 

N^Qi + ^W^k (1) 
k 

where the thresholds 0 j (also called bias) and the connection strengths Wjk are node-
associated parameters. The final output of the node is assumed to be a simple function 
of Nj, called the transfer or threshold function f(Nj). A standard form for this function 
is a sigmoid. 

°> = W) = WT^Ô ( 2 ) 

With a given threshold on the output a single node performs a simple linear discrim
ination and defines a separation plane in the input space. 

Given the elementary nodes a full neural network is defined by specifying the total 
number of nodes and the linking among them. 

For event classification normally a restricted topology is used (Fig. 4), the so called 
feed-forward networks. All nodes are arranged into distinct layers. The bottom (input) 
layer has one node for each component of the input vector. The top (output) layer has 
a single node. The classification is given by the output of this node (e.g. 1 for physics 
and 0 for background). The connectivity is feed-forward and complete: A node in a given 
layer receives input only from nodes in the next lower layer, each node in a given layer 
sends its output to all nodes in the next higher layer. 

In a three-layer network (Fig. 4), containing one hidden layer, each hidden node 
corresponds to a plane in the multidimensional input space and the output node builds 
up a volume - not necessarily closed - from them. In this sense we can say that a neural 
network is the generalization of the linear discriminant classifier. 

6.2.2 Trained networks 

The neural network classification functions defined above have a number of free parame
ters, the thresholds 0 j and connection weights Wjk for each non-input node. To determine 
these parameter values a simple prescription - the so called backpropagation - exists, given 
training sets from Monte Carlo for which the desired output of the network is known. (For 
the background training sets real data can be used as well.) 



Figure 4: Classification with one hidden layer. 

Back propagation minimizes the global classification error. Most frequently a least 
mean square error measure is used 

77' \ ^ //^obtained r~\desired\2 \ "* 771 
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events events 

where the sum is over all events in the combined training sets and for each event the 
contribution to the global error is simply the squared difference between actual (0 
and target ( O ^ f e d ) network output for that event. 
The corrections to the network weights Wjk associated with a particular event are done 
by steepest descent steps : 

\wJk = -ndEp 

obtained} 
out 

dW3k 

where the parameter r\ is called the learning rate. The process is repeated until the 
difference between all output nodes and all patterns is within some tolerance. 

6.2.3 Background Encapsulat ion 

A major drawback using backpropagation is that the various networks will only efficiently 
tag those physics reactions which have been offered for training to the networks. In 
this spirit, "new physics" (Fig. 4) may be discarded or only inefficiently selected. This 
difficulty can be overcome by arranging the separation planes in a way as to completely 
encapsulate the background. This procedure does not rely on any physics input, it only 
rests on the topological properties of the background. A straightforward algorithm to 
enclose the volume of background has been proposed by us and has been intensively 
investigated. Depending on the point density of the background events in trigger space, 
several encapsulating volumes could be necessary (e. g. when the background space is 
fragmented). Although this encapsulation might now seem to be the only necessary 
type of net to use, one should consider that physics "close" to the background will not 
efficiently be triggered with such a scheme. Since specific physics channels have not 
been considered in the encapsulation algorithm, the corresponding boundaries are not 
optimized for physics. The background encapsulation is a safety channel to retain events 
from unexpected physics processes. 



6.2.4 C o m m i t t e e of networks 

It is not expected that the various physics reactions require identical trigger quantitites 
to be distinguished from the background. Therefore it seems reasonable to study the 
different physics reactions and develop nets to select these reactions by using the relevant 
trigger informations. This results in networks which are smaller and easier to handle. 
Our investigations have shown that small nets trained for specific physics reactions, 
working all in parallel, are more efficient in comparison to a single larger net trained on 
all physics reactions simultaneously. Most importantly, putting these nets to a real trigger 
application, the degree of modularity is very helpful when a new trigger for a new kind 
of physics reaction is to be implemented. 
The final algorithm for arriving at a trigger decision using the outlined neural network 
architecture is the following. 

1. build an OR from all physics selectors: OR(phys) 
2. build an OR from all background rejectors: OR (back) 
3. reject the event, unless 

- OR(phys) is true, or 
- OR(phys) is false, but OR(back) is also false 

This latter condition is a signal for potential new physics. 

6.2.5 Hardware Real isat ion 
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Figure 5: Overview of the L2 neural network trigger hardware 

A digital VLSI neural network chip, the CNAPS chip from Adaptive Solutions (USA) 
has become available recently, which is fast enough to meet the 20 //s time constraint 



for L2. Adaptive Solutions Inc. has in its program a VME board built around the chip, 
together with the necessary software. The hardware realisation of the neural network 
level 2 trigger for HI is depicted in Fig. 5: The CNAPS board - can model a neural net 
with 64 inputs, 64 hidden nodes, and 1 output node. A VME crate houses one board for 
each physics reaction or for a background region. Each CNAPS board has a companion 
data distribution board (DDB) which supplies exactly the foreseen trigger information for 
the neural net modelled on the board. Both the DDB and the CNAPS boards are loaded 
from a host computer via micro-processor controller boards. 

A 20 MHz L2 data bus, divided in 8 parallel groups, each 16 bits wide, provides the 
trigger information from the various subdetectors to the levels 2 and 3. During the time of 
data transfer the DDB selects precisely the information from the bus which is needed for 
their companion CNAPS boards.The DDB is able to perform more complex operations 
as well (8 bit sums, selective summing, bit counting) on the L2 data and creates more 
significant 8-bit input values from bit patterns. For instance a jet finder algorithm will be 
implemented which will provide the 3 most energetic jets using the big tower granularity. 

After 5 //s the data are loaded onto the CNAPS boards and the data boxes give start 
signals to the CNAPS boards which present their outputs back to the data boxes after 
another 10 //s . These in turn supply their signal to a Final Decider. Rate limiting 
measures, such as prescaling or bypassing of trigger decisions, can be taken in the Final 
Decider. 

6.2.6 The C N A P S / V M E Pattern Recognit ion Board 

CNAPS (Connected Network of Adaptive Processors) is a hardware concept based on 
SIMD technology (Fig. 6). A matrix of max. 256 processing nodes (PN) is driven by a 
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Figure 6: The CNAPS/VME block diagram 

sequencer (CSC) through a common bus (PNCMD). The board has local file memory and 
a VME interface. Direct 10 channels (8 bits wide) are used to input the data from the 
DDBs. The architecture of the CNAPS processor nodes is shown on Fig. 7. They have 
a local memory of 4 kBytes and a complete fixed-point arithmetic unit. The elements of 
the input vectors are broadcasted on the IN bus which allows parallel processing by more 
PNs. Each PN implements one neuron. The results are accumulated locally and may be 
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Figure 7: CNAPS/VME processor node architecture 

read out serially on the OUT bus. A feed-back of the results onto the IN bus through the 
CSC allows the evaluation of multilayer nets. In one clock cycle one multiply-accumulate 
operation can be performed. With this architecture the computation time is proportional 
to the number of neurons instead of being proportional to the number of weights. With 
20.8 MHz clock speed our maximum net (64 x 64 x 1) will need 8.9 //s to be evaluated 
in one CNAPS board which corresponds to the computing power of ~ 100 IBM RISC 
workstations. 

7 The L4 filter farm 
The level 4 filter farm is an asynchronous software trigger based on fast mips R3000 
processor boards. It is integrated into the central data acquisition system (Fig. 8) and 
has the raw data of the full event available as a basis for its decision making algorithms. 
This allows for online trigger selections with the full intrinsic detector resolution. The 
processor boards run in parallel. Each board (33 in 1994) processes one event completely 
until a decision is reached. The typical maximum input rate is 50 Hz. Since this system 
works asynchronous to the primary trigger system, there is no further deadtime involved 
as long as the L3 accept rate stays safely below 50 Hz. 

In order to reach a decision in the shortest possible time, the L4 algorithm is split 
into various logical modules, which are run only if a quantity calculated by the respec
tive module is needed to reach this decision. The L4 modules use either fast algorithms 
designed specifically for the filter farm, or contain parts of the standard offline reconstruc
tion program. The average execution time is 500 msec and a rejection factor of ~ 6 can be 
obtained. The execution of the modules is controlled by a steering bank containing text 
in a steering language written explicitly for this purpose. The final decision is based on 
statements containing logical combinations of numerical or logical values. Execution of 
the statement is terminated and the next statement is executed as soon as a subcondition 
is false. It is possible to run any statement in test mode without influence on the actual 



Figure 8: Overview of the data acquisition 

decision. This allows the evaluation of the effect of new statements with high statistics 
prior to activation and the flagging of particularly interesting events, e.g. for the online 
event display. This scheme allows for high flexibility without changes in the program 
code and facilitates book keeping as the steering bank is automatically stored in the Hf 
database. 

The filter farm is not only used for event filtering purposes, but it is also well suited for 
monitoring and calibration. The reconstruction modules fill numerous monitor histograms 
which can be inspected online. Warning messages can also be sent to the central control 
console, informing the shift crew immediately of potential problems. Calibration data are 
sent to the data base for immediate use by the online reconstruction process. 

8 Conclusions 
In 1994 we could run Hf with only LI and L4 without cutting significantly into physics 
acceptance and with acceptable performance concerning rates and deadtimes. However 
at design luminosity (15-20 times higher than the actual one) we will have to tighten the 
requirements on the events in our L2 and L3 trigger systems which are under development. 
But it looks still possible to trigger with high acceptance for physics events, perhaps with 



the exception of the heavy quark production of which a large fraction of events have not 
enough transverse energy for the calorimetric triggers and no or only low energy electrons 
or muons in the final state. Therefore they have to be triggered in the first level by central 
tracking information alone resulting in a high beam gas background from the nominal ep 
interaction region. We will have to use topological criterias in the level 4 or even in level 
2 or 3 to recognize these events. 
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Modelling and Simulation1 

Peter Shot 
University of Amsterdam 2 

'The real purpose of modelling and 
simulation is to discover that nature 
hasn 't misled you into thinking you know 
something, you don't actually know ' 

Adapted from R. Pirsig. 

I: Introduction3 

1.1 The computer experiment 

The use of computers in physics is becoming increasingly important. There is hardly any 
modem experiment thinkable where computers do not play an essential role one way or another. If 
we take a liberal approach to the concept of experimenting then we can make a fundamental 
distinction in the applicability of computers in physics. On the one hand computers are used in 
experimental set-ups such as a measuring/controlling/data analyses device, inevitable to the 
accurate measurement and data handling. On the other side we have the field where the computer is 
used to perform some simulation of a physical phenomenon. This is essentially the realm of 
computational physics. One of the crucial components of that research field is the correct 
abstraction of a physical phenomenon to a conceptual model and the translation into a 
computational model that can be validated. This leads us to the notion of a computer experiment 
where the model and the computer take the place of the 'classical' experimental set-up and where 
simulation replaces the experiment as such. 
We can divide these type of computer experiments roughly into three categories [1]: 

• Simulation of complex systems where many parameters need to be studied before construction can 
take place. Examples come from engineering: car-crash worthiness simulation, aircraft wing design, 
general complex safety systems. 

• Simulations of phenomena with extreme temporal or spatial scales, that can not be studied in a 
laboratory. For instance: Astrophysical systems, mesoscopic systems, molecular design etc. 

• 'Theoretical experiments' where the behaviour of isolated sub domains of complex systems is 
investigated to guide the theoretical physicist through the development of new theories. Typical 
research fields are: non-linear systems, plasma and quantum physics, light scattering from complex 
partic.es etc. 

A classical approach to the different levels of abstractions required to build a reliable computer 
exper: ment is shown in Figure 1 : 

i Bas :d on lectures presented at the CERN school on computing. Sopron, Hongary August 1994. This text and the accomanying 
course naterial is available through WorldWideWeb: http://www.fwi.uva.nl/ in the home page of the research group Parallel 
Scientific Computing and Simulations under 'Publications.' 
2 Dr. P.M.A. Sloot is an associate professor in parallel scientific computing and simulation at the University of Amsterdam and can 
be readied at: Kruislaan 403 1089 SJ Amsterdam, The Netherlands. Email: peterslo@fwi.uva.nl; Tel: +31 20 5257463; Fax: +31 20 
525749). 
3 Pans of this text, and the accompanying hands-on training, have been used by the author in courses on (parallel) scientific 
comput ng, simulation and computational physics at the University of Amsterdam in the physics and computer science departments. 
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In the sequel we will see that there are ways to shortcut this 
sequence of levels by the use of computational models that 
mimic the physical system and that can be mapped directly on 
a computer system. An example of such a short-cut is the 
simulation of the dynamics of a fluid flow via Cellular 
Automata, rather than via the formulation of the Navier-Stokes 

^equations and the subsequent discretisation. Other examples 
can be found in the fields of Monte Carlo and Molecular 

^ Dynamics simulation, where the phase space of a 
thermodynamic system is explored via simulation. In some 
cases this implies that we can view the physical processes as 

computations themselves (see for instance [2]). 
The type of complex or chaotic dynamical systems we want to study are known or at least expected 
to be computationally irreducible, therefore their behaviour can only be studied by explicit 
simulation. The potential and the underlying difficulties of this field are generally recognised. We 
identify three major phases in the process of the development of a computer experiment, each with 
its own challenges: 

• The modelling phase. The first step to simulation is the development of an abstract model of the 
physical system under study. Strange enough there are hardly any formal methods of modelling 
which support completeness, correctness and efficiency. The lack of such methods might harm the 
success of this research field significantly. There are complete journals and internet sites (see 
references) dedicated to the compilation of the consequences of using insufficient, incorrect and 
inefficient models. For instance recently some flight simulation experiments where reported where 
the underlying simulator (an explicit Finite Element solver) worked perfectly, but where 
deficiencies in the CAD/CAM model resulted in catastrophic misinterpretation of the simulations 
[3]. Some promising new approaches in this field are the use of 'structural interactive modelling 
methods' such as present in Stella™ [4] and the concept of BondGraph modelling used in control 
systems design [5, 6] or object oriented modelling [7]. 

• The simulation phase. Solvers form the kernel of simulation systems. Here we refer to 
(mathematical) methods that make the underlying physical models discrete. A rough distinction can 
be made between solvers for Discrete Event systems and solvers for Continues systems. In the next 
paragraphs we will discuss these in more detail. The solvers that take a discrete event approach, 
rather than a continuous time approach, are relatively new in computational physics, but gain more 
and more impact. We will give some examples later on. The more conventional solvers are Finite 
Difference, Finite Element/Volume and a large class of linear algebra solvers. 
Of special interest are the new results with 'particle methods'. Especially the recent results obtained 
with hierarchical particle methods and layered multipole expansion [8, 9]]. In these hierarchical 
solvers the computational complexity can be reduced dramatically, this is partly due to the efficient 
mapping of the conceptual model onto the computer specific model (see also figure 3). 

• The computational phase. In this phase we concentrate on the mapping of the different solvers to 
the machine architecture. Since the type of problems we are interested in are computationally very 
demanding, lots of research effort in the efficient use of modern architecture's for simulation is 
going on in this field. As an example Figure 2 shows the memory requirements and computational 
performance needed to investigate a number of challenging physical phenomena through simulation 
[10,11,12]. 
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We observe that the computational complexity 
of these problems is enormous. It is for this 
reason that since 1991 world-wide initiatives 
(the so-called High Performance Computing 

cherrai Phusi.s and Networking initiatives) are taken to push 
the limits of hard- and software to the extreme 

io MW oiiBJse.uuiH-̂ . 1 1 where, at least technologically speaking, these 
systems can be studied. Apart from these 
technological obstacles there are other, and 

1 MW iooMRop/s ioGFiop/s 1 TFiop/s maybe even more fundamental, questions that 
1 GFiop/s iooGFiop/s need to be addressed first. If for instance we 

can circumvent parts of the mathematical 
complexity by the use of models that directly map the physical system on the architecture, like in 
the cellular automata example, we might show up with more realistic computational requirements. 
Still we expect that -due to the irreducibility of some of the problems- high performance computer 
systems will remain extremely important in the field of computational physics and simulation. 
In figure 3 we summarise the various conceptual steps required to map a natural system onto a 
computer [13]: 

<-Figure 3: Summary of the various conceptual 
stages in the development of a computer experiment 

Where the computation specific model 
consists of representing the derived 
conceptual model into a language that can 

S o n " 1 6 " b e implemented. One of the things that 
often goes wrong in these stages is that the 
scientist tends to confuse his code with a 
conceptual model or -even worse- with the 
natural system itself, the researcher has 
falling in love with his model! This is a 
situation we should be prepared for and try 
to avoid at all cost. One way to maintain a 
critical attitude is to carefully design and 
test sub stages in the modelling and 
simulation cycle and to add primitives to 
the simulation that constantly monitor for 

'unrealistic' results 
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1.2 A closer look at system models 

In the next paragraphs we will use some concepts from the fields of (discrete event) 
computer simulations, the terminology used is briefly explained in the following intermezzo: 

Intermezzo: Simulation Lingo 

A summary of typical definitions in modelling and simulation used throughout this text. 

• A model describes a system containing components 

• Components can be 'lifeless' [Items, Objects] with characteristic attributes that cannot change 
the state of the system 

• Components can be 'alive' [Entities. Subjects] with characteristic attributes that can change the 
state of the system 

• The State of the system is built from: 
Contents(t, elements) 
Structure(relations, elements) 
Attributes(elements ) 

• An Event describes (a number of) changes in the state of the system at a given time 't' 

• A change is denoted by an 'action ' 

• Actions can transform the attributes not changing the number of elements 

• Actions can split or merge the elements thus changing the number of elements 

• A process is a sequence of state changes in a given time 

» A system can be seen as a combination of processes and interactions (relations) 

Although many attempts have been made throughout the years to categorise systems and models, 
no consensus has been arrived at. For the purpose of this text we limit ourselves to models 
sometimes referred to as 'Symbolic Models' where the attributes of the system are described by 
mathematical symbols and relations. It is convenient to make the following distinction between the 
different Symbolic Models [14]: 

• Continuous-Time models: Here the state of a system changes continuously over time: 

— •-<- Figure 4: Trajectory of continuous-time model 

These type of models are usually represented by sets 
,of differential equations. A further subdivision 
would be: 

Time 

- Lumped Parameter models expressed in Ordinary Differential Equations (ODE's) and 
- Distributed Parameter models expressed in Partial Differential Equations (PDE's): 

K = f(H,U,t)or Ï J = Ï Ï H + Ï Ï U 

9U d2U 
and "-)t

 _ c r " ;XJ2 respectively. 
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• Discrete-Time models: here the time axis is discretised. 

dt 

~| 

Time 

<- Figure 5: Trajectory of discrete-time model 

The state of a system changes are commonly 
represented by difference equations. These type of 
models are typical to engineering systems and 
computer-controlled systems. They can also arise 
from discretised versions of continuous-time models 
for example: 

X = f(X,U,t) 

f(x k,u k,t k) = X k+i xL 

At 
or 
» f c + , Œ H k + At.f(H l c , l l l c , t | 1 

• Discrete-Event models: Here the state is discretised and 'jumps' in time. Events can happen any 
time but happen only every now and then at (stochastic) time intervals. Typical examples come 
from 'event tracing' experiments, queuing models, Ising spin simulations, Image restoration, combat 
simulation, etc. 

<- Figure 6: Trajectory of discrete-event model 

A Discrete Event 

Time 

In this paper we will concentrate on general 
methodologies applicable to a large variety of 
problems stemming from natural sciences. 
We have organised this paper as follows. In 

Chapter II probabilistic models are introduced, these models provide us with a rigorous basis on 
which we cab build all type of simulation studies. Chapter III describes the use of Cellular 
Automata as an important modelling tool in physical simulations. Once a model is designed we 
need 10 look into the simulation method to probe the model. Concepts needed to implement a 
simulation method are introduced in chapter IV. Here we emphasise the (implementation) 
differences in event-driven and time-driven simulation. The last chapter deals to some extend with 
growth processes, a specific class problems that make use of the modelling and simulation 
strategies introduced in the preceding chapters. 
Rather than presenting a complete formal overview of the underlying methodologies we will take a 
case-study approach throughout this text. I hope that the reader will enjoy working with this 
introduction to the modelling and simulation field as much as I have enjoyed writing it down! 
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The fact that people subscribe to the 
Bayes-doctrine proves that miracles do 
happen... 
this seems to be a contradiction. 

Sloot's free interpretation of Hogben's 
'mathematics in the making' 

Hj Stochastic Models 

II. 1 Background 

Describing phenomena that are difficult to cast into an analytical expression or that are 
computational intractable, inevitably require simulation. In this section we introduce some methods 
to formulate stochastic models and to analyse the transient behaviour of these models (as opposed 
to the steady-state or asymptotic behaviour that can be studied with simplifying analytical 
metamodels) [15]. 

The complete process of stochastic modelling and consequent simulation can summarised in the 
following design structure: 

Step 1 : Gather knowledge to decide what probabilistic distributions reflect the behaviour of the 
phenomenon and decide whether the Random Variables (RV) to be used are assumed to be 
independent. 

Step 2: Generate Random Numbers (RN). 

Step : : Use the RN to create discrete and continuous distributions. 

Step 4\ Create a 'probability model' and track the system over continuous time by simulating the 
discrete events. 

Step i:: Perform extensive I/O analyses and validation of the model 

Step 6: Find indicators of the efficiency through variance estimators and obtain new estimators with 
reduced variances. 

Step to 3 rely heavily on parts of mathematical statistics theory (see for instance [16]). 

Step 4 is the so called discrete event approach. Discussion on how to implement this method is still 
going on. An approach is to identify 3 regular methods of simulation based on the concept of 
locality [17]: 

- Activity scanning: Exploiting the locality of state. For each event the induced activities are 
denoted in the simulation. 

- Event scheduling: Exploits the locality of time: for each event an exact description of the state 
changes is recorded and subsequent events are scheduled by each event. 

- Process interaction: Locality of Object. Here we focus on the interactions between elements (or 
process routines) in a model. Processes are handled semi parallel (co-routines). 

Typical examples of problems where stochastic models are being used are: 

• Queuing and Optimisation: 
- Cor lputer Aided Manufacturing and Logistic Simulation (design of a production process) 
- Architecture and VLSI design 
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- Distributed Interactive Systems e.g. Person in loop models used for training (flight and combat 
simulators) 

• Monte Carlo: 
- Mutidimensional Integration 
- Brownian motion and Random walk phenomena 
- Ising spin problems 
- Solving of huge linear systems 

• Markov Chain: 
- Compiler Optimisation 
- Travelling Salesman type of problems 
- Image restoration [18, 19] 

In the next paragraphs we will apply the concepts introduced so far and take a look into one of the 
most important theorems in simulating probabilistic models. 

II.2 A Bayesian approach to simulation of a stochastic model: 

Let P(x) be the probability that event 'x' has occurred, and P(ylx) the (conditional) 
probability that 'y' has occurred given the fact that event x has taken place. Then with the joint 
probability P(xy) (the probability that both occur) we have: 

If the occurrence of event 'x' is independent of the occurrence of event 'y' (and the other way 
around) then P(xly) = P(x). Therefore the previous equation transforms into: 

v p(y) 

This is the well known Bayes theorem (reference [20] is worthwhile reading!). A simple formula 
that has had a enormous impact on a large variety of sciences. Interpreting this theorem in terms of 
simulation we see that if the user is able to express his beliefs about the values of the parameters 
under investigation in the form of a prior distribution function P(x), then experimental information 
based on the likelihood function P(ylx) (outcome of the simulation) can be used to convert these 
initial beliefs into a posterior distribution P(xly). In other words given some idea's about the model 
we want to study, we can generate via simulation information that can be used to update our initial 
guesses. This can for instance be applied to complicated markov chain simulations, fuzzy logic 
models and Image recover}' [18, 21]. 

To get a feeling of the use(fullness) of this theorem consider the following head-or-tail experiment. 
N-times a coin is tossed with as result d-times head. What is the probability P(x), that the result of a 
toss gives a head? 
Without a priori knowledge, P(x) = d/N. If however preceding head-or-tail experiments were 
carried out, we could give a probability distribution for the random variable X: 

P(K) ---- P{K = K} 

With Bayes theorem the best estimate for P(x) is such that: 

_, , ., P(dlK)P(K) 
P ( K l d ) = P(d) ^ 
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Where the formula maximises the possibility that hypothesis X is the correct information given 
experimental data 'd'. This is clearly an experimentalist's interpretation of this theorem. In the 
sequel we will apply this notion of a experiment in different examples. In experiments we use: 

P(Kld) - P(dlH)P(K) since P(d) can be considered constant. 

Consequently a simulation experiment consists of the following components: 
• P(x): a_priori knowledge (hypothesis before experiment); 
• P(dlx): experimental model (how data appears given X; the likelihood function); 
• P(xld): a_posteriori knowledge (= a priori knowledge + knowledge from experiment). 
The p(x) and p(dlx) are established by 'common sense' or by means of 'educated guesses.' 

Let's investigate these concepts by the following example. Suppose that: 
• P(x): normal distribution with ji = Q.2\ 

P(dlx): N trials with d/N = 0.8. 
We are interested in the influence of N and o on the a_posteriori distribution. 
The a_priori knowledge P(x) has a normally distributed; notation N(/i,cr2). In formula: 

P(K)=,. l 1 - ^ 

Norm 

Norm a^jlK 
i 

J>(K)dK 

The experimental model P(dlx) is the probability distribution that the hypothesis about X is correct, 
given the data 'd' from the N trials. P(dlx) has a binomial probability distribution, notation 

bin(N,K). In formula: 

P(dlH)= X d ( l -K) 
N-d 

Remark: The binomial is not calculated as function of the number of successes, d, but rather as 
function of success per trial P(X = x). 

The next figures show the results of some of these experiments for different values of the 
parameters that model the system: 

Experiment 1 : mu = 0.2, sigma = 0.05 Experiment 2: mu = 0.2, sigma = 0.1 

<- Experiment 3: mu = 0.2, sigma = 0.2 

From these experiments we observe that if the prior 
information is accurate (a is small), the estimate for x is 
dominated by the value of u. (prior knowledge). We see 
that when the data set is large (N -> °°) the prior 
information gets 'washed out'. Furthermore we observe 
that if no prior information is present, the estimate for x 
is data-driven. This should give us some idea's as to 
how to design and evaluate simulation experiments. 

The problem of course is that Bayes theorem does not prescribe how to find P(x). This information 
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must be abstracted from the physical model and the system knowledge we have. This inspires us to 
use the predictive capacity of Bayes theorem wherever possible. Especially in computational 
intractable problems where tedious simulation is the only way out. 

II.3 Monte Carlo Methods 

In this paragraph one of the most interesting probabilistic simulation methods called 
'Mone Carlo' (MC), after the famous casino in Mexico, is introduced. It can be applied to study 
statistical physics problems, crystallisation processes, phase transitions in systems with large 
degrees of freedom, evaluation of high dimensional integrals, solution to large linear systems, the 
size of cosmic showers, percolation of liquid through a solid etc. [22, 15]. 
The method is best explained by an example of its use. Suppose that we want to evaluate the 
integral: 

r 1 N 

I = [:'(x)dx or equivalently the associated quadrature formula I = —X^( X ' ) w n e r e f *s evaluated 
0 N l = 1 

for randomly chosen {xj} uniformly distributed over [0,1]. From the Central Limit theorem [16]we 
can estimate the uncertainty associated with this quadrature formula, for large N, to be: 

r?- l rP- - l 

0\ ~ — Of - — 
N N 

N ' , N 

i=i v N S ' y 

1 N ' i N 

N ~ ' N ~ 
with a, the variance in observed values f. As a 

consequence we see that the uncertainty in the estimate of the integral decreases as —— and that the 

precision increases for smaller a~, implying a smooth function f. These observations are 
independent of the dimensionally of the problem, whereas for conventional numerical methods, 
such as Simpson's rule or the trapezoidal rule, the error increases with the dimensionallity. This 
independence of dimensionally is one of the outstanding characteristics of MC, explaining its wide
spread use. 

Assume we want to evaluate j e"dH, than we simply evaluate for n-trials n times Exp[-X] with X 
random and uniform distributed over [0,1], then for n=N we can evaluate FN with the equations 
given above. Typical results are: 
Fn = 0.62906, s = 0.18002 and error = -0.00306 for n = 3600 
Fn = 0.63305, s= 0.18201, end error = 0.00092 for n = 7200. 
From such experiments (of which more are in the hands-on documents) we observe that for n > 
3000 the variance in the output remains unchanged, whereas the error in the estimation (here: 
Isimulated - exactl) might still reduce for larger n. This is an experimental indication of a well 
known theoretical result that states that the error in the estimation resembles c n ~ a/sqrt(n). 

Consequently we note that we can reduce the error in MC integration by 
- increasing the number of trials or 
- using more efficient trials (i.e. more sampling in the neighbourhood of fast fluctuating values of 
the function f(x)). 

This wrings us to the notion of Variance Reduction, a very important general principle in Computer 
Simulations. 

A typical example expressing the need of variance reduction techniques is shown in the next 
Intermezzo: 
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Intermezzo: Need for Variance Reduction 

Consider a stochastic simulation where the observable Xj is determined (with all X's independent 
and random). We model, for the sake of simplicity, the probabilistic behaviour by: 

P{H,=.l} = l-P{H, = 0} = p. 

Now in order to allow for a reliable simulation we want to construct a 95% confidence interval of 
'p' wi:h a length of say: 2 x 10~6, or equivalently: 

K ± Z , 5 / 2 x S 

n 
Then Irom standard statistics we know that: 

S , _6 
length of confidence interval p = 2 x Z 0 5 / 2 x —— = 2x10 vn 
With unit normal Z 0 5 / 2 = 1.96 and S = JUar(Kj) = p(l - p) for the used random variables Xj, 
we find that 

n = L96xVp(d -P ) ) 
2 x 10"6 

Therefore n = 3.8 10 6, that is more than a million simulation runs to obtain the required accuracy! 

The rrost relevant Variance reduction Techniques are : 

The use of Control Variâtes 
Conditioning 
Stratified Sampling 
The use of Antithetic Variables 
Importance Sampling 

We will briefly discuss Antithetic Variables and Importance Sampling techniques (for a more 
extensive treatment the reader is referred to for instance [16]). 
In a typical simulation study we are interested in determining a parameter 0, connected to some 
stochastic model, by averaging the 'n' simulation runs with observed values {Xi} with i = 1, n. The 
related Mean Square Error (MSE) is given by: 

MSE=E (K-0) 2 ] = Uar(K) = U a r ® 

So if we can find a different (unbiased) estimate of 9 with a smaller variance than H, then we have 
improved the estimator and made our simulation more efficient since we need less simulation runs 
to cone to the same level of accuracy. 
If possible the use of antithetic variables is very helpful here. Suppose we use simulation to obtain 9 
= E[X], than by generating X] and Xj, identically distributed variables having mean 9 we obtain: 

U a r f ^ ^ ]=-[Uar(K I) + Uar(H2) + 2C0U(K„K2)]. Therefore if Xi and X 2 are negatively 

correlated we get a reduction in the variance of 9 (see also hands-on exercises). Moreover for all 
X's uniform random over [0,1], we only need to generate one X and calculate the other X of the 
pair from 1-X, this reduces the number of time-costly random number generations by a factor of 2. 
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Another variance reduction technique, often applied in Monte Carlo related simulations, is a method 
called Importance Sampling [23]: 
We start by introducing a positive weight function p(X) such that 

b 

Jp(X)dK = l, 
a 

rb r b f (K ) 
with F = f (H)dH we get => -—— D(X)dX. 

J a J a P ( X ) 

Next we evaluate the integral by "sampling according to probability density function p(H)' and 
constructing 

F =

} y f ( H- ) 

n "ttmy 
Choose p(x) such that the variance of the integrand f(x)/p(x) is minimised. For instance if p(x) 
mimic s f(x) than the integrand will vary slowly and therefor a will be small (we use a a-posteriori 
estimator of a). 

In the next example we use antithetic variables together with importance sampling: 
F=fe-"dx 

Jo 

(with exact solution — E r f [ l ] = 0.746824) 
p(X) = 1 (Uniform) p(X) = fle"K(non Uniform) 

1000 
0.7582 
0.0548 
0.0017 
3 
3000 

From this simple experiment we see that in order to get the same accuracy we need approximately 7 
times less computation time (for the specific computer system used)! 

It is however often difficult or impossible to generalise this approach to sample complicated 
multidimensional weight functions, we need a different approach. A solution to this problem was 
given by Metropolis et al. [24, 22]. 

II.4 Metropolis Monte Carlo 

We used Importance Sampling to generate random variables according to a specific 
distribution (mimicking the integral we wanted to evaluate). Often it is difficult, or even impossible 
to generate variables with an arbitrary distribution. A solution to this problem was given by 
Metropolis [24]. With the Metropolis algorithm we generate a 'random walk' of points {Xi} 
through a phase-space such that the asymptotic probability approaches the required p(x) [25]. 

n(trials) 
Fn 

20000 
0.7452 

s 0.2010 
s/sqrt( n) 
CPU/trial (arbitrarily units) 
Total CPU (arbitrarily units) 

0.0016 
1 
20000 
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We start by defining the 'random walk' with a transition probability Tij being the probability to get 
from Xj->Xj such that the distribution of the points {Xj} converges to p(x). 
A sufficient condition is the so-called detailed balance condition: 

P̂ K T̂jj = p^Kjjrjj . For instance: r s j = min 

the following pseudo code: 
•P(«,) 

so that X n + i can be generated from X n by 

• Choose trial position Xt = X n + 5 n with Ôn random over [-0,6] 

Calculate Ty , here p(X t)/P(Xn) 

• If Tij > 1 : accept move and put X n + i = X t 

• If Tjj < 1 : generate random number R 

• If R < Tij : accept move, else put Xn+i = X n 

It is efficient to take ô such that roughly 50% if the trials are accepted and to start the walk with a 
value of X at which p(X) has a maximum. 
It can be shown that this method guarantees that, for a large number of steps, all states are explored 
and an equilibrium will be found according to Ty. 

The next piece of Mathematica™ code generates a random walk based on the Metropolis algorithm, 

with a probability distribution EKP| -0 .5 (K 2 + y 2 ) | (a 2-dimensional normal distribution with mean 

{x,y}=0.0 and a x y = G y x = 0, and o~ x x=o\ y=l): 
(For £oi introduction to Mathematica™ see[ 26]). 

ProkDist[point_] := Exp[-C5 * (point[[1]] * point[[1]] 
+ point[[2]] * point[[2]])] 

Metr opolisStep[oldpoint_J : = 
Module[{newpoint,Prob}, 

newpoint=oidpoint*With[{dir - Random[Real, range]}, 
{Cos[dir], Sin[dir ] }J ; 

Prob = ProbDist[newpoint] / 
If[Prob>=l,Return[newpoint], 

ProbDist[oldpoint]; 

If[Prob>Random[Real,{0, 
Return[oldpoint] 

] 

1}],Return[newpoint], 

Meti 
] 

opolisWalk[n__nteger [ : = 
Module[{points}, 

points = NestList[ MetropolisStep [#] &, {0.0, 0.0}-, n] ; 
Show[ Graphics[{Point[{0,0}] , Line[points]}], 

AspectRatio->l.0, Frame 
FrameTicks->None] 

] 

->True, 

Mathematica ™ code for generating a Random Walk: 

The result of the execution of this code for 10000 Metropolis steps with p(x,y) = 1 and p(x,y) 

= E K P | - 0 . 5 ( H 2 + y 2 ) | respectively, is shown in the next figures: 
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MetropolisWalk[10000]. with p(x.y) = 1 and with p(x,y) = E K P [ - 0 . 5 ( H 2 + y 2 ) 

From these figures we observe that for p(x,y)=l we obtain a more or less random distribution, 
whereas the Z-normal distribution shows a normal distributed walk around the mean value (0,0). 
Closer inspection for different number of Metropolis steps nicely show the dependency of the 
density of the walk relative to the values of the co-variance matrix used (data not shown). The 
underiying simulation mechanism used here is the so-called Markov Chain simulation. Here a set of 
numbers Pij, i,j=l,...,N, is chosen such that whenever the process is in state i then, independent of 
the past states, the probability that the next state is j is Pij. Then the collection {Xn, n>=0} 
constitutes a Markov chain having transition probabilities Pij. 
It is known that such a simulation strategy always produces a stationary distribution if the 
simulation is irreducible4 and aperiodic5 [16, 21] . 
We will use this Markov Chain simulation method extensively in the next chapters. 

II.5 Ising Spin Simulations [22. 23, 25, 27] 

The 'Ising' system serves as one of the simplest models of interacting bodies in statistical 
physics. The model has been used to study ferromagnets, anti-ferromagnetism, phase separation in 
binary alloys, spin glasses and neural networks. It has been suggested [28] that the Ising model 
might be relevant to imitative behaviour in general, including such disparate systems as flying 
birds, swimming fish, flashing fireflies, beating heart cells and spreading diseases. 

Essentially, the (2-D) model is comprised of an 'n by n' square lattice in which each lattice site has 
associated with it a value of 1 (up spin) or -1 (down spin). Spins on adjacent, nearest-neighbour 
sites interact in a pair-wise manner with a strength I (the exchange energy). When J is positive, the 
energy is lower when spins are in the same direction and when J is negative, the energy is lower 
when spins are in opposite directions. There may also be an external field of strength H (the 
magnetic field). The magnetisation of the system is the difference between the number of up and 
down spins on the lattice. The Energy of the system is given by: 
E = — «J^SjSj - /^H^T Sj, with first sum over all pairs of spins which are nearest neighbours and the 

second term the interaction energy of the magnetic moment with the external magnetic field. 
In spin flipping, lattice sites are selected and either flipped or not, based on the energy change in the 
system that would result from the flip. The simulation is essentially a Markov Chain simulation. 
In the (probabilistic) Ising model we assume a constant temperature condition (the canonical 
ensemble formulation). A lattice site is selected at random and a decision is made on whether or not 
to flip the site using the Metropolis Algorithm. Again the Metroplis method allows the system to 
reach a 'global' energy minimum rather than getting stuck in a 'local' minimum. 

4 A Markov Chain is said to be irreducible if and only if for all pairs of system states (i,j) there is a positive probability of reaching 
j from i in a finite number of transitions. 
5 A Markov Chain is said to be aperiodic if and oniy if for all system states i, the greatest common divisor of all integers n>=l, 
such that (Pn)ii>0, is equal to 1. 
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Example oflsing spin system: 

In the next two simulations we study the natural phenomenon of ferromagnetism as an example 
[27]. Non-zero magnetism only occurs if the temperature is lower than a well-defined temperature 
known as the Curie critical temperature T c. For T > T c the magnetisation vanishes. Tc separates the 
disordered phase of the spin system for T > T c for the ordered ferromagnetic phase for T < T c. 

Explore the system for H=0 and T>TC or T<TC. 

30 <- H=0; T » T c , final configuration on a 30x30 lattice. 

Long- range order parameter 

0.1 ; 
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<- H=0; T « T c , final configuration on a 30x30 lattice. 

Lonjg-rar\ge order parameter 

0 .25 

0 .225 

0 . 2 
1 

0 .175 

0 .15 

0 .125 

y 
J 

n 100 200 300 400 500 

0 .075 i 

Order in system versus number of iterations 

In this example we have performed more than 
100000 Monte Carlo steps for each cell. To simulate a real system we would of course need 10 2 3 

cells instead of the 30 2 . Fortunately the computer experiments given here already give us some 
insight in the basic physics of such spin systems. Careful experiments with detailed statistical 
analyses can indeed reveal very interesting physical phenomena from this simple probabilistic 
model. Especially the study of phenomena like critical slowing and phase transitions in classical 
fluids are fields of active research. Using Bayesian methods we can reduce the amount of iterations 
required. An example will be given in the next session. 
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II.6 Special Case: Simulated Annealing 

Simulated Annealing is an optimisation algorithm that can be used for a wide range of 
applications. It is a stochastic algorithm that can find a global optimum out of a large number of 
candidate solutions. The process consists of first 'melting' the system, and then gradually lowering 
the temperature. At each temperature the simulation lasts long enough for the system to reach a 
stead) state. The interesting part of this method, compared to deterministic optimisation schemes, is 
that il is able to detrap from local minima. The procedure is the Metropolis algorithm with an 
additional temperature as control parameter. 

The general algorithm can be described as follows : 

• The system to be optimised is stated at a high 'temperature' i.e. most of the solutions can be 
constructed (all system states can be reached). 
• Then there are two possible constructions : 
-Homogeneous Markov chains : A Markov chain is started at a temperature T. If the chain is 
'finished' the temperature is decreased and a new chain is started. 
-Inhomogeneous Markov chains : After each MC step a Temperature decrement takes place. 
• After some simulation time the temperature is so low that only steps 'downhill' are 
accepted. If a predefined stop criteria is reached the simulation is ended. 
• If one step results in a lower energy of the system we accept the change, if not then we 
accepc with a probability P=exp(-AE/kT). 

Homogeneous Markov Chains 

It is required that at each temperature a stationary distribution is reached. One way to guarantee this 
is by building a Markov Chain (see previous sections). In principle the Markov chains should be 
infinhe long, only then equilibrium is achieved. In practice we go for a Heuristic approach where 
we trade the length of the chain 'L' against the cool-rate 'cr' [29]. We start at a high T, thus 
allowing for the exploration of the complete phase space, and slowly move to lower temperatures. 
For Homogeneous Markov chains the cooling procedure is usually: T k = c r * T k + 1 known as 
simulated quenching [30]. In other well studied schemes we take information of the previous chains 
into account, this is in essence the Bayesian approach: 
T T k 

k H T k *ln( l + <5) 
3*<7 k 

Here 5 expresses the distance between the equilibrium distributions. If 8 is small than nothing much 
will happen for distributions of subsequent chains. Large Ô implies that the temperature differences 
will be large. <3k is a measure of the standard deviation in the cost function of chain 'k'. 

Inhomogeneous Markov Chains 

Now we allow for the temperature to change with each step. As a consequence we are not 
sure anymore whether we can explore the complete phase space: Ergodicity is said to be weak. A 

T 
prove of the validity of this simulation method with a cooling schedule of T(k) = —— can be 

ln(k) 
found in [30, 29]. 
Different schedules and the consequences for parallel and vector implementations are discussed in 
[31, z-2] 
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The Bayesian cooling schedule for Simulated Annealing [21 ] 

We discussed two cooling schedules for the simulation with a homogeneous Markov chain. 
A third method can be used when incorporating the notion of a_priori information. In the Bayesian 
approach we investigate at each chain, using the information of the previous steps, whether to 
reduce the temperature or not (yet). 

• First by applying Bayes theorem we estimate the stationary distribution of the next chain, 
based on the experimental results of the previous chains. 

• Next we use this information to estimate the average value of the cost function. 
• If a large ô is chosen than we also use a large chain length, such that the total amount of 
computational time remains the same for each step in temperature. 

ô is determined by maximising the next equation as a function of ô [29]. 

C— E[Ci-4_i ;] — A — * Ti 
k + 1 ' J lnU + Sj) l 

The vilue of ô that maximises this function is used to determine the temperature en length of the 

next chain. C indicates the average value of the cost function over the complete phase-space, 
E[C k_i ;] indicates the Expectation of the cost function for chain k+1 with 8=ôj. The expression 
preceded by X determines the length of the chain given a certain delta. To a first approximation we 
can take for X: 

2 _ *- ' Copt 

~ ~ K * n 

With Copt the optimal value of the cost function and K the total number of chains in a non-
Bayesian schedule, n is the length of the chain. 

Applying this Bayesian cooling to real problems seems to indicate a preference for a small ô and 
short chain lengths. The use of this algorithm is in part determined by the trade-off between the 
additional computing time for estimating the Expectation of the cost function of the next chain and 
a morî 'directed' annealing scheme. 

In one of the case studies discussed in the last two chapters we will apply the Simulated Annealing 
algorithm to mimic the process of crystal growth in equilibrium. 
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'Don'tfall in love with your model...!' 

François Cellier 

M] Modelling with Cellular Automata 

Cellular Automata [33, 34] are used as a solving model for (highly parallel) information 
processing of (mainly) continuous systems. The model supports the so-called myopic algorithms 
where elementary operations take only one reference to bounded well defined subsets of data. 
Basically a Cellular Automaton is a collection of objects (the cellular automata) each of which have 
a state that is a function of the state of the other objects, and which is evaluated according to a 
certain set of rules. The system evolves in a set of discrete time-steps, with each object evaluating 
its new state at each step according to its rules, which may be different for different objects. 

Definitions of simple cellular automata (CA) 
Let the domain of a CA be defined by 'a lattice' consisting of sites with cellular automaton 
rules. 

Each site of the lattice is in a state ("spin") pointing either up or down. 

The orientation of each spin at time t+1 is determined by that of its neighbours at time 't'. 
If the rules are probabilistic then the CA resembles6 the so-called "Ising Spin Model" (see 
previous chapters). 

Example (infection): 
Initially the sites are occupied randomly with probability P. Then an empty site becomes occupied if 
and only if it has at least one occupied neighbour. (Occupied = spin up = true = 1 ; empty is spin 
down = false = 0 or = -1). 
As a result the whole lattice will fill up with a specific system time (i.e. number of iterations) that 
depends logarithmically on the lattice size. 

Simpje Techniques 
Take for instance a one-dimensional infection through a logical OR-rule: 

For i = 1 to L 
n(i) = n(i-1).OR.n(i+1) 

With boundary conditions n(0) = n(L) and n(L+1) = n(1). 
For two and three dimensions the sites are numbered consecutively from i=l to i=L d; this is the so-
called 'Helical Boundary Condition'. There are buffer- lines and planes at the top and the bottom. 

It is essential to note that we presumed an implicit updating scheme where the new n(i) 
depends on the new n(i-1), Traditionally one uses explicit updating schemes with the new n(i) 
depending on the old n(i-1 ). The latter is well suited for parallelisation. 

III.l Formal Description and Classification (adapted from [35] and [33]) 

Let a| j denote the value of site if at time stamp 't1 in a two dimensional square cellular 
automaton. The automaton then evolves according to 

a(t+D _ rfa(t) a(t) a<t> a

( t ' 1 
a U _ r L i - U - r ' a i - r + U - r + r " ' ' - a i , r ' ' ' ' d i + r , j ~ r J 

6 A ( ontradition: Compare the probabilistic Cellular Automata with a Sigarette Slotmachine that has a 20 % intrinsic probability of 
automatically taking your money without giving sigarettes in return! 
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Where F denotes the cellular automaton transformation rule and each site is specified by an integer 
a^j in the range 0 to k-1 at time 't'. The range parameter r specifies the region affected by a given 
site. 

Although not restrictive, regular CA are specified by a number of generic features: 

• Discrete in space, time, and state; 
• Homogeneous (identical cells): 
• Synchronous updating. 

With ;. set of rules that posses the following characteristics: 

• Deterministic; 
• Spatially and temporally local. 

Reformulation of this equation in terms of the base number 'k' results in: 

a a + , ) - F 
i j x « . a:iu+. l=-r 

where the transformation parameter set cci consist of integer values coded by: 

a, = k r-l 

This decoding results in a function f that simply transforms one integer value as argument into an 
updated site value. From the discreteness implicit in this description it is clear that only a countable 

u(2r+i) 

limite I number of unique transformation rules exist (number of rules = K i.e. 256 for k=2, r=l). 

A ID CA for instance, starts with a row of cells each of which has a value. The CA "evolves" by 
producing successive rows of sites, each new row representing a time step. The value of each site in 
a new row is determined by applying a specific rule to the site in the preceding row. The rule is 
homogeneous, which means that the same rule is used in determining the value of each new site, 
and the rule is local, which means that it is based the values of a "neighborhood" of sites, consisting 
of th{ site and/or its nearest-neighbor sites. The rule is applied to all of the sites in a row 
simul aneously. For a finite CA, the nearest-neighbor sites of the first and last sites in a row are 
taken from the other end of the row. 

Althojgh CA represent an elegant solving model for a large class of complex problems, quantitative 
reseaich into the basic properties of the time- and state evolution of CA is still in its infancy. Some 
qualitative important results however have been obtained. Wolfram for instance finds that the 
majority of CA can be classified into 4 classes. The figures show 1-D examples of the classes with 
r=l, 1=2 and the rule numbers indicated (respectively: 136, 73, 45, 110) and were created with 
Mathcmatica™. 

Class I: Evolution from all initial states leads -after a finite time- to a homogeneous state 
where all sites have the same value, comparable to limit points. 

A k=2, r=l, Rule=136 1-Dimensional Cellular Automaton 

Class II: Evolution leads to a set of separated simple stable or periodic structures. The 
positon of these structures depends on the initial conditions. Local changes in the initial 
configuration propagate over a limited area only, comparable to limit cycles. (Example: A digital 
filter for image reconstruction). 
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A k=2, r=l, Rule=73 1-Dimensional Cellular Automaton 

Class III: Evolution leads to a chaotic pattern, both in time and space. These patterns have a 
close resemblance with the chaotic behaviour studied in the theory of dynamical systems under the 
influence of strange attractors. It is impossible to describe completely the initial configuration. 
These patterns tend to converge to invariant statistical properties such as fractal dimension, entropy 
etc. [36]. (Example: A model for many real-life physical systems possessing chaotic behaviour) 

A k=2, r=l, Rule=45 1-Dimensional Cellular Automaton 

Class IV: Evolution leads to complex (sometimes meta-stable) localised structures (sometimes 
long-lived). In contract to class 2, the information propagation is not limited. Cellular Automata 
capable of universal computing fall into this class.(Example: A model for the 'Game of Life' or a 
general purpose computer, Billiard Ball model) 
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A k=2, r=l, Rule=l 10 1-Dimensional Cellular Automaton 

This : lotion of classes is important because it provides the researcher with an insight into the basic 
features of his CA with respect to a larger class of automata. As a consequence predictions about 
the temporal and spatial behaviour of his CA can be inferred. In later chapters we come back to this 
class: fication and discuss their relation to structural and behavioural complexity in system 
dynamics. 

III.2 Applications 

Cellular automata are related to many models such as partial differential equations. 
Numerical approximations to partial differential equations typically involve a discrete grid of sizes, 
updated in discrete time steps according to definite rules. Such finite difference schemes differ from 
cellular automata in allowing sites to have continues values. Nevertheless, it is common to find that 
collections of sites yield average behaviour that can accurately mimic continuous variables. The 
cellular automaton evolution leads to effective randomisation of individual site values, but 
maintains smooth macroscopic average behaviour (see Wolfram [33]). For a few common classes 
of models related to CA the differences are listed below: 

• Partial Differential Equations: Space, time and values are continuous. 
• Finite Difference Equations/Lattice Dynamical Systems: Site values are continuous. 
• Dynamic Spin Systems: Rules are probabilistic and updates may be asynchronous. 
• Direct Percolation: Rules are intrinsically probabilistic. 
• Markov random fields: Sites carry probabilities not definite values. 
• Particle Models: Particles can have continuously variable positions and velocities. 
• Systolic Arrays: Sites can store extensive information, boundary conditions can be 
different. 

2 typical applications of CA: 

Q2R automata for Ising Model 
Rule Flip a spin if and only //"the energy does not change, i.e. if it has as many up as down 
neighbours. Updating: Sequential or lattice updating. Initially a random fraction of P spins is up. 
Result: Curie point on square lattice at P=0.079551. Above this threshold (paramagnetic) the 
algorithm works nicely, but behaves poor below it. This phenomenon is still not completely 
understood. Apart from studying macroscopic behaviour, the model can be used to teach 
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spontaneous magnetisation in a course of electricity and magnetism before quantum mechanics and 
exp(-E/kT) is known. Thus a method to make Maxwell's equations more interesting. 

FHP liydrodynamic CA, "Lattice Gas" [37] 
The 'poor man's molecular dynamics'. Lattice gas models fill a niche between molecular dynamics 
and continuum methods. Here particles move with unit velocity on the bounds leading from one site 
of a triangular lattice to a neighbour site. For each direction, each bond carries either one or no 
partiel e. 
At inieger times particles can meet at the lattice sites and are scattered there subject to some 
collision rules. Hexagonal lattices allow for diffusion and can be used to study hydrodynamics in 
very complex geometry such as oil in North sea sand or flow through porous media. Notorious 
drawback of the simulations is the enormous finite size effects and the introduction of noise in the 
system and the problem of representing diffusion in 3D models. Lattice Boltzmann methods may 
provide a way out here (see for instance [38]). 

Hexagonal CA 
for Hydrodynamics 

With Collision Rules: 

6. 

5 

-1 

1 

3 

. • \ . 
/ \ 

One-bit implementation with numbering as in the figure and Xn and Yn site n before and after 
collision: 

Y3 = (X2.AND.Col.AND.Ang).OR.(X4.AND.Col.AND.NOT.Ang). 
OR.(X3.AND.NOT.Col) 

Where Col is true if collision occurred and Ang 1 for counter clockwise and 0 for clockwise. 
This results in very efficient implementations with approximately 1.6 GigaUpdates per second on a 
Cray-YMP-8 for 200 MegaSites in fill 
To get an impression of the state of art, recently Gerling et al. reported 14.2 updates/nsec on a 
single processor of the NEC-SX3 for rule 96 (XOR, one-dimensional k=2, r=l), and 0.9 
updates/nsec for a 2-dimensional Kauffman model [39].7 

III.3 Implementation Aspects 

Impressive speedup can be obtained by storing spins in single bits and treat all 64 or 32 
spins in one word concurrently by one command. For instance: n(i) = ior(n(i-1),n(i+1). Where we 
implicitly consider only binary sites.8 In order to avoid inefficiently shifting large amounts of data 
Rebbi and later Herrmann introduced the concept of sub lattices: 
For example take L=96 and 32-bit integers !n', where the three integers n(l), n(2), and n(3) contain 
all 96 spins in a mixed form given by: 

7 Kai.ffman model: a random boolean network model where each site selects randomly at the beginning which rule it wants to 
follow n its later dynamics 
8 Maiheus [5,37] (With thanks to Prof. Dr. D. Stauffer for bringing this to my attention!). 
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n(l) = spins 1,4,7,...,94 
n(2) = spins 2,5,8,...,95 
n(3) = spins 3,6,9,...,96 

and the boundary buffer words are: n(0) = SHIFT n(3) (equal to spins 96,3,6,..,93) and n(4) = 
SHIFT n(1). This domain scattering results in a update scheme that allows you to update hundreds 
of millions of sites in one second on a vector processor. State of the art is an update frequency of 
1.4 1C1 4 sites per second! 
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1 think the computer understands it, now 
I want to understand it! ' 

Eugene Wigner 

IV: Event-driven versus time-driven simulation 

We have seen that in continuous systems the state variables change continuously with 
respect to time, whereas in discrete systems the state variables change instantaneously at separate 
points in time. Unfortunately for the computational physicist there are but a few systems that are 
either completely discrete or completely continuous, although often one type dominates the other in 
such hybrid systems. The challenge here is to find a computational model that mimics closely the 
behaviour of the system, specifically the simulation time-advance approach is critical. 
If we take a closer look into the dynamic nature of simulation models, keeping track of the 
simulation time as the simulation proceeds, we can distinguish between two time-advance 
approaches: 

- Time-driven and Event-driven. 

In time-driven simulation the time advances with a fixed increment, in the case of continuous 
systems. With this approach the simulation clock is advanced in increments of exactly At time units. 
Then after each update of the clock, the state variables are updated for the time interval [t, t+At). 
This is the most widely known approach in simulation of natural systems. Less widely used is the 
time-criven paradigm applied to discrete systems. In this case we have specifically to consider 
whether 

- the time step At is small enough to capture every event in the discrete system. This might imply 
that we need to make At arbitrarily small, which is certainly not acceptable with respect to the 
computational times involved. 

- the precision required can be obtained more efficiently through the event-driven execution 
mechanism. This primarily means that we have to trade efficiency against precision. 

In event-driven simulation on the other hand, we have the next-event time advance approach. Here 
(in case of discrete systems) we have the following phases: 

Step 1: The simulation clock is initialised to zero and the times of occurrence of future events are 
determined. 

Step 2: The simulation clock is advanced to the time of the occurrence of the most imminent (i.e. 
first) of the future events. 

Step 5: The state of the system is updated to account for the fact that an event has occurred. 

Step <l: Knowledge of the times of occurrence of future events is updated and the first step is 
repeated. 

The nice thing of this approach is that periods of inactivity can be skipped over by jumping the 
clock from event_time to the next_event_time. This is perfectly save since -per definition- all state 
changes only occur at event times. Therefore causality is guaranteed. The event-driven approach to 
discrete systems is usually exploited in queuing and optimisation problems. However, as we will 
see ne xt, it is often also a very interesting paradigm for the simulation of continuous systems. 

Consider a continuous system with where every now and then (possibly at irregular or probabilistic 
time steps) discontinuities occur, for instance in the temperature of a room where the heating is 
regulated in some feed-back loop: 
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Typical discontinuities in Time versus State trajectories of a continuous systems or its (higher order) derivative with 
respect to time. 

The difficulty in the -here inefficient- time-driven simulation of such a system is in the integration 
method applied. Specifically multi-step integration methods to solve the underlying differential 
equations have might prove not to work in this case. The reason is that these methods use 
extrapolation to estimate the next time step, this would mean that they will try to adapt to the 
sudden change in state of the system thus reducing the time step to infinite small sizes. 
Other examples are: 

Continuous Ising spin systems where a configuration is defined by the spin variables s(v) = ± 1, 
specified at the vertices v of a two or three dimensional lattice and an independent Poisson process 
of attempted spin change arrivals are associated with the vertices of the lattice. If in such system an 
attempted change arrives at vertex v, the spin s(v) is changed to -s(v) with probability P, and with 
probability 1-P the spins remain unchanged. 

Billiard ball models, used in gas dynamics, where N equal balls move frictionless in 2D and where 
each ball moves along a straight line with constant velocity, until it comes into contact with another 
ball. Upon such a contact a collision occurs whereupon the two participating balls instantly change 
their velocities and directions. 
It is clear that time-driven simulation might not prove to be acceptable since this mechanism is slow 
and/or not sufficiently precise if At is not chosen to be very small. An event-driven simulation 
where the state of the balls is updated from collision to collision of any ball, might prove much 
more accurate and efficient. 
Let's explore this example in a little more detail (see for instance also: [40]): 

Billiard Model Example 

Consider a Billiard Ball model to simulate the gas dynamics of 4 gas molecules (as long as we do 
not try to do any physics with this simple system it can perfectly well explain the concepts we are 
discussing). Assume that the molecules move in a straight line with constant velocity until they hit 
the wall of a 2D system (kinetic energy is conserved in this model). We can now investigate the 
consequences of the two paradigms; Time-driven versus Event-driven simulation: 

input stop simulation time, At; 
initialise balls with x,y position and velocity vx, vy in x,y 
direction; 
t ime = 0.0; 
while (time < stop simulation) { 

for each ball do { 
x += At * vx; y -f= At * vy; 
if (x == 0i vx = -vx; 
if (y -- Q) w = -vy; 

} 
time += At ; 

} 
Pseudo code for time-driven gas simulation 
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For a simulation time of 1.0 (arbitrarily units) with a AT of 0.001, implying 1000 state evaluations, 
this time-driven approach results in the following simulated behaviour of the 4 balls over time: 

0 C.2 0.4 0 .6 0 .8 1 
Time-driven state evaluation of gas model, 1000 state evaluations, 4 molecules. 

Next we consider the case of a event-driven simulation of this 4 molecule gas. The pseudo code 
shown takes into account all the typical aspects of detecting, handling and processing events within 
the correct time frame. 

input stop_simulation_time; 
initialise balls with x,y position and velocity vx,vy in x,y 
direction; 
for each ball do { 

impact_time - coiiision_time(ball); 
schedule(MOVE, impact_time, ball); 

} 
prev_time = 0.0; 
while (time() < stop_simulation_time) { 

next_event(&event, &ball); 
switch(event) { 
case MOVE: 

update_positions(time() - prev_time); 
impact_time = collision_time(ball); 
schedule(MOVE, impact_time, ball); 
prev_time = time(); 

break; 
} 
collision_time(ball) 
{ 

if (vx >= 0> { 
tO = (1 - x) , xv; 

} else { 
tO = -x / xv; 

} 
if (vy >= 0} { 

tl = (1 - y) ••' y v ; 
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} else ( 
tl = -y 

} 
return min(tO, 

update positions(At) 
{ 

for each ball do { 
x += At * vx; 
y += At * vy; 
if (x == 0 I ! x == 1 

vx = -vx; 
if (y == 0 I I x == 1 

vy = - w ; 
} 

} 

Pseudo code for an event-driven gas simulation 

For a simulation time of 1.0 (arbitrarily units) with 60 state evaluations, this event-driven approach 
results in the following simulated behaviour of the 4 balls over time: 

J. 
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From these examples we see that the cumulated error over time in the time-driven simulation, even 
for a At as small as 0.001, results in a violation of the conservation of momentum. The gain we have 
in event-driven simulations is however partly frustrated by the growth in the (complexity) of the 
simulation code. If we would like to go to modern (parallel) architecture's, event-driven would 
become increasingly more difficult to code due to the complicated synchronisation protocols [41]. 
There is always the necessity to find a balance between the pro's and con's of time-driven versus 
event-driven simulation. 
In general we observe that: 

- If the time between the succeeding events become small, time driven is preferred (in the example 
this situation occurs for a system of billions of molecules to be simulated). This is the frequency 
parameter. 
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- The overhead per event (i.e. the state update) is larger with event-driven simulation. This is 
referred to as the event overhead. 
- The amount of work between any two events plays an important role. This we call the granularity 
of the system. 

The factors: frequency, overhead and granularity, together with the consequences for 
implementation on modern architecture's and the required accuracy, must be studied carefully 
before making a decision on what simulation mechanism should be used. 

In view of the discussion in the previous paragraphs on cellular automata and computability, it is 
interesting to note that the Billiard-ball model was first introduced as model of computation by 
Fredkin in 1982 [42]. He showed that by using only bumping balls and mirrors, and restricting 
initial configurations so that no head-on collisions occur, any digital computation can be 
constrjcted. The rationale behind this is that every place where a collision of hard spheres within a 
finite diameter occurs can be seen as a Boolean logic gate. It was Margolus who in 1984 showed 
that this model can be coded in a cellular automata with 6 simple rules [43]. 

In the last two chapters we will look into one research field where many of the ideas discussed sofar 
come ogether. 
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'The Universe is the most efficient 
simulation of the Universe in the eye of 
God' 

E. Fredkin 

V; Modelling microscopic growth processes 

In this chapter models for growth processes and patterns in physics and biology and 
some simulation strategies will be discussed. These examples use many of the techniques and 
principles discussed in the previous sections, are illustrative and are challenging topics of active 
research. First we introduce techniques common in modelling microscopic processes, then we apply 
these lo crystallisation in equilibrium and non-equilibrium growth. 

Many growth processes in nature can be described as aggregation processes, where the growth form 
emerges from the addition of particles to a preceding growth stage. This type of growth process is 
found in a wide range of objects in nature, such as many crystals and bacteria colonies. The growth 
form c onsists of aggregates of 'small' particles, in the example of a crystal and a bacteria colony the 
particles are molecules and cells respectively. In the growth process of these aggregates often 
objects are formed which are characterised by a high degree of irregularity and non-smoothness. It 
is not easy to describe the shape of these objects using the 'normal' elements (lines, circles etc.) 
from Euclidean geometry. An important method to model the morphology of such irregular objects 
from nature is fractal geometry. For this purpose the next section explains concepts of fractals and 
self-similarity. In the other sections two types of growth processes are discussed. The first type is 
growtn in equilibrium, a growth process which can be described with a deterministic cellular 
automaton and is for example found in the formation of a perfect crystal. The second type is growth 
in nor-equilibrium, which is present in many growth patterns in physics and biology and can be 
modelled with a probabilistic cellular automaton. 

V.l Fractal dimension and self-similarity 

V. 1.1 Regular fractals 

A well known object from fractal geometry [44] is the quadric Koch curve (Fig. V.l). 
The construction of this curve starts with the square in Fig. V.la. In each construction step an edge 
is replaced by a set of 8 equal-sized new edges. In Figs. V. lb and c the first and the second stage in 
the construction are shown. This process results in the curve shown in Fig. V.ld which is known, in 
the limit case, as the quadric Koch curve. This type of curve was considered in the past as a 
pathological case for which certain mathematical properties cannot be determined. The curve is 
charac terised by three remarkable properties: it is an example of a continuous curve for which there 
is no tangent defined in any of its points, it is locally self-similar on each scale: an enlargement of 
the object will yield the same details, and the total length of the curve is infinite. The quadric Koch 
curve is an example of an object with a fractal dimension. A fractal dimension differs from an 
ordinary dimension in the sense that it is, in many cases, not an integer but a fraction. The value of 
the fractal dimension D can, in this special case, be determined analytically: the value is 1.5 exactly. 
The value of D may be calculated for this self-similar curve made of N equal sides of length r by 
using Eq. (V.l) from Mandelbrot [44]. 

D = _ ± M ! ^ ( V 1 ) 

! I 1 I 
V sim J 

The ratio l"sjm of the length of an edge in a construction stage and the preceding construction stage 
is known as the similarity ratio. 
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A B C D 
Fig V.l : a.b.c: First three construction stages of the quadric Koch curve (d). 

The physical properties of an object with a fractal dimension can be related to the intuitive idea of 
dimension by using a mass-length scaling relation [45]: 

M(R) ~ RD (V.2) 

To calculate the fractal dimension D of an object we have to determine the 'mass' M(R) within a 
circle or sphere with radius R, somewhere centred on the object. The number of fundamental units 
triples when R is tripled in the case of a line (Fig. V.2a) leading to a value D=l. In the case of a 
plane :he number of fundamental units is multiplied with a factor 9 when R is tripled, leading to 
D=2. In the example of Fig. 2c the number of fundamental units increases with a factor 5 when R is 
tripled. The value of £>=log(5)/log(3) is now intermediate between a line and a plane and can be 
easily determined since the object in Fig. V.2c is completely self-similar. 

Fig V.2 : a,b,c: Determination of the fractal dimension D using the mass-length scaling relation in Eq. (V.2) (after 
Sander [45]). 

The fractal dimension can be used to measure the plane-filling or space-filling properties of a curve. 
A value of D= 2 of a curve indicates that the curve is nearly space-filling. 

V. 1.2: Fractal growth patterns 

In the examples of Fig. V. Id and V.2c it is possible to determine the fractal dimension D 
analytically. Many objects from nature share the same peculiar properties with mathematical 
constructions within in a certain scale range. Many growth forms from nature show a high degree of 
non-smoothness and a (statistical) property of self-similarity. In Fig. V.3 the outline of a digitised 
photograph of a hydro-coral is shown. The fractal dimension of this outline can be approximated 
exper.mentally by estimating the length of the outline. The length of the perimeter of the object can 
be estimated by mapping the picture of Fig. V.3 onto a grid with grid spacing e. The number N(e) 
of grid sites, the boxes, in which a part of the outline of the object is present, is counted for various 
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value; of e. The value of the estimated fractal box dimension D b 0 K [46] can be estimated by using 
the relation: 

N(e) - £ (V.3) 

In Fig. V.4 two plots are shown of N(e) for various values of e. The value of D b 0 K is approximated 
by deiermining the slope of the line through the measurements plotted in Fig. V.4. In Fig. V.4a this 
method is calibrated by using the quadric Koch curve from Fig. V.ld. In Fig. V.4b the box 
dimension is estimated for the outline of the hydro-coral depicted in Fig. V.3, resulting in a value of 
Dbox cf about 1.6. In experiments Dbox can be used to estimate the degree of irregularity or space
filling properties of actual and simulated objects. This morphological property can be used to 
compare actual and simulated objects and is furthermore useful to compare a range of gradually 
changing objects. What we do here is look for properties that allow us to validate the conceptual 
model against the natural model, taking the approach outlined in Chapter I (examples will follow in 
the section on diffusion limited aggregation). 
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Fig V.3 : Outline of a digitised photograph of hydro-coral. 
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Fig V .4 : Plots of N(e) for various values of £. In the measurements are plotted for the quadric Koch curve from Fig. 
V. id. in (b) for the outline of the hydro-coral in Fig. V.3. 

V.2 Growth in equilibrium 
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In a growth process in equilibrium, as for example found in a perfect crystal where the 
growth process is near or in equilibrium, molecules are 'exploring' various sites of the crystal and 
are added to the crystal until the most stable configuration is found. In this type of growth process a 
continuous rearrangement of particles takes place, the process is relatively slow and the resulting 
objects are very regular [45]. In some cases the growth form which emerges is a 'normal' object 
from Euclidean geometry whereas in other cases objects are formed that resemble regular fractal 
objects. 
An aggregation process, with growth in equilibrium, can be modelled with a deterministic cellular 
automaton. An example of the construction of the crystal-like form depicted in Fig. V.2c, using a 
deterministic cellular automaton, is shown in Fig. V.5. The object is represented by a cluster of 
occupied sites in a lattice. In the growth process unoccupied sites are added to the cluster. The rules 
which are applied in the cellular automaton are very simple: an unoccupied site is added to the 
cluster when it neighbours to an occupied site and to three unoccupied sites in the lattice. The result 
of this construction, after many iteration steps, is the regular fractal from Fig. V.2c. 
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Fig. V.5: Growth in equilibrium modelled by a deterministic cellular automaton 

V.2.1 Crystallisation on a sphere [47]. 

In this section a case study is given of the emergence of a highly regular crystal. In this 
case c rystallisation with spherical boundary conditions is studied. The particles are allowed to move 
over ihe sphere until the most stable configuration is found. For the simulation of crystallisation the 
spherical space affects the properties of the crystalline state in an essential way, for example on a 
flat surface a hexagonal lattice will be formed, on a spherical surface such lattices can not exist 
without defects. These simulations can provide important information for the study of closed 2D 
systems. Especially the ordering of the particles and defects are of interest in this close packing 
problem. 
The idea for these kind of simulations comes from a remarkable phenomenon that was observed 
during experiments with fragmented biomembranes. This fragmented biomaterial spontaneously 
form vesicles (see Fig. V.6), spherical shells consisting of a bilayer of lipid molecules [48]. 

Fig V.6 : A schematic representation of a vesicle. 

The surprising result was that only very specific sizes of those vesicles are formed. To explain this 
resuli the following hypothesis was made. The lipid molecules on the inner layer of the vesicle pose 
stringent packing constraints and therefore the molecules will search for optimal packings that have 
a minimal energy. From physics it is known that symmetric arrangements are good candidates for 
the lowest energy states. From mathematics it is known that on a spherical surface only specific 
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numbers of points can be distributed with high symmetry, more specifically the platonic solids with 
4,6,8,12 and 20 points (tetrahedron, octahedron, cube, icosahedron (see Fig. V.7) and dodecahedron 
respectively) are the only perfectly regular arrangements. An other highly symmetric arrangement is 
the much talked about Buckyball with 60 particles. 

Fig V.7: The icosahedral platonic solid. 

The formation of these very regular arrangements is an example of the formation of a form in 
equilibrium, which results in one of the 'normal' objects of Euclidean geometry. 

The discrete sizes, found in the experiments with fragmented biovesicles, might be explained by the 
(symmetric) low energy arrangements on a spherical surface. To test this hypothesis we have 
designed a simulation that gives lowest energy arrangements of particles on the spherical surface 
[47, ^9]. This problem of crystallisation of particles can, like many problems originating from 
physics, chemistry and mathematics, be formulated as an optimisation problem. A vast majority of 
these problems involve the determination of the absolute minimum of a underlying 
multidimensional function. Usually optimisation of these complex systems is far from trivial since 
the solution must be attained from a very large irregular candidate space, containing many local 
extrema. As a consequence the computational effort required for an exact solution grows more 
rapidly than a polynomial function of the problem size, the problem is said to be NP (non-
polynomial time) complete. Because it is impossible to examine all solution candidates, even in 
principle, approximation methods are required. A well established computational scheme is the 
Simulated Annealing (SA) method. In physical annealing a material is heated to a high temperature 
and then allowed to cool slowly. At high temperature the molecules move freely with respect to one 
another. If the liquid is cooled slowly, thermal mobility is lost. The molecules search for the lowest 
energy consistent with the physical constraints. The potential energy between the molecules is 
descnbed by the Lennard-Jones potential. The formula for the Lennard-Jones potential is : 

with r the distance between two particles, a a measure of the width of the potential and e the well 
depth 

In terms of the crystallisation problem at hand the procedure works as follows. First N particles are 
randomly placed on a spherical surface. The annealing begins by creating a Markov chain, of given 
length, at a certain temperature. The Markov chain grows by randomly displacing particles and 
calculating the corresponding change in energy of the system and deciding on acceptance of the 
displacement. The moves are accepted with probability P(AE,T) at temperature T according to the 
following scheme : 

P(AE,T) = exp(-AE/T) ifAE>0 
P(AE,T) = 1 ifAE<0 
with AE = E n e w - E o l d 

Unaccepted moves are undone. This Metropolis choice of P(AE,T) guarantees that the system 
evolves into the equilibrium distribution [24]. 
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The Lennard-Jones potential has a minimum at distance r = 2 a, this distance is energetically 
favoured for neighbouring particles. This means that the radius of the sphere is dependent on the 
number of particles. Therefore during the annealing the radius is also optimised, this is done by 
calculating the energy of the system at a randomly generated new radius and subtracting the current 
energy. Acceptance is also decided according to the probability scheme given above. 
After a chain has ended the temperature is lowered by multiplying the temperature with the cool-
rate, which is a number slightly less than 1 (typically 0.9) after which a new chain is started. This 
process continues until a stop criterion is met. The stop criterion in our implementation is met when 
the standard deviation in the final energies of the last ten chains falls below a certain value 
(typically 1(T*). 
In theory SA guarantees the finding of the global minimum. In practice the Markov chains can not 
be of infinite length, and therefore it is not guaranteed that the global optimum is found. The 
Markov chains should however be of sufficient length to be reasonably sure that within a few trials 
the optimum is found. The length of the Markov chains that are chosen in practice are a function of 
the number of particles on the sphere. The length increases so fast as a number of particles that 
calculation of thousands of particles is not yet possible. Therefore we have also looked at vectorised 
and parallel implementations, these are discussed elsewhere [31,32]. 
One of the first things that one looks for is if the simulation reproduces theoretical predictions. For 
example it can be checked if the platonic solids are also found in the experiments. It turns out that 
the triangular platonic solids, N=4, 6 and 12, are indeed optimal solutions while the non triangular 
solids. N=8 and 20, are both not optimal. An other example is N=32, there we find an arrangement 
that can be described as a dodecahedron and an icosahedron merged together, while its dual with 
N=60, the Buckyball, is no optimal solution. The above described results are also found if the 
Coulomb potential instead of the L.J. potential is used. 

This simulation procedure allows for a more closer look at the influence of the anneal temperature 
on the configuration. As explained before in simulated annealing we start with a system at a high 
temperature, such that most of the phase space can be sampled. In Fig. V.8a we see a sample 
arrangement in which the particles are not completely ordered, this is more clear if we look at the 
radial distribution function in Fig. V.8b. The radial distribution function is taken as an average over 
a number of arrangements at that temperature. This function shows what the probability is of 
finding a particle at a certain distance from a reference particle. If we have a 2D system of infinite 
size we would expect no correlation between particles with an infinite distance, therefore the radial 
distribution function has a value of 1 at large distances which means that we just expect to find the 
average density without any structure such as with short distances. 

<- Fig V.8a 
temperature. 

Sample arrangement for N=32 at a high 

Distance 
Fig. V.8b : Radial distribution function for N=32 at a high 

temperature. 

If the temperature is lowered and approaches zero, 
the particles will search for the lowest energy 

state(s). The SA approach makes sure that the system is able to get out of local minima and in 
principle guarantees finding of the lowest energy state(s). At very low temperatures the system is 
highly ordered, see Fig. V.9a for the arrangement and Fig. V.9b for the radial distribution function. 
In the arrangement it is clear that all particles have a set of 5 or 6 particles around it. From the radial 
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distribution function it can be seen that the distances between the particles are discrete, a sign of 
crystallisation. 

<- Fig. V.9a 
temperature. 

Sample arrangement for N=32 at low 

0.5 1 1.5 2 2.5 3 
Distance 

Fig. V.9b : Radial distribution function for N=32 at a very low 
temperature. 

After a number of runs with different numbers of 
particles (and some extreme amount of computing 
time) we can study the potential energy of the 

system versus the number of particles. In [47] it was shown that at some specific N there are 
configurations of lower potential energy than configurations with neighbouring values of N. This 
might be indicative for some sort of global discretisation of this type of spherical systems. 
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V.3 Growth in non-equilibrium 

V.3.1 Diffusion limited aggregation using cellular automata 

Many growth processes in nature are not in equilibrium. An extreme example is an 
aggregation process of particles where as soon as a particle is added to the growth form, it stops 
trying other sites an no further rearrangement takes place. The local probabilities that the object 
grows are not everywhere equal on the aggregate and an instable situation emerges. The growth 
process in non-equilibrium is relatively fast and often irregular objects, characterised by a fractal 
dimension, are formed [50, 45, 51]. 
An example of a growth process, in non-equilibrium from physics, is viscous fingering. The 
phenomenon can be demonstrated in a experiment where air displaces a high-viscosity fluid 
between two glass plates. In Fig. V.10 a diagram is shown of an experiment where air is injected 
between two glass plates at y=0 and displaces a high viscosity fluid, which is only removed at the 
top of the plates (both sides are closed). The pressure P will be the highest at y=0 and the lowest at 
y=L, where L represents the length of the glass plates. In the fluid the pressure is given by the 
Laplace equation [46]: 

- V 2 P = 0 (V.6) 

In the air the pressure is everywhere equal, since its viscosity can be ignored. The pressure in the air 
equals to the input pressure P(y=0) and the consequence is that the largest pressure gradients occur 
at the tips of the fingers in Fig. V.10, while the lowest gradients occur below the tips. The 
probability that the fingers continue to grow will be the highest at the tips and in a next growth 
stage the pressure gradients in the tips are still more amplified, resulting in an instable situation. In 
Fig. \ . 11 an example of the resulting growth pattern is shown, it is an irregular shaped object, 
known in the literature as viscous fingering. 

P = P , . 

Pi(y = °> 

,-N/l 

^1 

^ v 
(U 

fluid with hign viscosity 

Fig. V.10 (left): Diagram of a viscous fingering experiment 
Fig. V.l 1 (right): Example of a viscous fingering growth pattern. 

Another example of growth in non-equilibrium is growth of a bacteria colony (for example Bacillus 
subtilus) on a petri-dish [52]. The colony consumes nutrients from its immediate environment and 
the distribution of nutrients is determined by diffusion. When it is assumed that the concentration c 
is zero at the colony and that the diffusion process is fast compared to the growth process, the 
concentration field will attain a steady state in which the diffusion equation 

^ = D V 2c 
j * diffusion 

(V.7) 
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equals zero. In this equation Ddlffmwn is the diffusion coefficient. The nutrient source may be, for 
example, a circle around the colony or a linear source where the concentration is maximal. The 
local nutrient concentration at sites between the colony and the source can be described with the 
Laplace equation: 

V2C =:: 0 (V.8) 

The growth process of a bacteria colony, viscous fingering, and various other growth patterns from 
physic s as for example electric discharge patterns and growth forms of electro deposits, can be 
simulated with one model: the Diffusion Limited Aggregation model [50]. At the heart of all these 
growtn patterns there is one Partial Differential Equation, the Laplace equation, which describes the 
distribution of the concentration (Eq. V.8), pressure (Eq. V.6), electric potential etc. in the 
environment of the growth pattern. The DLA-model is a probabilistic cellular automaton which 
resides on a square two-dimensional or three dimensional lattice. The growth pattern can be 
constructed using the following Monte Carlo approach. The first step in the construction is to 
occupy a lattice site with a seed. After that, particles are released from a circle (using the seed as a 
centre) or from line at a large distance from the seed. The particle starts a random walk, the walk 
stops when the particles leaves the circle or reaches a perimeter site of the seed and sticks. Then 
more random walkers are released from the source and are allowed to walk until the distance with 
respect to the cluster with occupied sites becomes too large or it reaches a perimeter site, 
neighbouring to one of the previous particles, and it sticks. In Fig. V.12 the first stages are shown of 
the formation of the growth pattern. When this procedure is repeated many times an irregular 
growth pattern as shown in Fig. V.13 is generated. The cluster depicted in Fig. V.13 was generated 
on a 1000 x 1000 lattice, using a linear source at the top and a seed positioned at the bottom of the 
lattice. The fractal dimension Dbox of this growth form can be determined by applying the box-
counting method (Eq. V.3). In this case the Dbox is about 1.7. The underlying Laplace equation in 
this Monte Carlo approach is solved by mimicking a diffusion process using random moving 
particles. 

Fig. V.12 (left): First steps in the construction of the DLA-ciuster. Sites which are part of the cluster are visualised as 
blacK circles, sites which are possible candidates to be added to the cluster in next iteration steps are indicated with 

open circles. 
Fig. V.13 (right): DLA-cluster generated on a 1000 x 1000 lattice using a linear source of nutrient, located at the top 

row of the lattice 

To obtain more insight in the 'nutrient' distribution around the DLA-cluster the underlying Laplace 
equation can be solved numerically and a DLA cluster can, alternatively, be constructed using the 
nutrient distribution over the lattice. The cluster is initialised with a seed and the following 
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boundary conditions are applied: c=0 on the cluster itself and c=l at the nutrient source, which may 
be circular, linear etc. The cluster is constructed using the following rules in the probabilistic 
cellular automaton: 

• 1: solve the Laplace equation (Eq. V.8), using the boundary conditions c=0 on the cluster 
and c=l at the nutrient source. 

• 2: new sites are added to the cluster are added to the cluster with probability p (Eq. V.9 ). 
• 3: goto 1 

The probability p that a perimeter site (the sites indicated with an open circle in Fig. V.12) with 
index k will be added to the DLA-cluster (black circles in Fig. V.12) is determined by 

(c Y p(k e (open_circle) ->ke (black_circle)) = —*- (V.9) 
jeopen_circle 

The exponent r\ applied in (V.9) describes the relation between the local field and the probability. 
This exponent usually ranges in experiments from 0.0 to 2.0. The sum in the denominator 
represents the sum of all local concentrations of the possible growth candidates (the open circles in 
Fig. V.12). 

The Laplace equation can be solved, using the boundary conditions mentioned above, by finite 
differencing and the successive over-relaxation method: 

In this method the new local nutrient concentration in the lattice c"jl, at a site with lattice co
ordinates ij , is determined in an iterative procedure which converges as soon as the difference 
between the new and old local nutrient concentration (c"j"' -c" ; ) is below a certain tolerance level. 
The a. in Eq. V. 10 is the over-relaxation parameter, which in general lies within the range 1 < co< 2. 
With this alternative construction of the DLA-cluster it becomes possible to visualise the basins of 
equal nutrient ranges around the growth pattern in Fig. V.13. The nutrient concentration decreases 
when the black or white basin is situated close to the object. The concentration in the white basin 
that surrounds the growth pattern is almost zero. In the example of Fig. V.13 a linear source of 
nutrient is used, positioned at the top row of the lattice and the exponent 77 in Eq. V.9 is set to unity. 
From Fig. V.13 it can be observed that the probability that new sites will be added to the cluster 
will be the highest at the tips of the cluster, where the steepest nutrient gradients occur, and the 
lowest in the bays between the branches. In successive growth steps the nutrient gradients at the tips 
will even become steeper and a comparable instable situation is encountered as in the viscous 
fingering example (Figs. V.10 and V.ll). 

The effect of changing the exponent 77 in Eq. V.9 is that the overall shape of the cluster changes. 
For the value 77=0 the shape changes in a compact cluster and it can be demonstrated that the DLA-
model for this special case transforms into the Eden model. This model is one of the earliest 
probabilistic cellular automata to simulate growth. In the Eden model each possible growth 
candidate in Fig. V.12 has the same probability to become occupied. For the value 77=1 the 
'normal' DLA-cluster is obtained, while for higher values more dendritic shapes are generated [53]. 
With the parameter 77 the effect of nutrient gradients on the growth process can be controlled, where 
the Eden model is an extreme example in which gradients have no effect on the local probability 
that a new site will be added to the growth form. The objects which can be generated by varying 77 
in the range 0.0-2.0, can be compared to each other using Dbox from Eq. V.3. The value of Dbox in 
experiments where 77 is set to the values 0.0, 0.5, 1.0, and 2.0; becomes respectively 2.0, 1.8, 1.7, 
and 1.5. This decrease in Dbox in this range indicates a decrease in irregularity or space-filling 
properties of the perimeters of the objects. 

The DLA-model is useful as a simulation model for a wide range of growth patterns from nature. 
The fractal dimension Dbox - 1.7 of the DLA-cluster with 77=1 seems to correspond quite well with 
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the Dh>x of several real growth patterns. It should be noted that Dbox is only one aspect of the 
morphology, it is possible to generate objects with a very different overall morphology with equal 
fractal dimensions. A very interesting property of the DLA-model is that it includes a model of the 
physical environment on the growth process. Several phenomena that can be observed in 
experiments with the bacteria Bacillus subtilus can be predicted with this model. It can for example 
be predicted that the shape of the nutrient source (linear, circular etc.) has no influence on the 
degree of irregularity, as expressed in the value of Dhox, of the colony. 

V.3.2 Diffusion limited growth in continuous space 

Diffusion limited growth of aggregates which consist of loose particles can be simulated 
with the Diffusion Limited Aggregation model. In the DLA model the aggregate is represented in a 
discrete space by a 2D or 3D lattice. This model is for example very well applicable in simulation 
models of bacteria colonies, where the individual bacteria can be considered as unconnected 
particles. In many diffusion limited growth processes structures are formed that can not easily be 
described as an aggregate of unconnected particles. Examples are radiate accretive growth in 
sponges and stony-corals [54, 55], growth of ammonium chloride crystals in a aqueous solution 
[56]. In these cases growth of the object occurs by the addition of new layers on top of previous 
growth stages, while the previous stages remain unchanged during the growth process. In this type 
of growth process a layered structure is formed that consists of connected elements, the most 
natural way of representing this structure is in continuous space. The tip-splitting phenomenon 
which can be observed in these objects can be modelled by using the local radius of curvature in 
combination with the local nutrient gradient for determining the growth velocities. In crystal growth 
the radius of curvature can be related to the surface tension [57]. In biological objects the local 
radius of curvature can be related to the amount of contact with the environment. When the local 
radius of curvature becomes too high the amount of contact decreases and locally a shortage in 
suppl} of nutrients may occur in the tissue, leading to a decrease in growth velocity. 

In this section a 2D and a 3D model is presented in which growth is diffusion limited and where 
layered structures are formed in an iterative geometric construction and in which the layered objects 
are represented in continuous space. A more detailed description of the iterative geometric 
constructions for simulating radiate accretive growth can be found elsewhere [54, 55], in this 
section only a short outline is given of the 2D and 3D constructions. 
In the 2D iterative geometric construction the layered object is represented by tangential edges that 
are situated on the growth lines of the object and by longitudinal edges which connect the 
successive layers. The basic construction is shown in Fig. V.14. The tangential elements are equal-
sized with length s and the length of the longitudinal elements / is determined by the growth 
function: 

U s k(c) h(rad_curu) (V.ii) 

Both components in the growth function k(c) and h(rad_curv) will be discussed below. The 2D 
construction starts with a number of tangential elements arranged in hemi-circle and in each 
iteration a new layer j+l of tangential and longitudinal elements is constructed on top of the 
preceding layer j . In the construction new longitudinal elements are set perpendicular with respect 
to a previous tangential element. The neighbouring tangential elements are arranged on a 
continuous curve. New tangential elements are inserted and deleted when the distance between 
adjacent tangential elements becomes too large or too small. The length / of a new longitudinal 
element depends on the h{rad_curv) component in Eq. V.l 1. In this function a normalised version of 
the local radius of curvature rad_cun- is returned: 

h(rad_curu = i.o - (rad_curu - min_curu) / (max_curu - min_curu) for (V.i2) 
min_ curu < rad_curu < min_curu 
h(rad_curu) = l.o for rad_curu < min_curu 
h(rad_curu) = 0.0 for h(rad_curu) = o.o 

The local radius of curvature rad_cur\- is estimated from points situated on neighbouring tangential 
elements. As soon as a certain maximum allowed value of the radius of curvature max_curv is 
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exceeded, the growth function in Eq. V. 11 returns values below s and locally the distance between 
successive layers j andy'+l decreases. 

insertion of a new tangential element 

longitudinal 
element 

tangential element 
layer j + 1 

tangential element 
^ layer j 

Fig. V. 14 The 2D construction of a new layer 7+1 of tangential and longitudinal elements on top of the preceding layer ) 

In the 3D iterative geometric construction the layered object consists of layers of triangles. The 
tangential elements are represented by the edges of the triangles. In the basic construction (see Fig. 
15) a new layer 7+1 of triangles and longitudinal elements is constructed on top of the preceding 
layer j . The longitudinal elements connect a vertex from layer j with the corresponding vertex in 
layer j+l. The direction of a new longitudinal element (K;-, v; J + 1 ) is determined by the mean value 
of the normal vectors of the triangles that surround the vertex Vtij: the consequence is that the .new 
longitudinal element is set perpendicular with respect to the tangential elements in layer j . The 
length / of the longitudinal element is determined by the growth function : 

I = s k(c) h2(loii>_norm_curu,au_norm_curu) (V.13) 

In the fi2 component a series of estimations are made of the local radius of curvature in vertex VLj in 
several tangential directions. The estimations are normalised using Eq. V.12. The product of the 
mean value of the normalised radius of curvature av_norm_curv and the lowest value of the radius of 
curvature low_norm_curv determines the final value of lu in Eq. V.13. The 3D construction starts 
with a number of tangential elements situated on a sphere and analogous to the 2D model insertion 
and deletion rules are applied when the distances between adjacent vertices becomes too large or 
too small. 

subdivision of a triangle 

:— layer) + 1 

^ — longitudinal element 

_ layer) 
tangential element 

Fig. V. 15 The 3D construction of a new layer j+ i of tangential and longitudinal elements on top of the preceding layer) 

The nutrient distribution model is obtained by mapping the 2D and 3D geometric model onto 
respectively a lattice of 1000 x 1000 and 100 x 100 sites. In the nutrient distribution model the 
following assumptions are used: the object consumes nutrient, resulting in a nutrient concentration 
zero on the object itself and there is a linear source of nutrient by setting the top lattice row of the 
2D model and the top plane of the 3D model to the concentration c = 1.0. In both lattices the 
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bouncary condition c = 0.0 is used for the bottom of the lattice. After each step the lattices are used 
to obtain a solution of the Laplace equation Eq. 8 by finite differencing and successive over 
relaxation Eq. V.10. In the 2D and 3D model a normal vector, of constant length, is constructed on 
the surface that 'probes' the nutrient distribution and the local nutrient gradient k(c) along this 
vector is estimated. The function k(c) is used in both growth functions (Eqs. V.l l and V.13) to 
determine the growth velocities over the surfaces of the objects. The exponent 77 in Eq. V. 14 
describes the relation between the local field and the nutrient concentration c and is set to value 1.0. 

An example of an object generated in the 2D construction within 180 iteration steps is shown in 
Fig. Y.16. In this figure the successive growth lines can be seen. The nutrient distribution around 
the object is visualised by displaying the basins with equal nutrient concentration ranges in 
alternating black and white. The basins situated closer to the object have a lower c range than the 
basins towards the top of the lattice. 

Fig. V 16 Example of an object generated with the 2D construction using the growth function in Eq. V.l 1 and the basic 
construction shown in Fig. V.I4. 
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In Fig. V.17 four successive construction stages, generated with the 3D construction, are shown. 

10 iteration steps 20 iteration steps 30 iteration steps 40 iteration steps 

Fig. \ .17 Four successive construction stages (10, 20, 20, and 40 iteration steps) generated with the 3D construction 
using the growth function in Eq. V.13 and the basic construction from Fig. V.15. 

In the last chapter I will discuss macrocopic growth processes that can be observed for instance in 
population dynamics. 
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'The answer to the Ultimate Question of 
Life, the Universe, and Everything is ... 
Forty-two, 
... but what was the question?' 

Douglas Adams 

VI: Modelling macroscopic growth processes (population dynamics) 

One of the open questions in modelling and simulation theory is to what extend 
macroscopical relations can be inferred from systems modelled by microscopic entities. It is not the 
purpose of this paper to address that, undoubtedly very interesting, question. Some remarks 
however can be made at this point. We have seen in the chapter on MC simulation and Ising spin 
systems that by simply modelling a two dimensional world of dynamically flipping spins we can 
study macroscopic systems such as magnetisation and processes in simple liquids. In later chapters 
we briefly studied particle models with which we can estimate global thermodynamical properties 
such as the formation and stable configurations of vesicles, or morphological structures arising from 
simple non-equilibrium rules applied to small aggregating entities. We note two things: First, it 
seems that fairly simple microscopical (i.e. particle) systems with simple interaction rules allow for 
the modelling of macroscopic characteristics and secondly, that the behavioural complexity of a 
system is often much larger than its structural complexity. The latter is easily seen in systems 
modelled by simple (linear) differential equations (DE's), where the solutions often are relatively 
complex. The DE's describe the structure of the system, whereas the solutions describe its (state) 
behaviour. 
Conventionally we identify two paradigms in the modelling of natural systems. One is from the 
inside out, where we start with fine grain structures, apply some rules and study the large scale 
behaviour (as in the examples above). This is the most well known paradigm. The other is from the 
outside in, where we start with the modelling the coarse grain behaviour and simulate the system to 
get an idea about its finer structures. This is for instance done in behavioural, economical and 
'classical' biological and morphological studies. Due to the enormous increase in computational 
power over the last years, we might expect that these two paradigms will merge in the near future. 
Fine grain systems can be simulated to the extreme of coarse grain behaviour, and coarse grain 
models can be simulated down to extreme small time and length scales. 
Examples of intermediate models are for example, interacting DLA models, diffusion through 
porous structures, and lattice gas models filling the gab between molecular dynamics and 
continuous models. 
In this paragraph we will briefly investigate an 'outside in' example. We start with some basic 
assumptions on simple ecosystem models and simulate the dynamics over time. This approach to 
modelling is prone to model errors since it is difficult to analyse its constituting parts separately, as 
is possible with the 'inside out' approach. 

The behaviour of the systems we will be studying can either be: 

-Continuous steady-state, for t -> =» every variable in the system assumes a constant value. 
(Compare with Class I Cellular Automaton, chapter III) 

-Periodic steady-state, some variables remain oscillating. 
(Compare with Class II Cellular Automaton) 

-No steady-state, transients grow without bounds, the system is unstable. 

-Chaotic state, transients do not die out but stay bounded. 
(Compare with Class III Cellular Automaton) 
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VI. 1 Predator-Prey models 

In this section we look into a classical example of population dynamics modelling as a 
representative of continuous models. We explore growth and decay processes in simple two species 
models and look into modelling of crowding, grouping and coorporation effects [14]. 

Assume we have a population of predators x p r e ( j that foray on a population of preys x p r e y. When a 
predator eats a prey the predator population gets an increment in calories whereas the prey 
populations is reduced in calories. Furthermore we assume that the predator population dies out 
when left without prey, while the prey population feeds on an abundant available species (compare 
to hear bath in thermo dynamics). 

The s} stem of differential equations describing this model is the so-called Lotka-Volterra system: 
K pred : : = _ a X p r e d + k b K pred X prey 

Hprey : - C-**preg ~ ^ K p r e d K p r e y 
With excess death rate of the predator population a > 0, the excess birth rate of the prey population 
c> 0, the grazing factor 
b > 0 iind the efficiency factor 0 < k < 1. The latter describes the efficiency of migrating calories by 
grazing from the prey to the predator population. Understanding the behavioural complexity of this 
simple model prompts us to look into its transient and steady state behaviour. 

We explore the behaviour of the system by looking into the vicinity of the steady state points (SS). 
These can be derived by putting all derivatives to zero, resulting in SS= {{0,0} and {3,2}}. Then 
we can either do some metamodelling by linearising the model, or go directly into more detailed 
analyses. The next Mathematica™ code supports this more detailed analyses for two different 
initial conditions (a = 3, b = 1.5, c = 4.5, k = 1). 

Popj)yn[x0_,y0_] = NDSolve[{xpred'[t] == -3 Xp red[t] + 1.5 x p r ed[t] x p r e y [ t ] , 
Xprey'W == 4.5 X p r e y [t] - 1.5 Xpred[t] X p r e y[t], 
Xpred[0]== x0, xprey[0]==y0},{xpred, x p r e y},{t, 0, 2} 

Note that simulation of the Lotka-Volterra model results in periodic steady state values rather than a 
continuous state value. Furthermore we see that for different initial conditions we obtain different 
trajectories. Note particularly the behaviour around the Steady State points (0,0) and (3,2) where the 
system seems to be quenched to a very small region in phase space. 

ParametricPlot for [Pop_Dyn[1.0, 1.0] ParametricPlot for [Pop_Dyn[3.01, 2.01] 

This analyses indicates the so characteristic periodic behaviour of such systems. Next we make the 
model slightly more advanced by introducing competition and coorporation. When several species 
compete for the same food source we have a population density dependent competition. This is 
modelled by a cross product of the competing populations preceded by a negative sign: 
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H pred a.K pred ' ' •"pred "prey 

» prey C K p r e g " K p r e d X p r e y 

As a consequence the growth of both populations is exponentially but bounded by the competition. 
An opposite situation arises in case of symbioses among species, each species needs the other. This 
is expressed by including coorporation in the Lotka-Volterra model: 

K pred " - a } { p r e d + ^ K p r e d K p r e y 

"prey = = — ' ' • " p r e y + ^ " p r e d " p r e y 5 

where both populations tend to decay, but through coorporation we allow for a stable equilibrium to 
be reached. 

Finally we can mimic grouping, as an inverse mechanism to crowding. This mimics for instance the 
positive effects of travelling in herds. A simple model would be: X = -a.K + b.H 2 

It is convenient to combine these effects into one population dynamics representation of n-species: 

Kj = a ; + 2^bjjHj Kr, Vj e [l.n], hence all model parameters are expressed in 'a' (birth and death 
V J=i J 

rate) and by (grouping, crowding for i=j and competition, coorporation for i^j). 

Before we move into models exhibiting more complex behaviour, we first look at a typical 
simulation of the discussed predator_prey model processed with the system dynamics modelling 
tool STELLA™ [4]. 
STELLA™ primarily consists of a object oriented graphical modelling tool that allows for very 
intuitive modelling of problems from system dynamics. It forces the modeller to think in concepts 
of flows, stocks and converters. After the modelling phase STELLA™ simulates the model with 
(relatively simple) integrators that progress the model through time. Nice, instructive animation's 
allow for monitoring the simulation. 
As an instructive example the next figure shows a schematic predator-prey model designed in 
STELLA™, is highly self-explanatory. 

hare births 
Hares 

hare deaths 
Flow Q 

hare natality 

Time Evolution 

Phase Space 

lynx mortality lynx natality 
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Reading this structure diagram from top to bottom, we start by modelling the influx of hares 
stimulated by the 'hare births', whereas the outflux is determined by the 'hare deaths'. The arrows 
indicate relationships such as the dependence of the 'area', 'hare kills per lynx' and the iynx 
mortality' on the 'hare density'. Note the feedback loop indicated by the arrow from the Hares stock 
back into the 'hare births' flow. 
The evolution of the system is driven by a simple rule: H a r e s ( t ) = Ha re s ( t - d t ) + 
( h a r e _ b i r t h s - h a r e _ d e a t h s ) * d t . With 'INFLOWS': h a r e _ b i r t h s = 
H a r e s * h a r e _ n a t a l i t y . Where a compounding process is used to depict hare births. The births 
flow is defined as the product of Hares and their natality. This process works just like 
compounding interest in a savings account. 
'OUTFLOWS': h a r e _ d e a t h s = L y n x * h a r e _ k i l l s _ p e r _ i y n x . Where lynx are the 
resource underwriting the consumption of hares and each lynx has a productivity, given by hare 
kills per lynx. 
An identical description -for the lynx- can be applied to the bottom part of the diagram. 
Simulation with this model of a period of 72 hours simulation time, results in the following 
trajectory: 

1 : Hares 2: Lynx 

1: 787435.18 
2: 3410.12 

1: 393965.69 
2: 1925.05 

0.00 18.00 36.00 
Hours 

54.00 72.00 

This trajectory clearly shows the instable oscilation that eventually will result in an exponential 
unbounded growth pattern. 
The behaviour of the two competing species in phase-space is shown in the next figure. Note the 
tendency to instability. 

1 : Hares v. Lynx 

3410.12 

1925.05 

439.97 
496.19 

I I 
787435.18 
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Next we'll look into a slightly more complicated system. Although it can easily be modelled with 
Stella™, we will use the primitives of Mathematica™ once again to get a feeling of the rich 
behavioural characteristics of the relatively simple structural equations describing the system. 

VI.2 Chaotic Behaviour in simple systems 

In this section we take the model one step further, to investigate the chaotic state where transients 
do noi die out but still stay bounded. We start by investigating the Gilpin Model [58, 14]. 
Gilpin s equations model one predator 'z' foraying on two different preys 'x' and 'y'. The preys 
suffer from crowding and competition. The differential system describing the model is given below: 

K = K - 0.001K2 - O.OOlKy - 0.01XZ 

y = y-o.ooi5xy-o.ooiy2-o.ooiyz 
Z = - 2 + 0.005KZ + 0.005yz 

Expressed in Mathematica™. for start population sizes of 16, we have for 1100 time steps: 

Gilpir = NDSolve[{ 
x'[t] == x[t] - 0.001 x[t]A2 - 0.001 x[t] y[t] - 0.01 x[t] z[t], 
y'[t] == V[t] - 0.001 y[t]A2 - 0.0015 x[t] y[t] - 0.001 y[t] z[t], 
z'[t] = - z[t] + 0.005 x[t] z[t] + 0.0005 y[t] z[t], 
x[0]==y[0]=z[0]==16 
} 
, {x[t],v[t],z[t]}.{t.0.1100},MaxSteps->3000 

] 

The next figures depict the changes of population x, y, z versus time of a simulation run of this 
mode: over 1100 time steps. 

400 

300 

200 

100 ; 

600 

400 

200 

800 1000 200 400 600 800 1000 

The result of executing 'Gilpin' over 1100 time steps. From Left to right for x[t]. y[t], z[t] versus 't' respectively. 
(Mathematica™ instruction: Plot[Evaluate[n[t] /. Gilpin],{t,0,l 100}], for n is x,y,z respectively) 

From these figures we observe that a strong periodicity occurs for each population, but that after 
each oscillation the system is in a slightly different state. As mentioned before, this is typical for 
chaotic behaviour. 
The 2-parameter phase portraits indicate regions to which the system most of the time is bounded. 
Ever) now a short visit to different parts of the phase space takes place. We observe a strange 
attractor for small x, large y and small z. A spontaneous growth of z directly leads to much smaller 
y and smaller x. This is consistent with the choice of the parameters in the Gilpin model. 

600 

400 

Phase portraits of respectively x versus y; x versus z and y versus z. 
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Finally, a closer look into the phase space of the complete system (containing all 3 populations) 
reveals the combined effects more clearly: 

Complete phase space of the execution of 'Gilpin' over 5000 time steps. 

Inspecting this phase portray we observe that most of the time there seems to be an abundant 
number of population 'y'. Every now and then however the predator 'z' seems to explode thus 
reducing 'y' dramatically and allowing for 'x' to grow fast due to a lack in competition from 'y'. As 
a consequence the amount of food for 'z', in terms of 'y' is diminished and 'z' will reduce in size. 
Then the population of 'y' recovers to the dominant species again. It is important to note that 
although the system moves in cycles, each period is slightly different from the previous one. Here 
we observe the typical chaotic behaviour where transients do not die out or explode but remain 
stable and bounded. 
Care should be taking when we perform such numerical intensive simulations since we could be 
observing a numerical artefact where the observed behaviour comes from the integration technique 
rather than from the implicit characteristics of the system. There are many detailed studies 
necessary to gain some confidence in the reliability (and numerical stability) of the underlying 
simulation engine. This is one of the reasons why I hesitated to show this example in Stella™, since 
the numerical simulation possibilities in that system are limited. 
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Final Remarks and Acknowledgements 

With this text I tried to share some of the enthusiasm doing research and education in this 
field. Unfortunately I could only briefly touch upon some of the major topics, and -undoubtedly-
missed other relevant and inspiring idea's and work. Especially the possibilities in the use of 
particle models or, more general, complex system models, in relation to the mapping to massive 
parallel systems is one of the challenges of the near future. In the end we might even be breaking 
the intractability for some of the problems that can be expressed is these models [15, 59]. Clearly a 
fast amount of research has to be initiated and conducted to open up this field. Recent results on the 
use of hierarchical particle methods in physics however are very promising [[8], [9]]. The mere fact 
that universities are tuning there education and research programs to allow for more training and 
exploration in the fields joining physics (or more general: natural sciences) with computer science 
is a hopeful sign on the wall (e.g. the Physics Computing of Complex Systems programme at 
Caltech, and numerous other comparable initiatives throughout the world). 

I sincerely wish to thank Benno Overeinder, Jeroen Voogd and Jaap Kaandorp for their suggestions 
and contributions to this document and their assistance given to the accompanying hands-on 
documents and exercises. 
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Aspects of Simulation in Statistical Physics 
Jânos Kertész 

Institute of Physics, Technical University of Budapest 
Budafoki ut 8, H-l 111 Hungary 

Abstract 
After a summary of basic notions of statistical physics and a few words about random 
number generators the main simulation techniques are briefly reviewed including the Monte 
Carlo method, molecular dynamics and cellular automata. Special attention is paid to 
physics motivated algorithmic advances. 

1 Introduction and basic notions of statistical physics[l] 
During the last 25 years or so computer simulation has become a basic tool for statistical physics. 
Several important discoveries are due to this rather new technique including the hydrodynamic 
decay of correlations and many results in the theory of disordered systems or fractal growth. By 
now computer simulations are indispensable for both equilibrium and non-equilibrium statistical 
physics. 

A macroscopic system consists of a huge number of constituents (e.g. particles in a liquid or 
spins in a magnetic model). A Hamiltonian H describes the interaction between them. Simple 
examples are: 

Hliqw=Ytf-+ Y. Wln-nl) (!) 
.Y 

Wising - -J ^2 S*SJ ~ & 12 S l ( 2 ) 
<«'J> J = 1 

Eq. ( 1 ) presents the energy of .V particles interacting via the isotropic pair potential U depending 
on the distance between the particles at positions rt and rj. The kinetic energy is a simple sum 
over the individual contributions p^/2m. This Hamiltonian is appropriate to describe the 
behavior of liquids or phase changes from liquid to solid, glass transition etc. 

Eq. (2) is the Hamiltonian of the Ising model, a fundamental magnetic model system of 
statistical physics. Here J is the coupling constant and B is an external field. The 'spin' 5 is 
a classical variable and it can take the values ±1 . The spins are positioned on the sites of a d-
dimensional lattice. An important feature of this model is that for d > 2 it describes the transition 
from a high temperature phase without spontaneous magnetization to a low temperature phase 
where the expectation value of magnetization M = Yl Si/N is nonzero even in the absence of 
an external field. 

In order to specify a macroscopic system its interaction with the surrounding has to be given 
as well. Such a system can be totally isolated, it can be in a heat bath where energy exchange is 
allowed, the number of particles in the system may fluctuate etc. In the formalism of statistical 
physics these interactions with the surrounding are described by different ensembles. 

In equilibrium statistical physics the main purpose of the introduction of the ensembles is 
tc calculate the expectation values of the observables by ensemble averages instead of time 
averages: 

(-4) = limy f A(t')dt' = YlAiPi ( 3) 
*—<* i J o 
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where A(t) is the actual value of an observable at time t and A, is its value in the microscopic 
state i which has the probability P,. A well known example for the probability Pi is the case of 
the canonical ensemble where the system is in a heath bath of temperature T, i.e. its energy is 
allowed to fluctuate. Then 

P. = e X P ( - " ' / m (4a) 

wii.h the partition function 
Z = ^exp( -W ! - / / r r ) . (46) 

The sum goes into an integral for a continuum of microstates. The quantum mechanical 
analogues of these formulae are straightforward but we restrict ourselves here to classical 
statistics. The observable A can be e.g. the energy, magnetization or some correlation functions. 
The fluctuations of a quantity often bear direct physical meaning like 

S2M = (M2) - (M) 2 = kTX (5) 

where x is the magnetic susceptibility. 

2 Some problems with random numbers [2] 
The numerical computation of expectation values over a probability distribution like (4) requires 
random numbers. In computer simulations the aim is often to use very large samples and carry 
out many independent simulations in order to approach the macroscopic samples as much as 
possible and to improve the quality of the averages. Therefore, very many random numbers ( 
> 101 3) are needed. For such ambitious simulations one should avoid using uncontrolled, built 
in random number generators (RNG-s). There are several requirements a RNG has to fulfill: 
- trie random numbers have to pass the standard tests and those tailored for the specific problem 
- the cycle of the RNG has to be long 
- the RNG should operate fast 

There are several ways to generate (pseudo) random numbers uniformly distributed on the 
interval (0,1). We do not want to go into the details of this sophisticated topics and just would 
like to call the attention to some problems. 

The most frequently used RNG-s are the so called multiplicative modulo generators. As in 
most RNG-s the calculation is carried out with integers which are later transformed into real 
numbers. The algorithm is very simple: 

IRND=IRND*MULT 

IF(IRND.LE.O) IRND=IRND+2147483647+1 

This RNG operates on a computer where the integer words are stored in 32-bit words and 
the overflow due to multiplication leads to a loss of the leftmost bits. The second line is needed 
to avoid negative numbers. This simple RNG is typical in the sense that it is a deterministic 
rule which generates a sequence of integers. If real numbers are needed, float(IRND) has to be 
divided by 2.147483647E9 which is the largest possible integer. An appropriate multiplicator is 
MULT=16807 (but not 65539 as it was thought some time ago). The first IRND is the so called 
seed and of course the same seed leads to the same sequence of numbers. All multiplicative 
generators suffer from the 'Marsaglia effect': It is not possible to reach all lattice points in a 
d-dimensional hypercubic lattice of size Ld if the coordinates are generated separately at random 
ard L and d are sufficiently large. 

Another popular RNG is the so called Tausworth or Kirkpatrick-Stoll RNG. Here one starts 
from 250 random integers and the next one is obtained by combining bit for bit the 250-th and 
the 103-rd integers by an XOR (exclusive or) operation. Due to its efficiency this algorithm has 
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become very popular especially for vector computers. However, recently disturbing short range 
correlations were discovered in it [3] which can be avoided by using only every third generated 
number - slowing down the RNG considerably. 

The simplest way to use parallel computers for simulation purposes is to run the same 
program with different seeds on every processor. Denoting the seed for the i-th processor by 
ISEED(I) the following scheme has often been used: ISEED(I)=ISEED(I-l)+ICONST where 
ICONST is a constant increment in the (integer) seed. This should be avoided because there 
occur strong correlations between the runs on the different processors [4]! 

General advises: Do not use built in generators, test the RNG according to your task, warm 
it ap (generate, say, 10000 numbers before doing the simulation) and mix different RNG-s. 

3 Monte Carlo simulation: Slowing down and speeding up 
[5,6,7] 

As mentioned in the Introduction one of our most important tasks is the calculation of averages 
of type (3). In principle one could generate configurations at random and the appropriate weights 
could be taken from statistical physics. However, due to the specific form of the Boltzmann 
distribution, the overwhelming part of the trials would not contribute to the sum since it would 
get a negligible weight. 

The trick to overcome this problem is that the states in phase space are not generated 
randomly but with their probability (i.e., Pi). This way the expectation value (3) will be a simple 
a\erage but now over the states generated with the appropriate weight (the corresponding sum 
is denoted by £')•' 

. . 4 ) = y \ 4 , J P ! % - ] T ' . 4 i (6) 

where n is the number of considered equilibrium configurations. Equation (6) represents the so 
called 'importance sampling' method. 

The required weights are generated in a Markov process. An (artificial) stochastic dynamics 
is defined in such a way that the probability of the configurations or states will correspond 
asymptotically to the required equilibrium distribution Pt (Metropolis algorithm). The Markov 
process is defined by the transition probabilities W{i —>• ?') between two configurations. The 
discrete rate equation governing the process is then: 

dtVi{t) = x;HV^n7V<n-X>'(*-» ? : ' )W) (7) 

wnere V{ denotes the (non-equilibrium) probability of a state i. An important requirement about 
the W(i —• i') transition probabilities is ergodicity. The elements of W must be chosen in a 
way that all states in the phase space should be available. For example, in a liquid with a pair 
potential a configuration i' from an i can be constructed by randomly moving a randomly chosen 
particle. 

The distribution in (7) becomes stationary if the two sums on the r.h.s. cancel each other. The 
stationary distribution will provide the required equilibrium probability if the detailed balance 
condition is fulfilled: 

Wil -+ i')Pi = W(i'-> i)Pl< (8) 

o: using the specific form of the canonical distribution: 

' ' ' - ' ' -AE/kT 

Wd'-i) P [ ) 

where AE = El> — El denotes the energy difference between states Ï and i. The theory of 
Markov processes yields the important result: 

\imVi[t) = Pi. (10) 
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This means practically that the MC experiment with a given Hamiltonian H for N particles 
(or spins) at temperature T and with fixed (e.g. periodic) boundary conditions consists of the 
following steps. Before starting the simulation one has to specify the elementary steps satisfying 
the ergodicity criterion and an initial configuration i with energy Er. The simulation consists of 
the following steps: 
i.) choose elementary step leading to a (hypothetical) new configuration %'; 
ii. calculate energy £V of the new configuration and the corresponding transition probability 

iii ) generate a random number r. If r < Wx^%> accept the new configuration (and denote the 
primed quantities unprimed). otherwise stick at the old one; 
iv. ) go to i.) 

This algorithm can also be used to solve optimization problems. Optimization problems can 
be translated into the language of physics by identifying the cost function with the energy. The 
m nimum cost corresponds then to the ground state. An optimization can be complex ("NP") 
if :here is a hierarchy of minima and the system can be got trapped in any of them, similarly to 
the glassy physical systems like spin glasses. The Metropolis algorithm is able to find a quite 
good solution if the system is heated up and cooled down again and again so that it can escape 
from the high laying local minima ('simulated annealing'). 

The artificial time introduced for the Markov process (7) can have physical meaning if the 
details of the microscopic dynamics are unimportant. For example, the long time behavior of a 
spin system is governed by the short range interaction and the temperature. Moreover, there is 
nc a priori dynamics for a classical spin system like (1). In this case the Monte Carlo dynamics 
can be considered as a simulation of the real one. 

The transition from the high temperature phase with no spontaneous magnetization to the 
lev temperature, ordered phase is accompanied by critical phenomena including the divergence 
of the characteristic length (typical size of magnetic fluctuations) and 'critical slowing down', 
thî divergence of the characteristic time needed to relax to equilibrium. The latter is a serious 
problem from the point of view of simulations because the CPU time tcpu needed to approach 
ecuilibrium for a ^-dimensional system of linear size L will increase as: 

tcpu <* Li+Z (11) 

wnere z is the so called dynamic critical exponent with (/-dependent values close to 2. 
Simulation at the critical point is crucial for both statistical physics and lattice gauge theory, 

therefore effective algorithms which weaken critical slowing down are of central importance. 
The physical origin of the large relaxation time is that it takes long until the large correlated parts 
are changed. It is a natural idea to flip groups of spins instead of single ones and accelerate this 
way the convergence toward equilibrium. An important question is what are the proper clusters 
oi droplets to take for this purpose. Although this question was solved in the early eighties 
following ideas of Coniglio and Klein, see [8], it took some years until finally Swendsen and 
Wang presented their remarkable cluster algorithm (for a review see [9]). 

The procedure in zero magnetic field for the Ising model is the following: Consider an initial 
spin configuration (e.g. all spins up). 
i) Bonds between parallel first neighbor spins are chosen to be 'blocked' with probability 
p = exp(—2J/kT) and 'open' with probability 1-p. 
ii i Identify the clusters. (A cluster is defined as a group of parallel spins all available from each 
oi her via first neighbor paths through open bonds.) 
ii.) Assign up direction (with probability V) or down direction with (probability 1 — V) to each 
o~ the clusters and turn the spins correspondingly. Forget the status of the bonds, 
h ) Go to i). 

The probability V depends on the external field; it is 1/2 for zero field. This algorithm 
satisfies the conditions of ergodicity and of detailed balance and it can be generalized to the 
whole family of models called 'q-state Potts models'. As it is intuitively clear, the exponent z 
of equation (11) becomes much smaller for this algorithm as compared to the single spin flip 
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dynamics. Its value for the two dimensional Ising model is probably zero because the relaxation 
time seems to grow only logarithmically with the system size [9] 

Finally we just mention a closely related algorithm introduced by Wolff which is based on 
the growth of a single cluster. Considerable activity has been devoted to the search for effective 
cluster algorithms for lattice gauge models and for spin-glass-like systems - with limited success 
so far. 

4 Calculating trajectories: Molecular Dynamics [6,11] 
The Monte Carlo method ignores the real microscopic dynamics. Another way to simulate a 
system of many interacting particles is to follow on the computer what nature 'does' in reality, 
namely to solve the equations of motion. For example, this means for a system described by (1) 
the numerical solution of the following set of equations: 

p, = _ V , - J ^ n | r t - - r j \ ) (12a) 

rt = p,/m (126). 
Since the potential U is supposed to be known explicitly, Newton's equations (12) represent 
a set of 6N first order ordinary differential equations. The main effort in this field is to find 
efficient algorithms and implementations in order to handle as many particles as possible. The 
present limits are at about one million particles. 

Several methods are known to solve ordinary differential equations. When choosing the 
appropriate one a compromise has to be found between criteria of speed, accuracy and stability 
where it should be noticed that the most time consuming part in the procedure is the calculation 
of the force. That means e.g. that Runge Kutta methods are not appropriate because they turn 
out to be too slow for this purpose. Most popular algorithms are based on the so called 'leap 
frog' and on the 'predictor-corrector' methods. 

The leap frog method is illustrated in the following one dimensional example. The increment 
in time is denoted by S: 

j | f ) = ix(t - A) + a:(f + A))/2/i + 0 (A 2 ) (13) 

x\t) = (x[t - A) + x(t + A))/2h + 0(A2) (14) 
thus finally 

x(i + A) = A2F(x(t))/m + 2x(t) - x(t - 1) (15) 
where F is the force. In order to have the impulse calculated at the same time as the position 
ar d not A earlier 

p{t-A)=p(t)~AF(x(t + &)) (16) 
is used. 

The predictor-corrector methods consist of two steps: One is a simple extrapolation of the 
trajectory (predictor step). Then the force is calculated at the extrapolated position and the 
corrected trajectory is determined using this force. Depending on the degree of extrapolation 
different schemes have been worked out. 

The initial condition could be e.g. a configuration generated for the temperature of interest by 
a VIonte Carlo algorithm and the velocities chosen from a corresponding Maxwell distribution. 
If the algorithm is stable, the total energy of the system remains conserved. However, after 
starting the run two interesting phenomena occur. First, the calculated phase space trajectory 
is not the true one, because the rounding errors very rapidly drive the system away from it. 
Tie inverted trajectories do not go back to the initial positions. The second problem is that the 
rreasured temperature (k'T = (H; p 2)/3m) creeps from the desired original value. 
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The first problem is not a serious one. Similar effects occur in all chaotic systems due to 
the instabilities and the rounding errors. Although the measured trajectories is not a real ones, 
they can be considered as "typical'. The second problem deserves more caution. One way to 
overcome it is to introduce an additional variable representing the heat bath and to introduce a 
negative feedback between the total kinetic energy and the (fixed) temperature. 

Usually rather simple forms of the potential U work well with few parameters which are 
fit to some experimental data like the so called Lennard-Jones potential: U(r) = [{cr/r)12 — 
( C T / r ) 6 ] /(4 £ )- If t n e potential is of short range (e.g. a cut Lennard-Jones) only interaction 
between the particles within this range has to be taken into account which reduces the time 
needed to calculate the forces (by using the so called 'Verlet tables'). 

The potentials have quantum mechanical origin. Car and Parrinello proposed a method 
which combines molecular dynamics with the so called density functional method and calculated 
the interaction between the ions mediated by the electrons simultaneously with their motion. 
Molecular dynamics with model potentials seems to be satisfactory for liquids of noble gases 
while the assumption of simple pair potentials has to be given up certainly for metals and 
semiconductors. In such cases the more sophisticated method of Car and Parrinello could be 
helpful. 

5 Cellular Automata (CA) as simulation tools [12] 
How to describe macroscopic flow of an incompressible fluid? The hydrodynamic motion is 
described by the Navier-Stokes equations: 

dtc + (vV)v =-VP/p + vAv (14) 

where v is the velocity field, p the density, P the pressure and v is the kinematic viscosity. This 
fundamental equation captures such complex behavior like turbulence. Due to its nonlinear 
character ('(uV)u') it cannot be solved except of a few cases. Effective numerical methods 
arc of extreme importance here since a considerable part of the world's computing capacity is 
devoted to the solution of hydrodynamic equations; it is enough to think of the technological 
(and military) importance of weather forecasting. Correspondingly, numerical fluid dynamics 
is a well developed field - and we do not want to go into it now. 

However, fluids consist of molecules interacting by potentials, and, in principle, it is possible 
to calculate the macroscopic motion by molecular dynamics. In fact, successful attempts have 
been made recently along this line. Of course, such a method cannot compete with the above 
mentioned algorithms but it is of theoretical importance since it provides a tool to investigate 
the approach of the hydrodynamic limit, the transition from the region where single molecular 
motion is important to the one where averaged quantities like the velocity field of (14) are the 
adequate characteristics. 

The reversible microscopic dynamics of many particles leads to dissipative macroscopic 
motion - this is one of the fundamental observations in statistical mechanics. The details of 
the microscopic dynamics become unimportant and what matters are the conservation laws. 
Accordingly, (14) expresses the conservation of momentum. Any microscopic dynamics -
realistic or artificial - characterized by the appropriate conservation laws should lead to the 
sane hydrodynamic equations. 

Pomeau and his coworkers had the idea that a sufficiently simple microscopic model could be 
useful even for simulating two dimensional hydrodynamics. They defined a cellular automaton 
or lattice gas model in the following way. 

Consider a triangular lattice where particles with unit velocities are placed onto the bonds. 
The time evolution consists of two steps: Propagation and collision. In the propagation step 
th,; particles pass the bonds in the direction of their velocities and approach the corresponding 
nodes of the lattice. In the collision step particles coming in at a node are turned into particles 
leaving the node according to some rules. These rules are constructed to assure conservation 
of particle number, momentum and energy and, at the same time, to reach sufficient mixing in 
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Figure 1 : Collision rules for a hydrodynamic cellular automaton 

the phase space. Fig. 1 shows a possible realization. The advantage of CA is that due to their 
discrete nature no rounding errors occur and the models are extremely well suited for parallel 
computation. 

Using this "lattice gas hydrodynamics" several flow patterns have been reproduced. Although 
the method does not seem to be superior to the traditional ones for high Reynolds number 
(turbulent) flow, it is very efficient if the boundary is complicated like in the case of flow through 
a porous medium. 

Recently the flow in granular media has become a field of major interest. The challenge 
here is that in these many particle systems the energy is not conserved in the collisions since 
the particles themselves are macroscopic in the sense that their temperature can be defined. The 
main simulation technique is molecular dynamics [13] with appropriate short range interactions 
allowing very efficient programing. Unfortunately, the method of solving the hydrodynamic 
equations cannot be applied due to the simple fact that the corresponding equations are not 
known. For the same reason the strategy leading to the CA models is not useful here. However, 
one can take another view. 

Instead of looking for CA which reproduce the known continuum equations after averaging, 
one can try to generalize the collision rules on physical grounds (and hope to arrive finally at 
the yet unknown continuum equations). For a simple granular system (isotropic, monodisperse 
pixrticles) the following effects have to be built in: 
i) gravity 
ii dissipation 
ii) static friction 
i\ ) dilatancy 
i) - iv) can be solved by introducing rest particles at the nodes and on the bonds and by appropriate 
probabilistic rules [14]. (Dilatancy means that flow in a granular medium is possible only if the 
tliere is some place between the grains thus flow is accompanied with dilution.) An example of 
collision rules is given in Fig. 2. The first results with such CA are very encouraging. 

6 Summary 
In this brief review we tried to show some aspects of the computer simulation technique 
in statistical physics. The fascmating feature is always the interplay between computation 
and physics. There has been a period in the eighties when special purpose computers were 
f ishionable, i.e. machines which had the task to simulate a single model. The idea was that one 
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Figure 2: Some collision rules for a granular medium cellular automaton. // and fc are probabil
ities. The circles denote rest particles. 

car construct a relatively cheap apparatus within a limited time which - working 24 hours a day 
on a problem - could compete with supercomputers. As computer hardware still develops with 
an astonishing speed this way seems to be a dead end. Instead, physicists should concentrate on 
the software: We should gain ideas from the physics and develop efficient algorithms tailored 
to ihe specific problems. 
Acknowledgement: Thanks are due to CERN and OTKA 1218 for support. 
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Massively Parallel Associative String Processor 
(ASP) for High Energy Physics 

G. Vesztergombi 
Central Research Institute for Physics 

KFKI-RMKI. Budapest, Hungary 

Abstract 

Tracking and clustering algorithms for massively parallel string processor are 
presented and their implementation on the ASTRA machine is demonstrated. 

1. I N T R O D U C T I O N 
Parallel computing is one of the "standard item" on the agenda of the Cern Schools of 

Computing. See, for example, the excellent lectures in previous proceedings [1],[2],[3]. In 
t h s lecture I should like to concentrate the attention to a special type of parallel systems 
and demonstrate the basic ideas in a specific realization, the ASTRA machine. This 
machine wTas presented in this School on a facultative tutorial session by F. Rohrbach 
foi the interested students and after the School it is continuously available at CERN for 
registered local and remote users [4]. 

In order to better understand the spirit of this lecture I should like to emphasize that 
I £i,m not a computer specialist, but a physicist who was fascinated by the opportunity 
to solve experimental physics problems by mapping them onto a new unusual computer 
architecture. 

1. L W h y ever faster computers? 
Paolo Zanella asked this question in his '92 lecture. His answer was: : 'There are many 

problems which seem to have unl imited appetite for Mips and Mfiops"'. I find today the 
only difference is that one hears more about Gips and Teraflops. This appetite is well 
illustrated by the simple observation: the "small" increase of the problem size demands 
"much faster" rise in the amount of computation. For instance, the calculation of the 
product of two matrices of size n requires n 3 operations. That is. the problem doubl ing 
re( niires an eight-fold increase in computation time. 

In High Energy Physics (HEP) the ever increasing energy, luminosity and event com
plexity are the driving forces for such unsatisfiable appetite: 

a) TRIGGER problem: In LHC pp collisions one should select by intell igent 
trigger only a few events from the milliards of occurring interactions: 
b) DATA VOLUME problem: In LHC heavy ion collisions one expects to record 
events with 10 - 20 thousands of particles emerging from a single interaction, pro
ducing very fast 1000 TeraBytes of information even at rather modest luminosities. 

c) SIMULATION problem: For the correct data evaluation and background cal
culation one uses simulated events. The simulation of the complex detectors with 
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millions of active electronic channels at the necessary level of accuracy requires even 
more computing power than the processing the experimental data itself. 

In this situation it is no wonder why are the particle physicists so keen about the increase 
of :omputing capacity. 

1.1! Classification 
One way to increase computing capacity: GO PARALLEL! If you wish huge increase: 

GO M A S S I V E L Y PARALLEL! Using 1000 processing elements of capacity which is 
similar to the microprocessors in modern RISC workstations really represents a quantum-
jump in performance, but here I should like to turn the attention toward an other possi-
bil.ty where one goes even further applying million(s) of processors, of course, with very 
mixh reduced individual capacity per processor. In order to put this idea in a more 
general context Fig.l shows a slightly modified version of Flynn's classification diagram 
taken from ref. [1]. Corresponding to the single versus multiple and instruction versus 
da",a stream choices, according to Flynn's classification one can have four basic multi
processor architectures: SISD (= Von Neumann machine), SIMD, MISD and MIMD. In 
the next we shall deal mainly with SIMD-type systems, where all processors execute the 
same instruct ion synchronously on the data stored locally. In the original figure the 
SIIvID class contained only two main sub-classes: Pipelined -f- Vector and Parallel Array 
Computers. It seems to be reasonable to distinguish the simple string case from the more 
general array case, because combining two features: cheap (1-bit) processors A N D ex
tremely simple (1-dimensional I string-type inter-processor communication one can really 
think about parallelism on extraordinary large scale. 
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F is. 1. Fb m n ' s ( :lassifi cat ion 

There is, however, a frequent objection against the astronomical increase of the number 
of orocessors. In order to better understand this problem one should clarify the notion of 
"speed-up" as a quality factor making judgment about the merits of different architectures. 
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0.5 ô 1.66666 
0.9 90 9.00000 
0.99 990 90.0000 

1.3 "Real is t ic" speed-up 
It is the general assumption: Only part of a given algorithm can be parallelized. It 

is hard to debate this fact if one regards the algorithms in an abstract way. From this 
assumption directly follows the Amdahl ' s law: if an improvement is only applicable for 
a fraction / of time: 

Old execution time 1 1 
Speed-up - — : — = r < -. 

.veil' execution time [\ — f) -f ^ 1 — t 

Despite the fact that A processor speeds up A-times the given / fraction, after some not 
too large value of N the sequential ( 1 — / ) part will dominate. Table 1. shows that already 
relatively small N values almost saturating the speed-up limit set by the Amdahl's law. 

Ipeed — up Asymptotic (A" = oo) 

2 
10 
100 

Table 1. Fast saturation of speed-up due to Amdahl's law 

Due to the fact that it is hard to imagine a program with less than 1 percent sequential 
part it looks useless to build systems with more than 1000 processors. 

In particle physics experiments, however, one is encountered with some specific cir
cumstances which should be taken into account during the calculation of the "realistic" 
speed-up. The measurement process consists of the recording of individual particle in-
teiactions. When one interaction ( = event ) occurs, the whole detector is closed until 
the system recovers and becomes ready for the next event. During the execution of the 
experiment one tries to maximize the LIVE-TIME of the measurement relative to the 
DEAD-TIME required for the detector's hardware recovery. In this sense one can make 
an additional assumption: 

If the sequential part of the data processing is not exceeding the hardware 
dead- t ime portion, t h e n the parallelism is fully paying off, or in general: 

Old execution time - DEAD-TIME 
'Realistic speed-up = — : : ^ ^ , ^ _ . , . „ 

H F A ew executi on time- DE A D- TIME 
T i e above mentioned specificity, that independent collisions are studied, provides an 
other (rather trivial) way to beat the Amdahl's law: each event should be sent to an other 
computer. Thus the inherent "event parallelism" can be used to eliminate the sequential 
part completely: / =̂> 1 (!!). This is also true for the event simulation. 

Particle physics is not limited by Amdahl's law. thus we can bravely dream about 
millions of processors, but it is limited in MOXEY. 

1.4 General strategies for parallel algorithms 
Having the beautiful massively parallel hardware one can be still far away from the 

reel solution, because the selection and the implementation of the appropriate algorithm 
is :tot at all a trivial problem. For illustration one can regard some intentionally simplified 
border case strategies: 
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l.-r.l Direct parallelization 
This is a specially attractive strategy for SIMD machines, because it requires minimal 

eflort from the side of the programmer if he has already the sequential algorithm. It 
ca i be well demonstrated by the classical anecdotal case when the headmaster asks the 
te.icher to find the ''To be or not to be" quote in Shakespeare's Hamlet. If he is in a class, 
then the quickest way to find it would be to assign one page to each student (assuming 
lajge enough number of pupils) and give the order "scan your part and raise your hand, 
if you find the quote". Of course, the teacher could do the same himself regarding the 
whole volume as his part, but what a difference in speed Î? 

Unfortunately this strategy has only very limited value in practice, because most of 
th ; problems do not have this simple repetitive nature. 

1.-.2 Tailor made hardware for specific algorithm 
If the problem is so important that it is worth to design a tailor made hardware system 

foi its solution one could really get an ideal arrangement. Let us demonstrate this in a 
definite example, the matrix multiplication: 

In case of sequential algorithm n J multiplications are executed by 1 processor. In 
m.issively parallel machine one can assign one processor to each multiplication, which is 
not totally crazy in view of our definition of really massive parallelism which requires for 
n - 100 "only" one million processors. Thus only 1 multiplication is required and even if 
it is much slower with the cheap processors, one can still have considerable gains. (The 
human brain is working rather well along this principles.) In case of ASP, which will be 
studied later in detail, this situation is realized, of course, only up to n < vN. where 
N is the number of processors in the string. This is an example for the case, where the 
computation time is independent of the problem size if the machine is big enough. (In 
strict sense, if one takes into account the additions in the formula, one have to add a 
loi'2{N) term too.) 

1.^.3 Optimal mapping 
In real life the machine is never big enough, therefore it is the task of the programmer 

to search for optimal mapping of the problem to the given hardware. Considerable effort 
is made to develop super clever CROSS COMPILERS wThich would able to discover the 
generally hidden inherent parallelism within the problem and then able to exploit this by 
adapting it to the hardware limitations. Probably that programmer genius is not born yet, 
who is able to write this ideal compiler, but there are a number of characteristic parallel 
algorithms which can teach the way for "manual" realization of optimal parallelization. 
And it is a great pleasure to invent such parallel algorithms which doesn't have direct 
analog sequential realization, developing some sense of "parallel thinking" which can use 
instinctively the opportunities provided by the hardware. 

2. A S S O C I A T I V E " T H I N K I N G " 
Associativity is an essential ingredient of human thinking. In computer science it is 

us ;d mainly in the restricted sense: 
"content addressing". 

The (complete or partial) matching of the content in different parts of the computer 
system resembles to the thinking process creating logical connections between seemingly 
independent objects i.e. they become "associated". Newton's apple serves as a typical 
example for one of the most famous association. In this case Newton was, who realized 
the c o m m o n content ( namely, the gravitational attraction) which causes the free fall 
of the apple from the tree and the circular motion of the Moon around the Earth. 
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2. L Associat ive m e m o r y 
In most of the cases the content addressing concerns the bit content of the memory 

ee ls . In normal memories a unique address is assigned to each cell containing given 
number of bits ( = word l.This word content is read out during the access to the mem
ory. The associative memory works in a reverse way. The searched content is presented 
simultaneously to each memory cell. One can have several outcomes: 

a) NO-MATCH: no memory cell exists with the required content: 
b) SINGLE-MATCH: only one cell is hit: 

c) MULTIPLE-MATCH: the searched content is found in more than one cell. 
Physically this means that each memory cell has an additional comparator unit. In 

more developed systems one can also search for partial content matching. This subset 
comparison is realized through ternary logics. The content addressing bus presents the 
common searched content for each memory bit separately in 0, 1 or don'tcare states. This 
comparator scheme with ternary input is illustrated in Fig. 2. 

MEMORY - CELL 
i — i — i i i i—i—i—i—i—i i i—r i—i—i i l 

MATCH W W W W w W W w W W W W w w W W w w W W 

COMPARATOR | j j j \\^\\\ j j j i j j j î j ô j i j I ! I ! H H H»-

A A A A A A A A A A A A A A A A A A A A R E P L Y 

(TERNARY) INPUT x x x x i o i x x x x i i i o i x x x x 

Fig. 2. Content addressable (associative) memory 

Using this "subset"' feature of content addressing one can realize the so called PSEU
DO-ADDRESSING. Let us take an example: if one stores in the first 10 bits of an 
32 bit associative memory cell the serial number of the cell from 0 to 1023 and stores the 
"real" information starting from the 11-th bit then content addressing in the first bits 
w i l be equivalent with normal addressing in a Ik memory. Of course, this use is rather 
uneconomical because almost one third of useful memory space is lost for addressing and 
one needs a comparator for each cell. 

2.2 Associat ive phone-book 
One of the simplest application of associative memory relies on the above mentioned 

pseudo-addressing scheme.Let us assign to each client a long memory cell which can 
contain the name, phone-number, profession and address (Table 2.). In a normal phone
book it is easy to find the phone-number if one knows the name, because they are printed in 
alphabetic order. It is even more simpler in our associative memory, where the names can 
play the role of pseudo-addresses replacing the serial numbers of the previous example 
storing the name in the first segment of the long associative memory cell. The only 
diiference is that there can be "holes" between this type of pseudo-addresses, because 
th'îre are no names for all bit combinations. Additionally to this, if we search for a person 
wUhout telephone, there will be no correct match. Of course, there can be different 
persons with identical names. They produce multiple match-replies, but by taking the 
generally short list of matched cells line-by-line one can easily identify the searched person 
by help of the other attributes. Of course, all these possibilities are present in the normal 
phone-book, but it is really a pain if one has a phone-number and doesn't remember the 
person's name. Even in computerized version of the phone-book this reversed task is 
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rather time consuming in a sequential machine with normal memory, because in average 
on-; should read one half of the total memory to get the answer for an existing client and 
on ; should waste the full reading for the single bit '"NO" information if there is no such 
number in the book. In contrast, the associative memory gives the exact answer in a 
single s tep (or in few steps of multiple-match, if more than one person is callable on the 
ghen number). One can also easily find a quick answer for such type of questions: 

Is there any dentist in the Main street, who has a phone? 

name , profession address number 
ABA ABA physician Main str. 7 117 336 
ABA BEA teacher Fleet str. 4 342 752 
ABA EDE miller Rakoczi ave. 38 462 781 
ABA IDA engineer Penny str. 15 279 347 
ABA ORS dentist Magyar str. 76 972 413 
ABA TAS lawyer Sunset blv. 20 362 478 

ABBA EVA hairdresser Museum sqr. 6 784 652 

Table 2. Universal phone-book 

2.'.< Assoc iat ive tree traversal 
By simple use of associative memory one can easily solve formal mathematical prob

lems too. In case of the tree traversal task one should identify all the ascendants of a given 
no ie in a tree-graph. The Node and Parent names are assumed to be stored pairwise in 
an array in the memory cells of the computer. 

If you want to find all the direct ascendants of node H in the graph shown in Fig. 3., 
yo i first have to scan the array sequentially until you found Node name = H. This 
gnes the first parent. G stored in pair with H. Then you need to scan the array again 
from the beginning until you reach Node name = G. This gives you HPs grandparent. You 
continue scanning in this way until you reach the root ( a node with Null parent). The 
resulting family list from H upward is: H. G. C. A. 
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Fig. 3. Tree-graph t ig . 4. Associative search 

To implement the same tree on an associative machine, you would allocate a memory 
ceT to each node of the tree. In a similar way as before, each associative memory cell 
wculd store the node name and the name of its parent . The main difference is that we 
have content addressing (i.e. associative access) to find anv node we want. 
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Again, imagine we want to find the ascendants of node H. Instead of scanning all the 
elements one after each other to find the one containing H, the corresponding cell accessed 
directly. Knowing the cell, the rest of its content provides the first parent, G. Next we 
go straight to the element storing details of node G. Thus the second step gives the 
grandparent. And so on... Thus the number of accesses needed to complete the task in 
th s way is the same as the number of node levels (in this case it is 4). See Fig.4. 

Using the sequential method requires many more accesses to the data structure. The 
exact number depends on the ordering of data in the array. If by chance one starts from 
t h ; lowest level, then the best case is finished after 15 accesses (e.g. 1 to find L. 2 to find 
H. 3 . . . .) . and the worst after 45 ( 11 to find L. 10 to find H, 9 ....). 

2. 1 Assoc iat ive string processor 
In order to create from an associative memory an associative processor it requires 

only a simple step. Adding a 1-bit processor unit to each memory cell where already 
th'î comparator itself represents a primitive logical unit, one can modify the content of 
th'î memory in a controlled way simultaneously in each cell depending on their original 
coitent. This modified content will react for the next content addressing instruction in 
a different way. By clever programming this can lead the way toward the solution of the 
given problem. 

The above system is becoming really flexible when one allows communication between 
those associative processors, that is depending on the content of a given cell one can 
iniluence the state of an other cell. The simplest possible communication between left 
a n i right neighbours creates the 1-dimensional string like structure. This Associative 
S t i n g Processor architecture concept was worked out in details by prof R.M. Lea and his 
co. laborators in Brunei University [5]. Despite of its conceptual simplicity this architecture 
is 'ather flexible and provides ample opportunity to solve very complex problems. It turns 
ou; to be specially effective in the case of so called iconic to symbolic transformation. 

2."> Iconic versus symbol ic met hod 
In particle physics and in many other areas it is a frequently occurring situation 

what we can call the s ensor /response paradigm. Human senses (especially the eye) 
or technical monitor systems collect the information from their environments according 
to some ordering in space and/or time. If one maps this information into a computer 
system in such a way which reserves the basic inherent relations between the data units 
in a faithful way, one speaks about "iconic" representation, because most frequently this 
corresponds to some kind of 2-dimensional image or series of images. According to the 
sensor/response paradigm, in a well developed system after massive data reduction and 
feature extraction one derives the symbolic representation producing the list of objects, 
providing the formal base for the decision and response process. In big HEP experiments 
foi example this appears as the trigger-decision paradigm shown in Fig. 5. 
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Fig. 5. The trigger-decision paradigm 

One can, however, observe similar effects in more modest systems too. where the 
comparative advantages of the iconic versus the symbolic representation can be explained 
mere directly. Fig. 6.a shows a part of a streamer chamber photograph in "'iconic" 
representation. Fig. 6.b gives part of the numerical ""symbolic" (x,y) list representation, 
which was created by a simple "zero-suppression" data reduction algorithm. 

j-i v r 
Î •!•/!• 

. ' • • • • . . . , i ' , i ' . " ', ! 

(101.107) (101.178) (101,227) . . (101,875) 

(102.108) (102.131) 

(107.104) 

(579.102) (736.914) 

Fig. 6.a "ICONIC" représentât ion Fig. 6.b "SYMBOLIC" (x,y) list representation 

It is obvious that the symbolic point list requires much smaller memory space for 
stcrage, but one looses or better to say hides the information whether a given point 
be'ongs to a real track or to the background, or whether 2 points are belonging to the 
same track or not. 

It depends on the given problem which representation provides the most effective 
algorithm. In case of particle track reconstruction the symbolic list method is easy if 
there are only few coordinates on the list. For dense, complicated images the symbolic 
representation has the disadvantage that the "trivial" topological relations, which are 
obvious on the detector level, are lost. 

One can however exploit very effectively the "topological associations" of elements on 
the "raw-image" i.e. in the iconic representation applying the following techniques: 

a) simple ne ighbourhood algorithms can be used (cluster search, track following 
etc.); 
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b) whole picture could be processed by parallel evaluation of each pixel's sur
roundings (so called locality of reference): 

c) by careful mapping of the images the "associative effects" can be amplified. 
Al. these techniques call for computer architectures which are well adapted for "non-
numeric" calculations. Exactly this is the domain where the Associative String Processor 
(ASP) may beat the other architectures. In ASP there is no need to translate the sequen
tial algorithms into parallel ones, because one should run on ASP machines conceptually 
diiferent new algorithms, and it is the pleasure of the programmer to invent the most 
appropriate ones corresponding to the given hardware. 

3. A L G O R I T H M S 
The power of associative thinking can be demonstrated only by good examples of 

convincing, simple and hopefully interesting algorithms performing the iconic to symbolic 
transformation ( at least conceptually) in a transparent way. In order to emphasize 
the general nature of these algorithms we shall rely only on the basic features of the 
Associative String Processor minimizing the references to any given realization which will 
be discussed in subsequent sections. These basic features are: 

i. associative memory cells: 
ii. 1-bit CPU with some 1-bit registers: 

iii. string communication between left and right neighbours. 

3.1 Associat ive football referee 
In the year of the "94 Soccer (Football) World Championship in the USA it seems to 

be evident that one remembers the difficult task of referees on the judgment concerning 
the OFFSIDE situation. If there would be an on-line automatic electronic referee as in 
many other branches of the sport all the debates could be avoided once for all. Here we 
tr\ to show7 that this is a very easy problem for an associative processor, if one treats it 
on the iconic representation. 

Let us assume there is a CCD camera far above the field w:hose resolution is good 
enough to distinguish objects of size about 10 centimeters. For definiteness we say that 
to each 10*10 cm2 piece of the field corresponds in the CCD image a pixel. The basic 
constituents of the game are coloured in different ways: field is green, the lines are whi te , 
the players of the A-team are red, the players of B-team are blue. ( The model can be 
complicated by more details but hopefully this is enough to understand the essence of the 
algorithm). 

If the camera is able to produce 1 image per millisecond ( 1 ms = 10~ 3 second ) then 
be ween "2 images the maximal displacement of the ball will be less than 4 centimeters, 
assuming as a maximal flying speed less than 144 km/hour = 40 m/sec. It corresponds 
ha f of the pixel size, therefore it is completely adequate to evaluate the situation by this 
frequency. Thus our electronic referee will produce a decision in every millisecond, of 
course, it will disturb the human referees only in case of the OFFSIDE, thus the humans 
can turn their attention to other aspects of the game. 

The key point of the algorithm is the iconic mapping: each pixel has its own COM
PUTER. It looks frightening to demand many thousands of computers for this purpose, 
bu; don't forget they are simple and cheap. Nowadays one can by 64 Megabits on a single 
no:mal memory chip, and the associative processors are "merely" intelligent associative 
mc mory cells. 
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x=+L 

x=-L 

Team "A" 

Fig. S occer field 

Introducing the coordinate system according to Fig. 7. the string of processors will 
be filled along the horizontal lines at the given x values, starting from x = —L finishing 
by x = -\-L. That is team-A intends to direct the ball to goal at x = —L. 

In any moment one can identify four basic states as it shown in Fig. 8.: 

a) Ball is free: [ 0 . 0 ] : 

b) Ball belongs to team-A: i A . 0 ]; 

c) Ball belongs to team-B: [ 0 . B }: 

d) Ball belongs to team-A A N D team-B: [ A . B ]. 

UajH||MMj|ay 

rm 
ËÏË 

[0,0] [A.0] [0.B] [A,B] 

Fig. 8. Ball states 

We intentionally left out the case when the ball is below some player and assumed if 
they are in the same pixel, then the ball is always above the player.( As the inclusion of 
this scenario is also well adapted for an associative algorithm, but for sake of simplicity 
we leave its realization to the intelligent reader. ) 
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In this model realization we test the OFFSIDE rule formulated in the following way: 

Any player between an opponent's goal and last player ( unless he was followed 
the ball) is OFFSIDE and out of play." (Private comment: the goal-keeper doesn't 
count.) 

Reformulation of the rule in ASSOCIATIVE LOGICS: 
If the ball is in the moment time = tn in state 5 7 l = [0,0], but it was in moment 

time = i n _i 

A: in state Sn_1 = [.4. 0]. then team-A is on OFFSIDE if: 

min[xA) < mmiifi j . 

where the minimum function doesn't include the goal keeper assuming some distinguishing 
m.irk on him. 

B : in state £„_, = [0. B}. then team-B is on OFFSIDE if: 

max[xA] < max[xB]-
wl ere the minimum function doesn't include the goal keeper assuming some distinguishing 
mark on him. 

C: There is not OFFSIDE in cases if Sn-i = [0,0] or [A.B]. 

Knowing that the size of the player is always larger than the ball size the calculation of 
state Sn is rather straightforward by content addressing. If there is a "ball contact" e.g. 
wi;h team-A then there will be at least one orange pixel which has a red pixel in its direct 
neighbourhood. 

Please realize the elegance of this approach: the algorithm is completely independent 
of the image shape of the player ( whether is he running, standing or lying in the given 
moment), where are his arms or legs (if they coloured correctly). Here the topological 
content addressing gives the answer wi thout any calculation. It is also irrelevant that 
ho/v* many cells are occupied either by the ball or the player, because the neighbourhood 
test will be executed by each associative processor parallelly which has the "ball" content, 
and all the ball containing cells will give a common report by OR-ing the results of 
individual searches, thus the so called single "match-reply" will identify the ball situation 
uniquely. 

Using the stored value of , v,,_ 1 one can compare it with Sn. If one identifies case A 
or B, then calls for min or max routines, respectively, otherwise just stores Sn for next 
t i n e to be used as 5 n _i . These min-max algorithms relies on the x-coordinates of the 
players. By the above mentioned "pseudo-addressing" scheme one can pre-store in each 
processor's associative memory the corresponding x value because it is fixed during the 
match assuming that the camera sees the whole field without any movement. This is a 
1-cimensional problem: one should search for the first and last red or blue cell and read 
ou: the corresponding x value. Of course, as in case of ball-contact routine, it is irrelevant 
what is the concrete image shape of the players. Thus the decision can be made really 
by the shortest time delay, because after 2 parallel searches one should make only one 
sirgle numerical comparison. This can be executed much faster than 1 msec, the technical 
ch illenge is not in computing but in the detection hardware, whether the CCD interface 
is :ast enough to load the images into the ASP computer in time. 

It is worth to mention that if one would have a camera with better resolution (and 
have correspondingly more processors! the algorithm would be identical! That is this 
algorithm is SCALABLE. 
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3.2 Cluster algorithms 
In HEP experiments the particles produce clusters in a number of detectors: calorime

ters, CCD cameras. TPC's etc. Sometimes for a fast decision one is interested only in 
the number of "good" clusters: sometimes their shape is important - sometimes not; 
sometimes one needs to collect all the information which belongs to the cluster or it is 
enough to find some characteristic point in it etc. In the following we try to present some 
demonstrative examples for different types of basic cluster algorithms. 

As in the soccer case we assume that the data are presented in 2-dimensional iconic 
fo:m, mapped line-by-line along the string and each pixel has its own processor except 
the cases when it is stated explicitly otherwise. We define a cluster as a connected subset 
of pixels which are touching each others at least by their corners. 

3.2.1 Cluster classification 
It is a frequently occurring case in HEP that the real particles produce clusters which 

obligatorily have at least 2 active detector channels e.g. in calorimeters the induced 
showers are extended over several detector cells. In contrast to this the randomly occurring 
thermic or electric noise produces signals in an uncorrected way mainly in individual 
sii.gle channels. It would be very useful to get rid of this noisy background clusters as 
fast as possible. In the iconic representation this task means a cluster search algorithm 
which identifies the single pixel clusters. It is simple enough to start our image processing 
lesson. 

Before going into the details of the algorithm, we introduce the notion of ACTIVITY-
BITS. These are special 1-bit registers in the CPU attached to each associative memory 
ce 1, where the iconic (in this case only black-and-white, binary) image is stored. These 
ai'i denoted by Al , A2 ... A6 and are also content addressable as the memory cells. The 
algorithm itself consists of two phases: preprocessing and decision which are illustrated 
on a small representative example in Fig. 9. A: Preprocessing 

1. LOADING of the binary image into the IMAGE-BIT of the memory: 
2. MARK the Al activity bit in those processors wThere the IMAGE-BIT is equal 
to 1: 

3. SHIFT "LEFT-RIGHT" the content of the IMAGE-BIT and store 1 both in the 
effected processor's A2 activity-bits A N D memory IMAGE-BIT. Please remember: 
this move will destroy the original image, but we were careful to preserve a copy in 
form of the Al activity-bits: 

4. SHIFT v UP-DOWN" lit means shifting by the line length) all the corrected 
IMAGE-BITS, but in this case store them only in the A2 activity-bits. Please 
remember: this is an OR-ing procedure if in a given processor A2 was already set to 
1, then it remains in that state, only those A2 bits will be effected by the subsequent 
setting which had 0 previously. 

The essence of this procedure that if a pixel has a neighbour then by the shifting 
exercise its A2 activity-bit will be obligatorily set. In case of single cluster pixel there is 
nc neighbour which could be smeared out to cover it. 
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Fig. 9. Single cluster selection 

B: Decision 

1. SINGLE (background) cluster selection: 

One sets to 1 the IMAGE-BIT in all processors where 

.41 • .42 = 1 

otherwise set to 0. 

2. GOOD (multiple) cluster selection: 

One sets to 1 the IMAGE-BIT in all processors where 

.41 • .42 = 1 

otherwise set to 0. 

Oi course, it is our choice which decision will be really executed. The second decision will 
produce the background free image containing only the "'good" clusters. 

3.2.2 Cluster counting 
In case of experiments where the number of cluster provides the key information for 

the decision (e.g. one can distinguish R's and Ki kaon decays by the number of photons 
emerging from the decay chain: 4 and 6 respectively) it is crucial to have the previously 
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described fast cleaning algorithm, but we should have an equally fast counting algorithm 
too. The basic idea is to reduce by an universal algorithm (universal means independent 
of cluster size and shape) each cluster to a single point and then count the surviving 
single point pixels in the image. First we start with an extremely simple algorithm then 
by gradual improvements we reach the satisfactory version. 

A: POINT killer method 
By using the same technics described above each pixel which contains 1 in its IMAGE-

BIT kills the eventual hits (i.e. " l"s ) in four neighbouring directions: left, left-above, 
above and right-above. Illustrative examples are shown in Fig. 10. In Fig. 10.a one 
sees that the not vetoed surviving pixels really achieves the correct reduction. But this 
method fails, for instance, in cases like shown in Fig. 10.b, where there is a "double step" 
on the cluster's down edge. Instead the correct 1 we get 2 clusters. 

w< W p p W m m 
1 m m 

m m 1 $! W i i 
-SESEf? 

• f ~ 

Fig. 10.a Good Fig. lO.b Bad 

B : INTERVAL killer method 
The above problem is avoided by using in terva ls instead of points. Intervals, which 

are represented by a contiguous string of neighboring horizontal hits, are well adapted to 
the ASP line (string) architecture and represents the most natural generalization of the 
single processor concept to a bunch of consecutive processors along the communication 
lin ;. The basic steps of the procedure are: 

. Define INTERVALS in line i: 

.. INTERVAL is killed if it touches at least one hit of an other INTERVAL in the 
" down" line i + 1 : 

... COUNT the surviving INTERVALS. 
Though this routine cures the basic problem of the killer method for "convex" clusters, 

it iails in the more sophisticated "concave" cases shown in Fig. 11.b. 

mmmm< 
WÊÊ WÊÊ 

S i l l 

-ËE=Î -ËE=Î 
Fig. 11.a Good Fig. l l . b Bad 

C: Single-hole INTERVAL killer method 
In HEP the size of the clusters is generally not so large, therefore one doesn't expect 

excessively extended "concave" structures, i.e it is enough to take care of single gaps. 
With a slight modification of the algorithm one can fill these single "concave holes". This 
filling however will blow-up the whole cluster by one pixel in each side on the horizontal 
direction, therefore in order to avoid cluster merging we should assume that there is at 

* 
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le;„st 2 empty pixels in line i between points belonging to different clusters. Fig. 12. shows 
the modified procedure, where the bridging step was added as a first step redefining the 
surviving INTERVALS. 

Fig. 12. Corrected interval killer method 

It is worth to remark that already the orig
in, d INTERVAL algorithm is unsensitive the 
vertical column-type non-convexities shown in 
Fig. 13. As a last remark that one can add 
to the cluster counting topic is that it can be 
m.ide extremely fast by avoiding the line shift 
during the smearing process (which requires as 
m.iny steps as long is the line) if one makes 
double mapping into the ASP. By appropriate 
im erface one can load the content of 2 lines in 
each pixel line, because there is enough band
width. In this case the execution time of the 
cluster counting algorithm will be completely 
independent of the size of the image, that is 
t h ; scalability will hold exactly. 

3.2.3 Convolution 
So far we dealt with the clusters as "binary objects ' : signal/noise or one cluster one 

coint . In a number of cases some kind of global characteristic of the pixels of a cluster 
is carrying the relevant information. For example in calorimeters the cluster energy sum 
ca i be regarded as such a global parameter. If one knows the approximate size and shape 
of the cluster then summing up the energy content of the individual pixels belonging to a 
gr/en cluster in the '"middle"" cell one gets the total cluster energy. Some simple frequently 
used cluster shapes are shown in Fig. 14.a and b. This energy sum procedure represents 
a special case of convolution which is generally defined by the following formula: 

C'.J - Y^ bm.nAi+m,J+n - k <m,n < k, 

where the bm,n kernel is shown in Fig. 14. for the energy sum in cases k = 1 and k = 2. 

cntz 

Fig. 13 
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Fig;. 14. Peak kernels 

In sequential calculation the most effective way is first identify the cluster center 
a n i then collect the sum from the surrounding cells. In case of parallel computing one 
can reverse this order. Each cell can assume about itself that it is a cluster center and 
cojlecting the sum it can execute the calculation in parallel once for all. The real cluster 
centers will be distinguished by the fact that they really will contain the full content of 
the cluster, therefore the accumulated sum in them will show a local maximum. 

The general convolution algorithm can be executed by standard SHIFT and ACCU-
M JLATE commands in a very straightforward way which doesn't profit really from the 
associative character of the machine, therefore we don"t discuss it in details. 

3.^.4 Peak (maximum) finding 
In most frequent cases in calorimetry the most interesting cluster is the one which 

has the highest energy. Therefore it has a special interest to find the pixel with maximal 
memory content which after the eventual convolution corresponds the energy of the highest 
energy cluster. We illustrate the associative logics involved in this procedure on a simple 
numerical example. 

Initially one assumes that any of the integers shown in Fig. 15.a could be the maxi
mum. Think of these integers as being in a set called "potential maximums'". We need 
to reduce this set in some way until only the maximum value remains. 

The reduction of this set is performed by a particular test. Those elements that fail 
the test are no longer considered, i.e. are removed from the set of '"potential maximums". 
Repeat this test until the true maximum is found. Picture the elements of the array as 
binary numbers (Fig. 15.bi on such a way that the highest bit is at the top. 

[b] = 

1 1 

1 1 1 

1 1 1 

-1,+1 

& 

[b] = 

0 0 I 0 * 
0 1 I 1 0 

1 1 1 1 

0 1 1 0 

_ 0 0 0 0 

-2,+2 

& 
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0 0 0 0 0 0 0 0 
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Fig. 15. Maximum finding 

In parallel for each element in the set. we point to the top-most bit and perform our 
test. This is simply: 

" D o you contain 1 at the current bit posit ion?" 
The processors with answer "NO" are removed from our set of possibilities (Fig. 15.c) 

a n i are not subject to future testing. Then we consider the next bit position, and perform 
the same operation upon the remaining elements in the set (Fig. 15.d). N O T E : If all 
elements answer "NO", then no action will be taken, the algorithm continues to the next 
step by setting up the new "current bit position". 

This procedure continues until every bit position has been tested (Fig. 15.e). Of 
co"irse, the number of bits should be known from the beginning because one has only 
limited space in the memory for storage of the tested numbers. The maximum element(s) 
are the ones which answer "YES" to all test (except when all elements of the set contain 
0, as it was noted above). 

A similar algorithm can be used to find the minimal value. 
It is also worth to remark that the speed of this algorithm doesn't depend on the 

number of elements, but on the number of bit positions to be tested. So the process will 
be performed just as quickly with a million elements as will with ten. 

3..Î Tracking 
Most of the time the particle physicists are dealing with particle trajectories, the so 

caded tracks. There are a number of tracking devices in use. One example for the output 
of such detector was shown in Fig. 6.a. In general this is a 3-dimensional problem, but 
most of the cases the pattern recognition is performed only in 2-dimensional projections 
dictated bv the detector architecture. For sake of simplicity here we restrict our task also 
foi that case. 3.3.1 JACK-POT algorithm: TRACK-CODE 

So far we studied only such algorithms when the iconic mapping was realized by 
packing only one item per processor. Sometimes this may not be optimal. The next 
algorithm is a good example for the statement: 
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Correct mapping of the data provides already half of the solution. 
Let us take multiwire proportional chambers (MWPC's) positioned at given z values, 

which are measuring the x-coordinates of the tracks emerging from some interaction point 
on the target plane. A typical arrangement is shown in Fig. 16. The vertex position (the 
im eraction point) can be anywhere in x with some probability on the z = ZTARGET plane. 

<i>, projected 
dx , --£- slope 

target plane 

Fig. 16. 

The points crossed along the trajectory are described by twro numbers: [ plane num-
b e : # i ; wire number# k ] . when the k-th wire was hit in the i-th chamber at z = 
Zj. What is seen on the graphic image, it should be mapped on to the 2-dimensional 

B I T - A R R A Y 
in a topologically faithful way. In the associative memory consecutive bits can be grouped 
together in short strings called "serial field". Let us choose the length of this serial field 
to be equal to the number of the MWPC planes. N. Thus one can define the i-th bit of 
th'i k-th processor and by simple, one is tempted to say automatic assignment one gets a 
v e y natural mapping: 

HIT[plane#i: wirejfk) = > B IT[processor#k; memory positional] 

This mapping requires as many processors k=1.2,...M as many wires are read out 
in the chambers. Please note the index reversal which implies the physical "crossing" of 
ch imbers and processors, which is the essence of the algorithm illustrated by the mapping 
procedure shown in Fig. 17. Due to this arrangement we can play for the JACK-POT. 
T i e origin of this idea is the following: one can hit the JACK-POT on the "one-armed 
bandit" slot machines if after spinning the wheels they stop by showing identical fruits. 
In our scientific case we also have a JACK-POT track combination. If the track is parallel 
wi:h the z-axis, then in each MWPC plane the same wire k* will be hit. In this case the 
coitent of the serial field containing the JACK-POT track will be 11...1, which could be 
identified by a simple content addressing. Thus due to the clever mapping one gets 
wi:hout any programming all the tracks flying out off the target with angle 0 = 0. 
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Fig. 17. 

We are interested, however, not only in the existence of the track but its exact coordi
nates too. Using our old trick of "pseudo - addressing'" one can define a second serial field 
in the associative memory of each processor containing the wire number, which is known 
by definition, just should be preloaded before the measurement. In this simple case, of 
co irse, the k* wire number coincides with the serial number of the processor along the 
stiing. 

All these parallel JACK-POT tracks has a common feature. If one denotes in general 
ca>e the hit wire coordinates by \\\, W2 H'v then one can calculate 

Ci = W2 - \\\ : C-2 = H 3 - W2: ...: C.v_i = WN - WN_,. 
Independently of \\\ — k~ one gets the vector 

[L\.C2 Cv- i ] = [0.0. ...,0] 
foi each JACK-POT tracks. This C vector is called TRACK-CODE which is characteristic 
foi all parallel tracks at a given 9 angle. Tracks with identical TRACK-CODE differ only 
in the W\ crossing coordinate in the MWPC plane# 1. 

If one identifies the bit-columns of the ASP with the spinning wheels of the "one-
armed-bandit", then by a lucky rotation one can reduce any TRACK-CODE to [0, 0,..., 0]. 
Due to the fact that ASP is not a simple bandit, one doesn't need to trust in good luck, 
but should commit a systematic premeditated crime. The number of reasonable TRACK-
CODES are limited and can be precalculated. then they can be (at least partially) ordered, 
th i s it is enough to spin the wheels mainly in one direction only. For instance T R A C K # 2 
is :ransformed to JACK-POT position if one shifts the co lumns#3 ,#4 ,#5 by 1 step. After 
hi ting the JACK-POT the matching processor(s) give(s) the value of k" and remembering 
the number of rotation "clicks" one can deduce the 0 angle too. 

The execution time of this algorithm depends only on the allowed number of TRACK-
CODES which is defined by the physically predetermined 9 range. It is independent of 
the number of tracks. 
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Just for summary it is worth to repeat the essence of the algorithm: 

a) MAPPING different MWPC's in the same processor; 
b) SHIFTING instead of CALCULATIONS. 

3.3.2 MASTER-POINT algorithm 
Here we should like to demonstrate the elegant efficacity of the iconic methods on an 

other aspect of track reconstruction. In an ideal world one could use unlimited number 
of M'VVPC planes in order to get maximal resolution. In practice, one should make a 
compromise, arranging the limited number of planes (allowed by the budget) in so called 
"si per layer structure 7 ' , containing a number of "stations" with closely packed subset of 
chambers (Fig. 18.). The pattern recognition strategies relies on the fact that inside a 
given station the change of the coordinate value is rather limited and the track pieces 
are so linear that the hits belonging to a given particle are clustering around a central 
coordinate value. Thus one can replace them bv a single point the so called MASTER-
POINT. 

STATION #1 #2 #3 #4 

Fig. IS. Super layer structure 

The other advantage of the MASTER-POINT idea that it can help to cure the un
avoidable detector deficiencies like 

a) inefficiency which is the probability that there is no hit registered despite the 
passage of the particle; 
b) multiple hits can occur in the neighbouring wires despite the fact that only one 
particle was passing by: 

c) noise is generated at some level in any system, that is one gets hit without 
particle. 

,(e(2-e)f 
4 N D } - ^ -±— MASTER POINT 

0 99" 5 0.995 

0.99 0.9S 
0.9b 0.9216 

Fig. 19. Iconic average logics 
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For sake of definiteness we assume that each super laver consists of 4 MWPC planes. In 
th.s system the MASTER-POINTS are produced by the ICONIC AVERAGE logics shown 
in Fig. 19. The inefficiencies are taken into account by smeared "OR"-ing layers ( # 1 . # 2 ) 
and ( # 3 , # 4 ) , respectively. The "AND"-ing of these smeared coordinates recenter the 
cluster and after clipping the edges the cluster is reduced to a single hit in most of the 
reasonable cases. This process is shown in Fig. 20. for tracks with positive inclination. 
In case of negative inclination the smearing shifts are executed in opposite order. 

Assuming hit detection efficiency tx per plane, the MASTER-POINT detection effi
ciency will be: 

t M ASTER - [ex + 2ex(l - ex))2 

For ex = 0.9 (0.95) one gets eMASTER = 0.98 (0.95) . Due to the fact that valid 
TRACK-CODE requires all the 4 MASTER-POINTS, the total track-finding efficiency-
will be 

(•TRACK = ^MASTER = 0 .92 (0 .98 ) 

Thus the MASTER-POINTS are defined as "centers of gravity" by shifting (in order to 
taxe into account the eventual x, jumps) and by bit-logics operations completely parallelly. 
The execution is independent of the number of wires per plane and the number of particles 
traversing the super layer. 

3.^.3 Hough-transformation 
Though the Hough-transformation was not invented for associative parallel processors 

it ;an have very interesting realizations on this architecture. The essence of the method: 
th ; track reconstruction is transformed to peak finding, that is one should apply in the 
final search a clustering algorithm instead of a tracking one. 

A line (or in more general, a curve) in Cartesian coordinates is represented by a single 
point in the so called "parameter space". If the points (xt.y1) belong to the line which 
passes at a shortest distance d from the origin of the coordinate system and which has a 
normal with an angle 9 relative to the positive x-axis then the value of the expression 

x, * cos(0) + y. * sin(0) 

is ndependent of i and always gives d l Fig. 21.). For the opposite case when (x,y) point 
is not on this line the value will be different. Thus calculating for each ""black-pixel" 
in the image for different 6X. 62 #/.-, ••• values the corresponding d\. d2- ••, <4, ... 
and filling a 2-dimensional (d,0) histogram, the lines from the original image will stick 
out as peaks on this "lego-plot". The problem of LINE-SEARCH in the (x.y) plane 
is transformed to PEAK-SEARCH on the (d.0) Hough-transform plane. This form of 
Hough-transform is ideal for symbolic treatment in sequential machines or for data driven 
pipelining processors. 

Fig. 21. Hough-transform parameters 
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For the iconic approach, however, one should rephrase it in order to avoid the lengthy 
floating point calculations and reach a form which conserves the topological relations 
between the pixels. 

To each (d. 9) bin of the Hough-transform corresponds a corridor on the original image. 
Fi dng 9 but running d one gets parallel shifted copies of the starting corridor. Calculating 
th s "9 — column1' of the Hough-transform is equivalent to counting the number of "black-
pixels" in each of these corridors. In the proposed ASP algorithm the trick is that one is 
able to define this corridors in a natural way on the original image itself. 

The Single Angle Hough-transform ( S A H ) procedure is based on the idea of A. 
Kiikelis. In the '"iconic" representation of the 2-dimensional image each PIXEL has its 
own COMPUTER. Comparing to the previous more "economic" mapping in the MWPC 
ca;e, this is a rather "luxury" way of image data storage, but it pays off in performance. 
In case of 16k processors one can load into it 5 = 800 lines of a slice with n = 20 
pi::el width ( or a square patch of 128 * 128). It should be remembered that ASP is a 
STRING, thus pixel neighbours inside a given line are also neighbours in the ASP but 
t h ; column-neighbour of pixel [A" = n: } ' = k] is the pixel [X = 1; Y = k + 1]. 

For each "black-pixel" bit^tl is set to 1 in the associative memory. Counting the 
number of "black-pixels" inside a given 9 corridor with intercept parameter bt is reduced 
to a series of shift and add operations in the following way. One selects a "counter 
processor" in each corridor which is the last processor on the string belonging to corridor 
i. This Cz counters are preflagged before execution and bits 17,18,19 are cleared. Then 
one repeats the following cycle till the very first corridor point reaches the position where 
originally the content of the last corridor pixel was. which contains counter Cf. 

a) If b i t # l is set in the preflagged counter processor: C\ = C; + 1; 
b) Shift one-by-one steps to right of all b i t # l until the next point in the corridor 
reaches the original position of the last (the so called "storage-cell") point in the 
corridor. The number of these steps depends only on 9 and it is a priori known in 
the ASP controller. 

B} this way one fills in the (b. 9) plot for the whole column simultaneously as it shown 
in Fig. 22. In this sense one can regard the SAH algorithm as "parallelism of the first 
power". 

Using the associative character of ASP one can create "parallelism of the second 
power", too. Exactly this is done by the All Angle Simultaneous Hough-transform ( A A 
S 3 ) algorithm. "All angle" means that one requires only 2 passes: the first for tracks 
between angles —45 = and +45 " (y-slice scan) and the second for tracks between +45 ° and 
+ " 35 ° (x-slice scan). The number of 9, values is determined by the number of columns, n 
in the processed patch, because it is not worth to have different corridors for tracks which 
ar<: starting from the same point of the first column and whose separation is less than 1 
pixel in the last column. 
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Restricting the angular resolution to this self defining limit the number of necessary 
"s' orage cells" is twice as many as the number of pixels per patch, thus assigning two 
co inters to each processor corresponding to positive and negative 9 corridors, respectively 
one gets an ideal match between the size of the (d,6) "lego-plot" and the iconic image 
size. In case of the CERX XA35 experiment on the streamer chamber pictures the choice 
of n = 20 gives about 2.3 " resolution. Fig. 23 shows four such consecutive slices creating 
a ; uper-slice which improves the angular resolution proportionally [6]. The tracks which 
are reconstructed as peaks form the Hough-transform matrix are superimposed. It is 
remarkable how well this procedure works in this very dense picture fragment. 

Fig. 23. All angle Hough-transform 

The A ASH routine is both efficient and very fast. The processing speed for a slice of 
size s * n is independent of s. and the whole calculation requires only n * n right-shifts 
and twice as many additions of log2(n) bits. In ASP the setting s = 800 and n = 20 
requires N$uce = 4400 computational steps per slice, which corresponds to a processing 
t i n e Tsnce = 440^s assuming 100 ns cycle time. For the whole 3 Megapixel image it would 
ta œ 180 millisecond. As the Hough-transform is done independently for single slices a 
"parallelism of the third power" is also possible. If the length of the processor string is 
laige enough to load all slices at the same time, then the simultaneous slice processing 
co ild bring down the processing time required for the whole image to the level of Tsnce. 
01 course, this t ime takes only into account the table filling of the Hough-transform. The 
peak finding algorithm requires comparable time slot additionally. 
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3.1 Track-length m e t h o d 
When the particle is passing through any material then it is losing energy. If the 

m.iterial is dense and/or long enough then it will stop. This range is rather well defined 
and the track-length is well correlated with the original energy. Relying on the track-
length measurement a tracking device can behave like an energy measuring calorimeter. 
Thus one can perform tracking and calorimetry simultaneously. In order to avoid to go 
too deeply in technical details it is worth to formulate this problem in a more common-day 
scenario. 

Let us assume there are twTo lakes A and B. connected to each other by a channel. 
The channel is crossed by a bridge where the anglers are sitting. In summer all the fishes 
are living in lake A in complete harmony, but in autumn they migrate to lake B. During 
th.s migration it is necessary to make a selection according to the fish length because in 
lake B the big fishes eat the small ones ( and any way the big fishes have the ideal size 
foi human consumption). Net is not good, because the fishes are differing only in length 
but not in lateral size. Anglers on the bridge should catch only fishes which are longer 
than a minimal size independent ly of the swimming direction . In case of human 
ac ors using the automatic pattern recognition built-in the eye this seems to be a minimal 
requirement, but it is not so trivial if one tries to realize it in a fast on-line system. 

Fig. 24. ICARUS detector 

In the analog particle physics experiment ( ICARUS ) the water corresponds to liquid 
Argon and the fishes are electron tracks generated by solar neutrino collisions (Fig. 24.), 
wl.ich are drifting toward the detector plane representing the bridge with the anglers. 
Tf ese electrons should have some minimal energy in order to be able to distinguish them 
from the background noise caused mainly by 42Ar radioactive 3~ decays of smaller energy. 

In the planned detector the number of sense wires will be about 20 000 with 2 m m 
pitch. The signal will be read out every 1 /is (million times per second). This produces 
2 >• 10 1 0 bit/sec information (20 Gigabit/sec!!) . Of course, in most of the cases it is 
empty, but one needs a fast on-line processor which is able to decide promptly when there 
is something interesting. 

The aim of the proposed algorithm is to provide in every fis a decision on that whether 
between the present moment and 10 fis before was there a track which is at least 10 pixels 
long. That is a sliding 10 fis test is performed in every microsecond. 

In this case the "'iconic" representation is understood only in '"allegoric" sense, because 
th ; processors will contain at a given moment only one time slice of the image drifting 
through the detector, as it shown in Fig. 25. where the horizontal axis corresponds to 
t h ; usual processor string, but the vertical axis is the time axis, denoting the image lines 
reaching the sensors 1.2 n.... microsec later. 
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25. Horizontal and vertical tracking 

The essence of the algorithm that it makes a tricky "convolution'' by mixing the 
previous state of the processor string and the new incoming image line. The basic flow
chart is shown in Fig. 26. It looks very simple because all the complications are hidden 
in the fact that this is parallelly executed by 20 000 processors simultaneously. 

START 

YES 

RESET: COUNTER=0 

INCREMENT: COUNTER* 1 

KILL THE LEFTMOST APE 

Fig. 26. 

In every microsec there is a LOAD-ing which means that the image-bit in the memory 
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is set to 1 if it was 0. but the incoming 0 doesn't clears the bit if it was set to 1 previously. 
Fi|;. 25 shows two typical tracks: the first is almost parallel to the sensor plane and most 
hits are arriving within a short time range: the second track is almost vertical therefore 
the hits are arriving one by one during 10 microsec. The real counting in preflagged 
processors is performed only for the leftmost hit in the loaded string. Only the counted 
hit is set to zero leaving alive the "old" uncounted pixels, thus storing the information 
from horizontal tracks for later counting. 

Segmentation of 16 processor length is introduced along the string thus only the counts 
from a small neighbourhood are taken into account. By '"double" counting the algorithm 
is working equally well for tracks crossing the segment boundary. 

This storing, erasing and segmentation tactics assures that the track-length calculation 
is :iot sensitive for the track direction. In case of a physically well applicable algorithm 
om: should provide some robustness against detector deficiencies. The above algorithm 
can tolerate "fat" tracks and it can survive small inefficiency gap. It is not. however, a 
reel tracking algorithm because no check of smooth continuity is made. One can invent a 
number of very artificial pixel distributions which would pass the test requested by this 
routine, but these are so artificial that doesn't have practical significance. 

3.5 Cel lular automata 
Though it is only indirectly related to tracking and HEP, it is worth to mention how 

good can be the ASP machine for cellular automata applications. 
The cellular automata (CA) are automata networks, invented by J. Neumann to model 

discrete dynamical systems. They can describe the complex, collective behaviour and time 
evolution of systems of many degrees of freedom in physics, chemistry, biology or computer 
science. Unlike ordinary differential equation description they can encounter "strange" 
seh-organizing systems. The CA. as shown by Wolfram, can be classified according to 
their evolution to: 

class 1. simple homogeneous state: 
class 2. periodic state: 

class 3. chaotic state: 

class 4. towards states with complex localized or propagating structures. 
The fine grain of parallelism, neighbour connectivity and the simple logical manip

ule tion capability of ASP makes it an ideal area for cellular automata simulation. By 
assigning one processor/cell, maximal parallelization can be achieved for a CA with syn-
chionous rule. 

To demonstrate this we programmed two recently investigated 1-dimensional CA 
named Rule-18 and Rule-54. These are two-valued, range-one deterministic automata, 
s t r l showing complex collective behaviour. They belong to class 3. 

R U L E - 1 8 : 

/ 1 8 = l ? / ( x 1 . x 2 . X 3 ) = (l .O.O)or(O. 0. 1): 0 otherwise 

R U L E - 5 4 : 

/ 5 4 = lif(xux2.x3) = ( i . 0 . 0 ) , ( 0 . 0 . 1 ) . ( 0 . 1 . 0 ) o r ( l , 0 . 1 ) ; 0 otherwise 

W îere x2 is the updated processor and xi. x3 are the left and right neighbours, respec
tively. For the Rule-18 defects of the pattern show deterministic diffusion behaviour while 
in Rule-54 different particle-like structures appear, possessing complex interactions, as it 
is shown in Fig. 27. 
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Fig. 27. 

Using special parallel random generators in ASP one can study probabilistic CA too, 
where the value is set only by probability P. It is easy to show that below about P = 0.8 
the chaotic behaviour of Rule-18 disappears and the pattern dies out. 

4. T H E A S T R A M A C H I N E 
Four ASTRA machines were produced within the CERN-MPPC project lead by F. 

Rchrbach in Brunei, in Saclay. in Orsay and in OERN. These machines are development 
systems therefore they look a bit more complicated than it is really required. 

4.1 Hardware installation 
The present systems are running with 2 ASPA cards providing 4096 processor chains. 

Fig. 28 shows the logic scheme of the machine. By adding more ASPA processor cards 
ori'ï can extend the system up to 16k processors. 

The SUN workstation (used as human interface to the machine) which is called the 
Hi.rh-Level ASP Controller (HAC) drives the FIC (a commercial 68030 VME CPU board) 
called the Intermediate-Level ASP Controller (IAC). The ASP machine itself is composed 
of >ne Low-Level ASP Controller (LAC) card and a maximum of eight ASP Array (ASPA) 
boirds. On the LAC board the microcode memory stores the command sequence to 
be executed by the ASP string. The ASPA cards comprise four ASP channels with 
eight VASP-64 chips per channel, each chip contains 64 Associative Processing Elements 
(APEs). 

The backbone of the ASP machine is a proprietary bus. the ASP Global bus (AGbus). 
T i e communication between the LAC and the ASP array is done by this AGbus on the 
P3 connector of the extended VME card. 

The scalar data are transmitted on 32 lines in the form of a 32-bit binary word or 
in ternary mode in case of bytes or bits. The activity bits use 12 lines and are always 
transmitted in ternary mode. 

The instructions from the LAC are transferred over AGbus in a compressed form (20 
bits). They are expanded inside the ASP boards. The AGbus also carries synchronization 
signals and status (e.g. match). Four daisy-chains are used between boards in the AGbus 
ba:kplane to implement the inter-APE network. 
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Fig. 28. 

4.2 Assoc iat ive Process ing Element (AP E) 
The basic building block of the system, the associative processing element (APE) is 

shjwn in Fig. 29. which one can call also as '"intelligent memory cell" at the same time 
emphasizing its simplicity and expressing the intermediate evolutionary step toward real 
intelligence in a bit similar way as the monkeys are regarded somewhere between human 
and animal worlds. 
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Fig. 29. 

The associative memory part comprises the Data Register (64 bits) and Activity bits 
as 3 independent bit-registers. Both the Data and Activity bits can be content addressed 
by help of the COMPARATOR through the overall Data and Activity buses. The Data 
Register can be loaded from the Data bus. but Activity bits can be set only by internal 
APE operations. The state of APE is determined by four flags: 

Activation flag (don't mix with activity bits); 
Carry flag (stores the overflow in single-bit addition); 

Match flag (Tagging register#l = Trl) : 

Destination flag (Tagging regis ter # 2 = Tr2). 
As a result of "associative (tagging) operations" when subset selection is performed a 
un versai MATCH-REPLY is worked out which represents the OR of all the M-flags 
alcng the string. 

The inter-APE communication network is able to transmit 1-bit information to left or 
rigtit directions changing the setting of M.D and A flags. 

By software setting (i.e. by a single instruction) it is possible to redefine in any moment 
the segment length. This provides a very flexible facility for programming because e.g. in 
on-? moment of the program it can be regarded as a SINGLE STRING with 4096 APEs 
a n i in the other moment as more than 500 INDEPENDENT 8-processors STRINGs. 

4..'J Basic programming cycle 
The big invention in ASP programming is that the operations are generally not exe-

cu;ed by the subset of those APEs which provided the positive MATCH-REPLY, though 
this case is not excluded either. One should imagine what a powerful variable tool is 
created by separating the matching s tep from the act ivation s tep . This is the rea
son why are separate M.D tagging flags and the A activation flag. The large variety of 
ACTIVATION MODES is illustrated in Fig. 30 by some examples. 

All ACTIVATION MODE enumerations except a and am can be grouped into pairs. 
Each enumeration in a pair has the same functionality but acts in opposite directions. All 
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those enumerations that can be grouped can contain either the letter "1" or the letter "r", 
coiresponding to the leftward and rightward directions in which they act. The following 
is u list of the enumerations and their corresponding functionality: 

a activate all APEs t a g g e d in Trl 
a m activate all APEs no t t a g g e d in Trl 

a n l , a n r activate the n e i g h b o u r s in the specified direction to those APEs tagged 
in Trl 

afl,afr activate the first APE tagged in Trl from the specified direction 

al l ,a i r for every APE tagged in Trl. activate the subsequen t APE in the specified 
direction which is tagged in Tr'2 (selective alternate tagging for Tr2 used for e.g. n 
term summing in log2(n) steps) 

ae l , ae r activate eve ry APE in the specified direction to those tagged in Trl 

aelf ,aerf activate eve ry APE in the specified direction to those tagged in Trl 
i nc lud ing those tagged in Trl 

as l ,asr activate all s u b s t r i n g s of APEs in the specified direction up to the subse
quent processing element tagged in Tr'2 

aslf,asrf activate all s u b s t r i n g s of APEs in the specified direction and inc lud ing 
those tagged in Trl up to the subsequent processing element tagged in Tr2 

all tagged 

TAG COIK*IH3{IHIHpM^ 
. . . . all not tagged 

ACTIVATE-{Â}{Â]-[Â}04ÂHÂ^^ 

MY 
right neighbours 

-4DÉHIHIH3000QODaOOa{> 

HDDQDëHiHiHiHiH^HiH^KXXK}-ACTIVATE' 

TAG H30C3€H3{30€HiH3CHIrCrCHMH> 
^ ^ ^ ^ ^ ^ | first right 

ACT,VATEHIHI IOIX30QC300CXXIHIH±HI1 -
Fig. 30. 

The use of two types of tagging flags ( M = Trl. D = Tr'2 ) indicates that even the 
tagging procedure is not as simple as it looks for the first glance. One has the possibility 
tc choose between three TAGMODES: 
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a) In t r i mode all APEs with successful match will be tagged in Tr l : 
b) In t r l2 mode all matching APEs will be tagged in Trl A N D Tr2; 

c) In trAlt mode the matching APEs will be tagged a l ternatively starting by Tr2. 
In summary the basic programming cycle in ASP consists of the following steps: tag-

girg, activation and execution. Of course, this is only the standard procedure, in real 
applications there are more variants which are not discussed here because they are inter
ested only for the specialists. 

4.4 Operat ion types 
Due to the fact that the data are stored in a number of different positions one can 

perform a large variety of operations in various scenarios. Here we mention some of them 
on y for illustration. 

As it was mentioned above there is a very convenient data structure the "serial field"' 
grouping together any number of subsequent data bits inside the Data Register of each 
APE. This entity corresponds to the commonly used "integer" data type in other program
ming languages with the dynamical length and position definition which can be redefined 
in any moment. At a given time three disjunct serial fields (sfl,sf2,sf3) can exist si
multaneously their partial or complete redefinition is done without real loss of computing 
t i n e because one needs to set only some pointers in the LAC. 

One basic type is the scalar-vector operation when each selected A P E has its own 
source information in one of its serial fields which is modified by a common number 
broadcasted on the Data bus (Fig. 31.a). 
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Fig. 31. 

The other basic type is the vector-vector operation, when in each APE one can 
calculate from two source fields according to some rule (add, multiply, logical AND etc.) 
a ;hird one wdiich is put into the destination field (Fig. 31.b). It can happen that only one 
scurce is required like in case of copv (Fig. 31.c). It is also possible that one is interested 
oily in a single-bit MATCH-REPLY ( e.g. mark the case when sfl = s / 2 (Fig. 31.d); 
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rmrrk APEs which have greater number in sfl than the one sent by the Data bus (Fig. 
31 f); mark the APE with maximum (Fig. 31.e). 

4.5 P r o g r a m m i n g environment 
The target machine, as described in the previous sections, consists of several hardware 

modules. An ASTRA application requests the programmer to support a software main 
module for each hardware level of the machine: he/she has to write the H AC. IAC and 
LAC modules defining the interfaces between each module. A number of facilities are 
available in order to write this kind of three-level application. 

The main idea is to program each layer using services provided by the lower layer. 
That is. the HAC part will use the IAC procedures in remote to drive execution on 
the IAC. and the IAC part will use the LAC procedures in remote to drive execution 
on the LAC. The system so defined uses a Cross Procedure Call (or Remote Procedure 
Call) mechanism for control and data communication between each hardware level. The 
procedures defined in one module and called in one module of a different level are called 
cross-exported procedures. The way the cross procedure calls is completely transparent 
to the application programmer. 

The language used for writing an ASTRA application is Modula-2 with some restric
t s n for each level. Since the target machine consists of three different hardware modules, 
three different commercial compilers are used to generate the corresponding target exe
cutable code. The three compilers are: 

gpm: Garden Points Modula-2 for Sun SPARCstation architecture: 
ace: The ACE Cross Modula-2 Compiler for MOTOROLA 68030 architecture; 

lame: The ASPEX Microsystem Ltd. Cross Compiler for Low-Level ASP Con
troller. 

In order to simplify the task of the programmer, a multi-level compiler generator is 
provided. The programmer has to write the definition and implementation modules for 
ea>:h level. Those modules will be compiled using a program called : , aspc" which drives the 
execution of the right compiler according to the target level that the module represents. 
Furthermore, the "aspc" compiler will generate the necessary code for implementing the 
cross-exported "procedures. 

The compiled modules are linked to form a single application program ready to be 
executed on the three-level hardware components of the machine. The linker program is 
ca led "aspl" which links the modules taking into account the three different hardware 
targets. 

Before the execution of the user code, the system checks the status of the ASTRA 
machine. In particular, it initializes the different hardware components and down-loads 
th ; necessary codes to the IAC1 and LAC levels. 

5. P E R S P E C T I V E S 
Associative processing involves a particularly flexible and naturally parallel form of 

iconic representation and manipulation of structured data (viz. sets, arrays, tables, trees 
and graphs) processing with potential benefits in simplicity of expression, storage capacity, 
and speed of execution over a wide range of non-numerical and numerical information 
processing applications. 

The potential offered by the ASP architecture stems from the recognition that dynam
ically reconfigurable heterogeneous low-MIMD/high-SIMD architectures could offer the 
mjst cost effective solution for second-generation massively parallel computers (MCPs). 

Ideally, each processing node of such a heterogeneous MPC would comprise a medium-
grain microprocessor which would be tightly coupled to a fine-grain SIMD processor. Each 
ne de could execute a different task, thereby achieving the maximum MIMD processing 
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power. However, in operation, virtual nodes comprising dynamically reconfigurable clus
ters of physical nodes (each executing the same task) would be formed to match the 
natural parallelism of the application. 
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Fig. 32. 

A simplified schematic of a dynamically reconfigurable low-MIMD/high-SIMD second-
generation MPC that could be attached to an appropriate data source (via data interface 
D.) and a host computer (via control interface CI) is shown in Fig. 32. In operation, 
the global controller Cg could configure this heterogeneous MPC, either as purely SIMD 
midl ine or as many low-MIMD/high-SIMD variants, by allocating local controllers Ci, 
to the same or different tasks. Communication between the SIMD processors could be 
achieved via the shared memorv AL. 

5.1 A S P modular s y s t e m s 
According to application requirement, an appropriate combination of ASP modules 

would be attached to the control bus and the Data Communication Network as indicated 
in Fig. 33. This could be constructed so as to implement any general purpose network 
topology (e.g. cross-bar. mesh/torus or binary n-cube) or application specific topology ( 

shuffle, exchange or butterfly) to enable data transfer between pairs of selected ASP e. 
modules. 

On 
M/C 
module 

Data Communications Network 

ASP 
module 

ASP 
module 

ASP 
module 

ASP 
module 

Fig. 33. 

The ASP module offering the highest performance parallel processing power with 
largest data input-output bandwidth corresponds to the configuration indicated in Fig. 
34. This has a single CI and multiple Dis. 
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The basic structure of the architecture, the ASP substring is a programmable, homo-
geieous and fault-tolerant fine-grain SIMD machine incorporating a string of identical 
associative processing elements (APEs), a reconfigurable inter-processor network and a 
Vector Data Buffer (VDB) for overlapped data input-output, as indicated in Fig. 35. 
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Fig. 35. 

The network supports simple modular extension via the Link Left (LKL) and the Link 
Right (LKR) ports enabling the user to simply extend the string length. The network 
supports circuit-switched asynchronous communication, as well as more conventional syn
chronous bidirectional multibit communication. At an abstract level, a circularly-linked 
ASP substring can be considered as a hierarchical chordal-ring with the chords bypassing 
APE blocks (and groups of APE blocks), thereby accelerating inter-APE communications 
signals. 

The upper levels of the input-output hierarchy consist of paging information between 
external global memory (Mg) store and the local memories (Mi) as indicated in Fig. 32. 
Ai the lowest level of the data buffering hierarchy, the Vector Data Buffer (Fig. 35.) 
supports a dual-port exchange of vector data with the APE data registers (primary data 
exchange PDX) and with the local memories (A//)(secondary data exchange SDX). 

The bit-serial (APE-parallel) PDX is a very high bandwidth exchange. The lower 
be.nd-width bit-parallel (APE-sequential) SDX provides a slower data exchange between 
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the VDB and the M/. but may be fully overlapped with parallel processing and so does 
no: necessarily present a sequential overhead. 

The ASP concept has been specifically developed to exploit the opportunities presented 
by the latest advances in the VLSI-to-WSI technological trend, high-density system as
sembly techniques and state-of-the-art packaging technologies. 

5.2 VLSI development program 
The key processing component of an ASP is the ASP substring, shown in Fig. 35. 

W i e n implemented as a VLSI memory structure, this results in a very dense and regular 
implementation. Following extensive research prototyping, a commercial 64-APE VLSI 
ASP chip has been developed by Aspex Microsystems for fabrication ( 2/zm CMOS with 
2-layer metal) by ES2 (France). Incorporating 64-bit data registers and 6 activity bits, 
the device is the first example of a family of devices intended to benefit from rapid scaling 
do.vn to near Ifim feature sizes. 

Current development systems support 16k APEs with a single controller, but facility 
foi simple expansion is readily available in keeping with the overall ASP strategy. Indeed, 
ongoing research into hybrid technologies points towards multiple ASP devices (either 
the current generation or next generation 256-APE chips) integrated on a single silicon 
or ceramic substrate, thereby increasing the single-board substring to at least 16k APEs. 
Performance values for 16k/64k APE boards, which can be envisaged as coprocessor 
boards in standard workstations, are indicated in Table 3. 

Fixed-point arithmetic 8-bit [Giga-OPS] 12-bit [Giga-OPS] 16-bit [Giga-OPS] 
Add/Subtract 36/150 27/110 21/84 

S-V Multiply 4.9/20 2.4/9.6 1.5/5.9 

V-V Multiply 2.7/11 1.3/5.2 0.8/3.1 

Floating-point arithmetic (32-bit IEEE) 

Add/Subtract 0.22/0.90-4.5/18 [Gtga-OPS] 

S-V Multiply 0.86/3.5 [Giga-OPS] 

V-V Multiply 0.24/0.97 [Giga-OPS] 

Table 3. Performance Values for 16K/64K boards at clock rate = 80 MHz 

5.i{ W S I associative string processor 
The WSI Associative string processor (WASP) represents a challenging and innovative 

method of implementing ASP modules by realizing ASP substring on a single undiced 
quadrant of a silicon wafer. 

As indicated in Fig. 36.. a WASP device is composed from three different modules 
implementing Data Routers (DRs). ASP substrings, and Control Routers (CRs). The DR 
and CR blocks incorporate routing to connect ASP substrings rows to a common DI and 
common CI, respectively. 
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Each of the DR, ASP substring, and CR blocks integrates a defect/fault tolerant 
design; such that APE blocks within the ASP substring blocks, and entire ASP substring 
rows ( and, hence, entire WASP devices) can be bypassed. In practice, WASP device form 
factors depend on the packaging standard adopted. Of these standards a light-weight 
SEM-E compatible module is assumed for the following projections. The SEM-E modules 
arc based on a 6.4 in * 5.88 in thermal conduction plate with a substrate, supporting micro
electronic circuitry, attached to each side. Overall thickness of the package enclosure is 
OX in. One such substrate supports four WASP devices, where a fully developed target 
WASP device can comprise a 15360 APEs array in a 6 cm * 6 cm chip. Allowing for the 
expected loss of processing elements through defects, a SEM-E compatible package can 
therefore support a 65536-APE WSI ASP module with eight (32-bit) data channels. In a 
longer term, 3D-WASP architectures can provide even more attractive performance (see 
Fi. ?. 37.). 

6. C O N C L U S I O N S 
I hope that the talk and demonstration was convincing enough to prove that the ASP 

pr nciple and the ASTRA machine works. 
This machine is well adapted for bit (and integer number) manipulating ICONIC 

algorithms which can be very effectively applied in a number of high energy physics 
experiments. 

The other advantage of this architecture that it could provide "unlimitediy" high I /O 
bend-width, wThich could be also very attractive for high luminosity HEP experiments, 
b i t this "straight-forward" possibility was not yet realized in existing systems. 
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There has been developed ver}' efficient software tools, but more progress is required 
both on the system - and the application software level. 

In summary, on can say that ASP is not the best universal computer, but for a large 
clc.ss of the problems it can provide probably the most optimal solution. In order to fulfill 
th'îse promises one need cheap commercial components, modules and standard coprocessor 
ca'ds, which makes them easily available in case of eventual occurrence of demand. 

In these sense Zanella's final words from his "92 talk seems to be still valid: 

Massively "Parallel Computing is the technology of the future and always will be.... 
The future is getting closer " 

As a personal remark I should like to add: 

There should be something in the idea of massive parallelism and associativity 
because there exists at least one rather successful realization along these design 
principles: the human brain. 

Data Router 

DRHDI 
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Controller HDI 

Controller(s) 

Fig. 31 
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Abstract 

This paper was used in a series of two lectures given at the CERN School of Computing at 
Sopron, Hungary in September 1994. It deals with the basic definitions and roots of RISC and 
CISC machines, problems of the superscaler and pipeline design approaches especially branch 
techniques. The paper discusses the requirements and problems associated with cache memories, 
software support and performance evaluation. Examples of current commercial RISC 
architectures are also given. 

1. Definitions and roots 
The RISC = Reduced Instruction Set Computer is a recent trend in computer design. The 

RISC is a design philosophy that attempts to simplify the design of processors by implementing 
a relatively small number of instructions. These instructions are designed to execute in a few 
machine cycles. Usually the execution logic for instructions is hardwired rather than 
microcoded. To simplify the decoding logic for instructions, fixedlenght and fixed format 
instructions are used. It uses high-speed on-chip registers (in typical design 32 or more) and 
allows only load and store instructions to access main memory (or more likely, cache memory). 
All other operations work on data held in registers. This allows more data to be held on-chip for 
longer and assists the compiler with allocating registers to variable. RISC processors also assist 
to compiler in holding data values by operating a policy of putting the results of arithmetic 
operations on values in two registers into a third. RISC architectures depend crucially on 
optimizing compilers [12] to produce efficient software. 

An opposite of a RISC is a CISC = Complex Instruction Set Computer. A typical 
"classical" example of CISCs is the Digital VAX 11/780 computer [1]. It is a rather complex 
system with all the main features of a CISC. For convenience, the architecture can be devided 
into two major areas, i.e. application programmer (or user) and system programmer aspects. 
The most important attributes of the VAX family as parts of the user architecture are: large 
number of instructions, very many and complex addressing modes including immediate, 
register, register deferred, autoincrement, autodecrement, autoincrement deferred, absolute, 
displacement, displacement deferred, indexed. The VAX has an uncountable number of 
instruction formats. It supports a considerable number of data types including five integer and 
four floating point types, packed decimal, numeric and character strings, variable-length bit 
field, queue. An operand specifier many be as short as one byte and as long as ten bytes. There 
may be 0,1 and up to six operand specifiers. As parts of the system programmer architecture the 
VAX system have many features which support or directly implement High Level Language 
(ELL) or Operating System (OS) functions or primitives such as procedure management, array 
operations and index testing, information typing and protection, memory management, etc. By 
privileged instructions it supports virtual addressing implementing a so called process and a 
system space. It has sophisticated exception and interrupt handling methods and direct support 
for process control. The VAX instruction set includes machine language instructions which are 
either identical or very similar to some HLL instructions. 

There is considerable debate about the relative merits of RISC vs. CISC. Many RISC 
design features are already incorporated into up-to-date CISC processors such as the Intel 
Pentium microprocessor architecture [2]. 
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There are technologies to enhance (both RISC and CISC) processor performance: 
- Pipelining which is a technique that allows a processor to execute one instruction per 

cycle even though it may take longer than one cycle for any 
individual instruction to complete. The pipeline breaks an instruction into part called stages 
which require one clock cycle (or less) to complete. 

- Superpipelining which is a technique in which instructions are sent in rapid succession 
through the pipeline. The processor starts handling the next instruction before the previous 
instruction is fully executed. 

- Superscalar organization which enables the processor to execute more than one 
instruction at the same time in parallel using parallel functional units. 

It is used to say that there is no new thing under the sun. The main ideas of CISC i.e. 
supporting/implementing high level primites on the level of the traditional architecture 
(microcode) is originated from the technique of vertical migration. RISC instruction set structure 
is a "reincarnation" of the vertical microinstructions (Similarly horizontal microinstruction 
principle is also "reincarnated" as VLIW = Very Long Instruction Word computer). Basic ideas 
of techniques as pipeling, superpipeling and superscaler organization have been derived from 
parallel and super computers [3]. 

2. Instruction execution pipelines 

A typical CISC integer pipeline [2] has the following stages: 
- Prefetch (The CPU prefetchs code from the instruction cache) 
- First decode (The CPU decoders the instruction to generate a control word) 
- Second decode (The CPU decodes the control words for use in the execute 

stage and generates addresses for data references) 
- Execute (The CPU either accesses the data cache or calculates results in the ALU) 
- Write back (The CPU updates registers and flags with instruction results. All 

exceptions must be resolved before) 
The superscalar organization enables two instructions to execute parallel in two 

independent integer ALU using two independent pipelines. 
The floating-point pipeline [2] consists of eight stages (the first two stages are processed 

by the integer-common pipeline resources): 
- Prefetch 
- First decode 
- Second decode 
- Operand fetch 
- First execute 
- Second execute 
- Write float 
- Error reporting 
This pipeline allows single cycle throughput for floating point add, subtract, multiply 

and compare. 
Pipeline hazards interrupt smooth pipeline flow, causing stalls, slips or exceptions. In 

stall cycles, the pipeline does not advances. For slips (e.g. load interlocks [14]) only a subset of 
the stages advances. When the slip condition is resolved, the instructions in the pipeline resume 
from whatever stage they are in. For exceptions, the processor suspends the normal sequence of 
instruction execution and transfers control to an exception handler. 

3. Problems of multiple-execution unit (superscalar) and pipeling 
design approach 

The two different design philosophies used to exploit concurrency are also called as 
spatial parallelism and temporal parallelism (pipelining). To use the concurrency techniques to 
execute a program the dependencies between instructions must be taken into account. It is called 
a hazard that presents an instruction from issuing. There are three kinds of hazards (or 
dependencies): 

- A necessary resource is not available or is busy. It is called structural hazard or 
resource dependency. Structural hazards occur because of pipeline resource or instruction class 
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conflict. A typical pipeline conflict is referring to the same register. It can be omitted by 
multiported register files. Instruction class conflict occur when two instructions requiring the 
same functional unit on the same clock cycle. It can be partly resolved by duplicating the most 
important functional units (e.g. integer ALU [4]) or by the logic in the instruction issue 
algorithm [2]. 

- Instruction issue can also stall because of data hazards or with other words data-
dependency. Given any two instructions the following dependencies may exist between them: 

- RAW: Read After Write 
- WAR: Write After Read 
- WAW: Write After Write 

The WAW and the WAR dependencies can be considered as false ones since they 
in\ olve only a register name conflict. The logic of the instruction sequencer can ensure that the 
source and destination register of the instruction issued in one functional unit pipe differ from 
the destination register of the instruction issued to the other functional unit pipe. This 
arrangement eliminates the RAW and WAW hazards [2]. Register reservation can be handled by 
the scoreboard method. At register-busy state the sequencer automatically interlocks the pipeline 
against incorrect data on hazards [4]. 

- A control dependency (or control hazard) occurs when the result of one instruction 
détermines whether another instruction will be executed (Jump, branch). Handling the branches 
is bo important that we discuss it later separately. 

The different techniques for eliminating or reducing the effect of hazards on the 
peiformance can be divided into: 

- static techniques that are used at compilation time and 
- dynamic (hardware) techniques based on special parts of the architecture used to detect 

and resolve hazards at execution time. 

4. Branch techniques 

To execute a branch, the processor must perform two operations: 
- compute the target address 
- evaluate the condition (except at unconditional branches) to determine whether the 

branch is to be taken. 
Depending on the way the branch condition is evaluated there are architectures: 
- with condition codes 
- without condition codes. 
In the first case the branch condition is stored in a special purpose (condition code) store 

while in the second case it is stored in any general purpose register [5]. In the later case the 
branch instruction itself specifies a certain operation (usually a comparison). This type of 
instruction is called compare-and-branch. 

Branch hazards (caused by RAW dependencies) my produce a substantial reduction in a 
pipelined processor performance. Therefore several mechanisms are used to reduce the "cost" of 
branches [8]. 

At delayed branch the effect of a branch is delayed by n instructions. By this way there 
is no direct dependency between the branch and the next instruction. The number of delay slots 
after branch is determined by the position of the stages that evaluate the condition and compute 
the target address in the pipeline. This slots are filled with NOP instructions or the compiler can 
schedule some useful computation (optimized delayed branches). This technique used e.g. at the 
MIPS [14] processors. 

The fact that the instructions in the delay slots are always executed (regardless of the 
outcome of the branch) restricts compiler scheduling. At an improved scheme called delayed 
branch with squashing, the branch instruction can cancel (nullify) the instructions in the delay 
slots. For example at the SPARC and at the 88100 architectures [4] one bit in the branch 
instruction specifies "always execute" or "cancel if the branch is not taken" delay slots. At the 
Precision Architecture [6] the nullification depends on both the branch outcome and the target 
address. At forward branch it is cancelled if the branch is taken while at backward branch it is 
cancelled if the branch is not taken (The first usually corresponds to an IF-THEN-ELSE 
structure while the second is usually used as a loop closing branch). 

As a complementary to the delayed branch there is a technique called early computation 
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of branches. Another way to advance the target address computation is by mean of a special 
store (branch target buffer) which can be accessed parallel with the fetch of the branch 
instruction. An alternative use of a buffer is to store some first instruction from the taken part. 
This buffer is called branch target instruction memory [4]. 

Another way of anticipating the result of a branch is by predicting it. The technique 
(using static prediction made by the compiler or dynamic one carried out by the architecture 
based on the previous execution of the branch) is called branch prediction. Based on some 
assumption at branch, the processor proceeds to conditionally execute the instruction from the 
taken path or which follows in sequence. 

An alternative that eliminates the need of predict is to execute concurrently both paths 
and when the outcome of the branch condition is available, discard one of them. This technique 
is called multiple prefetch. This implies that some part of the architecture of the processor must 
be duplicated. This technique can be combined with the prediction technique. In this case one 
pa h is only fetched while the other one is executed. Using this technique (always executing the 
instructions that follow in sequence)the branch "cost" is one cycle if not taken and three cycles if 
taken [2]. At the IBM RS/6000 processor [7] the instruction unit detect branches in advance by 
means of prefetching. The compiler tries to separate the compare and branch instructions and is 
ab;e to execute the branch with zero cost regardless of its outcome [9]. 

5. Caches 
Cache memories are major contributions to the performance of the RISC (and CISC) 

processors. The most important cache parameters are the cache size (considering on-chip cache 
memories and at two-level cache technique on-chip and off-chip caches), the block (line) size 
and associativity (degree of associativity or set size). The later determines the mapping from 
main memory to the cache location in frame of the placement policy. The n-way set-associative 
policy is a good compromise between the direct and fully associative mapping [3]. 

If a line in the cache is replaced, information may be lost if the line is modified. 
Therefore the architecture should take care to ensure data coherence between the cache and main 
memory. The two most important policies to solve this problem are the write-through policy 
(where write operations always transmit changes to both the cache and main memory) and the 
copy-back policy (which only transmits a cache line to memory if it has to be replaced in the 
cache). The later policy has two version, i.e. always copy-back and flagged copy back (using a 
"dirty" flag to indicate modification). 

For example the PowerPC 601 processor provides a unified, eight-way set-associative 
cache [10]. Each line holds two 32-byte sectors. Cache indexing and cache tag comparisons use 
the physical (real) address. In general, the cache make use of a copy-back policy but allows 
page- and block-level write-through. To improve the cache bandwidth the processor employs 
several techniques including 8 words wide fetch unit and memory queue, complete real-modify-
write every cycle, to prevent cache arbitration from stalling the execution units operate queues 
for functional units and for storage, etc. 

The 88110 processor has a Harward-style internal architecture [4] i.e. separate and 
independent instruction and data paths. The on-chip instruction cache feeds the instruction unit 
(which dispatches two instructions each clock cycle into an array of ten concurrent execution 
uriits) and the data cache feeds the load/store unit. The write-back data cache follows a four state 
(MESI = Modified, Exclusive, Shared, Invalid) coherence protocol (for multiprocessor 
svstems). The caches are fed by two independent fully associative (40 entry) address TLBs 
(Translation Look-aside Buffers) supporting a demand paged virtual memory environment. A 
second level cache can be implemented at the processor level using a dedicated cache controller. 

6. Current commercial RISC architectures 

The most important current RISC architectures are as follows (Apologies are extended to 
at y company whose name and product has been inadvertently and unintentionally omitted): 
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Trade name Manufacturer Types 

PA-RISC: Hewlett Packard PA 7100 
Precision Architecture 
Alpha AXP 
SPARC: Sun 

Digital Equipment 
Sun 

DECchip 21064 
SPARC, MicroSPARC, 

Microsystem's Scalable 
Processor Architecture 

SuperSPARC 

POWER: IBM RS/6000 
Performance Optimization 
With Enhanced RISC 
Power PC IBM, Apple, Motorola PC 601, PC 603, 

PC 604, PC G20 
Clipper 
MIPS 

88000 

Intergraph Corp. 
Mips Computer 
Systems/Division of 
Silicon Graphics 
Motorola 

C400 
R 4000, R 4400 

88100/200,88110 
TRON Hitachi Gmicro/500 
Transputer INMOS Limited T9000 

7. Software support for RISC processors 

For fast execution on a RISC processor, instructions should be arranged in an order that 
uses the arithmetic units as efficiently as possible. It means that the role of the compiler and the 
operating system in managing the hardware architecture is increased. One of the key issues is 
scheduling [11] i.e. arrange the instructions in an order in which they execute the fastest (with 
minimum delays or hold-offs). It processes the output of the optimizer (code motion, 
communing, strength reduction, etc. are done). 

Optimizing compilers (e.g. [12]) have an important contribution to application 
performance on RISC processors. There are different transformation phases used e.g. loop 
invariant code motion, register promotion, peephole optimization, graph colouring register 
allocation, branch optimization, etc. Loop scheduling can be improved using the software 
pipelining technique [13] by generating codes that overlaps instructions to exploit the available 
instruction-level parallelism. 

Because much of the architecture design of the RISC processors was influenced by the 
system's software architecture the new features of the hardware architecture could be used by 
the kernel of the operating systems realizing an integrated system approach. The details of these 
topics are beyond the scope of this paper. 

8. Computer performance 

Performance is a key criterion in the design, procurement and use of computer systems. 
As such, the goal of computer systems engineers, scientists, analysts and users is to get the 
highest performance for a given cost. 

The key measure is the performance as seen by the user.. The end-user performance 
(with the simplifying assumption of infinite main memory and ignoring the effects of I/O and 
paging) [15]: 

TE = L p * t c y c * C P I 
where: 

Tg is the execute time 
Lp is the path length (The number of machine instructions required to execute a given 

program) 
t C y C is the cycle time (e.g. for the Alpha processor t Cy C = 6.25 ns) 
CPI: Cycles Per Instruction (The average number of cycles required to execute an 

instruction) 
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The three most important techniques for performance evaluation are 
- analytical modelling 
- simulation and 
- measurement 
Computer system performance measurements involve monitoring the system while is 

be:ng subjected to a particular workload. The process of performance comparison for two or 
more systems by measurement is called benchmarking. The workloads used in the 
measurements are called benchmarks. They are well-known benchmarks used for different 
applications as Sieve, Ackermann, Whetstone, Dhrystone etc. There is a new trend to develop 
standard benchmarks for comparing computer systems for various engineering and scientific 
applications including networks, image processing systems and databases. Typical examples for 
standardized set of benchmarks are the different releases of the SPEC benchmarks (SPEC: 
System Performance Evaluation Cooperative is a nonprofit cooporation formed by leading 
computer vendors). 
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Abst rac t 

A parallel program generation model and a corresponding technology is pre
sented. Optimizing compilers are generated from executable specifications. New 
optimization strategies can be included in a consistent manner. Different (parallel, 
functional, imperative) languages can be handled by the same model, generating 
code-generators for different parallel target architectures. An instantiation of the 
model for a broad platform of languages and architectures is demonstrated. 

Introduction 
This paper describes the background of two presentations read at the 1994 CERN School 
of Computing. The objective was to study semantic-based specification techniques, and 
program (compiler and supervisor) generation in parallel and programming language con
text. In this Section the actual flow of presentations is shown in the form of keywords or 
succinct statements: bibliographical references may serve for interested readers. Further 
sections introduce the main principles, in Section 3 practical examples are explained. To 
get into the context: 
Gênerai Heading: [Mey90, Ba93, BuDa93, Wa93]. 
Advanced Reading: [FJLOSW88, AFKW90, ZC90]. 

Problem parallelism. Language-level parallelism (imperative, functional). Program par
allelism. Machine-level parallelism. Reading: [BuDa93, Wa93, FJLOSW88, AFKW90]. 
Basic theories — process models: CSP (Hoare), CCS (Milner). CSP — main character
i s e s . Reading: [Hoa85, M80, BkR92]. 
Which language(s) would you mention as based on CSP? 

Program generation: Semantics — lambda, lattice, attribute grammars, their relations, 
usage, importance. Operational — denotational. Logic bases for parallelism — temporal 
logic. Program transformations. Software and system specification. Executable specifi
cations. Reading: [Mey90, BkR92, JP91]. 

A model incorporating Data and Control parallelism. Narrowing to Supervisors and Com
pilers. Phases. The CoSy model. Languages. Target machines. Reading: [AAS94, C90, 
G*93]. 
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What is needed for a Technology ? (Theory, Practice, Experience, Followers) 

Practical illustration basing on the COMPARE Esprit project. 
Aims — ML, C, Modula-P, Pascal, Fortran90; Machines — RISC, CISC, transputer; 
specification. Reading: [Me90, MTH90, Vol93, AAS94, C90, Ga93, WKD93, DMR90, 
ESL89, GT91, WE93, Et92j. 
Cascade of generators (i.e. Fnc2 - Pagode - codegen). Reading: [JP91, DMR90]. 
Working on intermediate representations (refining both data and control) Reading: [AAS94]. 

Control parallelism: Generated supervisors. Phases substituted by (possibly fix-point) 
engines. Reading: [AAS94, WKD93]. 
How some theoretical problems in underlying models are treated in practice? 
Program parallelization: on intermediate levels (don't believe in source parallelizers). 
Optimization versus Parallelization (problem). 
Outlook: other compiler generation systems; hand-written compilers; LINDA Reading: 
[GHLSW92, PCCTS92, CG89, Sn87]. 
Practicalities : engineering aspects; inter-project communication; maintenance; graph vi
sualization; project management. 

Prospects 
Classical programming languages - are they still important? Alternatives? 
Limits of (program) generation and specification 
Fastest compiled code in the world - (can an assembly programmer beat it?) 
Applications of program generation 
Applications of supervisor (control) generation 

1 Program parallelism, environment 
A novel approach to program and supervisor generation for parallel architectures and 
parallel(izable) programming languages is illustrated. Although the examples come from 
a specific compiler generation system, program generation based on specification methods 
is viable in other domains, too. In addition, the model provides for sophisticated control 
in1 eraction schemes and it cares take of implementing automatically the control specified 
by a suitable, CSP-based [Hoa85] language. 

The model and the corresponding technology can be split into two parts: one being 
the skill how to generate programs (in our case, compilers) from specifications and the 
ot.aer is their consistent use in a parallel context. The second, in fact, is independent 
from the first but in compiler-writing there are complex data types involved so it is a 
good example to study and experiment the model. 

Parallel compiler generation technology is growing to a mature state. The References 
show a dedicated selection of related, extremely rich literature. 

Parallelism is one of the present main computational paradigms. It is more than 
that , as [M80] states. But we restrict its scope to those transformations a program is 
subjected from its original form until executing on a computer. Although the notion of 
the 'compilation' process is well-known, the underlying ideas have changed considerably. 

A programming language semantics may or may not involve explicit parallel constructs: 
in the following, some form of parallelism (explicit or implicit) is considered to be granted 
by the programming language involved. Computer architectures are supposed to provide 
diverse parallel features. Sequential programs can be transformed into parallel equivalents. 

A fairly abstract implementation of compilation-related parallelism is presented. In 
this model, programming languages, computer architectures and the mapping from the 
former to the latter are described by meta-languages. Algorithms transforming programs 
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into parallel ones are represented by proper agents performing the respective transfor
mation non-sequentially. These elements of the model are interfaced in a suitable way 
covering the whole compilation process and making the result of different sorts of paral
lelism co-existing and effective. 

The second part describes an important aspect of the approach: namely, compiler 
generation systems effectively create compiler components. These are used in a flexible, 
parallel setup in real compilers. The viability of the generation principle has been proven 
and has become general practice. 

2 Compiler generation, in parallel 

2.1 Generation, semantics 
YACC/LEX [Joh79] , Gnu [Sn87], the Amsterdam Compiler Kit [K93], the Purdue Toolset 
[POCTS92], and Eli [GHLSW92] represent different levels and approaches in compiler gen
eration. The parallel compilation model makes generation possible for parallel languages 
and architectures. Not only the program is parallelized but its transformation process 
(compilation) as well. 

Language-level parallelism: parallel languages (as Modula-P [Vol93]) are able to ex
press certain parallel programming models by their design. Sequential imperative lan
guages (that is, the programs written in such a language) can be parallelized automat
ically, or extended by proper constructs (like LINDA [CG89]) explicitly. Declarative 
languages (as the functional language ML, [MTH90]) have inherent parallel capabilities. 
These different language classes (imperative, declarative) are handled in the same common 
model. 

Both syntax and semantics are handled by proper means making automatic compiler 
generation possible. The emphasis is on semantic aspects being that compiler shops offer 
a plethora of parser generators ([BD88], [Gro90], [Joh79] and clones, etc.). 

Incremental parsing methods ([L90]) point out another consideration: programs are 
often changed and limiting recompilation needs to changes only spares resources. 

But the main purpose is to make semantic information available to parallelizing agents 
and to code generators irrespective of source language differences. Meta-levels (indeed: 
m<-ta-languages) represent the essence of intermediate program forms (between source lan
guage and target architecture assembly). By applying the generation principle, the pitfall 
of UNCOL [S61] can be avoided: the intermediate representation is not a comprehensive 
language capable of describing any possible language construct, rather, a suitably generic 
framework is provided to instantiate particularities of languages. To observe efficiency, a 
two-level hierarchy is claimed to be adequate. 

Various semantics description methods exist and some are effective enough to support 
automated generation. Theory has shown the equivalence of main methods [Mey90], but, 
in compilation, there are at least two separable facets requiring, as trends show, differ
ent approaches. Since semantical specification methods have been becoming 'executable', 
that is, supported by automated tools and generation systems, programming practices 
exhibit corresponding changes: the same program should execute on different architec
tures. The abstraction level increases: programs are writing programs, so the role of exact 
semantic specification, and that of an appropriate subsequent generation mechanism, are 
primordial. 

The semantic identification of a program can be done by modular attribute grammar-
based generators [JP91]. Attribute-grammar handling systems are useful in exploiting 
in aèrent parallelism. These systems work on abstract syntax trees enriching them by 
(mostly semantic) attributes. 

The transformed program can be subject to various parallelizations. If this itself is 
to be done in parallel, the phase-ordering problem is to be dealt with. A transformed 
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(ir to a parallelized, optimized equivalent) program is still in intermediate state, the code 
generation step translates it conforming to a particular architecture. 

Code-generator generators [DMR90] use various semantics-based methods in finding 
a suitably cost-effective assembly equivalent. Basically, these systems perform diverse 
resource allocation tasks; instruction selection, register allocation and scheduling being 
the basic ones. 

The classical front- and back-end tasks are handled by tools based on different se
mantic description methods and corresponding generators. The nature of the structures 
involved justifies this divergence: after parsing, the program can be represented by an at
tributed abstract syntax tree, this is exactly what an attribute grammar handling system 
expects. But - however possible - it is not always practical to preserve the tree structure 
because other data structures - graphs, DAGs can be used more efficiently. The actual 
transformation of the semantically equivalent flattened machine instruction sequences is 
based on term-rewriting in the case of the PAGODE system [DMR90], there are other ap
proaches as well. To handle all these, an explicit intermediate space has been introduced 
in the CoSy model [AAS94, C90]. 

2.2 A new model 
Fig. 1 shows a simplified schema of the CoSy model [AAS94, C90]. The intermediate 
representation - a data pool - is filled up, used and modified by possibly concurrent 
engines. Each engine has its own view of the data pool: it can only access data defined 
in its specific view. A view can extend or restrict access to a piece of information. It can 
totally change the characteristics of the intermediate representation (for example, a tree 
may be converted to a graph) — but it is local to the engine involved. At the same time, 
other engines may see fragments of the same data pool differently or identically. 

The cooperation of engines is assured by a generated supervisor that knows about al
lowable concurrent relationships between engines from specifications. For example, if two 
engines desire to modify a data element, proper synchronization is assured via respec
tive generated access method (called DMCP) functions depending on data and engine 
specification. The engines themselves can be generated or hand-written ones. Typical 
generated engines can be (in a compiler context) parsers and code-generators. For a given 
compiler (of a language L to machine A) a generic parser is instantiated with the syntax 
of L and a generic code-generator-generator is instantiated with the specification of A. 
Further engines can be added at will — this is just a question of recompilation of the 
compiler with changed engine specifications. Engines can take part in different parallel 
interactions, explained further below (see 3.2) and illustrated in Fig. 3. As a result, a 
compiler is produced transforming Source (program in language L) to Target (machine 
instructions of A). Optimizations and parallelizations are performed by dedicated engines. 

In usual approaches, intermediate representation exists sometimes as a phase or se
quence of phases (performing optimizations) only. Defining an intermediate space model 
with precise semantics has provided the necessary abstraction to let optimizing algorithms 
work in parallel. In this intermediate space, speculative agents may be competing for the 
same aim, doing it in parallel, and, by arbitration, the best result is selected. A modular, 
flexible, yet consistent optimization framework is achieved in the model. It is significant, 
not only in parallelizing sequential programs, but also considering the future: in archi
tecture speedups there are physical limits and present parallel paradigms (pipeline) have 
their limitations, too, so program- (algorithm-) level parallelization promises to be the 
main means to gain further execution speed. 

The above consideration has led to a comprehensive model [AAS94] and parts of 
the model, as well as interfacing them, have been brought to existence as an integrated 
compiler technology. This technology is adapted to actual trends where languages have 
significantly longer life-span than architectures. 
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1 DMCP : generated interface 
1 s Supervisor : generated 

Specif, k \ Intermediate representation : data pool 
\ > views : may be shared and/or disjunct 

additions, deletions possible 

Figure 1: The CoSy model 

Proving its viability, a the model is coupled by a series of demonstrations (eventually, 
compilers) matching imperative, parallel and functional languages with RISC, CISC and 
transputer architectures (in the framework of an Esprit project [AAS94]). Speed and 
quality are the consequences of high level abstractions used. Speed is achieved by cost-
optimized program parallelization and code-generation generation. Quality means that 
the meaning of a program is rigorously observed during transformations due to specifica
tion methods so program generation and porting is possible without extra effort. Diver
gences of the languages involved necessitate a fairly generic intermediate scheme where 
diverging or even contradictory features of respective languages should be representable 
(and dealt with, too). 

These concepts, notably specification based high-level abstractions, meta-level encap
sulated description of intermediate stages, flexible optimization schemes and executable 
specifications have been around for some time. The compilation model presented here 
answers the requirements of several classes of present languages and architectures and it 
is particularly suitable to deal with parallel aspects of languages, architectures, and pro
gram optimizations. In the CoSy model, the resulting compiler itself can work in parallel 
on subtasks so increasing the speed of the compilation, too, not only that of the generated 
code. 

The model is suitable for different memory organization (shared or distributed) paradigms. 
Piesent RISC architectures highlight increased complexity and significance of compilation. 

2.3 Intermediate representation 
Ai. indicated, a compiler example is used throughout this paper. After initial semantic 
analysis, the program is represented in intermediate form. In our model, this form has 
two major characteristics: the first one is that it should be able to handle all language 
constructs of all source languages, as well as possible idiosyncrasies of all the target 
architectures. This constitutes its concrete, instantiated nature. To achieve this, careful 
design is needed — but in this case, this design is not a singular, frozen one. The second 
characteristic of the intermediate representation chosen is, that it is extensible (at the 
addition of a new target or source, for example). The original idea was to elaborate a 

285 



several-level meta-specification method but finally it concluded to a two-level schema: 
a generic graph language has been designed and implemented: fSDL [WKD93]. The 
language has a dedicated capability of handling abstract data types in an appropriate 
calculus. That is, programmers of this language have assurance of remaining consistent 
among their data objects due to typing and the calculus. 

2.4 Parallel interactions between programs 
Several different parallel interactions can be exploited. Data-parallel, pipeline, loop, spec
ulative (also called OR-parallelism), optimistic interactions constitute parts of the model. 
But not only the interactions themselves: a sophisticated message-passing mechanism 
provides for automatically generating the interactions from a proper set of specifications. 
Since the CoSy model observes the CSP theory of Hoare, the interface used is to be 
precisely denned for the parallel agents participating in an interaction (as opposed to 
Brinch-Hansen's DP theory where this is asymmetric). The underlying mechanism also 
creates the tasks as needed: when the granularity of the problem requires, it may result 
in as many parallel tasks (in the case of data-parallelism) as data objects to be processed. 
Composite objects can be decomposed and the result can also be processed individually 
before a subsequent coming together. Further refinements become possible by means of 
aggregates where partial ordering relationships can be denned for a set of data objects 
[AAS94]. The interactions of acting agents (engines) is described in another dedicated 
language that is based on the previously mentioned fSDL: control parallelism is described 
by this language (EDC), data parallel details remain in the realm of fSDL — but they 
cooperate in the sense that EDC use fSDL structures and generate access methods for 
data parallel parts as well [AAS94]. By using these interactions, arbitrary parallel tasks 
can be achieved: fix-point engines can also be embedded. 

2 5 Parallelization and optimization 
It has been shown that these tasks may well counteract adversely. How the model handles 
them? Since these are NP-complete in themselves, there is no general method — but a 
general framework exists. By using the previous, flexible, modular, and easily adaptable 
scheme, the effects of a particular parallelizing and optimizing setup can be experimented 
ar d eventually changed. 

2 6 Debugging 
Debugging parallel programs needs new tooling: the trace notion of CSP is the base of the 
debugging model. As several components will be created by generators from specifications, 
it is important to know the origin (dynamically) of a particular programming object [C90]. 

3 Illustrations 
3.1 Methods 
V-îctorization of a piece of code can be perceived in the following C example: the array 
assignment is performed at the same time for all elements of the array A; various methods 
exist to perform this: 
f o r ( i = i ; i < 100; i++) { A[i] = B[ i ] } 
Ir program optimization, some well-established techniques are: dead-code elimination (ex
plains itself), constant folding — compilation-time known expressions can be substituted 
by their value thereby reducing execution time and other resources; common subexpres
sions — an intermediate technique to reduce the complexity of the graph (by reducing 
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repetitions to graph edges); loop unrolling; register renaming is a resource-allocation 
problem; strength reduction means that a powerful — but expensive — instruction is 
substituted by a cheaper, still adequate one. The next example illustrates constant fold
ing and common subexpressions. 
#DEFINE TABLE_SIZE 1000 
#DEFINE POPULATION 396 
char *A ; 
A = malloc(TABLE_SIZE * POPULATION) ; 
B = (C+D) - myfunc(C+D) ; 
These changes performed by corresponding engines happen at the intermediate level, but 
instead of always giving their exact order, in the CoSy model it is enough to define de
pendencies between data. In most of the cases, these dependencies are computed from 
the parameters of respective engines. 

Parallelization in the case of multiprocessors is quite different from instruction level 
parallelization apt for super-scalar (DEC Alpha, Supersparc) and VLIW architectures. 
As mentioned, optimization versus parallelization remains a problem for the designer 
of the actual compiler system. But fix-point engines may help in finding solutions. 
Such engines can be incorporated into the model, as illustrated by the simple engine, 
P a r a l l j u n t i l _ b e s t of Fig. 2 and Fig. 3. 

3.2 Supervisor specification 
A somewhat simplified specification of a hypothetical CoSy compiler is given (in EDC 
[AAS94]). Simple engines can be combined into composite ones (in a block-structured 
hierarchy). Several kinds of interactions can be defined. The underlying message-passing 
and locking mechanisms assure the consistence of data. Again, any bag of programs 
could have been used for this illustration the accent being on the interaction schemes of 
programs processing some partially common data; the fact that a compiler example is 
used is just a coincidence. 

In the example (see Fig. 2 and Fig. 3), Mycompiler is a pipeline, as far as its com
posites are concerned (but please note that some composites themselves obey other rules 
of interaction!), where the granularity of data is fairly simple: F r o n t - e n d produces an 
in1 ermediate representation, called SxOK, and, through a functional interface, it is passed 
to subsequent engines. Had we defined more granularity (by factoring the data apart), 
the pipeline would show more of its strength. But the emphasis is on the fact that from 
such a specification a well-defined set of access functions and a (distributed) supervisor 
is generated. 
Fi*. 3 shows the clustering of component engines into composite ones and the control flow 
between engines. 

Note the different types of interactions in Fig. 3 and compare them with their specifica
tion above: pipeline (the main control flow), loop ( P a r a l l e l i z e r J . , tha t is, its single com-
pcnent, P a r a l l j u n t i l - b e s t ) , data-parallel (Hismethod), speculative ( P a r a l l e l i z e r _ 2 ) . 
In the latter, two methods compete for the same goal and the better wins according to a 
cost function. Automatic engine creation can be seen in the example of Fig. 3 illustrated 
by Hismethod: here Decomposer cuts (the single) SxOK into numerous Procedure -s , de
pending on the number of procedures in the program processed. It is being done here 
ncn-deterministically, that is, the order is unimportant (that is, there is no relevant depen
dence between such data objects). In other cases, it can play a role, there is provision for 
such cases, too (aggregates, see2.4. The generated supervisor generates as much instances 
of Hismethod as there are data pieces — Procedure-s — to be processed. 

287 



ENGINE CLASS Mycompiler () [TOP] 
{ PIPELINE 
Front-end (OUT SxOK) 
ThisMachine(OUT Machine jde s cr) 
Allocate (IN SxOK, Machine_descr) 
Optimizer (IN SxOK) -- SxOKchanged! 
Parallelized (IN SxOK) 
Parallelized (IN SxOK) 
CodeGenerator (IN SxOK) 
} 
ENGINE CLASS Front-end (OUT SxOK) 
{ PIPELINE 
Lexanal (OUT LexOK) 
Filter (IN LexOK) 
Syntaxer (IN LexOK, OUT SxOK) 
} 
ENGINE CLASS Optimizer (IN SxOK) 
{ SPECULATIVE 
Mymethod (IN SxOK, OUT Costl) 
Yourmethod (IN SxOK, OUT Cost2) 
Arbiter (IN Costi, Cost2) 
} 
ENGINE CLASS ParallelizerA (IN SxOK) 
{ LOOP 
Parall_untilJbest (IN SxOK) 
} 
ENGINE CLASS Parallelized (IN SxOK) 
{ DATA-PARALLEL 
Decomposer (IN SxOK, OUT Procedure) 
Hismethod (IN Procedure) 
} 

Figure 2: Specification of a supervisor 
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Figure 3: Control flow of a generated supervisor 

3.3 Instruction selection example 
Consider the following piece of C code: 
i r . t a; inain() { a=0;} 
On the intermediate level, a graph is built from it with all kinds of information; here the 
fact that the source language is C becomes less and less evident. On this intermediate 
graph, as shown in 3.2, several algorithms — engines in COMPARE jargon — may work, 
possibly in parallel. The graph can be transformed, enhanced with attributes, and be 
subject of various methods. Supposing memory allocation has been done (by A l l o c a t e 
above), Fig. 4 shows the resulting (tree) structure for the assignment C instruction (a=0; ) 
of the example. 

This intermediate tree has a depth greater than in the final form: part of instruction 
selection comprises depth reduction (flattening of the tree) according to the structure of 
the final instruction set. 

Fig. 5 shows the resulting flattened tree (corresponding to the respective instruction 
chosen) and the assembly format of the instruction. In fact, the code-generator provides 
a! possible canonical solutions in terms of the target instruction set and the cheapest one 
is chosen as implicated on the figure. 
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a = 0 ;., 

Vjseq; 

Figure 4: Instruction selection input 

seq 

clr (time-cost - 4; space-cost^ 1 ) 

disp_am (time-cost= I ; space-cost=0) 

gpr %fp val_13 -4 

Global cost = 6 
Comparison with other alternatives) 

Often several alternatives, the cheapest one wins 

_ a : s k i p 4 

c l r %hi(_a) 

Figure 5: Instruction chosen 
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This (simplified) example is based on [CCDM93] and on actual tests of a COMPARE 
compiler. In the model, the choice of the code-generator can also be the question of on-the-
rua selection: in this example, the code-generator itself is generated by Pagode [DMR90] 
but engines generated by another code-generator-generator, like BEG [ESL89], would 
also be suitable. The final (assembly) code of several code-generators can be compared 
according to some selection criteria (in the same fashion as the choice between Mymethod 
and Yourmethod in Fig. 2 and Fig. 3) and the optimal one can be chosen. This flexibility 
gives particular tuning capabilities. 

Closing 

Parallelism has many facets and many more application areas to come: a generated, 
distributed supervisor for a family of programs can be foreseen in High Energy Physics as 
well as in other domains. With the model above, we get nearer to the hope of Robin Milner 
to have a broad informatical science. With this model, experimenting with parallelism 
becomes more common and, we hope, more easy. An implementation of the model has 
been under way and is being under investigation in the framework of the Esprit project 
#')399, COMPARE. 
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The CNN Universal Machine - a summary of an 
analogic supercomputer chip architecture for very 

high speed visual processing 

Tamâs Roska 

Computer and Automation Institute of the Hungarian Academy of Sciences, 
Budapest and the Nonlinear Electronics Laboratory, University of 

California at Berkeley 

1 Introduct ion 

3 D nonlinear dynamic processor arrays with mainly local interactions in Cellular neural 
networks are space. After the seminal paper [Rl], this area developed rapidly [R4]. 
Combining with the dual [later called analogic] processing paradigm [R2], the first stored 
program analogic computing array architecture was invented [R5]. The use of the CNN 
paradigm in modeling the visual pathway was demonstrated [R6]. The invention of the 
analogic CNN BionicEye [R7] laid down the framework for combining physiologically 
faithful models by artificial analogic algorithms. 
The first silicon implementations of CNN manifested an enormous computing power, 
about trillion operations per second on a chip. In case of the CNN Universal Chip [R8] the 
reprogramrning time is about a million times faster than the fully connected counterpart. 
One of the most exciting area of applications is very high speed image analysis and 
detection. Therefore, the application potential in the coming Hadron collider seems 
reasonable. 

2 The architecture and some key advantages of its use 

The nucleus of the CNN Universal machine is an extended cellular neural network cell [Rl] 
which contains a few analog memory cells, a communication unit, and some other 
functional units, of course in each cell. There is a Global Analogic Programming Unit 
(GAPU) for the whole array containing analog registers and logic registers as well. 
Combining analog array instructions with local and global logic algorithms can be built up. 
These analogic algorithms are useful in many areas including form, color, motion, and 
depth related image processing. The extreme high speed with on chip photosensor array, 
cell by cell, provides almost a million frame per second speed.The first algorithmically 
programmable analogic CNN chips are under testing. 
The application in the Hadron collider would take advantage of this enormous speed in an 
algorithmic way. This is the unique feature of this new technology. 

3 Basic references 

[Rl] L.O.Chua and L.Yang, Cellular neural networks: Theory,Cellular 
neuralnetworks : Applications, IEEE Transactions on Circuits and Systems, Vol.35, 
p.1257-1290, 1988 
[R2] T. Roska, Analog events and a dual computing structure using analog and digital 
circuit and operators", pp. 225-238 in Discrete Event Systems: Models and Applications 
(eds. P. Varaiya and A. Kurzhanski), Springer-Verlag, 1988 
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[R3] L.O. Chua and T.Roska. Stability of a class of nonreciprocal cellular neural 
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[R4] L.O.Chua and T. Roska. The CNN Paradigm ibid., Part I, Vol. 40, pp. 147-156, 
1993 
[R5] Roska and L.O. Chua. The CNN Universal Machine: An Analogic Array 
Computer', ibid., Part II, Vol.40, pp. 163-173, 1993. 
[R6] T.Roska, J.Hamori, E.Labos, K.Lotz, L.Orzo, J.Takacs, P.L.Venetianer, 
Z.Vidnyanszky and A.Zarandy, The Use of CNN Models in the Subcortical Visual 
Pathway, ibid. Parti, Vol.40, pp. 182-195, 1993. 
[R7] F.Werblin, T.Roska, and L.O.Chua, The analogic Cellular Neural Network as a 
Bionic Eye Report No. UCB/ERL M94/70, University of California at Berkeley, 1994 
[R8] A. Rodriguez-Vazquez and S.Espejo. On VLSI design of programmable CNNs 
Proc. IEEE ISCAS'94. Vol.6, pp.292 
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Short History & New Frontiers 
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The next step 

•HIGGS 
Electroweak symmetry breaking 
Origin of masses 
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o 
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P 7Tev P 7Tev 

e.M.v.q New forces (symmetries) 
New particles 
Super symmetries 
Next step in compositness 

The next step needs to search for a wide range 
of massive objects. The hadron colliders can 
provide the exploratory physics with high 
constituent îs and with high luminosity, but at the 
expense of clean experimental conditions 
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LHC project 

Two superconducting magnet rings in the LEP tunnel. 
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LHC collisions 

** * °o ° «\ Luminosity 
1 a <& * S Crossing rate 

UJ 
o 

Proton - Proton (2835*2835 bunches) 
Protons/bunch 10" 
Beam energy 7.7«10' 2eV 

1-5 10 3 4 cm 2 sec ' 
40 MHz 

10'- 109Hz 

Top 

Higgs 

SUSY. 

Selection rate 1/10000000000000 

LHC detectors and experiments 

Central detector 
• Tracking, pT, MIP 
• Em. shower position 
• Topology 
• Vertex 

Muon detector 
• il identification 

Electromagnetic and Hadron calorimeter 
• Particle identification 

(e, n, Jets, Missing p, 
• Energy measurement 

A T L A S A Toroidal LHC Apparatus 

C M S Compact Muon Solenoid 
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LHC parameters 

LEP SppS HERA LHC 

BX period 22|.is 3.8 |.is 96 ns 25 ns 

Interactions/BX « 1 ~1 « 1 - 2 0 

% Intn to select 100% 0.1 % 100% 0.001% 

# calo towers - 10 4 ~ 10 3 ~ 104 ~ 10 5 

# tracking chan. ~10 4 ~10 4 ~10 4 ~10 7 

o 
Rate (Hz) 

i : 

40MHz LHC General 
Purpose 

• i • ̂ ^ CDF 330 KH z 

SPS 
Lear 

• ^ H HbHA 10 MHz 
^ • - P P - U A 250 KHz 

^ | LEP 45 KHz SPS 
Lear 

[ 

SPS 
Lear 

; 
io 3 io 4 io 5 io 6 io 7 io ] 

No. channels 

Compact Muon Solenoid1 CMS 

CMS 
A Compact Solenoidal Detetor for LHC 

MUON CHAKBCre | | INNER TRftCKOTl 

lo la l Weight 
Overall diameter 
Overall length 
Magnetic field 

12,000 t. 
14.00 m 
20.00 m 
4 Testa 



CMS central tracking 

Central tracking at L = 1.8 1034 (50 ns integration, ^ 2000 tracks) 
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Dafa acquisition structure 

Measurement 

Event 
selection 

& 
Data flow 
control 

Readout network 

— Event analysis 

- Trigger levels 

- Trigger steps in present colliders 

- Multilevel data acquisition 

- Second level trigger 

- CMS data acquisition 



Event rates at LHC 

Rates from background of physics triggers. 
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Event selection 

The trigger is a function of 

40 MHz 

Event data & Apparatus 
Physics channels & Parameters 

REJECTED 
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Electron 
Jets 
P, 

Since the detector data are not all promptly available and the 
function is highly complex, T(...) is evaluated by successive 
approximations called : 

TRIGGER LEVELS 
(possibly with zero dead time) 

The final aim is to look for « 1/10000000000000 



40 MHz 
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Trigger levels 
Particle identification 
(High pT electron, muon, jets, missing E ) 

'. • Local pattern recognition and energy 
i evaluation on prompt macro-granular 

information 

Clean particle signature (Z, W, quarks..) 

• Finer granularity precise measurement 
• Kinematics. Effective mass cuts and 

event topology 
• Track reconstruction and detector matching 

Physics process identification 

Event reconstruction and analysis 

0..100 Hz 

SPS collider 

UA1 Timing 

P P . Crossing rate 250 kHz ( L = KFcrn 2sec-1) 

50 kHz P -

30 Hz 

lOHz 
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4us 

| Level 1 | 

•Double buffer 

Level 2 
7 ms 

Readout 

20 ms 
Level 3 
100 ms 

• Level 1 trigger inter bunch crossings 
• Detector cell memory less than 4(.is 
• Almost no event overlapping. Clean events 
• Most of electronics outside the detector 



LEP,... 
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Leveln 

• Level 1 trigger time exceeds bunch interval 
• Detector cell memory greater than 15 ns 
• Event overlap & Signal pileup 
• Very high number of channels 
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Multiple crossing resolution 



LHC readout structures 

25 ns 
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Multi-level readout and analysis system 

Standard DAQ layout 
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DAQ logical levels 

UJ o 
00 

Detectors 

Frontend pipelines 
(^ 107 channels) 

Region of interest 

Readout buffers 

Event builder 

Server farms 

40 MHz 

10 5Hz 

10 3Hz 

10 2Hz 

CMS logical levels 

Detectors 

Front-end pipelines 
(= 107 channels) 

Readout buffers 
(=- 103 units) 

Event builder 
(103« 103 fabric switch) 

Server's farms 
(103»103MIPS) 

40 MHz 

10 5Hz 

f Levels y Levels 
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CMS data acquisition 

o 
t o 

Detectors ( - 10' channels) 
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From end systems (~ 10b) 

t )".. 10'bit/event 

i._'T 

Data Links 
1 0 0 0 - 6 i ^ M b / s ) 

Event Builder 

E /ont Filter RISC (arms I L-
( , 10' . 10'MIPS) 

J vlass Storage & Analysis | 
| Monitor & Control [_ ] 

40.08 MHz 

50..100 kHz 

500 Gb/s 

10..100HZ 

L1T Level-1 Trigger 
GTS Global Trigger System 
TTC Timing, Trigger and Contre I 
FPL FrontEnd Pipeline 
DER DeRandomizer 

ROC Readout Controller 
FED FrontEnd Driver 
RDPM Readout Dual Port Memory 
RDL Readout Data Link 
FFI Filter Farm Interface 
EFC Event Flow Control 
WSC Work Station Cluster 

CMS two physical levels 

• Reduces the number of building blocks simpler 
design, easier maintenance and upgrades 

• Simplifies the data flow 

• Exploits the commercial components 
'state of the art' memory, switch, CPU 

• Upgrades and scales with the machine 
performances flexibility in logical redistribution of 
resources 

• Makes full use of the computing power anyway 
needed for the off-line analysis 

Technology ansatz 

• The CPU processing power increases by a factor 10 
every 5 years (at constant cost) 

• The memory density increases by a factor 4 every two 
years (at constant cost) 

• The 90's are the data communication decade 
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CMS data acquisition parameters 

Number of channels and data volumes ( at 10" luminosity) 

Detector No. Channels Occupancy% Event size (kB) 
Pixel 80000000 .005 100 
InnerTracker 16000000 3 700 
Preshower 512000 10 50 
Calorimeters 250000 10 50 
Muons 1000000 .1 10 
Trigger 10 

Average event size 
Level-1 trigger rate 
No. of Readout units (200-5000 Byte/event) 
Event builder (1000*1000 switch) bandwidth 
Event filter computing power 
Data production 
No. readout crates 
No. electronics boards 

1 MB 
100 kHz 
1000 

500 Gb/s (*) 
5*106 MIPS 
Tbyte/day 
300 
10000 

C) In older lo achieve the data acquisition li jure ol 100 kHz event rate aller the level I trigger, Hie tracking 
data must not ho moved into the readout ne (work until the associated event has passed Ihe lesl nl the high 
Irigger levels based on the inlormation Irom the other detectors. This operation (called virtual levels) is 
expected lo reduce the evenl rate (for the ti icker data) by at least one order ol magnitude 

CMS data acquisition subsystems 

Detector frontend 
First level trigger 
Readout network 
Fast controls 
Event builder 
Event filter 

Subsystems and (unctions: 
BC Readout Crate. 
Event Builder. Mulliport switch network 
EFC Event Flow Control. Event scheduling and filter task control 
FFI Filter Farm Interface, Event data assembly into processor memory. The system includes Ihe farm slalus 
communication with the EFC and the control. FFI functions may be part of the future laim computer 
architecture 
CPU Event filter processing unit. It may be a single workstation board or a unit in a multiprocessor server. 
Fast Control. I rigger and EFC signals broadcasting to readout crates. Status collection l iom readout modules and 
loedback to Ihe Irigger processor. 
Control. System test,initialization, monitoring etc. Supervision of operations associated to the data flow main steps 
Services. Control room analysis, display and monitoring consoles, WAN connections, mass slorage and data archives 



Frontend structure 

40 MHz 

Trigger data 
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Sampling 

Digital filter 

Zero suppression 
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Feature extraction 

Output buffer 

i i i Format&Readout 
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Frontend functional model 

Test signals 
Initialization 
Fast controls 

All frontend detector implementations have to 
comply with common logical model functions 
and interfaces 

Clock 
40.08 MHz 

Detector channel 

•] | Preamplifier (Sampler, ADC, ..) 

J J (Processing element) 

Pipeline (analog/digital) 

Level 1 trigger 

(Processing element) 

Headout & Format 

II 



Pipeline 

25 ns 

- 2 0 Collisions/ 25ns 10 7channels 
( 10 9 event/sec) ( 1 0 l 6 bit/sec) 
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Pipeline delay 

40 MHz 
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Local Trigger 1 

Global Trigger 

At = TOF 
+ Detector to FE 
+ Preprocessing 
+ to Local Trigger 
+ Local Trigger 
+ to Global Trigger 
+ Global Trigger 
+ Distribution 

1-50 ns 
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10- 100 
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300 
500 
500 

> 2000 ns 
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Frontend type 

UJ 

UJ 

ANALOG DIGITAL 

ADC 
DSP 

Low dynamic range and 
resolution(<10-bits) 
Good packaging and power 
consumption 
High number of channel > 10'' 

Pipeline 

Readout 

DIGITAL Asynchronous 

Large dynamic range ( 1 bbits) 
Digital filtering 
Radiation hard 
High power consumption 

Silicon strip detector. RD-20 

Sampling Clock 
Write SRI M 28 ReadSR 

Analog Pulse 
Shape Processor 

25ns shaped pulse 

Slow amplifier 
Analog memory 
Bunch crossing recovery 
Pileup removal 

n 



Analog to digital conversion 
Digitizing means measuring something (charge, amplitude, 
time..) that is compare it with a reference unit. 

Entity to be measured 

Ruler unit 

Compare entity with a series of 
rulers in sequence (standard 
ADC, counting) 
or in parallel (FADC, decoding) 

Compare entity with a ruler, 
subtract ruler from entity 
(Sigma Delta ADC) 

Compare entity with a ruler 
then subtract ruler from entity 
and halve the result 
(HARP pipeline ADC) 

Flash ADC 

sd 
i-fefe%.t»-<l!«*8wa«<l 

Compare entity with a series of 
rulers in sequence (standard 
ADC, counting) 
or in parallel (FADC, decoding) 

Flash ADC 

V in 

#Bits 

Vin Result = Vref 

Log2 N bits 

Differential comparator 

/ 

Power 

Dynamic range 
Resolution 
Power consumption 
Speed 

critical for Calorimeter (15-16 bits) 
Calorimeter (9-10 bits) 

Inner detectors 
AII(n«67MHzn>1) 



Sigma delta 

Compare entity with a ruler, 
subtract ruler from entity 
(Sigma Delta ADC) 

Sigma Delta ADC 

Input 
Ref 1200 MHz 

<i^ Integrator 

i\ i icuu ivir 

1 bit ADC 

1 bit D/A 

Bit stream Filter 
00011100111101101101111 

#Bits ' 

/ 

Frequency 

r 

Pipeline conversion 

Compare entity with a ruler 
then subtract ruler from entity 
and halve the result 
(HARP pipeline ADC) 

ADC pipeline (CERN-LAA HARP) 12 Bits 1MHz 

~C>1 t>i l>i N th ^-i Jh fr\ Analog shift Input 
Ref 

Digital 
shift 

LSB 

MSB 
Digital output 

Time Memory Cell (KEK/Hiroshima/NTT) 

Clock . -2 ns delay 

Signal . 
Encoder 

Digital output 



Industry 
In the last 20 years, the requirements of telecommunication 
and in particular to television have strongly contributed to the 
development of standard technology (CMOS, BiCMOS) and 
mass production by industry. 
Together with other fields high energy physics experiments 
have exploited these developments extensively. 

Flash ADC 
Analog memory 
Personal computers 
Helical scan recording 
Data compression 
Image processing 
Cheap MFIops 
for image synthesis 

In recent years the world television industry has undertaken 
a new challenge : 

High Definition Television (HDTV). 
This represents a tremendous effort of research and 
development in the field of standard technology. 
In Europe it is organized under the project EUREKA 95. 

HDTV chain 
• Digital 

• Data compression 
• Multi-standards 
• High quality pictures 

• Transmission 

• Mass storage 

ADC (144, 27 MHz, 10 bits) 

- Digital signal processor 
- Memory delays 
- Pipeline and data driven architectures 

- High speed (2 GB/s) optical links 

- Parallel to serial converter 
- High speed (100 MB/s) recorders 

o I 288 MB/s 

60 MHz 
One HDTV - One LHC channel 

Analog bandwidth 
Digital throughput 

100 MHz 
1 Gbit/sec 



Trends 

1 0 -

0.1 

Memory Density, CMOS (fim) 

64Kbit 
256Kbit 

1Mbit 

64Kbit ^ ^ v , ^ 4Mbit 
256Kbit 

1Mbit 
4Mbit 

16Mbit DRAM 

64Mbit 

16Mbit 
SRAM 

1 1 1 1 1 -

80 85 90 
1 1 1 

95 Year 

Transistors / IC (200 MHz 1000 MIPS) 

95 Year 

Collider/LEP LHC 
- 10 5 channels ~ 10 7 channels 
« 10 5 byte/ event ~ 10's byte/ event 
- 1 0 s Hz rate - 1 0 ' H z r a t e 

Frontend readout microsystem. FERMI 

LUT 

9 channels 

Dynamic 
Compression 

S / H 
67 MHz 

Digitization 

Decompression 
Linearization 
Abs. calibration 

Thresholds 

44 h- 15 ns 

I I I I I I 

U_J 

/ "TFUT 

E-FIR 

1 n 
Virtual LVL1 Pipeline 
LVL2 Buffer Memory )-*• 

Nonlinear 
filtering 

•*—\ Memory 
Control 

Calibration 
+ 

monitoring 

Waveform 

To LVL1 
Trigger 

From 
LVL1 
Trigger 

Controller 

LLP-n. 
analysis l M I ! • I I LXE 1 I I N N 

I/O 
sequencer 

A Time frame 

"tpT Readout I Compacted data 
, J \— I Time frames 



Digital signal processing 

The signals generated by an LHC calorimeter cell will be 
diffused over more than one bunch crossing. A digital 
channel with programmable filter capability is needed to 
extract the physical information and to associate events 
within bunch crossings. 
In addition the digital analysis can be the first step of the 
trigger process. 

UJ 

oo 

width and slope 

Systolic filter 
feature processor 

1 o trigger 1 

ADC 
DSP 

H 

Apart from considerations of power consumption, 
electronics packaging and radiation hardness, it seems 
very attractive to go digital immediately after the 
preamplifiers, complementing the analog shaping with a 
pipelined digital signal processor. 

Digital signal processing 

Pulse pattern 
recognition 

^ 

Parameters evaluation 
Baseline (noise, pileup) 

" i — i — i — i 1 — i — i — r 

Noise and pileup 

~i 1 1 1 1 1 1 — r 

Time jitter 

Baseline evaluation 

Timing evaluation 

T — i 1 1 1 1 1 r 

Sampling Feature extraction 

n 



Baseline normalization 

The purpose of the base line normalization is to remove 
the constant background arid low-frequency components. 
The methods presented here are based on the subtraction 
of a signal mean value from the original signal. The 
analysis window length in base line normalization is 
substantially larger than the length of a typical filter. 

y = mean( x ,..., x ,..., x ) 
J v in ' ' i ' ' un ' 

"i i r 
100 200 300 

Arilh nelic mean 
400 500 

25 

20 

15 H 

10 

V = med( x ,..., x ,..., x ) 
i-n ' ' i 

:(Y^M^ 
0 100 200 300 

Standard median 
400 500 

Mean/Median. Baseline estimation 

Mean Median 
(gaussian error distribution) (laplacian error distribution) 

• • • <x> mm x ~ ~ m ™ 9 _ median 

• • • 

<x> — Min { I (x - <x>) 2} x m e d j a ^ - M i n { I Ix - x j } 

<x> = (x,+x 2 + ... +xn)/n Xi<x.< xm e d i a n<... +xk 

Mean filter (linear) 

x's^+Xj+x^/S JLT 
Median filter (non-linear) 

JLT X,<X <X3 



Non-U near deconvolution operator 

30 4() 50 60 70 80 «JO 
Original exponentially shaped s gnal 

S -

il if) J L k l l ^l l l l J 
30 40 50 60 70 80 90 

Filtered with standard deconvolutioi filter 

i i i i t i i i i i i i i i i i i i i i i i i ~r~i i " i _ 

M) 40 50 60 70 80 
Filtered with guard filter 

'JO 

'.8 -E 

i I 

i 0 - • l l l | i i i i I i l i i l l i T T r i 

30 40 50 60 70 80 <)() 
Filli.'iod will) improved duconvnlutic n fillei 

• Delta pulse (height = 1) at i=50 

• Signal with 5% additive white 
Gaussian noise 

• Only positive signal displayed 

Standard 
deconvolution 

operator 

Deconvolution 
filter 

£) Guard 
filter 

Improved linear-minimum 
hybrid deconvolution 

operator 

Basic digital filters 

FIR (Finite Impulse Response) filter 
• Time-domain design 
• Frequency domain design 
• Optimal filters (e.g. Wiener FIR filter) N filter taps (N multipliers) 

OS (Order Statistic) filter 
• Time-domain design 
• Rank order filter 
• Weighted order statistic (WOS) filter 

M input values 

mm max 

Hybrid filter 
• FIR-OS filter 
• FIR-WOS filter 
• Other hybrid filters 

FIR filter 

N-tap subfilters (N input samples) 

M subfilters, 
M-point rank operator 

Rank operator 



Hybrid filters for feature extraction 

Detector 

Preamplifier 

Pile-up noise, 
overlapping pulses 

Electronics 
noise 

Shaper 

ADC 

Filter input 

Sample timing 
jitter 

Specialized 
FIR filters 

JTÏ Order Statistics 
filter 

Physical event 

Intermediate electronic: 
signals 

Physical parameters 

FIR-OS filter 

High precision measurements (16-bit range, 10-bit resolution) 
Pipelined system running at 40 MHz 

Timing, trigger and control distribution. TTC 

Development of basic hardware and software components of a multichannel 
optical-fibre timing distribution system for LHC detector front-end 
electronics, and investigation of the feasibility of simultaneously exploiting the 
timing system for transmission of the level-1 trigger acceptance and 
addressable control information 

Global Trigger 1 i RF 

Local Trigger 1 

Trigger Data 



Timing, trigger and control distribution 

V Muon / 

GLOBAL TRIGGER 
t 1 Accept 

ENCODER 

Addressed 
Data 

_ Broadcast 
Controls 

VME 

MODULATOR 
1 l ' 

I LASER I 

SYSTEM CONTROL 

1:12 TREE COUPLER 

OPTICAL DISTRIBUTION BACKBONE (> 1000 libres) 

mini 
1 RONT-ENO UNIT 

mini 

•40.08 MHz clock 
• Level 1 trigger accept 
• Bund counter reset 
• Bunct crossing number 
• Broad :ast commands 
• Subac dress 
• Addre >sed parameters 

TIMING 
RECEIVER 

•40.08 MHz clock 
• Level 1 trigger accept 
• Bund counter reset 
• Bunct crossing number 
• Broad :ast commands 
• Subac dress 
• Addre >sed parameters 

XI AG — 

TIMING 
RECEIVER 

•40.08 MHz clock 
• Level 1 trigger accept 
• Bund counter reset 
• Bunct crossing number 
• Broad :ast commands 
• Subac dress 
• Addre >sed parameters Fine and coarse 

•40.08 MHz clock 
• Level 1 trigger accept 
• Bund counter reset 
• Bunct crossing number 
• Broad :ast commands 
• Subac dress 
• Addre >sed parameters 

programmaDte aeiays 

First level trigger 

Signatures 
• Electron/photon (isolation requirement) 
• Muons 
•Jets 
• Missing ET 

Background (e/y) 
• High-pT jets 

Cluster finding Segment finding 

T ^T^ T —Ï 

Global Trigger 1 
Process Id., Effective Mass . 

I 
Bunch e#1 H#1 Jet 

100 V • 
1200 • • 
1600 V V 
2100 

Preprocessing 
Bunch Id. Measurement 

Local Trigger 1 
Primitive e, g, jets, |i f 

104 .. 10 5Hz 

Synchronous system 25ns pipelined 
- us latency (processing) 
~ us latency (distribution) 

n 



Calorimeter level-1 
4*4 cells A(|> • Ail = 2 • .2 
EM cal. __M -, 

:::--::JL; 
..::_,-- FF , 

m 
_ 

Hadron Electromagnetic 

• - v 
HAD 

A(|) • AT) = .1 • .1 

Isolated electron algorithm: ^AD 
emr~ 

> E, cut 
and I 

or 
> E, cut < E. cut 

em i 
and 

< Ehad. cut 

SQBH 
ASIC (RD-27). 16*8 input, .8|jm CMOS Fujitsu 66.8 MHz 
15ns pipeline. < 500 ns latency 

Data Local ^ , , , . 
I & A D C Transmission Processors Global tr.gger 

Distributioi 

5000 cells 

~_ 7 _• LVL-1 

Muon level-1 coincidence matrix 

Segment identification in low occupancy detectors. 

0 A i 32 
I I I I I I I I M I I I I I I I 1 

i i i i i i i i I'I I I i i m - i 

z = X x. • u • y 'i j \ 

n 



Muon first level trigger 

Trigger based on tracks in external muon detectors that point to 
interaction region 

• Low-p Tmuon tracks don't point to vertex 
- Multiple scattering 
- Magnetic deflection 

• Two detector layers 
- Coincidence in "road" 

Detectors: RPC (patterr recognition), DT(track segment) 

Muon levé 1-1 

Locals 

LVL-1 

Segment recognition • Track momentum 
Cone coincidence (RPC) - Coincidence matrix 
Mean timer (Tube) - Logic mask 

or 
• Logic mask 

. J 

• Content addressable memories 

• Matrix logic (ASIC, Gate array... 



Level-1 structure 

Prompt readout 

Preprocessing £ X 

Interconnection 

Processing L 

Data communication 

Control logic 

h 25ns 
pipeline 

• Fast data link(-1Gb/s) 
• Pipelined processing elements (40,80,160 MHz) 
• High speed interconnection network 

Readout 

LVt ) . -

I l i . l 

(oSo"J^1 R C S 

EFC 

T: 

Detector data links 

n 
EVENT BUILDER 

[Z> 
•-•-

Control 

Control 

SERVICES 1 [ Global 1 
]"*"" "jContiolj 

Readout crate 
Readout unit 
Dual port memory 

n 



Readout crate 

UJ 

CT1 

RCS RFC 

Readout Crate subsystems: 
RC Readout Crate 

ROC Readout Controller 
RCS Readout Crate Supervisor 
RFC Readout Flow Controller 
RU Readout unit 

FED FrontEnd Driver 
RDPM Readout Dual Port Memory 
RDL Readout Data Link 

RCS Readout Crate Supervisor. RCS is a co nmercial VME processor. ROC peitornis the data acquisition 
control and monitoring and the local detector tes and maintenance. 
RFC Readout Flow Controller. RFC Unit generates and processes the signals used to monitor and control the 
dala How. The unit provides also multi crate inte connection tacilities (e.g. SCI) lor local detector test and 
maintenance. 
FED The FrontEnd Driver is a detector depei dent module performing the data collodion Irom tin) detector 
trontend electronics. The FED cost is included in the detector electronics estimations 
RDPM The Readout Dual Port Memory is the data acquisition module used to buffer niulu-evuul (up lo 10 | data 
and lo communicate with the event builder switch. It may be implemented by a custom design, by an embedded 
processor system or by a standard desktop con puter (the solution depends on Ihe attainable peiloimanr.e''. sm h 
as 100 MB/s throughput and 100 MB memory) 
RDL the digital data link (transmitter receive and fiber) between ttie RDPM and the even! tnnlMei 
RU Ttie Readout Unit is the logical and phy sical system performing the data acquisition lunelions The 
composition (number ol FED boards and the number of RUs in a crate) is determined by the aveiage data volume 
produced in each partition and can vary witli the detector type and the detector region Moreover Ihe total number 
of RUs (event builder ports) is related to the data link speed and the exploitable bandwidth ( 500 Gb/s) ol the 
switch able to comply with the CMS requirenier Is (100 kHz rate of 1MB events with high level trigger scheme 
based on partial event data building). 

Readout unit 

Frontend unit 

Readout 
control 

un il 

Jî Detector channels 

l F/ef 
chim 

Readout 

Timing/Control • 

Slow control 
and monitor i 

Status 

ROC 

Readout unit 
Frontend drivers 

fefel 
FED 

-HT 

Control Bus 

X 
Front end data bus 

DPM 

Event manager fast controls o~ 

Event Flow Control 

Dual Port Memory 

Data Link (622 Mb/s) 

Event Builder 
si 

Switch 

EBM EBM 
L - i - J 

JCPU f-



Dual port memory functions 
• Autonomous Input/Output 
• 100 MB/s throughput 
• Large memory (up to 100MB) 

00 
M 

Fror tend readout 

LVL1 
Control/Status 

-*—*— 

CntlY 

-*—»— 

/ S e q \ -*—*— 

CntlY 

-*—»— 

MEM 

Event Flow 
Control 

-*—*— 

CntlY 

-*—»— Vseq\_ 
\oujy 

Data Link 

-fcpuj 
VME 

SeqIN allocates buffers and reads 
data from F/E modules 

CPU monitors the status and 
handles faulty conditions. 
CPU(VME) may spy event data for 
monitoring 

SeqOUT formats the data 
according to the data link 
standards and controls the 
transmission 

A DPM module operates as a dual access disk controller. At input, files (event 
buffers) have to be created, written and closed. At output, files (event buffers) 
have to be open, read and deleted. 

Given the high throughput ( « 100 MB/s) all I/O and control operations may have to 
be done by hardware units. A standard processor is used to recover from faulty 
situations and to manage errors and conflicts 

DPM structure 

file:///oujy


Event builder 

UJ 
c» 

LV1 J 

i I 1 . 1 

M-
! [ / ( : 

H Fast U • ( 

•IK 1 Hfc 

iz jn 

Detector data links i Jllll 
RC IE-3 } • = - - = - - — - : = = j ]„ 

I 

Control 

EVKNT BUILDER 

H j 
CPU 

D=€ 5̂  
O -

SERVICES I Global 
Control 

Readout Network & Event Builder 
• = 1000 • 266 Mb/s data links 
• « 100 • (10 to 1) multiplexers 
• = 100 • 100 2.4 Gb/s Switching network 

• = 500 Gb/s aggregate bandwidth 

Event building 

Readout units 

m 

fflffff Event fragments 

Event Builder 

Full events 

Event filter CPUs 



ATM 
Asynchronous Transfer Mode network system. 
ATM telecommunication standard 
1992. 155 Mb/s ... 620 Mb/s ... 2.4 Gb/s 199X 

M 

•< ON » 

n 

N 
) 

) 

) 

<. X 

rt 
< X 

X X 

. X . X 

X X 

>< 

X 

X 

1 

Standard ATM network 

-Alcatel ATM. 155 Mb/s 
- IBM prizma. 400 Mb/s 
- AT&T Phoenix. 320 Mb/s 

More on the market in the future 

Fiber Channel 
Fiber Channel is a standard for computer data communicatior 

1III5 B Crossbar switch based on Fiber Channel 

-J i i i i 

- I I I I I 

ANCOR can provide 2048*2048 
switches based on a 64*64 unit 
running at present at 266 Mb/s 

WJ_ 

Large systems can be built from 
basic elements 

Fiber Channel can be a very efficient way to event assembly 
when dealing with large data records. It can be a valuable 
candidate for event building in a scheme where many (-100) 
event data blocks are transferred at the time 



Scalable coherent interface. SCI 

SCI is IEEE standard for processor intercommunication. It 
has to demonstrate its impact in the computer industry. Node 
interfaces are almost available and switches are under study 

UJ 

o 

r.pu Memory CPU CPU 

S( : i ring [2( )0 MB/î CM OS) 

w CPU • i CPU 

\ 

• D E E D • • • • • • • I 

TV, T 
gnnnizDŒ 

D 
D 

D 
D a 

A SCI based event builder allows 
an event builder architecture 
where the processor accesses 
only the data needed at a given 
trigger level 

Event filter 

The event filter consists of a set of high performance commercial processors 
organized into many farms convenient for on-line and off-line applications. The 
farm architecture is such that a single CPU processes one event. 

• = 100 farms of 50 processors 
• « 1000 Ml PS/processor 
• Trigger levels 2, 3 ..& Data analysis 

1 event 
1 sec 

Event Filter Analysis 

UA/LEP 4 MIPS 400 MIPS 

LHC 400 MIPS 4*104 MIPS 

Total Online&Offline 

50 MIPS (30 Hz) 

4«10 6MIPS(10KHz) 
Latency = ms to sec 



Event processing 
LVI )•> 

l i l . ' k 
GT L-

rm: J i n 

Control I M 

Director tt.ilii links 

Control r IIT in irr 
•FC • - - EVKNT BUILDER 

.___ ] [•« *- Control - * [ SFI \z-_ zj_ 

CD-I I CPU \-

y ci- n-
LZ> 50..100 kHz 

Event data partitioned 
into 1000 separated 
memory units 

4 f, 4 4 4 4 * * 4 
* 4 4 4 4 4 4 4 4 4 4 * 4 4 4 

Massive parallel system Farm of processors 

[MIPS] 

CPU trends 

I 0000 

1000 

100 

Parallel 

0.01 

0.001 

$/MIPS 
1000 

; - 100 



CMS virtual level-2 

ran pnnnr D • • 
D • D 
Q d a 

• • • KHUHHS iEI 

D • D 
m d D 
O n a 

UJ 
1 ) The level-2 selection uses th( 
calorimeter, muon and preshower data. 
The sub-events are built using a fraction 
of the switch bandwidth (e.g. 30 /o). 

2) The rest of the event data is 
sent after the level-2 decision if 
the event is accepted 

The two operations take place in parallel. 
The sharing between the level-2 data sources and the rest is such to match the 
event builder bandwidth with the level-2 rejection rate 

- Up to 100 kHz with virtual level-2 mode 
- Up to 50 kHz reading the full event data 

Event filter today 

Event Filter 
Manager 

c 

C3 

O 

Switching Network 

=5 
j -n-
> 

Farm Bus 
SCI,FutureBus+,VME64.. 

ira 

3 
> n-

CZ> 

Mass Storage & Analysis 
Monitor & Control H 

Event filter unit 

10''MIPS 

100 Gb 
local disk 

On/Off line computing unit : 
Natural evolution of the laboratory 
computing model based on distributed 
computing servers with high bandwidth data 
interconnection and local data staging and 
archiving units 

High bandwidth interconnection network 

Multi Terabyte 
Data Archives 

RD-24 SCI interconnect link. 
- Hardware node (Dolphin design GaAs and CMOS). 
- Switches and bridges under study as well 



Technologies 

40 MHz, 107 channels 

500 Gb/s 

106MIPS 

Frontend and trigger processors 
• lp hjoijisje! VLSI design development 
• Embedded systems. DSP ipdustry 

Readout network 
! I ! > I 

• Telecommunication and 
computing industry 

Event filter (levels 2&3....) 
• Computer|industry. RISC processors 
and multiprocessor work stations 
• Standard computer interconnect buses 

The CMS data acquisition system exploits standard industry components as far 
as possible, and a considerable part of the system is expected to be developed 
and installed by industry. 

Switching network and farm power extensions can be made to track LHC 
machine improvements by adding the most performant and cost effective 
processors available at the time. 
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