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RÉSUMÉ

Les algorithmes génétiques imitent l'évolution biologique par sélection naturelle dans leur
recherche des meilleurs individus à l'intérieur d'une population changeante. Ils se révèlent
d'efficaces optimiseurs. Le présent rapport traite du domaine de développement des algorithmes
génétiques. II fournit un exemple simple du processus de recherche et présente le concept de
schéma. Il analyse aussi les modifications apportées à l'algorithme génétique de base qui mènent
à la formation d'espèces et de niches, à l'apprentissage automatique et à l'évolution artificielle des
programmes informatiques ainsi qu'à la rationalisation de l'interaction entre l'homme et
l'ordinateur.
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ABSTRACT

Genetic algorithms mimic biological evolution by natural selection in their search for better
individuals within a changing population. They can be used as efficient optimizers. This
report discusses the developing field of genetic algorithms. It gives a simple example of the
search process and introduces the concept of schema. It also discusses modifications to the
basic genetic algorithm that result in species and niche formation, in machine learning and
artificial evolution of computer programs, and in the streamlining of human-computer
interaction.
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1. INTRODUCTION

Man's way is not necessarily nature's way. In man's attempts to solve optimization problems
in mathematics, such as minimizing or maximizing functions, great reliance has been placed
on having derivatives of the function in question. The proposed method for solving most
optimization problems is a variant of steepest descent, where an improved estimate of the
values that minimize a function are revised from a past estimate and from downhill gradients.
Even when analytical derivatives are unavailable, most optimization techniques estimate them
by other means.

Nature has many strategies for solving optimization problems, depending on where the
problem lies. Few, if any, of nature's strategies use explicit derivative information. Instead,
in the biological realm at least, nature prefers to flood the world with trial guesses and then
to arrange for these guesses to compete for the right to participate and flourish in life. Man
has called this approach the survival of the fittest. It leads to an evolution of successful trials
based on natural selection. Nature allocates a huge number of guesses by systematically
permitting fit trials to reproduce vigorously.

We now have the means via high-speed computation to mimic this strategy, at least for simple
optimization problems. Some of our early computational attempts to use artificial natural
selection in search and optimization are called genetic algorithms. This report explores the
basic ideas of genetic algorithms (GAs). We will see that, despite the appearance of
randomness in genetic search, there is method in nature's way.

2. THE CANONICAL GENETIC ALGORITHM

Early explorations of genetic algorithms had an overabundance of techniques that used
nature's strategy of survival of the fittest. Holland (1975,1992) realized the need to simplify
the steps and choices in a genetic algorithm so that analysis would lead to some insights. We
do the same here by solving a very simple maximization problem using a genetic algorithm -
the canonical GA described below. The example may be solved easily by many optimization
methods and serves only as an illustration. Specifically, the function to be maximized is:

f(x) = 1 + sin( 27tx ) sin( rcx ), 0 < x < 1.

Figure 1 shows that this function has two local maxima within the unit interval, the left
maximum larger and located at position x=arctan(V2)/rc with value 1+4^3/9. The function has
an average of one.



2.1 The Genes

The first step in using a genetic algorithm to solve an optimization problem is to encode each
coordinate of the solution space as a set of genes that combine to form a chromosome. This
is the representation stage. Although nature uses a four-letter alphabet of nucleotides to create
the base pairs of its genes, we consider a much simpler representation: binary encoding. Most,
but not all, applications of genetic algorithms use binary encoding.

For the illustrative example, let n (=8) be the number of bits (genes) in the chromosome
representation of each 0 < x < 1. For example, we can interpret the chromosome string
10010110 as a ZIP code locating x between 0 and 1. The first bit (1) indicates the upper half
(0.5-1.0) of the interval, the second bit (0) indicates the lower half of this subinterval
(0.5-0.75), the third bit (0) indicates the lower half of this sub-subinterval (0.5-0.625), and so
on until a discrete address for every real number is given for infinite length chromosomes.
With n=8, only 28=256 points on the unit interval are covered. The ZIP code interpretation
is equivalent to the binary representation of an integer divided by the largest possible n-bit
integer. Our illustrative example now has its representation as chromosomes with binary
coded genes. Each chromosome will be called an individual, and corresponds to a real
number along the unit interval.

2.2 The Population

Genetic algorithms work on populations of individuals. This is quite different from
optimization techniques that use steepest descent to track a single improving estimate of the
position of a maximum. A genetic algorithm starts by randomly selecting a population of N
individuals from the 2° possible candidates. The population will change during subsequent
generations when old individuals leave and new individuals enter.

2.3 The Fitness

The purpose of any maximization is to find the position and value of the largest occurrence of
the target function. How do we do this for the illustrative example? For each individual in the
population, convert its binary chromosome to the equivalent number on the unit interval.
Evaluate the target function at this point. Assuming all function evaluations in the population
are positive (if not, then shift each by the most negative value), associate a fitness with each
individual equal to the (possibly shifted) value of its function evaluation. The individual
fitnesses serve as a measure of the success by which each individual flourishes in the
population. Improving the estimate of the maximum of a function corresponds to evolving
individuals of increasing fitness.



2.4 The Selection

In the selection process, individuals are chosen from the population to enter a mating pool
devoted to the creation of new individuals for the next generation. The chance that a given
individual is selected to mate is proportional to the relative fitness of that individual. The
random selection is done with replacement and continues until the mating pool has N members.

2.5 The Crossover

Individuals in the mating pool are randomly paired and mated. An individual can mate with a
copy of himself. The mating process includes the random selection of a position along the
n-bit chromosome and the subsequent exchange of bit strings between the two paired
chromosomes to the right of this exchange point. The mating process is called crossover.
Crossover is the fundamental genetic operation in a genetic algorithm. For example, suppose
that two individuals 00110011 and 10101010 were previously selected to the mating pool in
proportion to their fitness and, as a result of an arranged marriage, were randomly designated
to mate. If the exchange point were randomly set at 3, the offspring of these two individuals
would be 00101010 and 10110011. When all individuals in the mating pool are monogamously
paired and mated, their N offspring will become the population of the next generation and the
current mating pool is discarded.

2.6 The Mutation

Before these newborn take their places in the next generation, a few are randomly chosen to
have a bit flipped to simulate mutation. For example, offspring 00101010 might be mutated
to 01101010. Mutations are intended to be occasional events and are therefore considered to
be a secondary genetic operation in a genetic algorithm. After the mutation process, the
population of the next generation is ready.

2.7 The Generations

Repeatedly returning to the step that evaluates fitness produces generations of individuals in
an evolving population. Sometimes the best individual in a generation is recorded for future
reference, much as humans immortalize great persons. A stopping criterion is needed because
the computer simulation must eventually end. The estimate of the global maximum is the
immortalized individual with the largest fitness. The method converges to the global maximum
and, perhaps more surprisingly, it often does so very efficiently. The remainder of this report
will investigate how and why.



2.8 Variants

The above steps define the canonical genetic algorithm. Many variations or enhancements of
these steps are possible. Indeed, the investigation of variants constitutes an active research
topic in genetic algorithms. However, as mentioned previously, it is the understanding of the
canonical genetic algorithm that provides the framework by which variants may be analyzed.

Figure 1 shows the simple function of our example. The canonical genetic algorithm was
applied and provided a successful search for the maximum value. For both improved accuracy
and adequate statistics for plotting, the chromosome representation used 16 bits (rather than the
8 bits just discussed) and each population included 64 individuals. Figure 2 shows the first six
generations. The convergence of the population to the global maximum is rapid. The evolution
was continued for 150 generations to test the stability of the accumulation point.

3. SCHEMATA AND THE BUILDING BLOCK HYPOTHESIS

We have seen an example of a genetic algorithm that finds the maximum of a function over
an interval. Although admittedly a simple example, the genetic algorithm did work. Why
does it work? The answer to this question is the subject of this section.

One possible answer is random trial and error. However, after a few numerical experiments,
one soon realizes that genetic algorithms find maxima significantly faster than does trial and
error. A new idea is needed to help explain the success of genetic algorithms. That idea is
the notion of a schema.

Each individual can be considered a representative of a class of individuals with similar traits.
For example, the individual 10010110 is a member of the class of all individuals with the trait
that its first bit is one, i.e., the right half of the interval. Likewise, this individual belongs to
the class of individuals with zero as final bit, i.e., the integer equivalent is even. Furthermore,
it belongs to the class with second and fifth bits both zero. Indeed, it belongs to quite a
number of such classes; an individual of n bits belongs to 2" classes, including its own
exclusive club where all n bits match. As a notational convenience, we introduce a symbol to
represent the "don't care" condition for a bit in a pattern that corresponds to one of these
classes. As examples, the class of all individuals with first bit one is denoted l*******, t n e

class with last bit zero is denoted *******o, the class of second and fifth bits zero is *0**0***.
In total, there are 3n classes, of which a given individual is a representative for 2n of them.
Each class and its corresponding symbol is called a schema (pluralischemata). We define the



order of a schema as the number of fixed bits (e.g., order(*0**0***) = 2) and the defining
length of a schema as the number of bits spanned by the outermost fixed bits (e.g.,
length(*0**0***) = 3, position 5 minus position 2).

As we have seen, an individual has a fitness. Each schema represented by this individual has
a fitness too. The schema fitness is the average of the individual fitnesses where this average
is taken over all individuals representing that schema. Because each individual is in its own
isolated schema where all n bits match and because other schemata with at least one "don't
care" symbol have averages made up of individual fitnesses, the set of schemata fitnesses has
the population maximum fitness as its maximum.

Selection based on relative fitness of individuals causes the average fitness of the mating pool
subpopulation to increase on average as compared to the present generation. Whether selection
increases the average of schemata fitnesses is not as important as which schemata the selection
emphasizes. All schemata are not created equal; they do not have the same number of potential
individuals in the population representing them. As an extreme, the schema ******** is

represented by every individual in the population (i.e., N times), whereas the schema 10101010
is represented either once or not at all, depending on whether that individual is in the
population. Low-order schemata are represented more often than high-order schemata. As
selection based on relative fitness of individuals occurs, certain schemata will appear more often
in the mating pool than are found in the present generation. These schemata will tend to have
higher fitnesses, since their selected individual representatives in the mating pool have higher-
than-average fitnesses in the population, on average. As a trivial example, if all points on the
left half of an interval have function values greater than all points on the right half, then the
ZIP code argument indicates that schema 0******* will appear in the mating pool with
increasing frequency, whereas schema i******* will disappear from the mating pool with each
passing generation.

Crossover is a different story. The crossover operation between individuals has the implicit
potential to cut a schema apart and transform it into another, quite different schema. The
chance of a schema being cut depends directly on the defining length of a particular schema.
Order one schemata can never be cut; order two schemata with longer defining length are cut
more often than those with shorter defining length. As schema order increases, the minimum
defining length also increases; after all, there are no schemata of order three and defining length
one.

The inescapable conclusion is that schemata with (1) short defining length, (2) low order, and
(3) above-average fitness will receive an increasing number of trials in subsequent generations.
These schemata are called building blocks. The statement that a genetic algorithm works by
permitting short, low-order, fit schemata more trials with each generation is known as the
building block hypothesis. No proof yet exists, so it cannot be considered a theorem. In fact,
it is possible to create optimization problems that genetic algorithms do not solve well; these



are known as GA-deceptive or GA-hard problems. However, in all cases studied where genetic
algorithms do work well, the building block hypothesis applies. The hypothesis can be used as
a tool to study or design genetic algorithms that should be effective optimizers.

Notice that competition among schemata occurs implicitly, secretly, and without further
calculation or coding when the canonical genetic algorithm is used. You don't program the
schemata. The calculation uses only the individuals in any population; the hidden building
blocks are promoted automatically by the algorithm. This fact has been called implicit
parallelism.

4. ILLUSTRATIVE EXAMPLE OF SCHEMATA

Extensive calculation is needed to show explicitly the history of schemata as represented by
individuals in an evolving population. Table 1 is based on our simple example with an 8-bit
chromosome and a mere 16 individuals in each generation. This is hardly a large sample.
Nevertheless, over 6500 schemata are represented and 112 of them are second order. The
computational cost comes partly from the calculation of the schema fitness, which finds all
possible individuals who represent that schema and evaluates their individual fitnesses to
produce the schema-averaged fitness. Table 1 compares the 13 most and least fit schemata,
and tallies how often they are represented by the 16 individuals as the populatic ;i evolves
through 6 generations. Although a greater population size is needed to reach justifiable
conclusions, Table 1 indicates that low fitness schemata disappear and high fitness schemata
flourish during the course of evolution. The example is not conclusive on whether short
defining length schemata are preferred by evolution; the data set is not large enough, recording
only the best 0.2% of second-order schemata represented by 16 individuals. More statistical
analysis would be needed to confirm the tendency toward short defining length.

5. NICHE FORMATION

For most of us, it was our mother who first admonished us to share. Sharing was always
considered a good thing, vital to our survival in a social world, even with our brother or our
sister. As we will see, it is reassuring to learn that mom was right.

In genetic algorithms, the concept of sharing can also be introduced. Consider a canonical
GA problem as before, but alter the method of affixing fitness. Instead of every individual
for himself (i.e., each individual using his own fitness in selection), find the individual who
has a fitness greater than his nearest neighbours out to some radius. The region bounded by
this radius is called the niche. In the canonical genetic algorithm, these local maxima are
eventually outbred and replaced by the true global maximum. With sharing, we instead
partition the fitness of the local champion to all individuals within the niche. In the simplest



version, each individual in the niche has an equal portion of the local champion's fitness, thus
sharing the glory with all his neighbours. Add another individual to the niche and the shared
fitness goes down; remove one and it goes up.

This small change in allocating fitness leads to a profound change in the behaviour of the
population. Individuals in a niche led by a very fit champion participate regularly in the mating
pool, thus increasing their numbers with each passing generation. But this means that more
niche members share in the slightly increased fitness of the next local champion. Individuals in
a niche led by a moderately fit champion participate less frequently in the mating pool, thus
decreasing their numbers with each passing generation. An exodus of individuals from this
niche takes place during subsequent generations as the mating pool transfers their offspring to
more elevated niches. The population ultimately stabilizes when any new offspring can be
added to any niche and acquire the same fitness. The number of individuals in any niche will
then be proportional to the fitness of that niche's local champion and will stay this way in
steady state.

Notice the implications. First, with sufficiently large populations, all local maxima are found
simultaneously. Next, these local maxima remain stable fixed points during subsequent
generations. Also, the relative density of individuals within a niche provides a check on the
value of each local maximum. Finally, and with broad appeal, some properties in the
subpopulation within each niche remain constant, thus forming what the biologist would call a
species. The act of fitness sharing results in speciation! Mother would certainly be proud.

6. MACHINE LEARNING

We may sometimes broaden our concept of the representation of a problem by a genetic code.
For example, a certain series of bits may mean "close a valve", "open a valve", "turn left",
"turn right", "go forward", "go backward", "stop", "start", and so on. Then any chromosome
could be regarded as a rather stupid computer program. However, if we can establish an
appropriate, meaningful criterion for fitness, then the use of a genetic algorithm will not keep
the chromosome program stupid for long. The possibility of machine learning will have been
introduced and it will be a learning that is governed to some extent by its own rules.

A simple problem amenable to a genetic learning algorithm is the solution of a two-dimensional
maze. The maze is enclosed and contains walls and obstacles, much like psychology
experiments performed on rats. In the representation of this problem, the beginning of the
chromosome corresponds to the entrance of the maze. Each pair of bits corresponds to one of
forward, left, backward, or right. The individual stops when his chromosome program causes
him to bump into an obstacle. His fitness is calculated as an increasing function of successful
steps. Some restriction must be applied to the fitness to avoid going in circles. A huge payoff
is awarded for any complete solution.



Genetic programming is another use of genetic algorithms that is still in its infancy but has
the potential for revolutionary breakthroughs. In genetic programming, the genetic coding
itself is executable as a computer program. With some computer languages, notably LISP, all
expressions are executable and can be combined with any other expression to form a third
that is also executable. Of course, most executed expressions give useless, uninteresting, or
nonsensical results. When a chromosome is represented as a binary parse tree of expressions
and operations, as is prevalent in LISP, crossover exchanges the leaves at certain points on
two trees, resulting again in two executable expressions. Mutation replaces one executable
expression with another. Genetic programs are the application of genetic algorithms to these
data structures, thus evolving better solutions to posed computational problems where fitness
is determined by the problem specifics. The possibility of "farming" algorithms using the
"fertilizer" of spare CPU cycles on the Internet is presently being investigated by others.
Time will tell whether this visionary approach will pay off, but even modest success would be
dramatic.

One of the most explored methods in machine learning involves classifiers. A classifier system
is a machine learning system with a structure that is a collection of rules and messages of the
form: if <rule> then <message>. Genetic-based classifiers explicitly use schemata as rules and
individual chromosomes as messages. An external incoming message primes the system and
expects to evoke an external desired outcome. As we have seen, many individuals belong to
the same schema and thus many rules could match an incoming message. To establish the
priority of different rules, the classifiers are forced to coexist in an auction, where the right to
answer relevant messages goes to the highest bidder among matching rules. The winning
schema then pays its bid to previous message senders and posts its own message. If the
cascade of these messages eventually solves the original problem, a large payoff is apportioned
to the participating rule-message pairs. If the outcome is unsuccessful, taxation is applied to
each classifier, eliminating those who have no money. A genetic algorithm is applied to the
rule-message pair to evolve new classifiers adaptively through the benefits of genetic diversity.
This process overcomes the difficulty of determining beforehand what structures to use.

7. SUBJECTIVE FITNESS

We are all fascinated by beauty. It holds an indefinable charm for us. It can be compared but
not measured. Some recent psychological studies have confirmed what we have known all
along: beautiful women tend to marry beautiful men; beautiful people tend to have more
successful lives. Rather than ask the chromosomes of a genetic algorithm what they consider to
be beautiful, why don't we have them ask us what we consider beautiful? Specifically, the
fitness could be based on our opinion.

A recent commercial product based on genetic algorithms with subjective fitness provides an
excellent example. When a crime takes place in the presence of eyewitnesses, those witnesses
invariably try to describe the looks of the fleeing criminal. Police artists perform composite



sketches of the fugitive. A genetic algorithm has recently been used (Goldberg, 1994) to take
the opinion of the witness into account as the fitness function, and to evolve the face and its
features towards a more accurate likeness of the criminal. Whether a specific feature or face
looks like the criminal is mostly a vague opinion of the witness, yet the genetic algorithm is
remarkably effective at improving agreement. Of course, the same approach can be applied to
many areas of aesthetic design; human aesthetics may be quantifiable.

Other suggestions for using subjective fitness come to mind. Operator interfaces to nuclear
reactor dials and controls could be displayed in a way that adaptively matches the preferences
of each shift supervisor and/or the circumstances. Also, the presentation of complexity or
difficulty in a programmed learning setting could be adaptively adjusted to keep the student at
the optimal learning rate. Even primitive forms of human intuition could perhaps be
encapsulated by a computer program based on the way a human responds to a set of queries.
Adaptive approaches based on both subjective fitness and a genetic algorithm provide a
viewpoint complementary to menu selection for making choices.

8. SUMMARY

This report has described, explained, and illustrated the developing field of genetic algorithms.
At this time in GA history, researchers are starting to apply these optimization techniques to
real
problems. Even the brief treatment of genetic algorithms in this report suggests many new
applications. It is perhaps worthwhile in this summary to review the selection of topics already
made.

Genetic algorithms mimic biological evolution by natural selection in their search for better
individuals within a changing population. The search takes place by coding individuals to
represent the solution space, allocating a fitness to each individual as it relates to the problem,
selecting and mating individuals in proportion to relative fitness, and producing offspring by
crossover and mutation. Often the fitness function is fixed and smooth, playing the role of
the objective function in standard optimization. The fitness function itself may also vary in
time over the course of many generations, much as the biological world does. Furthermore,
the fitness functions need not be smooth but can have jagged features, such as stock market
charts and other forms of chaos.

We learned that the offspring of individuals explore the solution space of a problem in a
remarkably efficient manner. The concept of the schema helped illuminate the reasons for
this efficient search. We saw that short, low-order, and highly fit schemata are granted
increasing trials in subsequent generations by virtue of the flourishing of their representatives
in the general population.

Modifications to the canonical genetic algorithm produce some very intriguing results. For
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example, the sharing of fitness among individuals within some locale in the solution space
leads to the emergence of species and niche formation. The implication of this finding is still
not fully appreciated or explored. Also, by combining explicit coding of schemata with coded
individuals in a software architecture of "if <condition> then <action>", machine learning
systems can be constructed which improve and develop by genetic evolution. As yet another
example, the embodiment of a chromosome as an executable computer fragment, such as a
LISP expression, extends artificial evolution to computer programs themselves. The
implications could be dramatic.

Fitness is not necessarily determined by an inclusive statement of the problem. Allowing
human opinion to influence or establish the fitness of an individual helps streamline the
human-computer interaction, and allows some nontechnical problems to be addressed
through technological means. This viewpoint is also in its infancy.

Genetic algorithms for search, optimization, and machine learning offer great potential, and
may promote and reward creativity in areas not traditionally considered as function
optimization. With the basic foodstuffs of computer power, problem variety, complexity, and
technological need, with the cross-fertilization and mutation of new ideas, and with the
paramount utility of a real solution as the measure of fitness, genetic algorithms seem ready
to take on a life of their own.
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TABLE 1: SOME SCHEMA HISTORIES

Second-Order Schema Frequency By Generation
Schema Fitness #1 #2 #3 #4 #5 #6

Schemata with 13 highest fitnesses

Q******l
Q*****Q*
Q*****l*
Q****Q**

Q***Q***

o***^***
o**o****
o**i****
o*o*****
o*i*****
oi******

1.424349
1.424445
1.4243
1.424494
1.424193
1.424601
1.423912
1.424883
1.42278
1.426014
1.415131
1.433664
1.554202

2
5
2
5
4
3
3
4
3
4
3
4
3

3
8
3
8
6
5
7
4
5
6
4
7
4

8
8
4
12
6
10
9
7
10
6
4
12
8

8
8
3
13
9
7
8
8
7
9
6
10
10

9
7
2
14
14
2
2
14
6
10
10
6
15

10
6
4
12
15
1
0
16
4
12
16
0
16

Schemata with 13 lowest fitnesses

1******0
1******1
1*****0*
1*****1*
i****o**
1****1**
i***o***
1***1***
i**o****
1**1****
i*o*****
1*1*****
io******

0.575651
0.575555
0.575698
0.575508
0.575783
0.575423
0.575889
0.575317
0.575556
0.57565
0.569723
0.581482
0.456847

5
4
6
3
4
5
7
2
6
3
3
6
6

3
2
1
4
2
3
2
3
3
2
4
1
4

0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
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Figure 1: Fitness Function
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Figure 2: Evolution of Sixty-four Individuals Over Six Generations
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