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Sommario 

Un codice seriale di Dinamica Molecolare (MD) utilizzato per lo studio di modelli 

atomici di materiali metallici è stato parallelizzato per piattaforme parallele MIMD 

(Multiple Instructions Multiple Data) utilizzando le librerie del Parallel Virtual Ma

chine (PVM). Poiché l'operazione di parallelizzazione ha implicato la modifica degli 

algoritmi seriali del codice, questi vengono descritti ripercorrendo in concetti fonda

mentali della Meccanica Statistica. Inoltre sono presentate le tecniche e le strategie 

di parallelizzazione utilizzate e il codice parallelo di MD è descritto in dettaglio. 

Risultati di benchmark su diverse piattaforme MIMD (IBM SPI e SP2, Cray T3D, 

cluster di workstations) permettono di analizzare le performances del codice in fun

zione delle differenti caratteristiche delle piattaforme parallele. 

Abstract 

A molecular Dynamics (MD) code, utilized for the study of atomistic models 

of metallic systems has been parallelized for MIMD (Multiple Instructions Multiple 

Data) parallel platforms by means of the Parallel Virtual Machine (PVM) message 

passing library. Since the parallelization implies modifications of the sequential 

algorithms, these are described from the point of view of the Statistical Mechanics 

theory. Furthermore, techniques and parallelization strategies utilized and the MD 

parallel code are described in detail. Benchmarks on several MIMD platforms (IBM 

SPI e SP2, Cray T3D, cluster di workstations) allow performances evaluation of the 

code versus the different characteristics of the parallel platforms. 
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1 Introduction 

Computer simulations play a valuable role in providing essentially exact results for 

problems in statistical mechanics which would otherwise only be soluble by approx

imate methods, or might be quite intractable. In this sense, computer simulations 

are a test of theories and their results may also be compared with those of real ex

periments. Because of this dual role, these techniques are often termed "computer 

experiments". 

In the last decade the advent of parallel computers provided a great improvement 

in the power of reproduction of computer experiments allowing, for example, the 

study of large-scale models in several fields (for instance see reference [1,2] for ftudies 

in computational fluid dynamics, quantum molecular dynamics, image processing 

and crashworthiness simulations). 

Unlike the serial computers, parallel computers and parallel computational strate

gies require a more complete knowledge of the underlying technology (hardware and 

software). Parallel codes are more complex than the serial ones. The user must 

handle the inter-nodes communications arid follow all the different paths of the pro

cessors in the code. A change of mind is thus necessary and the user must start to 

begin "thinking in parallel". One of the research areas where parallel computing has 

a major impact is the physics of condensed matter and, in particular, in Materials 

Science where the use of large and complex model is almost compelled. Tor such 

reasons, in this paper we will retrace the classical Molecular Dynamics (MD) method 

starting from its theoretical basis up to its applications to materials science. 

This paper will be divided in the following sections: 

section (2) is mainly concerned with the statistical mechanics theory and the de

scription of the most commonly algorithms used in a typical classical MD code; 

in section (3) we will discuss how a serial Molecular Dynamics code is organized and 

what is important to measure in view of the parallelization; 

in section (4) we will be concerned with parallel architectures, data decomposition 

problems, evaluation of performance and message passing concepts; 
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in section (5) we will describe the parallel code and show its performance on several 

MIMD parallel computers; 

In the end, the section (6) will be devoted to a real application in the field of 

materials science where the study of Nanophase Materials would greatly benefit from 

parallel computations. 

Next chapter will be entirely devoted to introducing the basic features of mi

croscopic (atomistic) simulations, startir ; from the main statements of statistical 

mechanics, up to the description of the interatomic potential scheme used for the 

calculation of Nanophase structures. 

2 From Statistical Mechanics to Molecular Dynamics 

In the framework of statistical mechanics theory [3], the description of a system of 

N interacting atoms in a volume V, is done by studying the temporal evolution of 

3JV spatial and 3JV momenta coordinates (which define the so-called "phase space" 

r of the system). The evolution of these 6N coordinates is completely described 

by a function, called Hamiltonian, from which the equations of motion are derived. 

If the system is isolated, the Hamiltonian will depend only on the variables per

taining to the system. This approach can be extended even to systems undergoing 

to some thermodynamical constraints (which, in the statistical mechanics terms, 

are called "ensemble"). With thermodynamical constraints we mean that the sys

tem cai be studied, for instance, at fixed values of some thermodynamical function 

(temperature, pressure, enthalpy etc). For these reasons the equations of motion 

will be shown to include also other dynamical variables which will take into ac

count the interaction of the atomistic system with "external" degrees of freedom 

of the "surrounding medium". To accomplish these objectives, several schemes like 

the Parrinello-Rahman and Nosé MD algorithm were developed (see sections (2.2), 

(2.3) and references [4, 5, 6, 7, 8]). We will briefly describe the relevant features of 

2 



these techniques. 

To better integrate numerically the set of ordinary differential equations, the 

predictor-corrector algorithm (see section (2.5) and references [9,10]) is used. 

Furthermore, depending on the materials and the properties that we want to 

study, we must choose the proper interaction among the atoms. The scheme of the 

following sections is the following. First, we will briefly recall the statistical mechan

ics basic statement concerning the definition of the "measure" ol a physical quantity 

over a dynamical system whose phase space T is known. We will, then, describe, 

in the framework of classical mechanics, the derivation of the equations of motion 

starting from Hamiltonian functions which describe the system behaviour in the dif

ferent ensembles. A brief discussion on the origin of interatomic potentials used for 

the reproduction of metallic system follows. This chapter ends with the description 

of a "predictor-corrector" scheme which is widely used to integrate the equations of 

motion. In the last section (see section (2.4)), we will describe a metallic many-body 

potential obtained from a second moment approximation of the electronic density 

of states in the framework of the tight-binding theory [13, 14]. 

2.1 The microcanonical ensemble 

Let us assume a system of JV classical particles described by a phase-space T(t) — 

[{r<(0}< {?>(*)}]• We can write the instantaneous value of some thermodynamic 

or structural property F (it might be the potential energy, temperature, elastic 

constants etc.) as a function F(T) of the phase space variables. The system evolves 

in i>me, so that T, and hence, F(T) will change. We define 

F*. =< F(T(t)) > t i m e = lim J - /'•*' F(T(t)) dt (1) 
«o*t — » lobi JO 

where Fob, is the macroscopic property and the <>time 's t n e a v e r a 8 e taken over 

the trajectory in phase space. Eqn.(l) means that, if we want to measure the value 

of a given property of a system, we must know the time evolution of its phase space. 

This can be done by integrating the equations of motion of the degrees of freedom 

of the system. We clearly cannot integrate the equations of motions for an infinite 
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time, but we can average the function F on a enough long equilibrium trajectory of 

the system. This is exactly what we do in a MD simulation. In fact, the equations 

of motion are usually solved on a step-by-step basis, i.e. on a large finite number 

Tgb, of time steps of lenght 6t = *ofc»/Tofcj If 6t is sufficiently small, we can discretize 

the integral in the eqn.(l) in the form 

The calculation of the time averages by MD is called the "Boltzmann approach". 

Because of the complexity of the time evolution of F(T(t)) for large numbers of 

molecules, the analogous "Gibbs approach" consists in evaluating the "measure" 

of the quantity F as an average of F over the point distribution representing the 

phase-space of the system. These points are distributed according to a probability 

density p{T). This function is determined by the chosen fixed macroscopic param

eters (NPT, NVT, etc.), so we use the notation PNPTI PNVT or, in general, pmt. 

Each point represents a typical system at any particular instant of time. Each sys

tem evolves in time, according to the usual mechanical equations of motion, quite 

independently of the other systems. Consequently, the phase space density pcn,(T) 

will change with time with the constraint to have a constant density (Liouville's the

orem). When the time dependence of pen,(T) vanishes, it represents an equilibrium 

ensemble. In this situation we can imagine that when one system in T{T) moves on 

to the next T(T +1), another system arrives from state T(r - 1) to replace it. How

ever, if there is just one trajectory that passes through all the points in the phase 

space for which pen, is non-zero, then each system will eventually visit all the state 

points. Such a system is termed "ergodic" and the time taken to complete a cycle 

(the Poincaré recurrence time) is immensurably long for a many-particle system. 

Thus the time average of eqn.(l), can be replaced by an average taken over all the 

members of the ensemble, "frozen" at a particular time 

F*. =< F >en,= £ F(T)Pen.(T) (3) 
r 
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It is convenient to use, in place of ptnt, a "weight" function tv^,, which satisfies the 

following equations 

p~.(r) = Q^wUT) (4) 

<?«». = J>« . (r ) (5) 
r 

<F>m. = Q^^w^i^FiT) (6) 
r 

The weight function is essentially a non-normalized form of pen,(T), with the par

tition function Qtn, acting as the normalising factor. The connection with the 

thermodynamics is made by denning a thermodynamical potential VVn* 

ten. =-hiQm. (7) 

This is a function that has a minimum value at the thermodynamic equilibrium (for 

instance, the negative of the entropy S for a system at constant NVE, the Gibbs 

function G for a constant NPT system). We could calculate directly Qm» for a 

particular ensemble but this summation is not feasible for many particle systems: 

there are too many states. However, the underlying idea of generating (somehow) 

a set of states in phase space that are sampled from the complete set in accordance 

with the probability density pen„ is central to the Monte Carlo technique. MD focus 

on eqn.(l) while Montecarlo on eqn.(6). 

If all this conditions for pen, are met, then the ensemble average will be equal to 

the time average 

F*. =< F >tn.= - L £ F(T(T)) (8) 

Let us consider, for instance, the microcanonical, or constant-NVE ensemble: the 

probability density is proportional to 

6(H{T)-E) (9) 

where Ti{T) is the Hamiltonian function. The delta function selects out those states 

of an iV-particle system in a container of volume V and energy E. The expression 

for QNVE is 

QNVE = j~^N J drN dPN 6W">P) ~ E) <10) 
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where the integration is over all the 6A" phase space coordinates and h is the Plank's 

constant. All the variables r and p refer also to the three spatial components, 

hereafter we will use this convention. The appropriate thermodynamic potential is 

the negative of the entropy 

-S = -kB ÌHQNVE (11) 

where ks is the Boltzmann's constant. 

As previously stated, in order to find the time evolution of the phase-space T, 

we must solve the dynamical equations of motion for the degrees of freedom of 

the system. We start from a Lagrangian description which for a microcanonical 

(isolated) system is denned in terms of the kinetic K and potential V energies and 

using the cartesian coordinates 

£(r<V") = * - V'= y £>? - E u{Tii) (12) 
i= i »<>=i 

where m is the mass of an atom and r,_, is the distance between atom i and j , u(r^) 

is a generic interaction potential. The momenta conjugate to r, are denned as 

_ dC(rN,rN) . 
Pi = —-£-. = mn (13) 

Ori 

The Hamiltonian H is 

4 " - ? V ) = 5 > * - c = 2^£p,2 + E «('«) (14) 
»=1 1=1 i<j=\ 

(15) 

The Hamiltonian equations of motions 

dri _ &H_ Pi_ 
dt dpi m 

where v! denotes the derivative of u and r,_, denotes an unit vector in the direction 

joining atom i to atom ;'. The goal of MD is the iterative solution of equations 

(15) and (16), which represent a set of 67V coupled differential equations. JV cannot 

be, of course, of the order of a macroscopic quantity (it should be ~ 1023). We 
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must, therefore, solve equations (15) and (16) for a much smaller set of particles 

(N ~ 103 -r- 106) providing the use of suitable boundary condition to mimic the 

"embedding" of the small simulated system into a much bigger one. 

In order to eliminate the surface effects of small systems and to obtain results 

which are qualitatively and quantitatively closer to a bulk system (N ~ 1023), 

periodic boundary conditions (PBC) are ordinarily used. PBC consists in embedding 

the small simulated systems into a set of replica of itself in away to allowing the 

interaction of all the atoms of the systems whit an equal number of neighbours. It 

is generally assumed that molecular dynamics calculations with PBC give results 

equivalent to the properties of a small volume embedded in a bulk sample of the 

material, provided that the lenght of the sample being simulated is several multiples 

of the correlation lenght of the bulk system. 

In using PBC, we suppose that, if particle i is at r;, there is a set of images 

particles at positions r, + tiV1?3, where n is a vector with integer components. 

The potential energy of the atoms is 

U(rN) = £ u(r„) (17) 

In this sum, r^ is to be interpreted as the distance between r, and either r: or the 

nearest image of particle j , whichever is closer. Thus the minimum image convention 

is 

TU =\rij\= min» | r< - rà + nV 1 / 3 | (18) 

In the usual MD methods N is fixed, an initial choice of riV(0) and piV(0) is made, 

and Hamiltonian's equation» are solved numerically for a sufficiently long trajectory. 

2.2 Molecular Dynamics at constant p r e s u r e 

In view to describe how to generate the motion on the NPT ensemble, we can 

show how it is possible to derive the equations for a trajectory of a system with P 

constant. In this case the corresponding statistical mechanics ensemble average is 
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done using the following partition function A [6] 

A(JV\ P, H,) = ±JJdvJv drN J dpN 6 [n(rN,pN; V) + PV- H.] (19) 

where the Ht if the enthalpy of the system and H is the Hamiltonian function ( 14). 

As in the previous section, we need to generate a trajectory in phase space for a 

system with P constant. To obtain a phase-space trajectory for the atoms in a sys

tem which keeps the pressure constant, we have to modify the Lagrangian function 

(12) by introducing scaled variaUes for the coordinates and momenta. Following the 

Andersen's approach [6] we replace the coordinates r, with the scaled coordinates pi 

defined in the following way 

Pi = ri/V1'3 (20) 

where pt is a dimensionless array with three components between zero and one. 

Consider the following Lagrangian, in which a new variable Q appears 

Cp(p
N,p\Q,Q) = UQ^PÌ-

L »=i 

- E u(Q1/3Pii)+lMQ2-aQ (21) 

If we interpret Q as the volume V, then the first two terms on the right are just the 

previous Lagrangian expressed in terms of the new variables. The third term is the 

kinetic energy for the "motion" of Q, and the fourth represents a "potential energy" 

associated with Q. Here a and M are constants. 

This Lagrangian has an approximate physical interpretation. Let us suppose 

the system to be simulated is in a container of variable volume. The fluid can be 

compressed by a piston: aV is a pV-potential derived from an external pressure 

a acting on the piston and M is the mass of the piston. The piston is not of 

the usual cylindrical type that expands or contracts the system along only one 

direction; instead, a change in Q causes an isotropic expansion or contraction. This 

interpretation is not entirely consistent with eqn.(21). If eqn.(20) holds with V — Q, 

then 

ii = Qi/3pi+\Q-2/3QPi (22) 
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and the kinetic energy of the atoms should contain terms with factors of Q arising 

from the second term on the right. Such terms do not appear in eqn.(21). 

Despite the absence of a fully consistent physical interpretation, eqn.(21) gives a 

well-defined Lagrangian, and we now analize the dynamics it generates. We will call 

this system "the scaled system" to distinguish it from "the original system". The 

momentum conjugate to p, will be denoted x, 

* = f £ = ma2'3* (23) 
dpi 

The momentum conjugate to Q will be denoted II 

n = ?£• = MQ (24) 
dQ 

The Hamiltonian is 

JV 

HP(PN,*N,Q,TI) = Y,**i + QTl-cifP>f>Q>Q)= (25) 

s N 

^ »=i «<j=i 

n2 

The Hamiltonian equations of motions are 

dpi dH *i 
dt dn mQ*/* 

(26) 

dt - ~dPi--
W xk-i ''«I 

(28) 
dt dn ~ M 

dt " dQ~ 3Q( mQWf^*' + 

+ G1/3£*;u'(<?1/3Pu) + 3a<?) (29) 
i<3 

These equations of motions for the scaled system can be solved numerically to give 

t*>e coordinates and momenta as a function of time. Such molecular dynamics cal

culations give phase-space trajectories for the scaled system: pN(t), ifN(t), Q(t) and 

n(0-
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We now define a correspondence between the scaled system and the original 

system. This correspondence is given by 

V(t) = Q(t) (30) 

ri(t) = Q(t)1/3Pi(t) (31) 

Mt) = TiWJQit)1'3 (32) 

Every state of the scaled system corresponds to a unique value of V and a unique 

point in the phase space of the original system for that volume V (note that II does 

not appear in these equations, so that each V and phase-space point in the original 

system corresponds to a manyfold of states of the scaled system). 

In this way we can derive the equations of motions 

(33) 

(34) 

dT{ 

It 
dpi 
dt 

M#V 

Pi 1 dlnV 
m + 3 r ' dt 

2 , '««(»•«) 3Pi dt 

\ ( N T? N 

(ft2 (35) 

The trajectory so denned can be used to calculate time averages of any function F. 

The most important result is that the time average of any F is equal to the ensemble 

average of F for an isoenthalpic-isobaric ensemble in which the pressure is a 

<F>=FNPlit(N,a,He) (36) 

In other words, when the trajectory used to calculate time averages of the original 

system is obtained from the dynamics of the scaled system, the time averages of any 

F is the NPHe ensemble average of that F. The value of P for the ensemble is 

the value of a in the Lagrangian of the scaled system. These equations are not the 

same as Hamilton's equations for the original system. In the limit, however, that 

the mass of the piston, M, becomes infinitely large and dV/dt = 0 initially, these 

equations become equivalent to the dynamical equations for he original system. 

In order to overcome the difficulty to have the MD cell constants in shape, 

Parrinello and Rahman [4, 5] have modified the above approach, due to Andersen 
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[6]. The extra degrees of flexibility for the MD cell are related to the definition of 

three vectors a, b and c, that span the edges of the MD cell. These three vectors 

can have different lenghts and arbitrary mutual c entations and they are arranged 

in a 3*3 matrix h vhose columns are, in order, the component of a, b and c. The 

volume is given by 

w = | | h | | = a ( b A c ) (37) 

The position r, of a particle i can be written in terms of h and of a column vector 

Si, with components £, n and (, as 

r{ = hs{ = &a + ifcb + Oc (38) 

Obviously 0 < &, ifc, C» < 1. 

In this way the usual set of 3JV dynamical variables, that describes the positions 

of the N particles, is augmented by the nine components of h. Now it is sufficient 

to rewrite the Andersen's equations with these new degrees of freedom and we will 

obtain a dynamical system with changing shape of the MD cell. 

2.3 Molecular Dynamics at constant temperature 

In the following we will show how to modify the Lagrangian equation (12) in order 

to obtain trajectories where the pressure P and the temperature T are constants, in 

those case the partition function QNPT is 

QNPT = m£syo J™ j«fr* V «P[- (Wp + PV) /kBT] (39) 

where Hp will be the modified Hamiltonian function. The corresponding thermody

namic function is the Gibbs free energy G 

G=-kBTiaQNPT (40) 

The usual assumption of statistical thermodynamics is that, in thermodynamic limit 

(AT — oc, V — oc and N/V - p, simulation time t — oo), the time average of F 

on the trajectory is equal to the ensemble average of the function F over a suitably 

chosen ensemble of states. 
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To study the system in an isothermal ensemble we imagine it in contact with a 

thermal reservoir. IP this way we consider also a degree of freedom which represents 

the reservoir, and carry out a simulation of this "extended system". Energy is 

allowed to flow dynamically from the -eservoir to the system and back. The reservoir 

has a denned "thermal inertia" associated to it, and the whole technique is rather 

like controlling the volume of a sample by using a piston. Nosé [7, 8] has described 

the implementation of this method. The extra degree of freedom is denoted by 5, 

and it has a conjugate momentum p,. The real particle velocities are related to the 

time derivatives of positions by 

V = 3 T — 

ms 
An extra potential energy term is associated to s: 

V. = (f + l)kBT ins 

(41) 

(42) 

where / is the number of degree of freedom (3JV - 3, if the total momentum is fixed) 

and T is the specified temperature. There is also a kinetic term 

K.= \wi2 (43) 

where W is the thermal inertia parameter with dimension (energy)(time) which 

controls the rate of temperature fluctuations. 

Thus the Lagrangian (21) of the system must be modified in 

C. = K + K9 + K, - V - Vp - V, (44) 

where Hp and Vp are the terms for taking P constant and where H and V are 

the usual terms of the microcanonical ensemble. The Hamiltonian function can be 

readily derived 

V 2 / 3 . 2 N N 2 

v E P ? + E ^ , / S ) + 4 H, = 
2m »=i i<j=l 

+ ( / + l ) * B T l n * + ^ + a ( ? 

where p, and pv are the conjugate momenta of the new variables a and Q. 

(45) 

(46) 
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Furthermore Nosé [7, 8] and Haile et al. [11] discussed the choice of the adjustable 

parameter Q (the same discussion can be dono for W). Too high value of Q results 

in slow energy flow between the system and reservoir, and in the limit Q -* oc 

we regain conventional MD. On the other hand, if Q is too low, long lived, weakly 

damped oscillations of the energy occur, resulting in poor equilibration. It may be 

necessary to choose Q by trial and error, so as to achieve satisfactory damping of 

these correlations. 

2.4 Many-body metallic potential 

The scheme presented up to now is general (i.e. it can be applied to a large variety 

of dynamical systems). We want now to continue the description of the MD method 

by focusing on the case of a dynamical system representing an atomistic model of a 

metal. This choice is made by using a well-suited interaction potential to describe 

the nature of the metallic bond. We must thus build up the function u(r^), which 

represents the interaction among the atoms. Its form will totally characterize the 

properties of the system. The interaction energy between two atoms in a metal 

depends not only on their relative distance but also by the spatial distribution of 

their neighbours. Recently it has been shown [13, 14] that a many-body treatment, 

can reproduce (very satisfactorily, in some cases) some basic features of metallic sys

tems. First of all, the so called Cauchy discrepancy of the elastic constants, namely, 

the experimental evidence that for most cubic crystals Cu / Cu, which cannot be 

accounted for by pair potentials. Another serious drawback of the use of pair po

tentials is represented by the incorrect estimates of the vacancy formation energies. 

Furthermore, stacking fault energies, surface structure, and relaxation properties 

cannot be properly accounted for by means of pair potentials. A many-body po

tential scheme overcomes these difficulties by including even at a phenomenological 

level, the essential band character of the metallic bond. A relatively simple scheme 

for relating the atomic and the electronic structure, without resorting to the complex 

treatment of first principles calculations, is the "tight-binding" [12, 13, 14] method 

in which the ion-ion interaction is described as made up of an effective band term 
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plus a short-range repulsive pair potential. Th: total cohesive energy is then 

Ec = -jr(EÌ + EÌ) (47) 

«=i 

1* is well known that the cohesive properties of transition metals originate from 

the large d-band density of states. Previous studies have shown that several quan

tities do not depend on the details of the density of states, but only on its effective 

width characterized by its second moment. In this case the band energy can be 

written for an atom i, as [12] 

(48) *=-{£<*••>[-*(*-1)]} 
where £ is an effective hopping integral, r„ is the distance between atoms i ?ud 

j , and r0 is the first neighbour distance. The parameter q describes the distance 

dependence of the hopping integral. 

To ensure stability of the system, a repulsive pairwise interaction term of Born-

Mayer type is added 

«-£>•»[-'(*-01 (49) 

The parameters A, p, £ and q are determined by fitting the experimental values of 

cohesive energy, lattice parameter, bulk modulus and shear elastic constants C44 

and C" = \{Cu - C12) and by taking the equilibrium condition into account. In the 

fitting procedure, we impose the equality for the two first quantities. The parameters 

are calculated in order to obtain reasonable values for the elastic constants. 

Thus, it is clear that when we derive the potential energy Ec to obtain the in

teraction force between two atoms, we are forctd to take into account the position 

of all the atoms in the system by means of the term under the square root. Numer

ically this means that we have to calculate a double loop in the subroutine of the 

forces and we can reproduce with gooc accuracy the thermodynamic and structural 

properties of most transition metals. 
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2.5 Gear algorithm 

At this point we have the whole set of equations describing the dynamics of a system 

with constant T and P, and furthermore we have specified the interaction energy 

among the atoms to reproduce the metallic behaviour of the system. The next 

step is to integrate the differential equations which describe the time evolution of 

the system variables. A standard method for the solution of ordinary differential 

equations is the finite difference approach. The general idea is as follows. Given the 

atomic positions, velocities and other dynamic informations at time t, we attempt 

to obtcin positions, velocities etc. at a later time t + St, to a sufficient degree of 

accuracy. The equations are solved on a step-by-step basis, the choice of the time 

interval St will depend somewhat on the method of solution. In our case we use the 

predictor-corrector Gear algorithm. If the classical trajectory is continuous, then an 

estimate of (he positions, velocities etc. at time t + St may be obtained by Taylor 

expansion about time t: 

r»(t + « ) = r{t)+ 6tv(t)+6-£a(t) + 8-?-b(t) (50) 

St2 

v'{t + St) = i;(0+ St a{t) + —6(t) + ... (51) 

a"(t + St) = a{t)+ St 6(0 + ... (52) 

6»(t + * 0= *(')+ - (53) 

The superscript marks these as "predicted" values: they will need to be "corrected" 

later. Just as r and v stand for the complete set of positions and velocities, so a is 

for all the accelerations, and 6 denotes all the third time derivatives of r. In this 

example, we would store four vectors r, v, a and 6. Equation (50-53) will not generate 

correct trajectories as time advances, because we have not introduced the equations 

of motion. These enter through the correction step. We may calculate, from the 

new positions rp, the forces at time t + St, and hence the corrected accelerations 

ae(t + St). These can be compared with the predicted accelerations from eqn. (52), 

to estimate the size of the error in the prediction step: 

Aa(f + St) = ae{t + St) - c?(t + St) (54) 
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This error, and the results of the predictor step, are fed into the corrector step, 

which reads, typically 

re(t+6t) = rr(t + ij*) + caAa(t + 6t) (55) 

vc(t + St) = v"(f + 6t) f cx Aa(t + St) (56) 

ae(t+6t) = af(t + 6t) -t- c2 Aa(t + St) (57) 

bc(t + St) = br(t + 6t) + c3 Aa(t + St) (58) 

The idea is that rc(t + St) and the other corrected variables are now better approx

imations to the true positions, velocities etc. Gear [9, 10] has discussed the "best" 

choice for the coefficients c0, C\, C2, c3..., (i.e. the choice leading to optimum stability 

and accuracy of the trajectories). Different values of the coefficients are requireù if 

we include more (or fewer) position derivatives in our scheme, and the coefficients 

also depend upon the order of the differential equations being solved. 

The general scheme of a stepwise MD simulation, based on a predictor-corrector 

algorithm, may be summarized as follows: 

1. predict the positions, velocities, accelerations etc., at time t + St, using the 

current values of these quantities; 

2. evaluate the forces, and hence accelerations a; = / , /m, from the new positions; 

3. correct the predicted positions, velocities, accelerations etc, using the new 

accelerations; 

4. calculate any variables of interest, such as the energy, virial, order parameters, 

ready for accumulation of time averages, before returning to the beginning for 

the next step. 

In the code described in the following sections, the Gear algorithm will be imple

mented considering all the derivatives of the position coordinates till the fifth order 

and the correction made on the basis of second-derivative (eq.(54)). It will be thus 

called a (5,3) predictor-corrector scheme. 

16 



3 Serial Molecular Dynamics code 

In this section we will describe how a typical MD code works. Its flux diagram will 

be shown: there we will focus on the parts which will be likely to be parallelized. To 

find the best paiillelization strategy we need to analyze accurately each routine of 

the MD code. For this reason the RAM (Random Access Memory) allocation and 

the performances of each routine will be evaluated. 

3.1 Flux diagram 

In figure 1, it is shown the flux diagram of the serial code. We can recognize that 

the code is divided in three main parts: 

1. definition of the variables and input of the starting values 

2. dynamical loop 

3. output of results and storage of final configuration 

In the first part of the code, it will be very useful to define all the variables that we 

are going to use. This is important because when we will attempt to parallelize the 

code, we will be forced to introduce new variables and it is better to use only the 

variables that are really necessary. Furthermore, it is customary to read the starting 

values of the variables from an external file, in order to run many times the code 

without modifying and compiling each time. At this point also the choice of the 

starting configuration of the system is made. 

The "core" part of the code contains several different routines. As shown in 

figure 1, the "dynamical loop" comes out from a predictor-corrector scheme for the 

integration of the equations of motion. The dynamical loop is di. Med in four parts: 

1. prediction of the system variables (position, velocity and forces of the atoms) 

2. evaluation of the forces 

3. corrector of the system variables 
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4. evaluation of the istantaneous and averaged physical quantities 

A brief description of the predictor algorithm has been given in section (2.5) where 

the Gear's algorithm to integrate the equations of motion were derived. The main 

characteristic of this approach is that it involves the knowledge of all the dynamical 

variables up to the fifth order derivative of the positions coordinates. Thus we must 

work with 18 arrays of lenght N (N being the number of the atoms in the system). As 

it has been previously stressed, thermodynamical constraints, imposed to reproduce 

the dynamics of the system in equilibrium with the surrounding, introduce a new 

set of fictitious variables which are coupled to the canonical variables and must be 

integrated simultaneously with the same predictor-corrector scheme. 

The second point in the dynamical loop is the evaluation of the interaction 

among the atoms. As we have mainly dealt with the simulation of metallic system, 

we will describe a JV atoms system undergoing to a many-body potential described 

in section (2.4). Here it has been shown that the interaction energy is described by 

two terms: the attractive part and the repulsive part. 

Because both terms in the interaction energy depend upon the distance among 

atoms, it is convenient to calculate and to store all the distances. It is worth storing 

the atoms that are neighbours of each atom, i.e. those which fall within a prescribed 

cut-off distance from a given atomic position. In this way, for a few time steps of the 

dynamical loop, we can repeat only a smaller part of the routine for the evaluation 

of the distances without computing N * N interactions at each time step. At this 

point, it is possible to evaluate both the repulsive and the attractive parts of the 

energy. For the selected potential function it can be uselul to store a list of the 

modulus of the force and to interpolate the exact value corresponding to the given 

distance, instead of using the explicit expression. 

Furthermore, it is better to store on disk the last configuration calculated and 

to write on the output unit the instantaneous and average values of the physical 

quantities, just to check if everything is going well. Sometimes it can be useful to 

record, at this point, some of the configurations calculated, because they will be 

needed after the run is finished, to evaluate other quantities as radial distribution 
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function and so on. At the end of this loop we can calculate the instantaneous values 

of physical quantities and their averaged values. We have now described the inner 

part of the code. At this point the dynamical loop restarts from the beginning until 

the maximum number of time steps allowed is reached. 

3.2 Costs of a serial code 

When we speak about the costs of a serial code we refer (a) to the dynamical memory 

(RAM, Random Access Memory) allocation and (b) to the time requirement of each 

routine. To evaluate the required RAM, we have to count the number of bytes 

occupied by the arrays in the code. For example, we can estimate the memory 

occupancy for a system of 10000 atoms remembering that a double precision number 

corresponds to d bytes (see table (1)). The main contributions come from: 

1. the predictor-corrector algorithm, with 18 arrays of N atoms each; 

2. the forces, with 3 arrays of N atoms each; 

3. the real matrix to record the distances among the atoms (100 times the number 

of atoms, 100 is a reasonable upper bound for the number of neighbours to be 

computed for each atom); 

4. the integer matrix to record the labels of the atoms that are neighbours of 

each atom (100 times the number of atoms). 

As it is clear, from table (1), we must be careful with the use of matrix represen

tations in our code. If we wish to improve code performances, we should reduce 

the use and the size of matrix representation. Sometimes it is better to split the 

contents of the matrix among all the processors. 

A second important issue about the computational cost of a serial code is the 

estimate of the cpu time needed by each routine in the code. If we perform a run 

of 500 steps for a system of 10976 atoms, and updating every 50 steps the nearest 

neighbours table, we obtain the results shown in table (2). 
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Array 

coordinates: 
forces: 
real matrix: 
integer matrix: 

Memory allocation 

18*8*10000= 
3*8*10000= 

100*8*10000= 
100*4*10000= 

Total= 

1.5 Mbyte 
0.3 Mbyte 
8.0 Mbyte 
4.0 Mbyte 

14.0 Mbyte 

Table 1: List of the arrays that allocate the greatest part of the dynamical memory 
during th° run. 

We 'V, incentrate our parallelization work only on the first three routines in the 

table (2), because the code spends most of the cpu time calculating inter particles 

forces and the distances. 

3.3 Performance evaluation 

In order to better analyze the performance of the parallel code and to show the 

improvements obtained, we have to test the performances of the serial code on 

several computers. The computers used are listed in table (3). The test is made on 

two samples of 4000 and 10976 atoms arranged in a fee (face centered cubic) crystal 

structure. The results are reported in table (3) and they refer to a run of 500 steps, 

where the nearest neighbours table is recalculated every 50 steps. A slight difference 

in the results between the case with 4000 atoms and that with 10976 atoms is due to 

the running time of the nearest neighbours table that is proportional to N2, where 

the other routines are characterized by a running time linear with N. In fact, we 

can argue that the total running time of the code is 

T = 7h tnnt N
2 + n2 trmit N + t0 (59) 
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Routine 

actrattive force (500 times): 
repulsive force (500 times): 
nearest neigh, table (10 times): 
other routines (500 times): 

Percentage of the cpu time 

46.0 
27.9 
24.0 
2.1 

Table 2: Distribution of the cpu time among the routines of the serial code. The 
numbers refer to a run of 500 steps and 10976 atoms. Even if the update of the 
nearest neighbours table is performed every 50 steps, it has an high percentage. 

where n* is the number of the times the routine is called, tnnt is the time needed 

to evaluate a distance when updating the nearest neighbours table, tTOUt the time 

needed to perform a single operation in the routine depending linearly on the number 

of atoms and to is the time for all the remaining in the code. Approximately for a 

long run, we can neglect to and we can solve the eqn.(59) in the two cases (4000 and 

10976 atoms for Ibm Rise 6000/990) of table (3). Again it is clear how important 

this routine is. Solving the linear system of equations, we find that in one case (4000 

atoms) the total running time of the update of the nearest neighbours table is 10% 

of the total, while in the other case (10976 atoms) is 24%, confirming the result in 

table (2). Then it is clear that the routine for the update of the nearest neighbours 

table is the most time expensive routine and its weight rises very quickly increasing 

the number of atoms. 

In the end, we remember that, from the figures shown in table (3), it is not 

possible to infer the absolute performance of the computer, as these data should 

be analyzed by taking into account several aspect (processor architecture, cache 

memory, type of algorithm, compiler used, etc.). 
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Serial computer 

IBM Risc 6000/990 
Dee Alpha 30n/500 
Sun Sparc 10 
SGI Indy 100 
Vax 9000 

4000 at. 

time 

3.7 
4.5 
11.0 
11.9 
18.6 

rel.perf. 

1 
1.2 
3.0 
3.3 
5.1 

10976 at. 

time 

4.3 
5.3 
12.3 
19.7 
21.0 

rel.perf. 

1 
1.2 
2.8 
4.6 
4.8 

Table 3: Comparison of the performances of the serial code on several single pro
cessor computers (the time is in (sec/at*step)lO~A ) . In each case the first column 
is the running time and the second is the relative performance respect to the IBM 
Rise 6000/990. However from these results it is not possible to deduce the absolute 
performances, because strongly problem dependent. 

4 MIMD parallelization techniques 

With serial computer there is just one single processor which executes p. series of 

instructions in order to produce a result (i.e., there is a logical flow of control through 

the program). Parallel computing is concerned with producing the same result 

sharing the work on multiple processors. There is a variety of ways in which the 

problem can be splitted among the available processors. Tn the following we will give 

a short review of several methods which can be used at this purpose. First of all it 

is necessary to have in mind a rather general classification of parallel architectures 

[15]. 

4.1 Parallel architectures 

The Flynn's classification system [16] divides the entire computer world into four 

groups: SISD, SIMD, MISD, and MIMD (see tab.(4)). In our context the two most 

interesting classes are SIMD (sync) onous parallelism) and MIMD (asynchronous 

parallelism). The SISD diss are the familiar serial von Neumann computers with 
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SISD 
Single Istr. Single Data 

single processor computer 

MISD 
Multiple Instr. Single Data 

pipeline computer 

SIMD 
Single Istr. Multiple Data 

array computer 

MIMD 
Multiple Instr. Multiple Data 

multiprocessor distributed computer 

Table 4: Computer system classification according to Flynn. 

just a single processor, while applying a quite free interpretation makes the MISD 

class cover pipeline computer systems. Some computers can have an hybrid structure 

in the sense that some processor can be arranged as SIMD and some as MIMD. 

Synchronous parallelism means that there is only a single thread of control. So, a 

special processor executes the program, while all the other processors with a simpler 

structure execute the "master processor's" commands, in lock steps (synchronously). 

Array processors, for which the term SISD computer is often used as a synonym, are 

constructed more simply than MIMD computers. The hardware for the command 

cycle (instruction fetch, decode, program counter control) is only required to be 

executed in the central control processor (also known as the "array control unit", 

ACU). In this rase the Processing Elements (PE hereafter) are made up of just 

an arithmetic/logic unit (ALU), local memory and a communication unit attached 

to the interconnecting network (see fig.2a). Since only one instruction decoder is 

present, the execution of a SIMD program is always synchronous. That is, there 

can exist only one control flow for the whole program. Each PE either executes the 

same instruction as the other PEs on its local memory, or it is inactive. 

Asynchronous parallelism, in contrast, indicates that there are multiple threads 

of control. In this way, each processor executes an individual program. MIMD 

computers in comparison to SIMD computers have a more general structure and 

always work asynchronously. Each processor executes its own program with an 
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individual control flow, so multiple control threads are executed simultaneously. 

One can distinguish between MIMD computers with shared memory (see fig.2b) 

and MIMD computers with distributed memory (see fig.2c). MIMD computers with 

shared memory are kuown as "tightly coupled". Synchronization and information 

exchange occur via common memory areas which can be accessed by different pro

cessors in a coordinate manner. This type of architecture is easy to program as there 

are no explicit communications between PEs, all communications being handled via 

the global memory storage. Access to this memory storage can be controlled using 

techniques developed from multi-tasking computers, e.g., semaphores. However, the 

shared memory architecture does not scale well on a large number of PEs. The main 

problem occurs when a number of processors attempt to access the global memory 

storage at the same time, leading to bottlenecks. 

MIMD computers with distributed memory are globally more "loosely coupled". 

They have a local memory in each PE and correspond more closely to a group of 

loosely bound, independent computers. Synchronization and communication tasks 

are much more costly with distributed memory, because messages must be exchanged 

over the network. If a PE needs data which are contained in the memory of another 

processor, then it must send a message to the remote processor ashing it to send it 

the data. While connecting a processor to each other one (N times N), is possible 

for a small number of processor, this becomes quickly impractical as the number 

of processors increases. One solution to the problem of connecting the processors 

together is to connect a processor to a small subset of its neighbours. Each of the 

neighbours in the communication subset would be connected to a different subset 

of processors, allowing for messages to be sent from one processor to another via a 

number of intermediate processors. Recently the use of Switches to manage the links 

among the processors has greatly reduced the problems due to communications. 

A simple example of distribuited memory parallel computer is represented by 

clusters of workstations. While typically more loosely coupled than the "single box" 

parallel architectures described above, these systems can provide an invaluable route 

for producing and testing parallel codes. 
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4.2 Decomposing the serial code 

A serial code, is generally composed of inherently sequential parts and potentially 

parallel parts. By restructuring the program in a parallel form, we aim to reduce the 

elapsed time of the potentially parallel parts. However, decomposition frequently 

introduces an overhead: for example, message passing between processors. We have 

to consider this overhead in the execution time of the parallel version of the subpro

gram, and this must be outweighted by the overall reduction in execution time as a 

result of the use of many processors in parallel. 

Three important decomposition techniques are worth to remember: 

1. Trivial decomposition 

2. Functional decomposition 

3. Data decomposition 

(a) Balanced 

i. Geometric 

(b) Unbalaced 

i. Scattered Spatial Decomposition (SSD) 

ii. Atomic Decomposition 

iii. Task Farm 

The simplest technique is trivial decomposition, which does not really involve 

decomposition at all. In this case the serial program performs the same operations 

on every PE on different sets of data and it is not required to exchange informations 

among the different nodes. Clearly, trivial parallelism can be exploited to provide 

almost linear speedup if runs take similar execution times. 

A simple form of functional decomposition is the pipeline, in which different 

operations are performed in different units in cascade, over a continuum flow of 

data. Parallelism in a pipeline is limited by the number of stages in the pipeline. 

For greatest efficency we must keep all the stages busy. This implies that if the 
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time taken for each stage of processing is equal, the pipeline is then balanced. In 

general, functional decomposition is strongly problem dependent, and the amount 

of parallelism is limited by the program. 

Rather than decomposing the program itself, or not decomposing at all, we can 

consider decomposing the data. Many problems involve the application of similar 

(or identical) operations to different parts of a large data set. In such circumstances, 

it is often appropriate to split the dataset up over many processors. There are two 

ways of decomposing the data: balanced and unbalanced. In the balanced way 

one divides the data set into n processing grains and allocates one grain to each 

processor. It is not usually the case that every processor is directly connected 

to every other processor, so we try to allocate neighbouring processing grains (i.e. 

overlapping blocks of data) to physically neighbouring processors. In this way we can 

reduce latencies and congestion. We call this "geometric" decomposition, which is 

the most important and commonly-used technique for exploiting parallel machines. 

It is only at the interfaces between the blocks that the parallel program differs from 

the sequential program, by requiring information to be passed across the boundary. 

But when we are working with spatially inhomogeneous systems it is better to 

attempt an unbalanced approach. In this case the key point is to allocate more 

than one grain to each processor. According to the nature of the processing grains, 

we usually adopt one of three standard techniques: scattered spatial decomposition 

(SSD), atomic decomposition and task farming. 

In S SD we simply allocate a random selection of these smaller processing grains 

to each processor and hope that, on the average, each processor will have an ap

proximately equal work-load. In this case we generally need more communication 

than in the balanced case and we can improve the load balancing with extra com

munications. 

Very similar to the SSD scheme, the atomic decomposition method consists in 

decomposing the inhomogenous problem by distributing the very unit quantities (in 

the following we will use this method and the atoms will be our unit quantities) of 

the problem without looking at their spatial distribution. 
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If grains can be processed in a completely independent way of one another, then 

we can consider the adoption of "task farming" to provide dynamic load balancing. 

Again, relatively small processing grains are chosen, and one processor (the "task 

master") mantains a set of unprocessed grains. A number of "worker" processors 

repeatidily request a grain from the master, they process it before dispatching the 

results te a result collector, which may or may not be the task master. Task farm, 

however, require a constant flow of grain requests and replies between the workers 

and the master. The costs associated with maintaining the dynamic load balance 

are particularly relevant in cases where many iterations are being performed over 

the data set. Static data allocation to processor generally requires only a single 

transmission of data from the master to the workers, while a task farm would effective 

involve retransmission for every iteration. 

4.3 Performance evaluation 

Speaking of performance measuraments on parallel computer system, one must dis

tinguish between the speedup and the scaleup of the program (for more details see 

[15]). The speedup indicates how much faster the same problem can be computed 

on p processors with respect to the serial single processor. The scaleup indicates 

how much larger problems can addressed using p processors in the same time as the 

original problem on a single processor. 

As early as 1967, Amdahl considerations [18] on performances of parallel com

puter systems have become known as "Amdahl's Law". Here, the partitioning of a 

program into a sequential and parallelizable part is the only parameter; the prob

lem size always remains constant. Thus, the following equation holds true for the 

execution time of a parallel computer system with p processors: 

r,= /r1 + ( i - / ) y (60) 

where / is the percentage of operations of a sequential program that cannot be 

carried out in parallel, but must instead be executed sequentially and Tp is the 

elapsed time of the program with p processors. Consequently, the speedup factor on 
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p processor results: 

Since 0 < / < 1 it follows that: 1 < Sp < p. So the speedup may not exceed the 

number of processors. 

The efficency Ep is defined as the measure for the achieved speedup in relation 

to the maximum speedup p: 

Ep = ^ (62) 

Consequently, the efficiency range is: 1/p < Ep < 1. The efficiency is often given as 

a percentage. 

As the size of the sequential part of the code in a MIMD program increases, the 

rate of usage of the processors drops drastically and, with it, the parallel speedup. 

For a fixed sequential part of a program, the maximum possible speedup can be 

calculated independently of the number of processors used. 

U m SP = ; 7T 7̂  = \ ( 6 3 ) 

P - ~ P l + f(p-l) f 

This indicates that a MIMD program with a 1% sequential part can never achieve a 

larger speedup than 100. This upper limit does not depend on how many processors 

are being used. 

In real-world parallel programs, larger numbers of processors are most often used 

to solve larger problems, instead of trying to solve the same problem faster. In this 

kind of situation, the concept of scaleup is more important than that of speedup. 

Let us define Tp(m) as the execution time of a parallel program solving a problem 

of size m and running on p processor units. 

The "scaleup" property SCP of a problem of size m on p processors can be 

evaluated by its execution time Tp(m) finding the size of a problem, say n, which 

can be run in the same time on a single processor unit, i.e. Ti{n) = Tp(m). SCp is 

defined as 
SCP = 1 (64) 

m 
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and indicates the size improvement of the problem addressable using p-processors. 

In case of "perfect" parallelism, m = in, then for the reason stated before, the 

scaleup always stays 

SCP <p (65) 

In the end, we must remember that performance data, like speedup or scaleup, 

are always application-dependent. This means Hat they depend on each specific 

application, and might not be transferable to other problems (sometimes not even 

to similar problems). 

4.4 Message-passing concepts 

In the case of MIMD parallel computers we have several processors, each with its 

own memory space, and all connected through a network. Each processor executes 

its own program, and the programs running on different processors communicate by 

exchanging messages. With the most recent improvements in parallel programming, 

the message passing operations are just subroutine libraries. All the variables on 

each processor are completely private to that processor. Private means that, al

though other processors may have variables with the same name, the contents of 

these variables are completely independent unless the program calls the appropriate 

communication subroutines to synchronize the contents of these variables. 

A message transfer takes place when data are moved from variables in one PE 

to variables in another PE. In general the following information has to be provided 

to the message passing system to specify message transfer: 

• which processor is sending the message 

• where are the data on the sending processor 

• which kind of data are being sent 

• which is the size of the data to be sent 

• which processor(s) are receiving the message 
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• where should the data be left on the receiving processor 

• how much data is receiving processor prepared to accept 

In general, the sending and the receiving processors will cooperate in providing 

this information. Other important concepts in message passing are the access to the 

network, the way of addressing the messages and the way the reception is performed. 

Two kind of communication are possible with message passing libraries: 

1. point to point communication 

(a) synchronous 

(b) asynchronous 

(c) blocking 

(d) non blocking 

2. collective communication 

(a) barrier 

(b) broadcast 

(c) reduction operation 

The simplest form of message is point to point communication: message is sent from 

a sending processor to a receiving processor. Only these two processors need to know 

everything about the message. There are several variations on how the sending of a 

message can interact with the execution of the program. 

The first common distinction is between synchronous and asynchronous send

ing. Synchronous sending is provided with information about the completion of 

the message. Completion of a sending means that the sending buffer can safely be 

re-used. Asynchronous sending only knows when the message has left and has no 

further information about the reception. For example a fax message is a synchronous 

operation, while a post card is an asynchronous one. 
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The other important distinction is between blocking and non-blocking sends. 

Blocking operations return the control to the program from the subroutine call only 

when the operation has been completed. Vice versa non-blocking operations return 

the control to the program straight away and this allows the calling program to 

continue to perform other work. At some later time the program can test for the 

completion of the non-blocking operation. Normal fax machines provide blocking 

communication: the fax remains busy until the message has been sent. Some modern 

fax machines contain a memory. This allows you to load the document into the 

memory and if the remote number is busy the machine can be left to keep trying to 

get trough while you go and do something more important. 

The other type of messages are collective communications: barrier, broadcast 

and reduction operations. A barrier operation synchronizes processors. No data is 

exchanged but the barrier blocks until all of the participating processors have called 

the barrier routine. A broadcast send is a one-to-many communication. One pro

cessor sends the same message to several destinations with a single operation. The 

reduction operation takes data items from several processors and reduces them to a 

single data item that is usually made available to all of the participating processors. 

One example of a reduction operation is a strike vote where thousands of votes are 

reduced to a single decision. One common reduction operation in parallel programs 

is a summation over processors. 

4.5 Parallel Virtual Machine library 

The most common message passing library is Parallel Virtual Machine (PVM) [17]. 

It is a software package that allows a heterogeneous network of parallel and serial 

computers to appear as a single concurrent computational resource. Some of this 

computers may themselves be parallel computers with multiple processors connected 

by a proprietary network or shared-memory. PVM consists of two parts. The first 

part is a daemon process that resides on all the computers making up the virtual 

machine (i.e. the logical distributed-memory computer). When a user wants to run 

a PVM application, he first creates a virtual machine by starting up PVM. The PVM 
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application can then be started from unix prompt on any of the hosts. Th« second 

part of the system is a library of PVM interface-routines. This library contains 

user callable routines for message passing, spawning processes, coordinating tasks, 

and modifying the virtual machine. Applications program must be linked with this 

library to use PVM. 

Just to give an idea of how typical message passing library works, we will show, 

as an example, the most used operation: sending and receiving data. The chosen 

library is PVM, but other libraries will work in a pretty similar way. The operation 

of sending consists of three steps: 

• call pvmfinitsend ( Encoding, Ierr) 

• call pvmfpack ( Type, Array, Count, Stride, Ierr) 

• cali pvmfsend ( Address, Flag, Ierr) 

The first step is used to initialize a buffer memory and to specify message encoding 

(Encoding). The pvmfpack routine packs the active message buffer with arrays 

(Array) of prescribed data type (Type). The arguments are a pointer to the first 

item to be packed, Count is the total number of items to pack from this array and 

Stride is the stride to use when packing. The routine pvnifsend sends the message, 

stored in the active send buffer and identified by the label Flag to the PVM process 

identified by Address. Vice versa the operation of receiving consists of two steps: 

• call pvmfrecv ( Address, Flag, Ierr) 

• call pvmfunpack ( Type, Array, Count, Stride, Ierr) 

The routine pvmfrecv blocks the process until a message, with label Flag, has arrived 

from Address. The pvmfunpack routine unpacks the array (Array) of a given data 

type (Type). The numbers Count and Stride have the same meaning of pvmfpack 

routine. If everything is gone well lerr=0. 
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5 Description of the parallel code 

In the last section we have shown an example of the most important tools needed to 

set up a parallel code. Now we will concentrate on our serial code and we will describe 

how to parallelize it. In general it is better to have a first deeper understanding on 

the serial code in order to figure out the best possible parallelization strategy. 

We will show in the following that the best parallelization strategy developed so 

far allows a parallelization of 98% of our code. We will show that, despite the needs 

of the communications overhead, the parallel version is more convenient (i.e. allows 

large speedup and scaleup) than the scalar one. 

5.1 Parallelization 

The most simple and efficient parallelization technique of a Molecular Dynamics code 

consists in distributing the data among the processors with the atomic decomposition 

technique, as it is described in section (4.2). This method consists in assigning 

the atoms to the processors without caring about their physical position in the 

simulation box. In this way, we can perfectly balance the work load of the nodes 

even if the system is very inhomogeneus. 

The second important information is reported in table (2). Kere it is clearly 

shown that we need to parallelize only three routines if we want to gain a relevant 

speed up in our application. These routines are: the evaluation of the distances, 

evaluation of the repulsive and attractive forces. In this way it is clear that we are 

parallelizing about the 98% of the code. 

The other point to enlight is the allocation of the RAM memory (section (3.2)). 

It is clear from table (1) that the larger part of the RAM is allocated by the two 

matrix arrays where all the distances and the nearest neighbours labels are stored. 

Following table (1) and remembering that it is better do not exceed the 2/3 of 

the RAM on each processor, we can argue how many atoms we can simulate on a 

parallel computer with 64 Mbytes on each node. In the case described in table (1), 

the maximum number of atoms is 30000. But we can improve this, for instance, 
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splitting the matrix arrays among the nodes: on 4 nodes 90000 atoms could be 

simulate, and 130000 atoms on 8 nodes. A step further can be done also splitting 

the knowledge of the atoms positions, in this case: on 8 nodes we can simulate 

240000 atoms. In section (5.5) are reported some improvements that can allow to 

simulate more than 106 atoms on 8 nodes. 

In figure 3 we report the flux diagram of the parallel code. The figure 3 is 

characterized by essentially three symbols: tne boxes with rounded angles are the 

instructions of processor nought; the squared boxes refer to the instructions executed 

in parallel by the other processors; the circles refer to the communications among the 

processors (in the following we will explain in detail which kind of communications 

take place) and the underlined instructions refer to serial instructions executed by 

all the processors. 

As shown in the flux diagram, the code starts with the definition of the variables: 

every processor defines its local variables and allocates the same quantity of RAM. 

Then, while the processor nought reads the starting data from the disk, the other 

processors wait to receive the complete set of data. A broadcast instruction of 

processor nought will assure the distribution of the data to every other processor. 

Now every processor has all the informations needed to start a calculation but 

it does not know yet which atoms are assigned to it. Thus it is necessary a routine 

for an initial load balancing. With this routine, repeated by every processor, every 

node will know its group of atoms and the limits of each group assigned to the other 

processors. This routines divides the atoms among the processors, thus every node 

has about the same number of atoms. For example, if there are 500 atoms and 5 

processors, we will have: from atom 1 to atom 100 to processor nought, from atom 

101 to atom 200 to processor 1 and so on. 

The next step, before the beginning of the dynamical loop, is a step of coordinates 

prediction. In the serial code, this routine was included in the dynamical loop. Since 

in a parallel code we try to communicate as less information as possible, as shown 

in the flux diagram, we will exchange the coordinates only in one point of the code. 

At the end of the dynamical loop we will perform the coordinates correction and, 
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then a predictor for the next step of the loop. In this way we can exchange the 

coordinates among the processors only once during the job. After the predictor 

step, there is an overall communication to let all the processor know the new values 

of the coordinates. 

Now every - ^ is ready to start the dynamical loop. The first step is the 

predictor of the coordinates of the box simulation. Because it is only an operation 

among matrix arrays, every processor can replicate the same operation as the others, 

and this forms a serial part of the code. 

The next step is the evaluation of the distances and of the repulsive part of the 

forces. These two routines can be done in parallel: every processor performs the 

operation only on the set of the atomic coordinates assigned to it. 

Periodically, the routine of the "dynamic" load balancing is called to calculate 

the work load of each node to redistribute it, if necessary. Due to the many-body 

nature of the potential, in order to calculate the total force, each processor also 

needs the contributions to the repulsive part from atoms that can be assigned to 

other processors. Consequently, at this point, we need a communication among all 

the processors, as shown with a circle in the flux diagram. 

Again in parallel, the processors can calculate the force on each atom assigned 

to them, and finally they can perform a corrector and a predictor of the coordinates. 

Finally, every node applies the corrector of the box simulation coordinates. 

Now we are at the end of the dynamical loop and there is a communication among 

all the processors. They exchange the new coordinates and the partial values of the 

physical quantities. One processor, for example the processor nought, will evaluate 

the total istantaneous and averaged values of the physical quantities. Furthermore 

it will store the data on the disk before printing the value of some relevant quantities 

on the standard output. 

5.2 Algorithms for communication 

In figure 3 we show the flux diagram: the communication among the processors is 

denoted by a small circle. We have not yet specified which kind of communications 
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we use, because different strategies can be adopted. In the following we will analize 

three of them just to give an idea of the problems involved: 

1. master-slave communications 

2. one-to-one communications 

3. logarithmic communications 

In figure 4 we show the master-slave (MS) communication. Essentially every 

processor sends its informations to the master processor (<n our case it is always 

the processor nought). Firstly, the master processor receives all the informations 

and unpacks the received data. To be noted that the master processor can com

municate only with one processor at a time. Thus all the packets arriving from the 

slave processors must wait in queue, since they are read one by one by the master 

processor. In a certain sense this is a serial part of the code, and this shows that 

this is not the best way to communicate. Furthermore, we can calculate how much 

information travels over the network during a step of this kind of communication. If 

we denote by p the number of processors and by N the number of atoms, each time 

the slaves send to the master processor (p - 1 )N/p bytes. Once the master processor 

has received the data, it can elaborate them. For example, it can compute averages 

or simply collect and reorder the informations. At this point the master processor 

is ready to send back all the informations with a broadcast routine: (p-l)N bytes. 

The total amount of informations exchanged Am, is 

Am. = N(p - 1) + £ ( p - 1) = N(p - 1)(1 + 1) (66) 
P P 

Thus it is clear that the amount of exchanged data is a linear function of the number 

of processors for large p. 

The second possible communication scheme is the one-to-one (0T0) communi

cation (see figure 5). In this case every processor sends its own data to every other 

processor thus implying communication of pairs of processors at a time. The best 

way is to perform parallel communications at each step: every processor sends its 

data to another one, and then it waits for the data to be received from a third 
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processor. This operation is repeated exactly p - 1 times; thus the number of bytes 

sent from one processor to another is proportional to N/p for each iteration and the 

cycle must be repeated (p - 1) times. Therefore the total amount of informations 

exchanged An is 

4 I I = ( P - 1 ) P - = N(p-l) (67) 

If the number of PEs is not high, An is sensibly lower than Amt. Furthermore we 

can show that in MS communications the time for exchanging data depends on p 

and JV, while in the 0 T 0 communications only depends on N. In the first case, 

we have the following contributions to the time: N/p (each PE sends the message), 

(p-l)N/p (master receives all the messages), N(p-1) (master broadcasts), N (each 

slave receives). Thus the total time is 

Tm. = - + (p- I)- + N(p-1) + N = N(p+l) (68) 
P P 

This means that communications weight increases as the number of processors in

creases. In the second case the time is only p - 1 time the send and receive of N/p 

data, so 

Tu = 2{p - 1)— ~ 2N (69) 
P 

The third way to communicate is shown in figure 6; it needs just a log2 number of 

steps to be completed, and so we call it the "logarithmic" method. In this case, the 

best result is obtained when using number of processors equal to a power of 2. Infact 

the first step consists in dividing the processor into two groups. Every processor of 

one group sends its data to another processor of the second group, while receiving 

the same amount of data from it. The algorithm is iterative. Each of the two groups 

of processors is divided into two groups, and the exchange operations repeated, 

until all the nodes get the complete set of coordinates exchanged. We must note 

that, at every step, each processor sends all the data that it knows: its own initial 

data and all the data received by the other processors in the previous steps of the 

communication path. The packet of data of each processor increases at each step but, 

the number of exchanges is only proportional to log2 p. In this way we have greatly 
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reduced the number of steps required to let all the nodes know the complete set of 

coordinates; this in turn reduces the number of buffer initializations, the packing of 

the data and the latency time (i.e. the time to send a null message). Even more, on 

parallel machine equiped with high performance switches (like the IBM SP2), the 

"log" scheme allows bi-directional communications among the processors: at each 

step the exchange of data between two processors takes places on the same physical 

channel, in this way optimizing the elapsed time in exchanging data. 

5.3 Load balancing 

To get high performances from a parallel code, the work load on each node has to 

be always carefully balanced. In many programs, this can be accomplished by a 

static distribution of the work, decided before starting the job. In our case (see 

section (6)) since the density distribution of the system can drammatically change 

during its time evolution, the balancing of the different nodes has to be verified (and 

eventually modified) in a dynamical way, at run time. This is the reason why the 

balancing routine is periodically called during the execution of the dynamic loop. 

The dynamical load balancing can be implemented according either a host-node or 

a SPMD ( Single Program Multiple Data) parallel scheme. 

In the first scheme the load balancing routine is divided into three parts: 1 ) each 

processor sends to the master processor its table of nearest neighbours; 2) the mas

ter evaluates the optimal load distribution, and 3) communicates the up-dated list 

of "assigned" particles to each slave. The first step is necessary because the master 

processor needs to know the complete nearest neighbours tables to know how many 

interactions are associated with every atom. In this way the master processor can 

estimate the optimal number of interactions that every processor must calculate. 

Then, it assigns atoms to the slave processors until they reach the optimum number 

of interactions. At this point the processor nought must communicate the results 

of its calculations (assignement of the atoms) and must provide all the coordinates 

(positions, velocities and all the derivatives till the fifth order, see the Gear algo

rithm) to each processor. As it will be shown later, the communications involved 
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are too much expensive for the same reasons of the implementation showed in the 

previous section. 

Vice versa, the SPMD scheme is constitued by the following steps: 1) each 

processor performs the evaluation of the optimum number of interactions to be 

calculated, 2) each processor evaluates the best load balancing and 3) reorganize 

its own coordinates to send only its own information to the other processors that 

need of it. In this way, even if processors must perform some more calculations, the 

number and size of communications drop drastically. 

At first, we could simply allow the processors to exchange all the coordinates 

between them. But, this is clearly a strategy that reduces noticeably the code 

performance. It is quite more efficient to allow the processors to exchange the 

atomic coordinates which, at the previous step, were owned by another node. 

5.4 Performances 

In the following we report performances of our code on several parallel computers. 

It is worth to underline that the performances strongly depend on the application 

and that usually the approach is different: depending on the parallel computer 

characteristics, the serial code is parallelized. 

However, during the development phase of the code it is useful to perform several 

tests on different parallel computers, to better understand where to improve the code 

and how good is the portability. The last point is very important and it is the basic 

feature of P VM and similar libraries. We have tested the parallel version of the code 

on the following parallel computers: Ibm SPI, Ibm SP2, cluster of Dec-o 3000/500 

workstations and Cray T3D. 

In all the data we are going to show, we will indicate the total elapsed time (i.e. 

the time that really the user waits till the end of the run), to have a clear idea of 

the overall improvement we got. 

The tests on the Ibm computers were performed on the Ibm SP2 located in 

ENEA and on Ibm SPI and SP2 located in Ibm ECSEC Centre of Rome where, the 

code has been optimized with the collaboration of Dr.O.Tomagnini. 

39 



All the tests were performed using two samples, of 4000 and 10976 atoms respec

tively, and simulating the systems for 500 steps of time integration. In the figures 

7 to 12 we compare the performances of the code implementing two kinds of com

munications: the master-slave (MS) and one-to-one (OTO). Furthermore, we will 

compare the speedup of the parallel code to the theoretical speedup (Amdhal's law) 

to underline the weight of the communications in this kind of problems. 

In figure 7 we report the comparison between the speedups obtained on SPI IBM 

using the codes with the MS algorithm communication and the OTO algorithm in 

the case of a system of 4000 atoms. As it was expected there is an improvement of 

performance in the case of one-to-one communication with respect to the master-

slave communication and the improvement increases with the number of processors. 

This is due to the fact that the amount of time for communications using the MS 

scheme becomes very large when the number of processors increases. It is worth 

noting that, when we have 4 processors, the speedup is of 3.56, which is acceptable for 

this type of problem. Furthermore, with 8 processors the reached speedup is about 

6. This can be considered a threshold for a good gain in using parallel computers. 

We believe that this is due to an excessive weight of the load-balancing routine. So 

we can improve this result by optimizing it (see next section). As shown in figure 8, 

for the case of 10976, the effect of increasing the size of data to be exchanged seems 

to reduce the overall performance. In this case, in fact, we have measured a speedup 

of 5.84 with 8 processors. 

To better analyze these results, we can measure the wall time for each routine 

in the code, by using the code which adopts the MS communication scheme. In 

table (5) we report the time per step in seconds measured in the case of the 4000 

atoms system. There are two runs: one done with 4 and another with 6 processors. 

Thanks to this table, it is possible to estimate how the weight of the load balancing 

routine increases when the number of processors increases, i.e., upon increasing the 

communications. In fact in the last line where the time for the load balancing 

averaged over the whole run is reported, it is possible to note a jump from 0.17 

seconds to 0.23 seconds, while the total time step is diminishing. Furthermore 
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Routine 

total step (500 times) 
comm. for load bai. (10 times) 
load balancing (10 times) 
comm. of repulsive forces (500 times) 
aver, time for comm. (500 times) 
pred/corrector (500 times) 

4 proc. 
(sec/tstep) 

0.7340 
0.5641 
0.2256 
0.0224 
0.1732 
0.0718 

6 proc. 
(sec/tstep) 

0.5680 
0.8817 
0.4052 
0.0295 
0.2354 
0.0772 

Table 5: Comparison of the averaged wall time of every routine in the code in the 
case of 4000 atoms and i-6 processors (500 time steps and load balancing every 50 
steps). 

in table (5) we can find a result that we have previously used: the routines of the 

predictor-corrector and the time for exchanging the repulsive forces have a negligible 

weight for the wall time. 

It is very interesting to compare these results with those obtained from the 

same run on the IBM SP2; first, we show the performance of the parallel code on 

one SP2 node. The results are reported in table (6). The different optimizations 

levels showed in table (6) have the following meaning: the 0 optimization is the 

standard optimization, the pwr2 optimization tells the compiler that the processor 

is a "power2" processor, and the hot optimization allows the compiler to change the 

order of the variables in the loops if necessary. Naturally, it is always better to test 

if there is a real improvement in our code to justify the use of further optimizations. 

However it is important to note that the single SPI node on the same system have 

performed the same run in 1280 seconds. 

In figure 9 are reported the results obtained on SP2 of IBM ECSEC and IBM 

SP2 ENEA, measuring the time execution of the code with OTO communications. 

The main difference is that SP2 ECSEC has an High Performance Swicth (HPS) 
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Optimization flags 
of the compiler 

0 
03 

03 pwr2 
03 pwr2 hot 

cpu timec. 
(seconds) 

741 
660 
607 
588 

Table 6: Comparison of the execution times (cpu times) on a single node SP2, for 
MD code (4000 atoms) compiled with different levels of optimizations. 

to link all the processors, while the SP2 ENEA has PEs linked by the Ethernet 

network. This is a big difference, in fact the speedup on 4 nodes on SP2 ECSEC is 

3.7, while on 4 nodes SP2 ENEA is only 1.5. The results for the case of 10976 atoms 

on SP2 ENEA, are reported in table (7). It is clear that the cpu time diminishes 

proportionally to the number of PEs, meaning that the program is well distributed 

among the PEs. The difference between the wall time and the cpu time is mainly 

due to communications time, in fact in the case of 4 PEs the difference is about 

800 seconds. Remembering that, at each time step, 44000 double precision numbers 

are exchanged, then about 360 Mbytes time 500 are sent and received during the 

run time. Thus dividing for 800 seconds, we get about 600 Mbyte/s, that is about 

the sustained bandwidth of the Ethernet network using PVM. Furthermore, we can 

note that the time for execution does not vary from 2 to 4 PEs. This is a succesful 

control that the time for communications with the OTO scheme does not depend 

on p (see eqn.(eq:onlyn). 

In figure 10 and 11 we report the test done on a cluster of workstations Dec-a 

3000/500 linked by an FDDI network. In this case the test is aimed to verify just the 

portability of the code, because time measurements were taken in a not-dedicated 

environment. Cluster of workstations must be considered as an easy access for 
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Nodes 

1 
2 
3 
4 

wall time 

2374.0 
1887.3 
1512.3 
1561.6 

cpu time 

2374.0 
1535.0 
1019.6 
773.8 

speedup 

1 
1.25 
1.57 
1.52 

Table 7: Comparison of the wall time (sec), cpu time (sec.) and speedup of the 
parallel code on SP2 of ENEA. 

developing, testing and optimizing parallel codes. In this respect, the results showed 

in fig. 10 and 11 are strongly affected by the problem of sharing the computing 

nodes with other users, thus resulting in bad scalability. This test, however gives 

good insights about the portability of our code. 

As a further test on the code portability, we report the results obtained on a 

Cray T3D located in the University of Edinburgh (Scotland). From figure 12, it is 

clear that for a low number of processors the communications are negligible and the 

performance are very near to the upper limit rappresented by the Amdhal's law. We 

underline that, in this case, the load balancing routine was not used. 

5.5 Improvements 

The improvements strongly depend on the system that we want to study with the 

parallel code: they will be different if the system has a very large number of particles 

or if we want to study the system on a very long time (i.e. we want to perform a 

very large number of iterations). It is crucial to assess the different performances 

of the code under the different porting options. Only in this way it is possible to 

devise, since the beginning, a parallelization strategy which can be easily improved. 

The current version of the program can be improved in different ways: 

1. Exploiting the fact that the force matrix is anti-symmetric, the serial version 
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of the program could be optimized. 

2. As the previous improvement is performed, also the parallel code should be 

modified accordingly. In fact, to date each processor calculates the total force 

acting on its own particles; in the new case, instead, each node would just 

know a partial information, and a further communication would be necessary. 

3. In this new strategy, a drastical reduction in the time spent in balancing the 

load would be mandatory. 

4. A further improvement could consist in optimizing the memory usage in man

aging the list of nearest neighbours. Currently each processor allocates a 

matrix of 100 * JV elements and use only N/p rows. First of all it is possible 

to assign to each processor a matrix of 100 * N/p elements. Also in this case 

the memory is not fully exploited, because a lot of atoms have less than 100 

neighbours letting a lot of matrix elements unuseful: should the anti-simmetry 

of the force matrix be exploited, the large majority of the 100 *N matrix would 

be empty. The best thing to do is probably to put all the informations of the 

matrix in an array where all the elements are occupied and indicate the list 

of neighbours of all the atoms which, in turn, are labelled by a second integer 

vector. Should such a strategy be extended on the parallel version, it would 

allow the simulation of millions of atoms (at least from the point of view of 

the memory management). 

6 Example of application: Nanophase Materials 

A challenging application for parallel computation in Material Science is represented 

by the simulation of the properties of Nanophase solids. These are polycrystals, 

whose crystal sizes are of the order (tipically 1 to 20) nanometers so that 50% or 

44 



more of the solid consists of incoherent interfaces between crystal grains of different 

orientations [19, 20, 21, 22, 23]. Nanocrystalline solids are of interest for the follow

ing reasons: 1) they exhibit an atomic structure which differs from that of the two 

known solid states: the crystalline (with long range order) and the glassy (with short 

range order); 2) their properties are very different (in some cases by several order 

of magnitude) from those of glasses and/or crystals with the same chemical compo

sition. This suggests that they might have a relevant technological impact in the 

future; 3) the results of alloying immiscible elements (by means of non-equilibrium 

techniques) seem to produce nanostructured solid solutions. 

Nanocrystalline solids can be approximated by small crystals separated by grain 

boundaries. The main characteristic of the nanophase solid which has been simulated 

are a relatively narrow distribution of crystal sizes, their random crystallographic 

orientation. The crystals exhibit the lattice structure of the bulk material with the 

same chemical composition. 

In this case the atomistic calculation, via MD simulations provide a useful tool 

to analyze structural, mechanical and thermodynamic properties, and eventually, 

to design materials of assigned characteristic. We have chosen to reproduce the 

dynamics of Palladium nanophase materials since its asymptotic grain size in ball-

milling treatment [24] is very small and hence realistic simulations may require a 

relatively small number of atoms. Furthermore the metallic many-body potential, 

described in section (2.4) to be used for describe interatomic interaction has been 

recently proved satisfactory reproducing the main features of Palladium crystalline 

material and also of metallic atomic clusters [13, 14, 25, 26]. 

The main physical quantity which, in first approximation, determines the prop

erties of nanophase materials is the grain size distribution. Thus we have built three 

starting configurations (monodisperse) of different grain size. Then we have started 

the three simulations to investigate the simulated condensation at T=300 K. One 

of the final configurations is showed in figure 13 ([27] to see both the initial and final 

configuration while they rotate). At this point it is possible to compare simulated 

and experimental sample, to perform a detailed study of the grains properties and 
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those of the grain boundary regions. The computational time required to achieve 

a relaxed connguration starting from a random assembly of low temperature grains 

is about 2000 hours on a Alpha processor (i.e. few months of wall time). Deeper 

insights on the physics of these systems can be achieved only performing simula

tions at different temperature and pressure, with systems of different grains sizes 

and different grain sizes distributions. By their very nature, these systems cannot 

be "reduced" to smaller systems as the key role is played by the grain boundary 

density, the grain sizes which can be accounted for only by using large JV-systems. 

They are, moreover, intrinsically disordered objects. In this case atomic decom

position and load balancing techniques can exploit their power. 
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8 Figure captions 

1. Flux diagram of a typical serial code. The core of the program is represented 

by the dynamical loop where the most time expensive routines are located. 

2. Three different architectures of parallel computer: SIMD, MIMD shared mem

ory, MIMD distributed memory. 

3. Flux diagram of the parallel code. For simplicity the flux is splitted in two: 

on the left there is the processor nought flux diagram, while that pertaining to 

the other processors is on the right. The circles represent the communications 

routines where the data are exchanged among all the processors. 

4. First kind of communication: Master-Slave. 

5. Second kind of communication: One-To-One. 

6. Third kind of communication: Logorithmic. 

7. Comparison of the linear speedup and Amdhal's law with the speedup obtained 

on the parallel code on SPI computer in two cases: Master-Slave and One-To-

One communication. The tests were performed on a system of 4000 atoms. 

8. Comparison of the linear speedup and Amdhal's law with the speedup obtained 

by the parallel code on SPI computer in two cases: Master-Slave and One-To-

One communication. The tests were performed on a system of 10976 atoms. 

9. Comparison of the performances obtained on SP2 located in IBM ECSEC 

and SP2 located in ENEA parallel computers using the OTO communication 

scheme. The test were performed on systems of 4000 e 10976 atoms. The com

puter SP2 ECSEC has an High Performance Switch (HPS) while the ENEA 

SP2 has the processors linked by the Ethernet network. 

10. Comparison of the linear speedup and Amdhal's law with the speedup obtained 

by the parallel code on a cluster of workstations, linked with FDDI network, 
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and a Switch point-to-point connections in two cases: Master-Slave and One-

To-One communication. The tests were performed on a system of 4000 atoms. 

The time measuraments were taken in a not-dedicated environment. 

11. Comparison of the linear speedup and Amdhal's law with the speedup obtained 

by the parallel code on a cluster of workstations, linked with FDDI network, 

and a High Performance Switch in two cases: Master-Slave and One-To-One 

communication. The tests were performed on a system of 10976 atoms. The 

time measuraments were taken in a not-dedicated environment. 

12. Comparison of the influence of the communication upon changing the number 

of atoms on Cray T3D. 

13. Final configuration of a sample of Nanophase material at T = 300 K. The 

different colours represent different grains that in the starting configuration 

were cuboctahedra of 923 atoms each. The sample is composed by 9230 atoms. 
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