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1 . Introduction 

The International Nuclear Information System (INIS) which the Interna
tional Atomic Energy Agency operates together with its participating Member 
States, is a mission oriented bibliographic database covering the world's 
literature on the peaceful applications of nuclear science and technology. Its 
design was developed in the middle to late 1960's and the first portions of the 
database were produced in 1970. The database now contains almost 1.3 million 
records and the twenty-four yearly additions to the database are causing it to 
grow at an annual rate of about 90.000 records. The input to INIS is prepared 
on a decentralized basis, i .e . literature scanning, descriptive cataloguing and 
subject analysis are performed in national centres scattered throughout the 
world. The input is then sent to INIS headquarters in Vienna, Austria, where 
it is merged, checked, corrected and the database updated and other output 
products prepared and distributed worldwide. As is true of any bibliographic 
database, its compilers strive continuously to achieve: a) completeness of 
coverage of the literature in the relevant subject areas, b) timeliness with 
which the literature is reported and c) accuracy and consistency of the data. 
It is some particular problems related to the accuracy with which the data are 
prepared, that forms the focus of the work that we report here. 

Under the decentralized method of operation of INIS, consistency of the 
data to be entered into the database can only be achieved through the adoption 
of clear rules, guidelines and authorities for the preparation of the input, 
through an effective training programme and ultimately through thorough 
checking of the input. Substantial efforts are expended by the central INIS 
Secretariat in performing quality control. Computer checking of the input is 
very extensive; numerous errors are corrected automatically (e.g. misspelled 
descriptors) while most "formal" errors identified by the programmes are 
printed out for human intervention and correction or supply of missing data. 
A proportion of input items are randomly selected and subjected to thorough 
quality checks, the results of which are then provided to the inputting centre 
concerned. Due to the limited manpower available for quality control activities, 
ways were sought to enable a larger contribution to be made by the computer, 
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on the one hand by introducing checks not just for "formal" errors but also to 
check intellectual choices made by those preparing the input and on the other 
hand to identify input items with a high probability of containing errors so that 
limited resources could be concentrated on those items rather than on randomly 
chosen ones. 

2. The Problem 

Each INIS record comprises the full bibliographic description of a 
document, an English language abstract (except for short communications such 
as Letters to the Editor) and the analysis of the subject content of the 
document comprising categorization, descriptor indexing and subject headings 
for the printed subject index. INIS has a well developed hierarchical 
categorization scheme comprising 237 categories each provided with a clear 
definition and cross references [1] . Each document must be assigned a 
"primary category" whose definition covers the essential information contained 
in the document and may be assigned one or more secondary categories if the 
subject discussed in the document spans more than one category. Correctness 
of the primary category is critical, since it is used both as a search point in 
machine retrieval and as the primary ordering criterion for printing the citation 
in the abstracting journal Atomindex. The descriptor indexing in performed by 
assigning descriptors from the INIS Thesaurus [2] which currently contains 
almost 18.000 descriptors and a total terminology of almost 24.000 terms. As 
many descriptors are assigned to each document as the indexer deems 
necessary, on average about 11. Descriptor indexing provides an in-depth 
analysis of the subject content of the document. Subject headings for the 
printed subject index (also carried in the machine versions) are constructed 
from appropriate pairs of descriptors from among those assigned to the 
document. On average about 2.5 such pairs are assigned to each document. 

The decisions made by indexers in their selection of descriptors to index 
the literature represent a large intellectual investment in the INIS database. 
With a volume of about 90.000 records per year and an average of about 11 
descriptors used to index each document, the indexing in INIS represents 
about 1 million individual decisions per year. Since most indexers have a 
professional background in the particular discipline whose literature they 
index, their indexing efforts constitute a collection of expert decisions about 
the subject content of the literature. The intellectual processes of indexing, 
categorization and subject heading selection are linked. Computer programmes 
were developed to exercise quality control on the input whereby not only formal 
compliance with the categorization code authority and the thesaurus are checked 
but also expert decisions are made by the system on the correctness of intellec
tual choices made by indexers. The Expert System employs a Knowledge Base 
constructed by the interpretation of the large number of intellectual choices or 
expert decisions made by human indexers in immediately preceding time periods 
and incorporated in the INIS database. Specifically, on the basis of the 
descriptor indexing, the system checks the correctness of the categorization. 

3. Development of the Knowledge Base 

The mathematical development of the method is presented by Todeschini 
and Farrell [3] . For a given time period of the INIS database, a certain volume 
of literature is assigned to each subject category. The number of times each 
descriptor has been assigned to documents in a particular category can be 
counted. The absolute numbers for different categories are dependent on the 
volume of literature falling into each category and can vary substantially among 
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categories in any given time period. 

Let us imagine a large table in which each column is associated with a 
subject category and each row with a descriptor. The number in any particular 
location in the table is the number of times that the descriptor associated with 
that row has been used to index the documents assigned to the category 
associated with that column in the table. Such a table is referred to as a 
matrix, in our case a "frequency matrix". All the numbers in one column of the 
matrix, say the K"' column, assigned to the K'" category, represent the 
"frequency distribution" of all the descriptors in the K , M category. 

For valid comparisons between categories, the dependence of the 
frequency distributions on the volume of literature in each category must be 
eliminated. This is done by "normalizing" each frequency distribution. 
Normalization is performed by taking into account the scatter that all the 
numbers have about their average value and has the effect of compressing the 
distribution into a narrower range. This produces the "normalized frequency 
distribution" for each of the K'" columns or categories. For the zeros in the 
K l h column, which correspond to descriptors never used in the K l" category, 
a normalized frequency value was assigned by extrapolating to zero the 
normalized frequencies corresponding to frequencies of 2 and 1. The 
normalized frequency matrix can then be computed. 

The matrix contains in a particular statistical formulation the cumulation 
of decisions and the interrelationships between the large body of descriptors 
and subject categories during a particular period of the database. It is the 
"Knowledge Base" to be used as the basis for evaluating the correctness of 
categorization of subsequent input to the database. 

4. Screening of the input 

As required by the INIS input rules, each new item of input will have had 
a primary category assigned to it as well as a number of descriptors, as 
mentioned on average about 11. 

For a document categorized to category CK its "category match value" 
(CMV) is the average of the normalized frequency values for those descriptors 
used to index the document, the values being obtained from the normalized 
frequency matrix from the K'" column, which is associated with the category to 
which the document was assigned. 

We define a threshold value for the CMV for category CK. If the CMV for 
a particular document is less than this threshold value, then the categorization 
for that document has a high probability of being in error. 

5. Experimental implementation 

For the initial experimental implementation of the expert system in the 
INIS input checking stream, the Knowledge Base was constructed as described 
in Section 3 above, by statistical analysis of the most recent period of the INIS 
database. The volume of literature used for the computation of the frequency 
matrix varied with each category. It has been shown [3] that in order to make 
meaningful intercomparisons of CMV between different categories, it is 
necessary for the Knowledge Base to be constructed with an approximately 
equal number of different or "unique" descriptors for each category. Thus, 
in each category, starting from the most recent document in the database, 
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frequency of usage of descriptors was counted until that document was reached 
that provided the 1000 , h unique descriptor for that category. The range of 
documents necessary for the count was from a high of 2110 to a low of 201 
documents in individual categories so as to encompass the chosen figure of 1000 
unique descriptors. 

Since the INIS categorization scheme in its present form dates back only 
to 1983, there are a few categories assigned to a very low volume of literature 
where, even by taking all the literature assigned to them since 1983, the 
number of unique descriptors in the category is below the chosen number of 
1000. In the initial experimental implementation reported here, the maximum 
number of unique descriptors yielded by the statistical analysis for these 
categories, was taken. 

Figure 1 shows two selected frequency distributions. Each distribution 
has a long "tail" representing all the descriptors used only once or twice. 
Ordinate values clearly are dependent on the volume of literature in the 
particular category. 

The normalized frequency distributions were then computed for all 
categories. Figure 2 shows the normalized frequency distributions for the same 
two categories as in Figure 1. The "tail" is also present in the normalized 
frequency distributions. With this the normalized frequency matrix was 
obtained as outlined in Section 3 above. It is the Knowledge Base against 
which new input can be checked. 

Recent batches of new INIS input received in Vienna from a number of 
countries, large and small, was then checked against the Knowledge Base. A 
total of 2868 documents, scattered among a wide range of INIS categories, were 
subjected to the check. Using the descriptors assigned to each particular 
document by the indexer, the CMV for each item for the category used in input 
was computed as described in Section 4 above. The avei'age CMV for all 2868 
documents was 2.14 with a standard deviation of 1.50 while the range was from 
-2.29 to 9.06. 

The full record, i .e . bibliographic citation, category, indexing, abstract 
e tc . , was then printed out for all those items whose CMV was less than 1.0. 
This permitted us, together with the subject specialists (indexers) of the INIS 
Secretariat, to consider each of these records and, on the basis of the informa
tion available, to decide on the correct primary category for each of those 
items. In a few cases where it was impossible to decide the correct subject 
category from title and abstract alone, the full text was consulted. On the 
basis of this evaluation, data were gathered on the correctness of the original 
category used by the inputting centre. 

As mentioned in Section 4 above, a threshold value for the CMV is 
defined and all items having a CMV less than the threshold have a high 
probability of being erroneously categorized. It is clear that the higher the 
threshold is set, the more documents will be considered by the system to be 
"erroneously categorized". It is also clear that there is no single cut-off value 
for the CMV above which all items are in the right category and below which all 
items belong elsewhere. Since the CMV was available for all items, the 
effectiveness of the system in identifying erroneous categorization could be 
evaluated as a function of CMV. Of the 2868 documents used in the experimen
tal implementation, 702 had a CMV < 1. These were the documents manually 
categorized. Figure 3 shows that below any chosen threshold, there are both 
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wrongly and correctly categorized documents. While at very low values of CMV 
the number of wrongly categorized documents is larger than the number of 
correctly categorized ones, the relationship is inverted for higher values of 
CMV. Thus, for the sample used, the majority of items with a CMV less than 
about 0.7 were assigned to the wrong category, while for the majority of items 
with a higher CMV, the assigned category was correct and increasingly more 
so as the CMV increases. Limitations on available manpower set a limit on the 
total number of documents that can be manually checked. It is therefore 
relevant to enquire what proportion of the additional documents caught by the 
system if we increase the threshold by a given amount, will indeed be 
erroneously categorized. This is shown in Figure 4. It can be seen that at 
very low values of the CMV, by increasing the threshold by 0.1, over 60% of 
the additional documents will have a wrong category. On the other hand at a 
CMV equal to 1.0, an increase of the threshold of 0.1 will identify additional 
documents less than 18% of which will have a wrong category. 

We define "effectiveness" as the proportion or percentage of those items 
below a certain CMV threshold that indeed are erroneously categorized and 
"coverage" as the proportion or percentage of those erroneously categorized 
items falling below that same CMV threshold compared with all the erroneously 
categorized items in the sample. It is then apparent from our data that 
effectiveness and coverage are inversely related, much as precision and recall 
are in the measurement of the results of document retrieval. Hence, if there 
is an increase in effectiveness, achieved by setting a lower threshold, a larger 
percentage of items identified by the algorithm as being "probably erroneously 
categorized" will indeed need to be assigned to a different category, but at the 
same time a good number of items whose category is wrong will slip through 
unnoticed. Conversely, if the threshold is increased, a higher percentage of 
erroneously categorized items vill be caught by the algorithm, thus improving 
the coverage, but at the same time a lower percentage of all the items stopped 
will in fact need to be assigned to a different category. 

The effectiveness obtained on the basis of the evaluation of correctness of 
category performed by the INIS subject specialists is plotted in Figure 5 against 
the threshold. Figure 5 shows that the general trend is that of decreasing 
effectiveness with increasing threshold values of the CMV. At very low 
threshold values there is a high probability (75%) of literature being erroneous
ly categorized; at higher values of the threshold the probability drops to 45% 
for our sample. 

An exact measurement of the coverage cannot be readily obtained because, 
as is the case with the measurement of recall in document retrieval, such a 
measurement would require the human evaluation of every item in the sample. 
One can observe, however, the reduction in the number of erroneously 
categorized documents identified by the algorithm as the threshold is lowered 
and the effectiveness is increased. For the very lowest levels of the threshold, 
where the absolute number of documents deemed by the system to be erroneous
ly categorized is drastically reduced, the number of indeed wrongly categorized 
documents identified is necessarily reduced to only a fraction of the number 
identified at higher levels of the threshold. 

6. System suggestion for category 

The set of descriptors assigned to any document can be used in 
conjunction with the Knowledge Base to evaluate the CMV for that set of 
descriptors for any one of the 237 INIS categories. By identifying the category 
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which yields the highest value of CMV for that set of descriptors, we have a 
suggestion for the category which indicates the best match for the "terminology 
signature" provided by the indexing. As mentioned in Section 5 above, all 
documents in our sample having a CMV < 1 for the original indexer assigned 
category had been manually evaluated and the actually correct category (in the 
opinion of the INIS subject specialists) had been identified. For this same set 
of 702 documents the system computed the highest CMV and identified the 
respective subject category. This was considered as the "suggested category" 
and compared with the category actually considered correct by our subject 
specialists. 

During the initial consideration of the suggested categories, it was 
noticed that in certain cases the system was making suggestions for the most 
appropriate category which appeared to be considerably out of line with the 
actual subject content of the document. The CMV for the suggested category 
seemed disproportionately high and this was traced to the presence in the 
indexing of certain descriptors which have an extremely high frequency of 
usage in certain specific categories. There are a number of categories whose 
very name and definition contain a concept which is identical to a descriptor in 
the INIS thesaurus, e .g . category D24.00 "Tracer techniques". The descriptor 
TRACER TECHNIQUES is used to index the vast majority of documents assigned 
to category D24.00. The result is therefore that , even after normalization, the 
normalized frequency value for TRACER TECHNIQUES in category D24.00 is 
+23.37 while the normalized frequency value for the second most frequently 
used descriptor AUTORADIOGRAPHY is +3.67. Consequently the normalized 
frequency matrix used as the Knowledge Base was analyzed for other similar 
cases and corrections made so as to smooth the normalized frequency distribu
tion. Other adjustments were made to the Knowledge Base so as to incorporate 
expert decisions resulting from an analysis of the suggestions made by the 
system. 

It should be emphasized that the corrections and adjustments mentioned 
above were made to the Knowledge Base only for that phase of the procedure 
which attempted to suggest the most appropriate category for the document. 
In order to compute the CMV of the document for the original input category, 
the unadjusted Knowledge Base was employed. The suggestions for the most 
appropriate category as derived with the adjusted Knowledge Base produced 
improved results . Statistical data for the suggested categories described in 
what follows was obtained by using the adjusted Knowledge Base. 

Figure 6 refers to the same total sample of 2868 documents and in 
particular to those with a CMV < 1 that were found to have a wrong category 
at input. The cumulative number of wrongly categorized documents below any 
particular threshold of CMV is growing at a decreasing rate for increasing 
values of CMV; with each level of the threshold is also shown the number of 
documents for which the system suggests the correct category, as determined 
by the subject specialists. The proportion of correct suggestions is growing 
with higher values of the threshold. This can be clearly seen from Figure 7 
where the percentage of correct suggestions made by the system for documents 
with CMV below about -0.4 is approximately 40% rising to over 55% for 
documents with CMV below about 1. 

The data cited above does not do full justice to the value of the 
suggestions for correct category made by the algorithm. In many instances it 
was found that for documents with wrong input category, the category 
suggested by the algorithm was also not correct but was much more appropriate 
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than the original one. In particular the suggested category was frequently in 
the correct hierarchy or group of categories so that the subject specialist 
reviewing the suggestion made, would easily be led to the correct category. 

The documents in the full sample which had a CMV greater than 1 were 
not printed out for the subject specialists to evaluate and manually determine 
the correct subject category. Nevertheless we had the system determine not 
only the CMV for the input category but the highest CMV for the set of 
descriptors assigned to each document and thus identify the "suggested" 
correct category for each document. This was compared with the category 
assigned to the original input. Although no validation is available of whether 
the input category or the suggested one is correct for documents with CMV > 
1, Figure 8 shows that for higher values of the CMV, the category suggested 
by the system is increasingly the same as the category assigned at input. The 
development is clearly shown in Figure 9 where we see that for all documents 
with a CMV above 0 the suggested category matches the input category about 
50% of the time while for all documents with a CMV above about 4, the suggested 
category matches the input category in more than 90% of the documents. It is 
to be expected that in the vast majority of documents where the input category 
and the suggested category match, that category is the correct one for the 
document. This reinforces the notion that for these documents no special 
quality control efforts need be exercised with regard to correctness of 
categorization. 

7. Quality of the indexing 

The course of the study has brought to light a significant advantage of 
the expert system to which not sufficient weight had originally been given. 
Since the Knowledge Base is created essentially on the basis of the linkage 
between categorization and controlled terminology indexing, the system provides 
an indication not only of erroneous categorization but also of poor indexing. 
Thus if the system suggests that the originally assigned category is wrong but 
an evaluation of the document indicates it is correct, almost invariably the 
indexing is poor. Furthermore, if the category suggested by the system as 
being the most appropriate, upon evaluation turns out not to be the correct 
one, again it is the indexing which most frequently does not adequately 
represent the contents of the document. 

No detailed statistics have yet been gathered but some general comments 
can already be made: a) very shallow indexing, i .e . a set of two, three or four 
descriptors for a document, lead the system to produce unreliable results both 
in evaluating the correctness of the category assigned at input and particularly 
so in suggesting a correct category in its stead; b) correctly categorized 
documents with very low values of CMV usually have one or two critical 
descriptors missing from their descriptor sets; c) documents where the 
suggested category (with the highest CMV) is found not to be correct most 
frequently also show poor indexing with one or more critical descriptors 
missing. 

8. Conclusions 

The initial application of an expert system to assist in the evaluation of 
the correctness with which the subject analysis of the input to INIS has been 
prepared, indicates that the algorithm effectively identifies most of the items 
which have been assigned an incorrect category. Our data show that by 
setting the threshold on the CMV to around 0.4 or 0.5 the system has an 



15 

Documents above threshold where 
suggested category = i up u t c at.e g ovy te 

Total No. of documents = 2 8 6 8 

« 

<D 
S 
3 
Ü 
O 

O 
Z 

'S 

- 0 . 5 0.5 1 1.5 2.5 3.5 4 . 5 5 

Threshold - CMV 

U S Docs above thresh. 

Sugg.cat=input cat 
1 ."> / ~-T IV ». •v 1 
t *• . ' "1 
1' . ' . ,'•. 1 

FIG. 8. Documents where suggested category matches the input category 



16 

Perc ent.a.j?e of d oc u m e n t s •B 

above threshold where 
suggested c ate g or}7 = inpu t category 

Total No. of documents = 2 8 6 8 

CS 
• M c 
O 
Ü 
k. 
<D 

Q . 

100 

90 

* 0 

70 

60 

50 

40 

30 

20 -

10 

-0.5 0.5 1 1.5 2.5 3.5 4.5 

Threshold - CMV 

FIG. 9 Percentage of documents above threshold where suggested categoiry 
matches the input category 



17 

effectiveness of about 55-60%, i .e . about 60% of the items caught by the 
algorithm have indeed been assigned an erroneous category. 
By setting the threshold at a lower value, the effectiveness can be increased 
but with a loss of coverage whereby more erroneously categorized documents 
will slip into the database unnoticed. 

The algorithm developed to suggest the correct category for each item jf 
input is even more sensitive to the quality of the original indexing and also 
requires additional adjustments to be made to the Knowledge Base. These 
adjustments are made on the basis of the experience obtained with the system 
and have shown to improve subsequent suggestions for the correct category. 
In the implementation reported here, the algorithm applied to items with a 
wrong input category, suggested the correct category about 55% of the time. 

A notable feature of the Expert System described is its capability for 
self-improvement. The Knowledge Base employed by the system will routinely 
be updated at frequent intervals. Each new version of the Knowledge Base will 
be compiled using the most recent period of the database necessary to 
encompass the requisite number of unique descriptor-.. The Knowledge Base 
will therefore reflect the link between indexing and categorization as used in 
recent input, from which erroneously categorized items will have been removed 
by earlier versions of the Knowledge Base. Hence, each new version of the 
Knowledge Base will lead to more strictly correct decisions on categorization, 
since misleading terminology (for any particular category), which had 
unwittingly been included in the previous Knowledge Base for that category 
through the earlier inclusion of erroneously categorized items, will now be 
absent. More work needs to be done to clearly establish the relationship 
between updated versions of the Knowledge Base and improved decisions of the 
Expert System on categorization. 

The Expert System has also been found to be extremely useful in 
identifying documents with poor indexing. The primary aim for the development 
of the system was to provide greater participation of the computer in quality 
control activities so as to optimize the efforts possible with the limited manpower 
available. This aim was achieved in identifying erroneously categorized 
documents and additionally in identifying documents with poor indexing. 
Correction efforts can then be concentrated on the documents thus identified. 
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