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Abstract 
We present a parallelization of an accelerator physics application to 
simulate magnetic fields in three dimensions. The problem involves 
the evaluation of high order derivatives with respect to two 
variables of a multivariate function. Automatic differentiation 
software had been used with some success, but the compui tion 
time was prohibitive. Our implementation runs on several 
platforms, including a network of workstations using PVM, a MasPar 
using MPFortran, and a CM-5 using CMFortran. A careful exanination 
of the code led to several optimizations that improved its serial 
performance by a factor of 8.7. The parallelization produced further 
improvements, especially on the MasPar with a speedup factor of 
620. As a result a problem that took six days on a SPARC 10/41 now 
runs in minutes on the MasPar, making it feasible for physicists at 
Lawrence Berkeley Laboratory to simulate larger magnets. 

1 Introduction 
Magnet designers have been trying to develop a new form for 
specifying the 3D fields produced by electromagnetic lens elements 
in particle accelerators that will be convenient for the dynamical 
computations required to evaluate the quality of the field. The 
behavior of beam-transport lines depends upon the characteristics 
of the magnetic fields used to guide and focus the beam. Several 
Fortran77 programs had been written to do the necessary 
computations. Using automatic differentiation in the calculation 
was favored because of the accuracy, but the running time of the 
code using this method was prohibitive. Lawrence Berkeley 
Laboratory (LBL) recently acquired a MasPar MP-2,tMasPi] a SIMD 
machine, which could take advantage of all the data parallelism in 
the field calculation. Also the use of automatic differentiation, 
while an old technique, is currently experiencing a surge of new 
interest. The code was ported to several architectures to see what 
performance could be obtained by using distributed and parallel 
techniques and how much effort the port required. 
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2 Differentiation 
The technique of differentiation is fundamental in scientific 
applications. Many programs that perform differentiation require 
that the user provide code to compute the derivatives of a function 
as well as the function itself. Basic requisites for differentiation 
[iri9i] a r e that the algorithm must be fast, free from truncation 
error, carried out automatically, and able to estimate rounding 
errors. To be fast, the complexity of the differentiation algorithm 
should not be high compared with the complexity of what is being 
differentiated. For differentiation to be automatic, it should not 
require much more work than writing a program to evaluate the 
function. 
2.1 Differentiation Techniques 

When the user is unable or unwilling to supply code for the 
derivatives, the application may have to rely on numerical 
differentiation which is a divided difference calculation. In addition 
to eliminating the need for user code to calculate derivatives, 
numerical techniques do not require that the function be expressible 
symbolically. However approximations made by divided differences 
suffer from truncation errors, which are especially problematic for 
higher order derivatives. The magnetic field calculation in our 
application requires derivatives of order 17 or higher. 

If a function can be represented as a formula, symbolic 
differentiation can be used. Symbolic algebra systers are available 
to do this. The expression for the derivatives may be much more 
complicated than the expression for the original function, and may 
require much more time and space than numerical differentiation. 
These symbolic representations for the derivatives have to be coded 
in an appropriate language for the program that needs them. 
Symbolic differentiation needs to optimize to prevent repeated 
evaluation of common subexpressions and must generate the 
required code to compete with automatic differentiation. 

Automatic differentiation is the process of producing the values of a 
function's derivatives from a computer language representation of 
the function. Frequently the function to be differentiated is not a 
single expression but an algorithm with conditional branches. A 
computer program that evaluates the function is a complete 
description of the function; automatic differentiation can use this 
representation to give derivatives that are free from the truncation 
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error produced by numerical calculation of derivatives. No 
additional input is reqtiiied to describe the derivatives, as in the 
case of symbolic differentiation. It can be more efficient in both 
computer resources and human effort than symbolic or numerical 
differentiation. 

Almost as soon as programmable computers were available, it was 
observed that they could be made to automatically produce 
derivatives by application of the chain rule.I G r i e 9 1 ] The chain rule 
may be applied bottom-up or top-down. The bottom-up (forward, 
covariant) method of automatic differentiation was proposed by R.E. 
Wengert in 1964. In the forward mode, derivative values propagate 
from the independent variables to the dependent variables. The top-
down (reverse, backward, covariant) method propagates from the 
dependent to the independent variables. Which method is better 
depends upon the application. Automatic differentiation software 
has been developed which use either or both techniques. 
2.2 Software for Automatic Differentiation 

Automatic differentiation tools have been classified by David 
Juedest J u e d 9 1 l based on the level of integration of automatic 
differentiation provided by the source language. He has classified 
twenty-nine tools as Elemental, Extensional, Integral, Operational or 
Symbolic. 

Elemental tools assume every function can be decomposed into a 
sequence of elementary operations. The operations are implemented 
as procedures which, given the input arguments and their 
derivatives, return the result and it's derivatives. Transformation 
from the source language is performed manually by generating the 
appropriate procedure calls. 

Extensional tools automate the process of decomposing complicated 
right-hand sides of equations into sequences of elementary 
operations. Precompilers are typically used to transform the 
language extensions back to the original language. The largest 
number of tools were classified in this category; the software 
originally used by our application was this type. 

Integral tools can automatically differentiate functions that have 
been integrated within the language. Since this is a new language 
rather than an extension, the transformation is done transparently 
by the compiler or interpreter. 
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Operational tools require a programming language that provides 
operator overloading. A new data type is defined for which 
differentiation can be easily performed. The programming language 
interprets the new data type with standard arithmetic operators and 
functions overloaded. 

Symbolic tools use a symbolic representation of the function to 
produce a representation of the derivatives. The tool may either 
process a symbolic representation of the function at run time or use 
a computer algebra system to produce the differentiated function 
that is translated to a standard programming language. 

Juedes classified 29 tools with this taxonomy. For each tool he also 
noted what degree of derivatives can be computed and whether the 
mode of derivation is forward or backward. 

The software used by the original version of our application was 
written by Martin Berz who has used automatic differentiation in 
various accelerator physics applications[B e r z 8 9] His software is 
classified as an Extensional tool using the forward method of 
calculating derivatives. The precompiler DAFORI B e r z 9 0 l converts the 
extended language program, which allows a new data type, to 
standard Fortran code. 

In this system, space is allocated and function calls generated to 
convert the extended language representation of the function value 
computation to include computation of the derivatives. The DAFOR 
reference manual states that the elementary operations are highly 
optimized, a sophisticated algorithm for multiplication keeps the 
bookkeeping overhead to 30% of the computation time, and vanishing 
entries in vectors do not contribute to computation time. The 
number of variables and order of derivation is limited only by time, 
space, and rounding errors. 

Our new code to compute derivatives also uses the forward method, 
but is still at the Elemental tool stage where we manually make the 
subroutine calls to perform arithmetic operations or evaluated 
library functions, having no precompiler. It is our intentions to 
make it an Operational tool with operator and function overloading. 
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2.3 Differentiation Arithmetic 

Given the cede to evaluate a function, we want to produce the 
function's derivatives. The following is a short explanation of why 
evaluation of the function in this arithmetic produces derivative 
values as well as the function value. 

For a power series a{%) = ̂ atl;k addition, subtraction, multiplication 

and derivation can be defined on the infinite vector of coefficients 
a = (a0>ata2,...,a„...). Division is defined in terms of multiplication, and 
c=a/b is uniquely determined only if b0*0. 

If for some function /(£) the formal power series / ( | ) = ̂ a t | * 

has been computed using power series arithmetic and f is 
differentiable k+1 times, then by Taylor's theorem, 

ak=±fk\0\k = 0,l,...n). 

Since the derivatives of /(<!;) have been obtained at | = 0 by 
evaluating f using the formal power series arithmetic, Louis Rail 
calls this a differentiation arithmeticI R a l l 9 1 l . 

This method is valid for multivariate functions and at arbitrary 
expansion points. Computations are made with finite vectors 
corresponding to the Taylor polynomials. Viewing automatic 
differentiation as the evaluation of the function in a differentiation 
arithmetic suggests implementation of the forward mode by 
operator and function overloading in some appropriate language, such 
as C++, Ada, Pascal-XSC or Fortran 90. 
2.4 Example of Forward Automatic Differentiation Arithmetic 

To compute second order derivatives for a function of 2 variables, 
requires 6 components. Note that the computations increase rapidly 
as the order of derivation increases: order 5 has 21 components; 
order 17 has 171 components. 
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Abstract 
Consumer Server is a program to handle event data and consumer trigger 
requests I/Os among Level 3 farm and consumer processes in CDF new data 
acquisition system. This program uses standard UNIX libraries and commercial 
network technologies to obtain higher portability. We describe the concept and 
configuration of the Consumer Server and report its performance. 

1. Introduction 
To take advantages of recent progress of 

RISC/UNIX machines, configurations of 
recent data acquisition system become 
complex. Most of them are using distributed 
computing scheme which consists of RISC 
machines connected by network. How to 
distribute event data to Data Logger and 
monitoring processes is one of the problems in 
such a data acquisition system. 

Figure 1 shows the downstream of the new 
CDF Data Acquisition(DAQ) System [1] 
schematically. The CDF DAQ System is 
upgraded to take data up to 10-20 Hz of data 
logging rate. To obtain high computing power, 
8 Silicon Graphics servers each of which has 8 
CPU's are used in Level 3 trigger system 
which makes final software trigger. They are 
connected by ULTRAnet as well as by 
FDDI/Ethernet. In a typical data taking, 3 VIP 
consumers (Data Loggers) and 4 Non-VIP 
consumers(monitoring programs for detector 
system) are running on a Silicon Graphics 

server for data logging and a VAX cluster for 
detector monitoring. Each consumer makes 
individual trigger request so that they can 
receive only a subset of events based on their 
request. The Consumer Server is a program to 
receive and forward event data as well as 
trigger requests between Level 3 trigger system 
and consumer processes. It is running on a 
Silicon Graphics server connected to the Level 
3 trigger system via ULTRAnet and to 
consumers via FDDI/Ethernet. Using this 
scheme, the system become much simpler and 
easier to develop. 
2. Configuration 

The Consumer Server is developed using 
standard UNIX libraries to obtain high 
portability. It consists of a parent daemon 
process and a set of subprocesses. 
Communication between these processes is 
made via System V Message Queue's and 
Shared Memory. The communication between 
consumers is made via BSD socket. The 
communication between Level 3 is made via 
ULTRAnet socket and BSD socket. Figure 2 
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computational graph.[Bisc9ia] Parallelization of the computations 
associated with each graph node is too fine grained to be effective. 
Bischof and other researchers have shown that parallelism can be 
exploited in automatic differentiation in a way that is transparent 
to the user. 

There is a tradeoff between making automatic differentiation 
efficient and making it completely automatic, requiring nothing 
from the user but code to evaluate the function. Efficient code 
utilizes special user knowledge about a particular application, and it 
may require that certain derivatives are provided explicitly. 
B ischof [ B i s c 9 1 b l says we must exploit user intuition about 
parallelism, that the key to efficient automatic differentiation 
implementation on high-performance computers is to find better 
ways to incorporate user and/or compile-time information about the 
behavior of the program. 

3 Application Description 
Accelerator physicists need to model 3D fields produced by 
electromagnetic lens elements in the region interior to coil 
windings. In figure 1, which presents the cross section of a typical 
quadrupole, are shown the field B from the winding currents I and 
the force F that comes from the motion of a particle of charge q, 
velocity v through the field. Our focus here is to calculate the 
magnetic field B. It has been showntCasP92J that in the region near 
the z axis the 3 dimensional magnetic field components of a 
multipole magnet can be expressed in terms of "harmonic 
components" proportional to sin(nd) or cos(«0) of the azimuthal 
angle. 

The r,z dependence of any such component can then be expressed in 
powers of r times functions An(z) and their derivatives. Physicists 
believe that this form for expressing the field will be an efficient 
way to transfer field information. Once the functions and their 
derivatives have been determined, they can be used to calculate the 
magnetic field anywhere inside the curl-free divergence-free region 
near r=0. 
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Figure 1, X Y Cross Section of a Typical Quadrupole, 1st Quadrant 

B(r,6) a R x l 

F(r,6) a qvxB 

I Winding current 
q Particle charge 
v Particle velocity 

Magnetic Field at Point P 
Force on particle at Point P 

Full Quadrupole 
x looking down z axis 
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When the magnetic field cannot be expressed in terms of analytical 
functions of 2, the An(z) values and their derivatives can be 
computed using the law of Biot-Savart (or Ampere). The Biot-Savart 
formula gives the contribution to the field at a point by the current 
in an individual straight wire segment. The coil windings then are 
considered as many short wire segments, and the contributions of 
each short segment are added to get the total field at any point. 

The physicists have tried two methods of computing A n(z).f C a sP' 9 1 l 
The first used Biot-Savart to compute field values on an arc chosen 
so that a Fourier analysis could be conveniently performed. The 
harmonic components were then numerically differentiated with 
respect to z. This method suffers from truncation errors for high 
orders of derivatives. The second method using automatic 
differentiation will now be described. 
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3.1 Biot & Savart field calculation 

The magnetic field produced by current in the cables of a magnet 
element can be computed in the case of complete circuits using the 
law of Biot & Savart which is 

•7rf/x?. 

where 

J is the magnitude of the current density in the direction rf/tangent 
to the wire; 

r is a vector from the wire to the field point; 

Alt fiQ = — for r in centimeters, current in amperes and field in gauss. 

To accommodate curved and twisted cables, individual cables are 
broken into short blocks with quadrilateral planar end faces. The 
block current is represented by a small number of straight wires 
extending between the end faces. Sometimes the wires used in the 
calculation are consistent with the actual wires in the cable. 
Sometimes they are approximated by assuming wires at the 
locations appropriate for 2D Gaussian integration, with wire 
currents proportional to their corresponding Gaussian weighting 
factors. 

Now let us compute the contribution to the field at point p from 
current I flowing in a short segment of a wire from a to b. 
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Let 

P = (P,>Py>P,) 

be a point where the field 
functions are required and 

a = (ax,ay,az) 
b = (bx,by,bz) 

be the endpoints of a wire 

T U , •. <* + b 
Then m = (mx,my,mz) = ——— is the midpoint of the wire 

/ = (/z./>>/j) = * - ' " is a vector from the wire end to the middle 

k = p-m is a vector from the wire midpoint to the field point 

g = a-p is a vector from the field point to the wire endpoint a 

h = b-p is a vector from the field point to the wire endpoint b 

t = kxf is the cross product, ty = (pz - mz )dx - (px - mx )dz 

To evaluate Br (where the Bx and Bz components are similar with 
cyclic permutation) we have 

- - t J"o / f d s 

y4n {(k-sf) Br=-i 4» t-r \h\ \g\ 

This calculation is done for all wires for each field point, using 
differentiation arithmetic. So in addition to the value of By at each 
point we have the partial derivative with respect to x and z for some 
order, say 17. 
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3.2 Solving for Aj,k) 

Evaluation of the function Br at a point p where x=0, y=0, for 
specific z using differentiation arithmetic and the Biot-Savart law, 
gives us the Taylor coefficients. 

1 rin+m 

fc„ = „ „ by\Y.a for all n+m = order of differentiation 
"•m nlm\dx"dzm 

Then the desired functions «n and their derivatives AnM are 
obtained by equating corresponding terms of this power series 
representation of Br with another representation obtained by-
expressing ?he field components as B = - W where V is a scalar 
potential function for which V 2v = 0. From this is obtained[C a sP' 9 1l 

n=n0k=0 

where c„ t = \ and, for a quadrupole magnet, «o = 2. 
2 kiyn + ky.ln\ 
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4 Analysis of Computation 
Experience with conversion software had convinced us we would not 
get good results without actually understanding the computation. It 
was essential to know what was in all those common blocks to 
determine which data should be distributed to the processor nodes. 
We did the same computation as the original code except we did not 
implement one time-saving feature which used fewer wires in 
computing the small field contribution from cable blocks far from 
the field point. Also in doing the differentiation arithmetic we did 
not try to exploit sparseness by using a zero tolerance and 
eliminating computations involving computed zeros as Bertz did. We 
did use the order of the operands to avoid unnecessary computation. 
The following steps describe the calculation done. 

Read cable blocks. 

The typical input has about five thousand blocks or sections of the 
cable windings. These blocks are specified by giving the 3D 
coordinates of the faces. For some magnets, say a quadrupole, 
only one octant of the windings are input. The others are 
generated by symmetry when needed. In the case of the automatic 
differentiation calculation, only one octant, plus computer 
generated-wires needed to complete the circuit, is used. Then 
knowledge about the symmetry and the harmonics of the particular 
magnet type (dipole, quadrupole, etc.) is used to compute the A, 
function values and derivatives. Other magnets, a wiggler for 
example, cannot take advantage of symmetry. 

Generate wires. 

The number and location of the wires generated depends upon the 
cable properties. Typically, each small chunk of cable might be 
represented by 24 wires, giving us several hundred thousand wire 
segments in an octant of windings. Wire data generated are the 
coordinates of the wire endpoints. 

Distribute wires to processors. 

On the MasPar and CM-5 the wire data are divided between the 
processors. The PVM[ p v M) version puts all the wires on each 
workstation. 
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Optionally save the wire data for future runs. 

Although the time to read the ASCII file of windings and convert 
to wires is an insignificant part of the total computation time, 
waiting for it may take several minutes. For the MasPar this data 
is saved on the disk array the first time a new magnet is used. 
Subsequent runs do a parallel read directly into the processor 
elements. This makes the input and distribute step very fast. 
Even without a disk array, it is efficient to save the wires as a 
binary file. 

Read locations where field functions are required. 

The number of points at which values for the An's and derivatives 
are needed to specify the field in a region of interest are typically 
a few hundred. Values at other points are obtained by 
interpolation. 

Do the Biot-Savart calculation. 

This is the calculation done in parallel. Although there is possible 
parallelism in the automatic differentiation within just one wire-
point calculation, there was so much parallelism in the data that 
it was not necessary to exploit any other parallelism. Hundreds of 
thousands of wires contribute to the field at a given point. 

Solve for the An functions & derivatives. 

This is done by equating the coefficients of two power series 
representations of the field. This was not parallelized for the 
MasPar. It uses little time since the order of the system of 
equations does not exceed the order of the derivatives computed. 

Output the An's and their derivatives. 

This is done by the front-end for the MasPar and by the master in 
the PVM version. 
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5 MasPar Data Parallel Implementation 
The MasPar MP-2 computer with 4096 processors was acquired by 
LBL knowing that it would do well with image processing. Because 
it was the only parallel machine in the laboratory, we were 
interested in knowing how well it would do other scientific 
applications. We will describe a few difficulties that were 
encountered in most of the f77 codes offered as candidates to run on 
the MasPar. 

Each processor element (PE) on the MP-2 has only 64K Bytes of 
memory. LBL computer users are accustomed to virtual memory, and 
are sometimes very extravagant in memory use. Since there is a 
tendency to use double precision everywhere, rather than 
determining where it is needed, the small amount of memory 
prevented many of the parallelizations attempted. Incidentally, 
double precision computations on the MasPar take almost three 
times longer than single precision, a greater factor than on most 
other machines. 

One of the most common difficulties is the extensive use of the 
Fortran common statement. The organization of data in some 
applications is incomprehensible, and is explained as "historic." 
Sometimes dynamic memory management is done by the users, 
reallocating space within common. Many physics codes use the CERN 
library and one of the more popular utilities does memory 
management. Sometimes parallelization was abandoned solely 
because of common blocks. 

While conversion tools are provided, and they do reorganize common 
blocks to satisfy the restrictions placed on them in MPFortran, 
automatic conversion of codes was, in general, not satisfactory. The 
converted program required too much space, made inefficient use of 
the processors, and did lots of "sloshing," the MasPar term for 
moving data between the front end and the PEs. 

A minimal-effort conversion began with profiling the existing code. 
If the profile showed a large percentage of time being spent in a 
small part of the code, there was a good chance of a successful 
conversion. Most of the code was left untouched and ran on the 
front-end. The part that was converted to data-paralle|[D a , a Pl was 
small and, if you were lucky, involved a standard computation, like 
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the solutions of systems of equations or Fourier analysis, for which 
code was available in the MasPar Mathematics LibraryJM a sPb] 

The magnetic field calculation code spent almost all of its time in 
subroutines called to do automatic differentiation. Should we look 
for another differentiation software package? What would run on 
the MP-2? Or perhaps the calculation just was inherently time 
consuming. It was decided to write a new program. Although not 
ready to invest resources in a new general-purpose software 
package, we did want to evaluate automatic differentiation for this 
particular problem. 

If MasPar had provided overloading functionality in either MPL, their 
variant of the C language with parallel extensions, or in MPFortran, 
their variant of Fortran90, we would have used that method. Since 
this was likely to be available soon, we went the elemental 
approach, making our own subroutine calls to do elementary 
operations. The code was rewritten in MPFortran, using the forward 
method of automatic differentiation. 

Getting efficient code was not hard. Using the tools provided for 
analysis of the parallel code allowed us to find any statement which 
had generated inappropriate router communication or data sloshing. 
The cause was usually obvious and easy to correct. 

As frequently happens, writing new Fortran90 code requires some 
analysis of the computation which means improvements are made 
which really have nothing to do with parallelization. When the 
program done for the MasPar was converted to f77, it ran almost 
nine times faster that the original code. 

A coding decision, insignificant to MasPar performance, was made 
which severely affected performance when the code was later run on 
the CM-5. The LBL MasPar had 4096 processors: we could hope for 
more, but would never have as many processors as we had wire-
point calculations. We could just let the compiler take care of 
distributing the job across the processors as many times as 
required. But we chose to specify the actual number of processors 
and then do the required number of wire-point calculations on each 
processor, summing locally before summing once across the 
processors for each field point. This worked efficiently on the 
MasPar. The job runs at 268 Mflops; the machine is rated at 600 
Mflops for double precision operations. 
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6 CM-5 
We used the CM-5 at UC Berkeley consisting of 32 SPARC2 processor 
nodes, each with high-performance arithmetic hardware called 
vector units. The CMFortran compiler can be directed to compile 
code to use or not use the vector units. 

The effort to compile the code written for the MasPar with 
CMFortran was minimal since both languages are Fortran90 variants. 
The memory mapping directives, the timers, and file specification 
parameters were changed 

The first performance results were disappointing. Using the vector 
units we got 9 Mflops while the machine is rated at 4096 Mflops. 
Without the vector units we got 2 Mflops from a possible rated 134 
Mflops. Also the timers reported that the busy time was frequently 
less than half of the elapsed time. 

The Timers used are SIMD type timers which refer to the processor 
nodes as a collective unit giving you a busy time and an elapsed 
time. Busy time is the time during which the user program is 
executing user code. Elapsed time is the sum of busy time and idle 
time when the user's program is looping in the operating systems 
dispatch loop. Since system load under timesharing can affect the 
program timings, and exclusive use of the partition is usually not 
possible, some comparisons were made, timing with various loads. 

It seems that the load effect is usually not very great for busy time, 
but it makes a significant difference in idle time. We checked the 
reliability of the timers by timing other examples, timing nothing, 
and timing the timers. We made multiple runs, trying to make some 
when the machine was lightly loaded. We concluded that probably 
the idle time for this application was less than 10 percent. For 
consistency, we used busy time in our timing comparisons. 

The real problem for CMFortran was our having told the compiler to 
do N wire-point calculations by using the actual number of 
processors, 128 vector units for our CM-5, and doing N/128 
calculations on each processor. This worked well for the MasPar but 
was a disaster here. This compiler needed to be told it had N virtual 
processors to do the N calculations. This could be easily done just 
by changing a parameter in the code. 
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To verify this effect we used a tiny code computing dot products 
rather than wire-points. The same number of dot products were 
done in each case. The 32 nodes were used for each calculation. The 
only variable was the number of virtual processors specified to the 
compiler which is the matrix dimension spread in the parallel 
(NEWS) direction. Since each of the 32 processors had 4 vector 
units, the smallest number of processors specified was 128. 

This is the data layout, with nproc, the number of virtual 
processors, varied. 

parameter (nproc=4096) 
parameter (lvec=64) 
parameter (nvectot=65536) 
parameter (nvec=nvectot/nproc) 
CMF$ LAYOUT a(:SER1AL,:SEFIlAL,:NEWS) 
CMF$ b(:SERIAL,:SERIAL,:NEWS) 
CMF$ LAYOUT c(:SERIAL,:NEWS) 

This loop was timed, 
do j=1,nvec 

do i=1,lvec 
c(j,:)=c(j,:) + a(i,j,:)*b(i,j,:) 

enddo 
enddo 
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The simple dot loop compiled with CMFortran without the vector 
units got 5.68 Mflops, using the vector units got 542 Mflops. 
Replacing the Fortran loops with one call to the routine from the 
hand-optimized CMSS library for multiple dot products, 
GENJNNEFLPRODUCT, our best run got 1342 Mflops, a respectable 
but not spectacular fraction of the rated 4096 Mflops for 32 
processors with 4 vector units. Unfortunately, since we just used 
the dot as a sample calculation, all this suggests for the wire-point 
calculation is that it shouldn't have been done in CMFortran. 
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The best performance on the vector units required that the number 
of virtual processors equal the number of calculations. Also the 
CMFortran compilation should be done with -noaxisreorder (since we 
had ordered our axes the way we wanted them) and without the -O 
flag when compiling for vector units, but with -O for SPARC. This 
was true for the dot calculation and for the wire-point calculation. 

Using CMFortran to spread our data-parallel wire point calculation 
across the processors, the best time was 132 Mflops with the vector 
units and 2.3 Mflops without vector units. 

Host/node code which didn't use the vector units could be produced 
using CMMDi C M M D l for communication and compiling the code with 
Fortran77 to give a performance of 32 Mflops, 14 times better than 
the CMFortran code performance. The performance of host/node code 
using CMMD and CMFORTRAN to compile node code for the vector 
units was about the same as the the data-parallel version for vector 
units, 127 Mflops vs 132 Mflops. These performance measurements 
are shown in the following graph. 
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7 PVM 
At LBL, as at any large research facility, there are many 
workstations with unused compute cycles. There is a continuing 
interest in using these free cycles. To distribute this application 
across workstations, PVM was used. PVM (Parallel Virtual Machine) 
is a software system that enables a collection of heterogeneous 
computers interconnected by a network to function as a loosely 
coupled concurrent supercomputer. PVMI p V M l is readily available 
without cost, an important portability consideration. Although other 
software, including Express[ p a r a SJ , was available at LBL, it might be 
unavailable at other sites. PVM is easy to install and use, is 
supported, and has a large user's group. 

In addition to the unused cycles of colleagues' machines, the central 
computing facility at LBL provides a selection of other machines, 
including ten SPARC 10/41 workstations on their own CDDI 
subnetwork intended for distributed computing. Scratch disk space 
is available on the local server to avoid heavy traffic outside the 
subnet. 

The most important performance consideration for distributed 
computing in this environment is the fact that the network of 
machines is being used in a multiuser, multitasking environment. 
There is no use getting caught up in computing task granularity when 
you have no control over machine load or network traffic, whatever 
the rated performance of the various machines or the network 
bandwidth. 

At LBL there have been some acrimonious mail messages between 
users sharing the ten SPARC facility. One Express user, who divides 
his tasks equally between the processors, was enraged when another 
scientist totally saturated one of the processors. The Express job 
was barely running, although there was still lots of compute power 
available within the subnet. The response to his complaint was 
easy: all users have equal access; you have to do better load 
balancing. Static load balancing does not work very well in a 
multiuser environment. 

When trying to get free cycles from colleagues' machines, a more 
difficult problem is encountered. Some people try to run only at 
night so that they do not interfere with the workstation owner. 
Others monitor the load on the processor, and kill the task if a load 
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is detected. Sometimes it is hard to do this fast enough. 
Occasionally the owner will show up in the off hours, say preparing 
for a presentation the next day. He is tired, desperate, and with a 
very low tolerance for even a fraction of a second response delay 
that the distributed job may cause. With colleagues in computing 
there is no problem--they kill the distributed process. Some of the 
physicists cannot do this on their own workstation. The general 
solution to the problem is being worked on by others. If the 
distributed tasks are killed by someone or a machine goes down, we 
need to deal with fault tolerance. 

The first PVM implementation used the existing code and PVM2. 
Dealing with the ubiquitous common blocks was the hardest problem 
in getting it to run. The worst performance problem was caused by 
faults. If a workstation crashed or a daemon mysteriously 
disappeared, the whole job crashed. When these disasters did not 
occur, performance was fine. This application has a lot of 
computing and little communication. 

PVM3 is more robust than PVM2. Now if a workstation dies or never 
returns any messages, the whole job does not crash. However, it is 
up to the application to see that whatever work was expected from 
the defunct machine is done somewhere else. The PVM3 
implementation used the new optimized serial code for the Biot-
' avart calculation, thus it was fast as well as stable. 

Fortunately with this application it is easy to handle load balancing 
as well as fault tolerance. The job runs in master/slave mode with 
the master just doing I/O and distributing data. The confutation 
differs from the data-parallel version only in that each workstation 
is assumed to have enough memory for all the wire data. Therefore, 
a complete field point calculation is done by one processor. This 
was a reasonable assumption, since a typical workstation had 
enough memory, and made keeping track of the completed work 
easier. 
After broadcasting wire data to the slaves, the master sends points 
to the slaves, who return the field and derivatives at a point. The 
master begins by sending a set of points to each slave, so the slave 
won't be waiting for additional points. The slave returns the field 
results one point at a time. When the master sees that a slave is 
working on its last point, the master sends another set of points. 
The size of the set of points sent decreases as termination nears, 
with single points being sent near the end. The master checks the 
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points that have not been returned and reassigns the one that has 
been out longest to the next available processor. This continues 
until all have been returned. This simple pool-of-tasks scheme 
solves the dynamic load balancing problem and takes care of fault 
tolerance. 

As the calculation concludes, only a few nodes are busy. For a small 
problem this significantly affects the computed performance. The 
calculation for the last field points could be subdivided among 
processors to reduce this effect, but for real problems it is 
unimportant. The job is usually run using a heterogeneous mix of 
workstations that are being shared. However, if we have exclusive 
use of the 3PARC10 subnet we see a near linear speedup; we do lots 
of computing and very little communicating. 

Conclusion 
We have parallelized a magnetic field simulation based on automatic 
differentiation using two different kinds of parallelism: data 
parallelism and process parallelism. We chose to use data parallel 
Fortran90 variants on the MasPar and the CM-5. This application is 
well suited to a data parallel model and the MasPar version of 
Fortran90 gave good results, but performance was disappointing on 
the CM-5. The test problem originally took 6 days on a SPARC10 
The new serial code is 8.7 times faster. Distributed using PVM, it 
takes full advantage of whatever computing resources are available 
on the network, achieving near linear speedups. The MasPar code 
runs 620 times faster that the original code, the CM-5 is 305 times 
faster. This application now runs fast enough to be practical, 
demonstrating that automatic differentiation is a good technique 
and enabling researchers to run larger problems. 
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