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Abstract.

Several basic reasons are given to support the position that an integrated, systems
methodology entailing probabilistic assessment offers the best means for addressing the
problems in software safety. The recognized hard problems in software safety, or safety
per se, and some of the techniques for hazard identification and analysis are then
discussed relative to their specific strengths and limitations. The paper notes that it is the
combination of techniques that will lead to safer systems, and that more experience,
examples, and applications of techniques are needed to understand the limits to which
software safety can be assessed. Lastly, some on-going project work at Sandia National
Laboratories on developing a solution methodology is presented.

Introductory Background.
t

Basic disagreements exist among researchers and practitioners about the usefulness of
existing and proposed techniques for software safety. The underlying issue is the problem
of predicting the safety of a software-based system, and the effectiveness of a method for
obtaining safety. The experts generally agree that today's technology is not capable of
analyzing and verifying, to the required safety predictability levels, the response of
software-based systems. Analysis techniques currently in use are limited in the type of
flaws they detect and/or in that they require too much time to perform to be feasible.

Given the difficulty of analyzing, testing, and verifying safety levels of software-based
systems, would the prudent approach be to avoid software with respect to high-
consequence applications, such as reactor control systems and nuclear weapons? Or, is
the situation that designs have become so complicated that we cannot anticipate all of the
interactions between the components of the system or between the system and its
environment; and the safety devices that are implemented to handle the anticipated
failures are deceived, defeated, or avoided by unanticipated interactions in the systems
[1]? This perspective would imply that technological fixes to problems of risk are
impossible and probabilistic risk assessment is useless.

* This work was supported by the U. S. Department of Energy under contract DE-ACO4-94AL85000.
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Paper Theme and Organization.

We contend that the first argument is specious because use of software does not
necessarily raise system risk "gratuitously" but offers designers great flexibility and may
be the only alternative given the system requirements. We find the second argument to be
untenable in that it implies that events are fixed and human beings are powerless to
change them, when much can be done to make engineered systems safer. This paper
presents our position that an integrated, systems methodology entailing probabilistic
assessment offers the best means for addressing the problems in software safety. The
recognized hard problems in software safety, or safety per se, and some of the techniques
for hazard identification and analysis will be discussed relative to their specific strengths
and limitations. Then some on-going project work at Sandia National Laboratories on
developing a solution methodology will be presented.

Case for Probabilistie Assessment of Software Safety.
l

The arguments of opponents to quantitative analysis only show that "one must be wary of
simplistic analyses and that nothing can take the place of careful, competent design in
producing a good system.[2]" We accept this as a basic tenet, However, we find that
probabilistic assessment must be an intrinsic part of any competent process for producing
safe software for several reasons.

First, software is often an essential part of systems for which a probabilistic requirement
may be stated (e.g., the probability of a very serious accident attributed to the system
must be less than some acceptable threshold) and stating that the designers used good
engineering practices to preclude serious accidents does not tell us how well they
achieved their objective. Accepting a system on this basis implies a high level of trust
that these practices always yield systems that are safe to the desired level. Such trust is
unwarranted for real, complex software systems since various accidents (some
catastrophic!) have occurred.

Second, an analysis that quantifies the attainment of some safety level requires the
explicit statement of the probabilistic model used and hence the underlying assumptions
about which events are credible, the cause-effect relationships among system
components, the sensitivity of the model to variations in the parameter values, etc. The
development of the model forces one to recognize what is not well understood about the
system and problem environment, especially when one makes sifnplifying assumptions.
This type of rigorous model can be scrutinized for errors and unwarranted assumptions
and exercised to determine the effect of different assumptions; an informal claim about
the practices used in development cannot.

Third, engineering for safety is a matter of choosing the fight compromise, and selecting
between alternative designs which include different compromises. The only rational way
to choose the safest among alternative designs is to model the effects of the design
candidate on system safety and compare them. The model would make explicit the
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decision criteria, right or wrong, for design selection. A designer who does not do this
would be trusting intuition or chance to avoid choosing an inferior design.

Hard Problelns in Software Safety.

Leveson [3] and others point out that building perfect software is an unrealistic, perhaps
inappropriate, goal and that software need not be perfect to be safe. (The notion of
perfection considers all errors equal whereas, from a safety viewpoint, only errors that
cause the system to participate in an accident or lead to a mishap are of importance).
However, there are recognized hard problems in software safety that remain unsolved
and risk-dominant

Available evidence indicates that most accidents are due to inadequate design foresight
and requirements specification, including incomplete or wrong assumptions about the
behavior or operation of the physical system being controlled or managed by the
software, and unanticipated states of the controlled system and its environment.
Rushby [4] notes that of the 197 safety significant faults detected during integration and
system testing of the Voyager and Galileo spacecraft, 194 of them were due to problems
in the specifications of functions and interfaces involving areas of intrinsic technical
difficulty. Thus if any techniques are to make major contributions to critical systems,
they should focus on the early lifecycle of system development and provide a framework
to help designers anticipate the unexpected.

There are various safety analysis methods and tools, but they suffer from poor integration
into the system development lifecycle. Fenelon and McDerr,_id [5] note the lack of
common semantics (i.e., computational models) linking the different methods used in
safety assessment with those used in system assessment, design, and implementation.
Without a sound underlying model for integrating the different views and levels of
abstraction of the system, it is difficult to develop robust system requirements and to
properly communicate and interpret them among all parties involved. Operationally
there has been little integration between tools used for system development and safety
assessment.

The process of performing a system safety analysis requires experts from various
disciplines, each employing different techniques all of which entail considerable
knowledge of their respective domain: In software safety, issues are often studied in
great depth but with insufficient breadtti, perhaps because technical specialists tend to
focus on their own fields of expertise. This case is supported by Rushby who notes that
critical systems must satisfy simultaneously properties that have traditionally been
considered separately, and that many of the fields giving rise to critical systems "have
developed their individual approaches, seemingly in isolation.[4]" It is clear that software
safety requires different disciplines that approach the problems from different
perspectives. However we find the current process tends to lack experienced system
analysts to integrate the issues and view the problem with great breadth, as is done in
other areas of safety.
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Human factors is another problem in software safety that is not yet well addressed.
Human error is often a major risk contributor in high consequence operations. Even if
one tried to design the human out of such systems (which we do not endorse), humans
will still be doing the design. The nuclear power industry stresses the need for better
representation of _humans and organizations in risk models to help improve the safety of
high risk operations [6,7,8]. Studies of power plant accidents show that all aspects of an
organization have an impact on the initiation and sequence of accidents, and not just the
immediate system operators and maintenance personnel. In several industries
management has been found to be partially accountable for accidents (e.g., Bhopal,
Chernobyl, various tanker spills). Also at issue is the effect of the lack of deep technical
knowledge on the initiation and/or exacerbation of accidents. Thus a software safety
solution methodology must allow for the examination of the human and institutional
elements during the total system lifecycle, from design to development to operation to
retirement.

Information Surety.

We use the term "information surety" to encompass the properties that high consequence
operations systems must demonstrably have: safety, reliability, integrity, security, and
whatever else may be important. This term broadens the scope of evaluation to its widest
extent and provides the context for development of a methodology that will help evaluate
the likelihood that the system will do what it is supposed to do and not do what it is not
supposed to do. Information surety may also be thought of as computer assurance (a term
that was coined earlier) but with "information" including human interpretation of or
system action due to the output provided by the computer.

There is disagreement about the relationships among the different system properties.
Most notably, it is argued that safety is inherently different from reliability and requires
different methods for design and verification. We first provide some background on the
issues and then discuss whether the analysis methods need be different.

Safety and reliability are different and should not be confused with one another.
Reliability describes how well the system performs its functions relative to a set of
specifications (which may be incorrect) and hence is concerned with all system failures;
safety considers whether the system functions lead to or participate in an accident and
thus is concerned only with failures that could lead to undesirable consequences or
mishaps. A system may be reliable but unsafe. An example of such a system is an aircraft
avionics system which continues to operate with component failures yet directs the pilot
to fly the aircraft on a collision course with another aircraft. Similarly, a system may be
safe but unreliable. For example, a pressure relief system may be completely unreliable
but safe if whenever it fails it fails "open."

There are also distinct differences between safety and security, although safety does
depend on security. The safety critical components of a system need to be secure since it
is important that the software and data cannot be altered by external agents or conditions.
If the data or software can be altered, then the executing components will no longer
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match those that were analyzed and shown to be safe. Thus, the safety critical
components can no longer be relied on to perform their function; this may, in turn,
compromise system safety [9].

Now we address the hullabaloo about the differences in analysis methods for design and
verification of the system properties. Safety, reliability, and security involve stochastic
processes of events in which the software system operates and therefore they are very
similar in terms of their quantification. The events themselves are clearly not the same in
each case since different issues are of concern. But the same mathematical approaches
and the same language (i.e., initiator frequency, probability of failure, etc.) can be used
in each case.

Analysis Techniques: Relative Strengths and Limitations.

Certain analysis techniques have proved durable because they have been able to represent
and be used to examine important classes of problems and types of systems. We shall
discuss some of these techniques, starting with the premise that the problem attributes
and system characteristics determine which technique would be most applicable or
powerful for any given situation. The reader is assumed to possess a fundamental
knowledge of the basic model structure and mathematics underlying each technique.
Interested readers may refer to the ample textbooks and sources in the literature for
discussion of such basics. Here we will focus on the relative strengths and limitations of
the techniques experienced thus far.

First we discuss several techniques created for analyzing the reliability and safety of
physical systems: failure modes and effects analysis, reliability block diagrams, faultt

trees, and event trees. These techniques involve models of cause and effect. Their
extension to software poses a challenge and requires definition of rules for problem
decomposition. However, these techniques are well understood and have proven useful in
other industries.

Failure Modes and Effects Analysis (FMEA). FMEA and its extension to failure
modes, effects, and criticality analysis (FMECA) are the most elementary of the
techniques. They are used to analyze the consequences of component failures and are
largely qualitative analysis procedures, consisting of tables constructed for the system
components and the possible failure modes of each component• Typical information
elicited in a FMEA or FMECA include component description, failure mode, effect of
failure, cause of failure, occurrence, severity, probability of detection, risk priority, and
existing or proposed corrective actions. FMECA then adds a formal criticality analysis to
rank the results. Both FMEA and FMECA are subject to the same strengths and
limitations as event trees, and tend to be very time consuming and hence expensive to
perform. Moreover, FMEA and FMECA lack a model infrastructure for integrating the
component information collected in the various tables. Finally, doing a FMEA or
FMECA on software may not be realistic because of the extremely large number of
possible software outputs and behaviors that would usually have to be considered.
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Reliability Block Diagrams. In a reliability block diagram, blocks represent system
components. They are connected together to represent failure dependencies. If the failure
of any of a set of components will cause the system to fail, a series connection is
appropriate. If the system will fail only if all components fail, a parallel connection is
appropriate. More_complex topologies are also possible since failures in real systems are
usually more complex than can be represented by building diagrams from series and
parallel parts. Analysis of a reliability block diagram in the most general case is
complicated. (Complex reliability block diagrams can also be transformed into fault
trees and solved by standard fault tree solution techniques.) The advantages of this model
are its simplicity as a visualization tool (akin to a system block diagram) and straight-
forward solution when the model can be constructed from series and parallel
components. Limitations of the model are the assumptions that component failures are
statistically independent and that failures are constant over time.

Fault Tree Analysis (FTA). FTA is a deductive hazard analysis technique which
considers a system failure and then provides a top-down approach to reason about the
system or component states that contribute to the system failure. FTA starts with the
definition of a particular undesirable event as the "top event" of the tree. The system is
then analyzed to determine all the likely ways in which the undesired event could occur,
and the fault tree is developed by successively breaking down events into lower-level
events that generate the upper-level event. Hence the fault tree model is a logical
representation of the various combinations of events that lead to the undesired event. The
faults may be caused by component failures, human error, environmental conditions, or
any other event that leads to the undesired event. It should be noted that a fault tree is not
a model of the system or even a model of the ways in which the system could fail. Since
a fault tree is comprised of two elements, logic gates and events, a fault tree is thus a
graph of the logical interrelationships of basic events that may lead to the "top event."
As for the strengths of the technique, FTA provides a systematic framework for keeping
a problem tractable in that the model is only concerned with failures that lead to a
particular undesired event. FTA also helps the analyst to be complete "categorically" in
examining the various failures. On the other hand, fault trees do not handle dynamic or
time-dependent events very well and may not reveal consequences of events occurring in
the middle of the tree. Also it should be noted that FTA assumes that basic events are

mutually independent. Thus if the fault tree model fails to explicitly account for potential
common mode and common cause failure mechanisms, the fault tree solution can yield
an unrealistically optimistic (low) top event probability.

Leveson and Harvey [10] have extended FI'A to software systems where fault trees may
be built for a given system based on the source code for that system. The analysis starts
at the point in the code that yields the potentially undesirable outputs. The code is then
analyzed in a backwards manner by deducing how the program could have gotten to that
point with the set of values producing the undesirable output.

Event Tree Analysis (ETA). ETA is an inductive hazard analysis technique that
considers a specific fault in some component of the system and examines in a sequential
manner what the consequences of that fault will be. The approach taken is to consider an
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initiating event and its possible consequences, then for each of these subsequent events,
the potential consequences are considered. In essence, ETA is forward thinking and
considers potential future problems. The probabilities of the final outcomes are obtained
by multiplying the probabilities of the events comprising the path. For systems for which
little is known, event trees can be very useful for analyzing consequences of individual
components to determine if a mishap might occur and what that mishap might be. ETA
can help determine whether single points of failure exist for the system. At the same
time, the advantage afforded by event trees can also be a weakness of the technique. The
initiating events for ETA may be both desirable and undesirable since a desirable event
could possibly lead to an undesirable outcome. This means that the set of initiating events
is the entire spectrum of events that may occur in the system. Thus much analysis time
may be wasted by considering an event tree from a given event, such as the failure of a
sensor, when that event may never lead to a mishap. It should also be noted that ETA,
like FTA, assumes that event probabilities are independent of one another. Thus, one
must explicitly account for the interdependencies between events in the structure of the
event tree model itself in order to obtain realistic ETA results.

Analysis techniques that provide more refined ways of handling system dynamics and
dependencies will be discussed next.

Petri Nets. A Petri net is a graph-theoretic model that can express concurrency and
asynchronous behavior as information or control flows. The major use of Petri nets has
been the modelling of systems of events where some events occur concurrently, but there
are constraints on the concurrence, precedence, or frequency of these occurrences. A
Petri net consists of circles (called places) representing conditions and bars (called
transitions) representing events. The places and transitions are connected by directed
arcs. The execution of a Petri net is controlled by the position and movement of markers
(called tokens) in the net. The tokens are subject to certain rules and are moved by the
firing of the transitions of the net. A transition is enabled for firing only if there is at least
one token in each of its input places. The transition fires by removing one token from
each input place and placing a new token in each output place. Given this model
construct, Petri nets prove to be very useful in modelling or simulating system state
changes caused by triggering events. The benefits of Petri nets are that they are intuitive,
easy to understand through visualization, and can analyze small systems
comprehensively. However for larger systems (and not necessarily complex ones) Petri
nets lose their scrutability and the system properties become obscured in the graph. The
analysis results show the presence or absence of system operational properties such as
hazardous conditions, system deadlock, or unreachable states and their associated
probabilities. Complete path or "scenario" information is not a natural output of the
model.

Markov Models. Markov models are directed graphs that capture the concepts of system
states and probabilistic transitions between states. They provide a natural, direct
representation of systems whose components are repairable and systems where
component failures have interactions through the use of cycles. Recall that fault trees
and event trees are acyclic graphs and hence do not readily accommodate these system



characteristics. The two basic forms of Markov models are chains and processes. A
Markov chain uses matrix multiplication in discrete time to obtain the state transition
probabilities; a Markov process uses a set of differential equations over continuous time.
Relative to the other techniques discussed, Markov processes require a more
sophisticated knowledge of mathematics for their solution. In fact most Markov models
of real systems have many states and hence are difficult to solve, requiring simulation.
Again, complete path or "scenario" information is not a natural output of the model.

Formal Methods. This term refers to techniques that have a sound basis in mathematics
and employ an associated mathematically-def'med notation. For instance, most formal
methods have set theory and predicate logic as their underlying basis. Formal methods
have been used in two distinct ways: first, for the production of specifications used as the
basis for conventional system development; and second for the development of
specifications which are then used as the basis against which the correctness of the
program is verified. In the first case, the mathematics is used as a documentation medium
that offers the benefit of precision, eliminating the risk of misinterpretation of the
specifications. In the second case, an additional benefit is provided in which it is possible
to show that the program does what it is specified to do with the same degree of certainty
as a mathematical proof. (We also note that proof of correctness is not a trivial task and
few practicing software engineers have the necessary skills to use formal methods.)

However the fundamental limitation remains the problem of specification validation, that
is, demonstrating that the requirement specification does not allow executions which
would lead to catastrophic failure in the system's operational context. The real difficultyi

is that there is no way of knowing whether all of the threats and system failure modes
have been identified so one can never be sure of the completeness of the specifications.
Thus the formalism and mathematics, of themselves, are insufficient to assure safety.

From our perspective, the practical benefit from using formal methods is their impact on
the system developers' thinking process. The intellectual exercise increases knowledge of
the software and hence increases confidence in the software. However there are questions
regarding the extent to which formal methods should be used and how one actually
applies formal methods in practice. Some suggestions for the use of formal methods in
the software development lifecycle of critical systems are made by Barroca and
McDermid [11], who recognize that formal methods today are fraught with limitations
reflecting the immaturity of the techniques themselves and inadequacies of the support
tools.

Other Methods. Techniques such as reliability growth models, software fault tolerance
techniques, and software engineering tools are not discussed here since these methods
have been more widely applied in software safety than the analysis techniques we
covered. The relative strengths and weaknesses of these other methods are already well
described in the literature.

In summary, each analysis technique has its own strengths and limitations and no single
technique can do it all. Analysts should not use modelling tools blindly but must
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carefully examine each one and understand how it works and what its limitations are.
Some software safety experts and practitioners note that many of the examples in the
literature (pre 1992) have been self-serving [12] or over-stated [11]. Rather than
justifying one's preferred technique, we should investigate how the different techniques
can positively reinforce each other. It is the combination of techniques that will lead to
safer systems, and we need more experience, examples, and applications of techniques to
understand the limits to which software safety can be assessed.

Can Information Surety be Assessed with High Confidence?

Anyone currently relying on any method, qualitative or quantitative, to achieve
acceptable levels of safety for critical systems should recognize that no techniques have
yet been proven to provide high confidence. So how close are we? Confidence increases
with understanding, and confidence increases with the number of independent or diverse
ways that we have arrived at compatible or equivalent understandings of the system. For
instance, if we conduct reliability analysis and then safety analysis and find no new
problems, it increases our confidence in the system. But at what level is the confidence
high enough?

What do we do in the meantime? The solution is not necessarily that safety-critical
computer software cannot or should not be built, only that the risk involved should be
realistically assessed and evaluated to determine whether it is acceptable. Leveson [13]
has offered an approach for verifying software safety that combines standard software-
engineering techniques with proven system safety engineering techniques and special
software-safety techniques.

On Building a Surety Evaluation Model.

The authors of this paper are developing a methodology and tool kit for evaluating
information surety [14]. In searching for good tools to help in risk-based design or risk
management of software-based systems, we noticed an obvious need for improvement in
the areas of model building, flexibility, iterative refinement, and vulnerability analysis.
To this end, we are evolving a methodology that entails the automated application of
analysis techniques used for system safety, security, and reliability in an iterative fashion
to the system and the total context in which it is to operate. This section describes our
work in progress and current thoughts.

The Model. The model being developed is based on a directed graph representing states
or events possible in the system. The directed graph delineates the dynamics or
interrelationships between the system elements and their response to adversarial or
random events. The system elements and events are modelled as nodes, and the
interrelationships are expressed by arcs between respective nodes. Barriers
(countermeasures) that exist to prevent, deter or detect (detection implies an associated
response or mitigation) unintended or disallowed transitions from one node to the other
are shown as bars on the arcs. There may be more than one transition between two nodes
with separate barriers for each.
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Barriers are characterized by metrics describing their effectiveness in various categories
(e.g., hardware, software, procedural). Threats are assigned metrics describing their
technical abilities, resources, motivations, population size, system complexity, etc.
Threats include not only active threats such as hackers and saboteurs but passive threats
such as software faults, unintended actions by authorized agents and motivationally
neutral acts by outside forces such as mother nature and human error. All metrics have
associated confidence bounds.

An agent representing each of the identified threats is introduced into the model. The
probability that an agent moves from one node to another is a function of the agent's
capabilities and the barrier's effectiveness against that particular agent. The
characterization of barriers and agents will vary with the depth of the analysis. In a high
level analysis, for example, the barrier may be characterized as to how much of its
strength depends on a technical device and how much depends on rules and procedures
and how effective it is in each of those two areas. Agents are assessed with capabilities in
each area - they may have more or less technical competence or ability to overcome
procedures. The agent will also have other general characteristics, such as motivation and
represented population size, which will affect the probability of barrier penetration. If a
later iteration of the analysis is warranted, the granularity of the barrier and agent
descriptions may become finer. For instance, the technical component could be broken
down into electronic hardware, mechanical hardware, and various kinds of software.

The model also attempts to allow for scenario synthesis; for instance an agent's
capabilities, knowledge, or strategies could change as a result of successfully completing
some portions of the path. The primary value of the model is its ability to represent what
really exists and to capture the significant system dynamics as elements respond or don't
respond to events as they occur.

Once the model has been developed and metrics assigned to the barriers and threats,
representative agents are then moved through all possible paths in the graph to determine
the probability that certain events or states will be reached in which at least one of the
system surety properties (i.e., safety, security, reliability, integrity) has been
compromised. The model can be exercised to find weakest paths, most dangerous paths
(paths that lead to the most serious consequences), and paths with the most uncertainty
associated with them. The model may also be perturbed over all its parameters - singly
and in combination - to determine the sensitivity of the results to various changes. The
parameters to which the model is most sensitive would then be analyzed in the next
iteration for refinement of the model.

Flexibility. To aid in the construction and modification of the directed graph model, we
plan to build a window-based modeller. The analyst will use this graphical editor to build
the directed graph, expanding and contracting the nodes, arcs, and bars for different
levels and iterations of the analysis. The interface will make it very easy for analysts to
add elements, modify elements and change associated parameters. At any time, they
could ask for various computations (yet to be defined) to be run. The results could then
be shown using standard graphic techniques such as highlighted paths and color codes.
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Thus a major objective is to provide analysts with an interactive "what-if" capability to
interrogate the system.

Iteratlve Refinement This is one Ofthe most important aspects of modelling complex
systems that allows analyst effort to be properly focused on the more important problem
issues. Our methodology supports (even requires) iterative refinement and permits the
analysis team to build a ftrst pass model at whatever level of detail resources will allow
(reserving some for later analysis). The analysis results at this initial level would point
out the more uncertain and more critical paths. These paths could then be examined
much more closely, the model developed further and refined, and the computation rerun.

Subsequent iterations of the analysis may identify subsystem issues where a Markov
model might be warranted or key system components that would benefit from a FMECA.

Vulnerability Analysis. The evaluation methodology requires the analyst to determine
a metric or figure of merit to characterize the effectiveness of each barrier. These metrics
could be some generally recognized nominal value. However, the model allows for and
strongly encourages an analysis of each barrier as it actually is implemented. This type of
detailed, technological vulnerability analysis is important for critical barriers on essential
or risk-dominant paths for high-consequeiace operations systems.

How Safe is Safe Enough?

Given any methodology for evaluating software safety or information surety and whether
or not these issues can be assessed with high confidence, the real question that must be
addressed is "How safe is safe enough ?" No one has offered an answer since we know
there is no such thing as absolute safety. Nevertheless, we must somehow make tradeoffs
between using software and not using software in critical systems. At the core of the
decision-making process are pragmatic criteria, such as

1. The projected gain from using the system outweighs the estimated potential loss if
use of the system causes death, injury, illness, destruction of property, or damage to the
environment; or

2. The cost of adding any other safety protection to the system outweighs the potential
loss if use of the system causes death, injury, illness, destruction of property, or damage
to the environment [15].

Determining the potential loss, or the risk, if a system is used entails both predicting the
probability that a software error will occur, and predicting the probability that a safety
hazard will result from the software error. Thus short of the ability to produce error-free
software, the ability to more accurately predict the probability of failure and the
associated risks is crucial to determining that a system is safe enough.



Conclusion.

Software should be viewed as one of the diverse ways for implementing system safety,
and, given the state-of-the-art, should not be used as the only means to assure safety.
When software is Used as part of the safety theme of a system, system models and
analysis techniques can be very helpful in providing confidence that the software
functions in a sffe manner.

Several concerted efforts are in progress to develop a comprehensive, systematic, and
systemic infrastructure for addressing the issues in critical system software safety [5, 13,
14, 16]. Given the number of efforts, independence of problem approaches, and diversity
of techniques and experiences, progress is assured. It helps to remember, as one
endeavors in _is work, that the nuclear power industry took over a decade to develop
and accept the methods of probabilistic risk analysis (PRA) for making decisions about
safety, and the nuclear weapons community is still grappling with the role of PRA in
assuring safety. As this paper has presented, the combined experience and technical
expertise of the authors indicate that a "total system" methodology within a probabilistic
framework offers the best means for providing the rigorous insights required for
tradeoffs in high-consequence operations.
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