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Abstract 

These Proceedings contain written accounts of most of the lectures given 
at the 1992 CERN School of Computing, covering a variety of topics. 

A number of aspects of parallel and of distributed computing were 
treated in five lecture series: "Status of parallel computing", "An introduc
tion to the APE100 computer", "Introduction to distributed systems", "Inter
process communication" and "SHIFT, heterogeneous workstation services at 
CERN". 

Triggering and data acquisition for future colliders was covered in: "Neu
ral networks for trigger" and "Architecture for future data acquisition sys
tems". Analysis of experiments was treated in two series of lectures: "Off-line 
software in HEP: experience and trends", and "Is there a future for event 
display?". 

Design techniques were the subject of lectures on: "Computer-aided de
sign of electronics", "CADD, computer-aided detector design" and "Software 
design, the methods and the tools". 

The other lectures reproduced here treated various fields: "Second gen
eration expert systems", "Multidatabase in health care systems", "Multimedia 
networks, what is new ?", "Pandora: an experimental distributed multimedia, 
system", "Benchmarking computers for HEP", "Experience with some early 
computers" and "Turing and ACE; lessons from a 1946 computer design". 
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Preface 

The fifteenth CERN School of Computing took place in L'Aquila, Italy. Sixty-six 
students from fourteen countries participated. 

The School was organised in collaboration with the "ïstituto Nazionale di Fisica 
Nucleare" (INFN). We are very grateful to Drs. Sandro Centro and Enzo Valente for their 
participation in organising the School, and we thank Professor N. Cabibbo for his active 
support. 

The School was hosted by the "Scuola Superiore Guglielmo Reiss Romoli". We 
were impressed by the excellent facilities offered by this centre and we wish to express 
our sincere thanks to its Director, Professor S. Rotella, and to his representative Dr. B. 
Santariga for making it possible to use their facilities. The assistance provided by the staff 
of the "Sculoa Superiore G. Reiss Romoli" is gratefully acknowledged. Special thanks go 
to the print shop, who produced thousands of pages at very short notice and to the people 
who assisted with the e-mail facility and the PCs. Mrs. Ingiacomo and Messrs de Meo 
and Aglioti were also of great help. 

The lecture programme was again varied and greatly appreciated by the partici
pants. All lecturers are sincerely thanked for their efforts in preparing and delivering their 
lectures, for providing written accounts of their presentations, and for their availability 
to discuss with the students. 

The lecture programme was complemented by excellent introductions to software 
design methods and tools, followed by very demanding practical work. Most of the students 
tackled the practical excercises with great interest and enthusiasm. Drs. Paolo Palazzi and 
Stephen Fisher, who organised the practical sessions are very warmly thanked for their 
efforts and congratulated with the results. Our sincere thanks also go to their assistants: 
Arash Khodabandeh, Alberto Aimar, Tlior Lunde and Bernard Sarosi. 

An excursion was organised to the near-by Gran Sasso Laboratory. The visit of 
the underground experimental halls was very much appreciated. We thank INFN and in 
particular Professor Navarro for organising this visit. 

The participants will certainly remember the excellent meals served by the restau
rant of the Reiss Romoli centre. The manager, Mr. Bardelli, and all his staff are sincerely 
thanked for having taken such good care of us. 

We express our gratitude to our secretaries, Mrs. Ingrid Barnett and Mrs Cristina 
Miletti. 

We thank the students for their active participation and we wish all of them success 
in their professional life. 

C .Verke rk 
Editor 
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Software Design, 
the methods and the tools 
S . M . F i s h e r , RAL. Chilton. UK 

P . P a l a z z i , CERN, Geneva. CH 

Abstract 

OMT, a, method for software design, was introduced and compared with similar 
approaches and related CASE tools were demonstrated. Students formed teams 
and each team chose a project and applied OMT as far as producing a design 
document. The course was based on a book by J. Rumbaugh et al. so we just 
explain the outline of the course and refer our readers to the book. 

1 Summary of lectures 

A software system goes through phases of requirements analysis, design, implementation, 
testing, operations and maintenance. After analysis (what to build), comes the design 
phase (how to build it): system design requires decisions about architecture then 
detailed design concentrates on mapping of data structures and on algorithms. 

Design makes use of models, abstractions of a system that permit us to understand it 
before we build it. To build a complex system, the developers use different views of the 
system, build models using a, precise notation, verify that the models satisfy the 
requirements of the system, and gradually add detail to transform the models into an 
implementation. 

A methodology is a combination of models with a prescription to use them across the 
software lifecycle. The Object Modelling Technique (OMT) is a methodology that spans 
analysis, design and implementation using a single terminology, and can have various 
targets, including conventional programming languages as well as 0 0 ones. OMT is 
based on extensions to three well proven models: 

object : describes the structure of the data with an an extended ER model. 

d y n a m i c : models temporal relationships of those objects having significant 
dynamic behaviour using interacting finite state machines. 

functional : shows functional relationship among data values using a small extension 
to the Dataflow diagram of SA/SD. 

In the lectures OMT was compared with other object-oriented approaches as well as with 
SA/SD, Petri Nets and Entity-Relationship (ER) modelling. ER has become standard 
in relational database design, and is also at the heart of ADAMO, a programming 
system used in HEP. The 0 0 methodologies have much in common - they all inherit 
from ER and show a shift of emphasis from functional decomposition to the object view. 
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The course was based on the book: Object-Oriented Modeling and Design by 
J. Rumbaugh et al. and published by Prentice-Hall. Participants were each given a copy 
by the school. 

A special session was devoted to a demonstration of a number of CASE design tools on 
real projects, showing how effective they can be in speeding up the work. 

2 Laboratory Projects 

The projects chosen by the students to try out OMT were: 

• Blitzen simulation - Blitzen is a SIMD machine. 

• Network Queuing system - This was similar to the unix nqs (but better?). 

• Event Management system for an experiment - To keep record of the processing 
history of experimental data at the events level. 

• Central Heating control system - A specification in the form of user instructions 
for a programmable central heating controller. 

• Physics Analysis Package 

• Dataflow Protocol for a DAQ system 

• Experiments' slow control 

• Beam Control System 

• Finite State Machine - This was to design a system able to implement the OMT 
dynamic model. 

• Evolution - A system to simulate evolution. 

Each team produced a design. Some of their results (using a simple drawing tool and 
word processor on a PC) are shown below. 

3 Acknowledgements 

Alberto Aimar, Arash Khodabandeh, Thor Lunde and Bernard Sarosi demonstrated the 
CASE tools and offered guidance to the teams struggling with their projects. Arash also 
made sure that all the hardware and software were ready - even driving a van down 
from CERN with everything we needed. Robert Cailliau introduced us to the slide 
preparation tools; the course material was then collated and reproduced with great care 
and patience by Françoise Loverre-Jacot. We also wish to thank Jim Rumbaugh for his 
encouraging e-mails. He suggested that we were trying to do far too much in the time -
but had obviously not appreciated the fanatical dedication of our students. 
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Status of Parallel Computing. 
Paolo Zanella 

CRS4/Cagliari-Italy and University of Geneva, (on leave from CERN) 

I. Introduction 
1 . 1 . Von Neumann Model 

All sequential computers are essentially made of:- the processor,- the memory ,- the i/o 
equipment, and a communication system connecting the various units. According to this model, 
largely followed since 1945, the processor fetches the instructions of a given program from the 
central memory and executes them in sequence. Data to be processed are also kept in memory. 
This very simple working model which is derived from the concept of algorithm - a procedure 
which can be executed step by step - has influenced most programming languages and has 
contributed to the widespread use of computers. 

1.2. Limitations of Von Neumann Machines 
The Von Neumann Bottleneck: a limitation to execution speed 
Memory and cpu cycles are in a ratio of about 10. To efficiently feed the processor from 

memory stored instructions and data has always been a problem. To reduce this architecture-
inherent delay one has inserted a new level of storage (cache) and strengthened the register 
level (register to register operations of RISC architectures). 

1.3 . Fundamental limits of sequential processors 
There is a limit to the computing power of sequential processors due to the speed of light 

(300'000 Km/s). The speed of electric signals in a conducting wire is of the order of 20 cm/ns, 
while on a silicon chip is about 1 cm/ns taking into account the gate switching time. It takes at 
least 1 ns for a signal to travel across a chip. During this time one can at best perform one 
floating point operation (1 Flop) if signals are treated sequentially. Hence a processor whose 
actions cannot occur in parallel is limited to a GigaFlops ( 1 Billion Floating Point Operations 
per second). In practice current supercomputers can exceed this limit just because they exploit 
parallelism wherever possible in their architecture. 

1.4 . Signal propagation in the different media 
Distance covered in : I ns 

Light in vacuum : 30 cm 
Electric signal in a conductor: 
speed depending on the dielectric constant 
- Coax/air <30. cm 
- Coax/teflon 20. cm 
- Copper wire, twisted pair <20cm 
- PCB/teflon <20cm 
- PCB/optical fiber <15 cm 
- Ceramic/chip substrat 10 cm 
Electric signal in a semiconductor: 
(propagation mechanism totally different from em. waves) 
- Connexions Al/Au btween gates 1 cm 
- Connexions between gates (MOS) 0.2 cm 
- Silicon (inside gates) 1 (im 
- GaAs 3 fim 
- Ballistic electrons in GaAs 7 UMD 
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1.5. Parallel Computing 
To go beyond these limits one has to design computers capable of simultaneous activities, 

such as parallel execution of instructions or parts of programmes. Modern technology offers 
the possibility to duplicate functional units inside chips and to use large numbers of 
microprocessors to solve a problem. 

Parallel computing is becoming a reality. But one is realizing that this change 
from a sequential to a parallel computing model is far from trivial. It forces us to rethink both 
the theory and the practice of automatic computing which we learnt to master over the last 40 
years. 

1.6. Vector Computing 
The first concrete steps towards high-performance scientific and technical computing were 

taken in the 70's with the introduction of vector supercomputers. These machines take 
advantage of pipelines to process large structured sets of values (vectors). They can solve a 
wide variety of problems characterized by intensive numerical computations, such as operations 
on large matrices, simulations, image processing, etc... 

Rather than speeding up individual actions, time is saved by slicing and overlapping 
operations on data. Processing elements are pipelined and shared rather than duplicated. 
Productivity depends on the size of vectors. 

1.7. Why ever faster computers? 
There are many problems which seem to have an unlimited appetite for Mips and Mflops. 

In many cases there is a non linear relation between the size of the problem and the amount of 
computation required by its solution. For instance, the product of two matrices of size n 
requires n**3 opérations. Doubling the problem size results in an eight-fold increase in 
computing time. Alternatively one needs a computer 8 times more powerful to solve the new 
problem in the same time. As the size and the complexity of a problem increase, even the 
capacity of the fastest processor may become inadequate. 

1.8. Pioneers of Parallel Computing 
Charles Babbage: As reported by Menabrea in 1842 Babbage was aware of the possibility 

of using the functional units of his "analytical machine" in parallel. 
Vannevar Bush : In 1920 he presented an analogue machine capable of solving differential 

equations. The various units were designed to operate in parallel. 
ENIAC in 1945 was actually a parallel machine. It was made of 25 independent units 

capable of working in parallel 
Von Neumann :In his papers of the late 40's he studied grid-based algorithms to solve 

differential equations and pointed out that the node variables could be updated in parallel. 

1.9. ENIAC 
It is interesting to note that ENIAC was born as a parallel engine. Each of the 20 

accumulators was accessible and programmable independently. By interconnecting the 25 
functional units (accumulators, multiplier, division & sqrt unit, table look up devices, i/o, etc) 
one was actually building a special purpose parallel machine for a specific problem. 

ENIAC use as a parallel machine did not last long. The idea of a programme stored in 
central memory controlling all the functional units was quickly accepted. ENIAC was 
modified to comply with Von Neumann computing model which undoubtedly simplified the 
programming task. Then ENIAC was mainly used as a centrally programmed 
monoprocessor executing its instructions sequentially. 

II. Towards Parallel Architectures 

2 . 1 . The first Projects 
Starting in 1958 (Unger) the idea to build assemblies of processors (computer arrays) 

comes to mind. In 1962 Slotnick proposes the SOLOMON Project based on a matrix of 32 x 32 
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processors (bit-serial ALU), each with a local memory of 128 words of 32 bits, the whole 
centrally controlled SIMD style. 

The project did not follow the planned development due to continuous modifications and 
redesign. It contributed, however, to launch several similar projects leading to the parallel 
machines of the 60's, e.g. ILLIAC IV, PEPE (Burroughs), STARAN (Goodyear Aerospace), 
DAP (ICL). 

2 . 2 . ILLIAC IV 
Proposed by Slotnick (1967). Financed by ARPA (Advanced Research Projects Agency). 

4 quadrants each with a SIMD control for 64 processing units ( 8 x 8 array) with floating point 
capabilites (256 processors = 1 Gflops). Local memory - 2'000 words of 64 bits (thin film 
memory) + I/O bus to connect the arrays to a large disk storage. ILLIAC IV was only partially 
built (one quadrant) but it was used to solve real problems. The computing power ended up to 
be one tenth of the specifications. It took about 10 years to do the job. Nevertheless, ILLIAC 
IV contributed considerably to the understanding of the problems and the développement of the 
technologies, of the architectures and of the software for parallel computers 

ILLIAC IV was followed by 25 years of experimental work and prototyping. It was time 
spent to realize the importance of component reliability, of communications, of software and of 
algorithms. It was a long apprentiship with several attemps to bring machines to the market; 
unfortunately there were no real commercial successes. 

2 . 3 . Why should it work now? 
The first reason is in one word: technology. The second reason comes from the 

awareness of the problems. No illusions. The third good reason for optimism is that at last the 
market seems to react positively. Indeed there are some commercial successes and some healthy 
companies building parallel systems, such as Thinking Machines Corp, intel, Ncube, Sequent, 
Convex, Meiko, Parsytech, Maspar, and most important, certain big manufacturers like Cray, 
IBM, Digital, Fujitsu, etc... are entering the competition. 

One has the impression that we have at long last entered the decade which will see the 
advent of parallel systems that will be reliable, affordable, scalable, equipped with decent 
software and capable of solving real problems with an attractive price/performance ratio. One 
has however the impression that before this technology leaves the R&D labs a lot of work 
remains to be done... 

2 .4 . Performance trends 

1970 1975 1980 1985 1990 year 
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2 . 5 . Cost/Performance 
If the performance growth of supercomputers, mainframes and minis is of the order of 20 

% per year, that of microprocessors is 35 % per year ! Even if execution time is the 
measure of performance, neither the designer nor the user can ignore cost. And cost of chips 
continues to decrease quite dramatically. For example, the cost of 1 MByte of DRAM goes 
down by 40 % every year. This is the effect of learning how to design, produce and sell 
advanced microcircuits (learning curve). It has to be taken into account while planning and 
designing new systems. 

2 . 6 . DRAM learning curve 

$ per chip 

2 . 7 . Memory trends 
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2 . 8 . Density and Photolithography 
VLSI chips contain over one million transistors. Before the end of the century the 

next generation of chips (ULSI) should reach 1 billion. It all depends on the size of the 
chip and on the feature size inside the chip. While chip size increases, feature size (line 
width) decreases steadily. Current DRAM 4 Mb have a feature size of about l|i. For 16 et 64 
Mb chips one has to go down to 0,8 and 0,6|i respectively. To produce large volumes of 
chips today techniques are based on photolithography . For the 256 Mb chips expected to be 
produced before the end of the decade, it will be necessary to use shorter wavelengths (e.g. X-
Rays). The source of radiation could be an electron synchrotron . This change of technique 
seems to be absolutely necessary for feature sizes below 0.2|i. 

2 . 9 . Architecture and Performance 
Computer performance will continue to take advantage of progress in component 

technology for quite some time. However physical limits are beginning to hurt and the 
investments necessary to advance the technology are becoming prohibitive. There are no "low 
hanging fruits" left... To increase by factors of 100 or 1000 the current performance one will 
have to bet on new architectural features. Even with the help of synchrotrons, superconductivity 
and optics, it will become increasingly difficult to keep on the present exponential track 
without the help of parallelism. 

III. Current Situation 

3 . 1 . Parallel Architectures 
Parallel Machine::= An assembly of processors and memory modules communicating and 
cooperating to solve a problem. The two most popular organisations of processing elements 
(P) and memory modules (M) are schematically shown below: 

n in un F I w 

c Network 
) 

L®<s®0 H®Efi)®?^ 

Network 

IP 
i 
IP IP IP 

(M) (M) ^T) @ 

3 . 2 . The software wall 
Hardware is no longer an obstacle to the construction of high-performance parallel 

systems. 
Software is the problem. Almost everything has to be rethought and redesigned: 

programming models and languages, compilers, programming tools, libraries, operating 
systems and applications. 

3 . 3 . Questions and Problems 
Processors : How many, how powerful? 
Memory : Shared, Distributed or virtually shared? 

Network : Which type: Mesh, Multistage switch, Tree, N-cube? 
Cooperation : Which granularity, which synchronization? 
Problems : Which type of problems can be solved on a parallel machine? How do we 

decompose the problem into tasks executable in parallel? Which computing model? What about 
algorithms? Do we have a suitable programming environment? Which programming language? 
What can we expect from the compiler? Can we estimate the speed up? What about load 
balancing? 
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3 . 4 . State-of-the-Art 
The Supercomputer market is still dominated by pipelined vector multiprocessor 

machines. 
Parallel machines have been developped following three broad lines of approach: 
Memory shared by few powerful processors (moderately parallel systems; order of 10). 
Memory distributed among large numbers of reasonably powerful processors 

communicating by exchanging messages (highly to massively parallel; 100-1000). 
Very large numbers of relatively simple processors all executing the same instruction, or 

the same program on different data (massively parallel; over 1000). 

3 . 5 . Elements of the Problem 

3 . 6 . Granularity 
When distributing parts of a job among processing units one has to decide the size of such 

tasks also referred to as the Granularity. Fine grain corresponds to the level of instructions, 
while coarse grain implies functional modules of a certain size.. The choice of a grain size 
depends on the problem: 

Easy Parallelism (embarassingly trivial): e.g. HEP event processing, Database 
transactions, etc... 

Scientific computing: fluid dynamics, weather forecast, sismic models, combustion 
simulation, QCD, etc... 

Technical computing: VLSI circuit simulation, Car and Airplane design, Image 
Processing, etc.... 

3 . 7 . Algorithms, Software and Performance 
Hardware (Architecture and Technology) has contributed a factor 1000 to 

Supercomputer performance growth over the last 20 years. The performance factor gained in 
the same period thanks to the combined effect of new algorithms and software was over 
2000. One can expect that in the coming years Hardware, Software and new Numerical 
Algorithms will continue to each take a fair and comparable share of the next performance jump 
from sustained Gigaflops to sustained Teraflops. 

3 . 8 . Numerical Simulation 
Objects, processes, phenomena can be approximated by mathematical models and 

simulated by numerical methods on computers. Researchers make increasingly use of 
simulations to complement or partially replace experiments. Theory, simulation 
and experiments are the three pillars of modem research. Simulation techniques are replacing 
expensive wind tunnel and car crashing experiments; research on complex molecules is 
simplified by computer modelling and simulation; the study of the diffusion of pollutants in 
soil, water or athmosphere is approached by heavy computational models. 

This approach is essential in many cases where it would be too difficult or too expensive 
to implement or reproduce adequate experimental conditions. However, simulation is very 
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demanding in terms of computing resources and it is a major driving force in the race towards 
higher-performance computers. 

3 . 9 . Massive parallelism 
Among the problems amenable to massively parallel computation are those which may be 

described by the values of variables at discrete grid or lattice points. Updating the values at each 
intersection depends only on the values at neighbouring nodes and can be done in parallel. 
Certain architectures have been inspired by this computing model. 

It is worth noting that not all the problems can fully take advantage of massively parallel 
machinery, as one cannot reach a temperature of 1 000 000 degrees using 2000 separate 500 
degrees ovens, or one cannot easily speedup the tiresome lawn mowing exercice by organizing 
the simultaneous operation of hundreds of mowers or of thousands of scissors... 

3 .10 . US Grand Challenges 
To stimulate the development of High-Performance Computers the American authorities 

have launched a very ambitious programme aiming at the solution of problems considered as 
intractable by currently available supercomputers. Examples of the so-called "Grand 
Challenges" are: 

Global climate change, 
Turbulence in fluids, 
Diffusion of pollutants, 
Sequencing the Human Genome, 
Ocean currents, 
Quantum Chromodynamics, 
Semiconductors modelling, 
Superconductors modelling, 
Combustion, 
Vision and Recognition. 

3 . 1 1 . Situation in Europe 
Europe is practically absent from the Teraflops race, except for some specific projects. 

The few hundreds of High-Performance Systems installed on our Continent are made in USA 
or in Japan. Yet Europe has excellent people who have contributed substantially to the Art and 
Science of Computing and there are in Europe well known and well equipped Research 
Facilities. 

Some people think that in view of the single market and of the "agonizing reappraisal and 
change" undergone by the computer industry (mainly because of the advent of parallel and 
distributed computing), Europe stands now a unique chance to catch up and play a role, (see 
Rubbia Report) 

IV. Basic Concepts 
4 . 1 . Speed-up 

We are interested in running our programs faster. If we improve the hardware, eg. by 
adding processors, vector facilities, faster functional units, or other devices, we expect to 
observe a certain speed-up. 

We can define this speed-up as the ratio between the execution times before and after the 
improvements. 

One has to realize that certain devices are not necessarily used at every cycle. A new 
adder, say 10 times faster will not result in a speed-up of 10. and a machine with l'OOO 
processors will not necesarily execute every job 1000 times faster! 

4 . 2 . Amdahl's Law 
The speed-up expected from a faster execution unit is limited by the fraction of time 

during which the program can effectively use it. To give an estimate of the potential speed-up, 
one has to evaluate the fraction of the execution time which could take advantage of that 
particular facility. 
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Example : A new device can execute 10 times faster a program module 
which runs 40 % of the time. Which speed-up can be expected? 

Speed-up = old exec, time/new exec, time = 
= l/[(l-0,4)+0,4/10] = 1/0,64 = 1,56 

Amdahl's law says that if an improvement is only applicable for a fraction / of time, 
Speed-up < 1/l-f (upper limit) 

4 . 3 . Program properties 
To improve computer performance both the (static) composition and the (dynamic) 

behaviour of programs are studied in detail. One finds that the fraction of the static instructions 
executed at least once during the runtime is often below 50 %. Typically about 10 % of the 
static instructions are responsible for 90 % of the executions, and 80 % of the instructions 
referenced during execution belong to a small minority (4-5 %) of the coded instructions. 

4 . 4 . Locality of reference 
Processes tend to re-use instructions and data recently referenced. This property is called 

locality of reference. 
This means that one can reasonably predict the future needs of a process in terms of 

instructions and data simply on the basis of recent past history. One may distinguish between 
spatial (address space) and temporal locality (close in time). This is the most important and the 
most exploited property of programs, eg: cache, pagination, multicomputers, etc... 

4 . 5 . Pipelined Vector Processors 
Machines where the arithmetic and logical units are pipelined and supported by sizeable 

and fast vector registers. 
Vector processors execute vector instructions, i.e. instructions replacing 

equivalent loops repeating the same instruction on a sequence of operands. 
A single vector instruction may cause the execution of a large number of operations, 

typically floating point arithmetic operations. This is why one measures the performance of 
such engines in Mflops (Millions of Floating Point Operations Per Second) rather than in Mips 
(Millions of Instructions Per Second). 

4 . 6 . RISC and Superscalar Processors 
To increase the performance of RISC processors used in workstations and as elements of 

multicomputer structures, a limited degree of parallelism has been recently introduced. 
Processors like the IBM RS 6000 can execute 3-4 instructions in parallel. Simultaneity is real. 
One can, for instance, execute a floating point instruction while another unit performs an 
integer operation and a third one takes care of a data transfer from memory to a cpu register. 

Obviously the effectiveness of such superscalar facilities depends on the ability of the 
compiler to find instructions, free of data dependencies, that can be executed in parallel. This is 
an example of fine grain parallelism. It can be combined with a coarse grain level in 
multicomputers having superscalar nodes. 

4 . 7 . Flynn's Classification 
See the diagram on the next page. 

4 . 8 . Scalable systems 
MIMD-type parallel systems tend to be organized either as shared-memory 

multiprocessors or local-memory message-passing multicomputers. 
If a system is made of thousands of processing elements one tends to call it a massively 

parallel system (MIMD or SIMD). 
Parallel systems are said to be scalable if their configuration can be smoothly upgraded 

to increase its capacity (number of processors, memory, communications and i/o capacity) in 
order to cope with larger problem sizes without changing the program. 
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4 . 9 . Mips, Mflops and Benchmarks 
Mips axe used because they are simple. But they are not very meaningful when used to 

compare different machines. There are problems with RISC machines, vector processors, etc... 
Hence the Mflops (not necessarily useful in all cases). 

Livermore Loops, a series of small Fortran kernels, often used to compare the 
performance of computers used for scientific computation, have introduced the notion of 
normalised floating point operations. One gives weights to the different operations: 1 to ADD, 
SUB. MULT. 4 to PIV. SORT, and 8 to EXP. SIN. Now we have native and normalised 
MFlops. 

Besides trying Whetstones, Dhrystones and Specmarks, nothing is better than running a 
set of programs representative of the typical load, if there is one (Benchmarks). 

4 .10 . Linpack 
For linear algebra, one can use the Linpack test (Jack Dongarra). Executing the same 

program to solve the same system of 100 linear equations one can compare different machines 
(and their compilers) and mesure the native Mflops really exploited. They tend to be only a 
small fraction of the Mflops peak announced by the vendor. This figure is to be regarded as 
the number of operations which is guaranteed not to be exceeded! 

Linpack has become a necessary test for all machines having some scientific ambition. 
When consulting the frequently updated tables one quickly learns the difference between really 
sustained Mflops and theoretical peak Mflops. Another interesting Linpack measure 
relates to the solution of a larger system (1000 equations) allowing modifications to the program 
(best effort). The Linpack rating is being extended to cover parallel systems. 
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V. SIMD Architectures 
5 . 1 . SIMD Computing Model 

All processors execute the same instruction synchronously on data stored locally. The 
program is stored in a front-end computer which sends each instruction to all the processors. 

There are many problems which can be solved quite naturally this way. A typical example 
is the numerical solution of a discretized partial differential equation on a grid, eg. the 2D 
diffusion equation. At each time step the function is evaluated in parallel at each grid point by a 
dedicated processor, which needs mainly to exchange data with the 4 nearest neighbours. 

The basic requirements for a fast execution are: 
- an intelligent repartition of data among the av ailable processors 
- a high-speed communication system between processing units. 

5 . 2 . Suitable Applications 
Linear Algebra 
Image and Signal Processing 
Cellular Automata 
Neural Networks 
Database search 
QCD 

5 . 3 . Nodes 
Nodes must have a processor, some memory and communications links. 

Performance depends on the processor's power and activity and on the size of memory. Above 
all it is limited by interprocessor communications. 

The architecture of the processing element may vary from 1 to 64 bits, the choice 
depending on the application. Machines like the CM-200 offer both modes of operation. While 
64 bits floating point arithmetic may be essential in heavy numerical computations, the single bit 
architecture offers the possibility to operate quickly, cheaply and in a flexible manner on logic 
variables, symbolic entities, etc... 

5 . 4 . Communications 
Three types of communications are generally required: 

local - with the nearest neighbours 
long distance - between distant processors 
global - between all the processors and the front-end 

The topology of the network may be static, as it is normally the case in SIMD machines, 
or dynamically changed. 

Circuit switching vs. Packet switching. 
The performance of the communication system can be described by 3 variables: 
Latency = The time it takes to transmit a message 
Bandwidth = The number of messages that can be transmitted by the network 
Connectivity (or degree of a node) = number of neighbours immediately accessible. 

5 . 5 . Network topology 
bus or ring 
n-dimensional mesh 
hypercubes 
treesmultistage switching networks 
crossbar switch 

5 . 6 . Connection Machines 
Thinking Machines Corp.: CM-2, CM-200 (1 bit machines with floating point 

hardware up to 64 bits arithmetic). 
Close to 100 systems installed worlwide. 
No. oprocessors: 4k - 16k 
Local Data Memory: 32 MB - 8 GB 
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Intercommunications : 
NEW(up to 2.5 GB/s) + Hypercube (up to 0.25 GB/s) 
Perfomance: 
Peak: up to 31 GFlops , Sustained up to 7 Gflops. 

5 . 7 . MasPar, AMT/DAP, etc... 
MasPar is an offspring of Digital which offers a range of MP-1 systems from 1 to 16k 

processors (1 bit architecture, 4-bit integer and up to 80-bit floating point hardware). 
Interconnections are via a nearest neighbour 2D-mesh and a multistage crossbar connecting 4x4 
processor clusters. 

Active Memory Technology is a British company which has successfully built in the 
80s a range of DAP processors array machines (up to 4k processors) to be plugged into a VAX 
or a Sun. Unfortunately it went out of business in 1992. 

Besides TMC and MasPar the only other system of this type apparently still on the market 
is the Zephir Wavetracer, another family of processor array machines (up to 16k 1-bit PEs) wit 
fast 2D and 3D mesh interconnections. 

5 . 8 . Lattice QCD machines 
In recent years a number of machines have been built specially adapted to QCD 

simulations. IBM's GF-11 is an example in this class. Other home made systems operating at 
Columbia, Tsukuba, Fujitsu, etc... Besides, assemblies of i860s have been used 
Sustained performance of several Gflops has been reported. 

One of the most powerful and well known machines of this type has been designed and 
built in Italy by the INFN group of Prof. Cabibbo and it is called APE. Several prototypes 
have been in operation for quite some time. The new model APE 100, aiming at a performance 
of 100 Gflops is being completed and will be reported at this School. 

VI. Overview of MIMD Machines 

6 . 1 . MIMD Shared Memory 
All the multi vector processor supercomputers, eg IBM, Cray, NEC, Fujitsu, (SSI), etc.. 

are in this group. 
Of the other machines one can mention the recent disappearance of Alliant, and the 

persistence of Convex , Encore and Sequent. 
Number of processors steadily increasing (16-32). Memory capacity is now measured in 

GygaBytes. 
Access to memory is either crossbar or bus. In all cases some sort of local memory or 

cache is implemented 

6 . 2 . Convex, Encore and Sequent 
Convex latest Cray-compatible minisuper Series is called C3 and its high-end system is 

the C3800 which features GaAs components. No. of processors 1-8. Crossbar connection. 
Could adopt p PA Rise chips in future. 

Encore uses up to 32 Motorola 88100 Rise processors in its 90 Series. The architecture 
is bus based, a rare thing nowadays. Encore has moved away from the scientific & technical 
market to concentrate on database and real-time applications. 

Sequent Simmetry series is competing with Encore on the same commercial market 
sector with similar machines, also bus based, but using intel 386 chips. 

6 . 3 . MIMD Distributed Memory 
This is the most crowded and the most dynamic area of development. Machines come and 

go ( eg. Alliant Campus, BBN TC2000 and FPS 500) and tend to use commercial 
microprocessors. There are varieties of transputer based and i860 based machines (impossible 
to discuss them all). Parsytech, Meiko, Parsys, Telmat, Archipel are examples of transputer 
companies, although not all their machines are transputer based. Meiko Computing Surface, 
Intel iPSC and Paragon are i860 distributed memory multiprocessors. 
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nCube and Kendall Square use their own processors, while TMC and Fujitsu have 
adopted the SPARC technology of Sun for their CM-5 and AP 1000. Cray is developping a 
DEC Alpha based machine and IBM is working on RS 6000 based systems. Only few selected 
examples are discussed here. 

6 . 4 . TMC CM-5 
The CM-5 is a MIMD machine interconnected by 3 networks: one for synchronisation and 

control, one for data and one for maintenance and error logging. A measure of SIMD 
compatibility with CM-2 has been preserved. 

A fat tree topology is used. The bandwidth scales with the distance from the root. 
Processors: 16-16k Sparc2 RISC nodes enhanced by vector units (128 MFlops, 64-bit 

precision). 
Peak Performance crosses the Teraflop line at 8k processors. 

6 . 5 . intel Paragon XP/S 
An offspring of the Delta Touchstone, the Paragon is a 2D mesh of up to 4k i860/XP with 

on-chip communication gear. 
Peak Performance is 300 GFlops at 4000 processors. Each node is based on the i860/XP 

(50 MHz, 0.75 micron CMOS) + FPU (64-bit, 75 Mflops) and has up to 128 MB of memory. 

6 . 6 . KSR1 
To be announced shortly, the KSR1 has 32-1088 proprietary 40Mflops nodes 

interconnected by an hierarchical ring. Peak performance is 43 GFlops. 
It is a "allcache" machine featuring a sohisticated virtual shared memory system. A large 

logical address space (40-bit addresses) is supported. 

6 .7 . Parsytech GC 
Parsytech GC= Gyga Computer = Grand Challenge, etc is a European MIMD system 

based on the T9000 INMOS chip. There are up to 16k processors arranged in Gygacubes of 64 
transputers interconnected by a 3D mesh. The basic building block is the cluster (16+1 T9000 
and 4 CI04 routing chips) Peak performance is 400 GFlops 

The T9000 (50 MHz) integrates a 32-bit processor, a 64-bit floating point unit, 16kB 
cache, a communications processor and 4 bidirectional links (100 Mbits/s). Performance is 200 
Mips, 25 Mflops. 

The Inmos CI04 is a programmable packet switching unit (32x32 links) with a bandwidth 
of 640 MByte/s. One can interconnect CI04s to form a large and complex network. 

VII. Conclusions and Trends 
7 . 1 . HEP Applications 

HEP Experiments have always been demanding the most powerful computers. In many 
cases they have been limited by computing resources. 

Today experiments are designed with computers in mind and the huge volumes of data 
produced require the most advanced systems to be acquired, stored, processed, retrieved, 
analysed. Machines have been used in parallel like the well known farms. 

There are however questions about the suitability of MPP systems, just like there have 
been doubts about vector machines. There are problems in HEP that are sequential and can 
hardly be twisted to fit parallel hardware. There are also large software investments in 
sequential computing, and a unique know-how developped over 30 years of intensive 
compuerization. 

The problems are not unlike those met elsewhere in scientific and industrial research, 
namely how to exploit parallel technologies without rewriting all the codes (and maybe more 
than once). Is this the right time anyway? Do we really need to go parallel or can we "pass" 
over this generation of machines? 
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7 . 2 . HEP Trigger and DAQ 
Future Experiments (LHC) will have very high event rates and data will have to be 

reduced quite dramatically on-line. One expects to store to tape 10-100 events/s, 1 MB each, 
selected out of the 100000 possibly produced by trigger level 1. at each sec. Trigger levels 2 
and 3 will have to cope with huge data processing tasks where some form of parallelism will be 
essential. Probably a combination of SIMD, MIMD and Processor Farms is to be taken into 
account at this stage. 

Just to give an idea inspired by simulated data, the reconstruction of a LHC event may 
take of the order of 1 hr (at 4 Mflops sustained), to be compared with 1 min for Lep events. 
Hence, one needs a 1 TeraFlops sustained machine to process 70 events/s. 

7 . 3 . HEP Event Processing and Simulation 
The question is whether MPP is a better price/performance approach than RISC Farms or 

Clusters. No question about the need of cpu cycles! Given the magnitude of the problems 
ahead, HEP must explore MPP technology. There is a good chance that MPP systems will be 
on a favourable price/performance curve by the end of the century. Many other Tflop hungry 
applications are pushing MPP. It is a fact that all the leading computer manufacturers are 
working at some Highly Parallel System. Parallelism will be exploitet everywhere, from the 
superscalar chip to the multicomputer structure. The question is whether something can be done 
in parallel within the event code. 

7 . 4 . The problem is software 
With a bit of luck and a lot of hard work the software infrastructure necessary to any 

successful parallel computing environment can be put in place within this decade. Urgent 
development needed: 

- Innovative Algorithms 
- Programming techniques and Environments to rewrite dusty decks and 

prepare new portable ones.... 
- Parallel Languages and Advanced Compiler Technology 
- Optimization and Parallelization Tools 
- Data Management 
- Data Visualization 

7 .5 . MIMD the winner? 
MIMD Architecture is more generally applicable. 
The communication overhead problem may be partially overcome by a variety of 

dedicated interconnect mechanisms, eg data transfer, synchronisation, etc.. Latency has to 
come down to the 1 microsec level. Node pairs should be able to exchange data at 100 MB/s. 
The bandwidth of the whole network will have to grow considerably. 

Nodes will tend to be made out of powerful commercial RISC superscalar micros with 
communications capability. 

Memory will be physically distributed but some Virtual Shared Memory scheme will 
emerge implementing a single large address space. 

i/o? It is still far from adequate. Teraflop MPPs will need to be fed Terabytes of data. 

7 .6 . Scenario 2000 
Rewriting software: a huge investment, probably unavoidable and even healthy in some 

case., provided it has to be done only once. Portability across reasonable platforms is a must.. 
New imaginative algorithms and programming techniques to be found. Work for 

interdisciplinary task forces... Applications will determine the success or failure of MPPs 
Success means mastering Applications, Architectures and Algorithms... a new AAA 

Moody's rating 
Computer Industry (after slimming exercise) will be based on families of machines 

ranging from WS to MPPs all using the same commodity micros but offering application 
specific features. The driving forces: Multimedia, Telecom, HDTV, Grand Challenges, 
Environment Simulations, (Industry?)... 

19 



7 .7 . Concluding remarks 
Today there is little or no consensus as to what a parallel computer is supposed to look 

like. We have SIMD machines and multiple vector processors, message passing MIMDs and 
bus based shared memory machines. The variety of architectures is growing: the SIMD/MIMD 
CM-5, the mesh connected Paragon and the ring connected KSR1, are coming, while Cray, 
IBM, DEC, Meiko, Parsytech, et al. announce new MPP systems, each with its own potential 
bottlenecks. 

This diversity generates a number of challenging problems for the software designers. 
The time for parallel computing is coming, but for the time being it is a research topic. Research 
is needed before parallel systems reach the same level of reliance enjoyed by sequential 
computers. There is little hope that parallel programming can be made easy. It will take time, 
tools and skills to exploit the new technology. On the other hand, there are only few low 
hanging fruits left... 

Quotation: "Parallel Computing is the technology of the future and always 
will be.... 

Quotation: "The future is getting closer..." 
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Abstract 
This paper describes the physical background that motivated the development of the APE100 
parallel computer for theoretical physics. The architecture of this class of computers is then 
described and some examples are given of the programming style used on APE100. 

1 Overview 

In the last few years many projects of specialised computers for theoretical physics calculations 
have started. Most developments have concentrated on the design of specialised processors for 
Lattice Gauge Theory (LGT). LGT's are a framework to perform first principle calculations in 
fundamental interactions which on the one hand can be easily simulated numerically but require 
a huge amount of computer power to handle realistic problems. 

In this paper we start by presenting a few simple ideas on the basic features of the physical 
problem, in order to give a feeling of the enormous computer resources required in this field. 
We then describe the very simple architecture of the APE 100 parallel processors that has been 
directly shaped by the computational requirements of LGT. Section four is devoted to the 
software architecture of the APE 100 computer, and is followed by some concluding remarks. 

This paper covers only some basic aspects of the architecture and the implementation of the 
machine, and tries to give a feeling on its use by means of some simple examples. The 
interested reader is referred to [1] for more details. 

2 The physical problem 

Today we have reached a deep knowledge of the interactions that we observe in nature. There 
are four well known interactions: Strong, Electromagnetic, Weak and Gravitational, 
respectively responsible for the cohesion of protons and neutrons in nuclei, the interaction 
among electrically charged particles, 6 decays and the attraction force among massive objects. 

For the first three, starting from first principles of symmetry, we have a unified theory that 
gives a description of these natural phenomena in very good agreement with the experiment and 
respects the requirements of special relativity and quantum mechanics. The unification with 
other types of interactions has not yet been achieved for Gravity. 

Having a theory is not enough to predict experimental results, one must be able to actually 
perform the calculations. This is in general a very difficult and largely unsolved problem for 
quantum field theories such as those which describe the fundamental interactions. There is a 
well established procedure which can be applied when the coupling constant (i.e. the strength of 
the force) is small. In these cases we can apply perturbation theory, which consists in imagining 
the system under study as a system without interactions modified by a small perturbation due to 
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the interaction itself. In this way we can express physical quantities as a power series in terms 
of the small coupling constant. Perturbative methods are very successful in treating the Weak 
and Electromagnetic Interactions, whose coupling constant is small and a Perturbative treatment 
is possible in all the reasonable ranges of energy involved in High Energy Physics experiments. 

For the strong interaction the perturbative method fails in general, with the notable exception of 
a class of very high energy phenomena, the so called "deep inelastic collisions". In most other 
cases the perturbation method fails miserably. In these cases on can try the method of numerical 
simulation of the theory. Numerical simulation of quantized theories is a very interesting 
method, since it is conceptually very simple, and in principle capable of yielding results of 
arbitrary precision. The precision is in practice limited by the available computer power. This 
happens for two different reasons. The first is that in a field theory the system has an infinite 
number of degrees of freedom, corresponding to the value of the fields at all points of space and 
time. In order to simulate the behaviour of such a system on a computer on must start by 
representing continuous space and time by a lattice of points. This does not by itself limit the 
precision, since one can always improve it by increasing the number of points. In doing so one 
is however limited by the available computer power. Current simulation of Quantum Chromo 
Dynamics (QCD) - the theory of strong interactions use a lattice of 32^ points, 32 along each 
direction for a total of about one million points. Increasing the number of points by a factor 2 
along each direction would increase the total number to about 16 million. It is clear that the limit 
is soon reached even with the most powerful machines now available. 

The second source of imprecision arises from the method of simulation, which is a statistical 
method very close to the Monte Carlo method used in the simulation of high energy 
experiments. The essential aspect which distinguishes a quantized system from a classical one is 
the presence of fluctuations. If we denote by {Xi} the ensemble of variables in the problem, i.e. 
the fields at all points in the lattice, the theory does not specify a single value of {Xj} , but a 
distribution of possible values. We note that the lattice points represent both space and time 
coordinates, so that {Xi} corresponds to what we would call a trajectory for the system under 
study, so that the quantum theory specifies a distribution of possible trajectories. The expected 
value of a given physical quantity, 0({Xj}) is a suitably weighted average: 

<0> = Z e x p - A ( { X i } ) 0 ( { X i ) ) (2.2) 

In techical terms the weight of each trajectory is the exponential of the corresponding "action" 
changed in sign. To evaluate expressions of this type one has to use the Monte Carlo method, 
which consists in producing a possibly large number N of configurations (trajectories) chosen 
with the correct probability among the infinite number of possible ones. One then writes: 

k=N 

<0> = (l /N)ZOk (2.5) 
k = l 

where Ok is the value of O on the k-th configuration. A statistical error is intrinsic to this 
procedure which decreases as 1/VN. 

In conclusion the precision of the simulation increases with the size of the lattice and the number 
of trajectories which are used. Both avenues for improvement imply large increases of computer 
resources. 

Numerical simulation of quantum field theories is easily implemented on parallel computers, 
since the algorithms used for generating the configurations are essentially local, which permits 
the computation of the new values of a set of points to be carried on in parallel. It is 
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straightforward to partition the mesh of points into blocks that can be handled independently by 
different processors. Each processor must perform the same set of operations. 

The processors are not fully independent, however, since some communication capabilities are 
needed to deal the cases when the neighbours of a point assigned to a given processor belong to 
different processors. 

The computation needed in the simulation of LGT is local, since the interactions in a field theory 
only involve the fields at neighbouring points, and homogeneous, since the fields obey the 
same laws at all points. These properties are fully exploited in the specialised processors that 
have been built for LGT's. In fact, since all nodes perform the same stream of computation, 
they can share the same control structure. Also, the interconnection network among the nodes 
does not need to be too sophisticated. Substantial savings are therefore possible in the 
complexity of these machines, and machines much more powerful than traditional computers 
have been built in this way. 

There are other reasons why dedicated LGT engines can easily reach high performances, 
connected with the nature of the algorithm. First, computational kernels encountered in LGT 
have a very low ratio of needed data items over floating point operations. This means that a 
relatively low memory bandwidth is necessary to sustain the performance of a processor. Code-
development is also rather simple: a typical LGT program is made of a few thousand lines and 
contains just three or four main modules nested in an appropriate number of loops (these 
modules are of course the same for all processing nodes, for all homogeneous applications) It is 
therefore not unreasonable to rewrite the whole program from scratch, to adapt it to a new type 
of computer. 

The computation strategy described above is straight-forward in principle. In practice, the 
extraction of physically significant results has required an exponentially increasing amount of 
computing power. This is shown in fig. (1) (adapted from [3]), where the number of floating 
point operations that have been used typical LGT studies is shown as a function of time. The 
numbers of fig. (1) span a wide range of values growing exponentially at a rate of a factor ten 
every two years, from a few VAX CPU hours in the late seventies to thousands of CRAY level 
CPU hours in the middle eighties. These very large requirements explain why "theoretical' 
physicists have decided (in the early eighties) to build their own LGT computers. 
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Figure 1 : Number of floating point operations performed in typical investigations in 
LGT, plotted versus time (adapted from [3]). 
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Fig (2) shows the peak power of several specialised computers for LGT as a function of the 
year in which they have been completed. Two features are worth mentioning in Fig. (2), 
namely the growth-rate, almost equal to that of fig. (1), and the peak speed of the most recent 
such machines, already in the 100 GFlops range. 

In the following section we shall describe in some details one such engine, APE 100. A survey 
of the evolution of specialised machines for LGT can be found in [4], 

3 The APE100 Architecture 

APE 100 has been designed to perform efficiently on LGT simulations. Some basic 
considerations have been taken into account when designing its basic architecture: 
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Figure 2: Peak performance (measured in GFlops) of several specialised computers 
for LGT, plotted versus time. 

- APE 100 contains a very large number of processing elements, and each processing element 
has its own local memory. The number of processing elements can be extended at will, in 
principle. They are arranged in a very simple topological structure, namely a three-dimensional 
grid with periodic boundary conditions. 

-a very simple control strategy for each processing element has been chosen. Just one controller 
steers the work of all nodes. Each node performs the same operation at each time step, on 
different data items. This technique is usually called Single Instruction Multiple Data (SIMD) 
processing. 

-It must be possible to program APE 100 with a high level language. It must be clearly 
understood that the partition of the data structures onto the processing nodes and the 
parallelization of the programs rest completely in the hands of the APE 100 programmer. 
However, once an algorithm has been explicitly parallelized, tools must be available to write the 
program quickly and efficiently with some programming language similar to standard 
languages, such as FORTRAN or C. 

The APE 100 architecture [1] can be summarised very briefly (See fig. (3)). Each node in 
APE 100 has a processor and a memory bank and is able to exchange data with its six nearest 
neighbours. All nodes execute the same program, steered by just one controller. Nodes 
specialise in floating point arithmetic, while the controller handles all integer arithmetic of the 
programs. These are typically limited to address calculations and book-keeping of do-loop 
indexes. The processing node is the single most important component of the whole machine, 

24 



which contains from eight to more than 2000 nodes. It includes a floating point multiplier and a 
floating point ALU. All operands and results are contained in a large register file, with 128 
registers. Such a large register file plays a key role for an efficient execution of LGT programs. 
In fact, it is needed to store all intermediate results of a long computation. This is important to 
sustain high performance in spite of limited memory bandwidth. 
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Figure 3: Basic architecture of the APE 100 computer. 

The architecture of the processing node has been largely shaped by the requirement that the 
entire node fits into one single integrated circuit, along with all its support circuitry. This 
integrated circuit - the MAD processor [5] - has a peak performance of about 50 MFlops, so an 
array of 2000 nodes reaches the target speed of 100 GFlops. 

APE100 is connected to a host system (a VAX/VMS or UNIX computer). The host computer 
runs the cross-compiler for APE100 and interfaces to APE100 to run its programs and to collect 
results. 

At present four 128-nodes, 6 GFlops unit have been built, as well as some smaller software-
development machines. Larger units (25 GFlops and 100 GFlops) are expected in 1993. 

4 Programming the APE100 computer 

A large effort has been done in APE 100 to make programming as user-friendly as possible. A 
new programming language has been developed for APE 100. Its main features can be 
summarised as follows (and will become clear in the examples below): 

(1) new types and operators can be defined. 

(2) operators can be over-loaded 

(3) strong type checking is present 

(4) loop expansion at compilation time can be performed and conditional 
compilation is possible. 
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This high level language (usually referred to as APESE) is based on a so called dynamical 
grammar [6], able to modify its syntactical rules. We will not discuss its formal properties 
here. Rather, we will try to present some of its features from the point of view of the average 
user. The simplest approach to APESE is that of using its flexibility in order to cast its structure 
so that it looks very similar to standard FORTRAN or C. This has already been done and saved 
in a personalization library, that is loaded every time the compiler is invoked. This feature is of 
course particularly useful for a smooth transition towards APESE of start-up users. A more 
innovative approach, on the other hand, makes full use of the new features, in order to make 
programming simpler, quicker and self-documented. As an example, let us define a 3D vector 
as a new type, and the external product as a new operation on this newly defined type. This can 
be easily done in two steps: First, a new type is readily defined to be a collection of three real 
numbers'. 

record 3d_vect 
real x,y,z 

end record 

Next, new operations are defined on the newly created type, using some (hopefully easily 
understood) basic instructions of the APESE language. The external product, for example, 
could be defined in this way: 

3d_vect -> 3d_vectAa "*" 3d_vectAb 
{ 
temporary 3d_vect res 
res.x = a.y*b.z - a.z*b.y 
res.y = a.z*b.x - a.x*b.z 
res.z = a.x*b.y - a.y*b.x 
return res 
} 

The newly defined types and operations can now be freely used. Consider for example this 
fragment of code. 

3d_vect A,B,C,D 
real v 
C = v*(A*B+D) 
end 

Note in this example the different meaning of the * sign in the r.h.s. of the equation for C. A*B 
implies an external product, while v * (...) is a scalar multiplication of each component of the 3-
D vector in parentheses. 

The same set of instructions in a standard (FORTRAN-like) language would look like the 
following lines: 

real A(3),B(3),C(3),D(3),TMP(3) 
call EXT_PROD(TMP,A,B) 
Do i = 1,3 
C(i) = v*(TMP(i) + D(i)) 
End DO 
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The first version is clearly more easily readable, does not require use defined temporary 
variables, and is automatically expanded in line (this has some consequences in the optimisation 
process, see later). 

The APESE language is a compromise between two main classes of languages, that is, special 
purpose language, which are extremely efficient but able to handle a limited class of problems, 
and general purpose languages (such as assembly level languages) that can cope with every 
class of problems and can be very well optimised but need long and careful programming and 
result in clumsy and difficult to maintain codes. In the case of the APESE language, new types 
and operators can be used to specialise the code to a particular problem, code writing becomes 
simpler but performance is not usually decreased (see later). 

As already stressed, a big effort has been made to optimise the executable code. The 
optimisation process goes through several steps that are taken after the compiler has produced 
an intermediate assembly level code: 

- all unnecessary memory moves are removed. 

- all operations whose result is known at compile time are removed. 

- dead branches, (i.e. instructions whose results are not used) are removed. A typical example 
are the instructions to compute non-diagonal elements of a matrix during the computation of its 
trace. 

- operations are re-organized in such a way to cast them in the so-called normal form. A normal 
operation is the operation A*B+C. Consider as an example the operation 

A1*B1 + A2*B2 

where Al, A2, Bl and B2 are complex numbers. The real part of the result is expanded as: 

(Alr*Blr -Al i*Bl i ) + (A2r*B2r-A2i*B2i) 

and can be re-arranged in the following way: 

( ( (Alr*Blr-Al i*Bl i ) + A2r*B2r)-A2i*B2i). 

The latter structure uses the normal operation in all places except one and is more efficient 
because the APE100 hardware can start a new normal at each clock cycle. 

At this point, instructions are re-scheduled in order to fill as many pipeline steps as possible. 
Two obvious constraints must be respected in this process: 

- the dependency graph must be respected (that is, an instruction cannot be started if its 
arguments have not been evaluated). 

- two instructions cannot use the same hardware device at the same time. 

Very good performance levels are obtained in this way: kernels of LGT codes have reached 
performances larger than 70% of the peak value. 

5 Conclusions 

We believe that APE 100 is now a valuable facility for intensive theoretical calculations. The 
effort spent in the design and development of this machine has certainly been worth while, as 
now thousand of APE CPU hours are available to theoretical physicists, who can tackle 
problems that would not have been possible with standard commercial computers only. 
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Introduction to Distributed Systems* 
Sape J. Mullender 

Based on a Lecture by Michael D. Schroeder 

The first four decades of computer technology are each characterized by a different 
approach to the way computers were used. In the 1950s, programmers would 
reserve time on the computer and have the computer all to themselves while they 
were using it. In the 1960s, batch processing came about People would submit 
their jobs which were queued for processing. They would be run one at a time and 
the owners would pick up their output later. Time-sharing became the way people 
used computers in the 1970s so that users could share a computer under the illusion 
that they had it to themselves. The 1980s are the decade of personal computing: 
people have their own dedicated machine on their desks. 

The evolution that took place in operating systems has been made possible by 
a combination of economic considerations and technological developments. Batch 
systems could be developed because computer memories became large enough to 
hold an operating system as well as an application program; they were developed 
because they made it possible to make better use of expensive computer cycles. 
Time-sharing systems were desirable because they allow programmers to be more 
productive. They could be developed because computer cycles became cheaper 
and computers more powerful. Very large scale integration and the advent of local 
networks has made workstations an affordable alternative to time sharing, with the 
same guaranteed computer capacity at all times. 

Today, a processor of sufficient power to serve most needs of a single person 
costs less than one tenth of a processor powerful enough to serve ten. Time sharing, 
in fact, is no longer always a satisfactory way to use a computer system: the arrival 
of bit-mapped displays with graphical interfaces demands instant visual feedback 
from the graphics subsystem, feedback which can only be provided by a dedicated, 
thus personal, processor. 

The workstations of the 1990s will be even more powerful than those today. 

*. The text of this paper was taken from Distributed Systems, S J. Mullender (éd.), ACM Press, 
1989, ISBN 0-201-41660-3. 
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We foresee that a typical workstation will have a high-resolution colour display, 
and voice and video input and output devices. Network interfaces will allow 
communication at rates matching the requirements of several channels of real-time 
video transmission. 

A time-sharing system provides the users with a single, shared environment 
which allows resources, such as printers, storage space, software and data to be 
shared. To provide users access to the services, workstations are often connected 
by a network and workstation operating-system software allows copying files and 
remote login over the network from one workstation to another. Users must know 
the difference between local and remote objects, and they must know at what 
machine remote objects are held. In large systems with many workstations this can 
become a serious problem. 

The problem of system management is an enormous one. In the time-sharing 
days, the operators could back up the file system every night; the system adminis
trators could allocate the available processor cycles where they were most needed, 
and the systems programmers could simply install new or improved software. In 
the workstation environment, however, each user must be an operator, a system 
administrator and a systems programmer. In a building with a hundred autonomous 
workstations, the operators can no longer go round making backups, and the sys
tems programmers can no longer install new software by simply putting it on the 
file system. 

Some solutions to these problems have been attempted, but none of the current 
solutions are as satisfactory as the shared environment of a time-sharing system. For 
example, a common and popular approach consists of the addition of network-copy 
commands with which files can be transferred from one workstation to another, or 
— as a slightly better alternative — of a network file system, which allows some 
real sharing of files. In all but very few solutions, however, the user is aware 
of the difference between local and remote operations. The real problem is that 
the traditional operating systems which still form the basis of today's workstation 
software were never designed for an environment with many processors and many 
file systems. For such environments a distributed operating system is required. 

The 1990s will be the decade of distributed systems. In distributed systems, 
the user makes no distinction between local and remote operations. Programs do 
not necessarily execute on the workstation where the command to run them was 
given. There is one file system, shared by all the users. Peripherals can be shared. 
Processors can be allocated dynamically where the resource is needed most. 

A distributed system is a system with many processing elements and many stor
age devices, connected together by a network. Potentially, this makes a distributed 
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system more powerful than a conventional, centralized one in two ways. First, it 
can be more reliable, because every function is replicated several times. When one 
processor fails, another can take over the work. Each file can be stored on several 
disks, so a disk crash does not destroy any information. Second, a distributed 
system can do more work in the same amount of time, because many computations 
can be carried out in parallel. 

These two properties, fault tolerance and parallelism give a distributed system 
the potential to be much more powerful than a traditional operating system. In 
distributed systems projects around the world, researchers attempt to build systems 
that are fault tolerant and exploit parallelism. 

1 Symptoms of a distributed system 
The fundamental properties of a distributed system are fault tolerance and the 
possibility to use parallelism. What does a system have to have in order to be 
'distributed'? How does one recognize a distributed system? 

Definitions are hard to give. Lamport was once heard to say: 'A distributed 
system is one that stops you from getting any work done when a machine you've 
never even heard of crashes.' More seriously, Tanenbaum and van Renesse [1985] 
give the following definition: 

A distributed operating system is one that looks to its users like an 
ordinary centralized operating system, but runs on multiple, indepen
dent CPUs. The key concept here is transparency, in other words, the 
use of multiple processors should be invisible (transparent) to the user. 
Another way of expressing the same idea is to say that the user views 
the system as a 'virtual uniprocessor', not as a collection of distinct 
machines. 

According to this definition, a multiprocessor operating system, such as versions 
of Unix for Encore or Sequent multiprocessors would be distributed operating 
systems. Even dual-processor configurations of the IBM 360, or CDC number 
crunchers of many years ago would satisfy the definition, since one cannot tell 
whether a program runs on the master or slave processor. 

Tanenbaum and van Renesse's definition gives a necessary condition for a 
distributed operating system, but I believe it is not a sufficient one. A distributed 
operating system also must not have any single points of failure — no single pan 
failing should should bring the whole system down. 

This is not an easy condition to fulfill in practice. Just for starters, it means 
a distributed system should have many power supplies; if it had only one, and it 
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1 Symptoms of a distributed system 

failed, the whole system would stop. If you count a fire in the computer room as a 
failure, it should not even be in one physical place, but it should be geographically 
distributed. 

But one can carry failure transparency too far. If the power fails in our building, 
I can tolerate my system failing, provided it fails cleanly and I don't lose the work 
I have just been doing — one can't work very well in the dark anyway. 

It is dangerous to attempt an exact definition of a distributed system. Instead, 
Schroeder gave a list of symptoms of a distributed system. If your system has all of 
the symptoms listed below, it is probably a distributed system. If it does not exhibit 
one or more of me symptoms, it probably isn't one. 

A distributed system has to be capable of continuing in the face of single-point 
failures and of parallel execution, so it must have 

• Multiple processing elements, that can run independendy. Therefore, each 
processing element, or node must contain at least a CPU and memory. 

There has to be communication between the processing elements, so a distributed 
system must have 

• Interconnection hardware which allows processes running in parallel to com
municate and synchronize. 

A distributed system cannot be fault tolerant if all nodes always fail simultaneously. 
The system must be structured in such a way that 

• Processing elements fail independently. In practice, mis implies that the 
interconnections are unreliable as well. When a node fails, it is likely that 
messages will be lost. 

Finally, in order to recover from failures, it is necessary that the nodes keep 
• Shared state for the distributed system. If this were not done, a node failure 

would cause some part of the system's state to be lost. 
To see more clearly what constitutes a distributed system, we shall look at some 

examples of systems. 

Multiprocessor computer with shared memory 
A shared-memory multiprocessor has several of the characteristics of a distributed 
system. It has multiple processing elements, and an interconnect via shared mem
ory, interprocessor interrupt mechanisms and a memory bus. The communication 
between processing elements is reliable, but this does not in itself mean that a 
multiprocessor cannot be considered as a distributed system. What disqualifies 
multiprocessors is mat there is no independent failure: when one processor crashes, 
the whole system stops working. However, it may well be that manufacturers, in
spired by distributed systems research, will design multiprocessors that are capable 
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of coping with partial failure; to my knowledge, only Tandem manufactures such 
machines, currently. 

Ethernet with packet-filtering bridges 
A bridge is a processor with local memory that can send and receive packets on 
two Ethernet segments. The bridges are interconnected via these segments and they 
share state which is necessary for routing packets over the internet formed by the 
bridges and the cable segments. When a bridge fails, or when one is added to or 
removed from the network, the other bridges detect this and modify their routing 
tables to take the changed circumstances into account Therefore, an Ethernet with 
packet-filtering bridges can be viewed as a distributed system. 

Diskless workstations with NFSftle servers 
Each workstation and file server has a processor and memory, and a network 
interconnects the machines. Workstations and servers fail independendy: when a 
workstation crashes, the other workstations and the file servers continue to work. 
When a file server crashes, its client workstations do not crash (although client 
processes may hang until the server comes back up). But there is no shared state: 
when a server crashes, the information in it is inaccessible until the server comes 
back up; and when a client crashes, all of its internal state is lost A network of 
diskless workstations using NFS file servers, therefore, is not a distributed system. 

2 Why build distributed systems? 
People are distributed, information is distributed 
Distributed systems often evolve from networks of workstations. The owners of 
the workstations connect their systems together because of a desire to communicate 
and to share informations and resources. 

Information generated in one place is often needed in another. This book 
illustrates the point: it was written by a number of authors in different countries 
who needed to interact by reading each other's material and discussing issues in 
order to achieve some coherence. 

*. NFS stands for SUN Microsystems* Network File System. 
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2 Why build distributed systems? 

Performance/cost 
The cost of a computer depends on its performance in terms of processor speed 
and the amount of memory it has. The costs of both processors and of memories 
are generally going down. Each year, the same money, buys a more powerful 
workstation. That is, in real terms, computers are getting cheaper and cheaper. 

The cost of communication depends on the bandwidth of the communication 
channel and the length of the channel. Bandwidth increases, but not beyond the 
limits set by the cables and interfaces used. Wide area network cables have to be used 
for decades, because exchanging mem is extremely expensive. Communication 
costs, therefore, are going down much less rapidly than computer costs. 

As computers become more powerful, demands on the man-machine bandwidth 
go up. Five or ten years ago, most computer users had a terminal on their desk, 
capable of displaying 24 lines of text containing 80 characters. The communication 
speed between computer and terminal was 1000 characters per second at most 
Today, we consider a bit-mapped display as normal, even a colour display is hardly 
luxury any more. The communication speed between computer and screen has gone 
up a few orders of magnitude, especially in graphical applications. Soon, voice and 
animation will be used on workstations, increasing the man-machine bandwidth 
even more. 

Man-machine interfaces are also becoming more interactive. Users want instant 
visual (or audible) feedback from their user interface, and the latency caused by 
distances of more than a few kilometres of network is often too high already. 

These effects make distributed systems not only economic, but necessary. No 
centralized computer could give the required number of cycles to its customers and 
the cost of the network technology that gets the required number of bits per second 
out to the user's screen is prohibitive. 

Modularity 
In a distributed system, interfaces between parts of the system have to be much 
more carefully designed than in a centralized system. As a consequence, distributed 
systems must be built in a much more modular fashion than centralized systems. 
One of the things that one typically does in a distributed system is to run important 
services on their own machines. The interface between modules are usually remote 
procedure call interfaces, which automatically impose a certain standard for inter
module interfaces. 

34 



Expandability 
Distributed systems are capable of incremental growth. To increase the storage or 
processing capacity of a distributed system, one can add file servers or processors 
one at a time. 

Availability 
Since distributed systems replicate data and have built-in redundancy in all resources 
that can fail, distributed systems have the potential to be available even when 
arbitrary (single-point) failures occur. 

Scalability 
The capacity of any centralized components of a system imposes a limit for the sys
tem's maximum size. Ideally, distributed systems have no centralized components, 
so that this restriction on the maximum size the system can grow to does not exist. 
Naturally, mere can be many other factors that restrict a system's scalability, but 
distributed system designers do their best to choose algorithms that scale to very 
large numbers of components. 

Reliability 
Availability is but one aspect of reliability. A reliable system must not only be 
available, but it must do what it claims to do correcdy, even when failures occur. 
The algorithms used in a distributed system must not behave correcdy only when 
the underlying virtual machine functions correctly, they must also be capable of 
recovering from failures in the underlying virtual machine environment. 

3 The complexity of distributed systems 
The main reason that the design of distributed systems is so hard is that the enormous 
complexity of mese systems is still well beyond our understanding. However, 
we now understand many aspects of distributed systems and many sources of 
complexity. We also know how to deal with quite a few of these sources of 
complexity, but we are still a long way from really understanding how to design 
and build reliable distributed systems. What causes die extraordinary complexity 
of distributed systems? 

One can answer this question to some extent by comparing distributed computer 
systems to the railway system, anoUier 'distributed system' that most people are 

35 



3 The complexity of distributed systems 

familiar with. The railway system as we know it today has taken a century and a 
half to develop into a safe and reliable transport service. It took time before the 
complexity of the railway system was understood. The development of its safety 
has been at the cost of errors and mistakes that have cost many lives. It is often 
the case that, only after the fact, it is discovered that an accident was caused by a 
perfectly obvious design oversight — yet nobody had seen it beforehand-

Distributed computer systems have only been around for a decade or so, but 
they are every bit as complicated to design as national railway networks and it will 
take many generations of distributed systems before we can hope to understand how 
to build one properly. Just as the railway system has become safe only at the cost 
of many accidents, so distributed systems only become reliable and fault-tolerant 
at the cost of many system crashes, discovering design bugs and learning about 
system behaviour by trial and error. 

The basic source of the complexity of distributed systems is mat an intercon
nection of well-understood components can generate new problems not apparent in 
the components themselves. These problems then produce complexity beyond our 
limits of methodical understanding. Much of this complexity is apparent though 
the unexpected behaviour of systems that we believe we understand. 

As an illustration of unexpected behaviour consider the well-known fairness 
of the token ring network (Saltzer and Pogran [1980]). In this network, a station 
may obtain the token to send one packet at a time; then the other stations get an 
opportunity to send a packet if they have one. It would appear that station A 
sending a large, multi-packet message to a server S cannot lock out B from sending 
a message simultaneously. It turned out the unexpected behaviour had nothing to do 
with the principle of the token ring, but with the design of the token-ring interface 
board. Sventek et al. [1983] discovered mat me receive circuitry of the interface 
board misses a packet when it immediately follows anomer one. This leads to the 
following scenario. 

1. A sends the first packet of a message to S, which is received successfully. 
2. B sends the first packet of a message to S, immediately behind A's packet, 

but it is ignored because it is too close behind the previous packet. 
3. A sends the second packet immediately behind B's first packet. Again, A's 

packet is received, because S has recovered from A's first packet by now. 
4. B sends the second packet or retransmits the first (token rings often have 

a packet-seen bit which tells the sender whether the receiving interface has 
accepted the packet). In either case, S ignores the packet again because it 
immediately follows A's second packet. 

This goes on, of course, and the effect is that B is totally locked out from 
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sending because the intended fairness of the token ring actually guarantees that A 
and B send alternate packets; A's packets are always received and B's packets are 
never received. 

The above example nicely illustrates the sort of problems to which combinations 
of well-understood components can lead. In this case, the token protocol was well 
understood and the receive interface too, but the combination of the two caused an 
effect that wasn't foreseen by the designers. 

In some cases, formal methods can be used to help predict what will happen 
when two systems are interconnected. However, these methods are only of limited 
help, especially when we don't understand the systems or the interconnection 
incompletely, or when we do not have the tools to describe them formally. 

Complexity limits what we can build. Schroeder calls the problems caused by 
this complexity systems problems. Some examples of systems problems are: 
Interconnection. A very large number of systems problems come about when 

components that previously operated independently are interconnected. This 
has been very visible when various computer networks for electronic mail 
were interconnected (the Unix mail system, the Bitnet mail system, X.400, 
to name but a few). Interconnection problems also had to be solved when it 
became desirable to connect the file systems of different Unix machines. 

Interference. Two components in a system, each with reasonable behaviour when 
viewed in isolation, may exhibit unwanted behaviour when combined. The 
problem in the token-ring example above is an example of unexpected in
terference of the properties of the token-passing protocol and the receive 
circuitry of the network interfaces. 

Propagation of effect. Failures in one component can bring down a whole net
work when system designers aren't careful enough. Two examples from the 
ARPANET can serve to illustrate this. A malfunctioning IMP (a message-
processing node of the network) announced to its neighbours that it had zero 
delay to every other node in the network. Within minutes, large numbers of 
nodes started sending all their traffic to the malfunctioning node, bringing the 
network down. Another time, an east-coast node, due to an error, used the 
network address of a west-coast node, causing major upheaval in the network. 
Obviously, design effort is required to localize the effect of failures as much 
as possible. 

Effects of scale. A system that works well with ten nodes may fail miserably when 
it grows to a hundred nodes. This is usually caused by some resource that 
doesn't scale up with the rest of the system and becomes a bottleneck, or by 
the use of algorithms that do not scale up. The Grapevine system, developed 
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3 The complexity of distributed systems 

at Xerox PARC (Birreil et al. [1982]), is an excellent example of a system 
that grew to the limits imposed by its design, and perhaps a little beyond. 
This is described in Birrell et al. [1984]. 

Partial failure. The fundamental difference between traditional, centralized sys
tems and distributed systems is that in a distributed system a component may 
fail, but the rest of the system continues to work. In order to exploit the po
tential fault tolerance of a distributed system, it is necessary that a distributed 
application is prepared to deal with partial failures. Needless to say, this is 
a considerable source of additional complexity in the design of fault-tolerant 
applications. 

To some extent, all of these problems exist in all computer systems, but they are 
much more apparent in distributed systems: there are just more pieces, hence more 
interference, more interconnections, more opportunities for propagation of effect, 
and more kinds of partial failure. 

3.1 Functional requirements as a source of complexity 
Distributed systems are complex because what they have to do is complex. To 
illustrate this, we return to our railway example: Just outside Mike Schroeder's 
office in Palo Alto, California is the Palo Alto station on the San Francisco to San 
Jose line, which caters to commuter traffic in the Bay Area. The schedule for these 
trains is a straightforward one to design: the trains run at a frequency that depends 
primarily on the average number of travellers at each time of day. 

When I go to work in the morning, I take the train from Amsterdam to Enschede, 
which is where my university is. This railway line forms part of a dense national 
railway network with hundreds of stations on dozens of lines. Here, the train 
schedules are complicated by a few orders of magnitude by the requirement that 
passengers have to change trains to reach their destination and that they usually 
expect that connecting trains are synchronized to within a few minutes. 

The Dutch railway system has more demanding functional requirements (people 
travel in a two-dimensional mesh network rather than on a straight line) and therefore 
a more complex train schedule. The difference in complexity is enormous; it 
increases much more rapidly than linear with the number of lines. 

As another example, consider three file systems, one for a stand-alone personal 
computer, one for a time-sharing system and one for a highly-available distributed 
system. 

Designing the PC file system involves a certain amount of complexity, of course, 
but designing the time-sharing system file system involves a large amount of addi
tional complexity. Here, there are issues of authentication, access control, main-
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3.2 Economic necessity as a source of complexity 

taining quota, concurrency control for read/write sharing, and many others. 
The distributed file system has to be more complex again so that it can meet the 

additional requirements of a highly available fault-tolerant file system: mechanisms 
for file location, coordination of replicated server state, recovery mechanisms from 
partitions or partial failure, and so forth. 

Again, a longer list of functional requirements causes a large increase in com
plexity of the resulting system. The complexity of distributed systems stems to a 
large extent from the requirements of fault-tolerance, availability, scalability and 
performance which we impose. 

32 Economic necessity as a source of complexity 
Another source of complexity is that the simple solution cannot always be used: 
sometimes it is too expensive. Again, the railway serves to illustrate the notion 
of complexity caused by economic necessity. A single-track railroad through the 
mountains has a high uni-directional capacity — one can probably run a train every 
fifteen minutes — but a very long latency to reverse flow. Before a train can go in 
the other direction, the track must be empty. If the railroad is a long one, mis can 
take many hours. 

There are two ways to reduce the time needed to reverse traffic and increase the 
bi-directional capacity. The simple one is to double the tracks from beginning to 
end. Traffic in one direction is men independent of the traffic in the other direction. 
In fact, the operation of the line becomes even simpler than before: reversing traffic 
does not require co-ordination between the end points in order to know how many 
trains are still on the way. 

Laying double tracks along the length of a mountain line is extremely expensive, 
so the most economic solution is to build a number of passing sidings in the track. 
This complicates the operation of the line considerably, however. The trains have 
to be carefully scheduled, signals are needed to tell the train drivers when they can 
go, there are limits on the length of trains, there is a risk of deadlock and there is a 
higher risk of collision. 

Examples of complexity for reasons of economy abound in computer systems 
as well. Most time-sharing computer systems have paged virtual memory, because 
real memory for peak demand is too expensive; real memory for the working sets 
of active programs is affordable. 

Long-haul networks are usually mesh networks, because fully interconnected 
networks are very much more expensive. Again the price is increased complexity: 
routing algorithms have to be designed, buffering is necessary to manage merging 
traffic, and flow-control mechanisms must prevent traffic between two nodes from 
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blocking traffic between other nodes. 

4 Useful techniques for building a distributed system 
This chapter ends with a list of techniques that are important in building distributed 
systems. The list is by no means complete — we have probably missed some 
essential ones — but it is a useful list of techniques that may be applied where 
appropriate. 

Replicate to increase availability 
Once it is stated in black and white, 'replicate to increase availability', it becomes 
obvious. A single copy of something is not available when the machine it is on 
is down. The only way to make a service, a data item, or a network connection 
available across machine crashes and network failures is to replicate it. 

Replicating non-changing data or stateless services is trivial. The data item can 
be copied any number of times, and one can bring up as many servers as one pleases. 
Since the data item is immutable, and the service is stateless, no information needs 
to be exchanged between the replicas when they are accessed. 

Unfortunately, data often does change, and nearly all useful services have state. 
Even so-called stateless file servers (SUN's NFS is an example) have state: the 
contents of the files. The statelessness refers to protocol state, not file state. When 
one replica changes without the others, they become inconsistent. Accessing one 
replica is no longer the same as accessing another. This may or may not be a 
problem, but it certainly needs a system designer's attention. 

Guaranteeing consistency while at the same time maintaining a large degree of 
availability is a very difficult problem. The most trivial algorithm for maintaining 
consistency is to lock every replica before an update, to update every replica and to 
unlock each one again, but obviously, this makes availability worse than that of a 
single copy — every replica must be working in ordeT to make progress. Part VI is 
devoted to replication and the consistency versus availability problem is addressed 
there. 

Trade off availability against consistency 
There is a trade off between availability and consistency. In some cases, it is all 
right to sacrifice some availability to achieve absolute consistency — one often has 
to, anyway—while in other cases some (controlled) inconsistencies can be allowed 
to achieve better availability. 
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An example of a service where some consistency may be sacrificed for better 
availability is the electronic equivalent of the phone book: a network name service. 
Phone books are out of date by the time they land on the doormat, but people can 
live with them quite comfortably—if the number in the phone book turns out to be 
invalid, one can always call directory information. The same applies to the network 
name service. It usually maps things like mailboxes to machine addresses, and, if 
someone moves from one machine to another, the change of address does not reach 
all replicas of the directory simultaneously. But this doesn't matter: when an old 
address is used, there is usually a forwarding address to the correct site, and if there 
isn't, other, more up-to-date versions of the directory service can be consulted, or 
an enquiry can even be broadcast to all name servers. 

Cache hints if possible 
One of the most useful examples of a trade off between availability and consistency 
is a cache of hints. A hint is the saved result of some operation that is stored away 
so that carrying out the operation again can be avoided by using the hint. There are 
two additional important things to note about hints: 

1. A hint may be wrong (obsolete), and 
2. When a wrong hint is used, it will be found out in time (and the hint can be 

corrected). 
Since the operation that was saved as a hint can always be redone, hints can safely 
be cached. When a hint is dropped from the cache, the operation will just have to 
be redone to reproduce the hint. 

The telephone directory mentioned earlier is an excellent example of a whole 
book full of hints. The number behind someone's name has all the properties of a 
hint: It may be wrong, but when it is used, one finds out that it's wrong. The correct 
number can then be found through a forwarding address or directory information. 

In distributed systems, there are many examples of hints. The current network 
addresses of all sorts of services are often kept as hints (which become obsolete 
when a server crashes or migrates). The absence of a carrier on a broadcast network 
cable is a hint that the cable is free and that no other station is currently sending. If 
this hint proves wrong, there will be a collision. 

Hints are often very easy to use and can result in staggering performance im
provements in distributed systems. This makes hints a vital technique in designing 
and building high-performance distributed systems. 
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Use stashing to allow autonomous operation 
The word stash was first used by Birrell and Schroeder at the 1988 ACM SIGOPS 
workshop in Cambridge. I quote from Schroeder's position paper: 

'Stashing' is just a name for a class of techniques many of us have 
used in our systems over the years. It simply refers to keeping local 
copies of key information for use when remote information is not 
available. By recognizing the general technique, however, we can 
discover systematic ways to apply it. 
The application of stashing I know so far is naming and authentication 
information. To stash name server information, a client always tries the 
remote service first. When the service is available (the usual case), then 
the answer is remembered locally in a stash. Whenever the service fails 
to respond, the local stash is used instead, even though it may be out of 
date. So a stash is like a cache, except it has strange replacement policy. 
For small, slowly changing information, like the rootiest information 
from a global naming hierarchy, stashing would be easy to manage. 

When stashing is used, a client machine can continue to make some useful 
progress when it is separated from normally essential network services (such as 
authentication service, file service, name service). The client machine cannot 
always proceed — files that are not stashed are not accessible when the file service 
is down — but at least some work can continue while the machine is cut off from 
networked services. 

Exploit locality with caches 
The cache is yet another way of keeping local copies of remote data. Stashed 
information may be stale and hints may be wrong, but cached information has to 
be correct. A cache is a local copy of remote data. Sometimes the remote data is 
updated more slowly than the cached data; sometimes both remote data and cache 
are updated simultaneously. This depends on the nature of the data, the way the 
data is shared and the frequency of updates. 

Caching, stashing and using hints are three techniques for improving system 
performance by avoidance of remote accesses. Without them, distributed systems 
are almost necessarily painfully slow: a distributed system does more than a cen
tralized one and the data and services are farther away. With caching, remote data 
can be accessed with virtually the same efficiency as local data. 

When information is used from the cache, one has to make sure that the cached 
information is up to date. Cache-coherence protocols are used for this. Depending 
on the expected amount of sharing and the expected kinds of sharing, different 
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cache-coherence protocols may be appropriate. In Part IV about file systems and 
Part VI about replication, caching and cache coherence will be discussed further. 

Use timeouts for revocation 
There are many cases in distributed systems where a process locks up some resource 
while using it. When the process or its host crashes, die resource may be rendered 
inaccessible to others. As a general principle, it is a good idea to use timeouts on 
the locking up of resources. Clients must then refresh their locks periodically or 
they will lose diem. The refresh frequency must be short enough and the timeout 
period long enough that the likelihood of having the lock taken away before it can 
be renewed is negligible. 

One example where such a mechanism is useful is in servers using caching. 
Timers can be used in several ways in this context. One way is to give a caching 
client a shared read lock or an exclusive write lock, depending on whether it 
makes read or write accesses (Burrows [1988]). If the client crashes, the locks 
automatically break, allowing other clients to access the file. If the server crashes, 
the client will notice when trying to refresh its lock. It can men stash the file until 
the server comes back to life. If another client attempts to set a conflicting lock, a 
refresh from me first client could be denied. 

Anodier way of using timers in a caching server is to use timers on die expiration 
of validity of cached data (Lampson [ 1986]). Essentially, the service tells a caching 
client: 'This data is good until such-and-such a time.' This is not very useful in a 
file system, but works quite well in a name server mat, for instance, maps human 
names to mailboxes. 

Use a standard remote invocation mechanism 
There are many ways of invoking remote services. Current Unix systems illustrate 
this abundandy. One can do remote login, run a single command on a remote 
machine, invoke a file transfer to or from a remote machine, or invoke a specialized 
service by sending a message to a daemon on die remote machine (for example, 
finger, rwho, ruptime). 

This not only leads to security flaws (see the 'worm' incident described in 
Chapter 20), but also to ineffective interfaces and complicated systems. Distributed 
systems usually provide only a few remote invocation mechanisms, and some 
provide only one. 

Mike Schroeder and I bom work on a system witii a single remote invocation 
mechanism, remote procedure call, and believe mat it is sufficient. RPC is simple 
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and can be made to run very efficiently (van Renesse, van Staveren and Tanenbaum 
[1988]). 

Only trust programs on physically secure machines 
Machines that are not physically secure can be tampered with. They can be made 
to bootstrap a version of the operating system mat has been tampered wim (if the 
boot ROM should incorporate an authentication mechanism, the boot ROM can 
be replaced; then the system can be brought up from a boot server running on the 
machine of a malicious user). Unfortunately, no secure bootstrap protocols have 
been designed for diskless workstations yet, so, for the time being, any diskless 
machine that is not on a physically secure network is in danger of being bootstrapped 
by a malicious user's kernel, even if the machine itself is in a physically secure 
place. 

When a corrupted operating system runs on a machine, no process running on 
that machine is safe. Processes can be traced and keys used for authentication 
or data encryption can be found. This is why trusted servers must always run on 
trusted machines, and trusted machines must always be kept in physically secure 
places. 

Use encryption for authentication and data security 
Anything that appears on the network stops being a secret unless it is encrypted. 
Most local network interfaces allow machines to set their own network address and 
to receive every packet on the network. Thus, network addresses cannot be used 
to authenticate services (even if they run on a secure machine), and passwords for 
authentication can only be used once, because they stop being secret the moment 
they are used. Authentication protocols have to be used which use encryption to 
protect shared secrets from becoming public knowledge. 

Try to prove distributed algorithms 
Formal correctness proofs are gaining popularity. A variety of techniques now 
exists, some of which can deal with quite complicated algoridims. Reasoning about 
the correctness of a sequential algorithm is hard, but reasoning about the correctness 
of a parallel algorithm is virtually impossible. Examples of formal methods can be 
found in this book. In Chapter 5, Needham describes the use of formal methods 
in proving the correctness of authentication algorithms. In Chapter 11, a theory 
of nested transactions is presented by Weihl. In Chapter 15, Weihl then discusses 
specification methods for distributed programs. 
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But correctness proofs by themselves are not sufficient to guarantee that dis
tributed programs are correct After all, algorithms deal with an idealized world; 
the program has to deal with the real world. The boundary conditions used in a 
proof may not correspond to the real thing. Unexpected failures may occur, which 
the model did not take into account. 

Building a reliable distributed system requires a combination of techniques; 
using formal methods is one of them, but testing is another that must always be 
used. 

Capabilities are useful 
The almost universal standard for academic computing these days is Unix. It 
uses access control lists (ACLs) for protection. When one is used to this model 
for protection, the alternative model, capability lists, does not come readily to 
mind. Yet, there is much to be said for using capability lists in distributed systems, 
especially if capabilities are objects managed in user space. 

One benefit of using capabilities is that by holding a capability a client proves 
certain access rights to an object without any need for further authentication. An
other, even greater benefit is that, in a capability system, a protection mechanism 
comes readily made with each service that is implemented. Server code needs only 
check a capability presented to it for validity — which can be done by a standard 
library package — before carrying out an operation. No separate authentication 
procedures need be carried out, nor need a service keep records of who can access 
what objects and how. 
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Interprocess Communication* 
Sape J. Mullender 

One of the fundamental characeristics of a distributed system is that it has multiple 
processing elements which may fail independently. Interprocess communication 
mechanisms are not merely there to allow the processes in a distributed systems to 
communicate; they are also there to provide a mechanism that shields one process 
from failures of another. A vital function of communication mechanisms is the 
prevention of crashes in one process bringing down another. 

Interprocess communication mechanisms provide a small and comprehensive 
set of interaction possibilities between processes which, if used exclusively for me 
interaction between them, forces clean and simple interfaces between processes. 

In centralized multiprocessing systems, processes can communicate via shared 
memory, or Unix pipes, or even RAM files. There is advantage in making use 
of the same mechanisms for interaction between processes on one processor, a 
shared-memory multiprocessor, and a distributed system. It allows redistribution 
of processes over processors and porting multiprocess applications between cen
tralized and distributed systems. 

Interprocess communication mechanisms thus serve four important functions in 
distributed systems. 

1. They allow communication between separate processes over a computer 
network, 

2. they provide firewalls against failures, and provide the means to cross pro
tection boundaries, 

3. they enforce clean and simple interfaces, thus providing a natural aid for 
modular structuring of large distributed applications, and 

4. they hide me distiction between local and remote communication, thus al
lowing static or dynamic reconfiguration. 

Interprocess communication mechanisms must be as unobtrusive as possible. 
This means that they must be easy to use and that they provide the performance that 

* ©1992, S J. Mullender. 
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allows them to be used anywhere. One of the easiest and simplest communication 
interfaces is remote procedure call. It has already become one of the most popular 
in distributed systems research and appears to make its way slowly into commercial 
distributed and networked systems. Later in this chapter, we shall look in detail at 
how remote procedure call works. 

When machine or protection boundaries must be crossed, interprocess com
munication mechanisms necessarily incur the performance penalties of operating 
system interfaces, the hardware mechanisms that need to be invoked—network and 
network interfaces, memory management —, protocol machinery that deals with 
host, network and process failures, and the inefficiencies associated with making 
interprocess communication interfaces uniform. 

Interprocess communication services should deliver information with minimum 
latency, maximum throughput, and in the case of continuous media (audio and 
video) they should also minimize jitter, the irregularities in the latency. Interpro
cess communication should be authenticated (receiver knows who sends it) and 
secure (sender knows who receives it). When communicating over a network, the 
interprocess communication mechanism should also hide as many failures in the 
communication medium as possible. Finally, failures that cannot be hidden should 
be reported as accurately as the system allows. 

Error recovery and failure detection play a fundamental rôle in interprocess 
communication and we shall often return to this theme throughout this chapter. 

1 Computer Networks 
A computer network delivers data between nodes. Nodes can be uniprocessors or 
multiprocessors. We assume that nodes can fail independently. The interconnection 
between the processors of a shared-memory multiprocessor — usually a bus — 
connects entities that do not fail independently, so we shall not view it as a computer 
network. 

Computer networks differ in the area they serve (a building, a campus, a city, a 
country, a continent), in the interconnection topology they offer (regular or irregular 
point-to-point topology, or a broadcast medium), in the transmission speeds, and 
the way in which data is packaged. 

In practically all networks, there is a non-negligible probability that data received 
are different from those sent. Sometimes, just one bit is flipped, sometimes hundreds 
of bits in a row are lost. To catch such errors, packets of bits are transmitted and, 
attached to each packet, is redundancy that allows error detection and sometimes 
even error correction. 
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Error detection requires less redundancy than error correction. Which is better 
depends on the error rate, the number of bits in error as a percentage of the total 
number sent. Usually, the error rate is very low (e.g., for local-area networks, 
one faulty bit in 101 2 is not unusual) and then the overhead of error detection and 
retransmission is much less than that of an error-correcting code. 

Data packets are typically between a hundred and a few thousand bytes in size 
and they have a checksum as error-detecting redundancy attached to the end. The 
checksum is computed using an algorithm that catches most "typical" errors and 
that can be computed in real time. Cyclic redundancy checksums (CRC) are most 
popular. 

In some circumstances, however, an error-correcting code is the best solution. 
Communication between an deep-space probe and an earth station, for instance, 
has a high error rate, combined with a tremendous end-to-end latency (several 
hours) and then an error-correcting code works better than error detection and 
retransmission. 

Another, closer to home example of data transmission where error detection and 
retransmission is not a good idea is in interactive continuous media. The maximum 
acceptable end-to-end latency in audio or audio/visual person-to-person interaction 
is a few tens of milliseconds. Over large distances, retransmission would just cost 
too much time — in continuous media, late data is useless data. Fortunately, the 
human ear and eye have some error correction built in: If there are small gaps 
in the data stream, the ear or eye won't notice. In audio, the gap can be a few 
milliseconds, in video, a few tens of milliseconds. Audio and video are usually 
transmitted without any error detection or error correction at all. 

As early as in 1974, Hasler AG, now part of ASCOM, used a register-insertion 
ring network called SILK that carried data in very small fixed-sized packets in order 
to use it for digital telephony. The idea never caught on at the time. Now, with 
the advent of fibre-optical networks for long-haul data transport, phone companies 
are looking for networks that can carry all types of data — digital audio and video 
as well as data. As a result of this, networks that switch small fixed-size packets 
(called cells) are rapidly gaining popularity under the surprising name Asynchronous 
Transfer Mode (ATM) networks. 

ATM networks carry cells of a fixed size with a small header (e.g., 5 bytes in 
Broadband ISDN (B-ISDN)) and 48 bytes of data. The header of a cell contains 
a virtual circuit identifier which is used to transport cells along previously created 
virtual circuits through the network. Individual cells do not have checksums on the 
data they carry, so a higher level of protocol has to detect damaged cells. 

Error detection and, if necessary, error correction is done at the end points of the 
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virtual circuits. Here, cells are collected into larger data units, packets. In the header 
of each cell is a bit that can be used to indicate the end of a logical message. Several 
virtual circuits may lead to one host, so the host must demultiplex packets from 
different virtual circuits into the correct packet buffers. The layer responsible for the 
demultiplexing and the packet-level error detection (with a per-packet checksum) 
is the ATM Adaptation Layer (AAL). The AAL is used for data connections which 
have to be error free. Audio or video connections, which need no error detection 
(and thus no packetization) only make use of the demultiplexing function. 

ATM has good properties for low-latency continuous media transmission. The 
access time to the network for high-priority traffic is one cell time. Also, the latency 
caused by the time it takes to fill up a cell is small. For telephone-grade audio, 
which uses 8-bit samples at a frequency of 8 KHz, one cell represents 6 ms of audio. 
The loss of a single such cell is barely detectable by the human ear. 

Most networks today make use of physical connections, such as cables, wires, or 
optical fibres. Telephone companies also make use of microwave or satellite links, 
but they offer only point-to-point communication to customers. Wireless networks 
have been used in unusual environments. The University of Hawaii, for instance, 
which is scattered over a number of islands, already used the ALOHA packet radio 
network in the early seventies to interconnect pieces of the universities (Abramson 
[1970]). 

But wireless communication will gain in importance now that fairly powerful 
portable workstations — laptop, notebook and palmtop computers — are becoming 
common. People will want to be connected to the rest of the world even when on 
the road. The next generation of cellular telephone technology will no doubt be 
digital and therefore be useable to connect travelling computer users to the network. 

Since one antenna can only support a moderate aggregate bandwidth, high point-
to-point bandwidth can only be realized by keeping the number of connections per 
antenna low. This implies that one antenna should only cover a small geographical 
area. Cellular telephone systems today use cells (not to be confused with ATM cells) 
of a few kilometres in diameter. High-bandwidth wireless computer networks for 
buildings (where the number of users per square metre is large) may use cells of 
only a few metres in diameter. Such small cells offer the additional benefit that the 
portable computer devices using it do not have to have powerful — and thus heavy 
— batteries. 

Wireless networks, as well as broadcast cable networks (e.g., Ethernet), are 
particularly vulnerable to unauthorized eavesdropping, modification or insertion of 
network traffic. In such networks, especially, authentication and privacy must be 
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ensured by the use of encryption. 

The weak spot in most computer networks is where they connect to the computer. 
The design of today's network interfaces appears to be inspired primarily by that 
of disk controllers: linked lists of I/O descriptors that indicate buffers for receiving 
(reading) or sending (writing) using DMA. The controller works down the list 
doing the indicated work. For network controllers, two such queues are usually 
maintained, one for sending and one for receiving. 

Packets may arrive for several receiving processes in one host, and it would 
be desirable to receive data directly in the receiving process' address space. Most 
network controllers put received packets in the first available buffer on the queue, 
without interpreting the packet contents. The demultiplexing of the incoming packet 
stream, therefore, has to be done by protocol software and copying packet data to the 
appropriate location in the receiving process' address space is usually unavoidable. 

In networks with bandwiddis around 10 Mbps and 10 MIPS processors the 
latency increases by around 10%. If network bandwidths become ten times higher, 
the penalty would increase to between 50% and 100% (Schroeder and Burrows 
[1989]). 

With the advent of ATM networks, host interfaces will have to start doing 
the demultiplexing of the incoming cell stream. The cells arrive at a rate where 
the demultiplexing cannot be done realistically in software. For operating system 
designers this is good news, because now it will be possible to program any ATM 
host interface of reasonable design to receive data from each virtual circuit into 
its own set of buffers. These buffers can then be allocated directly in the desired 
location in the receiving process' address space. 

2 Protocol Organization 
The physical medium is almost never error free. It corrupts bits, sometimes to the 
extent that packet boundaries are no longer recognized. Packets usually have a 
checksum that allows packets with bit errors in them to be detected and discarded. 
Checksums allow us to view the physical medium as one where packets are oc
casionally lost, or where communication may fail altogether, but where no other 
errors occur. 

Media errors can be corrected by what the ISO OSI model calls a datalink-layer 
protocol. Such a protocol uses timeout, acknowledgements (acks) and retransmis
sion to detect and correct packet loss. As a consequence, packets are not always 
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received in the same order as the one in which they were sent. The data link layer 
may or may not restore order before delivering packets to the next layer. Order is 
restored, however, at the cost of a higher latency — correctly received packets may 
have to wait for the delivery of earlier packets that need to be retransmitted. 

In point-to-point networks, packets may have to travel several hops before 
reaching their destination. Network-layer protocols, are responsible for routing 
packets through the network. They can make routing decisions for every individual 
packet, so that packets are delivered independently of other packets. We call this 
a datagram or connectionless service. They can also make routing decisions once 
for a long string of packets. All packets in a connection then follow the same route 
through the network and it is then a simple matter to detect and correct packet loss 
and maintain packet order within the connection. We call this a virtual-cicuit or 
connection-oriented service. ATM networks are always based on virtual-circuits 
because packets arrive to rapidly to make routing decisions on a per-packet basis. 

A connectionless network-layer service never guarantees that packets are deliv
ered in the order sent. If it gives a reliable service, it will depend on the underlying 
datalink-layer protocols to do so. It is unlikely, though, that failures of intermediate 
network nodes are masked to the extent that no packets are ever lost. 

A connection-oriented network-layer service usually does guarantee that packets 
are delivered in the order sent and that no packets are lost, but not always, as, for 
instance, in the case of ATM. Here also, intermediate-node failures are usually 
not masked. Virtual circuits break when such a failure occurs and it is up to 
higher layers of protocol to create another virtual circuit that avoids the crashed 
intermediate node. 

Network-layeT protocols deliver data between hosts. The real senders and 
recipients of data, however, are usually processes running on those hosts, so many 
independent data streams may exist between hosts. The protocol that is responsible 
for delivering data end-to-end between processes in the network is the Transport 
Layer Protocol. If the combination of the services of the underlying protocols — 
Physical, Data Link and Network — does not provide the desired reliability, then 
the Transport Layer Protocols must do it. 

Transport protocols may run over connection-oriented or connectionless net
work layer services. One would expect that a transport protocol running over an 
underlying connection-oriented service would be simpler, because much of the work 
is done in lower-level protocols, but this is not really the case. Network connections 
may break and then the transport protocol must create new ones. In ATM networks, 
cells are only assembled into packets at the communication endpoints, so it is only 
there that transmission errors can be detected and corrected. 
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Transport protocols can offer a variety of services. The most common are a 
reliable stream of packets, a reliable byte stream, or a reliable stream of logical mes
sages. Some transport protocols offer reliable pairs of request and reply messages 
for use in remote operations or remote procedure call. 

3 Fundamental Properties of Protocols 
We have seen that networks exhibit failures that manifest themselves as lost packets. 
As long as there is some communication — that is, not all packets are lost — these 
failures can be corrected using feedback in the form of acknowledgements and 
timeouts. When all packets are lost, such as when a cable breaks or a connector 
becomes unstuck, hosts can become disconnected altogether. If the processes that 
form the communication endpoints can crash, communication protocols cannot be 
made completely reliable. 

If a client process sends a request message to a remote server process via 
a network that can lose packets, and, in spite of numerous retransmissions, no 
response ever comes back from the server, then the network may have broken, or 
the server may have crashed. As long as the fault is not repaired, die client has no 
way of finding out what happened. 

The client cannot distinguish a server that went down from one that has become 
disconnected. By itself, dais is no great problem; the real problem here is that die 
client has no way of finding out whedier die server has received die request and 
started carrying out die requested work or not. As shown in Figure 1, it is no help 
to die client whether die server sends an ack upon reception of die request. The 
server may crash before it has a chance to start die actual work, or die network may 
break while die server is doing die work so diat die reply cannot be sent back. 

The client will be left in die same sort of uncertainty if die network were 
completely reliable. The server could crash just before it starts die work, or just 
after it finishes, but before it can communicate tiiis fact. When communication is 
reliable, but processes are not, at least clients know diat a server crash has occurred 
when no reply comes back. This uncertainty is easier to bear dian mat of not 
knowing whedier die server has crashed or die network has become disconnected. 

When a server comes back up after a crash, its client can resume communication 
widi it by retransmitting die last — unanswered — request But die server may 
have carried out diat request once already. If die server remembers this fact, it 

t. I will use the terms client and server here to distinguish the two communicating processes. The 
discussion here applies equally well to processes communicating in different rôles. 
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Client Network Server Client Network Server 

Figure 1. The impossibility of distinguishing down from disconnected. The two figures 
represent space/time diagrams — space is represented horizontally, time vertically. 
Arrows indicate messages, narrow grey rectangles represent processes and a big white 
one the network. Jagged edges represent crashes. 

could recompute the reply and send that to the client. But if the server suffers total 
amnesia in a crash and forgets what it did when it crashed, the server will not be able 
to distinguish between new requests and requests that have already been carried out. 
Knowing that the request is a retransmission does not really help. It can only serve 
to warn a server that it may have carried out the request in a previous incarnation. 

In this paper, we discuss protocols where crashes are always amnesia failures. 
Protocols also exist that use stable storage to store information on that must survive 
crashes. In an amnesia failure, a process suddenly stops and forgets all its state. It 
then resumes operation from the initial state — it reboots. This failure model repre
sents a large class of failures of processors and processes in actual systems. Within 
this model, exactly-once message delivery, a desirable property of communication 
protocols, cannot be achieved. One can aim for either at-least-once or at-most-once 
message delivery. 

At-least-once protocols deliver messages exactly once in the absense of failures, 
but may deliver messages more than once when failures occur. Such protocols work 
when requests are idempotent, that is, when carrying diem out once has the same 
effect as carrying them out several times. Most operations on files are idempotent: 
Reading a block once has die same effect as reading it three times and die same is 
true for writing. Creating or deleting files is almost idempotent: The first try will do 
the work, subsequent tries will fail. SUN's Network File System (SUN NFS) uses 
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an at-least-once protocol (SUN RFC) for its file operations and, for that purpose, 
this is perfectly reasonable. NFS servers are, for purposes of the communication 
protocol, stateless, so there is no state to forget when the server crashes. 

At-least-once message delivery hides communication failures and server failures 
and this only works in a very restricted set of circumstances. In most interactions 
between processes, losing the communication state is a serious failure and, although 
we have seen that it cannot be prevented, it certainly should not go unnoticed. At-
most-once message delivery protocols detect the fact that the network, or one of the 
communicating processes has failed and report this fact. 

At-most-once protocols operate in the context of a session — an association 
between two processes during which both maintain protocol state. Whenever state 
is lost, either as a consequence of a crash, a network failure, or because the state 
was deliberately discarded, the session is terminated. The communicating parties 
must agree on what is the current session, so that no messages sent in one session 
are received in another. To do this, sessions have unique names. 

Generating unique names for sessions is not quite as easy as it appears. Re
member that, when processes crash, they forget everything, including the name of 
the current session. If only one party crashes, the other can choose a new session 
identifier, but if both crash, this doesn't work. 

A good way to choose session identifiers is to use timestamps as part of the 
identifier. Most modern processors have a battery-operated clock whose value 
survives crashes. Even if they don't, they can ask a network time service for the 
time when they come up. Another way is to use random numbers and hope that 
the random number generation is good enough to make the probability of re-using 
session identifiers sufficiently small. 

Session identifiers must belong to an association of two processes. Some 
distributed systems use a form of functional addressing where a client sends a 
request for a remote operation to some generic service. An association between a 
client process and some generic service will not do, unless the service is stateless. 
Figure 2 illustrates what can happen if functional addressing is used injudiciously. 
Here, a client process sends a request to an abstract service which happens to be a 
replicated one with two server processes. The request goes to one of them and is 
carried out there. The response is lost, for instance, because the server crashes, and 
the client retransmits. The second server receives the retransmission and carries the 
request out for the second time, clearly violating the at-most-once principle. 

Amoeba (Mullender et al. [1990]; Tanenbaum et al. [1990]) is an example of a 
distributed system using functional addressing. Client applications send requests 
to a service rather than to a specific server process. The name of a service is called 
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Client Network Serverl Server2 

Figure 2. A client process, using functional addressing sends a request to one instance 
of a service, then retransmits to another. 

a port in Amoeba. The client application's operating system kernel, which runs 
the communication protocol, always finds out a unique name for a specific process 
implementing the service before sending the request addressed to that specific 
process. Amoeba's session identifiers consist of the concatenation of the client and 
server process' unique names. 

We have now seen that there is fundamental uncertainty in case of a crash. It is 
not possible for a client, in every circumstance, to tell whether or not a service has 
crashed and, if it has crashed, whether that was before or after doing the requested 
work. Crashes, however, are rare uccurrences and protocol designers should design 
for the normal case to behave optimally. This means that, in the normal case — 
that is when there is no crash — a client should get to know that a request has been 
carried out correctly. That this is possible is illustrated in Figure 3. 

In Figure 3-a, we see that a response sent to the client after the complete 
execution of a request is a positive indication that the request was carried out 
without failure. But we cannot achieve the reverse at the same time. It is not 
possible, even with an elaborate protocol, to get a result that is fundamentally better 
than the one shown in Figure 3-b: when the client does not get a response, it does 
not know whether the request was executed correctly or perhaps not executed at all. 

But we can do a little bit better. It is possible to provide useful feedback to a 
client in many situations. For instance, it is possible that a client is informed that 
the network is broken, or that the server has crashed, or that the request could not 
be delivered. But note that only in the last example — notification of not being 
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a b 

Figure 3. (a.) The correct reception of the response to a request tells the client there 
were no failures during its execution, (b.) The reverse does not hold. When a request 
is executed without failure it is still possible that the response does not make it back 
to the client 

able to deliver a request — a client gets positive information that the request was 
not executed. 

A response from a server to a request sent by a client is the only way in 
which a client process can know that a request has been carried out correctly by a 
server. (We are still assuming only amnesia crashes and communication failures. 
As stated before, if servers retain (part of) their memory, the situation is different.) 
Acknowledgements of messages received or messages not received can be useful 
to enhance performance, but they never tell a client what it really needs to know: 
whether the server carried out the work. 

Responses, in a sense, are acknowledgements at the application level. A com
munication protocol cannot decide to send a response. The server application must 
do it. Whatever machinery communication protocols invoke to make communica
tion more reliable, there must always be an application-level protocol for the true 
end-to-end checking that all went correctly. Saltzer, Reed and Clark [1984] called 
this the end-to-end argument. A good interpretation of the argument is: "Look, we 
need an application-level end-to-end protocol to make things reliable anyway, so 
why not integrate this end-to-end machinery with the rest of the protocol machinery 
for reliable message delivery." 
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Many request/response protocols have been created that do this exactly and 
some of the implementations have shown that this can benefit both the usefulness 
of the protocols as the performance. 

To sum up: Communication between processes exhibiting amnesia crashes 
over networks exhibiting omission failures can be made perfecdy reliable except 
for fundamental uncertainty about the delivery of the last message in a session mat 
is broken off by a failure. Sessions mark a period during which die communicating 
parties maintain mutual state. Sessions can be terminated gracefully and then there 
need be no uncertainty about outstanding messages, or it can be terminated abrubdy 
by a crash. Positive feedback about the delivery and processing of messages can 
only be provided by an end-to-end application-level acknowledgment. 

4 Types of Data Transport 
Transport protocols in distributed systems are often tailored for a specific class of 
applications. The diversity of communication requirements prohibits the use of a 
single protocol mat is useful under all circumstances. We can distinguish between 
four broad classes of communication protocols: 

• Remote Operations, 
• Bulk Data Transfer, 
• One-to-Many Communication, and 
• Continuous Media. 
A remote operation is the most basic form of communication in distributed 

systems. One process sends a message to another, asking it to do some work. The 
other process carries out the work and returns a message with die result The first 
process is referred to as the client process and die second as the server process, but 
note mat diese terms only refer to me rôles tiiese processes play during the remote 
operation. One process may simultaneously be a client and a server. Note also mat 
the return message need be nothing more man an acknowledgement mat the work 
has been carried out or merely mat the request has been received.* 

Remote operations are often made to look like procedure or function calls. 
Remote procedure calls are, in fact, remote operations with an extra layer of software 
mat packages procedure arguments in request and response messages. Remote 
procedure call today forms an essential item in the distributed system designer's 
toolbox. Section 6 is completely devoted to die issues of RPC. 

*. Cf. end-to-end argument in the previous section. 
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Remote operations are often referred to by other names. Common names are 
remote invocation, client/server communication, and request/response communi
cation. Sometimes the term RPC is misused to indicate only remote operations. 

Remote operations are used for communication between user processes and 
system services, but also between processes within a single distributed application. 
The current trend in operating system development towards the use of microkernels 
and user-level servers has made remote operations an essential ingredient of modem 
distributed system interfaces. 

Bulk data transfer protocols specialize in transferring very large bodies of data 
efficiendy. They are often used as part of file-transfer protocols, such as FTAM, 
an ISO standard. Bulk data transfer can be viewed as a special form of remote 
operation, since it is seldom die case that the data does not either come from or go 
to the client process (the process instigating the transfer). When data goes to the 
client, the operation can be viewed as a read operation and when data comes from 
the client process, a write operation. 

There is no reason why transport protocols for remote operations should not be 
designed to be able to carry very large request or response messages, so that bulk 
data transfer can be done just as efficiendy using request/response protocols as bulk-
data-transfer protocols. In fact, die end-to-end argument of the previous section 
argues diat having a bulk-data-transfer protocol as a separate protocol function 
still requires an additional application-level protocol for end-to-end feedback. The 
combination of the two is just a request/response protocol that happens to be capable 
of transporting very large messages. 

Services that use replication to tolerate failures need large amounts on internal 
communication to keep die replicas consistent. It is important mat tiiis communica
tion reaches all of the replicas in a well-defined order and that agreement exists on 
which replicas are up and which are down. For such communication an extensive 
variety of broadcast protocols have been established during die last decade. 

Protocol designers tend to distinguish between broadcast and multicast. Broad
cast means sending to all hosts on die network; multicast means sending to a selected 
subset of hosts. In practice, replication protocols are always multicast protocols. 
The designers of such protocols, however, usually reason from a universe tiiat only 
contains die members of die multicast group, so for diem it makes sense to call 
diem broadcast protocols. 

When making a practical implementation of a broadcast protocol, attention 
must be paid to avoiding unintentionally synchronized messages. In a protocol 
mat makes use of the hardware broadcast facility of an Ethernet, for instance, it 
would not be a good idea for all die recipients of a broadcast message to return an 
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acknowledgement immediately; the acks would result in one big collision on the 
Ethernet that would take some time to sort out. One host, receiving large numbers 
of packets simultaneously, may lose some due to overload of its network controller. 

Several protocols for various forms of broadcast exist One of the earliest 
systems containing reliable broadcast protocols with a variety of ordering properties 
(causal order, total order within a group, global order) was ISIS, a system developed 
at Cornell University (Birman and Joseph [1987]). In recent years, protocols have 
also been developed for Amoeba (Tanenbaum, Kaashoek and Bal [1992]) and there 
appears to be a trend to include multicast protocols in many other systems as well. 

Networks for digital telephony have been in existence for a long time now. 
These networks are monomedia networks, of course, but telephone companies 
have nonetheless built up a great body of expertise delivering data at a constant 
rate with very small latencies. All telephony uses virtual circuits which can only 
be established if the necessary network bandwidth and switch capacity can be 
guaranteed. Since all circuits require equal bandwidth, this is not unreasonably 
difficult The difficulties of managing telephone networks do not stem from the 
complexity of its data, but from die gigantic size of the network. 

Multimedia networks have to combine continuous media transport, which re
quires low-latency and constant-rate data transport and "normal" data traffic which 
is very bursty and also requires low-latency delivery. ATM networks appear to be 
good at allowing the mixture of these data types. 

Opinions differ wildly, however, when it comes to guaranteeing the constant 
latency of the continuous-media traffic. One school of thought maintains that the 
capacity of the network should be so large mat one type of traffic does not interfere 
with another. Another spends large amounts of thought on prioritizing network 
traffic and bandwidth-reservation algorithms that guarantee the timely delivery of 
continuous-media traffic even at high network loads. 

The truth, as usual, is probably somewhere in the middle. Taking data networks 
as an example, we see that early on similar battles were fought over fair allocation 
of bandwidth to the various customers. Today, local networks do not implement 
any access restrictions — the network has enough bandwidth to satisfy all traffic 
during normal operation. Long-haul networks are exploited on a commercial basis, 
so there is accounting of its use. In high-speed long-haul networks, this by itself 
may be enough to keep customers from monopolizing the network. In low-speed 
long-haul networks, such as the ones covering most of Europe, PTTs do have 
bandwidth-reservation schemes in place, but customers complain bitterly about the 
service just the same. 
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5 Transport Protocols for Remote Operations 
In the previous sections, some of the desirable properties of transport protocols 
were discussed We list them here. 

• At-most-once behaviour, 
• Positive feedback when no failures occur, 
• Error report when there may have been failures, 
• Low end-to-end latency, and 
• Support for very large request and reply messages. 
In this section, we investigate how such protocols can be built and what design 

aspects contribute to low overhead and high performance. 

Achieving at-most-once behaviour requires that the client and server maintain state 
which allows the client to generate requests in such a way that the server can 
always tell requests that it has processed already from those that are new. Doing 
this requires setting up a session between client and server. As discussed before, 
requests and responses must be labelled with the session identifier and the session 
identifier must be distinguishable from all previous session identifiers used. Many 
transport protocols are very careless about establishing new and unique session 
identifiers and trust that all old packets will have disappeared by die time a new 
session starts. 

Amoeba (Mullender et al. [1990]) uses session identifiers made up of the unique 
ports of the client and server processes. Unique ports, for purposes of mis discus
sion, are random numbers drawn carefully enough from a large enough set that the 
probability of session identifiers clashing is small enough to be ignored. 

An interesting protocol for session establishment is the AT protocol designed 
by Fletcher and Watson [1978]. This protocol makes use of the assumption mat 
packets have a maximum lifetime in the network, AT, which is composed of the 
transmission delay through the network, the maximum number of retransmissions 
of a packet, and the time interval between retransmissions.8 The protocol dictates 
that when there is no communication, or no succesful communication, for longer 
than AT, the current session automatically terminates and a new one starts. Since 
packets have a maximum lifetime of AT", no packets from a previous session can 
arrive in the new one. 

In die AT protocol, no session identifiers are necessary, obviating the need for 
random number generators, stable storage, or battery-backed-up clock. There is no 

5. The time between retransmissions must, of course, be longer than the time it normally takes for 
an ack to come back. 
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connection setup, the protocol just starts numbering packets from zero at the start of 
a new session. The price paid is that there is a time-out between sessions, but new 
sessions are only started when there was no communication for a time greater than 
AT anyway, or when a host has crashed. After a host comes back up, it enforces 
the timeout by waiting for a time AT before accepting or sending messages. 

Each remote operation must be part of a session. Request and reply messages must 
be distinguishable so that it is possible to tell new messages from retransmissions 
of already accepted ones. There are several ways of doing this. 

1. Packets can be numbered separately for each direction, independently of the 
actual remote operations. 

2. Messages can be numbered and a subnumbering scheme can be used for the 
packets within a message. 

3. Remote operations can be numbered and message types and packet subnum
bering can be used for distinguishing packets within a remote operation. 

The third method is the most practical for high-performance remote-operations 
transport protocols for reasons explained below. 

In Figure 4, a protocol is shown that acknowledges each message. The protocol 
sends a request (for the time being, we assume messages fit in a single packet) which 
is acknowledged before the server starts processing it. When the server finishes it 
sends a reply which is also acknowledged. In order to detect server crashes, the 
client, after receiving the initial ack, periodically sends a keep-alive message which 
the server acks. 

Most requests are serviced quickly so that no keep-alives are actually sent. In 
fact, very many requests are serviced so quickly that the response message actually 
has to wait in the transmission queue for the ack to the request to go out Similarly, 
clients often send several requests in a row sufficiently quickly for the next request 
to have to wait for the ack to the previous reply. 

This suggests another protocol, optimized for "fast operations", illustrated in 
Figure 5. A reply doubles as an ack for the associated request and the client's next 
request doubles as an ack for the previous reply. 

It is obvious how this protocol would work when there are not failures and no 
messages are lost, and when the supply of requests never ends. But what if these 
conditions are not fulfilled? If messages are lost, they can be retransmitted and 
the protocol would still work (request and reply sequence numbers would be used 
to distinguish originals from duplicates). But the client could never distinguish 
between a server that just takes extraordinarily long to compute its answer and 
one that has crashed — no feedback is generated by a server until processing is 
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Client Network Server 

Figure 4. A full transport protocol for remote operations; each message is acknowl 
edged and keep-alives are used for detecting server crashes. 
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Client Network Server 

Figure 5. A minimal transport protocol for remote operations of short duration; each 
request is acknowledged by its reply and each reply by the following request 

complete. 
As an aside, note that numbering remote operations, rather than messages or 

packets, makes it easy to couple replies to their requests and requests to previous 
replies. This is why the third message numbering scheme above is the preferred 
one. 

Wouldn't it be nice if we could design a protocol that would work as the protocol 
of Figure 5 in the normal case and that — in the worst case — would turn into 
something like the protocol of Figure 4 whenever messages are lost or the server 
takes a long time to compute a reply? As it turns out, this is quite possible, as shown 
next. 

In the normal case, a request should be acknowledged by its reply, so requests 
should not be acknowledged immediately. Acks can be postponed using a piggyback 
timer, a technique that is well known in the networking world. But this means 
that both the client and the server have to maintain timers — the client needs a 
retransmission timer and the server a piggyback timer. In networks that lose very 
few messages, another technique is even simpler. 

The client maintains a retransmission timer and retransmits a request when the 
timer expires. The server does not maintain a timer, but acknowledges any request it 
receives/or the second time. In the most common case — no messages are lost and 
the server sends a reply within the retransmission period — this obviously works 
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with a minimum number of messages. In the next common case — no messages 
arc lost and the server takes longer than the retransmission period — the client 
retransmits the request when its timer expires and the server responds with an ack. 
The client then knows that the request has arrived and that the server is working on 
it. 

For reply messages the same technique can be used with the rôles of client and 
server reversed: When the client receives a reply for the first time, it does not send 
an ack. If it has a new request, it sends it to the server and the server interprets that 
as an ack for the previous reply. If the client has no new request, the server times 
out and retransmits the reply; the client acknowledges the retransmission. 

There is one sticky detail here. Not infrequendy, a client invokes a remote 
operation, receives die reply and exits before the server's retransmission timer 
expires. The server will then retransmit into the void. Does this matter? Not really. 
The server cannot distinguish between a client that crashed just before receiving 
the reply and one that crashed just after receiving the reply anyway. But die time 
spent retranmitting is, of course, a waste of resources. A simple solution is to let 
clients, when diey terminate, send acknowledgements for all replies that have not 
been followed up by another request 

One detail still needs to be addressed — detecting server crashes. This can be 
done as follows. The client state is extended with an "ack-received" flag, which 
is set to false when a request is transmitted. When the client receives an ack it 
sets die flag to true and it increases the retransmission timeout period. When die 
retransmission timer expires, die client checks the flag. If it is false it retransmits 
the request. If it is true it retransmits only the header of die request, but not die data. 
When die server receives a request, it checks die header to see if it had receievd tiiat 
request already. If this is die case, it ignores die data portion and returns an ack. 

The complete protocol is illustrated in Figure 6 for die case of a remote operation 
of long duration. Timers are indicated by vertical lines widi a black arrow head 
when die timer expires and open arrow head when die timer is stopped because of 
die arrival of die expected message. Messages are indicated by the usual diagonal 
arrows, messages containing data by thick ones, header-only messages by tiiin ones. 
Three state variables are indicated, seq is die operation sequence number, timer is 
die retransmission timer value (which can be set to long or short and also affects 
running timers), and gotack is die ack-received flag. 

So far, one-packet requests and replies have been assumed. Now we shall look 
at die transmission of very large request and reply messages. Not all remote-
operation transport protocols implement large messages. The protocol used in 
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Client Network Server 

Figure 6. A remote-operations transport protocol that uses just two messages per 
operation in the normal case, tolerates message loss and detects server crashes. 
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Topaz (Schroeder and Burrows [1989]) specializes in one-packet messages. In 
Topaz, large entities are sent by having several parallel threads simultaneously 
doing multiple remote operations. 

Normally, however, transport protocols for remote operations handle large mes
sages. An obvious technique from the connection-oriented-protocol world is to use 
a sliding-window protocol for large messages. But sliding-window protocols are 
complicated and impractical for small messages. 

A protocol that has become rather popular is the packet-blast or netblit protocol. 
An early implementation of such a protocol can be found in VMTP (Nordmark and 
Cheriton [1989]). The idea is that some fixed number of packets — a packet blast 
— is sent and acknowledged as one unit. When die sender gets the ack, it can send 
the next packet blast. If packets are two kilobytes in size, and a blast is 32 packets, 
then a megabyte message is 16 blasts. 

Packet blasts can easily be incorporated in our one-packet-message remote-
operations protocol. Let us assume a request is n blasts in size (£i, B2,..., Bn; 
n >= 0). For i = 1 to n, the client 

1. sends Bi, 
2. starts a retransmission timer, and 
3. waits for expiration of the timer or reception of an ack; 
4. if the retransmission timer expires, the client goes back to step 1, 
5. if an ack is received, the client cancels the timer and iterates. 

The last blast, Bn may be a "partial blast", when the size of the message is not a 
multiple of the blast size. The total size of the message should be sent as part of the 
header, so that the server knows when to start work. 

All blasts but the last are acknowledged immediately by the server. The last blast 
is treated just like the request message in die previous protocol: it is acknowledged 
by die reply, or, if it is received for die second time, by an ack. The same strategy 
is used by die response message. 

Figure 7 shows the protocol for a large request message, a quick response, and 
a small reply message. 

6 Remote Procedure Call 
An overwhelming proportion of interactions between processes in a distributed 
system are remote operations — one process sends a message to anodier witii a 
request of some kind and die odier process returns a reply or an acknowledgement. 
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Client Network Server 

Figure 7. The packet-blast protocol integrated in the remote-operations protocol. 
Shown is a large request message, followed by a quick and short reply. 
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6.1 The Problems of Heterogeneity 

Interactions of this kind can also be found in centralised systems. System calls 
can be viewed as operations invoked by a process and carried out by the operating 
system. 

Remote operations have much the same structure as ordinary procedure calls. 
In making a procedure call, the caller relinquishes control to the called procedure 
and gets it back when the procedure returns its result System are, in fact, almost 
always "encapsulated" in procedure calls. For a Unix programmer, there is little 
syntactic difference between a call to read and one to strlen — one is a system call, 
the other is a library routine. 

There is much to be said for using the systax of procedure calls to invoke 
remote operations. Every programmer is thoroughly familiar with the concept of 
procedure calls and it nice to have the details of sending and receiving request and 
reply messages hidden behind the facade of an elegant procedural interface. 

Remote procedure call is just that: remote operations in the guise of a procedural 
interface. In this section we shall discuss how remote procedures work, what the 
difference is between ordinary procedure calls and remote procedure calls and we 
shall look at some examples of remote procedure call systems. But in the following 
section, we shall first show that remote procedure call is not merely syntactic sugar, 
but that, in many systems, it would be very hard to do without. 

6.1 The Problems of Heterogeneity 
It is a sad fact of life that different processor types and different programming 
languages use different representations for the data they manipulate. When a 
message is sent from one process, written in one programming language and running 
on one processor type, to another, written in another language and running on another 
processor type, the contents of the message will no be understood unless there has 
been prior agreement on the representation of data in the message. 

Let us illustrate die problem by an example, shown in Figure 8. In this figure, 
two data structures are shown containing the same data in the representations of 
two different processor architectures. The first data item is a string of eight char
acters, representing the string "Pegasus". The second data item is a 32-bit integer 
containing die number one million (shown in its hexadecimal representation). The 
processor on the left has a little-endian architecture: die least-significant byte of an 
integer has the lowest address — 8, in die example shown. The processor on die 
right has a big-endian architecture: die least-significant byte of an integer has die 
highest address — 11, in die example. 

When die data structure shown is sent from a litde-endian machine to a big-
endian one as a byte array, die n'di byte in die litde-endian representation will end 
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Figure 8. Representation of a string and an integer in a little-endian architecture (left) 
and a big-endian one (right). 

up as the n'th byte of the big-endian one. The string "Pegasus" will arrive correctly, 
but the number one million with hexadecimal representation 00-0f-42-40 will 
arrive as 40-42-Of-00 which is quite a different number. If, on the other hand, 
the data structure is sent as a 32-bit-word array, the number one million will go 
across correctly, but the string "Pegasus" will end up looking like "ageP sus" 
which can't be right. 

The point being made here is diis: When transmitting data from a machine with 
one data representation to one with another, one must know the structure of mat 
data. A transport protocol, therefore, can only present data in the representation of 
the receiving machine if it knows the exact structure of the data. 

Most transport protocols execute in the operating system, but carry user-defined 
data structures, so they cannot be used to do data conversion. Note, that the 
interpretation of protocol headers does not present a problem, because the protocol 
knows the exact lay out of the header. It is the data portion of a message that is the 
problem. 

Similar problems occur when process written in different programming lan
guages communicate data structures. Even programs compiled using different 
compilers for the same programming language can give problems. The size of 
integers may be different, for instance, or the way in which data items are aligned 
to byte, word, or long-word boundaries. 

6.2 RPC Structure 
The notion of Remote Procedure Call was introduced by Birrell and Nelson [1984] 
to deal with the problems of heterogeneity discussed in the previous section and to 
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provide a pleasant interface to program to. 
The components of a remote procedure call mechansism are illustrated in Fig

ure 9. An application which we shall call the client calls a subroutine which is 
executed in another application, the server. If the client and die server applications 
were one and die smae, die client would call die subroutine direcdy. Here, how
ever, die client calls another subroutine, called die client stub. This subroutine has 
exactly die same interface as die server's subroutine, but it is implemented by code 
mat asks die server to execute die subroutine and returns to die client die values it 
gets back from me server. 

The client stub copies die parameters from the stack into a request message. It 
men calls on a transport protocol to ship die request message to me server. At the 
server end it is received by anodier special piece of code, die server stub. The server 
stub takes die call parameters out of die request message, pushes diem onto die stack 
and calls die actual remote subroutine. When it returns, die whole procedure repeats 
itself in the reverse direction: The server stub puts the result parameters in a reply 
message, and invokes the transport protocol to ship the message back to the client 
stub. The client stub takes the result parameters and passes die back to me client. 
For die client code die whole diing looks exacdy like a normal local procedure call. 

Let us go over tiiis mechanism again by looking at an example. 

Assume that we want to use an RPC interface between a time server and its clients. 
It has an interface consisting of two calls as shown in Figure 10. 

The client stub, in this case, would consist of two subroutines widi die same 
interface as die remote-procedure one. The one for settime could look like die code 
of Figure 11. 

The client stub shown declares a message buffer and fills it with a code that 
identifies die call to be made and its parameter: the contents of die struct t ime. It 
men sends die request message using the transport protocors do.operat ion call. 
When die transport protocol returns die constant SUCCESS die call succeeded and 
die reply message will have been put in die buffer message. From this buffer it 
retrieves a code mat indicates whetiier or not die call succeeded which is returned. 

Let us now look at the code for die client stub in more detail. The first tiling 
to note is mat the client stub is written using knowledge of die semantics of the 
s e t t i m e call: The contents of die struct t ime pointed to by the parameter t 
is copied into me request message, but not copied back from die reply message. 
The implementor of the stub used die knowledge mat s e t t i m e sets die time and 
does not read die time. Se t t ime returns an integer indicating whedier setting die 
time succeeded. The implementor uses this knowledge and has written code that 
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Figure 9. Structure of remote procedure call. 
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struct time{ 
int seconds; 
int minutes; 
int hours; 
int day; 
int month; 
int year; 
char timezone[4]; 

} 
int gettime(t); struct time *t; 
int settime(t); struct time *t; 

Figure 10. The time server interface uses a data strcuture called t ime which is passed 
in the two calls ge t t ime and se t t ime. 

int settime(t); struct time *t; { 
char *p,*message[32]; 
int stat; 

p = message; 
p = put_int(p, SETTIME); 
p = put_int(p, t->seconds); 
p = put_int(p, t->minutes); 
p = put_int(p, t->houres); 
p = put_int(p, t->day); 
p = put_int(p, t->month); 
p = put_int(p, t->year); 
p = put_string(p, t->timezone, 4); 
stat = do_operation(ntime_servern

/ message, 28); 
if (stat == SUCCESS) get_int(message, &stat); 
return(stat); 

} 
Figure 11. A possible implementation of the client stub for s e t t ime . 
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6 Remote Procedure Call 

retrieves this status code and returns it to the caller. 
The second thing to notice is that specific calls to routines called p u t _ i n t , 

p u t _ s t r i n g , and g e t _ i n t are made to copy integers and strings into and out of 
messages. These routines are marshalling routines and their task is to convert data 
types from the machine's representation into a standard network representation. 
We shall see more about marshalling later and network representations in a later 
section. 

Finally, the client stub calls on a transport-protocol function d o _ o p e r a t i o n 
that sends a request message from client to server and returns a reply message from 
the server (in the same buffer, in our example). D o . o p e r a t i o n retuns a status 
code that indicates whether the remote invocation of the server succeeded. In this 
example, we have overloaded the error indications of the transport mechanism with 
those of the s e t t ime call itself. This only works if the implementors of s e t t ime 
use a disjoint set of error codes (e.g., zero for success, negative values for transport 
errors and positive values for error in calls to s e t t ime). 

Now, let us look at a posible implementation of the server stub code, shown in 
Figure 12. 

The server stub has a very different structure from die client stub. The client 
stub is a subroutine that is called by the client to handle a specific call ( s e t t ime in 
our example). The server stub is really & process that receives calls from all sorts of 
clients, figures out which subroutine in the RPC interface must be called and calls 
them, doing the marshalling in die process. 

Our example server consists of an infinite loop, each iteration of the loop 
handling one RPC call. At the top of the loop we find a call to the transport protocol's 
r e c e i v e _ r e q u e s t function. At the bottom we find a call to s encLrep ly . In 
between, the RPC is carried out First, the operation code is picked out of the 
message and a case statement selects the marshalling code for a specific call in the 
interface. We only show the marshalling code for s e t t i m e in the example. 

After marshalling the arguments of settime into a local s t r u c t t ime t , the 
actual s e t t i m e routine is called. S e t t i m e does not modify its arguments, so 
they need no be marshalled again for die reply message. The return code from 
s e t t i m e is marshalled, however, and sent back to the client 

Now diat we have seen how remote procedure call works, we shall go into several 
aspects of RPC in more detail. The next section will describe the difference between 
normal procedure calls and remote ones. Section 6.4 will look at marshalling in 
more detail. In Section 6.5 the automatic generation of stubs from a description of 
die RPC interface is explained. 
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void main_loop(); 
char *p,*message[32]; 
int len, op_code; 
struct time t; 

for (;;) { 
len = receive_request (message/ 28); 
if (len < 4) { 

/* error handling code */ 
} 
p = message; 
p = get_int(p, op_code) ; 
switch(op_code) { 
case SETTIME: 

if (len < 32) { 
/* error handling code */ 

} 
p = get_int(p, &t.seconds); 
p = get_int (p, &t.minutes); 
p = get_int(p, &t.houres); 
p = get_int(p, fit.day); 
p = get_int(p, &t.month); 
p = get_int(p, St.year); 
p = get_string(p, fit.timezone, 4); 
len = settime(St); 
put_int(message, len); 
len = 4; 
break; 

case GETTIME: 
/* code for marshalling and calling 
* gettime 
*/ 

} 
send_reply(message, len); 

} 
} 

Figure 12. A possible implementation of the server stub for the time server. 
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6 Remote Procedure Call 

63 Procedure Call vs. Remote Procedure Call 
The important thing to know about about remote procedure call is that it is not the 
same as ordinary procedure call. There are fundamental differences. They all have 
to do with the fact that the caller of the procedure and the called procedure execute 
in different domains. 

The most important difference is perhaps that client and server can fail inde-
pendendy. The server may crash while the client does not. As a consequence an 
RPC may fail. When a crash occurs during the execution of a normal procedure 
call, the caller crashes also, so no code needs to be written to deal with server 
crashes. In the remote-procedure-call case, such code will have to be present. If 
the programming language into which RPC is embedded has an exception-handling 
mechanism, such as in the case of Modula-2, extra exceptions can be declared 
for the case of communication or server failures. In other languages, such as, for 
example, C, the failure codes are usually overloaded on the return values from the 
remote procedures themselves. Obviously, this restricts the value space of return 
types. 

Oient and server do not execute in die same address space, so global variables 
and pointers cannot be used across the interface. The set of global variables of the 
client is not accessible from a remote procedure. Pointer passing is useless too. A 
pointer has meaning only in one address space. In some cases, instead of a pointer, 
one can pass die data pointed to, as we did in the s e 11 i me example of die previous 
section. But this does not always work. If a pointer is passed to an element in die 
middle of a singly-linked list, should one marshall one element in die linked list, 
the whole linked list, or just die tail of die list starting at die element pointed to? It 
depends on what die remote procedure does. 

Passing functions as arguments to a procedure is normally implemented by 
passing a pointer to die function. In an RPC interface, function-passing is close to 
impossible. One could try to pass die whole function, but tiiis can only work in very 
favourable circumstances indeed — homogeneous hardware, position-independent 
code, no dependencies on global variables, and probably quite a few more. 

6.4 Marshalling 
Marshalling is die technical term for transferring data structures used in remote 
procedure calls from one address space to another. Marshalling is needed to achieve 
two goals. One is linearizing die data structures for transport in messages and 
reconstructing the original data structures at die far end. The odier is converting 
data structures from die data representation on die calling process to diat of die 
called process. 
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6.5 Stub Generation 

When linearizing data structures, the most complicated problem is to recognize 
when a structure pointed to has already been marshalled. It is possible that first a 
pointer to a character is encountered and later a pointer to the string containing that 
character. It is these complications that make marshalling complex data structures 
in such a way that they can be reconstructed at the other end quite difficult. 

One way of dealing with pointers is not to marshal the data pointed to, but instead 
to generate a call-back handle. The idea is that the called procedure, when it runs 
into a pointer, is made to make an RPC back to the caller to retrieve the data pointed 
to. This approach avoids unnecessary copying of data across die interface and is 
therefore particularly suitable when passing pointers into very large data structures. 
However, multiple pointers into the same data will usually go unrecognized with 
this method. 

The marshalling code at die sending and receiving side must use an agreed 
representation for the data passed in messages between them. This representation 
is usually identical or nearly identical to the data representation of one of the partic
ipating machines (e.g., big-endian, ASOI and IEEE floating point representation) 
and languages (e.g., integers are four bytes, booleans one bytes, etc.). Sometimes 
several different representations are allowed to avoid unnecessary translations. 

Note that it is unnecessary to use a network standard representation that is self-
describing; that is, a representation such as ASN.l where each character, integer, 
string, etc. is labelled with its type. The stubs at both ends do not require this 
information since their code was derived from a common interface definition. In the 
examples of Figures 11 and 12 this can be observed. Get_int and g e t . s t r i n g 
are called in the appropriate places without first looking into the message to see 
what data type comes next 

Variable-length, or variable-structure data types must be self-describing to some 
extent Variable-length arrays must be accompanied by die number of elements, 
unions by a discriminator. Sometimes fixed-length buffers are used for variable-
length data. An input routine, such as ge t _1 ine, for example may be called with 
a buffer of 256 characters which will usually be only partly filled witii data. It can 
be useful to use spacialized marshalling code for cases like this and save network 
bandwidth. 

6.5 Stub Generation 
Stubs as shown in Figures 11 and 12 can simply be hand-crafted from die header 
declaration of Figure 10 and a little bit of knowledge of what die procedures in die 
interface do. 

It is an attractive notion to generate tiiese stubs purely mechanically from die 
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7 References 

interface description, but descriptions such as that of Figure 10 do not cany sufficient 
information to do that. 

Specialized languages are used to define remote procedure call interfaces and 
provide the information that existing programming languages do not provide. From 
an interface definition in such a language, client stubs and server stubs can be 
generated automatically by a stub compiler. 

The language in which a remote procedure call interface is described is usually 
referred to as an Interface Definition Language or IDL. They tend to be derived 
from existing programming languages and sometimes, the extra information needed 
for stub generation for the IDL is made to look like a series of comments in the 
original programming language. 

Essential extra information an IDL should provide is the direction in which 
parameters travel (in, out, or in/out), discriminators for unions, and information 
about the length of arrays passed as parameters. 

Sometimes, a single server implements multiple interfaces. It is therefore a 
sensible precaution to make the identifier of the subroutine to be called a global 
one, for instance by the concatenation of a global interface identifier and an identifier 
for the fucntion to be called in the interface. 

In a combination of a well-designed IDL and a carefully implented stub com
piler, the marshalling code can be very nearly optimal. Examples of IDLs are 
HP/Apollo's NCS which is now part of the Distributed Computing Environment of 
OSF, SUN RPC (Sun Microsystems [1985]), Mercury (Liskov et al. [1987]), Hume 
(Birrell, Lazowska and Wobber []), Courier (Xerox Corporation [1981]), and AIL 
(van Rossum [1989]). 
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SHIFT 
Heterogeneous Workstation Services at CERN 

Gordon Lee, Les Robertson 
CERN. Geneva, Switzerland 

1 Introduction 

Until recently, large mainframes and supercomputers were considered essential for CERN's 
scientific batch computing. These offered large and reliable disk storage systems, high 
throughput and availability and intensive tape usage. The situation has changed dramat
ically in recent years with the appearance of RISC-based workstations with performance 
characteristics comparable with the fastest mainframes for scalar computations but with 
an order of magnitude better price/performance ratio. At the same time, workstation-class 
disk and tape systems with adequate performance and reliability have become available. 
Combined with LAN and Gigabit network systems, it is now possible to provide integrated 
and scalable computer services based on RISCworkstations. 

The CORE1) services at CERN's Central Computing Centre group together a set of physics 
da ta processing facilities using this technology. The main services offered are the Central 
Simulation Facility CSF, the shift Physics Data Analysis Facility, and the infrastructure 
for tape staging and file storage. 

These services all share a common set of software extensions to the Unix environment, 
which was originally developed as part of the shift project, a collaborative effort between 
members of CERN's Computing and Networking Division and the OPAL experiment. 
Many people contributed to the success of the project, including Jean-Philippe Baud, 
Christain Boissat, Fabrizio Cane, Felix Hassine, Frederic Hemmer, Erik Jagel, Ashok 
Kumar, Gordon Lee, Miguel Marquina, Thierry Mouthuy, Bernd Panzer-Steindel, Ben 
Segal, Antoine Trannoy, and Igor Zacharov. 

This paper decribes the shift architecture, the present configuration at CERN, and gives 
examples of how the various facilities are used. Further information, including the software 
itself, can be obtained by anonymous ftp to sh i f t .cern .ch . 

2 S H I F T Project Arch i tec ture and D e v e l o p m e n t 

2.1 P r o j e c t Goals 

The goals of the shift project development were as follows. 

- Provide an INTEGRATED system of CPU, disk and tape servers capable of support
ing a large-scale general-purpose BATCH service. 
The system must be SCALABLE, both to small sizes for individual collaborations/small 
institutes, and upwards to at least twice the current size of the CERN computer centre. 

1) CORE - Centrally Operated RISC Environment 
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— Construct the system from heterogeneous components conforming to OPEN stan
dards to retain flexibility towards new technology and products. 

— The batch service quality should be as good as that offered by conventional main
frames. 

— Provide a managed file base integrated with a tape staging service. A variety of 
tape technologies should be supported including IBM 3480-compatible cartridges and 
Exabyte 8mm tapes with access to CERN's automatic cartridge-mounting robots. 

2.2 Scalabil i ty 

A prime goal of the shift project was to build facilities which could scale in capacity from 
small systems up to several times that of the current CERN computer center. To achieve 
this, an architecture was chosen which encouraged a separation of functionality. Each 
component of the system has a specific function, CPU server, disk server, tape server and 
this modular approach allows the whole facility to be extended in a flexible manner. 

The servers are interconnected by the backplane, a very fast network medium used for 
optimized special purpose data transfers. TCP/IP protocols are supported across the back
plane and connection to CERN's general purpose network infrastructure is by means of a 
router. This provides access to workstations distributed throughout CERN and at remote 
institutes. 

The components of shift are controlled by distributed software which is responsible for 
managing disk space, staging data between tape and disk, batch job scheduling and ac
counting. 

2.3 Software Portabl i ty 

Software portablity is an important aspect of the shift development for two reasons: 

— It allows flexibility in the choice of hardware platform for each system component. 
Addition of further Unix based systems to the existing configuration should not 
present any major difficulties. 

— It is important to be able to benefit from the continuous and rapid progress being 
made in hardware technology. 

3 S H I F T Hardware 

3.1 C P U and File Servers 

The main CPU power for shift is at present provided by five Silicon Graphics Power 
Series systems. Each system has four MIPS3000 processors, 64 MBytes of memory and an 
Ethernet interface. A VME interface board provides the conectivity to UltraNet. Three of 
these systems will be upgraded to four-CPU MIPS4400 processors early in 1993, providing 
more than three times the computing power. 

The shift filebase is in continuous evolution, comprising at present about 250 Gigabytes of 
SCSI disk distributed across the CPU servers and several dedicated disk servers. The disks 
are rack mounted and connected to the system units via differential SCSI interface boards. 
The differential interfaces allow the disk trays to be located up to 20 metres from the 
servers, which facilitates the organisation of the equipment within the computer centre. 
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The disks are grouped in trays of either four or six disks and each tray is built as a Unix 
logical volume with an associated fllesystem. 

The Silicon Graphics systems were purchased jointly by CN division and the OPAL col
laboration and are used by the OPAL and ALEPH physics communities. 

In addition to the Silicon Graphics systems, two SUN systems are used as a CPU servers 
by the Spin-Muon Collaboration. One system is a twin processor SUN 630 with both an 
UltraNet and Ethernet interface. The second is a SPARCServer-2 with only an Etherner 
connection. 

During the summer of 1993, additional equipment will be installed to provide support for 
the DELPHI and L3 experiments. 

3.2 B a c k b o n e Network - U l t r a N e t 

UltraNet is a special purpose network running over co-axial cable or optical fibre connected 
to Gigabit per second switching hubs. Hubs can be interconnected to form a star topology. 
For the shift systems, the UltraNet connection is via a VME or MicroChannel interface 
board. 

The TCP/IP protocols are supported by UltraNet. Protocol processing is implemented 
on the interface boards, keeping the CPU consumption for high data rate transfers to a 
minimum. UltraNet is designed to be effective for stream-type transfers and this maps 
well on to High Energy Physics applications where accesses are generally sequential and 
use large record lengths. The aggregate data rate that can be achieved with UltraNet on a 
single interface is about 12 Megabyte/second, with data rates on individual data streams 
of several Megabytes/second at a block size of 128 KBytes. 

3.3 Tape Suppor t Services 

The shift tape staging facilities form an important part of both shift and CSF giving access 
to IBM 3480 and Exabyte cartridges. The 3480 cartridge media offers high data transfer 
rates, up to 2 MBytes/second and excellent levels of data integrity. The cartridges have 
a capacity of 200 MBytes on 3480 units, and up to 800 MBytes of data when used with 
3490 drives. 

Exabyte cartridges are also used at CERN but to a smaller extent. These have a capacity 
of either 2 or 5 Gigabytes but with a data transfer rate substantially lower than that of 
the 3480 cartridge. 

The 3480, 3490 and Exabyte units are located in the CERN tape vault and are connected 
to IBM RS/6000 and SUN 330 tape servers, using respectively IBM parallel channel and 
differential SCSI. Two large IBM 3495 cartridge robots are also supported. 

The shift tape facilities currently stage a total of about 3000 tapes per week, with about 
half being mounted automatically through the IBM robot. 

3.4 H o m e Direc tory Services and User Accounts 

The CORE facilities share a common user registry and on user registration, a record is 
generated in a shared password file. The SUN Network Information Service NIS (Yellow 
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Pages) is used to manage the account registry ( /etc/passwd, /e tc /group files etc ) and 
distribute the information to client systems. A SUN workstation is used for the master 
NIS server and another SUN server system act as a slave server. 

A second part of the user registration process is the allocation of a user home directory. 

Home directories for CORE are primarily allocated on RAID disk connected to a SPARC-
station 10 server system. About 4 GBytes of disk space are currently available for home 
directories and all files are backed up at regular intervals to Exabytes cartridges. The 
backup procedure runs without operator intervention and Exabytes are mounted using a 
SUMMUS automatic tape robot. 

4 S H I F T Software 

Software was developed in four main areas in order that the shift systems could offer a 
scientific computing environment comparable to that of a conventional mainframe. 

Dis tr ibuted Batch Job Scheduling: 
The Network Queuing System, NQS, is used on shift for batch job submission, 
control and status enquiry. As the physics workload is located on several 
machines, the batch jobs must be scheduled evenly across all CPU servers to 
maximize job throughput and CPU utilization. In addition, users expect to 
see consistent job turnaround times. To achieve these goals, a load balancing 
scheme was incorporated into NQS. 

Distr ibut ion of Files: 
The shift filebase is composed of many distinct Unix filesystems located on 
different server systems. Current technologies in distributed file systems are 
limited in performance and do not allow file systems to spread over more than 
one machine. A Disk Pool Manager, DPM was developed to manage the shift 
filesystems. 

R e m o t e File Access : 
Current distributed file systems have performance limitations when used for 
demanding applications over high speed networks such as UltraNet. A spe
cialized Remote File Input Output (RFIO) subsystem was developed taking 
into account the underlying network characteristics. 

Tape Access : 
Unix systems have been traditionally weak in the area of tape support and 
a portable tape subsystem was developed to manage a range of tape devices 
attached to different hosts. In addition, a remote tape copy utility, r tcopy 
was developed which could be used in the distributed environment. 

4.1 B a t c h S y s t e m NQS: Usage and E n h a n c e m e n t s 

The Network Queueing System, NQS, is a distributed batch scheduler originally developed 
for NASA and which is now in the public domain. NQS is a facility for job submission and 
scheduling across a network of Unix batch workers. At CERN the public domain version of 
NQS has been ported to numerous workstation platforms and useful enhancements added. 
These include limits on the number of jobs run for any user at one time, an interactive 
global run limit, the ability to move requests from one queue to another and the ability 
to hold and release requests dynamically. In addition CERN has implemented in NQS the 
ability to have the destination server chosen automatically, based on relative work loads 
across the set of destination machines. 
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Users submit jobs to a central pipe queue which in turn chooses a destination batch queue 
or initiator on the least loaded machine that meets the job's resource requirements. If all 
initiators are busy, jobs are held in the central pipe queue and only released when one 
becomes free. A script running above NQS holds or releases waiting jobs with a priority 
based on their owner's past and current usage of the shift service. NQS provides a total of 
nine user commands: 

q c a t : d i s p l a y ou tpu t f i l e s of NQS runn ing r e q u e s t s . 
qcmplx: d i s p l a y s t a t u s of NQS queue complexes . 
q d e l : d e l e t e or s i g n a l NQS r e q u e s t s . 
q h o l d : ho ld NQS r e q u e s t s . 
q j o b : d i s p l a y s t a t u s of NQS networked queues . 
q l i m i t : show suppor t ed b a t c h l i m i t s and s h e l l s t r a t e g y . 
q r l s : r e l e a s e NQS r e q u e s t s 
q s t a t : d i s p l a y s t a t u s of NQS r e q u e s t s and q u e u e s . 
q s u b : submit an NQS b a t c h r e q u e s t . 

4.2 Disk Poo l Manager 

The shift filebase comprises many Unix filesystems located on different shift server systems. 
In order that users see a unified data file space, the notion of a pool was created. A pool 
is a group of one or several Unix filesystems and it is at the pool level that file allocation 
is made by the user. Pools can be much larger than conventional Unix filesystems even 
where logical volumes are available. Pools may also be assigned attributes. For example, 
a pool used for staging space can be subject to a defined garbage collection algorithm. 

The pools in shift are all managed by the Disk Pool Manager. It is responsible for disk 
space allocation when creating new files/directories and it may be used to locate and 
delete existing files. 

In addition, a user-callable garbage collector has been implemented which maintains de
fined levels of free space within a pool. This is useful for physics data staging where data 
are copied from tape to disk before being accessed by user programs. 

4.3 R e m o t e Fi le I / O S y s t e m 

The Remote File I /O system (RFIO) provides an efficient way of accessing remote files on 
shift. Remote file access is also possible using NFS but RFIO takes account of the network 
characteristics and the mode of use of the files to minimize overheads and maximize 
throughput. RFIO maintains portability by using only the BSD socket interface to TCP/IP, 
and thus operates over UltraNet, Ethernet, FDDI or other media. RFIO transmits i / o calls 
from client processes to remote RFIO daemons running on all shift hosts. 

RFIO is implemented with both C and FORTRAN interfaces. In C, the system presents the 
same interface as local Unix i / o calls: r f io_open opens a file like open(2) , r f io_read 
reads data from a file like r e a d ( 2 ) etc. Most High Energy Physics programs are written 
in FORTRAN, and usually interface to i / o via one or two intermediate library packages. 
RFIO has been incorporated into these, so its usage is completely transparent to the users 
of these programs. RFIO performance is a key factor in shift and a major effort was made 
to reduce the operating system overheads. 
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4.4 Tape and Cartridge Support 

A portable Unix Tape Subsystem was designed to satisfy all shift's requirements in the 
area of cartridge tape access. The subsystem runs on all shift hosts to which tape devices 
are connected. 

4.4.1 Portable U n i x Tape Subsys tem 

Unix systems usually offer a primitive tape interface which is ill adapted to a multiuser 
environment. Four basic functions are typically provided: 

o p e n ( 2 ) , r e a d ( 2 ) , w r i t e ( 2 ) , c l o s e ( 2 ) 

Several i o c t l ( 2 ) commands are also provided but there is no operator interface, label 
processing, or interface to a tape management system. The shift Tape Subsystem offers dy
namic configuration of tape units, reservation and allocation of the units, automatic label 
checking, an operator interface, a status display and an interface to the CERN/Rutherford 
Tape Management System. It is written entirely as user code and requires no modification 
of manufacturers' driver code. It currently supports IBM 3480 and 3490, StorageTek 4280, 
and Exabyte 8200/8500 drives. 

Tape file labelling is provided by a set of user callable routines. In practice, most tape 
i / o is done by using a tape staging utility, rtcopy which hides details of these routines 
from the user. 

4.4.2 Tape Copy Util i ty, rtcopy 

To provide tape access for every shift CPU and disk server, a tape copy utility r tcopy 
was developed which allows tape access across the network. Internally r tcopy uses RFIO 
software to maximize the data transfer speed and thus minimize the tape unit allocation 
time, r tcopy intelligently selects an appropriate tape server, by polling all known tape 
servers to query the status of their tape unit(s). r tcopy supplies any missing tape iden
tification parameters by querying the Tape Management System as needed, r tcopy then 
initiates the tape copy, informs the user when the operation is complete, and deals with 
error recovery. 

5 U s i n g S H I F T Software 

5.1 Disk Pools and Files 

A disk poo l is a set of Unix file systems on one or more shift disk servers. Each of these 
file systems is mounted by NFS on every shift server, using a convention for the names of 
the mount points which ensures that files may be referred to by the same Unix pathname 
on all CPU disk and tape servers in the shift configuration. This name is referred to as 
the nfs-pathname. 

The sfget command is used to allocate a file. This is a call to the Disk Pool Manager 
(DPM), which selects a suitable file system within the pool specified by the user, creates 
any necessary directory structure within the file system, creates an empty file, and echoes 
its full nfs-pathname. 
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The nfs-pathname has the following form: 

/ s h i f t / node/filesystem-name / group/user/ user.suppUed-partiaLpathname 

e.g. / s h i f t / s h i f t l / d a t a l / c 3 / I e s / t a p e 2 3 

The node is the name of the shift server on which the file system is physically located. 
The filesystem-name identifies the file system on the node (it is by convention the name 
of the "special" file which identifies the file system in the /dev directory). The group and 
user define the owner of the file. The user.supplied-partiaLpathname is the name of the 
file as supplied by the user in the sfget command. It may be a single term (e.g. tape23), 
or it may include directories (e.g. period'21/run7/file26). In the latter case the system will 
create the directories if necessary. Thus, the nfs-pathname returned by: 

sfget -p opaldst p e r i o d 2 1 / r u n 7 / f i l e 2 6 

might have the form: 

/ s h i f t / s h d 0 1 / d a t a 3 / c 3 / l e s / p e r i o d 2 1 / r u n 7 / f i l e 2 6 

This name may be used by the user in subsequent commands, such as tpread or a call to 
a FORTRAN program. The user does not need to remember the full pathname between 
sessions, as a subsequent sfget call using the same usersupplied-partiaLpathname will 
locate the file and return the full pathname again. The sfget command also sets the Unix 
command status to indicate if the file was created (the status is set to a value of 1) or 
simply located (value 0). This may be useful in shell scripts (the status of the last Unix 
command may be tested through the 8? [Bourne shell] or Sstatus [C shell] variables). 

If the user only wishes to locate the file if it is present, but not to create it, he may use 
the -k option of sfget. 

sfget -p opaldst -k p e r i o d 2 1 / r u n 8 / f i l e 4 1 

This example will return a status of 0, and echo the nfs-pathname if the file exists in the 
specified pool, but merely return a status of 1 if it does not exist. 

A user may list all of his files in a particular pool by means of the sfsh command. 

e.g. sfsh -p opaldst Is p e r i o d 2 1 / r u n 7 

sfsh effectively performs a cd (change working directory) to the user's directory in each of 
the file systems in the pool in turn, issuing the Is command in each of these directories. 
The sfsh command is actually much more general, and will issue any command specified 
by the user in each of the file systems in the pool. Be careful, however, as the shell 
expands some characters in the command line using the working directory at the time the 
sfsh command is issued. Thus, if it is wished to issue the command Is * it is necessary to 
protect the * from expansion by the shell by enclosing it in single quotes as follows: 

sfsh -p opaldst 'Is * ' 

Files are removed from shift pools by means of the sfrm command, 

e.g. sfrm -p opaldst p e r i o d 2 1 / r u n 7 / f i l e 2 6 

In addition to the - p option, specifying the disk pool to be used, all of the DPM commands 
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support the -u option, which allows the caller to specify the user (and implied group) 
associated with the file. The default is the user who issues the command. 

Here is some more information about disk pools. 

— A file system belongs to at most one disk pool. 
— A pool can be temporary or permanent. If a pool is temporary, a garbage collector 

is run periodically to maintain the amount of free space on each of the component 
file systems above a specified free space threshold. This involves deleting files on the 
basis of size and time of last access. Files are deleted from permanent pools only on 
explicit request by a user. 

— A pool can be public or private. If it is private only a defined set of users will be able 
to allocate space within the pool. 

— When a file is created by sfget the user specifies the pool which should be used. If no 
pool is specified a default pool named public will be used. The disk pool management 
system selects a suitable file system within the pool using criteria like occupancy 
level, performance characteristics, etc. 

— The user may supply an estimate of the size of the file which will be created (-s 
option of the sfget command), to ensure that a file system with sufficient free space 
is selected. The default is 200 MBytes, and so there must be at least this amount of 
free space in one of the file systems in the pool. If -s 0 is specified this check will be 
omitted. 

5.2 U s i n g S H I F T Files wi th F O R T R A N Programs 

Once a file has been created or located by the the Disk Pool Manager, and the user knows 
the full pa thname (the nfs-pathname), the file may be used exactly like any other file. 
Normally, however, the shift Remote File I/O System (RFIO) will be used to access these 
files, in order to obtain the best possible performance. The RFIO routines are used by 
the ZEBRA and FATMEN packages. In order to connect a file to the RFIO routines, the 
assign command must be used. Assign sets up a connection for both the RFIO routines 
and for FORTRAN. For example, the following command allocates a file and connects it to 
FORTRAN unit 10: 

assign * sfget sample45" 10 

5.3 Tape -Di sk Copying 

The shift system provides two commands to copy data between tape and disk: tpread 
(tape to disk) and tpwri te (disk to tape). These commands select a shift tape server which 
has a device of the correct type available, and initiate a process on the server to mount 
the tape and perform the copy operation. The remote process uses the basic shift tape 
copy commands, cptpdsk and cpdsktp.Normally the user will not invoke these commands 
directly himself. 

When using the tpread or tpwrite commands, the user must specify the tape vsn or vid 
and the pa thname of the file. The type of tape unit and its location are specified by means 
of the -g device_group_name option. By default this is CART meaning an IBM 3480-
compatible tape unit in the manually-operated section of the CERN Computer Centre tape 
vault. A tape in the CERN cartridge tape robot would be selected by -g SMCF. 
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The following example copies data from tape into a file in a shift disk pool. First we obtain 
the pathname of the file from sfget. The example assumes that we are using the C shell, 
and first stores the pathname allocated by sfget in a shell variable called NFSNAME. This 
variable is then used in the subsequent tpread, which copies the first file from a cartridge 
tape into the disk file. 

set N F S N A M E = " sfget -p opaldst test tape" 
tpread -v xu4125 $ N F S N A M E 

This could of course be achieved by the single command: 

tpread -v xu4125 "sfget -p opaldst t e s t t a p e " 

Similarly, data can be copied from disk to tape using the sequence: 

set N F S N A M E = " sfget -p opaldst test tape" 
tpwrite -v fz7425 -q 1 S N F S N A M E 

The next example demonstrates how to copy the first four files from a tape into a single 
disk file (in this case in the PUBLIC pool). 

tpread -v qw8256 -q 1-4 " sfget testtape" 

The files may be copied into separate files by simply supplying a list of pathnames. 

tpread -v qw8256 -q 1-4 "sfget tfilel" " sfget tfile2" "sfget tfile3" " sfget tfile4" 

Multiple files may be created on tape with a single tpwrite command in the same way. 

tpwrite -v m v l 4 2 3 -q 1-4 "sfget tfilel" "sfget tfile2" "sfget tfile3" "sfget tfile4" 

There are many other parameters to the tpread and tpwrite commands, concerned with 
label formats, record formats, etc. 

Although the above examples all use sfget to generate a pathname, the tpread and tpwrite 
commands are entirely independent of the Disk Pool Manager, and may be used to copy 
data to and from any disk files accessible to the shift system. 

5.4 Tape Staging 

The idea of tape staging, with a history at CERN dating back to the CDC7600 in the 
early 70's, is that a file which has a permanent home on tape is copied to disk while it 
is being used, the disk copy being thrown away when the space is needed for new data. 
Similarly, a program creates a new file on disk, and copies it to tape when the program 
has terminated correctly. The disk copy may then be removed immediately, or may be 
left in the stage area, to be removed automatically by a garbage collector. 

shift does not support a general tape staging mechanism, but it includes a number of 
features which can be used to build such facilities, and a simple stage script is provided, 
which may be used as an example for more complicated stage routines tailored to the 
user's needs. When used in conjunction with a shift temporary disk pool it provides a 
straight-forward staging facility. 
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There are two stage commands: s tagein, which checks to see if the file is already present 
on disk and copies it in from tape if necessary, and s t a g e o u t which copies a file from disk 
to tape. 
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Off-line Software in HEP: Experience and Trends 
N.A. McCubbin 

Particle Physics Dept., Rutherford Appleton Lab., UK 

A b s t r a c t 
Off-line software from the perspective of large HEP experiments is reviewed, from the 
bubble-chamber to LEP. Some remarks are made on what trends might be important 
for experiments at LHC/SSC. 

1 Introduct ion 
This is a written version of two lectures given at the 1992 CERN School of Computing 

(L'Aquila) on the topic of experience and trends in software for large HEP experiments. 
I accepted the organisers' invitation to speak with some misgivings. On the one hand, 

I am an experimental particle physicist who has spent a significant amount of t ime in and 
around off-line software. I've written some amount of "collaboration software" (i.e. general 
software used throughout a collaboration), and I've served on various computing-related 
committees both at CERN and in the UK. So I have some experience. 

On the other hand, I am not a computing "professional". I've never studied any 
aspect of computing in the same way as I've studied, say, Maxwell's equations. I have of 
course the real-world practitioner's healthy scepticism of the esoteric ideas of the com
puting "theorists". But I also know that these theorists know things that I don't , and 
amongst their ideas and proposals there are probably things of use! So in that respect I 
do not fell very well qualified to speak about trends for the year 2000. My own experience 
inclines me to the view that the only generally valid observations on the enterprise of 
off-line software for HEP are almost trite: 
— collaboration 
— specification 
— documentation 
Still, however trite, it has taken the HEP community some time and experience to appre
ciate just how vital these points are, and what they imply, or should imply, in practice. 

In the following I shall try to explain what I think they imply. I shall do so by 
looking briefly at the early days of particle physics, as seen from the perspective of off
line computing. I shall then take a more measured look at the LEP "era", and finally I 
shall comment on what I see as the areas to think about for the LHC/SSC experiments. 

I write from a European perspective; the history has been different in detail in the 
USA, though the lessons are, I think, the same. I should also make clear that I am of 
course presenting only my own opinions, and in two lectures I cannot pretend to give a 
thorough or "balanced" presentation of the subject. Like anyone else who has worked in 
this area, I have certain prejudices, and, whilst trying to be objective, I am bound to be 
guilty of selecting those facts which suit them! My defence is three-fold: 
1. I've warned you. 
2. Just because I 'm prejudiced doesn't mean I wrong. 
3. As far as I can tell, my views do not differ fundamentally from those of the real 

"experts". 
Those seeking a more careful and thorough exposure of all aspects of off-line com

puting in HEP are urged to consult a recent article by Mount [1], which also gives an 
extensive list of references. 
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2 Early days: up t o the 1980's 
Since the topic is software for "large" experiments, it is appropriate and salutary to 

begin with a "small" experiment. We cannot do better than: Observation of the Failure 
of Parity and Charge Conservation in Meson Decays: the Magnetic Moment of the Free 
Muon by Garwin, Lederman, and Weinrich in 1957 [2]. It's a classic experiment, and 
all particle physicists should read the original paper. Read it once for the physics; then 
read it again, looking out for phrases like "... processed through standard reconstruction 
programs ..." or "... Monte Carlo ...". You will not find them. The reason is that Garwin 
et al. had relatively little data and needed no off-line computing, which was just as well 
as computers were rare, expensive, and almost inaccessible in 1957. It was an important 
year not only for particle physics; it was also the year that IBM released the first version 
of Fortran for customer use (and abuse). 

Today, 35 years later, things have changed. We have: 
— International Conferences on Computing in HEP; 
— Summer Schools on Computing in HEP; 
— jobs called "physicist-programmer"; 
— a perennial "software crisis"; 
— etc. etc. 
— (and we still have Fortran) 

The seeds of this transformation were planted in the late 50's and 60's with the devel
opment and exploitation of Bubble Chambers. The bubble chamber posed the problems 
of: 
— the "book-keeping" of large amounts of data; 
— digitizing the track information from bubble chamber pictures; 
— kinematic reconstruction and fitting. 
The computer made some small impact on the first two, and had a dramatic effect on 
the third. Rather soon hand calculations and manual methods ("Wolff plots") had given 
way to Fortran programs [3] which reconstructed the track in 3 dimensions from the 
digitizings measured from the individual (2-D) pictures, and then performed a kinematic 
"fit" of the event. The scale of these programs was that code plus data had to fit into a 
few tens of kilobytes; virtual memory was not available. The off-line computing required 
the execution of a total of ~ 10 1 1 — 10 1 2 "instructions" for a bubble chamber experiment 
of ~ 100A' events. (For comparison, the computation of a LEP experiment will require 
~ 10 1 5 - 10 1 6 instructions.) 

Interestingly, and significantly, two problems were quickly identified which were quite 
distinct from the problems of implementing the necessary algorithms in Fortran. These 
were: 
1. How to organise the data "in memory" in a more flexible way than allowed by Fortran 

arrays; 
2. How to maintain the Fortran programs themselves, so that one knew what was the 

latest version, and one could try out improvements and bug-fixes in a controlled 
manner. 

In response to these two problems, the first versions of HYDRA [4], to manage the data 
in memory, and PATCHY [5], to manage the code, were written at CERN. The solutions 
to these two problems have been the subjects of intense and even impassioned debate ever 
since, with periodic development of new products. 

Equally interestingly, the first faltering attempts were made to "port" software from 
a computer of type A to a computer of type B (where B might be A), and from Institute 
X to Institute Y. This was not a success, and not surprisingly, because: 
— there were no networks and therefore no e-mail; 
— the local "expert" found it much easier and more efficient to write his/her own version 

rather than try to understand "outside" code; 
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— the local expert knew just how to squeeze that extra last 10% out of the local 
machine 1 ' 

— in any case a local expert was needed to fix things when the programs crashed. 
And so the concept of the expert "down the corridor" arose and was widely used: "corridor 
management", and very efficient it was too. It got us, more or less, through the 1970's, 
although there a widespread perception by the end of the 1970's that all was not well 
with software in HEP. Which brings us to the 1980's and LEP. 

3 T h e 1980's and LEP 
At the t ime that LEP proposals were being prepared in the early 1980's there was 

a flurry of committees and conferences to face up to the challenge of computing for LEP. 
As mentioned at the end of the last section, there was a feeling that HEP faced its own 
"software crisis" because HEP software was afflicted by at least the following: 
— inadequate (i.e. no) use of modern software design "methodologies". Consequently, 

HEP code was error-prone and fragile. 
— documentation was woefully inadequate. 
— there was stubborn adherence to an inferior and even dangerous language (Fortran). 
— there was no proper appreciation that the scale of LEP was different to what had 

gone before. 
Therefore LEP would be a software "disaster". 

At the other extreme there were people who held the view that all talk of methodolo
gies and the flaws of Fortran was just so much hot air from people who had never produced 
a useful line of code in their lives! Anything can be got to work, and we have alway suc
ceeded so far For a brilliant, and brilliantly funny, elaboration of the above position, 
please read "Real Programmers don't write Pascal" [6]. The penultimate sentence gives 
the flavour: "As long as there are ill-defined goals, bizarre bugs, and unrealistic schedules, 
there will be Real Programmers willing to jump in and Solve the Problem, saving the 
documentation for later." (my italics) 

The t ruth lay of course somewhere between these two extremes, and the consen
sus that emerged from the various committees and LEP collaborations around 1983 was 
roughly as follows: 
— LEP off-line software comprises < 10 6 lines of code per experiment, with a life-cycle 

of 10-15 years. Good methodologies can and should help. Sensible organisation and 
planning are essential. 

— the language will be Fortran77 because: 
• good quality code is possible in Fortran77 2 ' 
• the HEP investment in Fortran is huge (e.g. CERNLIB) 
• physicists know Fortran. 

— the writing of experiment software is done by relatively few people (a few tens) 
— Networking is growing fast and should be exploited 
— "interactive computing" is growing rapidly and will become important, but it 's too 

early to j ump immediately (in 1983) to workstations 
— for CPU power: buy or "emulate" 3 ' 
Thus the 1983 "orthodoxy". Now, almost 10 years later and three years after the LEP 
start-up, we can ask: 

1) As a young graduate student I once asked the local expert why there were no checks against 
divide by zero in a certain key bit of code. I was told that the computer set the result to 0 
if the denominator was 0, which was the action wanted, and so precious time was saved by 
not checking. 

2) It's also possible in Fortran IV, but some of the Fortran77-specific constructs certainly help. 
3) 1983 was roughly the zenith of the influence of HEP-built "emulators": these were RISC 

CPU's built to emulate IBM mainframes. They provided significant CPU power for some 
years. 

92 



Did LEP work ? 
and, in particular: Did LEP software work? 

The answer is clear and unambiguous: 
Y E S ! LEP worked, the software worked, and worked brilliantly. 

We should be very definite about this: the quality and quantity of the physics pro
duced by the LEP experiments has been most impressive. The "prophets of doom", who 
predicted disaster for at least one of the machine, the detectors, the on-line systems, the 
off-line systems, were wrong. (By the way, I'm not on a LEP experiment. I write as an 
outsider.) 

Now to say that LEP is a brilliant success, which it is, is not to say that all aspects 
of LEP are perfect, which they aren't. In particular we can ask what lessons we can 
learn from the LEP off-line software experience? To try to answer this I spoke to several 
colleagues on several of the LEP experiments, asking for their frank (and non-attributable) 
assessments of LEP off-line software, the "good" and the "bad". My summary of their 
assessments is : 
1. T h e software worked. As already stated, the LEP off-line software worked, and 

was operational for the start of data-taking. 
2. C P U power. Raw CPU power has not been a problem. 4 ' "Distributed" power in 

the form of VAX and Apollo stations, and more recently in the form of RISC UNIX 
boxes, supplemented and is replacing mainframe CPU power. Note that most off-line 
CPU power at LEP is spent on the generation and reconstruction of Monte-Carlo 
data. 

3. Standard packages and Operat ing Sys tems . Each LEP experiment wrote < 
500A' lines of their own code, which ran on top of general HEP packages, usually, 
but not always, including ZEBRA [8] and GEANT [7]. Code management is done 
by Patchy [5] (3 experiments) and Historian [9] (1 experiment). The main operating 
systems used are IBM VM/CMS and VAX/VMS. UNIX is growing. 

4. W h o wrote the code? The experiment software was written, as anticipated, by a 
relatively small group of people in each collaboration: roughly equivalent to 30 people 
full-time for 5 years. (Cost in salary and overheads ~ 10 — 15MSfr in 1992 Sfr.) Notice 
that this gives an effective output of about 10 lines of code per person per day. This 
is not dissimilar to the figure one hears from the software industry. 
It is an obvious, but important, comment that much of the code can be "modularised" 
to match the modularisation of the detector into its sub-components. 

5. Rôle of C E R N . CERN acted as a strong centre for the off-line effort, both in 
terms of contributed personpower, and as the natural venue for regular and frequent 
meetings. 

6. U s e of methodolog ies . In some respects this is the most interesting topic, when we 
consider trends for LHC/SSC. All LEP experiments looked at methodologies. There 
was significant use during the design phase of: 
— Structured Analysis Structured Design (SASD) 
— Data Flow Diagrams (DFD) 
— Data Modelling 
But the degree of usage varied considerably across the experiments and even within 
one experiment. 
Thus one may not conclude that formal methodologies were strictly necessary for 
the production of the LEP off-line software. Of course the organisation of the effort 
of tens of people over several years requires some methodology, if only an ad hoc 
method of specification and regular meetings. Such "informal" methods may not be 

4) Actually I don't think it has ever been a real problem in HEP for any significant length of 
time. 
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optimal compared to formal methods, but they may be sufficient. I'll have more to 
say about this later. 

7. W h a t ' s wrong with LEP software? I heard one message, several times, and in 
several forms: much of the documentation is hopeless, inadequate, inappropriate, 
out-of-date, .... etc. The reasons cited include: 
— a formal methodology has fallen into disuse, and so the documentation that went 

with it is not maintained; 
— there's not enough time and/or people to write and maintain the documentation; 
— no one will read it; 
— in particular the DST analysis physicists won't read it. 
I conclude that the expert "down-the-corridor", or contactable over the network, 
plugs this hole! 
Overall, one can ask how good is the LEP software? For other particle physicists 

working on the same experiment and with reasonable access to the experts, it seems to 
me that the LEP software is a fairly "good" product. By the standards which (should!) 
apply to, for example, the software which controls the display of warning signals on a 
busy motorway (autoroute, autobahn, autostrada ), I suspect it's a very poor product. 
And this is, I think, as it should be! This prompts an obvious "rule": 

The software should be as good as it needs to be . 

The point is that it would be wasteful, possibly very wasteful, to subject all HEP 
code to the rigours of, say, formal verification. If the program crashes in one event in 10 8 , 
who cares! The criteria which should be applied to HEP code are surely not the same as 
those which should be applied to software where human life is involved. We should use 
the appropriate methodology. And so to the future! 

4 Towards the mil lenium: LHC and SSC 
To make predictions for the LHC/SSC esperiments, we obviously need some kind 

of estimates of what the demands of these experiments will be. Table 1, taken directly 
from the recent article by Mount [l], shows these demands for both current and future 
experiments. The figures given in Table 1 are per experiment during the years of operation. 
The CPU power is given in HEP-MIPS, which are similar to manufacturers' MIPS ratings, 
but tend to be rather lower. (Surprise!) A processing time per event of 100 HEP-MIPS 
seconds means that one event will take 1 second on a 100 HEP-MIPS machine, 10 seconds 
on a 10 HEP-MIPS machine, etc. 

Of course such predictions are necessarily somewhat imprecise, and depend criti
cally on what is assumed for quantities such as "Event rate to tape", but there is no 
disagreement about the "ball-park" in which these future demands will lie. Compared to 
current experiments, future demands will be larger by a factor of at least 10, and for some 
quantities it could be up to 1000. 

As an alternative approach, it is amusing to plot the "Mips-needed-per-physicist" 
over the evolution of particle physics, as shown in figure 1, which is adapted from an 
earlier article by Mount [10]. Of course it is quite "unscientific" to extrapolate the data 
of figure 1 to the year 2000 when LHC/SSC might start data-taking, but if you do it you 
get ~ 2 Mips needed per physicist. So a collaboration of 1000 people (Yes! Really! [11]) 
would need 2000 Mips. Now, however unscientific the extrapolation, it is at first sight 
slightly worrying that this estimate is a factor of ~ 100 lower than the estimates in Table 
1 of > 10 5 HEP-MIPS for each of reconstruction and simulation. The gap is closed by 
the dramatic increase in Mips/$ from the "RISC revolution". The simple extrapolation 
of figure 1 ignores this revolution; the figures in Table 1 know all about it. 
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Current Experiments Future Experiments 
Particles e+e~ e p PP PP e+e 
Centre-of-mass energy (GeV) 100 300 2000 (16-40)10 3 (0 .5 -2 )10 3 

Raw rate of interesting events (Hz) < 1 1-1000 1 - 106 1 - 1 0 8 < 0.001 
Event rate written to 'tape' (Hz) ~ 1 ~ 1 ~ 1 10 - 104 ~ 1 
Event size (kbytes) 100-200 ~ 100 ~ 100 10 3 - 104 10 3 - 104 

Reconstruction: time per event 
(HEP-MIPS seconds) 50-150 ~ 100 ~200 500 - 5000 500 - 5000 
Detailed simulation: time per event 
(HEP-MIPS seconds) 2000-5000 2000-5000 ~5000 2 .10 4 -2 .10 5 2 .10 4 -2 .10 5 

Annual data volume (Tbytes) 1-10 1-10 ~ 10 > 1000 ~ 10 
Reconstruction & analysis: 
CPU needs (HEP-MIPS ) 50-150 30-100 30-100 > 105 ~200 
Simulation: 
CPU needs (HEP-MIPS ) 200-2000 100-1000 50-500 > 105 ~200 

Table 1: A summary of data volumes and CPU needs for current and future large experiments. 
Taken from the recent article by Mount [1]. 
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Figure 1: 'Mips per physicist' for various experiments over the years, adapted from [10]. Multiply 
the Mips per physicist by the number of physicists in the collaboration to get the total Mips 
required for the experiment. The D is a naive extrapolation to the LHC/SSC. 
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The purpose of the above discussion is to make a serious point: we (HEP) are cus
tomers of computer technology. In a multi-billion dollar industry, we do not have any 
commercial "clout". So we will buy what we can afford, and adjust our aims accordingly. 
The corollary is that there's no point in worrying too much about the purely technological 
side of our demands (i.e. mips, disks, networks) : HEP will adapt, as always! Most impor
tantly, HEP should not spend any of its most precious resource (i.e. highly skilled people) 
in building our own basic technology. This may seem surprising after the success of the 
HEP emulators in the late 70's and 80's. But it is generally agreed that the emulators 
episode was a one-off opportunity which HEP exploited with characteristic flair, and such 
an opportunity in basic technology does not exist today. Perhaps this is worth a "box": 

Leave basic technology to industry. 

Having talked a little about the increase in demands, it is worth pointing out that 
one aspect of HEP computing wrill not increase, and indeed has not increased significantly 
since the 60's: the length (in lines of code) of the reconstruction program. The track 
fitting program of the 60's is much the same length as the track fitting program of the 
80's, and as the future track fitting program for SSC/LHC. It is clear. I hope, that I 
am not concerned here with the fact that a modern detector may have 10 "track-fitting" 
programs, one for each sub-detector, nor with one or two factors of two in program length. 
Rather my point is the contrast to the increase of several orders of magnitude since the 
60's in other computing parameters. 

There is a good reason for this relative lack of change: the granularity and rate 
capability of the detectors is made such that a human being can "see the tracks" in 
a suitable projection of the detector information.°* From the point of view of finding 
and fitting these tracks, we have always been solving roughly the same problem. So the 
algorithms needed are roughly the same. This point has surely been realised by many 
people (for example [14]) but it is perhaps not emphasised sufficiently. To say it in fancier 
jargon: the "algorithmic complexity" has not changed and will not change. (In algorithmic 
information theory the "complexity" of a pattern of integers, or dots on a screen, or , 
is defined in terms of the length of the shortest program needed to produce the pattern.) 

So the basic technology is out of our hands, and the algorithmic complexity doesn't 
change, so what new aspects of off-line computing do we have to consider? For starters, 
I would suggest: 
- use of appropriate methodology in data modelling: 
- language evolution; 
- vectorization 
and I will now discuss each of these in turn. 

4.1 D a t a mode l l ing 
As an example of an appropriate methodology of the type which will be needed 

for LHC/SSC, I will describe briefly the use of Entity Relation Diagrams (ERD) and 
Data Definition Language (DDL) in the ZEUS experiment [12]. I should also "declare my 
interest": I am a member of ZEUS and have been quite involved in this area of ZEUS 
software. 

The problem goes back to the inadequacy of Fortran to handle data in a "dynamic" 
and structured way, as required by HEP. As already mentioned in Section 2, this problem 
was recognised very early in HEP computing, and there has been a long evolution of 
so-called "memory-managers" to cope with it. The most recent, and most widely used, is 
ZEBRA [8]. ZEBRA provides the basic routines for the user to set up "banks" of data 

5) Whether this can really be done for the event rate and particle multiplicity of the LHC/SSC 
is at the heart of the technical challenge posed by these detectors. For the purposes of my 
discussion, I'm assuming it will be done! 
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and relationships between them. User-access to the information can, however, be a little 
daunting: 

e . g . ENERGY = Q(IL(IL(J ) -K) +IP) 
In fact users are usually spared this kind of thing, as most applications which make use 
of ZEBRA put a thin interface layer between the user and "raw" ZEBRA. 

ERD and DDL, within the ADAMO package [13], extend the scope of this interface 
layer to offer a high-level and precise description of data "entities" (i.e. banks) and 
relationships, and the tools for automat ic mapping from DDL to the underlying memory-
manager package (ZEBRA). 

Furthermore, DDL is itself not much more than a mapping into "words" of the ERD 
"picture", so in theory all designers need to specify is the ERD. In practice there is no 
widely available tool to generate DDL from ERD, and in ZEUS we treat the DDL as the 
primary source. 

An example, taken from actual ZEUS DDL, should help to make these ideas clear: 

C 
0 
M 
M 
E 
N 
T 

E 
N 
T 
I 
T 
I 
E 
S 

I FMCKin I 
+ » | (FMCZEvt)l 
| + + 
+ |_+ p ( 5 ) | 

DaughterOf I Decay | < - | | - | ProdTime 
I ISTHEP I ProducedBy | Type 
+ + + 

I FMCVtx | 
I » | (FMCZEvt) | 
ProducedAt + + 

I R(3) I 

FMCKin = ( P(5) = REAL 

Decay = LOGI 

ISTHEP = IMTE 

: 'Four momentum (GeV) and Mass (GeV) 
of particle. 

P(l) = PX, P(2)=PY, P(3)=PZ,P(4)=E, 
P(5) = Mass. 
For spacelike particles 
P(5) = -Sqrt(-(E**2 - p**2)).' , 
: 'TRUE if particle has decayed or 
fragmented - false otherwise.' , 
: 'ISTHEP code from ZDIS Generator 

and from MOZART. Full details at 
start of subschema FMCZEvt' ) 

R 
E 
L 
A 
T 
I 
0 

FMCVtx = ( R(3) = REAL 

ProdTime = REAL 

'X,Y,Z position of vertex. Coords 
are Zeus cartesian coordinates.', 
: 'Production time of vertex in 

units of 3.33*10**(-12) seconds. 

(FMCKin [0,1] -> [1,*] FMCVtx 
BY PRoducedAt) 

: 'Each four-momentum is produced in a vertex, or is external 
(beam)'; 

(FMCVtx [0,1] -> [0,1] FMCKin 
BY PRoducedBy) 
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N : 'Each vertex is produced by one particle except the 
S beam-vertex;; 
H 
I (FMCKin [ 0 , 1 ] -> [1 ,* ] FMCKin 
P BY DaughterOf) 
S : 'Some p a r t i c l e s a re g e n e r a t e d by o t h e r p a r t i c l e s ' ; 

Points to note from this extract are: 
- The ERD "picture" is contained as a 'comment' in the DDL file. Note that the ERD 

picture has a well-defined formal syntax; the arrows and bars mean something [13]. 
- 'Entities ' (e.g. FMCKin) have 'attributes ' (e.g. 'Decay'). Each 'instance' of an entity 

has all the attributes. Obviously FMCKin describes Monte-Carlo tracks. Each 'in
stance' of FMCKin is a track with 4-momentum and mass (P(5)), a Decay flag, and 
some Monte-Carlo flag (ISTHEP). 

- all variables are ' typed' (character, integer, real, logical). 
- relationships between entities are defined in the DDL. 

e.g. FMCKin [0,1] -> [1,*] FMCKin means that an FMCKin track can be the 'parent ' 
of several other FMCKin tracks. 

- it is easy and natural (but not, regrettably, mandatory) to put explanatory comments 
in the DDL 

Once the DDL is defined, the generation of appropriate Fortran calls to map the entities 
on to ZEBRA, as well as the generation of Common Blocks for user access are done 
automatically. In ZEUS we apply a "strong" form of this: the only way in which an 
entity (bank) can be implemented in ZEUS software is by defining it in the DDL file. 

This policy has one significant disadvantage, and one overwhelming advantage. The 
significant disadvantage is that the step via DDL means that changing or adding an entity 
is more cumbersome than a quick "hack by hand" into the Fortran code, because one has 
to write and process DDL. The overwhelming advantage is that the DDL is guaranteed to 
be up to date and to reflect, precisely, the ZEUS data structures. Because it 's a necessary 
step in the production of the code, the ZEUS DDL will not gradually slip into disuse. 

I believe this can be generalised: if you want a methodology to work right through an 
HEP software life-cycle, then it must be a necessary step in the production of the code. 
And conversely, if it isn't a necessary step, it will slide into disuse and the associated 
documentation will cease to be up to date. For example, 1 have lost count of the number 
of times I have heard brave statements to the effect that absolutely no software will be 
accepted into the general software pool unless it is properly documented. (I think I have 
even made such statements myself.) And yet, it is a brave software co-ordinator who would 
refuse to allow the installation of some urgently needed new routine, a few days before a 
major conference, on the grounds that the documentation was inadequate! After all, the 
documentation can always be fixed up later! (See quotation from [6] in Section 3.) 

In my opinion, the lesson is clear: 
If you want a methodo logy to work, it must be a 
N E C E S S A R Y step in the code product ion chain. 

From the general ZEUS experience with DDL and ADAMO, I would certainly want 
to use something like it in the future. Of course, there's always room for improvement, 
which brings us to.... 

4.2 Language evolut ion 
The DDL just described focuses on the "attributes" of data. 

e . g . PMEnergy = INTE[-10,4100] : ' C a l o r i m e t e r p h o t o t u b e energy in 
ADC c o u n t s . P e d e s t a l s u b t r a c t e d . ' 
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But the physicist knows much more about this quantity. The physicist knows that it can 
be: 
— combined with other PM energies; 
— used in particle identification; 
— scaled by an ADC to GeV conversion factor; 
— etc. etc. 
The physicist also knows that it cannot be: 
— used as the (1,2) component of a rotation matrix; 
— added to a chamber drift-time; 
— etc. etc. 
But this knowledge of what can (and can't) be done is not part of the formal specification 
of the data in DDL. Of course, when writing the program which acts on the data, we 
attempt to respect the lists of what can and can't be done. But mistakes are bound to 
occur, because it's not a formal procedure! 

Anyone with any familiarity with Object Oriented Programming (OOP) will have 
realised where I am heading: there are ways to formalize the connection between data 
and what you do with the data, and this coupling of data description with the processes 
which can act on the data is at the heart of OOP [15]. 

I know very very little about OOP, except that I like the smell of it. Coupling data 
description with what we do with the data seems to me a natural and potentially very 
beneficial step. In a splendid phrase, OOP ".. breaks down the imperative/algorithmic 
barrier between data and process." [16]. (Fortran is an ' imperative/algorithmic' language.) 

Fine; but we (HEP) have a problem, which is to find a way to make use of OOP 
in an "adiabatic" way. The point is that we have a huge investment in extremely useful 
packages, which are not OOP in style, but which are being used now in preparing for 
LHC/SSC. I am thinking particularly of Geant [7]. Is it possible to plan and implement 
an adiabatic transition to OOP, given where we start from? I don't know, but I think the 
potential benefits of OOP are such that we ought to think about it: 

Is it possible for H E P code to evolve adiabatical ly t o O O P ? 

British readers may be interested to know that OOP has already featured in Private Eye's 
Pseuds Corner [17], which may or may not be deemed a point in its favour! 

4.3 Vec to r i za t i on 
I have argued above that the factor of 10-20 increase from today's energies to the 

LHC/SSC will not necessitate any dramatic increase in algorithmic complexity, provided 
the detectors work well enough! It is very helpful in this respect that the particle multiplic
ity rises only logarithmically with the energy. However, there is an aspect of Monte-Carlo 
simulation where this does not apply, and the reason can be summarised in two words: 
calorimeters work. To expand on this a little: 

calorimeters work 
i.e. calorimeter signal oc energy 

therefore number of cal. shower particles oc energy 
therefore shower simulation time oc energy 

The situation is exacerbated if we also demand an ever more detailed level of shower 
simulation, which implies following a rapidly increasing number of soft shower particles 
down to lower energies. [18] 

This may bust the limits of available scalar MIPS, and maybe "vectorization" will 
be necessary. Some work has been done on vectorizing Geant, but so far it hasn't been 
absolutely necessary. Maybe we can use instead a "data-base" of pre-calculated showers? 
It's a point of considerable practical importance which will need investigation. 
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5 Conc lu s ions 
My conclusions are: 

1. HEP software has survived all challenges thrown at it so far. In particular, it has 
survived the challenge of LEP very creditably. 

2. The transition to LHC/SSC does not require any dramatic increase in algorithmic 
complexity. To some extent, it 's just more of the same. 

3. So there are no grounds for complacency (there never are), but, equally, there is no 
HEP "software crisis". 

4. The trends I see are: 
— something like DDL ( a formal description of data) is essential; 
— even better, combine "description with process". OOP smells right; but how do 

we incorporate this into our existing software structure? 
— vectorization may be important in Monte-Carlo shower simulation. 

5. To those who are going to do the work: G o o d Luck! 

6 PostScr ipt 
During the lectures as presented at the School, I interrupted what would otherwise 

have been something of a catalogue of platitudes with some remarks on a couple of 
"theoretical" aspects of computers. 

The first concerns the thermodynamics of computing, i.e. the computer as "heat 
engine". This is a topic which stretches back to Maxwell's Demon and is of considerable 
current interest. I would urge anyone interested in computing to dip into: "Maxwell's 
Demon: Entropy, Information, Computing" [19], which is a splendid collection of original 
papers ranging from a paper in 1874 by Lord Kelvin to papers by Landauer and Bennett 
in the late 1980's. 

The second theoretical aspect of computing is the fundamental limitation to what a 
computer program can do, because of its intrinsic logical structure. This is brings us to 
the Halting Theorem [20], which proves that there are computer programs which cannot 
be written. The proof is stunning, but simple, and I proved it from scratch in about 10 
minutes in the lectures. I've written up the proof elsewhere [21]. The proof I give has 
no special merit, except that it is set out without any computer science jargon, and so 
particle physicists can understand it immediately. 
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Is there a Future for Event Display? 
H.Drevermann, CERN, Geneva 
D.Kuhn, Institut fur Experimentalphysik der Universitat Innsbruck1 

B.S.Nilsson, CERN, Geneva, and Niels Bohr Institute, Copenhagen 

1. Introduction 

High energy physics experiments investigate reactions between colliding elementary 
particles. To this purpose data on the particles leaving the collision point are recorded in large 
detectors and stored in digital form. The set of data recorded per collision is called an event. 
Practically all subdetectors are sampling devices, which for each event record the tracks of charged 
particles as a sequence of points, called hits, or record the showers of particles as a set of cells, for 
which the energy deposited is recorded as well. The events are the basic units for further 
investigations, which are done by powerful pattern recognition and analysis programs. For 
checking of these methods and for presentation, the display of single events is an efficient tool, as 
visual representation is the most efficient way to transfer data from a computer to the human brain. 

However, complexity of both events and detectors has increased substantially and will 
increase further. Higher event multiplicities and higher momenta of outgoing particles can be 
matched by more sophisticated detectors, i.e. detectors with a growing number of subunits of 
increasing granularity, resolution and precision. As a consequence pictures of detectors and events 
are getting more and more complicated and, in the extreme, may even get incomprehensible, 
conveying the only message, that the experiment is complicated. The enormous improvements of 
detectors, of computers and of visual devices seem not to be matched by the "perception 
techniques" of the human eye and the human brain, as these have been developed a long time ago 
for other objects than pictures of events. This leads to the question: Is a fast, efficient and 
unambiguous transfer of data to the human brain via visual techniques still possible or will it be 
more convenient to read and interpret numbers? 

To answer this question, it is necessary to study conventional representations and possible 
improvements. However, it will turn out for a variety of applications, that conventional 
representations result in pictures, which are not sufficiently clear. Therefore new visual 
representations are proposed here, which can better be tuned to the capabilities of human 
perception. 

For the use of graphical representations in talks and papers it is necessary to find pictures, 
which can be understood intuitively without omitting relevant information. For this purpose we 
will discuss: 

• the selection of clear views, 
• methods to present histograms, 
• coloring schemes. 

For the checking of detector performance and programming tools for the extraction of the 
relevant information, one needs independent methods. One of the best methods to fulfill this task 

1. Supported by grant of Fonds zurFôrderung der Wissenschaftlichen Forschung, Austria 
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is visual analysis, which normally can be applied only to a small subsample of the large amount 
of events recorded in a typical experiment. Visual analysis may even go beyond the capabilities 
of existing methods in recognizing specific event features. It will be shown here, that there are 
ways of visual data presentation beyond the conventional 2D and 3D techniques, which 
facilitate these tasks considerably. We will discuss in detail: 

• the selection of special representations, 
• methods of picture transformation in two and three dimensions, 
• the association of tracking information to data of scalar fields (e.g. Lego plot), 
• representation of scalar fields in two and three dimensions. 

Most of the techniques discussed here were applied and developed for the ALEPH 
experiment at LEP/CERN [1]. Their direct application to other experimental setups is restricted 
to cylindrical detectors with a homogeneous solenoidal field. However, it seems possible to 
modify these techniques to be applied to different setups. In some cases this will be done here 
through a generalization of the methods and subsequent application to other experimental 
devices, namely to tracking detectors outside a magnetic field or experiments without magnetic 
field. 

These techniques are incorporated in the graphics program DALI which runs on simple 
workstations. 

2. Pictures for Talks and Papers 
Pictures of events are often used in talks and papers to underline and clarify, what is 

said, i.e. to show, what would be lengthy and difficult to explain in words. Such pictures must 
be easily and intuitively understood, requiring normally only short explanations. The listener 
or reader should be allowed to assume that his intuitive understanding of the picture is right, 
for example that objects which seem to be connected are connected. It is the speaker's or 
writer's responsibility to guarantee, that the impression one gets from a picture is the right one. 

2.1. Front and Side View 
If no event is shown, a detector is best displayed in a technique called cut away 

perspective view. This resembles a photo of the real detector, where parts of it are cut away to 
show its interior. For the simultaneous representation of the detector and an event, however, 
this technique is normally not applicable. In this case the detector is drawn usually in what is 
called the wire frame technique. Figures la and d show perspective projections in this 
technique. 

These pictures, however, are too crowded with lines and need to be simplified. This is 
done in the Y versus X projection (Y/X: inordinate, X=abscissa) in figure lb and in Y/Z in 
figure le. The Z-axis is equal to the cylinder axis, i.e. the beam axis. Compared to the 
perspective projections, the number of visible lines in Y/X and Y/Z is typically reduced by a 
factor three. 
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K ALEPH D A L I-' 

Fig. 1: Drawing of the bairel and endcaps of the HCAL(H), ECALflE) and TPC(T) in the projections: 
a) perspective b) Y/X c) Y/X without endcaps, with TPC sectors 
d) perspective without endcaps e) Y/Z f) p VZ with inner detectors 

Fig. 2: Setting the background to grey 
a) Y/X b) p '/ Z c) p 7 Z of ECAL and TPC with hits and tracks 

These projections, however, suffer still from the fact, that different subdetectors are 
superimposed onto each other1. This problem can be solved, if the projections Y/X and Y/Z are 
replaced by pictures of cross-sections through the detector center perpendicular (fig lc) or 
parallel (fig If) to the Z-axis. 

1. In Y/X the ECAL and HCAL endcaps and the TPC overlap, in Y/Z the ECAL.HCAL barrel and the 
TPC. 

104 



However, in such cross-sections events cannot be displayed in a useful way, since a 
cross-section through a line yields normally only one point. Therefore, one needs projections, 
which on one side preserve the line character of tracks and on the other side result in the same 
detector images as the ones obtained from cross-sections. 

In the case of the ALEPH detector and of similar ones with cylindrical structure, the 
Y/X projection with endcaps omitted is identical to the cross-section perpendicular to the 
cylinder axis (front view). This type of picture will be called Y/X from now on. 

The cross-section parallel to the cylinder axis (side view) is identical to a p'/Z 

projection, where p' is defined as p' = ±p = ± Jx2 + l^with the sign depending on the 
Y 

azimuthal angle ( (p = a tan- ) of the object to be drawn; p ' = +p, if (Pj < <p < cpj + 180° and 

p' = -p, otherwise, where (pj is interactively defined. In p'/Z the event is cut into two 
unconnected halves (see figure 2c) and even single tracks may be cut into two pieces. 

If in the case of Y/X as defined above, hits in the omitted endcaps are not drawn1. For 
both projections, Y/X and p 7Z, the following rules hold in this case for the observer: 

• hits lie inside the subdetector, from which they originate, so that their source 
is obvious. That means also, that 

• hits or tracks are visible only if the corresponding subdetector is drawn,. 
These features, which facilitate interpretation considerably, are lacking in the other projections 
of figure 1. 

The detector elements show up more clearly, if the background around and between 
them is shaded or colored (compare figures 2a,b to the figures lc and f and see color plate 1). 
The coloring of the subdetector areas is improved considerably by overlaying the wireframe, 
which facilitates the understanding of the structure of the subdetectors. There is a clear 
improvement as compared to the mere wireframe picture, especially if a detector section is 
shown (see color plate 1 d,e,f). 

2.2. The Fish Eye Transformation of Y/X. 

In the case of radial symmetric pictures, as the Y/X projection of a cylindrical or quasi 
cylindrical detector such as ALEPH, the scale may be decreased with increasing radius, so that 
the outer detectors are shrunk. For a constant total picture size the inner subdetectors are hence 
enlarged (compare figure 3a and c). This emphasizes the commonly used construction principle 
of detectors, namely that precision and sampling distance decrease, when stepping from the 
inner to the outer detectors (see color plate 3). 

This so called fish eye transformation is calculated in the following way: From the 
cartesian coordinates X and Y the spherical coordinates p and cp are derived. These are 

transformed to p F and <pF by: p = ——— and (pF = cp . 

From p F and (pF the cartesian coordinates XF and YF are recalculated and drawn with a suitable 
linear scale to conserve the total picture size. The factor a is chosen interactively [2]. 

1. For the display of tracks going into an endcap, p'/Z is the only good, intuitively understandable pro
jection. 
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The non linear fish eye transformation gets linear for small p ( a p « l = > p = p F ) 
avoiding a singularity at the origin (compare the inner region of the fish eye view to the linearly 
scaled picture of the inner detectors in figure 3 b). 

Fig. 3: Y/X projection from the center up to the Muon Detector (M) with an event 
a) linear scale b) linear blow-up of the centre c) fish eye view 

The application of this technique to non radial pictures, e.g. to p 7Z, yields pictures of 
rather difficult interpretation '. 

2.3. Histograms in a Picture 

Particles showering in calorimeters or just traversing them deposit energy. In order to 
represent the position of the cells and the deposited energy, the active cells of size A1,A2>^3 
and their energy deposit E are commonly displayed by representing them as boxes of size 
Aj,A2' kE, i-e- the length of one side is replaced by the properly scaled energy E. 

If a projection is chosen, in which the cells line up behind each other, one gets a picture 
as seen in color plate 2a which resembles a "wire frame skyline". This representation differs 
from a histogram, where the energies of cells lining up behind each other are added. Different 
modes of presenting such histograms are shown in color plate 2b - 2f as wire frame (2b), 
structured wire frame (2c), unframed area (2d), framed area (2e) and structured area (2f). 
Experience shows, that histograms drawn as structured areas (2f) are preferred by the users. If 
drawn as wireframe only, the structuring yields a more complicated picture (2c) compared to 
the unstructured wireframe (2b). 

If histograms are displayed in a picture of radial structure they are best drawn as radial 
histograms (see Color plates 2-4). Even so the detector image is rectangular in p'/Z, radial 
histograms underline better the radial event structure (see color plates 4 and 5). 

It may occur, that histograms from different detectors overlay each other. In order not 

1. Examples of such pictures are found in the numerous works of the painter M.C.Escher. 
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to loose relevant information, four methods may be applied: 
• Scaling down of the histograms, in order to avoid overlapping. 
• Drawing both histograms as wire frames (see color plate 4a). 
• Drawing the first histogram as structured area and the second one on top but 

as wire frame only. 
• Drawing both histograms as structured areas, but in the following sequence: 

histogram 1, then histogram 2, then the wire frame of both histograms (see 
color plate 4b, histogram 1 = white, 2 = yellow). 

Experience shows, that the last method produces the clearest pictures, but necessitates two 
passes to draw the same data. 

2.4. Application of Colors 

The choice of colors depends primarily on the size of the objects to be drawn and on 
the background, which they are drawn onto. The width of hits and tracks, i.e. points and lines, 
should be kept sufficiently small, in order to resolve them properly. However, in the case of 
small objects the human eye distinguishes only very few colors. In other words, it is the number 
of requested colors, which defines the object size. A good compromise is the use of the 
following colors: white or black, green, yellow, orange, red, magenta, blue, cyan and grey (see 
color plate 6a). 

This reduced set of colors is in most cases not sufficient to convey any geometrical 
information (e.g. the depth of an object), i.e. it cannot be used as representation of a third 
dimension. Colors are however very useful to associate objects on different pictures side by 
side (see in color plates 5 and compare to color plate 5). This method can even be extended to 
lists, thus combining pictorial and numerical information. 

Track separation and association in different views via color is improved, if similar 
(e.g.close) objects have different colors (see color plate 3 and 5). 

2.5. Colors on dark and light background 

The color plates 6a,b,c show points of varying size on black, blue and white 
background. For the representation of small points, a rather dark background is preferable. 
However, a light background is often preferred for a variety of reasons. If points on a light 
background are surrounded by a thin dark frame (see color plates 6 d,e,f) their visibility is 
enhanced substantially. The color of small points surrounded by a white frame and drawn onto 
dark background is not perceived, i.e. the points seem to be white. For large objects however, 
a white frame improves recognition considerably, e.g. for blue objects on black background. 

Due to the frame, the effective size of points or lines increases, which leads to a loss of 
resolution. This is overcome by drawing first all frames and in a second pass all points and 
lines. This is demonstrated in color plate 7 with a blowup of 4 tiny points drawn on black and 
white background without frame (a), drawn sequentially, i.e. frame, point, frame, point... (b), 
and drawn in two passes (c). Experience shows, that resolution is not decreased in this way, but 
in high density regions a black background is preferred. 

The methods described until now lead to a picture as seen in color plates 3 and 5, which 
are fairly easy and fast to understand. 
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3. Visual Analysis 
In most experiments a large number of events are recorded on computer storage 

devices. It is often necessary to examine visually a subset of these events for a variety of 
reasons, as e.g.: 

• check of hardware and software (on- and off-line) 
• check of selected events, 
• intuitive understanding of events, 
• search for suitable events for talks and papers. 

The examination should be effective and unbiased. However, one cannot assume that 
the intuitive impression one gets from the picture is right, in contrast to the situation, where one 
is looking at a picture presented in a talk or paper. One may be mislead for several reasons: 

• loss of information, 
• false assumptions, 
• suggestive results. 

In short: what looks good, may be wrong. 

In the following we will discuss a variety of different pictures, which might help to 
avoid misinterpretations. Starting with representations of two dimensional data we will 
concentrate then on how to represent three dimensional data. 

3.1. Use of picture transformations 

It is common use in physics, particularly when handling multi-dimensional data, to 
apply suitable non-cartesian projections in order to better visualize the data, e.g. transverse 
versus longitudinal momentum, Prj/Pz, which corresponds to p/Z in coordinate space. The 
choice of these projections depends strongly on the data to be displayed. A well known 
example is the application of logarithmic scales. It may be regarded as a non linear picture 
transformation and is particularly powerful for the examination of exponential curves, which 
are linearized (compare figures 4a and d) taking advantage of the fact that human perception 
can better judge and extrapolate straight lines than curved ones. In contrast to the original 
picture in figure 4a, the change of exponent is clearly visible in the logarithmic representation 
of figure 4d. 

It will be shown below that segments of circles (tracks) can be linearized by a cp/p 
projection, as seen in figure 4b and e. Through subsequent linear transformations it is possible 
to enhance features, which are otherwise difficult to extract (see the kink in figure 4e and c). 
These and similar methods will be discussed in the following. 

3.2. Helices in Cartesian and Angular Projections 

Due to the radial event structure and the cylindrical detector structure it is of interest to 
investigate the use of angular projections, i.e. of projections based on cylindrical and spherical 
coordinates. The most famous of such projections is the Mercator projection, which deals with 
the spherical structure of the earth. The p '/Z projection discussed above may also be regarded 
as an angular projection. 
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Fig.4 Linearization of an exponential curve and of a segment of a circle 
a) exponential curve b) segment of a circle c) compressed <p / p 
d) same curve as (a) in log. scale e) same segment as (b) in cp / p f) linear transform, of (p / p 

In many detectors, such as the LEP detectors, tracks of particles are recorded, which 
move in a homogeneous solenoidal magnetic field parallel to the Z-axis. These tracks are 
described by helices. In order to better understand the use of angular projections, the helix 
equations will be formulated in cylindrical and spherical coordinates. 

Neglecting multiple scattering, charged particles of momentum P = \PX PY PJ 
passing through a solenoidal field move along helices. If they start from the collision point at 
the origin of the coordinate system, the helices can be described in a parametric form as 
function of Act: 

X = cPT [ cos ( a 0 + Àoc) - cosoc0] 

Y = cP r [ s i n ( a 0 + Àcc) - sinaQ] 

with a Q = (p0 + 90° , (p = <p0 + Acp , Aa = 2A(p 

P 

(1) 

Z = cP zAa 

and tanq>0 = — T ~ *1PX + PY P = P2

X + P2

Y+P2

Z , tanf l 0 = ^ 
x l z 

The constant c depends on the magnetic field. Using spherical coordinates defined as: 
Y tancp = X ' 

one gets: Z = 2cP zA(p 
by approximating 

p = Jx2 + Y2 , R = Jx2 + Y1 + Z1 

p^lcPjAy , /? = 2cPA9 , 
p = 2cP rsinA9 

tantf = ^ 

a=a n (2) 
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Most particles have a sufficiently large momentum to justify the approximation, i.e. their track 
radius is sufficiently large. 

Figure 5a shows 6 tracks in Y/X, where a helix gives a circle, the radius of which is 
proportional to P?. The Y/Z projection of the same tracks leads to cycloids as seen in figure 5b. 
It can be seen from the equations (2), that under the above approximations, helices are linear 
in the angular projections <p/Z(5d), (p/p (5e) and (f>/7? (5f)- Their inverse gradient is 
proportional to Pz, PT, and P respectively. In p'/Z (fig.5c) they are straight. In projections 
where any variable is drawn versus d, e.g. (p/d (5g), one gets approximately straight, vertical 
lines. The approximation fails for helices which do not pass through the center and for helices 
with many turns as can be seen in figure 5. As long as a helix with many turns passes again 
through the Z-axis, it is described in (p/Z by a set of parallel straight lines (see figure 5d). 
Particle momentum and charge cannot be estimated from the projections Y/Z, p 7Z and (p/$. 

Fig.5: Helices in cartesian and angular projections 
a) Y/X b)Y/Z c)p'/Z 
d)(p/Z e)(J)/p f) (p//? g)(t>/$ 

The cp/p projection is particularly useful to extrapolate tracks into the barrel part of 
calorimeters, whereas (p/Z is the best projection for extrapolation into the endcap part. This is 
due to the fact, that in projections of any variable versus p the barrel parts of different detectors 
are separated on the picture, whereas in anything versus Z the endcaps are separated, so that 
the rules of chapter 2.1 can be applied. (p/Z is preferable to Y/Z, as the longitudinal momentum 
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Pz and the charge of the particles can be estimated. 

3.3. Lines through Sequences of Points 

In the pattern recognition programs the hits belonging to a track are searched for and a 
helix is fitted to them 1. In color plate 8a three helices are drawn suggesting the existence of 
three independent tracks. The helices were derived from a fit to the hits seen in 8b, which shows 
that two of the tracks belong together, as incoming and outcoming track from a decay of a 
charged particle, yielding a so called "kink". Color plate 8c shows in another example a set of 
hits, which were joined by the pattern recognition program to two tracks, shown as lines. 
Although this assignment looks very convincing, it turns out to be less obvious, if only the hits 
are drawn (8d). A better way to show the hits together with their track assignment while 
avoiding the suggestive force of lines is to color the points according to their track 
assignment(8e). 

The examples above demonstrate, that it is necessary to recognize tracks from their hits 
only. Therefore we need to understand how human perception connects a sequence of points 
to lines. 

•?.' " + S . •."'••J' ,J 

. : . . • - • • • • • . • . : • • • • : - - \ - " : >.-• ± v - -

a b c d 
Fig. 6:Track recognition by the human brain 

a) 7 lines b) 7 sets of points c) 3 sets of points d) 3 sets of points with noise 
same, blown up same, blown up 
and compressed and compressed compressed compressed 

To this purpose figure 6a displays 12 artificial, straight lines and in figure 6b the same 
lines formed of a sequence of points. In the blowup (6a) of the crowded center region seven 
lines are easily distinguished. However, if the lines are drawn as a sequence of points and 

1. In reality the fit may take into account multiple scattering leading to a curve which is only approxi
mately a helix. 
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blown up (6b), the seven lines are hardly identified. If, however, the picture is compressed in 
the direction of the lines (see bottom of figures 6b), the lines are easily identified, even if only 
drawn as points. 

Figures 6c,d show the same 3 straight lines of rather different direction and length in a 
clean (6c) and a noisy (6d) environment, where the two long lines with large spacing between 
neighboring points are lost. Compressed pictures are shown at the bottom of these figures. In 
the noisy environment, the line in the direction of the picture compression is easily identified, 
contrary to the two other tracks, of which the long one was not compressed and the short one 
was "over compressed". 

One leams from this exercise, that human perception identifies a sequence of points as 
lines by joining close points together and not by following - like a computer - a predefined 
mathematical function. 

In the case of events of radial structure, there is no preferred direction of compression 
if one wants to visualize the total event (see figure 7a). However, there are methods of radial 
compression, e.g. the fish eye view (see figure 7b). The principle of such methods can be 
summarized as follows: the angle under which a point is seen from the center remains 
unchanged, but its distance from the center p is changed via a suitably chosen function to 
PNEW = F ( P ) ' e -S- PNEW = a + bP w i t h a > 0 a n d 0 < £ < 7 . 
K ALEPH Ruml0890 Evt=570 

x^ 
/ 

& 

d 
Fig.7: 271 compression of a total event in the ITC(I) and the TPC(T) 

a) Y/X b) fish eye compression c) 9 / p d) compressed 9 / p 

A more powerful method consists in "unrolling" the picture to the <p/p projection (see 
figure 7b) and compressing it (see figure 7c) in p direction. 

If only a section of the events is to be visualized, there are other methods, which will 
be discussed below. 

112 



a) wire frame 
Color plate 1 : Different ways to draw a detector 

b) colored areas c) colored areas + wire frame 

ALEPH 

w 
i _ L . i.-i 

\ \ < \ \ > 

Color plate 2 
a) Skyline 
d) unframed area 

Skyline (a) and radial histograms (b-f) of energy deposits in a calorimeter 
b) wire frame c) structured wire frame 
e) framed area f) structured area 
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Color plate 4: Overlapping radial histograms in p'/Z 
b) structured areas drawn in the sequence: 

a) wire frame 
histogram 1, histogram 2, wire frames of histogram 1. 

Color plate 5: Use of colors to separate and correlate tracks for the event shown in color plate 3 
b) Section of the TPC and the inner detectors in p'/Z 

a) p'/Z c) Section of the TPC and the inner detectors in Y/X 
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Color plate 6: Points of different size on black, blue and white background 
a) without frame on black b) without frame on blue c) without frame on white 
d) with frame on black e) with frame on blue f) with frame on white 

Color plate 7: Various ways to draw (framed) points in the sequence 1,2,3,4 
a) unframed points on black b) points and frames drawn together: c) all frames drawn first and 

then all points 
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Color plate 8: Tracks drawn as lines or as a sequence of points with different color schemes 
a) lines b) points with track dependent color 
c) lines + points with track color d) points is one color e) points with track color 

a) Y/X with aspect ratio = 1 

b)<p/p 

Color plate 9: Methods to blow up single tracks 
b) Y/X with aspect ratio = 6 c) residual plot, above: Y-X-plane 
e, f) linear blow-up of <p/p f) hits colored as in (c) 
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a) Y/X b) compressed cp/p c) 9/1!) d) (p/(i5+kD) 
e) <p/(ti+kD) t) cp/OiVkD) g) (p/(i3±kD) 





Color plate 12: Active cells of the SICAL (blue, pink = clusters 1, 2, yellow = noise) as wire frames 
a) perspective projection t>) blow-up of a section of (a) 

Color plate 13: The same active cells of the SICAL as shown in color plate 12 
a) Puzzle Plot b) blow-up of a section of (a) 



3.4. Blow-up of a sequence of points 
In many detectors hits are recorded with very high precision. In the ALEPH TPC hits 

are recorded with a sampling distance of d - 60 mm and a precision of A = 180 \i. In order to 
visualize errors of this size on a screen, one must blow up the interesting part of a picture such 
that 1 pixel corresponds at least to 180\i As a consequence a screen image with 1000 x 1000 
pixels covers only a detector area of 180 x 180 mm 2 in the case of a symmetric magnification 
(aspect ratio = 1). Therefore one ends up with only very few points on the screen, i.e. one 
looses the relevant context to all the other hits of the track. This gets even worse for detectors 
of higher precision. 

If one is only interested in the errors perpendicular to the track direction, a small 
magnification in track direction and a high one perpendicular to it (aspect ratio > 1) yield a 
picture, on which many hits are visible as well as their deviation from a smooth track. Color 
plate 9a displays a section of Y/X with aspect ratio = 1. The rectangle shows a section, which 
is blown up to give the picture in color plate 9b with an aspect ratio defined by the sides of the 
rectangle. 

However, if tracks are rather curved, as is the case in color plate 9a, they can only be 
contained in a correspondingly large rectangle, which means, that the magnification 
perpendicular to the track is limited. This can be overcome by first linearizing the track using 
(p/p (9d) followed by a sufficiently large linear transformation. As an example, the 
parallelogram containing the tracks as seen in color plate 9d is transformed to the full size of 
the square picture (9e), where the scattering of the hits is now clearly visible. 

So a magnification can be reached (9e and f), which yields a picture similar to a 
residual plot (9c, upper part). The residual plot, however, has the disadvantage not to show 
tracks or hits close by. Note the use of colors to associate the hits between color plates 9d and f. 

In essence it turns out that through such methods the limits due to the resolution of the 
screen and of the human visual system can be overcome. 

3.5. Visualisation of the Vertex Region 

It is sometimes required to blow up track images near to the vertex region, e.g. for the 
investigation of secondary vertices close to the vertex. This can be accomplished by a linear 
blowup or by use of the fish eye transformation (see chapter 2.2), which allows to visualize the 
tracks further away from the centre. Close to the vertex, i.e.in the region of interest, it yields a 
picture similar to a linear blowup, so that distances and correlations can be estimated correctly. 

3.6. Imaging Events from Fixed Target Detectors 
In many detectors, particularly in fixed target detectors, particles leave the interaction 

point in a preferred direction. Two questions, arising when visualizing such events, will be 
discussed here: 

• How to estimate visually, by which amount straight tracks point beside the 
interaction point? This problem arises in experimental setups, where tracks 
are curved by a magnetic field but recorded in a detector further down outside 
the magnetic field. 

1. The parallelogram and the rectangle are defined interactively using the rubber band technique. 
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• How to show tracks in small subdetectors close to the center and large 
subdetectors further downstream simultaneously? 

Figure 8a shows a simulation of hits recorded outside a magnetic field. The amount by 
which the tracks point beside the interaction point is a function mainly of the particle 
momentum, which is of main interest. However, due to the large distance of the hits from the 
interaction point it is rather difficult to estimate this quantity from the picture without relying 
on a pattern recognition program providing straight lines for backward extrapolation as in the 
bottom of figure 8a. 

• *•*" • *•*" y \ ! ! ! \ • *•*" • *•*" 
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a) Y/X 
Fig.8: Non linear transformations of straight track segments 

b) Y'/X' c) X/Y d)X"/Y" 

The tracks can be described by Y = a + bX, where X is the downstream axis. As 
mentioned above, the offset, a, depends mainly on the particle momentum and only very 
slightly on the track direction, unlike the gradient, b, which depends on both. The equation can 

be rewritten as F = -̂  = — + b = aX' + b. one sees that the non linear transformation 

X = X T = - transforms straight lines into straight lines. They are shown in Y'/X' in 
A. 

figure 8b . From the gradient a of these lines the particle momenta can thus be locally 
estimated, i.e. from a picture showing only the hits without the center point. 

formulation X" = 

By further application of linear transformations one can derive a more general 
X Y y , Y' = , which again leaves straight tracks straight [2]. 

This transformation corresponds to the picture formed in our eye, when looking with a grazing 
view onto a flat image . Figure 8c shows a picture - X/Y - from two subdetectors of very 

1. The Y'/X' projection was properly scaled. 
2. If y« X , X can be replaced by p leading to the fish eye transformation discussed before. 
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different size with 4 straight tracks. In X"/Y" (8d) the tracks remain straight, but can be resolved 
in both subdetectors, and the track segments can be connected by a straight line. This 
transformation can also be applied to curved tracks. If only slightly curved, the track images 
are practically identical to those obtained from the fish eye transformation discussed before. 

3.7. Island Representation of Calorimeters 

Calorimeters are composed of cells, in which energy is deposited either by the 
traversing particles or by their showers. These cells may be grouped together in layers 
surrounding the inner part of the detector (see the three layers of points in the outer ring shown 
in figure 9a). The optimal projection for the representation of these layers depends on the 
geometrical structure of the calorimeter. The electromagnetic and hadronic calorimeters in 
ALEPH have a projective structure, i.e. neighboring cells of different layers can be grouped 
into towers, the axis of which points to the center of the detector, as well for the barrel as for 
the endcap. This suggests the use of (p/ô to display single layers, as: 

• barrel and endcap can be shown on the same picture, 

• pictures of different layers have the same geometrical structure. 

Fig: 9: Display of tracks and calorimeter data in Y/X (a) and (p / Û (b-f) 
a) Y / X b) Full structure of layer 2 c) Full structure of layer 3 
d) Island structure of layer 1 and e) Island structure of layer 2 0 Island structure of layer 

TPC tracks The area of the squares is proportional to the deposited energy. 

In figure 9a hits lying in a given solid angle are shown. The same hits are shown in (p/û 
for layer 2 and 3 in figures 9b and 9c, respectively. The amount of deposited energy per cell is 
proportional to the size of the squares inside the cell. In order to analyze the shower 
development between these two layers, the active cells - cells with deposited energy - in layer 
2 must be compared to the corresponding ones in layer 3. This is facilitated considerably, if 
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only towers are drawn, which have active cells in at least one of the three layers (see 
figures 9d,e,f) [3]. This yields an irregular, island like substructure identical in all three images, 
which helps to correlate the cells in the different layers. 

The next problem is how to associate tracking information to the calorimeter 
information, i.e.tracks to showers. In Y/X shown in figure 9a, the track to shower correlation is 
not obvious, due to the missing Z-information and to the overlap of showers lying behind each 
other. If q>/£ is used instead, two methods may be applied: 

• A track fit is made to the tracks, and the entry point into the first layer is 
displayed. In this case one relies on a good track recognition and fit. The 
direction under which particles enter the calorimeter is not visualized. 

• The hits of the TPC are superimposed in a cp/ô- projection onto the first layer 
(see figure 9d). This method is rarely used, as further information is needed 
for an unambiguous analysis. In this representation there is no information, if 
the azimuthal angle <p increases or decreases for the tracks, e.g. if the right 
track seen in figure 9d is associated to the island above or below. For this and 
other reasons it is necessary to use additional projections and reliable methods 
of track correlation between the different projections. 

Particle momentum and charge cannot be estimated from cp/ô. This problem and the 
difficulties when applying the second method, are caused by the fact that only two dimensional 
projections are applied. In the next chapters possible solutions to represent the full three 
dimensional information will be discussed. 

4. Three Dimensional Representations 
for Visual Analysis 

Many (sub-) detectors record the position of hits in three dimensions. Here we will 
assume, that the errors of all three measured coordinates are sufficiently small, so that patterns 
of tracks or showers can be meaningfully visualized in any projection. 

For the representation of such data we will try to find single pictures or picture sets, 
which allow to extract all relevant information. 

Several methods are used to solve this problem: 

• perspective projections, sometimes called 3D, 

• volume rendering, shading etc., 

• smooth rotations on appropriate 3D-stations, 

• stereo pictures, 

• technical drawings showing front, side and top views, 

• unconventional methods applicable for special sets of data. 

The application of these methods for visual event analysis will be discussed in the following 
chapters. 
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4.1. Perspective Projections 
Figure 10a shows a two dimensional wire frame projection of two objects, which we 

interpret as being three dimensional objects. In doing so, we apply more or less strictly a set of 
assumptions, namely 

• Straight lines on the picture are straight in space. 
• Each line represents one line only, i.e. it is not composed out of several lines, 

overlaid or just touching on the projection. 
• Lines parallel on the picture are parallel in space. 
• Lines touching each other at a corner, touch each other in space. 

• The angles between lines at the corner are angles of 90°. 
• Several discrete line segments lining up on the picture do so in space. 

As a consequence we see two cubes in figure 10a. But there exists an infinite number 
of three dimensional objects, which yield the same two dimensional image. One such object, 
for which the above assumptions are not fulfilled, is seen in figure 10b which is obtained from 
10a by a rotation of 20° around a vertical axis in the picture plane. If we see a picture like the 
one in figure 10a, we prefer automatically the most familiar solution. However, we can only be 
sure that this interpretation is right, if we know beforehand, that the above assumptions are 
valid, or if we know beforehand, that we see two cubes. 

Fig.lO:Perspective projections of 
a) two "cubes" b) two "cubes" rotated by 20° c) TPC + ECAL 
d) TPC + event (left eye) e) TPC + event (right eye) rotated by 6° f) TPC + ECAL blown up 
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If we know, that what we see is a cylinder, we can reconstruct a three dimensional 
cylinder in our brain from a two dimensional projection of it. Therefore, a two dimensional 
projection of a detector, of which we know what it looks like, will form a three dimensional 
image in our brain (see figures 10c,d,e). 

However, if we look at points, at lines or at an event, no one of the above assumptions 
is valid a priori. For an event there is no way to estimate the depth of points and tracks (see 
figure lOd), i.e. the picture of the event remains two dimensional. Furthermore, one may be 
mislead by basing a decision on the preference of the simplest solution, which is even 
reinforced, if a two dimensional projection of hits and tracks is combined with a three 
dimensional detector image. An exception are points (e.g. confirmed end points of tracks) from 
which we know, that they lie on a plane. If this plane is surrounding a volume, one gets two 
solutions, one for the front and one for the back plane. 

The advantage of showing the detector lies in the fact, that the direction, from which 
we are looking, is visualized. Furthermore one transmits the information, that the data are three 
dimensional. 

A problem arises, if a part of the picture is blown up in a way that the lines, which 
compose the cubes, the cylinders etc., are unconnected. In this case the assumptions above, 
even if valid, cannot be applied, so that a rather complicated picture results (see figure lOf)-

In the case, that the event and not the detector is of main interest, we can conclude that, 
what is often called 3D, is in reality a 2D projection not able to convey all relevant information. 
There are classical methods to improve this situation, namely the combination of perspective 
projections with 

• shading and volume rendering, 
• smooth rotations, 
• stereo pictures. 

They will be discussed in the following. 

4.2. Shading and Volume Rendering 

The picture of an event consists of 
• points and lines, representing hits and tracks, which must be kept thin, in order 

not to loose resolution for the display of many of them, and of 
• rather small boxes representing calorimeter cells, where often cells lie behind 

each other. 
In the first case volume rendering techniques cannot be applied as we cannot distinguish 
enough intensities or colors on small objects. In the second case the wire frame technique must 
be applied if cells should not be obscured. This excludes shading and volume rendering. 

If shading and volume rendering are applied to several subdetectors surrounding each 
other, one is lead back to cut away perspective views, onto which a two dimensional projection 
of an event can be overlaid, but the event picture and the underlying detector picture do often 
not correspond to each other. One may find simple events which allow this, but for visual 
analysis, which has to handle all events, these methods seem not to be applicable. 
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4.3. Smooth rotations 

One of the best methods to get additional information about three dimensional objects 
from a two dimensional display is a smooth rotation. During rotation the three dimensions of 
the data, their horizontal and vertical picture position (H, V) and their depth (D) are mapped 
onto H, Vand the speed of displacement, i.e. onto three independent variables. 

When applying a small smooth rotation, it is possible to identify hits, tracks or track 
segments, which are close to each other, as they move with similar speed. However a rotation 

of about 6°, as between figures lOd and 10e, leads to a displacement A = y^, i.e. the precision 

by which we can estimate the depth position is reduced by one order of magnitude. In many 
cases this is insufficient, e.g. the curvature of a track bent in the rotation plane can hardly be 
judged. 

If one rotates by 90°, the errors of A and D become compatible. In this case one gets a 
smooth transition between two views, which helps to associate the images of hits and tracks on 
the first view with their corresponding images on the second one. However, for high 
multiplicity events, this method of association becomes rather tedious. It will be shown in 
section 4.5, that three orthogonal views are needed in more complicated cases, i.e. rotations 
around different axes are required. Thus a thorough check of an event becomes time consuming 
and requires a fair amount of discipline from the operator. 

4.4. Stereo Images 
If we could look at the data, presented in one way or the other in real 3D, e.g.on a stereo 

device, we would be rather pleased to easily understand the detector picture and the event 
structure and to be able to confirm the assumptions of section 4.1. The display of the detector 
image helps considerably, as it gives the necessary information of the depth scale. As each of 
our eyes is a 'two dimensional image recorder', smooth rotations help us to match the points 
and lines from the two images in our brain.1 

However, stereo imaging suffers from the same deficiency as discussed in the previous 
chapter. Due to the relatively small eye distance as compared to the distance between our eyes 
and the objects, the depth precision, when looking at things, is considerably worse than the 
lateral precision. This is even true, if the objects are reduced in size and projected close to us. 
Again, we are unable to judge the curvature of a track, if it is curved in a plane through our 
eyes. These observations are easily confirmed with real objects. 

From the figures lOd and 10e one gets a stereo image, if one succeeds to look at the left 
picture with the left eye and the at the right picture with the right eye. One may estimate by 
comparing the two images the tiny differences, which lead us to see a stereo image. 

4.5. The Method of Technical Drawings 
A commonly used method of representing three dimensional objects is found in 

1. Colors do not help the matching, as stereo recognition in our brain uses the intensity information of 
the pictures only. Proofs are found in the literature [4] and by the fact, that our stereo vision is not dete
riorated, if images are artificially presented to the left and the right eye with different colors for identical 
objects. 
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technical drawings, where three orthogonal projections are used, normally the top, front and 
side view. In figures 1 la,b,c five specially selected tracks are shown in Y/Z, Y/X and X/Z. Apart 
from a small change in length, the group of three tracks (1,2,3) gives the same image in Y/Z and 
Y/X, whereas they look very different in X/Z. Apart from a rotation in the picture plane, the 
images of the two isolated tracks are practically the same in Y/X and X/Z, but are different in 
Y/X and Y/Z. 

For a thorough check of a track - or a set of nearly parallel tracks - two projections are 
required, one where the track is seen curved and one where it looks practically straight. In the 
case of an event, where tracks go into many directions, at least three projections are required, 
as in the example above. This means that the event must be rotated around several axes. 

K ALEPH Run=9094 Ev=587 

5 \ \ a 

\ 
Fig. 11 :Top, front and side view and p VZ of five selected tracks 

a) Y/Z b) Y/X 
c) X/Z d) p ' /Z 

However, Y/X (figure lib) and the non linear p'/Z projection (figure l id) show all 
tracks either from the curved side or from the straight side, respectively. This is due to the fact 
that a track looks straight in Y'/Z with Y = ysincc + Xcosa , if a is chosen such that the track 
lies approximately in the picture plane, which means Y ~ p' . Therefore, the top, front and side 
view can be replaced by the two orthogonal projections Y/X and p 7Z. This is due to the fact 
that all tracks point to the same center. 

However, very close to the center, the radial event structure is normally broken due to 
measuring errors, so that the interpretation of p VZ becomes difficult. It should be further kept 
in mind, that momentum conservation cannot be checked in this projection. 

Even the use of two projections instead of three suffers from the fact, that one has to 
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associate hits and tracks in one picture to their image in the other one. Therefore, it will be tried 
in the following to show ways of presenting three dimensional data in one picture only, using 
unconventional but less intuitive projections. 

For all methods of 3D data representations discussed so far, it is difficult to find 
solutions of simultaneous data compression of the total event, as discussed in chapter 3.3 for 
2D representations. 

5. The V-Plot, 
a Three Dimensional Representation 

for Visual Analysis of Tracks 

It is the advantage of conventional projections, that they can be applied to a large 
variety of objects and experimental setups. However, this is also their biggest disadvantage, as 
it is difficult to optimize them to special problems. In the following we propose projections, 
which were specially developed for the ALEPH experiment. We will discuss a picture called 
V-Plot, which was developed for helices, i.e tracks of particles moving in a homogeneous 
solenoidal field. We will then generalize the underlying principles and apply them to a different 
experimental configuration. 

5.1. The Helix Representation via the V-Plot 

It was shown in chapter 3.2 and figure 7d that tracks are better recognized in a 
compressed (p/p projection than in Y/X. This is shown again in color plates 10a,b. The 
compression facilitates the identification of tracks, but not their separation, as the total picture 
space is reduced as well (10b). The best track separation is obtained via 0/$ (color plate 10c). 
As discussed before, a representation in §/û does not allow to estimate charge and momentum, 
in contrast to <\>/p, and it is not possible to verify, if tracks really enter and leave the chamber. 

Therefore it is tempting to use a linear combination of the two projections, namely 
(p/(û+kp). In color plate lOd, a slightly modified projection q>/($+kD) is shown with 
D = pMAX - p, where pMAX is the outer radius of the tracking device, here the TPC. The value 

of k is interactively chosen and scales the gradient of the straight track images. This projection 
conserves most of the good features of both projections, namely approximately straight track 
images, the ease of momentum and charge estimation as in (p/p and the good track separation 
as in (p/d. 

(p/p and (p/r> are two projections, which together represent the full 3D information of 
the data. They may be replaced by the two symmetric projections, q>/(ft+kD), introduced 
above, and <p/(-d-kD). If k > 0, they represent the full 3D information as well (see color plates 
10e,f). As last step, the two projections are drawn on top of each other as seen in color plate 
10g. The two superimposed track images of a single track form a V pattern, where the exit 
point, D = 0, lies at the tip of the V. 

A somewhat modified definition of the variable D is more useful: D = RMAX i^) ~ R> 
where R is the spherical radius defined above and R m x

 t n e distance of the outer surface of the 
tracking detector from the center in the direction of the hit, so D is the distance from the hit to 
the outer surface of the TPC in this direction. If the tracking detector is of cylindrical form, 
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RMAX depends only on û, i.e. RMAX = Min ( - 4 ^ , t, ) , where the outer cylinder surface 

is given by p ^ and ± Z ^ . 

The interpretation of this so called "V-Plot", as can be derived from the equations 2 in 
chapter 3.1, is summarized in the following: 

• V-position : §,$ => spatial track direction. 

• V-direction : up or down => particle charge. 
ALEPH: up => negative, down => positive charge. 

• V-angle : gradient- -= = particle momentum"1 

Wide V's =» high momentum, 
narrow V's =* low momentum. 

• V-width : proportional to D, i.e. to track distance from exit. 
The tip of the V denotes the track exit. 

• curved V-arms : the track has either low momentum or its origin 
is outside the center. 

This means, that one can retrieve the full 3D information from the V-Plot. This is due to the 
fact, that two projections are superimposed. As the ordinate (p is the same for the two 
projections, a hit is represented by two points, which may be replaced by a horizontal line 
connecting them. Such lines have three degrees of freedom. Their center point gives 9 and # 
and their length is a measure of the distance of the hit from the outer surface of the detector, so 
that one could in principle recalculate the three original hit coordinates. The V-Plot is therefore 
a 3D representation of the TPC hits. 

The V-Plot has a particularly high information content. However, one has to prove, that 
a human operator sitting in front of a terminal is able to work with these pictures, and 
especially, that the doubling of hits and of tracks does not give pictures, which are too 
complicated for visual analysis. Such an investigation cannot be done by theoretical arguments 
but by applying this technique to typical and difficult events. 

5.2. Application of the V-Plot, Example 1 

To illustrate how to work with the V-Plot in practice, Y/X, (|>/p and the V-Plot are 
compared in color plate 11 showing an event, which was cleaned by eliminating all noise hits, 
i.e. hits, which were not associated to tracks by the pattern recognition program. When stepping 
clockwise, i.e. with increasing 9, through the tracks, one can compare the track representations 
in Y/X(1 la) with those in the V-Plot (lib). This comparison is simplified by passing through 
the compressed <j>/p projection in color plate l ie . 

On color plate 11 several tracks are labeled by their measured momentum in [GeV/c] 
to demonstrate the relation between momentum and V-angle and to help the reader to associate 
the track images in the different windows. 

Some special tracks are blown up in the inserts of color plate 11. The region around the 
track labeled "kink", is blown up from the V-Plot (1 lh) and from Y/X (1 le). The kink is very 
pronounced in the V-Plot (1 lh) when compared to Y/X (lie). As this kink is mainly due to a 
variation of •&, it would be better visible in p VZ, which is not shown here. 
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The V-arms of the blue track in insert (1 lh) and the V-arms of the yellow track in 1 lb 
are curved indicating that the tracks do not originate from the center. 

The red V of the 1.5 GeV/c track is blown up in insert (g). The scattering of the points 
around a straight line is due to the limited precision of the measurements and multiple 
scattering. This demonstrates that one reaches a magnification, where the detector precision 
gets visible, so that one is neither limited by screen resolution nor by the human visual system. 

The region around the 3.7 and 8 GeV/c tracks (red and blue) is blown up as Y/X (1 Id) 
and V-Plot (llf). The two tracks have one point in common, hence the two tracks cross in 
space, which cannot be unambiguously derived from Y/X (lid), as the depth of the hits is not 
represented. Many tracks crossing each other are found in Y/X (1 la) but from the V-Plot (1 lb) 
one can derive, that no other tracks cross in space. 

5.3. Application of the V-Plot, Example 2 

A minor but rather helpful detail needs to be mentioned before discussing the next 

example. As û = atan- increases with decreasing Z for a fixed value of p, left and right 

would be inverted when comparing (p/-ô with p'/Z. To avoid this, the •ô-axis is defined as 
pointing to the left in the V-Plot and in all q>/-& projections. This is indicated in figure 12a by 
the arrows. 

Fig. 12: Use of the V-Plot 
a) V-Plot b) section of the V-Plot c) Y/X 

d) p ' /Z e) p ' /Z cleaned 
f) section of V-Plot with connected hits g) Y/X h) Y/X with hits and tracks 

Figure 12a shows the measured hits (noise not removed) of the ALEPH TPC as V-Plot. 
The V-Plot provides a simple tool to select hits or tracks through a volume defined in position 
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and size via (p, •& and p. This volume can subsequently be visualized in other projections or 
again as V-Plot, as is shown in the following examples: 

• The angular section defined by the large rectangle (12a) is shown as V-Plot in 
12b, as Y/X in 12c and as p 7Z in 12d, 

• the angular section defined by the small rectangle in 12a is shown blown up 
in 12fandasy/^in 12g,h, 

• from the tracks seen in figure 12b, two are selected through the rectangle in 
this figure and shown as p '/Z in 12e. 

The kink in track 5, which is due to the decay of a charged particle, is enhanced through 
the vertical compression of the V-Plot (12b) as compared to the kink shown in p'/Z(\2e). 

The blowup of the V-Plot (12b) shows a quadrilateral pattern typical for the decay of a 
neutral particle into a positive (2) and negative (1) particle. The corresponding tracks have a 
common origin in the TPC, i.e. away from the primary vertex. No other pattern of this form is 
found in 12a and 12b, i.e. no other decay of a neutral particle exists in the TPC. It is rather 
difficult to confirm that fact from Y/X and p '/Z. 

The assignment of hits to tracks by the pattern recognition program, as indicated 
through the lines in 12f and 12h, looks rather unlikely in the V-Plot, where it is checked in 3D, 
compared to Y/X, where the depth information is lost (see also color plate 8c,d,e). The probably 
false association of the hits to tracks by the program may be due to the fact that the two tracks 
cross in space, as can be seen from 12f. 

5.4. Extrapolation of Tracks via the V-Plot 

In chapter 3.6 the cp/fr representation of calorimeter cells was discussed (see figure 9d). 
However no satisfactory method was found to associate the tracking data from the TPC to the 
calorimeter data. This problem is solved by use of the V-Plot. 

Figures 13a and 13b show the front and side view of two tracks and those calorimeter 
hits, which lie in the same direction. The cp/ô projection of the three layers of active calorimeter 
cells is shown in figures 13d,e,f, where the shower development can be estimated easily, as 
discussed before. In figure 13c the V-Plot of the two tracks is superimposed to the calorimeter 
islands, so that the clusters created by the two charged tracks can be identified and the 
properties of the two tracks evaluated. If for some reason the last hits of a track are missing 
(which is not the case here), the exit position of the track can easily be deduced, i.e. even in this 
case tracks and showers can be correlated. 

As seen in this example, the V-Plot is that representation of tracking data which is 
complementary to the most used display of calorimeter data, namely the Lego Plot. 

The V-Plot is also applicable to backward extrapolations of tracks into inner tracking 
subdetectors, e.g. into a vertex detector, as long as three dimensional data are recorded. 
However, backward extrapolation via the V-Plot may lead to very complicated pictures, when 
getting too close to the vertex. This is the case if tracks do not point precisely to the vertex due 
to measuring errors, secondary decays etc., so that the variation of cp and d gets very large. 

1. The angles are interactively defined by use of a rubber band cursor, the values of p are preset. 
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Fig. 13:Association of TPC tracks to a calorimeter 
&)Y/X b)p' /Z 
d) <p / "à of calorimeter layer 1 e) (p / ~d of calorimeter layer 2 
The area of the squares is proportional to the deposited energy. 

c) V-Plot + calorimeter islands 
f) (p / "& of calorimeter layer 3 

5.5. The V-Plot for super high multiplicity events 

Figure 14 shows the front view, Y/X, for a simulated "super event" with 221 tracks. The 
simulation was accomplished by superimposing many events from the ALEPH TPC. Only few 
tracks can be identified in the front view even when blown up (see figure 14b). The display of 
such "super events" in other conventional projections yields even more difficult pictures due 
to cycloidal track patterns. The simultaneous use of two conventional 2D projections, in order 
to examine the tracks from several sides, excludes itself, as it is practically impossible to 
correlate the tracks. These projections can only be used, if one succeeds to apply cuts so that 
sufficiently few tracks are displayed. 

Track identification is possible via the V-Plot (figure 15a), as long as the tracks leave 
the chamber, i.e. do not spiral. By blowing up crowded regions (the framed region in 15a is 
blown up in 15b) practically all non spiraling tracks can be identified. 

By defining a volume through an angular section, as discussed in chapter 5.3, single 
tracks or groups of tracks can be selected and displayed in conventional projections. The hits 
contained in the rectangle of figure 15b are shown in Y/X in figure 15c, where tracks are easily 
recognized. This track selection acts like a depth cut ( £-cut, not Z-cut! ) on Y/X. Despite the 
high multiplicity of such events it may be possible to generate conventional pictures suitable 
for talks and papers by applying selections of this type. 
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Fig. 14: Super high multiplicity event with 210 tracks 
a) Y/X b) blow-up of Y/X defined by the rectangle in figure a 
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Fig. 15: Super high multiplicity event with 210 tracks 
a) V-Plot b) blow-up of the V-Plot c) Y/X of the hits selected through the rectangle of figure b. 
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5.6. Generalisation of the V-Plot 
The V-Plot technique is constrained to 3D data only, which might either consist of 3D 

hits or of 3D track segments. In the latter case the spatial position may be measured directly or 
may be determined through the averaging of sets of hits or may be obtained through other 
methods. 

From the special form of the V-Plot, described above, we will try to deduce general 
rules to construct a V-Plot, namely: 

• The V-Plot is a superposition of two symmetric projections. For each 3D hit 
two points are drawn. The position of the center between them and their 
distance kD are calculated from the coordinates of the hits. The angle P under 
which the two points are drawn can be chosen in a convenient way. It is 
important that no other information than the 3D position of the hit is used. 
Especially, the association of a hit to a track is not taken into account. 

• The projections must be chosen in a way to (approximately) linearize tracks 
and to compress all of them simultaneously. An optimal compression is 
achieved, if for k=0 a radial straight track is seen as a single point. 

• The distance kD between the two point images is a measure for the distance R 
of the 3D hit from the center. 

• H, V and D should be chosen in such a way that charge and momentum can be 
estimated. 

If a variable U (or a function of variables) is (approximately) constant for all points of 
a track, then H, V,D and (3 may subsequently be modified through this variable in order to fulfill 
the above requirements and to yield a usable picture, e.g. H is changed to H'=HF(U) . Under 
this transformation straight V-arms remain straight. 

Various realizations of V-Plots are published elsewhere [5]. In the next chapter one of 
them is presented. 

5.7. The V-Plot for straight track sections outside a magnetic field 
(TPC Tracks of the NA35 Experiment) 

In the fixed-target heavy-ion experiment - NA35 - at the SPS/CERN a large number 
of particles leaves the target in very forward direction, defined as X-direction [6]. A 
perpendicular homogeneous magnetic field (in Z-direction) bends the particle trajectories in the 
X- Y plane. About six meters downstream, outside the magnetic field, straight track segments 
are recorded by a TPC, delivering 3D track hits. Figure 16a shows the setup in Y/X, with the 
vertex at the very left and a rectangular block of the TPC hits at the right. A blowup of the hits 
is shown in figure 16d and the other two projections Y/Z and Z/X in figures 16b,c respectively. 
The only projection, where tracks can be distinguished, is Y/Z. However, it is difficult, if not 
impossible, to estimate charge and momentum. 

The straight tracks in the TPC can be described by Y = aX + b and Z = cX, where the 
gradient a depends on the direction and the momentum of the track; the offset b is an 
approximate measure of the track momentum, hence is of higher interest. 

The general V-Plot rules of the previous chapter are fulfilled by setting 
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H 1 1 Y , V = y , D = X{X2(Y~ ~ y) ~X-X1 , whereX2 and X2 define the position 

of the entry and the exit plane of the TPC, respectively. Then one displays V versus H±kD. 
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Fig. 16: An event from the NA35 TPC 
a: setup of the experiment in Y/X 

c) Z/X 

Y ,Z 

d) Y/X 

If k=0, this V-Plot is identical to - / - , which is rather similar to the best of the above 
XX 

projections, namely Y/Z (figure 16b); the interpretation of the V-position is therefore straight-
forward. In / the image of a radial straight tracks (b = 0) is reduced to one point. The 

A A 
V-arms are drawn in the symmetric projections V/(H+kD/2) and V/(H-kD/2). For the points 

Z Y 1 
of a single track ( - = c ) these projections are identical to - / - apart from a linear 
transformation. As discussed already in chapter 3.5, straight tracks transform into straight 

Y 1 
tracks in this projection, as - = a + b-. Therefore the arms of the V are straight, their 
gradient b is a measure of the particle momentum and the V-direction gives its charge, so that 
one gets the same features as for the V-Plot of the ALEPH TPC. One feature is especially 
important, namely that both, momentum and charge, can be estimated locally from the display 
of the TPC hits only without displaying the vertex point. 

Figure 17 shows a simulation of track hits with either 2, 6 or 12 GeV/c in Y/Z and as 
V-Plot. It is evident, that the shape of the track images, the V's, depends only on momentum 
and not on the position of the tracks. 
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Fig. 17:Simulated hits of tracks with predefined momenta P (without measuring errors) 
a) P = 2 GeV/c , Y/Z b) P = 6 GeV/c , Y/Z c) P = 12 GeV/c , Y/Z 
d) P = 2 GeV/c , V-Plot e) P = 6 GeV/c , V-Plot 0 P = 12 GeV/c , V-Plot 

The NA35 event shown before in figure 16 is displayed in figure 18 as a V-Plot, on 
which the tracks are easily identified, and from which one can extract momentum and charge 
of the particles1. 

6. The Puzzle-Plot, 
a Three Dimensional Representation 

of Calorimeter data 

Figures 13d,e,f show three layers of a calorimeter side by side, so that one can follow 
the shower development by comparing the three pictures, as discussed before. It is possible to 
recognize, which cells in the different layers form a cluster, i.e. belong to the same shower. 
Thereby it is possible to verify independently the clustering algorithm of the pattern 
recognition program. With increasing number of layers, however, this gets more and more 
tedious. 

1. The data originate from one of the very first events ever recorded in the NA35 TPC, which was not yet 
well aligned. 
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Fig. 18: V-Plot of the same NA35 event as in figure 16 

An example of a calorimeter with a large number of layers is the ALEPH Silicon 
Calorimeter, SICAL. It has a cylindrical structure and consists of two parts 2.5 m down and up 
stream from the center with a length of 12 cm, an inner radius of 6 cm and an outer one of 
14.5 cm. Each cylinder is divided into 12 disks, each disk is divided into 16 rings and each ring 
into 32 angular sections with Acp = 360°/32 = 11.25°. Thus the detector consists of 6144 cells 
in 12 axial and 16 radial layers. Each of the disks is rotated by A(p/5 as compared to the previous 
one, i.e. the disks are "staggered". 

In color plate 12a all active cells are displayed in the wire frame technique in a 
perspective view. A section is blown up in color plate 12b. All blue cells are considered by the 
clustering algorithm to belong to the same cluster. The same is true for the pink cells. The 
yellow cells do not touch these two clusters and have too little energy to form a cluster 
themselves, i.e. they are regarded as noise by the clustering algorithm. 
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However, the picture is very complicated due to the large number of active cells and 
due to the fact, that perspective drawings are less well comprehensible if lines are curved and 
the objects have different orientations. The picture would get even more complicated if in 
addition one would try to display the amount of energy deposited in the active cells. 

By use of such pictures it is possible to prove, that clusters do not touch each other, if 
at least one suitable viewing direction can be found, where they appear separated (see the blue 
and pink clusters in color plate 12). It is more tedious to prove that all noise cells (yellow) are 
not connected to one of the clusters, as it may be necessary to select a different direction of 
view in each case. For the usual complex clusters, however, it is impossible to identify visually 
all cells belonging together. The Puzzle-Plot, explained below, offers a way out. However, it 
is not intuitively understandable. 

The rules to interpret the Puzzle Plot are best explained by ignoring for a moment, what 
is known about the calorimeter. Color plate 13a shows a Puzzle Plot and 13b the blowup of a 
section. The blowup shows 10 black fields separated by white lines, where each field contains 
one or several "triple-crosses". A triple cross is composed of one vertical bar and three 
equidistant horizontal bars of identical color. The crossing points of the bars lie along three 
diagonal lines and are emphasized by a black spacing between the bars. The yellow one in 13b 
may serve as example. 

Next we try to find all connected triple crosses applying the following rules: 
Triple-crosses in neighboring fields are connected if: 

• 1) one (or two) of their horizontal bars touch each other, or 
• 2) their vertical bars touch each other. 

Triple-crosses in the same field are connected, if: 
• 3) their vertical and horizontal bars have minimum distance between each 

other, which in this example is equal to the distance of the pink bars in one 
field. 

One sees clearly, that all blue triple-crosses in 13b are connected directly or indirectly via other 
triple crosses. The same is true for the pink ones, whereas the yellow one is unconnected. 

There is a close correspondence between these rules and the problem to find clusters in 
the SICAL, as the black fields are a mapping of the towers arranged vertical to the Z-axis and 
the triple crosses describe the position of the active calorimeter cells. The position of a 
triple-cross is defined by three independent variables. Two (H, V) define the position of the field 
in which it is drawn, and one (D) defines the position of the triple-cross inside the field along 
the diagonal lines. The position of a cell in the SICAL is defined by cp, Z and p. If one sets 
V = cp, H - Z and D = p, the calorimeter is mapped onto the Puzzle-Plot, so that it is possible 
to visualize the cells in all three dimensions. This allows to check the association of cells to 
clusters. 

The arrangements of the fields reflects the staggering, which necessitates the use of 
three horizontal bars in order to visualize the connection in Z-direction (rule 1 above). 

One notices from color plate 13a, that in the fields denoted by a ' * ', triple crosses 
exist, which cannot be connected to the blue cluster, directly or indirectly. This is due to the 
fact, that the real clustering algorithm of the ALEPH SICAL allows the connection of cells, if 
they touch at a border lines parallel to the Z-axis, i.e. triple crosses in neighboring fields above 
or below are connected if: 

• 4) their vertical lines are displaced by one step. 
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The application of this rule is easy in the puzzle plot very difficult in the wire frame 
representation. 

The special form of the Puzzle-Plot as described above may of course vary depending 
on the structure of the calorimeter to be displayed. The triple-crosses can be regarded as 
symbols displaying the depth of the cell. There may be other symbols useful for this purpose. 

The representation of the SICAL data via the Puzzle-Plot allows in a simple way to 
represent in addition the energy deposit in the active cells. At the center of the three horizontal 
lines of a triple-cross a horizontal line of a different color (red and white in our example) is 
drawn, the length of which is proportional to the deposited energy. Thus one gets the 
visualization of a three dimensional scalar field. 

7. Conclusions 
Visual representations are used for two different purposes, namely for 

• presentations, i.e.talks and papers, 
• visual analysis. 

If pictures are used in presentations they should be intuitively understandable, without 
requiring long explanations. If a picture is not just used for eye catching, the information the 
lecturer or writer wants to pass to his audience must be clear from the picture. This is even more 
demanding, if a picture is shown in a talk for a short time only. To this aim pictures must be 
sufficiently simple, still matching the complexity of detectors and events. 

In the case of a cylindrical detector the best pictures are obtained using 
cross-sections, i.e.: 

• p'/Z as side view and Y/X as front view, with the endcaps omitted in Y/X. If 
these projections are applied, the various subdetectors do not overlap, so that 
both hits and subdetectors can be drawn together and hits fall onto the image 
of the subdetector, by which they were recorded. 

These images can be further improved by: 
• applying a (non linear) fish eye transformation of the front view, so that the 

inner chambers are enlarged and the outer ones reduced in size; 
• displaying the energies deposited in the calorimeters as histograms in the form 

of structured areas; 
• coloring the subdetectors; 
• choosing suitable colors for hits and tracks. Tracks are better separated, if 

close ones are colored differently. 

Three dimensional information can be transmitted by 
• showing Y/X and p VZ side by side. In this case color may be used to correlate 

objects in the different pictures. 

These methods yield clear pictures in the case of experimental setups as the ALEPH 
detector. Furthermore, it is of big help to carefully select events, which show the required 
features, but which also give good pictures. 
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However, if events with much higher multiplicities are to be shown, a display of the 
data may yield useless pictures, i.e. the limits of these methods may be met. A way out might 
be the application of one of the following methods, namely 

• to draw the data in a simpler form, i.e. tracks (lines) instead of hits (points), 

• to restrict the amount of displayed data by use of information given by the 
pattern recognition program, e.g. by a cut on track momentum, 

• to display data from sufficiently small volumes, where the problem of how to 
find and define such a volume arises, 

• to use non-conventional projections like the V-Plot or the Puzzle Plot, which 
yield clearer pictures. However, they have the big disadvantage, that the 
listener or the reader is required to have the necessary knowledge for their 
interpretation. 

The above conclusions are also valid for the visual analysis of tracks, where it is often 
necessary to display the basic data, i.e. display the hits instead of tracks. It is normally not 
possible to restrict the analysis to specially selected, clear events. 

Most events have a large amount of tracking information. The track recognition is 
drastically improved through the following concepts: 

• Track compression, i.e. a low magnification in track direction and a large one 
perpendicular to it. 

• Track linearisation, which facilitates compression, but also recognition and 
visual extrapolation of the tracks. In the case of helices this is achieved using 
angular projections. 

• Use of projections which allow the local estimation of track features, i.e. 
particle charge and momentum. 

Through the first two methods it is possible to increase the magnification of a track in its full 
length to a level, where the errors of data recording become apparent, i.e. the limits imposed 
by screen and eye resolution are overcome. 

If three dimensional data are available, two further concepts get important, namely 

• the use of orthogonal projections, 

• the overlay of two projections to transfer 3D information. 

A good realization of the above concepts is found in the V-Plot, the mathematical formulation 
of which depends on the experimental setup. Furthermore, the V-Plot is a powerful means to 
extrapolate tracks to calorimeter representations like the Lego Plot. 

Whereas the limits of the conventional methods seem to be reached when examining 
difficult events, the limits of the V-Plot technique still seem to be further away. This technique 
is however constrained to real three dimensional data, i.e. 3D hits and 3D track segments. 

Calorimeter data are best displayed as Lego Plot or through pictures with similar 
structure, e.g. (p/û, but different energy representation. Different layers projected side by side 
allow to judge the shower development, where the island representation helps to associate the 
clusters in different layers. 

The use of this technique, however, gets very tedious, with increasing granularity of the 
calorimeter, i.e. if many layers exist. A way out is shown in the Puzzle Plot, although it may be 
limited due to screen and eye resolution. It should be tried to modify its principles, if large 
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showers covering very many cells, i.e. large volumes, are to be displayed. 

In short, the purpose of visual representations, namely to transfer data from the com
puter to the human brain, can still be accomplished in a fast, unambiguous and efficient way. 
Even for complex detectors and events, display methods are available to present the full data. 
There seem to exist more powerful concepts for the display of 3D data than for 2D data. 
However, the price to be paid is the use of more abstract representations. If one is ready to 
accept this complication, visualization of events will continue to serve as a helpful tool for 
presentation and analysis. 
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Neural Networks for Trigger 
S.R.Amendolia 

University of Sassari and INFN of Pisa, ITALY 

Abstract 
The complexity of the triggering problem in High Energy Physics will be briefly reviewed. The 
use of Artificial Neural Networks will be introduced as a natural evolution of conventional 
techniques. The most relevant aspects of Neural Nets will be described. Real time applications will 
then be presented. Finally, some general problems with the use of Neural Nets in Physics will be 
addressed 

1 . The High Energy Physics Challenge 

1.1 Physical and technical environment 
In today's experiment, most trigger systems are based on a three-level structure. This is 

deeply connected with the Data Acquisition System architecture, which is organized in such a 
way that events are moved from the front-end buffers to the data storage only following 
"accept" signals from the relevant trigger. Of the three levels, Level 1 is usually built using 
specialized hardware, and has a typical decision time of the order of few microseconds. Level 2 
is built around dedicated processors, reaches a higher level of programmability and has a typical 
decision time of 10 to 50 fisec. Finally, Level 3 is based on the use of sophisticated CPU's, and 
the long decision time (seconds) is balanced by the use of a highly parallel architecture (one 
event per each CPU). 

At the new generation of particle accelerators one of the main characteristics is the 
extremely short bunch crossing interval. This will be about 400 nsec at the upgraded Tevatron, 
it is already 96 nsec at HERA, and will be as low as 16 nsec at LHC and SSC. 

One way of maintaining a meaningful approach to the triggering task is to build the DAQ 
system as a pipelined structure. Doing so, while for example at an SSC experiment the Level 1 
Trigger will have to provide a decision (accept or reject) every 16 nsec, the actual latency (i.e. 
the time the trigger logic is allowed to spend in making up the decision itself) can be of the order 
of few microseconds. Figure 1 shows a schematic diagram of the SDC DAQ/Trigger system 
under design, evidentiating the processing speeds, the rejection factors and the pipeline depth. 

Thus, there is no absolute need of faster triggers than today, but the higher speed 
achievable with the new technologies can push the use of sophisticated processings toward the 
early trigger stages, allowing a higher rejection factor: this results in the ability to manage ever 
increasing production cross sections, while searching for rare phenomena. 

/ .2 Physical tools in Triggers 
A measurement of the increasing relevance of the trigger on High Energy Physics 

experiments is given by a comparison of the production cross sections for Higgs bosons vs. 
uninteresting QCD minimum bias events at the SSC: the former can be produced at a rate of 
-1000 per year, running at a Luminosity of the order of 10 3 4 cm"2 sec*1 , while the latter would 
be produced about 10 1 3 times more frequently. 

Thus, the real challenge is to build up more selective triggers than ever. As an example, 
the Level 1 trigger of the SDC experiment at SSC [l]will be required to produce a rejection of a 
factor 1,000-10,000, and the Level 2 a factor 10-100. This is at least 10 times more than in 
present experiments. 

One aspect which makes this challenge more stimulating is that the appearance of "signal" 
events (those to be retained on mass storage for subsequent analysis) and of background events 
(to be rejected, but without introducing undesired biases) are very similar: simple cuts on 
integrated event features (overall energy release in calorimeters, multiplicity, etc.) are no longer 
sufficient, and complex composite triggers are needed, based on a refined pattern recognition 
capability, which allows to extract event features and to provide a unique signature. 
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The physics tools available are fundamentally unchanged from the present experiments: 
what has to change is the ability to make use of them, and to apply the relevant cuts, as early as 
possible in the decision making mechanism. 

Typical tools in Level 1 triggers are now rather coarse cuts on the transverse energy of the 
event (Et = Z Ei sinOi, where the index i runs on the calorimeters' sections), on the transverse 
momentum of the tracks, on the existence of tracks in the muon detectors (remnants of the 
leptonic decay of heavy flavoured particles). Second Level triggers more deeply look at the 
event structure in the calorimeters, finding clusters, matching clusters with charged tracks, and, 
in recent attempts, trying to work out a coarse measurement of the impact parameter of the 
tracks, to help in selecting long lived particles decays. Finally, the task of the Level 3 trigger is 
to refine the cuts and the coarse analysis performed at the previous levels, exploiting the longer 
computing time available and mosdy running the same code as the offline analysis. We will see 
as an example how some of the operations now confined to the 3rd trigger level, like electron 
isolation cuts, can be anticipated at the 2nd level using the Neural Networks approach. 

/ .3 Detector characteristics and implications 
The reason for investigating new approaches to the trigger lies in the fact that not only a 

higher speed is required, but also that the detector granularity necessary already at the first 
trigger levels to perform the cuts is increasingly fine, and grows with the overall number of 
channels involved in the Data Acquisition of the experiment. As an indication, the Silicon 
Tracker system alone of the SDC experiment will deal with -6,000,000 channels. 

Thus the trigger algorithms have to deal with an image-like view of the events in the 
detector, and this opens the way to a variety of approaches never tried before in the field. 
Pattern recognition capabilities are mandatory, and the first step in the trigger process is a local 
image processing [2]. 

2 . Introducing the NN-based approach 

There exist many conventional approaches to the local image processing problem, some 
of which have been conceived or adapted to high speed applications like those of the next 
generation trigger systems [3,4,5]. We will concentrate on the Neural Network approach to the 
problem: Neural Networks are particularly good at working as classifiers. A pattern recognition 
task can be seen as a classification task. So we will briefly introduce the basics of Neural 
Networks, while keeping present their use as classifiers. A deeper discussion on Neural 
Networks can be found elsewhere [6]. 

2.1 Introducing the neuron 
In physics applications we usually deal with conventional computers (Von Neumann 

machines), which execute sequentially a stream of instructions coded by an external operator. 
Parallel machines belong to the same cathegory in the sense that they still execute a coded 
"program". When we talk of Neural Networks in Physics, we actually talk of a Parallel 
Distributed Processor, which is fundamentally different from the sequential Von Neumann 
architecture, and which is derived from the model of a real biological neuron. We will call it an 
Artificial Neural Network (ANN). A biological neuron is a rather slow unit , with order of 
millisecond response time, but it exhibits an extremely high connectivity ( there are thousands 
of billions of neurons in the brain, each one being connected up 100,000 other neurons). The 
resulting computing power for sequential algorithm execution is poor, but the pattern 
recognition capability (tied to the parallelism of the structure) is unsurpassed. 

The biological neuron's functioning is based on electro-chemical processes; the hardware 
modeling for fast Physics applications relies on VLSI electronics [7]. Here the execution speed 
is high (order of nanoseconds) but the connectivity is extremely low, which heavily limits the 
scope of an ANN. 

From the point of view of the architecture, an ANN is a set of single processing elements 
(called neurons) connected together, thus exchanging information. 

There exists a "coupling constant" between any two connected neurons. Given the 
neurons i and j , it is called the weight W;J The relevance of this weight is that the input to any 
given neuron i is the weighted sum of the outputs of the neurons connected to it: 
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inputj = X W U * 0 u t p u t j 
j 

Each neuron acts on the input and produces an output according to its activation function: 
outputj = f (inputi) 

There exist many possible forms for the activation function, usually they consist of 
applying a threshold and doing a sort of amplification. We will discuss three basic types of 
functions, a simple step-like cut (threshold), a linear function, and the most important non
linear, sigmoid-shaped function. 

2.2 Linear cuts in Physics 
In order to keep track of the parallelism between ANN operation and conventional 

algorithms , we discuss the way we perform classifications in Physics (and in other domains of 
Science as well). Doing a classification (i.e. calling a certain set of physical variables' values as 
the representation of a particular "class" - an object, a feature, a type of event,..) goes through 
the application of cuts [8]. These can be linear and non-linear ones. 

A linear cut, for a one dimensional distribution of a physical variable, is equivalent to a 
step function O (see Fig. 2a) 

where 
0(variable - threshold) 

0=0 for variable < threshold 
0=1 for variable > threshold 

O (x-x1) 

input 
Fig. 2a Fig. 2b 

We will call this a linear classifier. Fig. 2b shows a diagram of the logical operation 
performed: the bubble which provides the output stands for an operator which applies the step 
function to the input, which in turn is a linear combination of the outputs coming from the input 
bubbles. The coefficients ("weights") of this linear combination are shown on the lines 
connecting the bubbles. The bubble labeled THRESH always gives a "1" as output. 

For two or more variables, the linear cut can work only if the cathegories are linearly 
separable. The choice of the primitive variables is not necessarily the best one, and a "rotation" 
in the hyperspace of the input variables may be needed. This is shown in Fig. 3a, where the 
linear classifier which discriminates class "A" from class "B" in a 2-dimensional problem is the 
step function 

<D(aX + bY + c) 
with a,b,c constants. The straight line in the figure has equation aX + bY + c = 0. 
Fig. 3b shows the equivalent logic diagram. 
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Y 

Fig. 3a Fig. 3b 
One can interpret these diagrams as an oversimplified ANN, where the input bubbles 

represent the input neurons, which just repeat the input [f (input) = input], and the output bubble 
represents a neuron with a step-like activation function. 

When the boundary between classes (in a many-variable distribution) is non-linear, one 
can still apply linear cuts to select the interesting region. Fig.4a shows a sequence of linear cuts 
needed to separate class A from class B in a two-dimensional plot. 

The cut is now equivalent to a combination of step functions: 
O [O (ai x+ bi y+ ci ) + O (a2 x+ b2 y+ c2 ) + O (a3 x+ b3 y+ C3 ) - 2 ] 

The corresponding "bubble diagram" is shown in Fig. 4b. Bubbles (neurons) are now 
arranged in a three-layer structure. Again, each operator features a step-like transfer function. 

In the following sections, we will discuss the relevance of the multi-layered structure on 
the performance of a ANN, and the most peculiar aspect of Neural Networks, i.e. the fact that 
they can "learn" from examples "presented" to the Network. 

2.3 Types of Neural Networks 
When dealing with ANN'S, and with their cumulative behaviour and learning procedures, 

we classify them on the basis of their structure.Two of the most commonly used ANNs in 
Physics are the feed-forward and the recursive configurations. Fig. 5 shows a schematics of 
both. 

The name feed-forward derives from the fact that neurons are divided in separate layers, 
and neurons in each layer contribute to the input of neurons in the next layer only. There is no 
interconnections between neurons inside one layer. We usually distinguish layers between input 
layer (connected to the external world, and receiving the external "stimulus"), output layer 
(producing the output result which is "sensed" by the external world), and hidden layers 
(hidden from the external world), whose role we will investigate in the next sections. 

Recurrent networks on the other hand exhibit a fully interconnected structure: any neuron 
is in principle connected to any other (the weight eventually carries the information that two 
neurons are not interacting with each other, and in this case it would end up being zero). It is 
evident how such a structure allows feed-back between neurons. These can be classified again 
as I/O neurons, and hidden neurons. Note that here a neuron can be at the same time an input 
and an output neuron. Implications of these facts will be discussed and will become clear in 
section 3.7 

The name feed-forward derives from the fact that neurons are divided in separate layers, 
and neurons in each layer contribute to the input of neurons in the next layer only. There is no 
interconnections between neurons inside one layer. We usually distinguish layers between input 
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layer (connected to the external world, and receiving the external "stimulus"), output layer 
(producing the output result which is "sensed" by the external world), and hidden layers 
(hidden from the external world), whose role we will investigate in the next sections. 

Recurrent networks on the other hand exhibit a fully interconnected structure: any neuron 
is in principle connected to any other (the weight eventually carries the information that two 
neurons are not interacting with each other, and in this case it would end up being zero). It is 
evident how such a structure allows feed-back between neurons. These can be classified again 
as I/O neurons, and hidden neurons. Note that here a neuron can be at the same time an input 
and an output neuron. Implications of these facts will be discussed and will become clear in 
section 3.7 

As in every computer, information (or better knowledge?) is stored inside a ANN . In a 
conventional machine, any datum is recorded in a precise memory location, and uniquely 
identified by its address. In a ANN, two basic types of information storage apply. One is when 

problem first cut add second cut 

add third cut subtract 2 resulting cut 

Fig. 4a: sequence of linear cuts to define non-linear region 

& b l >0 
Fig. 4b: implementation of non-linear cut 
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Feed-Forward Network Recurrent Network 

Fig. 5: ANN architectures 
a piece of information is univoquely associated with the state of a neuron (local information 
storage): then the weights correspond to the precise relationship which has to exist between any 
two pieces of data, and which determines, in a conventional algorithmical approach, the 
computational procedure. In this case, the weights can be computed from outside, and the 
Network performs as an advanced parallel processor. We will see this behaviour in some 
example of recurrent networks. 

Another occurrence is when the data are shared among two or more neurons, and each 
neuron itself can contribute to represent different pieces of information (distributed information 
storage): though one can in principle trace back the role of each neuron, the impressive task of 
finding out the best values for the weights is carried out through a "learning" procedure. 

2 A Significance of hidden neurons 

We saw in a previous example how the occurrence of non linear cuts could be overcome 
using an approximation of the boundary curve through linear cuts. This required the use of 
logical computational structures similar in architecture to a multilayer feed-forward ANN (FF-
ANN in the following). 

This is connected to the fact that a single multi-input boolean neuron cannot implement all 
the possible boolean functions. 

A boolean neuron is a neuron with a step-like activation function, as we already used, 
which thus performs an application from an input set of n variables {xi, X2, X3,..., x n} to the 
set {0, 1}. 

Even for the simple case of the XOR function, a neuron is not enough to provide the 
result, since the two classes of input boolean values corresponding to the two possible outputs 
are not linearly separable (Fig. 6). One needs a neuron at least in a hidden layer, contrary for 
example to the OR and AND functions, which can be represented by a boolean neuron just 
changing the threshold value. This we already saw in the examples, indeed. 

Another way of getting a feeling at the relevance of hidden units (this name is often used 
for neurons when dealing with ANNs) is in term of statistical information carried by the 
Network, something which is related to the amount and the way in which data are stored in the 
Network. 
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A .AND. B A .OR. B A .XOR. B 

Fig. 6: Non-linear separation in 
XOR boolean function 

Independently of the structure, consider a Network with a number v of visible (i.e. 
input/output) units, which evolves (reacts) when a vector is presented at its input terminals [6] 
The first order statistical information carried by the ANN is related to the probability that a 
single unit be on; this is described by the thresholds (v numbers). The second order statistical 
information is related to the correlation between any two visible units (vector components); this 
is described by the weights (v2/2 numbers). 

As an example, assume that the possible patterns of input/outputs configurations in a 
ANN with binary neurons are the following four 3-dimensional vectors (so, three visible units): 

(1,1,0) - (1,0,1) - (0,1,1) - (0,0,0) 

These vectors are only a subset of the possible 8 vectors which one can build with three 
binary components. So the fact that only these vectors constitute the "environment", i.e. the set 
of meaningful existing configurations, is not explained by the statistical information carried by 
the visible units: they appear with a even probability of 1/N as would happen in the larger 8-
vector set, and each component has a 0.5 probability to be present, as in the larger sample. 
There must be some extra "knowkedge" in the structure if only these four vectors "exist". This 
can be solved introducing a fourth unit (a hidden unit), not related to the external world, but 
driven by the values of the other visible units. The vectors are then described by four 
components: 

(1,1,0,1) - d,0,l,0_) - (0,1,1,0.) - (0,0,0,0_) 

Note that the fourth units carries the information that the two first units are ON; it acts as a 
"feature detector". This is the fundamental role of hidden units in ANN structures. It is easy to 
understand that the example above is precisely the XOR case, where units 1 ans 2 are the input 
boolean variables, unit 3 is the output, and unit 4 is the unavoidable hidden neuron. 

Techniques in the use of Neural Networks 

3.1 Learning 
Learning is the ensemble of the procedures through which the weights in a ANN are 

determined. This takes place always via the stimulation of the input/output units by external 
examples. Two basic types of learning procedures exist: the supervised one, where an external 
"teacher" provides input data and compares the results with the expected outputs, in order to 
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correct for the weights, and the unsupervised one, in which the learning algorithm is such that 
the classification skill of the Network arises from the properties of the input data, without any 
comparison with external a-priori knowledge. Beyond these procedures, a special case are the 
recurrent ANN, in which the weights can be imposed from the outside: we will see how this is 
related to the task of finding the optimal solution to a problem, and it would be improper to 
speak of learning. In the following, we will devote some effort in giving a correct mathematical 
description of the one kind of supervised learning paradigm which is mostly used in Physics 
applications. 

3.2 The generalized Delta Rule 
One basic feature of the learning is derived from the observation of the biological 

neurons' synapses, and is summarized in what is historically known as the Hebb rule: in simple 
words, the more a stimulus triggers a reaction, the more the link (weight) between the two 
neurons involved has to be reinforced, and viceversa for inhibitory connections. This concept is 
applied to the so-called Delta Rule, a paradigm of supervised learning, normally applied to FF-
ANN (its extension to the case of recurrent ANNs can be found elsewhere [9]). 

Assume to present a set of input patterns {Ap} to the input layer of a FF-ANN. For each 
of them, the Network produces an output Op. And for each input, the supervisor knows the 
desired target output Tp. A difference is computed per each component of the output vector O 
(Fig. 7) and this difference determines the amount of change of the corresponding weight, after 
the Hebb rule, necessary to get closer to the reproduction of the target pattern by the Network: 

A pw(i,j)= £ [T p(i) - Op(i)] A p(j) = e 5 p ( i ) A p ( j ) 
where e is a parameter. 

1 1 • 0(1) - * T(l) 

0(2) - * T(2) 

0(3) ^m T(3) 

Fig. 7: Supervised learning 
Let's recall here that the output of a neuron is a function of the weighted sum of the 

inputs: 
O p ( i ) = f [ I w(i,j) Ap(j)l = f [s P ( i) l 

(we have defined s p(i) = £ w(i,j) A p(j) ). 

3.2.1 Linear units 
In case of linear units, the function f is a multiplication by some constant number, i.e. 

Op(i) = constant • s p ( i ) . 
Consider the quadratic norm of the difference between the output vectors O and the target 

vectors T: E p = £ [Tp(i) - O p ( i ) ] 2 and define an error function E which measures the 
quality of the approximation to the set {Tp} given by the set {Op} : 
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E 

With some simple mathematics, we get: 

aEp/3w(ij) = aEp/ao p(i). aop(i)/aw(ij) = - ô p(o A P ( J ) 

A pw(i,j) a - dEp/dw(i,j) 
which shows how the weight-change implicit in the Delta Rule corresponds to a gradient 

descent along the error function E in the weight space. Note that if a threshold 0 is present (i.e. 

if Sp(i) = £ w(i,j) A p(j)+6(i) ), it can be learned as any other weight. The error function E, 
in case of linear units, has only a global minimum; an algorithm which allows to reach this 
minimum will lead to the optimal values for the weights. 

3.2.2 Non-linear units 
For the linear units case above we have that 

aE p/9sp(i) a aE p /30p( i ) 
due to the proportionality between the vectors s and O. Consistently, in case of non-linear 

units (non direct proportionality) we define the error on the single component as: 

8 p ( i ) = 3Ep/3s p(i) 

which now accounts for the dependence of the output of a neuron from its input, i.e.: 

5 p ( i ) = [T p(i) - O p(i)] 30p(i) /as p ( i) = [T p(i) - Op(i)] f '[s p(i)] 

The fact that the first derivative of the function f appears, prevents the use of this learning 
rule (the Generalized Delta Rule) when neurons with a discontinuous activation function are 
present (e.g threshold neurons, as for the linear cuts mentioned earlier). There is a variety of 
functions which can be used, though the most common one is the sigmoid, given by: 

f(s) = 1/(1 + e- s) 

which ranges between 0 (s—> -°°) and 1 (s --> +°°). 
Note that in the applications where the output neurons should reach a binary state (this is 

advisable when deciding how to define the target vectors), the sigmoid, due to the property that 
f'(s) = f(s) • (1 - f(s)), tends to induce stronger changes for the units which are more 
"indecided" (i.e. values next to 0.5 instead of 0 or 1 - Ref. Fig. 8). This adds to the stability of 
the system. For more on the sigmoids and the concept of "temperature", ref. to [10]. 

f(s) 

0.25 

0. 0.5 1. s 

Fig. 8: sigmoid derivative 

z p 
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3.3 Multi-layer Networks and Backpropagation 
We applied the Generalized Delta Rule to the output units of a FF-ANN, for which the 

difference from a target pattern is readily computed. For multi-layer networks, we need to 
define a procedure for the neurons in the hidden layers, which do not communicate with the 
external world. We still start from (for a hidden unit i): 

6 p ( i ) = dEp/aOp(i) f'[sp(i)] 

but the term 9E p /30 p ( i ) no longer comes from a direct difference output vs. target, and is 
instead defined using the knowledge of these differences from the subsequent layer (Fig. 9), 
and weighting appropriately the contribution to these differences given by neuron i, namely: 

aEp/aopG) = z k 3Ep/asp(k) a S p(k)/ao p(i) = s k ô p(k) W (k,o 

so that: 

5p(i) = f'[s p(i)] I k ô p ( k ) w(k,i) 

This algorithm is known as "backpropagation", since the error computed at a downstream 
layer is propagated backward to the more upstream ones. 

Fig. 9: Backpropagation 

3 A Problem of minima and strategies 
Note also that the Generalized Delta Rule, in the case of non-linear units, still implements 

a gradient descent in the weight space, but there are several possible minima of the error 
function. An empirical way out of this difficulty is to chose appropriately the learning parameter 
e, even modifying it during the learning phase, so that wen a minimum is reached, a larger 
variation is generated, which would lead the error function to jump out of the local minimum 
area (if this was the case) and resume its descent towards the global minimum. There is no exact 
rule about this. 

Also, to speed up the descent, especially in the first learning iterations, a momemtum a is 
used, so that the actual prescription for weight updating becomes: 

A pw(i,j) = - £ 3E p /3w(ij) + a A p . iw( i , j ) 

The initial values of the weights and of the trhesholds are randomly chosen, to avoid 
biasing the result. 
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When a FF-ANN is trained with backpropagation, the learning is usually carried on on a 
sequential computer, where the ANN is simulated in a high level code. The first phase of the 
learning process is the iterated presentation of input patterns from a so-called training sample , 
and the application of the algorithm to compute the change of all the weights in the Network. 
Per each presentation of the input set, the cumulative weight variation is applied, the weights 
changed, and the next step in the loop is performed, until the error reaches a minimum (not 
doing so, i.e updating the weights after a limited number of presentations inside a set, still 
works, and results in a tolerable deviation from the pure gradient descent). This is a lengthy 
process, since quite often one has to loop thousands or million of times on the input set before 
the weight settle. Techniques exist to accelerate the process [11]. 

The validation of the values of the weights found during the first learning phase is done 
measuring the performance of the Network on a set of input patterns strictly different from the 
ones used for the learning phase. This set of vectors is called the testing sample. . 

There is no precise rule as to how many patterns must be used in the learning sample. On 
a euristic basis, it is customarily tried to have a number of input patterns of the order of 20 
times the number of weights to be optimized. This poses, especially in practical applications 
where the input patterns cannot be generated via computer simulations, the limit of keeping the 
ANN architecture as small as possible. Also, there is no rule to determine how many hidden 
units are necessary (this is more readily determined for the input and output layers, where the 
number of units is driven by the amount of input data and by the problem task). The number of 
hidden units is usually determined on a trial basis, as the minimum number which gives good 
performances. If too many hidden units are present in a Network used for classification tasks, 
the risk arises of overtraining the Network, i.e. the ANN memorizes the input patterns: then the 
performances on the learning sample are extremely good, but they degrade unacceptably on any 
test sample. 

3.5 Quality of classification using Neural Networks 
The optimal classifier is a Bayes classifier [12]: in a classification problem between two 

classes of events A and B, for example, the Bayes classifier gives the probability of belonging 
to either class. This is accomplished finely binning the ranges of the input variables, and 
defining the probability for an event falling in a bin to belong to class A as the total number of 
events of class A in that bin divided by the total number of events in the bin, and viceversa for 
class B. 

Assume that a FF-ANN is used for classifying between the two classes, and there is one 
output neuron which has to reach value 1 if the input event belongs to class A, and value 0 if it 
belongs to class B [8]. Then the learning is performed minimizing the error function: 

E = 1/2 I i [O(i) - T( i ) ] 2 

where the summation is on the events in the learning sample. Remembering that T can only 
have values 1 or 0, being OCA and OCB the percentages of events of class A and B in the sample, 
PAG) and PBG) the probabilities for event i to belong to class A or B, the error function can be 
written: 

E = X {OCA P A G ) [O(i) - l ] 2 + a B PBG) O(i) 2} 
Minimum condition is obtained through differentiation with respect to O(i), equating to zero: 

OCA P A G ) [O(i) - 1] + OCB PBG) O(i) = 0 

0(i) = OCA PAG) 
ocA PAG) + aB PBG) 

O(i) n A 

n A + n B 

Thus finding the minimum of the error function corresponds to mapping each event to its 
Bayesan probability of being in class A. This is the best job one should try to obtain from a 
Neural Network. In effect a three-layer ANN trained with backpropagation approximates a 
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Fig. 10a: SQRT Problem: 
ANN architecture 

Fig. 10b: approximation to SQRT 
function by ANN 

10c: SQRT problem: cuts 
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Bayes classifier [12], the accuracy depending on the number of hidden units. Referring to the 
non-linear cuts discussed in section 2.2, the Neural Network with continuous activation 
functions (sigmoids), instead of selecting a multidimensional region with a sequence of linear 
cuts, approximates on the input variable space the probability of belonging to a specific region 
[8]. 

3.6 Simple example with Feed-Forward ANN 
An instructive example is the FF-ANN which is trained to compute the Square Root 

operator. This FF-ANN operates on any two numbers in the range [0,1], and tells if the two 
numbers are one the square root of the other. Its architecture is in Fig. 10a. Fig. 10b shows the 
values of the output neuron as a function of the two input values, and Fig. 10c enhances the 
contribution of the five hidden units to the result. Each of these units specializes in providing a 
definite cut. More hidden units could have been used in this case, improving the Network 
performance. Understanding which cut every neuron provides, or which feature of the problem 
it is specialized to recognize, is a puzzling issue, when raised in concurrence with more 
complex Networks, as we shall see in the following. 

3.7 Recurrent Neural Networks 
Fig. 11 shows the architecture of a Recurrent ANN (R-ANN) in which input and output 

units coincide. Hidden units can of course be present. We demand to the specific literature for a 
comprehensive treatment of these Networks, and will describe in the following only the apsects 
which are most relevant in Physics applications. 

o o 
inputs/outputs 

Fig. 11: Recurrent Network (from [8]) 
In a R-ANN there is no direction of flow of the information, thus feed-back between 

neurons is present. A R-ANN, after having been stimulated with an input configuration, settles 
at a stable value for its neurons' activation state. For a R-ANN there exist learning techniques 
[6,9], but quite often the Network is used as a sort of "Parallel Computer" to provide optimal 
solutions to problems, especially NP-complete ones. 

The idea is that a R-ANN can be equated to a dynamical system, whose behaviour is 
described by a set of general coordinates (the activation states of its neurons). A point in state 
space represents the instantaneous condition of the system. The equations of motion of the 
system describe a flow in state space. Then one tries to associate to the states of the system an 
Energy function such that the trajectories in state space lead to a global minimum of the energy. 
If this energy function is directly related to the cost function of an optimization problem, then 
the minimum energy state corresponds to the best solution of the problem. The system 
architecture itself is a decsription of the problem in these cases. Determining the form of the 
energy-cost function is the same as determining the values of the weights, which in this case are 
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no longer learnt via a training procedure. The mathematical description of these Networks is 
closely related to the mathematics of systems in statistical mechanics: these R-ANN are often 
called Boltzmann Machines. 

4 . Real time applications 

4.1 Interaction vertex finding 
This application of FF-ANN to HEP consists of finding the primary interaction vertex in a 

high energy collision between two particles [13]. The case was given by experiment E-735 at 
Fermilab, where a proton (p) and an anti-proton (pbar) collide head-on to produce an event 
made of many outgoing charged particles. While the transversal position of the vertex is well 
known due to the limited size of the colliding beams, the longitudinal coordinate z is uncertain 
by tens of centimeters. A better knowledge would allow a prompt rejection of events due to 
interactions not in the fiducial region, and would give a handle for more refined trigger 
algorithms at the second trigger level. 

The detector involved is a three-layer cylindrical drift chamber close to the beam, outside 
the beam pipe (Fig. 12). Real data from physical interactions were fed into a simulated Neural 
Network to study the feasibility of such a device. The task of the Network is then to reconstruct 
tracks. The chamber (3 x 108 drift wires) was divided in 18 subsections, each made of 6 wires 
on the three layers. Tracking in each subsection was made by a 3-layer FF-ANN (Fig. 13), 
which consequently had 18 neurons at the input layer. The input data were the drift times. 
Experimentally, it has been found an optimal configuration with 128 hidden units (Fig. 14). 
The output layer had to code the z-coordinate of the origin of the straight lines recognized by the 
Network, corresponding to the trajectories of the charged tracks in that subsection (in presence 
of an axial magnetic field, trajectories in the r-z plane next to the interaction region are well 
approximated with straight lines). The range of ±30 cm. for the interaction point was coded by 
60 output neurons (corresponding to a 1 cm. binning in z), plus 2 neurons for underflow and 
overflow. In order to achieve a better resolution, the actual z-vertex position in the learning 
phase was described with a gaussian histogram, the z-coordinate being the mean of the 
histogram, and its width being the experimental resolution. Thus, the output of the 18 ANNs 
were histograms, which were summed linerarly: the resulting histogram is centered at the 
position of the primary interaction vertex. The resulting vertex position agrees with the more 
accurate offline reconstruction (Fig. 15), and gives a spatial resolution three times better than 
other online methods based on time-of-flight information. Using existing ANN hardware (e.g 
the INTEL ETANN chip[7]), the system could be implemented as part of a hardware second 
level trigger producing an output in times of order 5-8 jisec. 

4.2 Muon track trigger 
The importance of a fast accurate tracking is stressed in trigger applications where the 

knowledge of the precise transverse momentum pt of a particle allows to lower the threshold 
above which an event triggers the apparatus. Muons are typical charged particles which provide 
a strong signature for heavy flavour decay. The possibility of implementing an hardware muon 
tracking trigger based on Neurale Networks has been investigated, and a test set-up using an 
ETANN chip has been operated in a test beam at Fermilab [14]. Fig. 16 shows the experimental 
set-up, where three planes of drift chambers each with two wires constituted the tracking 
device. The advantage of using an ANN is that the analog drift times can be used, thus 
providing a more accurate angle measuiement than using only the wire number. 

Each pair of sense wires provides a drift time (converted to a Voltage value through a 
TVC) and a latch voltage identifying the upper or lower wire. Of the 64 output units, 32 
provide the slope of the track (in bins of 50 mrads) and 32 the intercept (in bins of 0.625 cm). 
Sixty-four hidden units were required; using fewer units degraded the performance of the 
Network. The Network was trained (in an offline simulation) via backpropagation, using 
10,000 tracks generated by Montecarlo. As for the primary vertex trigger, the target patterns 
were gaussian histograms (one for slope, one for intercept) with a r.m.s. = 1 bin. The weights 
so calculated were downloaded into the actual electronic circuit (an ETANN chip) through an 
ETANN Development System, and a further adjustment was performed with a chip-in-the-loop 
process. This way, the specific features of the analog ETANN chip were accounted for. 

Results from operation of the system on real tracks in the test set-up give a position 
resolution of 1.2 cm, which is only twice the best one obtained by an offline analysis, and 4 
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times lower than that one oained with conventional triggers. The time required to output the 
result is ~8 (isec. Fig. 17 shows some typical events. In one of them, two tracks were 
reconstructed by the Network, both compatible with the recorded drift times, due to the classical 
left-right ambiguity of drift chambers. 

4.3 CDF isolation trigger 
This trigger is being implemented as an hardware contribution [15]to the second level 

trigger of CDF (p-pbar collision experiment at the Fermilab Tevatron). The existence of an 
isolated electron (outside a jet shower) is a strong signature for W boson decay. The Network 
in this case acts as a fast parallel processor: the electromagnetic calorimeter's surface is unrolled 
in a rj-phi plane, where calorimeter towers are cells of 15° x 0.2 T). Clusters of energy release 
were identified by a cluster finder, and the calorimetric content of regions of 5x5 cells around 
the cluster center was fed into the ANN. 

output unit (isolation flag) 

"template" units 

bias unit 

25 input units (normalized energies) 

Fig. 18: CDF isolation trigger FF-ANN structure 

Fig. 18 shows the Network configuration, with 25 input neurons, 4 hidden units, and one 
output neuron giving the isolation flag. The 4 hidden units were specialized in recognizing a 
structure similar to one of the 4 templates in Fig. 19. 

1 „„i 
11 — 11 — 

r L 
m m m •• ^ • • • • • v 

1 1 

e-m calorimeter cell 
Fig. 19: isolation templates 

The Network computes the energy release in the inner (shaded) area, and in the outer area 
of the 5x5 region, and flags the electron as "isolated" if in at least one hidden unit one has 

' * dinner " ^outer > " 
From training, the best value for f was found to be 0.16, in good agreement with the best 

values obtained from offline analysis. Implementing this trigger in hardware using the ETANN 
chip allows to perform isolation cuts at the second level instead of third level trigger, lowering 
the energy threshold for electrons and reducing at the same time the background by a factor 4. 

5 . Other applications 

5. / Tracking with a recurrent ANN 
This is a typical offline application in which a R-ANN is used as a parellel processor to 

solve an optimization problem. There are no hidden units in the Network, whose task is to 
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identify curved tracks from a bi-dimensional (R-phi plane) set of points, measuring the hit 
coordinates of charged tracks bent by an axial magnetic field inside a Time Projection Chamber 
(TPC). Fisrt attempts were tried in parallel by Denby and Peterson [16], the former using 
Montecarlo generated data from the Delphi TPC. The neurons in the Network are meant to 
represent the links between any two hits: thus the number of neurons grows quadratically with 
the number of hits (this being one the draw-backs of the method). The energy-cost function is 
defined as: 

E = y5>i jOiOj 
i.j 

The weight matrix is symmetrical, non diagonal; the weights' values (and consequently 
the cost function) are defined on the basis of the geometrical properties of the problem (ref. 
Fig.20). 

neuron j 

hit in chamber 

Fig. 20: parameters for weight definition 
in tracking with R-ANN 

For two links sharing one hit head to tail: 
cos Bjj 

where n was determined by trial, and Lj, Lj are the "lengths" of the two links, while for the two 
links head to head or tail to tail, 

Wij = B 
This form for the weight favours smooth curves. A simulation of this Network (i.e. a 

computer program which minimizes the energy-cost function) shows that about 5-8 iterations 
are enough to reach stable values for the activation states of the neurons. Note that this 
corresponds to solving iteratively the "equations of motions" of the system, i.e. the Hopfield-
Tank equations: 

T - j ^ = J , w jjOj - Uj Oi = sigmoid(ui) 
j 

Fig.21 shows the status of the neurons at different steps in the evolution of the Network. 
This approach works satisfactorily up to charged track multiplicities of order 15, and is 
particularly suited for applications in which the tracks cannot be easily parametrized (e.g. non
uniform magnetic fields). It does not however take in account all the features of the tracks [17] 
(e.g. the helical form of the curve). 

5.2 Secondary vertex trigger with a Feed-Forward Network 
A challenging task in High Energy Physics trigger is the selection of heavy flavour 

production (B meson). In fixed target experiments, the goal is particularly ambitious since the 
cross section is extremely low compared to the minimum bias production. An attempt has been 
made at selecting events with a long-lived meson decay from background minimum bias events, 
using a FF-ANN. The only information used was the charged track parameters (slope and 
intercept), which comes from a dedicated hardware tracking system [18,3]. The goal is to select 
the interesting events on the basis that they have secondary vertices (the B-meson decay 
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vertices) distinct from the primary interaction vertex. From Fig. 22 it is seen how tracks coming 
from the same vertex can be described by the equation: 

D = R • sin (arctgp 1 - O) or, for small angles, D = - R • (O - const) 

Y secondary 
vertex 

outgoing particles 

primary vertex 

decaying particle 

Fig. 22: from X-Y space to D-O space 

So lines in the D-O plane become points, and vertices become lines, with a negative slope 
(R, the decay length, is always positive). Fig.23 shows D-O plots for some typical events, 
obtained through a Montecarlo simulation of 450 Gev/c proton interactions on a thin nuclear 
target with tracks measured by a Silicon Microstrip Telescope. Events with B-meson production 
show points (i.e. tracks) offset with respect to the horizontal primary vertex line (R=0), which 
is on the other side the normal appearance of the background events. Classification is however 
difficult even for a trained human eye. As an input to the FF-ANN [19], two moments of the 
input variables distributions were calculated: 

M 

T]02 = J_ 
M 

X ( D ' - D °) (h2 

i=l 

M 
T i l l j - y (D, 

= 1 M 
D°) (Oj - O ) 

M = charged track multiplicity 

D° = mean D in the event 

O 0 = mean O in the event 

These two moments have the advantage of being independent of the event multiplicity, 
which varies and would require a variable number of input neurons if the track parameters were 
used instead. Fig.24 shows the two classes of events to be discriminated, in the T|o2/rhi plane. 
The FF-ANN had 10 hidden units, and one output neuron which selects between the two 
classes. The training was performed on 2400 events of each sample. Results show that the loss 
of interesting events is only of the order of 20%, while the number of false triggers 
(background classified as good events) is 7/2400. A classification performed on the same 2400 
events using a Nearest Neighbor technique has given a false-trigger rate 4 times higher. Since 
the signal/background ratio is extremely unfavourable, the low false-trigger rate makes the 
Neural Network approach particularly appealing. 

6. Comments on the use of Neural Networks 

6.1 Pro's and Con's of Neural Networks for triggering 
The application of ANN's to triggering problems has several advantages: 
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• the highly non-linear cuts operated, which extend the scope beyond the conventional 
threshold-and-cut approach obtainable with discriminators 
• the capabilty of operating as an associative memory (i.e. the skill to classify structures even 
starting from incomplete data), which lowers the sensitivity to the detector's inefficiencies 
• the tolerance to noise 
• the speed, due to the intrinsic parallelism of the Network, and to the easy implementation as 
electronic VLSI circuits 
• the programmability, which allows a quick adaptation of the Network to new running 
conditions or to new trigger requisites 

As a result, triggers implemented with ANN's are candidates for operation at Level 2. 
The ANN's allow to perform selections which are customarily made through algorithms 

running in Level 3 trigger processors. This sophisticated kind of triggers become then 
affordable at a level one step closer to the Front End Electronics. The immediate advantage is 
the higher interaction rates manageable by the system. 

Disadvantages in the use of ANN's for triggering are a less evident interpretation of the 
"cuts" applied, and of the ability of the Network to approximate the best classifier. 

When the training, as in most applications, has to rely on Montecarlo generated events, 
the dependence on the model chosen can introduce biases. And if the supervised training can 
use real data (for example, data which have been classified independently with lengthy analysis 
procedures), the problem arises of using consistent sets of input information, if real data are 
mixed with Montecarlo data. This leads to the question wether the Montecarlo is a faithful 
interpretation of reality. 

This problem is far less important however when the ANN's are used for low level 
pattern recognition applications. In these cases, the quality of the Montecarlo simulations is 
usually quite high (shower simulations, detector response, etc.), thanks also to the experience 
gained in detector construction. A possible limitation of the Network in doing this kind of low 
level pattern recognition only affects the local image reconstruction, and the resulting 
inefficiency can be recovered by the susbsequent global decision making mechanism. For 
example, if a track-finding ANN fails on one track of an event, the information on other tracks 
can still be enough to make a decision based on the event topology (presence of vertices). 

But when ANN's are used to make decisions resulting in a global event classification, any 
inefficiency reflects more directly on the quantitative Physics results. This is particularly 
dangerous at the trigger level, where any event loss is unrecoverable. 

6.2 Unsupervised training 
Another source of inefficiency in the use of ANN's for Physics decisions arises from the 

non precise knowledge of the physical processes themselves. 
While it is difficult to define to which extent a Network is limited by Montecarlo 

approximations, it is unquestionable that a supervised Network can only classify events which 
it has been trained to examine. Thus, in particular, unknown phenomena are out of the reach of 
a supervised ANN. This poses a strong challenge when using ANN's at the analysis level. 

For example, in the case of the separation of jets originated by quarks from jets originated 
by gluons, the latter process is loosely known, and unsatisfactorily described by most 
simulation packages. 

The use of Unsupervised ANN's can be a solution [6]. 
An Unsupervised ANN performs a sort of clustering of the data presented at the input 

without any help from an external teacher: events are divided in classes on the basis of their 
different "appearance" to the Network. 

A widely used type of Unsupervised ANN are the topological maps (e.g. Kohonen 
maps). Since this kind of problems are typical of the analysis phase, which is beyond the scope 
of this document, we don't discuss Unsupervised ANN techniques here, and refer to 
specialized literature. 
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Computer-aided design for Electronics 

S. Centro 
Dipartimento di Fisica, Université di Padova, Italy 

Abstract 
A general presentation of the top-down method for digital design is introduced through 
simple examples. The material presented is based and extracted from Verilog©Cadence 
documentation and from papers by Pete Johnson. 

1. SOFTWARE VS. HARDWARE MODELS FOR SIMULATION 

VLSI designers must depend upon simulation techniques owing to the fact that IC 
breadboarding is extremely difficult, if not impossible. Simulation models can be obtained 
easily, since gates and flip-flops are the traditional primitives (gate level model). Anyway, the 
model for a single chip can take man-months to be generated. The task becomes even more 
difficult for system designers that use tens or hundreds of IC's. 

Two primary modelling techniques are being used: 
- hardware modelling 
- behavioural modelling 

a)-HARDWARE MODELLING 

HOST 
W.S. 

Vector 
Memory 

Logic S. 
Analyzer 

Waveform 
Recorder 

Drive 
Circuits 

Sense 
Circuits 

Hardware modelling (physical modelling) uses the component itself to model its 
functionality in a simulation. 

The simulator sends stimuli to the actual component and responses are recorded and 
analyzed. 

Hardware modelers are usually stand-alone systems, generally quite expensive. 
Usually for short simulations hardware models are faster than behavioural models, 

whereas for longer simulations behavioural will be faster. This statement is generally true. 

b)-BEHAV10URAL MODELLING 
Behavioural modelling is achieved by a software representation of the function(s) that a 

given system performs or should perform. 
IC designers use it to develop or try out new design ideas. 
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For off-the-shelf components, however, behavioural modelling is used to represent 
accurately the operation of an existing component. 

In general, behavioural models are written in a high-level language (C or Pascal) or in a 
Hardware Description Language (HDL). 

HDLs differ from general-purpose programming languages in that they offer additional 
constructs to directly support the description of hardware. 

Good HDLs typically support data types such as registers and wires, that can hold 
electronic values, or keywords to describe time dependent behaviour. 

In system simulation^, behavioural models show superior characteristics in supporting 
other models for the rest of components to be simulated. 

Example: 
description of a 32bit ALU 

module alu(a_bus, bbus, cbus , control, clock); 

input clock; 
input[l:0] control; 
input [31:0] abus , bbus; 
output [32:0] cbus; 

reg [32:0] creg; 
reg [31:0] areg , breg, creg; 

always @ (posedge clock) 
begin 

areg = abus; 
breg = bbus; 
case (control[1:0]) 

2'bOO : creg = a r e g + breg; 
2'bOl : creg = a r e g - breg; 
2'blO : creg = a r e g & breg; 
2'bll : creg = a r e g | breg; 

endcase 
c b u s [32:0] = creg [32:0]; 

end 
endmodule; 

2. MIXED-LEVEL DESIGN TOOLS AND TOP-DOWN DESIGN 

The top-down approach used to be difficult to implement, because no single tool 
addressed all aspects of top-down design. 

Now top-down process is becoming easier with improvement in model libraries, HDLs 
and mixed-level design tools. 

Mixed-level tools let a design be modeled at various abstraction levels including: 
- behavioural; 
- functional (Register Transfer Level); 
- gate and switch. 

Typically, more than 90% of total system simulation can be done at high level, with 
gate-level simulation being used only for the complete design. 

Moreover, top-down design is well suited to a team approach because the design can be 
easily partitioned among various members of design team. 

Early availability of system-level models also makes it possible for software and 
hardware design to proceed in parallel. 

In spite of these advantages, designers have been slow to embrace the top-down 
approach for two main reasons: 

- lack of suitable models for complex off-the-shelf components ; 
- lack of easy-to-use mixed-level design tools. 

161 



Nowadays, new tools have greatly simplified the implementation of a top-down 
approach. With newer tools, designers can intermix freely low and high-level descriptions 
without having to define an artificial interface between levels. 

It is now possible to include a gate-level description within a behavioural description 
and then use a behavioural or functional description within the gate-level specification. 

Mixed-level design tools let designers use a single HDL to model systems and libraries, 
specify the stimulus and debug the model. There is no more need for a designer to master 
different languages and to use clumsy interfaces to link descriptions. 

3. TOP-DOWN DESIGN STRATEGY 

For example let us consider a single board computer with: 
- CPU 
- RAM 
- ROM 
- MEMORY CONTROL 
- BUFFERS 
- BUS INTERFACE 
- GLUE LOGIC 

Designers may want to begin with a stochastic model before committing to any 
particular system architecture. 

Stochastic modelling, after system specification and hardware configuration, can 
describe system thoughput and hardware utilization without defining the actual physical 
implementation. 

Once designers are satisfied with basic architectures, they can proceed a with high-level 
behavioural description and partition the system to the functional level. 

In a stochastic model, designers describe each process in a system as a queue: each 
process takes input from another process, operates on it, and sends it to yet another process. 

For example the CPU gets data from I/O and sends them to a disk. If the CPU is faster 
than disk, data will build up in the disk queue, indicating that the system is I/O bound. 

4. HARDWARE DESCRIPTION LANGUAGE OVERVIEW 

The key elements of a top-down methodology are: 
- comprehensive synthesizable HDL; 
- mixed-level simulation capabilities: 

a) behavourial; 
b) Register Transfer Level; 
c) gate and switch level; 

-framework that ties these tools together. 
Currently two hardware description languages are the platform of choice for tool 

vendors: 
- VHDL, IEEE standard of DoD; 
- Verilog®HDL, from CADENCE. 

There is communication between the two languages: 
- VHDL users have access to Verilog HDL; 
- VerilogHDL users can translate easily to VHDL behavourial and structural models. 

Whereas DoD introduced VHDL for modelling in different fields of engineering, 
VerilogHDL is a little more oriented to ASIC applications. 
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5. AN EXAMPLE 

Let us design the following register using a D-type Master-Slave flip-flop: 
We choose in this example a bottom-up design method, in order to show how to write a 

hierarchical model, by first modelling a D-type Master-Slave flip-flop, and then using it as a 
building block. 

a)- Dflip -flop model 

Let us write the module, that will start with a module header. In the module header, we 
have a module identifier. All module headers begin with the keyword "module". 

Next step is the port declaration. A module can have three types of ports: 
- input; 
- output; 
- inout. 

Now we have to fill in the module with objects that constitute the module itself, using 
primitives (or gate) instances. A primitive is a gate or a transistor. 

In a gate instance, a delay expression can also be included. 
The complete module is then: 
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//this is a D-type flip-flop 

module flop (dt, elk, clrb, q, qb); 
input dt, elk, clrb; 
nand #10 

nand#9 

not #10 

endmodule 

ndl (a, dt, elk, clrb), 
nd2 (b, dtb, elk), 
nd4 (d, c, b, clrb), 
nd5 (e, c, elkb), 
nd6 (f, d, elkb), 
nd8 (qb, q, f, clrb); 

nd3 (c, a, d), 
nd7 (q, e, qb); 

ivl (dtb, dt), 
iv2 (elkb, elk); 

b)- D register 

The module d_str we write is a structural model as it describes how we connect gates in 
the device. 

The new module definition ends with the keyword, endmodule, to end the module. 

module ds tr (d, ck, elb, q); 

input ck, elb; 
input [3:0] d; 
output [3:0] q; 
flop fO (d[0], ck, elb, q[0], ), 
flop fl(d[l],ck, elb, q[l],), 
flop f2 (d[2], ck, elb, q[2], ), 
flop f3 (d[3], ck, elb, q[3], ), 

endmodule 

dO ao 

di D I q1 

d? 
register 

Q2 

d3 a3 

...A ...J 
elk I clrb 

d beh 
We anticipate here that the D register could have been modelled at behavioural level as 

module dbeh (d, ck, elb, q); 
input ck, elb; 
input [3:0] d; 
output [3:0] q; 

reg [3:0] q; 
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always @(clb) 
if (!clb) 

q= 0; 

always @(negedge ck) 
if(clb) 

q = d; 
else q = 0; 

endmodule 

6. DATA TYPES 

We must first consider the data types used to represent: 
- data storage elements, registers 
- transmission elements, nets. 

The VerilogHDL value set consists of four basic values: 
- 0, logical zero, 
- 1, logical one, 
- x, unknown value, 
- z, high impedance state. 

Register and net correspond to different hardware structures. 
Register is an abstraction of a data storage element, whose keyword is reg. It stores a 

value from one assignment to the next. 
Net represents a physical connection between structural entities. A net does not store a 

value. 
Memories are modelled as an array of register variables. They are declared in register 

declaration statements by adding the element address range following the declared identifier. 

reg [7 : 0] my mem [255 : 0]; 

To assign values to data registers or nets, there are two types of assignment statements: 
- continuous assignment; 
- procedural assignment; 

Continuous means that the assignment occurs whenever simulation causes the value to 
be changed. 

In contrast, procedural assignments put data values in registers. The assignment does 
not have a duration. The register holds the value of the assignment until the next procedural 
assignment. 

7. TEST FIXTURE MODEL AND RESULTS MONITORING 

The Test Fixture Model has the following parts: 
- module header, data declaration; 
- application of stimuli; 
- monitoring of results. 

The test fixture model applies values to the design and displays the results on the screen. 
The test fixture is a behavioural model not a structural one. For a test fixture module, 

the module header, the variables of the data type reg and wire, and the module d_str 
instantiation have to be written: 
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module d drive; 

regclr, clk; 
reg [3 :0] data; 

wire [3 : 0] q; 

ds tr dregl (data, clk, clr, q); 

The port connection list for this instance is order-based and precedes the stimuli 
application and the initialisation of the module under test. 

There are several methods that can be used to monitor the results of a simulation: 
- results can be stored to a file; 
- results can be displayed on the screen; 
- results can be displayed on the screen as graphics (wave forms, signals, 

etc.). 
There are several methods one can use to display these values on the screen. One of the 

most suitable is the use of special system tasks that are event controlled by the transition of 
the clock signal or other relevant pulse. 
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CADD, Computer Aided Detector Design 
Patrick Michael Ferran, 
CERN, Geneva, Switzerland 

Abstract 
Building modern particle physics detectors is "one-of-a-kind" engineering- no prototypes, no 
improved models. The detector must be right first time. -And yet the detectors are very complex, 
the teams which build themare heterogeneous and widespread and made up of people who may 
never meet. 

1. Introduction 

Mechanical CAD/CAM is, or will be, used by all the HEP detector builders in Europe. 
As experiments become bigger and technically more advanced, building a detector becomes a 
more complex project. Designing and manufacturing different sub-elements of a detector in 
different places in Europe - or the world - should be co-ordinated to ensure, before building 
anything, that the elements may be assembled and that they will function properly when 
together. 

The engineering descriptions of elements are available in computer-readable CAD form 
and the designer of one element should have access to the data for neighbouring elements as his 
and his neighbours' designs evolve. Above all, simulations - as in the GEANT suite of 
programs - should be made on an assembly of three-dimensional representations of all detector 
elements to predict how the entire detector would behave in a hypothetical experiment. That 
would allow eventual drawbacks in physics performance to be found and remedied before the 
detector was built. 

CADD aims to unite these ambitions in a design, engineering, simulation and 
manufacturing cycle for LHC detectors wherein the same detector descriptions would be 
available to physicists, engineers and, eventually, manufacturers in a corporate detector dataset. 

This would allow physicists to try out design possibilities and submit these to the 
engineers, then monitor, by simulation, the effects which engineering implementations have on 
the detector's physics performance. They could thus iterate proposed equipment through from 
inception to simulated integration and data-taking before finalising the design and starting actual 
construction. 

2. The Elements 

2.1 Commercial Products. 
Important market products to be used by CADD are CAD packages running on 

workstations connected by networking facilities and all organised through database management 
systems. Instances of these product types are constantly evolving, ousting and being ousted. 
CADD aims to provide a robust "product-based" framework which satisfies the needs of HEP 
detector design and is well able to assimilate new products. 

2.2 Simulation 
HEP event simulation tools are evolving continually to meet the needs of the physics 

community. GEANT, the primary simulation tool considered for use in CADD, is having a new 
detector geometry database implemented with the aim of allowing greater freedom in the 
description of detector geometry. It is hoped that it will also ease communication with CAD 
systems. The version of GEANT with new geometry will be referred to here as GEANT4, to 
distinguish it where necessary from the current version, GEANT3. In GEANT the detector is 
described by the physicist as an assembly of volumes of material. Particles from simulated 
events are tracked through these volumes to examine the aptitude of the detector. As millions of 
tracks are followed at each examination, the tracking code must be very fast. 
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2.3 Detector Descriptions 
To ensure the coherency of different aspects of a detector, we need a corporate dataset 

describing all equipment relevant to the detector. This dataset should allow complete 
information exchange from design time to installation time. It should be accessible to the 
software of the detector teams throughout Europe to allow "concurrent engineering" to take 
place. During the design phase the files describing a detector element will be kept in the institute 
which is working on that element, for it is from there that it will be most frequently accessed. 
Thus the dataset will be distributed. See figure 1. 

The Aim of CADD figure 3 
Site W 

? t t ? 1 i 
Detector Descriptions 
lifelong, coherent, available to all (filebase) 

For technical, financial or technical support reasons, LHC partners have different CAD 
tools (see appendix A). These reasons prevent CADD from imposing a unique CAD system on 
the partners. Besides, it is impossible to predict which, if any, of the currently available 
systems will exist a decade from now. Thus there is the problem of communicating CAD data 
from one system, with its own view of the world, data structures and techniques, to another. 
One might have a direct interface between each pair of systems or an interface between each 
CAD system and a standard "neutral" file format. Since about ten CAD systems are involved in 
CADD, the standard file format approach clearly involves fewer interfaces. 

Expensive detectors and accelerator equipment are long-lived, their upkeep requires a far-
sighted commitment and so the datasets describing them must be kept permanently for eventual 
use in calibration, in new CAD systems and in mid-life modifications. 

3. The CADD Initiative 

CADD was launched at CERN in December 1990. It was hoped it could be in operation in 
time for the design of LHC detectors, Indeed, the count back from installing experiments in 
LHC in 1997 requires that CADD have some working parts in 1992 and offer several reliable 
facilities in 1993. 

For the reasons mentioned above, it was decided to use Neutral Format computer Files 
(NFF) as the medium through which CAD systems would exchange data. NFF are used on an 
everyday basis in large industrial concerns like AeroSpatiale and the German car manufacturers. 
(Nevertheless: BOEING is in the process of standardising on one CAD system - CATIA - for 
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all operations in the Boeing 777 project, specifically to avoid the problems of transferring data 
between different CAD systems) 

Since direct experience in this field was lacking, it was decided to begin with an 
investigative implementation of a CADD data transfer facility to find out what the problems 
might be. The French standard SET was chosen as Neutral File Format for this experiment 
since SET provided a means of expressing geometrical entities in Constructive Solid Geometry 
(CSG). CSG is close to the idiom used in the present GEANT3 geometry database to describe 
detector elements - and the inclusion of GEANT in the design cycle is an essential part of 
CADD. The ANSI standard format, IGES, also supports CSG transfers, but we knew of no 
IGES interface which transfers 3D solid geometry. 

4 Standards 

The question of standards is non-trivial 
a) Engineering standards are large, formal and complex (Version 4.0 of the IGES 

standard contains 500 pages of detailed specifications) thus expensive to implement. So a CAD 
vendor tends to implement only that part of a standard which is required by his most important 
customers. Hence the exchange of data with another system is restricted. 

b) There has been a growing awareness that it is not enough to define entities which may 
be exchanged in a standard, but there also must be rules for their use. In other words there must 
exist a grammar, syntax, usage and all the other elements which allow people to communicate 
clearly and precisely. In present standards such rules do not exist. 

c) The nature of a CAD system may be such that it simply cannot cope with certain kinds 
of geometry. Indeed vendors try to produce - and users to buy - a system with a distinctive 
quality which gives it an edge over other systems. This diversity is a wealth: we have to learn to 
deal clearly with the resulting diversity. 

It is intended that the forthcoming ISO CAD data exchange standard, STEP, be adopted in 
the future, though we do not expect that STEP implementations will be common enough to be 
useful to CADD before, say, 1994 - too late for early work on LHC. 

With the STEP standard the exchange problem should diminish and several tools and 
methods have evolved during its gestation period. These methods and concepts which are being 
developed for STEP should be kept in mind in all of current CAD/CAM and simulation 
developments. STEP will embody, notably, Application Protocols which define exactly what 
entities will be expressed in a given field of work, and how the CAD system should express 
them. STEP entity definitions are written in a formal data description language called 
EXPRESS. Meanwhile CADD faces the problem of making different CAD systems 
communicate in the currently defined standards. 

4.1 Inside GEANT 
At present GEANT3 uses sixteen basic geometrical solid forms, combinations of these 

forms, and only these forms, describe the detector volumes . Highly optimised tracking code 
calculates in which volume particle is, how far it is from the volume surface etc. as the particle 
is followed. The sixteen forms accumulated because they were needed in describing detectors 
and because they were amenable to fast tracking code. Such a description of a detector may be 
mapped onto the Constructive Solid Geometry, or CSG, description used in some CAD solid 
modellers. In principle GEANT should be able to exchange data with these CAD systems. This 
is desirable, not only to preserve the accuracy which may be lost in manual transcriptions but 
because the amount of data can be very large - there are around 1,000,000 volumes in the 
GEANT model of L3. 

Work on GEANT4 continues and the new geometry - this time based on a surface 
description of the detector volumes - with corresponding tracking code may be in production by 
the end of 1992. (A prototype tracking implementation has a speed competitive with the 
traditional tracking through the L3 detector). These new volume descriptions would free the 
physicist - or the engineer or the CAD system which wants to communicate with GEANT -
from the tyranny of the sixteen canonical forms, while keeping them available as "surface-
macros" where convenient. It will also free the GEANT team from the upkeep of some very 
specialised pieces of tracking code. The surface descriptions of volumes are close to another 
style of CAD model representation, Boundary Representation or B-rep. We hope that the 
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GEANT4 geometry can be implemented in such a way that it may be simply mapped to B-rep. 
and thus communicate freely with several CAD systems. 

4.2 The use of the SET standard. 
The Euclid interface with SET is fairly complete and can read most of the design data 

from GEANT3. However the SET interfaces of other CAD tools such as I-DEAS and 
Pro/Engineer do not cover enough of the SET standard to read this data. Given that the CAD 
world is waiting for the imminent STEP standard, it is most unlikely that the CAD vendors can 
be persuaded to devote resources to further development of their interfaces to obsolescent 
standards. 

Faced with CAD systems which produce, and consume, partially matching subsets of the 
data exchange standards, CADD can only try to make the maximum use of these incomplete 
facilities. Thus data will be produced from each CAD system in any of the formats which we 
find to be of any use to our partners. There are at least five commonly implemented data 
exchange standards, IGES (ANSI), SET (AFNOR), DXF (AutoCAD proprietary format), 
VDA/FS and VDA/IS (DIN). 

IGES is the most commonly implemented neutral format so it is considered, with SET, as 
a primary means of communication between CAD systems for CADD. Euclid is the only CAD 
system we have now which is able to read the SET solids from GEANT3, so it will have to 
fulfil the office of "gateway" from GEANT3 to the CAD world. (CATIA should also be able to 
read the solid data from GEANT3 in its SET interface but we have no CATIA-SET interface in 
the community.) CAD vendors normally market interfaces to data exchange standards as 
additional options and prices so far observed vary between 5 and 50 kCHF depending on the 
system and the discount offered. 

4.3 The GEANT3 to SET Interface 
The interface from GEANT3 to the SET standard is finished in its first form. GEANT3 

shapes written in SET can be read by Euclid. Thus GEANT3 is able to communicate its data to 
one of CADD's principal CAD systems. At present (AUG92) 15 of the 16 solid shapes with 
which GEANT3 works can be written to SET and read by Euclid. 

The interface runs where GEANT runs; VM/CMS, VAX/VMS, UNIX. etc. and has been 
fairly thoroughly tested by Michel Maire and Vincent Boninchi of IN2P3. It allows the operator 
to select nodes from the GEANT3 tree diagram and to have these nodes displayed on the 
screen. When he is satisfied with what he can see he writes the data displayed to a SET file. 

The amount of data which could be sent in a single SET file is restricted by array sizes in 
Euclid, for instance the number of points in the active data space is limited to 65000. "Divided 
Volumes" which are a GEANT feature, may generate a very large SET file if all the divisions 
are instantiated, so a subset of the result of the divisions may be selected. 

The Eagle GEANT3 model has been transmitted to Euclid as has data from L3, OPAL and 
ALEPH. 

From Euclid, data may be transmitted to other CAD systems such as I-DEAS or 
AutoCAD, via IGES. This is Wire Frame and 2-D data, not the original 3-D solid model. The 
wire frames which Euclid derives from CSG models as polyhedral approximations lose some 
information in the process. Work has to be done to reconstitute the volumes of interest but it 
does mean that the GEANT3 model can be brought into the engineering CAD context, serving 
as a reference representation when associated engineering work is done in preparation for 
manufacture. 

4.4 "Flavouring" Standard Files 
A CAD system can map a subset of its own view of the world onto a standard file format 

but this standard data may have to be adjusted before it can be read successfully by another 
CAD system. There is a program, CONVIGES, written at CERN to transform 2-D data written 
in the IGES standard by Euclid into data in the IGES standard which can be read by AutoCAD, 
and vice versa. This program can make formal changes such as changing file sizes or styles of 
text; it has already been found useful for engineering data exchange between these two 
programs has been used to help exchanges with I-DEAS, Pro/Engineer, etc. Since CONVIGES 
was developed, NFAS, produced by BMW in Munich for their enormous in-house data-
exchange problem has come onto the market. NFAS appears to be a serious piece of software 
of industrial strength and is being tried out at CERN at the moment. 
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It seems clear that is it strategically correct for us to foresee the use of NFAS for IGES 
exchanges rather than continue the indefinite development and upkeep of CONVIGES. We 
expect that our experience with IGES will grow considerably in the coming months and that our 
knowhow, incorporated in NFAS command files, can be shared more easily with our 
collaborators than if it were hidden in a FORTRAN program. We will, of course, continue to 
use CONVIGES for any task to which it is better suited than NFAS. 

We have not had a great deal of experience in the wholesale exchange of design data 
through IGES, and even through SET, since work so far has been confined to entities which 
emanate from GEANT3. Recent contacts with the Eagle protocollaboration gave some hands-on 
experience of IGES, initially in making their "parameter diagram" available to all members. The 
parameter diagram, which shows the principal dimensions of Eagle detector elements, is 
produced in Euclid and thus easily available to Euclid users. It has also been read by I-DEAS at 
NIKHEF from an IGES file produced by Euclid with very little effort. 

4.5 A CAD to GEANT3 Interface? 
There are a number of difficulties in going from a CAD system to GEANT which do not 

exist in going from GEANT to a CAD system. 
a) The interface from GEANT3 to SET was designed to be as simple as possible; this 

involved unravelling the GEANT data structure, transferring the forms to the SET format and 
writing out the small number of entities onto which the GEANT3 shapes were mapped . The 
commercial Euclid-SET interface can read this data easily. Writing an interface for GEANT 
which can read a SET file written by a commercial CAD system is more difficult. It is not 
possible to constrain the CAD system to restrict itself to writing only certain entities and so we 
must be prepared to deal with the full standard. This means writing a lot of software. 

b) Even if a complete interface were to exist so that GEANT3 could read everything 
written by Euclid, say, there is still a problem. Only those objects whose morphologies 
correspond to the 16 shapes can be understood by GEANT3 and used by its tracking routines. 
Furthermore the shapes need to be identified as BOX, Tube etc. One way around this difficulty 
is to constrain the CAD systems, when preparing models for GEANT3, to use only GEANT3 
shapes: this is discussed below. 

So no code has been written to allow GEANT3 to read SET data. One-way transfer 
already promotes coherency between GEANT3 and CAD and we feel that it is the wrong time to 
invest effort in trying to provide a general input capability for GEANT3. But there is a clear 
need for a general interface from CAD to GEANT. Even when a physicist-friendly input 
interface exists for GEANT4, the right place to do the engineering work will be in the 
engineering CAD system. We should have facilities to transfer that work into GEANT4 rather 
than having to enter it over again by hand. 

5 Current directions, Current Work 

Data can now be moved from GEANT to Euclid. 
To allow Euclid to act as a gateway from GEANT to the other CAD systems we must 

establish IGES data transfer skills; we will use NFAS for this. An important aim of CADD is to 
help exchange design data between engineers using different CAD systems, independently of 
the GEANT connection. NFAS will be used for this also. A framework (CIFAS) has been built 
up incorporating NFAS and CONVIGES to provide easy transfer mechanisms between 
different CAD systems for an engineer or draughtsman. At present CIFAS is limited to those 
systems running at CERN (Euclid, AutoCAD and Pro/Engineer) but as soon as user feedback 
and experience have sufficiently hardened it, other CAD systems will be catered for. 

It seems clear that no general interface can be made from all CAD systems to GEANT3 in 
a reasonable time and budget. However GEANT4 will use surface descriptions rather than a 
fixed set of shapes. It will certainly be easier to map any object made in a CAD system onto a 
set of surfaces which can be understood by GEANT4 than to express that object in terms which 
GEANT3 could understand - but GEANT4 is still being developed and the details of its 
interface with CAD can not yet be fixed. 

It is planned that GEANT4 will be running at the end of 1992. Before that, we hope that 
the CADD team will have gained enough experience in IGES exchange to have some 
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understanding of the different natures of the CAD systems used by our collaborators. This 
experience should make the team better qualified to write a general interface for GEANT4. 

It may be that much of the design of detectors for LHC must be done before GEANT4 is 
working. Work is going on, or planned, in Aachen, Helsinki, INFN and IN2P3, to implement 
solutions specially for the CAD systems which they use and which will allow GEANT3 shapes 
to be produced in the CAD system and input to GEANT. These solutions are described below. 

Appendix B shows some target dates. 

5.7 An ItalCAD-GEANT3 Interface (INFN) 
INFN uses the ItalCAD CAD systems (S7000, 3D-PSM) and no SET interface is 

foreseen for these. Indeed ItalCAD's development effort has been devoted to early 
implementations of a STEP interface. 

Rather than wait for the general availability of STEP, INFN have asked ItalCAD to write 
a direct interface between GEANT3 and the ItalCAD products; work began in June 92. Data 
will be sent to GEANT3 in a form which it understands by implementing a special menu which 
allows the CAD user to select GEANT3 forms with which to build his model. 

This gives ItalCAD users a facility for entering models into GEANT which is more user-
friendly than the traditional FORTRAN code which has to be written for GEANT3. The fact 
that 3D-PSM will soon have a STEP interface brings GEANT closer to STEP and it is hoped 
that ItalCAD personnel working in GEANT will help to transfer some of the STEP-appropriate 
technology to the GEANT world. In particular the architecture of the ItalCAD STEP 
implementation uses an Internal Data Structure - essentially a set of subroutines which may be 
called from FORTRAN or C - to store and retrieve geometric data; any future development of 
GEANT would certainly benefit from including lessons from this structure. 

5.2 AutoCAD to GEANT3 (Helsinki) 
The principle of creating GEANT3 shapes in the CAD system and expressing a design n 

terms of those shapes was seen as the only way to move data from the system into GEANT3. 
Helsinki decided to use this approach in the AutoCAD 11.0 system for the design of their 
Silicon Tracker. There are two stages in the Helsinki plan. 

5.2.1 Phase 1 
A model of the Silicon Tracker is implemented in AutoCAD using AutoLISP. While the 

morphology of this model is fixed, the dimensions of the shapes are considered as variables. 
The user may vary for instance the radius of an array of silicon pads or the pad size; the values 
which he chooses are written to a file which may be read by a special GEANT3 routine. 

This "parameter file" contains enough information, shape type, position, material, 
dimensional parameter values etc., to generate calls to the appropriate GEANT routines to create 
all of the shapes in GEANT. Thus the GEANT3 version of the model is created with the same 
shapes, of the same dimensions, in the same positions, as were used in AutoCAD. 

5.2.2 Phase 2 
This is a more general addition of the above scheme. In a special AutoCAD menu, the 

designer may choose any of the GEANT3 shapes. An AutoLISP program written at Helsinki 
will ask for all the dimension and position information required to implement the chosen shape 
in AutoCAD - and also in GEANT3. Thus an AutoCAD model is built up and a parameter file 
prepared for GEANT3 which contains the identity, dimensions, material and positions of all of 
the constituent shapes. 

This second scheme is foreseen to allow the engineers to add support structures to the 
Silicon Tracker. The particle detecting part of the Silicon Tracker is entirely modelled in Phase 1 
but this does not need to be finished for piecemeal development to be done on Phase 2 

Indeed several GEANT3 shapes have been created in AutoCAD (BOX, TUBE, TUBS, 
TRD1) and passed to GEANT in parameter files. The shapes have been created and positioned 
in GEANT. Work continues. 
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5.3 GEANT3 and Euclid (IN2P3) 

5.3.1 Reading GEANT3 data into Euclid 
Files in the SET format containing the endcaps of L3 were produced in GEANT3 and 

transferred to Lyon. There they were read into Euclid for comparison with the original 
manufacturing data for the endcaps. During this exercise IN2P3 was able to give invaluable 
feedback to the GEANT3-SET interface team. 

The data transferred to Euclid [EREG] was precise and complete. It was clear that the 
model data in Euclid faithfully represents the assembly as it had been defined in GEANT3. Very 
precise data could be found on all items - in particular the reference points around the central 
detector to line up the BGO crystals were present and correct. The elements could be 
manipulated with ease in Euclid and their GEANT3 names had also been correctly transmitted. 

It was quite clear that the GEANT3-SET interface brought together the two 
representations of the data which had previously been distinct: - GEANT3's overview of an 
assembly of volumes and Euclid's mass of detailed descriptions of the individual elements. 

The obvious complementarity of the two models when viewed together in Euclid shows 
the value of the interface for ensuring the coherence of work done in GEANT3 and work done 
in Euclid (and any CAD system with which Euclid can communicate effectively). 

5.3.2 Preparing input for GEANT3 using Euclid 
Encouraged by the success of the GEANT3 to Euclid transfers, IN2P3 are investigating 

the Euclid to GEANT direction. The IN2P3 scheme is similar to Phase 2 of the Helsinki plan, 
but is implemented in Euclid. 

At present (AUG92) work has started to set up a first, simple implementation for one 
GEANT3 shape as a feasibility test. In a special "user application" one basic shape will be 
modelled in Euclid and the identity, dimensions, position, mother/daughter relationships and 
material of the shape passed to GEANT3 in a parameter file - using the same format as in the 
Helsinki/AutoCAD plan. The parameters will also be saved in the Euclid database as 
"attributes". 

The aim is to show that certain basic techniques work. These include dealing with mother 
volume-daughter volume relationships and manipulating the transformation matrices which bind 
them. Division in the GEANT sense will be implemented right from the start. To avoid the 
rather heavy calculation which would be needed to instance every single division of a divided 
object, division may be represented inside Euclid as the first instance of the result of division of 
the element - for each level of division. The division characteristics would also be stored as 
Euclid attributes and passed to GEANT3 in a parameter file. 

Once the feasibility in Euclid is established and the effort required to make a more 
complete system can be reckoned more accurately, the task of implementing more shapes will 
be considered. 

5.4 An AutoCAD Workbench (RWTHlAachen) 
Christoph Kukulies set out to make his own SET-AutoCAD interface after finding that the 

commercial alternatives did not handle solids. Chris has written some tools to analyse SET files 
and aims to make this part of a SET workbench with a bi-directional interface to AutoCAD and 
a 3D viewing tool based on public domain software. 

AutoCAD is a cheap and widespread CAD system running in many labs, Some labs have 
it as their main system, others like CERN which has around 200 seats uses it as a cheap and 
convenient complement to Euclid. An interface between AutoCAD and SET would be a 
particularly attractive boon to the CADD community. 

5.5 Communication with Medusa andl-DEAS (Rutherford Appleton Laboratory) 
RAL has two CAD systems, Medusa, which is their normal engineering tool and I-

DEAS, a 3D modelling system for which they have a single licence. It was hoped to set up a 3D 
link between Euclid and I-DEAS with a view to transferring derived 2D data on to Medusa. 
This failed because of the incomplete I-DEAS/SET interface - I-DEAS could not read the SET 
files written by GEANT. 

RAL had some CAD data for OPAL in Medusa and we tried to out how it compared with 
the GEANT3 model of OPAL, Pan of the OPAL model was transferred from GEANT to Euclid 
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where 2D and wireframe data was derived from the solid model and written on an GES file. But 
Medusa could not read correctly enough information to make the transfer useful. We will retry 
this exercise when more IGES transfer expertise is built up in the CADD community. 

5.6 OCTAGON Absorbs CAD Geometries into GEANT (Florida State Uni) 
Schemes in Europe (above) aim to constrain the user and his CAD system to produce only 

GEANT3-appropriate shapes. Even where these constraints are only applied to volumes 
destined for GEANT some feel that the designer's style would be so cramped that he would 
refuse to use such a system. Time will tell if these feelings are well-founded. 

At FSU, Womersley and colleagues [references 1] allow the designer to use whatever 
morphology he likes. The object is then decomposed in an "octree" manner into the set of boxes 
which will fit most closely into the envelope of the object. A box is an object which is 
recognised by GEANT and in which there is efficient tracking, but the number of boxes 
required to fill out the envelope of the designed object can be extremely large. Specifically the 
OCTAGON package absorbs DXF files produced by AutoCAD or VersaCAD or other CAD 
system, reconstructs a 3D object, and then represents this 3D object as a tree of boxes. This tree 
can then be positioned in a standard GEANT volume and installed as a part of any GEANT 
geometry. The user must be careful not to leave redundant lines in his drawings as these can 
confuse the OCTAGON package. OCTAGON is running at CERN but none of us is expert in 
its use. 

A company called Quantum Research Services is interested in the CAD to GEANT 
problem and, with the encouragement of Womersley & Co, has produced a CAD Or GEANT 
Entity Translator (COGENT). Here again DXF files are scanned and this time up to six basic 
GEANT shapes can be recognised and reconstituted from the 2D views. This also runs at 
CERN as a demonstration package but while it is clear that the principle has been proved it is 
not yet an off-the-shelf tool. Q.R.S. hope to get a grant from the DoE to improve their product. 

6 The Data Management Problem. 

Design data files should be widely and quickly available and so CADD needs a directory 
to identify files and locations in its distributed filebase. The existing FATMEN (File And Tape 
Management Experimental Needs) system, written for physics data access, is adapted for 
CADD needs. FATMEN provides a directory and file transfer capability. The central directory 
records the location, etc. of the files and the file transfer mechanisms insulate CADD from 
evolutions in the networking world. The hierarchical naming scheme used in FATMEN helps 
the user to identify the contents of a file. A FATMEN directory for the management and transfer 
of CADD design files has been set up. 

At present CADD files are stored in an anonymous FTP account at CERN which is 
accessible to the CADD community. These files include SET files from GEANT3 and Euclid, 
IGES files from Euclid and AutoCAD and PostScript files which correspond to the CAD files. 
The PostScript files can be read independently of the CAD system and help the designer see if 
the data reconstituted by his CAD system is the same as that seen in the sender system. 

CAD design files will constitute the first, basic information to exist for a detector. These 
distributed design files will be related (often implicitly) in more ways than can be expressed in a 
hierarchical filename scheme such as can be provided by FATMEN. A relational database 
would allow the expression of all relationships of equipment in the CADD filebase and would 
be the natural starting point on which to found a complete Detector Database. (For detector 
elements, information such as position, detector parentage, data channel number, manufacturing 
history, material, calibration data etc. would eventually be needed). 

No database has yet been implemented. So far we have had a small amount of data to 
handle so have not needed a database. This will change soon and a database facility is becoming 
an urgent need. 

ORACLE, the DBMS used at CERN, is the obvious choice in which to implement the 
CADD db. This poses the problem that ORACLE is an expensive product which would not be 
bought by many Institutes. However any member of the HEP community has the right to 
execute Oracle remotely at CERN under the site licence agreement. Now a user in, say, 
Helsinki, might have a rather slow response if he were to execute Oracle at CERN but should 
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not need this access more than a few times per day since he could access files he already knew 
via FATMEN without recourse to Oracle. 

At CERN a High Level Product Model is being defined [reference 2] to formalise work 
previously done by the Parameter Group together with whatever methodologies and data are 
found to be necessary to arrive at and maintain a common understanding in the collaborations. 

Conclusions 

There are many elements in the CADD initiative. Some, like networks and workstations, 
will evolve independently and improve. The state of exchange interfaces is clearly 
unsatisfactory in general, they certainly do not constitute a tool which HEP designers can 
simply pick up and use. It is up to CADD to avoid the difficulties in this field and make use of 
whatever channels are found to work for its benefit. This requires detailed work. The aim to set 
up a framework for the concurrent engineering of detectors must, as far as possible, take into 
account the development work being done for STEP. When it comes, STEP should improve the 
situation, but it is not expected to be a panacea and our work using the current standards will 
help to understand better the different natures of CAD systems and how they, and the different 
engineering traditions of Europe, may best cooperate. It seems unlikely that all of the elements 
of a full CADD system will be ready in time for early work on LHC detectors, but those parts 
of CADD which are working will help to make better detectors. 
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Appendix A 
CAD systems and their users 

Euclid 
I-DEAS 
CATIA 
3D-PSM 
AutoCAD 

Unigraphics, 
ND TechnoVision 
S7000 
Medusa 
PAFEC 

CERN, IN2P3 (14 sites), Saclay, Geneva Uni. Serpukhov 
DESY, NIKHEF, RAL (1 seat) 
ETH, Zurich 
INFN (15 sites) 
CERN, Aachen, MPI Munich, Zeuthen, Oxford Uni, Krakow, 
LIP-Coimbra, CIEMAT Madrid, SEFT Helsinki 
Los Alamos 
DESY 
INFN (15 sites) 
RAL 
Imperial College London. 

Appendix B 
Some Target Times 
1992 
September 
October 
October 

October 
December 

1993 
January 
May 

IN2P3's Euclid to GEANT3 limited prototype working. 
LHC experiments ready for approval, much design work finished 
Helsinki's Silicon Tracker Designer working in AutoCAD for 
GEANT3 
CERN offers IGES exchange service. 
IN2P3's Euclid to GEANT3 full prototype working. 

GEANT4 starts to work 
INFN has an interface between 3D-PSM and GEANT 
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Second Generation Expert Systems 
David A. Bell 

University of Ulster, Jordanstown, Northern Ireland 
Abstract 

This paper gives an overview of some work in the author's laboratory on issues which 
are widely recognised as being of importance if the potential of Expert Systems is to 
be fully realised in practice. 
The changes in approach to these and related isues are so radical that they have led 
some researchers to talk in terms of "Second Generation" Expert Systems. However 
there is as yet no clear consensus on what this term means exactly. 
Here we present some contributions to the next generations of Expert Systems from 
the author's laboratory. 

1 Introduct ion 
There has been tremenduous interest in Expert Systems in recent years, but their 

level of success in applications has not matched that of the research and development 
effort that has gone into them. Many researchers believe that a new generation of Expert 
Systems is required if the applicability of the ideas one sees in the literature is to be 
realised [Zhang 88]. 

Expert Systems at tempt to capture the "expertise" of human specialists in areas such 
as geological exploration, fault detection in electrical circuits, management of computer 
configurations and medical diagnosis. Impressive results have been obtained in a number 
of limited domains of expertise. 
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Figure 1: An Expert System's components. 
Essentially an Expert System has the component structure shown in fig 1. The flow 

of information is from the human domain expert - the supplier - to the person seeking the 
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advice - the user. The expertise is captured by means of a Knowledge Acquisition module. 
It is composed of logical rules or other material forming the basis of reasoning, backed 
up by hard facts and evidence from sensors and tests. The Inference Engine manipulates 
the information in the Knowledge Base using some control strategy (for example 'forward 
chaining' - linking the rules together on the basis of results found so far) to select rules 
to fire in particular circumstances. An Explanation module is used so that the user or 
supplier can ask the system to justify it conclusions to date. 

The reasons for the lack of exploitation of the potential of this technology in practice 
are pretty well understood. In most cases where Expert Systems have been applied, the 
application domains considered are too restricted and are too simplistically viewed to be 
of practical use. 

Application domains often require larger knowledge bases than those typically found 
in conventional systems as described above. One way of tackling this problem is to use 
groups of smaller Expert Systems, like those ('First Generation') systems already in exis
tence, in concert. Another is to link Expert Systems to Database Management Systems, 
so that the capability of the latter can be exploited. A second conspicuous reason for the 
poor application take-up of Expert Systems ideas is that the methods used to cope with 
uncertainty are inadequate. We live in an uncertain world, but the first generation meth
ods of coping with uncertainty are still rather naive. Much attention has been paid to this 
problem in the literature and useful results are starting to emerge. A third problem is that 
complex problems require more knowledge of a deeper kind than is normally to be found 
in demonstrations of the Expert Systems approach to problem-solving. The inclusion of 
deeper knowledge - reasoning from first principles - is needed in addition to the shallower 
'compiled hindsight' stored typically as rules in conventional Expert Systems. 

In this paper we focus on two prominent characteristics of 'Second Generation' Ex
pert Systems on which we are currently working. These are: 
- Linking diverse Expert Systems which have been developed in isolation from one 

another, but which have overlapping domains; 
— Providing enhanced methods of handling uncertainty for use in reasoning; 

Although we are also working on the linkages between Expert Systems and databases 
so that larger 'fact bases' can be utilised by Expert Systems e.g. [Bell 91], we do not deal 
with this aspect of the Second Generation here. In this paper we outline our work in each 
of the two areas stated above, briefly. 

2 Dis tr ibuted Expert S y s t e m s 
The trend of interest here is the one towards linking diverse Expert Systems to solve 

a problem. 
Distributed Artificial Intelligence (DAI) has been studied energetically in the last 10 

years or so e.g. [Deen 90, Huhns 87]. We will start by looking briefly at the forces which 
have led to it. The objective is to get individual problem-solving modules, or agents, to 
interact constructively in the solution of problems that are beyond the capability of any 
one of the agents by itself. 

Having multiple points of view on a problem or sub-problem allows different types 
of expertise to be brought to bear on it. An example of this in human group-based 
problem-solving is the "second opinion syndrome" one encounters in, for example, medical 
consultations. Doctors dealing with rare or very complex diagnoses like to check their 
conclusions against those of other specialists, and perhaps discuss the discrepancies, before 
a final commitment is made. This can also add greatly to the peace of mind of the patient. 
So confidence, due to variety, is increased all round. However, although great benefits can 
potentially accrue from making full use of all the available expertise, there is no guarantee 
that increasing the number of experts will increase the quality of the advice. In fact at 
some stage adding more agents could even decrease the response quality. 

Another advantage is the fact that information resources in general can be re-usable. 
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This is of major importance in Expert Systems because of the fact that , at the present 
stage of evolution, Expert Systems are exceedingly problem-specific and their development 
represents a large investment, not least in the knowledge acquisition tasks. So re-use would 
increase the economic as well as the usage advantages to be gained .from the Expert 
Systems development. 

Perhaps the most influential consideration for considering the DES approach is the 
need for straightforward concatenation of knowledge and inferencing methods from dif
ferent sources. 

We are talking about a system which is a network of agents such as rule-based Expert 
Systems. Questions will be asked of the system, either via a global module or via an 
individual agent, and strategies for distributed responses have to be devised. If we ignore 
the massively parallel (connectionist) approach to AI which is outside our scope here, it 
is possible to identify two different types of distributed problem-solvers in this context. 
These are Decentralised Problem-Solvers and Collaborative Reasoners, respectively. Our 
work is on the latter type, but we briefly describe the former type for completeness. 

In Decentralised Problem Solvers e.g. [Dai 90, Durfee 87] parts of the global problem 
are distributed among the distributed agents. The agents pick up their sub-problems and 
solve them asynchronously. The partial solutions are returned to the requesting site where 
a global solution is synthesised from them. 

In Collaborative Reasoning all of the agents address the same problem. The problem 
is not normally decomposed in this case - but each agent uses its local knowledge to come 
up with a result in collaboration with the others. Many Expert Systems are purpose-built 
and so are applicable to just one particular domain of knowledge - such as some branch 
of medicine. Other domains with tailored systems like this are traffic control, speech 
recognition and industrial control. Typically the evidence may be inexact and may even 
vary in its time-wise pertinence - its sell-by date may have expired for some purposes! 

We now give an example of a system which demonstrates all the important features 
of a collaborative reasoner that could be required. It is the Heterogeneous Cooperating 
Expert System, H E C O D E S , which is a framework suitable for horizontal, hierarchical, 
and recursive (where the agents are mutually interdependent in complex problem-solving) 
cooperation. It is again based on a blackboard system. It consists of a centralised control 
system, a blackboard system, and front-end processors. The contributing agents can be 
heterogeneous with respect to control strategy, knowledge representation method, and the 
program language used for implementation. A prototype of the system was implemented 
in 1988 on a network of D E C VAX machines, some of which are as much as 60 miles 
apart. 

In fig 2 the Expert Systems, the control sub-system, and the blackboard sub-system 
are nodes in a network, and the nodes are linked by telecommunications cables. Each 
Expert System can plan solutions and solve local problems independently, using domain 
specific knowledge. Each has the additional ability to apply for assistance from and to 
offer assistance to the others via the control sub-system. There are front-end processors 
to interface between the node and the control sub-system. The blackboard subsystem 
stores shared information for the Expert Systems and structured information for the con
trol sub-system. The control sub-system is responsible for managing the cooperation and 
communications between the nodes, and for the run-time management of H E C O D E S . 
In practice the blackboard and control sub-systems are stored at one (central) node to 
minimise communications. 

If we now focus on the agent nodes in the system, we can identify 3 main functional 
modules - the management, communications and man-machine interface modules. The 
modules are all designed to be domain-independent. 
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Figure 2: Overall HECODES architecture. 
The scheduler module in the central (control) node is a key element of H E C O D E S 

(see fig 3). When it is supplemented by meta-knowledge comprising the control informa
tion for all of the Expert Systems, it is able to schedule the whole system's operation, 
and manage the cooperation between the agents. The blackboard manager carries out all 
operations involving the blackboard, which has its usual role for communications between 
the agents. The communicatons module has a self-evident role, and the front-end proces
sors provide the interfacing between the Expert Systems and the control node. Each of 
these modules can be very complex. For example, the scheduler must detect and remove, 
or better still avoid, deadlocks in the system, which can occur due to cyclic waiting loops, 
much as for DDBs. Another example is the interfacing that is required between different 
Expert Systems - for example where they use different methods of dealing with evidence 
or other knowledge which is inexact, as is usually the case. H E C O D E S has proved to be 
an exceedingly useful vehicle for research into these and other important issues. 

There are a large variety of reasoning methods, complex domain models and par
allelism that could be encountered in the general case. Important research questions are 
raised due to this heterogeneity and the pre-existence of the systems. How are conflicts 
to be handled e.g. [Bell 90]? How is heterogeneity dealt with, and how is uncertainty (see 
below) handled? 

3 Handl ing Uncerta inty 
A fundamental question in Expert Systems Development is: how do we go about 

representing and concatenating sensed evidence coming from unreliable and heterogeneous 
sensors, and inexact relationships between causes and effects? 

Induction is a basic process in discovery at both the individual learning level and 
the scientific research level. As such it has come under the close scrutiny of researchers 
in disciplines other than Computing, such as philosophers - especially philosophers of 
science. A challenging question which they have to address is that of confirmation. Under 
what conditions can we say that the availability of additional evidence confirms ( or 
alternatively refutes) a belief that is already held? What support can be provided for the 
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efficient management of new evidence? To answer these questions we have to consider 
evidence strengths and rule strengths. 
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Figure 3: Detailed module structure of HECODES. 

We live in a world where evidence can come from a variety of sources, each of which 
can have its own standards for evidence accumulation and analysis. If additional evidence 
becomes available from an alien source, how do we go about its harmonisation with 
evidence already to hand? 

Another question exercising the minds of researchers in this area is that of the rep
resentation method used - do we use numbers to represent evidence strengths or do we 
use some other method? 

In this section we introduce some of our own ideas on these important theoretical 
and functional questions, which are clearly related to the performance-prompted question 
of run-time efficiency of evidence-evaluation algorithms. We aim to outline some of our 
own tools which promise to be of value in the handling of belief maintenance in practical 
cases. 

3.1 Account ing for rule s trengths 
When knowledge is being acquired by an agent, evaluation of each new item of 

knowledge must be made against the agent's prior beliefs, each of which has an associated 
'confidence' value. In the case where a particular new item is being considered for addition 
to the collection of beliefs, evidence to substantiate or contradict the new item must be 
evaluated. This applies to cases where the evidence is to be stored relatively temporarily 
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for immediate use - eg for real-time decision making, or for more permanent establishment 
of beliefs which model the agent's world. In the latter case new evidence could be used to 
confirm or refute a belief which is already present in the 'belief body'. 

Clearly assimilation must take into account related beliefs and the evidence for them 
as well as the evidence for itself. The bulk of the belief body and the evidence body 
can of course have a profound effect on the timeliness of such belief revisions. A well-
known "classical" numerical evidence theory uses the Dempster-Shafer Orthogonal Sum 
to combine evidence from several sources. This method is an important one for future 
Expert Systems because as well as dealing with the weights assigned to evidence, it gives 
a method of combining evidence taking into account numerical weights, and with deter
mining degrees of support for conclusions based on evidence. It has an advantage over 
previous, first generation, methods in that it represents ignorance explicitly, rather than 
equating ignorance with negation, as in other methods. 

Evidence theory is a generalisation of the well-known Bayesian statistical method. 
The theory we use assigns 'masses' to subsets of a set of values which can be taken by some 
quantity of interest - Bayes' Theory ties 'probability densities' to individual elements. 

In a recent text we brought the theory up to date in the light of contributions in the 
literature since 1976, when the Orthogonal Sum was first defined. We have also made a 
number of contributions to the theory and practice of using the method. 

In Expert Systems, uncertainties of associations between evidence and hypotheses 
are usually called rule strengths. There has been some difficulty in accounting for these in 
applications of the theory. Yen [Yen 86] devised one such method, which was consistent 
with Bayes Theorem assuming conditional independence. He extended the subset-valued 
mapping used by Dempster and Shafer to a probabilistic mapping to express the uncer
tainties of the evidence-hypothesis associations. We have extended this work by using an 
evidential mapping based on mass functions in place of Yen's probabilistic density func
tions. We have also used a mass function to represent the prior belief over the hypothesis 
space instead of Yen's Bayesian probabilistic function. This means that the Orthogonal 
sum can be used to combine rule strengths, evidence strengths and prior probabilities. 

3.2 Heterogeneous Evidence 
This is an important issue for DES as discussed in earlier sections. Systems which 

use inexact reasoning adopt methods which are different in the ways they represent and 
manipulate uncertainty. For example, a variety of methods are used in different systems to 
indicate that a proposition is false. MYCIN uses - 1 , PROSPECTOR uses 0, and evidential 
theory uses (0, 0) [Zhang 90]. 

Despite differences in appearances, they have some common algebraic structures. 
Consideration of these structures leads to the method of homomorphic transformations 
among inexact reasoning models [Zhang 91]. 

All inexact reasoning models all contain three essential elements and possess the 
same algebraic structures. The three essential elements from an evidential point of view 
are 
— the descriptions of the uncertainties of pieces of evidence; 
— the description of the uncertainty of rules; and 
— the algorithms for updating the uncertainty values of propositions. 
The uncertainty of a piece of evidence is a measure of the degree of confidence claimed 
for its t ruth. This means that a mapping function C from the set P of pieces of evidence 
to the set X of uncertainties of pieces of evidence is defined. 

The uncertainty of a rule associates the degree to which the antecedents (evidence and 
propositions) support the consequents (propositions) with some uncertainty measurement. 
This means that a mapping function S from the set R of rules to the set Y of uncertainties 
of rules is defined. 

The algorithms for updating the uncertainty values of propositions represent the core 
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component of inexact reasoning. According to the structure of a rule, the algorithms for 
updating the uncertainty values of a proposition in an inexact reasoning model contain 
five functions. 

For example, the combination function indicates 3 facts: 
— The uncertainties of a proposition can be different if they are based on different 

observations, 
— The uncertainty of a proposition without observations is a constant, e.g. C(B); 
— Only uncertainties of the same proposition can be combined. 
It can be shown that in inexact reasoning models, this defines a mathematical semigroup 
with a unit element C(B) [Zhang 90]. There are as many semigroups or groups as the 
number of propositions in the propositional set for any inexact reasoning model. 

A fairly rudimentary method of transformation is to use 3 value mappings and in
terval mappings. The tryptych 

{true proposition, false proposition, and unit element} 
is mapped from one model to the other. The partly true intervals are also mapped between 
the models. 

This ensures qualitative correctness of the transformation. The degree of quantitive 
correctness depends on how we map the partly true intervals. For models which use a 
single dimension to represent uncertainty, a simple interpolation function can be used. 
Intermediate points in the intervals can also be mapped to increase the degree of correct
ness. 

When both models use 2-dimensional representations of uncertainty, the problem is 
more difficult. A crude practical solution is to map many points on a point-by-point basis, 
and then define a matching 2-dimensional mapping function. 

If one model uses 1-dimensional and the other 2-dimensional representations, similar 
approximation techniques can be devised, but there is a loss of information when mapping 
from 2-dimensions to 1-dimension. 

3.3 Non-numer ic m e t h o d s 
The handling of uncertainty in early Expert Systems such as MYCIN was done by 

appending Certainty Factors to rules in order to reflect the confidence level that the users 
have in their observations and other facts. A major question which arises when contem
plating the use of this and other such number-based methods, such as the Orthogonal 
Sum, is that of: How are the degrees of uncertainty measured or calculated? There are 
many alternative methods of using numbers in Expert Systems, but their success has been 
rather patchy. We have recently argued that a novel method of inexact reasoning based 
on relationships rather than numbers can avoid these semantic and operational questions 
in many situations. We propose the use of comparison relationships between evidential 
supports (arguments) as replacements for numerical degrees for reflecting the stengths of 
arguments. 

Arguments of the form 
"evidence e if granted supports conclusion p" 

are represented, and support is assigned to these relationships between sentences rather 
than to sentences themselves. Further, comparison relationships between the arguments 
such as 

"argument a is more believable than argument b" 
represent the strengths of arguments. Usually strengths are attached to sentences and 
represented by numerical degrees. 

The syntax of our method, called R E S , is based on two first order logics. Sentences in 
these are treated as terms and logical connectives between them are treated as functions. 
Arguments are pairs < e,p > where e is a sentence in the first logic and p is a sentence 
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in the second. An atom in RES is a statement specifying a relationship between two 
arguments A and B, denoted A « B, which has the informal meaning "A is no more 
believable than B.v 

Relationships other than < < , and statements other than atoms can be defined 
and constructed, the approach to the latter process being based on classical first-order 
logic. We have recently been exploring ways of integrating this method with a deductive 
database [Bell 92]. 

4 S u m m a r y 
We have looked at how the handling of distributed and diverse expertise can be 

integrated and effectively concatenated, and how uncertainty of information for use in 
reasoning can be handled. We believe that these problems must be solved in the second 
generation of Expert Systems. 
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Benchmarking Computers for H E P 
Eric Mcintosh 

CERN, Geneva. Switzerland 
Abstract 

This report summarises the results of the CERN benchmark tests carried out on a 
variety of Mainfames and Workstations during the last fifteen years. The tests are a 
suite of FORTRAN programs used to determine the CPU power of a computer system 
for running High Energy Physics applications. They are essentially scalar due to the 
well known difficulties in vectorising this type of application, but a matrix inversion in 
FORTRAN is used to determine the vector potential of the system under test. This can 
be important for certain applications such as accelerator design, structural analysis, 
or lattice gauge calculations. The results from the early tests are normalised in terms 
of an IBM 370 Series, Model 168 and later in terms of a DEC VAX 8600 which is 
considered to have roughly the same capacity for HEP applications (1 CERN Unit). 
After a description of both the old and new tests, the results are presented in tabular 
form. 

1 Introduct ion 
There are many factors influencing the choice of a new computer system; compatibil

ity with existing systems allowing easy data interchange, operating system, applications 
packages available, compilers, interactive user interface, price, and performance. For a 
long time these matters were primarily the concern of the Computing Centre, but to
day with the wide availability of relatively powerful "cheap" systems ranging from the 
Macintosh, PC (or compatible), to super-scalar workstations, they are of interest to a 
increasing number of computer users. The present trends of downsizing, and distributing 
computing power, will become even more important in the rest of this decade. During 
the last fifteen years single CPU scalar performance has increased by only an order of 
magnitude (although vector "supercomputers" can achieve well over two orders of magni
tude improvement on certain applications) but price/performance ratio has improved by 
a factor exceeding ten thousand. 

With compatibility issues becoming partly solved due to the the large number of 
systems implementing standards such as UNIX (even if many flavours exist), POSIX, 
FORTRAN 77, X-Windows. and IEEE arithmetic, the questions of price and performance 
are even more important than ever. The cost of a system, whether purchased, leased, 
or rented, even if negotiable, can almost always be well defined. The performance of a 
computer system is impossible to define in terms of any metric [1] or even several metrics. 
A computer centre such as that at CERN tries to balance many conflicting requirements, 
like good interactive response, fast input/output, fast networking, and efficient utilisation 
of resources even at the expense of turnround time. 

Fortunately the availability of cheap powerful systems should allow a strategy of 
divide and conquer to be applied. Already at CERN almost all time-critical applications 
have been moved to systems or experiments dedicated to the particular task concerned 
(even if these systems are sometimes physically installed in. and operated by, the computer 
centre). 

A prospective purchaser of such a system can now ask: what is the turnround for my 
applications? This is a simpler problem than that faced by the computer centre, even if it 
cannot be said to be simple. So before describing the CERN Computer Centre benchmarks 
let me recommend and emphasise the importance of running your own applications on 
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the identical configuration envisaged in order to evaluate performance. In this context 
benchmarks of similar applications on similar systems can be a useful guideline. 

2 The "Old" C E R N Benchmarks 
In the late 1970's the User Support Group at CERN (C. Jones, H. Renshall, J. 

Richards, et al.) collected from different experimental groups a set of typical programs 
for event simulation and event reconstruction. There were seven principal tests EMC, 
GABI, JAN, NAUGHT, and PATRAC for event processing, and FOWL, and SIMUL for 
event generation. There were two other tests TRIDENT, an event processor, and LIPPSF 
a set of Vector and Matrix utilities which were considered atypical but important, and 
whose results were not included in the mean. The codes were basically FORTRAN 66 but 
contained system dependent code (in particular for raw data manipulation) and required 
several CERN Library routines as well as the packages ZBOOK and HBOOK. With 
considerable effort versions were established for first CDC and then CRAY systems. 

The metric used for evaluation was CPU time, allowing runs to be made in production 
rather than in dedicated time, and also since CPU speed was (and still is) the limiting 
factor or bottleneck for most applications. The results were normalised by comparison 
with an IBM 370/168 and the arithmetic mean of the ratios was quoted as CERN Units 
i.e. if a system on average took half the CPU time, it was quoted as having 2 CERN 
Units. In other words: if a CPU is quoted as being 5 CERN LInits it is considered to be 5 
times faster than an IBM 370/168 CPU. (The question of means will be discussed later.) 
I have presented a summary of the results (using the Geometric Mean) in Appendix 2 
and the details can be found in [12]. As can be seen from these results the variation in 
performance between different programs was not large, and this was partially confirmed 
for other production applications because of the wav in which computer time is allocated 
at CERN. 

Users of the CERN central systems receive a quota of CPU time measured in CERN 
Units and the time used is deducted after multiplication by the appropriate factor. When 
a new system was installed the users were not slow to complain if their application did 
not perform at least as well as anticipated. 

For a time these tests were used quite happily for evaluating (principally) IBM or 
IBM compatible systems and the results were validated by running comparisons with new 
production applications from the new UA1 and UA2 experiments. In 1985, after working 
on an early VAX system at CERN. I became interested in evaluating a DEC VAX 8600 
and indeed several other systems which were coming on the market. I found the effort 
involved in running such tests impossible (and I was not the first), and it always required 
at least one visit to the manufacturer if there was no system installed at CERN. I therefore 
decided to redefine the tests (and in the the end a CERN Unit) in order to make them 
more portable and more representative of the then current workload and of FORTRAN 
77. 

3 The "New" C E R N Benchmark Tests 
At that time I did not have the benefit of having studied [1] and [2] and if I had I 

would probably have decided not to even attempt such an undertaking. For reasons of 
convenience and continuity I decided to keep the CPU metric, but reduce the number of 
production codes. I was able to make GABI (now CRN5). JAN (CRN12). and FOWL 
(CRN3), reasonably easy to port and I added another modern event generator LUJND 
(CRN4) to give a 50/50 distribution between event generation and reconstruction as that 
was the workload distribution at the time. I supplemented these codes with several "ker
nel" type applications to at least get a feel for compilation times (CRN4C). vectorisation 
(CRN7, and C R N l l ) , and character manipulation (CRN6). CRN2 (formerly LIPPSF) is 
obsolete and not reported, while CRN1 is too simple a test that I wrote to try and obtain 
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basic timings for SQRT. SIN, CALL etc. (I am deeply indebted to H. Lipps who provided 
many of these kernels.) 

I made up complete source code of every program (with no need for PATCHY or 
UPDATE or any CERN library programs), used RN77 to generate machine independent 
pseudo-random numbers in an effort to obtain identical results, and verified that there 
were no significant variations of execution time between the old and new versions. 

Finally, more recently I was at last able to standardise on a UNIX format for every
thing, and to send a UNIX tar tape or cassette including a script to run the tests. The 
letter describing the tests and how to run them can be found in [12]. 

I was just too late to find an IBM 370/168 in usable condition, in spite of trying IBM 
and SHARE, and I decided to use the DEC VAX 8600 as a new base for normalisation of 
the results since this machine appeared to be roughly as powerful as the IBM 168. 

I now had a total test suite of almost 29,000 lines of FORTRAN with the major part 
in the four production codes CRN3, CRN4, CRN5, and CRN12. 

A static source code analysis of the four production tests was carried out as in "An 
Empirical Study of FORTRAN Programs" [3] and it is perhaps not surprising that the 
results rather resemble those of the Stanford Linear Accelerator Centre (SLAC). 

SLAC CRN3 CRN4 CRN5 CRN 12 
Statement No % NO y. NO y. No '/. No */. 
Assignmnt 4869 51.0 638 48. .6 4319 56. .3 2461 47. ,5 1349 59. .8 
IF 816 8.5 139 10. .6 1523 19. .8 751 14. .5 221 9. .8 
GOTO 777 8.0 122 9. .3 434 5. .7 698 13. .5 262 11. .6 
CALL 339 4.0 42 3, .2 305 4 .0 115 2. .2 84 3, .7 
END 121 1.0 38 2, .9 106 1 .4 74 1. .4 42 1, .9 

(COMMENT 1090 11.0 190 14 .5 872 11 .4 2073 40 .0 900 40 .0 ) 
Statement! s 9500 1313 7676 5183 2254 
(excluding COMMENT) 

Already we see a relatively high percentage of IF and GOTO statements, and it 
should be noted that the COMMENT statements in CRN5 and CRN12 are artificially 
high due to lines I added to help portability. It is also interesting that the code seems to 
be more modular, in that we have a larger number of smaller routines. 

I have never carried out a dynamic source code analysis but instead have profiled 
the codes in execution on our venerable Cray X-MP and also made hardware performance 
monitor (HPM) runs on the same system. Partial profiles are in Appendix 1. The statistics 
from the profiles show little scope for optimisation in the case of CRN3 and CRN4, CRN5 
routine PTRAK1 is not vectorised by the compiler, and CRN12 runs about 10 percent 
faster when vectorised on our Cray. The HPM shows that all four programs run at about 
40 Million Cray Instructions per Second achieving between 5 and 15 Million Floating Point 
Operations per Second with an average vector length of 3, 2.5, 34, and 11 respectively. 

It is thus very clear that these applications are basically scalar (not significantly 
vectorisable), and are not numerically intensive. Furthermore runs with more modern 
applications such as GEANT for LEP or JLILIA for ALEPH confirm these characteristics. 

4 Metrics and M e a n s 
I am indebted to [l] for the following quote from W.I.E. Gates: "Then there is the 

man who drowned crossing a stream with an average depth of six inches." Very often 
benchmark results are quoted in MIPS (more correctly Millions of Instructions / Second); 
but what is an instruction in this context? On a VAX one instruction can move many 
bytes and on a Cray it takes many instructions to move one byte. Alternatively MFLOPS 
(more correctly Millions of Floating-Point Operations / Second) are used as in [4]. However 
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Dongarra is very careful to define a fixed number of operations for a problem case so that 
his measure is inversely proportional to time irrespective of the algorithm or system used 
and is a convenient metric which increases with increasing performance. (One could also 
define a theoretical number of instructions to obtain a MIPS rating..) While MFLOPS or 
GFLOPS, when defined in this way, are appropriate for numerically intensive applications, 
they are not well suited to the typical HEP codes. I have thus used the basic metric of 
CPU time, but normalised to a DEC VAX 8600, to obtain CERN Units which also increase 
with increasing performance, and are easily grasped by the un-initiated. 

There remains the problem of averaging the results. In theory this is not a good idea 
(see [2] pp 182 onwards) but if I do not do it somebody else will. In the recent past a 
Computer Manufacturer told CERN that System B would be two to three times faster 
than System A depending on the application; naturally enough almost everyone assumed 
two and a half times faster on average. Actual tests on CERN applications showed that 
a factor of two was much closer to reality. 

Reference [5] justifies, or at tempts to justify the use of the Geometric Mean (CM). 
Reference [6] disproves [5] and recommends the use of the Arithmetic Mean or the Har
monic Mean and [2] also discusses the topic in depth. Assuming we give equal weight to 
the result of running each of the four CERN production codes, then using the Arithmetic 
Mean would correspond to giving each experiment the same amount of time. Using the 
Harmonic Mean would be equivalent to giving each experiment enough time to do the 
same amount of work. Luckily in the case of the CERN tests the variance is not too large 
and so I feel justified in using the Geometric Mean which has the very convenient prop
erty of yielding consistent ratios, irrespective of the choice of base. If I have three sets of 
results A, B, and C, each consisting of the CPU times to run each of the applications in 
the suite, then I may choose any of the three machines as a base to normalise the times, 
and the ratios between the resulting Geometric Means will be constant. 

5 The Resul ts 
First let me thank V. Bono of the University of Turin who painfully gathered to

gether all the results and automated the collection of data from tests run under UNIX. A 
summary of results (including CRN7) is presented in Appendix 3 and the detailed reports 
on each run can be found in [12] or by anonymous ftp to shift.cern.ch (128.141.201.165) 
then cd /pub/benchmarks/cern32, where there is also stored a copy of the tests. Secondly 
let me emphasise the lack of precision in the results; I have recorded variations of up to 25 
percent in the timings depending on the system load. Most manufacturers run the tests 
on an idle system naturally enough, whereas here at CERN I am usually using a heavily 
loaded machine. 

It should be emphasised again that these tests are essentially attempting to measure 
the scalar speed of a single CPU on typical CERN applications. The scalar speed is the 
single most important factor affecting their performance; it is the speed that we feel we 
can guarantee for any important program. If we generously estimate that 50 percent of 
the Cray workload at CERN is vectorised and runs 5 times faster as a result, then we are 
obtaining only 66 percent more performance. 

The programs are now obsolete and much too small and there is an additional bias 
in favour of workstations where global optimisation may be applied due to the availability 
of the complete source code. Furthermore I have included the necessary SAVE statements 
so that dynamic storage assignment may be used; this is irrelevant apparently on main
frames or when an excellent compiler is available but can lead to a significant performance 
improvement on some systems. 

The summary of CRN7 (Gauss-Jordan) results shows that precision is no longer 
a problem on many systems and that single precision may even be slower. While some 
systems may be faster than a Cray on long vectors it is still the best all round performer. 
Nonetheless as Dongarra says in [7], 
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"Because of the regularity of vector loops and the ability of the RISC architecture to 
issue one floating-point instruction every cycle and complete two floating-point operations 
per cycle we expect that the RISC super-scalar machines will perform at the same rates 
as the vector machines for vector operations with similar cycle times. Moreover, the RISC 
machines will exceed the performance of those vector processors on non-vector problems.". 

If we compare the CRN7 results for N=100 on the CRAY X-MP (9.5ns) at CERN 
in Run No 43 with the IBM RISC System 6000/550 in Run No 92 we see that is indeed 
the case. With a cycle time ratio of roughly 25 to 9.5, i.e. 2.5 to 1. the results are in the 
ratio 3 to 1, and the scalar performance of the workstation is better. 

As an independent verification of these results I have recently added a very important 
LHC design application to the test suite. This program is numerically intensive, spending 
over 99 percent of the time performing full double-precision complex arithmetic in two 
loops which can be vectorised. When tracking 20 particles (implying a vector length of 
20) the IBM RISC System 6000/550 achieves one third the performance of our Cray and 
two thirds the performance of our IBM 9000/900 VF. 

The performance of mainframes and workstations has improved today to the point 
where current machines can deliver in excess of 20 CERN Units per CPU, a thousand 
times more cheaply than fifteen years ago, at least in the case of workstations. It is not 
my intention today to enter into the workstation-supercomputer controversy. Clearly a 
supercomputer system provides typically lots of memory and lots of memory bandwith, 
lots of disk space, and lots of fast input/output as well as over another order of magni
tude in performance on suitable applications. It also usually comes with lots of software 
including magnetic tape cartridge support. For an excellent report on the replacement of 
a mainframe by a distributed UNIX system see [S] and for a description of the efforts at 
CERN to use clusters of workstations see [11]. 

6 Other Benchmarks 
The newsgroup comp.benchmarks recently described 56 benchmarks ranging from 

kernels to complete application mixes, measuring everything from CPU performance, 
transactions per second, I /O, to throughput and turnaround. I myself have no faith in 
kernels except in the case of applications like the LHC where the kernel is the application, 
and even then I think it is important to make sure that the whole application can be 
compiled and executed. Among tests of interest for various reasons are the following. 

The Livermore Loops [9] give a very good understanding of the performance of vec-
torisable applications depending on precision and vector length. The LINPACK bench
mark [4] covers a very wide range of systems but on a very highly vectorisable application 
with long vectors. 

Perhaps the most useful available test for HEP is the SPEC benchmark suite. The 
System Performance Evaluation Cooperative runs a series of ten scientific applications, 
normalises the times with respect to a DEC VAX 11/780. and quotes (with the usual 
misgivings) the Geometric Mean of the results as SPECmarks. The GMs of the '"integer" 
and "floating-point"' applications are quoted separately as they can differ by more than a 
factor of two. One quarter of the SPECmark is a rough and ready guide to the number 
of CERN units which might be expected since CERN UJnits are based on the DEC VAX 
8600, four times the 11/780. 

The best benchmark remains your own application. I assume you have profiled it 
and know where it spends its time, and have optimised it where possible: running it will 
at least ensure that the machine, operating system, and compiler exist, a factor often 
overlooked amidst a profusion of numbers and promises. 

7 The Future 
I think the time has come to modernise the tests (in fact it should have been done 

some time ago). There is also Fortran 90 to be tested and compared with FORTRAN 
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77. It is likely that double precision on 32-bit architectures will be much more important 
for LHC applications. I would propose to scrap the event processing programs CRN5 
and CRN12; take a modern simulation program like GEANT, perhaps update CRN4 for 
higher energies, and keep compilation and character timing tests .and a vector test. I 
consider it virtually impossible to capture a modern event processing program since it 
typically involves well over 100,000 lines of code, an experiment library, large parts of the 
CERN Program Library, and one or more data bases. I would like to add a FORTRAN 
I/O test, and run a job mix. I think the main aim must be to get a range of performance 
measurements covering the principal applications at CERN, and, at least for the Computer 
Centre, to establish the minimum guaranteed performance level. I would then unilaterally 
adopt a new standard for normalisation based on sav the IBM 9000/900 as 20 "very new" 
CERN Units per CPU. 

Finally we come to the question of parallel processing and the issue of shared mem
ory versus message passing systems. Up till now, multiple processors in a mainframe or 
cluster have been exploited by running many batch jobs in parallel. There is a strong 
interest in HEP in trying to exploit the inherent parallelism in tracks and events in a 
more sophisticated way allowing a given task to be completed more quickly even at the 
new high energies of accelerators like the proposed Large Hadron Collider. While the basic 
performance of each CPU will be a vital parameter, equally important will be communi
cation data rates and overheads. While a test like CRN7 might be used as is LINPACK for 
looking at parallelism, and in particular data parallelism and automatic parallelisation, 
message passing systems are likely to be much more important in the CERN environment. 
There are specific problems involved with measuring CPU time here as described in [10]. 
Most of the present systems use gang scheduling for the CPUs; you get all or nothing. 
Here I expect we shall measure real t ime and the overhead in switching between tasks if 
such switching is possible. Given the lack of standards in this area and the immaturity 
of the systems involved, we shall probably start with a synthetic test where the compute 
task length, the data communication, and the number of processors can be varied, and 
we have actually carried out preliminary tests along these lines. In this case there is no 
existing workload to characterise and it is much more important to test the practicality 
of using such systems for one or more important applications. 
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run on a Cray X-MP at CERN. 
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USER PROFILE CRN3 (scalar) 
ALL ACTIVE MODULES 

SORTED BY HIT COUNT (DESCENDING) 

Module Name Hit : Count PCT ACCUM % 
SQRT% (math--scalar square root) 

39448 18.77 18.77 **** 
GENEV 
TRANCH 

34910 16.61 35.39 **** GENEV 
TRANCH 33698 16.04 51.42 **** USER 14018 6.67 58.10 * 
RN32 13843 6.59 64.68 * 
L0R4MI 13712 6.53 71.21 * 
COSS% (trig--scalar sine/cosine (common)) 

12055 5.74 76.95 * 
IUCHAN 9933 4.73 81.67 * 
NRAN 6289 2.99 84.67 
LABSYS 5079 2.42 87.08 
etc 

USER PROFILE CRN3 (vector) 
ALL ACTIVE MODULES 

SORTED BY HIT COUNT (DESCENDING) 

Module Name Hit Count PCT ACCUM % 

TRANCH 29258 15.56 15.56 *** 
GENEV 27223 14.48 30.04 *** 
SQRT% (math--•scalar square : root) 

25479 13.55 43.59 *** 
RN32 15965 8.49 52.08 ** 
LOR4MI 14119 7.51 59.59 * 
USER 14027 7.46 67.05 * 
C0SS% (trig---scalar sine/cosine (common)) 

11952 6.36 73.41 * 
IUCHAN 8241 4.38 77.79 * 
NRAN 7933 4.22 82.01 * 
%SQRT% (math-•-vector square root) 

5854 3.11 85.12 
etc 
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USER PROFILE CRN4 (scalar) 
ALL ACTIVE MODULES 

SORTED BY HIT COUNT (DESCENDING) 

Module Name Hit Count PCT ACCUM % 

LUSYSJ 3006 20.13 20.13 ***** 
RN32 1836 12.29 32.42 *** 
LUZDIS 1138 7.62 40.04 * 
RLU 1119 7.49 47.54 * 
LUDECY 1043 6.98 54.52 * 
LUIFLD 935 6.26 60.78 * 
ULMASS 785 5.26 66.04 * 
ALOG% (math--scalar log) 

706 4.73 70.76 * 
SQRT% (math--scalar square root) 

631 4.23 74.99 * 
EXP% (math--scalar exponential) 

577 3.86 78.85 
LUEXEC 526 3.52 82.38 
LUPTDI 360 2.41 84.79 
C0SS% (trig—scalar sine/cosine (common)) 

349 2.34 87.12 
RT0R% (math--scalar real to scalar real power) 

308 2.06 89.19 
etc 

USER PROFILE CRN4 (vector) 
ALL ACTIVE MODULES 

SORTED BY HIT COUNT (DESCENDING) 

Module Name Hit Count PCT ACCUM % 

LUSYSJ 2851 20.20 LUSYSJ 2851 20.20 
RN32 1738 12.31 32.52 *** 
LUZDIS 1106 7.84 40.35 * 
RLU 1029 7.29 47.64 * 
LUIFLD 959 6.80 54.44 * 
LUDECY 826 5.85 60.29 * 
ULMASS 775 5.49 65.78 * 
AL0G% (math--scalar log) 

663 4.70 70.48 * 
SQRTX (math--scalar square root) 

581 4.12 74.60 * 
F.XP% (math--scalar exponential) 

558 3.95 78.55 
LUEXEC 483 3.42 81.97 
C0SS% (trig—scalar sine/cosine (common)) 

386 2.74 84.71 
LUPTDI 367 2.60 87.31 
RT0R% (math--scalar real to scalar real power) 

353 2.50 89.81 
etc 
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USER PROFILE CRN5 (scalar) 
ALL ACTIVE MODULES 

SORTED BY HIT COUNT (DESCENDING) 

Module Name Hit Count PCT ACCUM 
PTRAK1 173029 71.81 71.81 
SLINES 19204 7.97 79.78 
MATIN 9865 4.09 83.87 
EFINIT 7174 2.98 86.85 
ORDER 6167 2.56 89.41 
DSPARK 4044 1.68 91.09 
FITY 2400 1.00 92.08 
etc 

USER PROFILE CRN5 (vector) 
ALL ACTIVE MODULES 

SORTED JÇY HIT COUNT (DESCENDING) 

Module Name Hit Count PCT ACCUM 

PTRAK1 148959 71.35 71.35 
SLINES 16355 7.83 79.18 
MATIN 7495 3.59 82.77 
EFINIT 6662 3.19 85.96 
ORDER 5312 2.54 88.50 
DSPARK 3556 1.70 90.21 
FITY 2784 1.33 91.54 
MATIN1 2720 1.30 92.84 
LINFIT 2401 1.15 93.99 
etc 
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USER PROFILE CRN12 (scalar) 
ALL ACTIVE MODULES 

SORTED BY HIT COUNT (DESCENDING) 

Module Name Hit Count PCT ACCUM % 

MXMAD 98987 43.38 43.38 ***< 
ELASF 35129 15.40 58.78 *** 
RKWDER 30664 13.44 72.22 *** 
RAPIDC 15296 6.70 78.92 * 
MXEQU 9850 4.32 83.24 * 
FIELDB 6677 2.93 86.17 
SQRT7. I [math--scalar square root) 

6368 2.79 88.96 
RKITER 5153 2.26 91.22 

tfc'ff'tcJt'A'Jc 

etc 
USER PROFILE DETAIL 

Module (MXMAD) Program = 43.38% Accumulated = 43.38% 

S.18 
S.20A 
S.20 

11.19 14.84 ** 
61.81 76.65 ********* 
21.52 98.17 ***** 

USER PROFILE CRN12 (vector) 
ALL ACTIVE MODULES 

SORTED BY HIT COUNT (DESCENDING) 

Module Name Hit Count PCT ACCUM % 

RKWDER 25813 18.43 18.43 **** 
MXMAD 25422 18.15 36.59 **** 
MXEQU 22367 15.97 52.56 *** 
ELASF 19706 14.07 66.63 *** 
RAPIDC 15050 10.75 77.38 ** 
FIELDB 6484 4.63 82.01 * 
SQRT% 1 [math--scalar square root) 

6271 4.48 86.49 * 
RKITER 5135 3.67 90.15 
BTMV 3544 2.53 92.69 
FIELD 3105 2.22 94.90 
etc 
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APPENDIX ii 

Summary of the "Old" Benchmark Results. 
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Machine | Run No | GM | Range 

IBM 3032 MVS 3/80 
DEC VAX 8600 VMS FOR 4.0 5/85 

IBM 168-3 MVS 3/80 
IBM 3033N MVS 4/80 

IBM 3033N MVS NFORT 4/80 
IBM 3033 MVS 3/80 
CDC 855 NOS 10/82 

AMDAHL V8 
SIEMENS 7880 MVS old 3/80 

IBM 3081K MVS 
IBM 3081KX' MVS new 

HITACHI H5560 
AS 9000 

IBM 3081KX' MVS JFORT 1/85 
CDC 7600 2/80 

CDC 875 NOS 10/82 
CDC 990 NOS FTN 9/85 

SIEMENS 7890 MVS old 6/83 
SIEMENS 7890S MVS new 1985 
IBM 3090-200 MVS old 1/86 

SIEMENS 78905 MVS JFORT 1/85 
CRAY-IS COS CFT hopt 10/82 

CRAY XMP-M COS CFT hopt 10/82 

(02; ) 0.873 0.768 - 3.961 
(025; ) 0.985 0.816 - 1.17 

(01; ) 1 1.0 - 1.0 
(04; ) 1.63 1.58 - 1.69 
(os; ) 1.72 1.52 - 1.94 
(03; ) 1.73 1.65 - 1.83 

(017; ) 1.74 1.41 - 1.98 
(o2r ) 2.25 1.95 - 2.51 
(012; ) 2.39 2.2 - 2.79 
(06; ) 2.42 2.19 - 2.66 
(o7. ) 2.54 2.3 - 2.82 

(o22; ) 2.75 2.45 - 3.29 
(o23; ) 2.8 2.46 - 3.31 
(08: ) 2.87 2.32 - 3.28 
(0I6; ) 3.24 2.5 - 3.89 
(ol8] ) 3.44 2.77 - 4.34 
(024; ) 3.8 3.11 - 4.39 
(013; ) 5.14 4.47 - 6.01 
(014; ) 5.42 4.83 - 6.39 
(09; ) 5.65 5.17 - 5.95 

(015; ) 6.33 4.85 - 8.14 
(ol9. ) 6.66 4.72 - 9.22 
(020; ) 8.84 6.11 - 13 

199 





APPENDIX iii 

Summary of the "New" Benchmark Results. 
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Results ordered by Geometric Mean of four production codes. 

Machine | Run No | GM Range 

Results of CRN7 (G-J only) ordered by GM of production codes. 

GM G-J/N= ( 5 10 20 50 100 200 

O 

DEC VAX 8200 VMS 4.5 FOR 4 3/87 
DEC VAX 11/780 VMS 4.4 FOR 4.5 11/86 

IBM 4361 VM/CMS VSF0RT 1.4 11/87 
DEC VAX 11/785 VMS 4.4 FOR 4.5 11/86 

CDC 835 N0S/ÜE FTN 5.1 5/86 
IDM 9375-60 VM/CMS VSF0RT 1.4 11/87 

DEC VAX 8600 VMS 4 FOR 4.5 11/86 
DEC VAX 8800 VMS FOR/IIPO 4/90 
DF.C VAX 8800 VMS 4 FOR 4 8/87 

DEC VAX 8650 VMS 4 FOR 4.5 1/87 
SUN SPARC IPC f77 opt 3 2/91 

SCS 40 CTSS CFT? (Incomplete) 12/86 
ETA 10-P (24 ns) EOS FOR77 vector 11/88 

APOLLO DNIOk DOMAIN FTN 10.5 static 12/88 
ETA 10-P (24 ns) EOS FOR77 scalar 11/88 
DEC Station 3100 f77 opt 2 static 4/90 

DEC Station 3100 f77 opt 3 dynamic 8/90 
SG IRIS 4D/25 f77 opt 3 6/90 

IBM PPC4 VM/CMS VSFORT 2 OPT 2 9/91 
IBM 3090-120E VM/CMS VSFORT 2 7/88 

DEC System 5400 f77 opt 3 dynamic 4/90 
SG IRIS 4D/25 MIPS 2.0 opt 2 7/90 

Dolphin A/S, Triton gf77 -OLMA 1/70 
SUN IPX SunOS f77 opt 3 10/91 
CDC 875 N0S/BE FTN 5.1 5/86 

CDC CYBER 205 VS0S FTN200 4/86 
INTEL i860XR 40MI17. Pnd 4.0 -02 -Knoieee 10/92 

FUJITSU H-760/10 +AVM/EF 4/91 
CRAY-2 ÚNICOS C1T2 vector (incomplete) 4/86 

CONVEX C220 fc opt 1 scalar 6/91 
DF.C Station 5000 177 opt 3 dynamic 8/90 

CONVEX C220 fc opt 2 vector 6/91 
SUN HP 4/670 SunOS f77 opt 3 1/92 

ll-P/APOLLO DNIOk opt 3 static 3/92 
H-P/APOI.LO DNIOk opt 3 dynamic 3/92 

IBM RISC 6000/530 AIX xlf opt rndsngl 7/90 
CRAY-2 ÚNICOS CFT77 1.2 vector 1/87 

SIEMENS VP200 VSP1 FOR77/VP mixed 2/86 
CRAY X-MP COS CFT 1.15 scalar 4/86 

IBM 3090-200 VM/CMS VSFORT 5/86 
IBM RISC 6000/530 AIX xlf opt 7/90 

CRAY-? (4.1ns) UNIX CFT77 scalar 5/92 
IBM 3090-200 VM/CMS JF0RT 5/86 

IBM 3090-200 VM/CMS VSFORT 2 7/87 
IBM 3090-200 VM/CMS VSFORT 2 0PT(3) 7/87 

SIEMENS 7890S MVS/JFORT 5/86 
CRAY X-HP/48 (9.5ns) UNIX CFT scalar 11/87 

SG 4D/310 UNIX f77 7/90 
CRAY X-HP/48 (9.5ns) COS CFT vector 4/86 

IBM 3090-200 MVS JFORT 5/86 
CRAY-2 (4.1ns) UNIX CFT77 vector 5/92 

IBM 3090-400E/VF VM/CMS VSFORT 2 vector 9/88 
IBM 3090-180E VM/CMS VSFORT 2 4/89 

IBM 3090-400F, VM/CMS VSFORT 2.2 5/88 
CRAY X-HP/48 (9.5ns) UNIX CFT vector 11/87 
SUN SPARC 10 33MHz f77 1.4 -03 IEEE 10/92 

SUN SPARC 10 33MlIz f77 1.4 -fast(02) 10/92 
IBM 3090-600J VM/XA VSFORT 4/91 

CRAY X-MP/48 (9.5ns) UNIX CFT77 vector 7/88 
CRAY X-MP/48 (9.5ns) UNIX CIT77 scalar 8/91 

(24) 
(7) 

(39) 
(6) 
(8) 

(40) 
(0) 
(65) 
(61) 
(14) 
(76) 
(21) 
(49) 
(53) 
(48) 
(83) 
(85) 
(62) 
(93) 
(44) 
(84) 
(63) 
(73) 
(98) 
(9) 

(18) 
(135) 
(74) 
(17) 
(72) 
(86) 
(71) 

(101) 
(116) 
(115) 
(91) 
(23) 
(20) 
(16) 
(13) 
(90) 

(122) 
(12) 
(26) 
(27) 
(10) 
(30) 

(109) 
(15) 
(11) 
(121) 
(46) 
(57) 
(41) 
(29) 

(125) 
(124) 
(64) 
(43) 
(97) 

0 .25 0 . 2 3 - 0 . 2 7 
0 . 2 8 0 . 2 6 - 0 . 3 0 
0 . 4 3 0 . 3 9 - 0 . 4 8 
0 . 4 5 0 . 4 0 - 0 . 4 9 
0 . 5 0 0 . 4 3 - 0 . 6 5 
0 . 5 5 0 . 4 8 - 0 . 6 1 
1.00 1.00 - 1.00 
1.36 1 .31 - 1.40 
1.44 1.39 - 1.50 
1.59 1.53 - 1.67 
1.94 1.75 - 2 . 1 7 
2 . 2 7 2 . 2 7 - 2 . 2 7 
2 . 2 9 1.58 - 3 . 2 8 
2 . 3 0 1.65 - 3 .27 
2 . 3 6 1.63 - 3 .44 
2 . 5 6 2 . 1 9 - 3 .08 
2 . 7 7 2 . 5 3 - 3 . 1 4 
2 . 8 1 2 . 3 8 - 3 .54 
2 . 8 2 2 . 2 3 - 3 .32 
3 . 0 1 2 . 7 2 - 3 . 2 6 
3 . 1 0 2 . 2 0 - 3 . 8 1 
3 .19 2 . 8 6 - 3 .42 
3 .45 0 . 0 0 - 4 . 3 7 
3 .49 3 . 0 9 - 3 .96 
3 . 6 0 2 . 7 7 - 4 . 2 5 
3 .67 2 . 5 3 - 5 . 0 0 
4 . 1 8 3 . 5 2 - 5 . 0 5 
4 . 3 6 3 . 6 3 - 4 . 8 9 
4 . 3 7 3 .07 - 6 . 2 2 
4 . 3 9 3 . 2 2 - 6 . 7 5 
4 . 4 1 4 . 1 5 - 4 . 9 3 
4 . 4 2 3 . 0 8 - 6 . 2 1 
4 . 4 9 4 . 1 7 - 5 . 2 5 
4 . 9 2 3 .27 - 7 .00 
4 . 9 4 3 . 2 0 - 7 . 0 0 
4 . 9 4 4 . 5 3 - 5 . ^0 
4 . 9 7 3 .17 - 7 .65 
5 .69 4 . 7 6 - 6 .89 
5 . 7 3 4 . 3 7 - 7 .57 
5 . 7 4 5 . 2 7 - 6 . 4 9 
5 .87 4 . 8 0 - 8 .12 
5 . 9 3 4 . 6 9 - 7 . 7 1 
6 .05 5 . 1 0 - 6 .89 
6 . 1 1 5 . 9 0 - 6 . 4 9 
6 . 1 3 5 . 9 8 - 6.49 
6 .14 5 . 0 5 - 7 .22 
6 . 16 4 . 3 9 - 7 .87 
6 .19 5 . 3 8 - 7 .22 
6 .22 4 . 3 7 - 9 . 7 3 
6 . 2 4 5 . 1 4 - 6 . 9 5 
6 . 2 5 4 . 5 8 - 8 .27 
6 . 4 4 5 . 5 8 - 7 .36 
6 . 5 9 6 . 4 4 - 6 . 9 5 
6 .62 6 . 4 5 - 7 .02 
6 . 9 0 4 . 5 3 - 1 0 . 4 0 
7 .20 6 . 4 2 - 8 . 9 3 
7 .55 5 . 5 7 - 1 0 . 2 0 
7 . 9 5 7 . 5 2 - 8 . 6 1 
7 .97 5 . 9 8 - 10 .30 
8 .05 6 . 9 9 - 9 . 6 7 

0 . 2 5 0 . 3 6 0 . 3 4 0 . 3 0 0 .35 0 . 3 5 0 . 3 4 | 
0 . 2 8 0 . 3 5 0 .32 0 . 3 0 0 . 2 8 0 . 2 8 0 . 2 8 | 
0 . 4 3 0 .79 0 . 7 1 0 . 6 3 0 . 6 3 0 . 6 1 0 . 6 1 | 
0 . 4 5 0 . 2 5 0 . 2 0 0 . 1 7 0 .19 0 . 1 8 0 . 1 8 | 
0 . 5 0 0 . 9 1 0 . 8 8 0 . 8 5 0 .95 0 . 9 6 0 . 9 6 | 
0 . 5 5 0 . 9 1 0 . 9 0 0 . 8 7 0 . 9 3 0 . 9 3 0 . 9 2 | 
1 ( t i m e i n ms) 1.00 5 . 3 3 3 4 . 3 553 4291 33546 | 
1.36 2 . 1 9 2 . 0 5 1.93 1.98 1.83 1.69 | 
1.44 2 . 1 3 1.99 1.93 2 . 1 1 1.95 1.93 | 
1.59 1.46 1.50 1.50 1.53 1.48 1.46 | 
1.94 2 . 7 8 2 .46 2 . 2 8 2 . 6 1 2 . 4 0 2 . 2 6 | 
2 . 2 7 4 . 0 3 5 .74 8 . 7 3 18 .25 2 4 . 3 8 2 9 . 2 5 | 
2 . 2 9 5 . 2 6 8 . 2 1 1 3 . 4 5 3 4 . 3 5 6 1 . 5 6 9 9 . 8 4 j 
2 . 3 0 
2 . 3 6 3 . 8 5 3 . 5 1 3 .24 3.71 3 . 7 3 3 . 7 1 | 
2 . 5 6 3 . 6 1 3 . 5 8 3 . 6 5 4 . 4 0 3 . 1 1 2 . 5 4 i 
2 . 7 7 3 .37 3 .40 3 . 7 1 4 .47 3 . 0 1 2 . 4 1 | 
2 . 8 1 1.80 1.47 1.33 1.51 1.21 1.19 | 
2 . 8 2 6 . 7 6 6 .85 6 .79 6 .39 6 . 3 5 6 . 3 8 | 
3 . 0 1 5 .62 5 .88 5 . 9 3 7 .18 6 . 4 6 6 . 4 8 | 
3 . 1 0 3 . 6 6 3 . 6 1 3 . 6 4 4 . 1 6 2 . 9 0 2 . 5 5 | 
3 .19 4 . 0 0 3 . 6 8 3 .70 4 . 3 6 2 . 7 0 2 . 6 2 | 
3 . 4 5 5 . 0 0 3 .20 3 . 4 3 4 . 2 5 2 . 6 0 2 . 6 8 | 
3 . 49 5 . 6 5 5 .02 4 . 6 6 5 . 3 3 4 . 7 7 4 . 4 2 | 
3 .60 5 . 2 6 5 .28 5 . 2 0 6 . 2 0 6 . 2 8 6 . 3 0 | 
3 .67 6 .67 10 .35 16 .65 4 2 . 2 1 7 5 . 0 2 125 .17 | 
4 . 1 8 
4 . 3 6 7 .30 8.19 8 . 5 1 10.14 9 .97 9 . 3 2 | 
4 . 3 7 8 . 1 3 12 .28 2 0 . 0 6 4 4 . 6 0 6 3 . 2 0 8 0 . 4 5 | 
4 . 3 9 5 .05 5 .06 4 . 9 8 5 .58 5 . 4 4 5 . 0 5 | 
4 . 4 1 5 .99 6 .00 6 . 4 3 7.39 5 . 7 5 4 . 8 3 | 
4 . 4 2 6 . 2 1 8 . 8 1 1 2 . 5 3 19 .93 2 3 . 4 1 2 5 . 4 5 | 
4 . 4 9 6 .99 6 . 4 0 6 . 7 3 7 .70 7 .02 6 .42 | 
4 . 9 2 5 . 7 5 5 .84 5 .77 6 . 4 8 5 .45 5 . 3 5 | 
4 . 9 4 5 .99 5 .94 5 .76 6 . 5 0 5 . 5 9 5 .02 | 
4 . 9 4 18 .52 2 1 . 3 2 2 2 . 2 7 2 7 . 7 9 2 5 . 1 7 2 5 . 4 1 | 
4 . 9 7 4 . 1 8 6 . 4 1 11 .03 30 .55 5 1 . 5 1 7 5 . 9 0 | 
5 .69 
5 . 7 3 8 .85 8 .78 8 .93 11 .40 11 .69 11 .66 | 
5 . 7 4 12.05 13 .53 13 .67 16 .12 14.12 14.12 | 
5 .87 2 0 . 0 0 21 .07 2 2 . 2 7 2 8 . 3 6 2 4 . 8 0 2 5 . 1 3 | 
5 . 9 3 8 .00 7 .38 7 . 7 3 9 . 0 1 9 . 1 6 9 . 1 9 j 
6 . 0 5 11 .36 11 .39 10 .89 12 .34 11 .09 1 1 . 0 3 | 
6 . 1 1 12 .35 13 .13 12 .99 15 .32 13 .89 1 3 . 9 5 | 
6 . 1 3 13 .89 14 .60 14 .00 15 .85 14 .12 14 .02 | 
6 . 1 4 12 .05 12 .09 1 1 . 8 3 13 .65 1 2 . 8 5 12 .77 | 
6 . 1 6 9 .17 9 .19 9 . 4 0 11 .77 12 .26 12.39 j 
6 .19 
6 . 2 2 12 .99 18 .77 3 0 . 0 9 6 9 . 1 2 102 .41 135.27 | 
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Abstract 
This paper presents an overview of the features which characterise Distributed Database 
Systems. The historical development of related ideas is traced briefly and the forces 
encouraging the advent of the distributed database approach are identified. The ap
plication of the approach in the health care domain is used as a means of illustrating 
its features. 

1 Introduct ion 
For many types of organisations, including those whose role is to provide care for com

munities, the ultimate information handling aspiration is to have an integrated database 
(DB) system so that common files can be consulted by various sections of the organi
sation, in an efficient and effective manner. The collection of such common files can be 
considered as a data reservoir (Fig 1). 

Users 

Reservoir 

Figure 1: Database as a data reservoir 
When communications facilities are added to a health care database system it changes 

from a centralised concept to a decentralised concept. The reservoir of data need not all be 
situated at a single site on a single computing facility. Neither does the database have to 
be confined within the boundaries of a single organisation or care unit such as a hospital. 

We present an overview of a new tool for information handling to cope with the bulk 
of information that is in existence at present or being accumulated in the modern world. 
In particular we are interested in showing that generalised data management which is 
integrated but decentralised can already be applied in health care networks. So we make 
the implicit assumption that this is desirable, at least in some applications, for reasons of 
increasing robustness, efficiency, and local autonomy. 

Information is an unusual commodity for many reasons. For one thing it is one of the 
world's few increasing resources. An information bank can have information lodged in it, 
saved indefinitely without deterioration, and withdrawn as desired. Printed text cannot 
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cope effectively with the bulk of information generated in space-age, post-industrial, so
ciety. Fortunately computers emerged as tools to manage the mountains of data gathered 
by users. The availability of networks of computers and cheap stores and processors mean 
that the systems need no longer be centralised. However, Distributed Database Systems 
(DDBs) are needed as tools if even the more modest dreams for distributed information 
handling are to become a reality. 

We proceed in the next section to look at the philosophy behind the distributed 
database approach, and to give some of the motivation for adopting the multi-database 
approach to handling distributed data. The third section defines the multi-database ap
proach more clearly, and outlines some examples of DDB systems. Solutions to some 
technical problems of DDBs are outlined in section 4. The final section of this paper 
discusses some current directions for distributed data handling. 

2 Dis tr ibut ion and heterogenei ty 
One area in which computer solutions to information handling problems are be

coming increasingly viable is in distributed information systems [Otten 89]. These are 
concerned with managing data stored in computing facilities at many nodes linked by 
communications networks. Systems specifically aimed at the management of distributed 
databases were first seriously disussed in the mid 1970's. Schemes for architectures really 
started to appear at the end of that decade. 

By collecting all the data into a single "reservoir" as in fig 1, the original dream for 
databases [Ullman 82] was that all data could be accessed using a kit of database tools, 
such as data description languages, data manipulation languages, access mechanisms, 
constraint checkers, and very high level languages. However after some experience with 
the database approach, many users found that the package was to some extent satisfactory, 
but that few users got anything like optimal service. People found they had lost control 
of their data and that it was no longer stored at their work-places. And yet most accesses 
to data were, and are, to "local" data only. 

User frustration grew as data remained centralised. Many opted for de facto decen
tralisation by acquiring local departmental database systems. Maintaining consistency 
between the central and local systems was then difficult. For example data transfer be
tween systems was often done by keying in data from reports. Pressure grew for the formal 
decentralisation of database functions (fig 2) while maintaining integration and perhaps 
some centralised control. 

Security and difficulties in capacity planning and maintenance problems also pointed 
to decentralisation. It also facilitates recovery from disaster. 

To accompany this user pull there is a technology push. The technical pressure to 
decentralise started in the 1970's [Wagner 76, Ein-D 77]. 'Grosch's Law', which states that 
the power of a computer is proportional to the square of its cost, was quoted in support of 
centralisation in the past because of the economies of scale at the time it was formulated. 
This 'law' has been repealed because processor and storage costs have diminished in the 
meantime. Communications network facilities of the right power and at the right price 
open the door to distribution. 

Decentralisation of data: 
— provides for systems evolution or changes in user requirements and allows local au

tonomy; 
— provides a simple, fault-tolerant, and flexible system architecture; 
— offers good performance. 

A quite different pressure was also experienced - to use the new technology to in
tegrate, with as little perturbance as possible to the users1 life styles, data systems that 
were already distributed ( and perhaps incompatible). 

However some technological and user-related difficulties still retard the take-up of 
distributed information systems ideas, including: 
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Forces for Distribution 

A. From Users 

* The desire for autonomy 

* Frustration 

* Security worries 

B. From Technology 

* Communications Facilities 

* Robustness enhanced 

* Better performance 

Figure 2: Pressures for decentralisation 

- ensuring that intersite accessing and processing is carried out efficiently - perhaps 
even optimally; 

- transforming data and integrating processing between nodes/sites; 
- distributing data around the dispersed sites of a network in an optimal manner; 

controlling access (eg. by complex password control) to computerised information 
linked by communications networks; 

- supporting recovery from failure of systems modules (hardware or software) efficiently 
and safely; 

- ensuring that the local and global systems remain a true reflection of the real world 
under consideration by avoiding destructive interference between different "transac
tions" against the system; 
developing models for estimating capacity and other capability requirements, and the 
expected traffic against distributed systems; 

- supporting the design of distributed information systems [Mostar 89] 
- coping with competition for resources between nodes/sites. 

However the basic advantages of decentralisation still give it a decided edge for large 
scale information processing in present and expected future health care environments. 

Some Distributed Database Systems (DDB) developers address the issue of stitching 
together disparate, dispersed data systems which pre-date the DDB. Others support the 
"purer" distribution scenario, where the data architect has a completely free hand as to 
the sites and characteristics of local data collections. 

Heterogeneity of data is a naturally occuring phenomenon. Data might be disparate 
for a number of reasons. It might be stored at many sites of a health care network for 
historical reasons. Yet there are many situations where remote access to that data is 
required. One example is where doctors looking at epidemic trends at regional or national 
level require summary data from local sites. An example from a non-health application is 
where the automatic teller systems of several banks are integrated to provide an improved 
service to customers. Perhaps the systems were designed in ignorance of one another, to 
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serve a single organisation, but business opportunities based on evolving technology have 
altered the perspective. 

The handling of change is also related to heterogeneity. Applications are under con
tinual development due to corporate reorganisation, changes in local or global standards, 
new government regulations, evolution of product types or simply to tune their perfor
mance. Significant forces for such change and hence heterogeneity are generated by the 
following trends: 
— Evolving database-related technology 
— The desire to get a better match from among the available database management 

systems packages for given application profiles 
— The requirement for greater flexibility or sophistication of services from software 

packages 
Those who control computer installations where there is a commitment to the cur

rently available, albeit imperfect, database systems must face up to the problem of coping 
with upgrades when existing systems become technically obsolete. Large organisations 
such as hospitals find it necessary to upgrade to a 'better ' Database Management System 
(DBMS) every few years. Integration is usually required between these and the previ
ous systems. For those managing the database systems in such organisations, converting 
to a new operating system, hardware or DBMS is a traumatic experience. A system to 
cope with distributed heterogeneous data systems holds the promise of easing the pain 
associated with these experiences. 

So the availability of communications networks is not by any means a complete 
answer to users' decentralisation and integration problems - especially in a heterogeneous 
environment. Users who want to make an enquiry on a set of interconnected databases 
must be aware of the location and format of the data they wish to access; split the question 
up into bits that can be addressed in single individual nodes; resolve, where necessary, 
any inconsistencies between the styles, units, structures; arrange for the partial results of 
the single-site queries to be accumulated at the site issuing the query; and extract the 
details actually required. Data must also be kept current and consistent and that failures 
in communication links must be detected and corrected, so it is clear that the programmer 
would appreciate system support. 

The removal of these difficulties is precisely the objective of data management sys
tems for the integration of heterogeneous component systems. 

3 Basic concepts of Dis tr ibuted Databases . 
We have already seen that centralised databases are beset with problems which 

cannot be solved without a radical revision of the basic concepts of data sharing, and 
this has led to the DDB concept. An important factor to be considered if a change from 
centralisation to distribution of data is contemplated is that the user will typically have 
to deal with more than one Database Management Sysytem, DBMS. It may be necessary 
to pull data derived from a system managed by a particular DBMS into an apparently 
incompatible one or to write a query that simultaneously invokes more than one "brand" 
of DBMS. The user of course requires as much system support as he/she can get for this 
and, preferably "off-the-peg", software offering this support is desired. 

DDBs were conceived for the purpose of providing precisely these features. They 
offer substantial advantages in the areas of reliability, reduction of communications costs 
for remote access, ease of expansion and contraction, and enhanced performance. 

3.1 Dis tr ibuted Database Sys tems 
The principle underpinning the DDB approach is that the user need not be bothered 

about architectural, language, schema, or location details. Software systems claiming to 
supply this feature and yet provide even a good subset of the essential data management 
support expected from current centralised DBs, are becoming available. 
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We simplify our terminology considerably by using a well-accepted definition of the 
term the multi-database approach. This is taken to be simply an approach which allows a 
collection of pre-existing databases to be treated as a single integrated unit. The software 
is superimposed on local, possibly heterogeneous, DBs to provide transparent access to 
data at multiple sites. Local accesses proceed as usual through the local DBMS. Products 
which use this approach are available. 

The multi-database approach is likely to be more feasible in most haeath care ap
plications than the homogeneous, logically-integrated DDB approach. DBs can contract 
in to or out of the global DB almost as desired and appropriate, thereby eliminating the 
need for design of a finished DDB before any implementation takes place. The addition of 
a new DB using a DBMS which is different from all those already in the system requires 
'mere hours of coding'. 

3.2 A P r o d u c t 
Harmonisation and openness are currently conspicuous in corporate computing. 

Many vendors of DBMSs have realised that DDB support systems will be essential for fu
ture products. We have chosen the de facto market leader, I N G R E S / S T A R to represent 
the state of the art. 

The DDB manager developed and marketed by Relational Technology Incorporated 
(RTI), I N G R E S / S T A R , was originally restricted to running on Unix computers which 
hosted their DBMS, I N G R E S . It has been developed to become a useful general-purpose 
DDB system which can deal, albeit at a lower level of functionality and performance, with 
data distributed over a large number of different computers, and managed by a variety of 
DBMS's. 

Decnet TCPIP 

INGRES architecture 

is accessible from all the nodes in the network 
Figure 3 

An I N G R E S / S T A R DB (fig 3; 
without the user having to know where the data actually resides. Local DBs can still be 
accessed directly if the controlling node's location is known, and the existing applications 
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are not disturbed by the definition of a DDB. A fundamental component of the system is 
the Global Communications Architecture (GCA). A copy of the global part of the DDB 
system - the I N G R E S / S T A R server - is held at each node to control the decomposi
tion of queries to and the recomposition of responses from the system components. An 
independent server can accept a request for data in SQL encoded in GCA format from a 
remote or local client process. The request is decomposed into an efficient set of remote, 
local, and "gateway" queries ( i.e. queries to other systems to which the Ingres system 
is connected), on the basis of information from a 'name server', and the enquiry node 
subsequently receives and correctly combines the results of the queries, and supplies the 
final result of the user's request at the originating site. The user can have a perception 
of a single, local database, despite the fact that the data is dispersed over several con
tributing hardware platforms, such as D E C , IBM, and other M S D O S and Unix kit. 
At the distributed sites, remote requests are received through the local communications 
servers and GCA is invoked again to link with the local database systems. In INGRES 
the physical data structures for accessing data are heap, hash, ISAM, and B-tree. 

3.3 A Mult i -database S y s t e m . 
Multi-database Systems are software systems which aim to permit any kind of pre

existing, heterogeneous, independent DB, whether on the same computing facility or 
not, to be interrogated via a uniform, integrated logical interface [Bell 87, Stanis 84, 
Mallam 88, Hollow 86, Lohman 85]. We review in this section what is widely regarded as 
one of the earliest and most definitive examples of a multi-database architecture, namely 
Multibase. It illustrates all the key concepts of this approach to DDBs. 

Multibase, which was designed by Computer Corporation of America (CCA), uses 
a simple functional query language ( D A P L E X ) to define, reference and manipulate dis
tributed data, which is viewed through a single global schema [Lander 82]. Users can 
access relevant data which is scattered and non-uniform in a uniform manner, and with 
ease and efficiency (fig 4). Data is seen as belonging to just one non-distributed database. 

Figure 4: Multibase architecture 
The DBs which already exist, their DBMSs. and their local applications programs 

are unaffected (at least logically but probably not performance-wise), so that a global 
DB is easily extensible. All of the underlying operations which are necessary to access 
data relevant to a query are provided automatically and transparently to the user. By 
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providing the functions transparently within the system, many sources of error and many-
tedious procedures can be eliminated. However global updating is not supported. 

To permit global access through Multibase, local computers are connected to a com
munications network. Global users have an interface to this network, so Multibase is 
connected into the network in order to permit use to be made of its services at his/her 
node. Users at the local sites retain autonomy for local operation and for updates - a 
local DB can be updated only locally in Multibase. 

The issues of data harmonisation (i.e. removal of inconsistencies) and interrogation 
are handled at global level, separately from the homogenisation of the different models of 
data, which is carried out locally. Local schémas are presented as views of the local data, 
homogenisation being facilitated by D A P L E X ' s flexible modelling capabilities. Cobol 
files, etc, can easily be emulated in D A P L E X , in addition to logical database models. 

Data is presented via the global schema in a way that is convenient for some group 
of end users. The same underlying local data collections can be viewed several different 
ways. Users address global queries to this schema - just as though the data were all in a 
local D A P L E X DB. 

The Global Data Module, GDM, handles all global aspects of query evaluation, and 
the Local Database Interface, LDI, deals with the specifics of the local contributing DB 
systems, so there is one LDI per local node. The GDM transforms the user's D A P L E X 
query into a set of D A P L E X single-site queries, each referencing a local DB. The LDI 
receives its sub-query and translates it from D A P L E X into the local Query Language, 
submits it for execution to the local DBMS and reformats the result into a standard 
global format, before returning it to the GDM which combines it with other sub-results 
as described above. 

4 S o m e Technical Issues in Dis tr ibuted Data Sys tems . 
We now consider briefly some important technical issues of Distributed Databases. 

When it is possible to decide where in network of data stores to place particular data 
items it is critical, for performance reasons, to make the decisions sensibly. So we have 
the problem of finding "good" allocations of data to devices in a computer network. The 
goodness depends on the profiles of the transactions which arise at different sites, and the 
capacities of the stores at the sites. Some particular strategies for data and file allocation 
are presented in [Bell 92]. 

Another issue is that of harmonising data collections at different sites, in the case 
where the data collections can vary with respect to such things as the data model used, 
the query language and even syntactic things like the units used for the data values. For 
example, one site could use miles and pounds as the units of some data items, while 
another uses kilometers and kilogrammes. Dealing with heterogeneous data is a very diffi
cult problem, and approaches to the central difficulty of mapping between different data 
models are presented in [Bell 92]. 

A further performance problem is that of ensuring that, having placed the data, we 
use the most efficient methods and strategies to navigate through the distributed data in 
order to service any particular query. A database is a shared system, and so there must 
be compromises between the needs of different transactions. A particular database design 
will be the result of compromises between competing transactions so care must be taken 
when servicing any particular query. The order in which the data items, are accessed and 
moved around the network, and the way operations are carried out greatly influences the 
responsiveness and cost of servicing queries. Queries are expressed in high level languages 
- the users need not specify the path of access to the data items. The system determines 
this specification, and the Query Optimiser is the system module responsible for this. 

In the database world, transactions are "collections of actions which comprise a con
sistent transformation of the state of a system". The actions are invoked on the objects 
in the database. The transformations are changes to the data records and the devices. In 
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many computer applications a halt in the operation of the computer due to some trans
action or other system failure is unacceptable. For example, backup or replica database 
systems are often used to track the state of a primary database system. These take over 
the processing of transactions in the event of disaster in the main system. This is an ex
ample of database recovery. The difficulties of ensuring that database recovery is effective 
and efficient in distributed computer systems is addressed in [Bell 92]. 

Having multiple versions of data in distributed sites can increase concurrency as well 
as supporting recovery from failure. This is possible because requests to read data that are 
out of order can be processed by reading suitable older versions of data. More generally, it 
is important for transaction management that such out-of-order operations do not interfere 
with the operation of other transactions addressed to the system at the same time. For 
example, it is possible to lose updates if the operations within different transactions are 
out of sequence. Various techniques for enforcing a correct sequence of operations within 
transactions and between transactions are discussed in earlier work [Escul 82]. Efficiency 
is important because the enforcement of good "schedules" as described above can result 
in indefinite blocking leading to long delays, especially in distributed systems. 

Users of distributed systems feel they could lose control if data is scattered over sev
eral computers linked by telecommunications lines which are vulnerable to unauthorised 
access or accidental corruption and failure. This is a key research area. 

5 A Mul t i -Media Dis tr ibuted Database Sys tem 
Information Systems which deal with only structured text (i.e. using record-based 

databases) even if they are supplemented by techniques for reasoning from AI (such as 
Expert Systems), can provide only imperfect models of the real world [Abul 88. Brodie 86, 
Warner 83, Zarri 83, Pavlov 85, Bell 85, Stone 86]. Information can be communicated 
to users from suppliers using images (including graphics, pictures and diagrams), voice, 
unstructured text, and even video, and in certain situations it is impossible to dispense 
with these. Modelling the real world as, for example, 2-D tables and communicating on 
this basis is bound to fall short of the ideal. 

Applications which demand the use of "non-structured media" include Medical In
formation Systems. The ideas of multi-databases give us a hint as to a possible approach 
to the problem of integrating distributed multi-media data. If the heterogeneity we dealt 
with in previous sections is extended to include multiple media, we can use some of the 
solutions to multi-database problems as a starting point for addressing the distributed 
multi-media problems. 

Multi-Media Data is data in the form of computerised text (structured and unstruc
tured), sound and/or images. A Multi-Media Database Management System, MMDBMS 
is a software system which manages the data in the same manner as conventional DBMSs. 
If computers are to be applied in any way optimally to communications between people, 
the goal must be to store and utilise information recorded using the kinds of media with 
which the people are familiar. A very high-level means of addressing queries to the sys
tem is needed and it should include, at the minimum, the use of voice and image. Medical 
images, for example, each take up several megabits of storage, it becomes clear that effi
ciency of both data storage and transfer is of paramount importance. Moreover, given the 
diversity of the data objects in a system like this, an obvious problem of heterogeneity and 
data modelling is encountered. So information representation and information integration 
(or harmonisation) are needed as well. 

Three major approaches to the problem of handling multi-media data can be identi
fied. The first is to use a bottom-up philosophy. Successive adaptations have been made 
to relational DBMSs in order to make the systems capable of handling different types of 
media. An example is P O S T G R E S which*evolved from I N G R E S . It handles at least 
some of the unstructured data arising in appliations. 

The second approach is to make a fresh start in order to handle compound documents 
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using a variety of media. Documents are subdivided into pages, or screen-fulls, of visual 
information and fixed-lengths of audio information. Browsing capabilities for both voice 
and text are provided by the system which is designed, ab initio, for multi-media data 
handling. 

Alternatively we can develop a multi-media database for some specific application 
as a one-off exercise. In the early days of conventional databases this was the pattern as 
well. A specific data management system is designed and bespoke-tailored to some very 
specific environment. This approach to multi-media data handling of course produces an 
elaborate, one-off, application system rather than the generalised system support we are 
looking for here. 

Medical Image Data Access Method, M I D A M is a system designed specifically for 
integrating text and images in a hospital environment, but it really is a particular cus
tomisation of a more general architecture which could be applied just as well to any, 
possibly distributed, multi-media data environment. It is based on the RDM so conven
tional MDBMS techniques can handle the multi-site indexing aspects of the operations. 
Multi-media aspects are handled in a rather crude, but effective, way. 

In M I D A M a DDB system is used on top of local RDBMSs to provide the integration 
capability. Additional code is included to cover for the inadequacies of the RDM. Queries 
are evaluated as outlined in fig 5. 

Multi-media 
Query Text and Image 

Result 

Interpret 

Decompose 

Concatenate 

Text 
Sub Query 

Image 
Sub-Query 

Image 
Result 

Image 
Location 

Figure 5: MIDAM query handling 

There are a number of interesting features of this architecture. There are important 
query optimisation and transaction management features. Also in hospital applications 
the network for images has to be of much greater band-width than for text. It makes sense 
to have different networks for text and images. We have to be sure that the responses go 
to the right networks. Also in this environment the request site and the site to which the 
response has to be delivered are often different. Pre-fetching of bulky data with respect to 
predicted usage patterns is highly desirable here as well, and this capability is built into 
the system. Image processing and information retrieval techniques for document content 
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assessment can be applied at this point. 
The highly flexible, customisable M I D A M approach, where the fixed part of the 

system is a DDB management system and the rest can be tailored given some important 
set-in-concrete system support, is seen as being a way ahead for complex information 
handling in other problem domains. 

6 S u m m a r y 
We have described the concepts underpinning the development of software which 

provides system support for the integration of data which can vary in structure and even 
in the medium on which it is stored. We believe that these concepts provide great chal
lenges for all who have diverse and massive information handling requirements. The ability 
to harness this additional information handling capability will have a great effect on the 
success of many enterprises, including those concerned with medical care. 
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Multimedia networks; what 's new? 
D.R.McAuley 

University of Cambridge 

Abstract 
Building on the lessons of Pandora and other projects, it is possible to identify appli
cation requirements not satisfied by a Pandora-like subsystem approach, in particular 
applications which wish to perform real time processing of media data (e.g. visualiza
tion). 
The use of ATM networks has been proposed as a solution to the issue of moving 
media data at the required high data rates and in a timely manner; however, these 
networks present problems, and hence new challenges, to the design of workstation 
and operating system architectures. 

1 Introduct ion 
The performance of modern computing devices and networks allows the consideration 

of applications which integrate various real t ime media, such as video and audio, into a 
distributed computing system. 

These notes present some of the problems that are being addressed and some of the 
solutions being investigated at the University of Cambridge Computer Laboratory. 

2 Process ing media 
Consider a digital television director, that is a computer system monitoring multiple 

sound and video sources in real time and selecting between them for transmission and/or 
recording. Such a system requires application specific processing to be performed on data 
streams in real time (although perhaps not necessarily on every frame) to make decisions 
on camera and microphone changes. Such a application can be seen to be of use in au
tomatically recording a meeting or seminar, or in security and safety systems, and with 
the combination of increasing computational power and speed of digital communications 
will soon be possible in research laboratories. However, more artistic direction may be 
required for other situations and it will probably take significantly longer before we see 
pop-videos by roho-directors\ 

The key to enabling a wide range of applications of this sort is to provide a program
ming environment in which future applications can deal with media data as easily as they 
today deal with text and graphics. This requires both a digital networking technology 
that is able to the transfer media data between general purpose computing systems and a 
computing system architecture (both hardware and software) that can handle such data, 
in a timely manner. 

So what's new? Timeliness. 

3 The A T M bandwagon 
As a communication mechanism for the support of real t ime multimedia commu

nication many researchers are now investigating a type of packet switching called Asyn
chronous Transfer Mode (ATM). ATM has achieved considerable momentum due to being 
the packet switching technology that the CCITT 1 ) is proposing to use for the implemen
tation of the Broadband-ISDN - a high bandwidth digital service for the public network 

1) Comité Consultatif International de Télégraphie et Téléphonie - i.e. the international standards body 
for things related to telephones. 
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F igure 1: The STM framing for European primary rate ISDN 

aimed at supporting data, image and video communications as well as the traditional 
voice services. 

Recently many computer and data communications manufacturers have expressed 
an interest in the use of ATM within local and private networks to support the same sorts 
of services. Some have expressed the desire to make it as ubiquitous as the Ethernet and 
to have future computer systems come with it as the standard network. 

The term Asynchronous Transfer Mode as defined by the CCITT as: 
"A transfer mode in which information is organized into cells; it is asynchronous 
in the sense that the recurrence of cells containing information from an individual 
user is not necessarily periodic." 

which is not a particularly enlightening definition. 
To explain more simply, in communications we can allow simultaneous communi

cation between entities (i.e. multiplexing) by the use of three basic mechanisms: space 
division, frequency division and time division multiplexing. Digital communication net
works make extensive use of space and frequency division but eventually, it is still required 
to use a single wire or fibre at a single frequency (a channel) for simultaneous communi
cations (subchannels) and so we resort to time division multiplexing. The question is how 
is it known what information belongs to which subchannel; there are three widely used 
methods: 
— data for a subchannel is placed at a fixed time offset within some periodic frame 

(note that this implies fixed sized data units), 
— explicitly label seperate chunks of data (packets) which can be further split into: 

• variable sized packets. 
• fixed size packets (i.e. cells). 
These are the transfer modes referred to by CCITT as Synchronous, Packet and 

Asynchronous respectively. All three have been widely used: the circuit switched service 
at the heart of a modern digital telephony network is STM (see figure 1), packet networks 
such as those based on Ethernet, Token Ring, or IP and X.25 at the network level, fall into 
the PTM category, while ATM 2 ' networks have mostly existed in research laboratories. 

4 W h y A T M ? 
The major disadavantage of STM is that it provides a dedicated proportion of the 

total bandwidth available for the duration of a call (note that in this systems, call setup 
is necessary as the transmitter and receiver must find and agree on the time offset for the 
subchannel). Hence there is only a defined number of subchannels available on any channel, 
and even when there is no information to send, the capacity is reserved. Consider a phone 
conversation in which people normally take turns at speaking; measurements show that 

2) Some authors have used the term ATM to mean Broadband-ISDN. This is rather untidy use of the 
nomenclature and has already led to confusion. 
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each person speaks for about 45% of the duration of the call, so that the line is carrying 
silence in each direction for 55% of the time! 

Packet networks have the advantage that bandwidth is only allocated to a subchannel 
on demand. However this has the side effect that there is now the possibility of contention 
for bandwidth when two nodes wish to transmit at the same time; importantly, what
ever mechanism is used to resolve this contention, it necessarily leads to queueing, hence 
variable delay in the delivery of the packets and the danger of lost packets due to the 
overrunning of queues. However, a very large number of subchannels with arbitrary ran
dom traffic patterns can now coexist on the same channel as long as the mean load of 
all sources combined is not greater than the channel capacity. This reliance on statistics 
is often referred to as statistical multiplexing. Similarly the ability to deal with a source 
whose traffic distribution may change with time is often referred to as rate adaptation. 

Returning to STM, the deterministic nature of the communication means that no 
queues are necesssary and hence it has the advantages of delivering data without any 
variance in delay and of not losing any data due to queue overrun. This behaviour means 
that the digital hardware to implement the data transfer component of an STM switch is 
actually quite simple and hence large and high performance switches are comparatively 
easy to build. 

ATM at tempts to enable the building of high performance switches by restricting 
packets to be of a small fixed size together with simple labels, so that packets can be 
routed through switches directly in hardware. However, as ATM is still essentially packet 
switching, it still achieves the statistical multiplexing and rate adaptation benefits. ATM 
still presents queuing problems, albeit somewhat simpler than PTM. However, one aspect 
of the small size of the cell is that if certain traffic streams are given priority in queuing 
the time taken for the high priority traffic to preempt the lower priority traffic is corre
spondingly small. This allows queuing strategies that can ensure that there is only a small 
variance in the end to end delay (often referred to as j i t ter) experienced by certain traffic 
streams when required; for example (to use CCITT speak), when using simple hand held 
interactive voice terminal equipment - or telephone. 

For B-ISDN, CCITT have defined small to be 53; 5 bytes of header followed by 48 
bytes of pay load. 

5 A T M and c o m p u t e r s y s t e m s 
An ATM cell stream at the currently defined minimum standard interface rate 

(155Mbps) requires a computer to source and sink an ATM cell every 2.5/zs. Implemen
tation of ATM level protocols in software, even on current high performance RISC pro
cessors, consumes the processor, leaving none for applications code. This may not even 
be solved in the future with even faster processors, as the time to context switch on 
modern machines is more dictated by the main memory performance than the number of 
instructions executed per second: hence future faster machines may spend most of their 
t ime switching between processing incoming cells and applications code in the operating 
system and very little executing real code! 

One solution is to cause a stream of ATM cells to be formed into larger units (such as 
normally delivered by packet switched networks) by the network interface before delivery 
into the computer system. This is referred to as adaptation (sic). This solution fits well 
into the use of ATM networks to support current data communications protocols and 
applications. 

An alternative approach is that being pursued at a number of research laboratories; 
since the ATM cell has been designed to be easy to handle in hardware, the aim is to 
redesign the hardware within the computer system (and consequently the protocols and 
operating system) to efficiently support the transfer of ATM cells between components 
in the computer system. In this architecture an ATM switch is used to provide intercon
nections between the components of the machine and from these components directly to 
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a high speed ATM network. This has many similarities with the use of interconnection 
networks to build large scale multiprocessors, with the added contraint that the internal 
interconnection network handle the same data units that are used within the network. 

6 Operat ing s y s t e m s issues 
As mentioned earlier there are a class of programs which need to directly manipulate 

media streams in real time; these include applications, for example for feature recogni
tion, electronic conference floor control and vizualization, and system infrastructure com
ponents, such as file servers. Although we could identify particular computations from a 
list of applications that could be included in the media subsystem, such a design would 
be strictly limited; a key argument in support of providing a general programming en
vironment is to enable applications designers to make use of the system for previously 
unthought of multimedia applications. 

It is tempting to describe these problems as real time, but to do so associates the 
support of continuous media with a completely different set of problems from control 
systems. An operating system to support a general multimedia programming environment 
has very different requirements from one required to keep an aircraft in the air; if nothing 
else, certainly in the failure modes that can be considered acceptable. 

Another significant difference from a control system is that a programmable multi
media environment will need to be able to handle a dynamic multiprogrammed workload 
rather than one that is static and predetermined. This more akin to a traditional mul
tiprogrammed operating systems which uses statistical multiplexing (e.g. by paging and 
timeslicing) to increase resource utilization and total system throughput. To deal with the 
inevitable overload situations, designers of such systems have used various techniques; for 
example trying to stop too much work entering the system (e.g. job scheduling), or remov
ing running applications from the system temporarily (e.g. swapping). These mechanisms 
can result in an application obtaining the processor for an arbitrarily small proportion of 
the time with an increasing variance in the interval between accesses. 

Experience with multimedia applications indicates that a modified approach to deal
ing with overload is required. For example in the case of a video phone application, 
although regular computation is still necessary for the audio stream, it is easy to reduce 
the total demand made on the system by reducing video quality and frame rate. 

At some point further reduction in the resources available to the application will 
result in unacceptably poor behaviour. When this happens, it may pass unnoticed unless 
it happens that the data is being presented to a user. Hence it is desirable that either 
the operating system ensures some level of baseline service by something akin to job 
scheduling, or can provide sufficient information to the user to allow sensible manual 
control. 

A further consideration is that a degradation policy per media type is not sufficient; 
for example, an application using some image recognition algorithm requires a high reso
lution image at a low frame rate, while for a human viewing the image simultaneously, a 
high frame rate with reduced resolution is more appropriate. Both the degradation policy 
of a multimedia application, and the baseline service it requires, are as much elements of 
the application as the algorithms it executes. 

One of the arguments for using ATM networks is to reduce the j i t ter introduced to 
streams of cells at switching nodes due to interference with other network streams and 
hence reduce the buffering requirements at receivers. However, the jitter introduced by the 
networks can be swamped by the ji t ter introduced at the application level by the normal 
processes of the operating system. Even in an otherwise unloaded system the effects of 
things like timers, management threads, and irrelevance from the network (e.g. broadcasts) 
can introduce significant disturbance into any at tempts to provide timeliness guarantees 
to application threads. 

Clearly the mechanisms required to support the functions described above need to 
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be considered in conjunction with the communications services provided by the network 
and the algorithms used to encode the media streams. 
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Pandora: An experimental distributed multimedia 
system 

D.R.McAuley 
University of Cambridge 

A b s t r a c t 
"Pandora's box" is a subsystem capable of intercepting the video output from a work
station and overlaying its own images over parts of the workstation display. The control 
of the system is integrated with the workstations X-server to provide real time video 
in windows. The box also has audio capabilities. Most importantly, the box is attached 
to a 50Mbps network, allowing distributed multimedia applications to be built. 
About 20 systems, interconnected by a single network, have been built and installed 
in various offices at the University of Cambridge Computer Laboratory and Olivetti 
Research Limited. Applications in everyday use include video phone and conferencing, 
video mail and remote observation. 

1 Introduct ion 
The Pandora project has been investigating issues in the support of audio and video 

in a distributed computing environment. The Pandora system was designed over four years 
ago and has been in everyday use in the University of Cambridge Computer Laboratory 
and Olivetti Research Laboratory for the last two years. 

These notes outline the structure of the Pandora's box, the network they are attached 
to, some of the applications and finally some lessons and directions for the future of 
distributed multimedia. 

2 The Pandora box 
The Pandora box is composed of a five subsections attached to a common bus: 

1. Server card 
2. Video capture 
3. Video mixer 
4. Audio and host interface 
5. Network interface 

The server card is responsible for switching the data streams within the Pandora 
system between the various sources and sinks. The data streams are created and destroyed 
based on commands passed down from the host. 

The video capture card is comparatively straightforward; images are captured at a 
resolution of 512x512 pixels with 8 bits per pixel (monochrome). This can be subsampled 
in a number of ways to provide various resolutions of images. The board is capable of 
generating several different resolution images in a single frame time. Differential PCM is 
then used to code the pixel stream, providing a 2:1 compression ratio. Although video is 
captured at 25 frames per second, application software can program the frame rate for 
the different video streams generated. 

The video mixer synchronizes to the host video output and can alternatively pass 
through the host pixel data or select a pixel value from its internal frame buffer. The 
decision of which pixel to use is based on a clipping mask passed down from the host 
window system. Video data arriving from the bus is inserted into the Pandora frame 
buffer after passing through a decompression and interpolation stage so that incoming 
video can be resized if desired. The Pandora system works with hosts which generate 
standard VGA type video signals (i.e. providing a resolution of 640x480); at the time the 
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Pandora design, performing the video overlay at higher resolutions (such as the 1280 by 
1024 often provided by UNIX workstations), was not possible given cost considerations. 

The audio device provides standard toll quality voice from either a telephone handset 
or can make use of a microphone and speaker to provide hands free operation. The former 
is preferred by users in communal rooms, while the latter is used by those with private 
offices. Hands free operation leads to the considerable effort having to be expended in 
echo cancellation, and a later version of the Pandora system is equipped with a signal 
processing device to achieve better performance. This card also acts as the interface to 
the host which is connected by a 10Mbps serial link. 

Finally the network interface provides access to the Cambridge Fast Ring (CFR) 
network so that video and audio can be provided to and from remote Pandora systems. 

3 The Ne twork 
A key element in the success of Pandora is the use of a high performance digital 

network to interconnect the systems. Each Pandora box is connected to the Cambridge 
Fast Ring, a 50Mbps empty slot, source release, pass on free ring. The slots have a 4 byte 
header and 32 byte payload. A number of these rings are normally1^ interconnected by 
the Cambridge Backbone Network, a 500Mbps variety of the slotted ring. 

Although the slot size and header functions are not identical to those proposed for 
the cells in an ATM based Broadband-ISDN, these ring networks provide a very similar 
type of service, with the attendant advantages and problems. 

4 P r o g r a m m i n g wi th Pandora 
Although a PC with VGA graphics card can be used as the host, the Pandora 

systems in everyday use are attached to Acorn R140 computers running RISCiX, a UNIX 
implementation derived from the 4.3 BSD. This allows the use of X-windows to enable 
straightforward programming of distributed windowed applications. The XI1 protocol has 
been extended in the standard manner and support provided within the X-server to allow 
the control of the video and audio. The X-server communicates with the Pandora system 
via the high speed serial link to create and destroy streams between the relevant devices 
and to ensure the correct clipping and positioning of the video with respect to the various 
on screen windows. 

No hard limit is placed on the number of video or audio channels, (although more 
than three audio streams cause significant confusion to the human receiver!); however, 
there is a limit on the amount of data that can be moved across the bus in the Pandora 
systems by the server card. Applications often use the programmable frame rate to enable 
a larger number of video channels. 

5 Appl icat ions 
Part of the work with the Pandora project has been to investigate what are useful 

applications; with respect to this work, the phrase many are called but few are chosen 
springs to mind. Some such as xvtannoy where one person broadcasts audio to all other 
Pandora systems was very short lived. 

The successful applications include: 
- xvphone the obvious video phone application, 
- xvconfer which allows video conferencing of up to four participants, 
- xvmail allows video and audio to be recorded on and played back from a fileserver 

attached to the network. Recordings can be sent to other users as video mail (which 
of course requires the associated xvbifT), 

1) I say normally, as at the time of writing we are suffering from a number of problems which in OSI 
reference model terms would reside at the physical layer - a large mechanical digger has ripped through 
the trench carrying the optical fibres connecting Olivetti and the Computer Laboratory 
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— xvmedia provides an interface to the networked media services, like the broadcast 
TV and radio receivers, and CD player. 
These applications can be mixed together in various ways; for example, xvmedia is 

set to run as a background process triggered at certain times of the day to record the 
news and weather from the TV to the fileserver, so that at all times the latest broadcast 
news is available on line and can be watched by the xvmail program. 

6 Lessons for t h e future 
One application that the users rejected was the integration of video with email. 

Although this was a fairly simple system to use, most users would rather use video mail 
or email alone and felt no benefit from allowing messages of mixed forms. This may 
perhaps mean that powerful multimedia authoring tools, while of use to authors of say 
interactive teaching aids, may be inappropriate for casual everyday use. 

As the Pandora system is implemented as a subsystem, it only allows applications 
to control the flow of multimedia data, rather than actually manipulate the data. Even 
newer systems which integrate the media devices onto the workstation bus also have this 
subsystem approach, as only trusted pieces of the operating system actually handle the 
data in real time and then only to shovel it from one device to another. This approach 
results in a restriction on the ability to write certain applications. However, the aim of 
producing an application environment in which media data can be manipulated in real 
t ime does pose some interesting problems for those in operating systems research. 
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Experience with Some Early Computers 
R.F .Churchhouse 

University of Wales College of Cardiff 

1. Background 

From 1946 to 1949 I was a student of Mathematics at Manchester University. The Head of the 
Mathematics Department was Professor M.H.A.Newman and in 1948 the logician, Alan 
M.Turing, joined the department. Professor Newman taught us Complex Variable Theory and 
Topology and Alan Turing gave us a course in our final year; not on Mathematical Logic, which 
was not in the syllabus at that time, but Analytic Number Theory. He was a popular lecturer, 
guiding us gently through a difficult subject. He had a noticeable stammer but it was not a 
serious impediment and, in some way, it added to our enjoyment of the lectures. It was said 
(truthfully) that he was a very good runner, close to international standard, who might have 
been selected for the Olympic Games of 1936. In 1948 I found this surprising; he looked a bit 
on the heavy side and slightly dishevelled, as if he was about to fall apart. I had no idea of how 
distinguished he was but I did notice that Professor Newman treated him with particular 
respect. 

During 1948 I became aware that the Professor and Alan Turing were spending a great deal of 
time building some kind of a machine in the basement of the Physics Department (the Head of 
which Department, Professor P.M.S.Blackett, had just won the Nobel Prize). They were 
collaborating with Professor F.C.Williams, Professor of Electrical Engineering, who played a 
major role in the building of the machine, which became known as the Manchester Mark I 
computer. He was. of course, the inventor of the Williams Tube method of storage, which was 
the technology used on the machine. 

I went to see this machine shortly after it ran its first programs in June 1948. It was a somewhat 
hazardous visit since, as the well-known picture shows, there were racks of valves and cathode 
ray tubes around the room with cables carrying heavy currents passing above and on every side 
so we had to tread a delicate path. Although I never used this particular machine some of my 
friends did and I remember them showing me it attempting to calculate a table of values of log 
cos(x). However, owing to an error in the program which caused overflow, it failed to do so 
and broke down after a few minutes of running. Programming in those days was such an 
esoteric art that a successful program for computing a function such as log cos(x) was 
considered to be worth an M.Sc! 

In October 1949 I went to Cambridge University to do a Ph.D. in the Theory of Numbers and 
was surprised to learn that Dr.M.V.Wilkes had also been building a computer, which was 
called EDSAC. I had assumed that building computers was an activity exclusive to Manchester 
(as a loyal Mancunian I subscribed to the old saying that "What Manchester does today others 
do tomorrow"). When a friend (C.B.Haselgrove) told me that he was using EDSAC to compute 
the zeros of the Riemann Zeta Function and the development of star clusters, I was very much 
impressed. Up to that point I'd regarded the machines as playthings but it now occurred to me 
that they might actually be useful. 

In 1952 I had to do my National Service and was put to work in a government scientific 
laboratory where I came into formal contact with computers for the first time and so began my 
programming career. 
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2. The Manchester Mark I (1951) 

The machine on which I began programming was one of those produced by Ferranti Ltd. (a 
Manchester firm) and was based upon the 1949 Manchester University machine though it was 
slightly fancier and larger.It was fancier only in the sense that since it had been built by Ferranti 
it was enclosed in cabinets so that we were not visibly surrounded by cables carrying large 
currents. According to Lavington [1, p440] nine such machines were delivered. Whether any 
two were absolutely identical I don't know, some may have had more (Williams tube) store 
than others, for example. 

The basic machine had 256 words of 40 bits which were organised as eight 32-word "pages" 
thus introducing an important method for handling "virtual storage" (as it was later known), an 
idea which was fully exploited in the Manchester University Ferranti Atlas some years later and 
which has been widely used ever since. 

Instructions occupied 20 bits which were divided into three fields 
5-bit function code 
5-bit designating a "B-line" 
10-bit address 

(this description is specific to the machine that I used). 

There were eight "B-lines". Their major role was to modify the address; thus Manchester also 
invented "index registers", as they were called on later machines such as the IBM 704. 

With a 10-bit address field we could only refer to up to Ik of store. We didn't have that much 
so that was no problem, indeed this had minor advantages: we used to clear the accumulator by 
loading it from address A/, which didn't exist! We also had a magnetic drum with 16k words. 
Transfers between the store and drum were done in 'pages' of 64 20-bit words. 

Not every track on the drum was considered "good" and one of my earliest programs produced 
a list of "doubtful" tracks. The simple method for doing this was to fill a page in store with 64 
values of a (number-theoretic) function, write it to the drum, read it back into a different page 
and compare with the original. If they didn't agree a bell was rung on the typewriter and the 
writing/reading was performed again. If the bell rang three times the location of the offending 
track was typed out. A list of these "doubtful" tracks was kept in the machine room and we 
avoided using them. In all cases where there was a transfer between store and drum we carried 
out the transfer two or more times and checked for agreement. 

Instructions were written in a four character format; each character representing 5 bits, using the 
international teleprinter code. Instructions were either read in via a 5-hole punched paper tape or 
via hand switches on the console. 

There was an 80-bit accumulator ("A" register, hence the use of "B" for the modifier registers) 
and the function codes included a multiply instruction but not division. Naturally there were no 
floating point instructions. 

Programs were written in absolute code using the teleprinter alphabet which, in our version 
began 

/ T 3 0 9 H N M 4 L R G I P . . . 

so a typical instruction might be 

S T J N 

(Store the top 20 bits of the accumulator in the address JN modified by the contents of B-line 
number one). 

It was essential to know this teleprinter alphabet and to be able to do arithmetic using it, eg 
H+H=R (ie 5+5 = 10). Turing baffled the London Mathematical Society when he gave a lecture 

224 



to them at this period until they realised that not only was he using (mod 32) arithmetic, which 
was easy enough, but that the least significant digit was at the left! In the machine which I used 
this particular eccentricity, which was a hardware feature of the machine [Lavington, p 436] 
was, mercifully, hidden from us by the (otherwise very primitive) software. 

There was no real programming manual as such. At Manchester University Turing had 
produced one for local use but I never saw a copy. I was simply given a description of what 
each instruction did and a program written by someone else - it was the Newton-Raphson 
method for finding a square root - and told to study it and then write a statistical program. Since 
the machine had no division order the Newton-Raphson iteration 

1 . a . 
2 *n 

required a more complicated program than might be expected. 

When I began looking at the program I didn't know what the B-lines did but eventually came to 
the conclusion that if they modified the address by subtracting their contents then the program 
made sense. Thus enlightened I wrote the statistics program which, to my joy and amazement, 
"ran the first time" and the direction of my future career was settled. Had it failed I might have 
returned to Pure Mathematics exclusively. 

Most instructions took about a millisecond but multiplication took twice as long. If we had to 
carry out a division we had to use an iterative method preceded by scaling e.g. 

Example To find the reciprocal of a: 

(i) scale "a" by 'shifting' so that it lies between l / 2 and 1; 

(ii) p u t x 0 = l . 

(iii) iterate using the formula 
xn+1=xn(.2-axj 

until two consecutive iterates agree to within the limits of achievable accuracy: 

(iv) re-scale the result. 

Convergence is quite fast (quadratic). 

If we had been doing some counting in a B-line (as in a statistics program) we just used 
repeated shifts and subtraction to get the digits in base 10 and printed them as they were found. 

Almost every program was a challenge. I recall having to invert a 32x32 matrix. In a store of 
less than Ik the matrix couldn't be held in one piece, so chunks were continually being 
transferred to and from the drum, and with no floating point or division instructions the 
arithmetic and store management was tortuous. 

The machine took half-an-hour to warm up every morning after being switched on and the 
screen on the console, which showed the contents of a page of store as rows of bright (=1) or 
dim (=0) dots, would be periodically swept by a kind of snowstorm as bits changed their 
parity. 

We didn't attempt to use the machine until the "snowstorms" had stopped, for otherwise the bits 
in store would be changing and the instruction codes would be altered so that an instruction to 
load the accumulator might be changed to one to punch cards. This made life quite exciting. 
Breakdowns were very frequent and it was obligatory to build "restart points" into every 
program that was due to run for more than a few minutes, so we would print out parameters on 
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the typewriter at regular intervals. These parameters would then be set on the hand-switches 
when it was necessary to restart. 

Life was immensely enjoyable. We felt that we were a breed apart. There weren't many of us -
it seemed very unlikely that there ever would be. Every program called for ingenuity and we 
took great pride in efficiency, reducing execution time to a minimum. Since I/O did not proceed 
in parallel with computation we planted I/O instructions at very carefully timed points in the 
program so as to achieve optimal operation. I remember a particularly skilful programmer telling 
me that he felt that one of his best programs was like "a concerto for matrix and integral", and I 
understood what he meant. 

If programmers were a rare breed in those days operators were even rarer. The simple rule was: 
if your program was. due to run, you ran it! 

3. Interlude (1951-1955) 

In the second half of the 1950's many firms announced that they were going to produce 
computers. Many of these either never appeared at all or, if they did appear, were not a 
commercial success. Some very strange machines were proposed and may even have been 
produced in small numbers. I can recall three that were built (but never produced commercially): 

(i) a machine that was based on decimal arithmetic; 
(ii) a machine that didn't even have an addition (or subtraction) instruction, addition was 

done by table look-up; 
(iii) a machine that used four-address instructions (the purists would say "three and a half 

address"), one instruction in this machine being 

S A B C D 

which meant: 

"Sort all the words between store locations A and B and put the sorted list into the addresses 
beginning at C then, go to location D for the next instruction" 

The memory of this machine was based on delay-lines, hence the significance of the fourth 
address (D). 

Technology was advancing rapidly; core stores replaced electrostatic storage so memories were 
becoming faster and larger, magnetic tapes, initially regarded as an unreliable storage medium, 
were becoming accepted, logic circuits were becoming much faster and I/O devices now 
included line printers (150 lines a minute), card readers/punches and faster tape readers. 

Some computer firms (eg Univac) were paper-tape oriented whilst others (eg IBM) based their 
I/O on cards. There was much debate as to the merits of cards and paper tape eg cards could get 
out of order but could easily be replaced, tapes could become excessively long and get into a 
tangle - at Manchester University they used to unroll tangled tapes from the balcony of the third 
floor. A fast-moving paper tape could also inflict a nasty cut, akin to a razor blade, if you 
happened to touch its edge whilst it was being read. On the other hand data on tape couldn't get 
out of order. Some people felt very strongly on this matter: I recall one man who detested cards 
so strongly that he tried to avoid using the word "card" at all. On one occasion, speaking to me, 
he used it and immediately added: "Now I must go and wash out my mouth since it has been 
defiled". He didn't, in fact. 

4. The IBM 704 (1955) 

IBM had delivered its first general-purpose computer, the IBM 701, to a customer in 1953.1 
used this machine only indirectly, as I shall explain, so there is little that I can say about it from 
a personal point of view. I was aware that it used Williams tube electrostatic storage but there 
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was more of it and with the bigger word size (36 bits) we had many more bits of storage 
available than on the Manchester machine. By the time that I saw the 701 however it was due to 
be replaced by the IBM 704, a machine that was an enormous commercial success, with sales 
of many hundreds (against an original forecast of 50). When first announced (May 1954) the 
704 was also to have electrostatic memory but in fact all the machines were delivered with the 
(then new) magnetic core memories. 

In preparation for the arrival of the 704 a simulator of that machine on the 701 had been 
provided by IBM. This enabled us to "debug" (the word was now in use) our 704 programs on 
the existing machine. Programming was done in Assembly Language, which I found very easy 
to use compared to Absolute Code. The Assembler was quite primitive: each line of Assembly 
code was compiled to one line of machine code, i.e. there were no "macros". However the use 
of symbolic names for variables and storage seemed a great step forward, particularly when 
changes had to be made. 

It may seem incredible today but there were programmers who were very reluctant to use 
Assembly Language, claiming that it would result in inefficient programs. Such people liked to 
know exactly where every variable was located in the store.My argument that since there was a 
one-to-one mapping there couldn't be any loss in efficiency, apart from the small overhead of 
the Assembler converting the program to machine code and producing binary punched cards, 
fell on deaf ears. 

The 704 had a word size of 36 bits and came with 4K words of core storage memory. This 
seemed luxurious and we were incredulous when we were told by Herb Grosch of General 
Electric that his 704 had 8K. The instruction field occupied 10 of the 36 bits but of the 1024 
theoretically possible instructions only about 70 existed. One of my colleagues wrote a program 
to generate all possible 1024 instructions to see what would happen, printing out the contents of 
the A (accumulator) and Q (quotient) registers, the index registers (of which there were 3), and 
the storage location addressed before and after each instruction. If I recall correctly only the "all 
zero" code and the "all one" code caused a fault. All the rest did something or other but the only 
useful discovery was that on our machine, which had no floating point (which was an optional 
extra), the instruction "un-normalised floating add" cleared the accumulator - the equivalent of 
loading from A/ on the Manchester machine! 

The reliability of the 704 was a revelation, no doubt due in large pan, to the core store. It was 
also much faster than the Manchester machine; most instructions took 24 microseconds though 
multiplication and division took longer and one interesting order, CAS, (Compare Accumulator 
and Storage) took 36. The operation was: 

"If the contents of the accumulator are (less than, equal to, greater than) the contents of the 
specified storage location go to (the next, the next but one, the next but two) locations for the 
next instruction" 

- When Fortran appeared some time later the "IF" statement seemed to have been designed with 
CAS in mind. 

Virtuosi programmers tried to out-do each other with clever, or compact, programs. I recall one 
who squeezed a program onto a single (24 instruction) binary card, punching all the holes on a 
hand-punch. To achieve this he had to suppress the check sum; 23 instructions were not quite 
enough! 

The 704 had one feature which I found very annoying; transfers to and from magnetic tape used 
the Q register as a buffer; an extraordinary economy. Consequently we couldn't use Q for 500 
microsecs after a tape write or read. More than once I forgot this and discovered that Q was full 
of garbled data and 1/0. This was my only complaint though, I was a great admirer of the 704 
for which I wrote something like 100 programs. 

By 1955 some systems of "autocoding" had been produced in various Universities and 
laboratories. My own first encounter with "higher level languages" didn't however come until 
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late 1956 or early 1957. I'd been asked to write a program to do with the placement of core 
stores which involved the numerical evaluation of elliptic integrals. I was just about to start 
coding this, in Assembler, when I was given a package from IBM: cards and instructions for 
using a system of: "Formula Translation". I read it, thought it looked interesting but was rather 
sceptical. However I thought I'd try the elliptic integral program using it and then write a 
"proper" program later to check the results. It took me only an hour or so to write it in Fortran, 
compared to ten times as long in machine code. The results were identical and the Fortran 
program wasn't very much slower than the machine code. I told everyone around of this 
marvellous new system. The "old school" ("efficiency must be impaired now" - some truth this 
time) would have nothing do with it and persisted in this attitude for quite a long time (months). 
Of course there were some programs for which Fortran was unsuitable, such as those involving 
extensive bit manipulation, which, as one programmer succinctly put it "using Fortran for bit-
manipulation is like shelling peas wearing boxing gloves"; but for scientific calculations it was a 
great help. 

5. The Univac 1103 (1957) 

The Univac 1103 was an interesting machine from a programming point of view and, although 
it was overshadowed by the more commercially successful IBM 704, it is remembered with 
affection by those of us who used it and it deserves to be accorded a prominent place in the 
history books. 

The story of how the Univac 1103 came to be built is a fairly complex one and those interested 
will find a fairly detailed account by Tomash in [3, 485-496]. 

Like the IBM 704 the Univac 1103 was a 36-bit machine with core store of 4K words upwards 
and a magnetic drum as secondary storage. Although they also had magnetic tapes they were 
quite different from the IBM types, which became the "industry standard". The main points of 
difference were: 

(i) it was based on two-address logic; 
(ii) it had no index register ("B-lines"); 
(iii) it had a "repeat" instruction; 
(iv) it was paper-tape oriented. 

In terms of processing power it was quite comparable to the 704; instruction times, typically 36 
microsecs, were longer than those of the 704 but the two-address logic meant that fewer 
instructions were needed to accomplish the same task and, in my experience, programming the 
same jobs in machine code on both machines, there was little to choose between them. 

The 1103 came with only the most rudimentary software; the company did not regard the 
provision of software as part of its remit. In 1958 I was asked "to write a program so that 
people who can't program in machine code can write programs in something like English". I 
invented a simple language (I called it "Pipedream") based upon 17 commands (calculate, input, 
print, jump, test etc); it took me 3 weeks of actual coding, spread over 6 months; 2,000 
machine code instructions in all. There were no books on how to do it; I just worked it out as I 
went along. No-one pestered me, I went at my own pace. Happy days! When it was finished I 
gave a half-day course on how to use it and wrote a short report; dozens of people used it over 
several years. 

To return to the two-address logic. The instruction format was 
6-bit instruction code 
2-bit "repeat" parameter 
14-bit first address (u) 
14-bit second address (v) 

There were 62 actual instruction out of the 64 possible, instructions; 00 to 77 (octal) didn't 
exist. 
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The most fundamental instruction was "Transmit positive", 11 (in octal), TP (when we had an 
assembler): 

TP u v 

copied the contents of location u to location v 

(on the 704 this took 2 instructions: 
LDA u Load accumulator from u 
STA v Store accumulator in v 

it also changed the accumulator). 

The novel, and powerful, Repeat Instruction, 75 (in octal), RPT in assembler, caused the 
instruction which followed it to be repeated a specified number of times the u, v addresses 
being increased by one each time, or not, according to the "repeat parameter" (which was 
denoted, in assembler by J). 

Thus: 
RPT 3 1000 W 
TP u v 

meant: 

Repeat the next instruction (TP) 1000 times, 

increasing both (J=3) the u and v addresses by 1 each time and then go to location w for the 
next instruction. 

So, in this case, a block of 1000 consecutive words would be copied to new locations. 

Although the Repeat Instruction did not make up for the lack of Index Registers it provided a 
very efficient way of moving arrays, etc. particularly since the instruction which was repeated 
ran at a higher speed than normal (about 25% faster). 

The magnetic tapes were made of thin steel and were very heavy. When a bad section of the 
tape was discovered the engineers punched holes in the steel at either end of the bad patch and 
the tape drives ignored it. They worked quite well but were not taken up by any other 
manufacturers, so far as I am aware. 

Finally, for those who don't know, why was the Univac 1103 given such a curious number? 
Because it and the 1102 were successors to the Univac 1101, the first machine in the series, 
which was originally given the code name "Task 13" by its designers and 13 is 1101 in binary. 
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Turing and ACE 
Lessons from a 1946 Compute r Design 

B.E. Carpenter 
CN Division, CERN, Geneva. Switzerland 

Abstract 
In March 1946, Alan Turing, best known as a British pure mathematician, presented 
the world's first complete design for a stored-program electronic computer, ACE. Al
though Turing had seen the draft report on EDVAC by von Neumann, the ACE design 
was very different and included detailed circuit diagrams as well as software examples, 
and a precise budget estimate. How did a theoretician manage this? What happened 
to the design? What happened to Turing? Why did British industry not build on this 
early start? And has anything really fundamental been invented since 1946? 

1 A D e s i g n out of Nowhere 
Alan Turing was not famous in the first post-war year of 1946, but he was known to 

a small circle of theoretical mathematicians as one of the two people who, in 1937, had 
published independent solutions to the "decidability problem". This was the question, 
posed by David Hilbert, whether mathematics was in principle decidable, i.e. was there 
a guaranteed method of testing the truth or falsity of any well-formulated mathematical 
proposition. Turing, and Alonzo Church, both proved that there is, disappointingly, no 
such method. Church, who was at Princeton, invented a rather neat proof using his own 
lambda-calculus notation for recursive function theory. Turing, at Cambridge, invented a 
proof based on the notion of a computable number and a notional computing machine, 
nowadays known as a Turing machine. He showed that some computations could be 
defined which would never terminate, and this sufficed to prove the undecidability result. 
It would be hard to imagine any piece of theoretical work more removed from practical 
applications in 1937. 

Turing went to Princeton to work with Church, where he met John von Neumann, 
and also gained a doctorate, before returning to Cambridge. W'orld War II started soon 
afterwards, and even Turing's family did not know what he was doing throughout the war, 
although they knew he was not in the armed forces. Immediately after the war ended he 
took a job at the National Physical Laboratory (NPL) near London. In March 1946 he 
presented a report to the NPL Executive Committee entitled "Proposal for Development 
in the Mathematics Division of an Automatic Computing Engine (ACE)." It was a detailed 
report explaining the basic principles of stored-program digital computers, describing the 
architecture and instruction set of such a computer, giving circuit diagrams for all the 
important circuits, several software examples, and a budget estimate of £11,200 (about 
twenty times Turing's salary at the time). Only the wiring lists and mechanical drawings 
were lacking. 

At that time, the military world had three major computational problems to solve 
- decryption of military signals, computation of ballistic tables, and simulation of atomic 
bomb explosions. As far as public knowledge went, such tasks could be tackled only by 
rooms full of tens or hundreds of operators of desk calculators - such people were known 
as "computers" as it happened. Here was an academic, an "egghead", in fact a man with 
a shy and difficult personality, offering what seemed to be a serious and revolutionary 
approach. Where did this design come from? 

It did not. of course, come entirely out of Turing's head. However, he explicitly 
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documented the fact that ACE was logically equivalent to the Universal Turing Machine, 
the special case of his 1937 machines which could compute any computable number. Indeed 
an infinite loop on ACE, and every other computer, is just an attempt to compute an 
uncomputable number. All programmers have proved the undecidability of mathematics 
many times! There were many other threads leading to the ACE design, too. The flip-flop 
circuit and the and-gate circuit were both invented by 1925, actually for use in cosmic 
ray detectors, early examples of technology fallout from high energy physics. The notions 
of storing digital values electronically, and of computing electronically, were invented by 
John Atanasoff in Iowa in the late 1930's. (German readers must excuse the absence of 
a discussion of the equally pioneering work of Konrad Zuse, which had no influence on 
Anglo-American developments.) Recirculating memory based on sound waves in tanks of 
mercury was invented by British radar developers during World War II. The engineering 
of large digital systems had been analysed by Shannon in 1938, and the basic idea of a 
stored-program computer was developed from Atanasoff's ideas by Eckert and Mauchly 
during the war. Their proposal for a computer called EDVAC was written up by von 
Neumann (who knew Turing while the latter was gaining his Ph.D. at Princeton before 
the war) in 1945, but it was at this stage only an outline compared to Turing's subsequent 
ACE report. EDVAC and ACE shared the key idea: programs and data were to be stored 
in the same memory. 

The fact is that during the war, Turing was one of the critical participants in the 
decryption work which was at the heart of all significant British intelligence gathering. 
By intercepting encrypted military signals, decrypting them, and making careful use of 
the results, the British were able, for example, to route shipping away from German sub
marine attacks. This was of vital importance at the time when Britain's only external 
source of food or military equipment was from transatlantic shipping. British success in 
deciphering German signals, and the linked American success with Japanese signals, was 
a closely guarded secret until the 1970s, long after Turing was dead. He invented some of 
the basic methods used and actively led one of the actual decryption teams. In this work 
he saw, helped to design, and helped to use the first specialised digital electromechanical 
computing devices - not stored-program devices, therefore not equivalent to the Univer
sal Turing Machine, but not far off. He personally designed and built speech encryption 
equipment, and he was familiar with COLOSSUS, the first major specialised digital elec
tronic computing device. He also travelled to the USA during the war, for exchange of 
information about encryption and decryption, and saw von Neumann's EDVAC report 
almost as soon as it was written. Turing instantly grasped the dramatic potential of digital 
computers, as did his boss at NPL - and Turing was given the job of writing a proposal 
for a British rival to EDVAC. 

2 T h e original A C E design 
Turing documented the ACE design in an NPL internal report formally published 

only in 1986 (see Bibliography). In 1945 the only conceivable approach, on financial 
grounds, was a serial computer design, in which all the bits in a word flow along the 
same wire and through the same logic gates in sequence. (Incidentally, none of the words 
"computer", "bit", "word" and "gate" had their modern significance at the time. In this 
paper I use modern terminology in general.) The least significant bit arrived first, a pre
requisite for building a serial adder. The machine was to run with a 1 MHz clock, i.e. to 
handle one bit every microsecond. ACE was designed with 32 bit words, named "minor 
cycles" because one word could be stored in a small recirculating memory with a cycle 
time of 32 //sec. The report included a section of applied physics calculations showing how 
to build mercury delay lines with adequate temperature stability. ACE was to include 32 
such one-word temporary storage registers, named TSl to TS32. 

Main memory was to be a set of "major cycles", i.e. 1024-bit delay lines, each there
fore containing 32 words. A 15-bit address space was planned, allowing theoretically for 
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a 32 kW or 128 kB main memory, which would have been immense at the time. Consecu
tive ACE instructions could not process consecutive words from main memory, since some 
dead time was needed between instructions whereas the recirculating memory could not 
be held up. This was overcome by interleaved addressing: words 1, 2, 3,... 16 in a given 
delay line were actually in physical positions 1. 3. 5,... 31, with words 17 to 32 taking 
up the other positions. This smart idea was later dropped by NPL, leading to a lot of 
software gymnastics to optimise performance. 

EDVAC had an accumulator-based instruction set such as was found in almost all 
computers until the 1970's. ACE was different; its instructions were typically register-to-
register or register-memory instructions. The ACE program counter, misnamed as CD 
("current da ta") , and the instruction register CI ("current instruction") were the only 
registers in addition to TSl-32. ACE had only eleven instructions: a branch instruction, 
five "move" instructions, two input-output instructions, a logical instruction, an arith
metic instruction, and a general-purpose instruction. The last three instructions were 
"horizontally microcoded" in the sense that various options within the instruction could 
be combined by setting various bits. 

All this was exciting stuff in 1946. However, two other sections of the report are 
what make it quite remarkable. Firstly, Turing gave a list of ten possible applications for 
ACE: six in numerical analysis, an analogue application to show what ACE could not do, 
a personnel management application (counting butchers in the Army) to show what he 
thought ACE should not do. and two artificial intelligence applications (solving jigsaw 
puzzles and playing chess). He wrote "by following up this aspect [allowing it to make 
occasional mistakes] the machine could probably be made to play very good chess." He 
did not predict that computers would reach Grand Master standard within fifty years, 
however. 

The second remarkable section is about software, headed "Examples of Instruction 
Tables." Machine form (binary) is distinguished from permanent form (relocatable code) 
and from popular form (essentially assembly language). There is a clear concept of a 
subroutine library with several examples of subroutines, e.g. INDEXIN to access an array 
element. The most surprising subroutines are BURY and UNBURY, which push and pop 
a subroutine's return address to and from a stack whose pointer is held in register TS31. 
Inventing this concept in late 1945 was a truly amazing achievement, perhaps inspired by 
the recursive function theory which Turing had learnt from the work of Church, and by a 
slight knowledge of the nineteenth century work of Babbage. 

The section on software concludes with a program called CALPOL to compute poly
nomial expressions. It calls a number of the previously defined subroutines, and, needless 
to say, contains a couple of bugs - probably the first ever recorded for an electronic 
stored-program computer. 

The sheer originality of much of this in 1945-46 cannot be overstated. Although the 
basic stored-program concept was apparently not Turings's. and the first overall computer 
design. EDVAC, was American, ACE was the first complete electronic computer design; 
apart from bugs, it could have been built. The architecture was new and the discussion 
of software was unparalleled. When the ACE report was made available by NPL in the 
1970's it was possible to identify at least fifteen formative ideas in it which could not be 
found in the EDVAC report written nine months earlier. 

ACE, as designed by Turing, was the first register machine, the first machine with 
logical as well as arithmetic instructions, the first machine with symbolic addresses and 
readable software, the first machine with a library, floating point, and a stack. ACE should 
have bootstrapped the British computer industry. It was never built as designed; what 
was built was hardly a commercial success: and the company that built it ended up, after 
many changes, as part of Fujitsu. What went wrong? 
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3 A C E and Turing after March 1946 

During the war. Turing and his colleagues in the decryption business were given the 
highest possible priority, even above that of weapons production. Turing had personal ac
cess to the Prime Minister, Winston Churchill, when short of staff or otherwise obstructed. 
Any piece of electronics that Turing could specify would rapidly be built for him. At NPL 
in 1946, in stark contrast, he had to fight for resources for the ACE project in the nor
mal conditions of a peacetime research laboratory, worsened by post-war austerity. As a 
pure mathematician with some relatively amateur experience of electronic engineering, 
he found this extremely frustrating. After a while, Turing returned briefly to Cambridge 
and then moved to Manchester University where he worked on software and applications 
for the early Manchester computers. He was perhaps attracted by the fact that the first, 
very simple, stored-program computer in the world ran at Manchester in June 1948. His 
life ended tragically in 1954 at the age of 41. following a judicial persecution over his ho
mosexuality. This shocking story was little known until the definitive biography of Turing 
was published in 1983, followed in 1986 by a successful West End play based on his life. 

At NPL, the full ACE project was replaced by the "Pilot ACE" project. Pilot ACE 
first ran, after many changes of plan and personnel, in May 1950. It was a register machine, 
like the original design, but instead of the interleaved memory trick and the instruction 
counter, each instruction specified the address of the next instruction. Programmers were 
supposed to ensure that each instruction just happened to be coming out of a delay line 
when it was needed, leading to the only computer design in which the speed of sound in 
mercury determined the optimum coding! But Pilot ACE worked, and was in fact used 
to simulate the original design of the CERN Proton Synchrotron in 1955. 

The NPL went on to construct a full-size ACE by 1957, but it was obsolete before 
it was complete, since much better techniques than mercury delay lines were by then 
available. At the same time, the English Electric Company industrialised the Pilot ACE 
design and sold it under the name of DEUCE from early 1955 until 1962. Just over 30 
machines were sold, including at least one in Australia which was used by Gordon Bell, 
later the designer of the DEC PDP-11, the first widely known register machine. In the 
same timeframe IBM sold more than 100 machines (mainly model 1401) in the British 
market. At that time ICT (the predecessor of ICL) was mainly selling their very simple 
model 1201, so DEUCE was the flagship of the British computer industry. 

People who programmed DEUCE retain affection for it today. But instead of build
ing on its success with DEUCE and their other home-made design, the KDF9. the first 
machine with a hardware stack, English Electric (renamed English Electric Leo Marconi 
after several mergers) put their money on RCA clones of the IBM 360 architecture in the 
mid-1960s. At the same time Ferranti managed to sell fewer than ten copies of Atlas, the 
world's first virtual memory machine designed in conjunction with Manchester Univer
sity. ICT built a market for their 1900 series machines, based on a design bought from 
Ferranti of Canada. Eventually ICT. English Electric Leo Marconi, and part of Ferranti 
merged into ICL, with a horribly complicated range of architectures and operating sys
tems to support. Meanwhile, IBM had invented compatibility and DEC had invented the 
minicomputer market. The story ended only recently, when Fujitsu bought ICL. 

What went wrong with the British computer industry? Turing's genius, and that of 
many other equally worthy pioneers, shows that it was not a lack of ideas or creativity. It 
was not a lack of money, at least in the early years when computers were rare and very ex
pensive. There is a school of thought that Government intervention hindered, rather than 
helped, the industry - it was the Government that brought about the creation of ICL with 
its over-complicated product line, rather than letting some of the component companies 
go bankrupt. At an earlier stage. Government funding of computer developments tended 
to protect weak companies rather than to stimulate innovative risk-taking. Thomas J. 
Watson and Ken Olsen had no help from the US Government when they brought IBM 
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and DEC into the computer business. Nor did the various American computer companies 
which went out of business along the way. 

4 Has anything fundamenta l been invented s ince 1946? 
One can argue that the EDVAC and ACE designs between them contained all the 

basic ideas of "von Neumann" computer architecture. This argument treats pipelining, 
parallelism, cache, virtual memory and vector processing as superficial rather than basic. 
Turing's mathematical brain would certainly have taken this view, but he would undoubt
edly have been fascinated by ideas outside the mainstream such as dataflow machines and 
neural networks. 

One can also argue that the recent RISC revolution is superficial, in the theoretical 
sense, especially remembering the eleven simple ACE instructions designed in late 1945. 
Turing explicitly said he had "often simplified the circuit at the expense of the code" 
which is surely the basic principle of any RISC architecture. 

The revolutions since 1946 have been technological rather than fundamental, as semi
conductors have enabled engineers to do things that Turing and his contemporaries could 
not even dream of. You can buy a lot of computer for £11,200 today. 
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How to build a DAQ architecture 

Accelerator 

Physics 

Time 
structure 

Trigger 
rate volumes 

i 
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Frontend 
electronics 
(pipelined,...) Trigger 

structure 
(multi-level,...) DAQ 

structure 
(Hierarchical,...) System 

aspects 
BackEnd 

& Software 
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Haéron Collider Physics 

Discovery of 
Intermediate 

Vector Bosons 
(rej. 109) 

Beautiful confirmation of electroweak 
theory (Standard Model) 

L K I ' C w fcOI-lllll l«l g 
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Next accelerators 
Multi-Tev hadron collisions 

are the only technically accessible way of producing today 
- 1 TeV energies at the constituent level 

Two machines under design: 

LHC 
Large Hadron Collider 

CERN - Geneva 
Superconducting Super Collider 

SSC Lab - Texas 

proton-proton 
16 TeV 

10 s 4 cm* s"1 

proton-proton 
40 TeV 

10 M cm- 2 s- 1 
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Physics requirement evolution 

Overall rejection power required 

powers of 10 

1980 1988 1992 2000 

1980 1990 2000 

PP LEP HERA LHC/SSC 
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The Supercolliders 
The higher the luminosity 

the more challenging for Trigger/DAQ. 

L H C in p-p m o d e (nominal configuration) 

No. bunches/beam: 4725 4a bunch length: 31 cm 

Revolution time: 88.9 JIS Revolution rate: 11.2 kHz 

Injection kicker. 1 |IS (x11 ) Extraction kicker: 3.17 (IS 
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Accelerator timing evolution 

Frequency of bunch crossings 

70 
60 
50 
40 
30 
20 
10 
0 a 

-a- MHz 

1980 1988 1992 2000 

1980 1990 2000 

PP LEP HERA LHC/SSC 
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Particle 
Particle type 
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Detector layout 

Muon detector 
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EM Calorimeter 
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EAGLE n JHadron 
Calorimeters 

SX. Coil 
Muon 

To roi 

EM Calorimeters 
Inner 

Detector 
Muon 

Forward Detectors 
Calorimeters 
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Rates 

Cross sections 
Detector layout 
Physics Monte Carlo 
Trigger rate & event size 

Event rate 
Event size 
Trigger rate 
Data voiumes 

Event rate 
a,ne, (cm2) • Luminosity (cm'2s*1) = interactions/sec 

Event size 
Detector coverage 

in pseudo-rapidity (T|) and 
azimuth (4>) 

Known particle 
production per r)-unit and 

full 6 

Inner tracking : No. tracks / interaction 
Calorimetry : No. particles / interaction 
Muons : No. tracks / interaction 

Trigger rate 
Real and fake signatures from physics 
channels and background. 
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Data Volumes and Bandwidth 
• Estimate meaningful on a "generic detector"? 
• Guess based on subsystem examples. 

0.001 -0.01 0.01 -0.1 10" 6-10* 5 

« 104 -105 hits/15ns - 103 -104 cells/15ns 

= 106 Bytes/15ns =* 104 Bytes/15ns Négligeable 

Presumably the bulk of this will 
not be moved out of local 
memories, if LVL-2 algorithms 
based on LVL-1 triggers 

We need Gbits to GBytes/s 
bandwidth to empty local 
memories, build event and 
transfer data to processor farm 

Assuming a x10 reduction: 
"Final" physics analysis? 

• Cwl<WQl- IHMWÉH «2 

LVL-1 
10 1 0-10 1 1Bytes/s 

LVL-2 
10 8-10 9Bytes/s 

LVL-3 
10-100MBytes/s 
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The LHC/SSCjump 
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HERA Trigger/DAQ 

OVERVIEW OF THE m DATA ACQUISITION SYSTEM I 

Triggering Phases 

ittliiis ' 
1&Ê. 

111*»; 

Plffllliiip^ •*i;k 

WÊÊÈËÊÊÊÊÊÊÈIM 

Level-4 Event Filter 
ParaDel RISC array 

H1 DETECTOR 

270,000 electronic channels 

c 

FRONT-END PIPEUNES 
2 lis long 

FRONT-END READOUT 

IT 

ff 
DIGITAL MEMORIES 

Multi-Event Buffers 

FIBRE-OPTIC RING 

: > 

EVENT-COORDINATOR 
EVENT-BUILDING & MANAGEMENT 

Rates & Event Sizes 

WAMBz00MffStes 

SQT&of100 KBytes 

fy [K 4? 4̂  • • 
EVENT-DATA 

MONITORING AND 
MASS STORAGE 

System-Supervisor 
Operator Interface 

s m 

Due to the high HERA backgrounds, the acceptance rates at 
Level-4 are low. This permits the Event Coordinator to 
accommodate the task of parallel-filter output handling, 
in addition to event building. 

Each triggering level introduces a higher degree of sophistication in event selection. 
After a LeveH acceptance decision, the front-end readout pipelines are held. 

A fast rejection possibility is catered for by Level-2 within 10 us. 
Should readout commence, the pipelines are reactivated within 800 us or upon any Level-3 reject 
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Comments on Architecture 

Having established the dimension of the problem and used 
today's mental attitude to "channel" it, having played the 
exercise of designing possible schemes, we can draw a 
qualitative conclusion: 

Not much significance in trying to design 'final' solutions : 
the final architecture would be different 
because the technology will be different. 

Better: develop and learn building blocks (Hware & Sware) 
» Test benches - R+Ds 

267 



Frontend Configurations 
Shaper Pipeline I 

Analog to Digital 
Converter Multiplexer 

Digital Signal 
Processing 

Shape/Analog Store/Digitize 

t * Power dissipation 
• Packaging 

• Dynamic range 
• Clock driven 
• Calibration & Timing 
• Radiation hardness 

Dynamic range 
Resolution 
Power consumption 
Speed 

Cal. (15-16 bits) 
Cal. (9-10 bits) 
Inner detectors 
All (n* 67MHz n>1) 

Digitize/Digital Buffer/Process 

I • Digital signal analysis 
• Timing and synchronization 
• Data driven 
• Radiation hardness 

Power dissipation 
Cabling 
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Digital Conversion 

The sooner the better, 
but... 

power dissipation, 
dynamic range, 

packaging, 

Dynamic range critical for Calorimeter (15-16 bits) 
Resolution " Calorimeter (9-10 bits) 
Power dissipation " Inner detectors 
Speed " All (n» 67MHz n>1) 

Solutions exist which satisfy 
one or the other 

requirement individually, but 
none satisfies all. 

L I M - C M I M I ' 
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Pipeline 

In order to have a 
zero-deadtime 

trigger all channel 
information must be 

buffered 
during the decision time 
(1-10 |is) each 15 ns. 

15ns 
I I I I I I I I I I I I I I I I I I I I 

Pipeline must preserve information of 

• Pulse ampl i tude (multi crossings) 
• Charge • Time 
• Hit tag • Digital data 
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Digital Pipeline 

Digital pipelines 
are characterised by 

When can afford power dissipation 
(e.g. calorimetry). 
At this level data are still raw format: 
data scaling, baseline cancellation, 
simple smoothing and filtering 
necessary before next trigger stages. 

• big dynamic range 
• simple control 
• good calibration 

• high power consumption 
• less dense packaging 

• Standard schemes: 
- on-purpose circuits built around FIFOs 
- programmable processors where possible. 

• Alternative: 
- |i-pipelined architectures, where digitised data are 
stored in a FIFO-like structure which internally 
implements required transformation in a pipelined 
fashion. . ., . _ _ __ . . 

H-pipeline s series of registers with arithmetic or logic 
element interspersed (pipelined computers). 
Operations performed on a few bits to minimise delay 
between successive registers (limit -> single-bit slice). 
Kind of intelligent memories which work on data while 
waiting for decision. 

275 



Analog Pipeline 

Analog delays 
are characterised by 

Despite the obvious advantage of 
going digital immediately after 
preamp, it might be not possible for 
some detectors (e.g. inner tracking) 
whose channel density gives 
power dissipation problems. 

• high packaging 
• low power consumption 

• limited dynamic range 
• complex timing 
• difficult calibration. 

• CCD succesfully used for initial image chambers 
(352 cell CCD operated up to 50 MHz) 

• Switched capacitors better for performance & manufacturing 
Several examples designed and tested: 

- 70 to 140 MHz - 64 to 256 cells 
- random data extraction - or sequential 
- voltage sampling - or charge 

(example: Simultaneous Analog Pipeline Element, SAPE) 

• Alternative options for "less demanding" detectors: 
- ustrip delay lines 
- optical fibres 
- Surface Acoustic Wave (SAW) circuits 
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Timing 
Certainly one of the 
most critical issues 

at LHC/SSC experiments. 

With bunch x-ings every 15 ns, several 
interactions occur while 

• previous interaction particles are still flying 
in the apparatus 

• and their pulses are still forming 
in the detectors 

• and their signals are still travelling 
in the cables 

The size of the detectors requires clock distribution 
with delays an order of magnitude bigger than the 

machine x-ing interval. 

l_ IkHI - Cam Mart - M M M tt 
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Timing & Control 
Need to distribute: 
• busy timing • trigger-1 acceptance 
• control • event identification 

Need to compensate: 
• variable propagation delays 
• Particle TOF • drift times 
• electronics 

Machine RF 
Master. Clock PLL 

Control Digital Signal Modulator 
High Power Laser 

Optical Splitters 

Local PLLs 
Digital Demodulators 
Programmable Delays 
Control Distribution 

Need to develop: 
integrated systems with 
• phase lock 
• sub-nanosecond 

programmable delays 
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Trigger operations 
Level I. Particle identification & energy cuts 

• High pT electron, muon, Qets), ( and missing ET) 
/ • Energy sums and cuts 

j 1 • Local pattern recognition and energy evaluation 
P" on prompt macro-granular information 

Y 1,2e,Jets.. ~10 4 -10 5 H2 
Top/Higgs/SUSY - 104 -10 5 Hi 
Muons =10 5 Hz Reduction = 10"5 

Level II. Clean particle & kinematics signature 
• Finer granularity transversal and longitudinal profile 
• Kinematics cuts 
• Track reconstruction 
• Detector matching and topology 

Level III. Physics process identification 
• Event reconstruction and analysis / ~* 

2\ 

The data acquisition system is modelled 
by the trigger strategy 
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Level I signatures 
66 MHz 

-100 kHz 

Particle signatures : 
• Electron, muon, jets identification 
• Energy clusters and sums 
• Missing p T 

Track segment recognition 
Prompt hits from fast detectors: 
(scintillators, TRD, Tubes..) 

Hadron Electromagnetic 

I . I . I i i 

^ 

i i i 

iË i i i. i. i, 
i i y i i o 
5=±=rV 

Cluster finding & Energy cuts 
on pseudo-rapidity/azimuth 
'Lego' plots made of calorimeter 
2-D e/h segments of suitable 

<n granularity. 
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Systolic Trigger 

Local object identification and cut on energy sums. 
(e, u., jets, track segments) 

1111111111111111 

For a deadtimeless first level trigger, the trigger 
processor must itself 
operate as a pipeline 
at the 66 MHz bunch 
crossing rate 
(eg. systolic 
processor). 

1 - 1 OLLS Trigger latency one event 

Techniques 
• Analog processors 
• Systolic processor arrays 
• Associative memories 
• Data driven processors 
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Level II signatures 
Full measurement and cuts on kinematics parameters. 

Pattern recognition may be still 
needed (if fine granularity 
tracking detectors are used) 
When the selection is made on 
kinematical cuts then the basic 
operation to perform is a 3(4) 
dimensions scalar product. 

v t - v a - > Z x , * y 

1111111111111111 

At this level data are buffered locally and 
the data flow can proceed 

— asynchronously. 

The processor architecture can be either massive parallel 
(with asynchronous units) or data flow or farm based. 

(according to amount of data and the data collection architecture) 
L H M I ' C a i M û i l ' 
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Clustering at Level II 
Clustering in the i}/<\> 'Lego' plot. 
• EM showers, Jets, Energy sums, missing Pr 

Processor net mapped 
onto data plot. Clustering and 
energy sums done by 
parallel/pipelined logical and 
arithmetical units 
(Id. UA1. N. Ellis, J. Garvey) 

Pixel processor applied 
in a defined region. 
(CERN-LAA MaxVideo) 

Analog automata 
Clustering by energy sums or by 
contiguity rules. 
(Preshower em. id., R. Bonino) 

High parallel processing 
High connectivity 
Applied Specific IC. ASIC 

L. M M * - C m M B * < 
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Levels trigger and Backend 

bottleneck: 
need a few Gbyte/s 
bandwidth 

EAGLE event 
reconstruction: 
a few x10 2 Mips* s 

Software 
development not to 
be underestimated: 
Standard Operating System 
Software Engineering 
Architecture modelling 

Upto100Mbyte/s: 
might need parallel writing 
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Event Builder - LHC/SSC 

For LHC/SSC, today's techniques are inadequate. 

VLSI FE allow trigger rate increase x10 3 

Performance of high level processors x10 3 

Speed of standard busses X 10 

For LHC/SSC, event building is a bottleneck. 

To minimise Dead Time, need new techniques with 
• much greater parallelism 
• no inherent bottlenecks 
• large pre-event builder buffering 

Several techniques can be studied, starting from the 
Interconnect Networks (IN) of telecommunications and 
multi-processors: 

• Multi-Bus IN 
• Mesh IN 
• Multiport Memory IN 
• Star Coupler 
• Crossbar Switch 
• Barrel Switch 

Full e.b. study for LHC/SSC DAQ might start by full 
understanding of IN of type used for multiprocessor and 
telcomm, but e.b. is simpler: unidirectional and evenly 
distributed data pattern 
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Event Builder - Techniques 

Multi-port memory IN 

ÎHÎ 
¥¥ 

• As Multi-Bus, but multiported 
only on source side 

• Same bandwidth 
• Reduced reliability (only one path) 
• Arbitration handled by 

multiport module (not bus) 
• Limited by no. physical ports 

• Easier implementation 
than multi-port 

(commercially available: 
RAMs, FIFOs, video DRAMs) 

• Larger systems limited by 
total no. of required buffers 

• Fragments of an event 
- written in parallel 

to a given row of memories 
- read sequentially 

by destination processor 
- while next event 

written to another row 

Dual-port memory IN 

t t 
(ex. DO or 

OPAL: -VME -VSB) 

L> Mipvfl • Ctnt BvMCf * BspMKvV • * 
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NEBULAS 
A High Performance 

Data-Driven Event-Building Architecture 
based on an Asynchronous Self-Routing 

Packet-Switching Network 

u 
t -ltHt • UUJ i 

I rairtlnii J 

i 
MOST-

swrnssNO 
EVIOT-

BUILDWO 
FABUC 

-2GS* 

• N 

*35: 

tji^i-

PROŒSSOR FARM 
100-1000 «na.ino 

um-) 
n f l f l GBA 
«Ac-1GB* 

FIGURE S. A Data-driven Archhectnrc based on a packet switching event building fabric 
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Virtual event & Cache readout 

Processor 

• L 2 i C a l 1 Data address | • 
MMU Cache 

~+—• Event Selection 

« »• Event Builder 

MMU Cache 

~+—• Event Selection 

« »• Event Builder 

Physical 1 
address | 

MMU ~+—• Event Selection 

« »• Event Builder 
Main memory 

Cache 

~+—• Event Selection 

« »• Event Builder 

Detector / Sub-detector local buffers 

Virtual event structure 
• Reduced data access 
• Transparent event building 
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Mass storage 

How do we write 100 MB/s, i.e. the equivalent 
of one 3480 cartridge every 2 sec? 

E-systems Inc. is developing (mid '90s) an optical 
tape drive of 3-12 GB/s 

but most cost effective will be helical scan 
recording on 19-mm cartridges (motivated by 
industry): 15-30 MB/s 

To have bandwith would need a few units in 
parallel: bookkeeping must be a nightmare, but 
we'd learn our way ... 

The HDTV industry need exceeds 200 MB/s 

100 MB/s = 1 TeraB/day or 1 PetaB/yr, 
i.e. 6 10 6 6250 bpi 
or 5 10 6 3480 cartridge 
or 5 10 3 19-mm cartridge 

L i ^ d i -c— land -»•«•!»« H te 
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Eureka 95 
Eureka HDTV project EU95 

Directorate : Bosch, Nokia, Philips, Thomson 
+ 20 firms, universities and national centres 

1986 estimated development cost $1 billion 
1990 spent $350 million 

^ 1920 

16:9 
Active frame 

Extra lines 

1080 

i 195 

(8 digital audio channels encoded) 

MAC (Multiplexed Analog Components) 
transmission system. 
MAC is raster-compatible with 
PAL/SECAM. A MAC decoder 
allows satellite reception on 
existing B/W and colour sets. 

•50Hz«1.7Gbit/s 
Camera sampling rates : 
144MHz (36MHz) 
luminance (colour) 

ym 

625/50 
4:3 

1990 

625/50 
16:9 
1992 

1250/50 
16:9 

1995 

Main areas : 
Origination Production Transmission Display Replay 

Fast ADC 
Pixel proc. 

Mass storage Optical fibres ADC 
CDV Data compr. Pipeline 

TDM Dig. filters 

CDV 

(Ton* OivMion 
Miitpfcabon) 
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System aspects 

• System partitioning 
Experiment - > Detectors -> Subsystems (System Units) 
System Unit = functionally is a piece of apparatus controlled by 
one readout processor, one clock line (internal timing is local), 
one L1 accept/reject line, one BC identifier line 

• Timing 
clock distribution and system synchronisation 

• Gate logic and deadtime handling 
• Error handling 

global detection and fault tolerance 

• Calibration, control and monitoring 
• Detector (local) requirements and local/global interface 

- BC identifier 
- local error handling (wrong BC, buffers full, deadtime setting,...) 
- interface to trigger system (communication/synchronisation) 
- data access 

Modelling 
Expertise developed with tools (Verilog, 
Modsim, Artifex) for 

- behavioural simulation 
- timing and statistical analysis. 

- Synchronous (clocked from BC to L1): 
FE interfaces, communication 

- asynchronous (from u to EB): 
architecture, protocols, algorithms 

- event building 

Hardware 
development of 

adequate components 
for timing and control 

signal distribution 
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How to predict the future 

DAQ s/w for future experiments 
(e.g. the ones at LHC/SSC): 

big jump 

in size and in time scales 
required (many years away, 
performance m a n y y e a r s d e v e , P m e n t > 

many years lifetime) 

Too distant future projections have no 
meaning (see experience): 

• Project 'towards1 

not 'at1 LHC/SSC 

• Develop 'towards' 
(step-by-step) 
not 'for' LHC/SSC 

-OCMa-taMM 
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S/w development environment 

Complex development to be dealt with 
most modern methodologies. 

Powerful techniques and tools essential. 

• Have to approach with SE for design, 
development and maintenance. 

Individuate methods adequate for HEP 
online environment. 

• Which CASE tools? 
(... trap of being tool dependent at 
production level...) 
We are fighting a 'Hardware liberation 
movement1... are we getting into a s/w 
tool dependency? 

• Modelling and simulation 

i_ u*m • atna - &•* ta 

311 



Operating System requirements 

A modern O/S environment for DAQ applications must 
have features which span 

from fast real-time response 
to 'general purpose* data acquisition 

Real-Time environment requires 
compromise between: 

Real-time Standardisation 
performance 

real-time features: platform independence 
determinism, async I/O, OS standardisation 

async events 

Distributed computing 
ROM-ability 

Extend UNIX to FE applications 
(best candidate of common OS because of its 

generic architecture) 
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Standardisation 

Thanks to RISC... 

• RISC architecture boosted 
in unprecedented way price/performance ratio 

• Technological limit 
possibly not yet reached 

• All major manufacturers 
propose RISC based systems in highly competitive 
market, i.e. more scope for improvements of 
price/performance 
(today at 300$/MIPS, still evolving as 2 y e a r) 

... strong trend to standardisation. 

• Advent of RISC accelerated 
trends towards standardisation of 
UNIX(-like) OS, in highly dynamic market 

• Large manufacturer consortiums (ui, OSF) 
and standardisation bodies (e.g. IEEE POSIX) 

actively working towards OS environments 
independent of particular (and proprietary) 
computer architecture 
(UI & OSF guarantee compliance to POSIX standards) 
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First step on dev. environment 
Approach DAQ and support online software development with 

• modem Software Engineering 
• modem programming languages 
• system modelling 

Software Engineering 
• Number Of Case tOOlS (StP, Geode, Artifex,...) 
• Search for the ones 

- supporting adequate methods (RT, Data flow,...) 
- good graphical inteface 
- behavioural simulation & animation 
- code generation 

Programming languages 
• C, C + + for s/w portability BE-FE 
• Object Oriented Programming more natural 

for reliable, maintainable, reusable s/w? 

System modelling 
• Important to evaluate well engineered 

solutions to system integration test 
• Develop+mantain+ref ine models of system 

at required level of abstraction 
• System modelling tools 

(MODSIM, Foresight, Artifex,...) 
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CERN DRDC program 

-jfflfH»! 
RD-16 F/E electr. for calorimetry 

ss cs 
'—h „ , 

c 

nRD-2 SITPchip 
n RD-6 TRD readout 
nRD-9 Rad-hard SOI-CMOS 
n RD-19 Si-pixel readout 

i . • > _ . ^ 

£3 zET 

n RD-20 Si-strip readout 
RD-23 Optoelectronic data transfer 

ézëz 

RD-5 Muon trigger 
RD-12 R/O syst. test benches 
P37 Lvl J trigger 

CH3 
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t i i 11 
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CZ 

RD-11 
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E.A.S.T. 
Transputer based farm 
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RD-13 Scalable DAQ 
RD-11/13 HiPPI based EB 
RD-24 SCI based DAQ 
P36 Nebulas 
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RD12 - Readout Systems Test 
Benches 

ADC evaluation 
• IEEE test procedures 

Frontend laboratory 
• DSP filters 
• Level-1 triggers 
• Pipeline & synchronism 

Data communication laboratory 

• Fast parallel to serial 
• Point to point protocols 
• Record builder 
• Optical links 

i_ iMpaa - Cm» «mm - M H M U 
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Scalable DAQ framework 

Scalable 
Modular Open 

DAQ 

Decompose DAQ in functional units 
DAQ-Modules 

Link them via a well defined 
Data Flow Protocol 

oefine higher level of modularity 
DAQ-Unit 

DAQ 
Module A 

DAQ 
Module B 

DAQ 
Module C 

DAQ 
Module Z 

Data Flow Protocol (upper layer) 
(lower layer) 

LHC Shared memory TCP/IP 

DAQ-Unit 

DAQ-Unit = 
local DAQ exploiting 
shared memory such 
that only data pointers 
are moved 

S 
H 

M 
E 
M 

data' 
inputj 

data 
process 

* V"^É*/dëta\ 
youtpujf 

ftOU*MKiicu« W K 
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Software Engineering 

t . y; . . . . \ 
Software 

Engineering 

Pilot project in direct 
collaboration with ECP/PT 

i i i H i 1 \ 
1 i \ 

L ata Flow Protocol (uppar layer) 
(lower laver) 

J | i i i 

DAQ-UnH 

Design of Data Flow Protocol: 
• choose software design methodology 

to model the problem 
Real-Time structure analysis (Ward/Mellor, Hatley/Pirbhai) 

• find CASE tool 
supporting the chosen methodology 
StP (Software through Pictures) - Set of tools supporting 

methods for analysis, design and data modelling 

• define requirement model 
data flow and control diagrams 
DAQ-Unit diagram 
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Software layout 
Data Flow Protocol 

for a network-like composition of DAQ-Unit and DAQ-Modules 

Data Base Framework 
to give a common approach for system management 

Distributed computing 
for a coherent organisation of system elements. 

Use toolkit for distributed and fault-tolerant 
programming: 

ISIS 
(robust and reliable commercial product which 

simplifies IPC) 

Run Control 
has to operate on a 

network of UNIX 
workstations and FE 

processors. 

Error Message Facility 
distributes messages 

from multiple sources to 
multiple destination. 

Run Control and EMF developed with 
minimum effort and time 

thanks to a commercial tool such as ISIS. 

i n n i 
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TC/IX - Single Real-Time features 

A = CPU free (task run alone) 
B = CPU loaded (Whetstone benchmark at lower priority) 
C = CPU loaded (Whetstone benchmark at same priority) 

Values in flS A • : - E - C 

Interrupt latency 10 15 27 

Task dispatching 17 27 8.4 ms 

TC/IX semaphores 8 8 17 

SysV semaphores 33 34 65 

Context switching 13 n/e n/a 

Camac read 2.5 n/a n/a 

Camac CSSA 6.5 n/a n/a 

VME read 0.2 n/a n/a 

All values corrected for 2.5 \is of Camac accès for measurement 

L.mm» HDISSMWMMOT U M K 
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RD13- Hippi based E.R studies 

Detector Readout 

/t 

Parallel Switch ̂  ^«JUJ^g-fc. 
-»;^..;-^t^r?\K 

niini-c»»ij»i<-iii«iniiK 
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RD13- Event Builder setup 

r Integration of a7* 
HiPPIbàséd:^ 
event builderv: 

lill 
Event Builder Switch 
( possibly from NSC ) 

ITTTT 

RISC I/O Processor with HIPPI Source 
CES RIOP 8260/HS 

RISC I/O Processor with HIPPI Destination 
CES RIOP 8260/HD 

VMEbus based "dummy detector" 
( under development m 0RDC/P12 ) 

t_kfena-C«nMioal-
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Conclusions 
The clcser to the detector 

the bigger the problem 
• Systolic pipeline • Digitizers 
• Trigger (DSP, VSP) • Microelectronics 
Be aware of industry spin-offs 

mise R+D in 

The further away from the detector 
more will come 

• General purpose Micros (Rise, cisc.) 
• Optical links & protocols 

Test & evaluate 
Integration studies 

Large and complex systems must be 
handled with modern software engineering 

• CASE, meta-tools,... • Reusable software 
Software methods 

Modelling tools 

/"HEP mmunity must be aware tha 
extensive R+D is crucial. 

Same attention must be given 
to Trigger/DAQ 

as traditionally given to detectors. 
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M n S 

the dimension of the LHC project 

experimentation at LHC is feasible 
it important engagement 

& Development 
m combined 
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