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Preface

Roughly four years ago, I began my Ph.D. studies at the Department of Theoretical
Physics in Lund. I did so because I had, one year earlier, come across an article by
D.J. Wallace [1] in which he describes systems of so-called artificial neural networks
and relates them to spin-glasses. To me, this article was irresistible - a parallel
between how complex physical spin systems work and how the brain works - and I
immediately decided to learn more about such neural networks.

Until today, my enthusiasm for these systems has stayed undiminished. During these
four years, the field has expanded enormously and many successful applications have
appeared. It is safe to say that today neural networks have proven their worth, since
more and more people (physicists, economists, statisticians, applied mathematicians,
engineers) are using them to solve problems.

This thesis is based upon nine papers, of which I am the author or coauthor. Two
of the papers (IV and IX) are presentations of different versions of a FORTRAN 77
subroutine package called JETNET, that implements artificial neural network al-
gorithms for use in high energy physics research. These two papers are intended as
introductory texts into the practical use of artificial neural networks and consequently
do not present novel scientific results. The other papers, however, all contain original
scientific results and approaches. Of these, I consider the most important ones to
be I, II, III and VI. The first two papers introduced the use of neural networks for
jet tagging and off-line analysis to elementary particle physics and initiated a lively
activity at many different high energy physics facilities around the world. The third
paper introduced self-organised networks as an analysis tool for understanding what
features feed-forward networks emphasize. Paper VI is an analytical comparison of
two different neural network algorithms.

The following sections are intentionally brief, I have kept the introduction to learning
algorithms etc. to a minimum since these things are described in detail in papers IV
and IX



1 Introduction

A short historical background to the field and to the thesis, as well as an introduction
to the subsequent sections.

Artificial Neural Networks (ANN) is truly a marvelous subject: It is versatile and
connects to fields as diverse as physics, combinatorial optimisation, pattern recogni-
tion, process control, process modeling, prediction, neuroscience and cognitive psy-
chology. Its models are simple, with easy to grasp basic principles, yet powerful to
use and with an inherent parallel structure that enables them to make extremely
quick decisions and evaluations of large amounts of data.

Inevitably, the term "artificial neural networks" promises a lot. To most people it
probably foreshadows the construction of an artificial brain. The name is, however,
chosen for historical purposes; most of the feed-forward1 network models in ANN
originate from the field of computational neuroscience, whereas the feed-back models
often have physical origins. This thesis contains nothing similar to an artificial brain.

1.1 Historical Background

The history of ANN begins with McCulloch and Pitts presenting their mathematical
neuron in 1943 [2], which they showed could perform simple logical functions similar
to switching circuits. Their paper inspired to research on networks of such neurons
[3] and so-called perceptrons [4, 5] in the following two decades, in the hope that this
would shed some light on brain functioning. In 1969, however, Minsky and Papert
published their book Perceptrons [6] where they proved some serious shortcomings of
the perceptron. This practically halted the research, with the exception of only a few
fiery spirits, during the seventies. On the other hand, physics research in the seventies
focused towards so-called complex systems like spin-glasses [7], cellular automat?. [8]
and lattice physics [9, 10], which share many features with ANN. In the early eighties >'
the ANN field was revived with the publication of some articles by Hopfield [11, 12] •
and the PDP book by Rumelhart et al. [13]. The Hopfield articles roused many JL
physicists, due to the similarity between his model and spin-glasses, and the PDP *f
book was followed by a veritable tsunami of activity. As a result, ANN are being
used frequently today in many different areas, as discussed in section 2. *

1 This find other term» are explained in »ection 2.



1.2 Aims

The three main aims of this thesis work have been

• to achieve a good understanding of different ANN models/algonthms

• to exploit ANN models to solve high energy physics problems

• to do new research on ANN models/algorithms

1.3 Outline

The outline of this thesis is as follows: Section 2 is a short introduction to ANN mod-
eling for those readers that have no experience with ANN models. It also includes an
overview of possible application areas for ANN models and comments on alternative
approaches. Section 3 contains an introduction and background to the main part of
the thesis; the papers. Finally, section 4 is a discussion and outlook where I present
my very personal speculations on the bright future of ANN.



2 Artificial Neural Networks

An introduction to the most basic models m ANN and learning algorithms. The first
papers in this thesis treat pattern classification in physics and, to be comprehensible
for uninitiated readers, it starts with a short presentation of concepts in classification
theory. Following the ANN basics are sections discussing possible application areas
for ANN and alternative, non ANN, methods available for these problems. It is ray
intention that this will provide the reader with some understanding of hoiv artificial
neural networks work and why they have been so successful.

2.1 Some Elementary Concepts in Classification

Pattern classification is the task of assigning an object to a specific category. For
doing this, relevant features of the object are measured, like colour, shape, etc., which
can be used to determine the category. Each object is hence represented by a feature
vector2 x = (xi, 12, x3,..., Xjv), where Xk are the measured features. These vectors
define points in an iV-dimensional feature space. Ideally, the classification is uniquely-
determined by the features. In practice, however, this is seldom the case. Two objects
that have identical sets of features may belong to two different categories because the
measured features are insufficient for the classification, which is illustrated in fig. 1
with the example of discriminating between two classes represented by two features.
In the realistic case with overlapping data distributions, the classification task is to
produce the discrimination surface that minimises the number of mistakes.

An important concept in classification is the Bayes rule

where P(Cj\x) is the conditional probability* that x belongs to class Cj, given that we
know x, and p(xjCj) is the conditional probability of finding the pattern x, given that
we know the class C}. The other two, P{Cj) and p(x), are the overall probabilities
for finding class Cj and pattern X respectively.

If all decisions have equal risk attached to them, i.e. if the cost of making a mistake
is equal for all possible mistakes, then the optimal decision rule is to assign x to the
class Cj for which P(Cj\x) is largest. Hence, if all entities on the right hand side of
eq. (1) are known, it is a "piece of cake" to make the correct decision. In most cases,
however, at least one of the values on the right hand side of eq. (1) is unknown

'Throughout this theais, holdfaee entitle» repre*ent vector».
3P(Cj[x) ii alto referred to r» the o potterton Baye« probability



o °

_ !
" • > - \ , b - ' ' ^ ~ ' - ' • - " ~ '

O C . ' • ' • , • - , , ° ° ,
O

• . •

• - .•" „ c c

_ o . n o

1 J
feature I

Figure I: A sample classification problem: Separating filled squares from empty circles, (a) Non-
overlapping distributions where the classification is uniquely determined by the features, (b) Over-
lapping distributions where the classification is only possible down to a minimum non-zero error.
The dashed line marks the discrimination surface.

For a good introduction into classification theory, see ref. [14].

2.2 ANN Basics

The fundamental computational entity of the ANN is the mathematical neuron vi}

which takes real values within the interval [-1,1] (or [0,l])4. The most common form
is the "thresholding" neuron (see fig. 2):

i

where the sum goes over all neurons that are feeding to neuron Vi through weights
(synapses) UJ1} and the 6i term is a threshold. The non-linear activation function g(x)
is typically a sigmoid-shaped function like tanh(x) (fig. 2b).

There are two different kinds of architectures in neural network modeling; feed-
forward and feed-back. In feed-forward networks signals are processed from a set
of input units in the bottom to output units in the top, layer by layer, using the local
updating rule of eq. (2). In feed-back networks, on the other hand, the synapses are
bidirectional. Activation continues until a fixed point has been reached, reminiscent
of a statistical mechanics system. Only feed-forward networks are used in this thesis.

* In tome ciues binary { — 1,1} neurons are uied.



(b)

Figure 2: A thresholding neuron: (a) Neuron updating and (b) sigmoid response functions for
different gains.

The Multilayer Perceptron
Without question, the most common feed-forward architecture is the Multilayer Per-
ceptron (MLP). It consists of one layer of input units or receptors in the bottom
that feed onwards to a layer of processing units or neurons (see fig. 3). These units
in turn feed onwards to the next layer of neurons, and so on. The final and topmost
layer layer of neurons is the output layer and intermediate neuron layers are referred
to as hidden layers5 (fig. 3). The output of the MLP in figure 3 is a function of the
form

„ _rV^ / V i a > i o i / o \

j k

Figure 3: A one hidden layer feed-forward architecture.

'The "simple perceptron" i» s perceptron without a hidden layer



Supervised training of the MLP is typically done by minimising a training error E
like

where 71 denotes patterns, ô  is the output of the MLP and t{ is the desired (target)
value. In the case of discriminating between two classes, one can use t = 0 for one
r.iass and I• — 1 for the other class. The minimisation can be done with gradient
descent with respect to the weights w

dE,
(5)

where t is a time step index and T\ is a learning parameter. This procedure is called
Back-Propagation (BP) in ANN literature.

The BP algorithm and other training algorithms for the MLP are described in detail
in papers II, IV, VII and IX.

One very useful quality of an MLP trained with binary target values (t £ {0,1})
using an error of the form (4) is that the network tries to approximate the Bayes a
posteriori probability P{Cj\x) in eq. (1) [15).

The Self-Organising Map
Another common ANN architecture is the Self-Organising Map (SOM). It consists
of a single layer ol neurons with lateral connections that define an order among the
neurons, as depicted in fig. 4. In the self-organising map, each neurons set of weights

7

Figure 4: A self-organising network. Note that possible interactions among the feature nodes are of
feed-back nature.



corresponds to a weight vector u> whose dimension equals the dimension of the feature
space. The activation function for the neurons is chosen Gaussian

Oi=exp( - i a ; J -x ! 2 ) (6)

which is usually combined with a winner-takes-all criterion to select the neuron with
the largest response.

Un-supervised training of the SOM takes place by presenting patterns to the network
and selecting the neuron with the largest response, i.e. whose weight vector most
closely resembles the presented pattern. This neurons weight vector and weight
vectors of neurons adjacent to it are then updated to become even more similar to
the presented pattern. In the end, this updating procedure results in the weight
vectors pointing to clusters of data in the feature space. Since there is a defined
topology in the network, the network will also be a low-dimensional "map" of the
feature space.

For classification purposes, the self-organising procedure is combined with a super-
vised training schedule called Learning Vector Quantization (LVQ), which is de-
scribed, along with a more complete discussion of the SOM, in papers III and IV.

2.3 Possible Application Areas for ANN

Pattern recognition
Many successful applications of ANN to pattern recognition are in High Energy
Physics (HEP), of which some are described in papers I and II in this thesis. Be-
sides HEP applications, ANN have been used successfully for pattern recognition in
fields as diverse as literary analysis (stylometry) [16], protein structure prediction
[17, 18], monitoring electrocardiograms [19], fingerprint recognition [20, 21], speech
recognition [22] etc.. In fact, it is sufficient to glance through the presentations at
any of the ANN conferences to find a myriad of pattern recognition applications -
only imagination sets the limit.

Feature extraction ">•
Since the hidden units of the ANN build up their own representation of the incoming >i
patterns, it can also be used for data compression and feature extraction. One appli-
cation in HEP using self-organising maps is described in paper III in this thesis, other
applications include signal compression for High Definition TV [23] and extracting in-
variants in robot trajectories [24]. Ref. [25] reviews un-supervised learning algorithms
designed for feature extraction and [26] contains some recent developments. |



Function fitting
Of course, ANN are not limited to binary classification tasks. With the use of lirear
output 7 odes, any continuous function can also be modeled [27]. In paper V in this
thesis, we suggest an ANN for computing the mass of a boson. Other examples are;
modeling solar insolation onto a building (paper VIII). modeling Tokamak density
profiles [28] and estimating material properties during production [29].

Prediction and control
While function fitting usually is a task of interpolation, prediction is a task of ex-
trapolation and hence much more difficult. However, ANN are also good predictors.
Paper VIII in this thesis describes an application where the energy consumption of a
commercial building is predicted with success. Many more applications exist, partly
because this is a field with some financial interests, like predicting the flour prices in
American cities [30], controlling ion sources at HEP accelerators [31, 32] and predict-
ing power consumption [33]. Ref. [34] discusses different prediction applications and
ref. [35] discusses the use of ANN for modeling nonlinear processes

Optimisation and associative memories
By employing feed-back networks, one can map memory patterns and combinatorial
optimisation problems onto the weights of the network. These networks are then
allowed to evolve towards a stable fix-point, which corresponds to the solution of the
problem (or the memorised pattern). Such networks have been successfully applied
to problems like scheduling [36], the knapsack problem [37] and track reconstruction
in HEP detectors6 [38].

2.4 Non-ANN Methods

Traditionally, statistical methods are divided into two categories; parametric and
nonparametric methods. Parametric methods are those that assume something about
the underlying probabilities in eq. (1), whereas nonparametric methods are those that
make no such assumptions. However, since this categorisation seems to be applied
somewhat loosely, creating more confusion than order, it will not be used below.

The matters discussed in this section are also mentioned in paper IX. However, it is
emphasized that there are different views on the quality and interpretability oi ANN
versus that of traditional statistical methods and the reader is referred to [39, 40] for
two statisticians views on these matters.

* One can, however, question whether all theiie optimisation algorithm! ihould be called "neural".



Linear cuts
The simplest and most straightforward method used for classification in HEP is
the method of imposing discrimination "cuts": Discrimination cuts are decided for
each variable separately and the final decision is made depending on how many cut
conditions that are satisfied. In mathematical terms this is written (assuming only
one output unit)

F = e[Y,Q{xk-6k)-e\ (7)

where x* are the variables, 6̂  are the cut levels and 0 is the (Heaviside) step function.
The threshold 6 sets the minimum number of cuts that need to be satisfied. This is
illustrated in figure 5a.

A more efficient cutting approach is the Fisher Linear Discriminant [14], which uses
the most discriminating linear combination of the variables to make the cut

F = Q{£akxh-B] (8)
k

where a* are the coordinates denning the most discriminating projection. This cor-
responds to the situation depicted in figure 5b.

The one hidden layer MLP with (Heaviside) step neurons is a generalisation of this
procedure. It considers superpositions of decisions of the form (8)

Smooth decision borders are achieved by employing sigmoidal hyperbolic tangents
instead of step functions, which is illustrated in fig. 5c and d. Obviously, the MLP is
in general more efficient than linear methods with cuts and the Fisher Discriminant.

Distance based techniques
More flexible than linear cuts, are distance based techniques, where the distance,
using some appropriate metric, between the presented pattern and a reference point
is computed and used for the classification.

An example is the use of Mahalanobis distances where the class distributions are
assumed to be Gaussian [41]. Another is the k Nearest Neighbours (JfcNN) [14],
where no assumption whatsoever is made about the underlying distributions (a truly
nonparametric method). The A;NN simply consists of a large database of patterns
with which the incoming pattern is compared. Distances between the incoming pat-
tern and the patterns in the database are computed and the k nearest neighbours
are selected. The class that dominates these k nearest neighbours is assigned to the
presented pattern.



Figure 5: Linear cuts and the MLP: The classification resulting from using (a) cuts along the
variable axes, (b) Fisher's Linear Discriminant, (c) an MLP with step activation functions and (d)
and MLP with sigmoid activation functions. The dashed area marks the region where patterns are
classified as "empty circles".

The distance technique can be translated into an LVQ-like algorithm with Gaussian
activation functions for the neurons

Fj = exp[-(x - Uj)TCjl(x — u)j)] (10)

where index j refers to output neurons, u>j is the weight vector and Cj1 is the metric
tensor for the unit. Classification is made by imposing a winner-takes-all criterion on
the output units Fj. If only one unit is used per class and u>j is chosen as the mean
of all patterns that have unit j as a winner and if Cj equals the covariance matrix
for those patterns, then the Mahalanobis distance method is achieved.

The standard LVQ network can be considered a reduced version of the ifeNN approach:
The large database is replaced by the weight vectors, by which the decision process
is speeded up considerably, and only one (k = 1) neighbour is used.

I
4
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Tree methods
Commonly used and easy to understand are Decision Tree Classifiers (DTC) method7

(see [42] for a survey), which are based on the idea of "divide and conquer": The
feature space is divided into disjoint sets, usually along the variable axes, which in
turn are divided into disjoint sets, etc. until a pre-specified purity is achieved in
the final samples. This method, illustrated ir. fig. 6, is quite different from ANN
techniques. However, since DTC produce a "box-like" division of the feature space
(fig. 6), it is difficult to see that they should be more efficient than MLP networks.
In empirical studies of DTC classifiers and MLP classifiers, MLP classifiers perform
as well or better than DTC [42]. However, DTC models are much quickeT to train
than MLP networks and a quick and interesting method for building an ANN model
starting from a DTC classifier is presented in [44].

A drawback of the DTC approach is that the resulting function F is not, in general,
analytical. Estimating errors etc. hence becomes quite tedious. In contrast, MLP
networks produce analytical output functions if the activation functions g(x) are
analytical.

Figure 6: The classification produced by using a tree classifier making successive cuts on the variable
axes. The shaded region corresponds to "empty circles".

Projection pursuit
Projection Pursuit Regression (PPR) [45] is designed for multivariate function fit-
ting. In its most general form PPR approximates the function / as a sum of ridge
functions

where both the ridge functions g, and the coefficients a,jk are fitted in consecutive
steps. This method is, however, sometimes too general and has problems with over-

'The mo»l u»ed DTC method it CART (ClaMificntion And Kegreiuon Tree) [43].

11



fitting why a more restricted form, where the gj are chosen from a very small family
of functions, can be used instead.

Clearly, PPR is a generalisation of the one hidden layer MLP with a linear output
unit [46].

Splines
A recently suggested general spline method is the Multivariate Adaptive Regression
Splines (MARS) [47], which is a "divide and conquer" fitting method. Its basic
idea is to divide the feature space into disjoint regions and assign functions to each
subregion with the constraint that the total function is analytical across the region
boundaries.

This spline method is very similar to the ANN method of "local maps" [48, 49] where
each node in a self-organising map is associated with a function.

i
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3 The Papers

With short introductions to and summaries of the main results presented in the papers.
Where appropriate, comments are added on subsequent developments in the field. The
papers are presented in chronological order and I indicate where earlier papers have
influenced later papers. The section is opened with a brief survey of some basic
concepts in elementary particle physics.

3.1 Some Elementary Particle Physics

Three different forces occur in nature; gravitation, the strong force and the electroweak
force, which is a combination of the electromagnetic and weak force. These forces
act on elementary particles, which are divided into two groups; leptons and hadrons.
Leptons are those particles that do not sense the strong interaction, whereas hadrons
are those that do. Leptons are true elementary particles, meaning that they are not
made up of smaller particles, and come in six different forms; the electron, the neu-
trino, the muon, the muon neutrino, the tau lepton and the tau neutrino. Hadrons,
on the other hand, are not true elementary particles - they are made up of smaller ,
partons called quarks. It is, however, impossible to break up a hadron into its quark
constituents and observe the quarks, why we might as well call hadrons "elementary"
particles. It is believed that there are six different quarks, just like there are six
leptons. These are called up, down, strange, charm, bottom and top (although the top
has not been found yet). These quarks carry electric charge and something called
"colour" charge. A peculiar thing about colour charge is that only colour neutral
systems can occur freely in nature, why quarks always come in pairs or in triplets
and we never observe a single quark.

The models describing the action of the natural forces, except gravitation, are all
quantum models, meaning that energy is exchanged between particles in small quanta
(packets). The idea is that two particles, like a proton and an electron, interact by
exchanging force mediators (small energy packets). The mediators of the electroweak «
force are the photon and the vector bosons Z and W. The mediator of the strong ^
force is called gluon (from"glue"). ,-,

A common experimental technique in HEP is to collide two elementary particles at *
very high speeds, which interact and produce new particles, from which physicists ^
can make estimates on the function of the fundamental forces. The "cleanest" way %
to do this is to collide an electron with a positron (anti-electron). They annihilate *
and form an energy package which breaks up into a quark and an anti-quark, which *
leave each other at high speeds. Between these two quarks there is an enormously ->

13



strong force field, which can be likened to a string. When it is stretched sufficiently
much, i.e. when enough energy has been stored in the string, it breaks by forming a
new quark/anti-quark pair. This results in there being two pairs of quarks and anti-
quarks traveling apart at high speeds with strong force fields between them, which
in turn break up into new quark pairs, and so on and so forth until the string cannot
be stretched any more. At this stage the quarks and anti-quarks group together to
form particles (hadrons), that are observed in a detector surrounding the collision.
The particles are grouped around the original outgoing quarks so that two showers,
or "jets", of particles are observed.

If the two original quarks emit energetic gluons, corresponding to "kinks" on the force
string between the quark and the anti-quark, showers of particles appear around the
kinks (gluons) too and more than two jets will be observed in the detector.

3.2 Paper I

The theory describing the strong force predicts some differences between quark and
giuon jets [50, 51], for instance should the particle multiplicity increase in the direction
of the gluon and decrease in directions opposite to it8. Hence, it is possible to test
the theory if one can discriminate between particle jets from gluons and from quarks
(provided that the effect that one wants to study is not used in the discrimination).
In 1989 some elaborate binning schemes for separating quark jets from gluon jets were
suggested9. Clearly, old fashioned techniques, like applying cuts to the kinematical
variables, were not sufficient for this type of problem and more "advanced" methods
were called for.

In this first paper we apply an MLP to the problem of discriminating between quark
and gluon jets using only crude kinematical information like the four momenta of the
leading particles. Not surprisingly, the ANN approach proved superior to previously
attempted methods.

Epilogue
Our results, performed on "artificial" Monte Carlo data, were confirmed by O. Barring j
on more realistic data where the DELPHI detector was included in the simulation [52]. I
He also improved the method by including other variables and used it successfully
on experimental data [53, 54].

Later, a better technique for teaching the ANN the difference between quark and
gluon jets was suggested by I. Scabai et. al. [55, 56]10. They use a LVQ network and

'This it called the string eflert.
9 See references in the papers.

10They report better results than us uiinj a simple energy cut, which does not agree with our experience. This is

14



only train on jets within a specific energy window and combine the ANN prediction
with the information in the energy.

Graham et al. [57] have recently made a comparative study of ANN methods, the
binning method and the more traditional method using cuts. They use jets that are
grouped according to mass and report that while an MLP with one hidden layer is
not much better than a simple perceptron on the quark/gluon separation it definitely
performs better than using the binning technique or cuts. Their best results are com-
parable to the results achieved by Csabai et al. [56] without the energy information.
These last result indicate tha'. quark/gluon separation is basically a linear problem
if the appropriate representation of the jets is used.

3.3 Paper I I

While quarks and gluons can be used to test the strong force, quarks of different
types can be used to test the electroweak force, for instance in the search for the
postulated Higgs particle, which is crucial for giving the Z and W bosons their mass.
One suggested possibility to observe the Higgs is to look for its decay into a 6 and 6
(anti-6) quark, which calls for a technique to separate b quark jets from jets originating
from other types of quarks. In order to efficiently do this, several different methods
have been suggested, including quite advanced so-called secondary vertex detectors.

In our second paper on jet tagging we employ the MLP for discriminating b quark
jets from other jets, achieving efficiency /purity levels similar to those expected from
vertex detectors. Surprisingly, however, we find a dependence on which Monte Carlo
model we use to generate the training data.

Epilogue
A lot of interest was shown for the b quark tagging results in this paper. Soon after
its publication, the same analysis was repeated with equally good results on data
with a detector included in the simulation [58]. Some groups extended the analysis \
to include highly preprocessed variables [59, 60, 61], although reaching somewhat |
opposite conclusions, and systematic benchmark studies were done comparing the |
discrimination power of ANN to that of more classical methods [41, 62, 63], mostly %
in favour of the ANN. 'É

Also, in the last year analyses have appeared on experimental data, using ANN to
tag the b quarks in order to determine the transition ratio F^g/F/, [61, 64].

probnbly due to the fact that they do not allow for »rcondary quark» in their limulationt.
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3.4 Paper III

In this paper we use a self-organising Kohonen network to find the reason for the
Monte Carlo dependence revealed in the b quark tagging experiment. By training
the network with data generated by two different Monte Carlo programs and then
studying the distributions of quark jets over the resulting map we are able to track
down the underlying process responsible for the differences. This simple method is
suggested as a way to compare Monte Carlo simulations to experimental results.

Epilogue
As far as we know, only one group has attempted the comparison between Monte
Carlo generated data and experimental data using a self-organised map [65]. However,
no results have been published yet.

3.5 Paper IV

This paper is a manual and description to the computer program used for the re-
sults in papers I-V. Here we describe the standard ANN learning algorithms and the
techniques we use for training. As a special feature we also include the possibility to
simulate hardware with limited numerical precision.

3.6 Paper V

We suggest the use of an ANN as dedicated hardware to compute the invariant mass of
the virtual particle that decayed into the hadrons entering the detector. Specifically,
we study the process W —> qq —> hadrons. We show that the ANN, by taking better
care of bremsstrahled gluons, is able to reconstruct the invariant mass of the W
boson with a smaller width than traditional methods. We also investigate several j
alternative input representations and find that preprocessed invariant variables work *
better. I

One interesting but puzzling fact we note is that it is easier to train an MLP with ;
two hidden layers using the Manhattan algorithm11 than with the standard BP. This ?
finding inspired to the work in paper VII, where it is explained. ?

"The Manhattan algorithm i> described in papen II and IV.
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3.7 Paper VI

In ref. [55] it is convincingly stated that "...learning vector quantization (LVQ), has
already proven to be more advantageous in certain statistical pattern recognition
problems compared to the widespread feed-forward model." with reference to a paper
containing a proof that LVQ is more efficient than the MLP on problems with many
input variables. However, knowing that LVQ is a nearest-neighbour classifier with
severe problems on high dimensional problems, this statement contradicts intuition. v

In paper VI it is proved, in contrast to the statement above, that the MLP is much
more efficient and parsimonious with parameters than LVQ, especially on problems
with many input variables. A general scaling relation is also presented on how well a
(Heaviside) step function MLP or a LVQ net separates heavily overlapping Gaussian
as a function of the number of units

3.8 Paper VII

As mentioned above, it can be more efficient to use the Manhattan algorithm on
networks with many hidden layers. Also, the benchmark problem studied in paper
VI is easier to learn if a Langevin updating method, which is BP augmented with
noise, is used instead of the standard BP. Both these results indicate that stochastic
learning may be beneficial under certain circumstances.

In this paper it is shown that Langevin learning is more efficient than BP on prob-
lems that have ill-conditioned Hessians, since noise aids the network in searching
out very flat parts of the error surface. Also, it is argued that Langevin updating
is more efficient than higher order learning algorithms too on such problems, since
ill-conditioned matrices are a severe problem for them. This result is especially rel-
evant for MLP networks with more than one hidden layer, since these tend to have
ill-conditioned Hessians.

3.9 Paper VIII

This paper is the result of a joint effort of the ANN group in Lund. We use an MLP to
predict the energy consumption (electricity and water) for a commercial building, as
well as the solar insolation onto the building. This was a test problem in a prediction
competition, where the competitors were given the data during the last four months
of 1989 and expected to predict the data for the first two months of 1990.
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We use MLP networks for both tasks, with appropriate time lags selected with the
aid of the statistical 6-test, developed here at the department. For the second task
(insolation) we use a two hidden layer MLP trained with the Langevin method.

Epilogue
Our group did very well in the competition We came first in the second part (in-
solation) and second in the first part, which resulted in a second place total. It is
interesting to note that our results in the second part were "near the limit of instru-
mentation accuracy" (a solar cell) [66]. Furthermore, the best contestants all used
ANN approaches, whereas contestants using more "standard" methods achieved con-
siderably poorer results, which clearly shows that ANN have a strong potential for
process modeling and prediction tasks.

3.10 Paper IX

In the last paper in the thesis we summarize our knowledge on ANN simulations and
present the final version of our ANN package JETNET. It contains procedures for
doing all experiments reported in the earlier papers, as well as many other things.
The paper, which also acts as a manual, includes an extensive discussion on different
aspects of ANN along with a set of guidelines for doing ANN simulations

i
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4 Discussion and Outlook

A very personal outlook into the future of ANN.

ANN and HEP
Without doubt, ANN will be a natural part of experimental HEP research in the
coming years. During the last four years, the ANN approach has proved its value both
as an efficient off-line analysis tool and as a reliable high speed pattern recogniser
(see [67] for a review of ANN hardware applications in HEP). The immense flora
of possible applications within HEP, like on-line triggering, track finding, off-line
classification, beam control, etc., makes me quite confident that the ANN technique
will be very rewarding for HEP in the coming years.

ANN and statistical analysis
The contribution ANN have made to the field of statistical analysis is the introduction
of a simple nonlinear nonparametric method. The standard classification methods
used in HEP so far have mostly been linear or parametric because these methods are
simple to use and interpret. Hence, since ANN are nonlinear and nonparametric, the
match between ANN and the standard methods has been fairly easy for the ANN to
win. However, the "public" success of ANN models in classification and analysis has
triggered an interest in nonlinear classification techniques among statisticians and we
will surely see several suggestions for improved classification techniques and training
schedules for ANN emanating from statistics in the near future.

ANN and process control
Because of their nonlinear powers, ANN are modeling nonlinear processes and plants
with good success [35]. Here, an important quality of the ANN approach is its ability
to continuously learn and adjust to changing environments [68], without enlarging
any look-up database. I am convinced that ANN will be a common technique for
process control in the future.

ANN and combinatorial optimisation
Although it may be questionable whether the ANN algorithms used for optimisation
really can be called "neural", it is clear that they are very promising tools for »c'.ving
complex optimisation problems (with the exception of the Travelling Salesman Prob-
lem [69]). However, it remains to be seen how well they perform in comparison with
genetic algorithms [70], which have become increasingly popular in the last years.
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ANN and AI
Since ANN store their knowledge in the weights in a distributed way, they represent
a complement to the traditional Artificial Intelligence (AI) approaches that operate
on symbols. la many applications where it comes to speed and robustness to noise,
ANN methods outperform traditional AI approaches [71]. Consequently, the future
lies at the feet of hybrid systems that combine the best of traditional AI approaches
(symbol manipulation) and ANN (fuzziness, speed and robustness).

ANN and the brain
Initially after the publication of the PDP book, there was a lot of excitement around
ANN and the possibility to model real neural systems to understand the behaviour
of the brain. This initial excitement was soon subdued by the neuroscientists and
neurophysiologists, pointing to how utterly unrealistic the BP algorithm is from a
biological standpoint [72]. As a result, some scientists today seem to take the safe
standpoint that "there is nothing neural in neural networks". However, ANN models
of brain 'subsystems" are appearing more and more frequently [73, 74, 75, 76, 77,
78, 79, 80], seemingly providing useful insights into the functioning of the brain.
Hence, I would say that "there seems to be some neural in neural networks" and that
the ANN paradigm may well be what is needed to model and understand mental
processes in the brain. It certainly represents an alternative approach to the very
detailed study of individual neurons, which has been seriously questioned as the right
way to understand macroscopic behaviour of distributed systems [81]. I believe ANN
models will lead to considerable progress in the field of neuroscience during the next
decade (or two), not least as an aid in asking the right questions for experiments.
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