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ABSTRACT

Hetero Helix is a software environment which
supports relatively large robotic system
development projects. The environment supports a
heterogeneous set of message-passing LAN-
connected common-bus multiprocessors, but the
"programming model" seen by software developers
is a simple shared memory. The conceptual
simplicity of shared memory makes it an extremely
attractive programming model, especially in large
projects where coordinating a large number of
people can itself become a significant source of
complexity. We present results from three system
development efforts conducted at Oak Ridge
National Laboratory over the past several years.
Each of these efforts used automatic software
generation to create 10 to 20 percent of the system.

1. Introduction

Robotic systems tend to be complex. They
integrate multiple sensor systems with effector
control systems having many degrees of freedom,
frequently using some intermediate form of higher-
level "reasoning". They must integrate hard real-
time systems with systems which cannot meet hard
real-time deadlines.

Developing complex robotic systems is itself
complex. Usually we are forced to u;>? a large
number of processors. Multiprocessor ensembles
require a communication system to coordinate their
activities. The addition of this communication
system adds complexity to an already complex job,
and if the communication system is itself complex,
adds a potentially important source of errors which
may threaten a project's su :cess.

In addition, developing complex systems usually
requires coordinating the activities of a large
number of people, many of whom spend most of

their time writing software. The system developers
must also communicate, and if their communication
system fails for one reason or another, it can also
spell trouble for a project.

These two communication systems, one involving
programs and one involving people, are linked,
since the organization of the software is typically
linked to the structure of the organization
developing it. One module of the system is usually
developed by one component of the organization.
The syntax and the semantics of the information
which must be communicated between this module
and other modules in the final system must be
decided upon early in system development through
a process of negotiation between the developers of
the module and the developers of the modules with
which it is to communicate. In this sense, the
communication between the programs and the
communication between the people writing the
programs is isomorphic.

Hetero Helix [1,2] is a communication system for
heterogeneous, distributed-memory, LAN-
connected multiprocessor systems, suitable for use in
reasonably large development projects. The
particular design choices made for this
communication system were motivated not only by
the technical requirements of heterogeneous,
distributed robotic systems, but also by the
realization that in systems development projects
involving many people, it is frequently the
communication between these people which is the
origin of many errors.

We wish to minimize the number of these errors
and their impact on system development. To
achieve the first goal, we adopt a strategy which
relies upon early and detailed specification of
external interfaces using very simple and familiar
mechanisms. Simplicity avoids errors. To achieve
the second goal, we have developed a compiler-
like program which automatically generates



interprocess and intersystem communications
programs given only a description of the external
interfaces. Errors in this description are quickly
rectified in the dependent parts of the system by re-
running the compiler.

The following sections describe conceptual
models of the system development process and the
hardware and software architectures to which
Hetero Helix is targeted; the Hetero Helix
compiler, and the interprocess and intersystem
communication capabilities it automatically
generates; and results from the application oir
Hetero Helix in the development of three
applications of distributed robotics systems.

System Models

The Development Process. Just as it is useful to
adopt a simplified model of a complex computer
system, it is useful to adopt a simplified model of
the system development process. A simple "project
model", illustrated in Figure 1, provides a
convenient mechanism for identifying the various
activities in system development and the needs
associated with each activity.
• Design details the method by which a desired

complex behavior is to be generated by
decomposing the whole behavior into
components, each simple enough to be
implemented by an individual or small team.
Designers typically prefer to use abstract system
models to avoid implementation details.

• Development typically requires a large effort,
and a correspondingly large staff. Information
shared by all parties in the development is
therefore expensive. If the information is
difficult to use there is a high potential for
error. Developers require mechanisms which are
conceptually straightforward and easy to use.

• System integration consists of testing each
component independently and gradually
assembling and testing the complete system. The
output of each component must be accessible for
inspection, it is necessary to be able to control
each component individually, and it is necessary
to be able to simulate a component's input in the
absence of a completed input module.

• Maintenance includes not only finding and fixing
bugs, but also extending and improving the
system by adding capability to existing
components and by adding new components.

Preliminary
Design

Detailed
Design

Development

Integration

Maintenance

Figure 1. A simple model of the system
development process. Staffing requirements are
greatest during development, so the properties of
the information which must be known to all parties
in this stage is particularly crucial.

Hardware Architecture. From the hardware
point of view, system architects have taken
advantage of the physical proximity of processors
to implement common-bus multiprocessing schemes
[3,4]. Tight coupling permits fast interprocess
communications schemes to be implemented based
upon shared memory in a global address space.
Tight coupling also permits real-time
multiprocessing, since a common clock eases
interprocessor synchronization. Contention for
comrvion resources may constitute a potential
bottleneck, but the existence of a cornmon bus, a
common clock, and a global address space greatly
simplifies the system.

However, tight coupling may not always be
possible, for instance, when a mobile robot must
communicate with a remote supervisor, or when
multiple mobile robots cooperate to accomplish a
single task. In these cases the assumption of a
centralized resource, either hardware or software,
becomes difficult to maintain.

Hetero Helix targets system configurations
which take advantage of tightly coupled
hardware at a local level, and loosely coupled
hardware (such as intersystem communication via a
a local area network) at a global level. A typical
configuration is illustrated in Figure 2. In this
example, three common bus multiprocessors with
three CPUs each perform interprocess and
interprocessor communication through a common



memory on the same bus, and perform intersystem
communication through a local area network.

We assume:
• At least one CPU in each crate runs a

multitasking operating system, and that this
CPU has access to the local area network.

• in the multitasking operating system, a
mechanism exists for sending a software
interrupt (e.g. a "signal") to a process identified
by a process id.

• a mechanism exists for every process in every
CPU to return the address of a shared memory.

• All CPUs in a single crate use the same internal
representation of numbers.

We do NOT assume:
• multiple processors in each crate. A single CPU

running a multitasking operating system is
sufficient (e.g. a workstation).

• identical operating systems on every crate.
• identical operating systems on every CPU

within a crate. (For example, within a crate, a
master CPU running a multitasking OS and
several slave CPUs running single-tasking OSs.)

• common internal representation of numbers
between crates. Data will be translated if
necessary.

• the logical address of the shared memory is the
same for all processes within a single CPU or on
a single crate. This allows for memory
management. The actual address will, of course,
be the same within a crate.
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Figure 2. The Hetero Helix hardware model is
distributed common-bus multiprocessors.

Figure 3. A simple abstraction of the system. Real-
time and non-real-time subsystems {?) communicate
asynchronous data through a blackboard and
synchronous control by sending events.

Software Architecture. Hetero Helix uses a
modified blackboard metaphor for interprocess and
intersystem communication. In this metaphor, we
imagine that all of the data to be shared between
processes, regardless of which processes produce or
consume them, are posted on a single large
blackboard covered with little yellow "Post-Its".
Related data are collected together onto
individual Post-Its. The Post-Its are concurrent
read/exclusive write — any process can read the
data on any Post-It, but only one process can write to
a Post-It.

Data on the blackboard are regarded as
asynchronous — any process may change the data on
any of the Post-Its it owns without alerting any
other process. Interprocess synchronization is
accomplished by sending events. Events are small
messages having a stereotyped format. Unlike
data, which are written by one process but read by
potentially many, events are process-to-process:
any process sending an event specifies the identity
of the process which is to receive it.

Figure 3 illustrates an abstraction of the system
useful to designers and developers. Developer's
processes, indicated with a "P", communicate data
asynchronously by placing it into Post-It data
structures on a blackboard. Control information,
such as commands, are communicated via an
event_manager. The event_manager has the
responsibility of delivering the event to its proper
destination.

The developer's interface to the communication
system was designed to be as simple as possible. It
consists of 10 functions, six of which coordinate
access to the blackboard, and four of which
coordinate interaction with the event manager.
Only two of the ten functions have more than one
argument.



Mapping software to hardware. Hetero Helix
presents a simple blackboard-style interface to a
heterogeneous distributed-memory network by
simulating shared memory. This is accomplished
by replicating the contents of the blackboard into
each separate address space in the system and
creating messages from individual Post-Its. The
messages are broadcast to each address space in the
network when the contents of a Post-It are updated;
this is handled by interrupt-driven translation and
message-passing routines.

Figure 4 illustrates how the blackboard
architecture is mapped onto a system consisting of
two common bus multiprocessors (additional
machines replicate the structure). A copy of the
entire blackboard is resident in the memory of each
machine. Developers' processes communicate with
each other through this blackboard. Whenever one
of these processes updates a Post-It (which it

indicates explicitly by calling a function), an
interrupt awakens a sleeping "write" process (W),
which broadcasts the data to "read" processes (R)
on the other machines in the network. These "read"
processes recognize the incoming data and store it on
the appropriate Post-It in the local copy of the
blackboard.

If it is necessary for an event to travel from one
system to another, it is placed in a Post-It reserved
specifically for that purpose and broadcast to all
the systems in the network. Upon receipt, each
system determines if the destination process is
running on that system by referencing a process
registry. If the destination process exists, the event
is delivered normally, otherwise it is discarded. At
the cost of some efficiency, this simple mechanism
guarantees that all events are delivered tG their
proper destination.
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Figure 4. Mapping of the blackboard system onto a distributed heterogeneous system. The blackboard is
replicated into each distinct address space. CommuniccHons processes (R and W) manage the translation of
data into and out of the local representation employed on each machine.

5. The Hetero Helix "Compiler"

It is sometimes desirable to exploit the strengths
of different computer systems to optimize
performance of certain subsystems. For example, a
graphical user interface usually requires special-
purpose hardware for three-dimensional graphics
but does not require a real-time operating system. In
contrast, manipulator control requires real-time
capabilities but has no particular need for graphics
hardware.

The principal problems associated with
communication in heterogeneous systems are two-

fold: first, different computers run different
operating systems which have different system
calls, and second, different computers use different
internal representations of data. It is desirable to
insulate developer's code from the parochialism ol
particular operating systems and from the necessity
to explicitly translate data from the internal
format of one machine to another's.

In consequence, the actions associated with
communicating a message are not independent of the
contents of the message. For example, to
communicate a floating-point variable it is not
sufficient to know only the number of bytes it
occupies - one must translate the datum from the
format recognized by the source machine into the



format recognized by the destination. For complex
data structures the creation and maintenance of the
software necessary to 'anslate each data structure
can become a terrible bu.xian.

Our approach to this problem is to use a
"compiler" to automatically generate translation
software given a description of the data on the
blackboard. That is, we imagine a machine which
has an instruction set consisting of atomic
instructions for translating variables from the
internal representation of any particular machine
into and out of a 'lingua franca" (IEEE 754 [5])
common to all machines. The "compiler" generates
code in this instruction set.

The compiler also generates programs and/or
libraries which (1) determine the appropriate
placement for each Post-It on the blackboard and

perform the appropriate initialization, (2)
generate a data structure which provides to
developers a mechanism for referencing data on the
blackboard by name, (3) translate Post-Its from the
local data representation on each machine into a
common representation and vice-versa, (4) manage
the communication process, and (3) perform I/O to
selected other devices for system diagnosis.

Automatic code generation is useful in the
development, integration, and maintenance phases
of a project. For example, if the detailed design of
the blackboard is in error for one reason or another
(perhaps the designer forgot a variable), it is
possible to fix all of the communications code in the
system simply by running the code generator. This
eliminates manual maintenance for a large body of
what would otherwise be very expensive code.
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Figure 5. Architecture of a multiresolution, multisensory system for robot navigation in a dynamic,
unstructured environment. Inputs to the system, denoted by ovals, include 32 sonars, a laser range camera, and
a stereo CCD camera system, as well as a priori information and a global goal. Sensory data are combined in a
sensor fusion module. Robot motion is planned over long distances by a global path planning module, and over
short distances by a local path planning module. The output of the system is robot motion. This navigation
system was implemented on the HERMIES-3 robot.

6. Results

Hetero Helix has been used to satisfy the
software systems integration, interprocess,
interprocessor communications requirements of the
U.S. Department of Energy's University Program in
Robotics for Advanced Reactors. This program has
conducted integrated technology demonstrations
[6,7,8] requiring up to 100,000 lines of code, and up to

about 30 people (part-time) for development.
Components include ultrasonic sensing and
interpretation, computer vision, parallel
processing, range image analysis, control of a 7-
DOF redundant manipulator, control of an
omnidirectional mobile platform, obstacle
avoidance, path planning and path following,
graphical user interfaces, and sensor-based force-
reflecting teleoperation, among others. These
demonstrations have made use of a relatively
complex heterogeneous network of computers,



including a Silicon Graphics IRIS 4D/80GT, a DEC
Microvax, severa' VME-based common-bus
multiprocessors, an Apple Macintosh, and an IBM-
PC/AT based NCUBE hypercube multicomputer.

Hetero Helix has also been used for a
multiresolution, mu'tisensory system for robot
navigation, implemented on the HERMIES-3 robot
at Oak Ridge National Laboratory by Sven
Jacobsen, Michael Jensen, Steen Kristensen, Henrik
Nielsen, and Eric Sorensen of Aalborg University,
Denmark. Figure 5 illustrates the architecture of
this system. It consists of fourteen computational
modules, which, together with the communication
system, comprise approximately 36,000 lines of C
source code. The system was implemented and
tested in approximately four calendar months.

Table 1 quantifies the performance of Hetero

Helix in the development of three integrated
robotic systems. We assume that the number of lines
of code in the finished system is a relevant
indication of the programming effort required to
create them, or of the programming effort saved in
the case that they were generated automatically
by the Hetero Helix compiler.

The most significant data in the table are in the
rightmost column, where the fraction of the total
system which was automatically generated is
listed. In these three cases, 10 to 20 percent of the
finished system was created by the Hetero Helix
compiler. This means not only that no one had to
write 10 to 20 percent of the system, but also that no
one had to debug 10 to 20 percent of the system. We
believe that this represents a significant savings in
time and effort.

System
Size of IPC Generated
Specification Code
(fflines) (# lines)

ne90
dk92

415
648
488

7,205
10,641
7,295

#Lines Gen'd
per Line IPC
Specification

17.3
16.4
14.9

Total System
Size
(# lines)

53,978
108,181
36,433

Fraction
Generated

13
10
20

Table 1. Quantitative data from three integrated robotic systems. In each case, the number of lines of code
required to completely specify the external interfaces of all of the component modules is given, along with
the number of lines of code which were automatically generated by the Hetero Helix compiler. The fraction
of the system automatically generated is defined as the number of automatically generated lines divided by
the sum of the number of automatically generated lines and the number of lines written by hand.

8. Conclus ion

Hetero Helix is a programming environment
which simulates shared memory in a heterogeneous
network. The key software component is a
"compiler" which understands the data structures
in shared memory and automatically generates the
appropriate communication system. Automatic code
generation greatly improves maintainability.

The blackboard metaphor was chosen for this
system not because the concept is new, but rather
because it is not. Its familiarity makes it easy for
designers to work with and for developers to
understand. Simplicity reduces the number of
possible development-time errors.

One advantage of the Hetero Helix
implementation is that the shared memory is not
physically centralized. Replication makes it
possible to develop subsystems which communicate
through local address spaces only, to avoid
saturating the local area network. This makes

Hetero Helix appropriate for distributed robotic
systems, such as multiple mobile robots.

Hetero Helix addresses the needs of system
designers, developers, integrators, and maintainers
using simple but flexible, conceptual models and /or
concrete delivered capabilities:

Design. Hetero Helix creates the illusion of a
homogeneous system communicating via shared
memory. To a first approximation, designers need
not worry about the number of processors in the
system, their relationship to one another, or the
operating system running on each.

Development. Hetero Helix provides a small,
simple function ensemble for interprocess
communication and a simple, easy-to-use syntax for
referencing data. Error-prone natural language
communication between people is minimized.

Integration & Maintenance. Hetero Helix
provides a method for system integrators to inspect
the output of processes, simulate input to processes,
and control individual processes for the purpose of
assembling and testing subsystems.
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