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Coarse-Grained Simulation of a
Real-Time Process Control Network Under Peak Load

Alan D. George* and Ned E. Clapp, ]r.+

Abstract - This paper presents a simulation study on the real-time process control network proposed for the nc^
ANS reactor system at ORNL. A background discussion is provided on networks, modeling, and simulation,
followed by an overview of the ANS process control network, its three peak-load models, and the results of a series
of coarse-grained simulation studies carried out on these models using implementations of 802.3, 802.4, and 802.5
standard local area networks.

Some of the important research and development efforts taking place in the nuclear power industry
today are centered around advancements in instrumentation and control systems. A key aspect of these
efforts is the design and implementation of communications network architectures to support advanced
instrumentation and control systems. New commercial CAE tools for communications network
simulation have made it possible to simulate such architectures in software, without the costs
associated with hardware implementation, in order to predict system behavior during critical loads.
The granularity of these simulators is variable, ranging from coarse-grained simulators to fine-grained
simulators, such that different levels of simulation detail can be modeled and analyzed.

The objective of this paper is to present a case study in coarse-grained simulation or' the real-time
process control network architecture proposed for the Advanced Neutron Source (ANS) reactor system
under development at the Oak Ridge National Laboratory. Simplified models have been designed and
simulated in order to better characterize and predict the potential performance and sensitivity of this
architecture using three different worst-case peak loads. Each of these peak-load models has been
simulated using implementations from three different local area network (LAN) standards. The results
of these simulations provide a means of comparison between LAN implementations and between peak-
load models for this network architecture.

Topics presented include background material on LANs, principles of network modeling and
simulation, the basic architecture and peak-load models used to characterize and evaluate the ANS
real-time process control network, a summary and interpretation of the simulation runs and their
results, and a brief set of conclusions.

I. Introduction

One of the key design decisions for the ANS real-time process control network is the type of LAN to
be used. In order to support upgrade compatibility both now and into the future, it was determined that
a standard LAN is needed. A number of standard local area networks (LANs) have been developed by
the IEEE to more easily facilitate the network interface of devices from different vendors. This family
of standards, known as IEEE Standard 802, includes ten components [GIBS90]. Of these, there are three
basic types of LANs specified in the 802 literature. These are the IEEE 802.3 CSMA/CD bus networks,
the IEEE 802.4 Token Bus networks, and the IEEE 802.5 Token Ring networks. These networking
standards were inspired by the network implementations of Ethernet (for general-purpose LANs), MAP
(Manufacturing Automation Protocol; for real-time factory automation), and the IBM Token Ring (for
office automation) respectively. Each of these LAN standards combines a topology and an access
method which provides both advantages and disadvantages in performance, cost, and reliability under
certain circumstances.
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SOU CSMA/CD
With an 802.3 CSMA/CD (Carrier Sense Multiple Access with Collision Detection) bus network,

when a station wishes to transmit, it first listens to the LAN baseband cable. If the cable is not
currently busy, then :t will begin transmitting, otherwise the station will wait until the cable becomes
idle. If two or more stations happen to begin transmitting simultaneously on an idle cable, this is called
a collision. Each of the colliding stations is required to terminate its transmission, wait a random
amount of time, and ther. start the entire process again.

The 802.3 standard represents by far the most widely used LANs currently available. The
algorithm is much simpler than 802.4 and 802.5, thereby making the hardware inherently simpler,
cheaper, and more reliable. New stations can be added to the LAN with minimal effort and without
shutting down the network, and network reliability is enhanced by not having any form of centralized
LAN control mechanism such as a token. And, for lower loading patterns, the 802.3 network does not
add any appreciable delays. Maximum cable length is 500 meters, but a LAN of up to 2500 meters can be
constructed using up to four repeaters. Standard 802.3 speeds are 1 Mbps and 10 Mbps.

The 802.3 network interfaces involve a substantial amount of analog circuitry such as signal
detection and collision detection. Due to the random nature of collisions and the random waiting penod
imposed when a station is involved in a collision, the 802.3 network is inherently a nondeterministic
LAN. This, along with the fact that 802.3 does not support priorities, can often make CSMA/CD
networks inappropriate for real-time operations. And, for higher loading patterns, the presence of
collisions becomes a major concern which can severely degrade the throughput and efficiency of the
network.

802.4 Token Bus
Due to the stochastic and unpredictable response of 802.3 CSMA/CD networks, other standards

have been developed in order to provide a known worse case for response time. With token-passing
strategies, if there are N stations and each station may use the token to transmit on the LAN for at most
T seconds, then theoretically no station would ever have to wait more than NT seconds to gain access
and send its frame. Due to the needs of the computer-integrated manufacturing (C1M) community, this
access methodology coupled with a linear topology is achieving an increasing amount of support.

With an 802.4 Token Bus network, the stations are attached to the cable in a physically bus-like
fashion. However, the stations are logically organized into a ring. Each station knows the address of
its predecessor and its successor on the logical ring, and the logical ordering of these stations does not
necessarily reflect the physical ordering on the cable. Access to the LAN is controlled by a token. This
token is passed from station to station in the logical ring, and transmissions on the LAN are restricted to
only the current token holder during its time allotment. Standard 802.4 speeds are 1, 5, and 10 Mbps,
and there is n j inherent cable length limitation like that of 802.3.

The token bus uses highly reliable and widely available cable television equipment. It generally
provides a deterministic access methodology, however certain circumstances can affect this
predictability (e.g. repeated token losses). It provides more efficient data frames for smaller packet
sizes (i.e. less than 64 bytes) than does 802.3, and supports a priority system which can be configured to
guarantee a certain percentage of the bandwidth to higher priority traffic. This priority system is
based on 4-level priority queues within each station which determine what frames will be
transmitted, as opposed to priontization of the stations themselves. Unlike 802.3, which tends to
severely degrade under heavy loads, the 802.4 networks provide virtually maximum throughput and
efficiency at high load in a fashion much like time-division multiplexing.

The token bus is implemented using broadband cabling, which introduces both advantages and
disadvantages. The broadband cable is an analog transmission medium which can support many
channels for data, voice, and video. However, such cabling systems involve a significant amount of
analog circuitry including modems and wideband amplifiers. The token bus protocol is extremely
complex as compared to 802.3, includes support for resolving lost token and multiple token scenarios, and
can cause some delay under lower loaus due to token-passing overhead. This complexity, coupled with
the broadband circuitry, tends to make the 802.4 approach more expensive than a comparable 802.3
implementation.



302.5 Token Ring
Finally, with an 802.5 Token Ring network, the network is not a broadcast medium but instead a

series of point-to-point links forming a circle. Like the 802.-4 standard, these networks use the token-
passing strategy for LAN access control. Each of the stations communicates via a single-bit ring
interface in either a listening mode or a transmitting mode, depending upon whether the station has
control of the token and thus the LAN. Standard 802.5 speeds are 4 Mbps and 16 Mbps, and there is no
inherent cable length limitation like that of 802.3.

The use of point-to-point links makes the token ring approach relatively simple and almost
completely digital. The rings can be implemented with a wider variety of physical cabling than
either 802.3 or 802.4, including twi?!ed-pair, coaxial cables, fiber optics, etc. Support for priorities is
provided such that each station is assigned a priority instead of the equal sharing of the LAN between
802.4 stations. Like the 802.4 networks, however, maximum throughput and efficiency can be achieved
under heavy loads. While any ring topology can introduce critical physical failure points (i.e. links
and stations), wire centers are becoming more widely used to bypass faulty links/stations and thus
preserve the integrity of the physical ring structure in the presence of hardware failures. Non-
standard adaptations of the token ring are also becoming more popular, including the slotted and the
register-insertion rings which are both based on nng interfaces with shift registers.

In general, these three network standards can be compared in terms of performance, reliability, and
cost. In terms of performance, the token nng is the least sensitive to workload, followed closely by the
token bus. The CSMA/CD networks provide the shortest delays under low-medium loads, but are much
more sensitive as the load increases and become extremely inefficient under heavy loads. The token bus
and ring networks provide a more deterministic behavior and are thus more appropriate for real-time
applications that may incur heavier traffic, whereas the CSMA/CD networks are more stochastic and
are thus unable to guarantee a particular response time. In addition, the priority schemes of both the
token bus and token ring are important for real-time applications. While the token bus allows the
queuing of frames within each station to be prioritized, the token, ring goes even further by prioritizing
the stations themselves. This latter approach is essential in a truly priority-driven system, since with
a token bus even low priority traffic from a non-essential station can interfere with the response time
available to a critical station.

In terms of cost, the CSMA/CD networks are typically much iess expensive than either the token
ring or token bus, and involve much simpler components and algorithms. This simplicity can also have
an impact on the reliability of the networks. None of the three LAN standards provide any inherent
redundancy, however they each provide some level of fault tolerance. Failure of a station in the
CSMA/CD network has no affect on the network, whereas failure of a token-holding station in either
of the token-pa:ring networks can incur delays as the token is regenerated. Of course, should a station
or network interface behave erratically instead of simply dead, such measures may prove ineffective.
New developments are being considered to promote hardware redundancy in these standard networks.
It is likely that both 802.4 and 802.5 will support some form in the near future.

IL Modeling and Simulation

Computer and communication architectures and networks for plant instrumentation and control
systems have become so complex that carefully developed models are necessary in order to understand
system performance. The most fundamental issue in such performance studies is the contention for
resources and how that contention affects response time, delays, throughput, effective bandwidth,
resource utilization, etc. Existing network architectures must be modeled in order to identify the source
of contention problems and evaluate candidate solutions. Future architectures must be evaluated before
they are implemented in order to select the most optimum solution and predict potential contention
problems before they occur.

Recent advances in CAE tools for network simulation have revolutionized the manner in which
these architectures can be modeled and evaluated. Previously, complex analytical models or discrete-



event simulation programs had to be designed which were difficult to construct, difficult to validate,
and difficult to maintain. New CAE-based network modeling ar.d simulation tools provide a graphical
user interface which allows models to be developed and simulated with virtually no programming or
queuing theory expertise required.

In order to develop and simulate a model which will accurately reflect the behavior of an existing
or proposed system architecture, a number of steps must be conducted [CAVA90]. The first and often
most difficult step is to detine the problem or application. In this step, the exact problem being
addressed and the goal of the simulation must be determined in a clear and concise manner. The
problem statement should identify the variables and the desired results.

The second step is to design the model of the existing or proposed architecture. The model is
developed in an iterative fashion, starting with a broad scale and enhancing the model with increasing
levels of detail. The extent to which details will be incorporated is determined by the granularity of
the simulation desired and the goal of the simulation. Coarse-grain simulation would typically
emphasize and involve a model based on major resources such as stations, LANs, generic gateways, etc.
Medium-grain simulation models would exhibit a greater level of detail in terms of the internal
structure of stations, LANs, gateways, etc. Finally, fine-grain simulation models might involve details
down to the lowest level of both network hardware and software, such as protocol modeling,
transceiver and FIFO modeling, processor bus modeling, etc.

The third step consists of the data collection phase of the study. In this step, as much information
as is practical should be gathered in order to better model and simulate realistic processing rates,
transfer capacities, average and peak loads, etc. For existing architectures, actual data from the
network can be gathered using existing network analyzer instrumentation. For proposed architectures,
data collection might consist of user surveys, educated estimates, etc.

In the fourth step, simulation is used to test and validate the model. Using the collected data as
input, a senes of smaller simulation studies are conducted in order to assure that the model meets all
design criteria. The methods with which this step can be accomplished will depend on the simulation
software selected. As problems are found with the model, steps 2-J are repeated until satisfactory
validation is achieved.

The fifth step consists of more extensive and complete exercising of the model via simulation. The
results are then used as input to the sixth step, which involves the analysis of simulation results.
These results may be in the form cf event traces, summary reports, utilization and other graphs, etc. !n
this final step, a discussion and further interpretation of the results is conducted and the results are
challenged either when they do not make sense or when they make too much sense. As problems are
found, further modeling and/or simulation will be necessary. The final conclusions achieved when this
step is complete form the solutions which can be applied in order to select from proposed candidate
architectures or identify bottlenecks in existing architectures which warrant the most attention.

III. ANS Process Control LAN Architecture and Models

In order to develop models for portions of the ANS system, it was first necessary to simplify its
form. By treating the proposed new ANS architecture as a series of interconnected LANs, a more
simplified LAN architecture was created as shown in Figure 1.
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Figure 1. SlmplHled LAN Architecture of the ANS System

The most critical LAN element of the ANS system at this time was determined to be the Data
Highway LAN. This LAN architecture is responsible for all of the real-time process control data
transfers in the system, with communication taking place between control processors (CPs) and
workstations processors (WPs). Thirty CPs and thirty-three WPs form the stations on the LAN, with
anticipated traffic flowing from each CP to each and every WP and vice versa as often as every second.

As is often the case with real-time systems, the potential peak loading of this process co'irol LAN
was determined to pose the greatest concern at this stage in the ANS design. Since the actual peak
loading is not currently known, three peak-load models were employed to better study the range of
possibilities. Each of these models used the same real-time process control network architecture,
although the type of LAN is later varied.

In Version 1 of the model, it was decided that each CP would send its maximum amount of
information to each and every WP at a rate of once every second. At the same time, each WP would
send feedback information back to each and every CP, also at a rate of once every second. The total
amount of information managed by the CPs was described in terms of the I/O points present in the
control system. This was protected to be 7680 analog points requiring 16 bits of data each and an equal
number of discrete I/O points requiring 4 bits each for a total of 153.600 bits of I/O data. By equally
distributing this data across all thirty of the CPs, this resulted in 5120 bits or 640 bytes managed per
CP. The amount of feedback information that each WP could possibly supply back to each and every CP
was then estimated to be 10% of the CP-to-WP amount, which resulted in 512 bits or 64 bytes of data.
Thus, as shown in . igure 2, the Version 1 model consists of the process control LAN being exercised with
a traffic made up of 640-byte packets sent from each CP to each anri every WP once every second along
with 64-byte packets sent from each VVP to each and every CP jt the same rate. This results in a raw
data rate of approximately 5.6 Mbps.
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Figure 2. Peak-load Model Version 1

In Version 2 of the model as shown in Figure 3, the CP-to-WP update was somewhat relaxed such
that not every packet of information needed to be sent every second. In particular, a less conservative
peak load was projected based on an update rate of once every second for only one-third of the data, once
every two seconds for one-third of the data, once every five seconds fc: one-sixth of the data, and once
every ten seconds for the remaining one-sixth of the data. Since it was believed that the different
update rates might be divided among multiple CPs, this load was equally distributed across all of the
CPs. This results in each CP outputing a packet averaging only 352 bytes or 2816 bits every second
ir.otead of 640 bytes, with WP-to-CP feedback rates held constant. This in turn results in a raw data
rate of approximately 3.3 Mbps. Thus, Version 2 of the peak-load model reduces he length of transfers
over the network but not the number of transfers.
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Fiyure 3. Peak-load Model Version 2

Finally, in Version 3 of the model as shown in Figure 4, the original 640 byte-per-second update rate
for CP-to-WP communication was used but the WP-to-CP feedback transfers wore eliminated. This
model was selected in order to better characterize the behavior of the LAN when the number ot
transfers is reduced (in this case by 50%), and results in a raw data rate of approximately 5.1 Mbps.
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IV, Simulation Results

The simulation goal upon which this study was based centers around evaluating the sensitivity of
the ANS process control network in terms of peak loading, data transfer rates, data transfer sizes, and
potential IEEE 802 Standard LAN implementations. In this regard, the three models selected represent
projected peak loads that might occur.

Each of the three peak-load model versions has been simulated using the CACI LANNET 11.5
coarse-grained network simulator [CAG92]. Each peak-load model was exercised using the fastest
available LAN from each IEEE 802 category (i.e. a 10 Mbps 802.3 CSMA/CD LAN, a 10 Mbps 802.4
Token Bus LAN, and a 16 Mbps Token Ring LAN) for a total of nine model-LAN permutations. A
summary and interpretation of the reports generated by these simulation runs is provided throughout
the remainder of this section.

The reports generated by LANNET II.5 were used to support two kinds of performance comparisons:
LAN vs. LAN; and model vs. model. For LAN vs. LAN comparisons, the loading and performance for
each of the three LANs being studied can perhaps be best considered in terms of the worst case of the
models (i.e. Version 1). Since the token ring implementation selected provides a significantly higher
transfer rate than either the CSMA/CD or the token bus, the results obtained from the token ring were
normalized in order to provide a more fair comparison. For model vs. model comparisons, the general
behavior of the ANS real-time process control network can perhaps best be considered for each of the
three potential peak loads in terms of the worst performer of the LANs (as determined in the LAN vs.
LAN comparison).

LAN vs. LAN
In terms of overall traffic, the number of transfers, and the length of transfers, it is clear that

Version 1 of the peak-load model provides the heaviest load for each of the LANs. In this model, the
raw data rate is approximately 5.6 Mbps (i.e. not including LAN overhead), with 990 CP-to-WP and
990 WP-to-CP transfers per second. The data block sizes for the 802.3, 802.4, and 802.5 implementations
being used are 1488, 815, and 32760 bytes respectively. Since the block size for each of these LANs is
greater than the largest piece of information being sent by cither the CPs (i.e. 640 bytes) or the WPs
(i.e. 64 bytes), each transfer can be expected to occur in one frame or access. Thus the total number of
LAN requests to be granted is (33 x 30 + 30 x 33) = 1980 per second.

After normalizing the results of the token ring to a 10 Mbps level, it was discovered that all three
LANs are operating at approximately the same level of utilization (80-82%) and busy time (58-59%),
where the former indicates overall network usage and the latter more a level of real work
accomplished. However, such a high level of utilization is generally an indication of near saturation



or worse for 802.3 networks, and is much loss, or a concern tor either of the token-passing networks. This
is the case since CSMA/CD networks are not typically able to achieve 100% utilization, and when the
load becomes heavy their throughput and ''tficiency tend to significantly decrease as more and more
overhead time is wasted on collisions.

Other statistics on the 802.3 simulation repels also indicate that the CSMA/CD network is at or
near its saturation point. The numbers of collisions is almost 580 per second with a maximum of 15
retries having been required in order tor some transters to take place without collision. Both of those
statistics tend to indicate the approach of the saturation limit.

When comparing the 802.3 and 802.4 networks with respect to execution, wait, and delivery times,
the characteristics of these two types of networks are as anticipated. While the nondeterministic 802.3
network generally provides the better average times, the maximum times and the standard deviations
are rruch smaller for the deterministic 802.4 network.

When comparing the two token-passing networks, the 802.5 token ring network performs the best
overall even after Us results have been normalized to 10 Mbps- The average limes, minimum times,
maximum time? and standard deviations associated with the execution, wait, and delivery times are
all generally smaller wan the normalized token ring. In fact, the normalized ring even outperforms
the average 802.3 times in some casos. These results are primarily due to the relatively superior
performance provided by token nngs under heavy loads coupled with the fact that the type of periodic
and predictable traffic associated with the ANS process control LAN is ideally suited to a token-
passing strategy. The fact that the token ring can actually operate at 16 Mbps instead of 10 is merely an
added bonus!

Model vs. Model
In terms of overall performance, growth potential, throughput, and efficiency, it is clear that the

802.3 CSMA/CD network represents the worst performer of the three LANs considered when given the
kinds of heavy peak loads anticipated for the ANS process control network. Thus, the 802.3 network
will be used as a worst case to compare each of the three peak-load models. As before, the block size of
the 802.3 network allows even the largest data packet (i.e. 640 bytes) to be sent in a single network
frame or access. Thus, none of the three different peak-load models will require that messages be
divided into multiple frames, thereby reducing the considerations to transfer rates and single-block
transfer lengths.

In the case of transfer rates, both Version 1 and Version 2 require 1980 independent blocks to be sent
per second, whereas Version 3 requires only 990 independent blocks per second due to its lack of WP~to-
CP feedback messages. Thus, contention for control of the LAN will be much more pronounced with the
first two model versions. As for the length of single-block transfers, Version 3 uses 640 bytes/block.
Version 1 uses an average of (640+64)/2 = 352 bytes/block, and Version 2 uses an average of (352+64>/2 =
208 bytes/block. Together, the transfer rates and transfer lengths correspond with the raw data rates of
5.6, 3.3, and 5.1 Mbps for the Version 1, Version 2, and Version 3 models respectively.

When considering the effects of transitioning from the Version 1 model to the Version 2 model using
the simulation reports, it was discovered that even though the raw data rate has been reduced by over
41% percent, the overload on the network is hardly affected in some aspects. For example, utilization
of the CSMA/CD network went down by only about 10%, the maximum number of collided transmit
retries only decreased from 15 to 12, and the maximum wait time actually increased for WPs and stayed
approximately constant for CPs. However, the substantial reduction in raw data rate did have more
favorable affects in other areas. For example, the network busy time was reduced by 36%, the number of
collisions per second went down by about half, and the average execution time decreased by 61% for CP-
to-WP transfers and by 54% for WP-to-CP transfers.

By contrast, the transition from the Version 1 model to the Version 3 model behaved quite
differently. Even though the raw data rate decreased by only about 9%, the number of collisions per
second went down by S9CTc. The average execution times tor CP-to-WP transfers were reduced by over
41%, as were the delivery times, ana the delivery standard deviations went down by 54%. In addition,
the average wait time for CPs was reduced by almost 70%. However, other areas were not so favorably
affected. For example, the 9% reduction in raw data rate only resulted in a utilization drop of 4% and a
busy time reduction of 7%.



It is generally the case that a reduction in raw data rate and/or data block size wili reduce network
utilization, busy times, execution times, wait times, delivery times, etc. However, these simulation
studies have shown that, for these peak loads, an even more important factor is the number oi
independent transfers, indeed, even though Version 3 of the model has a raw data rate that is almost
55% greater than that of Version 2, the network utilization of Version 3 is only 6-8% higher and suffers
less than one-fourth the number of collisions per second than does Version 2. Thus, although the length
of the data blocks does have some significant impact, an even more important consideration for this
network is the number of independent transfers. These transfers are not combined, and thus result in a
much higher level of network contention and overhead as they compete for control of the LAN. It is
this overhead that appears to most directly correlate with the potential saturation of this network.
These same kinds of trends have been seen to a certain extent in the token-passing networks as well (e.g.
by comparing changes in the raw data rate with changes in network utilization).

V. Conclusions

A number of conclusions can be drawn from the results of mis coarse-gTained simulation study. These
include items relating to the best choice of a LAN for the ANS real-time process control network and
those relating to suggested patterns o; network traffic if and when a choice is possible.

In order to determine the best IEEE Standard 802 LAN for the ANS process control network, or for
that matter any network, a number of factors must be considered. These factors include performance,
cost, reliability, and support for priority scheduling and other real-time requirements. In terms of
performance, the token ring appears to be the best choice based on the models developed for this
simulation study. As with any simulation, the results are only as good as the models themselves. With
regard to cost and reliability, the CSMA/CD networks are typically the least expensive and have
some inherent traits that make them somewhat tolerant of failed stations. However, they like the
token-passing networks are by no means tolerant of both dead and insane or erratic stations and devices.
Furthermore, on-going developments with the two token-passing networks seem to indicate that their
support for fault tolerance will continue to increase (e.g. wire centers for token rings). Finally, the token
bus networks are inherently supportive of real-time processing and priormzation schemes due
primarily to their original intent as tie data highway for real-time factory control and automation
systems.

In order to select the best network, the relative weight of each of these factors must be measured
and compared. For example, if performance is by far the most critical factor, then the token ring is
clearly the best solution. If, however, the performance potential of the CSMA/CD network or the
token bus network is considered satisfactory for these peak loads which are designed to represent the
worst load that could ever occur, then other factors may lead to a different network choice. In any case,
network simulation has proven to be a valuable tool in developing a quantitative set of results upon
which qualitative evaluations can be made.

Finally, another interesting set of conclusions can be drawn based on the potential traffic for the
network. In most all performance evaluation studies, the application and/or algorithm is one of the
first and best aspects for potential optimization. If there is some latitude by which the traffic
generated by the CPs and WPs can be controlled, then certain decisions can have significant affect on
the performance of the LAN', both for average and peak loads. For example, in the Version 2 peak
model, the CP-to-WP data was divided based on update rates of 1, 2, 5, and 10 seconds. If these
divisions could be segmented across different CPs (e.g. make the CP1-CP10 processors responsible for
transfers at the 1-second rate, CP11-CP20 responsible for those at the 2-second rate, etc.), then the
network contention could be significantly reduced while still providing the WPs with the exact same
data.



Acknowledgements

This research was supported in part bv an appointment to the U.S. Department or Energy HBCU
Faculty Research Participation program administered by Oak Ridge Associated Universities. The
authors would like to thank Ron E. Battle and Brian K. Swail of the Instrumentation and Controls
Division at ORNL for their contributions to this research, and Dwayne N. Fry for his support.

References

[CAVA90] Cavanagh, ]., "How to Design LANs with Modeling & Simulation," LAN Technology, pp. 59-68,
December, 1990.

[CACI92) CACI, Inc., LANNET 11.5 User's Manual, Release 3.0, CAC1 Products Company, La Jolla, California,
199Z

iGIBS90! Gibson, R.W., "IEEE 802 Standards Efforts," Computer Networks and ISDN Systems, Vol. 19, No. 2, pp.
95-104, 1990.

ITANE88] Tanenbaum, AS., Computer Networks, 2nd Edition, Prentice-Hall, Englewood Cliffs, New Jersey, 1988.


