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ABSTRACT

One approach to improving the real-time efficiency of plasma turbulence calculations

is to use a parallel algorithm. A parallel algorithm for plasma turbulence calculations

was tested on the Intel iPSC/860 hypercube and the Touchtone Delta machine. Using

the 128 processors of the Intel iPSC/860 hypercube, a factor of 5 improvement over a

single-processor CRAY-2 is obtained. For the Touchtone Delta machine, the corresponding

improvement factor is 16. For plasma edge turbulence calculations, an extrapolation of

the present results to the Intel <r machine gives an improvement factor close to 64 over the

single-processor CRAY-2.

* Research sponsored by the Office of Fusion Energy, U.S. Department of Energy, under
contract DE-AC05-84OR21400 with Martin iVIarietta'Energy Systems, Inc.
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1. Introduction

The study of plasma turbulence and transport is a complex problem with critical impor-

tance for fusion-relevant plasmas. The fluid approach to plasma dynamics makes tractable

some problems that are, at present, too complex in kinetic theory. This approach reduces

the problem of plasma turbulence to solving a set of moments equations for macroscopic

variables (B, V, n, T, ...) plus a closure relation. It has been effective in dealing with

large-scale instabilities in complex geometry and strong, fully developed turbulence away

from the stability threshold. This approach has been applied to many problems. The

simplest examples are the pure magnetohydrodynamic (MHD) problems. For tokamak

geometry and in the large-aspect-ratio limit, the basic equations can be reduced to two

partial differential equations.1 These equations can be solved using a semi-implicit scheme

that requires a tridiagonal matrix solver.2 This model has been used to study tearing mode

turbulence with application to tokamak disruptions3 and dynamo effects in reversed-field

pinch configurations.4'5

Transport studies in toroidal magnetic configurations require one to go beyond the

simple MHD model. The effects of temperature, density, etc., must be included. As

a consequence, the number of partial differential equations to be solved increases. In

the case of edge plasma turbulence, we have used a seven-equation model, treating the

linear terms of these equations implicitly. These require the inversion of block-tridiagonal

matrices.8

In recent years, the fluid models have been extensively developed, incorporating some

of the most important kinetic effects. The possibility of deriving fluid equations with

closures compatible with Landau damping''8 has broadened the regime of applicability of

the fluid models to plasma turbulence.

All of the fluid codes used in these types of calculations have two basic components:

matrix inversions and calculation of the nonlinear terms. The latter is usually done by

convolutions. These calculations are routinely performed in serial machines. In particular,



we have used the CRAY computers available at the National Energy Research Supercom-

puter Center (NERSC). The CPU time used is mostly spent in the matrix inversion and the

convolutions. The subroutine performing the convolutions is fully vectorized with do-loop

unfolding, but the subroutines performing the matrix inversion cannot use vectorization

efficiently because the vectors are short (number of equations).

High resolution is needed to resolve all scale lengths in a turbulence problem. This

requires the use of large amounts of memory. To study the development of steady-state

turbulence, the plasma evolution must be followed for many time steps. Therefore, these

calculations also require large amounts of computing time.9 With present computers, the

parameter regime that can be studied is still limited.

To improve the real-time efficiency of plasma turbulence calculations, we have used

a parallel algorithm.10'11 The seven-equation model used in the plasma edge turbulence

calculations has been adapted to the Intel iPSC/860 (RX) hypercube. For the calculation

of the convolutions, the fully implicit algorithm described in Reference 6 was modified to

allocate a radial region in each node of the hypercube. In this way, the convolutions in

each radial region were performed in parallel, and communication between processors was

limited to the boundary values for each radial region. The memory configuration used

in this implementation was a ring. For the block-tridiagonal matrix inversion, a second

parallelization in which the Fourier components are distributed in processors is required.

The results of the initial tests of this algorithm are given in Reference 11.

Here, we present the results of a more complete test of these algorithms on the hyper-

cube and an initial evaluation of the algorithm on the Intel Touchtone Delta (6) machine.

These results are compared with the corresponding single-processor implementation on a

CRAY-2. In Section 2, the equations used in the present studies are described, and the

algorithm is briefly summarized. The implementation of this scheme in the hypercube is

also discussed. The timing results for different numbers of processors and problem sizes

are presented in Section 3. These results are used in Section 4 to extrapolate performance



and requirements for the next generation of parallel computers. In Section 5, we give our

conclusions.



2. Equations and Numerical Scheme

In toroidal confinement devices (tokamaks and stellarators), the magnetic field line

topology is a three-dimensional (3-D) torus. These magnetic configurations are created by

a toroidal field, Bo, the long way around the torus and a poloidal magnetic field, Bp, the

short way around the torus. In equilibrium, the toroidal field is larger than the poloidal

field, and they obey the ordering B0/Bp « A > 1, where A = Ro/a is the aspect ratio

of the torus. RQ and a are the major and minor radii of the torus, respectively. In the

large-aspect-ratio limit, A » 1, Maxwell's equations can be reduced to a single equation

for the evolution of the poloidal magnetic flux <£. In terms of the poloidal magnetic flux,

the magnetic field is

B = V* x V( + RoBoV( . (1)

Here (,* is the toroidal angle coordinate.

In these configurations, the plasma velocity in the plane perpendicular to the toroidal

field is incompressible. Therefore, we write the velocity vector as

V± = V$ x VC , (2)

where <$ is the velocity stream function. This function is the solution of the perpendicular

momentum balance equation.

The toroidal current density, J^, in terms of the poloidal flux is given by

In a tokamak. the toroidal current is driven by a constant electric field E(.

In describing the plasma turbulence, it is necessary to include the effect of density and

temperature gradients. To study plasma edge turbulence in tokamaks, we have used the

following set of equations:

d$ Rn T
9 2 E<- Sw;~^V]}ne - Su,;(l + a)V|,Te , (3)
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A subsidiary equation relating the vorticity (7 to the stream function must be added:

i/ = V x $ . (9)

In this set of equations, ne and nz are the electron and impurity density, Te is the

electron temperature, Vj|,- is the component of the ion velocity parallel to the magnetic

field, and Zrff is related to the impurity charge, Z, by

ne

(10)

The function Iz(Te) is the cooling rate caused by radiation as given by the coronal equi-

librium model. The Crad multiplier is used to adjust this cooling rate to the experimen-

tal measurement. The ion density nt is obtained through the quasi-neutrality relation

ne = rii + Znz. The subindexes || and _L indicate parallel and perpendicular to the mag-

netic field. Important dimensionless parameters in these equations are the Lundquist

number S, the ratio of the kinetic to the magnetic pressure /?o, and e = I/A. Parallel and

cross-field transport coefficients for the electrons and impurities are designated by x



with proper subindexes. The Spitzer resistivity is denoted by r]tp, the electron diamagnetic

frequency by w*, and the ion cyclotron frequency by u>c. The coefficient a = 0.71.

To numerically integrate these equations, all fields are expressed as the sum of an

equilibrium quantity and a perturbed quantity,

where r is the radial coordinate and 6 and £ are the poloidal and toroidal angles. The

perturbation part of all fields is written as an expansion in sines and cosines,

n()} , (12)

where m and n are the poloidal and toroidal mode numbers, respectively.

The boundary conditions are that the radial components of the magnetic field and

velocity are zero at the conducting wall, r = a, and so is the pressure. That is, for all

fields,

/(a, 0 ,0 = 0 . (13)

To complete the numerical representation of the fields, we use finite differences in r.

Each scalar field is written as a Fourier expansion. The components are functions of r

represented on a finite-difference grid. First and second radial derivatives are calculated

with three-point finite-difference formulas that allow unequal spacing. This allows us to

concentrate the grid where the steepest gradients are located. Derivatives in 9 and C, are

performed analytically. All quantities are stored in spectral form and are never transformed

to a finite-difference grid. The nonlinear terms lead to convolutions that are performed

analytically, rather than using fast Fourier transforms.

These nonlinear equations are solved as an initial value problem. The numerical scheme

presently used8 in solving Eqs. (3)-(9) is implemented in the code KITE and treats all

linear terms in the perturbation implicitly; the nonlinear terms are explicit and accurate

to first order in time. This requires the inversion of a block-tridiagonal matrix for each

Fourier component.
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The resolution requirements for this type of calculation have been discussed

elsewhere.9'11 The minimum requirement is a radial grid spacing Ar as 10~3 and about

1000 Fourier components; the calculation has to be followed for about 105 time steps. This

translates to 100 to 400 hours of CRAY-2 CPU time. In this parameter range, it is possi-

ble to obtain reasonably accurate solutions with the present generation of supercomputers.

Converged results have been obtained for the fluctuation levels and mode spectrum.

To improve the real-time efficiency, we use a parallel numerical scheme on a hypercube.

As mentioned before, the CPU time used is mostly spent in inverting matrices and in ^oi

convolutions. The convolutions are easy to do in parallel. We just allocate a radial

in each processor. In this way, the convolutions in each radial region are performed in

parallel, and the communication between the processors is limited to the boundary values

for each radial region. The memory configuration used in this implementation is a ring.

The number of grid points allocated to each processor, MJP, is

where M J is the total number of grid points, and Np the number of processors. The two

additional grid points are used to calculate the radial derivatives at the boundary of each

local region. They are not advanced in time.

The parallelization of the matrix inversion is not so easy. For block-tridiagonal matrix

cases, the matrix solver numerical scheme has been changed to increase the level of par-

allelization. To accomplish this, after the convolutions have been evaluated, the memory

allocation is redistributed. Several modes are allocated to each processor for all radial

grid points. In each processor, the block-tridiagonal matrix is inverted for each of the

allocated modes. Before the inversion, each node must have the corresponding right-hand

side for all the radial grid points. Each processor sends a vector to all the other processors

in an embedded ring. On return, that processor contains a right-hand side filled with

information from all other processors. After the inversion, the solution must be returned

8



to all the appropriate processors for each radial region. The actual inversion involves no

communication between processors. The inversion is computed with the block-tridiagonal

linear system solver, minimal storage version, BTMS.12 The blocks of the matrix and the

corresponding blocks of the right-hand side vector are obtained, one block-row at a time,

from a user-supplied routine. BTMS uses block Gauss elimination. Partial pivoting is

done within block-rows only. The matrix elements are computed as they are needed with

BTMS so the matrix need not be stored in the memory of the node.11

The first results obtained with this code were presented in Reference 11. To improve

the code performance, a new version of the KITE code has been implemented. The main

modifications are as follows. The previous version of the KITE code did the setup work

on the host. This placed a limit on the cases we could run because of the memory limit of

the host. We could not run grids large enough to use all 128 processors. The code has now

been rewritten so the host only loads the node code and does no computations. Each node

decides which part of the radial grid to set-up from its node number only. This also has

prepared us for running on the Intel machines that have no host, like the Touchtone Delta

at the Caltech Concurrent Supercomputing Facilities (CCSF). The restart and analysis

files are now stored temporarily and read from the Common File Storage (CFS) on the

hypercube and then moved to platters of our local optical jukebox. Each node writes a file

for its part of the radial grid and then reads the same file to continue a run. The energy

and growth rate diagnostics are working with communication between processors. Our

workstations read the restart files for additional analysis. The output for the restart and

analysis of this code has been changed to a machine-indspendent XDR binary format so

that we do not lose precision on the restarts, and we can analyze this data on workstations

from an optical disk. The analysis code is on an IBM workstation. It reads the XDR

binary data files from each node, combines the arrays from each node into global arrays,

and plots the global arrays using NCAR graphics.



Several compiler optimization options are available on the iPSC/860. Using the op-

timization option —03 with the new Portland Group compiler resulted in a factor of 2

decrease in time for each step over our old results (Fig. 1). This optimization has little

effect on the CPU time for BTMS.

10



3. Results

Calculations using the parallel algorithm are being done on the Oak Ridge National

Laboratory (ORNL) and the CCSF Intel iPSC/860 hypercubes. The first one has 128

processors and uses the i860 chip with a clock rate of 40 MHz. The peak aggregate gigaflops

are 7.0 for double precision, and 10 for single precision, and the memory is S megabytes

(Mbyte) per processor. The CCSF hypercube has only 64 processors, but the memory

per processor is 16 Mbyte. By using both machines, it is possible to study trade-offs

between the memory size per processor and the number of processors. Both machines are

distributed-memory, MIMD machines whose processors are synchronized through message

passing.

For a given problem size, increasing the number of processors decreases the time per

step. Since the number of grid points and the number of Fourier components are kept

constant, the efficiency improvement with a given number of processors levels off when

the number of grid points for each node is too small. There are two reasons for the

loss of efficiency. When the number of Fourier components included in the calculation is

small, increasing the number of processors used means that one reaches a point where the

communication time is of the same order as the time used in the parallel computations.

This is shown in Fig. 2, where the time per step is plotted as a function of the number of

processors used in the calculation. All calculations used 385 grid points, and the number of

modes was varied between 147 and 512. In this figure, the calculations with few processors

and many modes were done on the CCSF hypercube, while those requiring a large number

of processors were done on the ORNL hypercube. In the region of overlap, we have checked

that the performance in both machines is identical. For the smallest problem size, there

is no improvement in efficiency beyond 32 processors. As £ ??atter of fact, the efficiency

worsens for the largest number of processors used, and the calculation time is dominated

by communication between processors. When a large number of the Fourier components

is included in the calculation, the computation time dominates over communication time.

11



In this case, when the number of processors used is about half the total number of grid

points, no improvement in efficiency is obtained by increasing the number of processors

used.

The CPU time is dominated by the convolutions in most of the calculations considered

here. This is illustrated in Fig. 3, where the time used in convolutions, divided by the

matrix inversion time, is plotted as a function of the number of processors. The calculations

considered in Fig. 3 are the same as the ones in Fig. 2. For a small number of processors the

convolutions take most of the calculation time, but for the optimal number of processors

they take only about 1.5 times the time taken by the matrix inversion. Since this ratio

increases with the number of Fourier components, convolutions dominate the computation

time for realistic problems.

We say that we have achieved optimal performance when At is reduced less than 25%

by increasing the number of processors by a factor of 2. For calculations with a large

number of Fourier components, above 200, the optimal number of processors, Np, is

Np~{MJ-l)/2 .

For the optimal number of processors, the efficiency increases with the problem size

(Fig. 4). Using all 128 processors of the iPSC/860 with an optimized compiler, we obtain a

factor of 5 improvement over a single-processor CRAY-2. This a substantial improvement

over the initial results.11

Another important factor to be considered is the required memory size per processor

when the number of processors increases. In Fig. 5a, the scaling of the memory size with

the number o? processors is shown for a fixed number of Fourier components and a varying

number of gric points. Figure 5b shows a similar ploi with a fixed radial grid and a varying

number of Fourier components. The memory size is dominated by two types of arrays.

The arrays associated with the physical quantities for which we are solving represent one

type. Their size is

(4r - 2 ) X Wnode. ,

12



where iVmode» is the total number of Fourier component. The other type of array identifies

which convolutions are nonzero among all N%todea possible convolutions. The size of this

array is proportional to N^^^. Taking into account these two types of arrays and the

results plotted in Fig. 5, we find that the required memory per processor, Mp , is given by

Mp(Mbytes) = 3.9 x K T 4 ^ xJV m o d e a + 1.7 x 10"5 x (iVmodes)
2 + 1.6 . (15)

When the optimal number of processors is used, the second term dominates. Therefore,

the convolution array determines the required memory size per processor. For the present

size calculations, this has not been a problem. However, when we extrapolate to the next

generation of machines, the constraint on Mp is too strong.

The first runs of this code on the Touchtone Delta machine have been made. A 25%

speedup has been found for the same number of processors (128) as the ORNL hypercube.

This is because of the faster communication processors in the Delta machine. For a fixed

number of modes, 512, the problem size has been changed by increasing the number of

grid points (Fig. 6). For the case with 1025 radial grid points, the speedup was a factor of

16 over a single-processor CRAY-2.
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4. Extrapolat ion to the next generation of parallel computers

The next-generation parallel computer that we consider here is the Intel a (Paragon).

In this machine, the available memory per processor is 16 Mbytes. At the end of 1992,

the number of processors available in the machine will be 512, with expected upgrades to

1000 and 2000 processors.

Let us consider two types of calculations, plasma edge turbulence and plasma core

turbulence. At the plasma edge, we do the calculations in a narrow band in radius. This

limits the range of g-values, as discussed in Reference 9, and the Fourier components

needed for the calculation in a wedge in Fourier space. In these conditions, the calculation

is nearly 2-D. The number of Fourier components required for a given accuracy is about

twice the number of grid points. Under these assumptions and for different size problems,

the required number of processors for optimal performance and the corresponding memory

per processor are given in Table I.

For core turbulence calculations, a large part of the radius must be covered. To make

some estimates on the requirements, let us consider the region between the q = 1 and

q = 2 surfaces. If rim^ is the highest toroidal mode number included in the calculation,

the number of resonant Fourier components in this region is

= ("max + l)(nn,ax + 2) - 1 OC njmax

For a given number of radial grid points M J, to have the same resolution in the poloidal

direction as in the radial direction, we need

MJ-1
" m n x — ] •

Assuming isotropy, at least for the large wavenumbers, the number of modes required is

MJ2

modes *

We have taken jVmode3 % MJ2/100 for the estimate given in Table II.

14



In both extrapolations considered and for the higher resolution calculations, the mem-

ory requirement per processor is too high. With the present convolution arrays, the maxi-

mum number of Fourier components that can be used in these calculations is Nau^gg « 900.

Therefore, to make optimal use of the Intel a (Paragon) machine, it is necessary to change

the present code and find an alternative solution to storing the convolution array in mem-

ory. By eliminating this constraint, it will be possible to undertake the largest calculations

in both Tables I and II. In this case, in going to the full 2000 processors in the Intel a

(Paragon), we can expect a factor of 4 increase over the present Delta Touchtone perfor-

mance; that is, a factor of 64 over a single CRAY-2 processor.
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5. Conclusions

The parallel algorithm used for plasma turbulence calculations has been tested on the

Intel iPSC/860 hypercube and the Touchtone Delta machine. Using the 128 processors of

the Intel iPSC/860 hypercube, a factor of 5 improvement over a single-processor CRAY-2

is obtained. For the Touchtone Delta machine, the corresponding improvement factor is

16.

With optimized parallel algorithms on the Intel iPSC/860 hypercube, we can obtain

considerably better performance than a single-processor CRAY-2 implementation with

convolutions fully vectorized. The performance of the parallel algorithms clearly improves

with the size of the problem, and there is an optimal number of processors for each problem

size. For edge turbulence studies, a conservative extrapolation of our present results to a

case with 1000 grid points and 2000 modes indicates that the optimal number of processors

is about 500. To make efficient use of the Intel <r (Paragon) machine, it is necessary to

modify the storage system of the present code. The expected improvement factor over

the single-processor CRAY-2 is between one and two orders of magnitude. This estimate

assumes no increase in gigaflop performance. This type of performance could be achieved

on the Intel <r machine, which will be in operation by the end of the year.
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Table I

Requirements for optimal performance in

calculating plasma edge turbulence

MJ
100

200

300

600

1000

2000

•''model

200

400

600

1200

2000

4000

Np
50

100

150

300

500

1000

Mv (Mbyte)

2.3

4.3

7.7

26.1

70.0

280.0

Table II

Requirements for optimal performance in

calculating plasma core turbulence

MJ
100

200

300

600

1000

2000

•/Vmodes

200

400

900

3600

104

4104

50

100

150

300

500

1000

Mp (Mbyte)

2.0

4.3

15.4

222

1700

6800
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Figure Captions

FIG. 1. Comparison of the performance of different compilers on the Intel iPSC/860. The

optimization option, PG— 03, with the new Portland Group compiler resulted in

a factor of 2 decrease in time for the convolutions for each step compared with

our old results.

FIG. 2. The performance of the iPSC/860 with different numbers of processors. These

results are for 385 radial grid points and a varying number of Fourier components

included in the calculation.

FIG. 3. Ratio of the convolution time to the matrix inversion time for different numbers

of processors. These results are for 385 radial grid points and a varying number

of Fourier components included in the calculation.

FIG. 4. Comparison of the performance of a single processor of the CRAY-2 and the Intel

iPSC/860 using the optimal number of processors for each problem size. The

calculations are for 385 radial grid points and an increasing number of Fourier

components.

FIG. 5. Memory per processor as a function a the number of processors for different size

problems: (a) fixed number of Fourier components (Nmodea = 512) and varying

radial grid size and (b) fixed number of radial grid points (MJ = 385) and varying

number of Fourier components.

FIG. 6. Comparison of the performance of a single processor of the CRAY-2 and the

Touchtone Delta machine for the KITE code with 512 modes and increasing num-

ber of radial grid points.
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