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ABSTRACT 
These Proceedings contain written versions of lectures delivered at the 1990 CERN School of 

Computing, covering a variety of topics. Computer networks are treated in three papers: standards in 
computer networking; evolution of local and metropolitan area networks; asynchronous transfer mode, 
the solution for broadband ISDN, 

Data acquisition and analysis are the topic of papers on: data acquisition using MODEL software; 
graphical event analysis. Two papers in the field of signal processing treat digital image processing and 
the use of digital signal processors in HEP. Another paper reviews the present state of digital optical 
computing. 

Operating systems and prograrnrning discipline are covered in two papers: UNIX, evolution 
towards distributed systems; new developments in program verification. Three papers treat miscella
neous topics: computer security within the CERN environment; numerical simulation in fluid 
mechanics; fractals. 

An introduction to transputers and Occam gives an account of the tutorial lectures given at the 
School. 
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PREFACE 
Forty-two students from thirteen countries participated in the thirteenth CERN School of Com

puting, whieh was held in September 1990 in Ysennonde, Nieuwpoort, Belgium. 

The Sehool was organized in collaboration with the Inter-University Institute for High Energy 
Physics in Brussels. We heartily thank Professors J. Lemonne and J. Sacton for their active participa
tion in organizing the Sehool. We extend our thanks to their collaborators Mrs. Alluyn, Paul Van 
Binst and Rosette van den Broeke for their assistance. 

We are grateful to the Belgian "Institut Inter-Universitaire des Scienees Nucléaires* for its financial 
contribution. We thank particularly Professor P. Levaux for his interest in this School. 

The participants highly appreciated the lecture programme, which covered a variety of topics, as 
these Proceedings show. We were happy to have opening lectures by Professor J, Lemonne and by 
Dr. D. Talbot of the EEC. We are very grateful to them and to all the other lecturers and the Advisory 
Committee for their efforts, resulting in a very interesting programme. 

The tutorial lectures and the practical sessions on transputers and Oceam were received with the 
same enthusiasm as last year. We are grateful to Bob Dobinson and Ian Willers for having arranged 
this very attractive part of the programme. We warmly thank Rekha Gupta, Henrik Kristensen, Andy 
Jackson and Wei Zhao Lu for their assistance during the afternoon sessions. 

The practieal sessions would not have been possible without the collaboration of a number of 
firms, who provided equipment and software. Hewlett Paekard is sineerely thanked for lending twelve 
Apollo workstations, which were specially flown in from the USA for this School. We are very grate
ful to Mr. R. O'Brien who arranged for this. Inmos Ltd. and the Southampton Transputer Centre are 
thanked for their loan of transputer boards and for releasing Andy Jackson from his normal duties. 
Digital graciously provided again terminals and a micro VAX for the e-mail facilities, following in this a 
habit of several years. Our sincere thanks go to Mr. M. van der Straeten for arranging this and to Car-
ola Clavi, who assisted in demonstrating graphics packages. 

Mrs. Gerda Moeijaert and Mr. de Smet did everything possible to make our stay at Ysermonde a 
memorable one. Our sincere thanks are due to them and to all of their staff. 

On the Sunday an excursion was organized to Bruges. Our guide, Dirk van Tieghem of the Uni
versity of Ghent and the "Westvlaamse Gidsenkring* transformed this visit into an unforgettable cultur
al event. We wish to thank him for his most interesting explanations. 

As usual, it is a pleasure to thank Ingrid Bamett for her efficient work and dedication. 

C. Verkerk 
Editor 
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ON LANs AND MANs: AN EVOLUTION FROM Mbit/s TO Gbit/s*) 

Pitro Zafiropulo 
IBM Research Division, Zurich Research Laboratory, 8803 Ruschlikon, Switzerland 

This paper focuses on the trend towards ever higher 
speeds in shared-medium based networks such as LANs 
and MANs. The token passing ring protocol is introduced 
with emphasis on its performance and simplicity advan
tages over the token passing bus approach. The issues of 
scaling up the token ring principle to higher speeds is con
sidered with the help of the Early Token Release and FDDI 
protocols. Although networks based on token passing 
operate efficiently at speeds up to 100 Mbit/s it is shown 
that they exhibit inherent performance limitations in the 
Gbit/s speed range. This leads one to consider the advan
tages of protocols based on slot reservation at very high 
speeds. An example of this is the Distributed Queue Dual 
Bus (DQDB) MAN proposal. Unpredictable behavior and 
lack of fairness, however, make it inadequate at very high 
speeds so that other approaches must be considered. 

1. Introduction 

Local Area Networks (LANs) are being used today in 
myriad different applications spanning office and industrial 
environments. Many different LAN networks support these 
applications adequately at speeds ranging from 1 to 20 
Mbit/s. As the established LAN markets have grown, the 
need for interconnecting LANs into larger networks has 
spawned new market potentials not only in the area of LAN 
bridges, routers and gateways, but also in backbone net
works of interconnecting LANs for larger geographical cov
erages. Important applications of emerging Metropolitan 
Area Networks (MAN) are such backbone functions which 
include enterprise, corporate and campus wide configura
tions. MANs are high-speed networks covering geograph
ical distances of 50 km and greater, and which may 
include public domain. They are similar to LANs in that 
they use a common medium access control (MAC) protocol 
but are required to support isochronous traffic. Today, 
backbone networks range from LAN speeds up to 100 
Mbit/s and are envisioned for 155 Mbit/s. However, as 
multiple LAN networks grow and LAN speeds increase, 
fiber-based backbone networks well beyond 155 Mbit/s will 
be required. 

The bulk of LANs in use today carry alphanumeric 
data, but graphic payload has the potential of greatly sur
passing that of alphanumerics in certain application envi
ronments. A single medium to high-resolution graphics 
display can require anything from 0.3 to 6 Mbytes per 
picture frame. High-resolution graphics workstations oper
ating on files provided by graphics servers in a 
client/server LAN environment with browsing capabilities 

may well require data rates in the many hundreds of 
Mbit/s to even the gigabit per second (Gbit/s) speed range. 
Attention is also being focused on motion graphics such as 
visualization and animation which require even greater 
bandwidths when operated interactively over supercom
puter distribution networks. 

More graphics-based applications have yet to be 
invented, but when one considers the potential of motion 
graphics as a new form of man/machine interface' then it 
is time to consider LANs and MANs for Gbit/s and near 
Gbit/s speeds. The seriousness of this trend is reflected 
by the increased activity in such networks. 2" 6 This develop
ment may well be accelerated by the forthcoming 0.8 
Gbit/s high-speed channel standard HSC (newly renamed 
to High-Performance Peripheral Interface, HPPI) proposed 
by ANSI X3T9.3.7 This standard developed for transporting 
visualization payload from a supercomputer to a work
station has the potential of becoming an attractive attach
ment to Gbit/s networks. 

This paper focuses on the trend towards ever higher 
speeds in networks based on shared media access caused 
by these applications, a situation which may be com
pounded in the future. The token passing ring protocol is 
introduced with emphasis on its advantages of better per
formance and greater simplicity over the token passing 
bus approach. The issue of scaling up the token ring prin
ciple to higher speeds is investigated with the help of the 
Early Token Release and FDDI protocols. Although net
works based on token passing operate efficiently at speeds 
up to 100 Mbit/s it is shown that they exhibit inherent per
formance limitations in the gigabit/s speed range. This 
leads us to consider the advantages of slot reservation 
based protocols for very high speeds. An example of this 
is the Distributed Queue Dual Bus (DQDB) MAN proposal. 
However, lack of fairness and unpredictable behavior make 
it inadequate at very high speeds so that other approaches 
must be considered. The paper concludes with a prom
ising MAC protocol for Gbit/s speeds. 

2. Token Bus, Token Ring Evolution 

The token passing bus originally owes its significance 
to its higher throughput under heavy load than can be 
achieved by the CSMA/CD bus protocol for small packet 
lengths. 8 Its principle 9 as outlined in Fig. 1 is that stations 
wait to receive the token before sending data. On ending 
transmission, stations pass the token to their 'next station 
neighbor' via a next station (NS) address. The token 
thereby circulates past all attached stations to form a 

*) This paper appeared in the Proceedings of the EFOC/LAN Conf., Munich, 1990. 
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logical ring mapped onto the physical bus. The length of 
this logical ring can become large when next station neigh
bors do not map into physical bus neighbors, see Fig. 1. 
This may cause large access delays for larger network 
coverages. 
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Fig. 2: Example of station insertion into a token bus 
network. 

Fig. 1: Principle of the token passing bus protocol. 

Station insertion is complicated because of this logical 
to physical mapping. Consider the simplest case shown in 
Fig. 2: if the token rotation time, I.e. bus loading, is suffi
ciently small, then station i (belonging to a predefined 
station subgroup) broadcasts a Solicit Successor message 
with i as its own address and j as that of its NS. If a 
station, the address k of which lies between i and j , wishes 
to enter, it responds by taking j as its NS and issuing a 
Set-Successor k message. Station i responds to this 
message by modifying its NS to k. The NS rearrangement 
ensures that the token will pass to the newly inserted 
station. The algorithm 9 must be extended to include cases 
where the inserting station address k is larger/smaller than 
that of all active stations; k then lies outside all (i, j) pairs. 
Further complications occur when a plurality of inserting 
nodes have addresses that lie within the same (i, j) bound. 

Mapping the logical token ring onto a physical ring 
yields the Token Ring media access protocol . 1 0 "" The 
Token Ring principle is shown in Fig. 3. A node wishing to 
send modifies the passing free token status to busy, opens 
the ring, and issues the data frame preceded by a source, 
destination address pair. The receiver, recognizing the 
destination address as its own, copies the frame. The 
sending node issues a free token on detecting its source 
address, thereby enabling downstream nodes to transmit. 
Finally the ring closes when the frame completely removes 
itself from the ring. 

The token ring minimizes the token rotation time com
pared with that of the token bus, thereby improving 
throughput.' 3 It also dramatically simplifies node insertion 
because the token automatically passes all stations on the 
ring, including newly inserted ones. The simplicity of the 
token passing ring algorithm is the reason for its robust
ness. Fig. 3: Principle of the token passing ring protocol. 
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3. Extending the Token Ring Principle to Higher Speeds 

Higher transmission speeds affect the token ring in 
the way shown in Fig. 4. Increasing the bit rate shrinks the 
length coverage of a given frame on the ring. Thus, if 
single frames just fit the ring for a transmission speed S 0, 
then the ring's throughput does not increase with a further 
increase in speed. This is so because the token issuing 
time is then determined by the ring latency and no longer 
by the frame transmission time. Adverse performance 
results when traffic is dominated by short frames. If for 
example a 40 km ring (neglecting node delays) is momen
tarily loaded by a flurry of 128 byte frames then the aggre
gate ring throughput drops below 5.12 Mbit/s, regardless 
of how fast the ring is operated above S 0 ( = 5.12 Mbit/s). 

INCREASING 
SPEED 

IDLE 
IDLE 

Fig. 4: Shrinkage of a frame's geographical coverage with 
increasing ring speed. 

This performance bottleneck is eliminated by 
removing the 'one frame on the fly' limitation. Allowing 
multiple frames maintains a heavily loaded ring full, even 
in the presence of short frames and can therefore signif
icantly increase aggregate throughput. It is achieved by 
sending stations issuing the free token immediately after 
the frame-end is transmitted. This way the next sender 
can place its frame directly behind the previous one, see 
Fig. 5. This extension, fittingly called the Early Token 
Release (ETR),™'5 is successfully being used on 4/16 
Mbit/s token rings. 

Fig. 5: Principle of the Early Token Release protocol. 

The original token ring protocol supports priorit ies 1 ' 
by adding a priority field in front of and a reservation field 
behind the token. The underlying principle is as follows: a 
high-priority node wishing to send when the passing token 
is busy sets the reservation field. On seeing this, the low-
priority sender responds by setting the priority field as it 
generates the free token. This modifies the token for 
exclusive use by high-priority nodes. When the priority 
traffic subsides, the low-priority node that initiated the 
change reverts the token to its original low-priority status. 

This priority scheme does not work well with the ETR 
protocol. The reason is that sending nodes can issue the 
free token before the transmitted frame returns, thus the 
free token is already gone when the returning reservation 
arrives. This shortcoming is largely overcome by having a 
high-priority node repeat the reservation on successive 
passing frames until it obtains a free token, be it of high or 
low priority. 

Loading an ETR ring slows down the free token rota
tion because no free token is issued while a frame is being 
placed on the ring. Two known priority schemes are based 
on this slowing effect. The first one' 6 exlends the token 
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Fig. 6: Token rotat ion t ime increase with g rowing traffic 
load. Each f rame issued dur ing a token rotat ion 
interval increases rotat ion t ime by that f rame 's 
t ransmit t ime T. 

r ing pr ior i ty mechan ism as fo l lows: a sender node 
responds to a pr ior i ty sett ing in its f rame reservat ion f ield 
by let t ing the header go by on the r ing The header acts 
as pr ior i ty change s ignal that catches up wi th and modi f ies 
(he s lower t rave l l ing token. The second scheme uses a 
di f ferent approach based on measur ing the token rotat ion 
t ime. The token rotat ion t ime approach first appeared in 
the token bus p ro toco l 9 but is mainly known f rom its use in 
the FDDI token r i n g 1 7 1 8 the pr inc ip le of which we wil l 
descr ibe in the context of the speed issue 

When the r ing speed is fur ther increased, a point is 
reached at wh ich it becomes s impler 1o remove the token 
f rom the r ing than to modi fy its status on the fly to busy 
In the ear ly 80s, th is change made sense for 100 Mbi t /s . 
ow ing to the speed of the cost-effective technology then 
ava i lab le . This approach was chosen for FDDI - a 
send ing node removes the token and then re- issues it, 
after p lac ing its last f rame for t ransmiss ion on the r ing 
Token remova l e l iminates the need to di f ferent iate between 
busy and free tokens. As ment ioned above, the pr ior i ty 
pr inc ip le is based on nodes that measure the token rota
t ion t ime wh ich , in tu rn , depends on the r ing load ing : see 
Fig 6. A rotat ion t ime thresho ld value determines whether 
on ly h igh-pr ior i ty f rames or both high and low-pr ior i ty 
f rames can be t ransmi t ted . Today FDDI is s tandard ized at 
100 M b i t / s 1 8 where it exhibi ts good aggregate th roughput . 

4. Beyond 100 Mbit/s 

How does the FDDI token passing pr inc ip le stand up 
to speeds wel l beyond 100 Mbit /s? The key to this ques
t ion is token p ropaga t ion . When the token t ravels f rom 
one node to the next , no stat ion can access the r ing for 

transmission. One can therefore speak of a nonproductive 
token propagation delay. The faster the transmission the 
shorter the frames on the ring for some upper frame size 
limit. Thus the effect of nonproductive token propagation 
delay becomes more dominant with increasing ring speed 
and s ize. Consider the simplified case of N act ive s tat ions, 
each t ransmi t t i ng f rames du r ing the same lime in terval /. 
Let 7" be the r ing latency, then the r ing ut i l izat ion U is 
given by 

U = N . tl(N • f + T) 

U = N/{N + a) , 

whe re a is the p ropagat ion delay across the ent i re network 
med ium Expressed in numbers of back-to-back f rames that 
can coexist in the m e d i u m , 1 9 it is g iven by 

a = (S • £.)/(*/. P) , 

where S is the speed of the med ium in bi t /s , L the length 
of the m e d i u m in meters , V the signal p ropagat ion speed 
over the m e d i u m in m/s and P the f rame size in bits. The 
pa ramete r a is thus d i rect ly p ropor t iona l to the product of 
the speed and distance of the network. To obtain some 
unders tand ing of the numbers invo lved , cons ider a 10 km, 
100 Mb i t / s FDDI r ing suppor t ing 10 powerfu l fi le servers 
that genera te the bulk of the data cons is t ing of 2 Kbyte 
f rames. The m a x i m u m ut i l izat ion U for this conf igurat ion is 
0.97. This excel lent ut i l izat ion d rops to a mere 0.21 if the 
above conf igura t ion is accelerated to 1.2 Gbit /s and 
ex tended to 100 km. One can argue that ut i l izat ion is 
imp roved by a l l ow ing larger f rames or more f rame t rans
miss ions per token acqu is i t ion , wh ich is t rue but only at 
the cost of increased r ing access delay. 

This inherent l imi tat ion also holds for schemes based 
on impl ic i t token pass ing . 2 0 It can be avo ided by select ing 
a con f igura t ion wh ich a l lows nodes to access the network 
s imu l taneous ly in a non-sequent ia l manner . One such 
con f igura t ion is the slotted r ing or bus format {see Fig. 7) 
where node A can t ransmit before, dur ing or after node B. 
Buf fer inser t ion is another such med ium (see Fig. 8) bul is 
not wel l su i ted to suppor t ing isochronous traff ic, which is a 
M A N requ i r emen t . 2 1 Isochronous channels requi re f ixed 
t ransfer de lays , a proper ty that buffer inser t ion cannot 
easi ly ful f i l l because the h igher the load ing , the more 
buffers are t rave rsed and hence (he longer is the delay. 

Bus conf igura t ions requi re no garbage col lect ion in 
that bit or. burst e r ro rs eventual ly d rop off the bus end , 
whereas r ing conf igurat ions require ident i f icat ion of the 
e r ro r fo l l owed by remova l and token generat ion . Further
more s lo t ted busses have no delay constra ints as far as 
bus ends are concerned . On the other hand slotted r ings 
requ i re automat ic delay equal izat ion to ensure an integer 
number of bits and slots on the media 

In an env i ronment wi th a light to med ium load, 
shar ing a s lot ted bus requires only a busy/ f ree slot ind i 
cator, for there are enough avai lable slots for the t rans
miss ion needs of each user. However , when heavy 
load ing or ove r load ing occurs then a slot reservat ion 
scheme is needed to ensure fair access among al l act ive 
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NODE 1 TRANSMITS AFTER NODE 2 
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nodes. Thus a v iab le approach to very h igh-speed LANs 
and MANs seems to be a s lo t ted bus app roach a l l ow ing 
good ut i l izat ion over large geograph ica l coverages 
coup led wi th a slot reservat ion scheme to ach ieve fair 
behav ior under heavy load ing . F igure 9 shows two s lot ted 
bus s t ructures of interest . F i rs t ly , there is a fo lded struc
ture in wh ich a headend located at one end of the bus gen
erates a cont inuous slot s t ream. A node w ish ing to 
t ransmi t invokes a reservat ion a lgo r i t hm for s lots on the 
ou tbound bus sect ion whereby recept ion occurs on the 
inbound sect ion. Second ly , there is a dual bus s t ructure in 
wh ich headends p laced at a l ternate ends of each bus gen
erate cont inuous slot s t reams. A node w ish ing to t ransmi t 
to a r ight -hand (or left-hand) par tner invokes a reservat ion 
a lgor i thm for slots on bus A (or bus B). 

NODES 1 & 2 TRANSMIT S I M U L T A N E O U S L Y 

I I 
Fig. 7: Two nodes t ransmi t t ing over a s lot ted format exem

plify the nonsequent ia l nature of s lot ted access. 
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Fig. 8: Nonsequent ia l access nature of buffer inser t ion. 
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BUS A 

b ) SLOT GEN. 

•— HEADEND -

Fig. 9: Slot ted bus conf igura t ions . 

5. The DQDB Protocol 

The IEEE 802.6 MAN s tandard p roposa l ca l led DQDB 
(Dist r ibuted Queue Dual B u s ) 2 2 2 3 exh ib i ts precisely those 
features that are wel l sui ted to very h igh-speed opera t ion , 
namely a s lot ted bus w i th reserva t ion . The DQDB struc
ture belongs to the class shown in Fig. 9b. Its basic p r in 
ciple is exp la ined (see Fig. 10) in te rms of FIFO queues . 2 1 

Slot headers inc lude a busy/ f ree bit fo l l owed by a request 
bit for reservat ion purposes . The FIFO queue in Fig. 10a 
represents a node 's mechan ism for slot reservat ion on bus 
A. Nodes w ish ing to t ransmi t p lace a REQ in the f irst 
ava i lab le request f ield on bus B. Nodes dupl icate all 
passing REQs into the i r FIFO queue. If a free slot passes 
on bus A when the FIFO head e lement is a REQ then the 
node refra ins f rom us ing it and removes the head element 
This ensures avai lab le slots on bus A for downs t ream 
nodes that made reservat ions. When a node wants to t ran
smit , it places a tagged REQ (TREQ) dupl icate in its FIFO 
queue (see Fig. 10b). Eventual ly the TREQ percolates to 
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Fig. 10: Illustration of the DQDB distributed queue prin
ciple with the help of FIFO queues. 

the queue head, thereby permitting the node to use the 
next free slot to pass on bus A. An identical FIFO mech
anism controls data transmission on bus B via REQ reser
vations on bus A. 

This represents a smart mechanism for distributing a 
first come, first served reservation discipline over a 
network of nodes. It works well as long as propagation 
delays between nodes are sufficiently small so that indi
vidual queues can be considered updated simultaneously 
For larger network configurations, however, bus sections 
between consecutive nodes may be so long as to carry 
entire slots on the fly. If these slots carry REQs then the 
individual queues, belonging to consecutive nodes, are no 
longer consistent, which results in complex behavior 
DODB then exhibits unfair node throughput, unpredictable 
behavior and makes ineffective priority assignments during 
heavy loading and overloading. 2 5- 2 6 Generally speaking, 
the unfairness becomes more pronounced the larger the 
number of slots on the fly in the network medium, i.e. the 
larger the product of the speed and distance of the bus 
This proved to be so severe 2 ' that DQDB was extended to 

include a non-mandatory bandwidth balancing 
mechanism, 2 8 whose performance still exhibits fairness 
and priority inadequacies. 2 9- 3 0 Although bandwidth bal
ancing is currently the favored correction in the IEEE 802.6 
MAN standards committee, other extensions have been 
proposed as wel l . 2 4 ' 3 1 

6. Beyond DQDB: A Conclusion 

Although DQDB has serious deficiencies (see Section 
5) it maintains high aggregate throughput performance 
even at high bus speed and over large distances. This is 
because every slot carries payload (be it unfairly distrib
uted) when the network saturates. One can conclude that 
the slotted bus nature of DODB should be maintained 
when going to Gbit/s, but that a new reservation approach 
is required which operates efficiently when most needed, 
namely during heavy loading and overloading. 

What requirements and properties, then, does a slot 
reservation scheme need to operate effectively in the 
gigabit speed range? Obviously, it must have predictable 
behavior, exhibit throughput fairness independent of node 
location and be expandable to support a traffic priority 
hierarchy. A reservation scheme should also work well 
whether the bus latency corresponds to 100, 1000 or 10000 
slots. Thus a viable reservation scheme can be expected 
to be effective over large ranges of bus lengths and hence 
be applicable to both LAN and MAN networks. Another 
requirement is a high network utilization capability for all 
active user combinations while maintaining throughput and 
delay fairness. The extreme case of a single heavy user in 
an otherwise lightly loaded network must also be included 
for it represents the scenario of a powerful host or super
computer attached to a LAN/MAN via an HPPI-like inter
face. 

CRMA (Cyclic-Reservation Multiple-Access) is a 
slotted bus-based shared medium access protocol 2 4- 3 2- 3 3 

with a promising slot reservation scheme that fulfills the 
above requirements. The principles of this protocol are 
illustrated in Fig. 11 for a folded bus structure but it oper
ates equally well for dual bus configurations. 3 3 Numbered 
reservation commands periodically issued by the headend 
collect requests for slots as they pass nodes wanting to 
transmit. The nodes increment a cycle-length field by the 
number of slots they need. On returning, a command's 
cycle-length field plus number (cycle number) is entered in 
a headend FIFO queue. Entries percolate through the 
FIFO with the top element being removed to generate as 
many slots as its length number indicates. This group of 
slots form, a cycle, preceded by a cycle start command car
rying the appropriate cycle number. On" matching a 
passing cycle number with one associated with a previous 
reservation, a node begins transmitting in the first free slot 
it observes in that cycle 

CRMA's cyclic nature features great flexibility in band
width allocation. Fairness can be achieved by imposing a 
bound or window qn the number of slots reservable in one 
command. Its behavior under both light and heavy loads 
is predictable in a straightforward, intuitive way, and it can 
support prioritized traffic by superimposing multiple 
instances of the reservation scheme onto the same bus. It 
achieves maximum network utilization for all active node 
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configurations by offering more reservation than payload 
capacity, i.e. the rate of payload reservation is higher than 
the payload transport rate of the network. Yet the scheme 
minimizes access delay for light -users in the presence of 
heavy loading in a simple way by temporarily stopping the 
reservation process when the backlog suffices to ensure 
full aggregate network util ization. 3 '- 3 3 
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Fig. 11: Principle of CRMA as it applies to folded bus con
figurations. 
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ATM : SOLUTION FOR B-ISDN 

M. De Prycker 
Alcatel Bell Telephone, Antwerp, Belgium 

1. INTRODUCTION 

In the future telecommunication world, new services like 
videotelephone, videolibrary, high speed data, ... will be added to the 
existing voice (POTS : plain old telephone service), TV distribution and 
low speed data. This venue of new telecommunication services generates 
new requirements for the telecommunication network. New 
telecommunication techniques (called transfer modes) may be required and 
may offer possible advantages compared to the techniques used in existing 
networks. These techniques are propagated by the ever increasing 
technological capabilities with respect to speed and complexity. 

Due to the forthcoming requirements of the new emerging services, and 
the available technology, a new transfer mode has been defined for the 
future broadband ISDN. This paper explains in detail all the considered 
transfer modes for the BISDN with their respective advantages and 
drawbacks. Then especially one technique is highlighted in details, 
namely ATM (Asynchronous Transfer Mode), since this technique has been 
selected in 1987 by CCITT to be the transfer mode of the future BISDN. 
In 1990, CCITT has issued a series of Recommendations, specifying the 
details of ATM for use in BISDN. 

2. PERFORMANCE REQUIREMENTS FOR THE BROADBAND NETMORK 

In the future broadband network, a large number of services have to 
be transferred (Fig. 1). These services are low speed, like telemetry, 
telecontrol, tele-alarm, voice, telefax, low speed data medium 
speed like hifi sound, video telephony, high speed data, ... and very 
speed like high quality video distribution, video library, 
video-education, ... 

Therefore, the transfer mode for this future network cannot be 
designed specifically for one service. As is shown in Fig. 1, we see a 
large range of services, with an estimated bit rate of a few bit/s upto 
some hundreds of Mbit/s. 
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Also the holding times are varying of some seconds upto hours. 
All these services have to be transported over the future broadband 

network. It has to be preferred to install a single network capable of 
transferring all sorts of services, than to install an overlay network 
per individual service, since such a series of overlay networks will be 
rather expensive to develop, install and maintain. In addition 
interworking between all networks has to be provided, which makes the 
solution with specialized networks even more problematic. Therefore, a 
single universal broadband network must be defined, capable of fulfilling 
all the requirements of expected and even unexpected services. 
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Fig. 1 : Range of services expected in broadband networks 

In order to define the transfer mode for this future broadband 
network, it is important to understand the characteristics of the 
existing services and their requirements for the transfer mode used in 
the network. To anticipate future unknown services we must try to 
characterize a service as general as possible. 

Services are characterized by a natural information rate. This is 
the rate at which the source is generating information if no limitations 
in terms of functionality and cost of the telecommunication network are 
present. The natural information rate of each source, (e.g. voice, 
video,...) is very much dependent on the coding and compression technique 
used, and thus the state of the art in signal processing and technology 
with the related economical feasibility. 

This natural information rate can be represented by a stochastical 
process s(t) as shown in Fig. 2. This stochastical process lasts for the 
duration T of the information transfer : this can be the duration T of 
the telephone conversation for POTS, the duration of a computer session 
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for computer-to-computer data communication, the duration of a video 
conference session, etc. 

E I» Ml 

Fig. 2 : Natural bit rate fluctuation in time 

Two important values can be obtained from each stochastical process : 
the peak, (maximum) natural bit rate S and the average natural bit rate 
E[s(t)3, calculated over the duration T. Sometimes the ratio between the 
maximum and the average natural information rate is called the 
burstiness B. 

It is clear that per session of a service, the stochastical process 
s(t) will have a different behavior, but the average and peak, values will 
be typical for a service. In Table 1 some typical values are described 
for a number of services. 

Service E [s(t)] B 

Voice 32 Kbit/s 2 

Interactive data 1-100 Kbit/s 10 

Bulk data l-10Mbit/s 1-10 

Standard quality video 20-30 Mbit/s 2-3 

High definition TV (HDTV) 100-150 Mbit/s 1-2 

High quality video telephony ~ 2 Mbit/s 5 

Table 1 : Broadband services and their characteristics 
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The burstiness from the voice basically comes from the talkspurts and 
silence periods, which each typically last about 50X of the time; for 
bulk data transfer, the very high burstiness is mainly explained by the 
fact that some contiguous sectors of a disk are read before the magnetic 
head of the disk has to be moved and a next set of contiguous sectors are 
read; for video one can imagine that a coding technique only generates 
bits if there is non-redundant information available (e.g. some movements 
on an image). 

Two important conclusions can be drawn from Table 1 : 

* There exists no such thing like a single "typical" service 
description : all services have different characteristics both for 
their average bit rate and burstiness factor. 

* None of the services has a burstiness equal to one. By source 
coding, one can always transform the natural bit rate to one fixed 
value, but that is either at the expense of lower quality (if the 
peak bit rate is reduced, Fig. 3a) or at the expense of a lower 
efficiency, (Fig. 3b) because idle information is transported 
wasting resources in the network. 

Indeed, in Fig. 3a the transfer rate is smaller than the peak of the 
natural bit rate. This results in a quality reduction, since during the 
periods that the natural rate is larger than the transfer rate, some bits 
will have to be discarded to limit the natural rate to the acceptable 
transfer rate. 

In Fig. 3b on the contrary, the transfer rate is always larger than 
or equal to the natural bit rate. Only dummy information can be used to 
fill up the difference between natural bit rate and transfer rate. So, 
resources will be wasted in the network. 

bit rate (bit/s) 

transfer rate 

Fig. 3a : Quality reduction by peak bit rate reduction 
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fait rate (bit/s) 

Fig. 3b : Bandwidth waste by peak bit rate allocation 

Before going into detail on the transfer nodes for BISDN, some 
general definitions will be explained. These important definitions 
characterize the performance of a network to transport information : 

- semantic transparency : this determines the possibility of the 
network to transport the information error free, i.e. the number of 
end-to-end errors is extremely low which means acceptable for the 
service. 

- time transparency : this determines the capability of the network 
to transport the information through the network from source to 
destination in a minimal time, i.e. acceptable for the service. 

2.1 Semantic transparency 

Semantic transparency determines the capability of the network to 
transport information accurately from the source to destination, i.e. 
with a limited (acceptable) number of errors. 

No system is perfect. Most of the imperfections of telecommunication 
systems are caused by noise (white noise, impulse noise,...). However, 
other factors contribute to a reduced quality. Examples of these other 
factors are limited resources and imperfect material. Any system 
(optical or electrical transmission systems and switching systems) will 
introduce errors of different kinds, since it is designed against a 
certain cost/performance tradeoff. The higher the performance 
requirement is (i.e. the less errors are expected), the more expensive 
the system will be. 
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But even the most expensive systems will have errors, albeit with a 
very low probability. These errors are due to malfunctioning of 
boards/chips, imperfections of components, inciding alpha particles,... 
For every system (type of system), the probability that a certain error 
will occur over a certain period of time can be defined and calculated by 
modeling the system and the probability that imperfections, noise, ... 
will occur. 

One of the most important parameters used to characterize 
imperfections in digital communication systems is the BER (Bit Error 
Rate) i.e. the ratio between erroneous bits and transmitted packets. 

In the telecommunication networks where the bits are treated in 
group, like for instance in packet networks, groups of errors can occur 
because blocks of information are lost or misrouted. If we call such a 
group a packet, we can define the PER (Packet Error Rate) as the ratio 
between misrouted or lost packets and transmitted packets. Let us be 
somewhat more specific and analyse the type of errors that can occur. 

Bit Error Rate 

The BER is defined as the number of bits which arrive erroneously 
divided by the total number of bits transmitted, and this measured over a 
representative period of time or 

BER = Number of erroneous bits 
Total number of bits sent 

The definition of an erroneous bit is very simple, i.e. when the bit 
arrives with the alternate value than it was sent. These bit errors can 
occur isolated (singular errors) or in groups (burst errors). 

Isolated errors are mainly caused by noise and system imperfections 
(e.g. bit slip caused by imperfect clocks). Burst errors not caused by 
packet errors, are mainly due to manual handling and impulse noise. 
These will be described in the next section. 

Important is the sentence : 'over a representative period of time. 
-4 Indeed, if we want to measure for instance a BER of 10 , we must at 

least have measured 10.000 bits, but in order to have confident values we 
need to measure at least 2 or 3 orders of magnitude more bits. In the 
example that means that we have to measure at least 1 million to 10 
million bits to be sure of a BER of 10" . This is mainly because the 
errors are more or less random. 
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Packet Error Rate 

In packet oriented networks bits are grouped in packets and treated 
as such in the network. The PER is defined as the number of erroneous 
packets over the total number of packets transmitted measured over a 
representative period of time. 

PER - Number of erroneous packets 
Total number of packets sent 

The definition of an erroneous data unit is more complex. Indeed, 
different types of erroneous packets exist : 

1. Packets which are lost in the network caused by misrouting or 
congestion. We can then define the PLR (Packet Loss Rate) as 

PLR - Number of lost packets 
Total number of packets sent 

2. Packets which arrive at a destination to which they were not destined 
and the destination accepts this packet as a correct one. We can 
thus define the PIR (Packet Insertion Rate) as 

PIR - Number of inserted packets 
Total number of packets sent 

The nature of these errors and rates may differ from system to system 
and will depend on certain assumptions. The characteristics will be 
explained in more detail in the next section. 

A network is mainly composed of two sorts of entities each performing 
a specific function : transmission and switching/multiplexing. Since 
transmission systems only know bits, only bit errors are representative; 
in switching/multiplexing systems both bit and packet errors may occur. 
Let us look at both systems separately in detail. 

2.1.1 Transmission errors 

Transmission systems are mainly performing functions at the bit 
level, and according to ISO can be categorized as operating in the layer 
1 of the OSI protocol stack. In transmission systems, different kinds of 
errors may occur : some are caused by imperfections of the transmission 
system itself, others caused by operative interventions. 
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The first sort of imperfections very much depend on the type of 
transmission system, and this on different factors such as : 

* what is the transmission medium : coaxial, optical and the related 
optical devices (laser, led, pinfet, ...) 

* what is the type of line coding, scrambling, ... 

Over a transmission system mainly 2 sorts of errors will occur : 

I) single bit errors, which are mainly caused by system 
imperfections; 

II) burst errors which are caused by maintenance actions such as 
protection switching 

2.1.2 Switching/Multiplexing errors 

Switching and multiplexing systems perform functions on a higher 
level in the OSI protocol stack (level 2 and 3) than transmission systems 
(level 1). The level 2 and 3 of packet switched systems perform 
processing on a packet level. 

This means that in a switching system for packet transfer mode (i.e. 
packet switching, frame switching, frame relaying, fast packet switching, 
ATM,...) errors on these packets may occur as well as errors on the 
bits. Remark again that according to CCITT, ATM functions can be located 
at the layer 1. However, the errors induced by ATM switching and 
multiplexing will be considered in this section. 

Packet errors are mainly caused by errors of the header. This means 
that the switching system will discard the packet due to an incorrect 
value in the header or misinterpret the header. This misinterpretation 
will cause a misrouting of the packet and consequently a missing packet 
at the original destination and an additional packet at an incorrect 
destination. 

Another very important cause for packet errors is an instantaneous 
lack of resources in the switching/multiplexing system, because too many 
packets are simultaneously contending for the same resource. 
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2.1.3 Error probability distribution model of the network 

In an overall network we must take into account both the errors 
induced by the transmission systems and the errors occured in the 
switching/multiplexing systems. 

Instead of trying to model the errors only by BER and PER as in the 
previous section, we can try to characterize them by a probability 
distribution function of the number of consecutive bit errors. Indeed a 
packet error can be translated as n consecutive bit errors, where n 
represents the packet size in bits. Therefore, we must model the BER 
more accurately. 

The exact mathematical representation of the Bit Error Rate then 
becomes a probability distribution function, representing the probability 
that 1, 2, 3, ... n,... consecutive errors occur during the measurement 
period. In general, bit errors are caused by errors on the bit level in 
transmission and switching systems, and errors on a higher level, such as 
packet loss (PLR) and packet insertion (PIR). 

The probability distribution will then show peaks at multiples of the 
packet length (in bits) and also a peak at 1 caused by bit errors of the 
transmission system, as shown in Fig. 4. This diagram represents a 
typical distribution of a packet oriented network. Notice that in this 
example around 45 % of the errors are single bit errors and 45 % of the 
errors are caused by errors in the switching/multiplexing systems. So, 
switching and transmission systems have a comparable quality. 
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Fig. 4 : Probability distribution of errors over 
a typical packet oriented network (packet size = 512 bits) 
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2.1.4 Semantic transparency enhancement 

If the performance of the network is not acceptable for the quality 
required by a specific service, it is always possible to increase this 
quality by using the end-to-end protocols of the transport layer. For 
instance, electronic fund transfer requires a virtual error free transfer 
of information to ensure correct transfer of financial information. The 
enhancement of this end-to-end quality can be achieved either by forward 
error correction (FEC) techniques or by retransmission if an error is 
detected using so-called Automatic Repeat Request (ARQ) protocols. 

FEC techniques use complex coding schemes to add redundancy on the 
bit level. Examples are Hamming, Golay, BCH (Bose-Chadhuri-Hocquenghem) 
codes which can give different error correction capabilities depending on 
the redundancy added. 

ARQ techniques rely on the retransmission of information which was 
not received correctly. However, in order to detect that the information 
is not correct at the receiver some bit coding techniques are used, very 
related to FEC techniques. Quite often, these coding techniques (Golay, 
Hamming, BCH) can be used either with only detection capabilities, only 
correction capabilities or both. 

In today's copper based networks, the intrinsic error performance of 
the network does not guarantee an adequate level of end-to-end semantic 
transparency. Already error correction mechanisms have to be provided 
within the network on a link-by-link basis, such as is e.g. the case in 
X.25 networks using HDLC (High Level Data Link Control) on every link. 

It is clear that if the performance of the network is too low, too 
many packets will be lost underway, thereby requiring the retransmission 
of the lost packet, and possibly also of other packets if a sliding 
window mechanism is used, thus increasing the traffic. 

With the introduction of optical fibers, the transmission medium 
—8 itself provides a very high quality (BER is normally better than 10 ), 

eliminating the need for link-by-link performance upgrading by 
retransmissions, especially for short packets. 

2.2 Time transparency 

Time transparency can be defined as the absence of delay and delay 
jitter (i.e. different parts of the information arrive at the destination 
with a different delay). So two parameters are characterizing time 
transparency : delay and delay jitter. 
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The delay is the time difference between the sending of the 
information at the source (to) and the receiving of this information at 
the receiver (ti) (Fig. 5) or : 

D f = *1 ~ t 0 f o r t h e ^ r s t information block. 

Dj - tg - t 2 for the last information block. 

first bit at sender 

first bit at receiver 

last bit at sender 

last bit at receiver 

Fig. 5 : Delay in a network 
In general, this delay D can be different for every information block 

(a bit or a packet), and is thus a statistical variable with a minimum 
value D m and a maximum value D... The difference D u - D m is m M Mm 
sometimes referred to as the jitter, but more representative is the 
variation of the delay D in a certain time period. In the context of 
this book, the probability that a certain delay has occured will be 
representative for the delay itself, resulting in a probability density 
function as shown in (Fig. 6). This diagram shows the probability that 
each delay has occured and shows that D is a stochastic variable. 

The value of the end-to-end delay is an important parameter for real 
time services, such as voice and video. Indeed, if the delay becomes too 
large, echo problems may arise in a voice connection, thereby creating an 
annoying quality degradation. For instance, CCITT specifies that if the 
end-to-end delay in POTS becomes larger than 25 ms, echo cancellors 
should be provided to eliminate the echo. 
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Fig. 6 : Probability density function of the delay 

Delay contributing parameters 

The delay of a network is composed of several components, which can 
basically be divided in 2 groups : transfer delay D. (caused by the 
transmission of the information from source to destination in the 
network) and processing delay D (caused by processing in the switching 
nodes, multiplexers,...) 

D = D. + D„ t p 

Both D. and D are stochastic variables, so D will also be a 
stochastic variable. 

The transfer delay D. is determined by the physical speed of the 
medium and the distance to be bridged between sender and receiver. If 
only one path is available between source and destination, the stochastic 
variable D. can be represented by a Dirac function, with only one 
value; in case several paths exist, D. has a limited number of discrete 
values. 

The processing delay D in the nodes is determined by the physical 
implementation of each of the nodes on the path between source and 
destination, but also by the way this information is handled. For 
instance in early message transfer systems, messages were stored several 
minutes (hours) before they were sent out again. In current narrowband 
ISDN system the processing delay is short. 

For instance, digital switches must have a delay which is on the 
average smaller than 450 \xs (CCITT, Rec. Q.507). 
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In future switching systems for broadband ISDN this processing delay may 
even become smaller, since the processing speed has increased 
significantly (150 Mbit/s and up). 

The stochastic behavior of D is very much influenced by the 
transfer mode used, e.g. D can be different for different information 
from the same "connection", if information is transferred in packets, and 
if each packet is suffering a different queuing delay. 

3. TRANSFER MODES 

The word transfer mode is used by CCITT to describe a technique which 
is used in a telecommunication network, covering aspects related to 
transmission, multiplexing and switching. 

A transfer mode able to transport all described services, and other 
services (not described in Table 1), must be very flexible in the sense 
that it must transport a wide range of natural bit rates and it should be 
able to cope with services which have a fluctuating character 
(i.e. natural bit rate) in time. 

So the optimal transfer mode should support the communication of 
various types of information via an integrated access, especially one 
which places little or no constraints on the way in which the customer 
wants to use his access. Ideally, the transfer mode must provide the 
capability to transport information, whatever type of information is 
given at the network. Very much like the electricity which provides 
power to its customers, without regarding the way the customer consumes 
his electricity. 

A transfer mode is basically characterized by the switching technique 
used in the switching nodes of the network. Fig. 7 describes a spectrum 
of switching techniques available to transport information in a 
telecommunication network. 

In general, the techniques towards the left hand of the continuum 
offer only a fixed bit rate and small flexibility, those to the right 
hand of the continuum provide increasing flexibility to handle variable 
bit rate and bursty information. However, they also require more 
processing, and complexity, both detrimental to the speed. 
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Fig. 7 : Spectrum of switching techniques 

I will now explain the most important transfer modes, which have been 
considered as possible candidates for BISDN and their applicability to 
the BISDN requirements, mainly with respect to time and semantic 
transparency. 

3.1 Circuit switching 

This transfer mode has been used since long in telephone networks, 
and is still applied in NISDN. In this classical approach, a circuit is 
established for the complete duration of the connection. In the proposed 
broadband approach, TDM (time division multiplexing) was selected to 
transport the information from one node to another. The information is 
transferred with a certain repetition frequency (e.g. 8 bits every 
125 yis for 64 Kbit/s or 1000 bits every 125 ys for 8 Mbit/s). 

The basic unit of this repetition frequency is called a time slot. 
Several connections are time multiplexed over one link by joining 
together several time slots in a frame, which is again repeated with a 
certain frequency. A connection (i.e. "circuit") will always use the 
same time slot in the frame during, the complete duration of the session. 

The circuit switching can internally be performed by space switching, 
time switching or a combination of both. The switching of a circuit of 
an incoming link to an outgoing link is controlled by a translation table 
which contains the relation of the incoming link and the slot number, to 
the outgoing link and the associated slot number. As can be seen in 
Fig. 8, connection V on incoming link 1 ^ occupies time slot 1, and 
will always be transferred (switched) to outgoing link 0 2 and time 
slot 2. Only when the connection finishes, time slot 1 of link ^ can 
be switched to another slot on another link. This relation is unchanged 
for the complete duration of the connection, i.e. this relation 
determines the "circuit". 
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Fig. 8 : Circuit switching 

Circuit switching is very inflexible, since once the duration of a 
time slot has been determined, the related bit rate is fixed. For 
instance in PCM, the basic time slot duration is 8 bits per 125 \xs, 
giving rise to channels of 64 Kbit/s. 

Since only one basic entity (i.e. the channel defined as the time 
slot repeated with the frame frequency) for information transfer is 
available, this solution is very unsuitable for all sorts of services. 

Indeed these services have different bit rate requirements from very 
low to very high, as was described previously in this chapter. In 
principle, the largest bit rate should be selected to be able to support 
all services e.g. 140 Mbit/s. But even 1 Kb/s services would then occupy 
a full 140 Mbit/s channel for the complete duration of the call, which is 
naturally a large waste of resources. So, simple circuit switching is 
not at all. Suitable for a universal broadband network. 

3.2 Multirate circuit switching 

To overcome the inflexibility of only a single bit rate as is the 
case in pure circuit switching, a more enhanced version was developed, 
called multirate circuit switching (MRCS). 

The transmission system of multirate circuit switching networks is 
identical to pure circuit switching. However, one connection can now 
allocate n (n > 1) basic channels. So every connection can be built as a 
multiple of the basic channel rate. 

This option is currently retained for instance for videophone in 
NISDN. The video codecs developed for NISDN videophones, and 
standardized under Recommendation H.261 can operate at bit rates of 
n times 64 Kbit/s (n < 30) 

23 



The switching systems based on the multirate circuit transfer mode 
become more complex than those of pure circuit switching, since the 
individual channels of one connection must remain synchronized. Indeed, 
if each channel is switched individually, no correlated synchronization 
is maintained and the information of one channel may be switched with a 
smaller delay than that of another channel. This desynchronization is 
not acceptable from a service point of view, as the terminal considers 
all the channels as one large entity. 

Another difficult problem for multirate circuit switching systems is 
the selection of the basic rate. Indeed, some services, such as 
telemetry, require only a very low basic rate, e.g. 1 Kbit/s. 

Others, such as High Definition Television (HDTV) may require around 
140 Mbit/s. So, if the basic rate is determined by the minimal required 
channel rate (1 Kbit/s in the example), a very large number of basic rate 
channels is necessary to construct a high bit rate connection (around 
140.000 basic channels of 1 Kbit/s for HDTV). 

The management and correlation of all these channels, just for one 
connection then becomes very complicated. 

If the basic rate is selected much larger to reduce the complexity of 
the management of the individual channels, then the waste of the 
bandwidth becomes too large for low bit rate application. If we take, 
for instance, 2 Mbit/s as the basic channel rate (where still 70 basic 
channels are required to constitute an HDTV connection), all voice 
(64 Kbit/s) and low speed data will encounter an enormous waste of 
redundant bandwidth. 

In order to overcome this difficult engineering problem of selecting 
the basic rate, another possible solution was proposed which uses 
multiple basic rates (Boettle, 1984). In this solution a basic time 
frame is divided into time slots of different lengths (Fig. 9). 
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TV distribution 

- Stereo sound 
- High speed dota 

NISDN 

Synchronization 

Fig. 9 : Multirate circuit switching with 
different basic channel rates 
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As is shown in this diagram, a channel of 139.264 Kbit/s is 
multiplexed with 7 channels of 2048 kbit/s, 30 B channels, and a 
D channel of 64 Kbit/s for signalling. In addition, a synchronization 
channel is defined which allows the receiving side of the link/terminal 
to determine the frame boundary. The total bit rate capacity is 
156.672 Kbit/s. 

The H4 channel of 139.264 Kbit/s was defined to be used for 
videophone and TV distribution services. The HI channels (2.048 Kbit/s) 
could be used for HIFI sound, high speed data and other medium speed 
services. The NISDN channel could be used for voice and other low speed 
data applications. We now see already a more efficient mapping of 
possible services to the available channels, but still with certain 
limitations very much determined by the choice of the channels. 

The switching systems developed for such a solution consist of 
overlay switches, each switch individually tailored to one specific basic 
channel rate. 

A possible switch architecture is shown in Fig. 10, where we see that 
the information coming from (going to) the subscriber access line is 
demultiplexed/multiplexed into the different channels which are then 
connected to the different switches. Each individual switch (H4, HI, 
NISDN) has to be designed and manufactured. Control, operation and 
maintenance can be common to the different switches. 

This architecture will inefficiently use its resources. Suppose that 
all HI channels are occupied, then no additional HI connections can be 
established, even when the H4 switch is completely free. 

H4 

H. 

NISDN 

Fig. 10 : Switch architecture for multirate circuit 
switching with different basic channel rates 

This solution clearly has some flexibility problems since once the 
(limited number of) basic channel rates are defined, all services must 
try to fit within one of these channel rates, even sometimes 
inefficiently, as explained above. 
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This situation even becomes worse when one considers a number of 
unknown services and the possible evolution in technology. Take for 
instance that at the moment the channel rates are defined, the major 
services are pay TV at 140 Mbit/s, fast data at 2 Mbit/s and NISDN. At 
that moment the frame is defined as described in Fig.9. 

Suppose that some years later, due to the progress in video and audio 
coding, the pay TV channel now only requires 25 Mbit/s, whereas the fast 
data requirements are now around 10 Mbit/s. In addition a new service 
has emerged, namely videophone at 1 Mbit/s. The channels defined 
earlier, and the switches developed and installed during the first phase 
can now only be used very inefficiently. And what is even more 
important, pay TV and high speed data cannot be transported 
simultaneously even when they only require in total 35 Mbit/s whereas 
156 Mbit/s is available. 

Another important disadvantage of both the pure multirate circuit 
switching and the enhanced version is its inability to cope efficiently 
with sources with a fluctuating and bursty character. Indeed, as in a 
circuit switching solution the resources are occupied in the network even 
when the sending terminal is idle. The selected channel rate must be at 
least equal to or larger than the peak bit rate of the source. 

Experiments based on this concept have been built in various 
countries. But because of its inflexibility and inability to treat 
bursty sources efficiently, it has not been retained as the solution for 
the broadband network of the future. 

3.3 Fast circuit switching 

In order to extend the concepts of circuit switching to sources with 
fluctuating and bursty nature, fast circuit switching (FCS) has been 
proposed (O'Reilly, 1987). The resources in the FCS network are only 
allocated when information is sent, and released again when no 
information is sent. 

One can state that FCS relates to circuit switching, as 
connectionless packet switching (datagram switching) relates to 
connection-oriented packet switching, in the sense that the resources 
(i.e. channels) are not permanently allocated, but will only be allocated 
when needed. This allocation is performed per burst, as is the case in 
datagram switching, but now under control of fast "associated" 
signalling, whereas this "signalling" information is present in the 
header of a datagram. 
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At call setup, users request a connection with a bandwidth equal to 
some integer multiple of the basic rate; the system will not allocate the 
resources, but store inside the switch information on the required 
bandwidth and the selected destination, and allocate a header in the 
signalling channel, identifying that connection. Hhen the source starts 
sending information, the header will indicate that the source has 
information, requiring from the switch to allocate the necessary 
resources immediately. 

Since the resources are only allocated on demand, it may happen that 
the system will not be able to satisfy the momentaneous requests because 
not enough resources are available. 

Clearly, if FCS and MRCS are combined into what may be called 
multirate fast circuit switching (MRFCS), then one can build a system 
which allows the use of different information rates. Also, this solution 
is efficient for bursty services. Still, some drawbacks remain, 
especially the complexity of designing and controlling such a system. 
Indeed, the system must be able to set up and tear down connections in a 
very short time duration. 

In some laboratories in the U.S., prototype systems based on FCS like 
techniques have been developed. However, especially because of the high 
requirements for treating signalling at a very high rate, this FCS or 
MRFCS has not been selected as the solution for the future broadband 
network. 

3.4 Packet switching 

In packet switching networks, user information is encapsulated in 
packets which are containing additional information (in the header) used 
inside the network for routing, error correction, flow control, etc. 

These networks, such as X.25, were designed in the sixties, at the 
time only poor to medium quality transmission links were available : a 
BER of 10" was already considered excellent at that time. 

In order to offer an acceptable end-to-end performance on each link 
of the network, complex protocols were therefore necessary basically 
performing error and flow control on every link of the connection. This 
link-by-link error control was required because of the low quality of the 
links, as was explained above to ensure that the traffic increase was not 
too large to guarantee the required semantic transparency. 

27 



These packets have a variable length and thus require a rather 
complex buffer management inside the network. The operating speed was 
not too high (typically 64 Kbit/s), so software buffer control was very 
well possible. This low speed caused a large delay, creating problems 
for the time transparency. 

These higher complexity protocols substantially increase the 
processing requirements and switching delay inside the network. This 
makes it very difficult to apply the packet switching technique for real 
time services (the delay is too long because of retransmissions) and for 
high speed services at ten/hundreds of Mbit/s (the processing 
requirements are too high). However, it must be admitted that packet 
switching is still very efficient and successful for low speed data 
transfer, as is done in X.25. 

An evolution in packet switching can be notified in CCITT. In a 
first phase of NISDN, CCITT planned to take the pragmatic approach and 
support X.25 packet switching over B/D channels. 

For the next generation packet switching for NISDN, CCITT envisaged 
alternative solutions called frame-relaying and frame switching. These 
solutions have less functionality then X.25 and become possible due to 
the increasing quality of the links. Since less functionality is 
implemented in the nodes, a higher throughput can be achieved. 

In Table 2, the functions of these 3 alternative packet switching 
systems are described. The first is the classical X.25 protocol, which 
at layer 2 uses the Balanced Link Access Procedure (LAPB) of the general 
HDLC protocol. In LAPB, the links between nodes and terminals and 
internode links perform all typical layer 2 functions as defined by ISO. 

These functions are frame boundary recognition using flags (01111110) 
and the related bit stuffing to guarantee bit transparency. 

In addition, it performs CRC generation at the sending side of the 
link and CRC check at the receiving side, and the related retransmission 
of missing or erroneous frames by an ARQ (Automatic Repeat Request) 
protocol. It also performs flow control and multiplexing of logical 
channels at the layer 3. 

In the frame relaying solution, retransmissions of user data frames 
as needed for error correction are only performed end-to-end (between 
user's terminals). Only an error detection function based on the CRC is 
performed, in order to discard erroneous frames, since it is of no use to 
continue transporting erroneous frames. No flow control of the frames 
neither a multiplexing at the packet level will be performed. 
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X.25 Frame switching Frame relaying 

Functionality ^ ^ « ^ ^ 

Frame boundary recognition 
(flags) 

X X X 

Bit transparency 
(bit stuffing) 

X X X 

CRC checking/generation X X X 

Error control (ARQ) X X 

Flow control X X 

Multiplexing of logical channels X 

Table 2 : Functional difference between 
generations of packet switching 

The frame switching option differs from the frame relaying option in 
the sense that error and flow control are retained at the frame level, so 
that frame retransmission and sliding window flow control will continue 
to be performed on the link level. However, no multiplexing at the 
packet level is supported, as is the case in X.25. 

Feasibility studies have shown that the speed at which these 3 
techniques can economically be operated in the early 1990 time frame is 
limited to around 2 Mbit/s for X.25. A 2 to 4 times speed improvement 
may be envisaged for frame switching, whereas frame relaying protocols 
would be capable of operating at around 140 Mbit/s, if proper bit 
transparency techniques are used. 

3.5 Fast Packet Switching - Asynchronous Transfer Mode 

Fast packet switching is a concept that covers several alternatives, 
all with the same basic characteristic i.e. packet switching with minimal 
functionality in the network. Different names were used for alternative 
solutions as proposed by several organisations. The most famous names 
are ATM (Asynchronous Transfer Mode) which is the official name used by 
CCITT, ATD (Asynchronous Time Division) (Coudreuse, 1983) which was the 
name originally used by CNET and later taken over in Europe, and Fast 
Packet Switching (Turner, 1983), which was the technique more deeply 
studied in the United States. 
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The name fast packet switching was applicable since it allows the 
systems to operate at a much higher rate than usual packet switching 
systems thanks to its limited funtionalities. In the acronyms ATD and 
ATM, the word Asynchronous has been used since it allows an asynchronous 
operation between the sender clock and the receiver clock. The 
difference between both clocks can easily be solved by inserting/removing 
empty/unassigned "packets" in the information stream, i.e. packets which 
do not contain useful information. 

Since ATM is the name standardized by CCITT, I will continue to use 
the acronym ATM instead of fast packet switching or ATD. All these 
alternatives have one common feature which guaranteed their success, 
namely the possibility to transport any service, irrespective of its 
characteristics such as the bit rate, its quality requirements or its 
bursty nature. This big advantage was one of the main motivations for 
CCITT to decide that ATM will be the transfer mode for the future BISDN. 
A network based on such a service independent transfer technique will not 
suffer from the disadvantages of the other transfer modes described 
above, like service dependence, not being future safe, inefficiency in 
the use of the available resources, not adapted to bursty sources, 
etc... On the contrary, it will be : 

1. Flexible and future safe 

Advances in the state of the art of coding algorithms and VLSI 
technology may reduce the bandwidth requirements of existing services. 
New services may emerge with yet unknown characteristics. All these 
changes can be supported with success without modifications of the ATM 
network and without loss of efficiency. The ATM systems (transmission, 
switching, multiplexing, ...) do not need to be modified. 

2. Efficient in the use of its available resources 

All available resources in the network can be shared between all 
services, so that an optimal statistical sharing of the resources can be 
obtained. No resource specialisation exists in an ATM network, meaning 
that every available resource can be used by any service. 
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3. One universal network 

Since only one network needs to be designed, controlled, manufactured 
and maintained, the overall costs of the system may be smaller due to 
economies of scale. These advantages will benefit all involved parties 
in the telecommunication world : customers, operators and manufacturers. 

3.5.1 Basic Definition 

ATM, ATD and fast packet switching have the following common 
characteristics : 

1. No error protection or flow control on a link-bv-link basis. 

If a link of the connection, either the user-to-network link or the 
internal links between the network nodes, introduces an error during the 
transmission, or is temporarily overloaded thereby causing the loss of 
packets, no special action will be taken on that link to correct this 
error (by e.g. requesting for retransmission on that link as is done in 
packet switching). 

This error protection can be omitted, since the links in the network 
have a very high quality (i.e. low BER). As was shown, no error control 
is then required on a link by link basis. Flow control will also not be 
supported in an ATM network. Proper resource allocation and queue 
dimensioning in the network will guarantee a controlled number of queue 
overflows, causing packet loss. Values of packet loss probability of 

—8 —12 10 up to 10 are very well achievable. 
Different sorts of errors can happen in ATM networks, as described in 

the previous session on semantic transparency : namely bit errors, 
packet loss and packet insertion. 

First transmission errors (single bit errors and burst errors) occur 
in an ATM network. Remark that I consider bursts not related to the 
packet loss. Single bit errors and burst errors occur in any transfer 
mode mainly caused by caused noise, protection switching and loss of 
synchronization. In circuit switched networks nothing is done against 
these errors inside the network; in packet switched networks error 
detection and correction features are provided inside the network (e.g. 
by CRC and ARQ). ATM thus takes the option of circuit switched networks 
for this problem and relies on end-to-end protocols. 
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Loss of packets and insertion of packets caused by errors in the 
header is typical for packet networks. In classical packet switching 
networks this problem is solved inside the network by asking 
retransmission between the nodes (ARQ). 

In ATM networks no dynamic actions are defined against packet loss 
(such as ARQ). Only preventive actions are provided by ATM by allocating 
resources during connection setup and checking whether enough resources 
are available. Loss of packets due to queue overflow is a typical 
problem for ATM since no flow control is provided in the nodes, and the 
possibility exist that queues are momentaneously overwhelmed by different 
sources. However, this momentaneous packet loss is controlled and 
limited to very small values thanks to the connection-oriented mode. 

2. ATM operates in a connection oriented mode. 

Before information is transferred from the terminal in the network, 
first a logical/virtual connection setup phase must allow the network to 
do the reservation of the necessary resources, if these are available. 
If no sufficient resources are available the connection is refused to the 
requesting terminal. 

When the information transfer phase is finished, the resources are 
released. This connection-oriented mode of operation allows the network 
to guarantee in all cases a minimal packet loss ratio, and thus a maximal 
quality. 

Indeed, at call setup it is checked whether statistically enough 
resources are available. This means that with a certain probability it 
can be guaranteed that resources will be available and no queue overflow 
will occur. The probability of overflow can be dimensioned by queueing 
theory. Typical values which are considered for ATM systems range 

_o _i o 
between 10 and 10 for the probability of losing a packet. 

3. The header functionality is reduced. 

To guarantee a fast processing in the network, the ATM header has a 
very limited function. Its main function is the identification of the 
virtual connection by an identifier which is selected at call setup and 
guarantees a proper routing of each packet in the network. 

In addition, it allows an easy multiplexing of different virtual 
connections over a single link. As we will see later in the detailed 
definition of ATM, different sort of connections (paths) can be 
multiplexed on a single link. 3 2 



If an error occurs in the header, misrouting can be the consequence. 
This causes error multiplication : one bit error in the header may result 
in n consecutive bit errors (if n is the packet size) as a result of the 
packet loss. To reduce the error multiplication effect caused by 
misrouting, error detection and/or correction mechanisms on the header 
bits are proposed to reduce or avoid such a misrouting. 

In addition to the virtual connection identifier, a very limited 
number of functions are also supported by the header, mainly related to 
maintenance. All other header functions of the classical packet 
switching systems are removed, such as e.g. sequence number for error and 
flow control, D-bit, M-bit,... 

Due to the limited functionality in the header, the implementation of 
the header processing in the ATM nodes is simple and can be done at very 
high speeds (150 to 600 Mbit/s). This results in very low processing and 
queueing delays. 

4. The information field length is relatively small 

In order to reduce the internal buffers in the switching nodes, and 
to limit the queueing delays in those buffers the information field 
length is kept relatively small. Indeed, small buffers guarantee a small 
delay and delay jitter as required by real time services. More details 
on these delay values will be given in the next section of this chapter. 

The ATM principle allows the implementation of several kind of ATM 
switches. A number of alternative switch architectures are descriped in 
the literature. However, all switches can schematically be depicted by 
the general scheme used in Fig. 11. A number of n incoming links (I,, 
... I ) transport ATM information to the switch, where depending on the 
value of the header this information is switched to an outgoing link 
«V .... oq). 

The incoming header and the incoming link number are used to access a 
translation table. The result of the access to the translation table is 
the outgoing link and a new header value. In the example, we see that 
information with header x on incoming link I, will be switched to 
outgoing link 0, and header k. Information with header y on incoming 
link I will be switched to outgoing link CL and header j. 

Remark that this is just a functional diagram and tells nothing about 
the implementation of the switch, e.g. where the translation table is 
located. 
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3.5.2 Performance characteristics 

The definition of ATM, has specific consequences on the performance 
of an overall ATM based network, especially with respect to time and 
semantic transparency. 

Data 

\ 
Header 
/ 

l« 1" l« l l» l 

Cell 

H I»I ly l~TT 

*SF H»XxW "•ffif" H M X W 

1, 
y 

< 
Oi 
0, 7 

I 
y 

0. 

Oq 
i 
9 

Incoming 
Headers 

Fig. 11 : ATM Switching Principle 

3.5.2.1 Time transparency 

Due to the high speeds used in a broadband network and the small 
information field of ATM packets, the delay characteristics of an ATM 
network are very much different of those of classical packet switching 
networks. 

Since delay issues are mainly applicable to real time services such 
as voice and video, we will focus here on possible problems with respect 
to these services transported over an ATM network. Packet oriented 
services (e.g. computer data transfer) are not that sensitive to delays 
caused by information transfer only. 

ATM Delay characteristics 

The delay through an ATM network is determined by different parts of 
the network, each contributing individually to the total delay. These 
delays are shown in Fig. 12a for a pure ATM network and in Fig. 12b for a 
combined ATM/non ATM network. 

In a pure ATM network (Fig. 12a), the information is assembled into 
packets at the source terminal and depacketized at the destination 
terminal. 
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Internally in the network, packets are used everywhere. 
In a combined ATM/non ATM network (Fig. 12b), parts of the network 
operate with packets, other parts use synchronous networks (e.g. NISDN). 
An example is a voice conversation between a user connected to an ATM 
network and another user connected to the classical telephone network. 

Real Time Real Time 

FD,+QD FD+QD2 

PD : Packetizarion Delay 
TO : Transmission Delay 
QD : Queueing Delay 
FD : Fixed Switching Delay 
DD : Depacketization Delay 

Fig. 12a : Delay in a pure ATM network 

Real Time 
service 

PD : Packetization Delay 
TD : Transmission Delay 
QD : Queueing Delay 
FD : Fixed Switching Delay 
DD : Depacketization Delay 
SD : Synchronous Network Delay 

Fig. 12b : Delay in a combined ATM/non-ATM network 

The following parameters are contributing to the overall network 
delay : 

a. Transmission delay (TD) 

This delay depends on the distance between both endpoints. Depending 
on the transmission medium used, it ranges typically between 4 and 5 
microseconds per km. This delay is independent of the type of transfer 
mode used. 
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b. Packetization delay (PD) 

This delay is introduced every time a real time service such as voice 
and video is converted into packets (packetized). In a pure ATM network, 
packetization is only required at the source. In a network where ATM 
systems and non-ATM systems coexist, this packetization is required at 
every boundary between both types of networks. 

c. Switching delay 

In an ATM exchange, the switching delay is composed of a fixed part, 
called the fixed switching delay (FD) and a variable part, determined by 
the queues in the exchanges, called the queueing delay (QD). 

c.l Fixed switching delay (FD) 

This delay is implementation dependent, and caused by internal packet 
transfer through the hardware. It is the delay encountered in the switch 
if only a single packet passes through the switch. Since the switching 
is performed in hardware and at very high speeds this fixed switching 
delay can be kept very low. This is obtained by all proposed ATM 
switching architectures. 

c.2 Queueing delay (QD) 

Since ATM systems are statistically multiplexing and switching ATM 
packets, queues are necessary in the network to avoid an excessive loss 
of packets. 

These queues introduce a delay which is typical for a packet 
switching network (thus also for ATM switches). The delay varies with 
the load of the network. 

It is characterized by a pdf (probability distribution function) of 
the queue length describing the statistical behavior of the queues in the 
network. Instead of using the complete pdf to describe this queueing 
delay, we will only use a q quantile. This is the value of the delay 
which will be surpassed with a probability of 10 - C I. 
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d. Depacketization delay (DP) 

Real time services require at the destination or at the boundaries 
with synchronous networks an additional delay. This delay must be added 
to the packets to smooth out the stochastic delay (i.e. delay jitter) 
introduced by the network in orde to guarantee a reconstruction of the 
original bit rate stream. The depacketization delay can be considered as 
some network conditioning function in the terminal, to remove the jitter 
on the network delay. 

This depacketization delay is required at the receiver in a full ATM 
network. In a mixed ATM/non-ATM network it is required at every boundary 
between ATM and synchronous networks. This delay will again be 
determined using the q quantile. Indeed, if the delay of the packet 
through the network is larger than the depacketization delay, then the 
packet will arrive too late and will be lost. However this will only 
occur with a probability of 10~ q, so that a packet loss probability 
will be added by the receiver to the overall network loss probability. 
So this 10 - C | must be kept low enough, at least as good as the network 
itself. 

The delay encountered is actually the worst case (i.e. maximum) delay 
through all queues, as described under QD. Therefore, the 
depacketization as such will not appear in the formula for the total 
delay. Both the queueing delay and the depacketization delay will result 
in a delay which has a dirac-like pdf at the q quantile. 
These delay parameters can then be combined to calculate the total 
end-to-end delay in the network in the case where the network is pure ATM 
(D,) and in the case where ATM will coexist with synchronous networks 
(D 2). These sums add the worst case values for the individual 
parameters. 

Values in an ATM Network 

The transmission delay (TD) is determined by the distance, and is 
independent of the ATM concept. The same applies to SD, the switching 
delay of the non-ATM switches. 

In the example we will further elaborate, we assume a distance 
between source and destination of 1000 km, resulting in a delay of 
4000 ys. We also assume 2 synchronous switches, each with a delay of 
450 us (the average value allowed by CCITT) resulting in a total 
synchronous switching delay of 900 \is. 
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With respect to the ATM characteristics, we assume 3 lengths of the 
information field (16, 32 and 64 bytes) and 2 switching and transmission 
speeds (150 and 600 Mbit/s). We also consider in total 8 ATM exchanges. 

Packetization Delay (PD) 

This delay depends on the packet length and on the speed at which the 
source is generating bits. A typical value for the packet information 
length is 16 to 64 bytes. Indeed, the packets may not be too long, to 
limit this delay. On the other hand, the packets may not be too short, 
in order not to introduce a low transmission efficiency caused by a large 
overhead from the header. For 64 Kbit/s voice this results in a 2 (for 
16 bytes) to 8 (for 64 bytes) milliseconds packetization delay. For high 
speed real time services (2 Mbit/s and higher), this packetization delay 
becomes very small (125 us and smaller). 

Fixed switching delay (FD) 

This delay depends on the implementation, but is in the order of tens 
of packets per switching exchange. For small sized packets (16-64 bytes) 
and high link speeds (150-600 Mbit/s) this results in a value between 2 
and 32 microseconds (see Table 3) per exchange, or between 16 and 
256 yis for 8 consecutive exchanges. 

Queueing delay (OP) 

The queueing delay very much depends on the load of the links inside 
the networks and on the allowable probability of losing a packet, as can 
be seen in Fig. 13. There we see that at loads around 80 %, the queue 
size and the related delay starts to grow exponentially. Therefore, 
typical load values which are considered for ATM network are located in 
the 80 % range. 

The size of the queues causing this delay depends on the 
implementation of the ATM switches. Most of the proposed switching 
architectures need some tens of packets per queue. Only one such queue 
is required in a small switching architecture (e.g. 16 by 16). For 
larger configurations, (a few thousand inlets and outlets) a convolution 
of the consecutive queueing delays has to be calculated, and will again 
depend on the selected switch architecture. 
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A typical value for this delay can be obtained, for a load around 80%, a 
packet loss probability of 1 0 - 1 0 , and 50 consecutive queues (e.g. 7 
exchanges, each with 6 consecutive queues, and one exchange of 8 
consecutive queues). The overall delay is 235 packets for the above 
assumptions. 

Speed 150Mbit/s 600 Mbit/s 

Packet size 
(bytes) 

16 32 64 16 32 64 

TD 4000 4000 4000 4000 4000 4000 
FD 64 128 256 16 32 64 

QD/DD 200 400 800 50 100 200 
PD 2000 4000 8000 200 4000 8000 
SD 900 900 900 900 900 900 
Di 6264 8528 12256 6166 8132 12364 
Dj 9365 13828 21956 9016 13132 21364 

Link load : 80 % 
Packet loss ratio : 10~'° 

Table 3 : Delay in (ys) for different speeds 
and packet sizes 

Qutu i Length (in packets) 

Load (In %) 

Fig. 13 : Queue length in function of the load with an M/D/l model 

For packets between 16 and 64 bytes, and queue processing speeds 
between 150 and 600 Mbit/s this delay of 235 packets results in a delay 
between 50 and 800 microseconds (see Table 3). 

Depacketization Delay (DP) 

The depacketization delay must remove the delay jitter by introducing 
an additional delay at the receiver. This additional delay is actually 
determined by the convolution queueing delays. 
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If we take the same assumptions as for the queueing delay, then the total 
jitter to be removed ranges between 50 and 800 ps depending on speed 
and packet size. This delay will as such not be added, since we have 
assumed already the maximum value for the queueing delay, so the jitter 
is already calculated in this value. 

Conclusions on the delay 

In Table 3 the total delays (D, and D 2) are calculated for the 
typical example given above (8 ATM exchanges, 2 synchronous exchanges) 
and a single conversion between ATM and non-ATM (i.e. k=2). 

We see that a single conversion between ATM and non-ATM already 
increases the delay, especially for larger packets. Remark that the 
QD/DD value for D 2 should be somewhat larger than the one shown in the 
table, since the sum of 2 separate convolutions of e.g. 25 queues result 
in a larger value than a single convolution of 50 queues. However, this 
difference is a few microseconds and thus negligible. 

In order to keep the delay small to avoid echo problems for voice, 
the packets may not be too long. In table 3 we see that all examples 
still fulfil the requirement of CCITT of an overall delay smaller than 24 
ms. But we see that packets larger than 64 bytes or distances more than 
1000 km will introduce the need for installing echo cancellors, which is 
required if the delay is larger than 24 ms. Furthermore, the 
depacketization delay (and the related buffer) in the receiver may not be 
too large to avoid an expensive buffering at the receiving terminal. 
Again, this limitation promotes smaller packets. 

3.5.2.2 Semantic transparency 

As in any packet switching system, the errors encountered in an ATM 
network are caused by transmission and switching/multiplexing systems. 
However, due to the properties of ATM (e.g. no error and flow control) 
the error behavior is different of that of the classical packet switching 
systems. 
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The overall bit error rate of an ATM system is determined by 
3 factors : 

* The loss and incorrect arrival of bits of the information field due 
to transmission errors 

* The loss of packets in the switching/multiplexing systems due to 
queue overflow 

* The loss and incorrect arrival of packets caused by misrouting the 
packets due to misinterpretation of the header in the switching 
systems. 

The incorrect arrival of bits of the information field caused by 
transmission errors is independent of the use of ATM and will thus not be 
discussed here again. Only the 2 other errors are affected by the ATM 
principle and will therefore be discussed in detail in this section. 

Packet loss caused bv errors in the header 

Transmission errors will cause the change of the value of the 
transmitted bits. If this bit change has occurred on a bit in the 
information field, this incorrect bit will finally arrive at the 
destination in ATM, since no error control on a link basis is provided. 
If the incorrect bit occurs in the header, then the 
switching/multiplexing equipment will misinterpret the header and may 
then misroute the packet. 

This misrouting occurs when the "transformed" header has a value 
which is that of another connection. In that case 2 connections will 
suffer from this single bit error. One connection which misses the 
packet, and another which receives a packet which was not destined for 
him. If the "transformed" header has a value of a non-existing 
connection, then the packet will be discarded and only the involved 
connection will miss a packet. In both cases a multiplication of errors 
occurs. 

To solve this error multiplication problem, an adaptive error 
detection/correction mechanism is very attractive (Fig. 14) : in normal 
mode the header error protection works in correction mode and single bit 
errors are corrected. 
When an error is corrected, the protection mechanism switches over to 
detection mode. 
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This switchover ensures that in case of a burst error, only the first 
packet will be miscorrected and misrouted, the consecutive incorrect 
header packets will be discarded, by the detection mechanism, which only 
discards packets with an incorrect header. 

correction 
mode 

Fig. 14 : Adaptive error detection/correction 
algorithm in the header 

In case of a single bit header error, the error will be corrected, 
and in the next packet no error will occur, so that no misrouting will 
take place. 

To complete this adaptive mechanism, when no longer errors are 
detected in the header, the protection mechanism switches back to 
correction mode. This happens in the first packet after single bit 
errors, and only when the burst error was followed by a correct header. 
This adaptive mechanism is very well suited for single errors in the 
header and burst errors, and is rather simple to implement. 

Transmission systems regularly use line coding techniques (e.g. 
Manchester, HDB3, 5B/6B, ...) to allow easier bit clock recovery at the 
receiver and a better distribution of the signal energy over the entire 
available frequency spectrum. However, some of these line coding 
techniques may have an impact on this error detection/correction scheme. 

Indeed, line coding (such as e.g. 5B/6B coding) and autonomous 
scrambling perform a bit error multiplication, in contrast with a reset 
scrambler where no error multiplication occurs. This means that a single 
bit error in the transmission system may cause multiple errors after the 
reverse line coding operating. Remark that this in another kind of 
multiplication as the one described just above. In this case of error 
multiplication, the location of the correlated bit error depends on the 
type of coding. In line coding techniques, the correlated errored bit 
will always be located in the same code word (e.g. 6 bits in a 5B/6B 
code). 
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In an autonomous scrambler, the correlated error occurs at the 
position determined by the number of stages in the scrambler. So, if a 
scrambler is used with more stages than the length of the header, the 
additional error will arise in the information field. This will cause no 
multiplication effect if single bit errors can be corrected as explained 
above. In case the number of stages is smaller than the number of bits 
in the header, then the described algorithm is no longer valid. 

So, when the line coding technique of an ATM system is determined, 
one must take into account the header error detection/correction 
capabilities of the ATM header in order not to cause large error 
multiplication effects as described above. Line coding mechanisms suited 
to the adaptive protocol described above are e.g. reset scrambling and 
autonomous scrambling with more stages than the length of the header. 

Packet loss caused by queue overflow 

By proper dimensioning of the queues internally in the network the 
packet loss can be reduced to a value which is acceptable by the 
end-to-end services. In Table 4, these values are depicted for some 
services. It can be seen that there the most stringent requirement lies 
around a packet loss rate of 10" 8. So if the queues in the 
switches/multiplexers can be dimensioned such that this packet loss ratio 
can be achieved, no visible/audible degradation of the service will 
happen. 

Service BER PLR PIR Delay 

Telephony 10 7 io- 3 10 3 25 ms / 500 ms 

Data transmission I 0 7 10" 10"* 1000 ms (50 ms) 

Broadcast video 10" IO- 8 1(H 1000 ms 

Hifi sound i<r5 io- 7 io- 7 1000 ms 

Remote process control i o 5 io- 3 lO-3 1000 ms 

Table 4 : Acceptable cell loss rate for different services 
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This queue dimensioning is very much eased by the connection oriented 
characteristic of ATM. This allows the control of in the network to 
accept or refuse new connections if the load is smaller than or larger 
than the one for which the queues were dimensioned. As is shown in 
Fig. 13, the packet loss rate can be kept to values of 10" for loads 
around 80% of the maximum link capacity, if queues around 50 packets are 
implemented. 

3.5.3 Definition of the information field length 

It was already mentioned that the information field length of ATM 
packets is rather small. However, it was necessary in the ATM definition 
to specify whether fixed or variable packet lengths would be allowed, and 
in addition what is the size (for fixed) or range (in case variable was 
selected) of the information field. 

Since fixed length packets guarantee a smaller network delay and a 
simpler switching implementation, and since they allow the transportation 
of any service, CCITT decided to select to use fixed length packets which 
they called ATM cells. 

Contradicting factors are contributing to the choice of the cell 
size. However, as shown above, a value between 32 and 64 bytes is 
preferrable. This choice is mainly influenced by the overall network 
delay, the transmission efficiency and the implementation complexity. 
Depending on the emphasis which is placed on one of the influencing 
parameters, a cell size of 32 or 64 can be defended. 

In CCITT, before an agreement was finally reached, Europe was more in 
favour of 32 bytes (because of the echo cancellors for voice), whereas 
the US and Japan were more in favour of 64 bytes for the transmission 
efficiency. Finally, a compromise of 48 bytes was reached in the CCITT 
SGXVIII meeting of June 1989 in Geneva. 

3.5.4 Header functionality 

It was already mentioned that one of the basic characteristics of ATM 
is a limited functionality in the header. This limited functionality is 
largely supported by the connection-oriented characteristics of ATM. 
Indeed, functions such as source and destination address and sequence 
number (for resequencing) which are necessary in connectionless networks, 
are not required in an ATM network. 
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Every virtual connection will be • identified by a number (identifier), 
which has only local significance per link, in the virtual connection. 

In addition, error control as is present in current X.25 networks on 
a link per link basis, is only present end-to-end if required by the 
service. This error control function can be removed due to the high 
quality links as is described earlier in this chapter. Flow control 
mechanism, such as ARQ (automatic repeat request), are also not provided 
in ATM because of a good call acceptance control mechanism. This will 
guarantee an acceptable number of cells to be lost, as described earlier. 

The basic remaining function of the header is the identification of 
the virtual connection. This function is performed by 2 subfields of the 
header : VCI (Virtual Channel Identifier) and VPI (Virtual Path 
Identifier). The VCI field identifies dynamically allocatable 
connections; the VPI field identifies statically allocatable 
connections. In addition, some bits are allocated to support the 
adaptive header error detection and correction mechanism. This resulted 
in an ATM cell header of 5 bytes as defined by CCITT. 

4. CONCLUSION 

This paper has shown the advantages of ATM for the future BISDN. It 
has also explained the basic characteristics of ATM which are : 
connection-oriented mode, no link-by-link error control and fixed length 
cells with minimal header functionality. 
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STANDARDS IN COMPUTER NETWORKING. 
P. Van Binst 

Université Libre de Bruxelles, Brussels, Belgium. 

ABSTRACT. 

In this short two-hour lecture, we will only address some particular 
aspects of this very wide and intricate subject. The process of standardi
zation in the Information Technology and Telecommunication domains is 
reviewed and criticized, particularly at the European level. The role of the 
various bodies is described as well as the recent tendency by which users 
can take a more active role in the standardization process. 

1. INTRODUCTION. 
We wish to address the field of Standards in Computer Networking by trying to shed 

some light on what is maybe the most badly understood aspect of it: the process of 
standardization and the various bodies which intervene - usually in a poorly coordinated 
way - in that process. Our aim is to show how complex is the standardization scene and 
what the user may expect of it - or not. The accent is put on the European situation. 

2. A COMPLEX SITUATION... 
The standardization scene in general, and particularly in the fields of information 

technology and telecommunications, is a very complex one; this is true worldwide and 
specially in Europe, where many national and international, public and private organiza
tions are involved in the process of defining standards, publishing them and possibly 
enforcing them. 

3. ... AT MANY LEVELS... 
On top of that basic standardization activity comes another one, which is the defini

tion of functional standards or standardized profiles, also accompanied by ways of enforc
ing them and of establishing possible means of testing products for their conformity and 
interoperability. (A functional standard or standardized profile is a document that further 
refines a given standard, specifying options, limitations, etc, so that implementations may 
be carried out unambiguously). 

4. ... THAT SHOULD BE SIMPLE. 
Viewed simply, standards should only be produced by one organization, the 

International Organization for Standardization (ISO), complemented since a very long 
time by the International Electrotechnical Commission (IEC). The ISO/IEC pair is indeed 
the only worldwide organization producing standards, which are then disseminated 
throughout the world by the appropriate national organizations (ANSI in the USA, 
AFNOR in France, DIN in Germany, BSI in the UK, D3N/BIN in Belgium, etc). 
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5. INFORMATION TECHNOLOGY AND TELECOMMUNICATIONS. 
In the particular fields of information technology (IT) and telecommunications, ISO 

was acting through its Technical Committee 97 (TC 97) which was merged a few years 
ago with similar committees of the IEC in order to form the ISO/IEC Joint Technical 
Committee 1 (JTC 1). The ISO/IEC JTC 1 is now the only source of IT and telecommun
ications standards worldwide. 

6. THE HISTORICAL SITUATION OF THE 
TELECOMMUNICATIONS FIELD. 

However, in the field of telecommunications, another body has since a very long time 
been producing "recommendations" which are considered by many as having at least as 
great an importance as the ISO standards; this institution is the International 
Telecommunication Union (ITU), through its committee known as the CCITT (Interna
tional Telegraph and Telephone Consultative Committee). In fact, the ISO and the ITU 
have long been addressing rather exclusive areas, as ISO TC 97 was not dealing with 
telecommunications and the CCITT was not dealing with IT. There was therefore no 
overlap in activities and hence no conflict. 

7. TELECOMMUNICATIONS IN EUROPE. 
In Europe, the importance of the CCITT recommendations is further enhanced, 

again since a long time, by the activities of the CEPT (European Conference of Postal 
and Telecommunications Administrations) which was created at the initiative of the 
(until the last few years) monopolistic national PTT administrations. 

8. THE ROLE OF "THE COMMISSION... 
Another institution, which is taking a growing importance in Europe in the fields of 

IT and telecommunications, is the Commission of the European Communities (CEC), 
particularly through its Directorate General XIII (DG XIII). Under its initiative, a 
European Committee for Standardization was set up with the name CEN/CENELEC, to 
supplement the ISO/IEC activities essentially by promoting European functional stan
dards (or standardized profiles). 

9. ... AND OF MANY EXPERT COMMITTEES. 
There is a high level committee known as the ITSTC (Information Technology 

Steering Committee) depending from the CEC, which plays a significant role in directing 
the CEN/CENELEC activities and in liaising with the CEPT. 

The CEN/CENELEC is helped in its work by a body known as ITAEGS (Information 
Technology Ad Hoc Expert Group on Standards). 

Both the CEN/CENELEC and the CEPT also have high level advisory groups, which 
are known respectively as SOGITS (Senior Officials Group on Information Technology 
Standards) and SOGT (Senior Officials Group on Telecommunications). 
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10. THE GOAL: EUROPEAN STANDARDS. 
CEN/CENELEC is to produce European Standards or EN's while the CEPT should 

produce European Telecommunication Standards or N E T s . The main "feeder" organiza
tions for these two bodies are, on the CEN/CENELEC side, the private association known 
as SPAG (Standards Promotion and Application Group) which has already produced a 
heavy volume of texts known as the Guide to the Use of Standards (GUS), while the 
CEPT is being "fed" by its constituent PTT administrations - see however about ETSI 
below. 

11. STILL MANY OTHER ACTORS. 
There are yet other parties who have traditionally been very active in the promotion 

of s tandards on the European scene, one of the best known being ECMA, the European 
Computer Manufacturers Association. (It should be noted tha t both SPAG and ECMA, 
originally all-European organizations, now have a significant American and Japanese 
membership including IBM, DEC, HP, Fujitsu, NEC, etc). 

12. EWOS, ETSI... AND TOWARDS A EUROPEAN 
STANDARDIZATION ORGANIZATION? 

During the course of 1987, partly inspired by the exemple of the N BS Workshop on 
Open Systems and the COS initiative in the USA, Europeans have felt the need for a 
broader and more homogeneous base to their standards-making activities, particularly in 
tha t new and very intricate domain of Open Systems Interconnection or OSI. This has led 
to the creation of EWOS, the European Workshop on Open Systems, created jointly by 
CEN, CENELEC, SPAG, ECMA, BARE, COSINE, EMUG and OSITOP, in liaison with 
the CEPT. (NBS was the name of the American National Bureau of Standards, now 
called NIST, while COS, RARE, COSINE, EMUG and OSITOP are essentially users 
organizations - see the Glossary a t the end of this text). This formal entry of industry and 
users organizations on the European standardization scene is very worth noting. 

During the same period, the CEC had produced the "Green Paper" on the develop
ment of European Telecommunications, which included among other proposals the 
creation of a European Telecommunications Standards Insti tute (ETSI) which was to be 
a new and more dynamic body aiming a t producing European Telecommunications 
Standards - now called ETS's . The CEPT quickly reacted by taking major steps towards 
the creation of tha t Insti tute, which now includes more than 200 members, the great 
majority of which being industrial companies involved in the field of telecommunications, 
as well as various types of users and user associations. 

The creation of EWOS and ETSI has somewhat simplified the European IT and 
telecommunications standardization landscape, particularly as these two bodies seem to 
prove effective in rallying the voices of all their constituent parties. EWOS is now the 
main feeder organization to CEN/CENELEC, and ETSI is coming to occupy a formal 
position in Europe, next to CEN and CENELEC, as THE telecommunications standardi
zation body. 

A new "Green Paper" is now being drafted by the CEC, on the overall situation of 
standardization in Europe; it contains proposals for a European Standardization System 
(ESS) tha t would include a European Standardization Organization (ESO)... 
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13. GLOSSARY. 
AFNOR: Association Française de Normalisation. 
ANSI: American National Standards Institute. 
BSI: British Standards Institute. 
CCITT: Comité Consultatif International pour la Téléphonie et la Télégraphie. 
CEC: Commission of the European Communities. 
CEN: Comité Européen de Normalisation. 
CENELEC: Comité Européen de Normalisation Electrotechnique. 
CEPT: Conférence Européenne des Postes et Télécommunications. 
COS: Cooperation for Open Systems. 
COSINE: Cooperation for OSI Networking in Europe. 
DG XŒI: Directorate General XIII (of the CEC). 
DIN: Deutsche Institut fur Normung. 
ECMA: European Computer Manufacturers Association. 
EMUG: European MAP Users Group. 
EN: European Norm. 
ETS: European Telecommunication Standard. 
ETSI: European Telecommunications Standards Institute. 
EWOS: European Workshop on Open Systems. 
GUS: Guide to the Use of Standards. 
IBN/BIN: Institut Belge de Normalisation/Belgische Instituut voor Normalisatie. 
IEC: International Electro technical Commission. 
ISO: International Organization for Standardization. 
IT: Information Technology. 
ITAEGS: Information Technology Ad Hoc Expert Group on Standards. 
ITSTC: Information Technology Steering Committee. 
ITU: International Telecommunication Union. 
JTC 1: Joint Technical Committee 1 (of the ISO/IEC). 
MAP: Manufacturing Automation Protocol. 
NBS: National Bureau of Standards (of the USA). 
NET: Norme Européenne de Télécommunication. 
NIST: National Institute for Science and Technology (new name of NBS). 
OSI: Open Systems Interconnection (Reference Model of the ISO). 
OSITOP: European TOP users group. 
RARE: Réseaux Associés pour la Recherche Européenne. 
SOGITS: Senior Officials Group on Information Technology Standards. 
SOGT: Senior Officiais Group on Telecommunications. 
SPAG: Standards Promotion and Application Group. 
TC 97: Technical Committee 97 (of the ISO). 
TOP: Technical Office Protocol. 
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14. GRAPHICAL SUMMARY. 
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AN INTRODUCTION TO TRANSPUTERS AND OCCAM 

R.W. DOBINSON, D.R.N. JEFFERY AND I.M. WILLERS 
ECP DIVISION, CERN, 1211 GENEVA 23, SWITZERLAND 

Aims And Non Aims 

The aim of these lectures is to teach students how to write programs in the Ocean language 
developed by INMOS to support parallel processing on Transputers. 

The approach taken will be to first introduce sequential features of Occam, comparing 
periodically with Fortran. We then go on to describe the parallel processing constructs 
contained in the language, explaining some of the things you definitely cannot do in Fortran 
but can do with Occam. 

These lectures combined with the practical exercises should allow participants to progress 
from a simple mono-processor program to quite complex multi-Transputer programs over 
the period of the school. 

What is a Transputer? 

A Transputer Fig (1) is a family of micro-computers which have the following 
components packaged on a single chip: 

* An integer processor. 

* 2 or 4 kbytes of fast static RAM. 

* Four serial links which allow easy connection to other Transputers, Fig (2). 

* An interface to external memory. 

* A real time kernel for process scheduling. 

* A timer. 

* An on-chip floating point processor {on some Transputers). 
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Performance 
The Transputer that you will use is the 20 MHz T800 chip it has a computational power of 
1.5 to 3 Vax 11/780 equivalents. It has a low context switching overhead, a few 
microseconds, and process to process link transfer rates of 1.7 Mbytes/s between two 
Transputers. Only a few microseconds setup time is required for a link transfer. 

Some Simple Ideas About Processes 

An application can be made up of a number of communicating processes. For the moment we 
loosely use process to mean a part of the overall program. There are various different ways 
of mapping processes onto one or more processors, see figs 3,4,5. All processes could 
reside in a single processor or the program may be partitioned, most likely for 
performance reasons, over several processors. Three processes are shown in fig.3 
connected via channels . Fig 4 shows all the three processes running on one processor while 
fig 5 shows three processes running on three separate processors. We shall see that 
Transputers, their links and Occam make it relatively easy to spread an application over 
multiple processors. You might like to consider how you would do this with orthodox 
microprocessor chips and languagesl 

FIG (3) 

1 PRCCESSORC 
PROCESSORA 

FIG (4) FIG (5) 
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Names Used in Occam 
Names of objects in Occam, like variables, procedures, etc. must begin with an alphabetic 
character. They are a sequence of alpha-numeric characters and dots. There is no length 
restriction. Occam is sensitive to the case of characters. Fred is different from FRED. 

There are a number of reserved keywords which always use capital letters, 

e . g . BOOL, ANY, ALT, PAR, S K I P , TIMER 

We recommend you use lower case names in your programs. Mixing upper and lower case 
can be confusing. 

* Some examples of legal and illegal names. 

Legal: 
dire.straights 
charlie 
input.buffer 
flagl 

Legal but discouraged in this course: 

BIGONE 
OutChar 
WRITE.MT.RECORD 

Illegal and flagged as such by the Occam compiler: 

data_buffer — illegal character _ 
lstnumber -- does not start with a letter 
last word — contains a space 
pointer$ — illegal character $ 
FUNCTION — reserved keyword 

Variables and Declarations 

Unlike Fortran, Occam requires all variables to be declared before use. Occam recognises 
the following data types. 

BOOL Boolean values true or false. 
BYTE Integer value 0 to 255. Used for characters. 
INT Generic signed integer 

( 32 bits for the T800 we shall be using, 16 bits for 16 bit 
Transputers such as T222) 

I NT 16 16 bit signed integer. 
INT32 32 bit signed integer. 
INT64 64 bit signed integer. 
REAL32 32 bit IEEE floating point number. 
REAL64 64 bit IEEE floating point number. 
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Examples of declaring variables. 

INT fred : 
BYTE input.character : 
REAL32 floatingl, floating2 : 
INT16 junk, morejunk, 

still.more.junk: 

A declaration is terminated by a colon. Variable names in a multiple declaration are 
separated by commas. A line break can occur after a comma. 

Constants 

Constants can be defined in the following way using the keywords VAL and IS: 

VAL leap.year IS 366 (INT) : 
VAL character IS 'z' (BYTE): 
VAL pi IS 3.141592 (REAL32) : 
VAL calibration.cons IS 6.1E-5(REAL64): 
VAL end IS FALSE : 
VAL start IS TRUE : 
VAL string IS "Hello world": 

Note TRUE and FALSE are reserved keywords 

Arrays in Occam 

An array in Occam is a group of objects of the same type joined into a single object with a 
name. An object in an array can be individually referred to by a number stating its position 
in the array. Example of declaring an array. 

[5 ] INT x : 

A one dimensional integer array which has its 5 components labelled 0,1,2,3,4, this is 
unlike Fortran which would label the array 1,2,3,4,5. 

Another example 

[4 ] [ 5 ] INT x : 

This declares a two dimensional integer array. An array with four components each of type 
[5] INT. Components of array variables behave just like ordinary variables of the same 
type and can be used anywhere an ordinary variable could be used. 

Assignment 

An assignment in Occam is of the form 

x := y+2 

i.e. variable := expression 
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cf Fortran 

x - Y+2 

Note the use of := instead of just = 

The value of the expression must have the same data type as the variable to which it is 
assigned i.e. the Occam compiler would say " real.number := integer.number " is not valid 
(later we will see how to convert). 

An assignment is an example of what is called in Occam a primitive process. All Occam 
programs are built up as a combination of primitive processes. We will meet other 
primitive processes later. 

Expressions 

Expressions are made up of variables and literals (eg. 99, 42.3, 386.0E-2) in 
combination with operators. An expression is evaluated and produces a result. The result 
has a value and a data type. The simplest expressions are literals and variables. More 
complex expressions can be constructed using operators and parentheses. There is no 
operator precedence as in Fortran. All operators have the same priority. Hence parentheses 
MUST be used to define the hierarchy of a complex expression. 

Note that the data types of operands in the expressions must be the same. Bit shifting is an 
exception. 

We introduce some of the most useful operands and leave out others for the moment. 
Arithmetic operators: 

x+y -- add y to x 
x-y -- subtract y from x 
x*y — multiply x by y 
x/y -- quotient when x is divided by y 
x REM y — remainder when x is divided by y 

This is all very like Fortran. 

Here are some more examples of arithmetic expressions: 

(2+3)* (4+5) —answer 45 
(2+(3*4))+5 —answer 19 
2+(3* (4+5)) —answer 29 

The following expression is illegal and would be rejected at compilation time: 

2+3*4+5 — i l l e g a l ! 

The boolean operators AND, OR and NOT combine boolean operands and produce a boolean 
result. Examples of expressions using these operators: 
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NOT FALSE 
x AND y 
FALSE OR x 
(a AND b) OR (C AND d) 

Relational operators perform a comparison of their operands and produce a boolean result. 
Relational operators are: 

= equal 
<> not equal 
< less than 
> greater than 
< = • le3S than or equal 
>- greater than or equal 

Examples of expressions using relational operators. 

x=y 
(x=y) AND (a<>b) 
( c h a r > = ' a ' ) OR ( c h a r < = ' z ' ) 

The SEQ construction 

The SEQ construction is the simplest we shall meet. It says "do the following things in 
sequence". Example using Occam, 

INT i, j, k : 
VAL two IS 2(INT): 
VAL three IS 3(INT): 
SEQ 
i:= two + 2 
j:= three + i 
k:= (i+j) + 11 

The Fortran equivalent is 

PARAMETER ( ITW0=2, ITHREE=3) 
I - ITWO+2 
J - ITHREE+I 
K = I+J+ll 

Unlike Fortran we have to specify explicitly that the three assignments must be done one 
after the other. 

Why? Because as we shall see later they could be done in parallel I 

The three assignments are indented by two spaces to indicate the extent of the construction. 
Other languages use {...} or begin ... end for this purpose, but Occam uses indentation. The 
end of any level of indentation marks the end of the construction. The construction is defined 
only within the range of its indentation, as is the scope of its local variables. The SEQ has 
been used to combine three primitive processes, three assignments, into a larger process. 

Take care, a SEQ is compulsory in Occam whenever several Occam statements are to be 
executed in sequence. 
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The use of comments - a small digression. 

INT i,j,k: 
VAL two IS 2(INT): 
VAL three IS 3(INT): 
SEQ — a comment 

— comments cannot be indented 
— less than the following 
— statement 

i:=two + 2 
j:-three + i 
k:-(i+j) + 11 — note parentheses 

The Replicated SEQ Construction 

A process can be replicated to behave like a conventional counted loop. 

For example; 

INT a: 
SEQ 

a:=0 
SEQ i = 0 FOR 100 

a : = a + i 

The replicator has the form 

base FOR count 

Compare this with a Fortran DO loop. 

j = o 
DO 99 1 = 1 , 1 0 0 , 2 
J = J + I 

99 CONTINUE 

Note, the Fortran DO loop can specify a step, a feature not included in the replicated SEQ. 

Note, you can jump out of a Fortran DO loop. You cannot jump out of a replicated SEQ. 

If we were to introduce another assignment in our fragment of Occam above we would need to 
put in another SEQ. 

i.e. 
INT a, b 
SEQ 

a:=0 
b:=10000 
SEQ i=0 FOR 100 

SEQ 
a:»a+i 
b:-b-i 
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The extra SEQ is required whenever the block of statements ( component processes) to be 
replicated is longer than one. 

An example of how to zero an array: 

[100] INT array : 
SEQ i=0 FOR 100 
array[i]:»0 

* The equivalent Fortran would be. 

DIMENSION IRRAY(IOO) 
DO 1 J=l, 100 
IRRAY(J)= 0 

1 CONTINUE 

SKIP and STOP 

SKIP and STOP are primitive processes. Assignment is another primitive process that we 
met earlier. We introduce SKIP and STOP now as we will need to use them when discussing 
the IF and CASE constructions. SKIP does nothing, its rather like a "no op" or Fortran 
CONTINUE. SKIP starts , does nothing and terminates. 

STOP stops the flow of execution, it is a process that never terminates. A STOP in an Occam 
program will result in an error flag being set on the B008 board used in the lab exercises. 
When this occurs TDS will be terminated. Normally this should be avoided! 

The IF Construction 

All programming languages need to provide a way for programs to do different things 
according to a condition i.e. a test. One form of conditional choice is the IF construction. 

An IF construction specifies a number of options (different processes) each of which has a 
test ( a boolean expression) in front of it. Each test is evaluated in sequence and, for the 
first found to be TRUE, the associated option is executed. If none of the tests is true then a 
STOP is executed. 

Example; 
IF 
i=l — if i=l is TRUE then 
j:= 1 — set j equal to 1 

i-2 — if i=2 is TRUE then 
j:- 10 — set j equal to 10 

TRUE — if neither the above 
SKIP — then execute a SKIP 

Note that each test is indented two spaces wrt the IF, and each option is indented two spaces 
wrt its associated test. 

The final test uses the boolean constant TRUE (which is always true) and acts as a catch all 
in case none of the above is true. SKIP is just a do nothing action. If we did not have this 
catch all then a STOP would occur if i is not equal to 1 or 2. We don't want thisl 
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The "equivalent Fortran" would be: 

IF(I.EQ.1) J=1 
IF(I.EQ.2) J=10 

IFs can be nested to make more complex choices , for example: 

IF 
x=l 

IF 
y-i 
z:=100 

y=2 
z:=200 

y=3 
z:=999 

TRUE 
SKIP 

TRUE 
SKIP 

The Replicated IF Construction 

A conditional, like a SEQ, can be replicated. Example: 

IF i = l FOR 3 
x=i 

y:= i+10 

This is just equivalent to: 

IF 
x=l 

y:=l+10 
x=2 

y:=2+10 
x=3 

y:=3+10 

We need a catch all in case none of the tests in the replicated IF is satisfied. This can be done 
by nesting the replicated IF within an outer IF: 

IF 
IF i=l FOR 3 
x=i 
y:= i+10 

TRUE 
SKIP 

The CASE Construction 

The CASE selection combines a number of options, one of which is selected by matching the 
value of a selector with the value of a constant expression (a case expression) associated 
with the option. 

61 



Example; 
CASE direction 
up 
x:=x+l 

down 
x:=x-l 

ELSE 
SKIP 

Note if no match is found a STOP would be performed. Occam provides an ELSE as a catch all. 

It is possible to put more than one CASE expression on a single line, thus: 

CASE letter 
•a','e','i','o','u' 
vowel := TRUE 

ELSE 
vowel :- FALSE 

The WHILE Construction 

We have seen how a replicated SEQ can be used to execute a loop a specified number of 
times. The WHILE construct allows looping as long as a given condition holds. 

Example; 
INT x,y,z,3um : 
SEQ 
x:=0 
y:=0 
z:-0 
WHILE x <= 100 
SEQ 
y:=y+x 
z:=z+(x*100) 
x:=x+l 

3um:=x+(y+z) 

Input/Output 

The Fortran language allows users to perform I/O by means of READ and WRITE statements. 
These statements allow programs to access peripherals, such as disks, magnetic tapes, 
keyboards, screens, etc. 

We will introduce the idea of Occam channels and explain how I/O is performed from an 
Occam program to peripherals, attached to the APOLLO, via channels. Later we will see how 
Occam channels are used for all inter-process communications. 
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i.e. channels are used for 

a. Communication between different Occam processes in the same Transputer (between a 
user program and TDS or between two parts of a user program). 

b. Communication between different Occam processes in different Transputers. 

First Ideas about Channels 
Values can be communicated over channels using the primitive processes input and output. 
The input process 

chanl ? f red 

asks for a value from a channel named chanl. When the value arrives it is put in variable 
fred. Think of the ? as saying "where's my value". 

The output process 

chan3 ! jane 

takes a value jane and sends it down a channel called chan3. Think of the I as saying "here 
you are here's your value". 

The following code inputs a value from one channel and outputs it on another: 

SEQ 
chanl ? fred 
chan3 ! fred 

Where do the channels come from and go to? 

One example is a user program running under TDS. Two channels called "screen" and 
"keyboard" are made available to the user program by TDS. Values sent to the channel 
"screen" end up on the APOLLO screen. Values read from the channel "keyboard" contain 
input typed on the APOLLO keyboard. Communication between the user program and TDS 
uses a special set of protocols. Normally users make use of procedures from the TDS 
libraries to perform I/O. These procedures hide the underlying protocol from the user, see 
Fig (6). 
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USERIO Library 
For example 

Operations via channel "screen" 

write.int 
write.char 
goto.xy 
write.full.string 
write. real32 
newline 
clear.eos 
up 

write integer 
write character 
position cursor 
write string 
floating point write 
give new line 
clear screen 
move cursor up one line 

read/echo a character 
read a line of text 
read hex integer 
read and echo integer 
floating point read/echo 

Operations via channel "keyboard" 

read.echo.char 
read.text.line 
read.hex.int 
read.echo.int 
read.echo.real32 

Compare this with some Fortran I/O. 

WRITE(5,100) ISTAT 
100 FORMAT(/,'STATUS=",13) 

READ(6,120) INT, FP 
120 FORMAT(I10,F8.4) 

Example of I/O Using Occam and TDS to write hello on the 
screen 

#USE userio — library containing I/O 
INT any: 
SEQ 
write.full.string(screen,"hello!*c*n") 
write.full.string(screen,"press any key") 
read.char(keyboard,any) 

Notes 

#USE userio specifies use of the library containing the I/O procedures. 
*c moves the cursor to the first character of the current line. 
*n moves the cursor to the next line. 
A character is read from the keyboard to allow "hello " to be read before returning to TDS. 
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Some Concluding Comments about I/O 
TDS offers a lot of possible options for screen and keyboard I/O, it also provides file access 

which we have not described. It is easy to get confused, so we recommend you learn initially 
just enough to get by. TDS I/O is specific to TDSI This means you will not be able to use the 
I/O calls outside the TDS environment. This is a nuisance and a good reason for not spending 
too much time learning a whole lot of detail. TDS provides no graphics calls. 

Note: In general you should choose to perform all I/O from the same process in the root 
Transputer. TDS offers I/O only on the root Transputer. You yourself have to route any I/O 
from a network to the root. An RPC (Remote Procedure Call) is implemented between the 
APOLLO and the root Transputer. 

Some Basic Ideas About Parallel Processing 

Most computers, basically, operate in the following way: 

A processor is connected to a memory system which can store numbers. Some of the 
numbers are the data to be processed and other numbers are instructions to the processor to 
tell it what to do. The instructions are passed to the processor one after the other. 

Thus the execution of most computer programs is sequential, one instruction after the 
other. Most computer languages assume this form of computer hardware and reflect its 
sequential nature. A program has a single thread of control running through it. Computers 
are very often employed to model, service and control real world phenomena. The real world 
is highly parallel and it is rich in communications. Lets look at examples of computing 
problems with intrinsic parallelism in them: 

When simulating an electronic circuit, made up of an array of integrated circuits or gates or 
transistors, the inputs and outputs of the devices are all changing "simultaneously". The 
output of a gate will depend on values communicated to its inputs. 

Every parameter in an industrial plant may need to be monitored "at the same time, all the 
time". 

An airline reservation system needs to service many enquiries "concurrently" and change 
its database if you book a seat. 

Very often computers of the traditional type described above mimic concurrent events 
sequentially (using timesharing). However, it is often worth looking into the use of a 
number of closely cooperating processors working together, "in parallel", to solve a 
problem. This has been done in fact, though often for only a small number of processors, in 
an adhoc way, or at great cost and effort. Or perhaps all threel 

Until recently, neither the processor hardware nor the programming languages have 
existed to easily synthesize systems comprised of large arrays of processors. The 
Transputer and Occam are a first step in the direction of easing the difficulty. However, it 
would be naive to pretend that applying parallel processing techniques to real situations is 
always easy. 

A Knitting Analogy 

The sequential Occam representation of someone knitting a sweater could be as follows; 
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SEQ 
. knit body 
. knit left sleeve 
. knit right sleeve 
. knit neck 
. sew sweater. 

We have used the SEQ construct to emphasise the sequential nature of the knitting and have 
used folds to describe the different operations required. This sequential approach is ok for 
some purposes, but supposing time starts to matter. Supposing a new sweater is needed 
quicklyl The overall task of producing a sweater could be given to a team of knitters working 
in parallel. Suppose there is one knitter for each of four pieces plus someone to sew the 
final garment. The Occam for this can be written as follows: 

SEQ 
PAR 

. knit body 

. knit left sleeve 
. . . knit right sleeve 
. knit neck 
sew sweater 

Note we have now made use of a new construction, the PAR, to combine the four knitting 
processes which are going on in parallel. 

There is now a need for synchronization and communication. The sewing cannot start until 
all knitting is finished and the four separate pieces given to the sewer. Unless all knitting 
activities are "well balanced" then production is inefficient with everyone waiting for the 
slowest person to finish. Synchronization and communication are important in both parallel 
knitting and parallel processing. 

Lets put these ideas into the Occam knitting program more explicitly: 

PAR 
SEQ 

. .. knit body 
bodychannel ! body 

SEQ 
... knit right sleeve 
rightchannel ! rightsleeve 

SEQ 
... knit left sleeve 
leftchannel ! leftsleeve 

SEQ 
. .. knit neck 
neckchannel ! neck 

SEQ 
PAR 
bodychannel ? body 
rightchannel ? rightsleeve 
leftchannel ? leftsleeve 
neckchannel ? neck 

... sew sweater 
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Occam Processes and Channels 

Writing a program in Occam is carried out by combining a number of simple processes into 
a larger process. A process starts, performs a series of actions, and terminates. More than 
one process can be running at a time and messages can be passed between these concurrent 
processes. Channels are used to pass messages. Channels can link processes running on the 
same processor or on different processors. The use of channels not only takes care of 
communication but also takes care of synchronization. 

If a process asks for input, and no value is ready, then it will wait until one is supplied. 
Similarly, an output will not take place between sender and receiver until both are ready. 
Fig (7) shows how synchronisation on channels takes place. 
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FIG (7) 

More Formal Aspects of PAR and Channels 

Consider the following simple piece of Occam: 

INT a , b : 
SEQ 

a : - 5 
b:=a+100 

We have constructed a compound process made up of two primitive processes, two 
assignments, which are run in sequence one after the other. However we could also combine 
the two assignments with a parallel PAR construct which would specify "do the following 
processes both at the same time". 
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A completely trivial example could look like this: 

INT a, b, c : 
CHAN OF INT coram: 
PAR 

SEQ 
a:=5 
coram ! a — here's my value of a 

SEQ 
comm ? c — give me your value 
b:=c+100 -- form sum as before 

CHAN OF I N T comm: declares a channel called comm and specifies that an integer can be 
sent down it. Declaring a channel is like declaring a variable, a declaration must precede 
subsequent use. When you define what is sent over a channel you are specifying the channel 
protocol. In general you use the PROTOCOL keyword to do this. 

Examples of channel declarations and protocols; 

CHAN OF [20] INT fred: 
PROTOCOL values IS REAL32; INT; BOOL: 
CHAN OF values bert: 

CHAN OF ANY annie : allows anything to be sent down the channel called annie. 

A channel is a one way communication path between two processes running in parallel. 
There is one and only one sender and one and only one receiver. If a two way communication 
is required a second channel must be added. You can think of input on a channel as a remote 
assignment. Communication between the component processes of a PAR should only be done 
using channels. The following is illegal: 

INT a, b : 
PAR 

SEQ 
a:=5 

SEQ 
b:=a+100 -- this is illegal the compiler will object 

If Occam allowed this, what value ofMaM would be added to 100? We don't know anything 
about the time ordering of the two components of the PAR. 

Shared variables between parallel processes are not encouraged by Occam I Although read 
only access is permitted. Keeping variables local to component processes and using channels 
to communicate is the right approach. Thus : 

CHAN OF INT comm: 
PAR 

INT a : 
SEQ 

a: =5 
comm ! a 

INT b, c : 
SEQ 
comm ? c 
b:=c+100 

here's my value of a 

give me your value 
form sum 

69 



Note that the process formed by the PAR construct terminates when ail component processes 
have terminated. 

Deadlock 

Be careful to avoid deadlock between two processes running in parallel, e.g. 

CHAN OF INT comml, comm2 : 
PAR 

INT x : 
SEQ 

comm2 ? x 
comml ! 2 

INT y : 
SEQ 

comml ? y 
comm2 ! 3 

Both processes are waiting for input that never comes. The PAR will never finish. 

The ALT Construction 
We have seen how to make choices according to the values of variables using the IF 
construct. 

INT x: 
IF 
x=l 

. .. process 1 
x=2 

... process 2 
TRUE 

. .. process 3 

An ALT construction makes choices on the basis of the state of input channels. For example; 

CHAN OF INT chanl, chan2, chan3 : 
INT x : 
ALT 

chanl ? x 
. .. process 1 

chan2 ? x 
... process 2 

chan3 ? x 
... process 3 

The ALT watches all the input processes and executes the process associated with the first 
input to become ready. It is a first past the post race between a group of input channels 
with only the winner's process being executed. Note, channel ready means the sender is 
ready to communicate, it does not mean the input has completed. The ALT terminates when 
one of the alternative processes has been run. 
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An ALT may include a test in addition to an input, just like IF tests. The associated process is 
then only chosen if its input is ready and the test is true. 

CHAN OF INT chanl, chan2, chan3 : 
INT x : 
ALT 

(y<0) & chanl ? x 
... process 1 

(y=2) & chan2 ? x 
... process 2 

(y>0) & chan3 ? x 
... process 3 

The conditions that have to be satisfied before any of the alternative processes are run are 
called guards, i.e. 

(y>0) & chan3 ? x 

includes a guard, if y>0 and chan3 is ready then the value from chan3 is transferred into x 
and process 3 is run. 

How to build a Multiplexor 
WHILE TRUE 

ALT 
left ? packet 
stream ! packet 

right ? packet 
stream ! packet 

The code merges the inputs coming from the left and right channels and outputs on a single 
channel called stream. If left is ready and right is not then input is taken from left and 
passed to the output channel stream. If right is ready and left is not then input is taken from 
right and passed out to stream. If both are ready at the same time one of the two alternatives 
is chosen. Note, an Occam ALT does not specify which alternative is chosen (see PRI ALT 
later). If neither channel is ready the process waits until an input becomes available. See 
Fig (8). 

Multiplexors (mux) are important when using TDS and Occam. For example, if you wanted 
to have two processes running in parallel both outputting to the screen you would have to 
put in a multiplexor (Fig 9 ). 
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Abbreviations 
The term abbreviation can be confusing as it means more than one thing in Occam! Earlier 
we saw the notation for the declaration of constants: 

VAL k IS 1024 (INT32): 

this is one form of abbreviation. 

The Occam distinguishes two types of abbreviation, abbreviations of expressions and 
abbreviations of elements. 

Abbreviations of expressions is used to specify a name for a constant: 

VAL number .o f .bee rs .d runk IS 99 (INT32): 

This declares a constant of value 99. 

INT32 y: 
SEQ 
y:=32 
VAL x IS y: 
PAR 

...process 

This declares an integer constant x which has the current value of y. 

REAL32 x,z: 
SEQ 
x:=10.0 (REAL32) 
z:=99.0 (REAL32) 
VAL REAL32 y IS (x*x) + z: 

This declares a real32 constant y which contains the current value of the expression 
(x*x) + z. 

No assignment can be made to this type of abbreviation: 

INT32 y,z: 
VAL INT32 x IS y: 
SEQ 

z:=x+io (INT32) — this is allowed 

INT32 y: 
VAL INT32 x IS y: 
SEQ 

x-.=ioo (INT32) — this is not allowed 

i.e x is a read only quantity. 
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After the abbreviation of y we cannot assign to y : 

INT32 y,z: 
VAL INT32 x IS y: 
SEQ 

z:=x+io ( I N T 3 2 ) - - this is allowed 
y:=x+i5 (INT32) — this is not allowed 

Abbreviations of elements are used to abbreviate elements of an array or to rename a 
variable: 

INT32 y : 
SEQ 

x IS y : 

x is a variable which is used instead of y 

[25] INT32 one.dimensional.array: 
SEQ 

INT32 x IS one.dimensional.array[8]: 

This declares an integer x which represents the 8th element of the array. 

[100] INT32 z: 
SEQ 

[] INT32 x IS [z FROM 10 FOR 13]: 

This declares an array [13]x which is equivalent to the array z[10] to z[22]. This is a 
read/write abbreviation, in that you can assign values to the abbreviation. 

We cannot use name of the variable which has been abbreviated after the abbreviation: 

INT32 x : 
SEQ 

y IS x : 
x:=o — This is not allowed 

A part or all of a multidimensional array can also be abbreviated, fig(lO). Suppose we 
have: 

[ 9 ] [ 6 ] INT t w o . d . a r r a y : 
SEQ 

[] INT o n e . d . a r r a y IS t w o . d . a r r a y [ 3 ] : 

This results in the 3rd i'th row being abbreviated. 
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FIG (10) 

Also if we have 

[ 1 0 ] [ 2 0 ] [ 3 0 ] INT y : 

Then 

[ ] [ ] INT x I S y [ 5 ] : 

will give a two dimensional array [20][30]x. 

If the original array can be thought of as 

[i] [jl [k] three.d.array 

then we will have 

[ j ] [k] t w o . d . a r r a y 

as the abbreviation; i.e. the i'th row has been abbreviated. 

What use are abbreviations? 

We can make a program more readable; instead of 
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m:=x[10] [ 2 5 ] [ 2 3 4 ] [ 4 5 3 ] 
n : = x [ 1 0 ] [ 2 5 ] [ 2 3 4 ] [ 4 5 3 ] 
p : = x [ 1 0 ] [ 2 5 ] [234] [453] 

one could have 

INT a IS 
SEQ 

m:=a 
n:=a 
p:=a 

x [ 1 0 ] [25] [ 2 3 4 ] [ 4 5 3 ] 

Program execution time can be decreased by abbreviating array elements. In the above 
unabbreviated example the Transputer would have to calculate the address of 
x[10][25J[234][453] three times. In the abbreviated example the Transputer would 
only have to calculate the address once for the abbreviation a. 

Note that you can also have: 

[ 2 0 ] [ 2 0 ] INT t w o . d . a r r a y : 
SEQ 

VAL [] INT x IS t w o . d . a r r a y [ 1 0 ] : 

This gives a new one dimensional array, however you cannot assign to the elements of the 
array, e.g. 

x [ 3 ] : =o — is not allowed. 

The compiler will say 'Cannot write to x'. 
If you abbreviate an array element, you cannot use or change the other array elements: 

[10] INT x: 
INT y IS x[3] : 
SEQ 

y:= o -- allowed 
x[4] :=o --not allowed 

Procedures 

A procedure in Occam is similar to a FORTRAN subroutine: 

SUBROUTINE subi(i,j,x) 
x=x+2.5 

RETURN 
END 

The occam equivalent would be: 

PROC s u b i ( I N T i , j , REAL32 x) 
SEQ 

i : = j 
x:=x+2.5(REAL32) 
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Note that the statements are indented wrt the 'PROC and that the ':' signifies the end of the 
procedure: 

PROC my.proc (INT z) 
SEQ 

... body of procedure 

SEQ 
my.proc (x) — 1st call 
. . . some more s t a t emen t s 
my.proc (y) — 2nd call 

Formal Parameters are the variables passed in/out of the procedure. In FORTRAN we can 
always modify these variables in the subroutine. In Occam there are two methods of 
passing parameters: 

PROC subi(INT x) 

allows x to be modified in the procedure (this is called 'passing the parameter by 
reference") and 

PROC subi (VAL iNT x) - - note the 'VAL' 

means that x is read only for this procedure and cannot be modified within it (this is 
called 'passing the parameter by value'). 

Note that if the PROC does not have any parameter you still have to include the brackets in 
the declaration: 

PROC my.proco -- note the empty () 
SEQ 

. . . procedure body 

SEQ 
my .proc ( ) -- note the empty () 

Passing parameters by value 'adds' a level of 'safety' to programs as it means that 
variables cannot be 'accidently' modified in a procedure. 

SIZE 

This is an Occam keyword which returns the size of an array: 

[123] INT my.array: 
INT array.size: 
SEQ 

array.size:=SIZE my.array 

would assign 123 to array .size. 

SIZE is useful in procedures etc. which are passed arrays as parameters and the procedure 
does not know before hand the size of the array. 
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e.g. 
PROC my.procedure([] INT ip.array) 
SEQ 
SEQ i=0 FOR SIZE ip.array 
ip.array[i]:=i 

Functions 
An Occam function is similar to a FORTRAN function and allows a procedure to return a 
result to the caller e.g. SIN(x), COS(x), TAN(x) are all functions: 

#USE snglmath 
REAL32 z,angle: 
SEQ 
z:=SIN(angle) 
z:=SIN(angle) + COS(angle) 

The TDS system includes many libraries of functions e.g. mathematical functions (SIN, 
TAN, SQRT), i/o libraries etc. A 'simple' function which takes an integer parameter and 
returns an integer result looks like: 

INT FUNCTION my.fune(VAL INT parameter) 
INT my.result: 
VALOF — note new keyword 'VALOF 
SEQ 

. . . body of funct ion us ing parameter 
RESULT my. result — new keyword 

The 'VALOF' keyword instructs the Occam compiler that a result will be generated by the 
following instructions. The 'RESULT' keyword assigns the value to this result. The formal 
parameters must be of type VAL i.e. passed by value. 

Multi-Transputer Programs 

In this section we explain how multi Transputer programs are written and how 
Transputer networks are configured. 

EXE's and PROGRAMS 

At the moment you have been writing programs for a single processor (known as EXE's). 
An EXE is a 'special' type of program which runs on the first Transputer in the APOLLO 
which communicates with the APOLLO screen, keyboard etc. Fig (11) 
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'RAW 
LINK 
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FIG (11) 

An EXE runs on a single Transputer, the code which runs on more than one processor is 
known as an PROGRAM. 

A PROGRAM can run on more than one Transputer. It contains a special Configuration 
Language section which specifies which Transputer a process will run on and how the 
links should be connected between Transputers. It has no access to the keyboard, screen 
etc. and can only perform 'raw' link i/o. Fig (12 

USER'S PROGRAM 

TRANSPUTER 

KEYBOARD 

SCREEN 

FILE I/O 

FIG(12) 
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Occam as a Configuration Language 

The Occam allows: 

Processes to be PLACED on the various processors in the network. 

The assignment of Occam channels in the processes to physical Transputer links. 

The definition of the types of processors in the network. 

The configuration language uses the statements: 

PLACED PAR 
PROCESSOR number transputer.type 
PLACE channel AT link.number: 

where: 
number 
tranputer.type 
channel 
link.number 

identifies the processor 
is either T2,T4 or T8 
is an occam channel name 
is the Transputer link number 

The l ink.numbers specify the link inputs or link outputs, Fig(13): 

0,1,2,3 
4,5,6,7 

Output Links 0 to 3 
Input Links 0 to 3 

LINKO 

LINK 3 LINK1 
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The details of the PLACED PAR can best be described by an example, fig(14): 

T8 TRANSPUTER T8 TRANSPUTER 

PR0CESS1 link 2 link 1 

my.channel 

PR0CESS2 

FIG(14) 

... SC processl(CHAN OF ANY out.chan) 

... SC process2(CHAN OF ANY in.chan) 

CHAN OF ANY my.channel: 
VAL link.2.out IS 2: 
VAL link.1.in IS 5: 
PLACED PAR 

PROCESSOR 1 T8 
PLACE my.channel AT link.2.out: 
processl(my.channel) 

PROCESSOR 2 T8 
PLACE my.channel AT link.1.in: 
process2(my.channel) 

A PLACED PAR can be replicated, suppose we have some processors in a pipeline, Fig(15): 
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link.l.in link.1 .in link.l.in 

PROŒSSOR0 \ PROCESSOR 1 \ PROŒSSOR2 \ PROCESSOR 10 

MASTER PIPEPROC PIPEPROC \ PIPEPROC 

pipe.chan[0] \ pipe.chan[1] \ pipe.chan[9] 

link.2.out link.2.out link.2.out 

FIG(15) 
Then the configuration language will be: 

... SC pipe.proc 

... SC master.proc 

[10] CHAN OF ANY pipe.chan: 
VAL link.2.out IS 2: 
VAL link.l.in IS 5: 

PLACED PAR 

PROCESSOR 0 T8 
PLACE pipe.chan [0] AT link.2.out: 
master.proc(pipe.chan [0]) 

PLACED PAR i=l FOR 9 

PROCESSOR i T8 -- note 'i' 

VAL to.next.proc IS i: 
VAL from.last.proc IS i-1: 

PLACE pipe.chan[to.next.proc] AT link.2.out: 
PLACE pipe.chan[from.last.proc] AT link.l.in: 

pipe.proc(i,pipe.chan[to.next.proc], 
pipe.chan[from.last.proc]) 

Note: i can be passed as a parameter 

Timers 

The Transputer has two internal clocks. A low process priority clock which counts in ticks 
of 64|is and a high priority clock which counts in ticks of 1u.s. A timer behaves like a 
channel connecting the processor clock to a process. It is different from a normal channel 
in the following ways: 

It can only be used for input; It is always ready to communicate; It can be shared among 
concurrent processes on the same processor. 
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A timer counts in 'ticks', thus reading the clock returns the current value of the timer in 
'ticks'. How to use Timer: 

declaration: TIMER my.timer: 
use: my.t imer ? the . t ime.now 

To time a section of code: 

INT start.time,finish.time: 
REAL32 execution.time: 
TIMER my.timer: 

SEQ 
my.timer ? start.time 
... section of code to time 
my.timer ? finish.time 
execution.time:=( REAL32 ROUND (finish.time MINUS start.time))* 

0.000064 (REAL32) 

Delays 

A process can be blocked until a specified time by using the Occam AFTER keyword: 

my.timer ? AFTER wait.time 

where wait.time is an integer expression. This will wait until the time equals 'wait.time' 

A delay can be generated by first getting the current time 

my.timer ? time.now 

and then specifying the time to wait for: 

my.timer ? AFTER (time.now PLUS delay) 

Note the use of the PLUS and MINUS operators, this is a modulo arithmetic operation (see 
later). Delay will be specified in 'ticks'. We can also have arrays of timers; 

INT now: 
[10] TIMER clock: 
clock[0] ? now 
clock[0] ? AFTER (now PLUS 1) 

Modulo Arithmetic 

The modulo keywords are: PLUS, MINUS, TIMES 

What use are modulo operators? 

They perform the same operation as the corresponding arithmetic operators except that 
there is no overflow checking. The Transputer is a 32-bit processor, with 31-bits 
representing the number and the 32nd bit representing the sign (+ or -). The maximum 
positive integer is thus: 
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#7FFFFFFF 

The operation: 

#7FFFFFFF+1 
will set the Transputer overflow bit and cause an error, as the number generated is 
greater than the maximum integer representation. 

The use of the PLUS operator will not create an overflow, the result of 

#7FFFFFFF PLUS 1 

would be 

#80000000 

What use is this? 

Modulo arithmetic is essential when performing arithmetic with timers. An analogy is: 
If the time is 23.55 (11.55 p.m.) what will the time be in 1 hour? The answer is not 
24.55 but 00.55 i.e. the time has 'wrapped around'. 

The same ideas apply with Occam timers. Suppose the timer returned the value 
#7FFFFFFF: 

clock ? time.now 

and we want a delay of just one tick, which will be at the time #80000000: 

c l o c k ? AFTER ( t ime .now + 1) 

However the addition #7FFFFFFF+1 would cause an overflow. We want to wait for the 
absolute time #80000000, the use of the PLUS operator would calculate this quantity 
correctly: 

c l o c k ? AFTER ( t ime .now PLUS 1) 

Note the MINUS operator used in the code timing example. 

Scope 

Associated with each variable name is a region of a program in which it is valid. Variables 
are only valid in regions of the program starting directly after their declaration, indented 
to the right and ending when an occam statement returns to the same level of indentation as 
the declarations: 

INT my.variable: 
SEQ 

... my.variable scope valid 
... my.variable scope invalid 
— as we are back at the same level of 
— indentation as original declaration 
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e.g. 

INT x : 
SEQ 

x:=x+i — scope of x valid 
y:=x+2 — scope of x valid 

whereas: 

INT x : 
SEQ 

x : =x+i — scope of x valid 
y:=x+2 — scope of x invalid 

After the scope of a variable is finished the variable ceases to exist in the program. This 
allows a name to be re-used for a 'local' variable, e.g. 

INT local.variable: 
SEQ 

local.variable:=100 
... code where local.variable is 100 

... more of program 

-- At this point the scope of local .variable has ended and thus ceases to exist in the 
-- program 

INT local.variable: 
SEQ 

local.variable :=20 0 
... code where local.variable is 200 

Priority Processes 

The Transputer has two priority levels for processes: high and low. If a high priority 
process and a low priority process are ready to execute at the same time then the high 
priority process will execute and will block the low priority process. High priority 
processes are different from low priority processes in that they are not time-sliced, but 
run to completion or a communication block. 

PRI PAR 

High priority processes are declared using the occam PRI PAR statement. The rules for its 
use are: 

The PAR contains only two Occam processes. The first textually declared process will run 
at high priority, the second textually declared process will run at low priority. 

The Occam looks like: 



PRI PAR 
SEQ 

. . . process 1 
SEQ 

. .. process 2 
process 1 will be at high priority, process 2 will be at low priority. 

As high priority processes will execute to the exclusion of low priority processes then 
they should be short and execute quickly. Interrupt service routines or device-driver 
routines are examples of things which would need to run at high priority. 

How do you get more than one process at high priority? 

PRI PAR 
PAR -- this 'par' process is at high priority 
... proc 1 at high priority 
... proc 2 at high priority 
... proc 3 at high priority 

SEQ -- this 'SEQ' process is at low priority 
. . . p r o c 4 a t low p r i o r i t y 

PRI ALT 

Can also assign a priority to processes in an ALT, this is useful so that we can define which 
process will execute if the inputs to the ALT are ready at the same time. e.g. 

ALT 
chan.l ? x 

. .. process 1 
chan.2 ? y 

. . . process 2 
If chan.1 and chan.2 are ready at the same time the Occam definition does not define which 
process will execute (it is a compiler implementation detail) 

However, with 

PRI ALT 
high.priority.input ? x 

... process 1 
lower.priority.input.1 ? y 

... process 2 
lowest.priority.input.2 ? z 

... process 3 

The inputs have a 'sliding scale' of priority, starting with the first textually declared 
input as the highest priority and the next textually declared input at a lower priority and 
soon. 
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Replication of PAR and ALT 
The replication of PAR is identical to the replication of SEQ except that the replication 
count must be a constant and not a variable. The reason for this is that all Transputer 
workspace is allocated at compile time, you cannot have 'dynamic' generation of processes: 

PAR i=0 FOR 10 
. . . process — is allowed 

But 
INT x: 
SEQ 

... process using x 
x:=10*x 
PAR i=o FOR x -- is NOT allowed 

. . . p rocess 

Replication can be useful for executing the same process or procedure in parallel e.g. 

#USE snglmath 
[100] REAL32 sin.values: 
PROC my.procedure(VAL INT proc.num, REAL32 result) 
VAL pi IS 3.142(REAL32): 
SEQ 

result :=SIN((REAL32 ROUND proc.num)*pi) 

PAR i=0 FOR 100 
my.procedure(i,sin.values[i]) 

would give 100 versions of my.procedure running in parallel each calculating the SIN and 
assigning it to sin.values[i]. 

ALT can be replicated (a variable number of times): 

[10] CHAN OF ANY input.channel : 
[10] INT x: 
ALT i=0 FOR 10 

input.channel[i] ? x[i] 
my.proc(i) 

In this way an array of channels can be scanned for input. 

Recursion not allowed 

Recursion is a term to describe a procedure or process calling itself. It is not allowed in 
FORTRAN but 'C and Pascal allow it. It requires dynamic allocation of stack space etc and 
is not allowed in Occam. 

Bitwise operations 

To allow low level operations on the individual bits in a value, Occam provides bitwise 
operators; 
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Bitwise AND = A 
Bitwise OR = \ / 
Bitwise EOR = >< 
Bitwise NOT 

e.g. 
INT x,y: 
SEQ 
x:=#FFFF1234 
y:=x /\ #0000FFFF 

'y' would have the value #00001234 

Conversion of Data Types 

There are some simple rules for the conversion between data types. For conversion of bit-
precisions of the same type: 

INT 3 2 i: 
INT16 J: 
REAL32 x: 
REAL64 y = 
SEQ 

i : = INT32 j 
j: = INT16 i 
y: = REAL64 

However, when converting from 64 to 32 or 32 to 16-bit variables, the number must 
'fit' into the specified number of bits: 

INT16 x: 
INT32 y: 
SEQ 
y:=#55 (INT32) 
x:= INT16 y — OK 
y:=#10000 (INT32) 
x:= INT16 y — Overflow 

For conversion between data types it can be specified whether the conversion ROUNDS or 
TRUNCATES bits during the conversion: e.g. 

REAL32 x: 
REAL64 y: 
INT32 i: 
SEQ 

x:= REAL32 ROUND i - rounded conversion 
x:= REAL32 TRUNC i - truncated conversion 
y:= REAL64 ROUND i - rounded conversion 
y:= REAL64 TRUNC i - truncated conversion 
i:= INT32 ROUND x - rounded conversion 
i : = INT32 TRUNC x - truncated conversion 
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Conclusions 

We have seen that Occam and Transputers provide an important starting point for learning 
about parallel processing. However, in many applications there is a need to be able to 
program multiprocessors in familiar high level languages such as Fortran and C. Here 
there is a requirement to somehow incorporate parallel processing concepts into languages 
which were originally conceived for sequential programming. This has be done for the 
Transputer by INMOS and others , but that is another story, maybe at another CERN School 
of Computing. 
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NEW DEVELOPMENTS IN PROGRAM VERIFICATION 

Pierre Wolper 
Université de Liège*, Belgium 

1 Introduction 
Since the original work of Floyd [5] and Hoare [7], much effort has been put into moving 

program verification from the realm of theoretical developments to the world of the 

practicing software developer. Even though fairly large programs have been verified, 

these efforts have to a large extent been a failure. The reason for this is that programs 

are complicated objects that can be very intricate and that can rely on some nontrivial 

mathematical knowledge. Thus formally proving the correctness of programs can require 

long and tedious proofs or even the formalization of nonobvious mathematical arguments. 

Both these tasks are in principle possible with present theorem provers, but they are 

certainly not easy and can require a substantial amount of effort. 

There is however one area in which program verification seems more promising: the 

verification of reactive systems [14]. Reactive systems are systems that continuously 

interact with their environment. They can receive input and produce output at any time 

during their execution. This should be contrasted with the usual type of sequential or 

functional program which is modeled mathematically as a function transforming one set 

of input values into a set of output values. Examples of reactive systems are: interactive 

programs, process control software, communication protocols and the components of 

concurrent programs. It might seem absurd to state that the verification of such programs 

is a more promising area than the verification of sequential programs since they are 

inherently more complex than sequential programs. Rather than just reading data once 

and computing with that data, they read data any number of times and can compute with 

all the data values that have been read. This line of thought is rather misleading because 
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91 



a large class of reactive programs is not really concerned with the manipulation of data, 
it is concerned with control. In other words, it is the order in which elements are read 
and written that matters, not their value. A typical example of this is communication 
protocols. For instance, for a data-transfer protocol to be correct it must transmit the 
data packets in the right order. The protocol is insensitive to the content of the packets 
and in most instances it does not even look at this content. 

The characteristic of reactive programs that we have just described implies that they 
can often be modeled by simple formalisms that are amenable to verification. For in
stance, significant parts of communication protocols can be modeled by finite-state tran
sition systems [18, 11, 15] which makes it possible to do reachability analysis on the state 
space of the program and hence to prove some of its properties, for instance absence of 
deadlock. Finite-state techniques can give good results, but are limited. Their limits 
are due to the fact that only state-spaces of a limited size can be explored and to the 
fact that they provide no general way of expressing the properties to be checked. In this 
approach, it is the duty of the user of the verification system to express the properties 
to be verified as conditions on the state graph. 

Another interesting development is the introduction of temporal logic [12, 13, 20] as 
a convenient formalism for expressing the properties of reactive systems. Moreover, in 
its propositional version, it is linked to a very interesting verification method: model-
checking [3, 10, 17]. Model-checking is based on the idea that verifying a propositional 
temporal logic property of a finite-state program amounts to evaluating that formula on 
the program viewed as a temporal interpretation. The algorithms for doing this are quite 
efficient since their time complexity is a linear function of the size of the program. 

Model-checking thus seems to solve one of the limits of finite-state verification (the 
absence of a specification language) that we have mentioned. The fact that only limited-
size state spaces can be explored is common to both approaches. However, recent research 
results [8, 19, 21, 6, 4, 2] have introduced some ways of coping with the size of the state-
space. These results either rely on a very efficient encoding of the state space or on 
reduction techniques that make it possible to substantially reduce the state space by 
taking into account the symmetry or regularity of the system to be analyzed. 

The goal of this lecture is to give an introduction to temporal logic based verification 
of reactive systems and to describe some of the recent developments in this area. 
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2 An outline of Temporal Verification 
What makes temporal logic useful as a requirement language for reactive systems is 
that a formula of this logic describes a set of infinite sequences. A reactive system thus 
satisfies a temporal logic requirement if all its possible infinite computations are in the set 
described by the temporal logic formula. For propositional temporal logic and finite-state 
programs, there is a simple way of checking this inclusion. 

The key fact is that , given a temporal logic formula, it is possible to build a finite-
automaton that accepts exactly the sequences that make the formula true [17,16]. As we 
are dealing with infinite sequences (which is important if one wants to consider general 
liveness properties), the finite-automaton will be an automaton on infinite words rather 
than a classical automaton on finite words. Finite-automata on infinite words consider 
as inputs infinite sequences of elements of their alphabet. Precisely, for an alphabet S, 
an infinite word is a function from the set of natural numbers (u>) to E. In classical finite 
automata, a finite word is accepted if the state reached at the end of the word is final. 
For infinite words, we have to have a slightly different requirement since there is no end 
to the word. The most usual requirement is that some final state appears infinitely often 
in the computation of the automaton on the infinite word. 

The correspondence between temporal logic and finite automata being established, 
the model-checking algorithm for linear-time temporal logic can be easily described as 
follows. One is given a finite-state program P (given by its transition graph) and a 
propositional linear-time temporal logic formula / . 

1. Build the finite-automaton on infinite words for the negation of the formula / (one 
uses the negation of the formula as this yields a more efficient algorithm). The 
resulting automaton is A-,f. 

2. Take the product of the program P and the automaton A^j. 

3. Check if this automaton is non-empty. This reduces to a reachability problem: is 
there some final state that is reachable from the initial state and from itself? 

3 Reduction Techniques 
However good the tools that are implemented for finite-state verification, some problems 

have a structure that inherently generates an unmanageable state-space. There is nev

ertheless a possibility of tackling these problems with the help of reduction techniques. 
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These techniques attempt to reduce the state-space that has to be explored by taking ad
vantage of symmetry or regularity in the structure of the problem. Two examples of such 
techniques are data-independence [19] and inductive methods [21, 9]. Data-independence 
takes advantage of the fact that some programs treat all data items in an identical way. 
Inductive methods are applicable to programs that are build from large numbers of iden
tical processes. The work that will be undertaken in this area is to adapt these and other 
methods to the tools that will have been developed. 

4 Further Reading 

An simple introduction to temporal verification of reactive systems can be found in 
Chapter 4 of [16]. A survey of temporal verification techniques can be found in [20]. An 
implementation of temporal verification is described in [1]. 
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UNIX: EVOLUTION TOWARDS DISTRIBUTED SYSTEMS 

E. Milgrom 
Unité d'Informatique, Université Catholique de Louvain, Louvain-la-Neuve, Belgium 

ABSTRACT 

The UNIX system has evolved from a stand-alone time-sharing operat
ing system to a basis for building large networks of interconnected 
machines with various means for facilitating sharing of resources. The 
current trend is now to design fully distributed operating systems 
(D.O.S.), with increased transparency. Some issues related to building 
a D.O.S. are presented, with examples from currently available sys
tems. 

1. FROM COMMUNICATING SYSTEMS TO FULLY DISTRIBUTED 
SYSTEMS 

1.1. Introduction 
Wide area networking provides, since many years, a number of communication 

functions between remote hosts: remote login, file transfer, mailing, conferencing, bul
letin boards, etc. 

The advent of (relatively) cheap CPU's prompted the development of (relatively) 
cheap and high speed communication facilities. Local area networks (LANs) were 
thus born out of the general (unproven) consensus that sites with multiple CPU's are 
more desirable than sites with a single large machine. 

The very first functions which were implemented on local area networks were, of 
course, the same ones as those available on WANs. However, these functions are 
mostly geared towards infrequent or low traffic communication, for obvious technical 
and financial reasons. 

The much higher speeds achieved by LANs, together with the absence of 
volume-based costs enabled one to envision systems with a much higher degree of 
coupling than that used in WANs. In such systems, the trend is towards the elimina
tion of cumbersome preparation steps (such as complex identification dialogues) and 
of visible machine boundaries, which are almost unavoidable in systems which are 
loosely coupled through a WAN. 

The upper limit is represented, obviously, by systems in which the presence of 
multiple CPU's and communication facuities is totally transparent for the users, while 
still exhibiting a high degree of tolerance to partial failures and efficient load balanc
ing. Such systems Çfully distributed systems") are still very much of a research topic; 
nevertheless, several intermediate stages ("network operating systems") are already 
operational in the Unix world. 
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1.2. Services in network operating systems 

Besides the "classical" functions of remote login, file transfer, mailing, conferenc
ing, bulletin boards, etc., distributed systems usually offer some or all of the following 
services: 

• access to remote files 
• network file systems 
• access to remote devices (remote printing, remote tar, etc.) 
• remote execution (including remote procedure calls and interprocess com

munication) 
• name servers (users, passwords, addresses, etc.) 
• terminal servers 
• diskless workstations 
• network window systems 
• etc. 

1.3. An example: access to remote files 

The problem of efficiently accessing remote files becomes an urgent necessity as 
soon as one builds a LAN-based network of machines: avoiding useless replication of 
information and sharing of information among users with common interests quickly 
appear as prime objectives of users and system managers alike. 

Some systems allow one to allow one to access files on remote hosts without 
integrating the file systems of the various machines: there exist no Unix paths between 
local and remote files. The file naming domains are thus independent. 

Other systems integrate the file systems of the various hosts in a network into a 
global structure, where Unix paths exist between local and remote files: one speaks 
then of network file systems. 

1.3.1. Explicit access to remote files (independent naming domains) 
A number of systems allow one to access remote files by means of new, special-

purpose commands. The access is usually by means of file transfers. The capabilities 
are thus available at command level, but not at program level: no new system func
tions are available to access remote files. 

1.3.1.1. FTP 
As mentioned earlier, the availability of the DARPA Internet protocols TCP-IP on 

a LAN allows one to take advantage of existing application layers, such as TELNET 
for remote login, FTP for remote file transfer and SMTP for mailing. 

These applications, having been developed for large, heterogeneous wide area 
networks, are not specific to Unix systems. Their advantage is that it allows one to 
communicate with any remote machine (be it on a WAN or on a LAN) in a standard 
way, without having to know much about the remote site's operating system. The 
drawback is that one cannot actually take advantage of the fact that one may be 
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communicating with another Unix system, and the fact that the communication utili
ties are not well integrated in the classical Unix environment: features such as wild
card expansion are not always handled in standard Unix fashion; one cannot integrate 
file transfer commands in regular Unix filter-based cascades of commands, etc. 

The latter point is a direct consequence of the fact that most standard upper-layer 
DARPA Internet applications are built on the principle of special purpose dialogs: 
they are interactive. 

Besides, access to a remote file in this case means copying the remote file into 
one's local system. This is a very weak type of remote access indeed ! 

As an example, if local user bill wishes to copy file prog.c from remote machine 
remote to file localprog.c on the local machine local, he would have to follow a script 
similar to the following one: 

local % ftp 
ftp> open remote 
Connected to remote. 
220 remote FTP server (Version 4.81 Mon Sep 26 08:36:28 PDT 1983) ready. 
Name (remote :bill): 
Password (remoterbill): blabla 
231 Password required for bill. 
230 User bill logged in. 
ftp> get prog.c localprog.c 
200 PORT command okay. 
150 Opening data connection for prog.c (126.03.78,3150) (1651 bytes). 
226 Transfer complete. 
1683 bytes received in 0.20 seconds (8.2 Kbytes/s) 
ftp> quit 
221 Goodbye, 
local % 

1.3.1.2. Berkeley networking 
On top of the intermediate level DARPA Internet protocols TCP, UDP, ICMP, IP, 

the people at Berkeley who developed the "Berkeley" versions of Unix (2.?, 4.? BSD) 
have designed and implemented a number of high-level applications, specifically 
geared toward communication with remote UNIX systems: rlogin (remote login), rsh 
(remote execution), on (remote execution with local environment), rep (file transfer: 
remote copy), rwho (remote who), rusers (remote users) rup (remote uptime) etc. 

Many of these utilities assume that the local UNIX user has a login name on the 
remote Unix machine that is recognized to be equivalent to the local one; diey don't 
prompt for passwords. 

Our previous file transfer example would now be handled as follows: 

t In all scripts, system messages and responses will be in bold and user-typed commands in regular font 

99 



local % rcp remote:prog.c localprog.c 
local % 

It should be noted that Berkeley r-commands usually allow one to specify full 
absolute or relative Unix path names; some quoting may be necessary to ensure that 
wild-card expansion takes place on the remote machine: 

local % rcp remote: "trans/*.c" localtrans 
local % 

This would copy all files in subdirectory trans of the login directory of user bill on the 
remote system remote into the local directory localtrans. 

rcp also allows transfers between two remote sites, without intervention of the 
local one. 

It should be noted that similar functionalities are provided by uucp, albeit with 
slightly different syntax and capabilities. 

1.3.1.3. Other file transfer mechanisms 
Local area networks which use RS-232C based serial line physical transmission 

usually rely on the standard utilities available for WANs: uucp, kermit or even SUP 
(Serial Line Internet Protocol). The latter allows using ftp over regular serial lines. 

1.3.2. Network file systems 
Contrarily to techniques which allow access to remote files by means of specific 

commands and names, remote file systems try to present an integrated and unified 
view of the file systems of the various machines in the network. 

An excellent paper [1] presents an overview of the major efforts to provide this 
type of efficient and easy access to remote files on networks of Unix systems. 

Issues which must be discussed in relation to network file systems are: 
• naming schemes 
• identification and protection 
• transparency (preservation of semantics) 
• fault tolerance and recovery 
• implementation 

The two major network file systems currently available are A.T.& T.'s RFS 
(Remote File Sharing) and Sun Microsystems' NFS (Network File System). However, 
it should be noted that several previous efforts in the area have played a substantial 
role in paving the way towards RFS and NFS'. 

— Netix: originally planned in 1979-80 in the departments of Computer Science 
of UCL and KULeuven in the framework of a common project funded by 
F.N.R.S./N.F.W.O.and engineered into a product at Bell Telephone Mfg. Co. 
(Antwerp) in 1981 [2], [3], [4]. 
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— the Newcastle Connection (a.k.a. UNIX United): developed by the team of 
B. Randell at the University of Newcastle in 1979-82; later commercially 
distributed by MARI [5]. 

1.3.2.1. Naming schemes 
The Netix system was based on a virtual super-root node, whose children are the 

root nodes of the file systems of the various machines integrated in the network (Fig. 
1). The Newcastle Connection used the same principle, with a variant where one could 
have a whole tree-structure of virtual super-roots, in order to avoid having all the root 
nodes of the physical systems be children of the same super-root. In this scheme, the 
view of the overall integrated file system is perceived identically by all users on all 
systems. 

In the example below, filej^in directory lusr of system JOHN could be accessed 
in regular Unix fashion through two absolute names: 

lusrlfff for users on system JOHN 

I .JJOHNlusrljff for users on any system 
All regular Unix commands and system calls operate in the standard way, what

ever the location of the file with respect to the location of the program accessing the 
file (presemation of Unix semantics): 

ANNE% Is -1 /../JOHN/usr/fff 
-rw-rw-r-- 1 bill 2354 Mar 12 1986 /../JOHN/usr/fff 
ANNE%ed /../JOHN/usr/fff 

Both RFS and NFS are based on a different notion: they allow the mounting of 
parts of remote file systems on nodes of a local file system tree; this allows for dif
ferent views of the overall file system from every system in the network. 

In the example of Fig. 2 below, the part of the file system of ANNE whose "root" 
is lusr is mounted at node laaa of system JOHN; similarly, the part of the file system of 
JOHN whose root is lusr is mounted at node I Hi of system ANNE. 

Users on system ANNE may access filejgfin directory lusr of system JOHN using 
the name: 

liiilkkklfff 
Conversely, a user on system JOHN may access file lusrlggglhhh of system ANNE 

using the name: 

laaa/ggg/hhh 
It should be noted that, unless special care is taken by the hosts' systems 

managers, users could "see" the unified file system differently, according to the 
machine on which they logged in. 
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Fig. 1 Network File systems with super-root 
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Fig. 2 NFS and RFS mounting scheme 
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1.3.2.2. Issues in network file systems 
- naming schemes 
- protection 
- transparency (preservation of semantics) 
- fault tolerance and recovery 
- support for heterogeneity 
- implementation (local caching, hints, replication) 
- unit of access (file, page, bytes) 
- support for concurrency control (server, client) 
- unit of concurrency control (file, page, arbitrary) 
- transaction scope (single, multiple files) 

1.3.2.3. Diferences between NFS and RFS 
Even though NFS and RFS appear to provide similar services, there are some 

major differences between these two network file systems. The differences may be 
summarized as follows: 

CRITERIA AT&T's RFS SUN's NFS 
TRANSPARENCY Supports multi- vendor HW 

Restricted to Unix 
Transparent file access 
Transparent device access 

Supports multi-vendor HW 
Supports non-Unix OS 
Transparent file access 
No transparent device access 

RELIABILITY Centralized name service may 
result in failures for new 
mounts 

No single failure point 

SECURITY Access may be limited on a 
user per user basis 

Least secure system may endanger 
the whole system 

UNIX SEMANTICS Adheres to Unix standard: 
provides file locking 
guaranteed append mode 
correct handling of unlink 

Not strictly Unix compatible: 
no file locking 
no guaranteed append mode 
non standard handling of unlink 

IMPLEMENTATION statefull server processes: 
complex recovery procedures 
no local file cache 

stateless server processes: 
simple recovery procedures 
local file cache 

1.3.3. Other services related to remote file access 
A number of other services may be provided in systems which offer access to 

remote files. 

1.3.3.1. Access to remote devices 
In a network, it is usually necessary to be able to access remote devices as well as 

remote files. In the basic Unix model, there appears to be no difference between a file 
and a device. One knows, however, that besides the regular file operations, devices 
must allow special purpose functions (e.g.: setting the speed of a communication link, 
rewinding a magnetic tape, etc.). Among the network file systems mentioned above, 
only SUN's NFS fails to provide this capability for remote devices. 

The Berkeley networking facilities allow some limited access to remote devices 
through special commands (e.g.: rdump) which access remote devices through the 
usual naming scheme (e.g.: remote:ldevlmt4). The special case of remote printing is 
handled in a way that is completely transparent to the user by means of special entries 
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in the letclprintcap files: the various printers on the different systems may be used 
without indication of their physical connection. 

Another particular case of interest is SUN's Network Disk (ND), which allows a 
partition of a remote disk to be used as a virtual local disk: this is useful for diskless 
workstations; it tends, however, to be superseded by NFS, even for swap areas. 

1.3.3.2. Remote execution 
Many systems provide facilities for logging in on remote systems (cu, tip, telnet, 

kermit, rlogin, etc.). In this section, we look at facilities allowing the execution of 
processes on remote systems without explicit login. 

Suprisingly enough, the more advanced commercially available network file sys
tems RFS and NFS don't provide any facility for remote execution: it is probably felt 
that one should always execute one's programs on one's own system, but with means 
of accessing remote files. 

The earlier Netix and Newcastle Connection did provide remote execution 
through modification of the fork and exec system calls. Interprocess communication 
required the adaptation of pipes and signals to the various situations: local to remote, 
remote to local, remote to remote. 

UUCP provides a batch-like (asynchronous) remote execution command (uux), 
which is subjected to the many restrictions imposed by uucp for protection reasons, 
since uucp was designed for WAN based networks. 

The Berkeley networking facilities offer the remote shell service (rsh and on). 
This service allows one to execute a program on a remote site (provided one has all the 
proper authorizations), with pipes and redirections of standard I/O on a local or remote 
basis. 

local % rsh remote Is /usr/loc/bin I grep doit 

local % rsh remote Is /usr/loc/bin "I" grep doit 

local % rsh remote Is /usr/loc/bin "I" grep doit ">" remotefile 

local % rsh remote Is /usr/loc/bin "I" grep doit > localnle 

1.3.3.3. Miscellaneous other services 
One interesting feature implemented on SUN's version of the Berkeley Unix sys

tem is the distributed name service provided under the name "yellowpages". 
This feature allows one to maintain versions of important tables (password files, 

host names, host addresses, user groups, etc.) consistently throughout a network, by 
means of a central server (with possible backup sites). 

Network windowing systems allow one to run applications on various machines, 
with input/output channeled through a single workstation window. Major systems are 
SUN's NeWs and M.I.T.'s X-window. 

Since local area networks usually tend to grow in time, ways must be found to 
manage their complexity. This is usually done by organizing them in interconnected 
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subnetworks. The interconnection is achieved by means of gateways, which may be 
implemented using the IP internet routing mechanism. 

It is generally useful to be able to access any system on the network from any ter
minal (provided one has the proper authorizations). Remote login facilities allow one 
to achieve this from the computer to which one's terminal is physically connected, but 
it does induce some overhead, which tends to increase as one runs through a cascade 
of remote logins. 

Another solution is provided by communication servers: these are reasonable 
cheap special-purpose computers which run the appropriate protocols to allow a user 
to connect and login to any system on the network. 

1.4. Conclusions about network operating systems 

We have seen that commercially available products allow one to set up networks 
of Unix systems with varying degrees of integration, functionality and flexibility. 

The trend is certainly towards heterogeneous, multi-vendor systems, with a 
greater degree of transparency (conformity to standard Unix semantics). 

The question is whether one needs more than what is provided by the network 
operating system extensions to "standard" UNIX. 

2. DISTRIBUTED OPERATING SYSTEMS 
Up to now, distributed computing systems have mostly grown out of interconnec

tions of simpler systems (bottom-up). This has resulted in ad hoc solutions for a 
number of new problems. For instance, the same user should be uniquely identified on 
the various machines integrated in a network in order to have the same access rights on 
files, directories and devices, irrespective of the host on which he is logged in. This 
requires some means for managing a global space of user identifiers (uid's). 

Other problems have to do with multiple clocks: some programs rely on time 
stamps on files; when different programs may accès the same files from multiple hosts, 
the question of clock synchronization becomes vital. 

It is fair to state that the bottom-up evolution of network operating systems has 
resulted in a hard to manage, complex mess. 

The current trend, certainly among researchers in the area, is to design distributed 
computing systems rationally (top-down). 

2.1. Goals of distributed operating systems 

Future computing platforms will often consist of a number of computers of vari
ous types and functionalities, linked together by means of high speed local area net
works. Some of these computers will be workstations (single or multi user), some will 
be time-shared systems, some will be specialized servers; among the latter, architec
tures which are currently considered to be advanced (multiprocessors, parallel 
machines, etc.) will most probably be commonplace. 
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In certain cases, application programmers wish to explicitly take advantage of the 
inherent parallelism available within these compound architectures when designing 
their applications. In such cases, the underlying computing system must provide 
features to exploit the concurrency built into the application, making use of whatever 
knowledge is passed on by the programmer (e.g.: at the programming language level 
or by any other means). 

In other cases, the whole installation - or only a part of it - should be perceived 
only as a global virtual monoprocessor, hereby masking all internal details of the 
architecture, including its various processors. The sole purpose of the underlying 
computing system is then to try to make optimal use of whatever resources are avail
able to execute its work load. 

We assume that the facilities needed to allow both types of applications to be exe
cuted concurrently on the compound architecture in the most general way must be pro
vided by a distributed operating system and not, as in other approaches, through a 
special-purpose programming language and its environment. 

Still, the multiplicity of objectives one can pursue and the need for accomodating 
simultaneously many kinds of conflicting requirements explain the large number of 
systems currently available or being developed. The list below mentions but a few of 
those in existence: 

Amoeba (VUA & CWI, NL) [6] 
Argus (MIT, USA) [7] 
Birlix (GMD,FRG) [8] 
Butler (CMU.USA) [9] 
Charlotte (U. Wisconsin, USA) [10] 
Chorus (INRIA,F) [11] 
Demos/MP (U. Wisconsin, USA) [12] 
D U N K (Bell Labs., USA) [13] 
Eden (U. Washington, USA) [14] 
Emerald (U. Washington, USA) [15] 
Gothic (IRISA, F) [16] 
Guide (IMAG.F) [17] 
Helios (Perihelion, UK) [18] 
Locus (UCLA, USA) [19] 
Mach (CMU,USA) [20] 
MOS/MOSIX (U. Jerusalem, IL) [21] 
NEST (A.T.&T., USA) [22] 
PARX (IMAG&LRLF) [23] 
SOS (INRIA/Esprit, F) [24] 
Sprite (U. C. Berkeley, USA) [25] 
V (Stanford U., USA) [26] 

2.2. Expected advantages of distributed operating systems 
Besides providing a computing platform at least equivalent to a classical 

monoprocessor time-shared system, distributed operating systems are expected to 
yield a number of advantages: 
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• More predictable response time and behaviour 

• High performance for parallel or distributed applications 

• Modularity, extensibility, scalability 

• Effective sharing of resources 

• Higher availability, reliability, fault-tolerance 

23. Drawbacks of distributed operating systems 
On the other hand, one should not ignore possible drawbacks of distributed 

operating systems: 

• Loss of flexibility in resource allocation (centralized is easier !) 

• Strong dependence on network performance 

• Additional security weaknesses 

• Overhead due to complexity 

• Difficulty in providing the adequate degree of transparency. 

2.4. Transparency in distributed operating systems 
According to [27], one can distinguish many forms of transparency, Le.: conceal

ment of the distributed nature of the operating system and underlying hardware archi
tecture from the end-user or the application programmer: 

• Naming transparency: names do not depend on the locations of the objects 
• Access transparency: local and remote objects can be accessed in identical 

ways 
• Location transparency: objects may be accessed without knowledge of their 

location 
• Concurrency transparency: several applications may operate on the same 

data without apparent interference 
• Replication transparency: multiple instances of objects may exist (for relia

bility), without knowledge by users or applications 
• Failure transparency: applications may proceed after faults occur without 

apparent effects 
• Migration transparency: objects may migrate without apparent effects on 

applications 
• Performance transparency: the system may be reconfigured to improve per

formance without effect on applications 
• Scaling transparency: the system and applications may expand to cover new 

needs without explicit changes to the logic of the applications. 

Clearly, some of the notions overlap, at least partially ! 
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2.5. Comparing distributed operating systems 
Distributed operating systems may be compared from different points of view. 

One can look at them from the point of view of internal architecture issues or from that 
of services provided to various applications, programmers and users. 

If we look at the services, we find a variety of classes to be provided just below 
the application level: 

- inter process communication (IPC) 
- naming 
- protection, security 
- accounting 
- resource management: storage (files), processors, etc. 
- extensibility (i.e.: services to allow creation of new services). 
- etc. 

If we look at the internal architecture, we find two major classes of systems: 

• monolithic, integrated, full systems on every node: hard to maintain, adapt 
and debug (e.g.: Locus, D-UNIX, SunOS,...); 

• minimal kernels on every node, with extensions for services needed by the 
applications: easier to design, maintain, extend, but less efficient ? (e.g.: 
Amoeba, Chorus, Mach, V,...). 

In the latter case, most services beyond those offered by the kernel are usually 
provided by means of server processes (client/server model), sometimes relying on 
light weight processes (threads) to insure reasonably high efficiency. 

Fig. 3 below shows how the Mach kernel could be used in various ways to realize 
a UNIX-like distributed system, compared to a classical monolithic implementation 
such as SunOS. 

The client/server model, originally used for implementing distributed system ser
vices such as ftp, rsh, etc. turned out to be an excellent means for structuring and 
implementing both the major part of basic operating system functions and multi
process applications. 

Process(or) management and inter process communication (IPC) become the 
only services to be provided by the kernel itself. 

IPC provides a uniform communication model, independent of the nature and the 
localization of participating processes. It is usually based upon one of the following 
three paradigms: 

- message passing (synchronous/asynchronous send/receive) 
- shared memory (faked, since the underlying hardware is distributed) 
- Remote Procedure Call (RPC), in its many forms and semantics. 

Process(or) management issues are certainly among the most important ones in 
distributed operating systems, since taking advantage of the availability of many pro
cessors requires entirely new strategies. One of the most pressing problems to be 
solved is that of load distribution. Current thinking about this topic is described below 
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as an example of the complexity induced by compound architectures. 
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Fig. 3 Mach-based distributed UNDCes 

3. LOAD DISTRIBUTION STRATEGIES 
One of the possible goals of distributed operating systems is to avoid overloading 

some machines, thus degrading the performance for users whose jobs are executed on 
these machines. Techniques used to avoid such local congestions belong to the class 
of load sharing or to that of load balancing schemes. Additional goals of these tech
niques are: executing parts of the same job on different CPU's to increase the degree 
of parallelism, minimize the global interactive response times to optimize overall sys
tem throughput. 

We shall use the term load distribution to designate either of both approaches, 
which will be denned more precisely below. 

It should be noted that another goal sometimes conflicts with the ones mentioned 
above: one might want to cluster subsets of cooperating processes on the same 
machine, to limit inter-processor communication costs. 

We wish to present a number of criteria for comparing various load sharing and 
load balancing schemes. This will be achieved by refining and adding to the taxonomy 
proposed by Casavant and Kuhl for scheduling principles in general purpose distri
buted systems [28]. 

A more extensive treatment of this issue can be found in [29], where a number of 
systems are analyzed in the light of the proposed criteria. 

Our goal is to present criteria which will allow one to effectively compare sys
tems with respect to load sharing and load balancing capabilities. 
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Our starting point will be the taxonomy proposed by Casavant and Kuhl for 
scheduling principles in general purpose distributed systems [28], which presents a 
two-level taxonomy: a hierarchy for some criteria, and a flat list for other ones. 

We found that some of the criteria of Casavant and Kuhl are not fine enough to 
allow us to describe the various aspects of interest in load distribution schemes. In 
order to compare systems from the point of view of load distribution, we have defined 
eight new criteria to complete the existing taxonomy. 

3.1. Basic concepts 
Processor assignment is that part of the global scheduling policy which is con

cerned with the allocation of CPU resources to processes. In centralized systems, a 
process is always assigned the single available processor; in distributed systems, 
whenever a new process is started, there may be more than one processor which could 
be allocated to the new process; furthermore, during the life time of a process, one 
might contemplate changing this assignment at various points in time. 

The execution of a process requires the availability of code and data, but also the 
existence of an environment, set up by the operating system. 

Remote execution is the technique whereby a process is created on a remote 
machine by having the environment created by the operating system of the remote 
machine and the code and data loaded from file. 

Process migration is the technique whereby the environment of a process is 
transferred to a remote machine or whereby enough information is transferred to allow 
the operating system of the remote machine to reconstruct an adequate environment. 
The execution of the process then proceeds on this remote machine. The code and 
data may be either transferred or possibly loaded from file. 

The source processor is the CPU on which the initiative is taken to start the exe
cution of a new process or the CPU from which a process will migrate to another one. 
The target processor is the CPU on which a process will be executed next. When the 
source and the target are identical, we shall speak of local processor assignment, when 
they may be either identical or different, we speak of remote processor assignment. 

We should stress here that our definitions of remote execution and process migra
tion are different from the ones sometimes used in the literature. Our emphasis lies on 
the matter of what happens to the environment of a process. Others consider that the 
first processor assignment of a new process to a remote CPU is always to be con
sidered as remote execution. In our definition, this is not the case, since we shall 
speak of remote execution only if no environment is propagated to the target machine. 
For example, in our terminology, the Berkeley ' 'rsh' ' command is true remote execu
tion, while the Berkeley "on" command is process migration. 

We consider that there are two main families of remote processor assignment 
strategies. The common goal is always to achieve some measure of load distribution 
among the available processors, i.e. avoiding imbalance in the individual processor 
loads, since this is expected to improve global performance. One should be aware of 
the fact that there exists some confusion in the literature about the terminology in this 
area; we have therefore chosen to distinguish between the strategies by using the fol
lowing names: 
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- Load sharing allocates processes to CPU's which are considered to be idle, 
according to some definition of the concept of idleness. Idleness is sometimes 
understood to mean truly without any active user processes; in other cases, idle 
means: without any "guest" user processes. In other cases still, idle might mean: 
without interactive user activity. In some cases, a process may migrate from one 
processor to another one, because its host CPU ceases to be idle according to the 
working definition. 
The strategy is concerned with deciding which processor among several possible 
candidates should be assigned to a single process. 

- "Load balancing attempts to balance the load on all processors in such a way as 
to allow progress by all processes on all nodes to proceed at approximately the 
same rate" [28]. The notion of continuously trying to balance the loads is central 
here. To reach the global objective (or to approximate it), it might be necessary 
to review the processor assignments of many processes at several points in time. 
Here, one doesn't look for idle processors, but for processors which are less 
loaded than other ones. 
It should be noted that both remote execution and process migration may be used 

in the frame of load balancing or load sharing schemes. They may also be used in 
order to achieve completely different purposes: remote execution is often used because 
of the local unavailability of some resource(s); process migration may be invoked to 
move processes in order to share resources efficiently or to achieve a higher degree of 
fault tolerance. 

3.2. Criteria from Casavant and Kuhl 

- Local vs. global scheduling: Casavant and Kuhl distinguish between assignment 
of a time-slot of a processor on a single system (local) and assignment of a pro
cessor on a system based on many processors (global), where local scheduling is 
taken care of by some local operating system function. In our case, the systems 
we wish to analyze are all based on multiple CPU's: they belong to the latter 
class. 

- Static vs. dynamic scheduling: this has to do with the time at which scheduling 
and CPU assignment decisions are made. In static scheduling, it is assumed that 
all decisions can be made at program linking time: an executable program is 
always associated with the same processor. In dynamic scheduling, processor 
assignment is based on execution-time information: this is the case for all our 
systems. 

- Optimal vs. suboptimal scheduling: optimal scheduling is based on the availabil
ity of complete information; whenever a scheduling decision is made, all possible 
solutions are compared to allow choosing the best one. In suboptimal techniques, 
decisions may be based on partial knowledge of global system state: this is again 
the case in all systems we analyzed, because of the cost involved in trying to 
compute complete information is much too expensive. 
To summarize, all distributed systems we have studied and which exhibit load 

distribution features are global, dynamic and suboptimal as defined above. 
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- Distributed vs. nondistributed scheduling authority: in systems with nondistri-
buted scheduling authority, the global strategy is implemented on a single proces
sor. In systems with distributed scheduling authority, the global strategy is 
implemented by means of partial decisions within the scheduling algorithms of 
some or all of the various machines of the whole system. 

- Cooperative vs. noncooperative scheduling: for systems with distributed schedul
ing authority, Casavant and Kuhl distinguish between those which are coopera
tive and those which are not. 
We feel that the given definition is not fully operational, since two different con
cepts appear to be mixed together: firstly, whether the individual entities respon
sible for implementing part of the global scheduling indeed operate towards a 
common goal and, secondly, whether they take into account the effect of their 
decisions on the other components of the whole system. The two items are not 
necessarily linked together in all distributed systems. In systems with load distri
bution features, the two items are inherently linked together: systems with distri
buted scheduling authority are necessarily cooperative; systems with nondistri
buted scheduling authority are noncooperative. 

- Approximate vs. heuristic scheduling: in approximate scheduling, the decisions 
are made on the basis of an estimation of the impact of the decision on the quan
tity one tries to optimize (e.g. load, communication overhead, response time, 
etc.). This assumes the existence of a metric. 
In heuristic scheduling, the effect of decisions on the quantity one tries to optim
ize cannot be computed directly; instead, one relies on assumptions about the 
indirect effect of actions on various parameters on system performance. 

- Adaptive vs. nonadaptive scheduling: in the former, the parameters of the 
scheduling algorithms vary in function of the global system state; in the latter, 
they remain constant. 

- One-time assignment vs. dynamic reassignment: in some systems, once a process 
is allocated a CPU, it remains in execution on the same CPU until its normal or 
abnormal completion (one-time assignment); in other systems, a process may be 
moved from one CPU to other ones in its life time (dynamic reassignment). 

3.3. Additional load distribution criteria 

- Load sharing vs. load balancing: as explained above, the major difference 
between these two approaches lies in the fact that load balancing attempts to 
maintain some kind of balance between the loads on the various processors, 
thereby implying many processor assignment decisions for a given process, 
whereas load sharing only tries to avoid processor idleness. 

- Remote execution vs. process migration: the distinction here resides in the fact 
that the environment for a process is either created on a remote machine (remote 
execution) or transferred or reconstructed on the remote processor (process 
migration). 
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- Degree of transparency: there are several classes of schemes, depending on 
where the responsibility lies for selecting candidate processes for load distribu
tion: on some systems, the user specifies whether a command should result in a 
process that is a candidate; on other systems, this may be indicated within 
processes themselves; some systems achieve a higher degree of transparency by 
having this decision made automatically (in the command interpreter or within 
the operating system). 

- Nature of parameters for choosing the target: the algorithms for choosing a target 
CPU for a process which is a candidate for load distribution are based on a 
variety of possible parameters which determine load indices. 
Load sharing systems look for an "idle" CPU, where "idle" may mean, for 
instance, a CPU without an interactive user, or a CPU which hasn't yet been 
assigned a remote process, and so on. 
Some systems take the load of possible target CPU's into account. 
Other systems base their decisions on a more general measurement of the usage 
of resources (CPU, I/O, communications, etc.). 
In some cases, the decision is based not only on measurements of the load on pos
sible target CPU's, but also on some global measure of the overall system load. 

- Degree of distribution of parameters for choosing the target: for systems in 
which these parameters are memorized in other machines than only on the candi
date target CPU's, one distinguishes between systems with a single centralized 
server which is the source for the parameters for all target assignment decisions, 
systems with groups of such servers, and systems in which local copies of param
eter values are kept in all source machines. 
In other systems, the target assignment parameters are only kept on the candidate 
target machines: source systems must broadcast requests to obtain current values 
of the parameters. 

- Global vs. partial knowledge of the state of the system: in some systems, target 
assignment decisions are based on full knowledge of the states of all possible tar
get CPU's; other systems rely on a subset of the global system state; this subset 
may vary in time. Note that global knowledge doesn't necessarily imply optimal 
scheduling. 

- Timeframe of load distribution decisions: this refers to the moments, in a process 
life cycle, when load distribution decisions are made (refinement of the dynamic 
scheduling criterion). Some systems make these decisions only at process crea
tion time (initial assignment); others react whenever some load imbalance is 
detected; others still may react on internal criteria (e.g.: process table becoming 
full). 

- Static vs. dynamic selection of candidate processes: static selection happens 
either when processes subject to load distribution are chosen by the user himself 
or because they appear in a table (e.g.: a table of CPU-bound commands); 
dynamic selection implies some evaluation of resource consumption either at ini
tial assignment or during execution. One could also imagine a combination of 
both approaches, even though none of the systems we studied attempts to do this. 
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3.4. Load distribution and UNIX 
Studies of actual UNIX systems show that processes tend to exhibit common 

characteristics. Some of these characteristics may have a direct bearing on load distri
bution strategies for UNIX systems. 

• A majority of UNIX processes have a very short life time. [30] indicates an aver
age life time of 0.4 sec; no more than 8 % of all processes have a life time longer 
than 8 sec. 
We see thus that it is probably not very useful to assign short-lived processes to 
remote CPU's, since the load balancing overhead may cancel the possible 
benefits. 

• A few processes consume the most important part of CPU resources: the 0.1 % 
largest processes account for 50 % of all CPU used [31]. 
It is thus also not very useful to apply load distribution strategies to processes 
which consume little CPU or, more generally, which consume few resources: the 
overhead may again cancel possible benefits. 

The two points mentioned above lead to the question of determining the future 
behaviour of a process (life span, usage of CPU and other resources). 

• It is usually difficult to predict future behaviour of a process. In particular, since 
it is usually impossible to predict future behaviour at process creation time, sys
tems which attempt to apply load distribution strategies whenever a new process 
is created can be assumed to waste a lot of effort with little achievement ! On the 
other hand, if one waits until a process is running to extrapolate future behaviour 
from the past, one is compelled to use process migration, thereby inducing the 
higher cost of moving the whole process environment. 
It should be noted that none of the systems we studied attempts to distinguish 
between classes of processes (e.g.: CPU-bound, I/O bound, communication-
bound) with respect to the computation of load factors: the same formula is used 
for all types of processes. 

• In UNIX, it is often possible to identify a large class of standard programs (com
mands) with predictable behaviour. 
Instead of looking at processes in an abstract way, one can take advantage of the 
knowledge that one has about specific programs in order to choose an adequate 
target CPU. Programs such as date are so short lived that they should probably 
always be executed locally. Editors such as vi may require a lot of user interac
tion, which may also indicate a preference for local execution. CPU-bound pro
grams such as troff and LaTeX are good candidates for remote execution. 

• The command line contains information that is useful for characterizing some 
aspects of process behaviour. 
There is another exception to the rule which states that future behaviour is hard to 
predict: at the command interpreter level, some information is readily available 
about access to (special) files and use of pipes. This may be used to influence the 
choice of a suitable target machine. 
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• Processes are created in short bursts. For instance, [30] states that in 94 % of 
observed one-second intervals, at most 1 process was created. 
In those systems where load distribution occurs when new processes are created, 
it is thus wasteful to gather load information by means of cyclic algorithms: 
broadcast techniques are more efficient. 

In our opinion, the systems we have studied explore but part of the spectrum of 
possible combinations of the various techniques mentioned earlier. For instance, no 
system combines a priori knowledge about "standard" programs and dynamic evalua
tion of candidates for load balancing. This shows that many more variants are possi
ble and should be examined ! 

3.5. Conclusions about load distribution 
We have presented a number of criteria to characterize load distribution mechan

isms in distributed systems. 
We note that the documentation about many of the existing systems is much more 

explicit about the selection of target machines (how, when) than about the selection of 
potential candidate processes. Could this indicate that their authors have built a 
mechanism which they believe to be useful, but whose effective application is not 
always obvious ? Indeed, one could also argue that load distribution is useless both on 
heavily loaded systems (because of added overhead) and on lightly loaded systems 
(because of the low gains to be expected). 

It is not always obvious how one should precisely evaluate the cost/benefit ratio 
of load distribution: the expected improvements should be balanced against increased 
overhead (CPU, communications, etc.) and possibly costly residual dependencies (e.g.: 
how to propagate signals after a process has moved several times). 

We shall address below one such issue, namely the question of the relationship 
between naming techniques and transparent process migration. 

4. TRANSPARENT PROCESS MIGRATION 
4.1. The problem 

Clearly, when a process migrates from one processor to another one, it is highly 
desirable that its execution may proceed without explicit conversions or adaptations, 
both for the migrated process itself and for any other process which may be involved 
with it {involved processes). 

Under certain conditions, process migration automatically preserves semantic 
consistency; when this is not the case, migration of a process will require some kind of 
system administration and management overhead in order to restore semantic con
sistency. 

We give below an outline of some of the cases which may occur: those where 
semantic consistency is automatically preserved and those where it is not. A complete 
discussion of the issues may be found in [32] 
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We use a general access protocol model for describing the situations which may 
occur when a process accesses an object. This model allows to describe various well 
known access techniques to passive objects (e.g. files, devices) and access techniques 
to active objects, i.e.: interprocess communication protocols. 

In this model, the process wishing to access an object first issues a request con
taining a name defining the object to be accessed. The request is handled by whatever 
system mechanisms which are needed to map this name into a physical address and to 
execute the desired access function on the object. According to the nature of the 
access, those mechanisms may or may not send back a response to the process which 
had issued the request. 

Examples of access techniques which can be modeled by means of this general 
protocol are: 

• blocking or non blocking I/O operations on local or on remote files 
• asynchronous or synchronous message exchange between processes 
• remote procedure calls 

4.2. Naming schemes and name resolution techniques in distributed systems 

We present here a number of characteristics of distributed systems relative to 
naming schemes, which may have an impact on the transparency of process migration 
mechanisms. The impact itself will be discussed below. 

4.2.1. Naming schemes 
Following [33], an object may be referenced by means of a name, which is a logi

cal reference, or by means of an address, which is a physical reference to the represen
tation of the object. 

The address of an object changes if the object is moved. Worse even, addresses 
may be reused to designate different objects at different instants in time. Referring to 
an object through its address, therefore, is inadequate because of possible time or loca
tion dependencies. 

Whenever possible, names are used in distributed systems to refer to objects in 
order to avoid the problems mentioned above. 

Names which are manipulated by users or by programmers are usually symbolic, 
for obvious reasons of convenience. Such names are said to be external, in contrast 
with internal names, used by system software to refer to the same objects. In UNIX, 
for example, a file may be designated externally through a path name and internally 
through an i-node number. 

Global names are names which may be used to refer, from any node of a distri
buted system, to the same object: such names are valid on a network wide basis. A 
given global name refers to the same object, irrespective of the node on which it is 
used: the interpretation of a global name doesn't change when the reference to the 
object occurs from different nodes. This doesn't mean that the name of the object can
not change when the object migrates from one node to another one ! 

Local names are context sensitive: a local name of a globally accessible object 
may be different from node to node. The same name may even refer to different 
objects when issued from different nodes. Examples of local names are file 
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descriptors, ports, etc. 
It should be noted that a given globally accessible object may thus have several 

global and local names. 
Location transparency is achieved when the name of an object doesn't contain 

any direct or indirect reference to the address or physical location of that object. 

4.2.2. Name resolution techniques 
Names may be used for convenience reasons in user processes but, eventually, 

every name must allow to access the object it refers to, even if this object is located on 
a remote host. 

Name resolution techniques are used to transform a name into a physical address; 
one usually assumes that the transport mechanisms of the underlying network are 
capable of routing messages to their destination provided physical addresses are sup
plied. 

The following techniques are encountered in distributed systems, independently 
of process migration. 

- Global names, with location transparency: 

• Name server: the physical address corresponding to a name is kept in one or 
several servers, at well-known addresses. 

• On request: the physical address corresponding to a name is obtained by 
means of a request which is broadcast; the node which contains the object 
which is referenced by the name responds with the address of the object. 

• Broadcasting: the request to access an object is broadcast with the global 
name; it is handled by the node which contains the object which is refer
enced by the name. 

• Local mapping: the physical address corresponding to a name is kept in a 
local table on every site; the node on which the object which is referenced by 
the name is created makes the address of the object available to the other 
nodes. 

- Global names, without location transparency: no resolution is needed, since the 
name contains an indication of the physical location of the object 

- Local names: the resolution must be achieved on the node which uses the local 
name: a table must be maintained locally. This table contains either a mapping to 
a global, location transparent name, or to a global, non location transparent name, 
or to an address. In the first case, one is brought back to the resolution problem 
for global names, with location transparency. In the second case, one is brought 
back to the resolution problem for global names, without location transparency. 

For reasons of increased efficiency, it is frequently the case that some or all of the 
required mappings are kept in local tables (caches), which are usually considered to 
contain the best possible information, but not necessarily always the correct one, for 
instance in dynamically reconfigurable systems. 
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4.3. Achieving network transparent process migration 

We wish to discuss what happens to references to globally accessible objects 
when a process which accesses such objects migrates from one processor to another 
one or when the object itself migrates. 

In some cases, semantic consistency is automatic: the regular resolution mechan
isms which map the name of an object into a physical address in the distributed system 
are sufficient to handle the consequences induced by the migration of the process 
which has accessed and will continue to access this object. 

In other cases, the underlying system has to take specific actions to maintain or 
restore semantic consistency whenever a process migrates. In those cases, we shall 
discuss additional measures which may be taken and, whenever possible, we shall 
illustrate them by means of examples taken from existing systems. 

It is worth noting that, when a process migrates, it is sometimes necessary, 
depending on the migration scheme, to maintain information related to the previous 
location(s) of a process. These "traces' ' are called dependencies. 

- Residual dependencies occur when information must be kept on the source node 
or on the home node in order to allow the migrated process to proceed with its 
execution on the target node. 
This residual information may be related to resources which are local to the 
source system; it may also be needed to allow delivery of messages sent to the 
process (forwarding through source node, tracking through home node); resi
dual information may also be needed to allow the migrated process to respond to 
messages (backward chaining through source node, backward tracking 
through home node). 

- Third party dependencies occur when information must be kept on a third party 
node in order to allow the migrated process to proceed with its execution on the 
target node. 
This information is generally needed to allow delivery of messages sent to the 
process: tracking from the sender node or through a server node. 

It should be noted that dependencies may be limited in time or not, according to design 
options of the migration scheme. 

There are two main classes of problems which must be solved when a process 
migrates from one processor to another one: problems related to accessing passive 
objects such as files, devices, etc., and problems related to accessing active objects, 
i.e.: other processes. In the latter case, accessing an object is, in fact, inter process 
communication. It should be noted that, in some systems, the distinction between the 
two classes disappears because there is a unified access model: files are accessed 
through servers, i.e.: through active objects. 

We shall base the discussion about the various problems which may arise because 
of process migration on another distinction: we shall first look at the relationships 
between a process which migrates and the objects (processes) which communicate 
with the migrating process (assuming these processes do not move around); then we 
shall handle the relationships between a process which migrates and the various 
objects this process references (assuming these objects do not move around). The 
third case, involving processes which may all migrate during communication, will be 
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shown to be rather more complex. Few satisfactory solutions are described in the 
literature. 

Basically, the various problems which occur because of process migration are 
related to the timing of the migration operation with respect to the various phases of 
the access protocol. 

Because of the inherent symmetry between the sending of a request and the send
ing of a response, some of the cases to be handled are quite similar: we shall therefore 
discuss them in detail only once. 

We shall look into the effect of process migration onto the various naming 
schemes and name resolution techniques mentioned above. 

4.4. Migration of a process which is accessed by another process 
If a process (say PB) migrates while another process (say PA) accesses it, we must 

distinguish the following cases, according to the instant in time when the migration 
occurs: 

• PB migrates before PA issues a request to access it 

• PB migrates while the request issued by PA is being transmitted 

• PB migrates while the request issued by PA is being handled 
• PB migrates while the response to the access request from PA is sent back 

We may note that the case where PB migrates after the response to the access 
request from PA has been received by PA is identical to the last case listed above, from 
the point of view of the process (PA) which is waiting for a response. 

4.4.1. PB migrates before PA issues a request to access it 
In this case, we must look into what happens to the name resolution for the name 

used by PA to refer to PB. 
- If PB is designated by means of a global name with location transparency, then 

one of the four name resolution techniques described above is used. 

• Name server: if the name server contains up to date information about the 
location of PB, then the regular underlying mechanisms will be able to route 
the request correctly. If the server is not yet up to date, the address that it 
will supply will be incorrect, and the message won't be routed to the correct 
node. Additional mechanisms are thus needed to ensure that the sender of 
the message will be informed of the impossibility to deliver the message to 
its destination (negative acknowledgement, time-out, etc.) and to ensure that 
it will try again later to get the correct address from the server. Since this 
must all be transparent for PA, all of this must occur within the system layers 
(sender tracking). 
Another possibility is to change the functionality of the server to incorporate 
a dispatching feature which will redirect messages to the correct nodes: this 
introduces a third-party dependency (tracking). 
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• On request: since PB has reached its new location, it will be able to handle 
the resolution request normally (tracking). 

• Broadcasting: same as above: since PB has reached its new location, it will 
be able to handle the access request normally (tracking). 

• Local mapping: this case is similar to the one with the name server: if the 
local table contains up to date information about the location of PB, then the 
regular underlying mechanisms will be able to route the request correctly. If 
the local table is not yet up to date, the address that it will supply will be 
wrong, and the message won't be routed to the correct node. Additional 
mechanisms are thus needed to ensure that the sender of the message will be 
informed of the impossibility to deliver the message to its destination (nega
tive acknowledgement, time-out, etc.) and to ensure that it will try again 
later with the correct address from the local table (tracking). 

- Global names, without location transparency: no resolution is needed, since the 
name contains an indication of the physical location of PB. The request will thus 
be sent, but, since the location information contained in the name is obsolete, the 
wrong node will be reached. 
The additional mechanism which is needed is that this "wrong" node must be 
able to forward the message to the new location of PB. Since PB may have 
migrated again, the same must apply to all nodes through which PB has passed 
through (forwarding). 
Another possibility is to change the behaviour of the "wrong" node so that it 
returns the address of the next node along the path to PB to the site of PA, which 
will redirect the message to the new address (tracking). 

- Local names: The node of PA maintains a table which contains either a mapping 
to a global, location transparent name, or to a global, non location transparent 
name, or to an address. 
For the first two cases, one is brought back to the solutions sketched above. The 
third case may be handled as the second case above. 

Note 
If, for efficiency reasons, one uses an additional cache containing name - address pairs 
on the site of PA, then the cache cannot be up to date, since PB has moved. The mes
sage will thus always reach a node along the path from the home node of PB to its 
current location. If no additional functionality has been added to the node which is 
reached, then we are back to cases described above: the sender must send a new 
request to the name server, or a request for the location of PB must be broadcast again, 
etc. 
If additional functionality has been added to the node which is reached, this node 
might forward the message (forwarding) or return a more up to date address for PB 
(tracking). 



4.4.2. PB migrates while the request issued by PA is being transmitted 
We shall first assume that the migration of PB has been completed. If this is the 

case, the request sent by PA has been directed to the node PB has just left, i.e. to a 
"wrong" node. What should be done is then identical to what has been proposed in § 
3.4.1. 

If the migration of PB is still under way, the source node still contains a frozen 
instance of PB. What should be done to handle this case has nothing to do with nam
ing schemes or name resolution techniques: it is part of the migration mechanism 
itself. When the message arrives at the source node, the migration mechanism must 
ensure consistency with the choices made with respect to the behaviour of "wrong" 
nodes: it must either accumulate incoming messages and deliver them to PB when 
migration is complete, or it must send back the address of the target node, or it must 
cause the sending again of the request after some time. 

4.4.3. PB migrates while the request issued by PA is being handled 
The problem here is to make sure that the response will correctly reach PA. 

- If PB uses a global name to designate PA, then migration of PB has no effect on 
the naming of PA: whatever mechanisms are available to map the global name 
into a physical address will still be able to function correctly on the new site for 
PB. 

- If PB uses a local name to designate PA, then migration of PB will render this 
name obsolete: an additional mechanism is needed to maintain semantic con
sistency. Among those mechanisms, one could use local tracking to the desig
nated object, or backward linking to the home processor or to the source proces
sor. 
Systems which use local names could use the approach taken in Mach to solve 
this problem: 

Mach uses a tracking mechanism installed on the target node of PB. Indeed, 
after its migration, PB will still designate PA through a local port which must 
be managed by the network server on the target processor in order to 
transmit the message to the network server which runs on the processor of 
PA (sender network server). The network server on the target processor of 
PB receives access rights to the source network server during the migration 
of PB. 

4.4.4. PB migrates while the response to the access request from PA is sent back 
The migration of PB has no impact on the transmission of the response. 
In Mach, the network server of PA uses the network port contained in the 
response message to update its mapping tables, so that future requests may be 
routed to the new location of PB. 

4.5. Migration of the process which takes the initiative to access another object 
If the process (say PA) which initiates the protocol to access another object (say 

OB, which may be passive or active) migrates, we may distinguish the following cases, 
according to the instant in time when the migration occurs: 
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• PA migrates before issuing a request to access OB 
• PA migrates while the request to access OB is being transmitted 
• PA migrates while the request to access OB is being handled 
• PA migrates before the response to the access request to OB is sent back 
• PA migrates while the response to the access request to OB is being transmit

ted 

• PA migrates after the response to the access request to OB has been received 
by PA 

The second, third and fourth cases above may be lumped together, since the only 
problem which may arise after process PA has sent its access request to OB are related 
to the sending of the response by the access mechanism responsible for handling the 
request. The three cases may thus be encapsulated together. Similarly, one easily sees 
that the last case is, in fact, the same as the first one: it may thus be discarded from the 
list. 

We are, therefore, brought back to the following cases: 

• PA migrates before issuing a request to access OB 
• PA migrates before the response to the access request to OB is sent back 

• PA migrates while the response to the access request to OB is being transmit
ted 

4.5.1. PA migrates before issuing a request to access OB 
This case is identical to the one handled in § 3.4.3: the sending of a request from a 

migrating process is equivalent to the sending of a response from a migrating process. 
The various cases described earlier are thus applicable here. 

4.5.2. PA migrates before the response to the access request to OB is sent back 
The access request from PA has been received and is being handled. We assume 

here that the request contained a name referencing its sender PA. This name is used to 
send back the response to PA. 

We can observe here that the situation is identical with the one described earlier, 
since the sending of a request from a migrating process is again equivalent to the send
ing of a response from a migrating process. The various cases described earlier are 
thus applicable here. 

4.5.3. PA migrates while the response to the access request to OB is being 
transmitted 

In this case, PA migrates while the response to the access request to OB is being 
transmitted: the response will be sent to the site of the previous location of PA. 

Here again, the situation is identical with one described earlier. 
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4.6. Migration of both processes involved in an access 

We must look into the mechanisms used to solve the semantic consistency prob
lem when only one process migrates and check whether they still function correctly 
when both processes move during the access protocol. These mechanisms belong to 
one out of two classes: forwarding schemes and tracking schemes. 

When forwarding schemes are used, even if both PA and PB migrate one may be 
assured that messages will ultimately reach their destination, even if they must transit 
through many hops, unless message communication is much slower than process 
migration... 

When tracking schemes are used, there is a risk that the address mappings won't 
ever be up to date if processes move around a lot: messages won't be delivered to the 
right node. On the other hand, if the system with a frozen migrating process returns 
the message to the sender, this message might reach a node from which the sender pro
cess has migrated away. In both these cases, the mechanisms described earlier are 
clearly not sufficient to guarantee semantic consistency, but for Charlotte, which can 
take advantage of its bi-directional links which always allow messages to be delivered 
to the appropriate processes. An obvious, but rather extreme solution, is obviously to 
forbid process migration during communication transactions. 

4.7. Conclusions about transparent process migration 
We have tried to present here a few of the problems related to naming of objects 

in distributed systems with process migration in a unified framework. 
We have shown that process migration imposes additional constraints on name 

resolution techniques in order to preserve the semantic consistency of accesses to 
objects when processes move around. The two main classes of solutions are forward
ing schemes and tracking schemes. 

A number of solutions to the various problems have been outlined here. Illustra
tions of practical applications in existing systems may be found in [Jacq 89b] 

It should be pointed out that the classes of problems and solutions we described in 
the context of process migration are also applicable to the simpler case of remote exe
cution, where a form of migration occurs before any communication may be initiated 
with the process. 

Process migration is usually presented as a means to achieve higher performance 
in distributed systems. The solutions to the various problems described above should 
point to the overhead induced not only by the migration activity itself, but also by the 
measures to be taken to preserve semantic consistency. 

Further work in this area should consider in-depth treatment of situations where 
both processes involved in communication migrate during the exchange of messages, 
and evaluating the various schemes and combinations with respect to added cost due to 
the overhead they induce. 
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5. GLOBAL CONCLUSIONS 

We have seen that the advent of heterogeneous, compound architectures based on 
multiple CPU's interconnected by means of high speed networks has resulted in creat
ing new requirements for operating system support. The era where one could be con
tent simply with efficient communication between stand-alone systems has evolved 
into an era where not only parallel and distributed applications wish to take advantage 
of the underlying capabilities, but where even classical applications should be able to 
derive some advantages of the sheer volume of available power. 

The UNIX system is subject to the same kind of pressures as any other operating 
system to evolve in the direction outlined above. A large number of attempts have 
been made - and are still being made - in order to transform UNIX into a truly distri
buted operating system. 

It is a tribute to the success of UNIX that nobody appears to question the fact that 
the UNIX programmatic interface should be preserved. Most distributed UNIX imple
mentations, however, are based on small kernels, on top of which UNIX "emulators" 
are provided. This approach appears to preserve a reasonable level of efficiency, while 
allowing much greater flexibility, scalability and maintainability. 

Nevertheless, there is still no consensus about a de facto standard for distributed 
UNIX. One can only hope that the emergence of such a standard will take less time 
than the emergence of a standard for "classic" UNIX ! 
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COMPUTER SECURITY WITHIN 
THE CERN ENVIRONMENT 

D. H. Lord 
CERN, Geneua, Switzerland 

ABSTRACT 

Computer security in the environment of 
universities and large research centres like 
CERN is a very different issue to that found in 
commercial or military organizations. The 
reasons for this and their effects are 
presented within the framework of our 
experience at CERN. 

1. INTRODUCTION 
The CERN environment has unusual aspects that make it 

difficult if not impossible to approach computer security in, what 
might be called, a classical manner. To appreciate this one must 
have a clear idea of CERN's nature and particular situation. 

•CERN is a large international organization; its site 
straddles the Franco-Swiss frontier. 

•It was set up by its member states (now fourteen in 
number) to provide the very large experimental infrastructure 
needed for a particular field of basic research, i.e. that of 
fundamental particle physics. 

•CERN provides these facilities to researchers from 
universit ies and research institutes world-wide without 
restriction. 

•This type of research is in no way secret; it is in the 
public domain, non-commercial and non-military. 

•Actual experiments at CERN are very large (with 
budgets in the $100M range). They take many years to design, 
build and set up. They are then used on series of related 
experiments over periods of many years. 

•The experiments are done by collaborations that 
consist of several hundred people: physicists, programmers, 
engineers and technicians, coming from tens of different 
institutes, again world-wide. 
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•The analysis and study of the data they generate is 
an enormous effort involving many people working with 
computers in many centres around the world. 

•The user community of CERN is nearly six thousand 
strong. Most are not employed by CERN, only a small proportion 
being partially or fully employed by CERN. 

It should not be forgotten that it is a basic part of CERN's 
rôle to provide access to its services and facilities as conveniently 
and as freely as possible. This applies not only when they are 
present at CERN but also when they are back in their home 
organizations. 

Clearly CERN is not an environment that is compatible with a 
high level of computer security. 

2. THE CLICHÉS 
Computer Security is a domain where frequently one hears a 

certain number of clichés that however contain a good deal of 
t ru th . 

The strength of a chain lies in its weakest link.... O n e 
example of this to be found at CERN concerns the VAXes we have, 
of which there are now over five hundred. VAXes come a wide 
range of sizes; at one extreme the microVAXes and work stations 
and at the other the large systems we have in our computer 
centre. They are all VAXes and almost all use the same operating 
system, i.e. VMS. The problem lies with the smallest systems, 
because they are very numerous and because they often don't 
belong to CERN. In addition the people responsible for them don't 
have any interest in security. Or even the knowledge of how to 
use the powerful security features in VMS to make their systems 
difficult to penetrate. These systems are therefore particularly 
vulnerable and as they can communicate with the large VAXes 
they are a source of weakness for the security of many other 
VAXes at CERN. 

Good security is impossible unless you control the access to 
all terminals that give access to your computers... This is because 
if 'hackers' can access your terminals they can set traps to get 
information that will enable them to penetrate your system. It 
also means that in most cases, the sole method left for checking 
the identity of a person logging in becomes the password check. 
This we will see is by no means a secure method. For CERN such 
control is impossible. Most of the several thousand terminals and 
work stations are in areas where there is quite free access, that is 
in the nature of CERN. In order to fulfill its rôle as a centre for 
research CERN is connected to many networks so that legitimate 
users may get access to CERN's computers. CERN has of course no 
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way of controlling the use of all the computers and terminals that 
communicate via these networks. 

Networks are not secure... or alternatively: The only safe 
networks are those you are not attached to... Unless you control all 
parts of a network and all systems attached to it, you cannot 
ensure a high level of security. It is conceivable that if all systems 
on the network are 'trusted systems' then a high level of security 
can be obtained. This is not so for the networks to which CERN is 
connected. So we are thrown back on a policy which is that each 
system has to provide its own security, usually by using the 
mechanisms provided by its manufacturer. 

The biggest source of security risk is always people... This is 
certainly true at CERN. Most our computer users are physicists, 
engineers and technicians who are at CERN to do a particular type 
of research, not to spend their time on security. This situation 
invokes another cliché, Security is a nuisance! ... For many of 
CERN's user community computer security is something that gets 
in the way of them doing their job. Therefore unless we are 
careful in the security measures we apply; we can get a form of 
'back lash' effect where the users will themselves by-pass the 
security measures. It is the users themselves who deliberately or 
by carelessness make password checking a weak protection, i.e. by 
telling others their password or leaving them in places where they 
are easy to find. It is perhaps not generally realized that hackers 
rely heavily on 'inside' information provided more or less 
consciously by the users and staff of systems they are attacking. 

Security is expensive.... Usually computer security is seen 
in terms of protecting both data and systems, and if that this not 
successful the whole future or the organization concerned may be 
jeopardized. This is not so for CERN. The results of the research 
done are freely available, so there is no need to protect data, other 
than by doing back-ups to protect against system or user errors. 
Therefore it is difficult in general to motivate people who use 
CERN. Similarly it would not be possible to justify the very large 
expenditure for an all embracing security system for CERN, 
especially since the success of such a system would be uncertain. 

3 . SO WHERE IS THE INTEREST? 
Under these circumstances, it could well be asked why does 

CERN take any interest in computer security. The answer is 
threefold: 

•After some hacking incidents three to four years ago 
it was realized that the activities of hackers could disturb the 
operation of the large machines providing general services and of 
smaller machines integrated into the physics experiments. The 
latter could easily lead to experiments loosing part of their 
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scheduled running time with the particle accelerators, a very 
scarce resource. In either case much time would be wasted for 
both the users and the people who would have the task of making 
the system safe again. 

•CERN wishes to participate in the efforts being made 
to minimize the impact of hackers on the computers of the 
academic and research community. 

•The installations of certain computers, the so-called 
Supercomputers are required to be particularly secure. 

4 . SO WHAT DOES CERN DO? 
Clearly I cannot give a detailed description of the measures 

that CERN takes. However in general terms we do the following: 
•Mostly we use the security facilities provided by the 

manufacturer. 
•We have developed a code of practise for the users. 
•We concentrate on the central service systems and 

other critical ones, to try to ensure that they have tight security. 
•We provide help for the system managers to advise 

them on how to have good security on their systems and how to 
deal with security problems when they arise. 

•On the central systems we enforce the good use of 
passwords. 

•We have set up a central coordination for security. 
This includes procedures, which also involve the manufacturers, 
for following security incidents. 

5 . THE FUTURE 
It is certain that hacking will not stop. I believe that we 

shall see a trend whereby hackers will use Virus and Worm 
techniques, rather than direct hacking. It is after all much safer 
for them. 

I expect us to investigate the introduction of methods aimed 
at improving password use and convenience, such as a central 
security server. 

In CERN we cannot achieve 100% security for our computer 
systems. However we are interested in being able to monitor 
effectively so that we can be well aware what is happening. 
Attempting to trace hacking attacks as they occur can cost a lot in 
resources and is often unsuccessful. We therefore prefer to 
emphasize monitoring. Technology is developing to a point now 
where it will be possible capture and examine significant 
information on the traffic that transits our networks. 
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NUMERICAL SIMULATION IN FLUID MECHANICS 

H. Oertel jr. 
Institute for Fluid Mechanics, TU Braunschweig, Germany 

The lecture course gives an introduction into the numerical simulation methods 
of fluid mechanics and offers a first insight into the multiple aerospace 
applications for civil aircraft and reentry vehicles. 

In addition to the classic wind tunnel, numerical methods are gaining more and 
more importance as a new tool for the development of aerospace technologies. 
However, the present gaskinetical and Navier-Stokes methods, which have been 
developed worldwide, are unsuitable for practical aerospace applications 
without the intermediate step of validation. This is partly due to the 
inadequate mathematical verification of the numerical algorithms and boundary 
conditions and especially due to the lack of physical modelling of 
nonequilibrium chemistry in the high atmosphere as well as three-dimensional 
boundary layer transition and turbulence modelling of chemically reacting 
flows. 

The lecture course explains the basic equations of fluid mechanics and 
introduces the numerical algorithms. It illustrates in detail the task of the 
engineering approach of the validation of numerical tools and shows from 
several selected "highlights" a general view of the numerical activities in 
the European aerospace industry and in the research institutes. 
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1. COMPUTER CONCEPTS FOR AEROSPACE APPLICATIONS 

Vector computers and parallel computers are influencing more and more the 
development of new technologies in aerospace research. Besides the traditional 
wind tunnel, the design of transonic wings for civil aircraft requires to a 
high degree the application of numerical methods in connection with super 
computers. The most important point in this concept is to improve the 
economical efficiency of civil aircraft. Today, the operating costs of an 
aircraft are determined by the fuel costs which can amount to up to 50%. For 
every Airline, a reduction in aerodynamical drag means a great economic 
benefit. Besides the material, structure and propulsion technology, the 
numerical and experimental methods used for aerodynamic design are the key 
technologies in order to achieve an economic type of aircraft. The application 
of super computers, permanently being improved in terms of performance and 
memory capacity, allows a clear reduction of the time needed for the 
aircraft's design. In this way a new numerical potential is developed by the 
research institutes which is used increasingly by the aerospace industry. 

Fig. 1: Computer concept for aerospace technology developments from the point 
of view of the Institute for Fluid Mechanics, TU Braunschweig 
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A new challenge for numerical aerodynamics is the design of supersonic 
aircraft and reentry vehicles which should ensure the economical transport 
between orbital stations and on the earth. Examples are the European HERMES 
project and the SANGER technology program. Therefore the design of the heat 
shield of reentry vehicles, the aerothermodynamical improvement of the control 
mechanism in the higher atmosphere and the technological developments for the 
propulsion of supersonic and hypersonic vehicles are crusial for the outcome 
of this project. 

As the increased heat flux during the reentry phase into the earth's 
atmosphere and the aerothermodynamics of hypersonic propulsion cannot be 
simulated in wind tunnels in every physical detail, the application of 
numerical methods with super computers and their validation with model 
configurations is a new task for future projects. The future aerospace 
technology programs require computer concepts for the cooperative use of super 
computers, accesssible for all users from a central location via data network. 
A few data networks with transfer rates of 800 Mbit/sec have been installed 
worldwide and are systematically extended. The remaining task is to create for 
the data processing a national data mangement and file system for the 
technological development and project work, which will ensure the access to 
technological and project data for several years. The key to successful 
technological data management is intelligent data reduction. This is 
especially valid for aerospace projects which generally run over a period of 
a decade. 

Figure 1 shows the current computer concept implemented at the Technical 
University of Braunschweig, having the basic equipment of a high capacity 
computer center, a decentralized vector computer, work stations and the 
necessary data network. An integrated component of the computer concept is the 
connection between the regional computer center in Hannover and the Technical 
University of Braunschweig, which allows for an efficient application of 
vector and parallel computers. 

133 



2. Civil Aircraft Applications 

2.1. Basic concepts 

In the past, the aerospace industry had commonly supported it's findings with 
the design of new aerodynamic components based on engineering empirism and 
wind tunnel measurements and achieved the progressive results in this way. The 
development of new technologies and increasing competition forced the 
companies to work out the aircraft design in even shorter terms which 
influenced the risk of development negatively. Therefore the intensified 
application of numerical methods and checks are necessary to reduce the 
iterations in the expensive experimental design procedure. Wind tunnel 
experiments are more and more necessary for the verification of the numerical 
design tools. The economic success of a modern aircraft is crucially 
influenced by the aerodynamical design of the transsonic wings. Local 
supersonic areas are formed on the wings of the aircrafts, these generally 
terminate with a shock. This sudden pressure jump produces aerodynamical 
drag. During the design process, consequently the shock should be kept as weak 
as possible. This result can be obtained by special airfoil contours which 
have been used for the Airbus wing development. 

Fig. 2: Airbus wing development 
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The trend of the development and economical improvement of the Airbus aircraft 
is shown in Fig. 2. The Airbus A 300 is a conventional civil transonic 
aircraft. The pressure distribution of the A 300 on the surface of its wing 
shows an intense shock. The Airbus A 310 has already been built with a modern 
supercritical wing, where the shock strength was reduced as well as the lift 
was increased to a high degree. The aerodynamic improvement is characterized 
by the dotted area of the pressure distribution. It results in a 12% saving 
in fuel consumption. Additional savings can be expected of new materials and 
by using further improvements in the wing aerodynamics. For this purpose, the 
high lift devices for take-off and landing, namely the leading-and trailing-
edge flaps of the wing can be used for a continuous and optimal adaptation of 
the wing structure to the corresponding flight conditions. In this way the 
economic optimization could be extended to a larger scale of flight 
conditions. 

An additional distinct reduction of the drag could be realized by a transonic 
laminar wing. This could be a technologically totally new wing which keeps the 
lower drag laminar boundary layer flow as far as possible down stream on the 
wing by means of suitable design of the contour or active control. Again are 
the preconditions for the aerodynamic design of economical transsonic wings 
are numerical methods to solving the basic equations of fluid mechanics. 

POTENTIALV 

EULER 

NAVIER STOKES 

BOUNDARY LAYER 

Fig. 3: F lu id mechanical model equations 
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2.2 Navier-Stokes Equations 

The continuum mechanical basic equations are the conservation of mass, 
momentum and energy. The Navier-Stokes equations for the computation of three-
dimensional flows of perfect gases in cartesian coordinates are shown in 
Fig.4. 

Here it has to be summed over the spatial dimensions x-. The state vector U 
is composed of the densitiy p, the velocity components u- and the total energy 
per unit mass e. 

The specific heat at constant volume is abbreviated by c . Algebraic equations 
for the calculations of the dynamical viscosity /z and the thermal conductivity 
k are added. Mass forces are neglegted. 

For an appropriate numerical processing the Navier-Stokes equations are 
defined in the so-called conservation form. That means the coefficients in 
front of the derivative terms of equation (1) are constant. If they were 
variable, their derivatives would not appear anywhere in the equation. A non-
conservative formulation can lead to numerical difficulties, if the 
coefficients show discontinuities as is the case for example in flows with 
shock waves. 

Figure 3 shows the flow around a transonic wing and determines the regimes of 
the various fluid mechanical model equations. The flow can be divided into 
an inviscid outer area and the viscous boundary layer regime on the wings' 
surface. In the outer area the potential equation has to be solved. Within the 
dotted shock area, the Euler equations have to be used. The solutions of the 
Navier-Stokes equations are needed in the area of strong viscous interaction, 
that is in the area of the shock boundary layer and at the trailing edge of 
the wing. 

Solving the transonic wing problem we follow two different concepts: 

The basis of the "zonal numerical approach" is the integration of the 
different model equations in the corresponding regimes. This zonal approach 
requires the development of efficient integration strategies and iteration 
methods and the adaptation of the viscous and inviscid solutions at the regime 
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boundaries. 

A different method can be realized by solving the Navier-Stokes equations in 
the total flow field using a block-structured grid which secures an intense 
resolution in the viscous interaction areas and at the shock and the trailing 
edge and which works in the inviscid flowfield zones with a reduced 
resolution. This concept requires an optimization in the choice of 
computational grids and blocks. 

Both concepts had been developed and successfully applied for the validation 
of transonic wings. The application of both concepts as design and numerical 
control methods for transonic wings requires their verification by means of 
a model wing. For this purpose, the test wing DFVLR-F5 as shown in Fig. 5, has 
been developed, which is described in detail in chapter 2.3. 
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Fig. 4: Navier-Stokes equations for perfect gases 
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2.3. Validation 

The present Navier-Stokes methods which have been developed worldwide, are 
unsuitable for practical aerospace applications without the intermediate step 
of validation. This is partly due to the inadequate mathematical verification 
of the numerical algorithms and the Navier-Stokes boundary conditions and 
especially due to the lack of physical modelling of the three-dimensional 
boundary layer transition on the wing and the turbulence modelling of 
transonic compressible boundary layer flows. 

The DFVLR-F5 wing is the first example of an analytical boundary value problem 
for a transonic model wing, which leads from the definition, via verification 
with experimental field measurements to practical use in the aerodynamic 
optimization of Airbus wings. Figure 5 shows a top view of the DFVLR-F5 wing 
attached to a splitter plate in the wind tunnel. The inflow and outflow data 
as well as the pressure distributions on the wind tunnel walls and on the wing 
including the transition line have been measured and interpolated with 
analytical functions. 

Wind Tunnel Wall 

Splitter Plate 

Fig. 5: Validation Experiment, DVFLR-F5 wing 
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The wing model configuration represents a compromise between applicability and 
limitation to an estimable multiplicity of transonic phenomena which are to 
be expected. The configuration is realistic to such a degree that the methods 
verified by it, can be applied for the validation of Airbus wings. 

A first precondition for the numerical processing is the calculation of the 
geometry. Today, for this purpose standardized programs in workstations are 
used. As a basis for the application of numerical methods, the generation of 
the computational grid in the flow field alredy require the interactive 
application of a vector computer. Figure 6 shows a comparision of the 
calculated Navier-Stokes pressure distribution and skin friction lines with 
the experimental results. The state of the art in zonal or block structured 
Navier-Stokes methods using quite different numerical algorithms, grid 
generation techniques, transition and turbulence models has an accuracy in the 
pressure distributions of approximately 10%. 

Fig. 6: Comparision of different Navier-Stokes results: 
pressure distributions and skin friction lines 
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The concentration of the isolines shows the position of the shock on the wing. 
In the shock boundary layer interaction area, the stress lines do converge 
to a separation line on the wing. Further downstream, the Navier-Stokes 
solution shows a complex region of three-dimensional seperated flow. The 
aerodynamic design engineer is interested in the integral parameters lift and 
drag coefficient. Fig. 7 shows the results of different Navier-Stokes 
solutions and clarifies that the at first achieved precision of 10 % with 
respect to the pressure distribution for the crusial design parameters is not 
sufficient. Grid generation improvement especially at the tip of the wing and 
near the wind tunnel wall as well as an improved selection of adequate 
transition and turbulence models lead to a systematical improvement of the 
Navier-Stokes methods which can lead, in connection with flexible geometry 
generators and optimization parameters lead to new economically aerodynamic 
entire configurations. For this purpose, the aerodynamical optimization of the 
wing fuselage transition offers an important development potential. 
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Fig. 7: Drag and lift coefficients of the DFVLR-F5 Navier-Stokes solutions 
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3. ORBITAL TRANSPORT SYSTEMS 

3.1. Basic concepts 

In connection with the scenario of newly projected spacestations comes the 
further development of reentry technology with special reference to the need 
for more economical resuable reentry spacecraft and spacecapsules, with 
optimized payloads and ecological compatiblity. Increased consciousness arises 
in the public with respect to a more ecological compatibility of aerospace and 
aeronautical technologies. This means that the meteorological and air chemical 
conditions have to be integrated for the optimization of aerospace and 
aeronautical configurations. This cannot be achieved without numerical 
simulation methods on super computers. Therefore we can draw the conclusion 
that the development of new aerospace and aeronautical technology does require 
an intensified education and research in the field of interdisciplinary 
numerical simulation methods with super computers. 

The US - space shuttle had been developed nearly completely by means of 
windtunnel experiments which caused considerable problems during the 
realization of the project. Therefore it is a new challenge for numerical 
aerodynamics to provide the basic design of reentry vehicles and hypersonic 
aircraft as carrier systems for new economical orbital transporters. The 
European HERMES project is a reentry vehicle, which should secure in 
correspondence with the space shuttle, the transport between orbital stations 
in low earth orbits and the earth. The national principal configuration SANGER 
II as shown in Fig. 8, serves as orbital transport system project in the 
field of technology development beyond the year 2000. 

Fig. 8: SANGER II and HERMES orbital transport and reentry systems 
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In the following investigation our special interest turns upon the reentry 
problem. Figure 9 shows a typical reentry trajectory into the earth's 
atmosphere. The reentry with the reentry Mach number 28 and the corresponding 
orbital velocity is characterized in the high atmosphere by the transition of 
the free molecular flow to continuum mechanics. The solutions of the Boltzmann 
and Navier-Stokes equations are necessary for the numerical simulation of 
aerothermodynamics. 

The complexitiy of the flow around a reentry body is shown in Fig. 9 along a 
characteristic reentry-trajectory. During reentry into earth's atmosphere, the 
free-stream Mach-number reaches values of up to 28. The maximum deceleration 
and the maximum heat-flux to the reentry body occurss in the continuum 
mechanical regime of the trajectory. All of the reentry-flight is 
characterized by the coupling of the aerodynamics with the chemistry of the 
atmosphere in the vicinity of the technical surface of a heat shield and the 
thermomechanical loads of a reentry-body. The physics of those couplings with 
regard to practical engineering design-models are currently not developed. 

Since aerothermodynamics at real reentry conditions can principally not be 
fully simulated in wind tunnel as shown in Fig. 11, quantitative capsule 
reentry experiments must be performed in order to validate the numerical 
methods. From the dimension analysis in Fig. 10, it is clear that a partial 
experimental solution of the M. - Re. number dependency, or rather the 
simulation of isolated chemical reactions in supersonic or high enthalpy 
tunnels is possible. However, the reentry problem in its entity, i.e. three-
dimensional aerothermodynamics around the hot structure of the heat-shield 
including the chemistry of the high atmosphere in thermodynamic non-
equilibrium and its interaction with the technical surface of the heat-shield 
including the chemistry of the high atmosphere in thermodynamic non-
equilibrium and its interaction with the technical surface of the heat-shield, 
cannot be experimentally simulated. 

The experimental simulation possibilities are summarized in Fig. 11. 
Simulation capabilities are characterized by the shaded areas. The represented 
reentry trajectories clearly show that in the crusial orbital transport phases 
the experimental simulation in wind tunnels can not be realized. 
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Fig. 9 : Reentry trajectory 
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Fig. 10 : Dimension analysis 
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Chemical simulation 
km/s 

Mach-Reynolds number simulation 

Fig. 11: Windtunnel simulations and orbital transport trajectories 
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3.2 Gaskinetical Simulation at Reentry Conditions 

To begin with the description of the numerical methods, as in the reentry 
trajectory of Fig. 9, in the regime of free molecular flow and in the 
transitional regime to continuum mechanics the gaskinetical simulation of the 
Boltzmann equation has to be developed. Here, f (f,c",t) represents the 
distribution function which is the basis for the microscopic description of 
flows. It describes the statistical temporal and spatial distribution of the 
particles and their velocities in the physical space shown in Fig. 12. 
Together, these form the so-called phase space, which in general has six 
dimensions, f (f,c,t)dc dr represents the number of particles positioned 
around r within the volume element dx dy dz and whose velocities lie in the 
range du dv dz around c. In a state of thermodynamic equilibrium, the 
distribution of the velocities in the velocity space at a given temperature 
corresponds to the Maxwellian distribution. 
Integration of the distribution function over the velocity space f(r,c,t)dc 
results in the particle density in the volume element of the physical space. 
Further integration over the entire physical space f(r,c",t)dc dr then 
gives the total number of particles. If the molecular velocity distribution 
is known, the local macroscopic parameters can be calculated by momentum 
formation with integration over the entire velocity space. The equation for 
determination of the distribution function is the Boltzmann equation. 

9f -. 3f _ 3f 1 / 3f \ 
— - + C - — + F — --— [ — ) 
3t 3r 3c Kn \ 3t / coll 

The left-hand side of the Boltzmann equation can be considered to be a 
substantial derivative of the distribution function f with respect to time t 
in the phase space. This temporal change in the distribution function f is the 
consequence of intermolecular collisions, the effect of which is described by 
the collision term on the right-hand side. The term c ( 3f/3r) describes the 
convection of the particles into the physical space; in a similar way, 
F ( 3f/ 3c) accounts for the convection of the particles into the velocity 
space as a result of external forces. If binary collisions are assumed, the 
collision term can be replaced by an integral expression, thus leading to a 
nonlinear integro-differential equation. 

146 



For a general, three-dimensional flow the distribution function f depends on 
three space coordinates and three velocity components, meaning that f must be 
solved for six dimensions with given initial and boundary conditions. At the 
moment, this is only possible for few special cases. Consequently, direct 
gaskinetical simulation methods have to be relied on. 

physical space velocity space 

Fig. 12. Particle distribution in the phase space 

In these methods, the distribution function is represented directly by the gas 
particles in the phase space; space coordinates and velocity components being 
assigned to each particle. The real gas flow with 10 1 9 particles per cubic 
centimetre is simulated by several thousand model particles for this purpose. 
This is possible, since the Boltzmann equation can be normalized in a way 
that the solution is independent of the number of particles. It must merely 
be ensured that the product n o is kept constant, n being the particle 
density and o the cross-section of the gas particles. Modelling of the 
particle collision and application of the fundamental gas-kinetical equations 
to the model particles allows the simulation of the temporal and spatial 
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change in the distribution function f and and consequently, the corresponding 

change of state in the flow. 

Let us consider the collision of two particles in Fig. 13. The collision of 

particle 1 and particle 2 is observed in the center of mass frame of 

reference. The collision plane is generated with two particle mid-points and 

the relative velocity vector c"r of the two colliding particles before the 

collision. The smallest distance between particle 1 and the undisturbed path 

of particle 2 establishes the first collision parameter b. 

With a given sphere radius and a known collision parameter b, the potential 

of the interaction force for rigid spheres makes it possible to calculate 

easily the change in direction between the relative velocity vectors c*r, 

before the collision, and c"r' after the collision in the collision plane. 

A reference plane must then be introduced for unambiguous localization of the 

collision in space. The line intersecting this reference plane and the 

collision plane includes the mid-point of particle 1 and follows the relative 

velocity vector cr . The reference plane is defined by a randomly selected 

azimuth angle e between collision plane and reference plane, this angle 

representing the second impact in binary collision. Integration over the 

impact parameter b and € yields the cross-section a for the rigid sphere 

potential model. 

1% 2R 

a - f f b db de = 4 ' ÏÏR2 

0 0 

The cross-section is thus defined as the cross-sectional area whose surface 

normal n run parallel to the relative velocity vector <fr and within which the 

midpoints of two spheres with radius R, projected parallel to n, must at least 

be located for a collision to take place. The task is now to use a given 

potential model and draw conclusions as to the velocity components of the 

colliding particles before the collision. The equations for the conservation 

of momentum and energy of the kinetic theory of gases are available for this 

purpose. 

In the most general case, there are six unknown velocity components after the 
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collision, namely ux', v/, Wj' and u2', v2', w2' for the two colliding 
particles with mass m and velocity components u 1 ( v,, W! and u2, v2, w 2 before 
the collision. The values can be calculated unambiguously with the following 
equations: 

Conservation of linear momentum per mass: 

Uj + Ug » Uj' + Ug' 
v l + v 2 " v l ' + V 
Wj + W 2 - Wj' + W 2' 

Conservation of energy per mass: 

Uj + Vj + Wj + U 2 + V 0 + W, 

U j / 2 + V-,'2 + W,'2 + Uo' 2 + Vo' 2 + W,' 2 

Conservation of angular momentum per mass: 

2 x "2 
2 

rj x Cj + r 2 x c 2 = rj' x Cj' + r 2' x c 2' 

Interaction potential 
m * rj - -m * r 2 

d# 

ds 

Fig. 13: Elementary diagram and particle collision 
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The radius vectors of the particles before and after the collision are 
presented by the parameters r 1 ( r2, and r/ r2', respectively, in accordance 
with Fig. 13, while s represents the distance between the colliding particles. 
Since, in the case of an elastic collision of rigid spheres, the impact 
parameters £ and b are obtained immediately from the geometrical 
consideration, thus meaning that the conservation of angular momentum is 
automatically fulfilled, there remain 6 equations for unambiguous 
determination of the velocity components after the collision. 

The simulation method which we use is the Direct Simulation Monte Carlo Method 
(DSMC) which treats the particle collision statistically. The simulation 
domain is discretized in cells. The cell size must be selected in such a way 
that only a slight change in the state variable is to be expected within a 
cell. Positioning and velocity distribution of the particles are the same as 
for the molecular dynamics method. The boundary condition is obtained from the 
geometry of the simulated flow and given interaction between the gas particles 
and the walls present. The simulation process consits of two steps, which can 
be applied repeatedly: 

In the first step the particles are moved with their individual velocities 
over the discrete time step tm, this motion being decoupled from the 
interaction of the particles. Collisions with the walls are simulated in a way 
similar to the molecular dynamics method. In the second stage, representative 
collisions with randomly selected particles are subsequently calculated in 
each cell. 

For the rigid sphere model, the calculation of the collision time t c o l l of an 
individual collision process is based on the relationship 

2 

which produces correct collision rates. In this equation, N is the number of 
particles per cell, d2 the cross-section of the particles, n the particle 
density and c"r the relative velocity between the particles involved in the 
collision. 
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The representative collisions are carried out by randomly selecting two 
particles in every cell to form a possible collision pair. Whether or not this 
pair collides depends on the probability of the collision, this being reversly 
proportional to the collision time t c o l l. Once a suitable pair of particles 
has been found, the equations of motion together with two impact parameters 
are used to calculate the new velocity components. Then collisions take place 
in the same cell until the total of the time intervals t c o l l reaches the 
selected time interval tm. The time interval selected should be small in 
comparision with the mean collision time of the particles. 

Since the particles do not really collide in this method, the impact 
parameters b and € cannot be determined from geometrical considerations, 
meaning that the angular momentum equation is not automatically fulfilled. 
The Direct Simulation Monte Carlo method makes use of the fact that in a 
statistical sense, for the hard sphere particle potential, there is no 
preferred direction for the post-collision relative velocity of the two 
particles. Consequently, an azimuth angle 6 and a polar angle'X are determined 
stochastically. Here lies the problem in the relation of the conservation of 
angular momentum, which does not need to be taken into account explicitly. 

The gas viscosity in the DSMC calculation is simulated by using the empirical 
variable hard sphere (VHS) collision model. In this model the temperature 
dependency of the viscosity is considered by a variable cross section that is 
inversely proportional to the relative collision energy between the colliding 
particles. 

The internal energies of molecules have been considered with the 
phenomenological model introduced by BORGNAKKE and LARSEN. The essential 
feature of this model is that a part of the collisions is treated as 
completely inelastic. The probability for inelastic collisions, where energy 
transfer between translational and rotational energies may occur, is directly 
related to the rotational relaxation time. For the temperature range on our 
calculations, the rotational energy is always fully excited. At higher 
temperature the vibrational energy levels become excited. To predict the 
degree of excitation at a particular temperature which is not originally 
defined, the harmonic oscillator model has been used. The knowledge of the 
vibrational degrees of freedom enables the consideration of the translational 
rotational and vibrational energy exchange in a modified version of the 
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Borgnakke-Larsen model. The proportion of such inelastic collisions is 
adjusted to the vibrational relaxation time. For the verification of the 
aerodynamic part of the DSMC method the supersonic flow past a sphere without 
chemical reactions was simulated. Fig. 14 shows a comparision of the 
calculated results with electron beam measurements by RUSSEL for the density 
distribution along the stagnation streamline. The flowfield conditions are 
M„ = 3.8, Kn. =X/R = 0.06. At the body surface the adiabatic wall temperature 
was fixed. The predicted 3D DSMC results are in good agreement with the 
experimentally estimated density distribution in front of the sphere. 

Figure 15 shows additionally the Mach-isolines in the calculated 3D-flowfield 
with a maximum of the translation temperature of 23.000 K. The sonic line that 
seperates the subsonic and supersonic region looks different as comparised 
to the continuum case. The calculated subsonic region is extended around the 
front part of the sphere to the outflow boundary, emphasizing the low density 
effect on the flow structure. 

Experiment (Russell) 
Continuum 

O DSMC 

2_ 

r 5 

Fig.14 : Experimental and theoretical density profiles 
on the stagnation streamline of a sphere 
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symmetry plane 

M = 3.5 

exit plane 

Fig. 15: Numerical iso Mach-lines in the symmetry plane 

Fig. 16. Isothermal areas in the symmetry plane of a sphere, 
13. = 7.5km/sec, Kn. = 0.08 

In the next step, the chemistry of the higher atmosphere with 19 reactions 
following BORTNER, were implemented into the Monte-Carlo method. In order to 
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compute the probability of an elastic collision, with rotation and vibrational 
excitation and dissociation of oxygen and nitrogen molecules, the empirical 
Borgnakke-Larsen model was applied. As it was described before, this model 
relates the probability of inelastic collisions the classical rotational and 
vibrational degrees of freedom. 

This further simulation was carried out at a Knudsen number of 0.08, which 
corresponds to a reentry altitude of 92 km. The viscosity was simulated with 
the VHS-model, the rotational relaxation length was fixed at five mean free 
paths and the vibration relaxation length at 100 . The isothermal wall of 
the sphere has a constant temperature of 1000K, and ideal accomodation as well 
as diffuse reflection at the surface have been assumed, which as we know, is 
not the technical reality. Isothermal areas in front of this sphere are shown 
in Fig. 16. The upper half of the figure is the result of a perfect gas 
calculation; the lower half illustrates the influence of real gas effects, 
with a decrease of the shock stand-off distance and of the maximum temperature 
in front of the sphere. 

In addition, the temperature components along the stagnation streamline of 
Fig. 17, show the temperature increase in the shock front and the large 
temperature decrease after having reached the maximum temperature until the 
isothermal boundary conditions of 1000K are attained. 

The maximum temperature in front of the body is approximately half as large 
in a real reentry case as under perfect gas conditions. This shows, how 
important the modelling of real gas effects is for correct simulations of 
reentry aerothermodynamics. The corresponding molecular and atomic 
concentrations along the stagnation streamline show the dissociation of 0 2 and 
N2 molecules in the shock front and the corresponding increase in atomic 
concentrations which lead to the formation of NO behind the shock front. The 
concentration distribution near the wall indicate the recombination, which 
depends strongly upon the chosen boundary conditions. 
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Fig. 18 a: Navier-Stokes equations including reentry chemistry 
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3.3 Navier-Stokes Simulation 

As numerous articles on Navier-Stokes simulations of hypersonic and reentry 
flows have already been written, this chapter will only offer a brief 
discussion of the problems. No essentially new aspects have since become 
known. The problem here is, as it was described in chapter 2, less the 
numerical algorithms but much more the lack of modelling of the reentry 
chemistry and the interaction with the body surface. 

The Navier-Stokes equations for the computation of three-dimensional 
hypersonic flows can be written in cartesian coordinates as shown in Fig. 18. 

The index i, requires a summation over the spatial dimensions x,. The state 
vector U(x,t) is composed of the partial densities m, the total density , 
the velocity components U 1 ( the rotational energy e r o t, the vibrational 
energy e v 1 b and the total energy per unit mass G. 

In the investigation of flows with e.g. 5 chemical species (N2, 0 2, NO, N, 0) 
including thermal and chemical non-equilibrium processes the state vector 
can assume the given form. 

Finite Element Grid Euler solution 

Fig. 19: Finite Element simulation around a sphere 
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As a consequence of the chemical non-equilibrium, the continuity equation is 
substituted by 5 continuity equations for the different species. In this 
example 2 additional energy equations describe the rotational and vibrational 
energy for the thermal non-equilibrium. 

The first step towards a Navier-Stokes solution is the choice of a suitable 
grid. Fig. 19 shows a finite element grid, which, by means of an adapted 
refinement, respects the shock and the thermal boundary layer near the wall 
of the reentry vehicle. 

Traditionally, in numerical fluid mechanics computational methods are used 
which work with structured grids (FDM). These methods are very efficient for 
the investigation of flow problems with simple geometries. The efforts for 
grid generation with respect to technically difficult problems are con
siderable. The possibilities for grid adaption to, for example, complex shock 
structures are restricted. Increasingly therefore in fluid mechanics Finite 
Element Methods are developed which are based on unstructured grids. 

For the unstructured grid-generation regarding problems in fluid mechanics, 
two techniques are commonly used, that is the Advancing-Front-Method and the 
general Delaunay Triangulizer. The Advancing-Front-Method is based on a given 
grid node distribution on the boundary of the computational domain. The 
surface grid generated this way is designated front. New elements are 
generated by defining appropriate boundary nodes or by selecting boundary 
nodes which can form new elements. With every new element the front changes. 
It is moved forward into the interior of the computational domain until the 
total space is filled with elements. Commonly a very coarse background grid 
is used which determines the spatial distribution of certain grid parameters, 
for example element size or element distortion. The background grid can 
consist of only a few elements and does not need to fo'Mow the exact geometry. 
H triangul izer solves the same problems in a different way. This method is 
hvsed on a given node distribution in the whole computational domain, which 
has Lo be generated by the user with simple geometrical instructions. The 
1 "iangul izer divides the computational domain in the planar ca.be in well-
rormed triangles respectively *n tetrahedron 'r1 the three-dimensional case. 
:he quality of she cp- '••]<: generated ;': i - .•••••.-:. depet ds essentially on the 
h^.kground grid 'c-nec : •.-•;-••>•• or the c i -,-en p ' pc-de d :,tribut ion. In order to 
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a flow solution is necessary. This adaptation can not be performed beforehand 
because the exact expansion of the boundary layers respectively shock layers 
is unknown. Therefore the adaptation has to be carried out automatically 
during the computation. This relieves the user from maluring extremely exact 
grid specifications. Generally one begins with a coarse starting grid which 
is successively refined during the computation. Under certain circumstances 
with unsteady phenomena a coarsening of certain grid areas is necessary. 
Generally a grid adaption requires a scalar error estimation function 
indicating those areas which have to be locally refined respectivly coarsed. 
In this way it is possible to generate a completely new grid (remeshing) or 
to refine single elements (mesh enrichment) respectively to coarse areas 
locally. 

Ma„ = 8,15, Re = 9,6 • 10 5, a = 30 

Fig. 20: Hypersonic Flow around an Ellipsoid, HERMES Worksh. Riedelbauch 1989 
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Figure 20 shows preliminary Navier-Stokes results of Iso-Mach areas, wall 
stresses and streamlines around an ellipsoid reentry model configuration. 
Completely unkown is, however, the modelling of the boundary layer conditions 
with vibrational and dissociation relaxation, such as must be taken into 
account along a reentry trajectory. Since the conditions for the reentry of 
hot structures can not be simulated in wind tunnels, the definition of a 
quantitative free-flight reentry experiment is necessary here, too. 
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3.4 Chemical Models 

The key for sucessful validation of numerical methods for reentry problems 
is the adequate chemical modelling of chemical reactions in the high 
atmosphere. The situation today is such that numerical aerodynmics and 
numerical chemistry have been developed seperately and with increasing success 
in solving their respective problems. Currently a practical common engineering 
approach is still lacking. 

WARNATZ shows in his most recent work, that the chemistry of air dissociation 
with five species leads to approximately 500 reactions, when interaction 
between rotation, vibration and dissociation are taken into account. 

In Fig. 21, the mole fraction, X, as functions of the temperature are 
depicted. The question then arises, as to which of the reactions of Fig. 22 
are really dominantly important with respect to the prediction of the heat 
flux into the heat shield. Here the numerical simulation methods need simple 
chemical models on the basis of modelling the energy and entropy fluxes in the 
flowfield and on the surface. 

logx 

Fig. 21: Equilibrium mole fraction in air at an altitude of 71 km 
WARNATZ 1989 
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NO +0 >02(V4) +N 
02 (V5) +N >N0 +0 
NO +0 >02 (V5) +N 
02 <V6) +N >N0 +0 
NO +0 >02 (V6) +N 
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2nd Joint US-Europ« Short C o w » in t typeuoncj , Cok«cxJo Springi, Jonuory 16-20, 1989 

Fig . 22: Part of the chemical reactions mechanism 
WARNATZ 1989 
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3.5 Validation 

At reentry into the earth's atmosphere, the maximum heat transfer is expected 
at an altitude of approximately 70-80km. This can be physically understood 
because of the high speed which at this altitude is still approximately equal 
to the orbital speed, even though the atmosphere density has already increased 
strongly. 

The high velocity in the relative high density leads to such a strong heating 
of the gas around the vehicle, that high temperature effects in thermodynamic 
non equilibrium occur. At this physically interesting and important altitude 
of approx. 75 km, where continuum mechanical methods may already be applied, 
it is necessary to take the gaskinetic results computed along the reentry 
trajectory as the initial distribution for the unsteady Navier-Stokes 
simulations. 

The validation procedure at reentry conditions therefore requires the unsteady 
simulation along a given reentry trajectory from the gas kinetics to the 
continuum mechanics in connection with a quanitative reentry experiment. Until 
now we only presented quasi-steady results. At present, the development of 
the unsteady methods with consideration of the chemical non-equilibrium 
reactions is an international research subject. 

Since the conditions for the reentry including the hot structures of reentry 
vehicles can not be simulated in wind tunnels, the definition of a quanitative 
free-flight reentry experiment is necessary here. The national studies on the 
definition of a validation reentry capsule are already in progress. 

Fig. 23 shows a preliminary sketch of the EXPRESS reentry capsule which is a 
technology demonstrator for new reentry technologies and one of the reentry 
key technologies is the aerothermodynamic validation of gaskinetical and 
Navier-Stokes methods. 
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Fig. 23: Sketch of the EXPRESS validation capsule 
MBB/ERNO (1990) 
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4. Conclusion 

With some special aerospace and aeronautical examples we have presented the 
application possibilities of numerical methods and the application of vector 
computers, parallel computers and workstations. However, there still remains 
a large development potential in the application of numerical methods in 
engineering sciences. We are only standing at the beginning of a new numerical 
technology development which is supported by the rapid advances in the field 
of super computers and pre- and post-processing périphérie. 

The computer development is determined by parallel computers which possess 
many vector processors. Everywhere engineers are working out such parallel 
computer concepts. A first single example was the computer ILLIAC-IV which 
disposed of 64 processors. For the aerospace and aeronautical technology 
development and projects, an efficient network of several super computers and 
the interactive application of vector and parallel computers will be 
performed. The concept for a technology-superperformance computer center for 
numerical configuration optimization phases consists of a super computer, data 
management and file systems as well as an interactive connection between the 
super computers and the workstations. 

The use of gas-kinetical and Navier-Stokes methods as design tools for reentry 
vehicles needs especially the intermediate step of validation. In the 
preceeding chapters we have argumented that a complete simulation of reentry 
aerothermodynamics requires that a quantitative free-flight reentry experiment 
has to be carried out. Presently in Germany, several validation reentry 
capsule concepts are being analysed. The University of Bremen's "BREMSAT" 
experiment is the first reentry experiment for the validation of gas-kinetical 
methods, and will be on board of the Space Shuttle "D2"-mission planned for 
1992. 

The development of reentry flight techniques and the adaptation of numerical 
methods to the reentry trajectory, is pursued in the COBRA and EXPRESS 
studies. The actual validation experiment is presently planned with the 
EXPRESS capsule ahead of the HERMES and SANGER II projects for 1994. 
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DIGITAL OPTICAL COMPUTING 

S.D. Smith 
Department of Physics, Heriot-Watt University, 
Riccarton, Edinburgh EH 14 4AS, Scotland, UK 

ABSTRACT 
A milestone has been reached with the 

demonstration of digital optical logic array cascading 
with a parallelism of several hundred beamlets. This 
indicates that the supporting optical technologies are 
advancing satisfactorily. Simultaneously, simple 
realisable architecture is emerging. 

1. INTRODUCTION 

Propositions about the possibilities of "optical computers" require qualification in 
that the term encompasses analogue, threshold and digital schemes and is sometimes 
interpreted as implying the emergence of general purpose computers using optical logic 
elements. If research is to be believed as leading to a possible technology, it will be necessary 
to justify a potential contribution to a more restricted area of information processing. 
Generalised claims have left the subject open to criti dsm[ 1,2] when compared to the proven 
principles and the future possibilities[3] of silicon technology. Keyes' objections to optical 
logic form a useful starting point. For example, it is common ground that long sequences 
of digital operations are obligatory for most computation. Standardised output and restoring 
logic are a consequence. Fan-out and fan-in are a necessity for any plausible architecture. 
Table 1 shows how the subject has advanced with respect to some of these features which 
were previously thought to be impossible or difficult to achieve when using optical elements 
for nonlinear processing. 

The conclusion is that, in terms of laboratory proof-of-principle demonstrations, 
nearly all these points have now been met. 

The above discussion is a necessary but not sufficient condition for belief that digital 
optical methods can yield a useful information technology. The further condition is that 
the method can be combined with a plausible architecture leading to the solution of 
significant problems found difficult by digital electronics. There is now emerging the view 
that the natural parallelism of free space optics can be combined with a facility of 
connectivity between processing elements to provide a new freedom of architectural design. 
This naturally leads to consideration of 2-D computing problems such as image recognition, 
edge extraction, noise suppression and parallel (anH hence faster), acquisition of data from 
memory for use in computing generally. Other requirements for massively parallel 
computing exist in fluid dynamics, structural stress analysis and elementary particle 
physics[4]. In all these problems the 2-D nature of light seems to be capable of producing 
advantage. 
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Table 1 

Keyes' Objections to Optical Logic 1984 

1. Large component no. mandatory thus 
cost/cpt low 

power/cpt low 
2. Standardised output 
Large noise margin 
Gain 
3. Long sequences of digital operations 
thus separate power and signal, 
cascadable 

Comments 
Thin film technology. 

1 mW - lnW. 

Achieved 1987. 
Achieved 1982. 
Achieved 1982. 

Achieved 1988. 

Achieved 1988. 
4. Input/output isolation: unidirectional 
processing 

Further Requirements 1989 
'Lock and clock' circulation; optical 5. Relatable to a plausible (practical) 

architecture 

6. Capable of fan-out and fan-in 3 port 
capability 

7. Uniform so that arrays may speak to 
arrays. 

8. data rate ~ 109 bits/sec. 

9. Realisable- so that digital optical 
circuit development can proceed 
compatible with laser sources. 

cellular logic image processor 
architecture formulated 1987. 
Demonstrated. 
Available via BEAT and with 2-element 
standardised input 1989. 
225 channels demonstrated by BEATs 
cascading with > 90% accuracy 
demonstrated: 1989. 
Circa 6 x 107 currently by SEEDs-32 
channels 1990. 
Loop, full adder, CLIP circuit. Diode 
laser and Nd:YAG 

Arguments are sometimes advanced that optical schemes will have very high data 
rates. Indeed, if parallelism ~ 106 can be used and combined with cycle times ~ 1 ns data 
rates ~ 101 5 bits/s are implied. However, the example of the human eye/brain interface 
which accomplishes so much with time constants ~ 10 ms and parallelism ~ 107 

demonstrates that, given the correct architecture, much can be achieved with input data rates 
~ 1 GHz. The example, of course, involves neural networks and, it is thought, threshold 
operations. These arguments set the stage for designing research demonstration of digital 
optical logic schemes working towards an initial parallelism of about 104 and a modest (e.g. 
Microsecond) cycle time. Performance of optical logic elements and indeed the micro-optics 
itself also suggests at this stage that fan-out and fan-in should be limited to one-to-few thus 
setting some limitations on possible architectures which could be demonstrated in the next 
few years. There are a number of possibilities to take advantage of the combination of 2-D 
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parallelism and interconnecting freedom through 3-D. They are all based upon a similar 
topology: (i) a 2-D array of logic units, each mapped to a pixelled position of the 2-D data 
image to be processed; (ii) one-to-one or one-to-few fan out and fan-in, and (iii) iteration 
around a looped optical circuit with memory capability; (iv) operation in a single instruction 
multiple data stream architecture with electronic control. Such considerations give rise to 
a Wish List for optical logic plane arrays as shown in Table 2. This table also indicates the 
need to interface with serial electronics and shows that these target specifications are steadily 
approaching feasibility. 

Table 2 

Wish List for Optical Logic Plane 
1. 2-D Array 104 - 106 elements 

2. Hold power/element lmW - lOpiW 

3. Cycle time l\is - 10ns 
4. Switch energy 1 nJ - 1 pJ 
5. Stability < 1% over hours 
6. Uniformity 1 - 2% 
7. Contrast > 10:1 
8. Good throughput: T > 50% 
9. Makeable for various wavelengths 
10. Insensitive to small wavelength 
changes 
11. Data processing rate > 1000 x 
LCLV SLM. 

2 x 102 demonstrated; 4 x 104 pump beams 
demonstrated. 
Achieved 

1 |is achieved. 
Achieved. 
Achieved. 
Achieved. 
Achieved. 
Close. 
Achieved. 
Satisfactory. 

Reasonable prospects of 109 bit/second 
write beam rate with e-beam tuned device. 

Practical realisation of such optical circuits and computational sub-systems require 
the development of several sub-technologies e.g.: The logic planes themselves, the optical 
power sources, the interconnects, the control and clocking systems. To progress this, the 
focus of attempting to construct and test simple digital optical circuits and looped iterative 
computer sub-systems has the virtue of defining the requirements on the components. In 
particular, the laboratories at Heriot-Watt, Boeing High Technology Center and AT&T Bell 
have pursued such projects in the last 2 years. The successful demonstration of electronically 
controlled looped circuits, and the digital data transfer between moderately parallel (225 at 
Heriot-Watt, 64 at Bell) optical logic planes provide useful milestones of achievement. In 
all these programmes the discipline of attempting the demonstration is proving useful in 
many ways. As we shall relate, it exposes the limitation of many of the devices and points 
the way to future research. 

The impression already grows that the "software" aspects will be at least as important 
as device development. This in turn points up the coming urgency of identifying likely 
application. Computers are already used more for non-arithmetical tasks than for 
"computing": 2-D image-type processing, judging from human behaviour, are likely to find 
a ready market once they are achievable in real time. 
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2. SYSTEM REQUIREMENTS ON OPTICAL CIRCUITS AND 
THEIR COMPONENT LOGIC ELEMENTS 

2.1. Definitions 
The term 'optical circuits' derives from the standard usage in electronics but with 

the substitution of photons for electrons it does not necessarily have the same implications 
that the use of the term 'circuit' in its electrical context has. In particular, an optical circuit 
need not be closed. 

Circuits are used for many purposes; in this context we can usefully divide these 
purposes into two: 
(i) to receive, process, store and transmit information - by implication optically and 
(ii) to condition optical beams for power control (or possibly) material processing 

roles. 
In these lectures we shall be primarily concerned with the first and only with the 

second in that it impinges upon the first. 

2.2. Digital Optical Circuits 
Optical processing in analogue form is in special cases very powerful but suffers 

from the familiar disadvantage of analogue electronic information processing that the 
accumulation of error due to noise and distortion inevitably occurs as such signals are passed 
through increasing numbers of stages of processing. In the context of computation such 
error accumulation is fatal. We, therefore, with die requirement of billions of steps of 
computation, concentrate upon digital optical circuits. Discussion of noise propagation 
through a cascade of operations has been given, for example, by Sawchuk and Strand[5]. 
In terms of probability of one or more of the outputs of the system being incorrect for the 
two cases of analogue and digital processing, this is given respectively by: 

N 

PA = \- UlerfiZi) -» las N increases (1.1) 
i' = l 

z, = Sx/ôi 

PD = l-U2erf(zi) (1.2) 
; = i 

andO < erfa) < erf(zr) 

These relations show that, whereas the analogue system has an accumulation of error, 
the digital case shows a probability of the i"1 stage which looks just like that at the first stage 
and all stages individually have the same error probability. This is another way of saying 
that errors do not accumulate. 
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2.3. Components 
The elements of digital optical circuits will include: 

optical logic elements (whether all-optical or optoelectronic in mechanism) capable of 
receiving and transmitting information through photons, arrays of these elements with 
parallelism contemplated in the range of 104 - 108, interconnecting optics, power supplies 
(either optical or electrical or both) capable of deployment in massively parallel arrays, data 
storage devices on short or long-term scales, input and output devices, control and clocking 
devices. 

The major proposition is that information processing and transfer using photons will 
be able to achieve some functions either better or cheaper than electronic methods. 

2.4. Physics of Computation 
Given the structure outlined above, it is astonishing to me that after more than 20 

years of consideration of this subject by the research community so little work has been 
done on, what I would define as, ' elementary optical circuit principles '. We have the example 
before us of the growth of digital electronic computers and can hardly be unaware of the 
role that the circuit sub-systems play. Notwithstanding the elegant theoretical work on 
optical computer architecture and mat upon a wide range of nonlinear optical device 
development, very litde attention seems to have been paid to this intermediate area. This 
is the subject of these lectures. 

To begin this study we need to consider the physics of computation systems and to 
observe the lessons available to us by analogy with electronic circuits. As indicated above, 
this does not mean copying all aspects. 

The need to operate digitally implies that the sequence of logic computations be made 
indefinitely extensible without error. This means that the signal that represents the 
information, and which is stored as energy, must be cascadable indefinitely and must be 
restored at each step. Within any logic family die stored energy per bit will scale with 
physical size of the logic elements and the process will be characterised by a definite 
switching energy. The study of the propagation of signal energy through indefinitely long 
cascades of restoring logic circuits has been done for electronics (e.g. Mead & Conway[6]) 
but the results apply to all different families of logic. If one considers a chain of identical 
inverters, fig. 1, then the transfer characteristic between node 1 and node 2 has a region of 
valid logic 0, a region of valid logic 1 and an intermediate region in which the slope of the 
transfer function must be greater than 1, at the point where the input level is equal to the 
output level. 
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NODE 2 i 
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NODE 1 NODE 2 NODE 3 
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iREGION 
VALID LOGIC-1 

NODE 1 

SIGNAL ENERGY .EVEL 

LOGIC 
THRESHOLD 

Fig. 1 

The need for cascading implies that the first rJement must supply more energy to the 
input node of the next stage than has been supplied to its own input node. This cannot, 
therefore, all come from the switching signal. It must therefore draw power from some 
power supply separate from the actual signal path. This requirement has important 
implications 

All points so far appear to apply to any logic system and apply equally to electronics 
and optics. Any proposition that optics can compete with electronics has to be made in the 
context of at least a million transistors per chip and implications of sizes of 1 \im or less 
for future devices. As we shall see, however, electronics is constrained in both 
interconnectivity and signal propagation speed. The different nature of optics may lead to 
solutions. Any such optical solutions are best applied where they serve system purposes 
best, preferably in cases where electronics is in difficulty. Propositions about "all-optical 
general purpose computers" seem premature. 

There are some fundamental differences between photons and electrons for the 
implementation of logic. Let us take the example of an n-MOS FET. In this transistor the 
voltage controls the current in a simple switch. Electrical current is conceptually a flow of 
charged particles each interacting with each other. It is always necessary to apply some 
external agency to maintain a steady current: this is the EMF. By analogy with water flow 
in a closed circuit, one needs a pump. The EMF is proportional to the rate at which energy 
is expended and this is always happening in an electrical interconnection (unless it is 
superconducting). The potential difference providing this source of energy corresponds to 
its frictional force and to resistive heating by Ohms law. Things are not quite the same in 
optics. Once a source of light has been generated it propagates effectively without loss in 
transparent media. As a propagating wave in a transmission line, ExH is analogous to V 
and H analogous to i with EIH representing an impedance, Z. However, we immediately 
note that we always detect light as the time average of ExH which varies as the time average 
of E2. This optical 'intensity' (more properly named 'irradiance') is the equivalent of i2R. 
An optical intensity logic family therefore lacks the possibility of interconnecting points at 
the same potential. This manifests itself as an apparent disadvantage if one wishes to 

172 



construct, say, an n-input AND gate. A true three-port device has two input ports which 
are independent. Regardless of the magnitude of the signal incident on one port of, say, a 
two-input NAND gate, the gate output will not switch low unless the other signal is also 
above the level for valid logic level 1. This is achieved electronically by a circuit such as 
that shown in fig. 2. 

VDD 

(AB)' 
; ^ > :AB)' 

A B (AB)' 

0 0 1 
0 1 1 

l 0 1 

1 1 0 

Fig. 2 

The inputs to the transistor performing the NAND decision are the outputs from two 
other transistors - with standardised levels. A discrete optical gate, as we shall see, does 
not satisfy this condition since the signal intensities simply add. However, the development 
of optical circuitry for this can ensure that an optical AND gate will function in a proper 
context. Nevertheless the use of intensity as the only signal quantity will have limitations. 
Other proposals have been made for use of more than one variable such as polarisation. We 
discuss purely optical intensity logic in this study. 

2.5. Comparison with Electronic Logic 
It is useful to describe the characteristics of typical electronic logic elements for 

comparison with our newly developed optical devices - we take a MOS transistor. This is 
symbolised in Fig. 3 together with its current voltage characteristic. 

When there is no charge on the gate the switch is open. Placing electrical charge on 
the gate controls the number of negative charges that flow from source to drain. The current 
flow depends upon the driving force V& and so does transit time 

x = -velocity \iE yV^ 
(1.3) 
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Thus the switching time itself depends on the magnitude of the driving force. We 
shall see similarity in optical devices. The fastest operation that can be performed is to 
transfer a signal from the gate of one transistor to the gate of another. The minimum time 
is x and to transfer from one to two transistors needs 2% - with implications for fan-out 
speeds. The phenomenon of saturation means that as V& is increased, it is not all available 
for increasing speeds. 

GATE 

DRAIN 
SATURATION REGION 

+ 

SOURCE 

t INCREASING 

* V. ds 

Fig. 3 

The simplest, and most important, logic circuit is the basic digital inverter. This 
extends to NAND and NOR logic gates. Its function is to produce an output that is the 
complement of its input. A circuit such as in Fig. 4 can achieve this, however, in integrated 
circuit technology the resitor cannot be adequately achieved and so this is usually 
implemented with a depletion mode MOSFET, - see Fig. 4, which includes symbolism and 
the truth table. 
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A A' 

0 1 
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Fig. 4 

In electronic practice there is a change in size of device and of impedence between 
the pull-up and the pull-down transistors of this device. With the minimum requirement 
that they must drive another identical device one also encounters inverter delay in driving 
further devices equal to / x x for the pull-down delay and Kf x x for the pull-up delay where 
they geometric size ratios of the two transistors are K. The devices find difficulty in driving 
large capacitance loads leading to trade-offs between distances and delay times. As the 
devices scale to smaller size the relative delay to the outside world gets larger although the 
absolute delay gets smaller. We shall see similar features in the very primitive optical 
circuits which will be demonstrated. It is useful to note that basic NAND and NOR transistor 
circuits as in Fig. 2 & 5 - include three transistors. 
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Fig. 5 

Stages are often connected with switches known as pass transistors which can be 
used to minimise inverter delay between stages. 

The point of quoting these electronic analogies is to indicate how the simplest logic 
function has been the recipient of very considerable thought and development of simple 
circuit procedures. At the present time the properties of a single optical element are often 
compared with an electronic sub-system circuit. It is not too surprising to find therefore 
that our devices are at this stage seen to be deficient and my point in emphasising this is to 
show the need for simple practical and theoretical development at very simple circuit levels. 
For this purpose it is necessary to have a simple and usable optical logic element that has 
gain, restoring logic and is capable of driving further elements. 

2.6. Clocking and Data Transfer 
Electronically, data is transferred from 'reg';-cer' to 'register' through combinational 

logic - using parallel transistors and inverting logic stages. To do this a two-phase joint 
overlapping clock system is used to switch and isolate the information as it passes through 
successive gates. Such processes lead to multiplication of delay times typically lOOx in 
practice. 

If there exist feedback paths, then the forcing function pushing voltage away from a 
metastable point is proportional to the distance from that point. This piece of physics is 
common to all bistable technologies and, as we shall see, can affect the switching speeds. 
In electronics, switching power is energy stored/clock period. 
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Prise, Streibl and Downs[7] have recently described the simple algebra of the 
properties of optical logic elements. Their treatment requires the addition of some 
experimental numbers before conclusions can be reasonably drawn but some of the concepts 
and equations represent useful statements to develop our discussion further. The physics 
of electronic devices so far described is in general very similar to the optical devices which 
we shall be discussing. Bistable devices, for example, can be used either as latches or as 
gates. The amount of feedback and the initial setting of conditions will affect both the speed 
and the form of operation. Thus these devices can be used either as thresholding devices 
or as latches. We shall show that using them as latches combines several of the requirements 
that require a significant number of electronic components to be built into a circuit. The 
literature contains some rather uncritical statements implying that 'optically bistable devices 
are in some way special and more critical'. These conclusions do not usually consider the 
quantitative physics which is essentially the same for all logic devices e.g. if more output 
power has to be supplied for cascading than that used to switch the input of the device then 
a separate power supply is mandatory. 

2.7. Further System Requirements 
The necessity for fanout has been stressed. At this early stage architectural methods 

are using a minimum of fanout to minimise the practical difficulties of optical technology. 
In assessing the devices, however, it raises the question of accessing a number of orthogonal 
modes. One simple method would simply be to image different beams on different parts 
of our devices. Another way is to design with sufficient flexibility that different angles of 
incidence can be used. Eventually as the devices are scaled in size this leads to physical 
limitations. In all cases we consider an array of logic elements and this immediately brings 
into question the required uniformity and hence fabrication error. 

3. NONLINEAR OPTICAL LOGIC DEVICES FOR OPTICAL 
CIRCUITS 

A number of purely optical and optical but electronically assisted (optoelectronic) 
devices have been used for demonstrations of simple optical circuits. These include liquid 
crystal light valves (LCLV), purely optical nonlinear Fabry-Perot (NLFP) devices and such 
optoelectronic devices as the self-electro-optic effect devices (SEED). Types of optically 
bistable systems are shown in Fig. 6. 
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In this lecture we shall restrict ourselves to discussing the device examples where 
outputs sufficient to drive further, cascadable, stages have been achieved. This excludes a 
number of reported examples where there are large absorption losses, with consequent small 
transmission, insufficient temporal stability allowing only transient operation, and multiple 
wavelength devices. 

3.1. Key Devices, Components and Functional Units 

Virtually all architectural schemes require both optical logic planes and spatial light 
modulators. The Wish List gives a useful current measure of performance requirement and 
theoretically at least there seems every reason to believe that this can be achieved. A second 
class of (passive) device embraces the optical interconnects needed together with a third 
class - efficient lasers to provide optical power beams to the required arrays. Progress with 
computer generated holographic optical elements, sometimes in the form of binary-phase 
(Dammann) gratings, has been spectacular. Arrays of beams of up to 200 x 200 have been 
achieved. In smaller (16 x 16) arrays with ~ 2% uniformity of intensity[8, 9] has been 
demonstrated. Fan-out and fan-in can be prescribed and achieved with micro-optical 
elements [10]. In a more restricted way, focussing to micron dimension is standard 
commercial practice in optical data storage[l 1]. 

3.2. Nonlinear Optical Logic Plane Devices 

Although there have been numerous reports of device effects apparently usable for 
logic and bistable memory, only three have survived the transition to inclusion in optical 
circuit demonstrations: the nonlinear Fabry-Perot étalon (NLFP), the Self Electro-optic 
Effect Device (SEED) and the Liquid Crystal Light Valve (LCLV). The latter, when 
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combined with a write mechanism through a CRT, is of course an electrically addressed 
SLM. Here we shall concentrate on recent circuit achievements of NLFPs in the form of 
bistable étalons with absorbed transmission (BEATs) and the symmetric SEED (S-SEED). 
Processing of information is of course insensitive to the nonlinear mechanism of the device: 
it is only the performance that matters. Both SEEDs and BEATs have now progressed to 
the stage where iterative loop processing with restored logic levels can be achieved and 
parallel array cascading of up to several hundred beams demonstrated[12,13,14]. 

3.3. Nonlinear Fabry-Perot Devices 

length. 
These are illustrated in Fig. 7 and function through an intensity dependent optical 
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Fig. 7 

Imagine such a device illuminated by a laser, detuned by AA, from one of the 
interferometer resonances. As the intensity is increased the optical thickness changes and 
moves the resonance (say) towards the laser wavelength. The transfer characteristic is now 
nonlinear. However, the effective field driving the nonlinearity is the internal cavity field 
Ic. This depends upon the transmission of the cavity and its reflectivity through the relation 

I+R / C =/ ; 7U)^ 
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and hence the phase thickness changes according to 

27C 

and the transmission T through 

(2.1) 

r(40 = 
LMAX 

1+Fsin2(|> 
(2.2) 

This is positive optical feedback embodying the feature that on-resonance with, say 
R = 0.9, the circulating internal intensity may be some 20 times greater than off resonance. 
Consequently, the amount of input intensity required to 'hold' the device on resonance 
becomes smaller than that to reach resonance. This leads to optical hysteresis as shown in 
Fig. 8. 

6mW- GAIN REGION 25.3 

MEMORY 26.3 

Fig. 8 

The actual form of the transfer characteristic can be readily adjusted by setting the 
initial detuning AX.. A practical example is shown in Fig. 8 for the case of a nonlinear 
interference filter (NLIF) where its initial detuning can be set simply by adjusting the angle 
of incidence between the filter and the incident laser beam. A set of transfer characterestic 
ranging from a power limiter through a logic element with a gain region to a latchable 
memory is obtained. 

The nonlinearity utilised in the above device is the intensity dependent refractive 
index; nonlinear absorption can also be used. In the refractive case there are at present three 
potentially usable examples: 
(i) pure optical nonlinearity due to electron motion in semiconductors. 
(ii) electronic effects assisted by the feedback of an injected electrical current. 

180 



(iii) activation of the lattice vibrations of the material by laser heating with consequent 
modification of refractive index. 

We will consider (i) and (iii). Conventional wisdom circa 1976 was that electronic 
optical nonlinearities required large laser powers to be significant [15]. However a discovery 
in this laboratory in 1976 [16] showed that there was a nonlinear effect that took place with 
milliwatts rather than megawatts. When the power level of a Gaussian beam from a carbon 
monoxide laser 5.5 nm incident on a crystal of InSb cooled to 80 K is increased above 30 
mW a defocussing effect was observed. This indicated that there was nonlinear refraction 
which was 109 times larger than conventionally expected. 

This material, InSb, continues to act as an 'hydrogen atom' for the field. The 
nonlinearity is so large n^ = lcm2kW"2 that a change of refractive index of 10"2 can be 
achieved with modest laser powers. Devices only required An/n = 10 -3 so that devices 
operating with less than a milliwatt have been achieved. 

The two m-V semiconductors InSb and GaAs were the first to be exploited in 1979. 
A particular point of interest is the stability. The transfer characteristic was sufficiently 
stable that the InSb device could be ' set' at any level and remain there all day. Consequently 
it was easy to use a 'hold and switch' technique in which the hold beam has the required 
characteristic of providing the 'power supply' such that a small signal beam can delivery a 
much larger output to the succeeding element (equivalent to power gain). This early result 
gave some optimism for use in optical circuits [17]. 

Theoretical explanation of the large nonlinearity was sought and found in a 
band-filling model [18]. The characteristic n2 is found with this model to be proportional 
to x/£3wherex is the carrier lifetime and Eg is the energy gap. This result reveals that scaling 
must take account of both wavelength and speed. Concurrently and independently work, 
in 1979, at Bell Labs gave similar results on GaAs thin films but with the difference that 
they had to be illuminated with microsecond duration pulses due to unwanted laser heating 
in strongly absorbing material (oc~10~3 - lO^cm-1). Initally the origin of the nonlinearity 
in this GaAs case was thought to be predominantly due to an exciton effect, negligible in 
the case of InSb. However, later analysis by the Arizona group [19] showed that the 
band-filling effect was more significant and consequently one would expect this nonlinear 
effect to scale as l/£ 3 also. This does not necessarily mean that GaAs devices are at a 
disadvantage. The scaling of the devices themselves to small size favours the shorter 
wavelength required (0.8 |om) and tends to compensate for lower nonlinearity. However, 
stability is equally important. 

In the InSb case there are disadvantages of the long wavelength and although the 
material quality is good (a = 10_1cm the optical working of a single crystal produces some 
difficulty when constructing a uniform array. As a standard, however, I quote the latest 
results from InSb for an étalon of thickness 50 |o.m with a 50\im spot diameter which operates 
with 650 nW. Switching times are around 200 ns leading to switching energy for this device 
of 100 pJ. Scaling to a spot size comparable to the wavelength could in principle reduce 
this to 1 pJ. 

GaAs-based NLFP devices have recently been progressed at Bell Labs [20] with 
pixel dimension of 2 nm and at CNET [21]. At CNET 4 mW power levels for 10 y.m spot 
diameter and 20 ns switching times have been observed using GaAs/GaAlAs interference 
filter structures, and millisecond stability obtained by close attention to heat sinking. 
Switching energies are 100 pJ as for the larger InSb devices but the irradiance needed is 

181 



500|iWnm2 compared with O.lfxWfim 2forInSb. These operating parameters are beginning 
to approach those of the Wish List (Table 1) and there is certainly the prospect of further 
progress. 

InSb NLFP's were responsible for some of the first optical binary logic circuits 
constructed with all-optical intrinsic devices. Using the 'hold and switch' technique the 
circuit shown in Fig. 9 was constructed in 1982 [22]. 

5-5pm 

0-100mW 

DETECTOR (A in) 

Fig. 9 

3.4. Opto-thermal Devices 
An early report from the Soviet Union [23] encouraged us to investigate the 

possibilities of using laser heating in an interference filter as a usable nonlinearity for a first 
generation of optical logic elements for circuit experiments. Over the past 5 years, work 
has proceeded both at Heriot-Watt University and at OSC, Arizona [24] on this topic. It is 
possible to create an effective volume of a few (im3 by both tight focussing of a laser beam 
and by physical pixellation of the substrate. 

Fig. 10 shows that switch power and switch speed scale directly with spot diameter 
when the spot diameter is very much bigger than the wavelength. 

In our work reasonably stable cw operation with powers of tens of milliwatts was 
achieved quickly, now improved down to a few milliwatts but stability over hours was not 
manifest in the early experiments. Recently we have used molecular beam depositon (MBD) 
ZnSe as the nonlinear material and obtained stability over hours combined with time 
constants sufficient to cycle a device on a time scale of 100 |is. Very substantial optimisation 
of multi-layer design and of thermal engineering is possible. In addition uniformity over 
square centimetres is standard technically in optical thin film coating. Theoretical operating 
powers of microwatts have been predicted for dimensions of a few microns[25]. The latest 
approaches and results with the beginnings of thermal engineering and pixellation are given 
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[26]. We have found these devices to be useful building blocks for circuit experiments. 
The interference filter technology primarily relies upon ZnSe as the active material for which 
dn/dT is approximately equal to 2xl04A""1. 

Obviously, an improved performance could be obtained with better values of dn/dT. 
The lowest power at which bistable switching is possible can be written 

c £ ) dn dT (2.3) 

Lloyd & Wherrett [25], in this laboratory have recently exploited planar-aligned 
nematic liquid crystals to improve this parameter in a structure shown in Fig. 11. 

The liquid crystal 4-cyano-4'-pentylbiphenyl (K15,5CB or PCB) shows an increase 
in magnitude of its thermo-optic coefficient as the nematic isotropic transition is approached. 
Over an ambient range of just 8°C, dn/dT increases by an order of magnitude to a value of 
2xlO~2K~l at 34°C. It was possible to utilise proximity to this transition with a specially 
constructed temperature control cell allowing choice of temperature to 0.01°C with the result 
that stable switching was obtained with powers as low as 14 îW for a beam diameter of 25 
|im. The reflection and transmission characteristic of the device is shown in Fig. 12. 
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Both the NLIFs and liquid crystal NLFPs have been operated with diode laser sources. 
The bistable étalon with absorbed transmission (BEAT [27]) technique is used in which an 
extra absorbing layer is added without constraining the optimisation of cavity design. Both 
these devices can be operated over a wide wavelength range since dn/dT does not resonate 
strongly. 

We are therefore currently cautiously optimistic about the prospects for the 
thermo-optical devices since they scale according to physical laws reasonably well 
understood and their fabrication technology lends itself to production of uniform massively 
parallel arrays. Adequate stability for circuit experiments is proven. The necessary thermal 
engineering is likely to be required with device classes (i) and (iii). In any event power 
levels now seem certain to be adequate: one of the remaining questions is that of speed. 
Fig. 13 shows the experimental results for switching speed versus - 'overswitch ' - the amount 
by which the incident power exceeds the minimum for the InSb liquid crystal from a recent 
experiment. 
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The figure shows that overswitch by a factor of two allows the device to approach 
its fundamental time constant. Very similar overswitch curves have been obtained for 
interference filters and InSb. These first experiments give a switch on time of 500 jis for 
300% overswitch in the slow liquid crystal case. However, the crucial parameter is the 
recovery time. This can be arbitrarily improved by increasing the thermal conductivity of 
the substrate with a consequent increase of operating power. The question is can one obtain 
a workable trade-off? Table 3 shows some latest results using an interference filter deposited 
onto polyimide insulating film spun onto a highly thermally conducting sapphire substrate. 
Although we have thermally modelled this device in some detail, the results have given a 
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surprisingly rapid response with some promise for future development. Similar 
considerations could be applied to the design of liquid crystal devices. A target in the range 
1 -10 us therefore does not seem unreachable. 

Table. 3 
Variation in Device Dynamics with Substrate. 

Substrate 
Description 

Critical 
Sw. Power 

(mW) 

Switch-off 
d/e) 
(US) 

Switch-On 
(Us) 

(approx) 

Switch Energy 
= (Crit.Sw.Power) 
x(Switch-Off)(nJ) 

Float Glass 9.0 150 400 1350 
Coverslip 
(30^m)/ 
Sapphire 

10.5 400 1000 4200 

Polyimide 
(1.2^m)/ 
Sapphire 

9.1 13 67 118 

Polyimide 
(2um)/ 
Glass 

8.2 150 400 1220 

Identical filter structure in each case 
Spot diameter f -j JlOfim 
Wavelength 514 nm 

3.5. NLFPs 

The original devices in InSb and GaAs date from 1979[28,29] and utilised refractive 
nonlinearity, n2, caused by optical carrier excitation in these semiconductors with n^ «= xlEG. 
Neither of these prove convenient for technical reasons: infrared wavelength and cryogenic 
temperatures in the case of InSb, despite excellent switching energies and operating powers; 
too much absorption (and hence thermal instability) and too short a carrier lifetime in the 
case of GaAs. Recent work on GaAs[30] has gives a 75% duty cycle with 0.5 s. of stability 
and, with the possibility of longer carrier lifetimes, gives some hope for the future. However, 
for immediate demonstration the thermo-optic effects in interference filters, particularly 
with an absorption layer as developed by Walker[27] (BEAT) (Fig. 14), have yielded more 
convenient devices with roughly the same operating powers, although rather slower, than 
InSb. With notable stability, the separation of the exciting power absorption mechanism 
from resonator structure also allows flexibility for signal beams and quasi-three port 
operation. 

The ability to operate stably at any part of a nonlinear characteristic which can be 
adjusted at will to be single valued with gain or bistable with memory, allows the use of a 
biasing beam to "hold" and a signal beam to "switch". This is a threshold device that has 
proved sufficiently tolerant both to operate circuits and to change controllably the logic 
function. Separation of signal and hold beams allows restoration of logic levels and infinite 
cascadability is obtained when fresh hold beams are applied to successive devices. The 
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Figure 14. Schematic of BEAT device. 

operation of a "classical finite state machine", using these principles, demonstrated this 
capability[31]. The BEATs use ZnSe as the thermo-optic material and in convenient 
cross-section (10 |im dia.) can show milliwatt operating power with fis response time. Use 
of liquid crystals as the thermo-optic material improves operating power by two orders of 
magnitude with nW power switching already demonstrated[25]. Advantages of NLIFs 
include uniformity, purely optical pixellation (i.e. requiring no transverse fine structure) 
and ability to be fabricated for any convenient laser wavelength. Recovery times tend to 
limit performance. 

3.6. S-SEEDs 

The SEED is, by contrast, a hybrid optoelectronic device in which the nonlinearity 
is created by an electronic current triggered by the incident light. It uses the electric field 
modulation of absorption in an exciton characteristic of electrons confined in quantum wells. 
Within a p-i-n junction incident light causes a change of voltage which in turn operates the 
electro-optic modulation of absorption occurring in the enclosed multiple quantum well 
(MQW). To achieve these devices in which light switches or controls light, the p-i-n structure 
acts as a detector which working through a bias resistor changes the voltage across the 
modulator. It achieves nonlinearity and bistable memory function using a process of 
increasing absorption so that its characteristics can be similar to the NLFP. It has no resonator 
but the precision of construction of the quantum wells and the sharpness of the exciton line 
impose tolerance limitations in both fabrication and operating wavelength. If the bias resistor 
is included in a micro integration of the detector and modulator, low switching energies are 
achievable. Contrast levels tend to be rather modest at around 3 : 1 . This device was first 
reported by Miller[32] in 1983. An important further development was the symmetric SEED 
(S-SEED) developed by Lentine et al in 1988[33] (Fig. 15). 

In this, a second identical SEED is used as the load for the quantum well diode. Thus 
there are two diodes in series connected to the voltage supply. It is operated with a beam 
on each diode. The device proves to be bistable in the ratio of the two beam powers: its 
importance is that it is insensitive to intensity variation and is able to operate a form of dual 
rail logic. A further phenomenon is that the device may be operated at various power levels, 
enabling writing at a low level and reading at a high level. This can be translated into two 
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Figure 15. Symmetric SEED circuit and structure schematic. 
SL is a short period superlattice used to obtain a high quality structure, 

and MQW is the multiple quantum well material. 

cycles in the second of which power gain is achievable: this is known as time sequential 
gain and is useful for circuit cascading purposes. SEED devices have been tested down to 
switching times ~ 1 ns but this does not represent the fundamental limit In circuitry 
application, devices of 10 x 10 p.m area typically use ^W for JJ.S switching times. There is 
a strict power speed tradeoff. 

3.7. Operational Demonstration of Vital System Properties 

Prior to 1990 there had been no demonstration of moderately, let alone highly, parallel 
all-optical digital circuits. From 1982 progressively more complicated single-channel 
circuits have been used to demonstrate vital functions. 

3.7.1. Restoring Logic and Hard Limiting 

The logic systems described in this paper are based upon light intensities. Unlike 
electronics where current and voltage are available, we only have one variable in this family 
of logic devices. Conditioning the input into optical logic gates is therefore important. 
Operationally, the absorbing layer of a BEAT device, Fig. 14, allows the decoupling of the 
'hold' or 'bias' power from the 'switch' or 'signal' power - by absorption (or beam angle). 
The output beam is the reflected hold power beam which when switched produces a hard 
limiting response (i.e. not dependent on level of signal input). Thus succeeding stages 
receive a conditioned input. 
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3.7.2. Cascadability 

This configuration also satisfies the condition for cascadability that the gate must 
supply more energy than the switching signal and that this be done from a separate power 
supply. 

As stated in the discussion of the physics of computation, cascadability is an absolute 
requirement i.e. one element must be able to drive at least one other (similar) element. Hence 
we also have the requirement that the power supply be separate from the switching signal. 
The nonlinear Fabry-Perot devices, whether operated as thresholding devices or latchable 
memories which we have described here can, in some cases, operate in a quasi-static 'hold 
and switch' mode. We can consequently use the 'hold beam' as the 'power supply'. With 
the degree of stability and contrast already experimentally demonstrated e.g. with the 
interference filters, sufficient gain for restoring logic operation is obtained for a modest 
degree of fanout. The hold beams need not be aligned at the same angles as the switch 
beams. As a consequence a standard hold beam can be applied to successive elements 
leading to hard limiting and hence restoring logic. Fig. 16 gives an experimental result. 
Since a new 'optical power supply' is introduced at each stage, there is no limit to the number 
of circuit stages. 
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3.7.3. Prevention of Signal Corruption 

An element operated in hold and switch mode as described above delivers sufficient 
signal to switch a second element and so on. If included in a loop circuit, measures must 
be taken to ensure that the optical signal does not circulate more quickly than the element 
is able to switch. For this a 'lock and clock' 3-phase control of holding power can be 
imposed on a loop containing three elements. The NLFP is thus used in a latching mode 
to trap the logic signal successively at each stage[31]. The successful operation of a single 
channel computational and storage loop (described later) represents a primitive 
proof-of-principle demonstration of an optical finite state machine as it is readily extendible 
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to 2-D arrays. The test results show further that, in practice, indefinitely extensible restoring 
logic has been achieved and further by using one gate in reflection as a NOR gate to achieve 
inversion, all elements necessary to make a digital optical processor have been demonstrated. 
These demonstrations were achieved by 1986 using NLIFs but they are applicable to other 
forms of logic device. 

4. ARCHITECTURE 

4.1. The Optical Cellular Image Logic Processor (O-CLIP) 

There have been many suggestions[34] of architectures for digital optical logic 
computational devices: many of these are impracticable in terms of existing devices. The 
electronic cellular logic image processing (CLIP) computers developed by Duff and 
co-workers[35] do, however, provide a relatively simple basis that can be adapted towards 
an optical demonstration scheme as suggested by Wherrett et al[12]. Fig. 17 primitively 
describes an optical circuit currently being constructed based on a simplified CLIP 
processing cell element. 

Data 
Synchronisation 

Unit i -

Processing 
Unit 

ELECTRONIC CONTROL 

Figure 17. Schematic diagram of CLIP architecture. 

It contains five functional modules. 
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(i) A spatial light modulator (SLM) as an image input device. 

(ii) A programmable logic unit that receives simultaneously a pair of images 
and can output a chosen logical combination of the pair; determined at each cycle 
by a single instruction programming of the unit. 

(iii) An optical interconnect, in the first instance, a nearest-neighbour fan-out. 

(iv) A threshold element that converts the fanned-in combination of inputs at 
each pixel into binary output levels. 

(v) A clocking unit that acts as a temporary memory in order to synchronise the 
flow of iterated images. 

These functional units are then able to use a 1-4 nearest neighbour interconnection 
to implement all those binary image processing functions for which the four directions 
(NSEW) are not distinguished. Examples are: noise removal, dilation, contraction, labelling. 
There are a number of advantages to this approach. Firstly, the scheme can be modelled 
electronically on a parallel machine such as a distributed array processor (DAP). Secondly, 
by the use of optical logic elements, which are naturally bistable and controllable by the 
setting of a "hold" or "bias", beam synchronisation is achievable using "lock and clock" 
architecture previously developed and demonstrated[31]. Additionally, the "hold and 
switch" procedure which allows gain, cascadability and restoring logic to be achieved 
also, by a programmed control of hold beam power, enables function to be changed cycle 
by cycle. The control of the necessary iterations required for the various processing functions 
are then included in a programme for the hold beams and stored in the electronic control 
computer. Thus a complete programmable iterative computing sub-system is constituted. 
We review progress towards such a demonstration in section 5.6. 

Such an architecture allows us to explore realistic 2-D processing cases. This has 
been demonstrated by simulation on an electronic DAP. Such an exercise is illustrated in 
Fig. 18 for the case of noise removal in which each square indicates successive optical logic 
planes. 

A primitive image in the form of a cross, together with some noise, is brought into 
the optical circuit and subjected to an OR operation. An optical interconnect then imposes 
the four nearest neighbour pixels of each pixel throughout the image. The resultant image 
is then thresholded such that the pixel is ON if any of the superimposed pixels are ON. The 
data is then stored and synchronised through a 3-element 'lock and clock memory and then 
brought back into the circuit to be superimposed with the original image. This image is 
now subjected to the AND function and results in noise removal. It can be seen that noise 
has been removed in just one complete cycle of the optical CLIP. 
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Figure 18 Successive logic planes in CLIP Noise Removal 

4.2. Symbolic Substitution 

An architecture based upon symbolic substitution[36] contains many of the functional 
modules described previously but also includes a shift function. This approach can be shown 
to make possible any generalised computing process. It will have to be proved that for such 
generalised computing the parallelism gives sufficient increase in data rate to be competitive. 
Tests at Wish List specification would be informative. 

4.3. Switching Networks 

One of the more promising interconnection schemes proposed for photonic 
switching is the 3-D crossover network which is topologically equivalent to a shuffle 
network[14]. To utilise the parallelism offered by free-space optics, the crossover 
interconnects must provide 3-D connectivity between planar (2-D) arrays of optical logic 
devices. Such schemes are currently being demonstrated. 

4.4. Conclusions 

The examples of architecture referred to above all provide practical routes to 
near-future demonstrations. They call for a common set of necessary sub-technologies 
which have been reviewed. Although limited in their scope, they nevertheless address 
potentially interesting computational problems and can certainly be greatly expanded via, 
for example, more complicated optically achieved interconnection. A further aspect of 
architecture concerns memory or optical data storage. Some of the above schemes will 
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need to hold both the results of calculations and acquire data from memory in the same 
parallel format as the logic operations. This requirement is likely to converge upon the 
already established optical data storage technology: it leads to the requirement for methods 
of parallel reading and writing without mechanical movement. Theoretically data retrieval 
rates can be greatly increased, compatible with the rates implied in the Wish List (Table 2). 

5. CIRCUITS 

5.1. Binary Optical Logic Functions 
The nonlinear Fabry-Perot optical element can be used to give a variety of logic 

functions (Fig. 8). In transmission, for example, with a hold beam set sufficiently below 
switch point, switching from logic-0 to logic-1 only occurs if two standard inputs are 
injected. This is the AND function. Using the same device with the same setting in reflection 
gives the NAND function. Different settings of the holding beam give OR or NOR. It is 
relatively straightforward to use electronic controls of intensity and clocking (i.e. time 
control of hold beam) to alter the function of the gates throughout various cycle periods. 
Before we proceed to discuss the circuits that have been experimentally investigated, I return 
to the subject of providing adequate power on succeeding circuit elements to switch them 
quickly. This is hard to achieve with one simple optical logic element. However, Craft 
[37] has proposed a possible solution in the form of a coupled twin cavity. This device uses 
two bias beams which have significantly different switching powers for the input and output 
cavities giving effectively a high gain. The feature of this is that the 'output' cavity is 
illuminated by a stronger hold beam than the 'input'cavity. In a sense this is rather similar 
to the construction of the liquid crystal light valve. A much larger output signal is then 
available for fanout or for speed increase in subsequent stages. 

5.2. Configuration for Cascading of Elements and for Restoring Optical Logic 
In circuit work at Heriot-Watt University we have made use of ZnSe NLIF technology 

driven by an argon-ion laser or a GaAs semiconductor diode laser. We have used 
acousto-optic modulators controlled by a microcomputer to set hold beam and signal 
intensity levels. The technique for achieving gain, to ensure that the output of one element 
is sufficient to switch the succeeding one, we have described as 'hold and switch'. By 
'holding' the first element as close as possible to switching threshold, an arbritrarily small 
signal can be made to switch the device - limited only by the stability of the nonlinear 
element and its 'power supply', the holding laser beam. The change in output can thus be 
substantially larger than this (extra) switching signal. Thus, if this output is incident on a 
second identical device held equally close to threshold, it will clearly be enough to switch 
the second element and thus continue the circuit. 

Practical limitations are that the power level of a typical argon-ion laser will fluctuate 
by 3% and that drift of the NLIF switch power will preclude a closer hold over periods of 
up to minutes, particularly, when operating predominantly 'on resonance' (where the 
internal optical field is high). In addition, it is desirable to 'over-switch' by a significant 
factor to reduce the effects of critical slowing down. We typically hold to 90% of threshold 
and over-switch by 20% - determined by the output power change of the previous gate. The 
interconnection optics must preserve this situation for succeeding elements. We use both 
single and multilens imaging systems to collect and refocus the output signals onto the 
subsequent gates. Electronics normally separates power supplies from signal channels. We 
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use our optical elements as three-port devices in a somewhat similar manner. 'Hold beams ' 
(power supplies) are supplied to each element separately and the switching signals are 
introduced off-axis such that they are not collected by the down-line optical aperture (Fig. 
16). Thus, provided the input signal is enough to switch the device, the output signal change 
is standard. This achieves restoring optical logic and, hence, with sufficient independent 
holding beams, enables the circuit to be extended indefinitely. 

5.3. 'Lock and Clock' Architecture (Buffered Memory Store) 
Recirculating configurations are fundamental to many computer architectures. It is 

therefore essential when investigating the computing potential of any new type of digital 
gate to demonstrate its ability to pass data, without error, around a loop. We have 
successfully constructed and operated several such circuits based on bistable NLIF devices. 

Unlike the electronic circuits discussed earlier, the information transfer proceeds 
through propagation of photons once a logic gate is switched and takes place at the speed 
of light. As discussed previously, the devices we have used range in speed from a few 
nanoseconds to almost a millisecond. One must therefore introduce a new delay and a 
method of isolation of data flow analogous to the two-phase clock of the electronic 
inter-register transfer commonly practised in conventional digital computers. This 
procedure, in which electrical control of holding beams is favoured to trap and release 
information through different stages of the optical circuits, is described in [31] and provides 
a buffered memory store. Since the clocking times are relatively slow there is every 
advantage in using a microcomputer to undertake this control. It has become known as 
'lock and clock' architecture. 

The 'lock and clock' architecture has been developed to prevent this asynchronous 
transfer of data round the loop and thus avoid the consequent risk of a new signal appearing 
at the input to a gate before it has completed its response to the previous one. The 'lock 
and clock' technique proceeds by stepping the holding beam on each gate between near 
switch point and zero, thus sequentially enabling and disabling gates. Thus one gate, when 
enabled, can respond to a transient input, latch (assuming it is held in a bistable region), 
pass on the datum to the next gate, which is brought from a disabled to enabled state, and 
finally reset as it is disabled. For a loop circuit containing three gates there is therefore a 
three-phase clock sequence for the holding beams in which no more than two gates are 
enabled at any one time. The clocking ensures that the datum is safely passed on to the next 
gate before each gate is reset. This three-element memory is the minimum required when 
just on-off holding beam control is used (with three-level holding beam control only two 
elements are required to store data in a loop). 

5.3.1. A Three OR-Gate Circuit with External Input 
Figure 19a shows schematically a successfully operated loop circuit based on off-axis 

addressed bistable NLIFs. Each element, when enabled by a standard holding beam, could 
be switched by a single input and thus act as an OR gate. The outputs were coupled to the 
next gates in the circuit. Gate A had two signal inputs, the previous gate output plus an 
external signal, corresponding to a total fan-in of three beams when the holding beam (power 
input) is included. The three elements were powered by an argon-ion laser 
computer-controlled acousto-optic modulator (AOM), which set the 'd.c' levels and 
imposed the three-phase holding beam clock sequence. The external input signals were 
determined by a fourth AOM. 
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Fig. 19 
Figure 19b shows the sequence of gate outputs (observed by detectors after each 

element). A valid logic-1 input was propagated around the loop in synchronisation with 
the clock signal, followed, on the next loop cycle, by a signal too small to switch (valid 
logic-zero), which leaves the three gates in their logic-zero states. (The loop was rest to 
zero before each full cycle). This transmission-coupled circuit has thus shown that an 
extensible system of restoring optical logic can be constructed with all-optical bistable 
devices. 

5.3.2. An Inverting OR/NOR-Gate Circuit 
Figure 20a shows a second loop circuit, similar to the previous one but with one 

element (A) operated in a reflection-output mode. This acts as a NOR-gate so that when 
taken with two OR-gates a loop circuit with overall inversion is created. Because such a 
circuit automatically inverts the circulating datum on each cycle, no external input is needed 
to test for proper operation. Figure 20b shows the detected outputs from each gate. The 
transmission (OR) output was monitored. 
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Fig. 20 
On reaching gate A, logic-one is rendered logic-zero on one cycle and zero becomes 

one on the succeeding cycle. Both restoring logic and the inversion function are convincingly 
demonstrated [31]. 

5.3.3. Conclusions from Experiments with the Three-Element Loop Circuit 
Although the stability of the state-of-the-art NLIFs was limited, the tolerances 

required and available allowed sufficient output to be derived from the element to drive a 
succeeding one and with fresh, standard, power supplies ('hold' beams) supplied to each 
succeeding stage the tolerances also allowed signal restoration. Since the lock and clock 
data isolation also implies temporary storage, the optical equivalent of a one-channel 'finite 
state machine' in which data is inputted, processed, stored and recirculated has been 
demonstrated. 

The control was exercised through a microcomputer: this provided a convenient 
interface to electronics. The optical system and the three-phase clock sequence could apply, 
as constructed, to a massively parallel logic plane array when these become available. 
Relatively little change in principle to the optical system is required. A microcomputer 
controlling such a parallel optical classical finite state machine is in a sense multiplying the 
capability of the microcomputer by the number of optical channels. 

5.4. Cascadable All-Optical Signal Gate Full Adder Circuit: 
Experimental Realisation 

One novel feature of the NLFP is the presence of two almost complementary 
responses in transmission and reflection. According to a proposal by Wherrett [38], this 
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can be used to give both the SUM and CARRY of a full addition simultaneously using only 
one active element. The truth table and the form of input/output characteristics is shown 
in Fig. 21. 

b + x +2x 

INPUT POWER 

A B C cs 
0 0 0 0 0 
0 0 1 0 1 
0 1 1 1 0 
1 1 1 1 1 

Fig. 21 
If a reflection signal is monitored at four input levels then the response 

(low-high-low-high) is that demanded of the SUM. Correspondingly the transmission 
response (low-low-high-high) is that of the CARRY. It is necessary to discriminate between 
the low levels and the high levels. This is achieved with two further nonlinear plates set at 
appropriate holding levels. The complete circuit, which has been operated successfully 
[39], includes a further bistable plate to act as a temporary store. The temporary store also 
generates gain and reconditions the signal to a sufficiently high power level for the whole 
process to be iterative. Wherrett suggests schemes whereby this type of gate could be used 
for optical temporal integration [38]. 

5.5. Optical Circuits with NLIFs at the Optical Sciences Center, 
Tucson, Arizona 

A quite different and complementary set of experiments has been reported over the 
last several years from OSC. These include the use of a NLIF as a decision maker in an 
optical circuit for pattern recognition as a way of implementing optical symbolic substitution 
logic (SSL) [40]. The objective is to identify the number of locations of the pattern formed 
by two bright spots located next to each other horizontally. This is done by shifting one 
pixel horizontally and superimposing two shifted patterns with a beam combiner. A single 
spot in the combined pattern can have one of three light levels: no light, one unit of light 
or two units of light. The logic decision is made by focussing the combined pattern on a 2 
x 3 AND gate array using a fly's eye fibre optic lens array. The output is a bright spot in 
the right hand pixel wherever the input has bright spots adjacent horizontally. All the 
locations of this pattern are identified by a single logic operation independent of array size. 
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This experiment has been extended to make a very simple but complete symbolic substitution 
demonstration. In these experiments one NLIF is used as a decision maker after the pixel 
shifting optics; in the secondpart this is cascaded through a second NLIF to perform symbolic 
scription required in SSL. 

In a further experiment the pattern recognition demonstration is extended to two 
orthogonal shifts to recognise the above spot pattern. This time instead of using a shift input 
AND gate they cascade two, two input AND gates. In this last paper the OSC group extend 
the use of an NLIF to an analogue image process application towards associative memory. 
The NLIF is used as an intensity dependent shutter to control the beam which leads a DCG 
hologram [41]. 

The OSC group have also presented the demonstration of all-optical compare and 
exchange using NLIF devices [42]. This utilises polarisation multiplexing and filtering, 
and latching, bidirectional logic. The combination of 2-D arrays of compare-and-exchange 
modules with optical perfect-shuffle connections leads to pipelined optical sorting networks 
that can in principle process large numbers of high-bandwidth signals in parallel. Optical 
sorting networks with these characteristics are applicable in telecommunication switches, 
parallel processor interconnections and database machines. 

The Arizona work is characterised by the use of ZnS/ZnSe NLIFs in two-dimensional 
format (except the last experiment). The experiments are essentially pipelined and have 
not yet been looped and integrated. In this way they are very complementary to the 
Heriot-Watt University experiments. The performance of the NLIFs in the Arizona 
experiments has produced some pessimism from the experimenters. This is partly due to 
the rather poor performance of these particular early NLIFs. As described earlier, this 
situation is now improving. 

5.6. The Cellular Logic Image Processor: Experimental Demonstrations 

During 1989 and 1990 a number of important circuit demonstrations have been 
implemented. 

5.6.1. The Single Channel O-CLIP 

We begin by describing the single channel O-CLIP circuit (fig 17). This has been 
implemented at Heriot-Watt and in part also at Boeing High Technology Center. The logic 
gates used have been ZnSe BEATs and the laser power supplies GaAs semiconductor diode 
lasers operating at 830 nm. The hardware implementation is shown in Fig. 22. In fact, four 
gates are used in order to provide both programmable logic (two gates) simulated 
thresholding (one gate) and lock & clock circulation of data (hold beam phasing in all four 
gates). Two of the gates receive only holding and information beams, the other two receive 
additional control signals in order to implement the programming. A 5th laser beam supplies 
the CLIP input to the circuit. This may differ at pich cycle. Fig. 23 shows a test of this 
circuit indicating the satisfactory achievement of all the two-input symmetric Boolean logic 
functions programmed in sequence through the computer set control beams from cycle to 
cycle. In one test at least 50,000 have been recorded with satisfactory stability. 
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This demonstration also indicates that the tolerances are adequate for function change. 
In this case the hold levels are dynamically controlled and correction procedures could be 
applied in the event of drift. 

5.6.2. Parallel Data Transfer 

The next step in developing a working optical CLIP is to replace the single gates in 
the iterative processor (Fig. 17) by optical gate arrays. To this end, two 15 x 15 arrays have 
demonstrated 'lock and clock' transfer of data. The arrays were BEAT devices designed 
to operate at 1.06 |im permitting the use of a cw Nd: YAG laser as the optical power source. 
The uniform multi-layer structure was deposited on a 3 (im thick layer of polyimide spun 
onto a sapphire heat sink. (Fig. 14) The device (with no physical pixellation) was illuminated 
by focal spot patterns ( 15 (im dia. ) generated from a specially constructed Dammann grating. 
Fig. 24 shows the test transfer of data with greater than 97% accuracy in this first experiment. 

ARRAY 1 ARRAY 2 

'Image' locked into ARRAY 1. Signals to ARRAY 2 blocked. 

ARRAY 1 ARRAY 2 

The pattern on ARRAY 1 is transferred to ARRAY 2 
with greater than 90% fidelity. 

Figure 24 Digital Parallel Optical Data Transfer 

5.7. S-SEED Array Cascading 

A 4 S-SEED array loop has been demonstrated using 32-element arrays separate 
interconnect geometries have been tried including a split/shift pattern and others with devices 
working just as inverters. Speeds of 1.1 MHz with total laser diode power of 9 mW have 
been reported[43, 14]. 
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5.8. S-SEEDS Switching Networks 

A cross-over network (Fig. 25), topologically equivalent to a shuffle network, has 
been implemented optically with S-SEED arrays using 32 inputs. 

Figure 25 Photonic Switching Network 

The S-SEED itself is used as a two-input, two-output node (called a 2 module). This 
module conducts the function OR and passes the results on to two output ports only if the 
gate is enabled by a clock signal. It can be implemented by using a single S-SEED if an 
electronically controlled SLM is placed in the path of the clock signals to provide control. 
Afour-stage crossover has been constructed using 8 x 4 S-SEED arrays. Data from a number 
of input fibres was switched to any of 8 output fibres and showed error-free switching as 
verified by oscilloscope traces of signals. A maximum speed of 57.7 kBs"1 is currently 
limited by laser power and optical loss. 

5.9. Nonlinear Fabry-Perot Etalons as Data Transparent Routing Switchings 

Telecommunications require high-bandwidth rerouting particularly now that the data 
capacity of optical fibres exceeds that of electronic cross-bar switching technology. 
All-optical rerouting is also needed in the more modest context of embryonic optical 
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computing architectures. In the optical fibre communications network of the future there 
will be a demand for spatial switches compatible with the very wide transmission bandwidths 
of the fibres themselves. 

A bistable spatial optical switch has been used to route video data between fibres 
[44]. In this case a single switch was used in the layout shown in Fig. 26. 

FIBRE OPTICAL 
SWITCH 

Fig. 26 

The holding beam, control pulses and data (video signal) were all supplied through 
the input channel - an optical fibre imaged onto the ZnSe NLIF by a graded-index rod lens. 
Similar lenses were used to couple the transmitted and reflected components into the two 
output fibres. The 1x2 switch was thus powered, set and re-set entirely optically, via the 
input fibre. In this first test experiment, a switch contrast (transmission) of 8.5 dB was 
demonstrated - sufficientto clearly re-route the video information between display monitors. 

In utilising the optical control of bistable interferometers, it was possible to investigate 
larger networks [45]. A conceptual 1x8 network is illustrated in Fig. 27. 

In this example three bistable plates (a, b and c) are illuminated with focussed beams 
such that a total of seven independent switches are created; each biased into the bistable 
regime. Eight possible output paths are available, depending on the transmission state of 
each node. The bandwidth of these paths is limited only by the width of the interference 
transmission peak of the F-P device: e.g. 0.5 THz for a 1 nm peak (FWHM) around 830 
nm. A specific route through the network is determined by header pulses, preceding the 
data. These control signals are distinguished from the data signals by their greater energy. 
If both types of signal are of similar peak power then this corresponds to the control pulses 
being of longer duration, and to minimise both power and energy requirements, they should 
ideally last about one switch time. Thus the speed of response of the bistable Fabry-Perot 
device, determined by the nonlinear medium, is fast enough for it to react to control pulses 
in, say, the ns - |is range but slow enough to leave it unaffected by data, of similar power 
level, transmitted at GHz-Thz rates. (The exact dividing line would depend on the nonlinear 
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material and mechanism being exploited). Data pulses of higher peak power could be 
transmitted through a network provided that the mean power, averaged over one response 
time does not exceed the switch energy of the most sensitive node. 

The factor determining which nodes are switched is the amount of energy in each 
control pulse. By pre-adjusting the bias level of the bistable switches, relative to their switch 
powers, each layer of the network can be set to respond only to control pulses above a critical 
energy: decreasing in magnitude (e.g. by 10-50% steps, depending on tolerances) for each 
subsequent switch layer. The header is then encoded such that the more energetic pulses 
(i e. pulses with higher peak power or longer duration) are used to switch the earlier nodes 
of the network. The finite switching time of each node is exploited to ensure that the 
switch-pulse energy, corresponding to one particular node, that is passed on to subsequent 
(more sensitive) nodes, is insufficient to induce further switching. Once a switch is activated, 
its bistable response ensures that it latches into its new state so that the subsequent data 
stream can follow the path set up through the network. Finally, before setting up a new 
routing, the network would be re-set either by temporarily interrupting the holding beam 
power to all the nodes or, if they are biased at a level only a little above the switch-oft power, 
by reducing the average (carrier) light level passing through the network. 

To demonstrate the concepts underlying routing through a multi-node network, m which 
coded header-pulses have to be interpreted, the 2-layer (1x4) network (corresponding to 
plates a and b in Fig. 27) was constructed. This was again conveniently set up using available 
ZnSe NLIF devices operating at 514 nm wavelength (argon-ion laser)[46]. It should be 
noted that other optothermal Fabry-Perot devices., working at 830 nm [27,47] or 1.3/1.33 
um and similar bistable Fabry-Perot étalons - based on optoelectronic nonlineanties in 
GaAlAs (830 nm) [19, 21] or InGaAsP (1.3/1.55 \ua) [48], could equally be exploited in 
this way. 
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Figure 28 shows the 1 x 4 spatial switch assembly - fabricated from just two coated 
glass substrates, cemented together. The overall exDerimental arrangement is shown in Fig. 
29. 

NONLINEAR 
INTERFERENCE 
FILTERS 
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t<-,Y / OUTPUT 1 

\ \Z OUTPUT 2 

/ \ OUTPUT 3 

X - \ 
\ OUTPU T a 

SUBSTRATE 

Fig. 28 

The output from the laser was split into bias and signal beams: the latter being 
modulated by an acousto-optic modulator with header pulses of 5 ms duration (comparable 
to the response time of the devices) plus higher frequency data. The two separate bias beams 
for nodes Y and Z were produced from a chchromated-gelatin holographic optical element, 
while node X was biased through the signal input channel. The beam spot-size on each 
bistable element was 70 \im {lie2 diameter), giving switch powers of 120 mW. (Much 
lower switch powers, e.g. a few milliwatts, can b? obtained using smaller spot sizes and 
better optimised, or alternative, nonlinear Fabry-Perot devices.) Nodes Y and Z were biased 
to within 30 mW of switch power and node X within 15 mW. The switch network was 
tested by monitoring all the output channels simultaneously, whilst applying the four 
different header codes to the input channel - followed in each case by a burst of data. The 
results are shown in Figure 30. 
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Although in this test the individual switch contrasts are not optimum, the basic concept 
was demonstrated. That is, without any electrical or mechanical intervention, (i) the required 
combination of node states could be set by the corresponding header code; (ii) this 
configuration was seen to correctly latch; and (iii) the subsequent transmitted data had the 
highest amplitude on the designated output channel. 

The network transmissivity to the output channels was not identical for all routes, 
due to differences between the reflectivities and transmissivities of each node. To allow 
for this, attenuators were used to balance each channel to give approximately equal output 
data amplitudes. The overall worst- case loss in this experimental set-up (channel 1) was 
16 dB, again as a result of using available (unoptimised) NLEF devices. The highest 
throughput channel (4) suffered a loss of 3 dB, neglecting the additional attenuation. 

5.10. Optical Wiring: Interconnects 

The circuit concepts discussed in these lectures have implied multiple free space 
optical interconnections as well as an array of power beams. Conditioning of optical beams 
to provide, for example, uniform intensity of an array is also a necessity. Since we have 
indicated that low switching energies dictate micron sized logic elements, it also follows 
that we concerned with geometrical micro-optics. 

Holographic optical elements (HOEs) in various forms can provide such optical 
wiring for digital optical circuits. An early example is that of Jenkins et al [49] who have 
used a 4 x 4 array of subholograms to interconnect 16 optical gates (formed on a 
liquid-crystal-light-valve, LCLV) to create an oscillator plus master-slave flip-flop optical 
digital circuit. Such a space-variant hologram can provide any arbitrary interconnection 
between gates, provided that sufficiently high, fan-out of signals can be achieved. The 5% 
efficient computer generated hologram CGH used in the above example [49] limited the 
maximum fan-out to 3, at which point the gate inputs corresponded to only 1.7% of their 
output power levels, even assuming no optical losses elsewhere in the system. 

Such an efficiency is extremely limiting. In work at Heriot-Watt University [50], 
use has been made of volume holograms fabricated from dichromated gelatin (DCG). Such 
elements can readily have larger than 95% efficiency - this can also be the case when the 
less efficient alkali halide CGHs are copied onto DCG. The individual lenslets are made 
by a computer controlled step-and-repeat process. Such an array to provide power beams 
has already been demonstrated for a 56 x 56 (3136) element array. This sub-system requires 
a further optical element to provide a transformation from the Gaussian input beams into a 
flat top intensity profile: again this can be done with conventional lens systems and copied 
onto DCG HOEs or approached from a CGH. 

Multiple exposure allows efficient fan-out and fan-in holograms to be made: a fan-out 
by a factor of 5 has already been used by us in the demonstration of digital edge extraction 
[51]. 

Such HOEs are only some examples of a new generation of micro-optical 
components: other materials such as silicon nitride can be used to make phase relief 
Dammann gratings which use diffraction properties to give exactly equal arrays of beams. 
Combinations giving adequate uniformity and efficiency must be sought. In general the 
prospects for this new generation of optical elements seem to be excellent. 
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6. CONCLUSION 

The progress reviewed is now allowing practical demonstration of simple realisable 
computational architectures, in which logic plane speaks to logic plane purely optically, to 
be achieved. A large number of necessary conditions have already been met in reaching 
this stage. Both BEATs and SEEDs have proven useful for demonstration and improved 
devices of various form can be expected in the future. 

Increasing the size of arrays is likely to lead to the inevitability of logic error between 
planes. Methods to correct for this will be important to further progress. A simple exercise 
problem of noise removal was described. Current work supports the view that architecture 
and device improvement will now go hand in hand toward proving the technical feasibility 
of digital optical computing. Demonstrations of increasingly meaningful processing with 
16x16 arrays are being prepared for demonstration within die next year. 
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INTRODUCTION TO DIGITAL IMAGE PROCESSING 

Murât KUNT 
Signal Processing Laboratory, Swiss Federal Institute of Technology, 
Lausanne, Switzerland 

1. GENERALITIES 

Along with sounds, images are one of the most important means human beings use 
to communicate with each other. Recent efforts enlarge this communication even to 
machines. Image processing is the ensemble of methods which make this operation possible, 
simplier, more efficient and more pleasant. This is an important aid for man who can 
satisfies his curiosity and the requirement associated with them. Aren't we all conscious of 
the joy we have for example to find the picture which freezed a happy event in the past. 

Image processing is multidimensional signal processing. The representation of the 
luminance / of the picture is a function of the coordinates x and y of the plane is made with a 
two-dimensional signal / (x,y). An image sequence such as that of the television for example 
is represented by a three-dimensional signal / (x,y,t) where t represent time. 

The processing of the signals could be made by optical means or by digital means. 
In the first case, signals and systems are essentially analog, whereas in the second case they 
are digital. Here, we limit ourselves exclusively to digital processing. This implies the 
digitization of signals to be compatible with digital processing. 

In this section, we give a brief overview, first on the history of the image processing 
which allows us to define major activity areas nowadays classical. The multidisciplinary 
aspect of image processing is emphasized by placing it with regards to other areas. The 
variety of processing that could be imagined is also discussed. Finally, the main application 
areas as well as problems related to the computation problems are presented. 

1.2 Historical notes 
The first image processing by technical means goes as back as to eighteenth century 

at the time of pioneers of photography. The comparison between the first results of 
exposure of silver nitrate to light and those we obtain today with films and cameras available 
on the market show the progress accomplished in this area. Electronic made its apparition 
in image processing towards the end of 19th century, when the Nipkow disc in 1884 
allowed the transcription of an image into an electrical signal. From amelioration to 
perfection, one came to television in 1941. Techniques based on photography, optics and 
analog electronics made up what is called analog image processing. 

By associating to each little elementary surface of a few square millimetre of an 
image, a number which represents the luminance of this region, it is possible to transform 
the image into a set of numbers. Section 2 gives the detail of this operation. Even if this set 
of numbers may be quite large (hundreds of thousands), it remains acceptable for processing 
by computer. This was the start of digital image processing, with a development parallel to 
that of computers and for the time being with no visible or prévisible sign of saturation. 

If the computer offers a large flexibility challenging the imagination, it conserves a 
disadvantage which becomes progressively apparent. Many of the processings, specially 
those which are relatively complex cannot be done rapidly. This is the contradiction still not 
solved which should be accompanied with a compromise between the flexibility and the 
speed of the processing. The increase of one leads necessarily to the decrease of the other. 
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However, researchers try to push the limits of this compromise everyday a little further 
with new technologies and architectures for processing systems. 

The first digital processing on images aimed at the simulation of image transmission 
systems such as television or telefax. The large number of symbols necessary to represent an 
image in digital form opened rapidly the way to important research work still of great 
importance today to reduce this number. This is the area called redundancy reduction or 
image compression. At the beginning, digital images were relatively small (about 256x256). 
Although the available channel capacity increased quite constantly, it was not enough 
to stop the activity on redundancy reduction. To obtain images with better definition, the 
size has been increased and applications have been diversified to require in term even larger 
channels. This process still continues today with the high definition television . 

Another area of digital processing which has received the particular attention is that of 
the classical signal processing generalized to two and three dimensions specially in filtering. 
Even if the study of linear systems and filtered design have reached a certain saturation level, 
the introduction of non linear systems and processings and neural networks are an important 
and attractive activity. 

The improvement of the quality of a degraded image or the modification of an image 
to improve its subjective appearance concerns the third important area of image processing. 
This is a area called restoration and enhancement. 

Over these three historical areas are added today, a large number of processing which 
makes digital image processing a very important scientifical and technical area in full 
expansion. As an example, one can consider the contour extraction image segmentation and 
texture analysis. 

1.3 Diversity of processing 
Image processing calls a number of important disciplines. Signal theory, system 

theory, numerical analysis, statistics, information theory, neurophysiology and 
psychophysics, optics, electronics and computer science, to mention the main ones. 
This situation is summarized in figure 1. We can see image processing as a continuation of 
digital signal processing and as a prerequisite to pattern recognition, scene analysis and 
artificial intelligence (Fig.2). These rich relations with various areas are responsible of the 
very large diversity of processing one can implement digitally on images. Certain salesmen 
of image processing systems or image processing software say that these are limited only by 
the imaginitation of the user! To illustrate this diversity, here are some examples : 

- improve the quality of a blurred image 
- improve the contrast of an image 
- filter out disturbances in an image 
- compress the number of samples of an image by a ratio of hundred to one or more 

and of an image sequence such as digital TV by a ratio of thousand to one or more 
- recognize and count bactéries in microscopic preparations 
- recognize fingerprints, signatures 
- authentification of bank notes 
- detection of intrusions in uncontrolled areas 
- detection of sickness in x-ray pictures 
- helping the pilots and drivers to train 
- conduct a vehicle without driver 
- monitor the quality of products in production lines 
- monitor machines tools to prevent accidents 
- help robots to see , etc.. 

This kind of list increases in time with progress made in the means and the methods and the 
appearance of new applications. 

1.4 Applications 
A characteristic of image processing which is both important and rich is its 

interdisciplinary aspect as it was mentioned. We can find applications in various areas such 
as telecommunications (TV, video, transmission, storage, teleconferencing, integrated 
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Fig. 1 Relationships between image processing and other areas 

Digital signal 
Processing 

Pattern Recognition Artifical Intelligence 

Fig. 2 Situation of image processing 
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services, ISDN, publicity), the medicine (x-rays, tomography, ultra sounds, microscopy, 
electronic files and remote diagnosis), industry (robotics, quality monitoring, security), 
meteorology, earth resources, architecture, printing industry, military, etc. The list is long 
and becomes even longer every day. 

The main difficulty in the realization of an application is the lack of a universal 
processing which can solve all the possible problems. For example, a method to detect a 
sickness in a x-ray image cannot be used to monitor quality in printing. Accordingly, each 
particular application requires a study for itself. This is then using a plethor of basic 
methods. One has to choose specific methods suitable to solve the problem and apply them 
in the right order. This selection is mainly based on personal experience. That is why it is 
difficult to find the right collection of methods right away. It is often necessary to simulate 
several possibilities and compare performances before the final choice. 

1.5 Computational means 
In computational means, image processing relies almost entirely on digital 

electronics. Some exceptions concern certain applications where one can also use optical 
means. However, one should notice that the problem related to computational means in 
image processing is not definitely solved and probably will never be solved. The reasons are 
multiple. Processing methods are renewed constantly. The same is true for the applications 
and for the new possibilities the technology offers us. The applications we think frozen 
change the requirements. On such a moving area, one can only find temporary solutions. 

The processing could be implemented with three types of systems : entirely 
hardwired (electronic VLSI) semi-hardwired semi-programed (systems based on 
microprocessors or specialized processors) and systems fully programmed. Whatever the 
type, the speed in execution is only obtained by increasing the parallelism. In modern 
processing systems, one introduces hierarchy in addition to parallelism as well. This poses 
an important architectural problem which is still open. Unfortunately, there is no a unique 
architecture which is convenient in all the circumstances. As this was the case for the 
selection of methods, the optimum architecture needs to be studied for each case. However, 
if the rates achievable with the programmable conventional system (mini or micro-computer) 
are acceptable, the requirements of many applications could be satisfied without being 
completely optimum. 

In this chapter, we shall discuss the main basic methods for digital image processing. 
Furthermore, we will restrict ourselves to the case of static images, namely photographies. 
In the next two sections, we will discuss the digitization of an image. This is done using the 
sampling and the quantization. Elementary two-dimensional signals and linear processing 
systems are discussed next. The two-dimensional Fourier transform is then introduced as 
well as its discrete version necessary for digital computation. Finally, the two-dimensional 
pre-processing and filtering techniques as well as image enhancement are presented at the 
end. 

2. TWO-DIMENSIONAL SAMPLING 

2.1 Ideal Sampling 
Let xa (u,v) be an analog two-dimensional function representing an image and 

Xa(f,g) its Fourier transform defined by: 

Xtf,g)=f~ fxtu,v)e-flm + 'v)àudV ( 1 ) 

214 



The sampling of the function xa(M,v) is realised by taking periodically samples along 
the direction of the u and v axes. The digital signal is denoted by : 

x(kAuJAv) = x(k,l) = x 8(u,v) | u = M u V = / A v (2) 

where Au and Av are the sampling periods along the axes u et v respectively. In 

order to recover the analog function from its samples x(k,l), Au et Av must satisfy certain 
conditions. These are consequences of the two-dimensional sampling theorem. 

2.2 Two-dimensional Sampling Theorem 
An analog signal xjiu.v) limited in frequencies to F et G (cycles by unit distance) can 

exactly be recovered from its samples if and only if these samples are obtained with 
sampling periods Au et Av less or equal to 1/2F et à 1/2G respectively. 

2.3 Demonstration 
The sampled version xc(u,v) of the analog signal may be viewed as the product of 

x^(u,v) and of a double periodical Dirac pulses e(u,v): 

xe(u,v)=x£u,v)e(u,v) (3) 

with 

e(u,v) = S S 5(M-*AK, V-/AV) (4) 
k =-00 / = - 0 0 

To the simple product (3) in the spatial domain, corresponds in the frequency domain 
the following convolution : 

XJf,g)=Xa(f,g)**E(f,g) 

= ( f^Xâ(f,g')E(f-f,g-g')dfàg' (5) 
* -oo ' -oo 

We can show that : 

-foo -fo° 

E(f,g)=-±- I 2 W - — * - - ) (6) 
AuAv m =^o„=.co Aw Av 

By taking into account the property is of the convolution with Dirac impulse: 
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0 - H » m -J-OO 

Y(a,p)**à(a-a,p-b)= I J Y{a',b<)h{a-a\p-p)àa'àp = Y(a-a,p-b) (7) 
-oo -oo 

We can rewrite equation (6) in the following form 

AMAV m =.„ „ = . M AM AV 
(8) 

The function Xc(f,g) is obtained by periodical repetition in both directions with 
periods 1/Aw et 1/AM of the Fourier transform Xa(f,g). These operations are summarized in 
Fig. 3. In fact, this function Xe(f,g) is the two-dimensional Fourier transform X(f,g) of the 
digital signal in the sense of the definition (2). 

p(u, v) 

Fig. 3 Illustrating the two-dimensional sampling 
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Two-dimensional sampling leads to a double succession of secondary spectrums in 
both directions proportional to the main spectrum Xa(f,g). We can recover the analog signal 
* a (w, v) only if the secondary spectra could be eliminated without modifying the main 
Xa(f,g) spectrum. This operation, realized in principle with a low-pass filter, it is possible 
only if XJf,g) is zero for frequencies greater than F = l/2Aw along the / axis and greater 
than G = 1/2ÀV along the g axis: 

Xaff,g) = 0 pour/> F = \/2Au et g > G = l/2Av (9) 

If this condition is not satisfied, secondary spectra overlap with the main spectrum. 

2.4 Overlapping errors 
The secondary spectra overlap the main spectrum Xà(f,g) in the case where the 

conditions i (9) are not satisfied. In this case, even if one can recover the main pan of X&(f,g) 
with rectangular ideal low-pass filter , the output signal of this filter will be a distorted version of 
the analog signal x&(u,v). Figure 4 shows the case overlapping spectra. 

Fig. 4 Two-dimensional sampling with overlapping spectras 

These considerations are purely theoretical. They are even more difficult to 
implement than in the one-dimensional case. A first difficulty is in the measure of XJf,g) 
given the corresponding image xa(u,v) appropriate methods or instruments, we can only 
make more or less coarse estimations of the spectral extend of Xa(f,g). Then, almost 
always, we should take into account the reconstitution. Processed images are generally 
aimed at the human observer. Since digital processings are often long and complex, one 
prefers not to make them heavier by incorporating reconstitution filters. Thus, we try to 
exploit the integrating effect of the eye and the physical support of the image. In this case, 
one should choose a sampling period (the same on both directions) slightly smaller than the 
separation power of the eye (about one minute of arc). For example, for printed documents 
observed at a viewing distance of 30 cm, one should use a sampling size of about 0,1 mm. It 
should be noticed that since the resolving power of the eye depends on the viewing distance, 
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for a giving sample size, the visual effect will vary if the viewing distance is modified. 
Figure 5 shows a portion of an original text in real size and its digital reproduction after 
two-dimensional sampling with a period of 0,2 mm in both directions. The sampling effect 
is better emphasized on the corresponding enlargements (Fig. 6). 

The overlapping of the spectra may lead to Moiré figures if an image which contains 
a series of narrow lines is undersampled. Let us consider for example an image where there 
is a series of black lines on white background alternating with the special frequency / r . In 
case of undersampling, the reconstructed image after low-pass filtering will show another 
series of lines in a different direction and with a different spacial frequency .This is shown in 
figure 7. 

One can rewrite the preceeding development for the three-dimensional signal 
x^(u,v,w) This is the case of an image sequence as in the TV for example. The result will be 
the same. The non-respect of sampling theorem in this case will lead to aberrations that a 
physic or mechanic teacher may not like at all. The scene of the car which the progress in 
one direction and its wheels turning in the opposite directions as the car was going 
backwords is the most known one. 

parcnces et oripeaux, parences et oripeaux, 
s e n t b i e n c e u x d e la sent bien ceux de la 
de l ' A m é r i q u e du rJord de l'AmÉriquB du Nord 
o u v e r : = rrer,t . 3 - m o i n s ouvertement. Ou moins 
ci aie, ni pour la mis ciale, ni pour la mis 

(a) (b) 

Fig. 5 Effect of sampling : (a) original image (b) reconstructed image 

l e s deux l e s deux 

g r a n d e maj grande maj 

, peu nomb , peu nomb 
(a) (b) 

Fig. 6. Effect of sampling with enlargment (a) original image 
(b) reconstructed image 

2.5 Prefiltring in sampling 
The sampling system analyses a given image xa(u,v) with a light beam concentrated 

on a given point of the image. The amount of light reflected or transmitted at that point is a 
measure of its luminance. Because of the imperfections of the optical system, this beam is 
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'a("frvo) = j J* a (a,p)y a (u 0 -a,v 0 -f î)dadp (10) 

where the double integral is computed over a small area S representing the aperture of the 
function )>a(w,v). At this convolution in the image domain corresponds in the frequency 
domain the simple product : 

Ltf,g)=X&g)Ytf,g) (11) 

where L&(f,g), X&(f,g) and Ya(f,g) are the two-dimensional Fourier transform of signals 
/a(«,v)^ca(u,v) et)' a(u,v) respectively [in the sense of the definition (1)]. The real 
luminance is thus filtered by a filter whose characteristics are give in YJf,g). 

Fig. 7 Moiré figures 

For commonly used beam shapes, Ya(g, 0 is generally the frequency response of a low-
pass filter. If the beam is wide, the area S of the function Ya (gf) is large. Than Ya (gf) 
becomes relatively severe low-pass filter. Main aperture shapes ^a(u,v) and their frequency 
responses are represented in figure 8. 

2.6 Sampling rasters 
For practical reasons related to the realizations of image acquisition and reconstitution 

equipments, the two-dimensional sampling is almost always made according to a rectangular 
or a square cartesian grid. In this grid the coordinates of sampling points are even by the 
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couple (kAu, lAv) with respect to the origin k = / = 0. For a given square grid, we have 

obviously Au = Av. A given point in this grid is surrounded by eight points. Half of this 

points in the diagonal directions are at a distance Aufï from the centre, whereas the other 
half of the points are at a distance Au . In certain applications requiring the measurement of 
length and areas by the ordinated string of a number of points, the existence of two different 
distances in neighbourhoods creates complications. Some waiting methods are needed to 
take into account these different distances. 

Another possibility for sampling is the use of an hexagonal grid. In this case, each 
point has six neighbours at equal distance. This type of grid has been used with the 
appropriate operators in pattern recognition in biological images [2]. A grid which is similar 
to the hexagonal grid could be obtained from a cartesian grid by shifting even numbered or 
odd numbered lines by Au 12. 

• >'a (u, v) 

i v a (« .>• ) 

Fig. 8 Beam aperture shapes and their transform 
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The sampling grid could be very large. For example, to reproduce a photography of 
passport size without distorsion, one needs about 200 x 300 points. For the same 
photographic quality over a postcard, we need 600 x 900. For x-ray films of large 
dimensions ÎO'OOO x lO'OOO is the appropriate size. The TV, for example, produce every 
25th of a second a matrix of about 300 x 300 points. Since at each point, we associate a 
sample (the numerical value of luminance) the total number of samples required to represent 
a digital image is always very large. The next step in digitalization is quantization. 

3. QUANTIZATION 

3.1 Important parameters 
The operation which follows the sampling is the quantization of the luminance. The 

latter varies in a continuous manner between two limits, which determine its dynamic range. 
The quantification is the subdivision of this dynamic range into a finite number of intervals 
and attributing to all the values of a given interval a single luminance value. The problems 
related to this operation are to find the dynamic range and determine how many intervals one 
needs to cover this range and how to distribute them. 

The solution of these problems depends on two important factors. The first one is the 
physical support on which the quantized image is reproduced. This is an objective criteria 
related to the photometric qualities or properties of the support. The second is the eye, the 
human visual system of the observer. This is a subjective factor since two observers don't 
see a giving image in the same way. 

3.2 Dynamic range of the support 
Images are reproduced on well-known supports such as photographic film, 

photographic paper or a screen. These supports are characterized by photometric units 
related to their absorbence a, reflectence p and transmittance T. Whatever the selected 
support, there are limits to the degree of darkness or brightness one can put on them. Let us 
consider the case of a photographic paper on which we want to reproduce a quantized image. 
It will be characterized mainly by its reflectance. The highest reflectance value Tj will be 
obtained when this paper is developed without being exposed to light. In contrast, the 
smallest reflectance will be obtained when this paper is exposed to light at saturation level. 
The dynamic range of this paper is giving by the difference T, - z2. It is common to express 
this dynamic range in unity of optical density units. 

D = rfP," d?2= ' ( l o g i o P i _ l o g ioP 2 ) (12) 

It is the value of D which we should divide into a number of intervals. To establish 
the dynamic range of a support, one thus need to know the reflectance or the transmittance 
without exposure and with exposure to saturation. 

3.3 The smallest visible luminance interval. 
The smallest visible interval is by definition, the smallest light difference we can still 

see. If it is known, one can perform the quantization without having any visible difference 
between the original image and quantized image. The difference between these two images 
is called quantization noise. In this case it will be invisible. 

The oldest determination of the smallest visible luminance difference is made with the 
Weber-Fechner.experiment. In this experiment, a visual field is uniform luminance / is 

221 



divided into two areas along a straight line. The possibility is offered to the observer to 
change the luminance of one of the areas by a small amount A/. The observer does not see 
any variation until A/ reach a certain non zero value. In addition, by repeating this 
experience for several values of luminance, one notice that the report or the ratio A/ / / is 
constant. 

^ • = C W (13) 

This is the Weber-Fechner law. It is valid over a very wide range of luminance going 
from 1 to 1000 nits. In this luminance interval, the constant C w vary from one observer to 
another. This is the subjective aspect we mentioned previously. However, this variation is 
between 0,01 and 0,02 for a large number of observers. To find the number of quantization 
intervals it is thus sufficient to divide the dynamic range by the constant C w by making sure 
that they are expressed with the same units. The smallest perceivable luminance C^, given by 
equation (13) is expressed in percentage. In order to convert it into optical density units one 
needs to consider the term 1 + C w . This allows to avoid negative densities by translating to 
the origin the logarithmic curve to point 1 over the horizontal axis. The smallest perceivable 
luminance interval C w , expressed in optical density units is thus log! 0 

(1 + C w ). The number of quantization levels N q is then given by : 

D OogioP 2 -
1 ogioPi) „ „ 

/V = = (.14) 
* l o g 1 0 ( l + C w ) l o g , 0 ( l + C w ) 

To compute this value, one needs to know the dynamic range and select reasonable 
value for C w if one cannot repeat easily Weber-Fechner experiment. 

3.4 Example 
To illustrate the quantization and the use of equation (14) let us consider the example 

of a photographic film of dynamic range D = 2 optical density unit. This kind of film is very 
often used in amateur photography. With an average value of C w = 0,015 one has : 

2 
N = = 309 3 
/ V i log 1 0(l,015) ^ U V , J 

Or, iV represents a number of intervals, it should be an integer number, we can 
round it to N = 309 or to Nq =310. 

Usually, the luminance of a sample is represented by a binary word. The parameter 
of practical importance is the number of bits in this word. To obtain it ,one need to look for 
the power of 2 closest to N„ by larger values and take its logarithm in base 2. In the case of 
our example, the power of 2 is 9, 7? = 512. The number of bits is Bq - log 2 512 = 9. 

If we consider a severe observer with C w = 0,01, we have : 

NQ = Ï 7TmT = 4 6 2 > 8 

i log 1 0 (l ,01) 

The same number of bits is sufficient in this case 
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If we consider the other extreme case with C w = 0,02, we have : 

^ log 1 0 (1,02) l 5 Z ^ 

In this case, it is sufficient to use binary words of Bq = 8 bits. 

3.5 Comments 
Several remarks are of order. First, the Weber-Fechner experiment is a little to 

simple. There is no real image which looks like the union of two uniformly illuminated 
regions. By simplicity, one realizes an experiment which does not correspond to reality. If 
we measure the ratio Mil as a function of the luminance / 0 of the surrounding, one can 
notice that it remains constant over a much smaller scale than 1000 nits as mentioned 
previously. Target which can be used in such an experience is shown at figure 9. 

Fig. 9 Constrast sensitivity measurement target 

With such a target, one emphasises the importance of luminance / 0 of the 
surrounding. If this is very large with respect to the central square, the latter appears as black 
whatever its luminance. In the opposite case, the central square appears as white. It may 
even appear like a light source instead of an illuminated surface, and this when the difference 
between / 0 and / is very large. 

By comparing these two experiments one can draw the following conclusions. In the 
first experience, that of Weber-Fechner, there is a dynamic range of about 4 orders of 
magnitude to guarantee a constant C w .This is the case when our visual field is complete, 
namely when we are looking at a landscape on a summer day. Such a condition is almost 
fulfilled when one project a film on a dark movie room or movie theatre. In the second 
experiment, the presence of a surrounding luminance / 0 over an important area of the visual 
field implies a compression of the dynamic range. This is what happens when we watch the 
TV screen. The TV screen does not occupy our entire vision field. Under such conditions, 
the dynamic range must be compressed to give the illusion of well contrasted images. 

In cases where one cannot satisfy the number of levels given by equation (14), the 
quantization noise become visible. It is important to examine its appearance. In regions of an 
image where the luminance varies slowly as a function of the position (low special frequency 
areas) the quantization will create a constant level of luminance. Between two of such areas, 
there will be a jump from one level to another whereas the original luminance varies 

223 



continuously. These jumps when they become visible create in general artificial contours in 
the image. They can be very disturbing, depending on the case they may create artificial 
shapes or objects which do not exist in the original image. Figure 10 shows an original 
image on the upper left pan and quantized versions with 256, 128, 64, 32, 16, 8, 4 and 2 
levels. Even these results are affected by serious distorsions due to the printing process, 
artificial contours are visible for example (on the front) even on the image quantized with 64 
levels. 

The number of levels given by equation (14) concerns all the samples. In practice, it 
is interesting to use the same number of levels, in other words the same number of bits, for 
each sample. However, an image by its nature is non stationary. Certain regions are of low 
special frequency whereas some others are of high special frequency. It appears that our 
visual system is less sensitive to the quantization noise in the high special frequency areas. 
This is a consequence of the second experiment we discussed previously. Consequently, 
specially on a theoretical level, an efficient use of the number of quantization bits should be 
made by adapting the member of levels to the local special frequency of the image. 

Fig. 10 A digital image and its quantized version 
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3.6 Quantization laws. 
The number of levels given by equation (14) guaranties us the invisibility of the 

quantization noise whatever the luminance value. The width of the intervals distributed over 
the dynamic range is the same. In this case one talks about linear quantization, since the law 
between the original luminance and quantized luminance is a linear law, piecewise constant 
(Fig.ll). 

Such a law gives an identical importance to all the regions of the dynamic range. A 
quantized image is often addressed to an observer. One can thus use quantization laws better 
adapted to the property of our visual system. Indeed, equation (13) indicates non linear 
sensitivity of our visual system. Since the ratio A/ / / is constant, the increment A/ is much 
smaller for small value of the luminance. In other words, our visual system is more sensitive 
to small variation of luminance in the dark areas than in the white areas. This is the reason 
why the popular saying claims that we see better in the dark than in the light. The error not to 
commit is to integrate equation (13). Indeed, one can interpret the ratio A// / as the 
elementary luminance Ab. By integration, one obtains : 

b = C! log / + c2 (15) 

This is a simple relation relating the apparent luminosity b to the effective luminance 
/ with Cj and c 2 as constant. Because of this relation, one always claims that the eye is 
logarithmic.This is true only approximatively. In fact, recent experimental results indicate a 
other law of the type : 

b = c,V (16) 

where the exponents depend on the surrounding visual field and the adaptation state of the 
eye. It varies from 0,3 for a dark neighbouring field without adaptation till 3 for very clear 
visual fields. 

What precedes show that a linear quantization law does not make an efficient use of 
the quantization levels. Useless levels are spent in the high values of luminance towards 
white. One can use a non linear quantization law with more smaller levels towards black and 
wider levels towards white. Figure 12 shows an image quantized with 16 levels with a linear 
and logarithmic laws. 

Fig. 11 Quantization laws (a) linear, (b) non linear 
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3.7 Optimal quantization 
In the proceeding paragraph, the quantization has been discussed in an intuitive 

manner. In this paragraph, we will develop the optimal quantization with a higher degree of 
rigor. When one quantizes the samples of a signal xt(k,l), one compare the value of each 
sample to a decision level. All the samples whose value fall between the two successive 
decision levels, take the same quantized value defined by a reconstruction level. This 
operation is shown at figure 13, where decision and reconstruction levels are defined. 

Let x be the value of a sample xjjk.,1) restricted to the dynamic range D and xq its 
quantized version. If : 

d[<x<di+i (17) 

Fig. 12 A sampled image quantized with 16 levels with 
(a) a linear law, (b) a non-linear law 

i ' Quantized signal 

' 3 

r2 

r \ 

i i i 

Sam 

d^ di d Ï <*4 

1 
d^ di d Ï <*4 

Fig. 13 Decision levels and reconstruction 
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then 

xq = n (18) 

The problem of optimal quantization consists in finding the levels this dx and rx in 
order to minimize the error between the sampled signal and quantized signal. 

The error criteria is of primary importance since the results depend from it. 
Unfortunately, there is no criteria which suits analytical computations while following fairly 
the subjective judgement of the human visual system. For the needs of an analytical 
computation one always select the mean quadratic error since it is easy to manipulate in 
equations. However, its correlation with the subjective judgement is very weak to say the 
least. 

Let then px(x) the probability density of the signal xt(k,[) with: 

>D 
px(x)dx=l (19) 

where D is the dynamic range of the signal. 

The mean quadratic error is given by : 

e = E [ ( x - ; t q ) 2 | = (x-xq)2px(x)dx 

taking into account equation (18), one has : 

(20) 

i=0Jd, 

2 
(x-rf) px(x)dx (21) 

To find optimal position of levels dx and rv one should derive e with respect to these 
variables and equal to zero the result. One has : 

^J- = (d,- - rtfpAd]) - {di - r,- _!)2px(d) = 0 (22) 

— =2 (x - ri)px(x) dx = 0 (23) 

for : 1 =0,... , Nq - 1 

After simplification of the system of equations, we have : 

ri = 2di-ri-i (24) 
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/•<*.-+1 

I x px(x) dx 
ri = — ^ 

I P&) dx 
h-, 

These equations could be solved recursively for a given probability density p x(x). 
There are used so often, even in other areas that there are tables [3] giving the optimal levels 
for usual distributions such as Gaussian distribution, Rayleigh distribution or exponential 
distribution. 

The direct solution to equations (24) and (25) can be obtained if one can choose a 
number of quantization levels Nq sufficiently large. In this case one can admit, in a first 
approximation that the probality density is constant over each quantization band. Thus 
equation (21) becomes : 

£PM j 
i = o Jd. 

NA ,di+1 

e = l,Px(ri) (x-r^dx 

NA 
3 £=TLPx(ri) 

i = 0 
(di+1-ri) -{di-rtf (26) 

The optimal position of levels r{ between dx and dl+x is obtained by minimising e 
with respect to rx : 

- = 0 (27) 

the solution is: 

dj+di+l (28) 
r ' 2 

Thus, the optimal position of the reconstruction levels is the middle of each decision 
interval. By substituting equation (28) in (26) one obtains : 

1 V 
^ = -LPx(ri)(di+rdi)2 (29) 

2 j = o 

One should minimize by using Lagrange multipliers to find the values dv For certain 
distributions, there are purely numerical solutions. 
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3.8 Linear quantization after transformation 
It is possible to implement the non linear quantization by using a non linear 

transformation and a linear quantization. The transformed signal is quantized linearly with 
equally spaced decision and reconstruction levels. Then, the inverse non linear 
transformation provides the quantized version of the original signal. These operations are 
summarized in figure 14. 

Non linear 
transformation 

Linear 
quantization 

Inverse 
transformation 

Fig. 14 Linear quantization with transformation 

The signal y(k,l) at the output of non linear transformer is given by : 

y(k,l) = T\x(k,l)] (30) 

where the transformation T [.] is chosen in such a way to force the probality density of the 
signal y(k,l) to be uniform. It is obtained by the principle of equivalence in probability : 

px(x)dx=py(y)dy 

by posing py(y) = 1. 

If the signal x(k,l) has zero mean, the transformation needed is given by : 

(31) 

T[x] = J PxWdu-j (32) 

If the signal has a mean different than zero, one can use an intermediary signal by 
taking away the mean value. This relation shows that the transformation required is nothing 
else than the repartition function of the distribution px(x). Once this is known, the direct 
transformation as well as the inverse transformation, can be computed. For example, for a 
gaussian distribution : 

1 x px(x) = exp( ) 

V 2KO 2a 
(33) 

the direct transformation is given by 

y = T [ ; c ] = 4 e r f ( ~ ) 
2 {2o (34) 

with 
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erf(u) = -j= J exp(- v ̂ dv (35) 

The inverse transformation is given by : 

x q=V2acrf" 1(2y^ (36) 

For other distributions, equivalent relations of the direct and inverse transformations 
could be obtained starting from equation (31). 

3.9 Vector quantization 
The quantization which we discussed in the preceeding paragraphs is implemented 

sequentially by quantizing samples one by one. Each sample is thus viewed as a scalar. 
To reduce the quantization error (or the quantization noise), it is possible to quantize 

and reconstruct simultaneously a series of samples by grouping them into a vector. In this 
case, one talk about vector quantization. The principle is the following 

A vector x is defined with an ensemble of samples to be quantized x(k,l): 

x = {ji(l,l), x(l,2), JC(1,3), - , x(2,l),x(2,2), .... x(N,N)) (37) 

where N is the size of a square region representing small area of a digital image. The global 
image will be represented by an ensemble of vectors of this type. Since the image is 
supposed to be unknown, these vectors are random vectors characterized by a joint 
probability density function px(x). The vector given by equation (37) has thus M =N^ 
components. It is represented in a vector space of M dimensions. The vector quantization 
consists in subdividing the space into N* decisions regions D-t, with i = 1,..., JVq and to 
represent all the vectors whose extremity rails within D[ by a reconstruction vector r, = x q . 
This definition is the generalisation of the scalar quantization we discussed previously into a 
M dimensional space. For the mathematical formulation one assumes that the joint 
probability function px(x) of the vector x is known. This hypothesis is almost never valid in 
practice. 

The quadratic quantization error for a vector x is given by : 

2 M 2 
E = | |X-Xq|| = 5>r*q>) (38) 

y = i 

where Xj are the components of the vector x. This simplified notation replaces that of 
equation (37). The mean quadratic error is the expected value of the preceeding result : 

= E[e]- £ f 
« = WD 

Tr (x - fj) (x - r ^ ^ x ) dx (39) 

where the upperscript T represents the transpose vector and whereTrf.] is the trace of the 
matrix. The optimum reconstruction vectors can be obtained for giving decisions regions D, 
by driving e with respect to the vectors r, and by equating the result to zero. One has : 
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— = I (x -r$ px(x) dx = 0 ( 4 0 ) 

After some algebraic manipulation, we obtain : 

\DxPx(x) dx 
r « = T <41> 

}Dpx(x) dx 

This relation is the conditional mathematical expectation of x knowing that x is in 
region £>,-. It is reduced to equation (25) in the case of scalar quantization. 

As indicated previously, to find the optimal reconstruction vectors, it is necessary to 
know the joint probability density px(x). This information is rarely available. In addition, the 
evaluation of equation (41) in the general case is difficult. That's why it is necessary to 
introduce simplifications to the general formulation of the vector quantization. 

The first simplification consists to quantize each component of the vector x separately 
but by expressing the reconstruction vectors r,- as function of regions Z),. In such a case if 
the component of the vector x are independent from each other the vector quantization in a 
Nq dimensional space is reduced to N„ scalar quantization. If the components are correlated, 
the problem remains difficult to solve without other simplifications. 

Another way to avoid the difficulties is nowadays very popular. It is based on the 
following. In the set of vectors to quantize, one chooses a subset that can be used as a 
learning set to determine the mean error of quantization with vectors r, and regions D, well 
adapted to this data. The adaptation is made iteratively in the following way. The ensemble 
of vectors r,- used for the learning is called the dictionary. A first dictionary and the regions 
£>; are chosen more or less arbitrarily or by scalar quantization of the component. One 
checks to see if the quantization error which results from this is acceptable. If this is the 
case, the quantization is performed. If not, in each region D,- one compute the barycenter (or 
the centre of gravity) of the vector x which has been quantized by the first dictionary. One 
requantizes these vectors with the new dictionary obtained by the center of gravities 
computed previously. This is equivalent to renewing the dictionary. This requantization is 
carried out very often with the nearest neighbour rule. It is this rule which determines the 
new regions Dt. Regions obtained by this rule are called Voronoi regions orDirichlet cells. 
The quantization error is computed again. In case of satisfactory results the quantization is 
achieved. If not, one iterates again to compute the centre of gravities. At each step, 
quantization error can only decrease or remain unchanged. 

This method has several variations. The choice of the first dictionary and its volume 
offers interesting possibilities. One can use a random dictionary or a small dictionary that is 
enlarged progressively. One can also make the method more complex by introducing 
feedbacks. This allows us to go from memoryless case discussed previously where each 
vector is quantized without knowing what happened to the preceeding vectors to the case 
with memory. These variations are subject of many work in the area of data compression or 
image coding. They can also be applied to speech coding. Their interest is in the structure 
they offer well-adapted for VLSI integration. 

3.10 Quantization of the colour 
A colour image can be represented by its red, green or blue components or by 

reversible linear or non linear transformation of these components. A coarse approach will 
be to quantize separately these components. 
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In this case, the determination of reconstruction and decision levels is made 
according to what we have discussed in paragraphs 3.1. until 3.7. However, in such an 
approach the properties of our visual system are used only superficially. 

Our visual system has a non linear response for various components of the light 
spectrum. To take this into account in quantization, it is preferable to transform separately 
the three stimuli according to paragraph 3.8. It is well known that our visual system is more 
sensitive in green, averagely sensitive in blue, and less sensitive in red. The quantization 
levels may be assigned according to such a base. 

Figure 15 shows a general colour quantization system. In this system, the colour 
transformation (linear or non linear) produces three other components a,P and y which are 
quantized. During this quantization the colour space is subdivided into regions. A unique 
colour is assigned to all the vectors of a given region. Here, the vector quantization could be 
used very advantageously. In case of complexity, each component could be quantized 
scalarly within its dynamic range. After quantization, the inverse transformation allows to 
obtain the quantized three stimuli. 

a. R, 

Colour 

transform 
Quantiz. 

Inverse 

transform 

q Quantized 

B, image 

Fig. 15 Colour image quantization 

4. SIGNALS AND LINEAR SYSTEMS 

4.1 Introduction 
The two preceeding sections were devoted to sampling and to quantization. After 

these operations, one obtains a digital image represented by x(k,l). This function takes on 
discrete values in the dynamic range as a function of integer independent variables k and / of 
the image plane. The size of an image should be limited for its manipulation. The digital 
version of this size is the variation area of variables k et / .This is called the extent of the 
image. For certain two-dimensional signals, very interesting on theoritical point of view, 
but which does not correspond to a physical image, the extend may be infinite. 

In this section, we discuss elementary two-dimensional signals as well as linear 
processings systems. Certain important notions related to these systems will be discussed in 
the following sections. 

4.2 Notation and elementary signals 
A two-dimensional signals x(k,l) of finite extend is represented by a rectangular 

matrix: 

x(fc,/) = X = 

fx(khl{)x{kx,li) x{kM\ 
x{k2,lx) 

{xV<K>l\)x(kK,là x{kK,l{) 

(42) 
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The size of the image is determined by the integers K and L. Let us consider now a 
few simple signals. 

The two-dimensional unit impulse is defined by : 

( 1 for* = Z=0 
d(k,l) = (43) 

\ 0 everywhere else 

The two-dimensional step function is defined by : 

/ 1 for k > 0 et I > 0 
E(Jk,0 = (44) 

\ 0 everywhere else 

The two-dimensional rectangular signal is defined by : 

11 for 0 <k < K - 1 et 0 </ < L - 1 
r e c t ^ (*,/)=( (45) 

10 everywhere else 

A two-dimensional signal is called separable if it can be written as : 

x(k,l) = Xl(k) x2(l) (46) 

For example, the rectangular signal given by equation (45) is a separable signal. 

re^KX (*'') = r e c t x(£) tectL(l) ( 4 7 ) 

4.3 Two-dimensional correlation 
The two-dimensional intercorrelation function is a measure of the similarity between 

two signals x(k,l) zty(k,l). In mathematical terms it is given by : 

<Px/*,/)= X £ x(k',l')y(k' + k,l' + /) (48) 
jfe'= - » / ' = ^ o 

For signals at least one of which is of finite extend. Since 9 ^ , 0 is a measure of similarity 
between x{k,J) and )'(&,/), it reaches its maximum for a couple of values k and /, when the 
similarity is the greatest. 

In image analysis, the correlation function allows to detect the presence of a given 
object in the image. For example, if x(k,f) represents the image and y(k,l) that of the object 
we are looking for, the position of the maximum cross-correlation will indicate the position 
of the object in the image x{k,l). The value of this maximum could be a measure of the 
confidence one can have in that decision. If this value is absolute maximum, as this is the 
case in autocorrelation function of y(k,[) at the origin, then they certainly could be admitted. 
Howewer, the cross-correlation (48) is very sensitive to orientation. For the preceeding 
analysis to be valid, it is necessary that the object in x(k,l) and in y(k,l) has the same 
orientation. If this is not the case, we should repeat the cross correlation measurement for all 
the possible orientations by reorienting the reference y(k,l) before each measure.This 
operation could be very time consuming and complex in computation. 
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If the two signals x(k,l) and y(k,l) are identical, than the signal (p^ik.l) is called two-
dimensional autocorrelation function. It reaches its maximum at the origin k = l = 0 since a 
signal is most similar to itself when both versions overlap exactly. 

The various steps in the evaluation of equation (48) can be listed as follows : 
- The signal yik',1') is translated in the plane k'V at a point (k,l); 
- The product x(k',n y(k' + k ,/' + /) is computed sample by sample for all the 

values k' and /' on the intersection of the expend of the two signals ; 
- the values thus obtained are accumulated to obtain one sample of the signal 

These steps are repeated for other values of k and /. At the next section we will 
discuss another method called indirect method, to compute the correlation function using the 
Fourier transform. 

In what preceeds, we have admitted that one of the two signals has a finite extend. 

This is rarely the case for random signals. For stationary random signals the cross-
correlation function is given by the following expectation 

9 (*,/)=E [*(*',/•) ?(*'+ *,/'+/)] (49) 

Let us recall that the stationnarity hypothesis allows to be independent from any shift 
in the image plane. If in addition one can admit ergodicity hypothesis which allows the 
identification of averages with space averages, one can write : 

9 , / * , / ) =*(*',/•) y Ok' + *,/' + /) ( 5 0 ) 

where the upper bar represents the mean value along the variables k' and /'. The auto-
covarience function of a stationary and ergodic random signal is defined by : 

yx(k,l) =E[(*(*•,/•)-mJfjtOfc1 +*,/' + 0-/»,)] (51) 

= (x(k',r)-mx)(x(k' +k,l' + / ) •« , ] 

where m x is the mean value of the signal 
By comparing equations (50) and (51) one can show that 

<?x(kJ) = yx(k,l)-m2

x (52) 

the normalized autocovariance function is defined by : 
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yx (*,/) i 

7,(0,0) 2 ( 5 3 > 
a . 

where c^ 2 is the variance of the signal x(k,l). The maximum value of this function is unity. 
It is reached at the origin. Thus we have : 

p x ( 0 , 0 ) = l (54) 

One can easily show that autocorrelation, autocovariance and normalized 
autocovariance functions are even functions for each of the variables k and /. Theses 
functions allow, with the Fourier transform, the establishment of the frequency description 
of two-dimensional random signals . 

4.4 Two-dimensional digital systems 

A two-dimensional digital system caracterized by an operator S, acts on an input 
signal or excitation x(k,l), to produce at its output another signal y(k,l) which is the 
response of the system to that excitation. This operation is represented by : 

y(k,l) = S [x(k,l)] (55) 

Different classes of systems are defined using constraints one can impose on the 
oporator S. If equation (55) is one-to-one the same excitation produces always the same 
response. A large number of systems we shall use will be of this type. 

If the application represented by equation (55) is many to one, the système may have 
the same response to several different excitations. A system which computes the mean value 
of the signal is such a system. Many different signals may have the same mean value. 

We will exclude one-to-many types systems which may give different responses to 
the same excitation. 

The very important class of digital systems is that of linear systems. They are 
caracterized by the superposition principle which is the constraint posed on the operator S. 
One has : 

S fai x jC*,/) + a 2jc 2(*,/)| = a i S [x!(*,/)]+ a 2S [x2{k,l) ] (56) 

where aj and s^ are two constants. This relation indicates that a linear system process a linear 
combination of excitations as if they were processed separately and then combined. The 
importance of linear systems relies on the fact that they are relatively easy to analyze and to 
characterize leading thus to powerful and elegant mathematical representations. For this 
reason, they are also used in the study of complex systems where the linearity is realized 
only approximatively. One should underline however that the processing one can implement 
on real images with linear systems are very limited and often do not perform well. The 
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application area of image processing is enlarged by the use of non linear systems. In that 
context, linear systems can be used as prerequisite. 

4.5. Two-dimensional convolution 
Linear systems are entirely represented by their response to the unit impulse. Indeed 

by expressing the input signal using unit in pulses (43), we have : 

x(k,l)= X X x(k',l')d(k-k\l-l') (57) 
k' = -oo /' = -oo 

By substituting equation (57) in (55) and taking into account equation (56), one 
obtains 

y(*.o= X X x(k\ns[d(k-k\i-n] 
k' = - /' = - ( 5 8 ) 

If g(k,l,k',l') represents the response of the systems to the excitation 
d(k - k',l -1), one has : 

?(*,/)= X X * (*V) 8(k,l,k\l') (59) 
k' = -oo /' = -oo 

A sub-class of linear systems plays an important role in image processing. This is a 
classe of shift-invariant linear systems. Let y(k,l) be the response to x(k,l). A linear system 
is called shift-invariant if the response to the translated excitation x(k - kQ,l - / 0) and y(k -
ko, I - IQ) where kQ and / 0 are two integral numbers. For shift-invariant linear systems 
equation (59) takes the following particular form : 

?(*,/)= X X x(k\i')g(k-k\i-i') (60) 
k' = -oo /' = -oo 

y(k,l) =x(k,l) ** g(k,l) = g(k,l) ** x{k,l) 

This relation is called two-dimensional convolution. It is commutative. One can 
easily show that it is also assocative and distributive. 

x(k,l) ** \y(k,l) ** z{k,l) ] = [x{k,l) ** y{k,l) ] ** z(k,l) (61) 

x(k,l) ** \y(k,l) + z(k,l) ] = x(k,l) ** y(k,l) + x(k,l) ** z(k,l) (62) 

By using equation (61), one can show that the cascade of two shift-invariant 
systems with impulse responses gi(k,l) and g2(k,l) is equivalent to a global shift-invariant 
linear system whose impulse response g(k,l) is given by : 
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g(k,l) = gi(k,D ** g2{k,l) = g2(k,l) ** gl(k,l) (63) 

By using equation (62), one can show that putting in parallel two shift-invariant 
systems with impulse responses g^k.l) et gi{k,l) is equivalent to a global shift-invariant 
systems whose impulse response is the sum of the invidual impulse responses. 

The comparison between equations (48) and (60) show a certain similarity between 
convolution and cross-correlation function. Indeed we have : 

yxy(k,l) = x(-k,-l)**y(k,l) (64) 

Observing equation (60), one can list different steps and operations involved in the 
direct computation of two-dimensional convolution. 

- the impulse response is flipped over around the origin to obtain g (- k', -Ie) 
- than it is shifted to a point (k,l); 
- the product x{k',V )g{ k - k',l - V ) is computed sample by sample for all the values 

oik and /. 
- the values thus obtained are accumulated to obtain one value of the output y(k,l). 

The last three steps are reapeted as many times as necessary. One can interpret this 
computations as the shift of the matrix or mask G made up with the samples of the impulse 
response as that given by equation (42), over the matrix X of the impulse signal. At each 
position of G, the corresponding elements or entries intercepted by the mask are multiplied 
two by two and added together. In the next section, another method called the indirect 
method using the Fourrier transform will be described. 

If the impulse response is separable, the computation of a two-dimensional 
convolution is decomposed into a series of one-dimensional convolutions computed on the 
lines of the matrix (42) followed by another series of onedimensional convolutions 
computed on the columns of the same matrix. By equation (46), we have : 

g(k,l)=gi(k)g2(l) (65) 

By substituting this result into (60), one obtain : 

y(k,D= S 8i(nyi(kJ-l') (67) 

This decomposition may allow to decrease memory space necessary to the 
computation. 

4.6 The two-dimensional z transform 
The two-dimensional z tranform of a signal x(k,l) is defined by : 
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-H» +~ -k -I 
X(zl,zl) = X X *(*,0 z r z 2 " (68) 

k = -oo / = - ~ 

where z\ and z2 are two complex variables . 
For this transformation to exist, it is necessary that the series (68) converges. This is 

equivalent to say that the following condition must be satisfied 

. . . . -k -I 
< o o 

it -/ 2 2 x(k,l)zl z2 
k = -o» / = -~ 

(69) 

The ensemble of value z\ and Z2 for which this condition is fulfiled defines the 
convergence regions of X(zi,z2). 

The inverse transform is obtained by generalizing results of one dimensional case by 
using the Cauchy theorem. It is given by : 

x(k,l) = -2 <V <•> X(z lvZ2) zx

k ' V " làzxàz2 ( 7 0 ) 
(27tj) *cx h 2 

where c\ and C2 are two closed countours around the origine of the plane z\ z2 and 
included in the convergence region of X(z\,Z2). In contrast to the one-dimensional case, it is 
in general difficult to determine the convergence region and the integration contours c\ et C2. 
The exceptional case is that of finite extend signals such as one given by equation (42). In 
such a case, provided that all the samples of the signal are finite, this z transform converges 
everywhere in the planes z\ et z2, except may be at the origin z\ = z2 = 0 or for z\ and z2 

going to infinity depending on the position of the signal in the plane (k,l). 
An important class of two-dimensional z transform is that of separable transform : 

X(zuz2)=X1(zl)X2(z2) (71) 

A z transform is separable if the correspondant signal is separable 
The z transform of a signal x(k,l) translated to ko, /0 is given by : 

F(2 1,z 2) = z 1 -H 2 - / °X(z 1 , Z 2 ) (72) 

where y(zi,Z2) is the z transform of the shifted signal y(k,I) =x(k - ko, I - h). 
The z transform of the both parts of equation (60) leads to a very important result 

which is the bases of twodimensional linear filtering. We have : 

r(zi,z 2) = G(z 1 ,z 2)X(z 1 ,z 2) (73) 

where y(zi,Z2),G(zi,Z2) and X(zi,Z2) are the z tranform of the response y(k,l), of the 
impulse respons g(k,[) and of the excitation x{k,l) respectively. The z transform G(zi,Z2) is 
called the tranfert function of the corresponding linear shift-invariant system. It determines 
the modifications that the input signal receives from the system. With respect to ideal 
modifications difficult to implement the transfert function is very often approximated by the 
ratio of two twodimensional polinomials. 
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G(2 1 ,z 2 ) = 

I 
k" = 0 1 

*<2 

" = 0 
/• z \ 

-k" -1" 
z 2 

jf = 0 /' = 0 
/' z \ z2 

(74) 

By substituting this equation in (73) and by computing the inverse transform of both 
members of the result using (72) one obtains: 

K2 L2 

*' = o /• = o r = o r = o 
(75) 

This equation is called two-dimensional difference equation with constant 
coefficients. The system is entirely caracterized by the symbol of coefficients {a*'/'} and 
{bfi-}. 

Remember that equation (75) has been obtained for a shift-invariant system. That is 
why the coefficients [arr } and {£*•/"} are constant If shift-invariance is not realized, than 
the coefficients vary as a function of the variables k et /. 

The implementation of a difference equation of the type (75) requires an ensemble of 
(AT; + 1) (Lj +1) + k2 + 1) (L2 + 1) initial conditions. The recursions implied by the double 
sommations are at the origin of some algorithmic problems which are discussed at the next 
paragraph. 

4.7 Implementation of the difference equation 
In equation (75), one can set without loss of generality , OQQ = 1 and solve it with 

respect to y(k,l). we have : 

y(k,l) = X ^brrx(k-k", / - / " ) - X "Lak'ry(k-k\l-D (76) 
r = o r = o *• = l /• = l 

This equation can only be computed if the values of k and / are incremented To 
examine the situation, let us consider the ensemble of coefficients {aw } and {£*••/"}• Each 
group of coefficients may be represented a matrix or a masque. For example, for K\ = L\ 
=K% =L2 = 3, we have : 

A = 

a 3 O a 2 0 a 1 0 
a3la2laua0l 

a32 a22 a12 a02 
, a33 a23 a13 a03 

\ 

et B = 

/ 

^30^20^10^00 

*>31*21*11*01 
^32^22^12^02 

^ 3 3 ^ 2 3 ^ 1 3 ^ 0 3 ^ 

(77) 

The absence of element in matrix A in the upper right corner is to be noticed which is the 
result of the double sums over k' and /' in (76) strarting at 1 and no at 0. The evaluation of 
equation (76) can be made in the following manner : 
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1) We shift the matrix B over the matrix X of the impulse signal at a position (k,l), 
and compute the two by two product of the elements in correspondance and accumulate 
them. 

2) To repeat similar operations with the matrix A placed at the same position (k,l) 
and the matrix Y of the output signal; 
3) The result is the difference between the numbers obtained and two previous steps. 
4) The preceeding steps are repeated for other values of (k, I). 
The preceeding computation can be computed at a position {k,l) if and only if the 

matrix A covers samples of the output signal which already computed. This explains the 
conditions posed previously over the variation of variables k and / and rises the question of 
initial conditions. To compute equation (76) recursively, it is necessary that the output be 
zero for k<0 et /<0. 

By shifting the empty entry in the matrix at other corners, upper left lower right or 
lower left one can establish other conditions of recursion. Each of these cases pose the 
conditions on the incrementation or dicrementation of variables k and / during the 
computation. The four possible positions of the empty entry corresponds to four quadrants 
of the plane (k,l). That is why this type of implementation is called implementation by 
quadrant. It is also possible to develop implementation by half-plane by algebraic 
manipulations of the difference equation. 

4.8 Stability 
The stability is a constraint of great pratical importance that we should impose to the 

system. By definition, a system is said stable if its response to an excitation with bounded 
dynamic range is also with a bounded dynamic range. The necessary and sufficient condition 
for a system to be stable is the following. 

-too +00 
T= X 5>(*./)|<~ (78) 

k = -oo = -oo 

Indeed if the excitation x (k,l) is a with the bounded dynamic range, we have \x(k,l) I 
< A for all the values of k and of /, where A is a positive finite number. The magnitude of 
the response is then given by : 

\y(k,D\ = 
+oo + ~ 

£ X g(k',r)x(k-k',i-r) 
k' = -oo / ' = -oo 

+oo +00 

^ X £ I*(*'./• )| (79) 
k' - -oo / ' = -oo 

Thus if the condition (78) is fulfilled, the system is stable. The necessity of this 
condition may be shown with the following particular signal : 

(+1 if g(-k, -I) > 0 
x(k,l) = (80) 

1 -1 if g(-k,-l)<0 

The dynamic range of the signal is bounded. The output signal of the system at the 
origin k = I = 0 is given by : 
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y(0,0)= Z I « ( W ' W - i ' , - i ' ) = Z Y,\8W>n\ = T (81) 
k' = -oo / ' = -oo 

Consequently, the dynamic range of the response is not finite if the condition (78) is 
not fulfilled. 

This theorem could be transposed by z transform to the complex domain z\, z 2 . The 
necessary and sufficient condition for a system to be stable is that the polynomial at the 
denominator of the transfer function (74) is not equal to zero for Izjl < 1 et lz2 I < 1: 

K l L l * • / • 

A(z 1 ,z 2)= Z Z a * ' / ' z i z 2 * 0 for l Z l l< l e t l z 2 l < l (82) 
it' = 0 V = 0 

The verification of this condition is complex. It has been transposed by Huang in the 
following way. A system is stable if and only if : 

1) the image of the unit cercle C\ of the plane i\, modified to exclude singularities do 
not fall by the application A(z\, z2) = 0 inside the unite cercle c 2 defined by lz21 = 1; 

2) no point inside the unit cercle C\ can go to the point z2 = 0 by the same 
application A(z\, zj) = 0 can go to the point z2 = 0. 

5. TWO-DIMENSIONAL FOURIER TRANSFORMATION 

5.1 Definition and properties 
The two-dimensional Fourier transform of a digital signal x(k,l) is defined by : 

X(f,8)= g g^,/)e- j 2 ^ + fi/)

 ( 8 3 ) 

where/ and g are two continuous real variables representing two special frequencies 
corresponding to the directions k et /. This transform exists if the righthand side of equation 
(83) is finite, in other words if the series converges. The sufficient conditions for the 
convergence of the series is the following : 

S £ |*(*.0 I<~ (84) 

If this condition is fulfilled, then the series converges absolutely towards continuous 
complex functions of / and g. 

The Fourier transform defined by (83) is doublly periodical in/and in g of period 
unity. Indeed we have : 

k = -aa I — -oo 
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= S I **,/) ci2nifk + 8l) zfln{k + ° = X(f,g) (85) 
k = -oo / = - ~ 

Because of this double periodicity, any domain of unit surface in the plane (f,g) is 
sufficient to describe the funcion X(f,g) entirely. One use usually the domain : 

-1/2 < / < 1/2 et -1/2 < g < 1/2 (86) 

called principal or main domain. 

One can interpret equation (83) as the expansion into classical Fourier series of a 
two-dimensional periodical function. The samples of the signal x(k,l) may be obtained 
from the transform X(f,g) by the following relation : 

*(*,/)= I I X(f,g)j2n(fk + 8l)dfdg (87) 
1/2 , 1 / 2 

-1/2 •'-1/2 

This is the inverse Fourier transform for two-dimensional digital signals. 

In general, the Fourier transform is a complex function : 

X(f,g) = Rc[X(f,g)} + j lm[X(f,g)] (88) 

For a real signal, the real and imaginary parts of X(f,g) are respectively given by : 

+o° +oO 

Rc[X(f,g)]= £ £ *(*,/) cos^TtOfc + s/)] (89) 
k = -oo I = -oo 

and 

+oo +oo 

Im [*</,£)]= £ £*(*,/) sin[27i(/* + £/)] (90) 
/t = -oo I = -oo 

Equation (88) may also be written in the following form : 

Xif,g) = \X(f,g)\ exp{j arg[X(te)] } (91) 

The magnitude IX(/")(g)l is called the two-dimensional magnitude spectrum. It 
expresses the frequential repartition in the plane (f,g) of the amplitude of the signal. Let us 
mention that in this case the notion of frequency is associated to a spatial evolution in the 
plane (k,l) of the image. 

The term Bx(f,g) = arg[X(/",#)] is called the twodimensional phase spectrum. It 
expresses the frequential repartition in the plane (f,g) of the phase of the signal. 

The term \X(f,g)\ 2 is the energy spectrum. 
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5.2 Examples 
Let us consider the computation of the Fourier transform of the unit sample d(k,l). 

By applying the definition (83), we obtain easily : 

X(f,g)= g ïd(k,!)zi2K(fk + gl)=t £ l = l 
* = ^ o / = -oo k = 0 1 = 0 

The magnitude spectrum and the energy spectrum are thus constant whatever the 
value of the frequencies/et g. The phase spectrum is identically zero. 

As a second example, let us consider the rectangular signal (45): 

I 1 for 0 <k < K -1 et 0 </ < L -1 
r e c t ^ (*,/) = J 

\ 0 everywhere else 

Using the definition (83), we have : 

K/2 - 1 L/2 - 1 .„ ,, .„ , K/2 - 1 .„ r, L/2 - 1 .„ , 
X(f,g)= I £ e

j 2 ^ e - j 2 ^ = I e ^ I e W 

k = -K/21 = -L/2 k = -A72 / = -L/2 

_ e-J2n/^e-j2n^L y y ^ H / * ' ^lngF 

*' = 0 /' = 0 

_ j ^ + g L ) l - e - j 2 ^ l - e ' j 2 n g L 

_ ç — 

l - e - j 2 7 t / l - e ^ 

j7i(/-+g)sin(7t/?Q sin(rcgL) 

sin(jc/) sin(7t£) 

The magnitude of this function is shown in figure 16 for K = L = 6. 

5.3 Correlation and convolution through Fourier transform 
In the previous section, while listing the steps of computation for the correlation and 

the convolution, an indirect method has been announced, based on the Fourier transform. It 
is obtained simply by computing the Fourier transform of both member sof equations (48) et 
(60). In the case of correlation, we have : 

+00 +00 

-J2TI(A + gl) *xjf>8) = X Z <MW) e* 
k = ^>l 
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•foo +00 -H» +00 

Jfc = -00 / = -00 jt' = -00 / ' = -00 

Fig. 16 Fourier transform of a rectangular signal 

With the following change of variables u = k' + k et v = /' + /, we have: 

* x ^ . « ) = 

+00 +00 

j f = -00 / • = - M 

, i 2n ( /* '+£ / ' ) - H » +00 

X X ?("' v) e -j2n(/u + #v) 
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*xJf,g)=X*<f,8)Y(f,g) (93) 

The cross-correlation function is obtained by computing the inverse Fourier 
transform ®xy{f>g)- In the preceeding development, we have admitted that signals x(k,l) and 
y(k,l) were real. 

In the case of convolution, similarly to the previous calculations, we have : 

Y(f,g) = G(f,g)X(f,g) (94) 

The Fourier transform G(f,g) of the impulse response is called the two-dimensional 
frequency response of the corresponding system. 

5.4 Two-dimensional discrete Fourier transform (TDFT) 
We were able to compute preceeding examples because the signals we have selected 

let themselves to an analytical computation. For two-dimensional signals more complex or 
for digital data obtained by sampling and quantizing an analog scene, it is not possible to 
compute the Fourier transform analytically. It is therefore necessary to use numerical 
calculation in which we use the two-dimensional discrete Fourier transform. 

In the practical use of equations (83) et (87) there are two difficulties. The first is that 
/and g are analog variables which we cannot manipulate in a digital processing system. The 
second difficulty is due to the infinite number of samples of the signals x(k,l) which is 
impossible to process in practice. One can overcome these difficulties by replacing the 
analog variables by discrete variables and by limiting in the plane (k,I) the extend of the 
signal. However, we have to be careful to die consequences of these simple solutions. 

In the principal domain (86), we replace the continuous variables / and g by the 
discrete variables m and n by posing : 

f=mAf etg = nAg avec Af = 1/M et Ag =l/N (95) 

where M and N are two integers. The substitution (95) is equivalent to the representation of 
the Fourier transform by MN samples in the main domain. Equation (87) takes the following 
form : 

1 MIL - i nii. - l 
X("k,l)-~MN S X X(w,i)exp 

m = -Mil n = -N/2 

.„ .mk , nl. (96) 

One can remark that the righthand side of this equation is periodical in k of period M 
and in / of period N. Thus, the approximation in equation (96) becomes an equality if the 
extend of the signal x(k,l) is limited to a rectangular domain of dimension M x N. In this 
case, one can extract x(k,l) exactly from any given period of the righthand side of equation 
(96). We have then : 

j Mil -1 Nil -1 

m = -Mil n = -N/1 

.« .mk , nl . 
j 2 7 l ( - w + Â r } (97) 

with 

k0<k< k0 + M -let l0<l< l0 + N-l (98) 
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By taking into account the relations (95), one can write the Fourier transform of a 
signal whose extend is limited to the domain (98) in the following way : 

k0+M - 1 l0+N - 1 

X(m,n)= ]T £ *(/;,/) exp 
* = * « / = / , 

.,, mk , nl . 
- • > 2 K ( M - + Â T ) (99) 

Equations (97) and (99) define the two-dimensional discrete Fourier transform 
(TDFT) for a finite extend signal. 

5.5 Matrix form of the TDFT 
For the establishment of computational algorithms, for the theoretical studies and for 

all the cases where the detail of the serial formalism is not necessary, it is very useful to 
transform equations (97) and (99) into matrix form. The kernel of this transformation is 
given by : 

exp 
nl , ._ mk , 

= exp 
, -~,mk 
±J2*(^) exp ±j2*(sr) (100) 

It is separable. Thus, one can express the TDFT using the one-dimensional discrete 
Fourier transform. This latter is well known, efficiently computable thanks to a fast 
computational algorithm called fast Fourier transform. 

The extend of the signal x(k,l) in the plane (k,l) and the extend of the transform 
X(m,n) in the plane {m,n) are limited to the ensembles of M x N numerical values or 
samples. We can thus represent the signal and its transform by two matrices. 

Let x and X the matrices corresponding respectively to the signal and to its 
transform. Each exponential in the righthand side of equation (100) is the kernel of the one-
dimensional discrete Fourier transform. The matrices of these transformations can be 
denoted by FM and F/v respectively. The matrix form of equation (99) is thus : 

X = FN x F M

H (101) 

where the exponent H represents the hermitian transpose. The inverse transform is given by : 

x = F„- 1 X ( F M - 1 ) H (102) 

6. FILTERING AND PREPROCESSING 

6.1 Preliminary remarks 
The action of a linear two-dimensional shift invariant system may be viewed as 

filtering. As we have seen by equation (94), a linear system modifies the frequential 
distribution of the components of the input signal to produce the output signal. If such a 
system is implemented with arithmetic operations with finite precision, it is called digital 
filter. The processing which corresponds to this is called digital filtering. This section is a 
summary of the principles and two-dimensional digital filtering methods. 

The mathematical tools of filtering have been developped in preceeding sections. 
They are briefly recalled here under. 

In the spatial frequency domain, the action of the filter is controlled by equation (94): 

Y(f,g) = G(f,g)X(f,g) (103) 
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The particular form of the frequential response used G(f,g) determines the 
attenuations or the amplifications of the components at various frequencies/and g. 

In the signal domain, the equivalent relation is : 

-H» -H» 

?(*,/)= £ X x(k',r)g(k-k',i-r) (104) 
k' = -00 /' = - ~ 

The z transform of both sides of this equation leads to : 

Y(z1,Z2) = G(zl,z2)X(zl,Z2) (105) 

In case where the transfer function G(z\,Z2) can be written as a quotient of two 
twodimensional polynomials, the input and output signals are related by the following 
difference equation : 

X yZa^ry(k-k',l-l')= X £&*"/"*(*-*"./-'") (106) 
k' = 0 /• = 0 k" = 0 /" = 0 

Equations (103) to (106) are the mathematical tools for basic two-dimensional digital 
filtering. 

The goal in digital filtering is to design a shift invariant linear system which possess 
the desired frequency response G^f.g) and which allows itself to a practical implementation. 
Because of this last constraint, one can obtain the ideal frequency response only in an 
approximative way. It is necessary that the system be stable, recursible and that only finite a 
number of arithmetic operation with limited precision are involved. 

The extend of the impulse response g(k,l) is of primary importance. The methods 
used change depending if this extend is finite or infinite. For example, it is impossible in 
practice to use the convolution (104). One should use an equation of the type (106) where 
the number of operations is finite. That is why the filters are classified in two categories 
depending on the extend of their impulse response : finite extend impulse responses filters 
abbreviated as FIR and infinite extend impulse response filters, abbreviated as IIR. 

6.2 FIR filters design 
The majority of digital two-dimensional FIR filters design results from the 

generalization into two dimensions of one-dimensional methods. They are briefly 
summarized herewith without re-developing detailed formalism shown elsewhere. 

A first method obtained by generalization from one-dimensional case is the 
frequency sampling method. Starting with a continuous two-dimensional function that we 
consider as the ideal frequency response G[(f,g), we collect a finite number of samples 
which are assigned to the coefficients G(m,n) of the two-dimensional discrete Fourier 
transform, given by equation (99). If the inverse transform computed with these 
coefficients, the impulse response obtained g(k,f) may be that of a FIR filter. However, the 
frequency response of this filter will be identical to the ideal frequency response only at the 
sampling frequencies. For all other frequencies, its behaviour will be very different than that 
of G[(f,g). That's why the coefficients G(m,n) which are over the transition bands are 
considered as parameters. Their value is adjusted by optimization methods (for example 
linear programming) by minimizing the error between G\(f,g) and the effective frequency 
response of the filter. The disadvantage of this method is its computation time. 

Another method obtained by generalization of one-dimensional case is the limitation 
of the extend by a window function. Very often the frequency response of the ideal filter 
G\(f,g) contains rapid transition between passing-bands and stop-bands. The corresponding 
impulse response gi(k,l), by inverse Fourier transform, is necessarily of infinite extend. It 
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cannot thus be assigned to a FIR filter which requires a finite extend. The ideal response is 
then multiplied by a window function to limit the extend. 

g(k,l) = gi(k,l) w(k,l) (107) 

where w(k,l) is the window function. The real frequency response G(f,g) is given 
by: 

G(f,g) = Gtf.g) ** W(f,g) (108) 

where W(f,g) is the Fourier transform of the window function. The problem is to 
find the window w(k,l) which minimizes the distrance between G\(f,g) and G(f,g). It is now 
well-established that if u(k) is a good one-dimensional window function, then 

w(k,l) = uCJk\l2) (109) 

is a good twodimensional window function with circular symmetry. This method is easy to 
apply and allows to design large variety of FIR filters. 

An appropriate change of variable may transform a one-dimensional filter into a two-
dimensional filter. This method requires a one-dimensional filter whose impulse response 
should be sufficiently long but whose design doesn't create any problem. The computations 
involved are not very complex and the resulting two-dimensional filter may be optimized if 
the one-dimensional filter is also optimized. For example, the following change of variables : 

cos/j = A cos/+ B cosg + C cos/cos# + D (110) 

transforms a onedimensional FIR filter G{f\) of odd length and zero phase into a two-
dimensional filter with quadrantal symmetry. This change of variable produces in the two-
dimensional frequency plane (f,g) a contour for each value of one-dimensional frequency 
f\. Along this contour, the frequency response of the two-dimensional filter is constant and 
equal to that of the one-dimensional filter at / i . The problem is to find the values of the 
parameters A,B,C and D which allow to obtain the contours approximating the desired 
frequency response. The implementation of this technique is very fast, even for large extend 
filters, for example 30 x 30. 

The change of variable (110) may be generalized in the following way : 

c o s / i = l £ «(/?,<?)cos/?/co^ (111) 
/>=0<7=0 

It allows to design a much wider set of FIR filters. One can also free himself from 
the constraint of quadrantal symmetry with the following change of variable which exploits 
symmetries and antesymmetries : 

cos/-! = A + B cos/+ C cosg + (D + E) cos/cosg - (D - E) sin/sing (112) 

It is also possible to design a two-dimensional filter starting from one-dimensional 
filters. The most simple case is that of a separable frequency response : 

G(f,g) = Gl(f)G2(g) (113) 

248 



where G\(f) et G2(g) may be obtained by one of the one-dimensional designed 
methods. In case where the separation (113) is not valid, one can approximate the desired 
response by a separable response. The gain in computation time of this technique 
compensates often the approximation error between non separable ideal response and a 
separable practical response. One-dimensional filters are designed more efficiently than two 
dimensional filters. 

Let us mention finally the optimization technique in the minimax sense or Chebychev 
sense. The general idea consists in varying a certain number of samples of the frequency 
response in order to satisfy a given specification on the real frequency response. However, 
these methods are very complex and require an important computation time. Their use can 
only be justified in the case of small extend (in the order of 5 x 5). 

6.3 IIR Filter design 
A IIR filter is implemented using a difference equation of type (106). To design a ITR 

filter, one should obtain coefficients of this equation. One possibility consists in 
transforming a one-dimensional analog filter into a two-dimensional digital filter, similarly to 
what is done in the one-dimensional case. Let us consider a one-dimensional analog filter 
G(s). One can view it as a two-dimensional analog filter which varies only in one dimension 
if we write : 

G(s1,s2) = G(s1) (114) 

One can implement a rotation of /3 radian in the (s\, S2) plane to define a new axes 
system in a plane (s\, s'2) using the following transformation : 

s 1 = s' 1cos/?+ s'2sinj3 

s2 = s'2cosp-s'lsin(3 (115) 

Finally, one applies a bilinear transformation (103) to variables s\ct s'2. One 
obtains : 

* ' i = clT77 a ^ = C T T ^ ( 1 1 6 ) 

where c is a constant. Serial organization of several one-dimensional filters, which were 
rotated different ways can lead to various two-dimensional filters. 

As in the case of FIR filters, one can use optimization techniques. These computed 
aided methods lead to filters which have the following characteristics : the resulting filter is 
optimized, it may serve as a reference for other sub optimal methods, and it is quite suitable 
for a VLSI impementation and there is no special constraint on the specifications. One 
possibility is to realize such a filter as a product of the first order and second order filter 
responses. The stability can be checked at each step of the synthesis by using simple 
inequalities relating partial filters coefficients. 
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7. ENHANCEMENT AND RESTORATION OF IMAGES 

7.1 Definitions 
The quality of an image may be degraded when it changes its support (reproduction, 

transmission, storage, redundancy reduction, etc.). An image may also be of poor quality at 
its birth because of bad tuning of the acquisition system. The ensemble of methods 
developed to compensate the known or estimated degradations in order to re-establish the 
initial quality of the image is called image restoration. 

The ensemble of methods which change the appearance of an image in a way to make 
it more suitable for a human observer or for a machine to extract a certain information more 
easily is called enhancement. 

Unfortunaltey, sometimes enhancement and restoration are notions quite mixed in the 
literature. 

7.2 Comments 
To judge the modifications or the "improvements" an image has received, one should 

have a quality criteria. But, the image quality depends heavily on the goal. For example, the 
quality of television image cannot be judged the same way as that of a radiography. 
Although many efforts have been spent on this, there is still no criteria which is sufficiently 
versatile relatively simple for mathematical treatments and satisfactory for the subjective 
judgement of the visual system. 

A large part of image restoration methods have been developed in function of an 
objective criteria, such as the mean square error, the mean absolute error or the maximum 
absolute error. Unfortunately, theses criterias do not follow the subjective judgement of the 
visual system. In each specific case, one should use an appropriate criteria as a function of 
the goal to be obtained. 

7.3 General Image restoration problem 
The detailed analysis of degraded images one can often encounter shows that the 

most common degradations may be represented by the model of a linear shift-invariant 
system. Thus, the degraded image y(k,l) is represented by : 

y(*,D= X Z g(k',r)x(k-k',l-n + Kk,l) 
k' = -oo / ' = -oo ^ ' 

where x(k,l) is the ideal image, g(k,[) is the impulse response of the degradation and b{k,l) 
is the additive noise which is caracteristic of the degradation system. The block-diagram of 
the model (117) is represented at figure 17. 

One can establish and study more complex models than (9.117) by introducing for 
example a multiplicative noise in addition to the additive noise. Such a noise caracterizes in 
photography the film grain and can be brought to an additive noise using the homomorphic 
model. 

Restoration problem is the following : given the degraded image y(k,l) and some 
possbile a priori information, how to obtain the ideal image x(k,J) or, at least, how to come 
as closest as possible? The problem is the determination of the impulse response g(k,l). For 
other methods, g(k,l) can be determined, either from the physical phenomenon which 
produces the degradation, or from the degraded image by itself. In the last case, one should 
know a priori that certain regions of the degraded image correspond to a single point, to a 
lign or to other simple geometric figures of the ideal image. 
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Ideal image 

x(k,l) 
degraded image 

y(k,D 

additive noise 
b(k,l) 

Fig. 17 Block diagram of image degradation model 

7.4 Modelling degradations 
To solve the restoration problem in certain particular cases, it is useful to modelize 

the main degradations such as camera motion, blurred image with bad focusing and 
atmospheric turbulences. 

Let us consider picture taking with exposure over T units of time, during which there 
is a uniform motion in the horizontal direction of the type k - an where n represents time. 
By assuming the obturator opens and closes instantaneously, a point of the image, situated at 
the opening at a given place will be displaced in the horizontal direction at a distance ocT. In 
the context of the relation (117), the impluse response is consequently given by : 

gjik,0= £ d(m--^r,D-d(m+-T-)l) (118) 

where d(k,l) is the two-dimensional unit sample (43). A motion in any other direction can 
easily be expresses by rotating the coordinated axes. 

Still in the same context of the model (117), a bad focusing can be approximately 
represented by a constant and non zero function over a circular area. This approximation is 
deduced from optical laws. One has thus : 

g> 
1 for k2+l2< a2 

| 0 for k2+l2> a2 

(119) 

where the paramater a is a measure of how bad is the focusing. 
The last type of degradation one encounters often is that caused by atmospheric 

turbulences (the change in the refraction index). This degradation is represented, according 
to physical laws, by a two-dimensional gaussian function : 

glk,D = exp[-Z> (k^l2)] (120) 

251 



7.5 Restoration by inverse filtering 
Let us consider first the convolution model (117), without the additive noise, in other 

words with b(k,I) = 0. In this case, the two-dimensional Fourier transform of both sides 
leads to : 

Y(f,g) = G(f,g)X(f,g) (121) 

In the discrete case, we have : 

Y(m,n) = G(m,n) X(m,n) (122) 

Knowing y(k,l) et g(k,l), one can compute Y(m,n) et G(m,n) using the 
twodimensional fast Fourier transform. Thus : 

X(m,n) = ^f^\ (123) 
G(m,n) 

This is the classical problem of deconvolution by inverse filtering. The degraded 
image is filtered by a filter whose frequency response is \/G(m,n). The inverse transform of 
the relation (123) gives the image needed. 

However, a certain number of problems rise in the use of the relation (123). In the 
frequency domain, G(m,n) may be zero. It is also possible that, for the same values of m 
and n, Y(jn,n) and G{m,n) be simultaneously zero, leading thus to an indetermined 
situation. This shows that, despite the simplicity of the relations (121) and (123), one can 
obtain the ideal image x{k,l) only in an approximated way, by using tricks to avoid 
discontinuity and indéterminations. 

In the presence of noise, the Fourier transform leads to : 

X(m,n) = Yim>"]-B[m>n) (124) 

For small values of G(m,n), the ratio B(m,n) /G(m,n) may be large and may 
influence in a non negligable way the transform X{m,n). 

In practice, one evaluates the relation (124) only at frequences (m,n) where the 
signal-to-noise ratio is high. Thus, the frequency response of the inverse filter is not 
\IG(m,n), but another function of m and of n. In general, the response G(m,n) is of the 
type low frequency. In order to avoid the influence of noise at other frequences, one often 
use a retoration filter whose response is : 

( l/G(m,n) form2+n2<o2

 n-><-N 
G\m,n) = ( 1 2 5 ) 

\ 1 for m2+n2> o2 

where o is a radial frequency beyond which the noise is dominant. 

7.6 Restoration by mean squares 
The inverse filtering, as discussed, leads to a number of pratical problems, which can 

be overcome by tricks more or less arbirary. Another way to solve the restoration problem 
consists in looking for an estimate x(k,I) of the ideal image x{k,l) , in order to minimize a 
difference measure. A measure which is quite pratical mathematically, but unsatisfactory for 
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the subjective judgement, is the mean square error. The filter which minimizes the mean 
square error is : 

2 
e = E (x(k,l)-x(k,l))2 (126) 

in the statistical sense, called the Wiener filter. The restoration method using the Wiener filter 
is called mean square restoration. 

The frequency response of the Wiener filter will not be established here, due to its 
very specialized nature. A detailed description may be found in the literature. This response 
is of the following form : 

G\m,n)®x(m,n) 
G^m,n)= ( 1 2 7 ) 

\G(m,n)\ <$x(m,n) + &B(m,n) 

where <3>x(m,n) and Q>E(m,n) are respectively the power spectrum density of the ideal 
image and of the noise. Equation (127) is established with the hypothesis of statistical 
indépendance between the noise and the ideal image. One can notice that without noise 
( &%(m,n) = 0), the Wiener filter is identical to the inverse filter. 

The a priori knowledge required for this method is that the impulse réponse of the 
degradation g(k,[) and the power spectrum density (or autocorrelation functions) of the noise 
and of the image are known. 

7.7 Constrained mean square restoration 
One can eliminate the necessity to know a priori the power spectrum density or the 

correlation functions of the previous method, by developping an optimization problem under 
constraint. The constraint one can use is that the residual signal [see relation (117)] 

z(k,l)=y(k,l) - Y£g(k',r)x(k -k',l-/') ( 1 2 8 ) 

has the same second order moment as the noise b(k,[) 

£5>2(*,D = XI> 2(*,/) = e (129) 
k I k I 

Because of the inherent correlation, the function x(k,f) does not vary much from one 
point to the next. One can thus minimize a measure of the smoothness related to a second 
derivated of the type : 

XX[x(M, / ) +x(k,l-\) + x(k+\,I)+x(k,l+\)-4x(k,l)] ( 1 3 0 ) 
k I 

The restoration problem is thus to find a signal x(k,l) which minimizes the quantity 
(130) still satisfying the constraint (129). The solution of this problem is relatively long and 
complex. It will be omitted in this text. The frequency response of the restoration filter is of 
the type : 
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G^m,n)= v (131) 
\G(m,n)\+^C(m,n)f 

where C(m,n) is the Fourier transform of the extended Laplacian operator deduced from 
equation (130) and X. a parameter obtained iteratively to satisfy (129). 

7.8 Image restoration by homomorphic processing 
Here we consider the degraded image as that given by the model (117), but in the 

case where there is no noise (b(k,l) = 0). The degradation may be, for example, one of the 
three degradations modelled with relations (118)-(120). We have thus : 

y(k,l) = x(k,l) **g(k,l) (132) 

The complex logarithm applied to the Fourier transform of both sides of this equation 
leads to : 

In \Y(f,g)] = In [X(f,g)] + In \G(f,g)] (133) 

To find the image x{k,l), one should estimate one way or another G(f,g) and 
substract its complex logarithm to that of Y(f,g) in (133). A possible method is the use of 
equation (133) for several degraded images by the same degrading system and then to 
compute the mean of both sides of this equation over this ensemble of images. With a 
sufficient number of degraded images, each containing a signal x(k,l) relatively different 
from the others, the right-hand side will converge towards In [G(f,g)] within a constant 
value. This procedure, known as statistical filtering, is unfortunately not applicable as it is, 
because it is very difficult to find several images degraded by the same degradation system. 
One can overcome this difficulty by dividing the image supposed to be squareNxN into/ 
subimages of size K xK, with : 

M<K<N (134) 

where M is the extend of the impulse response of the degradation. We assume that it is 
smaller than that of the sub-images. For each subimage, we have an approximate 
relationship of the type : 

yi(k,l) » g(k,l) ** x,(k,l) avec i = 1,..., / (135) 

The signals y^k.l) may be viewed as the product of the image y(k,l) by window 
functions w^k.l) of identical form. We have thus : 

y ,{*,/) = w,(k,l) y(k,l) = wt(k,l) [g(k,l) ***(*,/)] ( 1 3 6 ) 

If the function w{k,t) is almost constant over the extend of g(k,l), we have : 

y t<k,l) = \w,<k,l)x(k,l)]**g(k,t) = x£k,l)**g(k,l) ( 1 3 7 ) 

If the function w,-(ifc,/) is not rectangular, an overlapping of the subimages should be 
considered to avoid block effects. For example, for a Hanning window, a half overlap of 
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each subimage is necessary. In this case, equation (135) may be viewed as a periodical 
convolution. The complex logarithm of the two-dimensional Fourier transform of both sides 
of equation (137) leads to : 

ln[y(<ta)]= \n\Xt<f,g)]+]n[G(f,g)] 

By using the definition of the complex logarithm : 

ln[z] = lnjz| + j arg(z) 

one can deduce from equation (138) the following results : 

ln|y,<fo)|« \n\X(f,g)\+]n\G(f,g)\ 

(138) 

(139) 

(140) 

*xg\Y ,<f,g)} = arg\X(f,g)]+arg[G(f,g)] 

The average over/ section of equation (140) leads to 

1 ' 1 ; 

TJ}n\Y (f,g)\~ jY}*\x (f>8)\+^\G(f,g)\ 

(141) 

(142) 

The first term of the right-hand side of this equation is the estimation of the half of 
logarithmic power spectrum density of the original image. It changes very little from one 
image to another. Thus, one can compute a prototype spectral density over a clear image, 
having statistical characteristics similar to those of the image we want to restore. We have : 

jl}n\Xff,g)\=]n\X(f,g)\ 
1=1 

(143) 

By combining equations (142) et (143) we obtain 

h\G(f,g)\™ j^\n\Y ff,g)\ - ln\X(f,g)\ 
i'=i 

(144) 

or 

G if,g) = exp jJ}n\Yff,g)\- ln|X(ta)j 
i=i 

(145) 

This relation allows to obtain the magnitude of the harmonic response of the 
degradation system as a function of the logarithmic spectrum of the image to be restored and 
of the prototype sepctrum X(f,g) measured on a clear image. 

Unfortunately, one cannot use statistical filter for equation (141) since the sum of the 
principal determinations of the phase is not equal to the principal determination of the sum. 
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One possibility is the use of the twodimensional cepstrum (Fourier transform of the 
logarithm of the magnitude of the Fourier transform) to estimate the zeros of the function 
G(f,g) and thus, to generate the appropriate phase 0 or % depending on the sign of certain 
lobes of G(f,g). If for example the degradation is caused by the camera motion, gc{k,l) is a 

rectangle of width aT. The harmonic response corresponding is of the type : 

Gfrg) = aT 
sin naTf 

naTf (146) 

and has zeros at integer multiples of 1/aT. The logarithm of its magnitude will have picks 

periodically at period 1/aT with a magnitude going to -«>. The Fourier transform of such a 

function will have consequently an important pick at a distance aT of the origin, in a 
direction corresponding to the direction of the camera motion. The cepstrum of an image 
took with a bad focus is of the same type, but with a circular symmetry in the distribution of 
the picks. The distribution and the position of these picks allow to differenciate an image 
with bad focusing from an image took with a camera motion. The cepstrum of an image 
degraded by atmospheric turbulences does not have such characteristic picks which is in fact 
a characteristic by itself. Consequently, it is possible to design a method which looks in the 
cepstrum the distribution and the position of possible picks, first to determine the type of 
degradation and then the phase of the corresponding harmonic response. 

Figure 18 shows three images degraded respectively by bad focusing, par camera 
motion and by atmospheric turbulences. 
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Fig. 18 Image restoration by homomorphic processing 
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The results obtained using the method we described are represented on the same 
figure. The improvement obtained is quite visible. The contours of the building are much 
sharper, the text in the advertisement of Hilton hotel is lisible. Though the text in the third 
image is not lisible, the improvement is appreciable. The deteriorations we observe in the 
results come not from the method itself, but from its implementation with a small number of 
samples. It is useful to remind that these results are obtained without any a priori information 
on the perturbations. 

7.9 Enhancement by grey scale modification 
In the reproduction from a monochromatic image, one should in principle conserve 

the same grey scale. Figure 19 shows an ideal input-output relation. It is possible that, due 
to imperfect techniques in the optic or in the sensitive surface, the ideal law is not respected 
over the entire image. In such a case, luminances are weighted differently depending on the 
position of the corresponding sample. We have then an image of the type : 

y(k,l)= p(k,l)x(k,l) (147) 

where x(k,l) is the ideal image and p(k,l) is the weighting function. The latter may be 
determined by calibration of the system using a uniform illumination. The ideal image is then 
simply given by : 

x(k,l)=y(k,l) lp{k,l) (148) 

Fig. 19 Ideal input-output relationship 

Another grey scale modification consists in changing the input-output law the same 
way for each sample, in order to improve the contrast. The contrast improvement allows 
often to emphasize better certain details of the image, which accelerates observation and 
interpretation. The general problem, in this case, is posed in the following way. We have an 
image x(k,l) having a dynamic range within the interval [xj, x2]- We want to produce an 
image y (k,l) over another support whose dynamic range is within the interval \ylf y2], by 
changing the grey level repartition. It is a one-to-one mapping of the interval [xx, x2] over 
the interval \ylt y2] (fig. 20). One can in principle use any monotonie function y =f(x) to 
emphasize or deemphasize certain portions of the interval [xj, x2]. 
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Fig. 20 Input-output relationship 

The contrast increase is obtained generally with functions y =f(x) in shape of "s". 
Such a curve allows to compress large areas towards black and white. 

7.10 Enhancement by hystogram modification 
Let us assume that digital image x(k,l) is in its canonical form, in other words a set of 

N xN numerical values, each quantified with a given number of levels. Let p(- be the 
number of samples having the value i (i = 1,..., Q). A function which is very useful in 
image processing is the representation of pt as a function of the index i. This function is 
called the histogram of the image. To diminish the quantization error, to compare two images 
obtained under different illuminations, or to measure certain properties over an image, one 
often modify the corresponding histogram. Generally, one looks to make the histogram 
uniform to give equal weight to all the grey levels. This has the consequence of increasing 
sensively the contrast. Indeed, by making the histogram uniform, we force samples at dense 
levels to occupy other levels less dense. Thus, in these regions, the grey scale is enlarged. 
This enlargement is compensated by a compression in the less dense areas. 

Histogram uniformisation is equivalent to the establishment of relationship of the 
type y =f(x) where y represents the modified image y(k,l). For this, we have to consider 
the discrete version of the equivalence condition in probability which is given by : 

p(y) dy = P(x) dx (149) 

Let A!x, A'y be the corresponding interval at level / and p^, p,y the number of 
samples in these intervals. The discrete version of equation (149) is : 

Piy &y= Pix A i * ( 1 5 ° ) 

Since we want to have p- constant whatever J, the repartition of the levels along y 
is simply given by : 

A*y = ^ A W C a v e c C = p / > =W2/<2 (151) 

An example of histogram uniformisation is shown in figure 21. 

7.11 Enhancement by unsharp masking filtering 
Enhancement by unsharp masking filtering consists simply in adding to the original 

image the difference between this image and a low-pass filtered version of this one. 
Originally, this is a photographic process in which one superpose to the original film a mask 
obtained by the superposition of the film and of its negative slightly defocused. The effect of 
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this operation is to enhance the high spatial frequencies, in other words to increase the 
contrast 

Fig. 21 Histogramm uniformization 

For the simplicity of the representation, we illustrate this method in the one-
dimensional case, by considering an image of the type x(k,l) = recty/ (k) (fig. 22). The 
version x\k,l) slowly low-pass filtered of this signal is shown on the same figure. By 
adding the difference of these two signals x{k,J) , one obtain the result y(k,l). 

x(k.l) = rect.v ( A ) 
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Fig. 22 Unsharp masking 
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7.12 Enhancement by filtering 
Generally, one can improve the contrast of an image by linear high-pass filtering. 

Unsharp masking is a particular case as we discussed. Among the two-dimensional filters, 
one can mention the digital Laplacien. The enhanced image is obtained by the difference 
between the original image and its Laplacien. The advantage of the digital Laplacien comes 
from the simplicity of its implementation. It is sufficient to implement the two-dimensional 
convolution of the image with the following matrix : 

/ 
2 

A = 

0 1 0 ^ 

1 - 4 1 
\ 0 1 0 / 

(152) 

In opposition to the contrast augmentation by high-pass filtering images that are 
disturbed by high-frequency noise, one can implement a low-pass filtering for enhancement. 
Even if one decreases the contrast by this operation, the image is enhanced by the attenuation 
of the noise. 

7.13 Enhancement by homomorphic processing 
An image is maid by the reflection of the incident light of the objects. The structure of 

the luminance of this image can be divided into two parts. One is the amount of light used to 
illuminate the objects, and the other one is the reflection ability that have these objects to 
reflect incident light. These elementary parts which are two-dimensional signals are called 
respectively illumination xt(k,l) and reflectance x^Jk,!). Physical laws determine the limits of 
their validation. Illumination is a finite positive quantity. The reflectance cannot go beyond 
unity and must be positive or zero. However, in practice it is impossible to find a material 
which reflects less than 1% of the incident light. We have thus : 

0<xe(k,l)<oo (153) 

0,01 <*/*,/) < 1 (154) 

These two components are related by the reflection law to form the luminance x(k,l) 
of the image. This law is multiplicative, it is given by : 

x(k,l)=xc(k,l)x{k,l) (155) 

Since these two components are positive or zero, one can take the logarithm of both 
sides of the equation (155). We obtain : 

9(k,l) = In [*(*,/)] = In \xe(k,l)} + In \x{k,l)] = xj^kj) + x^k,l) ( 1 5 6 ) 

One can thus process the signal (156) in a linear system. At the output of such a 
system, we have : 

y(*,/) = y #,/) + ?#,/) ( 1 5 7 ) 
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where y£k,l) and y£k,l) are respectively the illumination and the reflectance after filtering. 
The luminance y(k,l) processed by the non linear system is thus given by : 

y(k,l) = zxV$(kJ)] = yc(k,l)y£k,l) (158) 

This equation indicates that the output luminance and its components are all positive 
provided that the linear sytsem which processes the signal (156) is real. This satisfies the 
physical constraints (153) and (154) for real images. The choice of the linear system 
depends on the properties of signals x^k,l) and x£k,l). The reflectance, which depends on 
the form of objects, on their contours and their textures, is essentially a high-frequency 
signal. In contrast, the illumination is a slowly varying signal, dominating mainly at low 
frequences. Even if the separation of these two components in the frequency domain is not 
very clear, a filtering may be implemented independent on both signals. 

Illumination varies over the scene in a relatively large dynamic range. If we want to 
keep these images over a support, such as magnetic tape or transmit them through a 
transmission channel, it is necessary to decrease this dynamic range. However, its effect 
may decrease the subjective quality. In the other direction, enhancement consists in 
increasing the contrast increasing the compressed dynamic range. More precisely, the 
contrast is related to the rapid change of luminance over the contours of objects. It is thus 
related to the reflectance. To increase the contrast, we have to amplify the reflectance. The 
desired effect may be obtained with a filter whose frequency response is isotropic (circular 
symmetry). One can thus express the function of radial frequency fr = (J2 + g2 ) 1 / 2 . The 
form of the function G(fr ) is represented at figure 23. The usual values of parameters a and 
b in this case are respectively 0,5 and 2. 
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Fig. 23 Radial frequency response for enhancement 

Two original images and their reproduction after processing with a = 0,5 and b = 2 
are represented at figure 24. One can notice that a lot of details in the shadowed parts are 
enhanced. 

8. CONCLUSIONS 

This chapter is devoted to the basic methods of image processing. The first two 
sections concern respectively the sampling and the quantization of two-dimensional signals. 
Even if one can establish a two-dimensional sampling theorem to fix the rules of the game on 
the theoretical side, often the choice of the sampling is based on the resolving power of the 
eye. The overlapping effects of spectrums lead to visual phenomenas that are easy to 
identify. The quantization is also discussed on the theoretical and practical sides. Vectorial 
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quantization which is presently a very fashionable method to code the speech and images is 
also discussed along with colour signals. 

The next section introduces the elementary notions of signals and systems in two 
dimensions. The convolution, the z transform and the correlation functions are introduced, 
as well as difference equations. Then, we study in detail the twodimensional Fourier 
transform and its discrete version. 

The digital filtering, filtered design and their use as preprocessing are presented at the 
next section. Even if the notions corresponding in one dimension can easily be generalized to 
the twodimensional case, some specific techniques are also indicated. 

Finally, the last section discusses two sets of methods for restoration and 
enhancement of images. The restoration concerns the improvement of the quality of an image 
which is degraded with a bad manipulation, whereas the enhancement changes the apparence 
of an image in a way so that information can be extracted subjectively easily. 

The ensemble of the methods discussed in this chapter are the fundamentals of 
classical digital image processing. 

images originales 

Fig. 24 Two original images and their enhanced version 

262 



DIGITAL SIGNAL PROCESSING IN HIGH ENERGY PHYSICS 

Dario Crosetto( ) 

CERN, Geneva, Switzerland 

1. SUMMARY 
New uses are continually appearing for the type of microprocessor known as the Digital Signal Processor, 

originally conceived for efficient execution of signal processing algorithms in both the time (convolution) and 
frequency (FFT) domains. 

After a brief introduction to signal analysis and processing, the principal characteristics of DSP's are described 
and compared with other commercially available microprocessors. In particular, emphasis is given to those specialized 
instructions which yield the above efficiency. 

A survey of applications of the DSP relevant to High Energy Physics is then made in the fields of Accelerator 
Control and in data acquisition, including the rather complex triggering operations. 

2. SIGNAL ANALYSIS. 
2.1. Signal Classification. 

2.1.1 Describing the signal. 
Signal analysis in its widest application simply means the extraction of useful information from input data. 

Input data can be, by nature, either continuous (temperature) or discrete ( number of events) as a function of some 
independent either continuous (time) or discrete (channel number) variable. According to the methods of analysis 
chosen, transitions to/from discrete representations are frequently effected. In the narrower sense specific to the 
analysis of electrical signals, the input will usually be a continuous time variable. The transition from continuous to 
discrete is men called analog-to-digital conversion (ADC) and the inverse transition is called digital-to-analog 
conversion (DAC). Quantization of the input signal when done will be effected at regular intervals of the independent 
variable. 

Signals can be classified as continuous or discrete; deterministic or stochastic. In the particular case of signals 
arising from HEP detectors, these signals can be classified as stochastic with an independent variable (continuous or 
discrete) in the time or frequency domain and a dependent variable in continuous or discrete form. 
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Figure la. Example of a signal with a 
continuous independent variable (time) and a 
continuous dependent variable (temperature). 

Figure lb. Example of a signal with a discrete 
independent variable (channel number) with a 
continuous dependent variable (temperature). 
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Figure le. Example of a signal with a 
continuous independent variable (time) with a discrete 
dependent variable ( number of events). 

Figure 2a illustrates the transformation of a 
continuous time variable signal in the Digital Signal 
Processing phases. Figure 2b shows the different units 
used for these transformations. 
- The continuous time variable input signal is first 
transformed into a Pulse Amplitude Modulated (PAM) 
version by the Sampling and Hold (S/H) (independent 
variable = discrete, dependent variable = continuous), 
- It is then transformed into a Pulse Code Modulated 
signal (PCM) by the Analog-to-Digital converter (A/D) 
(independent variable = discrete, dependent variable = 
discrete), 
- then the signal is processed digitally by the Digital 
Signal Processor (DSP). Discrete results are then 
transformed by Digital-to-Analog converter (DAC) in 
analog signals (independent variable = discrete, 
dependent variable = continuous), 
- finally the analog signal is filtered (independent 
variable = continuous, dependent variable = 
continuous). 
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Figure Id. Example of a signal with a discrete 
independent variable (channel number) with a 
dependent (discrete) variable (N events). 
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Figure 2a. Transformations of the independent 
and dependent variables in the Digital Signal 
Processing phases. 
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2.1.2. Time and frequency domain. 
Signal processing requires thinking in two domains, the time domain and the frequency domain. A signal can 

be described either by its waveform as a function of time f(t) (time domain description) or as a spectrum of amplitudes 
and phases for each frequency component. The two descriptions are equally valid and either is chosen on the basis of 
computational convenience. 

2.1.3. Deterministic and stochastic Signals. 
Signals can be further classified as deterministic or stochastic. The former are useful for testing equipment but 

do not carry information while the latter carry information. By stochastic we mean here that the characteristic of the 
signal can only be described by its statistical properties within known limits. 

2.2. Linear and non-linear systems. 
Analysis and processing of time varying signals is a well established scientific discipline covered in many 

textbooks [1-10] 
In this note I do not intend to present the basic concepts of this discipline, such as convolution, difference 

equations, continuous and discrete time Fourier transforms, Laplace Transforms, and z-transforms, which can be found 
in the text books referenced. 

The theory of signal analysis is normally divided between linear and non-linear processing. The simpler and 
better known theory is the linear part which is representable as linear differential (continuous) or difference (discrete) 
equations with constant coefficients. The main practical consequences of linear processing are two: 

1. The output of a sum of inputs is equal to the sum of the outputs due to each input singularly applied. 
2. Output frequency components can be modified in amplitude and phase, but no new frequency components 
can be generated. 
An example of a non-linear process is a rectifier which due to its abrupt current cutoff introduces new 

frequencies with respect to the input spectrum., 
In what follows only linear processing is implied. 

time 

Signal Analysis 

non-linear 

L-transform. 
S-plane 
L transform. 
S-plane 

Z-transform. 
Z-plane 
Z transform 
Z-plane 

CFT DFT 
CFT DFT 

Figure 3. Signal analysis. 

2.3. Linear Systems. 

2.3.1. Signal representation and transformation from time to frequency domain. 
There are representations and transformations which are adapted to the type of signal (continuous or discrete). 

For the continuous signals the best known transformation from time to frequency and viceversa is the Laplace 
transform, coupled with the frequency spectrum representation in the complex s-plane. The equivalent for discrete 
signals is the z-transform and the frequency spectrum representation in the complex z-plane. 
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Another transform which is widely used and well suited for numerical calculations is the Fourier transform. 
Thus we have continuous (CFT) and discrete (DFT) Fourier transforms which are limited to real frequencies. The latter 
can be manipulated so as to provide a very rapid evaluation, known as the Fast Fourier Transform. 

Laplace 
or 

x(t) 
(in real-time) 

L-l 
or 

time domain 

t — 
Laplace 

or 

x(t) y(t)=x(t) * i(t) 
convolution 

LINEAR SYSTEM 

* A y(t) 

L-l 
or 

time domain 

t — 
Fourier 

Xfl 1 ' Y(f)=X(f) • 1(f) 

P i 
freq. domain 

— 
Fourier 

Xfl 1 

(deferred time) 

P i 
freq. domain 

— 

Figure 4. Signal relation between time and frequency domain. 

The above figure is very useful in understanding the relation between time and frequency domain processing. 
It is based on the convolution theorem which states that 

- if X(f) is the transform of x(t) and 1(f) (transfer function) is the transform of i(f) (impulse response) 
- then the product of X(f) times 1(f) is the transform of the convolution of x(t) with i(t) (written x(t) * i(t)}. 

2.3.2. Signal processing in the time and frequency domain. 
Signal processing in the time domain implies convolution of the input x(t) with the impulse response i(t) of 

the linear system. To effect the same operation in the frequency domain requires three steps. 
1) transformation from time to frequency of the input signal (FFT). 
2) multiplication of the input spectrum by the transfer function (both functions of frequency) to obtain the 
resultant spectrum 

3) reverse transformation of the resultant spectrum to obtain the resultant waveform (FFT ). 

3. DIGITAL SIGNAL PROCESSING. 
Digital Signal Processing is the analysis and transformation of sampled, discrete input signals to yield 

discrete useful results. 
DSP can be effected either in the time or in the frequency domain. In the time domain, there is one output 

result for each input sample. In the frequency domain, there is at least one output sequence for each input sequence. 
This distinction implies that time domain processing is in real time (prompt response) while frequency domain 
processing is in deferred time because the input sequence must be accumulated before the analysis can begin. DSP 
processing in the time domain is usually described in terms of digital filters characterized by their response to a single 
impulse; finite impulse response (FIR) or infinite impulse response (IIR). DSP processing in the frequency domain is 
usually described through transforms (discrete or fast Fourier) or special operations. 

3.1. Digital versus analog signal processing. 
With the advent of Fast A/D converters and new processors oriented towards signal processing (DSP), there 

arose the tendency to treat analog signals in digital form, thus using discrete algorithms instead of analog functions. 
The advantages of the digital versus analog processing are principally perfect stability (no drift due to temperature or 
aging), repeatability (not dependent on component tolerance) easy design (programming an algorithm), lower cost 
through programming of the same devices for different functions, no calibration is needed, accuracy is limited only by 
converter resolutions and processor arithmetic precision (word size and presence or absence of floating point), low 
power consumption (CMOS), testability and high circuit density. In contrasts upper speed limits of DSP are inferior to 
those of analog processing and are determined by the clock cycle of the processor. 
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3.2. Digital Filters. 

k 1 

output(n) = ]£a k • input(n - i) + ]£bj • output(n - j) 
1 i-o i j-i , 
' I I 
I I I 
1 F IR | j 
I - * *- , 
k+1 taps = max filter length 

u m. 
1 tap = ideal amplifier (=one coefficient) 

3.2.1. Characteristics of FIR Filters 
- Stability (no feedback) zero relative phase distortion possible through symmetry. 
- Introduce more delay than IIR. 
- Powerful and simple design using the Kaiser-Window Method [8]. In this method, an ideal frequency 

response is defined, the corresponding ideal impulse response is computed and then truncated to a finite number of non 
zero samples weighted with the window function. 

3.2.2. Characteristics of the IIR niters 
- more efficient than FTR filters in frequency cutoff 
- introduce relative phase distortion 
- the feed-back can introduce instability. One reason of instability is the roundoff of the "b" coefficients. 

3.2.3. Coefficient quantization. 
Most digital filter design algorithms are implemented with floating point arithmetic and the resulting filter 

coefficients are generally obtained as floating point numbers. When a filter is to be implemented using fixed point 
arithmetic it is necessary to represent the filter coefficients as fixed-point binary numbers, thus introducing roundoff 
and possible instability. 

Various software packages for digital filter design are available from: ATLANTA, HYPERCEPTION, FDAS, 
DISPRO, BURR-BROWN, etc. 

3.3. The FFT and spectral estimation 
The fast Fourier transform (FFT) is an algorithm for computing the discrete Fourier Transform (DFT). The 

FFT algorithm provides a significant reduction in the number of arithmetic operations compared to the straight forward 
DFT. 

The DFT of an N-point finite input sequence results in another N-point finite spectrum sequence of 
harmonically related frequency components. 

In order to find the spectrum of a sampled data signal, it is necessary to compute values of a function of the 
form (DFT) [4]: 

AM 
Xk = X x(n)e- jC2* /N)nk k = 0,l,..., N-1 (3.31) 

It is common to denote the complex exponential e'-K^n/N) of that equation as W N . Thus the equation (3.31) 
can be written as: 

X k = 5 > ( n ) W * k = 0, 1, .... N-1 (3.32) 
n=0 

2 
Evaluation of equation (3.32) requires N complex multiplications. 
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3.3.1. Butterfly diagram for reverse-order input 
The object of the FFT algorithm is to reduce the computational complexity. 
If the time domain sequence x(n) is reordered (decimated) in odd and even samples, and due to the symmetry 

of the factor W N (W}^ = -wk+N/2, k=0,l (N/2)-l), the equation (3.32) can be written as: 

Xk= XgOO + WN* XQQC) 

*k+N/2= XeOO-W^XoOO. 

k=0, l,...,(N/2)-l 

k=0, l,...,(N/2)-l 

(3.33) 

(3.34) 

Where X e and X Q are of the form of equation (3.32), over a selective set of indices. 
These equations known as "decimation in time butterfly" can be represented graphically as a butterfly of Figure 5. 

X.(k) + Xk = X.(k)+WX(k) 

X ° ( k ) t> / V 
' N 

< : 
X M / f X , ( k ) - W X ( k ) X ° ( k ) t> / V 

' N 

Figure 5. Basic butterfly operation for a decimation in time FFT. 

The computational macro that requires one complex multiplication and two complex additions is in general 
executed in one, or very few cycles, by the Digital Signal Processors. 

With this method of computation, the original N point time sequence DFT is reordered into two N/2 point 
sequences. 

As X e and X Q are of the form of (3.32), the computation of X e and X Q can be accomplished in a similar 
manner by further decimating the time domain sequence into four N/4 point sequence and so on. 

This decomposition process is continued until the N/2 two-point DFTs are computed directly from N/2 two-
point sequences, each consisting of two samples of the original sequence spaced N/2 samples apart. 

- As a consequence the input data must be presented in bit-reversed order. 
- The number of passes required in an FFT is log9 N. 

For more details see [4], chapter 4. 

Table 1. 

NATURAL ORDER BIT-REVERSE ORDER 
bitO bitO 

0 0 0 0 0 0 0 0 
1 0 0 1 4 1 0 0 
2 0 1 0 2 0 1 0 
3 0 1 1 6 1 1 0 
4 1 0 0 1 0 0 1 
5 1 0 1 5 1 0 1 
6 1 1 0 3 0 1 1 
7 1 1 1 7 1 1 1 

A complete flow graph for an 8-point radix-two decimation in time FFT is illustrated in Figure 6. 
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Figure 6. Radix 2 decimation in time, in place 8-point FFT bit reversed input; normal output. 

4. DIGITAL SIGNAL PROCESSORS (DSP). 
Digital Signal Processors are special purpose microprocessors optimized for the execution of digital signal 

algorithms. They are traditionally designed for performance, not for extensive functionality nor programmer 
convenience. 

4.1. Historical evolution of DSP. 

- 1st DSP 1978 
1979 
1979 
1980 
1980 
1981 
1982 
1982 

AMIS2811 
INTEL 2920/21 (Telecommunication) 
Bell Labs DSP1 (never marketed outside AT&T) 
NEC UPD7720 
Analog Devices ADSP-2100 
Hermes (not marketed outside IBM) 
Hitachi 61810 
Texas 32010 

The last line represents a great widening of the applicability spectrum due to external reprogrammability, 
ideal for low volume applications. 
In the beginning most DSP's were distinguishable from other microprocessors due to their characteristics of: 

1) Harvard architecture (separation between Program and Data memories) 
2) internal and very small Program and Data memory area 
3) small instruction sets, and mostly executable in one cycle (for this reasons similar to RISC) 
4) special instructions for treatment of digital signals (such as: parallel multiply, barrel shifting, auxiliary 
registers for single cycle manipulation of data tables, etc.) 
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4.2. Characteristics of different chips for Real-Time processing. 
In what follows we will compare different types of processors (microcontroller, RISC, CISC, Transputer and 

high performance embedded controllers) with the Digital Signal Processor, with the aim of assessing their suitability 
for various real-time applications. We first recall the basic elements of a real-time processor: 

Basic elements of a real-time processor. 

- ALU (one or more, for Addr and Data) 
- Floating Point Unit (optional) 
- Control Unit 
- Program RAM or ROM 
-Data RAM 
- Parallel I/O Controller (DMA) 
- Serial I/O Controller (DMA) 
- (Analog-to-Digital and Digital-to-Analog Converters) 
- Fast Interrupt 

There are several ways to realize a concurrent system out of the basic elements listed above, each one having 
a different throughput, and privileging in one case one aspect with respect to another. 

In selecting a processor for a certain application it is very important to know the characteristics of all the 
processors which would possibly solve the problems, in order to make a balanced judgement. 

After performance comparison with other processors it will become clearer why the DSP is more suitable for 
several types of applications. 

4.2.1. Characteristics of DSPs. 
In recent years the characteristics of the DSP's have improved very rapidly. Not a single feature of the past 

was dropped (hardware multiplier, special instructions, etc.) but in addition today's DSPs use extensive pipelining, 
several independent memories with large address capability, parallel function units (one cycle floating point 
instruction), and hardwired control (not microprogrammed). 

Also applications in this field are increasing so rapidly that at present a classification among the hardware of 
the DSPs must be made (section 4.4). 

For the comparison with other types of processors, we select among the several DSPs commercially 
available today one from the "General Purpose DSP family": the Motorola DSP96000 

Figure 7. DSP96000 Block Diagram (courtesy of Motorola). 
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Some of the characteristics that make DSP's 
particularly suitable to treat discrete signals are found 
in its instruction set. 

Several presently available DSP's have 
hardware "DO LOOP" instructions, have compare 
magnitude instructions, and/or can perform a simple 
operation y = ax + b in one cycle (75 ns) while at the 
same time performing some operations on addresses by 
updating pointers. E.g. a single line of assembly code 
of the Motorola DSP96000 (ideal for Butterfly FFT 
calculation. See chapter 3.3), 

FMPYD4.D5.D0 FADDSUB.SD0.D1 X.<RD)+N0,D4 Y^R4)+N4f>5 

executed in a single cycle, will generate the results of 
multiplication, addition, subtraction and will update 
the pointers to the data in the memory. 
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L 
' .J 

CPU 
H»rr»rd architecture 
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Figure 8. Simplified block diagram of a 
General Purpose DSP. 
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A "microcontroller" contains all the necessary 
components of a complete system on one piece of 
silicon (E.g. Intel 8051, Motorola MC6804, MC6805, 
MC68HCll,etc). 

The microcontroller has lower performance 
than a DSP, uses 4,8, or 16-bit data, has an instruction 
set more like CISC processor (using more then one 
cycle per instruction). Some extra programmable 
peripherals on chip, like A/D converters are not 
available on DSP. The microcontroller is not designed 
to build multi-processor systems but it is intended to be 
used for economical applications in embedded systems 
where is only necessary to have the capability of one 
of the most common 8-bit or 16-bit microprocessor 
instruction sets. 

Applications: 
- industrial control 
- device controller (printers, plotters, etc.) 
- in an array of front end processors in a High Energy 
Physics Experiment for slow calculations 

DSP is replacing this component in the more 
sophisticated applications where speed is an important 
factor. 

Figure 9. Simplified Block diagram of 
Microcontroller. 
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4.2.3. TRANSPUTER versus DSP. 
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Figure 10. Simplified Block diagram of 
Transputer. 

4.2.4. RISC versus DSP. 
- Initial simple concept of a register-intensive cpu de
sign came from Seymour Cray in 1960 for CDC 6600 
- modern notion of RISC architectures emerged from 
John Cocke's project at IBM in 1970. 
- Cocke's team goal was to design the best CPU 
architecture for an optimizing compiler; the machine 
should be register-to-register with only load and store 
accessing the memory, the architecture eliminated 
microcode and microsequencers in favour of simple, 
hardwired, pipelined, one-instruction-per-cycle CPU 
design. 

RISC technology created an almost insatiable 
demand for memory speed. The answer to this problem 
comes with high performance memory hierarchy, 
including general purpose registers and cache 
memories. The instruction set is regular and simple 
with few addressing modes: indexed and PC-relative 
[11, 12, 13]. 
There are some RISC variations from the common 
theme. 
- IBM (1975) with 801 minicomputer 
- BERKELEY (1980) with RISC I and RISC II 
- STANFORD (1981) with MIPS (Microprocessor 
Without Interlocked Pipeline Stages). 

IBM and Stanford pushed the state of art in 
Compiler Technology to maximize the use of 
registers. 
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A Transputer contains in a single chip: 

- an integer processor 
- a Floating Point Unit 
- 4 Kbyte of memory 
- 4 high speed serial links (20 Mbit/sec) 

The Transputer is designed as a 
programmable component to implement a system with 
much higher degree of parallelism then is currently 
common, The formal rules of the programming 
language Occam provide the design methodology for 
this family of concurrent systems. Special instructions 
divide the processor time between the concurrent 
processes, and perform interprocessor communication. 

With the Transputer it is easier to build 
parallel systems because of the good coordination 
between hardware and software (Occam). It is easy to 
transport software between different concurrent 
systems with different numbers of transputers. The 
time required for a multiplication is ~ 2 \is for a T414 
(500 ns average for a T800). Most DSP's do it in one 
cycle (75 to 200 ns), while the same is true for the 
division and for the floating point operations. 

DSPs have a performance of 20 to 40 Mflops, 
the T800 Transputer has 4.5 Mflops. 

The BERKELEY team did not include 
compiler experts, so a hardware solution was 
implemented to keep register contents synchronized 
with a scoreboard register. 
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To optimize the procedure calling time they defined many sets or windows of registers (global and local) so 
that registers would not have to be saved on every procedure call. The disadvantage of register windows is that they 
use more chip area. 

The Fairchild Clipper now available from Intergraph Advanced Processor Division, was the first 
microprocessor design to recognize the need for improved memory bandwidth. Their solution was to separate the 
relentless demand of instruction fetches from the Load/Store activity by providing separate instruction and data buses. 

The MC88000 from Motorola appears to be very linear. It follows the dogma of simple, one-cycle, fixed-
length instructions and load/store architecture. The MC88000 is a dual bus, three-chip layout (CMOS). All the 
execution units work over the same two source buses and a single destination bus. The most important characteristics 
of the MC88000 may be the system's ability to incorporate new, specialized execution units. 

Other RISC vendors: 
- MIPS and SPARC from Fujitsu, Bipolar Integrated Technology, Cypress, LSI Performance Semiconductor, Device 
Technology. Acorn Sanyo for the VL86C010. Hewlett-Packard with the Apollo Domain 10.000. AMD 29000 family. 
HARRIS RTX2000 (highly integrated FORTH-executing microcontroller). 

Table 2. Comparison between the most common RISC processors. 

Type VLSI 
chips 
set 

inst. 
per 
cycle 

Clock 
rate 

Architecture Regs Comments 

CLIPPER 3 1 33Mhz Harvard 8K icache, 8k dcache. On chip 2 x 64 TLB. (A 
Translation lookaside buffer, is the memory cache 
of the most recently used page table entries within 
theMMU). 

SPARC 6 1 33Mhz Von Neumann <250 Register windows and delayed branch instr. Need 
simpler compilers. Supports the Big-endian format. 

R3000 2 1 33Mhz Harvard 48 64k icache, 64k dcache. On chip 64 TLB. Clever 
Compilers. Microprocessor Without Interlocked 
Pipeline Stages. 

2900 3 1 25Mhz Harvard 195 No Direct Cache support, branch cache On chip 64 
TLB. 

88000 3 1 20Mhz Harvard 32 Special bit field instructions Division. SORT 
i860 1 3 30Mhz Harward 64 Special instr. for graphic procès, 3D graphic unit 

MMU (4 Gbyte), FCU, FMU,4kb icache, 8kb 
dcache.Support byte ordering formats. 

IBM RISC 7 5 30Mhz Harvard CPU = 3 processors (ICU, FXU, FPU) 
Bus transfer rate up to 480 Mbyte/s. 

4.2.5. CISC (CRISP) versus DSP 
CISC (Complex Instruction Set Computer) 

architecture uses a large amount of hardware 
complexity to provide a high degree of instruction set 
capability. They are characterized by a large 
instruction set with some very complex instructions. 
The length and execution time of instruction can be 
different from one another. Instructions can manipulate 
bit, byte, word and long word. The dynamic bus 
interface allows for simple, highly efficient access to 
devices of different data bus width. The latest 
components of this technology support, directly via 
BUS Monitoring, Multimaster and Multiprocessor 
applications. 

Advantages and Disadvantages 

- Some instructions need more then 50 cycles to be 
executed. 
On the other hand, DSP executes most instructions in 
one cycle. 
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- Have control lines to support a multiprocessing environment. 
- CISCs are connectable to different bus width devices. 

RISC and CISC may become more alike in the future. RISC is a technology, a philosophy of design, not a 
product Some design techniques that have been applied to RISC machine can be applied to CISC architecture to 
improve performance. 

An example is the National Semiconductor 32532 general purpose processor which incorporates many RISC 
features. It has: 
- on-chip data and instruction caches 
- direct-mapped caches for stack access 
- pipelining and branch-prediction logic 
- it uses microcode (not used in RISC) only for the most complex instructions and hardwired logic elsewhere. 

Processors like the 32532 with Intel 80486 and Motorola 68040, incorporate more RISC-like features to push 
the number of cycles for most of the instructions below 2. These new features will probably characterize the new type 
of processor as CRISP (Complexity-Reduced Instruction Set Processor) [14]. 

4.2.6. High performance EMBEDDED 
CONTROLLERS versus DSP. 

This architecture (new since 1990) has been 
designed to meet the need of embedded applications 
such as machine control, robotics, process control, 
avionics, and instrumentation. 

These types of applications require high 
integration, low power consumption, quick interrupt 
response time and high performance. 

Since time to market is critical, embedded 
processors need to be easy to use in both hardware and 
software design. 

The newest chips in this family are from Intel 
and Motorola with some differences in their 
characteristics. 

Intel chips (80960) are based on a RISC core 
architecture. Each processor in the series will add its 
own special set of functions to the core to satisfy the 
need of a specific application or range of applications 
in the embedded market. For example, future 
processors may include DMA controllers, timers, or an 
A/D converter. 

Other characteristics are: large register set, 
fast instruction execution, load/store architecture, 
simple instruction format, overlapped instruction 
execution, integer execution optimization. 

The Motorola MC683xx family combines the 
high performance of M68000 family microprocessor 
with intelligent data-handling peripherals on a single 
chip. 

In one chip (32-bit) besides the CPU, there 
are: DMA controller, a timer module, a serial I/O 
module, a system interface module, and a 16-bit data 
port. Instructions are similar to the M68000 Family 
and need several cycles per instruction. 
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Figure 13. Simplified Block diagram of high 
performance Embedded Controllers. 

4.3 Future trends in microprocessors. 

The goal computer architects want to reach up to now seems to be the execution of almost all instructions in a 
single cycle. Now that this goal has been reached, it seems that the game is not over, but competition will continue in 
trying to have more than one instruction in a single cycle. An example is the Intel i860 which executes up to three 
instructions in one cycle and the IBM RISC (a seven chip set) which executes up to five instructions in one cycle. At 
this stage a more serious problem will then arise: how to write optimized compilers that will take advantage of this 
hardware capability. 
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4.4. Classification of DSP hardware. 
The DSP chips commercially available, can be classified in four main categories: 

4.4.1. High performance general purpose DSP. 
These processors have an architecture similar to an MPU/MCU, but in addition may include on chip 

multiplier, RAM, ROM, DMA, peripherals I/O, hardware Do-loop, pipelining and several internal and external busses. 
Some examples of these DSP types are: 

- AT&T DSP16, DSP16A, DSP32, DSP32C 
- Motorola DSP56116, DSP5600x DSP9600x 
- Texas TMS320Cxx 
- Analog Devices 2100. 

4.4.2. Algorithm specific DSP. 
The architecture is configured for the optimum processing of a specific algorithm. 

Among the DSP types designed for executing digital filter algorithms (FIR, IIR) there are: INMOS A100, 
LSI64240, Motorola DSP56200, Zoran. 

Among the DSP types designed for executing FFT there are: TRW2310, HDSP66110, UT69532, Zoran. 

4.4.3. Application specific DSP. 
This type of DSP's are designed to implement specific applications such as a modem or voice 

encoder/decoder. 

4.4.4. Building blocks 
Multiplier, adder, registers, RAM, ROM, I/O peripherals, etc. can be used as building block components to 

configure a complete DSP system with very high performance but with higher costs. (E.g. MaxVideo graphic 
processor) 
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Figure 14. Spectrum of application of microprocessors (source: Electronics. April 1989) 
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4.5. Comparison between DSP products. 
The firms leading in designing and manufacturing DSPs arc: 

Analog Devices, AT & T, Fujitsu Hitachi, Honeywell Inc., IBM, Inmos, OKI.NEC, Motorola, Philips, Signetics, 
Thomson, Thoshiba, Texas Instruments, TRW, Zoran. 

Table 3. 

Firm Type Tec. Cyc 
(ns) 

I-
size 

P-
mem. 

D-
mem. 

N 
bus 

ALU Other features 

Analog 
Devices 

ADSP2100 CMOS 125 24 32K 16K 1 16-Fix 

AT&T DSP16A 
DSP32 
DSP32C 

CMOS 
CMOS 
CMOS 

15 
40 
20 

16 
32 
32 2K 4K 2 

16-Fix 
32-Flo 
32-Flo SIO, PIO, DMA 

Fujitsu MB8764 CMOS 100 24 IK IK 1 26-Fix 

Hitachi 61810 
DSPi 

CMOS 
CMOS 

250 
50 

16 
16 

16-Flo 
Fast I/O 

Inmos IMS-A100 CMOS 100 16 16-Fix Optimized for filters 

Motorla DSP56116 
DSP56000 
DSP56200 
DSP96000 

HCMOS 
HCMOS 
HCMOS 
HCMOS 

50 
75 
97.5 
37.5 

16 
24 
8 
32 

2k 
256 
256 
512 

2k 
256 
256 
512 

6 
1 
8 
8 

16-Fix 
24-Fix 
16-Fix 
32-Flo 

40-bit accumulator, DMA, SIO 
DMA, SIO 

DMA, SIO 

National LM32900 CMOS 100 16 16-Fix No internal memory 

NEC mPD7281 
mPD77230 
mPD77220 

CMOS 
CMOS 
CMOS 

150 
100 

32 
24 

2k Ik 32-Flo 
24-Fix 

Data Flow 
SIO 
subset of 77230 

Oki 6992 CMOS 100 22 22-Flo 

Philips 5010 CMOS 125 16 128 128 2 16-Fix SIO 

Thomson 68931 CMOS 360 32 32-Fix 

Toshiba 6386/7 CMOS 250 16 16-Fix 

Texas 
Instrum. 

TMS320C10 
TMS320C25 
TMS320C30 

CMOS 
CMOS 
CMOS 

160 
100 

16 
16 
32 

144 1 16-Fix 

32-Flo 

TRW TMC2310 CMOS 50 16 1024-point complex FFT in 514 us 

Zoran 34161 
34322 
35325 

CMOS 
CMOS 
CMOS 

100 
100 
100 

16 
32 
32 

16-Flo 
32-Flo 

I 32-Flo IEEE-Floating point 
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The figures 15, 16, 17 and 18 give examples of performance of some Digital Signal Processors from leading 
manufacturers. 
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Figure 15. The multiply-accumulate (MAC) 
time comparison between different DSPs (EDN 
magazine, September 29,1988). 

Figure 16. 64-tap filter algorithm time 
comparison between DSPs (EDN magazine, September 
29, 1988). 
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Figure 17. 3x3 times 3x1 matrix multiply 
time comparison between DSPs (EDN magazine, 
September 29,1988). 
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Figure 18. 1024-point FFT (radix-2) algorithm 
time comparison between DSPs (EDN magazine, 
September 29,1988). 
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4.6. DSP software support. 
Assembler language may be convenient to optimize a fast algorithm, but it is a limitation for large programs. 

Therefore the principal firms (AT & T, Motorola, Philips and Texas Instruments) are also providing "C" compilers for 
their DSFs. 

Various other firms, who do not manufacture DSP chips themselves, offer software development tools. 
Examples are the Signal Processor Workstation (SPW) from Tektronix that runs on VAX or Apollo Computer Domain, 
Euclid Tools and DSP-1000 from Datacube. DSP Development introduced DADiSP which is a menu driven software 
for displaying and analyzing digital waveforms, and STEP Engineering offers Step-4 SDT running on IBM PC AT 

4.7. Applications overview 
Due to the rapid advances in the technology, 

new and interesting application areas are being found 
for DSPs. Many applications are moving from analog 
to digital processing in the quest for higher 
performance and lower cost. Low-cost and high-speed 
favours the use of DPS in these applications. 
- instrumentation, spectrum analysis 
- telecommunication (high speed modems) 
- image processing and pattern recognition 
- speech recognition, musical synthesizer 
- direction finding in radar, 
- target tracking (closed loop systems) 
- ultrasound medical imaging, image processing 
- automobiles: antiskid braking systems, adaptive 
suspension, engine control and instrumentation 
- vibration analysis 
- medical electronics 
- disk drives, tape drives 
- printers, plotters and consumer products 
- digital filters 
- digital HIFI, digital AM/FM radio, digital video 
- workstations 
- robotics 
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Figure 19. DSPs application areas. 

5. THE USE OF DSP IN HIGH ENERGY PHYSICS. 

5.1. DSP in Accelerator Control. 
Digital Signal Processors are being used in the 

accelerator control in place of hardwired logic for 
calculating FFT in the Q-measurements, in closed-loop 
control, in filtering and signal analysis. 

The use of FFT is required to measure Q-values. 
Ç> and Q v are respectively the number of complete 
betatron oscillations per beam revolution in the 
horizontal and vertical plane (see figure 20). The 
normal method of measurement with the Q-meter is as 
follows: coherent betatron oscillations are excited in a 
bunched or debunched beam, radially, vertically or 
simultaneously in both planes by triggering the vertical 
and horizontal Q-kickers [15]. 

In the Accelerator control, due to slow reaction 
of the magnetic field, there are no very high speed 
processing requirements in a closed-loop made of 
pickup sensors and current regulators of the magnets. 
The high processing speed that will require use of a 

DSP is mainly needed for closed-loops within a 
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5.1.1. LEP Q-measurement 
The fractional part of the betatron oscillation is measured in LEP by exciting transverse oscillations and 

measuring the beam motion over many revolutions (LEP/BI group [16]). Data treatment of beam excitation and the 
analysis of the beam motion is a digital process that can be executed on a DSP. The choice of the excitation mode and 
the data treatment depends on the machine state and the desired measurement speed and accuracy. Three measurement 
modes have been implemented into the LEP Q-meter: 

- Swept frequency (SF) 
- Resonant excitation with phase-locked loop (PLL) 
- Random noise excitation and Fast Fourier Transform (FFT) 

where only the PLL mode makes full use of the real-time capability of the DSP. 

The Q-meter is used in the PLL mode as a constant monitor of the betatron resonance, or with the help of a 
feed-back system, acting on the currents of quadrupoles as a system to stabilize the resonances at preselected values. 

The Phase-Locked Loop (PLL) algorithm must be executed in less than 89 \is (LEP revolution time), this comprises: 

- position calculation (four sensor readings of the pickups, see figure 21) 
- beam excitation with sinusoidal kicks 
- control 2 digital regulators with proportional and integral action. 
- four first order ripple filters. 

The other two measurements do not have feed-back, and do not require the digital process to be executed in 
short time. 
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Figure 21. Hardware configuration of the signal processing and shaker driving electronics [16]. 
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5.1.2. SPS Q-measurement 
In the monitor group of SPS, a data acquisition system BOSC (Beam OSCillation) [17] has been built. The 

intensity and the position of up to 8 particle bunches can be measured each revolution. A measurement of up to 1 
million subsequent revolutions is possible. The first use of the system is for machine studies, in which it is necessary to 
measure betatron resonance to high precision, reconstruct phase space plots by using the information of 2 pick-ups (90 
degrees apart in phase), find intensity losses and record the lifetime of a coasting beam. BOSC has been constructed to 
replace a number of single purpose instruments for operation as well as to serve as a tool for specific machine 
experiments. The system can be fed by signals from any source: position and intensity from directional coupler pick
ups (single bunch) or electrostatic pick-ups (many bunches) with their 20 Mhz and 200 Mhz receivers respectively, 
intensity signals from the beam current transformer (BCT) for unbunched beams and various signals monitoring the 
hardware. 

At present a Fast Digital Parallel Processing 
module (FDPP, see figure 22) [18] is used in the BOSC 
system to provide Real-time Signal Analysis. The use 
of the FDPP is not limited to the Q-measurement 
application, but it can be used whenever it is necessary 
to make intensive calculations on the local acquired 
data from A/D converters (FFT, Power Spectrum, 
etc.). Commands can be issued from an Apollo 
workstation in the SPS control room or from any 
workstation in the Ethernet or Token ring [19-20]. 

The FDPP is installed as a daughter board on 
a VME industrial motherboard IMSB014 from 
INMOS. Data are fetched through the Transputer serial 
link at 300 Kbyte/sec and the FDPP operates as 
follows: while the Transputer is uploading results of 
FFT (n-1) from dual-port memory X and downloading 
new data for FFT (n+1) into the same memory, the 
DSP32C is converting integer inputs to floating, 
executing FFT (n), calculating the power spectrum 
and converting DSP32C floating to IEEE floating in 
dual-port memory Y. 

The above operations for 256, 512, 1024, 
2048 or 4096 point FFT can be started from an Apollo 
workstation (or or from a Processor Control Assembly, 
PCA) in the SPS control room. 

Figure 22. Fast Digital Parallel Processing 
module block diagram. 

Figure 23 illustrates in the lower sections the digitalized input signals from the SPS beam and in the upper 
ones, the results of the FFT done by the FDPP module. 

The FDPP module can be replaced by a FDPP_DM [21], having the same architecture as the FDPP with an 
additional internal direct-to-memory channel permitting data transfer up to 150 Mbyte/s with either memory bank "X" 
or "Y". This feature will improve the transfer from the A/D acquisition module and provide a better match with the 
processing time. 

The FFT algorithm used for the SPS Q-measurement first converts integer input data from the A/D converter 
into floating point format, implements an in-place, decimation-in-time, N/2 point, radix-2, complex FFT. The complex 
FFT is then post processed to obtain the N-point real data FFT. At the completion of the routine, the N input locations 
store the complex output data up to Nyquist frequency (see E.O. Brigham, The Fast Fourier Transform, Prentice-Hall, 
1974, p. 169). 
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Table 4. FFT execution time in floating point for real input data of the FDPP module installed in the BOSC system. 

256-pointFFT 512-pointFFT 1024-poinlFFT 2048-point FFT 4096-point FFT 
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Figure 23. 1024-points FFT executed on FDPP for SPS Q-measurements. 

5.1.3. PS Q-measurement 
For the Q-measurement of a rapidly cycling accelerator like the PS one has to use sufficiently fast hardware to 

obtain a fine time resolution of this measurement (PS/PA group [22]). An FFT processor (Computer General VASP-16) 
containing a TMS 320C25 DSP an 4 Zoran ZR 34161 vector processors has been chosen, which allows a complete 
acquisition and analysis every 5 msec. 

Different modes of operation can be selected: 
- calculation of the Q-value by interpolation between the two most important lines of the spectrum. The length 
of the time window is 512 points resulting in a resolution of the Q-fraction of .001 at best. 
- the whole signal spectrum can be output every 5 msec and could be shown in a mountain range display with 
FFT size of 256, 512 or 1024 points. 
- in the so called sliding FFT a time segment of 8 msec can be stored in a fast memory and then analyzed with 
a fine time step of 1 sample to show fast evolutions of resonance phenomena. 
This dedicated FFT card housed in VME crate is working under OS-9. It can be programmed using C or 

assembler and it will be accessed by the PS-control system. 

281 



5.1.4. Schottky measurements 
To check the operation of cooling and stacking processes of the antiproton collector and antiproton 

accumulator schottky measurements [23] are used, as they don't affect the operation of the machines (PS/AR group 
[24]). Using this technique, it is possible to measure intensity as well as longitudinal and transverse beam profiles. 

The distribution of the particles in the three planes produces a spectrum of revolution frequencies. From the 
shape of these spectra one can deduce the profile of the circulating beam. By integrating the spectra one obtains the 
beam intensity. 

To measure these spectra the schottky noise generated by the beam is sampled. A fast Fourier transform is 
then made on the data to obtain the noise spectrum. To obtain a useful measurement from the noise it is necessary to 
average many spectra. At present these measurement are made using commercial laboratory instruments. The 
drawback to the present system is that the instruments have to be set-up for each measurement. 

A new pulse of antiprotons arrives every 2.4 seconds from the antiproton target. To allow to make ten 
measurements in the cycle it is necessary to sample, transform and average the result in 240 milliseconds. 

By using a 12 bit ADC, a signal to quantization noise ratio better than 60 DB is obtained. Taking data at 200 
Kilosamples/second, and allowing 40 milliseconds for reading and overheads, 40 Kilosamples of data in the time slice 
are recorded. A resolution in frequency of 1/1000 is required, thus it is necessary to average 20 FFTs each of 2048 
points. This means that a new spectrum must be computed every 10 milliseconds. 

To achieve speeds of this order a dedicated specialized processor is needed. The Tekmis TSVME 350 with the 
DSP from Thomson offers this performance for a modest price. 

5.1.5. Filters and Control for LEP Power supply 
A feasibility study has been made to use a DSP to solve a problem of oscillation in the power supplies of the 

SPS (SPS/PCO/PS group [25]). 
Because of the capacity between the magnets and the earth, the Main Ring dipoles in the SPS constitute a 

transmission line. The measured open loop transfer function for the power converters combined with these dipole 
magnets shows almost constant gain (= 0 DB) between approximately 30 Hz to 60 Hz. During normal operation, any 
noise which is picked up in the frequency range 30 Hz to 60 Hz will therefore be transmitted as current oscillations to 
the magnets. 

In order to reduce the oscillations in the magnets it was decided to make a digital filter which should reduce 
the gain for frequencies above 30 Hz. This filter was placed in the forward branch of the closed regulation loop. 

5.1.6. Data acquisition of Bhabha monitors for the LEP machine. 
For optimizing luminosities and particle backgrounds, the four Interaction Points (LP.) of LEP have been 

equipped with 16 compact Silicon-Tungsten calorimeters [26]. Two conjugate calorimeters, placed symmetrically to an 
LP. in view of intercepting scattered electrons and positron from Bhabha reactions, form a Bhabha monitor. 

The energy deposited by the electromagnetic showers in the Silicon detectors has to be recorded for event 
analysis. This is performed in the CES 8150 VME modules. Eight independent systems are installed and operational 
from the LEP control room via the LEP token ring. 

For each monitor, the analog charges deposited in the calorimeters are integrated, held and sent via a 
multiplexer to a 128 channel module containing four 12-bit ADC (3 p-S digitizing time) working in parallel and 
controlled by the DSP VME module. This module also performs the reading of the memory containing the event 
tagging. 

5.1.7. DESY Accelerator Control. 
Several applications have been implemented at the DESY Accelerators, by using industrial or DESY designed 

IBM PC-boards or VME-boards [27]. They are used for measurement and control in the following fields: 

- menu driven FFT Analysis for measuring beam instabilities. 
- digital control loops for p- accelerators for the: 

a) controller for the dipole currents 
b) controller for dipole current power supplies 
c) controller for phase loops (phase difference between bunches and RF) 
d) controller for cavity tuning loop. 
For the design of all the digital control loops, commercial packages, such as FDAS and DISPRO have been 

used. 
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5.2. DSP in triggers and data acquisition. 

5.2.1. FDDP Fast Digital Data Processor 
High Energy Physics experiments now use huge detectors to track elementary particles and it is extremely 

important to be able to make decisions, based on the information of thousands of signals in real time as quickly as 
possible. 

In 1985, the Torino group: D. Crosetto, E. Menichetti, G. Rinaudo and A. Werbrouck decided to use a DSP 
as the basic element in an intelligent programmable trigger decision parallel processing system in the FEMC Delphi 
detector to satisfy the requirements of the second level trigger decision within 44 jisec and to have more refined 
information on clusters in the detector within 200 usee for the third level trigger. A prototype of the parallel system 
made of six DSP working in parallel has been designed and build in VMEbus boards in 1986 [28]. 

The first test on beam H6 at CERN was made in the summer 1987. The performance was as expected and 
then the same system has been constructed in Fastbus [29-30] and used for high level trigger decision in the Forward 
ElectroMagnetic Calorimeter (FEMC), in the Small Angle Tagger (SAT) and for the data acquisition and preprocessing 
in the Very Small Angle Tagger (VSAT). 

5.2.1.1. Application of FDDP to FEMC high level trigger. 

The organization of the FEMC trigger is 
described in detail in reference [31]. The main points 
are: the two end caps, each covering the angular region 
between 10° and 35°, consist of about 4500 lead glass 
blocks each, read through phototriodes and organized 
in an (6,<{>) geometry. The amplified and shaped signals 
are analogically added to form a "superblock" signal in 
the (0,<t>) geometry adopted in the DELPHI trigger. The 
segmentation of the complete end cap is then made of 
24 azimuthal (<|>) sectors, each containing 8 
superblocks (see figure 24). A DSP is associated to 
each sector (see figure 25). The DSP analysis of the 
data consists of two procedures, the first as part of the 
second level trigger, the second as part of the third 
level. For the second level trigger, within 24 (xsec each 
DSP in parallel acquires data from the A/D of the 8 
superblocks, does pedestal subtraction, correction for 
calibration constants, comparison with a threshold 
value and calculates the sector Energy. A dynamical Figure 24. The FEMC endcap segmentation for 
pedestal subtraction is also possible and it has in fact the 2nd and 3rd level trigger, 
been tested, to subtract coherent noise in the detector. 
It is performed by reading again the analog signals 5 |is after the beam crossing and by using this reading as pedestal 
value. The Energy sum processor [32] will then calculate and encode the total end cap Energy. 

For the third level trigger, which starts when the event has passed the second level trigger, a fast cluster search 
is performed and cluster energy and center of gravity coordinates are calculated. The cluster search is based on a fast, 
one pass algorithm [33], which takes also into consideration data of die two adjacent sectors and associates to the same 
cluster all superblocks which have a finite common edge and have a signal above threshold. In the first year of LEP 
running, only the second level trigger part of the DSP analysis has been implemented. 

5.2.1.2. Application of FDDP to the second level trigger of the SAT. 
The Small Angle Tagger of DELPHI consist of two endcaps, covering the polar angle region between 3° and 

8° with the beam direction in the forward and backward hemisphere. Each endcap consist of a Si strip tracker and a 
scintillating fiber calorimeter. Only the calorimeter contributes to the trigger. The signals are first added analogically 
to give 24 azimuthal sectors per endcap and three DSPs then acquire 8 channels (converted form A/D) each. Within 22 
lisec, each DSP in parallel fetches sequentially the 8 converted data, subtracts pedestals, corrects for calibration 
constants and adds the corrected values to give the partial energy sum. Partial energy is then transferred to one DSP 
that calculates the endcap energy, compares it with two threshold values (low and high threshold) and encodes the 
result in the format expected for the DELPHI trigger data within 4 \is. Up to now the system has not yet been 
implemented. 
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Figure 25. The FEMC 2nd and 3rd level trigger DSP architecture with 24xTMS32010. 

5.2.1.3. Application of FDDP for the readout of VSAT 
The VSAT is a luminosity monitor for the detection of Bhabha scattering at very small angles (from 5 to 6.5 

mrad with respect to the beam direction). It consist of four Si/W sampling quantameters, two in the front and two in the 
back arm, positioned beyond the superconducting quadrupole. Each quantameter covers an azimuthal angle of about 
15° around the horizontal direction, for a total coverage of about 1/6 of the azimuth. Longitudinally, the quantameter 
consist of 12 Si full area detectors (3x5 cm2 FAD), interleaved with W slabs, to measure the electron energy, and three 
planes of Si strips, with 1 mm pitch (SD) , two having vertical strips (x-plane, 32 strips), the third horizontal (y-plane, 
48 strips), to measure the electron impact point. 

Each quantameter has data processed by three DSPvs. One DSP equipped with a 12-bit A/D converter acquires 
data from the FAD detector, a second and third DSP equipped with 8-bit A/D converters, acquire data from the y-plane 
and x-plane SD detector. Besides controlling the timing of the analog module during acquisition and data fetch, the 
DSPs perform pedestal subtraction, correction for calibration constant and data formatting. The time needed to process 
the whole y-plane is about 130 (is, a similar time is required for the x-plane. Time needed to process the 12 FAD data 
is about 110 [is. Raw data and total energy are then output to the 4-event-buffer. 

5.2.2. Energy Sum Processor (ESP) for the FEMC (DELPHI). 
In the DELPHI experiment, the first application of the ESP module is a "total energy" trigger for the end-cap 

electromagnetic calorimeter [32]. At each new valid beam-crossing, the trigger program prepares some constants and 
then waits for the first level trigger. Digitized trigger data, corresponding to the energies deposited in 24 sectors of the 
detector, are then read-out, added and compared with pre-defined thresholds. Results are made available to the Local 
Trigger Supervisor in the Register of Results, to the other trigger processors on the special ECL bus, and to the read
out system in the Front End Buffer. The trigger algorithms, cross-assembled and tested by the simulator program in an 
external computer, are recorded on EPROMs and bootstrapped into the DSP internal memory from the "Boot EPROM" 
at power-on or reset. 

The DSP56002 has been chosen as a basis for the design of the ESP Fastbus module. The interfacing to 
Fastbus and to the detector front-end electronics was made more compact and reliable by an extensive use of XTLINX 
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XC3020 Programmable Gate Arrays. All the circuits could fit in less then one half Fastbus board, at a cost roughly an 
order of magnitude lower than that of an equivalent processor of the previous generation. 

5.2.3. Use of DSPs in the readout of DELPHI microvertex 
The microvertex detector of the DELPHI experiment consists of two cylindrical layers of Si-strip detectors. 

The strips are parallel to the beam axis and have a pitch of 25 mm and a readout pitch of 50 (im, providing a resolution 
of 5 mm in the 0,0 plane [34]. 

The readout of this detector (55000 channels in total) is highly simplified by the use of a front-end VLSI, the 
Microplex chip, which is directly bonded to the detector strip and handles the charge amplification, double correlated 
sampling and readout of 128 channels on an analog differential bus. The data acquisition is made in Fastbus by 
SIROCCO IV [35], which performs at a frequency of 5 MHz and with a 10-bit resolution the digitization of a sequence 
of up to 2048 analog signals (from a group of up to 16 Microplex chips in series). After digitalization, the individual 
strip pedestal is subtracted, and a correction for the common mode noise is also made for each group of 128 channels. 
After these corrections, the real strip signals are finally obtained and could then be compared to a programmable 
threshold value. In fact, since the total charge produced by a particle crossing the detector spreads over several strips, 
more complex algorithms have to be implemented to identify hit strips, which also take into account residual noise 
levels on individual strips after correction. Addresses of hit strips and of their 3-4 neighbors on each side are generated, 
together with their respective signal amplitudes. Since the track multiplicity in e+, e- collisions at DELPHI is low, only 
a small fraction of the detector receives a useful signal, and a data reduction factor of 20 is typically achieved. 

The digital signal processor DSP56001 from Motorola has been chosen to perform the task of pedestal and 
common mode measurements, signal correction, zero-suppression and final data formatting. 

5.2.4. Calorimeter data acquisition system of HERA. 
HI is one of the two experiments which is installed on HERA electron-positron collider at DESY(Hamburg). 

In the HI liquid argon calorimeter data acquisition system, there are 45,000 calorimeter channels to be read out, 
multiplexed 128 to 1. The output of the multiplexer is amplified before being transmitted to the conversion board, 50 
meters away. 20 % of the channels are submitted to a double amplification in order to increase the signal dynamic 
range in an area of the calorimeter where large signal are expected. 
Each conversion board deals with 1024 channels, or 512 in case of double amplification. The external board is made of 
8 ADC channels running in parallel. Each channel has a sample and hold (1 usee sample time), a 12 bit ADC at 5.2 
Usee conversion rate and a 12-bit output latch. On the analog inputs of the ADC board, there is a 4 to 1 multiplexer to 
perform test sequences of the ADC board. 

The sequencer located on the VME board receives the HI level-2 trigger approximately 10 ixsec after the 
collision and starts the data conversion. Due to multiplexing, the sequencer will repeat 128 times the conversion 
sequence which includes: the ADC clock at 5 MHz; a start conversion pulse and a hold signal. 

When the sequencer reaches the end of the first conversion sequence, it sends an interrupt to the DSP, 
announcing that data are ready to be processed in the input FIFO. The DSP then reads the raw data from the FIFO, gets 
the corresponding gain and offset parameters from its external memory, then normalizes and formats the data, 
compares to a threshold, inserts an identifier code in the data itself and eventually stores the result in the dual port 
RAM. Acquisition and signal processing tasks are pipelined, so that the DSP process does not increase significantly the 
dead time of the detector as it does exceed very much the conversion time of the ADC's. 

5.2.5. Data reduction in the OBELIX experiment. 
The OBELDC apparatus, installed at LEAR at CERN, is devoted to the high statistics study of antinucleon-

nucleon and antinucleon-nucleus interactions [36]. Its tracking device, a drift chamber with 3444, 1.5 m long, sense 
wires organized in 82 angular sectors, must measure particle momenta and dE/dx. The left and right end of each sense 
wire is equipped with a 100 MHz FADC channel featuring 8-bit resolution and non-linear response function to increase 
the dynamical range to 10-bits. The 176 FADC channels are housed in a special purpose front end crate equipped with 
a programmable zero-suppressor and with 2 AT&T-16A DSPs operating at 70 MHz. 

The data filtered by the zero-suppressor (about 60 bytes per hit from 240 original bytes) are fed on flight into 
the DSPs which linearize and equalize the samples, determine the drift time by using the Differentiation Of Signal 
(DOS) method, evaluate the pedestals of signals, determine the Z coordinate with the charge division method and 
estimate the total collected charge. 

The reduced data are then read, via the differential VSB-bus, by 40 Front End Processors (MC68030), one per 
front end crate and sent, via VME-bus to 4 Sub Event Builder processor (MC 68030) . A local Event Builder (MC 
68030) collects the SEBs data, via differential VSBbus. The throughput of the whole system is about 40, 4-prong 
events per second, corresponding to 6400 hits per second. 
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5.2.6. Trigger and data acquisition for LHC. 
The recent rapid improvements in performance of commercially available Digital Signal Procès sors and 

Data-driven Array Processors, make attractive their efficient integration into the front-end trigger [37-43] and data 
acquisition electronics of future detectors for High Energy Physics, in place of developing new VLSI processors for 
this special purpose. 

A Parallel-Processing System based on Data-driven Array Processors, Digital Signal Processors and 
Transputers for trigger decision, data acquisition and compaction is described [21]. The system is modular and suitable 
for any calorimeter sizes and types such as the ones proposed in the R&D for the LHC experiments. The aim is to give 
full programmability for the trigger decisions and for the data compaction, over the entire calorimeter at the single-
channel granularity, with no boundary limitation. The fast cluster finding system is based on two cooperating levels, 
the higher one utilizing FDPP_DM, and the lower one, the new data-controlled array processor for video signal 
processing, DataWave [44]. The proposed architecture [21] provides one Data Wave processing element for each 
calorimeter channel and one FDPP_DM module for every 256 DataWave array processing element. This numbers have 
been chosen for fastest performance but may be changed. Fast inter-processor communication within the DataWave 
array overcomes the problem of overlapping areas, and effectively provides a continuous array of processing elements. 
Local maxima, along with their energy, are found in a very short time from the data-driven array processor, and are 
easily selected and transferred, with the data of their region of interest, to a higher-level DSP array-processor system 
even if part of the data fall outside the region originally attributed to a particular FDPP. 

5.2.6.1. Fast cluster finding description for calorimeters. 
Typical requirements for digital triggers and data acquisition/compaction in calorimetry of High-Energy 

Physics (HEP) experiments can be summarized as follows: 
a) to load data from the calorimeter and free the front-end electronics for a subsequent acquisition; 
b) to find the geographical address of clusters (or local maxima corresponding to the center of an energy cluster 
derived from the full granularity), calculate their energies and apply different thresholds; 
c) to calculate the missing energy and the transverse energy; 
d) to isolate the clusters found, and their region of interest, from the empty calorimeter channels, and calculate the 
cluster shape-factors (e.g. to separate pions from electrons). 

The fast cluster finding system is based on two cooperating levels, the higher one utilizing FDPP Fast Digital 
Parallel Processing module [18] (or FDPP_DM), and the lower one, the new data-controlled array processor for video 
signal processing, DataWave. 

Figure 26 shows an example of a general layout of a trigger and data acquisition scheme with its related data
flow phases and timing for a typical calorimeter of future HEP experiments. 

The Fast Digital Parallel-Processing (FDPP) system is a modular system in which each node consist of one 
DSP tightly coupled to one Transputer. Any number of nodes can be interconnected using the four serial links (1.2 
Mbyte/s) provided by the Transputer, while any data source can communicate with the DSP at 10 Mbyte/s. 

The Fast Digital Parallel Processing Dual triple-port Memory (FDPP_DM) module has the same architecture 
as the FDPP module with an additional internal direct-to-memory channel permitting data transfer up to 150 Mbyte/s 
with either memory bank "X" or "Y". 

The DataWave array processing system is made of DataWave chips, each one containing 16 identical, but 
individually programmable, processors working on the data flow principle and organized in a matrix form. Each cell is 
a RISC processor with 12-bit architecture which operates on the pipeline principle. The cells communicate with their 
four nearest neighbors via asynchronous parallel buses. The computing power of one processor is up to 125 MIPS, 
where an instruction may imply two operations, and the maximum data transfer rate via the processor boundaries is 
750 MByte/s. The maximum program length of each processor is 64 words of 48-bit each. 

A crossbar switch is provided to switch the parallel I/O ports of the DataWave chips to one of the following: 
- the calorimeter input channels, 
- the adjacent DataWave chips and 
- the FDPP (or FDPP_DM) parallel array. 

5.2.6.2. System modularity and fexibility. 
The described system is modular in the sense that a "Logical Unit" is made of one FDPP (or FDPP_DM) 

module and 16 DataWave chips organized in a matrix 4x4 , thus giving a platform of 256 DataWave PEs organized in 
a matrix of 16 x 16. This choice does not introduce any boundary limitations in the DataWave array but is simply a 
practical choice in associating the PE with the closest exit point to a higher-level of processors. 

Any number of "Logical Units" can be interconnected in a matrix scheme, regardless of the hardware used 
(VME, Futurebus, Fastbus, SCI, etc.). All timing given should be independent of the calorimeter size (hundred to 
hundred thousand channels). As the size of the calorimeter increases, the only time increase is the one required to 
transfer the data of the clusters found from the transputer to the crate controller. 
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5.2.6.3. Low end to high end programmability. 
There are three levels of programmability in the fast cluster system, each one distinguished by: the time 

available, the capacity of the registers and program memory in the different processors. 
Level 1 Each DataWave PE contains at the beginning the program along with calibration constants and transverse 
energy weights, all contained within a maximum length of 64 words of 48 bit each, loaded from the FDPP array. 
Level 2. The programmability of the DSP part of the FDPP is then given by the program written in C or assembly 
language, having a maximum length of 256 Kbyte. The DSP designed as a Harvard architecture is a 32-bit machine 
with floating point performance at 25 Mflops. As such it needs the support of at least one host, in this case the 
Transputer. 
Level 3. Transputer are based on Von Neumann architecture and are designed as programmable components to 
implement a system with a higher degree of concurrency than is currently common, that is: 
a) programmable in several languages (OCCAM, Parallel C, FORTRAN, PASCAL, ecc.) 
b) interconnected through serial I/O at 1.2 Mbyte/s 

In addition, each of them is connected in each FDPP node to a DSP in both tightly coupled and loosely 
coupled modes. 

5.2.6.4. Data reduction during acquisition 
To have the possibility to analyze more in detail each local maximum, that is candidate to be a cluster, a 

relative large area (region of interest) surrounding the local maximum must be saved as useful data for further analysis. 
On the other hand, there is no need to transfer zeros from empty channels. The DataWave array is therefore capable of 
achieving a substantial reduction of the amount of data. 

5.2.63. Performance of the system on real-time algorithms 
Each digital value of the calorimeter channel is transferred into a DataWave Processor. In order to calculate 

the "local maxima", each processor needs to have the data of its neighbors in its own memory. A "local maximum" is 
defined as a channel value greater than, or equal to, that of its neighbors. This task of routing the data between 
processors is accomplished in a programmable way by the DataWave processors. The required time for this task is 
fixed and requires 128 ns. During the execution of the above program, in a pipeline mode partial calculation of the 
energy is also accomplished, thus only an additional 112 ns are required to have the energy of each "local maxima". 

A very useful intermediate result is the ADDRESS of the "local maxima" and the total energy (or/and 
transverse energy) that are available after 304 ns from A/D data ready time. 

For more refined calculations the FDPP array processing system is used. The "local maxima" found in an area 
of 256 DataWave processing elements are transferred to a FDPP together with the surrounding region. Empty 
calorimeter data are not transferred. Calculation aiming to separate pions from electrons are accomplished in the FDPP 
in the time of 15 \is per cluster found. 

A series of algorithms have been selected and coded in the DSP32C assembly code and executed directly on 
the FDPP module using SPACAL [45] data from the 155-channel prototype as they would be executed during the on
line data taking. Electron, pion and "jet" data were used. Two example results are given in the following section [46]. 

a) Tests results applied on algorithm 1. 
The algorithms 1 (Figure 27), executed in 15 

|is, consists of the following: 
- for all local maxima found by the DataWave array, 
compute, in floating point, the total energy (sum of 19 
elements) 
- for all local maxima compute, in floating point, I/C 
and O/C (see Fig. 27). 

Figure 28a shows the distribution of I/C for 
600 electron events at 40 GeV, while Figure 28b 
shows the distribution of I/C for jet events at 40 GeV, 
both obtained from algorithm 1 executed on the FDPP. 

Observing the results of Fig. 28a and 28b for 
the calculation of I/C, one can see mat there is a very 
good separation between electron and pion at the I/C = 
0.016. 
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Figure 28a. Distribution of I/C for 600 
electron events. 

Figure 28b. Distribution of I/C for 1470 jet 
events. 

b) test results applied on algorithm 2. 

For all local maxima compute Rp [46] in 
floating point as reported in figure 29 (15 lis). 

Figure 30a shows the distribution of Rp for 
electron events, while figure 30b shows the distribution 
for jet events, both calculated on the FDPP. 

Observing the results of figures 30a and 30b 
for the calculation of Rp, one can see that there is a 
very good separation between electron and pion. 
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Figure 29. Algorithm 2. 

Figure 30a. Distribution of Rp for 600 
electron events. 

Figure 30b. Distribution of Rp for 1470 jet 
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6. CONCLUSIONS. 
The tendency of the market today is to produce DSP's with 16-bit integers and 32-bit floating arithmetic, 

while in the past DSP of 24-bit or 22-bit or 28-bit were also made. 
Generally speaking the use of General Purpose DSPs in place of Special Purpose DSPs, is recommended due 

to the facility to find software development tools and application libraries. 
The DSP is used in High Energy Physics in two main fields: 

Accelerator Control and trigger/data acquisition systems. 

In the accelerator control there are several types of applications: 
- OPEN-LOOP: 

a) simple measurements 
b) set parameters, generate control 

- CLOSED-LOOP 
cl) slow reaction time in changing currents of magnets (typically of the order of seconds). 
c2) fast reaction time used in measurement techniques (e.g. PLL of LEP/BI group). 

A parallel processing architecture with fast data transfer may be required in case it is necessary to correlate 
results of measurements, but most of the time DSP applications in accelerator control are of the stand-alone type. 
Efficient architecture (FDPP_DM) as the one described in chapter 5.1.2. can solve most of the problems listed below 
without requiring the use of Special Purpose DSPs: 
a) FFT (deferred-time) requires direct parallel transfer to dual-port memories in order to match with the DSP 
processing time (DMA up to 150 Mbyte/s for the FDPP_DM). 
b) convolutions (FIR, IIR) and closed-loop control, require direct parallel I/O into the DSP. 
c) measurement correlation requires an easy to use operating system from the user point of view, but at the same time a 
fast data transfer and a low cost processing capability. (In the example described in section 5.1.2., the UNIX like 
operating system, HELIOS, running on Transputers offers a friendly interface to the user, while the DMA to the 
memories offers good parallel transfer speed and the DSP offers the calculation capability at very low price). 

Examining the applications that are under development in the Accelerator control, the conclusion that can be 
drawn is that there is a tendency toward digital control of the system. From this inventory, it turns out that experience 
is being gained on a variety of different components. In the applications mentioned the following DSPs have been 
used: Analog Devices, AT&T, Motorola, NEC, Texas Inst., Thomson, Zoran, NEC. 

In the trigger and data acquisition system DSP's are used for simple signal analysis, signal correlation and data 
compaction. Algorithms applicable to a variety of situations in the field have been analyzed and published [43]. 

Trigger and data acquisition Systems in High Energy Physics Experiments require exploiting the field of 
embedded processors and parallel processing. 
- Embedded processors usually must be able to respond to events very quickly, must be very compact and must make 
code debugging easy, even during real-time operation. In the past these needs have been met by microcontrollers at the 
low end and bit-slice design at the high end. 
- RISC, DSP, CISC, TRANSPUTERS and high performance EMBEDDED CONTROLLERS can be used in 
embedded systems. 
- Even if their throughput is different, the task in some applications can be well satisfied by more than one type of 
these processors. 
- To find the optimal solution for a problem, a careful investigation of the possibilities of each type of processor must 
be made. The investigation must certainly include the processor instruction set, speed and internal architecture to 
determine what is best suited for the application algorithms or for the needs of a more general project. 
- More decisive in determining the overall throughput in a project, can be the harmonious interaction and 
intercommunication of the various components rather than the speed of any single one. Thus the real effort in 
designing a specific application or project should be done in defining 

"THE MULTIPROCESSING ARCHITECTURE" 

for the best performance solution to the application or project. 
In general, resources must be distributed according to necessity. In the earliest applications in High Energy 

Physics, DSPs have been used as embedded processors in a tightly coupled parallel processing system, for moving 
data or data compaction. Without having a backbone operating system that can correlate the results, all programs had 
to be written specifically to communicate from one DSP to another through FIFOs or dual-port memories. The attempt 
now with the FDPP parallel processing system is to give to the user the backbone of an operating system with the 
possibility to use in a easy way the calculation power and IAD facility (DMA) of a DSP. 
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DATA ACQUISITION USING THE MODEL' SOFTWARE 

P. Vande Vyvre 
CERN, Geneva, Switzerland 

ABSTRACT 

MODEL is a set ot modular data-acquisition software. The various 
modules provide services for interacting with the experiment, 
managing the data flow, and controlling the run. These three areas will 
be reviewed, with some emphasis on the usage of the corresponding 
MODEL packages. 

1 . THE 'MODEL* PROJECT 
The MODEL [1,2] software has been developed by the On-line Computing Group of the 

DD Division at CERN. It is the result of a new design of the on-line system used in the 
minicomputer dedicated to the high-energy physics data-acquisition system. In the years 
1985-86 it was felt that the 'traditional' turnkey on-line system would not fit the needs of 
the LEP experiments. However, this new generation of HEP experiments needs basic tools for 
building their data-acquisition systems. Therefore the fundamental functions of an on-line 
system were identified: 

- interactions with the experiment, 
- data-flow management, 
- run control and organization. 

To tackle the needs in each of these areas, a few packages were developed. These 
packages are independent and can be selected freely by the users. They constitute the MODEL 
software. The MODEL packages are listed below under three headings: 

- Interfacing with the experiment: 
- Model Human Interface (MHI) 
- Model Process Control (MPC) 
- Error Message Utility (EMU) 

- Data-flow management: 
- Model Buffer Manager (MBM) 
- Model Standard Producer (MSP) 
- Model Standard Consumer (MSC) 
- Monitoring Process Frame (MPF) 
- Model Recording System (MRS) 

- Run control 
- Occurence Signalling Package (OSP) 
- State Manager (SM) 

These headings are developed in the following three sections. We give a few examples of 
most of the MODEL packages. However, these examples do not give a full description of each of 
the packages but they should be considered more as a tentative approach. The manuals of all 
the MODEL packages are mentioned in the references; they contain descriptions in extenso of 
the MODEL software. 

MODEL is still evolving in two major directions. First, the use of new design and 
programming techniques such as Object-Oriented Design or the use of Expert Systems. But 
secondly, there is also the need to adapt the software to the hardware and software platforms 
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that are currently being used for the data-acquisition systems. Whereas in the eighties the 
on-line machines were often VAX, running VMS and DECNET, today it is clear that UNIX and 
TCP/IP are becoming the standards of the nineties. This increasing demand of software for 
UNIX has initiated the work of porting some MODEL packages. In order to avoid having to do 
this porting for each new operating system, a software layer has been defined, giving a 
common interface to the operating system. This layer, called the Virtual Operating System 
(VOS) [3], has been implemented on top of VMS and many UNIX systems. The porting of a 
package consists of replacing the system calls by VOS calls and porting the VOS library to the 
target computer. Two MODEL packages (the MODEL Buffer Manager and the Occurrence 
Signalling Package) have been ported to a wide variety of UNIX systems. 

2 . INTERACTING WITH THE EXPERIMENT 
The interactions with the experiment belong to two categories: input/output and error 

messages. The input/output is needed when a result is presented to the user or when he is 
asked to enter a value. This can be done from a terminal or a station. The error messages 
concern the production of messages by the various applications of the on-line system at any 
time (during periods of interaction or not), and the processing of these messages. These two 
categories of interactions have been dealt with by two different MODEL products: the MODEL 
Human Interface and the Error Message Utility, respectively. 

2 .1 The Model Human Interface 
The Model Human Interface (MHI) [4,5] provides a framework of communication 

between processes running in the on-line system and people working in front of terminals 
and work stations. This window-oriented system offers a set of packages to help users to 
write interactive applications. 

Application 

Dialog 
Terminal 
Emulator Menus Panels 

GKS 
client 

Window Manager (client) RPC 

Remote Procedure Call I i 
Remote Procedure Call 

Window Manager (server) 

SMG J I UIS 

J J 
Dumb 
Terminal 

o 
/ D M*ËËBW\ D VAXstation 

Fig. 1 The MHI architecture on top of SMG and UIS 

The MHI supports 
- transparent interaction with applications in a distributed computer system; 
- a variety of interactive modes: windows, dialogues, panels, and menus; 
- hardware and software independence: applications are independent of whether 
windows are created on a work station or on a terminal. 
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The MHI provides interactive facilities in a distributed environment. The distributed 
capability is given by a Remote Procedure Call (RPC) [6] based window manager system, 
multiplexing several programs — possibly running in different machines — onto the same 
screen. The physical screen may be located on a different machine from the one on which the 
user applications are running. The basic user interface facilities are then built on top of the 
window-manager layer. 

The MHI comprises the following layers: 
- A communication layer based on Remote Procedure Calls (RPC). 
- A window manager on top of the windowing systems available on the DEC machines: 

SMG on VAXes, and UIS or DECwindows on VAXstations. It has also been implemented 
on top of X-Window. Figures 1 and 2 show the MHI architecture on top of SMG/UIS 
and X-Window. This common layer allows the same application to be used, without 
any change (no relink of the application), with a terminal or a station, and also 
preserves it from the fast evolution of the hardware and software in this field. A 
program written a few years ago for a VT220 terminal using MHI on top of SMG can 
still run today on a station using DECwindows. The MHI also allows applications to be 
run in VME crates under OS/9. 

- The TTY emulator allows the use of normal I/O statements of a high-level language 
with the MHI; the I/O is redirected to one of the windows of an application. 

- The Dialogue Package is a set of simple functions to do input from (possibly followed 
by a validation) and output to a window. 

- The Menu Package provides pop-up menus with mouse selection, key stroke 
accelerators, or commands with which to interact. 

- The Panel Package provides forms for modifying and validating related sets of 
parameters. 

Application 

| KUIP 
MP PP GKS DEC 

tools 
TTV MP PP GKS DEC 

tools Window Manager 

GKS DEC 

tools 

H-uiindow I 
H-uiindoui 

T J 
Dumb 
Terminal 

a 
a à • YAXstetion 

Fig. 2 The MHI architecture on top of X-Window 

2.1.1 The window-manager 
The window-manager package (WM) [7] is the bottom layer of the MODEL Human 

Interface. It allows an application to manipulate windows: create, delete, move, or resize 
them. It also allows it to do input/output from an application: draw text and lines, and 
receive input from the keyboard or the mouse. 

The WM uses a system of relative coordinates for the position and size of the screen or 
windows where all the quantities are relative to their physical size. They are given as real 
numbers in the range between 0 and 1. The example (Fig. 3) shows the relative coordinates 
of the four corners of a window. 
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0.0 0.0 1.0 0.0 

0.0 1.0 1.0 1.0 

Fig. 3 The relative coordinates 

The following is an example of code calling the WM functions. A window is created, some 
text is printed to it, and the application waits for a mouse button to be clicked. Figure 4 
shows the window created by the execution of this code. 

Fig. 4 Example of a screen produced by the window manager 

PROGRAM WINDOW 
INCLUDE •MHLDIRECTORY-.WMDEF.FOR' 
INCLUDE'MHI_DIRECTORY:WMINCL.FOR' 
INTEGERM OPERATOR, KEY 
REALM attr (30) 
DATA Attr /30*WM_No_Attr/, 

& Attr(WM_C_RendSet) /WM_C_Normal/, 
& Attr(WM_C_RendComp)/WM_C_Normal/ 

CALL WM_lnit_Manager 
CALL WM_CreateJ/Vindow (operator, .05, .3, .9, .4, 'CERN Computing School 1990', 

& attr,WM_c_border,' \0) 
CALL WM_lnstall_Window (operator) 
CALL WM_Out_Textline(operator, 'Interacting with the experiment', -1.,-1.,0,attr, 
CALL WM_Out_Textline(operator,'Click any mouse button to continue.',-1.,-1.,0, 

& attr,' ') 
CALL WM_Wait_Button (operator, key) 
CALL WM_Delete_Window (operator) 
END 
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2.1.2 The dialogue package 
The dialogue package [8] simplifies the programmer's work for simple input/output. 

This package allows the simple inputing of scalar, real, and string values from a window. It 
allows scalar data-checking to be done. Subroutines of the dialogue package are provided in 
order 

- to open a window, to prompt input; 
- to input a value, to specify a default for this input, and to validate it against some 

bounds; 
- to close the window. 

These three calls can be condensed into one unique call if we want to input a single value. An 
example is given here for the input of an integer and of a string. The screen produced for the 
input of the integer is shown in Fig. 5. 

PROGRAM DIALOGUE 

INTEGERM RUN_NUMBER 
CHARACTER*6 LABEL 

CALL MDPJNINT ('Give run number', RUN_NUMBER, 0, 10000, RUN_NUMBER+1) 
CALL MDPJNSTR (Tape label OK ?', LABEL, 'XY1234') 

END 

T e r m i n a l nm 

Current value: 0 
Default value: 1 

Range: 
0 <= X < = 10000 

Enter Ualue: | 

Fig. 5 Example of a screen produced by the dialogue package 

2.1.3 The panel package 
The panel package [9] is used to input a set of related parameters. The package makes it 

possible to define this set of parameters, their types (integer, real, enumerated, or string), 
and the screen layout. It is also able to do some data validation. When the user has edited the 
various fields of the panel, he can validate his input with the 'Do_it' button or cancel it with 
the 'Cancel' button. Here is a simple example of a program setting up a panel. Figure 6 shows 
the output of this program. 
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PROGRAM PANEL 

INTEGERS TAPEJTYPE 
PARAMETER DEVICE_TYPE_LEN = 3 
CHARACTERS TAPE_NAME, DEVICE_TYPE (DEVICE_TYPE_LEN) 
DATA DEVICE_TYPE /Tape - 1600 BPI', 

& Tape - 6250 BPI\ 
& 'Cartridge - 38000 BPI7 

Create the panel 
PANEL = MPP_MakePanel ('Panel-Title', Tape parameters') 
CALL MPP_AddField ('Field-Title'.'Physical device name', 

& 'Var-name',TAPE_NAME, 
& 'Formaf,'A20') 

CALL MPP_AddField ('Field-Title'.'Device type', 
& 'Var-name',TAPE_TYPE, 
& 'Field-type','Enumerated' 
& 'Value-List',DEVICE_TYPE, 
& 'Value-List-Len',DEVICE_TYPE_LEN) 

More panel fields defined here ... 

Physical Device name ONLINE$MUBO 
Device type Tape - 6250 BPI 
Tape density 6250 
Tape length in feets 
Interrecord gap length 
Warning limit 90 
End limit 99 
Buffer count 10 
Assist on mount Mo 
Unload on dismount No 
New data file on tape for each run 

Tape p a r a m e t e r s 

2400 
in inches 0. 50 

Doit Cancel 

Yes 

Forward 

Fig. 6 Example of a screen produced by the panel package 

The panel package uses parameters in pairs: keyword and value. These keywords allow 
a large number of possible arguments to be combined with a limited set of actual arguments. 

2.1.4 The menu package 
The menu package [10] is used to present a choice to the operator. The selection of an 

option can be done with the mouse, or with a single key stroke, or with a command. The 
selection of an option may have different results: 

- a value is returned, 
- a variable is set, 
- a function is called, 
- a panel or a menu is executed. 

A short example of a code for building a menu is shown here together with the window created 
on the screen (Fig. 7). 

PROGRAM MENU 

INTEGERM Main_Menu, Path_menu, Format_Panel, I, Path_count 
EXTERNAL Pathjnq 
Main_Menu = MP_Make_Menu ('title', 'MODEL RECORDING SYSTEM - Main Menu') 
CALL MP_Add_Option (Main_Menu, 'List of recording paths', 'Menu', Path_menu) 
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CALL MP_Add_Option (Main_Menu, 'Show active recording paths', 'Funcall', Pathjnq) 
CALL MP_Add_Option (Main_Menu, 'Select one of the existing recording paths:','Noop') 
DO 1=1, Path_count 

CALL MP_Add_Option (Main_Menu, Path_name (I), 'Value', I) 
ENDDO 
CALL MP_Add_Option (Mainjvlenu, ' ','Noop') 
CALL MP_Add_Option (Main_Menu, 'Format', 'Panel', Format_Panel) 
More options declared here ... 

MODEL RECORDING SYSTEM - M a i n M e n u 

List of recording paths 
Snow active recording paths 
Select one of the existing recording paths: 
TftPEl [US0C01::RECORO_RRU_DATA] 
TAPE2 [US0C01::RECORD.ZO] 

Format 
Tape parameters 
Tape labels 

Exit 

Fig. 7 Example of a screen produced by the menu package 

2 . 2 The Model Process Control 
The MHI needs another MODEL product in order to run distributed: the Model Process 

Control (MPC) [11]. Indeed, the MPC maintains inside its database some information which 
tells the MHI where each application is running. The MPC can control processes running in a 
distributed environment: 

- VAX-VMS machines interconnected via DECNET, 
- VALET+ machines interconnected via ethernet. 

MPC Control Main Manu - Part i t ion: Va le t /MHI J3H 
Additional Options 

ANTEST US0C01 
KUIPTEST USOCOB 
HPLOT US0C08 
KUIPGKS US0C09 
GKSTIMER US0C09 
GKS.SUB USOCOS 
RUTEST USOC09 
HPL0T09 VS0C09 
HIDEMO US0C09 
Oef.UR -Local Node 
Oef.UL -Local Node 
Oef.all -Local Node 
Reeet.UR -Local Node 
Reeet.UL -Local Node 
Reeet.all -Local Node 
SURPRISE US0C09 
Graphs USOCOZ 
MSP.21 US0CZ1 
USM.TESI US0CZ2 
X.Teat US0C25 
InterTeet US0C25 

Stand Alone MHI Teat 

HPLOT Exanplee Id and Zd 

Exerclae TTY Emulator 
HPLOT Exanplee Id and Zd 
MHI DeMonatratlon 
RPC def. on Ualet TEST 
RPC def.on Ualet LEFT 
RPC def. for all the Ualete 
Raaet Ualet RIGHT 
Reset Ualet LEFT 
Reeet all the Ualeta 
Uarlable MHI Teat 
Ualet* Graphics Servmr 
MBH Spider Producer 
USM autoboot teat 
X Window Teat (HIOEMO Like) 
X Teat (Surprise » 2) 

All the above proceaaes 

Fig. 8 Example of top-level menu with the MPC 

The system provides the following functions: 
- extension of the control of processes supplied by VMS over a distributed 

environment; 
- support for the distributed MHI; 
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a centralized database containing information regarding machines, terminals, users, 
and processes; 
an interactive interface, based on MHI, for sending requests to remote processes 
(Fig. 8 and 9). All the references for all the programs could be kept in the MPC 
database: image location, privileges, quotas, etc. Such an interface offers a handy way 
of starting an application and interacting with it. Some tools are also provided for 
monitoring the system: applications running, nodes active, etc. 

Choose action to execute on HIDEMO (has 1 active copies) JH 
Star t -Create a new process 

Communicate 

Stop 
Abort-Delete 
Abort-Forcex 
Suspend 
Resume 

Show status 

Hone - Return to previous menu 

Fig. 9 MPC standard interface to the user applications 

2 .3 The Error Message Utility 
The Error Message Utility (EMU) [12] is a message-reporting system. It provides 

mechanisms for (re-)routing messages at run-time. The EMU system implements a message 
pipeline, shown in Fig. 10. Messages are injected from user applications at the top of the 
diagram and pass down the pipeline for processing. The number of processing stages is 
usually four, but this number may be modified if required. The four common stages of the 
pipeline are as follows. 

EMU function call 

Text association 
Parameters substitution 
Property association 

Selective message 
routing 

APPLICATION 

INJECTION 

Ï 
:oc 

I 

t 

MESSAGE FILE 

ROUTER ROUTER 

FORMAT F* OUTE MAP 

u=* CONSOLE 
LOG FILE 

I*. USER PROG. DEVICE 

Fig. 10 The EMU pipeline 
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The message injection is done by an EMU routine called directly by the user application 
code. This routine injects a message identifier, plus any message parameters, into the EMU 
system. The message (identifier and parameters) is automatically sent down the pipeline to 
the EMU decoder. 

The EMU decoder retrieves the text of the message in its local database (the 'message 
file') from the message identifier given by the injection routine, and substitutes the 
parameters values into that text. The decoder will also append the properties associated with 
the message. 

The EMU router receives text messages and delivers selected ones to their destinations 
according to the 'Route Map' file. 

The destination can be any physical device such as a terminal or a file, but it can also 
be another program. A destination program may be a formatting program for an exotic 
device, or any program collecting statistics or acting as a watch-dog. 

A short example is presented here. A user program calls an EMU routine to issue a 
message about the run start-up. The message file contains the definition of this message and 
the route map defines the possible destinations. 

PROGRAM Run_Report 
CALL EMUJnit 
CALL EMUJnt ('run_started\ RUN_NUMBER) 
CALL EMU_Close_Down 
END 

- Message File 
PROGRAM run_report 

MESSAGE run_started 
PROPERTY run, information 
TEXT"RUN " 
- Run number 
TEXT " started." 

- ROUTE Map 

- Destination devices 
mainjogfile := "emu_out:main_logfile.out"; 
vt200 : CONSOLE; 
- Routing information 
~ All messages go to the logfile 
mainjogfile choose all; 
- Only messages with property RUN go to the VT200 console 
vt200 choose (PROPERTY=run); 

2.4 Conclusion 
The tools presented in this section allow a clear and organized interaction with all the 

applications. They can be used from the early days of an application up to its use in a data-
acquisition system. These tools also facilitate the integration of a new application in the 
system, as the interface to the operator will look the same as the one of the other 
applications. The operator work is eased by this common 'look and feel'. These tools are also a 
great help to the designer and the programmer since they give some guide-lines on how to 
proceed. 
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3 . THE DATA-FLOW MANAGEMENT 

3 .1 Introduction 
A modern data-acquisition system often includes many processes that produce and 

process event data as shown in Fig. 11. This section reviews the MODEL tools for organizing 
the flows of data between these processes. 

Raw data 

Special records 

Data logger 

Data Buffer 

Monitoring 

Fig. 11 The various tasks of a data-acquisition system 

The programs generating data are called producers. The data generated by the producers 
must in some way be distributed to the programs doing the data logging and the monitoring. 
They are called the consumers. A third category of programs is necessary if the data are to be 
modified — to do some formatting or to add some information to the original event, for 
example. These programs are called the modifying consumers. We will see how to manage 
these data flows with the Model Buffer Manager (MBM) [13]. 

3 . 2 The Model Buffer Manager 
The main purpose of the MBM is to control the flow of data in a data-acquisition system. 

These data, which originate from various sources called producer tasks (front-end read out 
or play-back of a tape), go to multiple destinations — the consumer tasks (monitoring tasks 
or tapewriters). These data reside in a memory buffer during the period when they are 
controlled by MBM. 

A buffer together with its associated tasks (producers and consumers) form a data 
stream. A data stream contains one or more user-defined stages through which the data 
contained in the data stream flow. These stages form the list of successive operations to be 
performed for each event, such as: look at the original event; format data; monitor and write 
to tape the formatted data, and so on. It does not imply that the events are copied from one 
place to another. The presence of an event in a stage at a given time reflects only the 
operation that is executed on this event. 

Tasks can access data at each stage. They can either read (consumer) or modify 
(modifying consumers) the data according to the access rights of the stage: Read-Only or 
Read/Write. The two types of stages can be mixed in any order. A modifying consumer must 
be the unique task at a Read/Write stage. But multiple parallel consumers are allowed in 
parallel at a Read-Only stage. 

Tasks access data at any stage through a port. The port associates a name with a 
selection algorithm and sampling criteria. The same selection algorithm and sampling 
criteria are used by all tasks accessing events through this port. Several ports 
corresponding to different selection algorithms or sampling criteria may be defined for each 
Read-Only stage. 
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There are three categories of tasks: producers, read-only consumers, and modifying 
consumers. Producers place data in a buffer, which may subsequently be accessed by a set of 
parallel consumers. In some cases, it may be useful to allow a consumer to modify an event; 
this is the third category. To enhance the modularity, it is possible to cascade several such 
consumers, which then form different stages of a pipeline (see Fig. 12). Finally, it is also 
possible to define several data streams. The number of all these structures is not limited a 
priori by the MBM package. 

Fig. 12 Example of an MBM stream with multiple stages 

This flexibility must be tailored by the user according to his particular needs: 
- characteristics of the stream: buffer size, buffer protection, etc.; 
- number of stages: at least one, and more if there are different phases in the 

processing of the events; 
- types and characteristics of the ports: selection routine, type of sampling, etc. 
This set of characteristics, constitutes the MBM configuration, which is declared to 

MBM by using function calls. This allows the work of configurating the system to be 
distributed across several programs, if needed. It is nevertheless easier to maintain a system 
where most of the configuration is done from one program. 

3.3 Example of configuration 
Imagine a simple example where we have a system with a VME front-end. The data must 

not be modified in the VAX; we will therefore have one unique stage. We want to record all the 
raw data onto tape and to monitor these raw data. In addition, some events are especially 
interesting, because they have an unambiguous trace of a Z° particle for example. We want to 
select these events and write them on another tape in order to process them more quickly 
than the rest of the data. We also want the event display to show only events from this 
category of 'Z° events'. 

The following MBM configuration is chosen to fulfil our needs (see Fig. 13): 
- one data stream with one stage; 
- one producer reading data from VME and injecting them into the buffer; 
- one port for the recording of raw data (no selection routine, fixed sampling at 

100%); 
- one port for the monitoring of raw data (no selection routine, sampling on request); 
- one port for the recording of special events (selection routine detecting Z° events, 

fixed sampling at 100%) 
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one port for the monitoring of special events (selection routine detecting Z° events, 
sampling on request). 

Recording 

VME_producer 

Raw recorder 

Fig. 13 The MBM configuration 

Different programs have to be written in order to implement this system. The 
configuration program used to declare the system to the MBM is described in subsection 3.4. 
We then review the producer program and the structure of the various monitoring programs 
in subsections 3.5 and 3.6. There is no need to write a data-logger because MODEL includes 
an off-the-shelf recording system, which is described in few words in subsection 3.7. And 
finally, a selection routine has to be written for the ports Z0_100% and ZO_request (see 
subsection 3.8). 

3 . 4 The configuration program 
The following code is a piece of the program for declaring the configuration. All the 

routines used in this code are part of the MBM package. The MBM uses a special data 
structure — the profile — to receive from the user the set of stable characteristics of a 
stream or a port. The profile is a record with many fields and is accessed with a key, and the 
MBM uses the convention that the key is the name of the object. In our example, the profile of 
the stream 'DAQ' is accessible with the key 'DAQ'. The stream profile contains the buffer 
size: 100 Kbytes. 

C Coding conventions 
C In UPPER: MBM routines or keywords; in lower: user variables 
C In bold: the important choices to be made by the user 

PROGRAM CONFIGURE 

Declare data stream and stage with buffer of 100 Kbytes 
status = MBM_DECLARE (MBM_DATA_STREAM„,DAQ'J streamjd) 
status = MAKE_ITEM_DSP ('DAQ') 
status = SET_BUFSIZ_DSP ('DAQ', 100 000) 
status = MBM_PROFILE (MBM_DATA_STREAM, MBM_PUT, streamjd,) 

Declare one stage in the data stream 
stages_name(1) = 'RAWDATA : READ ! Data logging and monitoring") 
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stages_name(2) = ' ' 
status = MBM_STAGES (MBM_PUT, streamjd, stages_name) 

Declare port: Z0_100% 
status = MBM_DECLARE (MBM_PORT,stream_id, 'Z0_100%', z0_100_id) 
status = MAKE_ITEM_PRP ('ZO.IOO'V) 
status = SET_STAGE_NAME_PRP CZ0_100%', 'RAW_DATA') 
Status = SET_SAMPTYP_PRP ('ZO_100%', MBM_EQUAL) 
status = SET_SAMPFREQ_PRP (,ZO_100%',100) 
status = SET_SELECTION_IMAGE_PRP ('ZO_100%\ 'SELECTION_SHARE') 
status = SET_SELECTION_SYMBOL_PRP (,ZO_100%'I *SELECT_ZO') 
status = MBM_PROFILE (MBM_PORT, MBM_PUT, zCMOOJd,) 
More ports to be defined here. 

3.5 The Producer 
In the MBM there is no inherent limit on the number of producers. Therefore it is far 

better to identify the various sources of data and to write a producer for each of them. We can 
identify a few categories of events: raw data read in the front end; calibration constants; 
synchronization records, such as Start-Of-Run or End-Of-Run. Each program has one 
function that can be clearly identified. The system will be easier to control and to debug. 

The job of a producer is to read a source of data and to inject the data into the buffer 
managed by the MBM. Here we will identify different ways to do it. In the simplest cases, we 
must read small volumes of data at a low and stable rate. The structure of the program would 
be the following: 

mainjoop: while (data taking) 
loop 

reserve space in buffer 
read input into buffer 
declare space used as an event and release the rest 

end loop mainjoop 

The actual code for the producer of the example looks like this: 

PROGRAM VME_PRODUCER 

COMMON /DATA_BUFFER/ BUFFER 
LOGICAL BUFFER(BUFFER_SIZE) 
INTEGERM BUFFER J_ONG(BUFFER_SIZE/4), STREAMJD, TASKJD 
EQUIVALENCE (BUFFER,BUFFERJ_ONG) 

CALL MBMJDENTIFY (MBMJDATAJ3TREAM,, 'DAQ', streamjd) 
CALL MBMJDECLARE (MBM_PRODUCER, streamjd, 'VME_PRODUCER', taskjd) 
DO WHILE (DATAJTAKING) 

C Request some space 
request = max_eventjength 
CALL MBMJ3PACE (id, suspend,, buffer, request, receive,0,0,index) 

C Transfer data in buffer(index) with a maximum of max_eventjength 

C Declare event with a length equal to the transfer length. Release space unused 
declare = eventjength 
release = receive - declare 
CALL MBMSPACE (id, suspend,, buffer, 0, receive.declare,release,index) 

END DO 
CALL MBMJ3ELETE (MBMJ^RODUCER, task id) 
END 
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It is possible to reduce the number of calls to the MBM and therefore to reduce the overhead 
by calling the MBM once for each event. 

But things are not always so simple. For example, if the experiment is done with a 
machine working in burst mode, the data generated during the burst may be stored in front-
end buffers. They must be read by the on-line system during the interburst; in order to free 
the buffers for the next burst. So it is essential to be ready to read as much data as possible 
when the burst ends. The technique here will be to reserve all the space needed in one call to 
the MBM. When the space is made available, one can start to read the events into this space 
and to declare them, one by one, to the MBM. 

burstjoop: while (data taking) 
loop 

Reserve all the space in the buffer 
read input into buffer 

eventjoop: loop 
declare next event 
exit eventjoop when (last event found) 

end loop eventjoop 

release the rest of the space 
end loop burstjoop 

We have seen two examples showing how the combination of the various arguments of 
the MBMJ3PACE routine can be used to solve different types of problems. 

3.6 The monitoring programs 
A consumer program is also often based on a loop. It has to request data from the buffer 
manager and to analyse them. A tool has been devised in order to ease the work of writing one 
category of consumer: the monitoring tasks. 

INITIALIZE * s -, UINI „<,v 
^ - ' • t . ! . » . . . ! . , . . . 

Ask an event 

WAIT À 

~T_/ r—* 
— I < Ask an ( 

UEVT 

Ask an event 

Fig. 14 The MPF flowchart 
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The Monitoring Process Frame (MPF) [14] provides a skeleton for the monitoring 
programs. It uses the MHI and the MPC to do the human interaction, and the MBM to receive 
data. 

The user must write only tour simple routines: 
- one initialization routine (UINI), which is called at program start-up; 
- one termination routine (UEND), which is called when the program exits; 
- one communication routine (UCOM), which is called every time the operator asks 

for interaction with the monitoring program; 
- one event analysis routine(UEVT), which is called for each event received from the 

MBM. 
These four routines are called according to the flowchart shown in Fig. 14. 

Much flexibility has been built into the MPF skeleton such that, for instance, it is easy 
to build a monitoring program that is automatically activated at Start-Of-Run and perform 
some special dedicated operation at End-Of-Run. 

3 .7 The data-logger 
The Model Recording System (MRS) [15] is an off-the-shelf recording program. It can 

be connected to an MBM stream and port, and can record the data. The two standard data 
formats used at CERN, and supported by MRS, are EPIO and ZEBRA. The output media can be a 
data file, a round tape, or an IBM 3480 compatible cartridge. The program is command-
driven with a DCL-like syntax; however an interactive control program using menus and 
panels is also contained in the product. 

3 . 8 The selection routine 
The selection routine, which is a user-written algorithm, is called by the MBM every 

time a selection of events must be made. The sampling criteria are applied after the selection. 
The routine is optional and can be declared for each port. An example of the declaration of a 
selection routine can be found in the code of the configuration program in subsection 3.4. In 
our example, the selection routine (see below) can be the same for ports Z0_100% and 
ZO_request shown in Fig.13. 

LOGICAL FUNCTION SELECT_Z0 (EVENT, PORTJD, PORT_ARG, STREAM_ARG) 

IF (ZOJDENTIFIED) THEN 
SELECT_Z0 = .TRUE. 

ELSE 
SELECT_Z0 = .FALSE. 

ENDIF 
RETURN 

3.9 Conclusion 
In this section we have seen how the MBM and the related tools can be used to build a 

small data-acquisition system. Some indications have been given as to how to use the package 
for different configurations. Finally, we have shown how the user can benefit from 
applications that are available off-the-shelf, such as the MRS. Other applications are 
available, such as the MODEL Standard Producer (MSP) [16] for injecting data produced in a 
VALET-PLUS system into the MBM, or the MODEL Standard Consumer (MSC) [17] for 
dumping events. 
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4 . THE RUN CONTROL 

4.1 Introduction 
A large data-acquisition system composed of a set of isolated programs would be rather 

difficult to use. Furthermore, the different programs probably need to be synchronized: for 
example, they must be started and stopped in a given order. The system would also be 
difficult to operate if one has to interact with several programs during the data-taking. 

The State Manager system (SM) [18,19] is a neat and flexible solution to this 
problem. The SM is a tool for building distributed run-control systems with a dedicated 
object-based language. The system to be controlled must be decomposed into a set of objects. 
An object should correspond to a piece of the system: a program or a subsystem. Each object 
must then be described as a state machine: its main attribute is its current state. The state 
can take any value in a list of values declared by the user in his SM program. An object can 
interact on other objects by sending commands to them. The command triggers the execution 
of an action, which is terminated when the object reaches a new state. 

Each activity of the data-acquisition system to be controlled should be handled by a 
single program. This will simplify the design and the implementation of these programs; it 
will also make their control much easier. These processes are called associated processes 
because they are associated with an object. The SM communicates with them via messages 
handled by the OSP package [20]. The SM sends to them the commands triggering the 
execution of actions, and the associated processes send back messages when they assume a new 
state. These messages constitute the interface between the SM and the outside world. The same 
interface is used to send commands to the SM itself by an overall control program. The 
communication package deals with distributed environments. Therefore it allows commands 
to be sent to processes running on remote machines. 

The objects are divided into two categories: 
- The associated objects are associated with a program dealing with a device or an 

activity. 
- The objects of the second category correspond to abstract entities that form part of 

the description of the system. They are internal to the SM. 
The SM program written by the user is translated by the SM translator into ADA. This 

code can then be compiled and linked by the standard VMS tools to produce an executable 
image. The execution of this image will activate the run control and establish communication 
with the associated processes. 

4 . 2 The SM language 
The SM language contains declarations and instructions. The declarations allows us to 

define the name of the object, its states, and actions. An example of a state machine for an 
object 'RUN' is given in Fig.15, together with the corresponding SM code. 

The SM maintains a queue of pending commands for each object in the system. The SM 
delivers the next command to an object when this object is ready to accept it, i.e. when the 
object is in a stable state and is not executing any action. The command sent by the SM 
triggers the execution of an action. This execution is different, depending on whether the 
object is associated or not. For an associated object, the execution of an action consists of 
sending the action to its associated process. When the process has terminated the execution of 
this action, it will return its new state, which is mimicked by the associated object. For a 
normal object (not associated), the execution of the action consists of the execution of a 
sequence of SM instructions. Four basic instructions are contained in the language. 

i) The DO instruction is used to send a command asynchronously to an object. The 
sender carries on with its own execution after the command has been sent. If the 
receiver is not ready to execute the command immediately, it is put into a queue, 

ii) A piece of code is terminated by the instruction TERMINATE_ACTION /STATE='. 
This instruction can be placed anywhere in the code, thus stopping the execution of 
code and putting the object in a stable state defined in the instruction. 
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Convention : SM code in bold 
keywords i 

object : RUN 
State : DORMANT 

action : START 
state : ACTIVE 

action : STOP 
action : PAUSE 

state : PAUSED 
action : CONTINUE 

Fig. 15 Example of declaration of an object 

iii) The IF instruction allows the state of one or many objects to be tested and combines 
these tests in logical conditions. An object is tested when all the commands present 
in its queue have been executed. The IF instruction synchronizes the object 
executing the IF statement with the objects whose state is tested in the instruction. 

iv) The WHEN instruction triggers the execution of an action spontaneously when a 
logical expression based on the states of objects becomes true. This instruction is 
used to react asynchronously to a state change in the system. 

The example below uses the four basic SM instructions: 

object : RUN 
state : DORMANT 

action : START 
do MOUNT TAPE 
do START TAPE 
do ENABLE TRIGGER 
if (TAPE in_state WRITING) and 

(TRIGGER in state ENABLED) then 
terminate action/state=ACTIVE 

else 
terminate_action/state=FAILURE 

endif 
state : ACTIVE 

when TAPE in_state END_OF_TAPE do STOP 
action : STOP 

do DISABLE TRIGGER 
do STOP TAPE 
do DISMOUNT TAPE 
terminate_action/state=DORM ANT 

state : FAILURE 
action : RESET 

do RESET TAPE 
do RESET TRIGGER 
terminate action /state=DORMANT 

lowercase 
; in uppercase 

Run 
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4 . 3 The State Manager and the external world 

4.3.1 The display and control program 
The SM program itself can be controlled at run-time by a 'control program', which can 

send a command to the SM for any object. This is done with a call to a subroutine of a library 
distributed together with the SM. The control program can also examine the current state of 
the system in a shared data-structure, which is maintained by the SM program while it is 
running. This is shown in Fig. 16. 

r~ SM program N D/S r~ 
-< 

"'\i Run 
-< 

"'\i Run 

1 i 1 

y \ Control 
Program 
Control 
Program 

\ 
, Trigger '* Tape J 

Control 
Program 

\ 
, Trigger '* Tape J 7/ / i 

I 
Trigger 
program 

Tape 
program 

Fig. 16 The SM program and the external world 

4.3.2 The associated programs 
The associated programs running under the control of the SM must conform to a well-

defined interface. They must be command-driven and send back their state when it has been 
modified. It is advisable to write these programs following the conventions from the start, 
because this may influence their design. A library of routines is available for the associated 
processes. 

The simplest structure of an associated program is as follows: 

call SMIJNIT 
call SMI_ASSOCIATE (object_name) 

mainjoop: 
while (program active) 
loop 

call SMI_GET_COMMANDW (command) 
decode and execute the command 
call SMI_TERMINATE_COMMAND (state) 

end loop mainjoop 

This program is suspended in the routine (SMI_GET_COMMANDW ) until a command is 
sent by the SM. This technique is not applicable in all the cases where the program must also 
deal with an external device that can send interrupts. First, it is not acceptable that the 
program is unable to handle an interrupt from the device when it is waiting for a command. 
Secondly, the interrupt from the device may also result in a change of state of the associated 
program. This change of state must be passed on to the SM. We must therefore modify our 
example as follows: 
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call SMIJNIT 
call SMI_ASSOCIATE (object_name) 

mainjoop: 
while (program active) 
loop 

wait for the interrupts 
if (command interrupt) then 

call SMI_GET_COMMAND (command) 
decode and execute the command 
call SMI_TERMINATE_COMMAND (State) 

endif 
if (device interrupt) then 

handle device interrupt 
if (state has changed) then 

call SMI_SET_STATE (state) 
endif 

endif 
end loop mainjoop 

Figure 17 shows an example of declaration of an object associated with a program in 
the SM language. The code is reduced to the declaration of the object: its name, its states, and 
its actions. The example specifies also a special state, marked with the 7dead_state' 
qualifier, which is assumed by the object when the associated program is not running. This 
special state allows testing in the SM code whether the associated program is running or not. 

Tape 

object : TAPE /associated 
state : ABSENT /dead_state 
state : AVAILABLE 

action: MOUNT 
state : MOUNTED 

action : START 
action : DISMOUNT 

state : WRITING 

action : STOP 
state : END_OF_TAPE 

action : STOP 

Dismount 

Stop 

Fig. 17 Example of an associated program 

4.4 Extended features 
The basic constructions of the SM language are limited to the minimum needed to 

control a simple system. These contructions make it possible to declare a system in terms of 
state machines and to define the sequence of commands to be executed during some phases of 
the run. Although the language is enough for the control of simple systems, it contains also 
features for dealing with more complicated configurations. These extended features are 
reviewed in this section. 
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4.4.1 The SM domain and the visible objects 
The object name has to be unique in one SM program because the object must be 

adressable unambiguously. However, this may be a limitation in big systems composed of the 
repetition of similar subsystems. It may also be interesting to divide a big system into 
distinct SM programs.This is what the SM domains are for. 

The SM domain is a logical domain that consists of one, and only one, SM program and 
its associated programs. The SM domain limits the visibility of an object. The name of the 
object must be unique in one domain, but one can have the same object name in different 
domains. 

An object belongs to one domain only, but it may be rendered 'visible' to outside 
domains. This allows us to control one SM program from another SM program. Figure 18 
shows an example of a top-level SM controlling two other SMs in different domains. An SM 
controlling another one must invoke explicitly one object and its domain name. The notation 
is the following: 'Domain::Object'. In the example of Fig. 18, the SM program of the domain 
MAIN contains references to the objects TPC::RUN and HCAL::RUN. An SM which must be 
controllable from outside its domain must declare one object as being 'visible', which is the 
case for the object Run in the SM program of the domains TPC and HCAL. 

SM program 

Domain TPC Domain HCAL 

Fig. 18 Example of use of the SM domain 

4.4.2 The multiple-state objects 
It may be difficult to describe some associated programs in terms of a state machine 

with one current state. It is therefore possible to divide the object into subobjects, each of 
which has its own state. The obvious candidates for a subobject are: a device that the program 
has to deal with, a level of alarm, and so on. The result of this division into subobjects is that 
the object itself will seem to have many concurrent states at the same time. 

The example presented here is a datalogger, which has to deal with the connection to the 
buffer manager and with a tape device. The program can be connected, or not, to the buffer 
manager. The tape device can be mounted or not. The two operations must be done, in any 
order, before starting to write data. Also when the program is recording data, it is not 
allowed to dismount the device or to disconnect the program from the buffer manager (see 
Fig. 19). 
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Fig. 19 Example of an object with multiple states 

The corresponding SM code is shown below. 

object : TAPE /associated 

subobject : MBM 
state : DISCONNECTED 

action : ATTACH 
state : CONNECTED 

action : DETACH 

subobject : DEVICE 
state : AVAILABLE 

action : MOUNT 
state : MOUNTED 

action : DISMOUNT 
action :START 

state : WRITING 
action : STOP 

state : END_OF_TAPE 
action : STOP 

It should be noted that the SM includes a tool for helping to write associated processes. 
This tool generates the internal state machine of an associated program. It is particularly 
interesting for programs modelled by a multiple-states object. 

4.4.3 The classes and the access objects 
With the declaration statements seen up to now, the user has to declare each object in 

the SM program. However, it is quite common to have systems where many objects are 
identical but not their names. The notion of class has been introduced to overcome this 
limitation. The user can define a class of objects in the same way as a data type in standard 
programming languages. The declaration of a class is similar to the declaration of an object, 
i.e. the user must define the class name, its states, and its actions. Once a class has been 
defined, it is sufficient to invoke the class name in the declaration of the objects that belong 
to the class. The following example shows the declaration of a class 'TAPE', and of two objects 
TAPEV and TAPE2' of the class TAPE': 
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class : TAPE /associated 
state : AVAILABLE 

action : MOUNT 
state : MOUNTED 

action : DISMOUNT 

object : TAPE1 is of class TAPE 
object : TAPE2 is of class TAPE 

This feature improves the readability and the maintainability of the code, and reduces 
the size of the declarative part of the program. But a similar problem exists for the SM code 
when one has to deal with many similar objects. A special type of object has been introduced: 
the access object, which is like a pointer to any object of a given class. The 'access* statement 
specifies which object of the class is accessed. The basic SM instructions can use the access 
object to access one object of a class indirectly: 

object : CURRENT_TAPE is access to class TAPE 
state : NOTJJSED 

action : SELECT_TAPE1 
access TAPE1 

do MOUNT CURRENT_TAPE* 
if (CURRENT_TAPE* in_state MOUNTED) then 

4.4.4 Command parameters 
Some associated programs may need parameters together with some commands. These 

parameters can be specified in the SM code as simple strings or as logical names translated at 
run-time. An example is given below. The parameters are appended to the string of the 
command, and the whole is sent to the associated program. 

do MOUNT ("/LABEL=" NEXT_VOLUME) CURRENTJTAPE* 

4.5 Conclusion 
The SM is a new approach to the problem of run control. It has proved adequate, both in 

flexibility and in reliability, during its use at CERN in the following collaborations: DELPHI, 
OBEUX and Omega. 

It certainly requires some discipline. The overall data acquisition must be designed 
following an object-based philosophy, and the associated programs must conform to some 
rules. They must be implemented as state machines and be command-driven. But this effort 
is worth while because it eases the control of the system and its maintenance. 
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ABSTRACT 

In order to get a better understanding of the principles of the graphical 
event analysis, it is recommended to have some knowledge of the 
hardware architecture of a "standard" graphics device. It is the subject of 
the first part of these lectures. The general methods of the 3D graphics 
geometry are described in the second part linking the hardware 
description to the event viewing algorithms given in the third part. Finally, 
the fundamental point of user interfaces, also defined as the system 
interactivity is the subject of the fourth part. As it can be seen, computer 
graphics is covering many topics of computer science and it is clear that 
they can be only very superficially outlined in this kind of talk. 

1. THE GRAPHICS DEVICE HARDWARE 

It may not be obvious to everyone that after a computer has drawn a 
picture on a display monitor, the image, or a description of it must be 
stored somewhere. This operation was performed on the firsts powerful 
graphics displays by means of storage tubes (essentially the Tektronix 
green screens) allowing for 2D black (green) and white static pictures. 
Another way was to memorize vector coordinates in order to drive vector 
displays directly derived from the oscilloscope technology. Such displays 
were able to give good resolution 3D pictures provided that the number of 
vectors was small enough to allow a memory access fast enough to refresh 
the screen. 

The advent of powerful microprocessors and of high density fast access 
memory together with a large drop in components prices made possible 
during the last 5 years more powerful workstations able to display 
dynamic coloured images most of them using the raster technique 
described in the next section. 

Chercheur Qualifié FNRS Belgique 
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1.1 The Refresh Raster Displays 

For the raster scan, also called bit map method, the image to be displayed 
is constructed from a two-dimensional array of picture elements called 
pixels. Each of these can take on individual colour and brightness values so 
that the image seen on such a display system is in effect a mosaic, formed 
from a matrix of small elements. The eye of the viewer then reconstructs 
the intended image, provided that the elements are small enough to give 
the required resolution. It follows that in order to display fine details 
there must be a large number of these pixels each of which is "mapped" 
from a screen position into a corresponding memory location within the 
frame buffer and where each data value has attributes which specify the 
brightness of the associated pixel. 

It is precisely because of this "mapping" relationship between pixel screen 
position and frame buffer location that this technique is called the "bit
mapped method". 

The term raster implies that the image to represented on the screen is 
constructed by a raster sequence i.e.: as a succession of equidistant scan 
lines, where each of these scan lines is realised by moving an electron 
beam repeatedly across and down the screen. In this way, the entire 
display area can be covered as shown in Fig 1. 
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Figure 1. Raster Scan 

To begin the display, the first raster, top of screen, is produced by moving 
the electron beam across the screen from the left to the right-hand edge. 
The beam is then switched off and rapidly returned to the left-hand edge, 
and offset downwards, ready for the next raster line. The whole sequence 
is then repeated until the bottom of the screen is reached. When this 
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occurs, the beam is then switched off and repositioned at the top of the 
screen. The periods when the beam current is switched off and the beam 
is returned to the start of a line or the beginning of a frame, are known as 
"fly-back" periods. 

Each raster is effectively divided up into short sections which are 
represented in the frame memory by a given number of binary bits, 
dependent on whether a grey scale or colour is required, the so called 
pixels. Consequently as the electron beam traverses the raster, the beam 
intensity at each pixel point is controlled by the data value held at the 
corresponding pixel in memory. It can thus be understood that the 
memory access timing depends directly on the electron beam raster speed. 

1.2 Raster Display Screen 

As shown in Fig 2, there are three basic components to a raster display 
screen: 
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Figure 2. Basic Components of a Raster Display 

• The output display device, (usually a monitor of TV standard). 

• A memory used for holding the data to be displayed (frame buffer). 

• A display controller for modifying the contents of the frame buffer 
and ensuring that the data held within is accurately displayed on the 
output display device. 

Since output display devices are usually of the short persistence TV screen 
variety, images need to be repeatedly recreated on the screen in order to 
ensure that a continuous picture occurs. The display controller, therefore, 
needs to be able to repeatedly transfer (refresh), image information from 
the frame buffer out to the display device. On a normal TV screen half an 
image (one raster over two) is refreshed on each sector cycle (50 Hz) the 
other half being refreshed on the other cycle. This is called the interlaced 
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mode resulting in a complete image refresh at 25 Hz. Such a system is 
satisfactory for a "normal" TV picture but is giving unpleasant "flickering" 
when displaying vectors, particularly horizontal ones which may be hold 
on only one raster. It is the reason why, computer display monitors 
proceed in general to a complete picture refresh at higher rate (in general 
60 Hz). This is called the "non-interlaced" mode. 

1.3 Colour System 

Up until now, we have considered only the simple black and white display 
where a pixel had a 1 bit value or 0, i.e.: ON or OFF. As soon as colour 
information is required, a minimum of 3 bits/pixel are to be used allowing 
for 8 colours as in the example shown in table I: 

Table I 

Example of colour definition from 3 bits 

Bits Colour 

000 black 
0 0 1 red 
0 1 0 green 
100 blue 
0 1 1 yellow (red+green) 
101 magenta (red+blue) 
110 cyan (green+blue) 
111 white 

It is usual to add the intensity information. The minimum configuration 
requires then 4 bits. 

A common configuration is 8 bits per pixel allowing two bits per primary 
colour and two bits for intensity. This arrangement can produce a very 
useful colour display with 256 hues. In fact, as far as event display is 
concerned, such configurations are quite satisfactory. Indeed, most of the 
pictures are made of non-adjacent vectors in which case it is difficult for 
the human eye to distinguish more than 16 hues. The colour information 
of each pixel is sent to the display monitor through a parallel to serial 
converter and a DAC system driving the three electron beams 
corresponding to the fundamental colours. Such a system is schematized in 
Fig. 3 for a 8 bits per pixel arrangement where the serial conversion is 
made through 8 bits shift registers clocked by the raster display raster 
frequency (called the pixel clock). 
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Figure 3. 8 bits/pixel Colour Display System 

In order to offer a large range of colours without the penalty of many bits 
per pixel, a "colour paleted look-up table" can be used. The data value of a 
pixel is not used directly to control the colour, but instead acts as an entry 
address within the table. The value obtained from this table is used to 
define the pixel colour. The trick is to obtain more bits from the table than 
were used as address. This means that an 8 bits per pixel system could 
produce 12 bits of colour data. The trade-off is that one can only choose 
from 256 out of the 4096 definable colours. As the table is accessed for 
each pixel, it must be operated at high speed. This arrangement is shown 
in Fig 4. 
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Figure 4. Colour Paleted Look-up Table 

1.4 Displaying and Drawing 

The process of refreshing a displayed image on the monitor screen keeps 
the display controller and frame buffer occupied for most of the time. 
During the horizontal and vertical fly-back times no displaying takes place, 
so the frame memory becomes briefly available for other purposes. 

Typically 20% of the line period is used for horizontal fly-back, and 6% of 
the field period for vertical fly-back as shown in Fig. 5. 

This leaves about 26% of the time available for non-display activities, that 
is DRAM refresh and drawing. 

Dynamic RAMS require period refreshing so that their contents do not 
corrupt. If these are used for the frame buffer then refresh cycles must be 
performed during the horizontal fly-back periods taking almost 8% of the 
horizontal raster time. 

Drawing is carried out by modifying the pixel data values within the frame 
buffer. This operation requires that the pixel data is first read, modified 
and then written. As the frame buffer is occupied during the display 
periods, drawing must be done during the fly-back periods. However, this 
makes the drawing slow. Drawing during display periods implies stopping 
of the display process resulting in unpleasant "flashes" on the screen. This 
method is not often used, though drawing is performed very much faster. 
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Figure 5. Raster Display Timing 

In summary simple access mode gives typically: 

74% Display 
• 0-18% Drawing as required 

8% DRAM refresh 

A way to speed-up the drawing process is to interleave drawing and 
display cycles using the sequence shown in Fig 6. 

This implies faster memory accesses as an additional write sequence has 
to take place during the display cycle. 
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Figure 6. Interleaved Display and Drawing Cycles 

Drawing is now allowed during half of the display cycle giving: 

• 74% Display 
• 0-55% Drawing as required 

8% DRAM refresh 

The use of dual-ported memories (more expensive than simple DRAM) 
suppresses the synchronization between drawing and display the only 
restriction being to avoid a simultaneous read and write cycle at the same 
address. In such a configuration, drawing is allowed in parallel with the 
display period giving: 

74% Display 
• 0-92% Drawing as required 

8% DRAM refresh 

As we will see later other considerations have to be taken into account as 
soon as picture motion has to be done. 

1.5 Timing Considerations 

As mentioned before the frame memory cycle depends directly on the 
raster speed of the display monitor which is in turn a function of the 
display resolution. A standard TV set has 625 lines refreshed at 25 Hz 
(interlaced mode) leading to a scan frequency of : 

625 x 25 = 15625 Hz 

A high resolution graphics display monitor has 1024 lines refreshed at 60 
Hz (non-interlaced mode) giving a scan frequency of : 

1024 x 60 = 61440 Hz 
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Such a display has in general a resolution of 1280 pixels on each line 
(aspect ratio of 0.8). Thus the pixel rate is : 

1280 x 61440 = 78.64 MHz 

So the pixel period is 12.7 ns. 

The memory cycle time depends on the number of bits per pixels and on 
the level of parallelism which can be reached. 
In the case of 8 bits per pixel and a parallel access of 32 bits words, 4 
pixels can be loaded at a time in the shift registers (see Fig. 3). The 
corresponding memory cycle time is : 

12.7 x 4 = 50.8 ns 

The use of a parallelism on 128 bits increases the cycle time to 203.2 ns 
which is in the range of commonly available high capacity DRAM's. 
It has to be stressed that the colour look-up table memory cycle time is by 
definition the pixel period which means fast (and expensive) memory but 
limited to the palette size. 

As it can be seen, an increase in the image resolution implies an increase 
in electronics speed but it is not the limiting technical point as it can be 
compensated by an increase of parallelism. Presently the display 
resolution is limited by mechanical constraints on the pitch of the colour 
masks of the CRT's and on the precision of the three electron beams 
convergence especially in the corners of the screen. 

1.6 The Staircase Effect 

The principles of a raster display implies discontinuities due to the finite 
size of a pixel. These discontinuities appear like (not always regular) steps 
on lines at shallow angles to the horizontal or the vertical. This effect is 
still visible on the high resolution displays (1280 x 1024 pixels). 

Some manufacturers are performing an hardware modification generally 
called "anti-aliasing" in order to smear the effect out. As shown in Fig 7, 
the method consists in filling adjacent pixels at a lower intensity 
depending on the line angle. 

ox:0 

ox°o X ° x " Standard staircase 
oxxxo o - Anti-aliased pixels oxxo xxo 

Figure 7. The Staircase Effect and Antialiasing 
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The method works in that the vectors are effectively looking straighter 
but at the cost of making them 2 to 3 times as wide with a corresponding 
resolution loss which may be too important as far as the high energy 
events display are concerned (see below). 

2. THE 3D GEOMETRY PRINCIPLES 

Some basic principles of the 3D geometry used in most of the graphics 
systems on the market will be given in this section. Emphasis will be put 
on the geometry transformations which are heavily used in the event 
viewing softwares. Other important topics like coordinate systems and 
clipping are not detailed here. A general discussion of these points can be 
found in [1]. 

2.1 The 3D Geometrical Transformations 

The three basic transformations are : 

• The translation (or panning) resulting in a addition on the coordinate 
vector. 

• The scaling (or zoom) acting as a multiplication on the coordinate 
vector. 

• The rotation acting as a matrix multiplication on the coordinate vector. 

In order to be able to handle these transformations in a symmetrical 
(matricial) way the coordinate system is chosen to be homogeneous: 

coordinate vector = C(x.U, y.U, z.U, U) = C(X, Y, Z, U) 
where U is an arbitrary, non-zero scale factor 

As a consequence the usual coordinates can be retrieved as: 

x = X/U; y = Y/U; z = Z/U 

In what follows and in the graphics engines the scaling factor is in general 
chosen to be 1 and the coordinate vector becomes : C(x, y, z, 1). 
In this system the transformation matrices are 4 x 4 matrices. 

2.1.1 The Translations 

The translation matrix is defined as: 
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T = 

/ 1 0 0 0 \ 
0 1 0 0 
0 0 1 0 

V T x Tv T z 1 J 

Giving the following result: 

C = CT 
( 1 0 0 0 ^ 

= (x y z 1). 
0 
0 

1 
0 

0 
1 

0 
0 

V T X 
T y T z 1 J 

X* = x + O.y + 0.z + T x 
t 

y = 0.x + y + O.z + T y 

z = 0.x + O.y + z + T z 

The translation matrices do commute among themselves: 

T T 1 — T* T* — 

f 

VTx+T'x T v + T ' y T z + T ' z 1 ) 

1 0 0 0 A 
0 1 0 0 
0 0 1 0 

2.1.2 The Scaling 

Scaling around the origin of the system axis is accomplished by applying 
the matrix: 

S = 

The scaling matrices do commute among themselves but do not commute 
with the translation matrices. 

f S x 
0 0 0 \ 

0 Sy 0 0 
0 0 Sz 0 

V o 0 0 1 ) 

T.S = 

;\s = 
K.S'x 0 0 
0 Sy.S'y 0 
0 0 S Z . S ' 
0 0 0 

0 A 
0 

z 0 
1 ) 

( s > 
0 
0 

Sx 

0 0 0 A 
Sy 0 0 
0 S z 0 

I y . S y I J . O J 1 / 
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S.T = 
f Sx 0 0 0 A 

0 S y 0 0 
0 0 Sz 0 

V T x Ty T z 1 ) 

The scaling around an arbitrary origin is performed by a composition of 
translations and scaling: 

1 ) translation to the origin 
2) scaling around the origin 
3) translation to the chosen centre 

( 1 0 0 0 A f S x 
0 0 0 \ ( 1 0 0 0 A 

0 1 0 0 0 Sy 0 0 0 1 0 0 
0 0 1 0 0 0 S z 0 0 0 1 0 

V - x c - y c - z c 1 ) V o 0 0 1 J U c y c z C 1 J 

/ S x 0 0 0 >\ 
0 Sy 0 0 
0 0 S z 0 

V x c ( l - S x ) y c d - S y ) Z c ( l - S z ) 1 J 

2.1.3 The Rotations 

Three basic rotations matrices performing transformations at the origin of 
the axis system and around the x, y and z axis respectively can be defined: 

< 1 0 0 o A 
T% o c o s e s i n e 0 
Rx = 0 - s ine c o s e 0 

V o 0 0 i ; 

r c o s e 0 -sine o A 
Ry = 

0 
s i n e 

1 
0 

0 
c o s e 

0 
0 

V 0 0 0 i ) 

/ cose sin e o o A 
X> — -sine c o s e 0 0 
K z = 0 0 l 0 

V o 0 0 i ; 

In a left handed system often used in graphics systems as the x and y axis 
have their "natural" orientations and the z axis is pointing into the screen, 
a positive angle results in a clockwise rotation when looking from a 
positive axis towards the origin. 
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As well known, the rotation matrices do not commute among themselves 
nor with the translations, but do commute with the scaling. 

As for the scaling transformation, a rotation around an arbitrary origin is 
performed by a combination of translations and rotations: 

1 ) translation from the chosen centre to the origin 
2) rotation 
3) translation to the chosen centre 

2.1.3 The General Transformations 

A general transformation is a combination of the elementary 
transformations described in the preceding sections. It can be written as: 

C = C M 
M = T . c SR x R y R z T c T 

Where T . c is the translation from the chosen centre to the origin and T c is 
the translation from the origin to the centre. The operation is rather heavy 
as it requires six matrix multiplications. 

The general resulting transformation matrix can be written as: 

m i 2 ni i 3 0 \ 
m22 ni23 0 
m32 m33 0 
Ty T z 1 J 

On many systems, this matrix is stored in a compact form (3 x 4) ignoring 
the last column which is never modified. 

Even with a high computing power, it is useful to try to limit the amount 
of computation needed to perform the transformations, particularly if they 
are to be made in a continuous and smooth way like the continuous 
rotation of an interaction in the event viewing in order to disentangle 
complicated configurations and to get a "space" vision of particular objects 
in the event. An optimization can be obtained by means of "specialized" 
modules knowing about the requested transformation. For example, the 
multiplication of the current transformation matrix by a scaling matrix is 
performed by multiplying each element of the first column by the S x 

factor, each element of the second column by the Sy factor and each 
element of the third column by the S z factor. The concatenation of a 
translation is performed by adding the x, y, z components of the 
translation to the corresponding elements of the last row. 

M 

/ m i l 
H 1 2 1 
n i 3 i 

V T x 
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2.2 Graphics Coordinate Systems and Clipping 

If one forgets about modeling transformations, a 3D graphics engine works 
in general with 3 coordinate systems: 

• A world 3D coordinate system in which the user defines the picture. 

• A normalized device 3D coordinate system in which the engine builds 
its display list (see next section). 

• A screen 2D coordinate system in which the 3D image is projected. 

Going from one coordinate system can be performed by matrix operations 
like the ones described in the preceding section at least as far as going 
from the world to the normalized coordinates. It may however imply 
complicated clipping operations to a pre-defined volume defined by the 
user. 
Going from the normalized device coordinates to the screen coordinates is 
simple in the case of orthographies parallel projections used in most of the 
event viewing systems. As the projection is parallel to the z axis, it consists 
in keeping the x, y coordinates of the normalized device system, to scale 
and to translate them in order to fit them on the display screen. In case of 
perspective projections a new and sometimes complicated transformation 
matrix has to be computed. 

3 . DISPLAY LIST MEMORY, MODELING AND OBJECT 
HIERARCHY 

As seen in the first section, the raster display image is stored in a near 
one to one correspondence in a memory called bit-mapped memory or 
frame buffer. On powerful systems, another memory is used to store a 
"mathematical" representation of the picture. This memory is often called, 
the display list memory. 

3.1 The Display List Memory 

Two types of informations are stored in the display list memory: 

• Graphics function codes which are part of the instruction set of the 
specialized graphics processor like "draw a vector", "draw a polyline", 
"draw an arc", "draw a filled surface", "apply a transformation 
matrix", "define the colour palette", "get the bit map content of a 
zone", ... 

• Parameters associated to the function codes like vector coordinates, 
vector attributes (colour, width, line pattern, ...), matrix definitions, ... 

329 



The memory is repeatedly scanned by the graphics processor (memory 
traversal) which executes the required functions resulting in an updating 
of the frame buffer and hence of the displayed picture. The user defines 
the picture through the display list memory using specialized routines 
running on the host computer. The usual architecture of a graphics engine 
is given in Fig. 8. 

Figure 8. General Architecture of a Graphics Engine 

The organisation of the display memory is in general hierarchical with 
function and primitive nodes. A typical hierarchical structure is shown in 
Fig. 9. 
The structure is traversed from the root. The transformation matrices 
encountered on the same path are cumulative. The transformation nodes 
near to the primitives act as modifications local to the concerned objects 
whilst the top transformation matrices are acting in the global picture 
framework. 

3.2 Modeling 

Objects can be defined in trees independent from the root which will not 
be traversed directly by the display processor. As shown in Fig. 9, they 
are referenced by a special node acting almost like a procedure call. Such 
an operation is called modeling. It allows to define a library of objects in 
their own reference frame and to instance them where they are needed in 
the general picture. For example, in a car representation, only one wheel 
must be defined. It is called four times with a transformation matrix 
putting it in the right position with respect to the car representation. This 
last operation may even include scaling (for a racing car for example 
where all wheels have not the same size). If the car is shown moving, a 
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top translation matrix common to the four wheels reference calls can be 
defined. 

Figure 9. Hierarchical Organisation of the Display List Memory 

4. THE EVENT VIEWING PRINCIPLES 

The organisation of an event viewing system can be seen in Fig. 10 
showing the architecture of the DELPHI experiment graphics system: 
DELGRA [2]. The same ideas can be found in the other LEP experiments 
event viewers. 
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Figure 10. The DELPHI Experiment Graphics System 

The system is split into three parts: 
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i) The data base access procedure from where the detector modules 
description, the detector raw data, the pattern recognition results 
and the kinematical quantities can be retrieved. 

ii) The graphics display control module which performs the 3D 
geometry operations including image building and transformation. It 
is at this level that all the concepts described in the preceding 
sections come into consideration. 

iii) The user interface module from which all commands are translated 
into actions dispatched to the two other parts of the system. 

An overview of these procedures is given in the following subsections. 

4.1 The Hierarchical and Relational Database Access 

The High Energy events recorded by electronics have a "natural" hierarchy 
which is in general used in the database systems. In the DELPHI 
experiment an access/definition module named TAN A G R A [3] has been 
built on top of a Z E B R A [4] structure. 

The package is built in such a way that it provides: 

• a backbone for the off-line analysis programs, making sure that the 
information which is most directly relevant for the final physics 
analysis is stored in a coherent and controllable way. 

• an interface between the event and the interactive analysis system 
flexible enough to cope with the specific requirements of this type of 
work 

• an edition tool on the data: if the software of a given detector is 
improved, results from an earlier version can be removed, new 
results inserted and integrated with the rest of the information 
without need for re-running the other detector component parts. 

• a reasonable protection of the data. The data structure called 
VET BAS is stored in a ZEBRA store of its own. The access to the data 
is made through highly protected procedures to minimize the 
corruption risk. 

The VETBAS hierarchy is illustrated in Fig. 11 which shows the process of 
going through "reduction lists". The logical relations resulting from the 
data taking process and from the reconstruction process are preserved 
through all the structure as well as an "history" of all the operations which 
affected the data. 
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Figure 11. The TANAGRA Hierarchical structure 

4.2 The Graphics Display Control Module 

As mentioned above the graphics display module controls the operations 
described in sections 1 and 2. On high performance systems, there is a 
direct link between this module and the display list memory. On medium 
performance systems, a program interface is used. In the case of DELPHI, 
it is the GKS 3D library chosen because it is a "standard" available on 
many platforms, hence providing a good program portability. In the case 
of an high energy event the graphics hierarchy is a reflexion of the data 
base hierarchy. In order to avoid unnecessary duplication, it was decided 
in the DELGRA program to proceed by using cross reference tables as 
shown in Fig. 12 . 
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Figure 12. The Graphics/VETBAS Cross Reference 

The one to one correspondence is maintained through the so-called 
TANAGRA identifiers using a bidirectional communication in order to keep 
VETBAS updated with regard to any modification of the graphics structure 
and to represent graphically any action on the VETBAS structure. 

The graphics tree is schematically shown in Fig. 13. It consists in three 
distinct branches: 

• The title branch with the general event information (event number, 
data taking conditions, reconstruction status, ...). 

• The graphics menus branch, itself organised in a hierarchical way not 
described here. 

• The event display branch made of two distinct parts: the detector 
representation and the event representation (tracks, hits, calorimeter 
information, ...). 

335 



Figure 13. The Event Viewing Hierarchy 

It can be seen on this last branch that modeling is used as far as the 
detector representation is concerned. In fact on some systems, modeling is 
also used for the event representation, allowing the storage in the display 
memory of one model for drawings in multiple windows of the same 
interaction seen from various viewing angles. The event transformation 
matrix is put on one node. This node is updated on user request for a 
modification of a viewing angle or of the magnification factor. On high 
performance systems, this update is made at high rate (20 Hz for 
example) in function of the user action on a peripheral device (button box, 
joystick, speed ball, mouse). The transformation is then looking continuous 
on the screen giving a good impression of the third dimension of the 
interaction. It can be seen that the requested update rate is only 
compatible with high speed raster display processors. 
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Another important operation performed at the level of the graphics screen 
is the selection of displayed objects, usually called "picking". The high 
level graphics processor are looking to their peripheral devices activity (in 
this case the mouse for example) and are able to use the cursor position 
coordinates in order to retrieve the selected primitive during the display 
list traversal. In the other cases this search is performed by the host 
making the operation rather heavy. As mentioned above, the final 
selection of the corresponding physical object is made by using a cross 
reference table. 

4.3 The User Interface Module 

The user interface module is a menu driven procedure allowing an 
interactive definition of the actions to be performed either on the event 
data base or on the event picture. The design of such a module has to be 
done quite carefully as it is the "window" through which the user can see 
the whole system. As it is often said "user friendliness" has to be kept in 
mind ! Such a complicate requirement is achieved through a menu 
structure corresponding to the normal flow of the event analysis and 
which is as self explanatory as possible. In the DELGRA system, the menu 
selection results in a phrase: 

OBJECT - SELECTION - ACTION 

The object is one of the elements of the TANAGRA hierarchy described in 
Fig. 11. The selection can be directly made on the graphics screen 
(picking) or by using the entity relationship inherent to the VETBAS 
structure. The action verb corresponds to a graphics modification (draw, 
erase, change attribute ...) or to a modification of the data base resulting 
from some re-processing of the data (partial pattern recognition after 
manual suppression of background, re-computation of kinematical 
quantities like sphericity, thrust etc. after an oriented track selection, ...). 

Two important consequences result from the approach described here 
above: 

• The system must work in an asynchronous way. The program flow 
cannot be linear as it is driven by the user choices. 

• The chosen interaction scheme is well suited to the object oriented 
programming technique. 

The first point results in an heavy use of the hardware interrupts in order 
to maintain a supervisor task on all the peripherals used for the process 
communication. This software part is dependent of the hardware platform. 
In order to get an application as portable as possible, a common interface 
has been designed. 
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The second point cannot be developed in details in this framework. A good 
summary of the basic concepts of the object programming technique can 
be found in [5]. In this context an object is a piece of executable code with 
local data. These data are private to the concerned code; it is said to be 
encapsulated in the code. The object is performing operations designed as 
methods on its local variables also called instance variables resulting in 
answers to the calling process. A typical object in our system is a track 
(giving raise to a tracking routine) the method being the track definition, 
its drawing, its erasing, the change of its attributes,... 

5. CONCLUSION 

The 3D graphical event analysis implies the use of high performance 
hardware and of optimized software techniques. It has proven to be an 
invaluable tool for the LEP experiments at the various stages of the 
analysis: 

• The detector design and response evaluation 

• The reconstruction programs debugging 

• The detector modules final alignment 

• The pattern recognition programs final tuning and verification 

• The physics interpretation of events with complex topology or of 
pathological events 

It helps the physicist to get a comprehensive view of phenomena implying 
a high number of parameters sometimes heavily correlated and will 
continue to evolve in order reflect the detector upgrading as well as any 
new physics araising. 

* * * 
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SIMULATION OF NATURAL FRACTALS BY IFS, DLA and L-STRING SYSTEMS 

R.F. Churchouse 
University of Wales College of Cardiff, UK 

ABSTRACT 

The best-known methods for generating fractals are based upon 
repeated iteration of complex quadratic polynomials. There are, 
however, other methods which have recently attracted considerable 
interest among scientists since they appear to provide good 
simulations of certain naturally occurring processes such as the 
growth of coral, electrodeposition and the forms of trees and 
plants. In this lecture, after a historical survey the three 
methods IFS, DLA and L-string systems are described. 

1. Introduction 

Fractals have been the subject of a great deal of research 
in recent years thanks, initially, to the work of Mandelbrot [1] 
and, more recently to the publication of a number of beautifully 
illustrated books, including [2], [3] and [4]. 

The word "fractal" having now been introduced it is 
appropriate at this point to say that despite the vast literature 
on fractals there is no entirely satisfactory, universally 
accepted, definition of them. Mandelbrot defined them as sets 
whose Hausdorff dimension is greater than their topological 
dimension. Falconer [5] however points out that this definition 
excludes some sets that ought to be regarded as fractals and 
suggests a number of properties that might be regarded as typical 
of a fractal including the dimensional anomaly proposed by 
Mandelbrot together with statistical self-similarity and the 
difficulty of providing a geometrical definition. In summary, it 
seems that the best that we can do at present is to 'define1 a 
fractal by giving a list of the properties that we would expect it 
to have. 

The mathematical theory of fractals, as distinct from their 
computer representation, it should be stressed, is deep and 
incomplete and is the subject of much research. For a good recent 
account see the book by Falconer [5]. 

All the early work on fractals, and quite a lot of the 
current work, is based on the iteration of complex polynomials but 
there are other methods and three of these: IFS, DLA and L-string 
systems, are of particular interest to many scientists including 
biologists, chemists, geologists and physicists as well as to 
mathematicians and computer scientists. In addition each of these 
methods is well suited to 'visualisation', and, in some cases, to 
parallel computation. Before describing these methods however a 
brief account of the history of fractals is necessary. Time will 
not permit much more than an indication of the mathematics behind 
the various topics but interested people should consult the 
appropriate references. 
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2. Fractals, Mandlebrot and Julia Sets 

2.1 Cayley's Problem 

In 1879 Cayley investigated the solution in the complex 
plane of a quadratic equation by the Newton-Raphson method 

zn+l = z n - f ( z n ) / f'( zn> ( 2.1) 

where f (z) = 0 is the quadratic. A natural question is "starting 
from an arbitrary (complex) z 0 to which root, if any, of the 
quadratic does (2.1) converge?". Cayley solved the problem very 
elegantly; the answer is that if we divide the complex plane by 
the perpendicular bisector of the line joining the two roots {z n} 
converges to that root lying in the half plane containing zQ. If 
z 0 happens to be on the perpendicular bisector, B, z n does not 
converge to either root but wanders up and down B. (That 
something like this must be true is obvious if we take f(z) = z 2+l 
and z 0 purely real; for (2.1) will then always produce purely real 
values for z n, so z n stays on the real axis and can't converge to 
either root). In modern parlance we would say that "B is the Julia 
Set" of (2.1) for the quadratic . 

A good account of Cayley's solution is given in [2]. 

Cayley then turned his attention to the cubic, but he 
couldn't solve the corresponding problem (to which of the 3 roots 
does z n converge?) . He said that he would return to it in due 
course, but never did. There the matter rested for about 100 
years; for an indication of the solution see section 2.5 below; 
for real enlightment see [2, 93-102]. 

2.2 Fractional dimensions 

Early in the 20th century the concept of "fractional 
dimension "was introduced into pure mathematics by Hausdorff. It 
was shown that simply defined curves exist which have infinite 
length but enclose a finite area and which have a dimension 
greater than 1 but less than 2 (this is not obvious) . In 
particular the von-Koch snowflake curve (Figure 1) has a dimension 

log 4 
= 1.262 

log 3 

and the Hilbert space-filling curve (Figure 2) has dimension 

log 5 
= 1.465 

log 3 
Both these curves are defined recursively. From a computer science 
point of view they can be defined particularly elegantly in terms 
of string re-writing systems, which makes it very easy to program 
their production on a computer, at least up to the limit of 
resolution of the screen. We return to this topic later (Section 
2.8) . 
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Fig . 1 The von Koch , snowflake ' 1 curve F ig . 2 H i lbe r t s p a c e - f i l l i n g curve 

The c o n c e p t of f r a c t i o n a l d i m e n s i o n s a t t r a c t e d l i t t l e 
i n t e r e s t o u t s i d e p u r e m a t h e m a t i c s u n t i l t h e work of Mande lb ro t 
i n t r o d u c e d i t t o a f a r wider a u d i e n c e a round 1980 [ 1 ] . 

2 . 3 J u l i a and Fatou 

B e g i n n i n g in 1918 J u l i a [6] and Fa tou [7] i n v e s t i g a t e d t h e 
b e h a v i o u r of t h e sequence {Z n} g e n e r a t e d by t h e i t e r a t i o n 

Z n = F ( Z n _ ! ) (2 .2) 

where F(z) = z 2 + c. A particular question they considered was: 

"For what values of the (complex) number c does the 
iteration (2.2) not diverge when we start with Z 0 = 0?" 

The problem is superficially similar to the one considered 
by Cayley in 187 9 but it is fundamentally quite different since in 
(2.2) Z o=0 and only c varies, whereas in (2.1) Z Q also varies. 

Julia and Fatou proved many theorems relating to (2.2) 
including the fact that the set of values of c for which the Julia 
set is connected is the same as the set of values of c for which 
the sequence {Z n} generated by (2.2) remains bounded when we start 
with Z o=0; this is the set which is now known as the Mandelbrot 
Set. That this set is structurally complex and difficult, if not 
impossible, to describe in geometrical terms, was known to Julia 
and Fatou and it was only in 1980 that a picture of the set was 
produced, by Mandelbrot, who had for several years been 
investigating what he himself has described as "several abandoned 
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branches of mathematics that promised to involve interesting 
fractals whose actual structure was for all purposes unknown" [2, 
p 252] . 

2.4 Generation of Julia Sets on Computers 

The Mandelbrot set, M, as defined by (2.2) when F(z) is 
quadratic and the Julia sets associated with points on the 
boundary of M have been intensively studied and a vast number of 
extraordinary, diverse and beautiful pictures have been produced, 
inspired to a considerable extent by [2]. This visually delightful 
goldmine is infinitely rich and so therefore, is the potential 
yield of amazing pictures. All that is necessary to enjoy the 
benefits is to get hold of a PC with good colour graphics and a 
Basic interpreter (which is usually provided free of charge with 
the PC) and write, or copy from someone, a program to generate the 
Julia set associated with c=a+bi where c is on the boundary of M 
(another simple program finds such (a,b)) and a treasure appears. 
Since there are an uncountable infinity of such pairs (a,b) the 
hoard is truly beyond measure. Of course if you are impatient and 
want a new picture every few seconds, rather than every few 
minutes, you must use a compiler not an interpreter, or, even 
better, use Pascal, Fortran or C rather than Basic. 

2.5 Variations on the themes of Mandelbrot and Julia 

Equation (2.2) need not be restricted to the case where F(z) 
is a quadratic polynomial; there is no reason why F(z) should not 
be: 

(1) a polynomial of degree greater than 2; 
or (2) a rational function; 
or (3) a Newton-Raphson type function (which is, of course, 

a rational function of particular type when we are 
solving a polynomial); 

or (4) a transcendental function, 
or even (5) a non-analytic function. 

The "Mandelbrot" and "Julia" sets in many of these cases 
have been investigated and some results are illustrated in [2] and 
[3] . The third case, (3) , is of course the generalisation of 
Cayley's Problem; but note the complexity of the solution for a 
cubic, as shown below in Figure 3, and in colour in [2, p91]; in 
stark contrast to the crisp solution for a quadratic, 
the cause of Cayley's difficultiues is quite clear, the regions 
are indescribable in terms of classical geometry. 

Fig. 3 Domains of attraction of the roots of a cubic 
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2.6 Iterated Function Systems 

The Cayley Problem is concerned with the solutions of (2.1) 
and the Mandelbrot, Julia and Fatou problems are concerned with 
solutions to (2.2); although they are different both (2.1) and 
(2.2) are examples of iterated function systems (IFS) in a single 
variable, the complex variable z=x+iy. 

There are many possible forms of iterated function systems. 
If we restrict ourselves to two dimensions, starting from an 
initial point (x 0,y 0) we can generate a set of points (x n,y n) by 
any pair of formulae of the type 

xn+l = f( xn^y n) 
(2.3) 

Yn+1 = g(* n,y n) 

Even more generally we can make x n + ^ , y n+i depend also upon x n_^, 
Yn-1 o r combinations of these and even earlier terms if we wish, 
indeed many finite difference formulae, such as multi-step 
formulae used in the solution of differential equations, are of 
this type. The set of points (x n,y n) so generated may converge to 
a fixed point ('the attractor'), or cycle around a fixed point, or 
may move outside any bounded region. 

Another generalisation, explored by Barnsley [4] in 
particular, is to replace (2.3) by a number of iterative formulae 
e.g. 

xn+l = fi( xn'Yn) 
i=l,2,..,k (2.4) 

Yn+1 = gi< xn'Yn) 

where the j-th formula is chosen at random with probability pj, 
the probabilities Pi,P2/--^Pk being (usually) not all equal. 

Barnsley [4] has shown that even in the simplest case, when 
the functions fj_ and g-j_ of (2.4) are linear ("affine"), i.e. 

xn+l = ^xn+biyn+ci 
(2.5) 

Yn+1 = d i x n + e i Y n + f i 

some remarkably complex and striking point sets are generated. In 
his best-known example, the details of which are given in TABLE 
1, four affine transformations produce a very realistic picture of 
a fern as is shown by Figure 4. 
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i aj_ bj_ c^ dj_ ej_ t'i pi 

0 0 0 0 0 . 1 6 0 

.. - -

0 . 0 1 

0 . 8 5 0 . 0 4 0 - 0 . 0 4 0 . 8 5 1 . 6 0 . 8 5 

0 . 2 - 0 . 2 6 0 0 . 2 3 0 . 2 2 1 . 6 0 . 0 7 

- 0 . 1 5 0 . 2 8 ' - 0 0 . 2 6 0 . 2 4 0 . 4 4 0 . 0 7 

TABLE 1. AFFINE TRANSFORMATIONS FOR A FERN 

To generate the fern start with x=0 y=0 and generate a random number in 
the range 0 -1 . Then choose one of the above four transformations 
according to the probability shown e.g. if the random number is less than 
.01 choose transformation number 1. If the random number lies between 
.01 and .86 choole transformation number 2 and so on. The meaning of the 
coefficients shown is best illustrated by transformation number 2. When 
this is used the point which you already have(x,y) is replaced by the new 
point (0.85X + 0.04y + 0, - 0.04x + 0.85y + 1.6), as shown below [ F i g u r e 4 ] 

As each new point is generated you colour the appropriate pixel on your 
screen. After applying these transformations a few thousand times a 
picture of a fern will have been generated. 
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Fig. 4 A fern generated by the IFS of Table 1 

Provided that the system (2.5) consists of "contraction" mappings 
the set of points (x n,y n) will converge to a limit set. The shape 
of the limit set ("attractor " ) does not depend on the 
probabilities associated with the individual transformations, 
provided that they are all non-zero. Varying the probabilities 
causes different parts of the set to appear with greater or lesser 
intensity, a fact which can be exploited in a video image to give 
the impression of changing light. 

Variation of the other parameters causes the limit set to 
change shape but generally in a well-conditioned way, in that 
small changes produce recognisably the same set, and this fact too 
can be exploited, for by varying the parameters slightly but 
regularly the 'object' appears to move. Thus slight variation of 
the parameters in Table 1 causes the fern to appear to shake in 
the wind. There are however cases where the dimension of the limit 
set changes discontinuously when a parameter takes some particular 
value; a simple example is given by Falconer [5, p 127] . The 
computation of the dimension of the limit set is in general 
difficult and it is possible that the two commonly used methods 
for computing the dimension ("Hausdorff" and "box") produce 
different values; for more details see [5, pl29]. 

2 .7 DLA 

DLA stands for "Diffusion Limited Aggregation" which is a 
technique for generating pictures representing objects that occur 
naturally in muIti-branching form, such as coral or 
electrochemical deposits. 

The basic model is generated as follows. 

A square lattice of points is set up, typically several 
hundred points in each direction. A single particle is placed at 
the centre point or at one edge of the lattice, this forms the 
initial attractor. Particles are now generated at random at some 
distance from the attractor. Each particle moves, independently of 
the others, in some specified, usually random, manner. After a 
sufficiently long time a particle will either have escaped outside 
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the lattice or will have been captured by the attractor, the rule 
for capture being arrival at a lattice point immediately next to a 
lattice point which is already occupied by a particle in the 
attractor. 

The shape and dimensionality of the final attractor depend 
upon the law of random motion of the particles. In the case of 
particles simply falling under gravity with the initial attractor 
being a single particle at the centre of the "bottom" side of the 
lattice a cone-shaped semi-porous attractor builds up. This has 
dimension 2 (in the case of a 2-dimensional lattice) and so is not 
fractal. The porosity, both experimentally and mathematically, 
seems to be about 0.53 (i.e. 53% of the lattice points inside the 
attractor remain unoccupied). A similar result is obtained if the 
initial attractor is the entire bottom edge of the lattice; in 
this case the attractor builds up into a rectangular block with 
fissures in it, of dimension 2, and porosity also 0.53. (See 
Figure 5, below). 

In the case of an initial attractor consisting of a single 
particle at the centre with the other particles moving in a random 
manner e.g. N,S,E or W along the lattice each with probability 
-"-M, the final attractor resembles a piece of coral, with long 
"fingers" and deep "fjords" between the fingers, which do not 
fill. (See Figure 6, below) . The dimensionality in this case 
appears, from the computer simulation, to be about 1.7 in 2 
dimensions and about 2.43 in 3 dimensions. These simulations seem 
to agree well with experimental results, such as are obtained in 
electro-chemical deposition. 

Fig. 5 Build-up of deposits on an ocean floor 
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Fig. 6 DLA: Coral-like growth; 10,000 particles, Brownian motion 
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2 . 8 L-type systems 

In section 2.2 the von Koch snowflake curve and the Hilbert 
space-filling curve were used as examples of curves of fractional 
dimension. The definition of the von Koch curve given there was 
purely geometrical. We shall now see how it can be defined by 
means of a very simple string re-writing system. In the simplest 
form of such systems, which have their origin in biology, we have 

(i) an initial string (IS) of symbols, 
(ii) a replacement rule for each symbol, 
(iii) an interpretation rule for each symbol. 

For example consider the system 
(i) IS = -F++F++F 
(ii) + -> + 

- —» -

:iii) 
F 
F 
+ 

• F-F++F-F 
draw a line of unit length 
turn anti-clockwise 60° 
turn clockwise 60° 

If we interpret the initial string on a computer screen we produce 
an equilateral triangle. 

We now replace all the symbols in the initial string, 
according to the rules. (For practical purpose we need to reduce 
the 'unit-length' by a suitable factor, such as 2.5, at each 
iteration, in order to ensure that the figures produced stay 
within the confines of the screen). When we interpret the modified 
string, which has 29 symbols, the figure produced on the screen is 

Fig. 7 Snowflake curve, second approximation 

348 



The process may be repeated as often as we wish, within the 
limitations of the resolution of the screen, producing 
increasingly refined approximations to the snowflake curve. If we 
change the angle associated with + and - in the system above to 
72° another curve is generated which is closed from iteration 
number 2 onwards; the shape of this curve after iterations numbers 
2 and 6 are shown below. 

Fig. 8 x72° snowflake< curve, Fig. 9 "72° snowflake^ curve, 
second approximation sixth approximation 

The system above is an example of an L-type string re-writing 
system; since the interpretation rule for each symbol does not 
involve any of the neighbouring symbols this particular example is 
said to be of the OL, or "context independent"-type. 

More complex L-type systems in which the interpretation of a 
symbol depends upon one or two of its neighbours, known as IL and 
2L-type systems, can be used to generate figures with branches, 
sub-branches, closed loops, etc. For example, by introducing 
bracketing symbols ' ( ' and ' ) ' and the rule that symbols 
enclosed within brackets are to be interpreted as acting on a 
branch from the point just reached, we can generate tree- and 
flower-like structures. Particularly striking examples, including 
a very realistic picture of a field of flowers (due to 
Prusinkiewicz), can be found illustrated in [3] or, with a fairly 
detailed explanation of how such pictures are generated, in [8]. 

6. Postscript and Acknowledgements 

In the printed version of this lecture it is possible to 
reproduce only a few of the slides actually shown, and these not 
in colour. Anyone interested however can consult references [1] to 
[5] and, with a suitable PC, re-create many of these extraordinary 
pictures. Recently a group of programmers in the US have made 
available, at no cost, to anyone who wants it a package called 
FRACTINT which contains about 50 programs for generating Julia 
Sets, Lorenz attractors, Ferns etc. The pictures are very quickly 
produced and are excellent. Figures 3 and 4 were produced by 
these programs. The group ask for no reward, just our gratitude -
they certainly have that. The other figures in this text were 
produced by programs written either by myself or a research 
student, May Gnanjaran: Figure 6 is taken from her M.Sc. 
dissertation. 

Finally it should be pointed out that there are other 
applications related to fractals, such as the study of turbulence, 
which require very powerful computing facilfities - in a 
well-known case over 2,000 hours on Crays. For other applications 
just over the horizon parallel computer systems will be essential. 
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