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Particle-In-Cell Plasma Simulation Codes

on the Connection Machine

David W. Walker

Oak Ridge National Laboratory

Building 9207A, P. O. Box 2009

Oak Ridge, TN 37831-8083

Abstract. Methods for implementing three-dimensional, electromagnetic, relativistic PIC

plasma simulation codes on the Connection Machine (CM-2) are discussed. The gather

and scatter phases of the PIC algorithm involve indirect indexing of data, which results in a

large amount of communication on the CM-2. Different data decompositions are described

that seek to reduce the amount of communication while maintaining good load balance.

These methods require the particles to be spatially sorted at the start of each time step,

which introduces another form of overhead. The different methods are implemented in

CM Fortran on the CM-2 and compared. It was found that the general router is slow in

performing the communication in the gather and scatter steps, which precludes an efficient

CM Fortran implementation. An alternative method that uses PARIS calls and the NEWS

communication network to pipeline data along the axes of the VP set is suggested as a

more efficient algorithm.

Introduction

Computer simulation plays a major role in the design and operation of high-technology

plasma devices. Examples include tokamaks, stellarators, and other varieties of nuclear

fusion reactor in which the plasma is magnetically or inertially confined1, and high-power

microwave sources, such as magnetrons and klystrons, in which strong electromagnetic

fields are generated in the microwave region by the interaction of electrons with a resonating

cavity2. Modeling the non-lmear evolution of plasmas is also important in understanding



the evolution of naturally occurring plasmas, such as those in astrophysical and planetary

environments3.

The charged particles making up a plasma move under the influence of the electro-

magnetic fields that they generate, together with any external fields that may be present.

Thus, in simulating the evolution of plasmas we seek to model the mutual interaction of

all particles and fields in a self-consistent manner. The particle-in-cell (PIC) method is a

widely-used technique for modeling plasma systems1 >3. In PIC simulations the particles are

represented by a set of "superparticles" each of which models the action of a large number

of physical particles, although for clarity we will drop the "super-" prefix. The dynamics

of the system is followed by in' egrating the equation of motion of each of the particles in

a series of discrete time steps. The particle motion is driven by the Lorentz force, which

depends on the electric and magnetic fields acting on the particles. These fields are found

by solving Maxwell's equations at each time step on a Cartesian grid (although triangular

grids have also been tried for non-rectangular geometries4). Thus, as discussed more fully

in a later section, the particle dynamics and the evolution of the electromagnetic field are

coupled through the current density generated by the motion of the particles, and the

Lorentz force arising from the electromagnetic field.

In many instances three-dimensional, fully electromagnetic, relativistic simulations are

required to model systems of interest. The grid may comprise several hundred thousand

points, and current state-of-the-art applications often use in excess of one million particles.

Thus plasma simulations are large-scale in the sense that they require high performance

and large amounts of memory, and have been recognized as one of the "Grand Challenges''

facing the high performance computing community5. These requirements provide a strong

motivation for attempting to implement plasma simulation codes on the most powerful

supercomputers available. Such computers can be divided into ••Uree broad classes: "tra-

ditional" vector supercomputers such as the Cray-2 and Cray Y-MP computers, MIMD

distributed memory machines such as the NCUBE hypercube and the Intel iPSC/860 se-



ries of multiprocessors, and massively parallel SIMD machines, such as the Connection

Machine. The implementation and performance of a three-dimensional, relativistic, elec-

tromagnetic PIC plasma simulation code on the Connection Machine are the main focus

of this paper.

The Connection Machine and CM Fortran

The Connection Machine is a massively parallel, SIMD computer with up to 65,536 bit-

serial processing elements (PE's)8. Each PE of the current generation machine, the CM-2,

has 8 kbytes of memory, and 16 PE's reside on each chip connected as a 2-D grid7. On

a fullsize machine the chips are connected as a 12-dimensional hypercube. In general, a

communications router handles the transfer of data between PE's, although in cases in

which regular communication is performed on a grid of PE's the faster NEWS network

can be used. On the CM-2 each set of two chips is connected to a Weitek floating-point

chip. On the original CM-2 a 32-bit Weitek chip was used, although machines with 64-bit

Weitek chips are now available. The work performed in this paper was all done on CM-2

systems with 32-bit Weitek chips.

A 32-bit Weitek chip has a peak performance of 16 Mflop/s (millions of floating-point

operations per second), so that a CM-2 with 2048 Weitek chips has a "theoretical" peak

computational speed of 32 Gflop/s. On actual code this peak is never reached, however,

early benchmarks by Sato and Swarztrauber8 obtained performance in the 1 to 2 Gflop/s

range for a two-dimensional shallow water equation model written in C* and *LI3P. Similar

performance levels have been obtained for a number of scientific applications9'10'11. In

addition to high-level languages such as Lisp, C, and Fortran, the Connection Machine

can also be coded at a lower level using the CM-2 Parallel Instruction Set (PARIS)12. If

this is done performance is often in the 1 to 3 Gflop/s range for regular problems.

The fact that the performance of the CM-2 is comparable with, or exceeds, that of

the fastest vector supercomputers for many applications, provides a strong motivation for
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attempting to implement PIC plasma simulations on it. However, many researchers have

been discouraged from using the CM-2 in the past due to the perceived lack of an eas-

ily comprehensible programming methodology for SIMD data parallel computation. The

recent introduction of CM Fortran provides a data parallel programming style embodied

in a language familiar to most researchers. CM Fortran incorporates into the Fortran

language the array extensions of Fortran 90. A full description of CM Fortran would not

be appropriate here and may be found in the Connection Machine documentation set13,

however, we shall describe a few important features. The essential feature of CM Fortran

is that it performs array-based operations, thus obviating the need for DO loops. Thus, if

the arrays A, B, and C axe conformal (i.e., are all of the same size and shape), then we

can sum the arrays A and B on an element-by-element basis and store the result at the

corresponding location in array C using a single line of code;

C * A + B (!)

Another useful feature of CM Fortran is the application of vector-valued subscripts.

Suppose we have a vector A and second vector, K, of indices into A. A vector B whose

iih element, Bi, is equal to element number Ki of vector A can be formed by the following

line of code;

B - A(K) (2)

This feature can be used for performing indirect indexing on one-dimensional arrays.

The FORALL construct provides a means of performing array assignments on an

elemental basis14. For example, an array could be transposed as follows using a FORALL

assignment;

FORALL ( I-1:IMAX, J*1:JKAX ) B(I,J) * A(J,I) (3)

CM Fortran can relieve the programmer of the need to worry about how data is

distributed to PE's. In fact, CM Fortran makes no reference to PE's or to how data are
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transferred between them. However, to clarify subsequent discussion we shall introduce

here the concept of a virtual processor, or VP. Given an array we can picture each element

as belonging to a different VP. All confonnal arrays are said to belong to the same VP

set, and the corresponding elements in these arrays reside in the same VP. The user has

no direct control over how VP's are assigned to PE's and, in general, several VP's may be

placed in a single PE. However, VP's will be assigned so that adjacent array elements will

either be on the same PE, or on a neighboring PE in the communication network topology.

Thus in code fragment (1) above, the array elements involved in each of the elemental

sums are in the same VP, and hence the array assignment can be performed with no

communication between PE's. In the second example using vector-valued subscripts, data

from one VP must be copied to another VP, and in general this will involve communication

between PE's. Similarly, in the third example, the evaluation of the transpose of an array

using a FORALL assignment requires data to be transferred between VP's, and hence

results in communication between PE's.

We have given above only a very brief description of the capabilities of CM Fortran,

and hope thai the reader will be sufficiently interested to learn more from the references

given previously. CM Fortran is interesting and important for the following reasons;

• it is a powerful tool for programming the CM-2 in an elegant and simple manner.

• :'if/when the use of Fortran 90 becomes widespread, code written in CM Fortran will

be directly portable from the CM-2 to other supercomputers.

• applications in a wide range of fields written in CM Fortran have achieved performance

in the 1 Gflop/s range15.

These factors have motivated our interest in implementing a PIC plasma simulation

code on the CM-2 using CM Fortran, and in this study we have concentrated on trying

to find whether CM Fortran results in a reasonably fast code, rather than attempting to

optimize the algorithm using calls to PARIS routines.



The PIC Algorithm

This section gives an overview of the sequential PIC algorithm. The particles move under

the influence of the Lorentz force,

^ = ( E , + UXB/) (4)
at me V 1

where q and m are the particle charge and rest mass, respectively, and c is the velocity of

light, mu is the particle's relativistic momentum divided by c, i.e., u = 7v/c, where v is

the velocity and j 2 = 1 + u2 fc2. Ep and B p are the electric and magnetic fields at the

particle's position. These fields are found on the grid by solving Maxwell's equations,

If.-CHE
C m (5)

where j is the current density due to the particles divided by c. The other two Maxwell

equations do not have to be solved explicitly since the differencing scheme used ensures

that the divergences of E and B are conserved.

Each particle lies in a cell of the grid, and this cell will be referred to as the particle's

home cell. The PIC algorithm proceeds in a series of time steps each made up of four

phases;

(A) The scatter phase - the contribution of each particle to the current density at the

vertices of its home cell is evaluated using a linear weighting scheme. A particle

makes no contribution to other grid points. A particle's contribution to a particular

vertex of its home cell is gv/c, multiplied by the appropriate weight. The contributions

2X each grid point are summed to give the current density there.

(B) The field solve phase - using the current density on the grid evaluated in the scatter

phase Maxwell's equations are integrated forward one step to give new values for E

and B on the grid.
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(C) The gather phase - the electric and magnetic fields at a particle's position are found

by linearly interpolating the values at the vertices of the particle's home cell. Thus

Ep and B p are a weighted sum of the values of E and B at the vertices of the home

cell.

(D) The push phase - the equation of motion of each particle is advanced one time step

using the values of E p and B p found in the gather step.

The particle equations of motion are integrated using a second-order leap-frog scheme

due to Boris18. Maxwell's equations are solved using an explicit finite difference method

that is second-order in space and time. These methods are fully described elsewhere1'3 and

will not be elaborated further here. The gather and scatter phases of a two-dimensional

problem are shown schematically in Fig. 1. In the gather phase each particle gathers the

values o{ E and B from the grid points at the vertices of its home cell. In the scatter phase

each particle scatters contributions to the current density, j , to the same grid points.

PIC On Advanced Architecture Computers

The amount of computation in the scatter, gather and push phases of the PIC algorithm

is similar, and is proportional to the number of particles. The computational cost of

the field solve phase is proportional to the number of grid points, and hence is generally

much less than for the other three phases. As pointed out by Buzbee17, the push phase

is easy to vectorize and/or parallelize once the Lorentz force acting on each particle is

known. However, the gather and scatter steps cannot be readily vectorized since they

involve indirect indexing and recurrent data access. To some extent the problem of indirect

indexing has been alleviated on vector machines such as the Cray-2 by special hardware

that can vectorize such operations. However, reducing the impact of recurrent data access

on performance requires some restructuring of the algorithm. By spatially sorting particles

and processing them in groups recurrent data access can be avoided, and some success has

been achieved in vectorizing PIC codes in this way18"20.
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On MIMD distributed memory machines the performance characteristics of a PIC

code depend crucially on how the grid and particles are distributed (or decomposed) among

the processors21. In an Eulerian decomposition each processor is responsible for the grid

points and particles within a fixed rectangular subdomain. If inhomogeneities develop in

the particle distribution as the system evolves then some processors will contain more par-

ticles than others, resulting in load imbalance. This is wasteful in terms of computational

cycles and memory. On the other hand, in a Lagrangian decomposition a fixed spatial

decomposition is applied to the grid, but equal numbers of particles are assigned to each

processor with no regard for their positions. Thus, in general a particle does not reside

on the same processor as the vertices of its home cell, and so, large amounts of grid data

need to be exchanged between processors in the gather and scatter steps. The adaptive

Eulerian (AE) decomposition proposed by Liewer and coworkers22'23 seeks a compromise

between the Eulerian and Lagrangian approaches by using a fixed spatial decomposition

for the grid, and an adaptive spatial decomposition for the particles. In general, the grid

and particle subdomains assigned to a particular processor overlap, thereby reducing the

amount of communication compared with a Lagrangian decomposition. Whenever the load

imbalance between the particle subdomains becomes too great the particle decomposition

is adjusted to even out the particle load. The AE decomposition appears to be most

appropriate when the particle distribution is sufficiently homogeneous, and the coupling

between the grid and particle decompositions is strong. The hierarchical decomposition

scheme has recently been proposed as a means to deal with inho.raogeneoiis problems, and

employs the same adaptive spatial decomposition for both the grid and the particles24.

By imposing the same decomposition on the grid and the particles, communication in the

gather and scatter steps is reduced, and load balance is maintained by seeking to balance

the total load due to grid points and particles.

The strictly Eulerian and Lagrangian approaches represent two extremes in decompos-

ing PIC problems on distributed memory machines. The Eulerian decomposition minimizes
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communication but places no constraints on load imbalance. The Lagrangian decomposi-

tion imposes strict load balance, but makes no attempt to reduce communication. This

tradeoff between load imbalance and communication is also a major factor when imple-

menting PIC codes on massively parallel SIMD machines. Early work on the Goodyear

Massively Parallel Processor (MPP), an SIMD array of 128x128 processing elements, has

shown that the communication costs associated with the Lagrangian approach are too large

for that machine25'26. Lin and coworkers have investigated a decomposition strategy that

may be viewed as a compromise between the Lagrangian and Eulerian approaches27*28. In

their two-dimensional problems they applied a Lagrangian decomposition in one coordi-

nate direction and an Eulerian decomposition in the other. We refer to this as a mixed

decomposition, and will describe it more fully in the next section.

Data Decomposition on the Connection Machine

The most natural way of implementing a PIC code in CM Fortran is to declare one set

of confonnal arrays for the particle data and another set for the grid data, creating two

distinct VP sets. This is a Lagrangian decomposition since the assignment of particles to

VP's does not depend on their position. In the gather and scatter phases of the algorithm

data must be exchanged between the two VP sets in a completely general way; any VP in

one set may need to communicate with any VP in the other set. Thus, with this approach

the fundamental question that needs to be addressed is whether the CM-2's general router

has sufficient bandwidth to perform the communication in the gather and scatter phases

quickly enough to permit general, three-dimensional, inhomogeneous PIC problems to run

efficiently on the CM-2.

With the Lagrangian approach the CM Fortran programmer does not need to make

any decisions regarding data decomposition. However, it is possible to attempt to reduce

communication between VP's by imposing some control over the assignment of particles

to VP's. These decomposition methods all involve spatially sorting particles and assigning
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particles to VP's on the basis of their position so that particles are nearer to their home

cell grid points in the communication topology.

On the MPP Lin has used what we have termed a mixed decomposition of this

type27'28. We shall illustrate this approach with an example. The grid points, and hence

the VP's, are arranged as a three-dimensional grid. Each grid point is said to be the root

of a grid cell that extends in the positive direction along each coordinate axis. Suppose

initially particles are assigned to grid points (or, equivalently, VP's) at random. Particles

in each y-z plane of the VP set are then sorted in the v and z directions. Thus, the VP

of the grid point at position (x, y, z) will contain particles whose y and z coordinates lie

in the range y to y •+- Ay, and z to z 4- Az, respectively, where Ay and Az are the cell

dimensions in the y and z directions. We shall call this a yz-mixed decomposition. The

particles have been sorted in the y and z directions, but not in the x direction, and so

we can regard this scheme as having applied an Eulerian decomposition in two directions,

and a Lagrangian decomposition in the third direction. In a similar way we can define

zx-mixed and xy-mixed decompositions, depending on which pair of coordinates are sorted

over.

We can also choose to sort over over just one direction. For example, in a z-mixed

decomposition particles are sorted over the z direction so that the VP of the grid point at

position (x, y, z) contains particles whose z coordinate lies in the range z to z + Az. In

this case an Eulerian decomposition has been applied in one direction and a Lagrangian

decomposition in the other two directions, x-mixed and y-mixed decompositions can be

defined in a similar way. Finally, if particles are sorted over all three coordinate directions

we get an xyz-mixed decomposition in which each particle is assigned to the VP of the

grid point that is the root of its home cell. This is a purely Eulerian decomposition. These

different types of decomposition are illustrated in Fig. 2.

In the mixed decompositions we are attempting to reduce communication costs by

placing particles in VP's that are close to the VP's holding the grid points that make
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up the vertices of their home cell. We are thus imposing some degree of data locality

on the problem. The more coordinate directions that we sort over, the greater the data

locality, and the lower the amount of communication in the gather and scatter phases of

the algorithm. However, as on MIMD machines, increasing the data locality also increases

the effects of load imbalance.

Another factor that must be considered is the overhead incurred in maintaining the

decomposition. As particles move in physical space they may pass from one grid cell to

another. Thus for a decomposition that is Eulerian in at least one coordinate direction the

particles must be sorted at the start of each time step. The Courant condition ensures that

in each time step a particle will remain in its current VP or move to an adjacent one, so at

the start of each time step the particles are almost in the correct order already. In fact, the

sort can be viewed as a particle migration phase in which the data for particles that have

moved between grids cells are transferred from one VP to a neighboring one. In choosing

a decomposition for a PIC plasma simulation on the CM-2 we must balance the conflicting

requirements of good load balance and low communication cost in the gather/scatter and

sort phases.

The mixed decompositions described above are not the only method of imposing lo-

cality on the data decomposition. These approaches essentially assign particles to columns

(slabs) of VP's by sorting particles over two (one) coordinate directions. Within each col-

umn (slab) particles are then assigned at random. However, any sorting scheme that assigns

particles to blocks of VP's could be used. Thus, as has been suggested by Zaidman29, the

VP set could be divided into rectangular VP blocks, and particles partially sorted over

all three directions so that each particle lies within v,he VP block containing the VP of

the root grid point for its home cell. The columns (slabs) of the mixed decomposition

are just a special case in which the block in two (one) of the coordinate directions is one

VP wide. It is interesting to note that by assigning particles to VP blocks in this way

we are essentially applying a MIMD-type of decomposition on an SIMD machine. In this

11



work we were motivated to use columns and slabs by a feature of CM Fortran that allows

different communication weights to be assigned to the axes of the VP set. Thus, for ex-

ample, when using a yz-mixed decomposition we should be able to assign a higher weight

to communication in the x direction than in the y and z directions. This should speed

up communication in the gather and scatter phases since they require non-local commu-

nication only along the i axis of the VP set. Unfortunately, at the time that this work

was performed the communication weight feature was not working correctly and so could

not be used. Another advantage of using columns or slabs is that if it is known a priori

that particles will move predominantly in one or two coordinate directions, then a mixed

decomposition can be chosen that minimizes the propagation of load imbalance and the

need for particle migration. For example, suppose we expect most particles to move in

the x direction, as might be the case for a problem involving a beam of charged particles.

Then a yz-mixed decomposition should maintain good load balance and minimize particle

migration, since few particles will cross cell boundaries in the y and z directions.

Implementation on the CM-2

To investigate the influence of Lagrangian, mixed, and Eulerian decompositions on the

performance of the PIC algorithm a three-dimensional, fully electromagnetic, relativistic

PIC plasma simulation code that applies periodic boundary conditions was written. Since

one of the motivations for this work was to assess the usefulness and efficiency of CM

Fortran for this type of problem, most of the code was written in CM Fortran. For the

mixed and Eulerian codes each time step consists of 5 subroutine calls corresponding to

the particle migration, scatter, field solve, gather, and push phases. The code for the

Lagrangian case is similar in structure, except that no migration step is necessary.

In the Lagrangian case there are two distinct VP sets; one for the grid points and

another for the particles. Field data are stored in three-dimensional arrays, and particle

data are stored in one-dimensional arrays. In the mixed and Eulerian cases there is only
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one VP set - that of the grid points. Field data are again stored in three-dimensional

arrays, but four-dimensional arrays are used to store the particle data. Three of these

dimensions correspond to the axes of the VP set (or equivalently the spatial dimensions

of the grid), while the index of the other dimension enumerates the particles assigned to a

particular VP. For example, X(N,I,J,K) is the x coordinate of the Nth particle assigned

to the VP at position (I,J,K) in the VP set. This VP, therefore, contains the field data

for the grid point at (I,J,K), plus the data for some set of particles. When declaring the

particle arrays a CM Fortran compiler directive is used to indicate that the first dimension

is SERIAL. This signifies that the array is not to be decomposed over this dimension. Since

particles may migrate between VP's when a mixed or Eulerian decomposition is used,

the first dimension of the particle arrays should be sufficiently large to accommodate all

particles that may be in a VP at any time step. We can imagine that each VP has a fixed

number of array slots in which to store particle data, and at a particular time step some

of these slots will be occupied with particle data and some will be vacant. As particles

enter and leave a VP the occupancy of these array slots will change. Each VP, therefore,

has a logical array that records which particle array slots are occupied at each time step.

The mixed and Eulerian decomposition codes use this logical array to ensure that only

particles in occupied slots contribute to the current density in the scatter phase, and to

reduce communication traffic in the gather phase.

The code applies periodic boundary conditions to the grid, which can be conveniently

implemented by surrounding the grid points of the physical domain with a layer of "ghost"

points. Thus, for example, if the physical domain in the x direction covers nx cells whose

root p id points are indexed by i = 1,2,..., nx, two extra grid points indexed by t = 0 and

i = nx + 1 are added that are identical to the i = nx and i = 1 grid points, respectively.

Similarly, extra grid points are added in the y and z directions. All grid points and

particles can now be updated without the need for conditional statements near the domain

boundaries, provided the VP's of the ghost points contain the correct values of E and B
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at the start of the gather phase, and the correct value of j at the end of the scatter phase.

We now discuss the implementation of the push and field solve phases, which are the

same for all decomposition schemes. These phases are simple to code in CM Forlran, and

as discussed below are expected to run efficiently. Next the gather and scatter phases,

which differ for the different decompositions, are discussed. Finally, the implementation

of the particle migration phase is considered.

The Push Phase

In the push phase all the data needed to update the position of a given particle reside in

the same VP. Thus no communication is necessary in the push phase, and the update can

be performed simply with a succession of array assignments.

The Field Solve Phase

A finite difference method is used to solve Maxwell's equations. To update each grid point

information is needed from the 6 neighboring grid points. This is accomplished by calls to

the CM Fortran function CSHIFT13, which circularly shifts an array a specified number of

steps along a given axis of the VP set. These CSHIFT operations only involve the transfer

of data between adjacent VP's, and this is performed efficiently on the CM-2.

The Gather Phase

In the gather phase, for each particle we must determine the electric and magnetic fields,

Ep and Bp , at its position by summing linearly weighted contributions from E and B at

the vertices of the particle's home cell. For the Lagrangian decomposition this can be done

either by using vector-valued subscripts, or by means of FORALL assignment statements.

Vector-valued subscripts cannot be directly applied to the three-dimensional E and B

arrays so each component of the E and B fields is first copied into one-dimensional arrays,

£ and B, using the CM Fortran routine RESHAPE. The fields at each particle's position

are then found by using vector-valued subscripts to indirectly index into the £ and B arrays

to determine the contributions from the eight cell vertices. These contributions are then

14



multiplied by the appropriate weights, and summed. The use of vector-valued subscripts

in this way automatically sends the contributions from the grid point VP set to the correct

VP in the particle VP set. The general router is used to communicate the data, and we

have no control over how the data are communicated. The use of FORALL assignment

statements to perform the gather step is somewhat less elegant. In this case, however, the

E and B arrays are manipulated directly, avoiding the need for the intermediate £ and B

arrays.

The gather step for the mixed decompositions could be performed in either of the

two ways just discussed for the Lagrangian case. However, it was decided to also consider

another method that reduces the number of axes of the VP set over which the general

router must communicate. For the z-mixed case E and B values are first sent from each

VP to the VP below in the z direction by means of the CSHIFT routine. Now each slab of

VP's in the x-y plane has all the data needed to perform the gather step for the particles it

contains. Vector-valued subscripts, or FORALL statements, can then be used to sum the

weighted contributions for each particle, and this will involve general router communication

only in the x and y directions. Similarly, for the yz-mixed case E and B values are sent

to the adjacent VP's in the negative y and z directions, again using CSHIFT calls. In

this case the general router only needs to communicate in the x direction. Thus, with

this approach if particles are sorted over two (one) coordinate directions then the general

router needs to communicate data over only one (two) axes of the VP set, rather than over

all three axes. The intention was to apply different communication weights along different

axes of the VP set to reduce overhead. However, as mentioned previously, when the work

was performed this CM Fortran feature was not working correctly. The investigation of

this idea has, therefore, been deferred.

For the Eulerian decomposition each particle is in the VP containing the root grid

point of its home cell. Thus, the communication in the gather step can be performed using

calls to the CSHIFT function applied in all three coordinate directions. Vector-valued
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subscripting and FORALL assignment statements are unnecessary, a.id hence the general

router need not be used.

The Scatter Phase

In the scatter phase each particle makes a weighted contribution to the current density

vector, j , at each of the vertices of its home cell. Thus a particle at position x with ve-

locity v makes a contribution Wi(x).qv/c to the tth vertex of its home cell, where W{ is

the weight. The pattern of communication that this entails is the same as in the gather

phase. An important difference, however, ia that in the scatter phase indirect indexing

occurs on the lefthand side of the assignment statements, and since several particles will,

in general, contribute to the current density at a given grid point we cannot use a vector-

valued subscript or FORALL assignment statement to perform the communication since

if two particles send contributions to the same grid point the result will be indeterminate.

This is another manifestation of the recurrent data access problem that inhibits vector-

ization of the scatter phase, as discussed by Horowitz19'20. In the Lagrangian and mixed

decompositions, the syntax of CM Fortran does not permit the sparse summation in the

scatter phase to be performed in a simple manner. To do this CM Fortran would have

to adopt the convention that when a vector-valued subscript appears on the lefthand side

of an assignment statement, then values for repeated subscripts are summed. The scatter

phase is, therefore, performed with the help of the PARIS routine CM_send_vitiv_f _add_lL.

This sends current density contributions to the appropriate VP's, summing "colliding"

contributions en route, in a way similar to that suggested by Walker for the hypercube30.

The PARIS-coded subroutine that does most of the work in the scatter phase was kindly

supplied by David Lively of Thinking Machines Corporation.

For an Eulerian decomposition the CSHIFT function can be used to perform all the

communication necessary in the scatter phase. In this respect the scatter phase is similar

to the gather phase, however, the implementations are different due to the possibility of

recurrent data access in the scatter phase. To avoid this problem the scatter subroutine
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loops over particle array slots ensuring that contributions from at most one particle in

each cell are added to the current density in each synchronized step. Furthermore, to

ensure that only occupied particle array slots contribute a logical mask is applied. Thus

the structure of the scatter phase for an Eulerian decomposition is as follows;

DO 10 ISLDT-l.HSLQTS

WHERE ( OCCUPIED(ISLOT,:,:,:) )

C add c o n t r i b u t i o n s t o j from p a r t i c l e ISLOT

t o v e r t i c e s of home c e l l ]

END WHERE

10 CONTINUE

Thus in every VP each particle array slot is examined in turn, and if it is occupied

it makes its contribution to the current density at the vertices of its home cell. Since the

contributions to each of the eight vertices are made synchronously there is no possibility of

two VP's trying to make contributions to the same grid point simultaneously. The reader

may have noticed that this is almost exactly the same as the approach used by Horowitz to

avoid recurrent data access on vector supercomputers19 '20. On both the CM-2 and vector

machines the central idea is to process the particles in groups that include no more than

one particle from each grid cell.

The Particle Migration Phase

In the mixed and Eulerian decomposition codes it is also necessary to spatially sort the

particles at each step to maintain the decomposition. As mentioned earlier, this involves

a migration of particles between adjacent grid cells, and hence the transfer of particle

data between VP's. Each stage of the particle migration phase corresponds to a different

potential direction of migration. Thus, for an Eulerian decomposition, in which particles

can migrate across all six faces of their home cell, there are six stages. For the yz-inixed

decomposition a particle only needs to migrate between VP's if it crosses a cell boundary
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orthogonal to the y or z directions, so there are four stages. Similarly, for a z-mixed

decomposition a particle migrate only if it crosses a cell boundary orthogonal to the z

direction, so in this case the particle migration phase consists of two stages. In each stage,

each particle array slot is checked in turn, and if it is occupied we determine if the particle

must move across the corresponding cell face. This scheme ensures that particles that

migrate between diagonally adjacent cells are routed to the correct VP.

When a particle migrates in a given direction it is first moved from the data structures

of its current VP. It is then moved to its destination VP where a vacant particle array slot

is found for it. This is done by maintaining a list of vacant particle array slots in each

VP. The particle is then inserted into the data structures of its new VP. For an Eulerian

decomposition the destination VP is always the adjacent VP in the direction of migration,

and if there are no vacant particle array slots in this VP then the method fails. For a

mixed decomposition migrating particles can be spread out over more destination VP's.

For example, in the yz-mixed decomposition consider a particle crossing the cell boundary

in the positive y direction. The particle is moved to the adjacent VP in the y direction, and

if this VP has a vacant particle array slot the particle is inserted into it. However, if there

is no vacant slot available the particle is moved along the x axis of the VP set until a VP

with a vacant slot is found. This can be done because in the yz-mixed case a Lagrangian

decomposition is applied in the x direction, and is essentially the same as the method used

by Lin and co-workers on the MPP28. Similarly, for the z-mixed decomposition particles

need only migrate if they cross a boundary in the z direction, and when this occurs the

the whole of the slab of VP's in the x-y plane can be searched for a vacant particle array

slot.

The particle migration method described above checks each particle array slot in turn

to see if the particle in that slot must be moved in any VP. If there are a large number of

VP's, as is generally the case, then it is likely that for each slot there will be at least one

particle that must be moved. On a synchronous SIMD machine, such as the CM-2, the
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communication involved in this migration method is therefore proportional to the product

of the number of particle array slots and the number of migration directions (2, 4, or 6).

The amount of communication could be reduced by maintaining a list of particles that

must be migrated in a particular direction, and then migrating the particles by looping

over this list, rather than over all the particle array siots. However, this would incur

additional overhead in maintaining the list.

Since the lists of vacant array slots and particles to be moved are different in each VP

they must be manipulated using FORALL assignment statements which is quite expensive.

Another drawback of this method of particle migration is that the list of vacant particle

array slots takes up valuable memory on each VP. An alternative method, similar to that

used by Lin, is to search for vacant slots by selecting a slot at random, and to use it if it is

vacant. If it is not vacant another slot is selected at random, and the process is repeated

until a vacant slot is found. This technique has the advantage of being simple, and works

well so long as the number of vacant slots is a sufficiently large fraction of the total number

of slots. On an SIMD machine the time for all the VP's to find an empty slot is equal to the

maximum time among all the VP's, and for a large number of VP's this can be significant.

In general, the mixed decompositions result in less particle migration than the Eulerian

decomposition, so this random method should work best for mixed decompositions. This

is particularly true for cases in which the particle transport is predominantly in one or two

coordinate directions.

Results for a Test Problem

The two-stream instability problem, that arises from the collision of two beams of charged

particles, was chosen as the test problem. Initially the beams are traveling in opposite

directions parallel to the x axis, and fill the entire problem domain. Throughout the

test simulations particle transport, and hence load imbalance, propagates mainly in the

x direction. Most of the CM-2 runs were done on a machine with 8192 PE's, and the
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problem size was chosen to take up most of the memory available. The number of VP's for

each PE (the VP ratio) is 2 for an 8k CM-2, and there are 8 particles per grid point. For

a 64k machine this scales to a problem size of 131,072 grid points and 1,048,576 particles,

which is typical of problems of current interest. Although the simulation of a two-stream

instability is a simple test problem, it displays many of the characteristics of more complex

simulations.

To illustrate how the performance of the different phases of the PIC algorithm depends

on the hardware, the test prcbiem was run on the following machines:

• IBM 320 - a uniprocessor, scalar machine with 4 Mbytes of RAM in the RISC Sys-

tem/6000 family of workstations.

• Stardent 1500 - a shared memory, multiprocessor workstation. The machine used had

2 computational units each containing a MIPS R3000 scalar floating-point processor,

a custom vector processor, and 16 Mbytes of RAM.

• Cray X-MP/14 - a uniprocessor, vector supercomputer.

• Connection Machine, CM-2 - 8k and 16k machines were both used.

The code used on the IBM, Stardent, and Cray machines was identical sequential

code. On the CM-2 the code was written in CM Fortran, and a Lagrangian decomposition

was used. With this type of approach the decomposition is fixed, and determined solely by

array declarations at compile time - there is no migration of particles between VP's, and

almost all communication of data is performed using CM Fortran constructs. Thus, the

Lagrangian decomposition can be regarded as the most natural way of implementing PIC

within the data parallel paradigm, and, compared with the mixed and Eulerian decom-

positions, requires the least restructuring of the sequential code. The comparison made

between the machines is valid in the sense that no attempt was made to optimize the code

on any machine (except by the use of compiler switches where available), and the fewest

number of changes possible were made to the sequential code when converting it to CM

Fortran.
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On the IBM 320 the "-O" compiler switch was used. On the Star dent vectorization

and par&llelization was achieved only through the use of compiler switches and not by

any changes in the sequential code. Thus, on the Stardent runs were done for both the

"-O2" (automatic vectorization) and "-03" (automatic vectorization and parallelization)

compiler switches. For the CM-2 the "-O" compiler switch was used, and both the CM

time and the real time are measured. The real time is the total elapsed time, while the

CM time is the time actually spent on the CM-2. The ratio of CM time to real time gives

the Connection Machine utilization.

The results, which are presented in Table 1, give a baseline comparison of the machines'

performance for the PIC algorithm. An attempt has been made to make a valid comparison,

although it should be noted that the problem size was chosen to be a power of 2, which

favors the CM-2. Another factor that may favor the CM-2 is that over the small number

of time steps used in the test problem the physical distribution of particles remains quite

homogeneous. In the case of a Lagrangian decomposition load imbalance does not occur,

however, in longer runs we would expect to see bunchings of particles that could give

rise to communication "hot-spots". Such hot-spots, if they occur, would result in poorer

performance in the scatter and gather phases than that shown in Table 1. The intention

here, however, is not to make any definitive statement about the ultimate capabilities of

the different machines, but rather to highlight some points about the implementation of

PIC algorithms on different architectures.

An important point to be drawn from the results in Table 1 is that the PIC algorithm

does not run well on any of the architectures. Indirect indexing and recurrent data access

inhibit vectorization on vector machines, give rise to excessive communication costs on mas-

sively parallel machines, and degrade performance on high-performance scalar machines by

generating too many cache misses. Excessive page faults may also degrade performance on

the IBM 320 for the test problem considered. These performance issues are more readily

apparent if the results are presented in terms of Mflop/s. In the gather, scatter, and push
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phases of the PIC algorithm used the numbers of floating point operations per particle per

time step are about 136, 104, and 125, respectively. In the field solve phase there are 63

floating point operations per grid point per time step. Thus, in the push phase the IBM

320 achieves only about 1.5 Mflop/s, which is far below its peak hardware speed of 40

Mflop/s, and only 20% of the speed attained on the Linpack 100x100 linear system solver

benchmark. The two-processor Stardent, Cray and 16k CM-2 run the push phase at 5, 31,

ami 126 Mflop/s, respectively. These speeds are about what one might expect for untuned

vectorizabk code. However, the difficulties that PIC encounters on these machines are

cif'dx if the performance of the complete algorithm is considered. The overall speeds in

Mflop/s for all four phases of the PIC algorithm are 1.65 (IBM 320), 1.4 (two-processor

Stardent), 10.9 (16k CM-2), and 3.1 (Cray X-MP), and in the latter three cases the overall

speed is much less than that of the push phase. For the IBM 320, the timings for the four

phases are roughly in proportion to the number of floating-point calculations performed

in each, as would be expected for a scalar uniprocessor. For the Cray X-MP, however, the

scatter and gather phases dominate the runtime by a large margin since these phases do

not vectorize. Thus, overall the Cray X-MP is only twice as fast as the IBM 320. On the

Stardent the gather and scatter phases again account for a large fraction of the runtime.

Fairly good parallel speedup is achieved for the field solve and push phases when running on

two processors. However, there is no improvement for the gather and scatter phases when

running on more than one processor. The 8k and 16k CM-2's run the test problem faster

than any of the other machines. For the CM-2 the gather and scatter phases dominate the

runtime due to communication costs.

Although the scatter phase on the CM-2 made use of PARIS routines, it is still only

about 30% faster than the gather phase that was written in CM Fortran. Thus, only a

moderate improvement would be gained by converting the gather routine lo make use of

PARIS routines. The reason for the disappointing performance of the PIC algorithm on the

CM-2, compared with that of more regular problems, is that the general communications
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router is not fast enough to handle the large amount of message traffic in the gather and

scatter steps.

We next compared codes using Lagrangian and yz-mixed decompositions to see if

the latter, which results in non-local communication along only one axis of the VP set,

improves the performance on the CM-2. There are two ways of implementing the gather

step in CM Fortran when using a yz-mixed decomposition. One method uses vector-

valued subscripts to perform the indirect indexing, and the other method uses FORALL

statements. A comparison of the two methods showed that the method using FORALL

statements was fastest, so this method was used in all subsequent runs. In Table 2 we

compare the timings for codes using the Lagrangian and yz-mixed decompositions on an

8k CM-2. In this comparison particle migration was suppressed by not actually updating

the particle positions at the end of the push phase. This was done to allow us to study how

decomposition affects communication overhead without including load imbalance effects.

This approach is justified since the overhead due to load imbalance is small compared with

that due to communication. In fact, the maximum amount of load imbalance is determined

by the number of particle array slots provided in the code. The code used here has 12

array slots, and in the test runs the average number of particles per VP is 8. Thus the load

imbalance can never exceed 50%, or to put it another way, if the load imbalance exceeds

this level the simulation fails due to lack of memory. It should be noted, however, that

suppressing load imbalance also suppresses any effects due to communication hot-spots

that might arise from an inhomogeneous distribution of particles. For an inhomogeneous

problem the performance of the gather and scatter steps might well be worse than that

presented here.

Table 2 shows that using a yz-mixed decomposition results in some improvement in

the scatter and gather phases, but that they still dominate the runtime. This moderate

improvement must be set against the overhead due to particle migration. For this problem,

in which most of the particle transport is in the x direction the amount of particle migration
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will he small since the yz-mixed decomposition is Lagrangian in the x direction. Hov/ever,

as we shall show later, particle migration can be a large component of the overhead in

other cases.

In Table 2, the difference in the timings for the push phase between the Lagrangian

and yz-mixed decompositions is rather unexpected. Since particle dynamics has been

suppressed, and in the yz-mixed decomposition the particles occupy the same S particle

array slots in each VP, the timing difference cannot be due to load imbalance. We speculate

that the CM Fortran compiler is able to generate more efficient code in the Lagrangian

case. This discrepancy is not central to the investigation of the effects of decomposition

on communication cost, however, further work is needed to clear up this point.

An Eulerian decomposition can result in substantial reductions in the timings for

the gather and scatter phases. In Table 3 we present timings for mixed and Eulerian

decompositions. For the Eulerian case timings are given for a version of the code using

the general router, and a version using calls to the CSHIFT function. Table 3 shows that

sorting the particles over more coordinate directions reduces communication costs. The

results for the Eulerian cases clearly demonstrate the advantages of communicating with

CSHIFT calls, which use the NEWS network, rather than with the general router. Using

CSHIFT calls the gather and scatter steps run in about the same time as the push phase,

just as on a scalar uniprocessor machine.

The particle migration (or sorting) phase, which has been ignored until now, also

contributes to the overhead and degrades performance. Table 4 presents the timings for

all 5 phases of the PIC algorithm for a run of the test problem on an 8k CM-2. An

Eulerian decomposition was used, and the number of particles was half that of previous

runs, i.e., there were 4 particles per VP. In this case the scatter, gather, and push phases all

take similar lengths of time and the particle migration phase is now the main component

of the overhead. Although the migration phase only involves transferring data between

adjacent VP's, the amount of data communicated is large, and the list management needed
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to insert migrating particles into destination VP's adds to the overhead. In Table 4 the

effects of load imbalance are also apparent in the push phase. Although there are only 4

particles/VP the time taken for the push phase is 0.45 seconds per time step, compared

with 0.4 seconds per time step for the case in Table 3 where there was no load imbalance

and 8 particles/VP. The number of particle array slots in each VP is 12, and initially

just the lower four of these are occupied by particles. As the system evolves and particles

migrate, the higher array slots become occupied. On a synchronous machine such as the

CM-2 the particle load is determined by the total number of array slots that are occupied

in any VP. Thus the load imbalance grows rapidly for an Eulerian decomposition. In fact,

the number of particles was reduced to half that of the other runs because some VP's filled

up all 12 of their slots after only a few time steps for the larger problem size. Even with

half the number of particles, some VP's ran out of vacant array slots after only 20 time

steps and the simulation had to be terminated.

Although more time is spent in migrating particles than in the other four steps of

the PIC algorithm, the Eulerian decomposition still results in a faster algorithm than the

Lagrangian decomposition. However, use of the Eulerian decomposition is ruled out for

most PIC problems because of load imbalance, or to be more precise, memory imbalance.

The fine grain size used can result in large deviations from the average particle load,

especially if there are inhomogeneities in the particle distribution, as is often the case.

Thus the Eulerian decomposition will only be appropriate for very homogeneous problems,

For mixed decompositions the problems of load and memory imbalance are less acute,

since the number of migrating particles is generally less, and the particles that do migrate

can be spread out over all the VP's in a particular column for the yz-mixed case, or over

a VP slab for the z-mixed case. Only if all the particle arrays slots in a column (or slab)

of VP's become full will the method break down.
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Summary and Conclusions

The aim of this work has been to investigate how easy it is to implement a PIC plasma

simulation code on the CM-2 using CM Fortran, and how efficiently the code runs. We have

found that CM Fortran is easy to use, and is a powerful tool for implementing many types

of application code on the CM-2, and hopefully other advanced architecture machines in

the future. However, the performance for the test problem was generally disappointing.

Although the field solve and push phases run efficiently on the CM-2, the gather and

scatter phases run slowly due to indirect indexing, which results in a large amount of

communication between VP's. Using a mixed decomposition results in some reduction

in the communication overhead by constraining communication to lie along either one or

two of the axes of the VP set. However, the improvement is only small, and in many

cases will be offset by the additional overhead incurred by the particle migration phase, in

which particles are spatially sorted at the start of each time step in order to maintain the

decomposition as particles move between grid cells.

Applying an Eulerian decomposition speeds up the scatter and gather phases signifi-

cantly, but results in a high overhead in the particle migration phase. The rapid growth

of load imbalance precludes the use of an Eulerian decomposition for all but the most

homogereous particle distributions.

The communication in the scatter phase was coded using PARIS calls, but this resulted

in only a moderate improvement in performance compared with the gather phase which

was coded entirely in CM Fortran. Thus, the disappointing performance of the gather and

scatter steps appears to be due to the inability of the general communications router to deal

with the high volume of message traffic, rather than to any deficiencies in the CM Fortran

compiler. One way of improving the performance of the gather/scatter phases that has

not been investigated in this work would be to forsake CM Fortran, and to pipeline data

along the axes of the VP set using the NEWS network by means of PARIS calls. This may
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be a particularly useful technique to apply in conjunction with a yz-mixed decomposition,

since in this case data need to be communicated in only one direction - along the i axis

of the VP set.

The difficulties encountered in implementing PIC plasma simulation codes on the

CM-2 have prompted Campbell31 to suggest that other approaches, such as the Vlasov-

Maxwell method32*33, may be more appropriate for studying plasma systems on the CM-2.

The Vlasov-Maxwell method requires more memory and more computation than the FIC

algorithm, but maps onto the CM-2 better.

The Lagrangian decomposition provides the most natural way of implementing the

PIC algorithm on the CM-2 within the CM Fortran framework, and the code for this case

was the simplest to write. The only part of the PIC algorithm that could not be written

in CM Fortran was the sparse summation in the scatter phase. The PIC algorithm is a

good benchmark for testing the capabilities of advanced architecture computers. A future

Connection Machine in which the ratio of communication speed to calculation speed is

increased by a factor of 5 to 10 should be able to run general PIC plasma simulations quite

efficiently using just CM Fortran. Such a machine would be justified in claiming to be a

general-purpose, massively parallel computer in the sense that it would be able to exploit

the inherent parallelism in a problem without being overwhelmed by communication costs.
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Table Captions

Table 1. Time in seconds for the 4 phases of the PIC algorithm. Results are given for a

single time step, and were obtained by averaging over 10 time steps.

Table 2. Comparison of the PIC algorithm on an 8k CM-2 for codes using Lagrangian and

yz-mixed decompositions. CM times are given in seconds, and are for a single time step.

Table 3. CM times for the scatter and gather phases on an 8k CM-2 for codes using mixed

and Eulerian decompositions. For the Eulerian case results are given for codes using the

general router and calls to CSHIFT.

Table 4. CM times for all phases of the PIC algorithm for a code using an Eulerian

decomposition on an 8k CM-2. The number of particles (65,536) was half that of the

other test cases. Timings are given in seconds, and are for a single time step.



Figure Captions

Figure 1. Schematic representation of the scatter and gather phases of the PIC algorithm.

For clarity a two-dimensional case is shown, and a particle is represented by a plus (+).

In the scatter phase each particle sends current density contributions to the grid points at

the vertices of its home cell. In the gather phase the particle receives electromagnetic field

values from its home cell vertices.

Figure 2. Schematic representation of (a) z-mixed, (b) yz-mixed, and (c) Eulerian decom-

positions. On the left is the discretized problem domain, and on the right we show have

the different decompositions sort the particles into basic units of slabs, columns, or cells.

In each case all the particles in the cells of the basic unit reside in the VP's containing

the root grid points of these cells. Where visible these root grid points are shown as filled

circles.



Phase of

Algorithm

Scatter
Field solve

Gather
Push

Total

IBM 320

8.40
0.31

10.15
10.76

29.62

Stardent 1500

1 proc.

16.41
0.34

13.90
6.58

37.23

2 proc.

17.31
0.20

13.67
3.34

34.52

8k CM-2

CM/Real

3.43/3.55
0.10/0.35
4.82/5.01
0.21/0.21

8.56/9.12

16k CM-2

CM/Real

1.78/2.52
0.07/0.53
2.50/3.10
0.13/0.14

4.48/6.29

Cray

X-MP/14

8.33
0.02
7.01
0.53

15.89

Table 1

Scatter
Field solve

Gather
Push

Lagrangian

3.43
0.10
4.82
0.21

yz-mixed

2.39
0.10
4.25
0.40

Table 2

Scatter
Gather

z-mixed

2.95
4.67

yz-mixed

2.39
4.25

Eulerian
(general)

2.20
3.15

Eulerian
(CSHIFT)

0.26
0.28

Table 3

Phase

Migration
Scatter

Field solve
Gather

Push

CM-2 time

3.19
0.42
0.10
0.44
0.45

Table 4
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(a) z-mixed

(b) yz-mixed

(c) Eulerian (xyz-mlxed)


