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ABSTRACT 

These Proceedings contain written versions of lectures delivered at the 1989 CERN School of Computing and 
covering a variety of topics. Vector and parallel computing are ihe subjects of five papers: experience with 
vector processors in HEP; scientific computing with transputers; applications of large transputer arrays; neural 
networks and neurocomputers; and Amdahl's scaling law. 

Data-acquisition and event reconstruction methods were covered in two series of lectures reproduced here: 
microprocessor-based data-acquisition systems for HERA experiments, and track and vertex fitting. Two speakers 
treated applications of expert systems: artificial intelligence and expert systems -- applications in data acquisition, 
and application of diagnostic expert systems in the accelerator domain. Other lecture courses covered past and 
present computing practice; 30 years of computing at CERN, and information processing at the Aerospace 
Institute in the Federal Republic of Germany. Other papers cover the contents of lectures on: HEPnet, where we 
are and where we are going; ciphering algorithms; integrated circuit design for supercomputers; GaAs versus Si, 
theory and practice; and an introduction to operating systems. 
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PREFACE 

The twelfth CERN School of Computing took place in September 1989 in Bad Herrenalb, Federal Republic 
of Germany. Seventy-two students from Lwenty-one countries participated, following lectures and several tutorial 
sessions. 

The School was organized in collaboration with the High-Energy Physics Institute of the University of 
Heidelberg. We are grateful to Professor Klaus Titlel, Dr. Alois Putzer and Dr. Herbert Schleich, whose active 
support made this School possible. It was a pleasure to collaborate with them. 

We owe our gratitude to the following organisms and institutions who made substantial financial 
contributions to the School : Bundesministerium fiir Forschung und Technologic; Minislcrium fur Wissenschaft 
und Kunst, Baden-Wurtlcmbcrg; Stiftung 600 Jahre Universitilt Heidelberg; and the IBM Stiflungsfonds im 
Sliflervcrband fur die Deutsche Wisscnschaft. 

The local organizers did an excellent job, firstly in finding a beautiful and well-suited location for the School, 
i.e. the Schwarzwald Kulm Hotel in Bad Hcrrenalb, and secondly, in taking care of the many diverse tasks of 
organizing and coordinating the actions of many people and firms so that everything was ready in time. 

The lecture programme was highly appreciated by the participants and covered a variety of topics, as these 
Proceedings show. We were very happy to have special opening lectures by Dr. Georg Bednorz, Professor 
Emilio Picasso and Professor Paolo Zanella. We extend our thanks to all lecturers for their efforts, which 
resulted in an interesting programme. 

The tutorial lectures and laboratory sessions on transputers and Occam were led by Robert Dobinson, assisted 
by David Jcffcry, Andrew Hamilton, Andrew Jackson and Wcizhao Lu. Their dedicated efforts turned mis part of 
the School's programme into a success. 

We are grateful for the collaboration of a number of firms and institutes who lent us material for the tutorial 
sessions: IBM Germany (in particular the Mannheim and Stuttgart offices), for putting at our disposal 12 PC-
ATs; INMOS Ltd., Transtech, and Rutherford Applclon Laboratory for lending transputer boards, and - in the 
case of INMOS - for offering handbooks and other documentation. 

We wish to thank the Transputer Support Centre in Southampton for their assistance and advice, and for 
releasing Andrew Jackson from his normal dntics. 

The Digital Equipment Corporation, Germany, graciously provided a microVAX and terminals. These were 
used to set np an electronic mail facility, which was highly appreciated and heavily used by the participants. We 
gratefully acknowledge their contribution. 

The staff and management of the Kulm Hotel did everything possible to make our stay enjoyable. A visit to a 
nearby winery and a guided visit to Heidelberg will remain agreeable souvenirs. 

Once again it is a pleasure to thank the CERN Editorial Section and Ingrid Barnctt for their efficient 
assis lance, 

C. VERKERK 
Editor 
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Editor's note: 

The major pari of the lectures delivered at the 1989 CERN School of Computing have been collected in these 
Proceedings, but regrettably a few contributions were not received in time. 

The contents of the paper by S. Nelson covers the lectures given by M. Birriltclla on 'Integrated circuit design 
for supercomputers, GaAs versus Si, theory and practice1. It is reproduced here in agreement with the speaker and 
Hie author of the paper. 
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30 YEARS OF COMPUTING AT CERN 

P. Zanella 

CERN, Geneva, Switzerland 

1. INTRODUCTION 
The origins of computing machinery can be traced back to 3000 years ago when the Chinese 

introduced a primitive form of abacus, or 300 years ago when Schickard, Pascal and Leibniz 
invented the first arithmetic machines. For us at CERN it all started 30 years ago when one of the 
first electronic digital computers, a huge Ferranti Mercury, was installed. It was the beginning of a 
success story which has changed the way to do physics and, as a matter of fact, to do any work at all 
in the Laboratory. 

The story goes on and the changes brought in by the new information technologies continue to 
affect us at an astonishing rate. Those who witnessed the beginning of the information era were 
conscious of the potential impact of those marvellous machines on Physics as well as on Society, but 
they could hardly imagine what was to come. In retrospect, we can say that the 30 years which 
separate us from the days of those first generation machines, have been years of struggle, of sweat 
and tears, of doubt and of painful reappraisal, but also years of discovery, of excitement, of 
achievement and of pride to the actors in this unique adventure. 

Of those 30 CERN years, I missed only the first three. I did not miss, however, the joys of 
programming first generation machines, although in a different environment. Actually, when I 
joined CERN early in 1962, the only machines around were still made out of vacuum tubes. I am, 
therefore, rather well placed to tell my personal account of the what, why and how of the evolution 
of automatic computing at CERN. 

I shall not even attempt to be exhaustive, let alone objective. I shall tell the story as I saw it, or 
rather as I lived it. Instead of compressing 262 800 hours into 1, I shall select and report only those 
events which, in my opinion, are either real milestones or make an interesting story, and I shall 
follow them through to their consequences, even if this means breaking the strict chronological 
order. The basic features of the large high-performance systems which have played a major role in 
the CERN Computer Centre are listed in Appendix 1. 

2. THE BIG BANG 
It took six days for God to build the Universe and a little over two years for the Ferranti 

engineers to produce our Mercury, a large assembly of complex circuitry hidden inside a row of 
austere cabinets, making few concessions to people's curiosity. At about the same time the PS was 
built in five years and today one can build accelerators 1000 times more powerful, always in about 
five years. The Mercury was 1000 times less powerful (16.6 kHz) than a modern personal computer 
which is now mass produced by robotized assembly lines at the rate of 2 or 3 per minute! 

The purchasing contract was signed on the 25th of May, 1956 and stipulated that the machine 
with 1024 40-bit words o/fast [120 microsec to read/write one word from the accumulator] core store 
and a slow [8.75 msec latency] drum store having a total capacity of 16384 words of 40 binary digits, 
would be shipped to CERN in early February 1957 and installation shall be completed by 1st May, 
1957....The details of the progress of manufacture will be submitted at intervals of one month. The 
Mercury had a clock cycle of 60 microsec. It took 180 microsec to add and 300 microsec to multiply 
two long words of 40 bits. It had floating point arithmetic. Division, however, had to be 
programmed. It is interesting to note the absence of the word software from the contract, the only 
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relevant mention being: any programmes and sub-routines which Ferranti will prepare will be made 
available to CERNfree of charge. Unbundling and licensing were unknown in the 50's. 

The computer actually arrived during the summer of 1958 and passed the acceptance tests in 
October of that year. Following its successful introduction, a thick file of orders revealed the urgent 
need of spare valves and of tape bins (a critical device in those days of punched paper tape 
input/output!). 

At the end of 1958, the availability of a programming language called Autocode, attracted the 
first users to the computer centre and marked the beginning of the 30 years of computing covered by 
this paper. It is interesting to note that the first Mercury Autocode compiler was written in 1956 (by 
R. A. Brooker), two years before the appearance of the first FORTRAN compiler! It had many 
features which appeared later in FORTRAN. Due to memory limitations, variable names were 
restricted to a single alphabetic character (5-bit Ferranti code). It is worth noting that in the mid 50's 
the European computer industry was still competitive. As far as competence, innovative ideas and 
successful products are concerned, European companies like Ferranti, English Electric and Elliott in 
England, Telefunken in Germany and Bull in France had little to envy their American competitors 
(e.g. ERA/Remington Rand, NCR, IBM). The size and the drive of the American market were, 
however, going to make the difference quite rapidly in the 60's. 

The reasons behind the decision to acquire a Mercury were technical, political and financial. 
Technically the Mercury was definitely one of the most advanced machines around. It was considered 
superior to the Ferranti Pegasus, to the Elliott 404, to the English Electric 'Deuce', to the Bull 
'Gamma 3B', and to drum-type machines like the IBM 650. Ferranti was set up to produce a dozen 
units and CERN was going to get serial number 6. The fact that Harwell and Saclay had ordered 
Mercury's was given a certain weight. CERN had no experience in electronic digital computers and it 
was better to be part of a club of users. As to the price (one million Swiss Francs), it was five times 
cheaper than equivalent American machines like the ERA 1101. 

Discussions went on for several months at CERN in 1955 and 1956. External experts were 
involved. Fifteen years after Konrad Zuse's relay-based Z3 considered by many as the first general 
purpose computer, ten years after the electronic ENIAC, and six years after Maurice Wilkes' 
EDSAC, people were still debating on the virtues of binary versus decimal machines, on the 
importance of floating point arithmetic, on the size of words (the Z3 had 22-bit and the EDSAC 
32-bit words; the ENIAC was a decimal machine with 10 digits words. The size of central memory 
was 64 words for the Z3, 20 for the ENIAC and 512 for the EDSAC), and on the best way to input 
and output data (punched film, 5-7-8 channels papertape, or cards). Practical problems had to do 
with the unreliability of the hardware, the organisation of the operations and the recruitment of 
experts. Obsolescence was already a problem. 

CERN decided that the machine should be purely binary, that 32-bit words were too short, and 
that the speed should be as high as possible (in particular multiplication time should be under a 
millisecond). It also concluded that the speed and size of memory were very important {several tens 
of thousands of binary digits were a clear necessity), while the availability of floating point hardware 
was considered a very desirable, although not quite indispensable, feature of a scientific computer. 
But what really makes it worthwhile to have a machine, is the enthusiasm for carrying out the most 
difficult computations, as an American physicist put it in a letter describing his experience with a 
digital computer or 'the courage to go ahead and solve problems which would have seemed too 
difficult to do otherwise'. 

The computers of that time had colourful names like ILLIAC at the University of Illinois, 
AVID AC at Argonne, MANIAC, UNIVAC, etc... Most of them were prototypes. Everything was 
very much experimental. The operations arrangements at the ILLIAC were described as follows: 
'The user deposits his punched paper tape in a box with instructions for the operator. The operator 
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takes these tapes, and inserts them in the machine in turn. If the code is correct, the machine delivers 
the answers and these may be picked up by the user the next morning. If there are errors in the code, 
the operator carries out the test routines requested and the results of these tests are deposited so that 
these may be reviewed by the user the next morning. Thus, the whole operation of the machine 
becomes a fairly automatic affair'. This was more or less the style adopted for our operations thirty 
years ago. 

One of the first applications at CERN was the analysis of the papertape produced by the 
Instruments for the Evaluation of Photographs (IEPs), used to scan and measure bubble chamber 
film. The first reports convey a certain deception due to the slow tape read/write speed. Since 
everything had to go through the accumulator, the cpu was blocked during I/O. It was immediately 
clear that there was a big mismatch between the power of the computing engine and its input/output 
capability. 

After some struggling with faulty tubes, tape bins, machine instructions and Autocode, people 
with lots of data discovered the existence of an IBM 704 in Paris, which offered significant 
advantages such as magnetic tape units, card readers, line printers and FORTRAN! FORTRAN II 
allowed 6-characters variable names and, most important, it simplified the exchange of programmes 
with Berkeley and Brookhaven. The 1959 CERN Annual Report indicated already that as the needs 
increase, it will be necessary to envisage the replacement of the Mercury by a more powerful system. 
It was also quickly realized that these so called electronic brains required quite a lot of human effort 
to be effectively exploited. Hence the proposal to double in 1960 the computer centre staff (from 10 
to 20). 

So, by the end of the 50's, the fundamental forces, sociological and technological, characteristic 
of every computer service, had been discovered, including the illusion that upgrading the resources 
would solve all the problems and achieve the ultimate goal, i.e. make the users happy! 

3. THE LESSONS OF THE EARLY 60'S 
The next big news was the arrival of the IBM 709, an improved version of the 704, in January 

1961. It was still a clumsy vacuum tube machine but it featured FORTRAN and all those fancy 
peripherals apt to improve the quality of life. 

The word length was 36 bits, the characters became 6-bit BCD, and the core memory size 
jumped to 32K. The cpu was 4-5 times faster than that of the Mercury. However, to compile a 
typical FORTRAN program could take several minutes! Tape bins made way for card trays. 
Magnetic tape units read and wrote at 75 ips on 7 tracks and the density was 200 bpi. Peripherals 
were attached via their controllers to data channels. It was a significant advance in that it allowed as 
many as six peripheral devices to access core memory buffers while the cpu performed other work. 
Another important device which came with the 709 was the so-called Direct Data Connection, 
allowing for direct transmission of data from external equipment to memory via a channel. The 
speed was not ridiculous: in principle up to 1 Megabit/sec. The 709 was also equipped with one of the 
first interrupt systems. 

The bad news was still the poor reliability, although the progress was already quite substantial. 
Unscheduled maintenance represented 11% of the total time. Scheduled maintenance took away a 
time slice of similar size. So the down-time of the 709 compared not too unfavorably with the up-time 
of the very first electronic computers.... The on-line card reader and the printer did, however, slow 
down the operations considerably. After one year of experience CERN added a small IBM 1401, in 
order to speed up the input/output, the job sequencing and the operations. The concept of 
SPOOLing (Simultaneous Peripheral Operation On-Line) with its I/O files (virtual reader/printer) 
has its origins in those days. Programming for the 709 was considered a difficult activity to be left to 
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the specialists who could understand and keep up-to-date with the new techniques and the operating 
conventions. The machine was an expensive resource which had to be used efficiently. To give an 
idea, the list price was in the region of ten millions francs (1960 Swiss francs!). In those days a 
magnetic tape cost 60 $ (some 260 SF!). It was at that time that the first inescapable committees 
appeared, e.g. Computer Scheduling Committee, Computer Users Advisory Committee and the Data 
Handling Policy Group. 

The Mercury had still its faithful users but suffered from the chronic lack of modern, fast 
peripherals. In 1962, as part of a lifting operation, it was enhanced by the connection of an Ampex 
tape unit, compatible with IBM specifications and operating at 3333 characters per second (over 
3 times the speed of the fastest paper tape reader and some 20 times faster than a tape punch). Also, 
two papertape-to-card converters were installed to ease the transfer of data from the Mercury to the 
709. By the end of 1962 it was possible to read the paper tape from IEPs into the Mercury, give it a 
first processing pass, write the results on magnetic tape and input it onto the IBM 709 for further 
analysis. The first application packages appeared at that time, e.g. THRESH and GRIND used for 
the geometrical reconstruction and kinematic analysis of bubble chamber events. It is amusing to 
note that, in spite of the growing workload and the frantic development of codes, the machines were 
normally switched off at weekends. But the practice of 24 hours/day, 7 days/week service was 
around the corner. It is also interesting to realize that things like the connection of the Ampex tape 
unit to the Mercury were entirely designed and implemented on site. 

The next problem was how to use all those Autocode programmes on the 709. One just wrote an 
Autocode compiler for the 709. The difficulties of developing software were soon to be learned. The 
first Conference recognizing the existence of a software crisis was held in Munich in 1968. Why is 
software always late and unreliable? People working today with modern CASE (Computer Assisted 
Software Engineering) or OOP (Object Oriented Programming) tools are still trying to solve the 
problem. But the answer in those days was: better programming languages. 

CERN FORTRAN was defined to ensure compatibility with other laboratories and facilitate 
portability of codes. It was felt, however, that FORTRAN was used mainly for historical reasons and 
new, more powerful languages would be needed to fully exploit the potential of the electronic 
computer. As we all know, CERN was not affected by, or it missed completely, the language 
explosion which started in the early 60's. ALGOL, Lisp, PL/1, PASCAL, Modula II, ADA, C, 
PROLOG, etc... did not raise above the level of minority cultures. FORTRAN evolved through its 
versions II, IV, 66, 77, 8X, and it still dominates the CERN programming landscape. 

It took some time to saturate the 709, but it was already clear that young physicists were 
becoming addicted. It was at that time that the first embryonic Operating System appeared under the 
name of FORTRAN Monitor System. Many other important events occurred in the early 60's, such 
as the connection of computers on-line to film measuring devices including the very fast automatic 
flying spot digitizers (HPD, Luciole, etc..) forerunners of the modern image digitizers and the first 
attempts to connect computers directly to experimental equipment (on-line experiments). The IBM 
709 was operated on-line to an HPD to measure both bubble and spark chamber films. In September 
1963 the 709 was replaced by a 7090, a transistorized version of the same machine, about four times 
more powerful. 

It was at that time that the investments and the efforts started to pay. Over 300 000 frames of 
spark chamber film were automatically scanned and measured in record time using an HPD Flying 
Spot Digitizer on-line to the 7090. At about the same time computers were connected on-line to 
experiments to monitor the equipment and to collect digital data from the first filmless detectors (e.g. 
sonic spark chambers) onto magnetic tape. The first successful demonstrations with fully automatic 
digital pattern recognition showed that computers could be programmed to replace slow human 
operators in a variety of tasks. Stories about computers doing things faster, better and more reliably 
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than human beings got around producing the usual mixture of emotional reactions. In 1970 the 
European Physics Society held a Conference at CERN on the 'Impact of Computers on Physics' and 
I remember the reassuring statement of an eminent physicist that 'so far computers have not 
significantly contributed to any discovery'. It was going to take another decade to see the HEP 
community wholeheartedly accepting the computer as a critical component of their research and 
admitting it to their current technological foundation trilogy: accelerators, detectors and computers. 

1970 was also the year when the 'CERN Computing and Data Handling School' was launched to 
educate young physicists and stimulate the sharing of computing experience between high-energy 
physicists and computer scientists. It turned out to be an excellent idea. The School is still alive and 
well, fulfilling a clear need. As to the cross fertilization across the physics/computer science 
boundary, it has developed into an ideal partnership. 

Actually the two disciplines have influenced each other from the very beginning. It was the 
physicist Bruno Rossi who built the first logic circuits which then were developed into computer 
hardware, and physicists have always been among the most demanding consumers of computer 
cycles. Enrico Fermi, when asked in the early fifties which research project would he recommend to 
the young Italian physicists, told them to design and build a computer. Indeed, physics research 
could not have become what it is without the computer, and conversely, the development of the 
computer has been deeply influenced by the needs and vision of basic research. 

The study of the fundamental properties of elementary matter involves the frontiers of human 
knowledge and pushes the technology to the limit of what is possible. Computer scientists have been 
playing with models and formalisms, architectures and languages, inventing tools and methodologies 
of a rather theoretical nature and they have been sometimes accused of developing general solutions 
in search of specific problems. When a dense problem space meets a rich solution space some good 
news can be expected... Evidence of synergistic effects has been accumulating ever since the 
beginning of the information era. High-energy physics and information technology are among those 
disciplines which, in the second half of our century, have shown the most impressive advances. 

4. TRANSISTOR MACHINES AND DATA LINKS 
The arrival of the 7090 marked the end of the vacuum tube computer. The old Mercury's 

Autocode service was stopped and the venerable machine was connected directly to a sonic spark 
chamber experiment at the CERN PS (Missing Mass Spectrometer). It continued to collect data 
on-line (one event of some 500 bits per burst) for another couple of years. But the second generation 
machines were much faster and much more reliable. The mini's appeared on the market and CERN 
bought its first transistorized minicomputer, the SDS 920, in 1964 to be used on-line to another 
acoustic spark chamber experiment. It had a core store of 4 Kwords (24 bits), paper tape 
input/output, two magnetic tape units, a printer, a DMA, an interrupt system... and an assembler. It 
was capable of reading 50 24-bit words of data per event and recording 12 events per burst on 
magnetic tape while monitoring the experimental equipment. When it detected a faulty device it 
alerted the sceptical physicists on shift. It took some time before the on-line system could establish its 
credibility. 

The rest of the 60's saw the decline of film and its replacement by digital events directly acquired 
by computers. The minis spread all over the experimental floor and by the end of the decade one 
could count some 50 computers at CERN (mainly from Hewlett-Packard, DEC and IBM). Data 
were recorded on tape reels and rushed to the computer centre to obtain a quick feedback using 
special 'priority cards'. This 'poney express' type of traffic became known as 'bicycle-on-line'. The 
pioneering connection of the Mercury to an experiment had required the design and construction of a 
data link about one kilometer in length. This marked the beginning of the new era of data 
communications at CERN. 
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From then onwards, systems for the transmission of digital data have been successfully 
developed at CERN. From FOCUS (a CDC 3100 based facility for remote access to, and interactive 
use of the central computers) to OMNET (a network of PDP-ll's clustered around a CII 10070 
providing an on-line data acquisition support to the Omega and SFM spectrometers), from CERNET 
to our current extremely complex system of networks, CERN has been constantly a pioneer in 
building and using computer communications. From CERNET and its 2.5 Mbits/sec links we learned 
an important lesson, namely that one could work from one's office or experiment without moving all 
the time to the computer centre. Files could be sent and jobs remotely executed using the CERNET 
facilities. Recently, the exploding needs of the HEP community have brought high-speed data 
communications into the limelight. CERN has participated in advanced projects on satellite 
communications (e.g. STELLA), on LANs and fibre optics. 

Today, general purpose networks, LANs and WANs, protocols and standards are part of the 
experimentalists' life. We should not forget, however, that the beginnings were slow and difficult. 
The epic discussions which accompanied the birth of CERNET showed a deeply divided community 
reluctantly agreeing to make the initial investments. It wasn't until the end of the 70's that the 
strategic importance of data transmission was fully realized by the most advanced users, the rest 
joining in during the 80's. 

5. CENTRALIZATION AND DECENTRALIZATION 
The second half of the 60's was also marked by the introduction of a large central system, the 

CDC 6600, designed by computer pioneer Seymour Cray. New buzzwords were added to the fast 
expanding computer jargon, such as multiprogramming, peripheral processors, parallelism, etc. The 
word length jumped to 60 bits, the number of registers in the cpu became respectable, instructions 
were fetched ahead, and huge expensive disks appeared, strong enough to be later recycled as 
tabletops. Most important, we started talking nanoseconds. 

The introduction of such a complex system was by no means trivial and CERN, as many other 
sites, experienced one of the most painful periods of its computing history. The coupling of unstable 
hardware (we installed 'Serial Number 3', a pre-production series machine) and shaky software 
resulted in a long traumatic effort to offer a reliable service. To give an idea of the situation, suffice 
it to say that CDC had to cancel their SIPROS operating system and CERN had to write large 
portion of system software to be able to use the machine. In the meantime, an emergency service was 
set up using more conventional CDC machines, such as the 3400, the 3800, and later the 6400. 

Eventually the new hardware and software were fully debugged and the 6600 started a long 
productive career which ended in 1975, 10 years after its installation. But the growing needs of an 
experimental programme, increasingly based on electronic detectors, were calling for another big 
quantum jump in capacity. In 1972, CERN installed a CDC 7600, the most powerful machine on the 
market, some 5 times faster than the 6600. It was front-ended by two big computers from the same 
manufacturer, namely a 6400 and a 6500 equipped to manage all the I/O traffic (local or coming 
from remote input/output stations) and to serve the first on-line time-sharing users. 

Once more, users and service providers alike, had to go through a very difficult running-in 
period. The system software was again late and inadequate. In the first months the machine had a 
bad ground-loop problem causing intermittent faults and eventually requiring all modules to be fitted 
with sheathed rubber bands! History repeated itself painfully and finally the machinery started 
crunching an enormous amount of data, and it did it for the longest time of any central computer in 
CERN until it was turned off in 1984 after over 12 years of service. 
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In spite of their running-in difficulties, the 6600 and the 7600 were indeed remarkable machines. 
For 20 years (1965-1984) they played a leading role in computing for High-Energy Physics at CERN 
as well as at many other laboratories. There was simply nothing comparable on the market. No other 
machine was so advanced and so fast. The speed of the 7600 processor designed in the 1960's Gust 
over 10 Mips) was unbeaten throughout the 70's and the early 80's. Even today's fastest scalar 
machines in the CERN computer centre are only two to three times faster. 

The lessons from the early 70's made people reflect on the vulnerability of big, complex systems. 
One abandoned the idea of connecting film scanners, let alone experimental devices, to a large 
central computer. The trend towards decentralization and separation of functions was irreversibly 
started. This was supported by the timely arrival of integrated circuits, microprocessors, and 
powerful minis, which invaded CERN in the late 70's. This vigorous push towards smaller and 
cheaper computers has continued without interruption during the 80's bringing the current computer 
population on site to tens of large machines, hundreds of minis, thousands of personal workstations, 
and an unknown number of intelligent micro-devices unaccounted for in any census, each capable of 
storing, moving and processing data much faster than any first-generation computer. This trend has, 
however, not reduced the need for central services. Large expensive data handling systems have 
continued to be operated centrally. Networks, databases and file systems have been managed from 
the computer centre. Last but not least, the computer centre has evolved into a computer and 
communications competence centre, where knowledgeable humanware provides a most valuable 
interface to that soft and hard world of bits and cables. 

6. MULTIVENDOR SYSTEMS INTEGRATION 
In the meantime a significant trend-setting event took place in the computer centre, namely the 

comeback of a large IBM system, the 370/168, in 1976. This computer was not meant to replace any 
of the CDC machines but to co-exist with them. At the time it seemed rather risky to manage two 
large systems from two competing manufacturers, installed side by side in the same room. There were 
obvious technical and psychological problems which needed imaginative solutions, a different service 
approach and a new management style. Faced with such challenges CERN found itself leading the 
way towards the currently prevailing computing environment made of an interconnected set of 
heterogeneous systems. 

The IBM 370/168 brought to the computer centre the silicon chip, the 8-bit byte, the 
hexadecimal number system, virtual memory, cache memory, a robotized mass storage system, a set 
of modern magnetic tape and disk drives, a 19000 lines per minute laser printer, WYLBUR, and 
above all it demonstrated that complex computer hardware could work reliably! 

It will also be remembered, long after its decommissioning, as 'the CERN unit' of computing 
capacity corresponding roughly to 3 Mips (Millions of instructions per second) or to 4 DEC Vups 
(VAX units of performance). It is amazing to think of this big machine as a major component of the 
computer centre, supporting hundreds of users at the end of the 70's, and to compare it with small, 
modern personal workstations easily surpassing it in power, in functionality, and providing a 
user-friendly interface on top. 

At the turn of the decade CERN had become a well-known computing outfit where one could 
see powerful CDC and IBM systems serving a growing number of time-sharing users, but also talking 
to a large and fast increasing population of minicomputers connected via CERNET. The stage was 
set for playing the role of the prestigious customer, and the computer centre did not miss the 
opportunity to become one of those places where all the major computer manufacturers would rather 
not take the risk of being left out... 
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7. THE HARMONIOUS GROWTH OF THE 80'S 
In the 1980's large systems and the computer industry in general have undergone a process of 

accelerated evolution. Today the profusion of different classes of computers indicates a very rapid 
expansion due to the technology and to a certain specialization. Terms like microcomputers, personal 
computers, professional workstations, minicomputers, superminis, minisupers, mainframes and 
supercomputers reflect the fact that problems can now be solved with systems not necessarily large, 
or so expensive that they have to be shared with other users. The advent of distributed computing 
services and the continuing advances in technology are making the classification of systems ever more 
difficult and imprecise. 

During this period the computing environment at CERN has undergone a spectacular expansion 
inside and specially outside the computer centre. The 80's have been characterized by frantic cabling 
of office buildings as well as laboratories and experimental areas. Integration has been the name of 
the game and standardization has emerged as an obvious corollary. The scene is no longer dominated 
by one or two high-end machines. Mainframes are part of a network of hundreds of shared 
computers and thousands of powerful, single-user workstations. If anything dominates this 
landscape it is the interoperability, the communications and networking aspect rather than the 
performance of any particular machine. 

8. RECENT EVOLUTION OF HIGH-PERFORMANCE COMPUTING 
The high-quality IBM hardware served first with a WYLBUR sauce and then with a VM/CMS 

flavor was an undeniable success and the 1980's saw a number of IBM systems succeeding each other 
ever more rapidly and supporting a population of users which has grown by a factor of ten in the last 
ten years! The individual mainframes appearing on the CERN stage had IBM numbernames such as 
3032, 3081/D/K, 3090/200/400/600E. They were all based on the same architectural principles, and 
they offered a smooth growth from the unitary value of the 168 to the power of the current 
3090/600E evaluated at 39 units. The main memory size underwent an even more impressive change 
from the initial 4 Mbytes to the present 256 Mbytes, not to speak of caches and another 256 Mbytes 
of solid state extensions. But the picture would be incomplete without mentioning the contributions 
of IBM compatible machines, such as the Siemens 7880 and 7890S which were run under the same 
operating systems as the IBM mainframes (MVS and VM) and in a way practically transparent to the 
users. The Siemens 7890S is currently providing some 13 units of capacity and it has set new records 
of reliability on-site. 

In the meantime the CDC line was upgraded in several steps through the replacement of ageing 
machines by more modern ones, e.g. the Cybers 170/720/730/835/875, until the mid-80's when it 
was suddenly discontinued. The main reasons were financial and it is true that the computer centre 
had to take its share of the sacrifices required by the construction of LEP. It is also true that this type 
of machines suffering from an unstable operating environment and faced with tough competition of 
rival services, was gradually loosing popularity in the HEP community. 

Exit CDC, enter Cray. Early in 1988 a Cray vector supercomputer (Cray X-MP 48) was installed 
both to increase the centre's strength in view of the large amount of LEP data expected, and to see if 
this type of number cruncher with powerful scalar and vector capabilities could be efficiently 
exploited by the imaginative HEP community and hence reduce the gap between needed and 
provided computing capacity. It is clearly too early to see whether vector architectures will play a 
significant role in the future of computing at CERN. In order to explore as seriously as possible this 
alternative computational approach, six Vector Feature (VFs) devices have been added to the six 
processors of the IBM 3090/600. 

Since 1982 there is a fourth manufacturer in the computer centre: Digital Equipment Corp. 
(DEC). Unlike the other vendors, they found their way to the top after having spread hundreds of 
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PDP's and VAXes all over the site. Physicists were clearly fascinated by the user friendliness of the 
hardware and of the software. Digital made neither black boxes nor., blue boxes. They could be 
opened, connected to experimental equipment, and coexist with home-made electronics in the 
counting room. The fierce competition (e.g. Hewlett-Packard, Norsk Data, CII, IBM, etc..) had 
difficulties to survive the agression of the 32-bits VAX family propelled by VMS and DECnet. After 
almost all the experiments had been contaminated (or 'VAXinated'), and even the LEP machine's 
database and CAD system were installed on VAXes, a DECcluster was set up in the central computer 
room to offer a number of services initially reserved to the LEP experiments. The current central 
VAX system consists of an 8800, an 8700, three 8650 and an 8530. The total VAX count at CERN is 
well over 300 and still growing. 

Two more success stories have marked the last few of the past 30 years, namely the personal 
computer and the workstation. The first are gradually invading the buildings and are used for a 
variety of administrative and office tasks, e.g. text processing, document handling, electronic mail, 
preparation of presentation material, spreadsheet and database work, etc. Two types of personal 
computer are present at CERN and account for well over 2000 systems: the ubiquitous Apple 
Macintosh and the IBM or IBM-compatible PCs (e.g. Olivetti), with the first type currently growing 
much faster than the second. For the record, the first IBM PCs appeared on-site in 1983. 

As to the workstations, they are, and will be even more so in the future, a major factor of the 
computing environment. Apollo workstations connected into local area distributed systems are 
already over 100 and growing fast. There are also several clusters of VAX workstations which have 
proved particularly useful for program development. The power of these machines is already quite 
impressive and is increasing quite dramatically every year, while their price is dropping due to 
technology and competition. It is easy to predict a very healthy future to the advanced workstation as 
part of a distributed system providing access to file servers, communications servers, print servers 
and compute servers. While one is learning how to solve the technical and managerial problems 
posed by these new systems, the number one challenge is how to face the extremely rapid 
obsolescence of such devices and how to plan and finance their continuous replacement. 

To conclude this quick walk through the complex evolution of computing at CERN one should 
look at Fig. 1, which shows the growth of the central computers' usage from the Mercury to the 
current situation, expressed in CERN cpu units. It is true that cpu units do not tell the full story. If 
we, however, plot the number of tapes in the vault (a few hundred thousand to date), or the disk 
capacity against time, we get even steeper climbing curves. It is worth noting that this exponential 
progression has been necessary to support a rapidly increasing population of users. Thirty years after 
the first attempts at running an Autocode program, there are today over 6000 registered users of the 
CERN computer centre depending more and more on its facilities and services. It is also interesting to 
note that for the last 20 years this growth has been achieved at almost constant budgets (see Fig. 2) 
and staff numbers. 

9. FROM GENERAL PURPOSE TO HEP SPECIFIC COMPUTING 
During the 30 years under consideration a few major trends have been driving the evolution of 

computing at CERN and, as a matter of fact, everywhere else. Among these forces there is a strong 
attraction towards decentralization and separation of functions. This is probably one of the causes 
and not a consequence of the extremely diverse market offer. 

There is a definite tendency to specialize systems, associating them to a particular service, e.g. 
CAD, LEP Database, Microprocessor support, and integrate them in the global informatics 
environment. This gives better service, better reliability and easier management. The on-line 
computing function is no exception and it is spreading over a number of machines each assigned to a 
particular set of jobs. A similar tendency can be observed in the accelerator control systems. 
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At CERN we have had a tradition in the design of special hardware and software. We seem to 
believe that our problems are very special and that we can solve them better than anybody else. It is 
fair to say that in some cases we may even be right! 

As far as the hardware is concerned, we started by building a whole family of film measuring 
and digitizing equipment and when the film was replaced by electronic detectors we built all sorts of 
special processors, programmable fast trigger devices (ESOP, XOP) and emulators (Mice, 168/E, 
3081/E). The emulators have been a real success in the last decade, both on-line as a high-level trigger 
technique and off-line as cheap event processors. We also designed and built the first communication 
systems (data links, FOCUS, OMNET, CERNET, etc..) well before one could buy network 
components off the shelf. The fact that one can now buy high-functionality building blocks merely 
shifts the integration job to a higher level. 

One can tell a similar story for the software side. After the initial original contributions to basic 
system software (paper tape drivers, assemblers, compilers, operating systems, program libraries, 
data base management systems, etc..) the effort has shifted to higher levels of system integration and 
to specific HEP problems, e.g. HEPVM, ZEBRA, PAW, GEANT, etc... Moving closer to 
experiments, the evolution of computer applications has involved an ever larger fraction of the 
participating physicists. The computer wizard of the 60's has been replaced by the local guru of the 
80's, but out in the field computing can still trigger religious wars! 

10. THE LANDSCAPE AT THE START OF LEP 
At the beginning of the LEP era the CERN Computer Centre offers a wide range of computing 

and communications facilities. The main systems for physics based on IBM, Siemens/Fujitsu, Cray 
and Digital mainframes account for almost 90 CERN units of installed scalar capacity (plus a 
substantial vector capability), roughly 100 000 times the power of the Mercury. Taking into account 
all the machines existing on-site including the workstations and the personal computers, the overall 
computing capacity has expanded by almost six orders of magnitude in 30 years. 

Data communications at CERN cover electronic mail, file transfer, remote job entry and 
terminal access services. The ageing CERNET is still in use while an expanding set of Ethernet 
segments bridged together cover the whole site. 2000 terminals are connected to a Gandalf terminal 
switch called INDEX which has been operated for the last fifteen years and still allows users to work 
on any one of a large number of systems. The number of personal computers and workstations 
connected to Ethernet, the LEP token ring or any other local area network, is already well over 2000 
and growing rapidly. A number of protocols are used over the local networks, e.g. CERNET, 
TCP/IP, OSI, Digital DNA and IBM SNA. 

CERN is linked to universities and research laboratories all over the world via leased lines and 
the public X.25 network. A variety of services are provided over these lines. CERN acts as the central 
site for X.25 and DECnet networks used by the HEP community and as the Swiss node of EARN 
and EUNET. Currently the prevailing line speed is 64 kbps, but an urgent upgrade to 2 Mbps circuits 
has been advocated and is just starting. 

At the experiments, data are filtered in real time and collected on tape by complex arrays of 
processing devices interconnected by high-speed bus systems, e.g. FASTBUS, VMEbus. Several 
techniques are applied in successive stages, e.g. fast special processors, dedicated microprocessors, 
emulators, conventional mini's, workstations and midrange computers. A very important milestone, 
UA-1 (1983) can be considered the first of a new generation of experiments, making extensive use of 
computers and microprocessors (over 300) on-line to the detectors. 

The selected, compressed and recorded experimental data are then submitted to further 
processing off-line at CERN as well as at the physicists' home institutes. Large scale special programs 
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are developed for this analysis job. Software engineering techniques are beginning to be adopted by 
the larger collaborations. It is clear that the design and production of software can no longer be 
regarded as the creative outburst of some gifted individuals. Analysis chains are made of millions of 
lines of codes to be executed on millions of events stored on tens of thousands of tape cassettes. The 
off-line activity has become a major management job. It also includes the simulation task, another 
very important and fast growing aspect of computation. 

The final analysis stage makes increasingly use of the powerful graphics capabilities of 
professional workstations. Complex data patterns are visualized as 2, 3 or multi-dimensional images. 
Recently, the 'Physics Analysis Workstation' Project (PAW) has produced a distributed application 
which takes advantage of the interactive graphics power of modern workstations e.g. Apollo, DEC, 
and the number crunching and large storage capabilities of central mainframes. The introduction of 
interactive graphics techniques at CERN dates back to the 60's when we were using large and 
expensive CDC first generation displays to visualize physics events and mathematical functions (e.g. 
GAMMA, SIGMA). The first large scale project to exploit interactive graphics was ERASME, which 
used DEC computers (initially PDP 10 and 11 's, and later, VAXes) to scan and measure bubble 
chamber films. The expertise built up throughout the 60's and 70's was then used in the 80's to design 
the modern event visualization and analysis systems (e.g. MERLIN developed for the UA-1 and 
UA-2 experiments), which are now widely used in experimental high-energy physics. 

Three decades of expanding computer applications have left behind a huge amount of software 
which after proper selection, sorting, and documentation has formed the basis of an invaluable 
treasury: the CERN Program Library. Continually updated and distributed worldwide, the Library is 
at the same time an active tool, an extremely useful collection of numerical procedures, and a unique 
repository where all the experience accumulated over 30 years of computing at CERN is conserved. 

After 30 years of continuous development the field of computing is still changing very fast. The 
attention has been shifting from input/output to cpu speed and main memory size and then back to 
input/output and peripherals, from algorithms to programming languages and then to operating 
systems, from data links to networks and to distributed systems. The current problem is all of the 
above plus large scale data handling: we need dramatic improvements in data storage and 
transmission systems. The scale is new but the problem was already there with the Mercury... 

New challenges and exciting opportunities appear every year. The problems of high-energy 
physics have never been so complex, but never before technology has been so rich and generous in 
proposing solutions. Life is hectic for planners and service providers who can hardly match user's 
expectations and have a hard time keeping the environment stable while replacing hardware and 
software at an unprecedented rate. 

The landscape is totally changed. The computer is no longer a technical curiosity. Its impact has 
reached levels far beyond imagination. Hardly anybody is unaffected. Yet the field is moving too fast 
to be really close to maturity. Success or failure still depend strongly on people. While expertise is 
spreading and most physicists, engineers and administrators are more comfortable with computers, 
our systems are vulnerable and depend on a few key experts. This is after all reassuring. Contrary to 
popular scenarios of the 50's, and in spite of their shortcomings, human beings are still in the driver's 
seat. 

11. THE NEXT 30 YEARS 
In 30 years time the CERN Computing School will celebrate its 50th anniversary. If I had to pick 

one thing likely to still be alive 30 years from now I would choose FORTRAN. It is as safe a bet as to 
predict that everything else is going to change. 

Of course there will be limits to growth. The number of users will level off one day since we are 
approaching a predictable ceiling. The number of personal computers and workstations, however, 
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has still plenty of room for growth given that we are far from the limit of 2-3 systems per employee, 
already experienced in 'high-tech' industries. For sure, the financial limitation is going to be felt for 
quite some time. 

Technology promises to continue to advance at the current rate for the foreseeable future. By 
the time when one will no longer be able to squeeze any more juice out of semiconductors and 
magnetic recording, optical techniques will come to the rescue. So, it should be possible to continue 
for a while to get more Mips, Megapixels, Gigaflops and Terabytes. And surely, we will know what 
to do with them, if anything at all will be left for the user. The long awaited standardization of 
communication protocols, operating systems and application environments, added to the well-known 
appetite for resources of graphic layers, friendly user interfaces, encryption, file and database 
systems, will probably keep the user in a state of constant unhappiness... 

The question is whether there will be any dramatic changes. I mean something even more 
dramatic than moving to a 16-bit byte, seeing a complete set of ISO protocols replacing TCP/IP, or 
watching physicists using C and UNIX... Will people stop programming, either because every 
possible program has been written or because neural networks will replace programmable circuits? 
Will the myth of the almighty central brain be revived by some supermassive parallel engine leaving 
only text processing, macpaint and video games to the personal playstations? When will a 
superfriendly human interface entertain the user in his own language and provide him with all the 
information he wants without having to type and mouse? When will we all be working from home? 
Will the computer ultimately collapse to an intelligent pinhead, whilst data will expand to fill any 
available space? 

Waiting for all this to happen, I invite the young generation of computing physicists to a short 
pictorial tour of the past: the selection of 'historical' images presented at the end of this paper should 
help understand and remember those very intense and exciting, first 30 years. I realize that this short 
account does not cover many important aspects of the history of computing at CERN (e.g. 
Accelerator Controls, Computing in Theoretical Physics, Office and Management Information 
Systems, etc.), and that it only mentions very briefly many developments which would deserve a 
more extensive presentation. The rich specialized literature existing in the laboratory should help 
satisfying the legitimate curiosity of the history-minded student. 
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Appendix 1 

AU the major computers having served in the CERN Computer Centre in the period 1958-1988 
are listed in chronological order, together with some configuration details and their characteristic 
features. 

FERRANTI Mercury' [1958-1965] 
First generation vacuum tube machine (60 microsec clock cycle, 2 cycles to load or store, 3 cycles 

to add and 5 cycles to multiply 40 bit longwords, no hardware division) with magnetic core storage 
(1024 40-bit words, 120 microsec access time). Mercury's processor had floating point arithmetic and 
a B-Register (index register). Magnetic drum auxiliary storage (16 Kwords of 40 bits, 8.75 msec 
average latency, 64 longwords transferred per revolution). Paper tape I/O. Two Ampex magtape 
units added in 1962. Autocode compiler. At the end of its career it was connected on-line to an 
experiment (Missing Mass Spectrometer). In 1966 the Mercury was shipped to Poland as a gift to the 
Academy of Mining and Metallurgy at Cracow. 

IBM 709 [1961-1963] 
Vacuum tube machine (12 microsec clock cycle, 2 cycles to add and 15 on average to multiply 

36 bit integers, hardwired division and floating point arithmetic, index registers) with core storage 
(32 Kwords of 36 bits, 24 microsec access time). Card reader (250 cpm) and card punch (100 cpm). 
Line printer. Magtape units (7 tracks, 75 ips, 200 bpi). Introduction of the Data Channel. 
FORTRAN compiler. FORTRAN Monitor System. 

IBM 7090 [1963-1965] 
Transistorized second generation machine (2.18 microsec clock cycle) with core storage 

(32 Kwords of 36 bits, 4.36 microsec access time). Card I/O, Tape units (7 tracks, 112.5 ips, 200/556 
bpi). Eight Data Channels. Interrupt System. FORTRAN compiler. Basic Monitor Operating System 
(IBSYS). Connected on-line to Flying Spot Digitizers (HPD and Luciole) to measure bubble and 
spark chamber films. 

CDC 6600 [1965-1975] 
Serial Number 3 (pre-production series machine). Transistor machine designed by Seymour Cray 

and very compact for its time. Cpu clock cycle 100 nsec. Core memory: 128 Kwords of 60 bits. 
Memory access 1 microsec, but independent memory banks allowed for up to one access per clock 
cycle. Instruction prefetch. Ten overlapping functional units. Ten autonomous peripheral processor 
units (PPU's) each with 4K of 12-bit words core memory. Huge disks over one meter in diameter 
holding 500 million bits. Tape Units (half inch tape, 7 tracks, 200, 556 and 800 bpi, and one inch 
tape, 14 tracks, 800 bpi). High-speed card reader (1200 cpm). 

First multiprogrammed machine in the Computer Centre. However, SIPROS multi
programming operating system was abandoned by Control Data. Basic Sipros operating system had 
to be made at CERN. Then Chippewa OS (COS) was installed. It evolved to SCOPE which was 
eventually used after adapting it to CERN needs. This resulted in a non trivial amount of changes, 
thus deserving the renaming to CERN SCOPE. The 6600 was connected to various FSD systems and 
to two on-line computers, the SDS920 and the IBM 1800, via CERN-made data links. In terms of 
processing capacity the 6600 was about three quarters of a CERN unit or ten times the 7090. 
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The change-over from the IBM7090 was planned to take three months starting in January 1965. 
Major engineering overhauls had to be done instead during the first few years and ended up in a 
two-months shut-down in 1968 in order to modify the 6600 to incorporate logic and packaging 
improvements which had been introduced in the production machines. During this long period of 
struggling with hardware instabilities and software development and changes, computing work was 
done partly by sending jobs to outside computers and partly by processing data on a CDC 3400, and 
later on a 3800, temporarily made available at CERN by Control Data. 

CDC 3800 [1966-1968] 
The 3800 was a member of the 3000 series CDC family of computers, incompatible with the 6000 

series machines. More conventional than the 6600, the 3800 had a 48-bit architecture. The core 
memory (64 Kwords) was replaced by a faster one (800 nsec) during its staying at CERN. This 
machine was eventually acquired by the State of Geneva and installed at the local University. At 
CERN it was replaced by a CDC 6400. It is worth noting that CERN acquired other machines of the 
3000 series, e.g. a 3100 for the FOCUS project offering semi-interactive facilities and quick sampling 
of experimental data at the central computers, and a 3200 for interactive graphics applications. 

CDC 6400/6500 [1967-1980] 
The 6400 was architecturally similar to and compatible with the 6600, but less powerful (40% of 

a 6600). The twin processor version of the 6400 was called 6500 and CERN upgraded its 6400 to a 
6500 in 1969 to be used as a backup machine, and later as one of the two front-end to the 7600 (the 
other being another 6400). They were eventually replaced by a pair of Cyber 170 machines (720 and 
730) at the end of the 70' s. 

CDC 7600 [1972-1984] 
Designed by Seymour Cray, the CDC 7600 was an astonishingly compact and elegant machine. 

It came with 64 Kwords (60 bits) of small core memory with a 275 nsec read/write cycle time (SCM) 
and 512 Kwords of large core memory with a 1760 nsec cycle time (LCM). Both were still ferrite core 
memories. Cpu clock cycle = 27.5 nsec. Arithmetic power: 110 nsec add and 137.5 nsec multiply. An 
Instruction Word Stack of 12 60-bit registers contained prefetched instructions for faster execution 
by avoiding frequent memory references. Capacity of the 7600 estimated at 3.3 CERN units. The 
7600 had 15 Peripheral Processors. It was run under the 7600 Scope 2 operating system. Front-ended 
initially by a 6400 and a 6500 and at the end by a Cyber 170/720 + 730 pair running NOS/BE, and 
sharing a 512 kwords ECS (Extended Core Storage). 

Like the 6600, it suffered from teething problems (hardware and software) during the first two 
to three years. The mean time between failures requiring a deadstart of the combined 7600 + 6400 
system was 3 hours in 1973, 7 hours in 1974 and still only 9 hours in 1975 three years after delivery. A 
more acceptable 16.3 hours MTBF level was reached in 1977 and the machine continued to improve 
its reliability at the price, however, of considerable effort. The 7600 has been operated for 12.5 years. 
During its exceptionally long life it has processed a total of 6 681 378 jobs and delivered to its users 
61 321 cpu hours (over 60% of total time)! 

IBM 370/168-3 [1976-1982] 
The 168 was delivered with 4 MBytes (later expanded to 5) of semiconductor memory, a 

16 kBytes cache, 4 channels (later 7) and a high-speed multiply unit. The cpu cycle was 80 nsec. It was 
a virtual memory machine. Although it became 'the CERN unit' of physics data processing power, 
its strengths relative to the CDC 7600 varied strongly, being e.g. weaker in floating point calculations 
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and stronger when large memory was needed. The hardware reliability, including tape (9 tracks, 
1600 bpi) and disk units, was a significant improvement on previous systems for HEP computing. 

It ran the MVS (Multiple Virtual Storage) operating system with the JES2 Job Entry subsystem 
for batch work, and the WYLBUR/MILTEN terminal system for an eventual maximum of 
200 concurrent users editing on line-mode terminals. The exceptionally well-designed and friendly 
user interface of WYLBUR made it a firm favorite with the users, despite its inherent limitations of 
having neither full-screen working, nor allowing fully interactive computing. 

IBM 3032 [1978-1981] 
The 3032 was a re-packaged 370/168, lacking only the high-speed multiply unit. It was delivered 

with 6 MBytes of main memory, and 6 channels which were, in contrast to the 168, incorporated in 
the mainframe. Its performance was slightly weaker (10%) than the 168 for typical CERN 
production work, but its higher memory and I/O capacity allowed it to be put to good use as a 
'front-end' machine. The system software was the same combination of MVS/JES2/WYLBUR run 
on the 168. 

IBM 3081 [1981-1985] 
The 3081-D replaced the 3032 in September 1981. It came with 16 MBytes of main memory, 

16 channels and 32 KBytes of cache memory per processor. This was the first IBM 'dyadic' machine, 
having two 'tightly coupled' processors which, unlike the previous MP systems, could not be 
separated into two independent systems. It was also the first IBM machine to use the 'Thermal 
Conduction Module' (TCM) packaging, also used later in the 3090 family of machines. The cpu was 
built using TTL chips. 

The installation of the 3081 came as a great relief to the previous 168 + 3032 system which was 
saturated to the point of serious performance degradation. The CERN benchmarks rated each of the 
processors of this D-model as 1.9 CERN units. The machine was upgraded to a model K in 1982, 
giving each cpu a power of 2.4 CERN units. The 3081 was subsequently upgraded to 24 MBytes of 
main memory and 24 channels. The performance was further increased by 10% in 1984. Finally, it 
was sold in December 1985, and was replaced by an IBM 3090-200. 

Siemens 7880 [1982-1985] 
Made by Fujitsu as the M200, using technology developed together with Amdahl, and sold in 

Europe by Siemens, this IBM compatible machine had 12 MBytes of memory and 16 channels. The 
single cpu had a power of 2.4 CERN units. The 7880 was acquired to replace the IBM 168. It ran the 
MVS/JES2/WYLBUR system together with the IBM 3081 in a manner transparent to the users. 

CDC Cyber 170/875 + 835 [1983-1986] 
Acquired to replace the 7600 system these computers had respectively two and one cpu while 

each had 1 Megaword of memory (75 nsec memory cycle). The 875 had a cpu clock cycle time of 
25 nsec. They shared disks and tape units and ran under the CDC NOS/BE operating system. 
Compared to the 7600 + 720 + 730 complex running under Scope 2.0, this system was rated at least 
twice as powerful, each 875 cpu providing 3.5 CERN units and the 835 adding another 0.6 units. 
Compared to the IBM and Siemens/Fujitsu machines, the reliability of this system was somewhat 
disappointing and in 1984 CDC had to take some corrective measures in order to improve the service. 
Both machines were decommissioned in October 1986 and their departure marked the end of a 
22 year long collaboration with Control Data. 
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Siemens 7890S [1985-present] 
Made by Fujitsu (as the M382) and commercialized in Europe by Siemens, this twin-cpu IBM 

compatible machine is an early version of a speeded-up series and as such has a capacity of around 
6.5 CERN units per cpu which is very similar to the power of the 3090-200. It has 64 MBytes of main 
memory in 256 Kbit dynamic RAM chips, and 32 channels, but no expanded storage. The 7890 has a 
double level cache for each cpu, the first level consisting of a 64 KBytes of 5.5 nsec, 4 Kbit/chip static 
RAM, and the second level (global buffer) consisting of 512 KBytes of 16 nsec, 16 Kbit/chip static 
RAM. 

The machine is capable of running IBM extended architecture system MVS/XA but not VM/XA 
because it lacks an instruction introduced later by IBM. Nonetheless it is an impressive machine given 
its appearance three years before the 3090/200 of comparable speed. At CERN, where it has set new 
standards of reliability, it shares peripherals with the IBM 3090 system and it has been run under the 
same IBM operating system (initially MVS/JES2/WYLBUR, and later VM/CMS) until the end of 
1988 when the 3090 started operating under VM/XA. 

IBM 3090 [1986-present] 
This is the current flagship of the IBM mainframes. The 3090-200 was installed in December 

1985, with 64 MBytes of main memory in 64 Kbit chips, and 64 MBytes of expanded storage. It had 
two processors, each rated at 6 CERN units, and 32 (later 40) channels. The cache memory consisted 
of 64 KBytes per processor, and the cpu cycle was 18.5 nsec. The cpu was built in ECL chips. Above 
all the machine could be considered as IBM's first real scientific processor since the 370/195, as it is 
optimized for 64-bit word arithmetic. 

The machine was upgraded to a model 3090-400E in May 1988, with 256 MBytes of main 
memory in 1 Mbit chips, 256 MBytes of expanded storage, and a total of 80 channels. In September 
1988, four vector facilities (VF) and 16 channels were added, and at the end of 1988, two more cpu's 
and two VFs were installed, making a full 3090-600E with 6 VFs. Each processor is rated at 6.5 
CERN units of scalar power, has a cycle time of 17.5 nsec, and 64 KBytes of cache memory. This 
model 600 can also be considered as a twin 'triadic machine'. 

The disk capacity has reached 200 GBytes towards the end of 1988 and is supposed to grow very 
fast in the coming years. Old tape units are being replaced by cassette drives (IBM 3480: 18 tracks, 
19000 bpi, holding over 200 MBytes). The operating system has been gradually changed from MVS 
to VM. Currently the machine runs under VM/XA. The IBM VM service is the workhorse of the 
Computer Centre. This installation is part of the IBM European Academic Supercomputer Initiative, 
a small number of IBM 3090's equipped with VFs and interconnected via EASInet (currently at 
64 Kbps). 

DEC VAX 8600/8650/8700/8800 [1985-present] 
The central VAX cluster grew out of a set of VAX 11/780s installed in the Computer Centre 

from 1982 and dedicated to database (ORACLE) and CAD (EUCLID) services for the LEP machine 
designers. 

In 1985, following a major upgrade including the installation of three VAX 8600s, an interactive 
VMS service was started, limited to the LEP experiments. In 1987 the VAX cluster was further 
expanded to include a twin-processor VAX 8800 and three 8650s. The VMS service offered to up to 
200 simultaneous users was a big success and the central VAX cluster has become a focal point for 
the VAX/VMS community at CERN. With the addition in 1988 of an 8700 and a 8530 this cluster of 
DEC hardware has become a non negligible entity in the Computer Centre with over 3000 registered 
users. 
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The largest machine in the cluster, the 8800, has two cpu's each providing about 1.5 CERN units 
of capacity and a main memory of 96 MBytes. The machines connected to the cluster share access to 
18 tape units and over 50 GBytes of disk storage. 

CRAY X-MP/48 [1988-present] 
The Cray X-MP/48 supercomputer has been installed in January 1988. It has a clock cycle time 

of 9.5 nsec and it features 4 cpu's, 8 Mwords (64 bits) of central memory, and it is running under 
UNICOS, a UNIX based operating system. It has powerful vector capabilities, 64-bit registers, 
128 Mwords of solid-state backing store, 6 IBM 3480 tape cartridge units and some 48 GBytes of disk 
storage. Users' access is via IBM VM/CMS and VAX VMS. The total scalar power of the machine is 
about 32 CERN units. It is hoped that selected applications can be sufficiently vectorized to take full 
advantage of the vector capabilities of the Cray and thus gain appreciable speedups. 

17 



Appendix 2 

PICTORIAL TOUR OF THE FIRST 30 YEARS OF COMPUTING AT CERN 
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Fig. 2 Computer Centre cost from 1969 to 1988 
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Fig. 3 The Ferranti Mercury in 1959 

Fig. 4 The Mercury with its Ampex tape units 
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Fig. 5 A semi-automatic scanning and measuring system 

Fig. 6 The IBM 709 
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Fig. 7 A computerless data-collection on-tape system of the early 60's 

Fig. 8 The SDS 920. First minicomputer on-line to an experiment 
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Table 1 

Evolution of on-line experiments 

Early CERN expt. UA1 
1965 1985 

Principal detector Sonic spark chamber Image chamber 
Number of computers 1 345 
Typical characteristics of computer(s) SDS 920 largest smallest 

Memory size 4 Kword 2 Mbyte 9 Kword 
Wordsize in bits 24 32 16-24 
Cycle time in /xsec 8 0.125 0.250 

Tape recording density in bpi 200 6250 

Event size in bytes 
Raw 156 1660000 
Compressed 156 120000 

Rate in events/day 20000 « 300000 
Number of bits recorded/day 25 X 106 « 29 x 10 1 0 

Data acquisition electronics, racks 1 «80 

Fig. 9 A film scanning and measuring factory of the 1960's 

22 



Fig. 10 HPD: Hough-Powell Digitizer 

Fig. 11 Luciole: electronic Flying Spot Digitizer 
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Fig. 12 The IBM 7090 

Fig. 13 The CDC 6600 
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Fig. 14 A global view of the 6600 system 

Fig. 15 The CDC 3800 
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Fig. 17 FOCUS, a CDC 3100 based semi-interactive system 



Fig. 18 The CDC 7600 

Fig. 19 The expanding Computer Centre with CERNET and INDEX 
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Fig. 20 The Computer Centre in the early 80's 

Fig. 21 A famous UA-1 event displayed by the Merlin interactive facility 
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Fig. 22 A recent view of the Computer Centre 

Fig. 23 The Cray XM-P 48 
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THE SERVICES CONCEPT OF THE 
DLR CENTRAL DATA PROCESSING DIVISION 

Hans Martin WackeP 

Deutsche Forschungs- und Versuchsanstalt fur Luft- und Raumfahrt 
Wessling, Fed. Rep. Germany 

Summary 

This brief report gives a survey of the Services Concept of the Main Central Data Processing 
Division. The concept takes the place of the former Computer Concept designed for the DLR 
management as an instrument by which a minimum of standardisation and compatibility could be 
introduced into the multitude of jobs in the data processing field. 

The new concept takes account of the rapid development of information science and technology 
over the past few years. It sets out the duties of a main division designed as a service department for 
all DLR sections and accordingly whose tasks are to relieve all other departments of the multitude of 
technical and organisational problems of data processing and communications technology. 

The Services concept was drawn up jointly by Central Data Processing's management staff. It 
was discussed by the Scientific and Technical Council (WTR) at its examination session on 3-5 April 
and by the DLR Data Processing Committee at its meeting on 11 and 12 April 1989. Both bodies 
approved the concept as a new guide for data processing and communications technology in the DLR 
and recommended that it be put before the DLR Board of Management in this form. 

1. THE CONCEPT 
Until the founding of the Main Computer Centre Division in 1976, there were five computer 

centres at the DFVLR stations with different computer and operating systems. Collaboration in data 
processing beyond the stations was virtually impossible. The DFVLR Board of Management 
therefore commissioned the Main Division in 1976 to set up a uniform computer concept and a 
powerful network of computers. 

At its stations in Brunswick, Gôttingen, Cologne, Lampoldshausen, Stuttgart and 
Oberpfaffenhofen, Central Data Processing now runs computer centres with the IBM-MVS, 
IBM-VM, DEC-VMS and Cray-Cos operating systems. These computers are interlinked by a 
supraregional network allowing DLR staff to select any system, even one at another station, from 
any station, and work on it. Great stress has been laid on the fact that all the computer systems meet 
a DLR-wide standard in order to facilitate the exchange of data and programs and to provide a 
communications network embracing the whole of DLR. Thus Central Data Processing has laid the 
bases for collaboration between DLR staff throughout the research centres (fig. 1). 

There are now more than 2500 registered users in the central data processing system. At peak 
times, over 400 DLR staff are working on the central systems at the same time. At present some 1000 
data stations and work station computers are linked and the institutes are urgently seeking a further 
400 lines. 

Despite this, at first sight, very encouraging position, fresh avenues must be explored for the 
future. The most important reason for this is the costs entailed by the DLR computer concept. While 
the turn-around times must be kept within rational and acceptable limits, the computers must be 
further extended and the peripherals increased and improved as the number of users continues to 
grow. Unfortunately that is far from possible at a constant budget, for the price-power ratio of the 
universal computer system improves very much more slowly than the demand increases. However, 

*) Present address: Gesellschaft fur Mathematik und Datenverarbeitung, St. Augustin, Fed. Rep. Germany. 
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DLR - Rechnernetz 
Juli 1989 

All physical connections are HFD links with a transmission power of 64 kbit/s 
Protocols: SNA (inter-regional), TCP/IP and DECNET local and logic inter-regional 

Fig. 1. The DLR computer network 
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data processing becomes much better and economical if it can embrace the rapid development of 
microelectronics and its effects, the revolutionary development of personal computers and workplace 
systems. 

A further reason for re-thinking the concept of central data processing and, where possible, 
fundamentally reconstructing it, is the use of DLR's high-power CRAY-XMP computer. Since the 
installation of this super-computer in 1983 in Oberpfaffenhofen, the IBM 3090 system — also set up 
there — has taken over the job of front-end computer for the preparation and processing of the in-
and output data. Here, too, the powerful work-station systems have wrought a perceptible change. 
The preparation and processing of the data have increasingly become shifted to the work-station 
systems installed at the institutes. The IBM 3090, together with the Cray, is more and more becoming 
a data-storage computer. 

The inevitable consequences of this change are obvious: 
1. very lengthy files — at present generally about 100 MBytes — must be transferred between the 

Cray and the work-station systems; 
2. the networks to which both the work-station systems and the Cray are connected are becoming 

bottlenecks. 
Both reasons, the cost of the computer concept and the use of the Cray, constituted the final 

spur for the proposal of a new concept for central data processing which, compared with the previous 
services, may appear quite revolutionary. 

Concept of services rather than computers 
Under the former computer concept the Main Division was charged by the DLR Board to 

investigate the most important requirement made of data processing for years and even decades: 
• Sufficient computing power should be available at all DLR research centres (stations) to be able 

to master the tasks arising in the scientific institutes and also in the management. 
In the then state of the art, this was possible for most of the work only by setting up and 

operating computer centres of adequate power in all the stations. The fact that this meant that 
acquisition and maintenance of not only computing installations but also many software 
components, including the operating and many user systems, were duplicated had to be accepted as 
an inevitable drawback in the state of technical progress at the time. 

The introduction of personal computers and work-station systems has wrought a fundamental 
change in the boundary conditions for a central services establishment in the data processing field. It 
is nowadays quite possible for a large number of users to have, literally beside their desks and at an 
affordable cost, computing power which, only a few years ago, still required the installation capacity 
of a medium-sized computer centre serving a large number of users. 

Pure computer power has thus become a service available to the user in virtually any form and 
quantity. What the user still cannot obtain on the open market and will remain unobtainable in the 
foreseeable future are services, some of which are already the province of a properly run computer 
centre and others have yet to be created by a novel structure of computer capacity distributed over 
many different places. 

Nearly all of these services rely closely on detailed expertise and often also on years of experience 
in the technical data processing field. 

The task of a Central Data Processing Division in the DLR is to provide users with these services 
in the changed technical boundary conditions and thus to relieve them of data or information 
processing tasks not forming part of their actual research work. The DLR's computer concept is thus 
for the future becoming a services concept (Fig. 2). 
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Services of the Central Data Processing Division 
The new Services to be provided by Central Data Processing must be regarded as substantially 

more comprehensive than the mere provision of computing power. They may include: 
• data processing methods or procedures; 
• software systems; 
• programs and program libraries; 
• interfaces; 
• standards; 
• networks, network components and accesses; 
• computers and peripherals; 
• computer power (including MFLOPS for 'number crunchers '); (etc.) 

Guarantees for the services of Central Data Processing 
Nevertheless, the fact that a method or any other service is available or may be requested is not 

enough on its own. What can be provided becomes a service when certain guarantees are undertaken 
for it: 

The service is available to the whole of the DLR. 
The provider guarantees 
• the efficiency of the service offered; 
• the maintenance of all its parts and components; 
• continuity of operation; 
• availability; 
• advice and training for users. 

Here, continuity means that there must be no gaps in the development of the services and that, in 
particular, 'upward compatibility' must be safeguarded wherever it is logical and economically 
acceptable. 

These guarantees do not at all mean that data processing services are the strict preserve of 
Central Data Processing. On the contrary, every DLR institute and division can contribute toward 
these services provided that their contributions meet the guarantee requirements. 

In this connection it is immaterial to the user where, at which station and on which system a 
given service is produced as long as he can be sure that the service can be provided immediately 
(availability) and efficiently enough (functionality). For DLR this boundary condition means that it 
is no longer necessary to install special computers at every station for every service but that it is 
enough to have such systems centrally at one of DLR's stations and to link the other research centres 
with such central computers via an efficient data network. 

The decisive factor, then, in the efficiency of this new service concept is the availability 
and operation of a suitably powerful DLR network system. 
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2. THE DLR NETWORK SYSTEM 
In 1976, when the Central Data Processing Division was set up, the situation was marked by the 

large number of different installations and systems with which the research centres of the then 
DFVLR were equipped. Heterogeneous hard- and software and a lack of systematic approach gave 
rise to all kinds of problems of collaboration between the various research centres which, despite the 
efficiency of the individual stations' systems, were caused solely by their incompatibility. It was 
therefore understandable that the DLR Board charged the new Main Division to set up a computer 
concept as a systematic basis on which these problems could be eliminated and the integration of the 
DLR research centres could be promoted. 

Now, twelve years later, incompatibility once more looms owing to the fast-developing 
multiplicity and diversity of the various networks and their components. The danger is the greater as 
the networks have meanwhile acquired a similar importance in communications to that which the 
central station computers had twelve years ago. Until recently, indeed, data processing 
communications took place almost exclusively via the station computers. Information is transmitted, 
files transferred or functions called in a star-shaped pattern through time sharing via the universal 
computer in the local computer centre. 

With the introduction of work station systems and the rise of ever more widely distributed data 
processing, the standardising and co-ordinating function of the local central computer systems has 
faded ever further into the background. In their stead have arisen the various networks which link the 
individual computer systems, both PCs and work station systems, among themselves and to the 
central systems. 

If communications in this much more closely interlinked systems are to continue to operate, and 
if, even more than heretofore, 

communications between every DLR employee with any other are to operate from any 
terminal independently of the technical (physical) aids, 

i.e. independently of the individual technical and physical features of the networks between the 
terminals, it is not enough merely to consider the transfer speed or efficiency of these networks. The 
decisive factor for the effectiveness of communications is rather the homogeneity of the networks. A 
properly thought-out system for the construction, installation and operation of the networks, their 
components and the protocols necessary for that operation, their synopsis in a 

DLR network system 

will be of the same importance in the future as was in the past the computer concept, the system for 
the creation and operation of the computer installations and systems in the DLR. 

The aim of all efforts of the Central Data Processing Division also remains embedded in the 
services concept: 
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Fig. 2. The service concept of the Central Data Processing Division 

Overcoming the spatial separation between the DLR research centres and welding the various 
parts into an operative whole. 

Requirements of the DLR network system 
The DLR network system is the foundation on which all Central Data Processing's services are 

built. The guarantees therefore hold good to a very considerable extent. The operation of the 
network, its maintenance and the continuity and availability of its functions must be assured at all 
times. 
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In addition, there are requirements which must be taken into consideration right at the planning 
and operating stages of the network system. 
• The networks and their components must be in line with international or internationally accepted 

de facto standards and their implementation. The whole system must consist of standardised 
components. 
The current efficient network configurations are IBM Systems Network Architecture, Digital 
Network Architecture and TCP/IP and their combinations. Future plans embrace configurations 
on the ISO reference model for Open Systems Interconnection (OSI) and ISDN (the German 
Federal Postal Authority's Integrated Services Digital Network). 
The multiplicity of cables must correspondingly be reduced to a few types with good future 
prospects. 

• Digital communications (data communication in the broader sense) and the currently still 
dominant 'conventional' communications systems (telephones, the postal service, travel) must 
grow side- by-side. Differences in the efficiency of communications for science, management, 
secretariat services and directorate must be eliminated. 

• The guarantees can be maintained for the DLR network system only if the networks work 
properly. This they can do only if enough account has been taken of the problems of security in 
communications networks. The problems to be solved in particular are: 
- the authentication of communication partners and data; 
- authorisation and its control (who may do what?); 
- the intactness of the data (securing against misuse and destruction); 
- protocol composition (status and proof security). 
A prerequisite for security is a deliberate security policy on the part of DLR according to which 
the organisational, technical and personal steps are established and the necessary facilities 
provided. 

• The services must not be adversely affected or even seriously imperilled by an inadequate network 
layout. Transfer rates of 2 to 140 Mbit/s are technically and economically suitable for the near 
future. 

3. OPERATING SYSTEMS 

The conventional facilities available 
The provision of operating systems or, more accurately, of components and functions of these 

systems is the conventional and oldest service, which has grown up over the past decades, of the 
former computer centres and of the Main Central Data Processing Division. These services have 
always been the answer to two quite different kinds of requirements. They have therefore also 
involved two different types of user: 
1. Those who leave the functions and services of the system unchanged and want to use the range 

offered. 
2. Those for whom the components and functions of the operating system are primarily the raw 

material for their own developments. 
The majority of DLR users will belong to the first group. The more functions are offered by 

Central Data Processing, the more powerful they are and the more easily accessible they are for the 
standard user, the more users will be served (user range). 

Nevertheless, in a research establishment like DLR, the second group must not be neglected. 
These users must be able to rely not only on the permanent availability of functions and components 
but also on their remaining unchanged to a certain extent, meaning that the developer must be able to 
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rely on finding the components again in the same or a suitable form, even after changes in the 
operating system, so that his user systems based on them will continue to operate even after such 
changes (continuity). 

The requirements of the operating systems service may thus be defined for the 'nineties in the 
following manner: 

Evolution 
Provision and further development of operating systems on central computers as a basis 

for services which can or must be offered centrally only. 

Continuity 
Maintenance of the conventional system services for those users who must or want to 

employ the services and functions of the operating systems for their own development. 

How can these services be economically provided in the years to come? Before this question is 
answered, let us first look back at development over the last decade. 

Development and present status 
Following the combination of the five computer centres of the old DFVLR into a Main Central 

Data Processing Division, the latter developed a strategy for scientific data processing at the 
beginning of the 'eighties: 
• Batch centrally on the IBM MVS and the CRAY 
• Dialogue in situ on the IBM VM 
• Process computer support in situ on the DEC VMS 

This set of services has been gradually built up over the past few years. The VM system is now 
offered by Central Data Processing at all stations (including Lampoldshausen) as the system for the 
dialogue applications of all DLR staff. Likewise, Central Data Processing provides a powerful VMS 
system at all stations (except Lampoldshausen) to support the process computers. All DLR staff have 
access to powerful batch processing systems via the DLR network in Oberpfaffenhofen with the 
CRAY XMP and the MVS on the IBM 3090 with vector module. 

One important boundary condition for Central Data Processing's strategy was the 

Standardisation of software products. 

This boundary condition governed and governs both the maintenance of the operating systems 
and that of the whole of the software. In practice this means that, if a software product is offered on 
several similar systems, it is available on them in an absolutely identical form. If it is offered on 
different systems it is available in as similar a form as the systems permit. 

This standardisation of Central Data Processing's services is an important basis for 
collaboration between staff throughout DLR. It remains the context and guide for work in the years 
to come as well because without it there can be no logical further development of the services 
founded upon the operating systems. 
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Central computers—the future operating systems service 
The operation of the VM and VMS systems at all DLR stations in the past few years has shown 

that it is impossible with the available funds to provide computers at all stations with enough reserve 
capacity to cover the increasing user requirements for two to three years. In the past there was always 
one or even more of the VM or VMS computers run by Central Data Processing that was at the very 
limits of its capacity. The situation in which dialogue processing was faster on a distant system than 
on the local one repeatedly recurred regardless of the intervening computer network. The users would 
not accept continuously having to shift their applications to the least heavily loaded computer each 
time and consequently they persisted with overloaded systems, often for months on end, although 
there might be a more lightly loaded system available elsewhere in the DLR computer network. 

It is substantially more economical and makes for easier maintenance if only one computer in a 
computer network is run for each individual operating system and to give it sufficient spare capacity 
for the expected growth in users' demand. Of course this 'central' system must also be seen by the 
users to have the same functions as the previous local systems. The central system must be larger 
overall in order to provide the users with the same capacity as the several local ones did. Four 
dedicated central systems are nevertheless still more economical than the formerly customary number 
of local systems. 

This concept of the central systems can be translated into reality on two conditions: 
1. The users' applications can be transferred unchanged from the local to the central systems 

(migration). 
2. The interregional network interlinking all the DLR research centres must be sufficiently 

powerful. 
The first condition is already met because Central Data Processing has properly standardised the 

software over the past few years. 
The second has also now been met in general for dialogue. The networks currently available are 

however inadequate for batch processing and the very large quantities of data which must be 
transmitted here. It will be one of DLR's most important assignments to update one at a time the 
local and interregional networks urgently needed for its work. 

The concept of central systems gives the DLR some further advantages: 
• Each central system can be installed where the conditions for its maintenance and operations are 

already the best. 
• The reduction in the number of installations automatically means a reduction in ancillary 

facilities (premises, air-conditioning plants, power supplies). 
Current plans are: 

• to set up the central VMS system in Gôttingen (migration: 1989-90) 
• to install the central VM, MVS and CRAY systems in Oberpfaffenhofen (migration for VMS: 

1989; for VM: from 1990). 

4. SERVICES FOR WORK STATION SYSTEMS 
Work station systems are now so efficient and economical that they can be introduced at many 

work stations in a concern. With the hard- and software already available on the market they can 
largely be adapted to the requirements of the individual work station. 

Work station systems are available as both pure single-user personal computers or systems, on 
the MS-DOS operating system at the DLR, or as multi-user workstations, generally with the UNIX 
or VMS operating system. 
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Special systems 
Complete outfits using work station systems are not immediately available on the market for 

many of the DLR's applications, but must be individually developed for the case in view. Such 
applications often require great computing power or particularly powerful functions for quite 
specific tasks (e.g. graphics, mathematical transforms, special input processors for measurement 
data, special outputs for process control, etc.) necessitating the use of specialised processors. 
Unfortunately, such processors cannot be standardised and can usually provide their full power only 
with low-level hardware-related programming. 

As a rule, therefore, the general central maintenance of such special systems by Central Data 
Processing is impossible or at least uneconomical. Nevertheless, some support, extending beyond 
generally qualified advice, can still be provided by an engineering service in the context of separately 
agreed projects (cf. also Section 13). 

Standard systems 
Standard systems are to be installed at all points where technical data processing knowledge and 

experience cannot be expected and where the operational maintenance of data processing systems is 
not one of the main jobs of the user. Therefore, Central Data Processing always provides personal 
computers as standard systems. 

Standard systems can always be used where hard-and software—at least at the external 
interfaces — meets international standards (ISO, IEEE, CCITT, etc.) or internationally accepted firm 
industrial standards , thus providing a foundation on which to build the application systems, be they 
obtainable on the market or developed in-house. 

One of the most important prerequisites for standardised work station systems is their ability to 
communicate with other systems. Without the facility for the exchange of information and data with 
other systems, and especially without access to the databases and functions of central installations, in 
fact, the introduction of work station systems into a concern like the DLR is neither logical nor 
economical. Isolated work station systems should be permitted only for absolutely specific special 
operations, if at all (see above). 

Services of the Division 
Central Data Processing offers: 

• standardised complete systems 
for set application fields; 

• standardised components 
compatible with the recommended hard- and software maintained by Central Data Processing. 

This Division is also responsible for providing information on possible incompatibility between 
different systems and their parts. Its task includes, in particular, that of providing similar functioning 
for the same versions of the application software at comparable work stations. It is only thereby that 
the outlay on system maintenance and user training can be kept to a minimum. At the same time, the 
conditions can also be met for the exchange of databases, programs and staff. 

Current status 
Standard systems consist of a basic DLR system, applications modules and individual additions. 
As well as the hardware, the basic DLR system includes an operating system, communications 
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services and access to the services provided throughout the DLR by Central Data Processing (cf. 6, 
12, etc.). In addition, it makes standardised interfaces available for the applications modules and 
individual additions. 

Applications modules are commercially available standard program systems linked by Central 
Data Processing to the interfaces of the basic DLR system. Without this facility, many staff, often 
lacking the necessary knowledge of the system, would have to do this job for every work station 
individually. 

These services are fully available for work station systems with the MS-DOS operating system 
(PC, PS). 

Work station systems for word processing and program development are provided as complete 
set-ups. Further complete systems can be rapidly provided where needed on the basis of experience 
gained. 

Targets 
Besides the standardised work stations with the MS-DOS operating system, there are also to be 

stations with comparable functions for VMS and standardised UNIX versions (IEEE standard) as 
soon as suitable standardised system versions appear on the market. 

The establishment of the Open Systems Foundation (OSF), in which nearly all the reputed data 
processing system manufacturers take part, may be a sturdy basis for the provision of work station 
systems with the UNIX system. The first editions of the standardised UNIX versions defined and 
jointly developed by OSF, namely DEC's ULTRIX and IBM's AIX, are already being delivered. 

Central Data Processing prefers IMB's AIX operating system, which is available, too, for the 
very cheap personal system PS/2. Besides access to standardised applications software which is 
operational under UNIX, it also makes it possible to use almost all applications programs available 
for MS-DOS. It thus forms the basis for an economical overall offer and the continuity of functions 
and services. 

5. GRAPHICS 
In 1976 Central Data Processing was faced with the task of providing a suitable graphics system 

with the DLR computer network. It opted for the GINO product which operates with an 
intermediate code independent of the equipment. This intermediate code makes it possible to transfer 
graphic output from any computer to any other in the DLR network. For the user, this means, for 
instance, that he can perform computer-intensive operations on the IBM 3090 in OP but receive the 
graphic output on a plotter in Cologne, Brunswick, Gôttingen or Stuttgart. 

From 1978 to date the GINO basic system has been continually expanded by the addition of user 
routines. Central Data Processing has invested a total of about 30 man-years in these extensions and 
in the compatibility of the DLR graphics with the network. 

Thoughts turned in 1984/85 to the replacement of the GINO basic software by the 
internationally standardised Nuclear Graphic System NGS. More searching investigations showed, 
however, that the transfer of all DLR graphic functions to NGS would have cost a few million marks 
and that the users would have had to forfeit a number of functions. Moreover, it was clear as early as 
1986 that NGS was unlikely to survive as an international standard. Meanwhile the PHIGS 
(Programmers Hierarchical Interactive Graphics System) developed in the USA was well on the way 
to replacing it. 

Partly owing to its high level of acceptance by DLR users, the DLR graphic system must 
therefore continue to be regarded as acceptable as an important service of all operating systems 
offered by Central Data Processing. This also means, however, that the system must be maintained 
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and new equipment supported. As, for the foreseeable future, a few qualified staff are tied to this 
work, additional outlays will be needed if new graphic systems are also to be opened up to the users 
oftheDLR. 

Services of the DLR graphic system 
The original two-dimensional DLR graphics were gradually supplemented by other programs. 

The UNIRAS system makes three-dimensional representations possible to a limited extent. The 
PATRAN pack is a highly efficient product for the pre- and post-processing of calculations 
principally in the field of finite element methods. Both products have been fully integrated into the 
DLR system and are suitable for the network. Thus at present the DLR graphic system provides: 

• Two-dimensional graphics: 
Representation of curves and diagrams of all kinds in user-friendly form. 

• Three-dimensional graphics: 
Representation of areas, bodies, vector fields (e.g. flow fields in space) 

These displays include a number of subfunctions and facilities like: 
• selection of the system of co-ordinates (Cartesian, polar, etc.), of the axis scales (linear, 

logarithmic, etc.), curve display, types of interpolation; 
• isolines of functions of two variables; 
• selection of the type of projection, rotation, scale, suppression of hidden lines for functions of 

two variables; 
• various diagrammatic forms (histograms, pie-charts, etc.) for data of all kinds; 
• enlargement, reduction, rotation, shifting, selection of any sections, segment assembly, output to 

files or any of DLR's plotters. 

The Photo Graphics Centre 
The Photo Graphics Centre (FGZ) was set up in 1987 in Stuttgart as a pilot project with staff 

from the disciplines of photography (including processing), conventional graphics and computer 
graphics. We were seeking an answer to the question: 'How far is it possible to use computer graphics 
for DLR's purposes?' The intention was to make the fullest possible use of DLR's existing tools, 
hardware and software, and to provide and test facilities for making, amending, duplicating and 
storing graphics with the two boundary conditions 
• conventional graphics—as far as necessary, 
• computer graphics—wherever rationally possible. 

The aim is to set up a central shop and processing station for graphic jobs which, initially in a 
two-year pilot phase, processes a whole range of jobs as a service to users from all research centres. 
The work includes: 

• photographic work of all kinds, 
• research or research-related photography, 
• design and production of presentation documents (e.g. lecture reprints), posters for con

gresses, exhibitions, institute surveys, etc., montages, layouts of all kinds, logos and signets, 
• advice and support for graphic layouts 
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FGZ has not had an idle moment from the very start. The borderline between conventional and 
computer graphics is accurately drawn. About 15% of FGZ's work is in conventional graphics, but 
this residual part cannot and should not be abandoned, as otherwise the quality of the results and the 
effectiveness of the work would suffer. The combination of both methods is a good solution. 

During the two trial years users at DLR formed a high opinion of FGZ's work. They rapidly 
became used to the quality of both the finish and the products and are satisfied with fewer special 
services ( 'super-rush jobs'). 

What could be done better and in addition in future? 
Requirements, desires and considerations should rationally be divided into those from customers 

and those of the service (FZG). 

Customers 
A wider range of services. Faster service. Service in other places as well as Stuttgart. FGZ and 

public work. 

Service (FGZ) 
Introduction of DTP (desk-top publishing) systems. Introduction of illustrator programs. High 

end print production (logo creation, 2 and 3-D true image production, true image retouching). 
Output devices (better-quality reproduction or outline definition, better colour rendering). Colour 
scanning and processing. Computer-controlled video film production. 

After the end of the pilot phase a decision will be necessary on whether the Photo-Graphic 
Centre should be continued for DLR's purposes or not. Following the good experiences made, it 
would not seem logical just to drop this service. On the contrary, such facilities should also be 
provided at the other stations. 

Further development of the graphics service 
The appearance on the market of ever faster work station systems makes it increasingly likely 

that the desire of many DLR scientists for the display of three and more-dimensional complex 
relations or moving processes (animation) can be met. Indeed, it is only with such systems that the 
high computing power needed for this kind of task can be provided at acceptable cost. 

At the moment, unfortunately, no sufficiently powerful and standardised software is yet 
available for these problems. In-house development at DLR would have some point only if Central 
Data Processing were to reach agreement on a DLR standard (e.g. PHIGS) with a few other 
interested institutes and define and draw up the exercise in a joint project (cf. section 13). 

In this connection there is special interest in the international Flow Visualisation project which is 
also being very carefully monitored by the Institute for Project Aerodynamics in Brunswick. This 
project was initially tackled in the Netherlands (NLR) and is to be handled together with France 
(ONERA) and Italy (CIRA) with the aim of developing a user-friendly system of graphics for 
aerodynamics. Of course a standardised context is laid down for this project: UNIX operating 
system, PHIGS graphic standard, Fortran 77 and C programming languages. 

The foreign partners are very keen on DLR's collaboration. DLR should therefore decide very 
soon whether it wants to take part in the project and whether it is prepared to provide the necessary 
expert staff. 
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6. WORD PROCESSING 
Word processing is important in DLR because it is both a product and tool for the staff. Thus in 

DLR, word processing involves not merely the writing or formatting of texts but is intimately 
interlinked with other office communications and automation tasks, especially the distribution and 
management and filing of documents generated by and entering and leaving DLR. 

'Island' installations of individual writing systems specially designed for word processing are 
unsuitable for the tasks involved in the creation, distribution, management and documentation of 
texts at DLR, however excellent and powerful they may be in themselves. DLR's tasks can be done 
better and more economically with a functional combination of existing universal computers and 
suitable work station systems (PC) interlinked in the comprehensive DLR network system. It is only 
thereby that the prerequisites for proper communications and thus also for a modern office 
communications system are met. 

Such a combined system is suitable for reliably facilitating and improving 
• collaboration between staff, 
• collaboration between various internal and external institutions. 

Services provided 
The core of the services provided by Central Data Processing comprises universal computers and 

PCs and the IBM product range of programs and user systems, interlinked via the DLR network 
system. The components are matched to the word processing requirements in DLR. The aims thus 
reached are: 

• Support for all kinds of users 
Scientists, administrators, secretaries, managers, DP laymen, DP experts. 

• Production and distribution of documents of all kinds 
Letters, memos, notices, deeds, reports, publications, books, documentation, graphics 
and illustrations. 

• Improvement of internal and external communications 
between DLR institutes, DLR research centres, DLR and authorities, DLR and industry, 
DLR and national and international organisations. 

Actual status, 1989 
Central Data Processing's word processing service includes several components. 

Text systems 
• GML with the MFF module for formal writing on the universal computers 
• PC text on the PCs and work station systems 
including suitable editors on both the universal and work station computers. 

In- and output systems 

Input 
• from every work station via terminals or PC in the IBM-SNA network 
• also from terminals of other computers (e.g. DEC) via Emulation or Gateway. 

Output 
• central output in the computer centres to all stations, or non-centrally via institute printers 

(mainly IBM 3812 at present) 
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• non-centrally via work station printers (primarily matrix or thermal printers, and increasingly on 
laser printers) via PC and directly 

• paperless checking of formatted text and parts of texts (e.g. formulae, tables, graphs) in dialogue 
via terminals capable of graphics. 

Communications 
• Use of the DLR network system (local and interregional networks) 
• Connection to other networks (DFN, EARN, etc.) via the standard interfaces 

Further development of the service 
It will be a question over the next few years not only of further increasing the power of the data 

processing system but also, and primarily, of improving its co-ordination with other systems and 
services (keyword integration). Further improvements to the services provided by Central Data 
Processing include: 
• integration of text, graphics and illustrations 
• flexible choice of layouts by the users 
• optimum transfer between PC text and GML/DCF 
• transfers to other text systems, especially between TEX and GML, via a standardised mark-up 

language (SGML to ISOP standard) 
• integration of word processing into office communications. 

7. OFFICE COMMUNICATIONS 
The provision of methods and technical equipment for office communications must be directed 

towards an economic answer to the DLR's requirements and not towards the technically possible. 
Different means and methods for office communications are rational and economical depending 

on the size and structure of a concern. Internal telephones and an efficient internal mail system are 
perfectly adequate where, as in a medium-sized concern, all staff are in one building or a few 
neighbouring ones. For DLR, which is spatially distributed over several research centres and the need 
for close collaboration between staff of different institutes and establishments, the introduction of 
computer-supported methods is not only desirable but also more economical than the conventional 
postal service. 

There is also a considerable need for communications with institutions outside DLR both at 
home and abroad (see also section 9). An office communications system should also therefore cover 
this requirement. 

With computer-supported methods, long tried and tested procedures in office communications 
are replaced by partly novel methods and equipment which often operates in a totally different way. 
The users, who are most affected by this revolutionary change, usually have little or no knowledge 
and experience in data processing. This means that the introduction of new procedures in this field 
entails a great deal of effort in training which is justified only if, through standardisation, the 
procedures can continue to be used in the long term. 

Services 
There is a lack of internationally recognised standards in computer-supported office 

communications. Corresponding services are also planned as network services of the German Federal 
Post Office (cf. section 8). 

To meet the most pressing needs at DLR, besides the existing components for the exchange of 
information and data, regarded as part of the central data processing installations, Central Data 
Processing is also offering a compatible office system (PROFS). This system provides facilities for 
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the exchange and processing of internal memos in suitable forms for office conditions and requires 
only modest training outlays for the extent of the functions offered. 

The product is installed on the Division's central data processing installations and can be used by 
all work stations with access to the central data processing installations throughout DLR. 

Aims 
Central Data Processing will be attentively monitoring developments in office communications 

and will expand the services as soon as demand in DLR and the state of standardisation make 
rational and economical use likely. 

8. COMMUNICATIONS SERVICES 
Communications services cover two different functions: 

Transmission service 
A pure network function which ensures that the flow of bits is properly transmitted. 

Tele-service 
A communications function which includes features like digit coding and format definition, thus 
ensuring end-to-end compatibility (e.g. the German Postal Authority's teletext service). 

Local communications services 

Communications media and wiring systems 
Standardisation from the ground up already requires a restriction on the variety and the 

selection of fewer reliable types of the transmission media, the cables. They must require minimum 
maintenance and offer maximum flexibility. 

Optical fibres are a suitable medium, especially for transmission between buildings (central area, 
campus) owing to their high transmission speed combined with very low sensitivity to electrical or 
electromagnetic interference. The predominant material for use inside buildings is still copper with 
transmission speeds of up to 16 Mbit/s. Only when wide-band communications (> 100 Mbit/s) are 
required as far as the work station is copper replaced by glass inside buildings as well. 

The wiring system must be flexible enough to deal with future communications requirements. A 
modular network for DLR with 

an overall structure for the area, local network structures for the buildings, and substructures 
for the individual work stations 

requires a properly planned overall concept. Installations or projects which 'go it alone' can seriously 
prejudice the efficiency of the communications services throughout DLR in the long run. Central 
planning and fitting out and consequently central financing are the tools for implementing a 
concern-wide, obligatory concept. 

Efficiency and bandwidth 
The transmission speed of local networks is between 64 kbit/s for digitised speech to several 

100 Mbit/s, e.g. for the display of complex model simulations running on the super-computer in real 
time (20 images/s with a resolution of 1000 x 1000 points and a colour depth of 8 bits). 

International standards for local networks 
Like the types of cable, the number of different networks must be limited to those which are 

strictly necessary while, at the same time, care must be taken to ensure that the selected types are 
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mutually compatible. It is only in this way that all DLR's installations will be connectable to the 
entire system and isolated institute networks can be avoided. 

The following networks are intended for the bandwidths: 
• in-house ISDN networks for transmission speeds of 64 kbit/s per channel; 
• Ethernet and Token Ring to international standards for 10 or 16 Mbit/s; 
• high-speed networks using optical fibres for higher transmission speeds, including local 

backbone networks. This type of network will also include the future 140 Mbit/s fast wide-band 
ISDN. 

The local networks also include the gateways between the various network modules (areas — 
buildings — work station, etc.), the terminal servers supporting 'unintelligent' terminals and all 
control, monitoring and interference-suppression equipment. 

ISDN branch exchanges 
In 1989 the German Postal Authorities began offering a single, service-integrated, digital 

universal network ISDN (Integrated Services Digital Network) in which speech, text, data and images 
are transmitted at channel speeds of 64 kbit/s. ISDN communications are faster, simpler and more 
convenient: there is only one type of socket, one call number and one charge—the telephone 
conversation rate—for all services and instruments. The user can telephone and transmit data or sent 
a telefax message at the same time. The telephones are as conveniently equipped as only digital 
branch exchanges have been heretofore. 

However, this service can be provided for DLR only if all stations are equipped with a suitable 
in-house ISDN. For this it will be necessary to install new, uniform ISDN branch exchanges with the 
same performance characteristics at all centres in the context of a four-year plan. 

Trunk telecommunication services 

German Postal Authorities' network services 
Trunk telecommunications in Germany are still subject to the regulations and rates of the 

German Federal Postal Authorities. The available data transmission and tele-services must be used as 
carrier systems for DLR trunk services. They are therefore always a compromise between the desired 
data transmission rate and the available postal services and their prices. 

The same applies to forms of communication which are not primarily oriented towards data 
processing and which will demand special attention from Central Data Processing for the near 
future: 
• Text services 

Telex, message handling systems (MHS) or electronic mail, communicative word processing, text 
conference systems 

• Speech services 
'Intelligent' telephone, audio conference, speech storage service, personal paging service, mobile 
telecommunications 

• Image services 
Telefax, still pictures, moving picture distribution, video conference, wide-band ISDN 

Performance and transmission speeds 
Here, too, 64 kbit/s are required for digitised speech with, in addition, 128-256 kbit/s for trunk, 

time-critical interactive operation and up to 100 Mbyte/15 min for data transmission on batch 
processing. 
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Trunk DLR network as DBP user data network 
The DLR computer network which interconnects all DLR's station computers has already 

allowed Central Data Processing to offer all facilities for DLR-wide collaboration for some time 
—indeed, long before local networks existed. It is the Main Division's job to seek solutions by means 
of which DLR users can be provided in future with economical and at the same time reliable 
networks with considerably greater transmission performance (2 to 140 Mbit/s). 

Standardisation 
The DLR trunk network is based on the IBM Systems Network Architecture. Digital Equipment 

GmbH's DNA, TCP/IP and OSI architectures will also shortly be available for trunk 
communications. 

The transition from the formerly purely data-processing-oriented computer network to the DLR 
network system is exactly equivalent to the transfer to ISDN. The place of pure data transport is 
being taken by new performance features as described for the local networks (see above). To this end 
the local ISDN branch exchanges must in future be integrated into the DLR system in the same way 
as the station computers were at the time into the DLR computer network. 

9. NATIONAL AND INTERNATIONAL COMPUTER NETWORKS 
External communications, i.e. communications with institutions, enterprises and authorities 

outside the concern itself, are vital to a research establishment like DLR. In this exchange of 
information with stations outside DLR an ever more important part is being taken by 
computer-to-computer links in addition to the conventional communications services like the 
telephone, telex and—to an extent which should not be underestimated—the good old mail service. 
Computer networks which interconnect the data processing systems of different institutions were 
first set up and tested over twelve years ago in the USA. One of the best-known examples is the 
ARPA Net. 

Over the past few years experience gained in America has been used as a basis worldwide for the 
construction and operation of a large number of networks, very often for quite specific purposes like 
seat reservation or electronic fund transfer. 

DLR is primarily interested in scientific or research networks in which the data processing 
systems of various scientific establishments (e.g. universities or research institutes) are 
interconnected. Examples of these are the European Academic Research Network (EARN) and the 
Deutsche Forschungsnetz (= German research Network) (DFN). The main purpose of these research 
networks is markedly to improve facilities for communication and co-operation between the 
scientists of different research establishments and thus to support them in their work. 

This service is also being called upon by users in DLR. For many of them it is already an 
essential aid in their daily work. 

Services provided 
The following are typical functions of the computer network service: 

• Exchange of programs, data, graphs and images 
• Despatch or distribution of personal news 
• Access to remote operating facilities (principally databases and servers) 
• Participation in electronic conferences 
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Actual status in 1989 
Central Data Processing is now establishing links between its data processing systems and the 

most important research networks. It is at present connected to: 
• AGF-Verbund 

The DLR network is a part of this system which interconnects all members of the 
Arbeitsgemeinschaft der Grossforschungseinrichtungen (= Association of Major Research 
Establishments) (AGF). This network is particularly distinguished by its —for research 
systems — fast lines (64 kbit/s). 

• EARN 
DLR scientists have access via EARN to thousands of computers worldwide and, via gateways in 
EARN to over 100 other scientific systems (e.g. ARPA, CSNET, SPAN, UUCP). 

Future tasks 

Adaptation 
External communications are indeed already a permanent feature of Central Data Processing's 

facilities. In view, however, of the tremendous rate of development in scientific networks the Main 
Division must provide considerable capacity for keeping these facilities up to date in the light of 
externally dictated technical and organisational conditions like prescribed protocols, for instance. 
This must ensure continuity. 

The connection of DLR to DFN is thus now in hand. It is true that other DFN participants can 
already be easily reached via EARN. It is nevertheless quite likely that, over the next few years, 
EARN will be replaced in the Federal Republic of Germany by DFN. As the latter uses a completely 
different technology from EARN, considerable modifications will be necessary. It must be ensured, 
in particular, that in future DLR scientists are offered at least the same functions via DFN as they 
previously were by EARN. 

Management and advice 
Besides such recurrent adaptation, the computer networks service involves Central Data 

Processing in considerable management effort. It must, for example, be borne in mind that the 
layout of the existing research networks (connected data processing systems, accessible networks, 
available services) changes almost daily. 

In addition, this service requires specially qualified advisors since complete standardisation is 
still a long way off and the large number of facilities simply does not permit once-and-for-all 
documentation. 

10. HIGH-POWERED COMPUTERS 
Some DLR institutes will in future need high-powered computers to do their work. They include 

especially the Institutes for Theoretical Flow Mechanics in Gôttingen, Aerodynamic Design in 
Brunswick and Atmospheric Physics in Oberpfaffenhofen. A few institutes in Stuttgart, Cologne and 
Lampoldshausen are also using DLR's CRAY-XMP high-powered computer in Oberpfaffenhofen. 

A salient feature of DLR's computer concept so far has been the provision of one high-powered 
computer as a central machine (cf. Section 3) for the whole of DLR. If, instead of the single CRAY, 
a mini-super-computer, e.g. a CONVEX C2, were to be installed in each station, a different network 
structure might perhaps be better. The question of which system DLR is to prefer is therefore crucial. 

There is now a very wide range of computing installations suitable for numerical tasks. It runs 
from PCs costing DM 10000.—, via powerful work station systems (such as the newly announced 
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DEC-Station) which, for about DM 50000.--, offer a power of nearly 5 MFLOPS, or mini-super
computers at DM 1 to 5 million, up to the CRAY 3 which was announced recently and will cost 
between DM 50 and 100 million. 

What is striking about the machines available is the rapidly increasing power of 'workstations'. 
As early as the current year, such systems with a power of 10 to 20 MFLOPS are to make their 
débuts. Even now the most powerful work station systems have greater scalar powers than 
mini-super-computers. The small vector computers like the CONVEX C2 still have the edge in power 
only for highly vectorisable programs, and even that will disappear with the next generation of work 
station systems due to appear already in 1989. As the development of these systems is faster than that 
of the minisuper-computer and both are offered with the same operating systems, it is likely that the 
small vector computers will drop out of sight. 

The case is different, however, for the comparison between the actual super-computers, e.g. the 
CRAY Y MP, and the work station systems. The high power of the super-computer arises principally 
from its very extensive storage technology. On the one hand this technology is responsible for the 
high price of these super-computers, but on the other it provides a power unattainable by the cheaper 
work station systems. In addition, the dearer vector computers have operating systems which are 
substantially broader and thus offer the user and operator considerable advantages. 

The DLR institutes which work with cumbersome numerical methods will also in future need 
access to a super-computer if they are to continue to compete successfully with the international 
research community. Work station systems are being introduced in addition to the super-computers, 
especially for pre- and post-processing. They will not, however, replace a super-computer in the 
foreseeable future. 

Fast access to a super-computer 

therefore is and remains an important requirement of Central Data Processing and hence also of its 
service concept and the DLR network system. 

11. INFORMATION AND DOCUMENTATION SERVICES 

Information service 
Preparation and provision of (logistic) data, especially as support for the DLR management in 

decision taking. 

Documentation service 
Management of documents of all kinds, especially bibliography. The documents may be 

provided as files (computer-stored) or in another form (paper, film, etc.). 

Information management at DLR 
The DLR project Information Management is responsible for providing DLR's decision takers 

with up to date and informative material — figures and documents. It must be possible to meet this 
need for information solely from the data provided, without any specialised knowledge of the 
system. It must also be possible to process the data further locally, i.e. independently of the large 
computer, and in particular prepare it for graphic output. 

Such a requirement can be met only with modern hard- and software. The terminals are 
therefore primarily PCs. The software is based on the information and documentation services, 
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including the databank systems used for them, which have already long been in operation at Central 
Data Processing. 

Databank systems 
Central Data Processing uses three different databank systems to store and manage data. The 

relational databank systems SQL/DS and DB2 for the IBM environment and ORACLE for work 
station systems and process computers are the bases for the broad provision of information. These 
relational databanks have user-friendly interrogation and manipulation language making access to 
information substantially easier for the data-processing layman. 

These systems are being supplemented by the Complete Text Databank System BRS/SEARCH 
running under the MVS operating system. This product is being introduced on work station systems 
in the library and a few establishments, including the terminals of some scientists for storing and 
drawing up their own lists of references. 

In addition, the program packages SYSTEM W and AS are available for planning, simulation 
and project monitoring. Both have interfaces with the standard databanks of Central Data 
Processing. 

The conversion of the administrative systems (including finance and staff accounts) to relational 
databanks is scheduled for the end of 1990. 

Information services 
Administrative data processing is the supplier of, among other things, data for the information 

and planning systems. Over the past few years SAP's software products have been introduced for the 
Finance Division to improve the data (updating, quality). These programs support work in the 
technical divisions but at the moment there are still no interfaces for the final users like decision 
takers, those in charge of the budget, etc. 

The Funds Monitoring System (MUES = Mittelùberwachungssystem) has been in use since 1978 
for administrative information—figures and texts—to provide support for decisions. It takes 
account of the operational bases and methods on which the DLR management works. It does, 
however, only partially cover requirements. It provides the user with extracts from the Finance 
Division's production data on request. The drawbacks of this sysem include: 

• The requests are preset. 
• Program changes are laborious and expensive. 

Aims 
Central Data Processing's information and documentation services are to be gradually expanded 

over the next few years. It is intended: 

• to integrate the processing of further data (personnel matters, purchases, stores, commitments); 
• to set up an information databank; 
• to create common user areas for figures and texts in the various databanks; 
• to provide distributed databanks on PCs, work station systems and the central universal 

computers. 
• On this foundation, special evaluation and planning programs can facilitate a rational 

combination of PC/work station systems and large computers. The advantages of the component 
systems—adaptable user areas on the PCs, greater computing power and larger stores on the 
central computer—will thus be put to the fullest use. 

SAP, supplier of the administrative software used at DLR, intends to introduce programs from 
the artificial intelligence (AI) range for information supply. 

Here, Central Data Processing is closely collaborating with the Information Management 
project. 
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Documentation services 
A DLR literature databank (BRS/SEARCH) is being set up for all the literature available in the 

libraries. It will be available under title, keyword and abstract to all DLR staff for research. It is also 
intended to link in external literature files. 

12. FILE SYSTEM 
With the increasing decentralisation of the actual processing of information, the importance of 

the interplay between the various decentralised systems is also increasing. Information transmission 
(communications) and management are gaining in importance and must be planned and arranged for 
the whole of DLR if decentralisation is not to become duplication or even competition. The design 
and creation of an information storage and management system for all DLR establishments and staff 
are thus central factors in Central Data Processing's future tasks. 

With the File System service the users of the central and distributed data processing systems in 
DLR are offered the two functions 

Security and filing of computer-stored items. 

Here, 

Filing 
means storage at the user's request. 

Security 
means storage 'officially' on the initiative of the storing section, e.g. for items (files) stored 
on the Main Division's central installations. 

Filing and security may be requested by any terminals connected to the DLR network. The only 
requirement laid upon the items is that they fit properly into the services concept of Central Data 
Processing. Such items include, in particular, computer-stored items (files) from personal computers 
and work station systems. 

Both services include several components important to the work of DLR users, e.g.: 

Import 
The actual physical storage of the items. It includes the generation and maintenance of the key 

data needed for physical storage (place and date of storage, catalogue key symbol or number, type of 
access, etc.) and the description of the item. 

The key data and description of the item are covered by the concept of context. 

Seek 
Interrogation of the contexts, both in the key data lists and the (more extensive) context files, for 

certain, predeterminable seek criteria. 

Export 
Read-out of specific items or fetching the item from the physical store according to the key data. 
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Delete 
Erasure of an item by physical deletion or overwriting. 

Cancel 
Devalidation of an item through removal of the list entry. 
Items for the purposes of this service include: 
images 
graphs 
measurement data 
programs 
reports, publications 
filed material (e.g. contracts) 
documents 
letters, memos, information sheets. 

Actual status, 1989 
Computer-stored items in file form (programs, data in files and databanks) have so far been 

accessible only via their file names. The data name syntax is system-dependent to the utmost extent. 
For retrieval with reference to the content it is inadequate or even useless, even if the user's names 
can be selected. 

The contexts supplied by the operating system for storage are insufficient for retrieval according 
to content and can be called on retrieval inadequately or not at all. The content of the items 
themselves is not accessible as context. 

Books, reports, publications and periodicals have so far been processed in the Central Data 
Processing Library section. All items are acquired and stored according to the cataloguing guides for 
libraries. 

Correspondence, internal information and notices have so far been stored almost exclusively by 
'conventional' means (files with authors or in secretariats), on paper for the most part. 

At present there are only 'island' procedures for images, graphs and items in PCs and 
workstations, e.g. measurement data or image data. 

Aim: retrieval of computer-stored items 
In the years to come this file management service will gradually fulfil the following functions: 

• Import of items, including their contexts 
• Facilities for definition of the item by the user 
• Information on the item using the contexts in the retrieval system, in the form of: 

- surveys of the items 
- output of the contexts or parts thereof 

• Export of items, including both the output of a copy of the item and that of a copy of the context 
• Deletion of items and contexts, both logically and physically 
• Amendments to contexts 
• Availability of the contexts on all the systems recommended by Central Data Processing. 

13. DESIGN OFFICE (PROJECT WORK) 
For DLR's research work it is now no longer sufficient to find out the users' requirements for 

systems and methods in technical data processing by sporadic questionnaires or 'word of mouth'. 
The users no longer ask for solutions to individual problems but require answers and help in 
generally very complex matters. The question 'which program should I use to solve my major linear 
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equation system?' no longer applies. To-day, users rather tend to say: 'For my numeric simulation of 
the structural stress using the finite element method I first have to generate interactively suitable 
element networks and then the computer results must be graphically displayed.' 

The responses to these requests are often still made more difficult because certain working 
methods and procedures which must be taken into account in the solution have become entrenched 
among the users. 

Selecting suitable data processing systems—the concept of data processing program is becoming 
inapplicable to the extent of the function and the complexity of modern software packages—and 
adapting them where necessary to the task, and proposing a suitable strategy for their use, is possible 
only if Central Data Processing is fully and precisely familiar with the employees' fields of work. 

The Main Division must therefore be integrated into the research work as a regulating circuit 
component. Only practical work with the user can provide the knowledge and understanding of the 
requirements of the task and the work station and an idea of the direction in which the customer's 
field of work is tending to develop further ( 'learning by doing' rather than 'generating requirements 
by discovering them'). 

If the Main Division operates thus in future, it will be meeting two requirements which are the 
preconditions for its part as a DLR centre for technical data processing 

• Directing strategy and facilities towards the specific requirements of DLR research, and 
• Securing, keeping and motivating its own staff. 

After all, a centre for technical data processing is not built up and extended through the greatest 
possible machine power ('MFLOPS') made available centrally but through the expertise and 
co-operation of its highly qualified staff. As DLR can provide no market-oriented material 
conditions (BAT problem) it is an important inducement to be able to offer qualified staff attractive 
tasks ( 'If less money, then at least job satisfaction'). 

This service facilitates the best possible use of the expertise and resources of Central Data 
Processing and gives DLR and its institutes the advantages of: 
• developing data processing competence further together; 
• the achievement of the acceptance of standards through insight and application, and not through 

regulations; 
• developing economical, versatile systems through the co-ordination of similar users' 

requirements. 

A practical application of this service 
In 1986, Prof. Hornung (SM-ES Institute Director) demanded that the scientific results of 

experimental measurements and numeric simulations of flow mechanics research work should be put 
before the public 
• with comparable contents, and 
• in a uniform presentation. 
The functions needed for this were already available at the time as individual programs tailored to 
special cases. What was lacking, however, was a tool with which the demand could be met in general 
and with little effort from the users. In a seminar entitled Comprehensible representations of large 
quantities of data, the participants proposed to draw up jointly with flow mechanics scientists and 
data processing specialists a solution to the problem with the aim of 

53 



• A software system (program system context, user area) should make the functions available on 
the universal computers (system programs, databank services, library programs, user programs) 
for data management, interpolation (mathematical evaluation) and graphic display, user-friendly 
and interactively accessible. 
To do this, a project was initiated in which 

• the requirements, 
• the responsibilities and extent of the participations, 
• the extent of the functions and 
• the output, input and maintenance procedures 
were precisely established. 

Joint development by users and Central Data Processing was successfully accomplished and 
version 1.0 of the IDAHO system was commissioned at the end of 1988. 

Other similar tasks are now being discussed between users and Central Data Processing. 

IMPLEMENTATION OF THE SERVICE CONCEPT 
The special problem in the implementation of the new service concept is that the continuity of 

the existing facilities must be safeguarded so that the users of the current DLR computer concept do 
not have to lose out in processing their tasks. Central Data Processing must therefore be in a position 
during a transition period of some four years to provide its users with both the old services and the 
future service concept at the same time. This means that the prerequisite for the service concept—the 
DLR network system — must be set up before the components of no further future use can be 
dismantled. Therefore the station computers must still remain in place until the end of 1991. 

Central Data Processing has developed a concept for the transition which is based on the present 
costs of the postal authorities' data lines and a not too rapidly growing demand for the available 
services. It provides for a stepped increase in the power of the DLR network system up to a 
transmission speed of two Mbit/s in 1993. The funds needed can be covered from the prescribed 
Central Data Processing budget, if the existing station computers continue in use beyond their 
expected useful life. The future central computer systems for VMS in Gôttingen and for VMS, VM 
and COS or UNICOS in Oberpfaffenhofen must be suitably extended to meet the increasing demand. 

Table 1 shows the costs compared with the planned budgets for 1990-1993. These data are 
graphically represented in figs. 3 and 4. Tables 2 and 3 show the individual steps planned for the 
implementation of the service concept. 

The budget will have to be increased by 300 000 marks in 1990 and 1991 for the transition 
concept. The funds for advancing the Central Data processing process computer concept are not 
included in this plan. For this purpose, Central Data processing is scheduling investment funds of 
one million marks a year from 1990. A management paper on this matter will be forwarded to the 
DLR Board in September 1989. 
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DP COSTS/BUDGET 

CRAY Y-MP 

IBM 3O9O-30S 
Automatic storage 
system 

Network computers 

Postal authorities' 
dataways 

Existing computer 
contracts 
(incl. maintenance) 

Software licences 

Miscellaneous 
relevant items 
(Library, RHB, 
travelling expenses, etc.) 

Costs 23.900 23.900 23.600 23.600 

Budget 23.600 23.600 23.600 23.600 

Supplementary budget for 300 300 
transition to new concept 

Table 1: Central Data Processing's costs and budget 

1990 1991 

5.670 6.000 

3.480 4.250 
150 250 

500 

1.150 1.900 

8.750 6.300 

2.100 2.100 

2.600 2.600 

1992 1993 

6.000 6.000 

4.450 4.500 
250 300 

1.000 1.200 

3.000 3.700 

4.200 3.200 

2.100 2.100 
2.600 2.600 
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DP COSTS/BUDGET 

o 
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1 "1 Cray Y-MP 
• IBM 3090 
m Storage 
M Network 
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RHB/Lib. 

1990 1991 1992 1993 

Calendar year 

Fig. 3. Central Data Processing's budget in individual items 

DP COSTS/BUDGET 
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Fig. 4. Central Data Processing's budget—Summary 
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COMPUTER PLANNING FOR DP 

1990 1991 1992 1993 

CRAYX-MP _ • ] CRAYY-MP ^ 

3090-30S 
(MVS/XA. fc 
VM/XA in OP) 

4381-R03 ^ 
(VMinGd) ~ — — — — — — 

4381-Q13 ^ 
(VM in KP) W- — — — — — — 

4381-R14 fc — « . . . 
(VM in BS) W^ 

4381-Q13 
(MVS/XA in KP) ... ^ _ _ _ _ _ _ _ _ _ _ 

4381-R12 
(Testsyst. in OP) • 

The broken lines indicate prolonged useful life after the expiry of the lease. 

Table 2: Central Data Processing's computer schedule 

1990 1991 1992 1993 

64 KB l ines . . ^ . 
OP --> BS 2 Ltg. 3 Ltg. 

OP --> Gô 2 Ltg. 3 Ltg. 

OP --> KP 1 Ltg. 3 Ltg. 3 Ltg. 

OP --> ST ILtg. 2 Ltg. 2Ug. 

OP --> LA 1 Ltg. 1 Ltg. 1 Ltg. 

2 MBit l ines 

OP --> BS 1 Ltg. 

OP --> Go 1 Ltg. 

Network compu 
3725 

ters Network compu 
3725 

ters 

New 
network computers 
(3725 Nachfolge) 

New 
network computers 
(3725 Nachfolge) 

Transit ion 
to ISDN 

Table 3: DLR network system schedule 
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EXPERIENCE WITH VECTOR PROCESSORS IN HEP 

Federico Carminati 

CERN, Geneva, Switzerland 

Abstract 

This material has been presented in two lectures at the 1989 CERN Summer School 
of Computing. In the first lecture (sections 1 to 12) a brief review is made of the 
basic concepts of vectorization, with a particular attention to statement dependence. 
The application of the basic concepts to simple examples is presented and discussed. 
The concept of code enablement is introduced in its different aspects, removal of 
inhibitors, restructuring of the code and algorithmic consideration. 

The second lecture (sections 13 to end) is centered on the application of the con
cepts and methods presented to the HEP code. Specific problems presented by the 
HEP code in the optimization process arc analysed. The lesson also describes the 
work under way at CERN to optimize (he CERN Program Library on CERN's 
Supercomputers. 

I. The CPU speed 

The speed at which a computer can operate is limited at any given time by some 
fundamental constraints. There are probably theoretical limits to the power of a 
computer as we conceive it now [ I ] , but they seem to be still very far from the 
much more stringent constraints imposed by technology. The Central Processing 
Unit of a computer (CPU) needs a signal to synchronize all its parts in order to 
operate. The time interval between two signals is called the clock cycle of a CPU. 
To insure the correct operation of the CPU, the synchronization signal must reach 
all its component in one cycle. To make this possible, the size of the CPU must not 
exceed the distance travelled by the signal during a clock period. In the best case, 
the distance between two elements of a CPU cannot exceed the distance travelled by 
light during a clock period, that is 30cm times the clock cycle in nanoseconds. The 
limit imposed by technology on the production of densely packed integrated circuits 
sets at any given time a theoretical lower bound on the clock cycle for any given 
CPU configuration. 

The VLSI technique [2] has nevertheless progressed very fast in recent years, 
and the size of the CPU is not any more the limiting factor for the computer speed, 
even if, in the case of extremely dense packing, other problems (cooling, material 
degradation due to high fields and so on) may arise. The number of components on 
a single semiconducting support doubled every year from 1959 to 1972, when the 
size of the silicon wafers which could be produced became a limit to the further 
increase of the number of components. Since then the number of components saw 
roughly a fourfold increase every three years. In 1960 the size of the junction (dis
tance) between two components was 30//m, while today this size is of the order of 
l//m and a size of 0.4//m is already attainable with optical lithography. X-ray 
lithography can produce even smaller junctions and it is hoped to reach 0.1 /.mi in 
the near future. With the reduction in size of the CPU another more basic limiting 
factor emerges. The time taken by the CPU to perform an operation cannot be 
smaller than the time taken by each of its components to perform a basic operation, 
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which, on today's digital computers is the state transition of a transistor (gate). This 
time is governed by many factors which include the crystalline structure of the semi
conductor used to build integrated circuits, the size and shape of the gate and the 
temperature at which it is operated. The material which is most widely used today 
to build integrated circuits is silicon, which is relatively easy to manipulate, but has 
a fundamental limit in the gate period of around 0.3 nanoseconds. While silicon 
gales operate today at a higher period, so that we can still foresee room for improve
ments in the speed of silicon based circuits, many other materials arc being tested. 

The Josephson junction [.5], invented in the 60's, could reduce gate time to 10 '" 
seconds, but the whole CPU must be operated at a temperature very near to abso
lute zero and a Joscphson based computer docs not seem to be commercially feasible 
today. New semiconductors and new techniques [3] [4] leading to a much lower 
gate period arc currently under study. Gallium Arsenide seems to be the best candi
date to replace silicon, with both a lower gate period and a very interesting crys
talline structure which allows the implementation of new techniques. Machines 
based on gallium arsenide CPUs have been announced and arc due to appear on the 
market in the early 90's. 

Other, more exotic technologies arc under study, like quantum effect [6] or opti
cal [12] gates which, if technically viable, may lead to an important decrease in the 
gale switch time. 

2. Concurrent processing 

The silicon gate threshold limit led, over the past few years, to a decrease in the 
growth rate of the speed of execution of a single stream of instructions. On the oth
er hand, due to the constant improvement in VLSI techniques, a larger number of 
increasingly complex components can now be packed together in the same unit. 
Another effect of the technological advance is that the price of these systems has 
steadily decreased over the years so that complex computer architectures arc now 
not only technologically feasible, but also economically affordable. This trend 
toward computer complexes seems well established and it will certainly extend to 
any new technology employed for the components. 

One of the ways in which the increased availability of components has increased 
the performance is that more and more complex operations can be implemented in 
the hardware via dedicated units within the same CPU. Operations like the extrac
tion of a square root or the evaluation of a trigonometric function can be done in 
dedicated units faster than in the general purpose arithmetic units. 

But the integration attainable by today's technology allows higher levels of com
plexity to be reached, and several identical components can be packed together in 
the same computer system. Increasing the number of operational units of a machine 
can trivially increase the throughput (number of problems solved per unit lime) if 
every unit works on a different problem and if there arc enough problems to be 
solved (workload) to keep all the units busy. This technique alone docs not increase 
the speed of the machine in solving a single problem. The solution time for a single 
problem can be reduced on a complex machine only if more than one unit works on 
the same problem concurrently. Concurrent processing is the solution of different 
parts of the same problem at the same time, and it is the key to performance 
improvement and solution time reduction for today's and, as far as wc can tell, 
tomorrow's machines. 
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In spile of what is said above, the main reason for which concurrent computing 
is imposing itself as the main trend in computer and information technology is not 
to be found in any technological bottleneck limiting the performance of simpler, sin
gle threaded, systems. Even if the challenges posed by concurrent processing to the 
computer hardware and software designer and to the user arc formidable, the 
appearance of faster processing units will not reverse this tendency. The coordinat
ed but independent operation of different parts is one of the fundamental strategics 
that man and nature have always employed to overcome the limitations of any sin
gle part to achieve a goal or to solve a problem. Examples of this can be found in 
the sociological and industrial as well as in the biological domain, starting with the 
operation of our society and ending with the interconnection of neurons in our 
brain. It is even somewhat surprising that parallel or otherwise concurrent comput
ing did not emerge before in the evolution of computing as the main-stream direc
tion. 

3. Complex architectures 

The major technological break-through in VLSI and the availability of low cost 
components and memories has given rise to an almost endless list of complex archi
tectural designs spanning a wide range of prices and performances. Several classifi
cation schemes have been proposed for these architectures. 

One very broad classification starts from the kind of interconnection among dif
ferent units. We can then talk of loosely coupled parallelism if each unit acts more 
or less as an independent computer, coordinating its work with the others via some 
sort of message passing system. At the other end of the spectrum we have highly 
coupled architectures, where the different units may share common elements and be 
synchronized by the same clock. The number of elements can also be used for clas
sification, particularly for the more loosely coupled architectures. We can then have 
small scale parallelism (I to 100 units), medium scale parallelism (100 to 1000 units), 
large scale parallelism (1000 to 10,000 units) and massive parallelism (more than 
10,000 units). 

The class of problems solved can also serve as a classification scheme. This is 
not necessarily limited to concurrent processing, but in practice the availability of 
complex and parallel architectures has allowed computer designers to map the prob
lem to be solved in the hardware obtaining reduced solution times. In this scheme 
we can have special purpose machines which arc usually built to solve only one 
problem, like speech recognition or text translation. These machines arc usually use
less to solve any other problem. Then we have problem class oriented machines, like 
graphics machines, which, while being generally useful in several contexts, arc par
ticularly suited for a specific application. General purpose machines arc built with
out a specific problem in mind, even if their effectiveness in solving different prob
lems may vary greatly. 

Another classification parameter is the type of instruction and data flow of the 
machine. On SISD (Single Instruction-Single Data) machines, a given instruction 
flow is executed one instruction at a time on a single datum at a time. This kind of 
machine, which encompasses most of the older computer systems, is also called a 
sequential or scalar machine, and sequential or scalar processing its way of operat
ing. SIMD (Single Instruction-Multiple Data) machines process multiple data in 
parallel with the same instruction. As wc will sec later, vector machines arc a par
ticular case of SIMD machines, while other SIMD machines can be found among 
massive parallel systems, like the Connection Machine. MISD (Multiple Instruc
tion-Single Data) machines, where multiple instructions act together on a single 
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datum, arc not very well represented and arc mainly special purpose machines. 
MIMD (Multiple Instruction-Multiple Data) machines include the majority of par
allel architectures where different units act concurrently on different data. This is 
the case for loosely coupled parallel units each one acting on its stream of data 
according to its own stream of instructions. This is also the case for VLIW (Very 
Long Instruction Word) machines where different units in the same CPU operate 
concurrently on different data executing several instructions packed together in the 
same instruction word. 

An important element of classification for parallel systems is the memory archi
tecture. At one extreme, all units share the same memory (shared memory architec
ture), while on the other all units have a local memory and data arc exchanged 
among different units via messages. 

4. Vector machines 

The rest of this lecture will be particularly focused on vector machines. These 
can be broadly classified as phased SIMD machines where the different units arc 
tightly coupled in the same CPU in a small scale parallelism. To illustrate the opera
tion of a vector machine let us suppose that the operation of multiplication of two 
floating point numbers be composed by (he following basic steps: 

1. unpack exponents and manfissac 
2. perform the operation 
3. pack exponent and mantissa in the result 

For the purpose of our model, a multiplication takes three CPU cycles to be com
pleted'. If is often the case that there is not just one single multiplication to be per
formed, but many. Let us suppose that the following operations have to be per
formed: 

( \ = A{xUt 

C2 - A2^'h 
C 3 

= A^xfi^ 

( : 4 4 4 

C

5 
= A<xBs 

C --A xfi 
n n n 

On a vector machine the functional units arc designed in such a way that, while the 
result is packed for a first pair of operands, the second step can be performed for a 
second pair and exponents and mantissac can be unpacked for a third pair without 
waiting for (he first operation to have completed its three steps. In other words, 
vector operations arc phased or pipelined so that different phases of the same opera
tion can bo performed concurrently on different sets of operands as shown in Figure 
I. Several points arc worth noting: 

Readers with some knowledge oT the way in which operations are implemented may find this example incomplete. I his mod

el is intended to explain the concept oT vectorization and not to give an example of algorithm implementation. 
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The clock cycle time is not an absolute measure of the speed of a scalar CPU. 
In the previous example, we could imagine a CPU with a clock period three 
times longer which performs a multiplication in one single clock cycle. The 
scalar speed of the machine would not change in this case. On the other hand, 
the clock cycle time, together with the number of cycles necessary to perform 
the different operations, gives an idea of the vector speed-up to expect from 
that machine and of its maximum theoretical vector speed. 

The maximum theoretical vector speed (j)cak speed) can be reached only if one 
pair of operands can be delivered to the computational units at every clock 
cycle and one result can be stored in its final location at the same time. This is 
a very relevant point because the transfer rate of data from memory to the 
CPU can be greatly affected by their layout in memory, depending on the 
machine architecture. Data organization and the reference pattern arc some of 
the key elements to take into account to obtain a performance which is close to 
the peak. 

Vector operations can be carried out cither by a single unit which can hold 
intermediate results and accept a new set of operands at every cycle (pipelined 
unit) or by multiple units, each of them accepting in turn a new set of 

AI*BI A2*B2 A3*B3 

A1*B1 A2*B2 

A1*B1 A2*B2 

Cycle 

Step 1 

Step 2 

Step 3 

Results 

Cycle 

Step 1 

Step 2 

Step 3 

Results 

Figure I: Scalar versus vector processing 

Scalar processing 

3 

CI 

Vector processing 

2 3 4 5 

C2 

6 

A1*B1 A2*B2 A3*B3 A4*B4 A5*B5 A6*B6 A7*B7 

A1*B1 A2*B2 A3*B3 A4*B4 A5*B5 A0*B6 

A1*B1 A2*B2 A3*B3 A4*B4 A5*B5 

CI C2 C3 C4 



Vector Processing via multiple units 

Cycle 1 Cycle 2 Cycle 3 Cycle 4 

A1*B1 A2*B2 A3*B3 A4*B4 
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Vector Processing via a pipelined unit 

Cycle 1 Cycle 2 Cycle 3 Cycle 4 

Al*Bi A2*B2 

Al'Bl 

A3*BS 

AZ'BZ 

A1*B1 

A4*B4 

A3*BS 

A2*B2 

CI 

Figure. 2: Multiple units and pipeline vector processing 

operands at every cycle. Figure 2 illustrates the two operation mod
es. In case of multiple units there must be as many units as arc the clock 
cycles used to perform the operation. 

When vector mode is active one result is delivered each clock cycle. This is not 
true for the first result, which emerges from the vector units after a number of 
clock cycles which is equal to the duration of the same operation in scalar 
mode. This time is called latency lime and it is only the one of several other 
overheads involved in vector processing which we will encounter. This should 
be no surprise. Vector processing is a much more complicated mode of opera
tion than scalar processing, and the price is paid in terms of overheads to setup 
the vector units. 
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5. Task dependence 

Even if the scope of this lecture only includes vector processing, our discussion 
on statement dependence can be applied to parallel processing as well. Vector pro
cessing can be seen as a very particular case of parallel processing, at a very low lev
el and with very strict synchronization rules. The very essence of concurrent com
puting is the simultaneous solution of different parts of the same problem. The 
relative amount of work involved in each subtask into which a problem has been 
subdivided is called granularity. This is usually not an intrinsic characteristic of a 
given problem, but rather the result of an arbitrary partition of the solution in sub-
tasks. The smaller the amount of work, the finest the granularity is said to be. Vec
tor machines work at the finer level possible of granularity, the single steps of the 
CPU to perform a machine instruction. 

Concurrent execution of different subtasks of the same problem can be prevent
ed by dependences among them. The dependence analysis of the subtasks in which 
a problem has been divided is an aspect of programming which is becoming increas
ingly important as more and more parallel architectures are made available on dif
ferent classes of machines. The possible sources of dependence between two sub-
tasks arc data and control dependence. Task B is said to carry a data (or flow) 
dependence from task A if task B references (reads or writes) data which arc also 
referenced in task A 2. Task B is said to carry a control dependence from task A if a 
situation may arise during the execution of task A that changes the execution flow 
of task B, or even causes task B not to be executed at all. In both these cases wc 
write A -> B and wc say the task B depends on task A. Task A and task B may 
not be able to execute in parallel and, in particular, task B may have to wait for 
task A to terminate before starting execution 3 . 

In the case of a vector machine, the tasks arc the single instructions of a pro
gram. Contrary of what happens in other instances of multiprocessing, the order of 
statement execution on a vector machine is determined and may not be altered with 
respect to scalar processing, but one operation in a vector of operations docs not 
wait for the preceding one to terminate. A dependence among instructions may 
therefore prevent vector processing to take place in order to produce correct results. 

6. Kind of dependences 

As said before, the granularity of vector processing is the single machine instruc
tion. In the following examples we will use the FORTRAN notation. The reason for
tius choice and the link between FORTRAN and vector processing will be clarified 
in section 7. There arc several kinds of dependences [9] among state
ments which can be classified according to two complementary schemes. Let's con
sider the following example: 

Of course one of the iwo tasks must aller ll>c data. Read-only references generate no dependence among themselves. 

II may he inleicsling to note thai every control dependence can be transformed into a data dependence among two snbtnsks, 
introducing a variable defined in A which carries the necessary information to control (lie flow of IV 
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1 X = . . . 
2 . . . = . . . X . . . 

A value is first stored in the memory location symbolized by X and then it is fetched 
to perform some calculations. Statement 2 carries a dependence from statement 1 in 
the sense that statement 1 has to execute completely before statement 2 can start, if 
the correct value of X has to be fetched from its location. This kind of dependence is 
called a true dependence. The following example is the opposite: 

1 . . . = . . . X . . . 
2 X = . . . 

In this case statements 2 again carries a dependence from statement I. If statement 
2 executes before statement I, then the statement I will fetch the wrong value of X. 
This kind of dependence is called anti-dependence. There is a subtle but important 
difference between a true dependence and an anti-dependence. In a true depen
dence, the second statement has to wait for the first to execute completely and to 
have stored I he value of the variable in its location, while in an anti-dependence the 
second statement only has to make sure that the first one has fetched the correct 
value of the variable before starling execution. While a true dependence prevents 
any kind of concurrent processing, an anti-dependence like the one shown allows the 
execution of statement 2 to be overlapped with the one of statement I once state
ment 1 has fetched the operands. As we will sec this may not prevent vector pro
cessing. 

Another kind of statement dependence is the following one: 

1 x = . . . 
2 x = . . . 

This is called output dependence and, again, statement 2 carries a dependence from 
statement I. If statement 1 terminates execution after statement 2, then the wrong 
value can be stored in the location X. 

A second classification method for dependences is the reciprocal position of the 
statements. Let us consider the following example: 

10 CONTINUE 
2 ... = A(I-l) 
1 A(I) = ... 

1 = 1 + 1 
IF (I.LT.IMAX) GO TO 10 

Statement 2 carries a true dependence from a statement which follows, so this is 
called a backward dependence. An example of a backward anli-dcpcndcnce is the 
following: 

10 CONTINUE 
2 A(I-l) = ... 
] = A(I) 

1 = 1 + 1 
I.F (T..I.T.IMAX) CO TO 10 
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The most important dependence analysis for vector execution concerns statements in 
FORTRAN DO-loops. Before describing in greater detail this subject, we will intro
duce the concept of a vectorizing compiler. 

7. The vectorizing compiler 

While machine language gives full access to all vector operations on a machine, 
programming in machine language is particularly unfriendly and big machine lan
guage programs arc very difficult to understand and to maintain, so that higher lev
el languages arc used instead. The most widely used programming language in Sci
entific and Engineering computing, and particularly in HEP, is FORTRAN. 
Standard FORTRAN does not provide any construct to address the vector compu
tational units. To overcome this problem and allow FORTRAN programmers to 
benefit from the performance improvements offered by vector architectures, vector 
machine manufacturers have developed special versions of the FORTRAN compiler. 
These so called vectorizing compilers feature enhanced optimizers which analyze the 
user code and try to improve its performance using the vector units while preserving 
the correctness of the results. The basic clement which is taken into account for vec
tor execution is the FORTRAN DO-loop construct. DO-loops arc analyzed for 
dependences in the statements and, if possible, the appropriate instructions arc gen
erated by the compiler to execute the operations in the vector units. Such DO-loops 
arc said to have been vectorized. 

Not all DO-loops can be vectorized, and factors which prevent a DO-loop from 
being vectorized arc called inhibitors. We do not intend to give here a detailed 
description of vectorization inhibitors or of the ways to remove them. The interested 
reader is referred to the bibliography on this subject [7] [ I I ] [8J. We will give in 
the following only some simple examples of DO-loops. 

I/O statements within a DO-loop arc usually inhibitors to vectorization, even if 
some compilers arc able to handle them. Subroutine calls within a DO-loop prevent 
vectorization as well, but some compilers accept user-written vector functions which 
permit vectorization of a loop with an external reference. Most of the vectorizing 
compilers arc able to generate machine instructions to execute some of the intrinsic 
functions in vector mode. Branches to an instruction outside or into a loop usually 
inhibit vectorization. Some of the vectorization inhibitors are just a consequence of 
the state of the art of the optimizer of a given compiler. Basic inhibitors which do 
not depend on the compiler technology arc statement dependences. Let us consider 
some examples: 

DO 10 1=1,N 
A(I) = B(I) + C(I) 

10 CONTINUE 

In this case the statements to be executed in vector arc the sum of the elements of B 
and C to be stored in A for I from I to N. There is no dependence among these 
statements and the loop can be vectorized. The following is a slightly more compli
cated case: 

DO 10 1 = 1 , N 
A ( I ) = B ( I ) + C ( I ) 
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B ( I ) = EXP(D(I ) ) 
10 CONTINUE 

Here we have a forward anti-dcpendcncc from the first statement to the second car
ried by the variable B(I) at every iteration. As we will sec in the next chapter, all 
the operands aie fetched before the execution so the loop can still be vectorized. 
The second statement will be vectorized only if the hardware of the machine sup
ports a vector version of the EXP intrinsic function, which is usually the case. In 
the following example a dependence is carried from one iteration to the next: 

DO 10 1=1, N 
C(I+1) = C(I)*T 

10 CONTINUE 

In this case we have a backward true dependence of every iteration on the preceding 
one. If we spell out the first iterations we have: 

C(2) = c ( i ) * T 
C(3) = C(2)*T 
C(4) = C(3)*T 

We note that each value of C starting from the second is first stored and then 
fetched. This is a kind of dependence which prevents vector operations because, as 
we have seen, vector operations arc partially overlapped and the correct values of C 
may arc not ready in storage when they are requested. The dependence which is a 
basic vcclorization inhibitor (sec Figure 3) is the one where a value is 
stored and then requested in a subsequent operation. The dependence is called 
backward because the code is equivalent to: 

DO 10 1=1, N 
TEMP = C(I)*T 
C(I-H) = TEMP 

10 CONTINUE 

The first statement carries a true dependence from the previous iteration of the sec
ond one, so it depends on a statement which follows. In this case vectorization is 
not possible and any vectorizing compiler will detect the presence of a recurrence 
and signal scalar execution for this loop. 
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DO 10 J-l, N 
A(J+1)=A(J)*T 

10 CONTINUE 
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8. Loop sectioning 

The data to be fed to the vector units of a CPU arc held in special high-speed 
buffers called vector registers4. The number and the capacity of these register varies 
from one vector machine to the other. In particular the number of elements which 
can be held in a vector register is called the section size (Z) and it is a fundamental 
parameter of a vector machine. Let us consider the following loop: 

DO 10 1=1, N 
A ( I ) = C ( I ) * B ( I ) 

This is not in fact the case (or all vector machines. Some of them (CYHP.K 705, l!.TA 10) operate directly from memory. In 
this case the discussion still applies, but 7. ~ N for every possible value of N. 

68 



D ( I ) = E ( I ) + F ( I ) 
10 CONTINUE 

The statements of this loop carry no dependence and the loop will be vectorized. 
The sequence of operations of a vector CPU will be in this case: 

1.- load one vector register with a section of elements of B 
2.- load another vector register with a section of elements of C 
3.- compute the product in vector mode 
4.- store one section of results in A 
5.- load one vector register with a section of elements of E 
6.- load another vector register with a section of elements of F 
7.- compute the sum in vector mode 
8.- store one section of results in D 
9.- go back to 1. until finished 

if Z is the section size, this is equivalent to: 

DO 10 J=l, N, Z 

DO xx i=J, MINCJ+Z-1, N) 
A(i) = B(i) * C(i) 

xx CONTINUE 

DO yy i=J, MIN(J+Z-1, N) 
D(i) = E(i) + F(i) 

yy CONTINUE 

10 CONTINUE 

where the xx and yy loops are executed in vector hardware. This technique is called 
loop sectioning, because the loop is executed by the vector units in sections of size Z. 
A very important remark at this point is that the order of execution of the state
ments has changed. In the scalar loop the order is: 

A ( i ) = B ( l ) * c ( i ) 
D ( i ) = E ( l ) + F ( i ) 
A(2) = B(2) * C(2) 
D(2) = E(2 ) + F ( 2 ) 
A(3) = B(3) * C(3) 
D(3) = E(3 ) + F ( 3 ) 

A(N) = B(N) * C(N) 
D(N) = E(N) + F(N) 

while in the vector loop the order now is: 

A ( l ) = B ( l ) * C ( l ) 

A(Z) = B(Z) * C(Z) 
D ( l ) = E ( l ) + F U ) 
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D(Z) = E(Z) + F(Z) 
A(Z+1) = B(Z+1) * C(Z+1) 

A(2*Z) = B(2*Z) * C(2*Z) 
D(Z+1) = E(Z+1) + F(Z+1) 

D(2*Z) = E(2*Z) + F(2*Z) 

The situation can be further complicated by the fact that the two .statements arc 
completely independent, and some machines have the capacity to operate concur
rently two arithmetic vector units (in this case the add and the multiply unit). On 
these machines the relative order in which sums and products arc performed is com
pletely unpredictable. This should always be kept in mind when dealing with vector 
operations. For singlc-ncst single statement DO-loops this is not relevant, but in 
case of multiple-ncst or multiple statement DO-loops not only are some operations 
partially overlapped but the execution order is changed. Let's take the case of a 
multiple nest DO-loop: 

DO 10 J=l, N 
A(J) = 0. 
DO 5 K=l, N 
A(J) = A(J) + C(J,K) * B(K) 

5 CONTINUE 
10 CONTINUE 

In this case one of the loops can be vectorized. Note that it is not possible to vector
ize both loops at the same time because this would imply a bi-dimcnsional structure 
of the vector register and of the computational units. Such a matrix computers has 
not yet been designed ! If the inner loop is vectorized, then the following equivalent 
loop will be executed by the hardware: 

DO 10 J=l, N 
A(J) = 0. 
DO 5 K=l, N, Z 

DO xx i=K, MIN(K+Z-1, N) 
A(J) = A(J) + C(J,i) * B(i) 

xx CONTINUE 

5 CONTINUE 
10 CONTINUE 

The inner loop has been sectioned and every section is executed in vector hardware. 
Now let's consider the vectorization of the outer loop. The equivalent, code looks 
like: 

DO 10 J = l , N, Z 
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DO yy i = J , MIN(J+Z-1, N) 
A ( i ) = 0 . 

yy CONTINUE 

DO 5 K=l , N 

DO xx i = J , MIN(J+Z-1, N) 
A ( i ) = A ( i ) + C ( i , K ) * B(K) 

xx CONTINUE 

5 CONTINUE 
10 CONTINUE 

A very important effect of vectorization on the outer loop is that the effective order 
of execution of the statements has now changed: sections of the outer index arc exe
cuted in vector mode and so they arc executed within the inner loop. The two loops 
arc effectively swapped by the vectorization of the outer one. Anolhcr important 
remark is that if the inner loop is vectorized, it has to be sectioned —— + 1 times 
for every iteration of the outer loop while if the outer loop is vectorized, only 

-t-1 sections arc needed, even if the ./"' section of column K of the matrix C is 

loaded at every iteration. As we will see, reducing sectioning overhead may be a 
way to improve performance. The fact that vectorization of the outer loop means 
interchange of the loop order, implies that if a dependence prevents loop inter
change, then it also inhibits vectorization on the outer loop. The following is an 
example of an interchange preventing dependence carried by the variable A: 

DO 10 J=l, N 
DO 5 1=1, M 
A(J-1,1+1) = A(J,I)*T 

5 CONTINUE 
10 CONTINUE 

In this case vectorization of the outer loop is not possible. 

9. Performance considerations 

The theoretical vector speed-up for a given operation is, in first approximation 
N, the number of CPU cycles necessary to perform the operation in scalar. In reality 
this speed-up is hardly reached because many other factors affect the performance 
of vector operations. These factors arc deeply connected with the architecture of the 
machine. As wc have seen, even if in vector execution one result emerges from the 
pipeline at every cycle, there is a latency time before the first result emerges which is 
equal to N. Moreover, some cycles, called the setup time (S), arc usually spent to 
setup vector execution for the whole loop. Additionally, setting up every section of 
the loop is also expensive, so that we have a sectioning overhead time (S')- The total 
time taken by a vector loop can be expressed by: 
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( SL^L M ) X (Z 4- N + S') + S 

while the Lime taken to complete the equivalent, scalar loop is Nn, being n the total 
number of iterations. This is very simplistic and docs not take into account several 
other factors, but. it is good enough for our purposes. The square brackets mean the 
biggest integer not larger than the number in brackets. This is a step function which 
we can replace, for the purpose of our discussion, with: 

j-x(Z + N-\-S') + S 

Comparing this with the time for scalar processing we have a reduction in the num
ber of cycles of: 

R = ± + ± i. ^ 1 4- JL 
N Z N7, nN 

It is probably not meaningful to discuss the various terms in detail, but the impor
tant conclusion to be drawn is that, even if the number of operations goes to infinity 
so that wc can neglect the last term, still the speed-up will not be N but will suffer 
from some overheads which depend on the section size and on the kind of operation 
performed. Big section sizes (long vector registers) help in reducing sectioning over
heads, but they are difficult to implement architecturally and may introduce other 
bottlenecks, particularly in the data movement phase. Another important, considera
tion is that there is a minimum iteration count for which vector processing is effec
tive in reducing CPU lime. If wc work out this value from the preceding formulas 
wc find that it is: 

S 
n n"'n / . i \ . , I s^_ 

~7. 04)*-7 
Again the formula is approximate and (he value of the single parameters may be 
difficull lo estimate for a given machine, but it shows clearly that loop overhead 
plays an important, role in the convenience of vector processing, while, again, large 
sections help in balancing the effect of sectioning overhead and latency time. In 
practice /;niln is determined experimentally for different DO-loops. Loop setup time 
can have a very big impact on the performance of vectorized programs. Let us sup
pose to have a very simple subroutine which scales one vector storing the result in 
another one. The code could look like: 

SUBROUTINE VSCAT,E(A, B,S,N) 
DIMENSION A(*), B(*) 

C 
DO 10 J=l, N 
B(J) = A(J) * S 

.1.0 CONTINUE 
END 

1 he loop docs not carry dependence from one statement to the other and il can be 
veclorizcd. If the routine is called many times in an application with N < nin.n then 
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the application will spend more CPU time in the routine when the loop is executed 
by the vector hardware. To avoid this, some vectorizing compilers apply a lech-
niquc known as dual pathing, whose FORTRAN equivalent is the following code: 

SUBROUTINE VSCALE(A,B,S,N) 
DIMENSION A(*), B(*) 
PARAMETER (NMIN=xxx) 

C 
IF (N.LE.NMIN) THEN 

C Prevent vectorization of this loop 
DO 10 J=l, N 
B(J) = A(J) * S 

10 CONTINUE 
ELSE 

C Vectorize this loop 
DO 20 J=l, N 
B(J) = A(J) * S 

20 CONTINUE 
END IF 
END 

On machines where the vectorizing compiler does not generate dual pathing of 
DO-loops, this can explicitly be coded as shown above. Vectorization of the first 
loop may be inhibited via compiler directives (see section I I ) . Dual 
pathing is effective in reducing the effect of overheads, but it increases the size of 
the code, and, if explicitly coded in FORTRAN, reduces machine portability 
(NMIN varies from one vector machine to the other and the whole code is meaning
less on a scalar machine) and code readability. 

(0. Code optimization 

Very seldom the code which is run on a vector computer is written anew for this 
machine. This is due to the fact that an enormous software investment has already 
been made on older machines by the major users of today's supercomputers and 
programs arc ported to supercomputers rather than developed expressly. Usually 
code written for a scalar machine is ported on a vector machine to obtain some per
formance improvements. This procedure, although very common, has two main 
draw-backs. 

First of all, applications written for scalar machines were designed and coded 
sequentially. No special attention was devoted to exposing in the code the possible 
parallelism inherent to the problem or to the solution algorithm chosen. On a scalar 
machine the inherent independence of the different steps usually has no weight in 
the choice among different algorithms, so that some algorithms may feature a very 
small level of parallelism. Secondly, the language used is usually a language devel
oped on scalar machines, and has no specific constructs to address parallelism. 

The analysis and modification of existing code in order to enhance its perfor
mance on a vector or parallel machine is called code optimization, vectorization or 
enablement (of parallel/vector processing). The optimization process may involve 
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several steps and différent levels of effort. Much depends on the cost/performance 
balance which is considered acceptable. This is a function of the existing code, its 
usage and lifetime, its maintenance requirements, the nature of the problem solved 
and the machine used. 

Some codes arc not suited for vectorization as such because the vector content is 
very limited. This can be a feature of the problem described, and in this case any 
further action may be useless. A computer program which follows the evolution of 
a single entity as a sequence of single steps is intrinsically sequential and in principle 
not suited for vectorization. But scqucntiality can also be a consequence of the algo
rithm chosen for the solution or of the coding technique applied. If the vector con
tent of a program is not immediately evident to the compiler, but the underlying 
nature of the problem has a potential for concurrent processing, then some restruc
turation of the code is necessary if the performance is to be improved. This may 
involve a complete rewriting of the program or even the choice of a new algorithm 
which better expresses the independence of the various steps in the solution of the 
problem. All this can be justified if the solution time is critical and if the application 
is important enough. The life time of a program is also another important factor. No 
big effort is usually justified for a program which will be run few times. 

Maintenance is a critical issue. A balance of computer time against man power 
should be made before any optimization effort. The restructuring of the program 
made necessary by the enablement process can result in a code which is too difficult 
to understand and modify for the person responsible for its maintenance. This is 
the case of codes which arc continuously updated to reflect progress in science or 
changes in the problem described. Proper training of all the persons involved in the 
maintenance of the upgraded code is an essential part of the optimization process. 

The importance of the solution time also determines the amount of effort which 
has to be devoted to the optimization of the code. There are problems for which the 
lime constraint is mandatory. Weather forecast or real time applications (military 
applications or trigger devices for HEP experiments) arc examples of such domains. 
Forecasting yesterdays weather or deciding a counter measure for a missile when it 
has already hit the target are examples of applications where the CPU time has to 
be reduced. For other problems the solution time determines the analysis technique 
and its effectiveness. The analysis of a complex system depending on many parame
ters is usually best done interactively, but only if the solution time for every possible 
configuration is short enough to allow a real interaction with the machine. To modi
fy one parameter and wait for minutes in front of a silent terminal while a new solu
tion is being calculated is probably not an acceptable style of work for most scien
tists. In other cases the quality of the results is an inverse function of the CPU time 
taken by the application to run. Statistical analysis are often limited by the amount 
of CPU available, where faster programs could allow bigger samples to be generated 
or analyzed. 

A way to visualize the above discussion is a cost/performance graph like the one 
of Figure 4. The units are of course arbitrary and the acceptable cost/performance 
curve is drawn with the assumption that a maximum cost exists which cannot be 
exceeded no matter what will be the performance improvement. 
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11. Special purpose libraries 

While a vectorizing compiler is able to detect the vectorization opportunities in 
the user code, and to translate these into the appropriate machine instructions for 
the vector units, the scope of the compiler's analysis are statements in a DO-loop 
nest. The efficient translation of a single DO-loop is very different from the efficient 
solution of a problem as a whole. The performance obtained by the vectorizing 
compiler may be more or less far from the theoretical performance of the machine 
depending on how well the intrinsic parallelism of the problem to be solved and of 
the algorithm chosen is reflected in the code. As most of the codes run on super
computers were developed on scalar machines, this seems to be an almost completely 
random factor. Moreover, even when the program features vectorizah/c loops, sever
al other factors like memory reference patterns, trip counts and so on may signifi
cantly affect performance. 

75 



Another problem is that most of the languages used for scientific and engineer
ing computing (in particular FORTRAN) do not have any vector constructs 5 . Some 
new languages which arc being designed will have this capability, but they do not 
represent yet a sizable part of the existing code. In this scenario the only procedure 
to obtain a good vectorization of the code is to show to the compiler the vectoriza-
tion opportunities hoping it will understand them and make the right choices. The 
compiler can of course be helped, cither via coding techniques which take into 
account the architecture of the machine on which the program is intended to run or 
via pseudo instructions called compiler directives which look like comments. This is 
frequently referred as trickery against science. In cither case the code portability is 
preserved only at a very trivial level. The program will probably compile and run 
also on another machine having a standard conforming compiler, but the resulting 
performance is completely unforeseeable, and may be very bad. 

This situation simply means that new tools are needed to exploit new machines. 
Programming languages must evolve to allow and help the programmer to formulate 
the solution in a way which is both natural and well mapped to the architecture of 
the machine. This is no easy task and experience shows that software development 
is never able to keep pace with hardware. 

One way to alleviate this problem which seems to work very well is the provision 
of special purpose subroutine libraries which contain the solution to some basic gen
eral problems and may be seen as building blocks to the solution of real problems. 
If these subroutines arc FORTRAN callable and name and calling sequences arc 
kept the same across machines, then machine portability (of the user code) is pre
served together with any highly machine dependent optimization (of the library 
code). 

When supercomputers, particularly vector ones, were first designed, the natural 
field of application of these machines was linear algebra [14] [15]. The majority of 
the scientific and engineering problems deal with the solution of linear equations on 
some sort of discrctized domain. Fourier transforms and matrix operations arc the 
building blocks for the solution of these problems. Additionally, programs using 
matrices and arrays on scalar machines were already written in a form which was 
very suitable for vectorization. Even rather simple-minded vectorizing compilers 
have been able to score enormous successes on these codes. We could go as far as 
stating that the software/hardware organization of today's supercomputers makes 
them special purpose machines for linear algebra. As a consequence of this, special 
libraries for linear algebra offering almost optimal performance on operations like 
the inversion of a matrix or the solution of a linear system of equations, appeared 
very early on vector machines and we arc now at a stage where standards arc 
emerging [16] [17], making it possible to write high performance programs, 
portable across supercomputers. This is a very interesting compromise between the 
introduction of a new language and the optimization of existing programs. A library 
procedure, if it is standard across different machines, can be seen as a language 
extension which relieves the user from the effort of coding a specific algorithm and 
offers him the best performance (and possibly precision, stability and so on) on 
every system. There arc nevertheless, as we will sec, other areas, namely HEP, for 
which the basic vector operations have not yet been identified and optimized vector 
libraries have not. yet been written. 

t 'OÏRAN SX, the probable successor of FORTRAN 77, will have a new syntax (array syntax) able to expicss operations on 

arrays in a very concise form. 
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12. Amdahl's law 

Vector speed-up for a given DO-loop or for a given matrix inversion, or any 
other single operation of a program, is generally only a contribution to the general 
speed-up of the program. In general a program contains a portion which can be exe
cuted in the vector units and a portion which can only be executed sequentially. The 
total speed-up of the program depends on the fraction of the program which can be 
executed in the vector units (x) and the vector speed-up which can be obtained there 
(V). 
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Figure .5: The Amdahl's law 

The law which describes the behavior of the speed-up for different values of these 
variables is called Amdahl's law and it is expressed by the formula: 
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Its graph is shown in Figure 5 for different values of x and V. Even if it 
may he difficult to determine the correct values of the parameters for a given com
puter and a given program, there arc some conclusions which we can draw from the 
graph. First of all, even with very fast vector units, the speed-up is governed by the 
amount of code which is vectorizable. Even with infinitely fast vector units, the 
speed-up for a code which is 50% vcctorizablc is only a factor 2. Such a code, run 
on a computer with a vector speed-up of 5, will have a performance improvement of 
1.67 over scalar execution. The same application, run of a computer with a vector 
speed-up of 100, will improve its performance by a factor 1.96 with respect to scalar 
execution. A factor 20 of improvement in the hardware of the vector units intro
duces an improvement of 18% in the speed-up ! If, on the other hand, the vectorized 
fraction of the program can be increased by 20% from .5 to .6, then the perfor
mance of the application on the machine with a scalar speed-up factor of 5 will 
increase by 17%, almost linearly ! This is a general truth in the development of 
modern informatics, no hardware improvement alone is sufficient to increase the 
performance of the computers to match the need of computing power. Software has 
to evolve as well, otherwise the hardware revolution which we arc seeing will be 
wasted. 

13. Computing for High Energy Physics 

The typical High Energy Physics (HEP) experiment consists of the study of the 
effects of the collision between sub-nuclear particles (an event). The number of 
events recorded may be very significant, of the order of several millions. The 
amount of data (size) of an event may be quantified in some hundred kilobytes per 
event. 

Once the data arc collected on some sort of mass storage device (tape, cartridge, 
optical or magnetic disk), they arc analyzed to interpret the signals recorded by the 
experimental apparatus used to detect the particles. 

Given the complexity of the experimental conditions, and the statistical nature 
of the physics laws describing the phenomena under investigation, theoretical predic
tions cannot be immediately compared with experimental results. Rather, the 
response of the detecting device to the theoretically predicted events needs to be sim
ulated. 

Simulation consists of several phases. First a final state is generated according 
to a probability distribution. Then the particles arc followed through the detector 
and their interactions arc simulated. Finally the response of the detector to these 
interactions is collected and processed in order to provide an output which is similar 
to the output produced by the real detector. The final results of the simulation arc 
then processed in the same way as the real experimental data to delect relevant simi
larities and discrepancies. 
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Computers arc fundamental in this process both during the acquisition of the 
data (on-line computers) and for the simulation and analysis of the results. The 
typical High Energy Physics program consists of the processing (either simulation or 
analysis) of several (thousands of) events. This is a huge task which requires an 
extensive use of the computer, rapidly reaching the limits of the larger computer sys
tems available, to the point where the quality of the results depends on the comput
ing capacity available to simulate and analyze the data. To give an idea of the 
amount of computing power needed, the experiments using the Large Electron 
Positron (LEP) accelerator at CERN, which became operational this summer, will 
need to simulate some millions of event resulting in some terabytes of data. The 
CPU time needed to simulate one event is about 300 seconds of a CERN unit, 
defined as a scalar CPU of the power of an IBM 370/168 (approx. 4 Mips). This 
docs not include the analysis of the data, both simulated and real [18]. 

The scalar speed of the present machines is a limiting factor and mote and more 
attention is devoted to the new architectural solutions offered to circumvent this 
obstacle via concurrent processing, either via vector processors or via parallel sys
tems. 

14. Program Libraries for HEP 

A typical HEP collaboration at CERN numbers from some tens to a few hun
dred physicists coming from academic physics departments and national research 
laboratories from many countries. Almost everybody is a programmer, as well as a 
physicist, designing and implementing his own analysis algorithms. Program 
libraries have been developed since the very early years of computing at CERN, in 
order to avoid duplication of efforts, enhance code portability and insure the cor
rectness of the results. During the course of time the programs of more general use 
have been collected in a centrally maintained software repository which is called the 
CERN Program Library [10]. The main programming language in use in the HEP 
world is FORTRAN 77, and some estimated millions of lines of FORTRAN code 
arc in active use at CERN and in the associated institutions. 

Very few programs in HEP arc data driven, i.e. do not need modifications in the 
code to analyse a new problem. The very nature of the scientific quest is such that 
new algorithms need to be implemented and tested every time a new analysis is 
tried. The software repositories developed for High Energy Physics tend to contain 
very few complete programs. General purpose packages for statistical analysis, data 
management, detector description, I/O and so on tend to be implemented as slave, 
programs, i.e. they make only a minimum of assumptions on the calling program 
and arc designed as callable procedures which can fit in any program structure 
decided by the programmer. 

Programs arc usually run both at CERN and in the computer centers of the 
institutions collaborating with CERN's experimental programme. Machine portabil
ity is a mandatory feature of these programs, as well as efficient use of different 
hardware, goals which arc often contradictory. Documentation, development and 
software update policy have to be thought of in terms of a users basis scattered all 
around the world and on a variety of hardware. Modifications of existing programs 
have to be carefully planned in order not to disrupt the scientific work which 
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depends on the publicly available libraries. Stability and continuous development 
have to be balanced to keep the libraries up-to-date with the needs of the physics 
community but staying fully operational. Backward compatibility is a central issue 
given the fact that a new version may take months if not years to reach all active 
remote users. 

15. Supei computing for HEP 

In many aspects HEP is a worst possible case for supercomputers and thereby a 
challenge [19]. The structure of the existing code is such that it docs not lend itself 
easily to vectorization. Even if few dependences arc present, algorithmic uniformity 
is lacking. The richness of the physics processes and the complication of the detec
tors make a sequential code with frequent logical switchyards much more easy to 
write and to maintain than a program structure which processes many particles con
currently. The entire program structure and the service libraries arc thought out in 
terms of scalar sequential processing of one particle of one event through one detec
tor element at a time. Storage limitations and the related portability issue have con
tributed to consolidate this coding practice. As a consequence of this, iteration 
counts for DO-loops arc usually rather limited as are the lengths of the vectors 
involved. Multiple authorship and code maintenance issues tend to split the code 
evenly into logical portions. These arc written and maintained by different institu
tions or sub-groups and arc roughly equivalent in CPU time consumption. This 
eliminates hot spots in the code and makes the CPU time distribution remarkably 
flat. 

The optimization of existing code must be thought of in terms of programs 
which are hundred of thousands lines long, updated every few months and which 
arc anyway used and modified by non-professional programmers who do not neces
sarily understand vector computing, and who may even not have access to a vector 
computer of any sort. The need for a deep understanding of the details of the pro
grams by the end users and the portability issue, both in term of functionality and 
of efficiency, lend to discourage the introduction of extreme coding practices to take 
advantage of a specific architecture. The cost analysis for the optimization of such 
programs must take into account their life time as well. While every experiment 
lends to reuse and join together code coming from previous experiments, so that 
selected fragments of code may stay around for lens of years, the life time of bigger 
codes may not exceed a few years, with updates every few months. 

To worsen the above situation one must add that the HEP code does not use 
linear algebra heavily, and the geometrical transformations arc operated in a 
4-dimcnsional space and for a few particles at a time. Application of automatic vec
torizing compilers to HEP code generally introduces a 10% variation in perfor
mance, not always positive, depending on the architecture of the machine. 

As a result of this, parallel processing at the event level has been successfully 
implemented whereas vectorization of HEP code has frequently been described as 
impossible or not worth the effort. The exploitation of parallel architectures for 
HEP, although successful, has generally been limited to special purpose machines or 
emulator farms. This approach has proven to be rather expensive in man power. 
Furthermore the coarse-grain, event level parallelism, even if it requires only mini-
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mal modifications of the code, may prove to be the wrong strategy for massive par
allel systems. In this case, synchronization and data movement, as well as the 
scarce availability of large local memories may become unsolvablc problems. Again 
the minimal parallel approach, avoiding dealing with the problem of the local opti
mization of the code which is crucial in the exploitation of the new machines, docs 
not provide for the efficient implementation of HEP code on vector or VLIW based 
architecture. 

Another point to be considered is that any improvement coming from parallel 
processing will have only a limited (negative) impact on the throughput of computer 
centre machines. HEP production is still largely based on time sharing systems 
where only a reduction in the net CPU time used by user jobs can improve the situ
ation. At the other end of the spectrum, user performing the analysis of large statis
tical samples on workstations need a net improvement in the CPU performance of 
the programs to be able to perform more and more complicated analysis in an inter
active environment with an acceptable response time. 

16. Vectorization of (he CERN Program Library 

In spite of this scenario, the work of a few pioneers [20] [21 j [22] [23] has 
proven that the vectorization of HEP code is possible, if the scientist who is per
forming the task is ready to take a radical approach to the problem and to com
pletely change the code structure. In these few examples the speed-ups obtained arc 
quite remarkable and comparable with the gains observed in more orthodox 
domains of applications of vector computing like linear algebra, differential equa
tions or FFTs. 

Of course it would be impossible (and wasteful !) for the majority of the scien
tists working in the HEP domain to make such an investment in the optimization of 
their programs, so a different strategy has to be found. 

In the scope of the IBM European Supcrcomputing initiative, CERN and IBM 
have started a joint project aimed at exploiting the vector and parallel capabilities of 
the IBM 3090 model 600 E with six Vector Facilities installed at CERN in January 
1989. This project is aimed at producing HEP code which will take advantage of 
the new hardware acquired by CERN, but which, at the same time, could be con
sidered production code ready to be used by the programmer-physicist, and not just 
a test case. The resulting code, while providing good performance enhancement on 
vector architectures, should still be reasonably easy to port to other machines with 
acceptable performance, easy to use and understand. Additionally it should be pos
sible to use this new code as an educational tool to foster a new way to design and 
implement HEP applications which could eliminate the need for the painful opti
mization step. 

After a careful study of the situation, it has been clear that the CERN Program 
Library was an ideal platform from which to start this exercise. The Program 
Library is maintained centrally at CERN and it is updated quarterly. It is dis
tributed to some hundred institutes around the world and both (he material con
tained in the Library and the releases arc extensively documented. Not only do all 
programs running at CERN rely heavily on the Program Library but so (\o also pro-
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grams running in any computer centre serving HEP physicists involved in an experi
ment at CERN. Any change in the Library itself will affect and be visible to a 
majority of the world HEP community through well established channels. 

The strategy adopted to introduce vector processing in the Library is based on 
some concurrent actions in different areas aimed at different levels of users. Again 
the idea is to hide some part of the vectorization process from the user with the 
intent to relieve him from part of the coding effort and to provide him with the best 
(most optimized) possible code to perform basic vector operations. The basic philos
ophy is that all users should experience some improvement in the CPU time con
sumption of their jobs, even if they do not modify their code at all. Of course users 
willing to spend some effort in the restructuring of their code will find in the library 
both the tools and the examples to implement efficient and portable algorithms in 
the form of subroutines, skeleton programs and procedures which arc properly 
maintained, documented and supported. 

In the following we will try to highlight the principal components of this strategy 
and the corresponding results obtained up to now. 

17. The Kernel routines 

The CERN Program Library [10] is structured as a set of libraries which all 
depend on a rather small library of procedures called KERNLIB. This offers a set 
of routines which can be considered an extension to FORTRAN with a minimal 
machine independent interface to some system services like date and time or CPU 
time used. This library contains some basic vector handling routines which arc 
widely used in the codes running at CERN. These routines arc being revised to 
optimize their performance on the IBM Vector Facilities. The average user job will 
profit very little from this optimization, which is relevant only in the case of fairly 
long vectors, but any user who tries to improve the vector performance using longer 
vectors will be able to do so without having to learn new routines or losing the 
portability of the programs on other machines where the CERN Program Library is 
installed. Table I reports the performance gain for some of the new vec
tor routines introduced in KERNLIB with respect to the old scalar version on the 
CERN IBM 3090. As can be seen, some of the improvements are impressive and 
the overall performance of these routines is near, within a few percent, to the perfor
mance obtained with ESSL (the IBM Engineering and Scientific Subroutine Library 
[13]). Dual pathing has been introduced wherever necessary, so that there is no 
performance penalty for the usage of these routines with short vectors. 

Even if these modifications will not yield the kind of performance improvements 
that many people may expect from a Supercomputer, at least initially, the benefit 
for the CERN computer users community and the HEP community in general, espe
cially those using the CERN Program Library on IBM vector machines, will be tan
gible. The typical situation of computing in HEP is one of a large community of 
equal-rights users competing for CPU time on a fully loaded machine. Even a 10% 
reduction in the average CPU time spent by the user jobs would be a goal worth 
pursuing, because the integrated amount, of CPU time saved at CERN and 
world-wide over one year may be enough to allow a substantial amount of extra 
work to be carried out without the acquisition of any new hardware, i.e. for free. 
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Table. I: Performance improvement in some KHRNIJB routines 

Rout ine Performance gain Routine Performance gain 

LVMAXA 1.4/ 1.7/ 1.6 LVSMX 1.7/ 1.6/ 1.4 
VADD 0.9/ 1.6/ 2.1 VSUB 0.9/ 1.6/ 2.1 
VMUL 1.0/ 1.8/ 2.4 VBIAS 0.9/ 1.8/ 2.7 
VSCALE 1.0/ 2.2/ 3.2 VLINE 0.9/ 2.7/ 3.5 
VUNIT 0.9/ 2.1/ 3.3 VMATR 1.5/10.0/18.3 
VMATL 1.7/ 8.5/ 7.0 VCOPYN 0.9/ 1.7/ 2.3 
VFIX 0.9/ 3.3/ 4.3 VFLOAT 0.8/ 2.6/ 3.6 
VZERO 1.0/ 1.0/ 1.3 VEXCUM 1.0/ 1.5/ 1.7 
VDIST2 0.9/ 2.3/ 3.2 VDIST 0.9/ 2.2/ 3.2 
VDOT 0.8/ 2.1/ 3.3 VDOTN2 0.9/ 2.4/ 3.4 
VDOTN 0.9/ 2.4/ 3.4 VM0D 0.9/ 1.9/ 3.4 
VASUM 0.8/ 1.2/ 1.6 VSUM 0.9/ 1.6/ 3.1 
VMAXA 0.9/ 1.1/ 1.1 VMAX 1.0/ 1.2/ 1.3 
VMINA 1.0/ 1.1/ 1.1 VMIN 1.0/ 1.2/ 1.3 
RANECU 1.1/ 1.2/ 1.3 

Speed-ups are relative to the sealar version for vectors of length 10/100/1000 

Another step toward optimization is the introduction of routines accepting vec
tors as arguments. This offers the possibility of processing several arguments in one 
call with an economy in subroutine call overhead. The possible output vector can 
then be used in the subsequent code to improve the optimization opportunities for 
the compiler both on scalar and vector machines. One of the most heavily used rou
tines of the CERN Library is the random number generator, used in the simulation 
of stochastic processes. A new random number generator has recently been intro
duced in the form of a routine which returns an array of random numbers, replacing 
a former generator which was coded as a function. This allows users to remove a 
function reference from loops where one or more random numbers arc used at every 
iteration, replacing them with an array reference. In other words the following frag
ment of code: 

DO 10 J=l, N 
A(J) = C0S(TW0PHI * RNDM(J)) 

10 CONTINUE 

where RNDM is the old library function returning a random number between 0 and 
I at each call, can now be replaced with: 
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DIMENSION RNDM(N) 

CALL RANECU(RNDM,N,0) 
DO 10 J=l, N 
A(J) = COSCTWOPHI * RNDM(J)) 

10 CONTINUE 

and the loop will be optimized much more easily by any compiler and in particular 
will be vectorized on a vector machine. 

The performance improvement which these routines will introduce in the aver
age user's code depends on the structure of the code itself, and, in some cases may 
be limited. Nevertheless, the introduction of new routines with improved functional
ity capable of handling vectors rather than scalar arguments, together with the pro
vision of optimized vector handling routines capable of taking advantage of the 
usage of long vectors, arc mandatory elements to motivate people to modify their 
code to exploit the performance opportunities offered by the Vector Facilities. Giv
en the absence of hot spots the performance improvements can be tangible only if all 
the kernel routines arc carefully analyzed and, where possible, optimized, in order to 
have the maximum impact on the average user. 

18. The GEANT Monte Carlo Program 

The main product in use at CERN (and in HEP) to simulate elementary particle 
showers through matter is the GEANT [24] MontcCarlo program. It has been esti
mated that up to 50% of the total CPU time spent world-wide for the experiments 
of the current generation at CERN will be used by the GEANT program. GEANT 
is a tracking package which is able to follow a particle through a user-defined exper
imental setup. GEANT determines the position of the particle in the setup and, giv
en the geometrical and physical parameters of the volume containing the particle 
and the nature of the particle, advances the particle up to the next interaction point 
where a change in the status of the particle might occur. Volume-boundary crossing 
is considered an interaction for the purpose of tracking. Control is returned to a 
user routine at every step. 

Usually a final state is composed of a few to a few hundred particles, depending 
on the energy and the nature of the interaction. Each of the particles may undergo 
interactions which can produce secondary particles, from one to some hundreds. 
The classical multiplication effect may raise the total number of particles to be fol
lowed from the initial number to several tens of thousands and more, again depend
ing on the level of detail chosen for the run. 

The user has to write the initialization code for GEANT, in which he defines the 
physical parameters and the geometrical details of the detector. Also user written is 
the processing of the signals coming from the detector, even if the GEANT system 
provides utility routines to help the user in this task. The total amount of 
user-written code may exceed in size the code of GEANT, and a typical experiment 
of the current generation may produce a few hundred thousands of lines of code 
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using the GEANT package. In spite of this, the CPU time is mainly spent in the 
GERANT physics and geometry routines rather than in the user code. 

t ) N o * Exit 

Generate one event 
Particles on the stack 

Fetch one particle 

Track one step 

No 

?articles\ jf0 /last 
(generated®—-—K. step ? 

Yes 

Put on the stack 

I'igure 6: Program flow of (iP,ANT (scalar version) 

The present structure of the GEANT code is the typical of an High Energy 
Physics program in the sense explained above. The stories of the particles arc fol
lowed one by one from the beginning to the end and the opportunities for automatic 
vectorization arc minimal. In fact the impact of automatic vectorization on CPU 
time is +10 depending on machine. The flow of the present version of the program 
is shown in Figure 6. 

In studying the vectorization opportunities offered by the GEANT code, it has 
been realized that the fundamental strategy should be to handle more than one par
ticle at a time in the tracking process. This means that the program should now 
answer questions like is a given particle in a given volume? or which is the next intci-
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Generate one event 
Particles on the stack 

Yes 

Select a particle class 
Build a list of particles 

of this class 

Track one step all 
particles in the list 

Update Stack 

ligure 7; Program (low of ( î K A N T (vector version) 

action point for the given particle? and so on, not any more for a single particle at a 
lime, but for the maximum number of eligible particles in any given moment. The 
new program flow is shown in Figure 7. 

This poses two problems. First that not all the live particles at a given moment 
can be handled. For example the algorithm to determine the next interaction point 
is different according to (he kind of particle under consideration. So lists of particles 
must be created and maintained to keep track of all the particles which arc suitable 
to be processed together. Second the length of the list which is compiled varies from 
a maximum which is a function of the energy to a minimum of one. In other terms 
whatever algorithm is implemented must be reasonably efficient across a very large 
range of vector lengths. 

Karly experience showed us that while a prototype program capable of handling 
long lists of particles can be designed, ils performance may not significantly exceed 
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the performance of the scalar version. 

The main reason for this is that the opportunities for the exploitation of the vec
tor hardware are indeed present in the code but they are much less evident to the 
compiler than in the classical case of vector algebra. This again may be taken as an 
indication of the fact that the whole development of the automatic vectorizing com
pilers has been thought of with the vector operations specific to linear algebra in 
mind. 

The present direction we arc taking is to try identifying the operations on vec
tors which arc specific to a MontcCarlo and to map them in the most efficient way 
on the hardware of the machine by coding them in machine language and offering 
them as library procedures. A couple of examples will help in clarifying Ihc point. 

As we have said, the creation of lists is one of the basic problems of a tracking 
MontcCarlo. The prototype code is the following: 

DIMENSION INDX(N), VECTI(N), VECTO(N) 

NF = 0 
DO 10 J=l, N 
IF(VECTI(J).EQ.TARG) THEN 
NF = NF + 1 
INDX(NF) = J 

END IF 
10 CONTINUE 

C 
DO 20 J=l, NF 
VECTO(J) = VECTI(INDX(J)) 

20 CONTINUE 

Most compilers do not vectorize the first loop because of the recurrence on NF. On 
the olhcr hand there arc special instruction in the Vector Facilities which can per
form these operations much more efficiently than the ones used by the FORTRAN 
compiler. We have introduced in (he CERN Program Library a set of routines to 
create indexes and to move data in memory according to the index created. Wc 
have chosen the same names of the equivalent routines on the CRAY for portability 
reasons. The same routines arc offered (in FORTRAN) on all the other supported 
systems. Additionally we are planning the introduction of another set of routines 
which perform the operation using a user supplied work area rather than an index 
vector. Using the CERN Program Library routines the preceding fragment of code 
could be rewritten as: 

DIMENSION INDX(N), VECTI(N), VF.CTO(N) 

CALL WHENEQ(N,VECTI,1,TARG,INDX,NF) 
C 

CALi, GATHER( VECTO, VECTI, INDX, NF ) 

Table 2 reports the performance gain in various cases [25]. 
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Tabic 2: Performance of the routines to manage lists 

Vector length Performance gain case 1 Performance gain case 2 

10 1.9 2.2 
10**2 2.9 3.8 
10**3 3.0 4.0 
10**4 2.6 3.7 
10**5 2.6 3.8 
10**6 2.6 4.0 

Performance gain in case of 50% sparsity. Case 1 refers to the present routines using ordinar,1 

index vectors, while case 2 refers to the routine using a user supplied work vector. 

The second example concerns the basic rejection algorithm to extract random 
numbers from a given density distribution starting from an uniform random number 
generator. The basic FORTRAN is the following: 

DIMENSION XIN(N), XOUT(N), Y(N>» YIESTtN), INDX<N) 
EXTERNAL TUN 

Initialize the indey array 
DO 5 > I , N 

lNDX(J) = J 
•5 CONTINUE 

NLEFT = N 
18 CONTINUE 

Ext rac t the random numbers where 
to c a l c u l a t e the f unc t i on 

COIL RnNrXU<XIN.NLFFT,0) 

Now compute the f u n c t i o n for 1*1. NLEFT for 
the p a r t i c l e s INDX(1)...IN0X(NLEFT) => most general rase 

COLL TUNIXIN.Y,IN0X.NLEFT) 

Randomly e x t r a c t the value of the f unc t i on to compare 
Cfll.L RMNECIHYTEST .NLEFT .B ) 

Compare 
NOf. = e 
DO 28 J = I . NLEFT 

IF (Y IESI (J ) .LE .V< [NnX( I ) ) ) IHEN 
N0K . KOI! i 1 
XOIK(IN0X( I ) ) ^ XIN(J) 

El SE 
INOX( . l -NOf) -. INOX ( J ) 

EN0 IF 
2 8 CONTINUE 

NLEFT = NIEFT - NOF. 

If not yet done go back to 10 
IF(NLEFI.nT.9) CO TO 18 

Again this very basic sequence for a MontcCarlo program is not vectorized by the 
compiler even if vectorization would be in principle possible. We are currently plan
ning the introduction of a routine in the Program Library to perform (his basic 
operation exploiting the hardware capabilities of the Vector Facilities. The preceding 
fragment of code would be coded as: 
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DIMENSION XIN(N), XOUTCN), Y(N>. YTEST(N), INOXfN) 
EXTERNAL FUN 

ISMIT = e 
NLEFT = N 

18 CONTINUE * 
* Extract the random numbers where 
* to calculate the function 

Cm L RnNECII(X!N,NLEFT,9) * 
* Nou compute the function for 1=1» NLEFT for 
* the particles INDX(I)...INDX(NLEFT) => most general case 

CALL FUN(XIN.y.INOXiNLEFT) * 
* Randomly extract the value of the function to compare 

rntL RHNECU(YTEST.NLEFT.e) * 
* Compare 

COLL REJECT<YTEST,XIN,Y.XOUT,INDX.N>NOK,ISUIT> 
NLEFT = NLEFT - NOK * 

* If not yet done go hac* to 18 
IFWLEFT.GT.B) Gt> TO 18 

And in Tabic 3 wc report, the performance improvements obtained with the 
REJECT routine over the FORTRAN équivalent. The two sets of results arc 
obtained with a vectorized random number generator (ESSE SURAND) and one of 
the standard CERN Program Library random number generators. 

Table .?: Performance of the rejection routine 

Vector l eng th ESSL SURAND CERNLIB RANECU 
10 0 . 6 0 . 8 

10**2 2 . 3 1.3 
10**3 5 .9 1.5 
10**4 4 . 8 1.4 
10**5 4 . 6 1.4 

Performance gain for the rejection function in case of the exponential distribution over l.h s 
I<()R I RAN equivalent. 

19. Conclusions 

The currently available vector machines arc tuned to obtain maximum perfor
mance on the typical vector operations involved in solving problems through linear 
algebra methods. This is probably due to the particular importance of linear alge
bra for the solution of a vast quantity of problems related to physics and engineer
ing and to the relative simplicity of the basic operations involved (i.e. the vector 
multiply, sum, subtract, accumulate and so on). These operations arc hard-wired in 
the architecture of the machine as functional units. Special libraries like ESSL allow 
to obtain an optimal map to the machine architecture, bypassing the compiler and 
saving optimization effort. Another clement which has to be taken into considera
tion is that the solution of problems in the form of large linear systems was (here 
well before the vector machines were invented. Vector machines arc in some sense 
special purpose machines for linear algebra processing. This is far from being a lim
itation as long as the solution to a very large number of physics and engineering 
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problems can be naturally expressed in terms of linear algebra. 

It should not surprise that there arc domains of application where the current 
supercomputers still find difficulties to obtain big performance gains. In the case of 
High Energy Physics the basic operations arc usually not in the linear algebra 
domain, and arc more difficult to be handled by the current compilers. Moreover 
the code is not. written in such a way to expose the operations which could be opti
mized and to highlight their possible common algorithmic nature throughout the 
program. This is due to the fact that there is not a unifying theoretical background 
for these operations to be compared to the linear algebra branch of mathematics, 
and also that up to now there was not enough interest to concentrate the coding 
style on these issue. For the same reasons the usage of special purpose libraries like 
ESSL expressly designed to implement efficiently BLAS operation is of little utility 
for HEP programs. 

Still the presence of process and data independence is very well established in 
HEP, where both classical physics and quantum mechanics assure that every event, 
every track, even every single step can be dealt with independently. This is the fun
damental requirement which makes concurrent processing possible. 

The strategy which we have decided to follow is to analyze and restructure sig
nificant HEP codes in order to discover the algorithms typical of HEP, and to 
implement them as service subroutines which map the algorithm to the architecture 
of the machine in the best possible way, bypassing the current limits of the compil
ers. 

This strategy will not only improve the performance of the program under 
study, which, in the case of GEANT may already represent a huge saving in CPU 
time, but will also serve as a basis for the development of new programs. These 
routines, like the REJECT or the WHENxxx-SCATTER-GATHER suite presented 
before, and others which will follow, arc intended to be the functional core (hot spot.) 
of newly designed programs, which, to take advantage, or simply to use these rou
tines, will have to be vectorized from the design stage. While relieving the program
mer from some coding effort, these routines will improve the readability and the 
portability of the programs. Additionally, being the CPU intensive part of HEP 
programs, the task of optimizing the programs for a new architecture will be largely 
limited to the optimization of these services. Other obvious advantages are in the 
areas of code correctness and maintenance. 

Additionally the code produced will probably be more efficient even on scalar 
machines, introducing scalar optimizations such as a reduction of procedure call 
overheads and code better suited to local optimization. 

The scope of this effort is not limited to vector architectures. If the code is 
restructured in such a way that the inherent process and data independence is made 
more visible syntactically and structurally, the performance gain is bound to 
increase with developments of technology, both on the hardware side and in the 
compilers area. In other words the production of optimized code today may be seen 
as a way to improve the effective cost-performance ratio of any new machine pur
chased to run that code. 
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TRANSPUTERS, OCCAM AND GENERAL-PURPOSE PARALLEL COMPUTING 

Anthony J. G. Hey 

Department of Electronics and Computer Science, 
Southampton University, Southampton, U K 

LECTURE 1: Transputers and Occam 

1.1 Introduction 
In programming a scientific or an engineering problem for a conventional 

uni-processor computer, both the hardware and the programming language require 
the problem to be cast into sequential form for its solution. In a real sense 
then, programming such problems on multi-processor computers liberates the 
programmer from this sequential straightjacket and can allow the natural 
parallelism of the particular problem to be straightforwardly exploited. 
Indeed, most real-life scientific and engineering problems naturally decompose 
into many subtasks that can be performed concurrently, but whether or not such 
a decomposition will run efficiently on a particular piece of parallel 
hardware is a much more open question. Moreover, although the problem may 
have a natural parallelism, the programmer needs an appropriate programming 
language to allow such concurrency to be exploited easily and safely. 
Transputer-based machines, with their low-latency communications and their 
fast process switching, together with the Occam programming language providing 
a mathematically sound parallel system language, can go a long way towards 
making MIMD concurrency a commercially viable reality. Before discussing the 
use of such transputer-based machines in any detail, it is worthwhile 
restating the reasons for pursuing parallelism in scientific and engineering 
computing. 

Setting aside for the moment very real questions about the provision of 
high-level programming languages and intelligent compilers, it is clear that 
parallel hardware can offer a dramatic reduction in cost per Megaflops. In 
what follows, we shall often use Megaflops - millions of floating-point 
operations per second - as a standard computer performance 'unit', although it 
must always be borne in mind that manufacturers' quoted Megaflops ratings may 
often quite fairly be described as "the performance that cannot be exceeded" 
on their machine, rather than an "average" rate on a "typical" problem. 
Nevertheless, if Megaflops ratings are contentious for vector supercomputers, 
for the more exotic parallel architectures we are considering, they are even 
more so. Many other parameters, such as interprocessor bandwidth and memory 
access time, are relevant, and furthermore, the performance will be very 
dependent on the particular problem, the particular algorithm and the 
connectivity of the multi-processor computer. 

The potential benefits of a parallel approach to problems are not only 
the reduction in cost per Megaflops, but also the fact that only with 



massively parallel systems will we be able to achieve a total computational 
throughput far in excess of that achievable using conventional vector 
supercomputers. What sort of problems require or can benefit from this scale 
of computing power? There are many such problems and more will appear when 

such power becomes available. Consider, for example, one of the well-known 
supercomputer problems in Computational Fluid Dynamics. In aircraft design, 
computer programs are required to calculate the airflow round an aircraft for 
a wide range of flow and fluid parameters. At present, rather than attempt a 
full solution of the complete Navier-Stokes equations, industry uses 
simplified flow codes incorporating significant simplifying approximations to 
these equations. These simplified codes, for example for steady-state flight, 
require many hours of supercomputer time for each parameter setting. Full 
solutions to the Navier-Stokes equations, for a wide range of Reynolds 
numbers, and for all possible flight conditions, are out of reach of present, 
and foreseeable, vector supercomputers. Second generation supercomputers are 
now achieving performances in the range 1 to 10 Gigaflops (thousands of 
Megaflops) and must already employ several vector units working in parallel to 
achieve peak performance. Performance in the Teraflop range (thousands of 
Gigaflops), such as will be required to solve full CFD problems in complex 3-
dimensional geometries, can only be achieved using massively parallel 
machines. 

Besides such examples of massive parallelism, the next few years will 
also see parallel hardware becoming available on a more everyday basis. 
Powerful engineering workstations capable of present-day supercomputer 
performance will exploit concurrency not only for raw compute performance but 
also to provide real-time 3-D graphic displays. The ability both to compute 
and to visualize solutions to complex systems of equations will soon become an 
indispensable tool of all scientists and engineers. 

There is a caveat of course. The hardware cost is often only a small 
part of the total cost of solving a problem. Software development on such 
machines is at present less straightforward than for sequential machines. 
There are two different aspects to this problem. With the tools currently 
available it is quite easy to code a scientific problem from scratch, taking 
advantage of the natural concurrency of both the problem and the hardware. 
However, compiler tools for assisting migration of existing sequential code to 
such parallel machines are still in their infancy. Only when parallelizing 
compilers reach the level of maturity of presently available vectorizing 
compilers will parallel hardware be able to make a significant impact on 
market sectors with significant investments in millions of lines of dusty-deck 
Fortran. We shall have some more to say about these problems in the second 
lecture. 

In this lecture we shall begin with an informal discussion of several 
important parallel programming paradigms. We then review the transputer 
hardware and Occam as a parallel "System Implementation Language". 
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1.2. Parallel Programming Paradigms 
Programming multi-processor machines presents new problems to the 

programmer. To highlight some of these problems and illustrate several useful 
paradigms for parallel processing, we shall begin with a very simple example, 
which we call Fox's Wall[l] Consider the problem of building the wall shown in 
Fig 2.1. If one bricklayer takes T hours to complete the task, how long will 
it take four bricklayers? As is obvious to everybody, the answer will not be 
T/4! With four people working on one wall there is an organisational probem 
to ensure that they work together constructively and do not get in each 
others' way. Let us consider several different ways how we might organize 
this task - each method will have a direct analogy with real parallel 
programming problems. 

(i) Pipeline Solution 
The problem "domain" is divided horizontally and each bricklayer assigned 

one row of bricks. They can now all work on the wall, but the efficiency will 
be less than 100% since the higher rows cannot be started until after the 
lower rows (Figure 2.2). This solution illustrates the overheads incurred in 
filling and emptying a vector pipeline on vector machines: only if the wall is 
long enough, so that all of the bricklayers can be working most of the time, 
will this be an efficient method of parallelizing the problem. 

<ii) Geometric Solution 
Divide the wall up into vertical sections and assign each bricklayer one 

section. All workers can start at the same time but now they have the problem 
of synchronizing their work at the joins of the sections (Figure 2.3). Not 
until the neighbours have communicated the fact that the joining bricks on the 
row below have been laid, can the next layer be laid. In addition to this 
communication and synchronization overhead, there is also a requirement for a 
good balance to obtain a high efficiency. In the example shown in figure 2.3, 
there is clearly a significant inefficiency due to an uneven load 
distribution. 

(iii) Farm Solution 
In the "farm" solution, bricks and cement are not assigned to each 

bricklayer independently but kept in a central resource. Each bricklayer then 
picks up a brick and cement, takes them to the wall and lays them in the next 
available position (Figure 2.4). Once again there will be inefficiencies due 
to startup and finishing, but 3uch a method is clearly capable of achieving 
high efficiency on an appropriate problem. 

Although we have illustrated these three paradigms in this very simple 
context, very similar techniques are often commonly applicable to the problem 
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Figure 2.1 
Fox's wall. 

Figure 2.2 
Pipelined solution to Fox's wall. 
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Geometric solution to Fox's wall. 
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Figure 2.4 
Farm solution to Fox's wall. 
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Figure 2.5 
Non-determinacy example for multi-processor system. 



of parallelizing scientific problems for multi-processor machines/ as we shall 
see in more detail in a later section. We conclude this introductory section 
with a brief mention of two new problems that the would-be parallel programmer 
will encounter - non-determinacy and deadlock. 

As an example of the non-deterministic nature of multiprocessor programs 
consider the following situation. We have the simple 3-processor system 
indicated in Fig 2.5. Processor 3 is programmed to receive inputs from 
processors 1 and 2 and assign the first input to a variable ailed "a" and the 
second to variable "b". Processor 1 sends the value "100", say, and processor 
2 the value "-1". Since each processor is computing independently on different 
data, it may not be possible to determine in advance which result will arrive 
first and thus which of the two possibilities "a=100, b=-l" and "a=-l, b=100" 
is selected. Such non-determinacy i3 an inherent property of multiprocessor 
machines of this type. One needs to be aware of such potential problems and, 
if necessary, program around them. 

The most common problem, however, encountered by parallel programmers is 
undoubtedly that of deadlock. This is a situation in which each processor 
ends up waiting on an input from another processor so that the whole system 
hangs up. Techniques for deadlock avoidance and correct termination of 
parallel programs soon become a standard part of the parallel programmers' 
armoury. An oft-quoted example illustrating deadlock is that of Djikstra's 
Dining Philosophers. The essence of this example is as follows. A famous 
Oxbridge college employs five fellows who are required only to philosophize. 
However, everyone, even philosophers, need to eat and so the college maintains 
a dining room with a circular table, five plates, five forks and a bowl of 
sphaghetti in the middle of the table which is kept perpetually filled by the 
kitchen staff. When a philosopher feels hungry, he (or she) takes a seat at 
the table and, because of a design flaw in the system, has to use two forks 
to lift spaghetti from the bowl in the centre to his plate. He then puts one 
fork down and eats with the other. This example illustrates both non-
determinism and deadlock. If all five philosophers sit down together and all 
pick up one fork there is no fork free for any one of them to lift spaghetti 
from the central resource to fill his local resource (his plate). Unless they 
can agree that one of them should put down a fork, thus allowing another to 
pick up spaghetti and eat, they can all starve. There are many possible ways 
to ensure that this deadlocked situation cannot occur; for example, by the 
introduction of a butler who prevents more than four philosophers from sitting 
down at once. (One also has to ensure that the butler is "fair" and does not 
victimize one particular unfortunate philosopher whom he never allows to sit 
down and eat!) It should be noticed that this example contains the 
possibility of deadlock but is non-deterministic in that, over any given 
period of time, deadlock is not guaranteed to occur. 

98 



Although the practical parallel programmer soon develops an awareness of 
these problems and develops methods to avoid the more obvious pitfalls[2,3] 
one of the significant advantages of multi-transputer systems lies in the 
clear formal semantics of the occam programming language[4,5,6] Occam, based 
as it is on Hoare's concurrency model of Communicating Sequential Processes 
[7] allows the possibility of mathematical reasoning about the behaviour of 
concurrent programs. As programs and systems become more complex, and, in 
certain applications, reliability issues more critical, this feature of occam 
and transputer arrays is likely to become of increasing importance. 

1.3. Transputers and Occam 
On a single VLSI chip the Inmos "T800" transputer provides processing 

power, memory and communication hardware. The T800 has two processors, one a 
32 bit, 10 Mip CPU and the other a floating-point co-processor capable of 1.5 
Megaflops performance. The on-chip memory consists of 4Kbytes of fast, 50ns 
static RAM, and the communication hardware comprises four fast 20 Mbit/sec 
serial links. Both processors and all four links (each in two directions) can 
operate concurrently. The transputer hardware makes it easy to construct 
large and powerful MIMD .{Multiple _Instruction _Multiple £ata) arrays of 
transputers; just two wires per link are needed to provide bidirectional, 
point-to-point communication between transputers and no additional buffering 
is required. 

In conjunction with the development of the transputer family of 
microprocessors, INMOS have also developed the "occam" programming language 
which enables an application to be described as a collection of processes 
which operate concurrently and communicate through "channels". An occam 
process describes the behaviour of one component of the implementation and 
each channel provides a one-way connection between these components. If the 
two processes are on different computers, the transfer of a value from one end 
of the channel to the other is only allowed when both processors are ready. 
The occam protocol thus enforces synchronization between the communicating 
computers. We shall have more to say about the occam language in the next 
section. Here we wish to concentrate on aspects of the transputer processor 
design which resulted from the need to implement the occam model of concurrent 
processes and process interaction in a straightforward and efficient 
way. 

Instead of the relatively large number of registers and the 
correspondingly complex instruction set of conventional microprocessors, the 
transputer exploits the availability of fast-on-chip memory by having only a 
small number of registers and a reduced instruction set. For sequential 
processing only six registers are used: 
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The workspace pointer which points to the area of store where local 
variables are kept. 
The instruction pointer which points to the next instruction to be 
executed. 
The operand register which is used in the formation of instruction 
operands. 
Three registers which form an evaluation stack and are the sources and 
destinations for most artithmetic and logical operations. Expressions 
are evaluated on this stack and instructions refer to this implicitly. 
The choice of a three register stack was arrived at after gathering 
statistics from a large number of programs on how to achieve an effective 
balance between code compactness and implementation complexity. The 
compiler ensures that no more than three values are loaded on to the 
stack. 

The instruction set was designed for simple and efficient compilation 
and contains a relatively small number of instructions, all with the same 
format, and chosen to give a compact representation of the operations most 
frequently occurring in programs. Each instruction consists of a single byte 
divided into two 4 bit parts. The four most significatnt bits are a function 
code and the remaining four bits are a data value. This representation 
provides for 16 functions, each with a data value ranging from 0 to 15. 
Thirteen of these are used to encode the most imporant functions performed by 
any computer. Examples of single byte instruction are: load/add constant, 
load/store local, jump/conditional jump. Two more of the function codes allow 
the operand of any instruction to be extended in length: prefix/negative 
prefix. The remaining function code, 'operate', causes its operand to be 
interpreted as an operation on the values held in the evaluation stack. Thus 
up to 16 operations can be encoded in a single byte: the prefix instructions 
can also be used to extend the operand of an 'operate' instruction. The 
encoding of these 'indirect' functions is chosen so that the most frequently 
occurring operations are represented without the use of such a prefix 
instruction. These include arithmetic, logical and comparison operations 
such as 'add', 'exclusive or', and 'greater than'. Measurements show that 
about 80% of executed instructions are encoded in a single byte. Many of 
these instructions, such as 'load constant' and 'add' require only one 
processor cycle, 50 ns on currently available transputers. 

The processor also provides efficient support for the occam model of 
concurrency and communication. There is a microcoded scheduler which enables 
any number of concurrent processes to be executed together, sharing processor 
time. In order to make the run-time overhead for concurrent processes very 
small, the occam compiler can establish the amount of space needed for 
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execution of each component at compile-time. The processor does not therefore 
need to support dynamic allocation of storage. Moreover, process switch times 
are also very small as very little state need to be saved: it is not necessary 
to save the evaluation stack on rescheduling. The scheduler operates in such 
a way that inactive processes do not consume processor time. The processor 
provides a number of special operations to support the process model - e.g. 
start process, end process - and also a number of operations to support 
message passing - e.g. input message, output message. 

The key question for a user, however, is whether or not such powerful 
distributed memory arrays of processors can be easily programmed. In fact, 
concurrently with the design of the transputer, Inmos also developed a 
programming language called occam[4]. This language embodies Hoare's 
communicating process model of concurrency[7] and incorporates communication 
primitives and concurrency ab initio. Moreover, the features present in the 
occam language represent the result of an elegant engineering compromise 
between the desirability of a given language construct and its ease of 
implementation in silicon. The transputer is therefore engineered not only to 
execute the occam language primitives efficiently but also to support both 
simulated concurrency on a single processor as well as a truly distributed 
implementation on a network of transputers. 

An occam program consists of "communicating sequential processes". 
Processes are themselves sequential but can be run in parallel with other 
processes. Communication between these concurrently operating processes is 
achieved by point-to-point 'channels'. There are three primitive processes in 
occam: 

v:=e assign expression e to variable v 
c!e output expression e to channel c 
c?v input variable v from channel c 

The novel feature of occam is that the programmer can specify whether 
processes are to be executed sequentially or in parallel. This is done with 
the two declarations. 

SEQ sequential execution 
PAR parallel execution 

With the SEQ or PAR constructs, conventional sequential programs can be 
constructed in the usual way using variables, assignments, mathematical and 
logical expressions, and conventional constructs such as IF, WHILE and FOR. 

The conventional IF construct makes a choice according to the state of 
some variables: the alternative construct 'ALT' in occam makes a choice 



according to the state of channels. At its most basic an ALT watches all 
available input channels and executes the first process that becomes reasdy. 
It is here that the non-deterministric nature of multiprocessor programs 
arises. If two inputs arrive simultaneously, the machine will take only one 
of them, and which one is not specified by the program. One of the possible 
advantages of Occam, however, over more complex concurrent languages, such as 
Ada, is its very clean formal semantics. These allow the possibility of 
program proving and program transformation, and in the future, could lead to 
the generation of useful software tools for concurrent occam programs. 

Early versions of occam did not, for example, support floating point 
variables but the language has now been extended, and the specification of 
"occam 2" has just been 'frozen' by INMOS[4]. Details are probably best 
obtained direct from INMOS although several books are now available. Here 
we shall only make some simple points. An example program is also given as 
an appendix. 

In occam, an application program is decomposed into a collection of sub
programs - "processes" - that can execute either sequentially or in parallel. 
For example: 

SEQ 
PI 
P2 

means execute process P2 after process PI is finished. By contrast, the 
program fragment 

PAR 
PI 
P2 

instructs the program to execute PI and P2 concurrently. The occam process 
model is illustrated in Figure 3.2. The three sequential processes PI, P2 and 
P3 can all execute in parallel and communicate with each other via one-way 
communication "channels". Notice that this model of concurrency is very 
different from that embodied, for example, in the Ada language or in shared 
memory multiprocessor machines. Here, there i3 no shared memory and variables 
can only be passed between concurrently executing processes via channels. 
This has the advantage of avoiding contention problems and ensuring a secure 
and side-effect-free multiprocessor "system" language. 

In the occam model of concurrency, parallel processes exchanging 
information are obliged to engage simultaneously in the act of communication, 
regardless of which process is sending or receiving. Synchronization between 
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Figure 3.1 
The T800 transputer: layout of main features. 

Figure 3.2 
The occam process model: sequential processes. 

PI, P2 and P3 and point to point communication channels. 
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Simulated concurrency or true concurrency: possible 
distributions of processes PI, P2 and P3 on (a) one, (b) 

two and (c) three transputers. 
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the two processes is thus enforced with communication: the data transfer from 
one end of a channel to the other can only happen when b_o_th. processes are 
ready. If one process send3 data to another process which has not yet reached 
the communication point in its code, the transputer implementation of occam 
automatically suspends the sending process until the receiving process signals 
that it is ready to receive data. Similarly, if one process reaches a point 
at which some input is required from a second process which is not yet ready 
to send, then the receiving process is suspended till the data is received. 

In contrast to approaches to parallel programming in which all the 
parallelism is left implicit for the compiler to extract (if it can) , occam 
requires the programmer to make the parallelism entirely explicit. Thus, for 
example, the three processes of Figure 3.2 may be run on one transputer or 
divided between two or three transputers as indicated in Figure 3.3. The 
choice between implementing the multi-process code on two or three transputers 
may be dictated by issues such as load balancing, communication bandwidth or 
even simple economics! A simple example occam program is detailed below. 

l^A A Simple Occam Program 
Consider the example finding the square root of a number using Newton's 

method. To find the square root of Q we consider the function: 

f (x) = x 2 - Q 

and use Newton' s method to improve on an estimate of the position of the 
zeros. We obtain after n iterations 

Xn-t-l = (Xr> + Q/Xr») . 

In occam we could code this sequentially as follows: 

REAL32 x, Estimate 
SEQ 

Sq.root?x — input initial value 
Estimate: = x/2 — form initial estimate 
SEQ i = 0 FOR n 
Estimate:= (Estimate + (x/Estimate))/2 

Sq.root.result ! Estimate — output result 

However, in occam we also have the option to perform iterations in parallel 
and form a pipeline for processing many square roots. This could be 
programmed as follows: 



CHAN values [n + 1] : 
PAR 

REAL32 x: 
SEQ 

Sq.root?x — input initial value 
values [0]!x — output to 1st stage of pipe 
values [0]!x/2 

PAR i = 0 FOR n 
REAL32 x, Estimate 
SEQ 

values [i ]?x 
values [i ]? Estimate 
values [i + 1]!x 
values [i + 1]! (Estimate + (x/Estimate))/2 

REAL32 root, any: 
SEQ 
Values [n]? any 
Values [n]? root — receive final estimate 
Sq.root.result ! root — output result 

The above code will execute on a single transputer but is now clearly in a 
form enabling it to be run on a number of transputers. This example is, in 
fact, somewhat artificial since the ratio of computation to communications 
overheads is extremely low in this algorithm. Nevertheless, the fact that 
inter-transputer communication is independent of the processor operation shows 
there is potential for a significant speed-up in performance and in fact, on 
more realistic examples, the relevant algorithm may usually be distributed to 
yield a speed-up proportional to the number of transputers. 

* * * 
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LECTURE 2: Towards General-Purpose Parallel Programming 

1. Introduction 
Multiprocessor machines have now been convincingly shown to yield cost-

effective solutions to a wide variety of problems [1,2]. Nevertheless, the fact 
that such machines cannot, in general, run standard sequential programs without 
significant modifications is preventing the widespread takeup of parallel 
hardware by industry. In this context, it should be remembered that it was not 
until efficient vectorizing compilers appeared that manufacturers of pipelined 
vector machines were able to expand their marketing horizons significantly. 

The problem of "parallelizing" dusty deck sequential programs, usually 
written in Fortran or C, is generally not very popular with computer scientists, 
at least within Europe. By contrast, there are many computer scientists excited 
at the prospect of designing new languages for parallel machines. For example, 
Jim Backus, who gave the world Fortran, now proposes the functional language FP 
as a possible answer to the problems of parallel programming [3]. Now it is 
undoubtedly true that new languages can and will make the effective exploitation 
of parallelism much easier and more controllable. However, there is an economic 
fact of life that cannot be ignored, namely, that large companies with many 
hundreds of man-years invested in sequential software will not invest 
substantially in parallel hardware until there is a convincing "migration route" 
to such machines. 

A related problem concerns the plethora of parallel architectures at present 
on the market: even so-called experts are hard put to predict which ones will 
survive. The failures of the FPS T-Series, the Denelcor HEP and now, more 
recently, of the ETA-10 come immediately to mind. No major software company will 
invest large numbers of man-years in converting or producing code for one 
specific parallel machine unless there is some guarantee of portability - that 
their parallelized code will be readily portable to other parallel architectures 

or of generality - that the particular parallel architecture will continue to 
be relevant for many years to come. 

This lecture is therefore concerned with two key issues for the 
commercial future of parallel computing - firstly, the migration and 
portability of code from sequential machines to parallel hardware, and 
secondly, the possibility of creating general-purpose parallel computers. 
After a section introducing the parallel programming paradigms and computational 
models that have been found useful in the practical exploitation of existing MIMD 
architectures, some new results on these paradigms, obtained using reconfigurable 
transputer arrays, are summarized in the next three sections. Section 6 reports 
on some important results of Valiant concerning universal parallel computers, and 
the final section collects together some thoughts about parallel language issues. 
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5L_2 Parallel Programming Methodologies 
At present, for the exploitation of MIMD parallelism it is necessary for the 

user to specify the concurrency model to be implemented for any given 
application. In developing code for execution on parallel machines, or for the 
conversion of existing sequential code to an appropriate parallel form, 
experience has shown that a small number of computational models or programming 
paradigms are both extremely helpful and widely applicable. For example, Kung and 
his group at CMU identify nine computational models that they believe capture the 
way in which parallel computers are actually used in applications. Their models 
are the following [4]: 

1. Local computation 
3. Pipeline 
5. Ring 
7. Divide-and-conquer 
9. Task queue 

2. Domain partition 
4. Multifunction pipeline 
6. Recursive computation 
8. Query processing 

Although Kung's discussion is naturally oriented to the exploitation of these 
models on the Warp and iWarp machines, workers on other types of parallel 
machines have found similar models to be useful. For example, the book by Fox et 
al. [1] details their experience at CalTech with the Cosmic Cube and Hypercube 
machines and shows that similar strategies are employed. Similarly, in a paper at 
the 1987 PARLE Conference describing experience with transputer arrays, three 
broad classes of parallelism were found to be generally useful [5]. These were 
designated: 

Processor Farm Parallelism - embracing models 1 and 9 of Kung; 

Geometric Parallelism - corresponding to Kung's domain partition model 
or Hillis' data parallelism [6]; and 

Algorithmic Parallelism - generalizing Kung's pipeline models 3 and 4. 

Hybrid forms involving combinations of these three basic paradigms were also 
found to be useful. Nevertheless, the efficient implementation of these paradigms 
on distributed-memory MIMD systems still requires a good understanding of the 
inter-processor communications, and also the existence of an appropriate 
deadlock-free routing strategy for communications between processors with no 
direct connection. In terms of hardware costs, it is clear that extremely cost-
effective applications code may be produced in this manner. It is nonetheless 
equally clear that the necessary involvement of experienced and highly-skilled 
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parallel programmers precludes this approach as a general solution for the 

widespread exploitation of MIMD hardware. 

A partial solution to the problem of code-portability and parallel program 

development is the provision of suitable parallel programming "migration aids". 

The communication structures described here have arisen from work on parallel 

programming paradigms on transputer arrays, but the ideas also have relevant 

things to say about parallel languages and/or language extensions. For example, 

it may be advantageous to combine a conventional imperative programming language 

for the individual parallel processes with a declarative-style process network 

description language [7] . 

Most of the results described in this paper, have been obtained using 

transputer arrays ranging in size from one to one thousand two hundred and sixty 

processors. However, the use of transputer arrays should be considered, in this 

context, merely as a cheap, powerful and convenient representative of the class 

of Distributed-Memory (DM) MIMD machines. In the course of the paper we shall 

make some remarks on the relevance of our work to Shared-Memory (SM) MIMD 

architectures. An excellent up-to-date review of both DM and SM MIMD systems is 

contained in the paper by Otto [8]. 

2.3. Processor Farms 

Image processing apart, it is probably fair to say that most scientific 

interest in multi-processing is concerned with the problem of how to effectively 

utilize the power of all the processors in a machine on a single problem. In 

general this will involve a non-trivial communication structure and the 

processors must cooperate on the solution to make investigation of the problem 

feasible in a reasonable time. Nevertheless, processor farms, with their 

straightforward master-slave control structure and independent packets of work 

can play an important role in the development of parallel processing. 

Processor farms consist of a farmer processor that distributes independent 

packets of work to a set of worker processors and receives back the results. 

Such farms constitute a rather obvious and easily exploitable form of parallelism 

for many types of applications. Moreover, provided that a single processor 

provides adequate performance, such farms can provide a rapid route to the 

efficient parallelization of Fortran or C Monte Carlo simulation programs. 

Various topologies may be used for the farming network and which one is most 

efficient for any given application will depend on the precise hardware 

characteristics of the farm processors. Pritchard [9] has given an analysis of 

transputer farms in terms of three parameters: 

TuiQ = time for one processor to complete one result 

TÏ>:.>>. = time for inter-processor transfer of one result 

T..cup = time for processor to setup each transfer 
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Pritchard shows that the problem of maximizing the total throughput of the system 
(for various topologies) may be reduced to a simple linear programme. His results 
show that in the case that T»io>Itr.n.>T..tuP( there is a limit to the number of 
worker processors that may be gainfully employed in the farm, owing to saturation 
of the communications bandwidth. 

We can examine how well such theoretical models compare with real transputer 
farms by artificially varying the communication bandwidth by sending the same 
data an arbitrary number of times [10]. Examination of the processing rate for 1 
and 2 processors gives us an estimate of I>.io and T..«UP, while the asymptotic 
rate for large numbers of processors allows us to estimate Ttw... These values 
may be used to "predict" the rate for intermediate numbers of processors. A 
sample set of data is shown in Fig. 3.1 together with the predictions for various 
effective values of Tt«r«.»-. The actual work in this example is associated with a 
portion of the Mandelbrot set. 
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Fig. 3.1 
Output rate versus number of processors for a linear 

chain farm for various communication rates. 

The amount of work performed by each worker may also be displayed. When the 
farming chain is longer than the critical value Nc, there is not enough work for 
all the workers and the distribution will depend on detailed scheduling 
considerations outside the scope of the model. As can be seen from Fig. 3.2, for 
heavy communication loads the distribution is essentially random. 
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Another, more computationally intensive, farming example that we have 
studied in some detail is a Monte Carlo simulation of the absorption of neutrons 
in a nuclear reactor [11]. Fig. 3.3 shows the speed-up obtained as a function of 
the number of workers for three different topologies - a single linear chain from 
the farmer transputer, three chains from the farmer, and a ternary tree 
configuration (Fig. 3.4). Since both the triple chain and tree farms increase the 
maximum speed-up obtainable, it is clear that the single chain farm must be 
limited by the communication bandwidth from the farmer to the chain. However, 
since the triple chain saturates at fewer than three times the maximum useful 
number of workers of the single chain, the performance in this case must be 
limited by the performance of the farmer processor. 

A different farming parameter of interest concerns the optimum number of 
work packets to divide up a given quantity of work. Fig. 3.5 shows a schematic 
drawing of the results obtained for a particular bench-test Fortran code [12] . If 
the number of work packets was too small for good load balancing over the farm 
then the implementation was inefficient. Similarly, if the number of packets was 
too large, the efficiency was degraded by the excessive amount of communications 
traffic. If the total quantity of work consists of N indivisible units, then it 
may be shown [13] that 0(N 1 / Z) packets per worker will maximize the farm 
efficiency. This result has also been verified in transputer experiments. 

Experience of transputer processor farms i3 now beginning to be gained in 
many different fields. For example, the astronomers at Southampton are using 
transputers to perform the Monte Carlo simulation of gamma-ray showers in their 
balloon-borne telescope [14]. They use a standard Fortran package, EGS4, and 
observe a speed-up of 32 on a Meiko system with 16 T800 transputers, compared to 
the same program run on a MicroVaxIl. When compared with interactive elapsed time 
on a heavily-used MicroVaxIl, the actual speed-up is observed to be 60 or more. 
In High Energy Physics the evidence is more mixed since for some applications a 
high I/O bandwidth to disks and tapes must be provided [15,16]. 

2.4. Geometric Parallelism 
Geometric parallelism utilises the underlying geometric structure of the 

particular problem under consideration. The method is very powerful and enables 
one to make use of the massive inherent data parallelism of a very large class of 
grid problems [7]. However, it is also on precisely these types of problems that 
there are at present significant differences for the application of SM and DM 
MIMD architectures [8]. Distributed-Memory machines enable the user to scale up 
the number of processors, and hence the processing power that can be applied to 
the problem, in a relatively straightforward way. Systems of over 1000 processors 
have now been used successfully. Shared-Memory machines, on the other hand, 
saturate the memory-processor bandwidth with only a modest number of processors, 
typically of the order of 30. SM machines larger than this have been built or are 
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planned, but inevitably suffer from bottlenecks associated with the interlocking 
mechanism and access to shared memory. The problem of scaling-up the performance 
of SM multiprocessor machines has yet to be solved. Nevertheless, for problems 
with very irregular grids, or problems in which the domain shape or size is 
changing dynamically, it is certainly true that SM MIMD machines are much easier 
to program [8]. 

For many grid problems the communication structure of the problem is such 
that synchronous communications are sufficient. Such problems have been studied 
on SIMD machines for many years and much effort has been expended in 
understanding the problem of mapping the regular data structures and operations 
required by the algorithms onto the regular structure of the hardware. In 
particular, for the AMT DAP machine, in which the 1024 (single-bit) processors 
are arranged as a 2-dimensional grid, two mechanisms are available for exploiting 
data-parallelism [17] . The first is the provision of a high-level language with 
array extensions, Fortran-plus, which has many of the array features of the 
proposed Fortran 8X standard. The second, complementary approach handles the data 
routing problem by a method called 'Parallel Data Transforms.' This technique 
achieves a great simplification of the mapping problem by working in 'mapping 
vector' space rather than the physical space of the processor array. It enables 
very simple, elegant and efficient solutions to be found for rather complex 
problems [17]. Given this impressive work on SIMD machines, it is clear that much 
effort must be expended in implementing 'communication libraries' for MIMD 
machines to enable them to exploit geometric parallelism most efficiently. The 
Suprenum communication library is one such example [18].' Here we sketch some of 
the basic considerations that have been found useful in implementing regular grid 
problems on MIMD arrays of transputers. 

We will restrict our discussion in this section to the application of 
geometric parallelism to DM MIMD systems and describe some results obtained using 
transputer arrays. We begin with some general remarks concerning the scaling 
rules and communications. Consider a rectangular LxL grid of processors and a 
problem with NxN grid points. Each processor is therefore allocated nxn points, 
where n=N/L. If the "range" of the "interaction" is r then each processor must 
access (n+2r) 2 data values and the non-resident data points must be communicated 
from neighbouring processors. In many of the simpler operations in image 
processing, for example, the range r is one. 

We define the following quantities: 

l u i . = time to calculate a new data point from old values 
Too.*™ = time to set up a communication and transmit a data point to 

a neighbour 
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If we ignore scheduling complexities, the time needed to update the whole array 
is 

n a T « i . = L~ a (Na I..1.) 

and the total time needed for communication i3 

r(n+r) T = — , - L"x (r (N+rL) T«.«-~) 

where we have assumed that communication can take place in all four directions 
simultaneously. This is possible on transputer arrays but not on all types of 
MIMD machines. These formulae show the well-known scaling rules. As the problem 
size N is increased for fixed number of processors L, the communication to 
computation ratio decreases as N _ 1 : but as L is increased for fixed N, the 
communication to computation ratio increases and communication costs will 
eventually dominate. For transputer systems, the analysis is not as 
straightforward as this, however, since it is possible to overlap communications 
with useful calculation leaving only a non-overlapped communication setup 
overhead 

T a o m m — T a a t : u p *> l o v a r l a p 

Fig. 4.1 shows the results of such an overlapped grid problem carried out on 16 
transputers [10]. The example application was that of a Gauss-Jacobi iterative 
solver for Laplace's equation. The ordinate is the time per iteration and the 
communication speed was varied by sending the data M times. As can be seen from 
the figure, until about M = 12 0 only the setup overhead is visible: beyond this 
point the communication time dominates over calculation. 
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Laplace grid problem with overlapped communication 
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One of the principal advantages of the geometric approach is that the 
patterns of communication involved are typically very simple. Most grid problems 
can be implemented with only a small number of communication patterns which may 
be broadly characterized as being of an array processing nature [19]. Assuming 
that the problem is to be decomposed onto a ring or a multi-dimensional grid of 
processors the most common communications found in the grid problems we have 
examined are the following: 

(1) Input or output data from host to the worker array 
(2) Broadcast data over one of the directions of the grid 
(3) Rotate data along one of the directions of the grid 
(4) Sum data across one of the directions of the grid 

Cyclic boundary conditions have been assumed for the grid: most applications 
benefit from periodic edge connections and for those that do not, the extra 
connectivity may be ignored. This set of communication primitives is complete in 
that any other communication pattern may be built from them. In fact types 1 and 
2 suffice in principle but type 3 is usually essential for efficiency. Type 4 is 
less "primitive" but, in the applications we have studied, more common than the 
broadcast operation. These primitive communication operations are embodied in a 
set of libraries: for a given grid dimensionality there may be several libraries, 
each specific to a certain decomposition of the grid onto some physical processor 
topology, but with a common user interface. 

To make this discussion more concrete consider the case in which it is 
required to implement a virtual three-dimensional grid on a two-dimensional array 
of processors. This problem is commonplace when attempting to solve or simulate a 
three- (or four-) dimensional system on an array of transputers. The simplest 
strategy is to have a two-dimensional array of cells, each cell containing 
several transputers. For example, a virtual LxL'x2 grid may be achieved by having 
a physical array consisting of LxL' cells of two transputers with each cell of 
form shown in Fig. 4.2a. In this case the maximum distance over which messages 
need to be passed in the virtual three-dimensional grid is two links. Similarly, 
to implement a virtual LxL'x4 grid one may use the cell shown in Fig. 4.2b: the 
labelling on the nodes of the cell represents the value of the coordinate in the 
third dimension. Here again the maximum distance over which messages have to be 
passed to communicate between virtual nearest neighbours is two links. In both 
cases the physical array is just a two-dimensional grid: for other grid sizes 
more elaborate cells may be optimal. 
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These techniques and the communication libraries discussed above have been 
used in real applications. For example, in solving the large sparse matrices that 
arise in simulations of Quantum-Chromo-Dynamics (QCD), using a conventional 
conjugate gradient method, sustained performance in excess of 1 Megaflop per 
transputer for arrays of up to 32 T800 transputers has been achieved [19]. It 
should, however, be noted that this level of performance was only achieved by 
careful coding in occam with several important optimisations. These optimisations 
are specific to the transputer and involve judicious use of internal on-chip 
memory and overlapped communications. In detail, the optimisations were: 
unrolling loops in matrix multiplication and avoiding storage of intermediate 
results in expression evaluation; overlapped communications, which can result in 
up to 10% speedup for this problem; placing critical workspace onto internal 
memory, again leading to a speedup of the order of 10%; placing critical code 
onto internal memory, which can give a speedup of 10-20% for some individual 
procedures [19]. Similar calculations implemented in Fortran on transputers are 
significantly slower and reflect the present state of the Fortran compilers for 
the transputer. 

2.5. Other Paradigms 
Algorithmic networks involving branching and merging pipes have been 

constructed for transputer networks [5] in which each processor now executes only 
a part of the algorithm (Fig. 5.1). The data now "flows" through this structure 
and, as a result, algorithms implemented in this fashion generally make less 
demand on the amount of memory per processor. With care in load balancing and 
with the communication bandwidths required, efficiencies of over 50% are 
relatively straightforward to achieve. Clearly, however, this type of relatively 
fine-grained parallelism requires more detailed analysis than either the farm or 
geometric structures described above. 
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Algorithmic network with feedback 

Fig. 5.2 
41 node, valency 4, diameter 3 graph 

These paradigms may be used in combination and complicated structures 
involving farms and pipes replicated geometrically. For example, Allwright [20] 
has used a hybrid approach to implement a distributed variant of Lin and 
Kernighan's search algorithm (originally for the Travelling Salesman Problem) 
[21] to attack the problem of finding the largest size graph (in terms of number 
of nodes) of a given valency and diameter. This has been implemented on the 1260 
transputer machine at Southampton by distributing the evaluation of the cost 
function geometrically along a chain of pairs of transputers, and then farming 
out the evaluation of different cost functions to different chains. So far, 
Allwright has found two new largest minimum-diameter graphs: a 126 node graph of 
nodes with valency 7 and diameter 3; and a 41 node graph of nodes with valency 4 
and diameter 3 (Fig.5.2). This last graph is particularly interesting since the 
previously largest valency 4, diameter 3 graph had 4 0 nodes and was "obviously" 
optimal since it possessed many symmetries! 
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McBurney and Sleep have implemented the divide-and-conquer paradigm on 
transputer networks in an interesting way [22] . They use the ZAPP (Zero 
Assignment Parallel Processor) virtual tree kernel, first described by Burton 
[23], to consider dynamic process networks which are always trees, and which grow 
or shrink according to highly constrained rules. To gain some indication of the 
overheads involved in using the ZAPP kernel, the method was used to implement 
parallel matrix multiplication of two real 64x64 or 128x128 matrices on up to 32 
T414 transputers. Their results are shown in table 1, together with results for 
matrix multiplication using a strightforward parallel decomposition such as given 
by Fox et al. [24], adapted to transputers by Coddington [25]. As can be seen, 
although slower, the ZAPP kernel does remarkably well. It would be interesting to 
have data for T800 transputers for which the floating point multiplications are 
much faster and for which the ZAPP communication overheads could be significant. 
In Coddington's implementation of parallel matrix multiplication on a ring, the 
communications are all overlapped with calculation. 

64x64 128x128 

ZAPP 
Tight loop on 1 T414 
ZAPP on 1 T414 
ZAPP on 16 T414s 
ZAPP on 32 T414s 

11.2 
12.2 (92%) 
0.95 (74%) 
0.65 (54%) 

90.1 
95.7 (94%) 
6.51 (87%) 
3.60 (78%) 

RING 
Sequential on 1 T414 
16 T414s 
32 T414s 

10.8 
0.81 (83%) 
0.47 (72%) 

86.7 
5.94 (91%) 
3.23 (84%) 

Table 1 
Comparison of ZAPP and direct parallel matrix multiply on T414s. 

Times are given in seconds and efficiencies shown in brackets. 

Divide-and-Conquer techniques have also been used on hypercubes. Hoare's 
classic quicksort technique can be implemented on hypercubes by splitting along 
the hypercube dimensions recursively [1]. Similarly Cooley and Tukey's 
revolutionary Fast Fourier Transform algorithm, which reduced the computational 
complexity from N a to NlnN, may also be implemented on hypercubes using a Divide-
and-Conquer technique [1]. Thus, this paradigm would seem to have general 
applicability for parallel machines. 
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2.6. General-Purpose Parallel Computing 
The commercial future of parallel computers will be strongly influenced by 

whether or not truly general-purpose parallel computing ever becomes a reality. 
In this connection the work of Valiant [26] i3 particularly exciting and 
relevant. The key property of the Von Neumann architecture for sequential 
computers is efficient universality. This means that arbitrary programs written 
in high-level languages can be simulated on a general-purpose sequential machine 
in a time that is proportional to the time that the same problem would take on 
special-purpose hardware. It is this property, Valiant argues, that has made 
possible standardized languages and transportable software, and, indeed, the very 
existence of our present software industry. 

In his paper, Valiant addresses the question of the .existence of "optimally 
universal parallel computers." In particular, he has shown that any program 
written for the idealized shared-memory model of parallel computation can be 
simulated on a hypercube architecture with only constant factor inefficiency, 
provided that the original program has sufficient "parallel slackness." Parallel 
slackness means that the parallelism available in the program should be greater 
than that of the DM MIMD machine - specifically NlnN processes for N processors. 
Each node of the machine then has to perform InN computational operations - which 
enables communications costs to be masked, provided all the long-distance 
messages are delivered in InN steps, as for a hypercube. Valiant's results are 
couched in terms of concurrent Parallel Random Access Machines, PRAMs, and the 
existence proofs for the necessary routing algorithms are given for the binary n-
dimensional hypercube. 

The extent of the applicability of these results to lower dimensional 
networks and realistic computer architectures has yet to be explored. What is now 
exciting is that VLSI technology will soon be able to provide suitable components 
that will enable us to build a viable universal parallel computer [27]. 
Experiments with such a parallel computer should therefore be a high priority in 
any MIMD architecture research program. 

2.7. Future Developments 
As we have stressed, a major factor for the commercial success of MIMD 

architectures will be the extent to which such machines can offer portability for 
dusty-deck Fortran and not so dusty C codes. Although it is generally believed 
that SM MIMD systems are easier to program than DM machines potential programmers 
should read the article by McGraw and Axelrod [28] . In this paper, amongst many 
interesting things, are some detailed case studies about the problems they 
encountered in dealing with various types of Fortran extensions for SM 
multiprocessors. Their conclusions were: 
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1. The behaviour of even quite short parallel programs can be 
astonishingly complex. The fact that a program functions correctly 
once, or even one hundred times, with some particular set of input 
values, is no guarantee that it will not fail tomorrow with the same 
input. 

2. Tracking down a bug in a parallel program can be exceedingly difficult. 
This results from the combination of logical complexity, nonrepeatable 
behaviour, and our present lack of tools. 

It was precisely to avoid such problems that occam, with its clean semantics 
based on CSP, was invented. Nevertheless, except for obvious safety-critical 
applications, it is clear that higher-level languages are required by most 
applications programmers. 

There are several possible approaches. One that is obviously commercially 
important will be based on Fortran, probably some version of Fortran 8X, plus 
some communication extensions. Along with this approach must go compiler 
development to develop compilers capable of recognizing other forms of 
parallelism than merely the vector form of concurrency. Moreover, since 
conversion of existing Fortran codes for parallel hardware is unlikely ever to be 
totally automatic, there is a need for better debugging tools and other migration 
aids. However, since future DM MIMD systems are likely to support global memory 
addressing [27], code portability between architectures (though with some 
differences in performance) should become less of a problem. 

Another approach to the development of correct parallel code could be to 
build on the elegant features of occam. Superoccam, which incorporates the farm 
and pipe paradigms in an elegant way, has been proposed by May and Hoare [29]. 
However, although this approach may be provably deadlock-free, in its present 
form it does not address the problem of geometric parallelism and operations on 
arrays which are probably the most common form of parallelism in scientific 
problems. Object-oriented programming languages, such as C++ and POOL are now 
becoming popular and may appear to provide a natural way to implement parallelism 
[30]. However, even here things are not necessarily so simple. In a parallel 
implementation of chess on a hypercube, Felten and Otto [31] have shown that a 
crucial feature of an efficient program is a global, distributed hash table for 
storing previously evaluated positions. Thus, although the hash table may look 
like an ideally isolatable object, it is crucial for performance reasons that 
this is in fact distributed over the hypercube. An interesting aside also arising 
from the parallel chess example is the need to reconfigure subtrees to 
concentrate more processors on "hot spots" in the search tree. Such dynamic load 
balancing has been found to give a performance improvement of about a factor of 
three, resulting in a speedup of 101 on a 256 processor machine. 



The final possible approach is to explore the efficiency of new non-
imperative styles of programming for parallel machines. This includes the 
efficiency both of producing the parallel software and its implementation on a 
machine. In the past it used to be said that functional programs execute with the 
speed of continental drift: with new generations of parallel hardware this need 
no longer be the case and it is well worth exploring what such languages have to 
offer. At Southampton Hugh Glaser i3 currently implementing the new standard 
functional programming language, Haskell, on transputers, and we are also looking 
at the possibilities of combining declarative style communication structures with 
conventional imperative programs running on the individual processors. 

To conclude, there is now hope that parallel machines can overcome both the 
problem of code portability and generality in the next few years. Many 
interesting experiments are now in progress and I look forward with interest to 
the next PARLE conference. 
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APPLICATIONS OF LARGE TRANSPUTER ARRAYS 

K.C. Bowler 

Physics Department, University of Edinburgh, 
Edinburgh, Scotland, UK 

A B S T R A C T 
In these lectures we discuss some of the practical issues involved in using 
large arrays of transputers for problems in science and engineering. The 
discussion centres on experience with the Edinburgh Concurrent Supercom
puter (ECS), a large Meiko Computing Surface, comprising at present some 
400 Inmos T800 Transputers. We first describe the architecture of the ECS 
and the user interface. We then focus on the various types of parallel pro
gram, illustrating the key ideas with examples taken from the applications 
and demonstrations which have been successfully mounted on the ECS. Fi
nally we address some of the wider issues involved in exploiting distributed 
memory, multi-processor machines. 

1 T H E ECS P R O J E C T 

The Edinburgh Concurrent Supercomputer (ECS) is a transputer-based supercom
puter , established in collaboration with the Bristol-based company, Meiko, to provide 
a facility for front-line research applications in computational science. 

1.1 Background 
We recall briefly the key features of the t ransputer and of the occam language, 

describe general features of the Meiko Computing Surface and give a brief history of 
the project. 

1.1.1 T r a n s p u t e r s a n d o c c a m 

Other contributors have discussed in some detail the t ransputer and its native 
programming language, occam. Here we merely remind you that the t ransputer imple
ments the process model of concurrency, expressed through occam, which is based upon 
the idea of communicating sequential processes [1]. Communication between processes 
is effected by uni-directional channels, which may connect processes on the same trans
puter or on different t ransputers . Each transputer link implements two such channels, 
one in each direction. Channel communication between two processes running on the 
same transputer is effected by writing to and reading from a memory location. The 
basic processes, from which all others are constructed, are assignment of a value to a 
variable, output of a value down a channel, and input of a value from a channel. 

1.1.2 M e i k o C o m p u t i n g S u r f a c e 

Physically, a Computing Surface is contained in one or more cabinets or modules, 
each housing a mixture of boards, chosen from a hardware ' library', to meet particular 
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requirements. For example, the M40 module has 40 slots, at least one of which is occu
pied by a local host board carrying a transputer, several Mbytes of DRAM and various 
interfaces for connection to external devices. The local host performs maintenance tasks 
such as monitoring for hardware errors, control of the electronic routing network, hard
ware reset and may also run the interactive program development environment. Other 
slots may be occupied by compute boards, which carry 4 T800 transputers , each with 
from 1 to 8 Mbytes of memory, by display boards, with a single t ransputer plus dual-
ported video memory, or by mass store boards which also feature a single transputer 
but with up to 32 Mbytes of memory plus a SCSI interface. 

The Computing Surface uses custom VLSI switching chips which permit the user to 
select, in software, the interconnection topology appropriate for a particular application, 
subject of course to the constraint that each transputer can be directly connected to at 
most four others. General information about the transputer , the occam language and 
the Computing Surface may be found in [2]. 

1.1.3 P r o j e c t o r ig ins 

The ECS Project was originally conceived in the Physics Department of the Uni
versity of Edinburgh during 1986 by members of the Theory & Computation group. Six 
years experience in parallel computing, exploiting initially the ICL Distributed Array 
Processor (DAP) at Queen Mary College in London, and from 1982, two dedicated 
DAPs at Edinburgh resulted in over 180 publications [3] across a range of fields, ex
tending significantly beyond those areas of physics for which support had initially been 
given by the UK Science &; Engineering Research Council. Anticipating the decommis
sioning of the DAPs in 1987 we were convinced that the only way we would have access 
to the required power with the budgets we might expect was through exploiting novel 
architecture parallel machines. We were fortunate to obtain one of the earliest Meiko 
Computing Surfaces in April 1986, with the support of the UK Department of Trade 
&: Industry and the Computer Board. This demonstrator system consisted of 40 T414 
transputers each with \ Mbyte, along with a display system, and was file-served and 
networked through a Micro VAX host. The reliability of this system, the imminent loss 
of the DAPs and a survey of existing parallel machines formed the the cornerstone of 
the proposal for the Edinburgh Concurrent Supercomputer. 

The proposal, in collaboration with Meiko, sought some / 3 . 4 M from the SERC, 
DTI and Computer Board to fund a machine built around 1024 T800 transputers, each 
with 1 Mbyte of memory, to provide an electronically reconfigurable multi-user resource. 
Phase 1 funding for the machine infrastructure and compute resource of 200 T800s, each 
with 4 Mbytes, was secured during 1987, multi-user service for code development was 
established in September 1987, and the first T800 compute resource installed at the 
end of that year. 

1.2 Present status 
We now describe the current configuration of the machine, the user interface and 

give an indication of the kind of performance that is attainable in applications. 
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Figure 1: Schematic diagram of Computing Surface organisation 

1.2.1 E C S configuration 

Phase 2 DTI support has enabled us to acquire another 195 T800s and 900 Mbytes 
of memory, bringing the total compute resource up to 395 T800s. Meiko have also 
contributed very significantly in discount, maintenance and software; in addition they 
site two people at Edinburgh and have considerable in-house software activity to meet 
the Project requirements. At the time of writing (July 1989), there are a total of 14 
personnel in the core of the Project (i.e. excluding specific application teams), including 
two on a part- t ime basis; the use of the income from an Industrial Affiliation scheme in 
supporting 7 of these people has, with the Meiko support , been a crucial factor in the 
successful launch of the Project. 

The machine organisation is shown schematically in Fig. 1. The operating sys
tem, MMVCS, which stands for Meiko Multiple Virtual Computing Surfaces, supports 
a model in which the Computing Surface appears to be a network of workstations, 
known as domains, and fileservers. Each domain has a host processor, typically a 
T414, and a local network of zero or more T800s. The domains can be of arbitrary 
size and shape, and can incorporate special components such as graphics boards, mass 
store boards or special high-bandwidth i /o devices. They are connected by a trans
parent communication spine, the Computing Surface Network, which is also based on 
transputers and to which one or more fileservers are attached. The micro VAX host of 
the original demonstrator system is now retained as one of the file servers, and to pro
vide a VMS environment. The user can also file serve off a number of Hewlett-Packard 
discs running MEiKOS, Meiko's UNIX a-based operating system, back-up for which is 
provided by Exabyte cartridges. Terminal access is provided by direct fines into the 
spine and from J A N E T via a reversed PAD, soon to be replaced by ethernet. The 
size and number of domains is controlled by the system manager, and may be changed 

1 U N I X is a t rade maik of AT&T Bell Laboratories 
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(exploiting the software reconfiguration) for example to match day and night t ime user 
needs. At present there are typically more than 20 domains on the service machine; a 
separate machine for system development can support a further 8 users. 

1.2.2 U s e r interface 

At login, the user is presented with a menu of domains; s/he boots an available 
domain and connects to a file server and has then a personal reconfigurable parallel ma
chine, a virtual Computing Surface. Further details may be found in an ECS Technical 
Note [4]. MMVCS provides the user with the occam programming system, OPS , and 
UNIX file-serving utilities. There are also C and Fortran compilers for single transput
ers and a range of utilities is available or under development at Meiko. At the time of 
writing, a diskless version of MEiKOS to run on the host t ransputer of each domain, 
is mounted and under test on the development machine. Among the work being per
formed on the development machine is a porting of the AT&T System V utilities, which 
is close to completion. Other standard packages which have been ported include GKS. 

There has been considerable effort at Edinburgh to develop utilities which provide 
greater flexibility and ease of porting of codes to the Computing Surface. The corner
stone of this effort is the development of fast, topology-independent message-passing 
systems [7,8] of which we shall have more to say later. 

1.2.3 N o d e Per formance 

Reasonable performance on a single node is obviously an important prerequisite 
for supercomputer performance across an array. We summarise here experience gained 
in a range of applications. 

For well-structured Fortran or C code which is floating-point intensive, benchmarks 
for single precision give up to 0.6 or 0.7 Mflops per node. A number of applications 
written in occam are running at in excess of 1 Mflops per node. 

To achieve maximum performance with minimum effort, BLAS1 routines have been 
written in assembler for a single T800 [D. Roweth and L.J. Clarke, unpublished]. The 
table below illustrates the performance obtained in these routines. 

Table 1 
Performance figures for BLAS1 routines 

routine Mflops routine Mflops 
saxpy 1.17 daxpy 0.72 
sdot 1.17 ddot 0.78 

snorm 1.58 dnorm 1.05 
sscal 0.78 dscal 0.49 
ssum 1.35 dsum 1.03 

2 PARALLEL PROGRAMS 
Although occam provides the means for expressing process level parallelism within 

a single transputer and processor level parallelism within networks of transputers, and 
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the syntax for each is very similar, it should be clear by now tha t there are major 
differences between the implementations of each. For example 

• the connectivity of a processor is currently restricted to eight channels arranged 
as four bi-directional pairs, whereas a process may have arbitrary connectivity 

• the channel communication between processors is performed orders of magnitude 
more slowly than communication between processes on the same transputer 

• processor level parallelism affords significant speed-up over serial processing whereas 
process level parallelism tends to introduce unnecessary process-switching over
heads. 

Perhaps the easiest way that we might envisage using a multi-processor, distributed 
memory machine is to run multiple copies of the same, or perhaps different, programs, 
one per processor, as independent, non-interacting tasks. Each processor is thus used 
as a batch queue server. At the other extreme, all the processors may co-operate in a 
single program and require complex inter-processor communications. 

2.1 Paradigms 
At present there is no completely general framework for discussing parallel pro

gramming. However, there have been useful a t tempts to identify strategies for exploit
ing multi-processor machines and here we focus on two such. 

2.1.1 T h e S o u t h a m p t o n M o d e l 

The Southampton group [9] has devised a model which identifies three types of 
parallelism: event, geometric and algorithmic. 

E v e n t paral le l i sm also known as task parallelism, describes the situation in which a 
problem can be divided up into independent tasks, which may be allocated to processors, 
either statically or dynamically, and results collected up in some manner. The parallel 
batch server belongs in this category. The only inter-processor communication required 
is usually just the passing on of tasks and results. 

The canonical example of event parallelism is ray tracing, a rendering technique for 
generating images on a graphics screen. The basic idea is to reproduce what happens 
in a pinhole camera. The image on the screen is built up from rays of light emanating 
from objects in a 3-dimensional 'world'. These rays may be identified by starting at a 
pixel on the screen and tracing back through a hypothetical pinhole, on to a surface in 
the 'world'. Each ray is then reflected backwards to determine whether it comes from 
another surface or from a light source. This backward tracing continues until the ray 
ends at a light source or passes out of the 'world'. Once the source of a ray has been 
determined, the path of the ray is retraced from the source to determine the colour 
and brightness of the corresponding pixel on the screen. The complete picture is built 
up by tracing one ray for each pixel. The paths of the reflected rays and the levels 
of illumination depend on the nature of the light sources and on the type of reflecting 
surface; refraction can also be incorporated. 
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Figure 2: A ray-traced image produced on the ECS 

The ray tracing algorithm involves a great deal of computation, but the key point is 
tha t the rays can be traced independently and so the method lends itself to the simplest 
type of parallel computation. An example of a ray-traced image is shown in Fig. 2 

G e o m e t r i c paral le l i sm perhaps better described as data parallelism, caters for the 
case where a program operates on some large da ta space in such a way that essentially 
the same operation is performed in every region of the space. The da ta can then 
be distributed over a number of processors, with each processor operating on that 
portion of the da ta held in its own memory. Unlike the previous category, interprocessor 
communications will usually be necessary during the computation to access da ta held 
on other processors. 

Many physics simulation problems are of this kind. The simplest example is prob
ably the two-dimensional, nearest-neighbour Ising model which is widely used in con
densed mat ter physics and statistical mechanics. It models the behaviour of ferro-
magnets, of binary alloys and of certain fluids, for instance. It consists of spins, 3+, 
which live on the sites of a square lattice and are binary variables taking the values ± 1 
only. A particular arrangement of spins is known as a configuration. The energy of a 
configuration of spins, {s}, is defined by the Hamiltonian, or energy function, H: 

H({*}) = -J £ «>i 

In thermal equilibrium at a temperature, T, the configurations are distributed according 
to the Boltzmann probability distribution: 

P(U}) = ^xp(-H({s})/kT) 
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Figure 3: Geometric decomposition of the Ising model 

where the normalisation factor, Z, is known as the partition function and is given by 

z = S«p(-ff(W)/*r). 
M 

Macroscopic properties of interest, such as the average energy of the lattice, are com
putable by averaging over the ensemble of configurations: 

< H >= £#(W)r(W) = ^E*(W)«p(-tf(W)/*r) 
w w 

Direct evaluation of averages by explicit summation over all configurations, although 
possible in principle, is ruled out on practical grounds for any but the tiniest of lattices -
the number of configurations grows exponentially with system size. Monte Carlo meth
ods are therefore used to generate a sequence of configurations distributed according to 
the Boltzmann law by allowing each spin to evolve according to a set of rules based upon 
the s tatus of neighbouring spins, for example, the so-called Metropolis algorithm [10]. 
Averages may then be estimated by taking a simple arithmetic mean, over the ensemble 
of configurations so generated, of the desired observable. 

Fig. 3 illustrates the geometrical decomposition of the Ising model lattice over 
an array of t ransputers . Spins which He in the interior of the sub-lattice stored on 
each t ransputer may be updated trivially but those spins which lie on the boundary 
of a sub-lattice need information about the state of spins which lie on the boundary 
of nearest-neighbour sub-lattices, stored on adjacent t ransputers , and hence require 
inter-processor communication. 

The importance of this example cannot be overstated. Almost identical methods 
are used to simulate quantum field theories, such as QCD, numerically. The spin degrees 
of freedom of the Ising model are replaced by quark and gluon fields, and the action, S, 
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Figure 4: A cellular automaton fluid flow simulation 

of the field theory plays the role of the Hamiltonian. The thermal fluctuations of the 
spin system become the quantum fluctuations of the field theory. 

Similar ideas underpin an implementation of lattice gas hydrodynamics on the ECS. 
Two-dimensional fluid flows are represented by cellular au tomata consisting of particles 
moving on a triangular lattice. The system evolves in discrete time-steps in which first 
each particle moves from one lattice site to the next in the direction of its velocity 
vector, then it collides with any other particles which arrive at the same site, conserving 
particle number and momentum. Hydrodynamic variables are computed by averaging 
over the particles in subregions of, say, 20 x 20 sites. This coarse-graining procedure can 
be shown to model the Navier-Stokes equations of fluid flow. Fig. 4 shows the result 
of simulating flow along a channel by this method on the ECS [11]. The channel is 
decomposed into strips transverse to the flow and each strip is processed by a different 
transputer , the processors being connected in a chain. 

A slightly less obvious application is the problem of N planets with fixed masses 
and given initial positions and velocities, moving under Newtonian gravity, a long-
range interaction where every particle interacts with every other. A strictly geometric 
decomposition, in which the particles in different sub-regions of space are associated 
with different processors, is no use. However, the data space consists of the positions 
and velocities of the planets and may be divided amongst the available processors, so 
that each is given the job of following the time evolution of a subset of the particles, 
which may be at widely scattered locations. This is illustrated in Fig. 5. The algorithm 
may be mapped on to a closed ring of transputers. Each processor picks one of its 
subset of particles and sends its mass and coordinates to the next processor in the ring. 
Each processor then computes the force on each of its particles due to the incoming 
'travelling' particle, and then passes on the information about the travelling particle. 
This procedure is repeated until every particle has 'visited' every processor. This will 
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Figure 5: Algorithm for system with long-range forces 

be efficient provided that the time taken to communicate a planet 's da ta between pro
cessors is small compared to the time taken to do the force calculations. This becomes 
easier as the number of planets per processor increases, since the force calculation grows 
as N2, whereas the communication time grows like N. Indeed, for a t ransputer system 
it should be possible to overlap communication by computation completely. 

A l g o r i t h m i c paral le l i sm is analogous to the production line in a factory. The 
operations performed by a program, rather than the data , are divided between the 
processors. Each processor will receive a copy of part or all of the da ta space, perform 
its operations on that da ta and pass on the resulting modified da ta to another processor 
or processors. Typically such programs require a more complex control structure, and 
are consequently more difficult to write and debug. Load balancing is also a problem, 
since the performance is limited by the speed of the slowest element. 

An important example of algorithmic parallelism is the graphics pipeline. The data 
space consists of a large number of polygons, representing some object to be displayed. 
The polygons will need to be scaled, rotated and translated to transform them from 
world coordinates to viewing coordinates before rendering to produce pixel rasters. 
Clipping and hidden surface removal are then applied, and the image displayed. Each 
of these operations may be allocated to a different processor, with each processor taking 
its input from the previous stage, applying its operation and passing the results on to 
the next stage. 

C o m b i n a t i o n s It is clear that we can combine these three types of parallelism in 
a great variety of ways. For example, the ray-tracing application combines event and 
algorithmic parallelism in an obvious way. More generally, the master-slave model in 
which the bulk of the computation is performed by a pool of slaves, with a master 
which handles global decisions and i /o , is a very common method employed in physics 
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simulations based upon geometric decomposition, such as the Ising model simulation 
described earlier. 

2.1.2 T h e Ca l t ech mode l 

An alternative classification of parallelism has been developed by the Caltech group 
[12], based upon the granularity, connectivity and synchrony of the application. 

Granular i ty refers to the available parallelism. For example, in ray tracing, each ray 
may be regarded as a grain. Similarly, in Newtonian dynamics, each planet may be 
thought of as a grain. Applications generally display grains at several different levels. 
The abundance of grains often far exceeds the number of available processors and it 
is important to consider how grains can be combined to form larger grains, so that 
the granularity of the application matches that of the machine, thus minimising the 
overheads associated with process level parallelism on individual processors; optimal 
performance usually dictates that a single compute process should run at a time on a 
given processor. 

C o n n e c t i v i t y is the number of interactions of a grain. Given the grain size, this 
connectivity can be measured. For example, in the simple Ising model, if the grain is 
taken to be an individual spin, the connectivity is simply the co-ordination number, 
the number of nearest-neighbour spins, which is 4 in two dimensions. As a general rule 
it is useful if the connectivity of the grain matches the connectivity of the processors. 
Matters are also simplified if the connectivity is regular so that the application can be 
mapped on to a regular array of processors. Referring again to the Ising example, it 
is easy to see tha t if the spins are grouped into grains consisting of regular, connected 
regions, the connectivity remains 4. The planetary example on the other hand has global 
connectivity because each planet needs to know the position of every other planet, and 
this remains true if the planets are clumped into larger grains. 

Synchrony may be thought of as representing connectivity in execution time. Fox 
talks of the Ising model as a synchronous application because each spin may be updated 
simultaneously on each timestep (actually, only half of the spins - all even sites or all 
odd sites - may be updated simultaneously in order to satisfy a fundamental require
ment of statistical mechanics known as detailed balance). There is thus microscopic 
synchronisation between grains. However, in the geometric decomposition described 
earlier, the implementation is only loosely synchronous, in the sense that it is only 
the exchange of boundary spin values between neighbouring transputers which imposes 
any restrictions on the time sequence of the processing. On the other hand, when 
there are load imbalances associated with the grains, the application itself is loosely 
synchronous. All implementations of synchronous or loosely synchronous applications 
show loose synchrony. 

There is a class of applications where, although loose synchrony is present, a global 
synchronisation step is required. The conjugate gradient algorithm for matr ix inversion 
is an example, containing a matrix-vector multiply which may be distributed over many 
processors, but also involving the calculation of a global scalar product combining 
results from each processor. Such applications do not fall neatly into the Caltech 
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Figure 6: Loading data on to a chain of transputers 

classification and have been dubbed synchronised rather than synchronous by Clarke 
and Norman [6]. 

3 GENERAL CONSIDERATIONS 

3.1 Communications Harnesses 
3.1 .1 W h y use o n e ? 

Occam encourages us to do all the communications in a multi-transputer program 
for ourselves. To take a trivial example, we might wish to load da ta on to a chain of 
transputers as in Fig. 6, which is easily done with the following piece of occam: 

SEQ 
SEQ i=0 FOR n u m . t r a n s p u t e r s . f u r t h e r . o n 

SEQ 
i n ? d a t a — r e c e i v e d a t a and 
out ! d a t a — pas s i t on 

i n ? d a t a — r e c e i v e own d a t a 

In more complex programs there may be no predefined pat tern of communication; 
one processor may suddenly wish to talk to another processor to which it is not directly 
connected. It then makes sense for the programmer to use some standard routing 
software, known as a communications harness. Even if the final program doesn't need 
general communications, it is a good discipline to build a prototype using a harness, 
thus providing a clean separation between communications and computation. 

3.1.2 B a c k g r o u n d 

The harnesses which have been developed in Edinburgh had their origins in a pro
gram written by Mike Norman [5] to analyse and display volume data produced by an 
NMR body scanner. The naive approach to this problem would be to adopt a geomet
ric decomposition of the data space, dividing it into equal, block-shaped chunks and 
giving one to each transputer. Unfortunately, part of the problem was to apply image 
enhancement and surface-tracking algorithms to the data , requiring processing concen
trated in just one part of the volume and thus resulting in one or two transputers doing 
all the work - a classic case of bad load balancing. The solution adopted was to employ 
scattered domain decomposition, where each transputer is assigned many small cubes 
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scattered round the data set, instead of one large block. This increases the chance of 
each transputer having useful work to do, but means that for each cube that a trans
puter controls, communication with all the transputers controlling neighbouring cubes 
will be required. This led Mike to develop a general-purpose packet-switching network 
as part of the body-scan program. The communications element was abstracted from 
this work to become the Topology Independent Transputer Communications Harness, 
TITCH [7]. 

3 .1 .3 H o w t o use a c o m m u n i c a t i o n s h a r n e s s 

To use a topology-independent communications harness, we give each of our appli
cations processes an ID, wire our transputers together in any way we like and put the 
following occam on each transputer: 

#USE "some l i b r a r y name" 
[some.number]CHAN OF ANY t o . h a r n e s s , f r o m . h a r n e s s : 
. . . o t h e r d e c l a r a t i o n s 
PAR 

. . . h a r n e s s 

. . . a p p l i c a t i o n p r o c e s s 

. . . a n o t h e r a p p l i c a t i o n p r o c e s s 

. . . y e t a n o t h e r ( a s many as we l i k e ) 

Inside one of the application processes, we might send, say, sixty 32-bit words of 
da ta from the array message to process 7 in the following way: 

{{{ a p p l i c a t i o n p r o c e s s 
[100]INT message: 
SEQ 

pktWrite(to.harness[my.chan.id], 7, message, 60) 

> » 

The data is picked up by the harness and delivered to process 7 (wherever that 
may be) without involving any of the other application processes. At the other end, the 
da ta would be delivered along with information saying where the message came from 
and how long it is: 
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application processes 

QQQ 
t ransputer link j> I harness 

* 

Figure 7: Program on a single transputer 

{{{ p r o c e s s 7 
[100]INT message : 
INT m e s s a g e . l e n g t h : 
INT s e n d e r : 
SEQ 

p k t R e a d ( f r o m . h a r n e s s [ m y . c h a n . i d ] , s e n d e r , message , m e s s a g e . l e n g t h ) 

}}} 

Fig. 7 shows in outline what the program on each transputer looks like. Each 
application process is connected by a channel pair to the harness process. This assumes 
an in-tray/out- tray model, where messages are sent and received in queues. This is fine 
for applications which don't mind what order messages arrive in, but if the application 
process is waiting for a message from a particular source or of a particular type, it 
would need to store incoming messages in a buffer until it found the desired message. 
The latest harness, Tiny, thus allows any number of channel pairs to be connected to 
an application process. 

There is an important sense in which TITCH departs from the occam model of 
communication; there will not necessarily be an instant when both the sender and 
receiver are participating in the data exchange. The ordinary packet send in TITCH 
is a non-blocking write; the sender proceeds with its program without waiting for the 
receiver to collect the message. This is a natural consequence of the buffering used 
in the packet-switched message routing. Generally, synchronised communications are 
not essential. Indeed, U.S. disjoint-memory machines, such as the Intel Hypercube, 
use a non-blocking write most of the time. When synchronisation is important , the 
application program can be made to include an acknowledge signal, but long-distance 
handshakes seriously impair performance and are not recommended for normal use. 
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3 .1 .4 R e c e n t d e v e l o p m e n t s 

There has been a continuing interest at Edinburgh in topologies and routing prob
lems such as deadlock. The state of the art now is the utility called Tiny [8,13], which 
explores the t ransputer configuration at run-time and sets up point-to-point commu
nications and broadcasts. Code does not have to be recompiled to run on different 
configurations. The harness also has fault tolerant capabilities; provided a booting 
pa th is available through each transputer , efficient routing between pairs will be set up 
even if some of the links are defective - they will simply not be utilised in setting up 
the routing tables. The utility can be called from Fortran or C as well as used in an 
occam program. Various flags permit the user to specify whether da ta must arrive in 
the same order as it was sent etc, and the size of the buffers can be varied to match 
the application requirements. The system has particularly good characteristics under 
heavy load; for example if messages arriving on link 0 cannot be forwarded on link 1 
because the lat ter is blocked, other messages arriving on link 0 can be passed on by 
links 2 or 3 if these are available. 

A recent major development has been the extension of this utility to provide 
deadlock-free communication. The utility finds the shortest distance solutions for reg
ular graphs such as grids, and for irregular topologies the mean interprocessor commu
nication distance is only modestly increased, for example by around 25% for a random 
transputer graph of 256 nodes. It should be said that in practice the original Tiny has 
only rarely been known to deadlock unless the user has written an incorrect program 
or insufficient buffers have been provided; the deadlock-free Tiny is important however 
both as a mat ter of principle and for safety-critical applications. 

The start-up latency for the utility is 17 microseconds on both the send and receive 
processors, and the through-routing CPU overhead time is 19 microseconds per node, 
with a realised bandwidth of around 1.4 Mbytes per second per link. These figures com
pare favourably with the iPSC2 for communication over up to three links, particularly 
when one bears in mind that we are comparing hardware and software through-routing 
capability, and that they refer to a lightly loaded network. 

From the user point of view, utilities like Tiny are important because they assist 
flexible and portable code development. It is already the basis for a number of other 
topology independent utilities for example for task farming and 3-d graphics It has 
also been used to explore the properties of irregular graphs [14] which have many 
at tractive features, including mean interprocessor distance and diameter which increase 
only logarithmically with the number of (fixed-valency) nodes, and are very close to 
the optimal bound. Such graphs provide a framework for shared memory emulation on 
distributed memory machines, following the work of Valiant [15]. 

Although the implementation does not utilise random graphs, it should also be 
mentioned here that Linda has also been implemented on the ECS [16]. The work to 
date is in the framework of Lisp, in fact Scheme, and extensions to C and Prolog are 
planned over summer 1989. 

3.2 Concluding remarks 
The examples which have been used to illustrate the ideas outlined in these lectures 

represent a small fraction of the applications which have been successfully mounted on 
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the ECS, and have been picked primarily for pedagogic reasons from the subset of 
programs which lend themselves rather easily to visualisation. For more details of the 
wide range of problems in science and engineering being addressed, we refer to the ECS 
Project Directory, published annually by the Project and available on request [17]. 
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HARDWARE AND SOFTWARE TOOLS FOR NEURAL NETWORKS 

Philip Treleaven 
University College London, London, UK 

ABSTRACT 

The new neural computing paradigm, which mimics networks of bio
logical neurons, is leading to breakthroughs in systems for processing 
speech, vision, planning, optimisation and similar pattern recognition 
tasks. These pattern recognition tasks are supported by an increasing 
number of sophisticated hardware and software tool. This paper reviews 
these hardware neurocomputers and software neural programming 
environments. To make the paper self-contained, we start with a brief 
overview of the fundamentals of neural information processing and neural 
network models. Next general-purpose and special-purpose neurocomput-
ers are examined. Finally, programming systems for building neural net
works are presented. 

1. NEURAL INFORMATION PROCESSING 
Neural computing and conventional computing are two fundamental and comple

mentary domains of information processing: 
Conventional -

a program is a series of explicit commands with an associated data structure, and 
computation involves the commands manipulating the data, a cell at a time. 

Neural -
a program is a network where each connection has associated data (i.e. a weight), 
and computation involves parallel manipulation of weights. 

Neural information processing, as might be expected, occupies a mid-point between con
ventional forms of processing (which we understand) and the brain (which we do not)1. 
On the one hand, neurocomputing attempts to mimic the brain, but on the other many of 
the implementation techniques are conventional. Figure 1 attempts to summarise the 
main properties of these three forms of processing. 

Conventional Neurocomputing Brain 
Information 
Representation 

instructions 
+ data 

network connections 
PE functions + weights 

inter-neural 
connections 

Programming instructions 
+ initial data 

network topology 
+ training with patterns 

training 
with patterns 

Processing digital digital or 
analog 

analog 

Architecture 1-20 processors 1-1,000,000 processors 10-100 billion neurons 
Hardware transistor transistor neuron 
Switching 
Speed 

1 nanosec 1 nanosec - 1 millisec 1 millisec 

Technology silicon silicon 
optical 
molecular 

biological 

Figure 1 : Information Processing Paradigms 

There are many different classes of artificial neural networks. Hecht-Nielsen states2 that 
there are at least 30 different types of neural network models currently being used in 
research and/or applications, of which 13 models are in common use. Some of the best 
known neural network models are shown in Figure 2. 

140 



Neural Network 
Model 

Primary 
Applications Strengths Weaknesses 

Hopfield/ 
Kohonen 

Retrieval of 
data/images 
from fragments 

Implementable 
on large scale 

No learning, 
weights must 
be set 

Perceptron Typed-
character 
recognition 

Oldest 
neural network 

Cannot recognise 
complex patterns; 
sensitive to changes 

Delta Rule 
Pattern recognition Simple network, 

more general than 
the perceptron 

Cannot recognise 
complex patterns 

Back 
Propagation 

Wide range: speech 
synthesis to loan 
application scoring 

Most popular network, 
works well & 
simple to learn 

Requires supervised 
training with abundant 
examples 

Boltzmann 
Machine 

Pattern recognition 
(e.g. radar, sonar) 

Simple network, 
uses noise function for 
global minima 

Requires long 
training 
time 

Counter-
Propagation 

Image compression, 
statistical analysis, 
loan scoring 

simple multi-layer 
Perceptron but less 
powerful than Back Prop. 

Large number 
of PEs and connections 
required 

Self-
organising 
Map 

Maps one 
geometrical region 
onto another 

Out-performs 
many algorithmic 
techniques 

Requires extensive 
training 

Neocognitron Hand-printed 
character 
recognition 

Sophisticated network, 
able to identify 
complex patterns 

Requires large 
number of PEs & 
connections 

Figure 2: Major Neural Network Models & Properties 
(based on Hecht-Nielsen2 ) 

Individual neural networks are characterised by a few key properties: by the net
work topology, the interconnection pattern of the neurons; by the range of input values; 
by the recall phase denning the operation of the network; and by the training/learning 
phase that establishes the values of the weights. 

Figure 3 shows a "generic" neuron. This neuron comprises a set of state inputs S 
and a state output s. For models updating their weights, as for instance during learning, 
the neuron might also have a set of error inputs E and an error output e. In addition, the 
"generic" neuron is composed of three functions: the activation function fl; the weight 
updating function f2; and the error calculation function f3. The neuron operates in two 
phases: recall and learning. During recall the activation function fl is applied to the 
state inputs modified by their associated weights to evaluate the neuron's new state: 

s = fl(S,W) 

During the learning phase three possible functions may occur: the activation function f 1, 
the weight updating f2, and the error calculation f3. The weight updating is typically a 
function of the state inputs S, the error inputs E and the old weights W: 

AW = f2(S, e, W) 

The error calculation is typically a function of the current state s and the error inputs E: 

e = f3(s, E) 
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(weights) 
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fl 

f3 / - - • 

... 
output) "̂  

f2 

fl 

f3 / - - • 

• Activation Function - s = fl (S, W) 
• Weight Updating - AW = f2 (S, e, W) 
• Error Calculation - e = f3 (s, E) 

Figure 3: Generic Artificial Neuron 

s 
(state 
output) 

E 
(Error 
inputs) 

The surge of interest in neural network applications and models over the past three 
years has led to the development of special neurocomputers and neural programming 
environments designed to support the execution and programming of artificial neural net
works. This extended abstract surveys reviews neurocomputers and neural programming 
environments. 

2. NEUROCOMPUTERS 
Affordable neurocomputer hardware3 is a key ingredient in the commercialisation 

of practical neural networks. Architecture developments are progressing along two ave
nues: 
• General-Purpose Neurocomputers - generalised, programmable, neural computers 

for emulating a range of neural network models, thus providing a framework for 
executing neural models in much the same way that traditional computer address 
the problems of number crunching. 

• Special-Purpose Neurocomputers - specialised neural network hardware imple
mentations that are dedicated to a specific neural network model and therefore have 
a potentially very high performance. 

As a starting point it is useful to put neurocomputers in perspective with other novel 
parallel architectures, before presenting generic descriptions of general-purpose and 
special-purpose neurocomputers4'5. 

2.1. Neurocomputer Properties 
When considering the set of possible architectures for the basis of a neurocomputer, 

the issues to be considered are: firstly the degree of programmability of the computer, 
secondly the number of physical processors, and thirdly the complexity of an individual 
processor. These design issues, as shown by Figure 4, lead to systems ranging from dedi
cated hardware, analogous in complexity to traditional random access memories (i.e. 
RAMs), to conventional computers. Lowest in element complexity are RAMs, in which 
the processing element is about as small as usefully imaginable. A neurocomputer exam
ple is the WISARD6 built from RAM chips. Next are special-purpose neurocomputers, 
each with a neural network implemented directly in hardware and dedicated to one 
model. Here a good example is the VLSI neural network hardware7 developed by the 
AT&T Bell Labs. In the next zone are general-purpose neurocomputers, designed to sup
port a range of neural network models. An example here is the IBM NEP system8. (Also 



shown for comparison are the two sub-classes of cellular arrays; computational arrays 
and systolic arrays.) The last two zones cover conventional computers that support 
neural networks through simulation programs. Popular simulation vehicles include the 
Intel iPSC 9 and TRANSPUTER systems™. 

Performance 
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Special Purpose Neurocomputers 
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/Vue""" General Purpose Neurocomputers 
' pf^ Systolic Arrays 

\ \ Conventional 
Parallel Computers 
Sequential 

Computers 
*\J ^ i i / 

Node Complexity Flexibility 

Figure 4: Spectrum of Neurocomputer Architectures 
(based on Seitz 1 1 ) 

In summary, neural networks are ideally suited to execution on parallel-vector or 
parallel-array processor machines. Parallel processors12 such as the INTEL iPSC (i.e. 
hypercubes), the CONNECTION MACHINE and TRANSPUTERS, are popular as simu
lation vehicles. A general-purpose neurocomputer attempts a further optimisation of 
these array architectures. 

2.2. General-Purpose Processor 
For a general-purpose neurocomputer, a generic architecture is illustrated by Figure 

5. It comprises from 1 to n identical, processing units connected to a parallel broadcast 
bus. Each unit consists of a physical processing element; a local memory storing the vir
tual PEs, interconnections and weights of a part of the overall network; a system state 
memory storing the state information for the whole network; and a bus interface for 
broadcasting the network updates. 

To program the processor array, the virtual PEs of a neural network are partitioned 
across the local network memories. Then each time a local processing unit updates a vir
tual PE, the update is broadcast to all other units and stored in their system state memory. 
Control of execution in such a general neurocomputer, can be either multi-instruction-
multi-data (MIMD) stream or single-instruction-multi-data (SIMD) stream. For SIMD a 
single system control unit drives a number of arithmetic units. 

From this general design for a neurocomputer, two categories of general-purpose 
architectures are observable. 

Firstly a number of co-processor boards for PCs, to accelerate the execution of 
neural networks, are commercially available 1 4 ' 2. Commercial co-processor accelerators, 
are typically single boards that plug into the backplane of the IBM PC, or interface to a 
SUN Workstation or DIGITAL VAX. These boards might contain a Motorola M68020 
plus a M68881 floating-point co-processor, together with a large (e.g. 4M byte) memory 
for implementing the PEs and interconnections. Performance comparisons between these 
products are based on capacity and speed. Capacity covers the maximum size of neural 
network supportable; the number of virtual processing elements and the number of 
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Figure 5: General-Purpose Neurocomputer Architecture 
(from Hecht-Nielsen13 ) 

interconnections. Speed covers the time to process a neural network, usually given in 
network updates per second, for both the training phase and the recall phase. The proper
ties of the commercial products are summarised in Figure 6. 

COMPANY 
NEUROCOMPUTER 
product 

CAPACITY 
virtual PEs 

CAPACITY 
interconnections 

SPEED 
training 

SPEED 
recall 

Hecht-Nielsen 
Neurocomputer 

ANZA 
ANZA Plus 

30K 
1M 

480K 
1.5M 

25K 
1.5M 

45K 
6M 

Human Devices Parallon 2 
Parallon 2X 

10K 
91K 

52K 
300K 

15K 
15K 

30K 
30K 

Science Applicat. 
Int.l Corp. 

SIGMA 1M 1M 2M 11M 

Texas Instruments ODYSSEY 8K 250K 2M -
TRW Mark m 

(multiple boards) 
MARK IV 

8K 
65K 
236K 

400K 
1.13M 
5.5M 

300K 
500K 
5M 

-

Figure 6: Commercial Co-processor Neurocomputers 
(from Hecht-Nielsen2 ) 

The first commercial product was the TRW MARK III a co-processor for VAX 
computers. It is able to support 65K virtual processing elements and 1M interconnec
tions. A designer of the MARK III, Robert Hecht-Nielsen subsequently left to found 
Hecht-Nielsen Neurocomputer Corp. HNC has developed the ANZA and ANZA Plus 
systems2, coprocessor boards which interfaces to an IBM PC-AT. ANZA Plus supports 
1M virtual processing elements and allows a total of 1.5M interconnections between all 
the PEs. Another important company is Scientific Applications International Corporation 
(SAIC) 1 5 which produces the SIGMA-1 workstation based around the DELTA 



accelerator board for the PC-AT. Performance characteristics are: 1M virtual PEs, 1M 
interconnections and update speed of 11M interconnections per second. Lastly, Texas 
Instruments have announced their ODYSSEY co-processor that plugs into a TI Explorer 
Workstation. The ODYSSEY comprises four TMS32020 digital signal processing chips 
and 1M bytes of memory. 

Secondly many research projects are developing processor arrays close to the struc
ture of Figure 5. For example, the IBM Palo Alto Scientific Center has implemented a 
complete system consisting of the Network Emulation Processor (NEP) hardware and the 
Computation Network Environment (CONE) software8. Another interesting processor 
array based on Inmos TRANSPUTERS has been developed at the NASA Johnson Space 
Center in Houston. Neural Network Environment Transputer System (NNETS) 1 6 

comprises forty, 32-bit/10-MIPS TRANSPUTERS each with 256K bytes of local 
memory and interconnected via four 10M-bits full duplex serial links to other TRAN
SPUTERS. NNETS has a potential performance of 400 MIPS with 12M bytes of 
memory. Garth of Texas Instruments, working with Cambridge University, has 
developed NETSIM 1 7, a 3-D array of processing elements, each based on specially 
designed chips plus a 80188 microprocessor. 

However, any programmable processor is an order of magnitude slower than what 
can be achieved by directly fabricating a network in hardware. 

2.3. Special-Purpose Processor 
The approach for Special-Purpose neurocomputer architectures is to directly imple

ment a specific neural network model in hardware. Anv neural network model could 
theoretically be chosen, although currently a Kohonen 1 8 ' 1 9 or Hopfield20 associative 
memory model is typically favoured, because of its simplicity. 

A possible electronic circuit for an artificial neuron is shown in Figure 7a. An 
amplifier models the cell body, wires replace the input structure (dendrites) and the out
put structure (axon), and resistors model the synaptic connections between neurons'. 
Each of the resistors connects the input line of an amplifier to the output of another 
amplifier. Hence the state of the amplifier is determined by the states of all other 
amplifiers. 

amplifiers. 
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Figure 7: Special-Purpose Neurocomputer 

Using these electronic neurons, a neural network is implemented as a crossbar 
representation. This crossbar, illustrated by Figure 7b, is a fully-connected associated 
memory model with each PE connected to all others. The horizontal lines of the crossbar 



are the inputs, and the vertical lines are the outputs. Each input line is connected to each 
output by a resistor, forming the weight function. At the bottom of the diagram are the 
neurons. 

The design of special-purpose neurocomputer hardware, is categorised by the 
implementation technology into: s i l i con 1 3 ' 2 1 ' 2 2 - 2 3 , op t i ca l 1 3 ' 2 4 , 2 5 , and molecular2**. 

These special-purpose neurocomputers are hardware implementations each dedi
cated to a specific neural network, typically a Kohonen1 8 or Hopfield20 associative 
memory model, because of their architectural simplicity compared to, say, the Back Pro
pagation model. The goal of these silicon neural networks, as with traditional RAM 
chips, is to pack as many artificial neurons as possible on a single chips, optimising the 
properties of the silicon medium. Notably the pattern storage capability increases with 
the number of neurons and the computing time reduces as a square-law function. A 
current generation of chips might typically contain around 200 PEs and a full intercon
nection matrix, using approximately 75,000 transistors. As discussed in Section 3.4, for 
the artificial neuron, an amplifier might comprise the cell body and resistors the synapses. 

Silicon processors can be analog or digital. Analog circuits have the advantages of 
having an order of magnitude greater packing density than digital neurons, and can pro
cess more than one bit per transistor. The corresponding disadvantages of analog com
pared to digital circuits include analog computing accuracy being related directly to chip 
area, and the susceptibility of analog to crosstalk, temperature dependencies etc. 

In the United States. AT&T have develop several prototype neural network chips. 
Example chip des igns 7 ' 2 ' ' 2 8 ' 2 9 > 3 ^ include: a hybrid digital/analog programmable con
nection matrix, an analog connection matrix with adjustable connection strengths, and a 
digital pipelined best-match chip. Bell Communications Research (Bellcore Labs.) have 
built a first analog neural network with adaptive model synapses31. At the California 
Institute of Technology (CALTECH), a team led by Carver Mead, has implemented 
neural network chips 2 3. Their initial prototype contained 22 active elements and a full 
interconnection matrix of 462 elements, implemented in 4 micron NMOS technology. 
One of the latest was a 289 neuron chip in CMOS. Mead is also investigating neural 
chips 3 2 for the early vision and auditory processing functions, using the intrinsic non-
linearities of MOS transistors in a subthreshold regime. Mead is, in addition, a key advi
sor to Synaptics Inc., a startup founded in 1986 by Federico Faggin designer of the Intel 
8080 and Zilog Z80. Synaptics is dedicated to the commercialisation of a new set of 
VLSI building blocks, neural network chips for sensory, motor and information process
ing applications. Lastly, the Jet Propulsion Laboratory are investigating associative 
memory structures13 using VLSI. Their chip uses a novel analog-digital hybrid architec
ture based on the utilisation of high density digital RAMs for the storage of the synaptic 
weights of a network, and high speed analog hardware to perform neural computation. 

In Japan numerous organisations have developed silicon neural networks. Nakano 
of Tokyo University has completed a number of neurocomputers, some dating from 
1970. The Association33, his best known neural network system, is a hardware, 
correlation-matrix type of associative memory. Other leading research centres include 
Fujitsu, Nippon Telegraph Telephone Company NTT and the Electrotechnical Labora
tory. Fujitsu has recently announced work on neural network chips for tasks like charac
ter recognition and robot control. 

In Europe, also, many organisation are engaged in implementing special-purpose 
hardware for neural networks. Kohonen of Helsinki University of Technology* 8' 1 9, a 
pioneer in associative memory neural networks, has experimented with several neural 
network distributed memories. He has recently completed a commercial-level neuro-
computer3 4 based on signal processor modules and working memories to define a set of 
virtual processing elements. This neurocomputer, optimised for speech recognition, 
allows 1000 virtual processing elements with 60 interconnections. It can perform a com
plete spectral analysis and classification in phonemes every 10 ms. Aleksander at 
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Imperial College London has developed a series of systems called WISARD6. WISARD 
II is organised as a hierarchical network of PEs, with each PE being constructed from 
commercial RAM. The RAMs address inputs are used to detect binary patterns, with the 
input field for an image (comprising 512 x 512 binary pixels) being connected to the first 
layer of PEs. Many other centres are working towards VLSI implementations of net
works. Well known centres are Ecole Polytechnique Paris, University College London, 
Edinburgh University, and the University of Dortmund 3 5 ' 3 6 . The Ecole Polytechnique 
are developing37 a fully digital integrated CMOS Hopfield network which includes the 
learning algorithm. University College London are producing a silicon compiler that will 
generate dedicated CMOS chips for a given neural network. Edinburgh University are 
building a bit-serial, hybrid analog/digital VLSI neural network3 8 with 64 neurons on a 
board operating at 20 MHz. 

3. NEURAL PROGRAMMING ENVIRONMENTS 
Programming systems for neural networks, although in their infancy, are expanding 

rapidly. These programming systems range from simple simulators, such as P3 3 , 
through research environments, such as SFTNX40 and CONE 4 1; to sophisticated products 
such as SAIC's SIGMA/ANSpec15 and Hecht-Nielsen's AXON 4 2. Figure 8 lists some 
of the main neural programming systems. 

3.1. Programming Environment Properties 
A typical neural programming environment will execute on a host computer and 

generate a specific network simulation file to be executed on a target computer. Monitor
ing of the execution is done from the host through a command language and visualisation 
of the network evolution through a graphics monitor. 

As illustrated by Figure 9, a neural programming environment comprises 4 main 
parts: a software environment consisting of a command language and a graphical monitor 
for controlling the simulation; an algorithm library of the common neural network 
models; a high level language for programming neural networks; and a low level, 
machine-independent, network specification language for holding the representation of a 
trained network. An neural programming environment might be used as follows. The 
user constructs a neural application in the high level language, either by completely 
specifying the algorithm or more likely by modifying a parameterised model supplied in 
the algorithm library. This high level language program is then translated into the low 
level network specification language. Next this specification is translated into a simula
tion file for execution on a specific machine. (Once trained the simulation is translated 
back to the machine-independent specification.) Execution of the simulation is con
trolled and monitored by the command language together with the graphical monitor. 

3.2. Research Environments 
Examples of leading programming environments being developed in research labs 

include ANNE 4 3 a system for the Hypercube, SFINX 4 0 and CONE 4 1. 

OGC ANNE 
ANNE (Another Neural Network Emulator)43 is a neural network simulation sys

tem, developed at the Oregon Graduate Center, for the Intel iPSC. This system consists 
of a compiler that takes as input a Network Description Language (NDL) and generates: 
• a low level generic network specification called the Beaverton Intermediate Form 

(BIF); 
• a network partition utility for mapping the neural net on to the iPSC; and 



Organisation Environment Description 
Adaptic A D A P T I C S training software for NN 
Oregon 
Graduate 
Center 

ANNE commercial environment with 
NDL HLL, BIF ILL, H/W mapper 
for Intel iPSC hypercube 

TRW ANSE commercial environment for 
TRW neurocomputers Mark HI, 
IVandV 

Hecht-Nielsen 
Neurocomputer 

AXON sophisticated environment with 
library, object-oriented HLL, 
for HNC neurocomputers ANZA and ANZA Plus 

Cognitive 
Software 

COGNITRON commercial icon-driven 
environment + LISP-like HLL 
for Macintosh 

IBM 
Palo Alto 

CONE research environment with 
library, GNL HLL, NETSPEC ILL, 
XIP graphic monitor for IBM NEP 

Dair Computer NETWURKZ training toll for IBM PC 
NeuralWare NEURALWORKS commercial environment 

graphics driven for IBM PC 
Thomson-CSF/ 
Univ. Coll. London/ 
EHEI Paris 

PYGMALION research environment 

P3 early PDP software development 
simulator 

PDP EXERCISE 
TOOL 

research environment 
and training tool 

NeuralTech PLATO/ARISTOTLE tool for knowledge 
processing in expert systems 

University 
of 
Rochester 

ROCHESTER 
CONNECnONIST 
SIMULATOR 

research environment 
graphic interface, simulator 

UCLA SFTNX research environment with 
HLL, ILL, graphic monitor etc. 

Science 
Applications 
Int. Corp. 

SIGMA/ANSpec commercial environment with 
library, object-oriented HLL, 
for SIGMA/DELTA neurocomputer 

Texas Instruments/ 
Cambridge Univ. 

GRIFFIN research environment for 
TT NETSIM neurocomputer 

Figure 8: Neural Network Programming Environments 

• a dedicated ANNE emulator for the iPSC. 
A user describes their neural network in NDL, then specifies the nodes and combines 
them into a network. The functions of the nodes for learning and computation are 
specified by pointers to C procedures. Internal to these C functions, user code accesses 
network parameters via standardised data structures and calls to ANNE. 

The NDL source is compiled into BIF and run through the mapper which, using a 
Intel iPSC PAD (Physical Architecture Descriptor) file that described the target machine, 
partitions the network amongst the iPSC processors. This mapped BIF is then read by 
ANNE, and used to construct a network emulator. 

The purpose of ANNE is to act as a testbed and debugger for the variety of neural 
network models describable by BIF. ANNE is not intended to model any particular 
architecture design on which these networks might be mapped but, rather, it is designed 
to run neural networks in an expedient manner in order to examine their operating 
characteristics. As part of the complete design environment ANNE supplies: 
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Figure 9: Typical Programming Environment 

• a scanner/builder to construct a neural network from BIF; 
• a message passing mechanism for coordinating communication between network 

nodes on different iPSC processors; and 
• a special timing and synchronisation scheme which is user controlled. 
In addition, the user has the ability to examine, modify, or save pertinent data within the 
network, including the entire BIF specification (plus network state) of the network at any 
point in the simulation. 

UCLA SFINX 
SFINX (Structure and Function In Neural connections) is a neural network simula

tor environment, developed at UCLA's Machine Perception Laboratory, that allows 
researchers to investigate the behaviour of various neural networks. 

As shown in Figure 10, the SFINX structure is analogous to traditional languages. 
A neural network algorithm is specified in a high level textual language. This is com
piled into an equivalent low level language. Next the low level language is assembled 
into a binary data structure. Lastly, this data structure (defining the network) is loaded 
into the SFINX simulator for interactive execution. 



Compiler (Assembler} 

high level low level binary 
textual textual data 

description description structure 

network 
V i n p u t 

Figure 10: UCLA SFINX Environment 

In SFINX, network specifications have two basic parts: 
• set of nodes - a node is a simple computing element, composed of: memory storing 

the state of the node, and functions denning how signals are processed. 
• interconnections - defining the connectivity and the flow of data amongst the 

nodes. 
These network specifications are represented by virtual PEs, each comprising : 
• function pointer 
• output register 
• vector of state registers 
• vector of associated weight/Iink_address(es) 
Lastly, the front-end of the SFINX simulator is a command interpreter, accepting SFINX 
shell scripts. These shell commands include: load, save, peek, poke, run, draw and set; 
whose meanings should be fairly obvious. Once a network structure is created, these 
SFINX shell commands can be used to exercise the simulator, displaying and modifying 
the state of the network. 

IBM CONE 
The IBM CONE (Computational Network Environment)41 programming environ

ment comprises: the high level General Network specification Language (GNL), a gen
eric intermediate network specification (NETSPEC), and an Interactive Execution Pro
gram (IXP). 

As illustrated by Figure 11, neural network programs are specified in GNL and 
compiled into the machine independent NETSPEC. Then an assembler translates a 
NETSPEC into a "NETwork IXL" for execution on a specific neurocomputer simulator 
or emulator. 
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Figure 11: IBM CONE Environment 

In the GNL, network specification centres on hierarchy and function decomposition. 
The main elements of GNL are: 
proc - the functional processing elements 
ports- the inputs and output ports of a processor 
paths- the communication links between processor's ports 

The GNL compiler takes the source statements, together with application-specific exten
sions to the compiler, and produces a NETSPEC generic intermediate network 
specification. This description is simply a parts list of the various PEs and a list of their 
topology. 

The NET Interactive Execution Program (NET IXP) runs on a PC connected to the 
Network Emulation Processor (NEP). The IXL has 3 main components: the Graphics 
Display, the Operator Interface, and the Network Engine. The Graphics Display shows 
the state of the network, with the operator selecting the set of procs of interest and also 
the level of hierarchy. The IXL Operator Interface is a command shell which controls 
the execution of the network engine. Lastly, the IXL Network Engine provides a simple 
interface to the target neurocomputer. 

3.3. Commercial Environments 
Sophisticated programming environments now represent the general trend in sys

tems for programming neural network applications. Many of the innovative products are 
listed in Figure 8. Typical examples are the HNC ANZA and the SAIC ANSim. 

HNC ANZA & AXON 
The ANZA programming system2 comprises: the ANZA User Interface Subroutine 

Library, Basic Netware Packages for the common neural network algorithms, and the 
AXON language4 2. 

The User Interface Subroutine Library (UISL) is a collection of routines providing 
access to the ANZA system functions. Examples include: load network, set learning etc. 
The basis of UISL is common set of data types defining formats for slabs, weights etc. As 
with the data types, the UISL routines adhere to a naming convention. The UISL routines 
names use the same set of nouns as the data types. Likewise, the UISL data files required 
to implement networks use four types of data: state data, weight data, constant data and 
network description data. 
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The Basic Netware Package contains five of the classic neural network algorithms 
in a parameterised specification that can be configured for a specific user application. 
These algorithms are: Back propagation, Spaciotemporal (Formal Avalanche), Neocogni-
tion, Hopfield (plus Bidirectional Associative Memory) and Counter-Propagation net
works. In these networks the interconnection geometry and the transfer equations are 
already specified. However, the number of PEs, their initial state and weight values, 
learning rates and time constants, are all user selectable. 

Lastly, AXON is a language for describing neural network architectures in a 
machine-independent form. It is object-oriented and its syntax combines features of Pas
cal and C, with constructs such as weight, input class and slab as keywords. AXON is 
based on a generic neuron model containing attributes such as: (i) output state, (ii) 
transfer function, (iii) interconnection class, (iv) connection weights, and (v) local data 
memory. The structure of a specific network is defined by four sections. Firstly, the net
work parameter section defining load-time and run-time constants. Secondly, the net
work data declaration section declaring processing elements and their attributes. 
Thirdly, the network construction and connection section specifies interconnections. 
Fourthly, the network execution section schedules the updating and also defines the 
transfer functions. 

SAIC ANSim & ANSpec 
Scientific Applications International Corp. (SAIC) market a series of sophisticated 

tools collectively known as ANSkit^ for developing neural networks. The main utilities 
are the ANSim simulator and the ANSpec programming language. ANSim comprises a 
Microsoft Windows operating environment, interfaces to dBase HI and Lotus 1-2-3, 
together with files of the popular algorithms. The windows environment provides pull
down menus to select and change (i) I/O format, (ii) network architecture, (iii) network 
learning algorithm, (iv) network training and execution, and (v) displays of activations, 
weights etc. The popular algorithms provided are: (i) Back propagation (with/without 
momentum, shared weights, recurrent networks), (ii) Hopfield, (iii) Boltzmann (learning, 
machine, I/O), (iv) Kohonen feature map, (v) Adaptive resonance (ART 1, ART 2), (vi) 
Enhanced counter propagation, (vii) Bi-directional associative memory, and (viii) Ham
ming net. Networks can be loaded and saved, using data creation/load/save/modify com
mands, and neurodynamic equations specified using simulation, activation/transfer and 
learning functions. 

ANSpec is a concurrent specification language for defining and simulating neural 
networks, and extending the ANSim environment. ANSpec is object-oriented allowing 
code developed for different applications including ANSim networks to be integrated 
into more extensive systems. Applications can include mixtures of ANS networks and 
other non ANS processes such as image processing, signal processing, and data base 
management. The ANSpec specifications can either be simulated in a virtual processing 
environment of thousands of concurrent processors or used for native code generation for 
one or more Delta floating point processors, available from SAIC. 

4. SUMMARY 
The Neural Computing phenomenon is truly amazing: 

• Over the past three years, there has been a veritable explosion of interest in neural 
networks and neurocomputers, even though its foundations have been around since 
the 1940s; 

• And an unusual character of neural computing is its interdisciplinary nature, span
ning neurosciences, cognitive sciences, psychologists, computer science, electron
ics, physics and mathematics. This spectrum of disciplines engaged in neural com
puting research means that much current literature is scattered over many sources. 



Such extensive interest reflects a growing conviction amongst both academic and indus
trial researchers that neural computing is a fundamentally different form of computation -
not just another computing technique - applicable to all forms of pattern processing (i.e. 
speech, images). Thus it is interesting to speculate on the future development of neural 
computing. 

Over the next five years neural networks should mature into a standard computer 
technology being applied to applications ranging from image processing to financial sys
tems. These applications will in the short term be the driving force for the technology, 
and will be supported by industry-standard neurocomputers and neural programming 
environments. 

In a ten year time frame we can expect massively parallel, commercial electronic 
neurocomputers optimised to support neural networks. During this period optical com
ponents for neurocomputers are likely to be developed and will lead to a prototype opti
cal neurocomputer, because many researchers in optoelectronics believe neural comput
ing is a natural architecture for optical devices. 

In a fifteen year time frame we might see commercial optical neurocomputers, 
together with the development of molecular components for computing. This may lead 
to the exciting possibility of a molecular neurocomputer! 

* 
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DETERMINING THE POWER OF VECTOR COMPUTERS 

Hans Martin WackeP 

Deutsche Forschungs- und Versuchsanstalt fur Luft- und Raumfahrt 
Wessling, Fed. Rep. Germany 

Summary 

It is now perfectly possible to determine the power of universal computers with adequate 
precision. There is wide agreement on the assessment of commercially available computer 
installations by users and manufacturers, while any remaining uncertainties can be eliminated by 
qualified benchmark investigations to the extent where the basis needed for a decision to purchase 
can be found. The starting point here is generally that the load profile of a new computer should not 
differ substantially from that of its predecessor. 

For vector computers and especially super-computers, however, the situation is completely 
different. Even specialists assess the power of these systems in such widely differing ways that the 
user generally finds it impossible to form a sufficiently accurate impression. Moreover, vector 
computers have so far remained incapable of any power assessment through benchmark 
investigations since account must be taken of a fundamental change in the characteristic of the load 
profile to be processed on transition to a computer in a different performance class [3]. So far there 
are only very inadequate tests for finding the power and load profile of a new vector computer [5]. 

The first part of this paper shows how the power of a prospective new super-computer may be 
determined, depending on the corresponding fields of work. It has been found that the effects of the 
degree of vectorisation may be established through modified Amdahl laws. Amdahl's 'scaled' laws 
are derived. 

In the second part, these results are applied to the introduction of several different vector 
computers. There are interesting economical alternatives to the use of super-computers, involving the 
combination of universal computers with an additional vector module and 'mini-super-computers'. 

1. INTRODUCTION 
In 1986 a large German industrial concern made very careful investigations into the power of 

vector computers. The results of this benchmark were published in 1987. The comparison made here 
between the Cray X MP2 and the IBM 3090-200 VF were of special interest. It was found that, for 
the same number of processors, the Cray was about one and a half times as powerful as the IBM. 
Despite this result which, when price-related, was heavily in favour of the IBM, the concern bought a 
Cray X MP2 and not a 3090-400 VF which, at the same price as the Cray X MP2, would have been 
more powerful. 

The reasons given for the purchase of a computer installation that was twice as dear and had one 
and a half times the power were: 
• a system with two processors is better than one with four; 
• after the installation of a more powerful computer, the degree of vectorisation will increase the 

load to such an extent that the Cray X MP is preferable to the IBM 3090 VF even from the 
economy viewpoint. 

*) Present address: Gesellschaft fur Mathematik und Datenverarbeitung, St. Augustin, Fed. Rep. Germany. 
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Neither argument is immediately obvious and they both require thorough discussion. Here it is 
found that a decision which to-day seems so simple can be made only on the basis of vague criteria, 
since neither objective methods of taking a decision nor the necessary information are available. It 
will become ever more important, with the increasing number of different types of computer which 
will in future range from very powerful work-station computers via mini-super-computers and the 
universal computer to the super-computer, to be able to make the right decision. 

J.L. Gustafson [5] has made a significant contribution in this matter. He assumes that 
super-computers are usually bought not to process a large number of programs but to solve 
large-scale problems. He further assumes that the computing capacity needed in the vectorisable or 
parallelisable routines increases with the extent of the problem, but that the scalar parts of the 
programs do not. 

However, a closer analysis of the latter assumption shows that there appear to be virtually no 
problems with the feature quoted by Gustafson. For example, in matrix multiplication, the non-
vectorisable part in no way depends upon the size of the problem but increases with its fourth power. 
Much the same applies to programs for solving boundary and initial value problems which, like the 
solution of the Navier-Stokes equation, for instance, are very prominent in the use of 
super-computers. 

2. COST-EFFECTIVENESS AS A CRITERION FOR DECISION 
The development of information technology is continuously giving rise to new semiconductor 

products offering ever more circuits on one 'chip' and, moreover, permitting the construction of 
faster computers with ever shorter switching times. In addition, the newest and hence fastest 
components can, in comparison with the previous generation, be made only in smaller quantities and 
are therefore much dearer. Computer installations making use of the most advanced components 
may be fast, but they are also more expensive. 

It is often more economical to build two central units each with a given power than one with 
twice the power of the individual processor. This is particularly true of multi-processor systems 
which, for a given technology, can provide more power or offer this power more cheaply than a 
single-processor system. 

This is the reason for the great development efforts made by various manufacturers like Cray 
and IBM, for example, in the introduction of programming methods for the use of multi-processor 
systems. However promising this technique may be for a series of important applications, the more 
reticent we should be in assessing such programming methods for a wide circle of scientific users. 
Even now the quality of the software used in research is by no means satisfactory. In benchmark 
investigations and program conversions we continually come up against faulty programs used in 
important research fields. The problem of software quality is likely to become even more insuperable 
with a new complicated method of software composition without adequate tools. 

For a comparison between single and multi-processor systems, therefore, the facilities of 
'macrotasking' and 'microtasking' should be conservatively assessed. Nevertheless, the use of such 
computer installations by a wide circle of users is rather the rule. Expensive super-computers are 
therefore often used daily by hundreds of programs, which could as well occupy several processors. 
Several processors are just as good as a single one, especially in daytime operation when large 
numbers of programs are processed at the same time. At night, however, when the long user 
programs are processed, there are considerable differences between computers with varying numbers 
of processors if the user is to be sure of certain turn-around times. Here, idle periods occur in 
proportion to the number of processors. 

Let us assume that the maximum program running time—related to the single-processor 
system—is one hour and the maximum turn-around time is one day, i.e. the computer installation is 
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to be empty in the morning. This gives an average idle time, if the same programs are to be processed 
on multi-processor systems of the same total power, of 

n 
T; = —T 

1 1 _ * max 

Ti = n x 30min 

where n is the number of processors. 
This relation shows that the losses through idle time make up only a small percentage of the total 

production time with smaller numbers of processors. It is only when the number becomes larger, e.g. 
16 and more, that account must be taken of it either by reducing the maximum program length or by 
relaxing response requirements. The difference between single and two or between two and 
four-computer systems can be seen to be very small (under 5% in this particular case). 

For the user, however, it is not the maximum processor power that is decisive but the 
turn-around time with respect to the largest problem which the computer can process. The 
turn-around time for a batch job is primarily determined by the waiting time in the input queue of the 
computer and only secondarily by the actual processing time. Thus the total throughput power of the 
system is the decisive factor, meaning that, for a given cost, the most suitable system is the one 
offering the best throughput power. On the other hand, for given turn-around time requirements, the 
best system is the one which provides the necessary total power at the lowest cost, regardless of the 
number of processors. 

The cost-effectiveness of a computer is therefore also a very important selection criterion for the 
processing of major problems in research. 

3. DETERMINING THE POWER OF A VECTOR COMPUTER 
For a long time vector computers were assessed only by their rated power. For example, the 

Cray 2 was assessed as a 2 GFLOPS computer but the Cray X MP4 as a 920 MFLOPS type, although 
the latter is clearly more powerful than the Cray 2 for the vast majority of programs. It was not until 
the introduction of the LINPACK benchmark results published by J.J. Dongarra that a wider public 
became aware that the powers of vector computers can be very disappointing even with almost fully 
vectorisable programs. 

Dongarra's more recent publications show markedly better power results with a few vector 
computers. This indicates that these manufacturers have made considerable improvements to their 
compilers. Nevertheless, the question must be put whether these improvements are to the benefit of a 
wide band of user programs or whether it is merely a matter of optimisations aimed at the LINPACK 
programs. There is a danger here in benchmark results published throughout the world which are 
based on only one program. 

It has been found in the use of super-computers that user programs like the LINPACK series are 
far from being capable of exhausting the rated power of a vector computer. The reasons for this have 
already been repeatedly explained [1] [2]. For a proper decision to purchase, therefore, it is of prime 
importance to be able to determine the actual capacity of such a computer for the expected working 
configuration with sufficient accuracy. 

A vector computer is mainly used to process major problems. It is therefore necessary to 
remember in the transition to a more powerful model that the average degree of vectorisation of the 
programs to be processed is raised. For this reason, benchmark results cannot be transferred from 
one computer to another without making allowance for the change in the load profile to be expected. 
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Finding the power of a vector computer 

Structure of a typical E/S program 

Conversion of the physics into a 
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or not at all 

Solving the mathematics 
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highly vectorisable 
program nucleus 

Conversion of the mathematical 
results into physical 

data and graphic display 

hardly vectorisable 
or not at all 

Fig. l 

Figure 1 shows the structure of a typical program for technical and scientific purposes. Finding 
the power of a vector computer requires the measurement of the scalar and vector powers for 
representative programs. The vector power is determined by measuring the power for program 
nuclei, while the scalar power may be measured via the other routines or, more simply and 
approximately, by cutting out the vectorisation. If the average degree of vectorisation of the load is 
known as well, the power of the vector computer may be found with the aid of Amdahl's law [1]: 

L s 

& 
a + (8(1 - a) 

where: 

L = total power 

Ls = scalar power 

L v = vector power 

a 

0 = 
Lv 

Ls 

= degree of vectorisation 

= vector to scalar ratio 
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Figures 2 and 3 are graphs of Amdahl's law. Here the scalar power has been taken as 1 and the 
vector power as 3 or 12. Figure 1 is representative of an IBM 3090 VF and Fig. 2 of a Cray X MP if 
the bases used are the customary benchmark results at present [7] [8]. Both diagrams show only a 
slight power output in vector computers while the degree of vectorisation is not substantially above 
50%. Vector computers with a high vector power in relation to their scalar power require very high 
degrees of vectorisation to be properly useful. 

4. AMDAHL'S SCALED LAW 
Experience with vector computers shows that it is quite possible to give good super-computer 

scalar and vector power figures for a wide range of programs. Here the scalar power is not critical 
and may generally be determined as a constant, whereas the vector power depends to some extent on 
the qualification of the users and their training in vector computer software composition. It must 
therefore be given as an installation-dependent constant. It is much more difficult to make a prior 
assessment of the degree of vectorisation of a new vector computer. It is often possible to make shift 
by asking the potential users about the proposed degree of vectorisation of their programs on the new 
computer. There are nevertheless problems with this method since users often give completely 
erroneous estimates of the degree of vectorisation of their applications. Unfortunately, too, most 
vector computers offer inadequate information for the user to form any real idea. 

J.L. Gustafson [5] has provided a new way of determining the degree of vectorisation of the load 
of a new computer based on that of an existing (vector) computer. He assumes that a more powerful 
vector computer is acquired not to process a larger number of programs but to solve major problems. 
He draws the conclusion that the degree of vectorisation of the programs of an installation must be 

Vector power = l/.U 
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increased on transition from a less to a more powerful system. He further assumes that the 
computing time increases with the size of the problem only in the vectorisable (parallelisable) part of 
the programmes but not in the scalar routines. 

GUSTAFSON'S LAW GUSTAFSON'S LAW GUSTAFSON'S LAW 

Vector power = 3.0 Vector power = 12.0 Degree of vectorisation = 0.8 

Degree of vectorisation Degree of vectorisation Vector power 

Fig- 4 Fig. 5 Fig. 6 

This approach gives new Amdahl laws, illustrated in Figs. 4 to 6. Gustafson calls these 
'Amdahl's scaled laws'. Figure 4 shows the power of an IBM 3090 VF and Fig. 5 that of a Cray X MP 
on the same benchmark assumptions as in the previous chapter. Figure 5 shows the power of a vector 
computer with a load vectorisable to the extent of 80% as a function of the vector power. The broken 
line shows Amdahl's law by way of comparison. The difference between the actual and the scaled 
laws is considerable, as will be seen from the three graphs. Figure 6, in particular, shows decisive 
differences of more than an order of magnitude for high vector powers. If the scaled laws are used to 
compare vector computers in the same way as in Chapter 1, Fig. 7 is obtained. It gives the 
comparison between an IBM 3090-400 VF and a Cray X MP2 (or IBM 3090-200 VF and Cray X 
MPI). For a degree of vectorisation from about 33%, the Cray X MP is superior to the IBM 3090. 
By contrast, according to Amdahl's law, the point of intersection of the two curves lies above 80% 
[1]. According to Gustafson's assumptions, the decision in favour of a Cray X MP, as set out in 
Chapter 1, would be fully justified. For this reason many regard this modification of Amdahl's law 
almost sensational. 

A deeper examination of the problems to be processed, however, shows that the assumption of 
the independence of the computing capacity for the scalar part from the size of the problem as made 
by Gustafson does not hold good for important problems [9]. Even the simplest example of matrix 
multiplication demonstrates an increase in the scalar computing capacity by the fourth power of the 
matrix size, whereas the vectorisable instructions increase with the cube of the matrix dimension. The 
main reason for this is the vectorisation strategy of modern vector computers which still vectorise 
only one of several nesting DO loops. This leads to a fundamental change in Amdahl's scaled laws. 

One of the important functions in the application of supercomputers is the solution of 
multi-dimensional initial boundary value problems, like solving the Navier-Stokes equation which 
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GUSTAFSON'S LAW 

Vector power = 12.0/3.0 
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describes meteorological phenomena, determines the air resistance of vehicles and aircraft and, with 
other equations, decisively affects combustion processes in heat engines. Other important equations 
which, for instance, determine the deformation of materials under stress, have a very similar 
characteristic. 

BOUNDARY VALUE PROBLEMS 

1 2 N 

N 

» r̂ 
Boundary 

/ 
Area 

V 

y 

Fig. 8 

For a two-dimensional problem: 
Number of checkpoints proportional to N2 

Computer capacity proportional to N3 
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Figure 8 shows the structure of a grid which may be used to solve such an initial boundary value 
problem. It has been shown in two dimensions for the sake of simplicity [6]. The structure of a 
program to solve a three-dimensional problem of this kind consists of a series of arithmetical 
expressions arranged in nesting DO loops: 

Arithmetical expression I 
DUO IT = 1,N Time 

Arithmetical expression II 
DO10IX = l,N Xaxis 

Arithmetical expression III 
DO10IY = 1,N Y axis: 

Arithmetical expression IV 
DO10IZ = 1,N Zaxis: 

Arithmetical expression V 
10 CONTINUE 

If M is the total number of floating-point instructions in the routine sketched out, M is 
proportional to the fourth power of N: 

Number of floating-point instructions M ~ N 4 

vectorisable: 

M v = a4N4 + 0(N 3) = aM 

non-vectorisable: 

Ms = a 3 N 3 + 0(N 2) = (1 - er)M 

where a is the degree of vectorisation of the program; it follows from this that: 

M 
a 4 = a ^ - + 0 ( N - 1 ) 

(1) 

(1 - a)M 
a 3 = ' +OCN- 1 ) 

N 

If we now, without general limitation, refer to a source computer with the scalar and vector 
power 1 (scalar computer) and if an initial grid size is used as a basis, the result for the target 
computer with a new grid size is: 

Source computer 

e.g. a scalar computer with a power L s 0 = 1 : M = Mo, N = No 
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Target computer 

Vector computer with power Ls and L v = /3Ls 

P = 
N 
No 

Mo = T0Lso = To 

«To (2) 
a» = 

a 3 = 

No4 

(1 - q)T 0 

Ne 

Here the constants a are asymptotic values which may be determined for large grids. 
If the program turnover time on the target computer is set at the same figure as that for the 

source problem on the source computer, it is possible to compute a program value from which the 
power of the target computer may be found in the next step: 

T(Ls,/3) = ^ [ | p * + (i - a ) P 3 ] 

With T(L S > 0): = T 0 , it follows that 

1 - i e p 4 + <» - « > p 3 ] L s If 

It is possible from this relation to determine P, and thus 

L = (aP 4 + (1 - a)P 3 ] 

(3) 

(4) 

(5) 

The last two equations are Amdahl's scaled law for the solution of three-dimensional initial 
boundary value problems. 

AMDAHL'S SCALED LAW 
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AMDAHL'S SCALED LAW 
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Figures 9 to 11 are graphs illustrating this law. It is found that the difference between Amdahl's 
scaled law (in solid lines) and the original law is not very great. Here, Amdahl's law is a better 
approximation to reality than Gustafson's relation. Even for a comparison between two vector 
computers, like the IBM 3090 and the Cray, for example, there is no substantial difference from 
Amdahl's law. Here the point of intersection between the powers is at 80%. 

By and large the scaled law may be described by the following two equations: 

1 = ^ 6 p J + ( i - a ) p K ] U ^ ) ( 6 ) 

L = (aP J + (1 - a)P K ] 
(7) 

Here, with J = K & 0, this law is equivalent to Amdahl's law. This case principally occurs with 
strongly non-linear problems, but also elsewhere [9]. With J > 0 and K = 0, it corresponds to the 
relationship formulated by Gustafson. With J = 3 and K = 2, it describes, for instance, solutions of 
two-dimensional initial boundary value tasks, matrix multiplication and the solution of a linear fully 
occupied equation system. With J = 4 and K = 3 we have the illustrated case of a three-dimensional 
initial boundary value task. 

5. THE POWER OF VECTOR COMPUTER COMBINATIONS 
The vector computers currently available on the market may be divided into three groups: 

Classification of vector computers 
Data per computer in each instance 

1. Super-computer 
Cray, VP 200 
Scalar power 10 MFLOPS 
Vector power 120 MFLOPS 
Approximate price US$ 4 million 

2. Universal computer with vector module 
IBM 3090 VF 
Scalar power 10 MFLOPS 
Vector power 30 MFLOPS 
Approximate price US$ 2 million 

3. Mini-super-computer 
Convex C2 
Scalar power 2.5 MFLOPS 
Vector power 30 MFLOPS 
Approximate price US$ 1 million 

The high scalar power of the universal computer with vector module and the high vector power 
of the mini-super-computer are remarkable in view of their price. The question arises whether the 
combination of a universal computer with vector module would be a more economical and hence 
better system than a super-computer for the low- vectorisable part of the load and a 
mini-super-computer for the highly vectorisable part. 
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DISTRIBUTION OF A VECTOR LOAD 
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Fig. 12 

To answer this question a more precise idea of the profile of the load to be processed is needed. 
It is not enough to know the average degree of vectorisation of the programs but rather the 
distribution of the load in relation to the degree of vectorisation as well. The distribution function 
would best be found by measuring the load profile. Unfortunately, modern vector computers often 
make it impossible to obtain the necessary data and therefore an attempt must be made here to 
acquire usable data by carefully questioning users, e.g. at the DFVLR, where the distribution 
function shown in Fig. 12 was used as a basis for acquiring a vector computer. The solid line is the 
distribution function V and the broken line is the integral over V. The computing time needed to 
process a set of work is then found from 

J o L(a) (8) 

where N is the number of floating-point instructions in it and L is the power according to Amdahl's 
law or Amdahl's scaled law. If two computers are installed, one with a higher vector power for the 
more readily vectorisable part of the load and one with a lower vector power for the difficultly 
vectorisable part, a processing time for its part of the load for each of these computers is found from 
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T l ( x ) = J°T^ d a 

(9) 

T2(x) = da 

J x L 2 <a) 

With T = maximum (Ti, T 2), we find 

T minimum for Ti(x) = T2(x) 
Table 1 gives the power data on several central units on the assumption of the load distribution 

shown in Fig. 12 and Amdahl's law. The powers are related to the scalar power of the Cray X MP 
and the IBM 3090. The last column shows the boundary degree of vectorisation beside the power of a 
computer combination. The part-load vectorised to a higher degree than that of the boundary 
vectorisation is processed on the computer with the greater vector power in this case. Table 2 shows 
the same computer combination. The power was calculated using Amdahl's scaled law for the same 
load profile related to an IBM 3090-200 VF and a Cray X MP2 as used at the time at the DFVLR. 
Here it is assumed that the computer load is primarily made up of the calculation of 
three-dimensional problems. 

An interesting result from Tables 1 and 2 is that the IBM 3090 VF/Convex C2 combination has 
the same power as a Cray X MP, which is markedly more expensive. For the DFVLR, which 
currently operates an IBM 3090-200 VF and a Cray X MP2, the question how an increasing demand 
for vector power can be met most economically is of prime importance. Both the IBM 3090-200 VF 
and the Cray X MP can be extended. The most economical solution can be found from Tables 1 and 
2, depending on the cost of the extensions. As the tables show, the difference between the extension 
by two processors of the Cray and of the 3090 is not very great. Extending the 3090 by four 
processors provides more power than doubling the number of processors of the Cray X MP2. 

6. CONCLUSIONS FOR PARALLEL COMPUTERS 
Both tables in the final section show that super-computers have doubtful economic advantages. 

If it is possible to filter out the highly vectorisable part of the load, a Convex C2 together with an 
IBM 3090 VF are as powerful as a Cray Y, which costs almost twice as much. The large and very 
large systems lose out even more obviously when compared with the potential savings of the 
RISC-based microcomputer systems, like the new DEC-Station 3100. As a scalar computer, this 
DEC-Station has at least the scalar power of a Convex C2. For low-vectorised programs the 
DEC-Station 3100 is virtually as powerful as a Convex C2 (with one processor) and costs only one 
twentieth as much. The Convex is superior by a factor of only three at a degree of vectorisation of 
80% and by a factor of five at 90%. The announcement and availability of micro-computer systems 
with four to five times the power of the DEC-Station 3100 are expected as early as this year. This will 
already make the smaller vector computers obsolete in 1989. 
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Table 1 

Power of computer centre configurations 

VAX 8550 CONVEX C2 IBM 3090 VF CRAY XY Power 
Number of processors 

- - - 0.25 
1 - - 0.80 
- 1 - 2.0 
- - 1 3.1 
1 1 - 3.1 at 83% 
2 1 - 4.1 at 77% 
4 1 - 5.9 at 67% 
- - 1 3.8 at 22% 
- - 1 4.4 at 40% 
- 2 2 12 at 67% 
- 4 2 16 at 77% 
- 6 2 21 at 81% 
- 2 4 18 at 45% 
- 6 4 28 at 73% 

The power is related to the scalar power of the Cray X MP and the IBM 3090. 

Table 2 

Power of computer centre configurations 

VAX 8550 CONVEX C2 IBM 3090 VF CRAYXY Power 
Number of processors 
- - - 0.25 
1 - - 0.50 
- 1 - 1.7 
- - 1 2.5 
1 1 - 2.7 at 83% 
2 1 - 3.6 at 76% 
4 1 - 5.3 at 66% 
- - 1 3.2 at 21% 
- - 1 3.8 at 33% 
- 2 2 12 at 67% 
- 4 2 17 at 77% 
- 6 2 22 at 81% 
- 2 4 20 at 46% 
_ 6 4 32 at 74% 

The power is related to the scalar power of the Cray X MP and the IBM 3090. 



These economic considerations show that neither the actual super-computer nor the 
mini-super-computer will be able to claim superiority in the future in a multi-user environment. Such 
systems will be of use only for special purposes, e.g. in weather forecasting or wind-tunnel 
simulation. Even for these applications it is necessary to have a program load with a very high 
average degree of vectorisation in order to make proper use of such expensive computers. However, 
high degrees of vectorisation are generally attained only where the fundamental physics or 
mathematical problem is linear, and it is just the most important of to-day's very frequently 
encountered physics problems which lead to mathematically non-linear tasks: crash simulation in the 
automobile industry, flow calculations by solving the Navier-Stokes equation in the aircraft and 
automobile industries and the simulation of combustion processes in the development of vehicle and 
aircraft engines. 

The limitations of super-computers demonstrated here and the ever keener competition from 
micro-computer systems have given great impetus to the development of highly parallel computer 
systems throughout the world. It is expected that new power categories will be opened up with 
parallel computers and thus it will even be possible to process and solve previously insoluble 
problems. Here we are principally facing the fact that the category of parallelisable problems is larger 
than that of the vectorisable ones, since all vectorisable problems are also parallelisable, but the 
converse does not apply. The use of parallel computer systems opens up new prospects, especially for 
non-linear problems. 

For this reason the limits set by Amdahl's law are of considerable interest for parallel computers 
too. Gustafson expressly pointed out the validity of the law postulated by him especially for parallel 
computer systems. Unfortunately, however, it appears that parallel computers are as little subject to 
laws as vector computers. 

The greatest analogy between vector and parallel computers arises when self-vectorising and 
self-parallelising compilers are compared. Whereas self-vectorising compilers generally vectorise the 
innermost of nesting loops, self-parallelising compilers parallelise the outermost. In both cases, only 
one of several nesting loops is vectorised or parallelised. This results in the same system of rules as 
that leading to Amdahl's scaled law. 

Even if a program is parallelised by the program compiler it is impossible to make the serial or 
non-parallelised routine independent of the size of the problem. The number of processes in a 
program for a parallel computer must in fact be at least as great as the number of processors if the 
latter are to be used to the full. However, all the processes must be generated, started and terminated. 
The task of generating, starting and terminating the processes itself can unfortunately be parallelised 
only very incompletely or not at all. If the programmer uses a simple and customary method for this, 
the effort required to process the non-parallelisable routine is proportional to the number of 
processes and hence also to the number of processors. Here Amdahl's law applies in its original 
form. If, however, a much more complex synchronisation method is used in which one process starts 
two new ones which themselves in turn initialise two processes each, and so on, the outlay required is 
considerably smaller and increases only with the logarithm of the number of processes. Nevertheless, 
even in this " best case ", it is not the relation postulated by Gustafson of proportionality between 
power and number of processors that applies, but there arise scaled Amdahl laws similar to those of 
Figs. 9 and 10. 

* * * 
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EUROPEAN HEPNET—WHERE WE ARE AND WHERE WE ARE GOING 

Brian E. Carpenter and François Fluckiger 

CERN, Geneva, Switzerland 

HEPnet is the name used to describe the various computer network
ing facilities dedicated to high energy physics. HEPnet interconnects 
some 3000 computers in Europe and some 10000 in total. This talk 
will concentrate on the European part of HEPnet, with some mention 
of other continents. It will describe the current status of HEPnet, the 
organisation of its work, and future plans and prospects, especially for 
very high speed transmission. 

Prepared for the 1989 CERN School of Computing. 

Two chapters of this paper are based on 'Overview of HEP Wide 
Area Networking: Producer Perspective*, by François Fluckiger, pre
sented at the conference 'Computing in High Energy Physics', 
Oxford, April 1989. 

Why is HEPnet? 

In some European countries, there is a well-developed national computer network for the academic 
community (e.g. JANET in the United Kingdom, or more recently DFN in Germany). Where no 
such network exists, there are active plans to develop one. Furthermore, there are two major interna
tional computer networks used by the academic community, namely EARN and EUNET as well as 
plans for centrally funded links between the national networks within the Eureka project COSINE 

Why, then, is there a need for dedicated European networking facilities for High Energy Physics 
(HEP), with all the financial and manpower costs they entail? There are a number of reasons: 

1. Most important: the nature of the HEP research community. The experimental facilities for 
HEP (and for particle physics in general, as well as to a large extent for nuclear physics) are 
large, expensive, unique, and centralised (for example, LEP at CERN and HERA at DESY). 
On the other hand, the scientists who construct the experiments and analyse their data are 
spread over at least 200 institutes in Europe, and many more in other continents. The level of 
international collaboration in this community is exceptionally high, and effective collaboration 
in high technology experiments today requires computer networking as a basic tool. 

2. Closely related to this is the fact that the HEP community is accustomed to international col
laboration through frequent meetings and contacts; collaboration in networking is a natural 
development. 

Various abbreviations are defined in a glossary at the end. 
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3. The centralised experimental sites act as large centralised data sources, for both experimental 
data and calibrations. However, many of the smaller institutes are also significant data sources 
since they participate in the generation of Monte Carlo simulation data. The total data flow in 
the community is therefore both large and manifold. Even though, for financial reasons, most 
of the data are not carried by the network, this data flow generates a demand for network con
nectivity between all the institutes. 

4. In the near future, it is expected that data analysis will be dominated by the use of powerful 
graphics workstations processing data in collaboration with mainframe computers or super
computers. To achieve such distributed processing over geographical distances clearly requires 
powerful networks. 

5. The national networks, where they exist, are largely incompatible with one another. HEP, as 
an international community, requires international compatibility. 

6. The current and future international networks are either rather restricted in their functionality 
(EARN and EUNET), or in their choice of protocols (COSINE). They are in any case of 
rather limited performance considering the established needs of HEP. 

7. In many cases, existing infrastructures supported by existing expertise can be linked together at 
low marginal cost to form a wider network. 

8. HEP needs evolve so rapidly that we need a flexible network whose structure is under our 
direct control. 

9. In any case, nobody else (neither the PTOs nor the general-purpose networks) will ever coor
dinate application-level services for the HEP community. 

10. Least important: historical. Due to the slow and late start of international networks, HEP has 
an infrastructure in place and services operational. It would be wasteful to destroy this invest
ment. 

For all these reasons, then, in addition to using the general-purpose national and international net
works available to them, the institutes of the HEP community have created their own computer net
work infrastructure, generally known as HEPnet. 

What is HEPnet? 

Over the last five years, a set of coordinated undertakings from the HEP community has led to an 
impressive list of achievements. The most notable are: 

• an infrastructure of international HEP leased lines; 

• an international private X.25 network with a common addressing scheme; 

• a worldwide DECnet (10 000 nodes); 

• international CBS services (not further discussed below); 

• an emerging SNA/RSCS network; 

• an emerging TCP/IP network; 
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• a rich set of gateways and converters 

This effort, although still insufficient, has provided HEP with a unique tool for international collabora
tion, as compared to many other research disciplines. The following concentrates on the international 
aspects of HEP networking. 

1. HEP LEA S ED LINE INFRA STR UCTURE 

Today, a total of 20 international leased lines partially or totally dedicated to HEP are in oper
ation over 3 continents (11 lines at 64 Kbps; 9 in the range 9.6/19.2 Kbps). The following 
countries have one or several connecting points to the HEP leased lines infrastructure: France, 
Germany, Italy, Netherlands, Spain, Sweden (giving also access to Denmark, Finland, Iceland, 
and Norway), Switzerland and the United Kingdom; the USA and Canada; Japan. 

In France, Italy, Spain, USA and Japan, the international links connect to a national infra
structure of leased lines dedicated to HEP. In the UK and Scandinavia, they connect to gener
al purpose leased line networks (JANET and NORDUNET respectively). 

The set of international HEP leased line forms one of the biggest subject-oriented interconti
nental infrastructures. It is complemented in most countries by acccess to the PTO public 
X.25 networks, and by the use of general purpose research networks such as EARN/BITNET 
and EUNET/USENET. 

Plans are well advanced for additional European and inter-continental links, and for the 
upgrade of several of them to the range 1.5/2 Mbps as described in the last chapter. 

2. HEP X.25 NETWORK 

The private HEP X.25 network runs on top of the leased line infrastructure. It covers France, 
Italy, CERN/Switzerland and the USA, and has nodes in Germany, Netherlands and Spain. It 
is connected to the JANET and NORDUNET general purpose X.25 services. 

It uses a common convention known as the HEP X.25 addressing scheme which is based on 
the CCITT X.121 standard. Where the scheme is fully implemented, full connectivity exists 
between all the connected hosts (DTEs), and any DTE can be called using the same address 
from any point on the network. 

3. HEP DECNET 

This is currently the biggest HEP network service: more than 10,000 nodes spread over Aus
tria, Denmark, Finland, France, Germany, Italy, Norway, Portugal, Spain, Sweden and 
Switzerland in Europe, and also USA, Canada and Japan. 

Except for Austria and Portugal which are linked via the public X.25 networks, the HEP 
DECnet runs over HEP leased lines, mostly on top of the HEP X.25 service. The HEP 
DECnet is coordinated with the Space Physics Analysis Network (SPAN) run by NASA in 
the USA and ESA in Europe. 

Additional HEP connections are planned with Belgium and the Netherlands. 
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4. HEP SNA/RSCS NETWORK 

This is a facility emerging in Europe. International SNA services are currently available 
between CEA Saclay (F), IN2P3 Lyons (F), ETH Zurich (CH), University of Geneva (CH), 
and CERN. In addition RSCS/BSC services are available between RAL (UK), DESY (D), 
and CERN. However, the bulk of the RSCS services between HEP sites is currently provided 
by the EARN general purpose network. 

The HEP SNA/RSCS services run currently directly on HEP leased lines (or sub-channels via 
the use of band-splitters), and not (yet) on top of lower layer facilities such as the HEP X.25 
network. Additional SNA connections are being considered between CERN and INFN Bolo
gna (I), RAL, CIEMAT Madrid (E), and DESY. 

HEP TCP/IP NETWORK 

TCP/IP services have been in use for several years by HEP on a local or regional basis in 
almost all the countries. On the international front, Japan (KEK) and the USA (LBL) exploit 
an IP connection. In Europe, a first international TCP/IP facility has been opened between 
the Netherlands (NIKHEF) and the Nordic countries (especially the Niels Bohr Institute, 
Denmark). 

Other international TCP/IP services are planned in the near future in Europe including with 
France, Germany, Italy, Spain and Switzerland. Transatlantic HEP services are also being 
considered. 

HEP GATEWA YS AND CONVERTERS 

To improve connectivity between its various network services, HEP has developed and 
installed a number of converter and gateway facilities: the GIFT system for File Transfer, 
jointly developed by several organizations including INFN, and in operation at CERN. For 
electronic mail, a number of sites operate gateways, including INFN Bologna, CIEMAT 
Madrid, Niels Bohr Institute Copenhagen, and the MINT system at CERN. In addition, 
commercially available gateways and converters are in use in various institutes. In several cas
es, the functionality of these HEP converters (e.g. the GIFT on-the-fly multi-protocol system) 
has no equivalent outside HEP . 

What is wrong with HEPnet? 

Twenty international leased lines ...! largest DECnet outside DEC ...! intercontinental HEP X.25 ...! 
GIFT ...! Direct access from Rome to Tokyo and Madrid to Berkeley ...! Is everything OK? Are users 
fully happy? No, and for two main reasons: 

• Higher bandwidths allowing more demanding applications are urgently required; actions have 
been launched in this direction and are described in the last chapter; 

• Serious problems remain with the conventional services described above. 

The most notable points of user dissatisfaction on existing international HEPnet services are as fol
lows: 

0 

The GIFT service at CERN is in fact now near the end of its life, but the system has been further developed at the SARA 
computer centre in Amsterdam, and is now in use outside HEP. 
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1. user interfaces: multiple and non-friendly; 

2. international full screen terminal access services: intensive use practically impossible (hampered 
by round trip delay). 

3. bad response time over DECnet and X.25 (long routes, slow routers); 

4. mail services: unreliable, slow; 

5. mail gateways: not always transparent, too few, behaviour unpredictable; 

6. file transfer services: poor between certain pairs of systems (e.g. VM-UNIX); 

7. almost no directory facilities (how to find the E-mail address of Mr X, the DTE address of 
Host Y?). 

8. inadequate documentation and "help* facilities. 

9. no single network operations centre for problem solving and network management. 

Major improvements are therefore necesssary to reach a higher level of satisfaction, even on existing 
services. They may result from better coordination (e.g. optimised topologies to reduce long routes, 
more mail gateways, etc.), the use of new technology (faster routers — X.25, DECnet, IP, IBM con
trollers), dialogue with and input to suppliers (user interfaces), or even from specific developments 
(such as specific tools for directory services or operational management). 

Another area of concern is the need to reduce the number of countries where physicists are still some
what disfavoured in terms of HEPnet services (such as Belgium, Greece, Portugal), and to also 
improve services with other regions (such as China, India, Africa). Positive steps have been taken in 
this direction over the last year. The ultimate goal would be that wherever he works, a physicist may 
benefit from the same level of service, HEPnet being viewed as a basic and mandatory tool for physics 
collaborative work, like postal mail, telephone, or telefax. 

Who is HEPnet? 

It is a truism of modern management that an organisation's most important asset is its people. So how 
are the people in HEPnet organised? 

The first surprise is that HEPnet does not tangibly exist. That is to say, there is no legal entity called 
HEPnet, no HEPnet equipment, no HEPnet operations centre, no HEPnet manager, and no HEPnet 
budget. The facilities listed above are all funded and operated by individual institutes (in a very few 
cases with costs being shared by the institutes at each end of a link). Thus, at least until the end of 
1988, HEPnet was coordinated, but not designed: it just grew. A glance at the map of HEPnet shows 
that almost all the European international links meet at CERN, with other meeting points at RAL 
(UK), DESY (D), and INFN (I). The growth in the last few years has been mainly driven by the 
requirements of the LEP experiments centred at CERN, with the HERA experiments at DESY now 
beginning to influence developments, and influence from Gran Sasso expected soon. 

During 1988, HEPnet became so complex that it was judged necessary to clarify its organisation. Thus, 
two committees were set up and have both become operational during the first half of 1989. 

175 



• The HEPnet Requirements Committee (HRC). This is a committee constituted by ECFA , 
intended to be representative of the networking needs of the European HEP community. Its 
members are mainly physicists designated by their national community. This committee is 
expected to formulate needs and to review how well they are being met. The current chairman 
is Rob Blokzijl of NIKHEF-H. 

• The HEPnet Technical Committee (HTC). This is a committee constituted by the HEP-CCC4 

and its members are in general the managers responsible from each site or country operating 
HEPnet leased lines. The purpose of the committee is to coordinate the planning and operation 
of HEPnet, wherever possible by reaching consensus rather than by a vote. All formal agree
ments remain bilateral. The HTC has set up a number of sub-committees to handle individual 
services such as DECnet or SNA/RSCS. The HTC chairman sits in the HRC, and vice versa. 
The current chairman of the HTC is François Flûckiger of CERN. 

Our American colleagues have had a similar committee structure for some time, and have recently 
appointed a national HEPnet manager. Several European countries, including Germany, have created 
national committees to manage national initiatives or services. 

Finally, however, HEPnet is a collection of individual humans, and it is their goodwill and collabora
tion that makes the network go. 

Where is HEPnet going? 

Predicting the future, more than three months ahead, is always a dangerous game. There are many 
unknowns in the future of computer networking in Europe: Will the European Commission succeed in 
re-regulating the PTOs? Will the various emerging national networks, and COSINE, prosper? Will ade
quate implementations of the ISO/OSI standard protocols finally appear? Will a major TCP/IP net
work appear in Europe? Will a general high-speed "Big Science" network appear in Europe? And 
nearer to home, will HEP decide to boost the importance of HEPnet by giving it a budget? 

Ignoring all these external factors, which are essentially uncontrollable, the following plans or likely 
developments can be sketched out: 

1. Of course, the problems listed in the What is wrong? chapter above have to be tackled, within 
the limits of the resources available. In particular, there will be increasing effort on tools and 
procedures for operational network management. Optimistically, some of this work may be 
delegated to PTOs and the general-purpose networks, particularly for the lower level (data 
transport) services. Realistically, HEP will have to do more itself, especially for application ser
vices. 

2. We expect a substantial growth in the TCP/IP connectivity and traffic in the coming two 
years, driven by the Unix workstation market and the lateness of OSI. 

3. At a date to be defined, the long-awaited Phase V version of DECnet will be available. Since 
DECnet will then partly use OSI protocols, migration to Phase V will be a first major step 
towards eventual standardisation. 

The European Committee for Future Accelerators 

HEP Computer Centre Coordinating committee 
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4. There will be modest growth in SNA connectivity between IBM machines, although this 
growth will be constrained by the high financial and manpower costs of SNA. 

5. There will be continuous growth in bandwidth and traffic throughout HEPnet. In particular, 
and despite the exagerrated PTO tariffs, there will be initial use of high speed links in the 2 
Mbit/sec range. The first such link is coming into use between INFN (Bologna) and CERN, 
and others are expected to follow. 

Links at this speed are comparable in throughput to a Local Area Network (LAN). This has 
the important consequence that a user of such a link can be relatively unaware that she is 
using a Wide Area Network: she can transfer a file or interact with a remote computer almost 
as fast as over Ethernet. We therefore expect that the availability of such links will have a dra
matic effect on the ability to exploit computers over geographical distances, and will thus 
noticeably increase the productivity of distributed physics data processing. 

HEPnet offers multiple services (DECnet, TCP/IP, SNA, etc.), so 2 Mbit/sec links must take 
account of this. Several techniques for sharing such links between services have been studied: 
exclusive use of a single basic protocol such as X.25 or IP; transparent LAN bridging; and 
intelligent multiplexing. HEPnet has chosen the latter technique as its recommendation for 
international 2 Mbit/sec lines, since it is a robust, well understood technique using off-the-shelf 
components. Modern intelligent multiplexers allow pseudo-dynamic re-allocation of band
width, and can be managed remotely. This is the only technique which guarantees that any 
combination of protocols can share a line with zero risk of interference. 

Hopefully, some years from now HEPnet will be able to use international links much faster 
than 2 Mbit/sec, in order to keep in step with the speed of LANs which will then routinely be 
100 Mbit/sec. The best techniques for sharing the bandwidth of (say) 140 Mbit/sec interna
tional links, or even faster ones, are still under debate, although our colleagues of the 
Baden-Wurttemberg network have already proven their own technology. 

Thus we can expect that for many years to come, HEPnet, driven by its users' exceptional require
ments, will continue to grow and to develop. 
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Glossary 

BITNET American original of EARN 
BSC Proprietary protocol from IBM 
CBS Coloured Book Software, the JANET protocols 
Converter Device converting one network protocol to another 
COSINE Cooperation for Open Systems Interconnection in Europe 
DECnet Proprietary network architecture from DEC 
DFN Deutsche Forschungsnetz 
DTE Data Terminating Equipment (user of X.25 network) 
EARN European Academic Research Network 
EUNET European Unix Network 
Eureka A European inter-governmental research programme 
Gateway Device connecting two different networks 
GIFT General Internet File Transfer, a converter at CERN 
JANET Joint Academic Network (UK) 
MINT Mail Interchange, a set of converters at CERN 
NORDUNET Nordic University Network 
OSI Open Systems Interconnection, generic standards for networking 
PTO Public telecommunications operator (e.g. a PTT) 
RSCS Proprietary protocol from IBM 
SNA Proprietary network architecture from IBM 
SPAN Space Physics Analysis Network 
TCP/IP De facto standard protocols from America 
USENET American original of EUNET 
X.25 Standard for public data networks 
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MICROPROCESSOR-BASED DATA ACQUISITION SYSTEMS 
FOR HERA EXPERIMENTS 
W.J. Haynes^ 

Deutsches Elektronen-Synchrotron (DESY), 
Hamburg, Fed. Rep. Germany 

Abstract 
Sophisticated multi-microprocessor configurations are envisaged to cope 
with the technical challenges of the HERA electron-proton collider and the 
high data rates from the two large experiments HI and ZEUS. These lecture 
notes concentrate on many of the techniques employed, with much emphasis 
being placed on the use of the IEEE standard VMEbus as a unifying element. 
The role of modern 32-bit CISC and RISC microprocessors, in the handling 
of data and the filtering of physics information, is highlighted together with 
the integration of personal computer stations for monitoring and control. 

1. Introduction 
The "Hadron-Electron Ring Anlage" (HERA) is a 6.4 km circumference collider currently in an 

advanced stage of construction at DESY, Hamburg. Here collisions are planned to take place 
between 30 GeV electrons and 820 GeV protons at a centre of mass energy of 314 GeV. During the 
summer months of 1988 the electron ring was completed and beams were successfully stored and 
accelerated for the first time. The proton ring is scheduled for completion towards the end of 1990. 

To take advantage of such a unique facility, two experiments are presently in an advanced phase 
of preparation. One of these has been blessed with the imaginative title of HI. The other is named 
after the Greek weather god ZEUS, well-known for his numerous love affairs; a source of much 
despair for his wife HERA, who ironically happened to be the goddess of marriage and responsible 
for the life of women! 

The various parts of the detectors have been described extensively elsewhere [1]. The HI 
apparatus will consist of a central region of drift and proportional chambers (charged particle 
"trackers") surrounded by a liquid argon electromagnetic and hadronic calorimeter using lead and 
iron absorber plates (Figure 1). This will be totally enclosed by a 6 m diameter, 1.2 Tesla 
(solenoidal field) superconducting coil, already built and installed within the experimental area. 
Usually, in collider detectors, the magnet is placed inside the calorimeter; the HI solution will 
provide both a large field volume for the calorimeter, with a minimum of inert material in front of it, 
and ensure a strong, homogeneous field for the inner tracking chambers. Surrounding the coil will 
be a set of instrumented iron plates providing the return yoke of the magnet and a muon filter/tracker 
system together with up to three layers of external muon chambers. 

* Supported by The Science and Engineering Research Council, Rutherford Applcton Laboratory, UK 
and The Commission of the European Communities, Directorate General for Science, Research & Development. 
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Figure 1. The HI detector. 

Figure 2. The ZEUS detector. 
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Many design features of the ZEUS experiment are similar; a central tracking area surrounded by 
layers of calorimetry and external muon chambers (Figure 2). Within the central region of both 
detectors much emphasis is placed on the detection of particles within the "forward" region, ie the 
direction of the more energetic incoming protons. Compensating magnets are inserted into each 
detector to correct for beam displacements. However, there are many significant differences. The 
most notable is that on ZEUS the calorimeter surrounds the central 1.8 T superconducting solenoid 
(1.7 m diameter). This inner calorimeter consists of a large ensemble of depleted uranium plates 
interleaved with plastic scintillator, surrounded by a backing calorimeter which uses the iron plates 
of the yoke as absorber. Both experiments, in common with many other modem HEP facilities, are 
of impressive dimensions. The whole HI ensemble will be over 10 metres high and 12 metres long; 
ZEUS will wheel in even bigger at 12 metres high and over 16 metres long, in no small measure 
due to the large amount of concrete shielding surrounding the yoke. Each weighs, in total, around 
3,000 tons. Presently over 200 physicists from 30 institutes are involved with HI, whereas the 
larger ZEUS mass currently attracts 350 physicists from 50 institutes. 

Both machine and detectors place demanding requirements on their data acquisition systems. 
The bunch crossing time of HERA is 96 nanoseconds. Each detector has over a quarter of a million 
analogue channels to be read out resulting in nearly 3 Mbytes of raw digitised information. 
Consequently various levels of hardware triggering, software filtering and digital compression need 
to be employed before reducing final data sizes to acceptable recording rates. 

Moreover the two detectors each demand precise control and monitoring systems. For example, 
on HI the stored energy of the superconducting coil will be about 150 MJ (equivalent to around 40 
kg of TNT) and there will be some 60,000 litres of liquid argon in the calorimeter. ZEUS has to 
pay particular attention to the hazards of using depleted uranium and on each experiment there will 
be various inflammable gases circulating through their respective tracking chambers. 

2. General description of the acquisition systems of the two experiments 
Both detectors have much in common with regards to their basic designs and final goals; 

however there are many technical differences (in particularly the calorimetry) which in turn affect 
the readout mechanisms involved. Each experiment intends to take data over the next few years 
from the same collider and is governed by the current "state-of-the-art" technology; however the 
collaborations are large with widely differing backgrounds, personalities, expertise and resources. 
Consequently the two acquisition systems reflect these boundary conditions by having much in 
common with regards to certain design features and standards; however their exist many 
fundamental differences as to how the systems are to be finally realised. 

2.1. Main detector components and data partition 
Table 1 summarises the main components of each detector and the expected amounts of data that 

they will yield. Each subdivision is effectively a self-contained system in its own right; in fact the 
grouping of tracking detectors consists of several cylindrical and planar, drift and proportional, 
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central and forward chambers. The net result is that both experiments produce nearly 3 Mbytes of 
raw digitised information which needs to be compressed to around 100 Kbytes before even 
contemplating recording the data at acceptable rates. 

Table 1 : HERA Main Detector Components and Data Partition 

HI Detector No. of channels Raw data sizes, bytes Average formatted size 
Drift Chambers 9,648 ~ 2,470,000 ~ 30 Kbytes 
MWPCs 3,936 ~ 2,048 2 Kbytes 
LAr Calorimeter 45,000 262,144 88 Kbytes 
Calorimeter trigger 50,000 50,000 - 2 Kbytes 
Backward em calorimeter 1,500 -7,500 - 2 Kbytes 
Plug calorimeter 800 -4,000 - 1 Kbyte 
Muon detectors 160,000 20,000 1 Kbyte 
Luminosity 256 65,536 - 0.2 Kbytes 
TOTAL HI ~ 270,000 - 2,880,000 - 125 Kbytes 

ZEUS Detector No. of channels Raw data sizes, bytes Average formatted size 
Trackers 13,000 - 2,500,000 - 45 Kbytes 
Vertex detector 1,500 1,500 1.5 Kbytes 
Uranium Calorimeter 12,840 102,000 - 45 Kbytes 
Backing calorimeter 42,000 126,000 2 Kbytes 
H-E Separator 40,000 120,000 2.5 Kbytes 
Muon detectors 100,000 -30,000 1.5 Kbytes 
Luminosity ~ 200 -50,000 - 0.2 Kbytes 
Leading-Proton Spectrom. 52,000 6,500 0.2 Kbytes 
TOTAL ZEUS ~ 260,000 - 2,935,000 - 100 Kbytes 

HERA bunch crossing rate 10,409,750 Hz 
HERA initial luminosity 2 x 10 3 1 cm"2 s"1 

Maximum data logging rate after final filtering 5 Hz (for both experiments) 

2.2. Triggering levels and data acquisition phases 
The HERA collider will have a bunch crossing rate of 10.41 MHz yielding a beam crossing 

every 96.064 ns. Protons will be stored for about 10 hours with a re-fill time of only 20 minutes. 
The detectors are capable of generating some 3 Mbytes of raw data. Modern storage media are 
capable of recording a mere several hundred kilobytes of information per second. Offline analysis 
computing capacities are limited by technology and economics; the DESY centre currently has 
enough "IBM units" to simulate just one HI event and one ZEUS event every 10 seconds. 

These facts speak for themselves. Clearly it will be essential to do as much data compression, 
formatting and filtering as possible before logging the data at acceptable sizes and rates. 
Consequently various levels of hardware triggering and software filtering are foreseen before 
reducing final event sizes to around 120 Kbytes at rates below 5 Hz. 

On each experiment a purpose-built "pipelined" triggering system (2 - 5 us long) will be used to 
select initial candidates for data processing from a background of 104 events (the dominant physics 
process is photoproduction at 100 Hz for a luminosity of 2 x 10 3 1 cm - 2 s"1). On ZEUS this 
first-level triggering rate must be less than 1 kHz, which is the rate at which the front-end 
processors can perform readout and digitisation. A second-level triggering system, based on Inmos 
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transputers, will then be applied to bring it down to 100 Hz. Here data from the different triggering 
components will be read in parallel to an array of T800 transputers interconnected via 1.7 Mbytes/s 
transputer links within a "central box" (Figure 3). Based on the input information and the run-time 
requirements a simple "yes/no" decision will be output and triggered events will be readout by the 
central Event Builder [2]. A third level of filtering will be provided for by an array of MIPS RISC 
processors based on the Fermilab ACP architecture [3]. 
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Figure 3. Structure of the ZEUS second level trigger box. 
The individual boxes represent transputers interconnected via links. 

On the other hand, HI have a first-level tolerance of 10 kHz (in practice a first-level rate of less 
than 100 Hz is envisaged) with the intention of making a hardwired second level triggering decision 
after about 10 u.s to reduce rates to less than 50 Hz [4]. Front-end readout will not be initiated until 
this secondary decision is made, whereupon a maximum digitisation time of 0.8 ms for each 
component is foreseen, similar to ZEUS. A third level of filtering could be enabled, using AMD 
29000 RISC processors on calorimeter information, before final event building takes place [5]. 
However, this is optional since a more sophisticated final fourth level of filtering is planned based 
on a parallel array of MIPS R3000 RISC processors embedded directly within the acquisition 
structure (see later). 

Throughout both readout systems, memory buffering will be provided wherever a processor, or 
array of processors, must work on the data; in particular before subdetector branch processing, 
event building and data logging. As a result of this, it is hoped that deadtimes are kept to a 
minimum; in the case of HI this will be largely governed by the 0.8 ms readout time resulting in a 
maximum 4 % at rates of 50 Hz. 

2.3. Design considerations and structure 
The prime purpose of a modern high-energy physics data acquisition system is to collect data 

from the detector and compress, filter and finally store selected events for future offline analysis. A 
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necessary precursor is that of maximum efficiency while maintaining a vigilant monitor of data 
validity and apparatus performance. 

More specifically the following tasks have been categorised by the ZEUS collaboration: 
- readout, digitisation and recording of data, 
- monitoring of hardware and software performance, 
- collection and storage of calibration constants, 
- control of dataflow and reconstruction, 
- testing of hardware and software functions, 
- communication with the HERA control system and between the two experiments, 
- communication with off-site systems via LANs and WANs, 
- administration of hardware and software history. 

It has been remarked upon already that the two detectors will have high trigger rates coupled 
with large data volumes. All these factors make it imperative that each system is both (a) powerful 
and (b) versatile. As with the triggering considerations, a large amount of processing power must 
be provided as close to the detectors as possible to minimise readout times; furthermore a high 
degree of parallelism must be maintained throughout with as much pipelining and buffering as 
warranted. Each system is made up of many constituent parts (see Table 1), each requiring some 
degree of independence and yet demanding a high level of coordination for the experiment as a 
whole. Finally, no matter how complex each may appear, they must present a human interface with 
the physicist who has to work his shift! 

Figures 4 and 5 show an overview of each of the two online systems. Their general designs 
have been described elsewhere [6,7]. Before going into the details of each system it is worth 
pointing out what is common between the two designs and, just as important, what are the 
fundamental differences. 

2.4. Common standards 
If one were to be completely general, most experiments could be broken down into a rather 

common, simple pattern of data acquisition system. A large experiment, split into several 
subdetectors, is read out in parallel as fast as possible after a triggering decision. The information is 
then digitised, compressed (with much "zero-skipping") and formatted before full event records are 
built up (either in parallel or serially) prior to a possible final filter and data logging (Figure 6). At 
various levels, computer intervention can provide for data monitoring, acquisition flow and detector 
control. It's a basic design which has its heart at most such systems and certainly neither HI nor 
ZEUS are rebellious exceptions! 

In logical structure, HI and ZEUS merge their subdetector components into individual 
subsystem crates which contain a supervisory readout CPU and memory buffer, for each particular 
component, plus a link to a global event builder. In hardware, both collaborations are relying 
heavily on the IEEE 1014 standard VMEbus to form an integrating bus standard; as a consequence 
many 68000 series microprocessors abound. To avoid heavy traffic on the one global bus, 
extensive usage will be made of the local VSB specification. The two collaborations share a rather 
common HEP habit; namely committing the often necessary "crime" of bending specification rules 
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Figure 4. HI data acquisition and controls system. 
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when designing fast readout systems. In addition to the main data flow between VMEbus crates, a 
Local Area Network (Ethernet) will be mandatory for overall management and the relatively slow 
exchange of information and files between different subsystems. An even more astounding 
similarity is that wherever a "standard" solution can be adopted some degree of conformity is 
maintained right down to the manufacturers of the crates [8] and CPU boards themselves. 
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Figure 6. Simplified block diagram of a general data acquisition system. 
The references to VMEbus and "ANYBUS" are of relevance to HI only, in this particular case. 

2.5. Fundamental differences 
Starting with the calorimetry both employ widely differing readout solutions since much needs 

to be purpose-built by the groups concerned (this will be the subject of section 3). However, two 
other factors greatly influence the detailed logical structure and implementation of the two systems. 

First, the decision by ZEUS to use a transputer-based second-level trigger influences their event 
building philosophy, as the development leads naturally to a system based on parallel transputer 
links. In this area, HI are following a more conventional VMEbus approach of vertical crate to 
crate links; however even here no internationally accepted standard exists and the HI solution 
involves advanced optical ring technology. 

Secondly, the natural subdivision of detector components on HI has led to a further desire to 
subdivide computing facilities so that monitoring and control tasks can be performed independently 
with only the minimum of external influence. This is readily achievable in the current climate of 
cheap personal-computer systems on the commercial market; especially with the Macintosh II based 
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on the 68020 and its unique user-interface. Moreover the commercial products available ensure that 
a common unifying system can be integrated by means of interface cards to the VMEbus and 
Ethernet, with links to central IBM database facilities if required. 

On the other hand ZEUS have chosen to centralise more of their administrative control onto one 
large conventional minicomputer in an effort to minimise the effort that needs to be put into 
coordination. Unfortunately this has led to some unnecessary confusion, with many considering 
ZEUS to be read out by a conventional minicomputer. The fact is that both experiments rely heavily 
on multiprocessing tasks running on distributed micros and workstations to achieve their data 
acquisition goals; in total some 600 to 700 processing chips will be in use on the two systems 
combined. The difference lies primarily with how far the subdivision of tasks is carried out. More 
about the virtues of these two approaches will be discussed later. 

3. Front-end readout; the first stage of digitisation 
On each experiment, as more refined decisions and levels of triggering are taking place, 

analogue information will be digitised via each subdetector readout system. Table 1 summarised the 
partition of both detectors into these "subdetector" or "component subsystems". This section is 
intended as a summary only of the techniques used in the front-end systems, currently in an 
advanced stage of preparation for the two experiments. For more detailed information the reader 
should refer to the documents and publications referenced, in particular reference [1]. 

3.1. The HI subsystem components 
The 45000 channels of the HI liquid argon calorimeter consist of readout pads sandwiched 

around the absorber plates. These will be digitised by multiplexing 55000 inputs into 12-bit ADCs 
(25% of the channels have double gain) and read out by over 50 Digital Signal Processors (1024 
channels/DSP) in VMEbus [9]. Each DSP (Motorola 56001) is responsible for zero suppression, 
pedestal subtraction, gain correction and calibration sums. After compression and formatting the 
data blocks are reduced in size by around a factor 3 compared to the raw digitised input. The 
digitisations are buffered in stages, both before and after DSP processing, before being read out 
over VMEbus. The whole system will eventually be managed by AMD 29000 RISC processors, 
intended to supercede current 68020 based controllers. In parallel the calorimeter trigger information 
(from analogue channel sums) will be read out via a separate VMEbus branch with 8-bit FADC 
boards by the same type of 56001 DSP. In each branch DSP encoding takes place in 800 (is. 
Cross-assemblers, linkers and debuggers are available on IBM-PCs, Macintoshes and Vaxes for 
DSP 56001 software development. 

For the drift chambers a purpose-built solution, F1001, based on triple height Euro mechanics 
will be used for digitising and compressing the charged tracking information [10]. Each digitising 
channel will consist of a 100 MHz, 8-bit, nonlinear Flash ADC. A special triple height crate will 
enable 16 channels to be read out per board with 16 boards in a crate. Since there are 256 8-bit 
words per FADC channel, this gives a total of 64 Kbytes of raw data information in each crate. A 
fast scanner module will be responsible for reading out all channels into memory in the maximum 
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allowed readout time of 0.8 ms. In other words it has to transfer over the bus a 32-bit word in less 
than 50 ns (20 MHz bandwidth). This corresponds to 80 Mbytes/s; for this reason was such a 
special crate designed. The leftmost four slots will be standard double height VME-Euro, allowing 
easy integration of standard commercial CPU modules and interconnects. The standard P1/P2 
backplanes are to be extended throughout each crate with special features employed on the outer two 
rows of the J2 of the triple height cards (-5.2 V and -2.0 V power supply lines and six user-defined 
bus lines). VSB access is thereby excluded to the triple height cards but not to the leftmost four 
double-height cards. The third plane will be used for analogue signal inputs. The tracking 
subsystem will consist of a total of 45 such crates, each having to handle power consumptions of 
around 1.4 kW. As a whole it represents the largest contributor to raw digitised information on the 
HI experiment; consequently each crate is equipped with its own 68020-based front-end processing 
unit in order to compress over 2 Mbytes into a few tens of kilobytes for each triggered event. 

Using the same FADC system, the luminosity detectors will be read out in a single F1001 
VMEbus crate [11]. However the forward muon drift chambers will employ a double-height 
solution, DL3000, based on the original DL300 design used on JADE [12]. The central muon 
system has a large number of channels sparsely filled with data, so an encoding system is required 
[13]. It is contained within a total of 6 standard VME crates, with a division of 64 modules (within 
each module there are 16 chamber planes with a maximum of 512 channels per plane) each 
equipped with its own readout controller. These controllers work in parallel, independent of each 
other. Each wire is connected to a comparator whose output is fed into shift register pipelines (depth 
of 32 stages). On trigger accept these registers are dumped into memories within their assigned 
readout controllers at frequencies between 1 and 10 MHz, where the data are zero suppressed and 
encoded. The readout modules are all VMEbus based, with the J2/P2 connector (see later) used to 
distribute the signals to the readout controllers over a private bus {not VSB!). 

Finally the multi-wire proportional chambers (MWPCs) also produce very little data, with 
around 4000 pads. Here all front-end electronics are based on a simple backplane called "Easybus", 
split into 4 subbranches (forward, backward, inner and outer chambers) for which there are 280 
receiver cards distributed between 16 crates [14]. Each receiver card consists of a discriminator 
which feeds a pipeline, keeping synchronisation with the HERA clock. Controller Cards interface 
the front-end crates to VMEbus via Branch Driver Cards (BDCs), each equipped with a DMA 
controller and on-board FIFO. 

3.2. The ZEUS subsystem components 
A general outline of a ZEUS component subsystem is shown in Figure 7. As a rule, VMEbus 

systems will be used further downstream, at the event building level, but as with HI much of the 
front-end digitising will be done already with modules based on VME. Note the similarities with HI 
at the basic philosophical level; the differences lie in the details and specification of components 
used rather than with any fundamental design concept. 

In order to reduce any dead time resulting from digitisation, there will be a one event analogue 
buffer before multiplexing the uranium calorimeter data to the ADCs; this is in addition to the 
analogue pipeline provided for the first level triggering decision. The photomultiplier tube signals 
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are to be digitised by pairs of 12-bit, l|is ADCs, buffered and then processed by TMS 320225 

Digital Signal Processors, rather similar to HI. The formatted data can then be read out over 

VMEbus. Analogue sums are also digitised by separate 10 MHz 8-bit Flash ADCs (each connected 

to a lookup table storing pedestal-subtracted pulseheights) and stored in rams for triggering. The 

readout electronics of the hadron electron separator pads and the backward calorimeter wires is very 

similar to that of die main uranium calorimeter in order ro reduce overheads. 
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Figure 7. Typical overview of a ZEUS component subsystem. 

The preamplifiers of the ZEUS drift chambers are presently shaped and processed by 100 MHz 

6-bit FADCs, with a possible upgrade to 8-bits for the final system. Each FADC feeds into two 

4-bit wide fast memories of length 1024 bits; enough to store 10 u.s of data. The final design will 

incorporate 16-channel boards mounted in triple-height mechanics. DSPs (either TMS 32020 or 

ADSP 2100) will again be used to control readout and compress the digitisations. 

The forward, backward and rear muon detectors each consist of several planes of drift chambers 
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and limited streamer tubes. Each channel of the drift chambers is fed into a discriminator which, in 
turn, is read by 48-channel Fastbus TDCs with zero-suppression. The limited streamer tubes are 
read out by amplifier/discriminator channels into a 5u.s deep pipeline. Both ADC and TDC boards 
are interfaced to a special purpose bus ("starbus" [15]) where VMEbus based controllers (DSP 
56000) are once more able to perform data collection, pedestal subtraction and formatting. 

Finally some 52,000 microstrips are to be read out from the leading proton spectrometers. After 
passing through two stages of amplification the signals feed through comparators before a 64 bits 
long pipeline, realised as a circular buffer in ram. 

4. Central DAQ; the management core of the two acquisition systems 
By definition data acquisition starts immediately at the analogue readout stage. Once the 

information is digitised and compressed, each constituent data block, from the separate experimental 
components, must be merged and full event records built before final data recording takes place. In 
parallel, further data processing, monitoring and filtering must be done, in addition to the provision 
of facilities for user intervention, program development and system control. This coordinating core 
is often referred to as "Central DAQ". 

4.1. Logical structure; global and local buses 
The logical structure of HI is shown in Figure 8. Each component readout system is 

autonomous up to and including a subdetector central master (or subsystem) crate. For every 
front-end readout system, described in the previous section, there is a dedicated readout supervisor, 
within its subsystem crate, responsible for the interaction with the coordinating event building task. 
This has the in-built advantage of being able to decouple a particular component from the rest of the 
system during installation and test phases. On ZEUS a standard VMEbus system will be used after 
the subsystem crate, if the data are not already in VME; on HI each central crate will already be 
VMEbus and must contain a multievent buffer, a crate interconnect and any input drivers necessary 
to put the data into the buffer. Note that the design of both systems does not, therefore, exclude the 
use of other buses for front-end digitisation. 

A subsystem crate may also contain central processors for data reduction, a subdetector trigger 
controller and an interface to a subdetector monitoring computer. HI has a dedicated central trigger 
controller for controlling the sequence of all hardware triggering levels together with obtaining 
information from the HERA machine [16]. To interface to each component a subsystem trigger 
controller (STC) is provided. Each STC provides signal ports for the component electronics and 
communicates with the readout through VMEbus read-write cycles and interrupts. A consequence 
of this is that the global event building task need have no hardwired interaction with the central 
trigger controller itself; all management sequences can therefore be handled in software (see later). 

The data will be formatted by the subdetector readout systems so that it is in appropriate 
structure in the multievent buffers for event building; in short each subdetector bank will describe 
itself together with the data type, trigger data, event number plus the event data and its length. 
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One important issue is that when designing such multiprocessing environments careful 
consideration must be given to the allocation of data transfer paths. In short, no bus must be 
saturated to its bandwidth limitation. On both experiments VMEbus is used extensively, but only as 
a global bus. Within each subsystem crate the readout supervisor has global control over its 
constituent slaves via VME; similarly the event building and management tasks globally coordinate 
various independent slave tasks in the same manner. However heavy traffic must be avoided; on 
ZEUS transputer links will be employed extensively in transferring data, while on HI the VSB port 
will be actively employed for fast local access, particularly since the VMEtaxi crate interconnect 
accommodates VME or VSB access (section 5.4). 

4.2. Event building 
It has already been pointed out that the principle of the ZEUS event builder is an extension of 

the use of transputer links throughout the system [17]. Figure 9 shows a schematic view of the 
current design based on a switched transputer network. 
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After the second level trigger the component readout supervisors put the digitised ADC/DSP 
data into two-transputer modules residing in their respective subsystem crates. These subsystem 
transputer modules provide another level of storage and can also perform data-checking. From here 
the data will be sent via one of three links to one of the three C004 based crossbars which are 
capable of switching links at 20 Mbits/s [18]. The fourth link, from each subsystem component, is 
connected to the message relay to take care of which events are to be switched to which 
destinations. In this scenario, the ZEUS system can accommodate up to 16 subsystem components. 
In turn, each switchbox is connected to two of the final third-level trigger (TLT or ACP) crates. In 
total the third-level trigger comprises 6 VMEbus crates (see next section), each with a 
two-transputer module linked to its respective switchbox. Throughput rates of up to 26 Mbytes/s 
should be achieved as a result of such a crossbar design; each link running at 1.7 Mbytes/s. 

One problem, however, concerns the degradation in transputer link performance as a function of 
increasing distance. The straightforward solution is to use yet more transputers! For this, ZEUS 
intend to employ cheaper T222 transputers, without external memory, either side of the switchbox 
(the two-transputer modules are based on T800 transputers). The exact configuration is not yet 
finalised, but 60m separation between subsystem crates and final TLT/ACP systems should be 
attainable without too great a loss in performance. 

The philosophy behind the HI VMEbus based acquisition system is similar, in principle, to that 
already employed within the UA1 experiment at CERN [19]. After events are digitised and 
formatted within the different subsystems, the separate data blocks will be transferred from the 
subsystem crate multievent buffers, via an optical fibre ring (see section 5.4), under control of a 
single processor called the "Event Coordinator" (Figure 10). This task actually runs within the 
master module of the optical ring and simultaneously builds full event records into a central 
"full-event" buffering system. By using extended features of the VMEbus, such records can be 
broadcast to several processors not in the main acquisition chain without impeding the main data 
flow, eg event display, histogramming, hardware debugging, etc, as well as the prime task of data 
logging. Moreover the system has to be flexible enough to cope with or without the presence of a 
final level filter. Before commencing data acquisition, the Event Coordinator will be responsible for 
hardware recognition and initialisation of the various subsystem components. During acquisition, 
when it is free for event building, it will search the subdetector multievent buffers for the next event 
number. When all components are ready, with the same event number, then all of the separate 
banks will be transferred via the optical ring into the full-event buffer. On completion each 
corresponding subdetector multievent buffer will be released. 

4.3. Parallel processing niters; farming at HERA 
Early triggering levels on HI and ZEUS will be performed, essentially, on local component 

digitisations. Several stages of buffering are employed to reduce deadtime losses, until full event 
records are built at rates between 10 -100 Hz. At this level it is anticipated to introduce more refined 
filters using fast processors to reduce the final samples to recording rates of less than 5 Hz. 
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Due to the inherent parallelism of the problem, a solution (commonly known as "farms") 
consisting of many relatively cheap processors ("nodes") has been proposed by both collaborations 
[3,20]. The nodes all run the same program ("algorithm") independently on different events and 
can, in principle, be based on any modern processor unit providing a VMEbus connection is made 
to the node-bus. However the algorithms have strong offline origins, so compiler considerations 
play a large part in deciding processor type. Currently both groups favour a MIPs R3000 based 
system [21]; good Fortran compilers are available and development computers exist commercially. 

The ZEUS third level trigger system is based on the Fermilab ACP concept [22]. Data are 
transferred from the event building system to the third level crates via switchable transputer links 
(section 4.2) into a dual-ported interface module [23]. Each ACP crate, of Figure 9, is equipped 
with a VME Branch Bus Controller (VBBC), in addition to the node processors. The input buffers 
are large enough to hold two full event records. Events pass from the VBBC via the branch bus at 
rates up to 20 Mbytes/s to a free processor node. Accepted events can then be transported to several 
destinations, such as the main ZEUS acquisition computer, by means of a crossbar switch. An 
important observation here is that the system is capable of transferring event data back into the farm 
for playback and reprocessing. A supervisor micro Vax is responsible for initialising and loading the 
nodes with the relevant programs, calibration and geometry constants via interfaces between the 
Q-bus and the branch bus. 

The HI system will be embedded more directly into the central VMEbus system (Figure 10). 
This is largely since HI will introduce a third level of triggering before this filter (processing 
calorimeter information separately with RISC processors [4]) so reducing the input rates still 
further. Currently a new VMEbus board, based on the R3000, is being jointly designed with 
industry to fulfill the requirements. Event data will be passed in parallel to different nodes under 
control of the Event Coordinator and filter input tasks. When a filter processor node is free it will 
signal this to the filter input controller which will search for an event ready in the full event buffer. 
The data can then be extracted over the VSB and sent to the free node, releasing that particular full 
event buffer and enabling a further node to be serviced. When a node has finished processing an 
event, it will add a results bank to the record and signal completion to the filter output controller. 
The latter is then responsible for distributing events from the node according to the flags and run 
conditions prevailing. On completion the node will be then free for further processing. User 
interface, program preparation, initialisation, system status monitoring and histogram display will 
be implemented on Macintosh II Personal Computers and MIPs development machines. 

4.4. Sharing tasks via event units; event broadcasting, data logging & monitoring 
From the ZEUS farm accepted (or even "rejected") events can be sent from the branch bus to 

several computers. Clearly events that are to be recorded will be transferred immediately to the 
DESY IBM centre over optic fibres, where the data from both experiments will be written to 
cartridges. By sending records to the main ZEUS acquisition computer, further monitoring can take 
place in addition to the quality control maintained by the subsystem controllers and event builder. 
Data can be written to a local buffer, on the main computer, from which workstations devices, 
attached to the same disc, can have independent access via buffer management systems. Four such 
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workstations (DEC 3100) are foreseen for event display, full-event histogramming and monitoring. 
The main computer itself can also be used to backup data in cases of line failure. It must be 
remembered that its main role is an administrative one, however, owing to the distribution of tasks 
between subsystem computers and workstations. We return to this in the next subsection. 

After passing through the event building and filter stages of HI, records will be broadcast along 
the VMEbus to memories associated with "event tasks", according to request conditions. As with 
ZEUS, accepted data records will normally be sent to the central IBM facility at DESY, up to a 
channel maximum rate of 3 Mbytes/s. Consequently, the data logging link controller must always 
request each event to be recorded. There must be a free buffer associated with the logging controller 
before events can be be broadcast from the filter, unless an event monitoring task is requesting 
failed candidates that are not required for logging. In case of link failure, a backup event task that 
drives a cartridge tape, or some other storage device directly from VMEbus, will be enabled. Final 
event sizes will be, on average, around 120 Kbytes; however buffer sizes will be able to cater for 1 
Mbyte lengths. Other global event tasks can also run at this stage, since all the results of online 
computations are available yet no data are potentially lost owing to the flags set within the parallel 
filter. 
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Figure 11. The basic elements of an event unit. 
The data link can be an output driver, such as a SCSI tape controller or RGB interface, or it could be a "task 
memory" extension to the Event Unit, eg the binning memory of a histogramming task where an independent 
user-interactive display workstation, such as a Macintosh II, can access the task memory over the VMEbus. In 
cases where the filter farm is disabled the Event Coordinator doubles up as Event Broadcaster. 

Event tasks are to be performed by attaching the task processors onto their respective event 
memories through VSB, ie "event units" (Figure 11); such tasks include event displays, general 
monitoring and histogramming. The use of VSB in this way ensures that no such task interferes 
with the VMEbus during main acquisition DMA transfers. 
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4.5. System supervision and coordination; LANs as a backbone 
To control and supervise such large multiprocessing systems is clearly not trivial. To create a 

system which is both versatile in its implementation yet still remains "simple" to operate, seems, at 
first sight, a contradiction in terms. 

Referring back to Figures 4 and 5 and the overall layouts of the two online systems, that of HI 
gives an idea of the number of crates involved; even here some have been omitted for clarity. The 
outline of ZEUS serves to highlight the critical stages in the acquisition process, which can be 
further appreciated by the context diagram of Figure 12. 
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Figure 12. Context diagram of the ZEUS data acquisition system. 

In each case a single supervising computer will overview the complete proceedings, providing 
the main user interaction with the system. It must be remembered that it is not an acquisition 
computer, in the conventional sense; hopefully the message has got through that no single 
(reasonably priced) minicomputer running a multitasking system could readout such large systems 
(at least as of today!). The primary tasks of data acquisition will be performed by the subsystem 
controllers, event builders, filter control tasks and event units. In addition, each detector 
component has its own equipment computer, usually a workstation or Macintosh II. It is left to the 
supervisor to initialise the readout by downline loading all elements of the system, either from disc 
(full system backup of programs and constants storage) or by enabling the EPROM loading of the 
primary VME processor tasks. In addition it must check the status of all elements either directly or 
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indirectly, via initiating secondary tasks such as the Event Coordinator on HI. Hence it must be 
able to communicate and control the latter; primarily by starting and stopping the data acquisition 
procedure. In order to provide displays and histograms and give a central focus of monitoring the 
supervisor must also communicate with the event tasks and all subsystem monitoring systems that 
run independently. In short, it must provide the coordinating central console of the whole online 
system, and in a convenient user-interactive manner with help facilities, documentation access, etc. 

For this role, ZEUS have chosen a Vax-based system as their main online computer, with DMA 
channels to provide the VMEbus connection [24], partly because of the strong affiliation between 
physicists and familiar operating environments. The argument goes that familiarity counts a lot in 
user-interaction; change and innovation brings panic and confusion. On the other hand, HI looked 
towards a 68020 based device that could be mapped easily into me VMEbus directly, since such 
processors abound within the VME world anyway. Subsequently the Macintosh II emerged as the 
ideal candidate for this role, with its advanced graphics-orientated user interface. It can be mapped 
onto the VMEbus with the CERN developed MICRON/MacVEE connection [25] and many other 
commercial peripheral attachments are available to plug into its NuBus card cage. MacVEE itself has 
been extended to map into other buses, such as the mwpc system of HI (see section 3). This 
subject is returned to in the section on software. 

Both System Supervisors are therefore able to achieve high-bandwidth access to VMEbus and 
the DESY IBM with peripheral attachments. Furthermore, they are able to communicate with their 
various subsystem computers over Ethernet. The latter is used as the Local Area Network standard 
and as such constitutes the backbone of both systems in overall coordination, particularly in the area 
of slow controls. HI have an mini-battalion of Macintosh II computers distributed through their 
system; moreover the ZEUS system also plans to use Macintoshes as general purpose graphics 
devices in addition to their central Vax facility. All can be interwoven through Ethernet. 

4.6. Slow Controls 
Slow controls can be defined as the monitoring, recording and controlling of detector 

parameters not directly associated with event data. Within a large experiment they can be subdivided 
into several independent tasks; however all have a significant effect on the final quality of the data 
recorded. Within HI the following main areas of slow controls have been defined: 

- the monitoring and control of the superconducting coil, 
- the temperatures, pressures and contents of the liquid argon cryostat, 
- the high voltages, currents and temperature of electronics of the liquid argon calorimeter, 
- the gas flows, temperatures, high voltages and currents of the muon subdetector, 
- the high voltages, currents, gas system and electronics temperatures of the drift chambers, 
- the luminosity controls, 
- the high voltages, currents and gas system of the MWPCs. 
Clearly, due to the critical nature of certain quantities, each of the above have their own need for 

separate, dedicated monitoring; in emergency cases a centralised hardware alarm system is foreseen 
(no-one trusts software when flames appear!). However the Local Area Network again provides 
the necessary channel for the flow of information between the different sub-tasks and the System 
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Supervisor. As such, the System Supervisor can only control each subsystem indirectly through its 
dedicated monitoring computer. Again, this will be discussed further in the section on software. 

5. VMEbus components 
Since both experiments make extensive use of VMEbus, it seems appropriate at this point to 

consider some of the main components, beginning with a brief overview of the specification itself. 

5.1. The VMEbus specification; a brief history and overview 
The history of VMEbus started in November 1979 when Motorola first published VERS Abus, a 

backplane bus primarily designed for their then new MC68000 microprocessor. In summer 1981 
the idea came about to build VERSAbus into Eurocard format, renaming it VERSAbus-E. It was 
then but a brief step to endow their creation with the name VMEbus (short for VersaModules 
Europe bus) and to place the specification into the public domain. Motorola then combined with 
Mostek, Signetics and Thomson to publish the first revision A of the specification in October 1981, 
followed by revision B the following summer and the start of the long road to IEC (followed by 
IEEE) standardisation. In the summer of 1986 VMEbus revision C.l was honoured as IEC 
standard 821, and in the following spring, 1987, it became IEEE standard 1014 [26,27]. 

VMEbus originally started as a 68000 microprocessor bus with 24 address and 16 data lines on 
one 96-pin connector. With the advent of the 68020, full expansion to 32-bits was achieved by 
using the inner 32 pins of the second (P2 or J2) connector on the double-Euro format (Figure 13). 
VMEbus is non-multiplexed and asynchronous, so various processors and devices can operate at 
different speeds, with release-when-done and release-on-request arbitration mechanisms. Seven 
levels of interrupt are possible, each with up to 256 discrete vectors. Normally crates are 
double-Euro (with 20 or 21 slots), but triple height and deeper cards are in widespread use. The 
claimed bus bandwidth is between 20 and 57 Mbytes/s; the current maximum is around 40 Mbytes/s 
except where non-standard improvisations are made! 

Unfortunately two important features are missing, from the point of view of large multicrate 
systems. The first is that there exists, as yet, no formal specification for a vertical crate-to-crate link, 
although much effort has been put in by the HEP community towards this goal [28], Second there 
is still no agreement on a standard software operating system environment fully adequate to cater for 
VMEbus and 32-bit systems. Here industry has made strides in the direction of settling this issue 
[29], but while the first feature receives little commercial incentive then it appears that for some time 
to come there will be a lack of a complete standardised shell for multiprocessor, multicrate VMEbus 
systems. 

In spite of this VMEbus remains attractive, not least because of its widespread use in the 
industrial world as an open, modular specification with a vast array of commercial products now 
available within both the European and American markets. Moreover, even though Futurebus and 
SCI (Scalable Coherent Interface) are on the horizon, VMEbus looks set to be around for some time 
as an interconnecting bus standard [30]. 
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5.2. VSB as a local bus 
In section 4 the problems associated with heavy traffic on one bus were highlighted. To allow 

tasks to be distributed between several processors and still maintain high data throughput a local bus 
is necessary in order not to saturate the bandwidth of a global bus such as VME. The VME 
Subsystem Bus (VSB) was defined to fill this role, in order to allow private access to resources that 
could still be shared over VME for communication [31]. As with the VME specification, it didn"t 
attain full international standardisation until fairly recently. It started in October 1983 when the VME 
parallel extension bus (VMX) revision A was published. (Around this time the UA1 experiment 
began upgrading to a VMEbus based system so pioneering the entrance of large HEP experiments 
into this particular arena [19]; in fact VMX revision A remains in service there to this day.) This 
was followed by revision B a year later before the 24-bit address limitation of VMX caused 
Motorola to publish MVMX32. However, neither was deemed suitable for international 
standardisation and so came about the birth of VSB as IEC standard 822 in October 1986 (later 
IEEE 1096) [32]. 
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Figure 13. VME / VSB bus architectures. 
VMEbus is used as a global connection. VSB is commonly used for local interaction. 

In short, VSB occupies the outer two rows of 64 pins on the lower P2 connector (Figure 13). 
As a result it has to multiplex address and data lines to achieve full 32-bit functionality. It is 
asynchronous, supporting a similar arbitration mechanism to 'single-level' VME. A lock signal is 
provided for masters to inform slaves to lock out accesses from other ports, in addition to a cache 
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line which enables slaves to indicate whether transferred data can be cached. Other features include 
dynamic bus sizing, block transfer modes, broadcast and geographical addressing. In fact, apart 
from the multiplexing, many have suggested that VSB is what VME should have been! 

Before proceeding, it should be pointed out that the presence of a VSB specification does not 
inhibit the use of other local buses on the outer 64 pins of P2. Clearly, in such cases, care must be 
taken to ensure that modules are only inserted into slots where compatible local buses are activated. 

5.3. CPU boards 
The origin of VMEbus as a 68000 bus is still in evidence today, with many available cpu board 

products based on the 68K series. However they come in many guises and a considered selection 
needs always to be made before choosing a particular product. This is especially the case when two 
experiments such as HI and ZEUS are planning to build systems with a multitude of such boards. 
Clearly a module which satisfies all requirements is favoured since, though it may appear to add to 
the expense of small subsystems with little processing demand, it proves an overall economy when 
put into the perspective of complete system development and maintenance. 

Take HI as an example. Here there will be around 100 VMEbus CPU boards in the final system 
distributed amongst as many crates. This is in addition to the many Digital Signal Processors 
utilised in front-end processing. The central CPUs will be based on the 68020/68030 
microprocessor clocked at 25 MHz [33]. An optional 68881/68882 floating-point coprocessor will 
be required in more calculation-intensive applications [34]. On-board local memory (zero wait-state) 
must be at least dual-ported so that it can be accessed externally from the VMEbus (for 
multiprocessor communication) and internally from the CPU itself [35]. The size of the memory 
will be determined by the CPU task. For general data acquisition handling 512 Kbytes should 
normally be sufficient; however expansion possibilities should exist to 2 Mbytes for more 
demanding processing tasks. Local bus access on J2/P2 will be VSB, extended so as to allow the 
connection with memory boards in adjacent crates; this will permit an efficient parallelism within the 
event unit structures and offer a powerful secondary line of data communication between any two 
crates in addition to the optical ring (see below). Amongst the other features are VMEbus arbiter and 
requestor, VMEbus interrupter and interrupt handler, EPROM and EEPROM provision, front panel 
connectors for RS232 serial channels, abort, reset and interrupt lines and status leds. With these 
factors in mind, HI standardised on the CES FIC 8230 for its VMEbus 68020 needs [36]. 

5.4. VMEbus interconnects and the transfer of data between crates 
Perhaps the most significant problem for both experiments will be the rapid transfer of data 

between crates in order to build full event records. Unfortunately no formal definition exists for 
inter-crate connections in the VMEbus specification. As discussed in section 4, the ZEUS system 
will solve this by capitalising on parallel transputer links each capable of 1.7 Mbytes/s running 
through a complex switchbox matrix; additional transputers will be inserted to overcome the 
deterioration of link performance over long distances. For the first phase of HI running a single 
event building line is desired, for economic reasons, with the possibility of perhaps going parallel 
later. Because of this much emphasis has been placed on single-link speed over reasonably long 
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distances via optic fibres, since as with ZEUS the subsystem multievent buffers are positioned far 

from the Event Coordinator (60 - 100m). 

For the central event-building part of the HI system the requirements are best satisfied by the 

optical fibre solution of Micro-Research [37], which can interconnect crates over distances of 

several kilometres. Figure 14 shows the basic philosophy of the VMEtaxi device. 
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Figure 14. VMEtaxi philosophy. 
The optical ring forms a loop around all VMEbus crates. Data sent out by one VMEtaxi are then received at 
the next in the ring. By-pass registers are enabled on all boards not taking part in a particular transfer, so 
allowing a direct connection to be effectively made between the transmitter - receiver pair that are involved. 

All boards are interconnected with optical fibres to form a ring, using 125 MHz AMD 

7968/7969 TAXIchip transmitter/receiver pairs [38]. Because of this, there is theoretically no limit 

on the number of such devices which can be interconnected within one ring; in practice one is 

limited by the software overhead in setting up transfers, particularly in high-rate acquisition systems 

such as these. Each board (single-width) has a 68020 controller (25 MHz) and single level VMEbus 

arbiter, thus economising on having to install an additional CPU arbiter in every crate. The system 

is capable of sustained 32-bit DMA block transfers of 12.5 Mbytes/s under software control, fixing 

the absolute maximum event building rate of HI to 100 Hz in a non-parallel scenario. The link 

reliability, itself, has been tested to a bit error rate of less than 1 in 10 1 3, corresponding to no errors 

in a 20 km high stack of solid data computer printout! 128 Kbytes of on-board dual-ported static 

ram (expandable to 1 Mbyte), with no wait states, provides for program memory. An essential 

feature for transferring the full event records into several event units efficiently is that of the 

broadcast facility, permitting a write into several memories simultaneously over the VMEbus. 

Additionally there are two serial RS232 interfaces, a 32 pin socket for on-board EPROM and a 

serial access EEPROM. 
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A further feature is the ability to access modules, eg memory boards, through either the VSB or 
VME port of the VMEtaxi. Since the crate to crate link is via front-panel connections, the J2/P2 
connector is still available for full VME32 and VSB connectivity. This permits an extra degree of 
freedom in the design of front-end interfaces to the subsystem buffers, so avoiding heavy access on 
one VMEbus. Do note that the VSB itself is not used for long distance communication, however. 
The consequences, of this device, on software are discussed later. 

Less functionality is required at the subsystem level, but again high transfer speeds must be 
achieved, albeit over shorter distances. For this reason the CES VIC has been chosen for many of 
the front-end subsystem interconnects [39]. It is a single-width board, driven externally, allowing 
15 crates to be interconnected up to 100 metres. Extended connections also exist to Macintosh lis 
and EBM-PCs. Burst modes of up to 20 Mbytes/s have been achieved between fast memories in 
different crates; nominal values are 8 Mbytes/s for sustained transfer rates. 

5.5. Dual-ported memories 
Dual-ported memories appear in many components of the two systems. The ZEUS transputer 

board has on-board dual-ported memory; so does the CES FIC CPU board, extensively used on 
HI. In these cases "dual-ported" refers to the fact that one port of the memory can be accessed from 
the on-board processor, the other can be accessed externally by another processor, or device, via 
the VMEbus. (The case of the two-transputer board is a little more subtle and is discussed further in 
the following section.) This feature thereby enables data to be exchanged, between two processor 
boards, with a minimum of read-write access on external buses; particularly useful for mailbox 
communication and even for loading programs from an external source. 

Yet another form of dual-ported memory exists. This is when a board is simply dedicated as a 
memory module. In this case "dual-ported" implies that the memory can be accessed externally over 
both the VMEbus and VSB ports. Such a board, the CES DPM 8242 [40], is the basic module for 
all buffers within the central VME system of HI. The main applications are in the mul tie vent buffers 
of the parallel readout subsystems and the double full-event buffer of the event unit tasks. These 
boards have 512 Kbytes of static ram, expandable to 16 Mbytes, having equal priority in arbitration 
from the VME and VSB ports. There is a two-speed selection for 100 ns or 70 ns memory access 
times; the boards must cope with the transfer rates of 12.5 Mbytes/s (ie 3.125 Mtransfers/s in 
32-bit words) from the VMEtaxis. A broadcast mode selection allows the VMEtaxi, and indeed any 
VMEbus master, to write to several memories simultaneously [41]. Both the VME and VSB 
memory base addresses are software programmable via VME accessible registers; this permits a 
managing CPU task, such as the HI Event Broadcaster (section 4.4), to disable those memory units 
which are not requesting particular events. 

5.6. Transputers and RISCs 
In recent times the notion of using Complex Instruction Set Computer (CISC) processors has 

run out of favour in preference to Reduced Instruction Set Computers (RISCs). This has been 
largely due to the observation that many modern compilers running on CISC architectures, such as 
the Motorola 68000 series or the Intel 80286/386, only used a fraction of the instruction sets most 
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of the time. So an old idea of using fewer instructions on chip, all hardwired, was brought back 
from the grave. Simpler processor architectures also reduce development and manufacturing time, 
so a plethora of chips began to appear over the last two years. On average RISC processors use 
around 20 - 30 % of the most commonly used CISC instructions, exercising most within one cycle 
yielding small interrupt latencies. Most now come equipped with floating-point processors also on 
the same chip. Intel's latest RISC processor, the 64-bit 80860, has been hailed as a 
"Cray-on-a-chip" capable of performing 17 million floating-point operations per second running at 
up to 50 MHz. The chip contains some 1 million transistors incorporating floating-point, memory 
cache and even a 3-d graphics processor. With the promise of gallium arsenide the stage looks set 
for 1 "gip" (1,000 mips) some time during the 90s with hitherto undreamt-of capacities sitting as 
laptops! Not that CISC designers have been slow to respond; Motorola recently announced yet 
another member to its 68000 family with on-chip floating-point; this was in addition to its own 
commitment to RISC technology with the 88000 [42]. With the advent of RISC many VMEbus 
boards are now appearing based on such chips. The use of MIPs R3000 nodes on HI and ZEUS 
has already been dealt with in section 4. The 75,000 transistor R3010 floating-point coprocessor, at 
25 MHz, executes four instructions in parallel by employing independent functional units to cut 
down calculation times by a factor 4 compared to a Vax 8700. Caution should be exercised here, 
since there is no substitute for benchmarking a particular application, compiled and executed, before 
making final judgements on a particular processor. 
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Figure 15. Block diagram of the ZEUS two-transputer board. 

Transputers have their own local memory and four links, for communication with other 
transputers, on a single chip. The link speed for the T800 is 1.7 Mbytes/s, which also has a built-in 
floating-point unit of some 1.5 Mflops. The transputer is able to execute sets of processes which 
can communicate with other processes executing at the same time. It comes with its own special 
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language "Occam" to exploit its properties, for which other high-level compilers such as C and 
Fortran are available on Macintosh lis and IBM-PCs. One transputer executing its own Occam 
program can be seen as a single process communicating via its links with other transputers; the net 
effect is that to the user it appears as if a single processor is executing several such processes in 
parallel. It lends itself to the second level trigger application of ZEUS described in section 2 and 
shown in Figure 3. For this a general purpose two-transputer board, interfaced to VMEbus, has 
been developed [2]. Each transputer block consists of 1 to 4 Mbytes of DRAM memory and a logic 
unit to support the transputer's i/o. One transputer is normally dedicated to processing tasks, whilst 
the primary role of the second is to read and transport data. Each has access to a dual-ported SRAM 
(of size 128 Kbytes); one via its own direct private port, the second through the local bus only 
(Figure 15). VMEbus access to this memory is achieved through the local bus. Internal 
communication, between the two transputers, takes place via interrupts and data exchange through 
the dual-ported memory; this releases the four transputer links of each block to be dedicated to 
external communication only. 

6. Data acquisition software 
This section concentrates on the software aspects of both acquisition systems. An overview of 

the development systems used is given, together with highlighting some of the solutions to various 
associated problems that multiprocessor systems inherit. 

6.1. Development and operating systems 
Section 4.5 has already dealt with the solutions adopted for general supervision and 

coordination on the two acquisition systems. To some degree, the decisions made have to a large 
extent depended on operating systems and development environments. 

On ZEUS much of the software development for the Vax and microVax computers revolves 
around the familiar VMS system, with the standard high-level compilers and libraries that are 
available. The main acquisition computer, itself, is a Vax 8700 with 48 Mbytes of memory, 8 discs 
of 640 Mbytes storage, 2 tape units and 2 BI-bus modules providing 20 Mbytes/s i/o capacity. In 
addition, three general-purpose interfaces provide 24 RS232 serial lines, 3 ports for Wide Area 
Network (WAN) connections (DECNET) and 3 parallel ports for fast printer service. Many of the 
component computers are Vax-based, either microVaxII or Vax station 3500 with Q-bus. Several 
Macintosh lis will be used as general purpose graphics devices, interconnected via Ethernet to the 
Vax network. Connection to the VMEbus, from Vax, will be made by DMA channels linked to the 
Q-bus [24], with a possible 6.5 Mbytes/s transfer rate. VMEbus software is either developed using 
cross-compilers or, more often, by embedding operating systems, such as OS-9, on the CPU 
boards themselves. The latter has the advantage that there are many commercially available modules 
being delivered with OS-9 software drivers; many even regard it as a VME standard! However, as 
already pointed out in section 5, the ideal operating standard is yet to be clarified for VMEbus; the 
major manufacturers can supply one of several advanced real-time systems but none are fully 
inter-compatible. 
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With this in mind, HI embarked on a more Macintosh-intensive based system. Not that they are 
used exclusively; the calorimeter subsystem places much store on a microVax facility for its 
centralised control and monitoring. But for the rest of the experiment, most of the software is 
written on relatively low-cost Macintosh lis with commercially available development shells. 

The Macintosh II is based on the 68020/68030 processor range; ie the same as used on many 
basic VMEbus CPU boards. It is available with high-resolution 8-bit colour graphics, a floating 
point coprocessor, internal hard disc and floppy disc drives with Small Computer System Interface 
(SCSI) connectivity for external storage expansion; it can also be delivered with memory 
management and UNIX capability. The operating system is entirely rom-based, providing 
"toolbox" calls to enable program interfacing with its unique, graphics-based, user-interactive 
philosophy. One of the secrets of its success is that most developers have stuck to the guidelines in 
producing their programs [43]. As a result of this many users are immediately able to recognise 
basic functionalities when presented with new applications; on which the manufacturing world has 
readily capitalised. Your local dealer is now able to provide a full range of packages, from 
word-processing and publishing through to graphics design and engineering CAD/CAM, from 
database facilities to business management, from terminal emulators to networking, and (dare one 
forget!) from flight simulators to galactic war games. And all at an affordable (?) price. On HI, the 
main Macintosh applications will be the user interaction with subsystem control, data monitoring, 
system supervision, slow controls and test procedures. 

Software is developed on Macintosh lis, whether the application finally runs on a Macintosh 
processor or a VMEbus CPU, within the MPW (Macintosh Programmer's Workshop) shell [44]. 
This comes with C, Pascal, Fortran and a host of other high-level compilers, together with a 
proficient 68000 series Assembler, linker and debugger. Real Time Fortran 77 has also been 
integrated into this working environment [45]. RTF provides an ideal Fortran environment for the 
development of 68K code to run on VMEbus boards; explicit access to hardware registers and 
absolute addresses, generation of position-independent code and the flexibility of embedding 
Assembly instructions direct in the code are just a few of RTFs many useful extensions. On the 
subject of languages, one innovation should be mentioned. Normally one of the grievances many 
have about the Mac concerns the actual programming of the device and the masterly art of curbing 
its extensive toolbox in producing applications. HyperCard and HyperTalk [46] is an ambitious 
platform for enabling users to not only run their applications in an uncomplicated fashion, but also 
to develop them! In effect, it is a "human-language" with relatively simple, easy-to-undestand 
constructs, adding a refreshing dimension to the development of graphics orientated user-interfaces. 
In practice, it is to the latter and user-response times that it is well suited, and not (as it was never 
intended, anyway) for cpu-intensive programming. 

The open NuBus architecture permits Ethernet connectivity for communication with other 
computers on the DESY site, such as the IBM mainframe, microVax installations and Apollo 
workstations in addition to other Macintoshes. Currently, there are around 3 dozen Macintosh lis 
spread around the online development system of HI. The central acquisition Macintosh lis alone 
have a total disc capacity of around 2 Gigabytes, with further centralised storage of some 1.5 
Gigabytes provided for by Macintosh SE and microVax file servers over Ethernet. Needless to say, 
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a substantial amount of the documentation produced is written on these devices. 

6.2. Mapping the Macintosh into VMEbus 
One significant feature of the Macintosh II, for scientific applications, is its completely open 

architecture, originating on the IEEE PI 196 NuBus standard. As with the software, Apple have 
published necessary guidelines for hardware designers to ensure full integration with the rest of the 
system [47]; the result is that various peripheral cards exist for networking and adaptation to other 
bus systems. 

For interfacing Macintoshes to the VMEbus, HI are exploiting the MacVEE system mentioned 
in section 4.5 [25]. MacVEE had its origins whh the first Macintosh computers, which were of 
closed architecture prompting special internal modifications. With the advent of Macintosh II and 
NuBus, the MICRON (MacVEE Interface Card Resident On NuBus) was designed. The 
consequences for software programmers is that they can have memory mapped access directly into a 
maximum of 24 VMEbus crates (3 MICRONs each with access to 8 MacVEE crates) from one 
Macintosh II processor. A particular 24-bit VMEbus address can be programmed simply by 
switching address modes through system toolbox calls. A merged 32-bit address consisting of 
MICRON / NuBus slot number, MacVEE crate number and the A24 VME value, can then accessed 
from the cpu just as any other system address. No sophisticated protocol thereby needs to be 
initialised, as is the case for DMA-based interconnections. 

Within HI, Macintosh lis are currently used for both program development and user control of 
the VMEbus. The produced object code from the MPW environment can be run on a 68020 
Macintosh or a 68020 VMEbus board if it performs no peripheral-dependent i/o. To encompass the 
framework of VMEbus, HI have developed extra tools to run directly within the MPW shell [48]; 
as a result of this all forms of object and resource code files can be loaded into VMEbus memory 
and extra extensions provide for easy initialising, testing, searching and linking of VME systems 
and subcomponents. This is where the key benefit of using such an approach manifests itself: no 
formal operating system is required to run on the VMEbus CPU boards. A proficient 
debugger/monitor facility [49] enables all basic functions to be controlled from the Macintosh such 
as CPU start, stop, abort, cpu-block-move, etc, via external directives through the dual-ported 
mailbox memories. It is exactly this philosophy which is extended throughout the complete HI 
system; message communication is implemented by common memory blocks (either local mailbox 
or public VMEbus extended by the VMEtaxi crate interconnection). 

6.3. Readout supervision and event management 
Section 4 discussed the basic concepts of readout processing and event building. Event unit 

tasks were outlined in section 4.4, whilst system supervision was covered in section 4.5. For much 
of the global management and coordination the ZEUS system will be Vax-based. However the HI 
acquisition will be embedded more in the hardware constituents and their inherent layout within 
VMEbus. This section concentrates on how this is achieved by exploiting the role of the VMEtaxi 
module (section 5.4), which interconnects all the central subsystem crates. 

VMEtaxi modules are based on AMD taxi chip devices, but are controlled by 68020 
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microprocessors. For both local functionality and optical fibre control of remote modules, there are 
many hardware registers that must be managed, as witfi any other VMEbus board. However the 
on-board 68020 controller governs the whole sequence of operations and the manner in which they 
are carried out, as opposed to "passive" boards which are simply driven by external processors. On 
HI the software protocol was written to take advantage of this flexible approach and embed the 
functionality necessary for data acquisition and event management of the complete system. 

The VMEXI System Software Package, VMEXI_SSP [50], encompasses several layers of 
external control from basic firmware drivers through to a general data acquisition, event-building, 
environment which could run, in principle, at the heart of any multi-VMEbus system. Libraries are 
provided to ease interaction with all layers, resulting in capabilities ranging from full module testing 
and control through to basic buffer management in a multi-crate data acquisition system such as HI. 

One can visualise the complete package, entirely written in Assembler for optimisation, as built 
up of the following layers: 

1) Basic firmware drivers, for local VMEtaxi control. 
2) Communication protocol routines enabling remote control of VMEtaxis through the optical 

ring, ie DMA, remote status, remote reset, etc. 
3) Data acquisition protocol built on top of the preceding two lower layers, providing a 

complete front-end (subsystem) buffer management / event builder system. 
4) Standalone menu for direct user intervention, including system test functions. 
5) External processor control via "Inter-processor communication" protocols. These rely on 

simple command blocks, consisting of command identifier and parameters, being passed via 
shared VMEbus memory rather like conventional subroutine mechanisms pass arguments 
over the stack. 

6) User library enabling easy user-programming of system for linking to any 68000 series 
development system and language (C, Pascal, Fortran, Assembler, etc) and also for 
building up Macintosh HyperCard control applications via XCMD hooks. Note that in effect 
the XCMD hooks provide a seventh layer to the HyperCard user. 

The on-board VMEXI_SSP firmware embodies layers 1 through 5, whereas the user library 
exists as a separate object module, on the 6th layer, ready for linking into conventional 68K 
operating systems. The HI Event Coordinator (section 4.2) is effectively the master of the optical 
ring protocol and all subprocesses, such as the subsystem readout and event unit tasks, interface 
with the acquisition system through simple subroutine calls. In turn, the Event Coordinator can 
provide full status information to external monitors, such as the System Supervisor, again by using 
shared VMEbus (or VSB) memory blocks. 

6.4. Centralised and distributed control over networks 
The use and relevance of Local Area Networks was outlined in section 4.5. Each data 

monitoring and slow controls subsystem has its own dedicated computer control for expert 
intervention and monitoring; the LAN merely provides the channel for the passing of information, 
status bits, etc and general coordination of the experiment to and from the System Supervisor. To 
provide for specific communication mechanisms between all of the various Macintosh subsystems 
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Figure 16. Macintosh LAN communication with a dedicated subsystem monitor. 

Only the primary "dedicated" Macintosh has direct control over a particular subsystem. 
Secondary Macintosh controllers can only make "requests" to be executed at the discretion of the primary. 
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on HI, a dedicated LAN package is now being developed on top of EtherTalk to enable simple 
exchanges of information to be transmitted between various user programs, without burdening the 
programmer with heavy protocols [51]. Figure 16 outlines the concept of how unique-task operated 
systems ("primary Macs") can be controlled by external processors ("secondary controllers"), yet 
still ensuring no hardware subsystem is subjected to conflicting requests by several masters. 
Similarly on ZEUS, status information will be passed through to the central acquisition computer 
and be recorded periodically [52] using standard Vax protocols. 

6.5. Packages and libraries 
There has yet to be built a data acquisition system, for a large particle physics experiment, for 

which no special packages and libraries have had to be written. No matter how "standard" the 
choice of computer or bus system, there is never the full complement of packaged software 
pre-existing. For example, both collaborations have developed a wealth of VMEbus utilities and 
libraries (discussed earlier), in spite of the extensive use of VME elsewhere. Extensions have also 
been added to include CAMAC access, since during test phases use is sometimes made of such 
existing equipment prior to final system developments [53]. 

By employing Vax-based computers, ZEUS have been able to capitalise on several ingredients 
from other experiments. The management of full-event data, written by the main computer to disc 
from which several producers and consumers have shared access, is achieved using the CERN 
developed MODEL buffer manager. In addition, ORACLE (which also now runs on Macintoshes) 
will be used as the standard online database system; HI will store current constants locally, prior to 
permanent archival on the DESY IBM and access over Wide Area Networks. 

For event display, both groups plan to use the same display package on- and off-line. For 
two-dimensional graphics the GKS standard has been adopted all-round; for this HI have 
developed their own package to run on Macintosh lis which maintains full compatibility with offline 
libraries [54]. GKS-3D is currently planned for three-dimensional applications. 

There never seems to be a shortage of histogram packages. However, again, both groups have 
seen the need to develop further libraries, mainly to provide a protocol for passing plots from any 
subsystem to the System Supervisor [55,56]. As a result, histograms can be booked and filled 
according to a description list which can be altered by the supervisor task. Normally histograms are 
filled by dedicated tasks and reside in VMEbus memory (for example), awaiting plotting to be done 
by external graphics devices, such as Macintosh lis, by memory access (according to the protocol). 
Such a concept also serves to fulfill the longer term objective of passing information over Wide 
Area Networks for remote site monitoring. 

6.6. User interaction 
Run-time control and user interaction are always specific to the experiment involved. To aid in 

the final development of this interactive facility, ZEUS have written a set of configuration utilities 
which allow processes to respect the various run-time constraints [57]. Similarly, on HI, the 
VMEtaxi package, described in section 6.3, provides a library of routines for simple, external 
program access. This leads to a natural division of tasks and processes. The heavy work of 
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acquisition processing and monitoring is concentrated on the VMEbus microprocessors, together 
with the mass of associated software. This leaves devices, such as the Macintosh II, with the sole 
responsibility of user-interface, together with the greatly reduced amount of software that needs to 
be written. One can even take advantage of readily available graphical programming aids such as 
HyperCard and, more recently, the enhanced capabilities of SuperCard [58], which would both be 
hopelessly inadequate without this partition of tasks between micros. HyperCard and SuperCard 
can be interfaced to VMEbus by writing command and function resources (XCMDs and XFCNs) 
written in Assembler or a compiled language such as C. Within HI, such XCMDs (about 5% of the 
total software) currently provide the essential coupling between the mass of complexity running 
within VMEbus (85% of the software) to the relatively straightforward world of HyperTalk (the 
remaining 10% of software) and the user-operator. 

In this connection another graphics aid is that of LabVIEW [59]. This is a software construction 
environment which combines dataflow concepts with traditional program-control structures. What's 
more it embodies an instruction set composed of graphical elements. Programming in LabVIEW 
involves building blocks of functions called "virtual instruments" by arrangement of these graphical 
elements, which in turn can drive various peripheral attachments. Plug-in boards allow 
interconnection to IEEE-488, RS-232, RS-422, VXI and CAMAC. Within the HI experiment, 
Lab VIEW is currently being exploited in certain areas of slow control monitoring [60]. 

7. Conclusion 
The HERA experiments serve as good illustrations of the trend of modern particle physics 

projects to produce larger volumes of data within shorter time periods. To reflect this, both 
acquisition systems maintain a high degree of parallelism throughout their readout chains, utilising 
large arrays of the latest generation of microprocessors and digital processors. 

Commercial bus systems play an ever-increasing role in unifying the different processing 
elements, with standards being chosen to emphasise the need for flexibility, modularity and 
upgradability during the next decade as more advanced technologies evolve. Local buses are further 
exploited to increase system performance and maximise the flow of data over global buses. 

Programming, monitoring and control is further distributed amongst the latest available 
workstations and personal-computers, with their powerful graphics-orientated programming aids to 
ease user integration into such complex operating environments. 

Both systems should be ready for first commissioning sometime next summer, prior to the first 
proton beams in HERA. The central part of the HI acquisition system is already installed into the 
control room and first integration with the front-end subsystems is due to commence soon. 
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TRACK AND VERTEX FITTING 
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Abstract 
A brief introduction into track and vertex fitting is given, including treatment 
of outliers and detection of secondary vertices. Emphasis is put on the Kalman 
Filter as a recursive variant of classical least-squares estimators. 

1 Introduction 
Track and vertex fitting is an important part of the data analysis in an experiment of high 
energy physics. In the track fit the information contained in the measurements of tracking 
detectors is extracted and compressed by the application of statistical methods. The result 
of the track fit consists of one or several vectors of track parameters which contain the 
position, the direction, and the curvature of the track at certain reference surfaces. In the 
vertex fit the track parameters are considered as virtual measurements. They are. used to 
estimate the position of the interaction vertex and the momentum vectors of the particles 
at the interaction vertex. 

Track fit and vertex fit are the last steps of a long analysis chain which generally com
prises the following tasks: on-line selection of the data (multi-level triggering), calibration 
of the raw data, pattern recognition in all detector components, and global track search. 
An efficient and reliable track search algorithm is of particular importance to the overall 
performance of the charged track reconstruction, because a track not found by the track 
search cannot be fitted by the track fit and is irretrievably lost. The track fit also has 
to decide whether a track candidate offered by the track search corresponds to a real 
physical track or not. Similarly, the vertex fit has to decide whether a track does indeed 
originate at the primary interaction vertex, or whether it is more likely to be produced 
in a secondary interaction or decay. These decisions are taken by means of statistical test 
variables. 

In these notes we shall concentrate on least-squares estimators, in particular on recur
sive formulations which are equivalent to the Kalman Filter, a well-known algorithm of 
system theory. The Kalman Filter, in connection with a smoothing algorithm, is distin
guished by the following properties: 

• In the track fit optimal estimates of the track parameters can be computed any
where along the track. This allows optimal extrapolation and interpolation in other 
detectors. 

• The information from all measurements can be used locally to spot outlying mea
surements or to resolve ambiguous measurements. 

• The computing time of the vertex fit is proportional to the number of tracks involved. 
Thus also vertices with high multiplicities can be fully reconstructed. 

• Tracks can easily be added to or removed from a vertex. Therefore secondary vertices 
can be looked for without running into combinatorial difficulties. 
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Necessarily only the basic ideas can be set forth in these notes. A more detailed intro
duction is contained in [1]. A comprehensive review of current methods and an extensive 
bibliography is given in [2]. 

2 Track Fitting 

2.1 Concepts 
Track reconstruction serves a twofold purpose: First, the parameters describing the track 
geometrically, i.e. position, direction, and curvature, are estimated by a procedure which 
should be optimal in the statistical sense; this is called track fit. Secondly, the decisions of 
the preceding steps of the analysis, in particular of the track search, have to be confirmed 
or rejected, and eventual ambiguities have to be resolved. This requires statistical test 
variables which describe the quality of the track candidate. In addition to the estimated 
track parameters their covariance matrix should be available, so that the estimate can be 
fed into the next step of analysis, the vertex fit, with the proper weight. 

In any discussion of track fitting one should distinguish clearly between the 'ingredi
ents'1 and the 'recipe' (Fig. 1). The ingredients of the track fit are the following: 

• A track candidate m found by the track search. It usually consists of a collection 
of measured coordinates or space points. Some of these may still be ambiguous. 

• The track model, i.e. a mathematical model of the trajectory of the particle. It is the 
set of all solutions of the equation of motion which describes the path of a charged 
particle in a magnetic field (see Section 2.2). A track in vacuum is represented by a 
vector of five initial values of the equation of motion on a reference surface. These 
are called track parameters. 

• The measurement errors, i.e. the variances (and covariances) of the coordinates in 
the track candidate. They can be determined from theoretical considerations, from 
simulation studies, from measurements taken in a calibration experiment, or from 
the tracks recorded in the experiment provided that they have a sufficient number 
of redundant measurements (see Section 2.3). 

• A statistical model of the random processes which disturb the trajectory when the 
particle traverses material. The main contribution comes from multiple Coulomb 
scattering. The statistical model of multiple scattering is provided by the theory 
(see Section 2.3). For heavy energetic particles the energy loss can be described 
with sufficient accuracy by a deterministic term in the track model. 

It will be assumed that all ingredients depend only weakly on the track parameters. If 
the track fit amounts to a large correction of the track parameters it may be necessary to 
go back and recompute some of the ingredients, e.g. the errors of the measured coordinates 
or the amount of multiple scattering. It also happens that the track fit is unsuccessful 
and that the track candidate has to be broken up again. The coordinates then have to be 
passed back to the track search. 

The recipe, on the other hand, is a method of computing the estimate, its covariance 
matrix, and suitable test statistics, given all the ingredients (see Section 2.4). In these 
notes, we shall concentrate on the least-squares estimation of the track parameters. If the 
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Figure 1: Ingredients and recipe of the track fit 

track parameters can be chosen such that the track model can be approximated by a linear 
function in the neighbourhood of the measurement vector m , and if the covariance matrix 
of the errors depends only weakly on the track parameters, the least-squares method has 
important optimal properties: The estimate is unbiased and has minimum variance among 
all unbiased linear estimators. If the errors follow a normal distribution the least-squares 
estimate is the optimal estimate, because in this case no non-linear estimate can do better. 
In addition, the method is simple, easy to understand and to code, and well-known to 
most experimentalists. 

2.2 The Track Model 

The trajectory of a charged particle in a (static) magnetic field is determined by the 

following equation of motion: 

d2x/ds2 = {kq/p) • dx/ds <g> B(x(s)), 

219 



with: 

s . . . path length, 
k ... constant of proportionality, 
q ... charge of the particle (signed), 
p... absolute value of the momentum of the particle, 
B(x)... static magnetic field. 

A track in vacuum is represented by five initial values p on a fixed reference surface, 
the so-called track parameters: two spatial coordinates, two direction angles (or cosines 
or tangents), and the curvature (or 1/p with the proper sign). 

If the measurement errors and the interaction of the particle with matter are neglected, 
the measurement vector m i s a function of the initial values p: 

m = f(p). 

The function / is called the track model. It is obtained by solving the equation of motion. 
The track model is uniquely determined by the magnetic field, by the arrangement of 
the tracking detectors, and by the choice of the track parameters. For the purpose of the 
least-squares estimation of p also the derivatives of the track model are required, i.e. the 
partial derivatives of the function / with respect to p. 

The last equation can also be viewed from a different angle. If m is considered as a 
point in n-dimensional space the function / defines implicitely a 5-dimensional manifold, 
the so-called constraint surface. The constraint surface consists of all points corresponding 
to an exact solution of the equation of motion. 

In the case of no magnetic field the trajectory is a straight line and the track model is 
a linear function. In this trivial case there are only four initial values, as the momentum 
cannot be determined. The constraint surface is a 4-dimensional hyperplane. 

In the case of a homogeneous magnetic field (B — const) the trajectory is a helix 
the axis of which is parallel to B. The intersection of the helix with plane or cylindrical 
detectors can be computed analytically, and hence also the derivatives with respect to the 
initial values. 

In the presence of an inhomogeneous magnetic field the equation of motion has to be 
solved by numerical methods. This is also called track following. We shall mention just 
two of the most important methods of track following. 

N u m e r i c a l I n t e g r a t i o n . There is a wide choice of numerical algorithms for the 
approximate integration of the equation of motion which is a second-order differential 
equation. One of the most frequently used is a fourth-order Runge-Kutta method, also 
called Nystrôm algorithm [3]. For fixed momentum the equation of motion can be rewritten 
in the following form: 

u" = g(u', B(u)) = h(u\ u) , 

where either u = x and the prime denotes derivation with respect to the path length s, 
or u = (x,y)T and the prime denotes derivation with respect to z. For a given step size 
ft, a tracking step is computed according to the following formulas: 

u n + 1 =un + hun' + (ft2/6)(fci + k2 + k3) + 0{h5), 
un+i' = t i n ' + (/i/6)(fci + 2k2 + 2fc3 + fc4) + 0(h4), 
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with: 

ki = h(un',un), 
k2 = h(un' + (h/2)kuun + (h/2)un' + (/>2/8)fci), 
fc3 = h(un' + (h/2)k2, un + (h/2)un' + (A 2/8)fci), 
k4 = h(un' + hk3,un + hun' + (h2/2)k3). 

The magnetic field has to be evaluated in three different points for each step. 
The derivatives of the track model are usually computed by numerical differentiation: 

dfi _fi(p0 + AkP)-fi(p0) 
— - , « — ! , . . . , « , «, — 1, . . . , J , 

Opk &Pk 

where A^p is a vector with all components being equal to zero with the exception of 
component k which is equal to Apk- Consequently, the equation of motion has to be 
solved not once but six times, for one 'zero trajectory' and five variations. 

Parametrizat ion of the track model . Depending on the step size and on the 
numerical representation of the magnetic field, Runge-Kutta tracking may consume quite 
a lot of computing time. Therefore it is sometimes better to approximate the function 
/ by an analytic function, for example multidimensional polynomials or trigonometric 
polynomials. This is also known as a 'parametrization' of / . If / is to be parametrized 
a training sample of tracks is generated and / is computed for all tracks in the training 
sample, e.g. by numerical integration of the equation of motion. From the values of / the 
coefficients of the approximating function can be computed. Of course one has to take 
care that the training sample covers all values of the track parameters p which are likely 
to arise during the analysis of real tracks. It is also advisable to check the quality of the 
approximation with an independent test sample of tracks. If no satisfactory approximation 
can be found it may help to divide the phase space into several cells. 

2.3 Random Effects 
The track model describes the dependence of the measurements on the initial values in 
the ideal case of no measurement errors and no interaction of the particle with matter. 
In real life both effects have to be taken into account. Being random effects, they are 
described in terms of probability theory. 

2.3.1 Measurement Errors 

The difference between the true value of a measured physical or geometric quantity and 
the value recorded by the detector is called the measurement error. Measurement errors 
are considered as random variables. Measurement errors arising in different detectors are 
stochastically independent, except for rare cases, in which two detectors are so close to 
each other that correlations can be observed. 

Generally speaking, the distribution of the measurement error can be described by a 
conditional probability density function (p.d.f.), the so-called resolution function: 

9k = 9k{tk\Ck,true) = 9k(Ck - Cfc,true|Cfc,true), 
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with: 

c f c . . . vector of quantities measured by detector fc, 

.true • • • true values of c f c , 
€k ... vector of measurement errors of detector k. 

This includes the possibility that the distribution of the measurement error depends on the 
impact point of the track in the detector. An eventual dependence should be sufficiently 
smooth, so that the measurement itself or an approximate impact point obtained from 
the track search can be substituted for the true value without ill effects. 

Fortunately, for many tracking detectors in use today gk can be approximated very 
well by a normal probability density function. As a normal p.d.f. is uniquely determined 
by mean vector and covariance matrix, the problem of finding gk is reduced in practice 
to the problem of estimating the mean and the covariance matrix of the measurement 
error ek- For very simple detectors this can be done by theoretical considerations. In all 
other cases mean and covariance matrix have to be estimated from real data. Frequently 
a calibration experiment is carried out in which the detector is exposed to a particle 
beam. Once a sufficient number of tracks has been recorded, standard techniques for the 
estimation of location and variance components can be applied [4]. 

2.3.2 R a n d o m Perturbat ions of the Trajectory 

The main source of random perturbations of a charged track is multiple Coulomb scat
tering (m.s.), i.e. elastic scattering of the particle off the electrons or nuclei of matter. If 
a particle traverses a layer of material it suffers a random deflection and a random offset, 
with the exception of very thin layers for which the offset is negligible. Let us consider 
an homogeneous scatterer which starts at z = z0. The particle entering the scatterer is 
parallel to the z-axis (Fig. 2). If the deflection angle and the offset are projected on two 
perpendicular planes, the common distribution of the projected angle 6 and the projected 
offset 7 at z = zj can be approximated by the following normal p.d.f. [1]: 

(zi - zo)3 ) \ ' 

where 6Q is the mean squared deflection angle per unit length, and 0Q /2 is the variance 
per unit length of the projected deflection angle. In other words: 

S{9) = 0, £ ( 7 ) = 0, 

v a r ( 0 ) = " y ( 2 i - *o), var(7) = ^ jj , cov(0 , 7 ) = — . 

The variance #o 2 /2 depends on the mass and the momentum of the particle, and on the 
kind of material traversed: 

flo2 _ k m2 + p2 

2 ~ Lr p 4 ' 
with: 

m . . . mass in GeV, 
p... momentum in GeV, 
LT... radiation length of the material, 
k ... constant of proportionality, k K, (0.015GeV) 2 x unit length. 

V(7i0;*i) = 
1-K\I(Z, - ZnV0n2/24 

exp 
4 

ft? 
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ZQ Z\ Zï 

Figure 2: Effect of multiple scattering on a track 

In the normal approximation there are no correlations between angles and offsets in dif
ferent projections if the projections are orthogonal. 

We now consider the deflection angle 0; and the offset 7,- at two positions Z\ < z2 

inside the scatterer. For small scattering angles we have: 

02 = 0i + 0[ZuZ2], 

72 = 7i + (z2 ~ Z1W1 + 7[*i,*2]» 

where 0[zlyZ2] and 7[ Z 1 ) Z 2 ] are the deflection angle and the offset caused by m.s. between Z\ 
and z 2 , respectively. As a consequence, 0\ and 92 as well as 71 and 72 are correlated: 

6 2 

cov(0!,0 2) = var(0i) = -ir{z\ - zo), 

cov(7i,7 2 ) = var(7i) + (z2 - zx) • cov(é' 1 ,7 1) 
6o2 {Z\ - Z0f (Z2 - Z-i)(z! - Zof 

+ 

2.4 Estimation of Track Parameters 

We now are in a position to show how the track parameters can be estimated from a 
measurement vector. Two types of least-squares estimators will be discussed. The first 
type, called a global estimator, yields an optimal estimate of the track parameters at a 
fixed reference surface. Multiple scattering is taken into account globally, requiring the 
inversion of a large non-diagonal covariance matrix. The second type, the Kalman Filter, 
is a recursive estimator which yields optimal estimates of the track parameters everywhere 
along the track. Multiple scattering is treated locally, so that only small matrices have to 
be inverted. 
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2.4.1 Global Least-Squares Est imat ion 

We have seen that the deviation of the measurement vector m from the exact track model 
is due to two effects: measurement errors of the detectors and multiple scattering. This 
observation can be translated into statistical language by saying that m i s a sample of a 
random vector c of the following form: 

C = / ( P t r u e ) + e , 

e = 7 + 6, 
cov(e) = V, cov(7) = V^,, cov{6) = V d e t , V = Vm+ V d e t . 

It is assumed that c is corrected for a possible bias and that £(e) = 0. The covariance 
matrix V^et is a block-diagonal matrix with one block per detector. The covariance matrix 
of multiple scattering, V,™, is in general non-diagonal. It is computed by integrating the 
effects of multiple scattering on the quantities measured by the detector [5]: 

nùn(sk,st) 

cov(7fc,7/) = 

where &\(s) and #2(5) are two orthogonal and uncorrelated projected scattering angles. The 
function g(s) includes the proper radiation length and may also incorporate energy loss. 
If multiple scattering is concentrated in discrete layers, the above integral is transformed 
into a sum: 

cov(7 l l 7,)= £ ft^__ + _ _ j , 

w h e r e ^i ) t-,l?2,t a r e two orthogonal projected scattering angles in layer i, and gi is the 
variance of the projected scattering angle in layer i. gi is proportional to the length of 
material crossed and therefore dependent on the direction of the particle. 

Because of multiple scattering and measurements errors the measurement vector m 
does not lie on the constraint surface, but at some distance from it. The track fit can be 
regarded as a projection of m onto the constraint surface: 

m 1—> c = f(p). 

The value p is the estimate of the track parameters (Fig. 3). The projection is chosen 
such that the resulting estimate has the smallest possible variance. This is accomplished 
by the application of the least-squares principle which requires that the track parameters 
p are estimated by minimizing the following objective function: 

Q(p) = [m-f(p)}TG[m-f(p)l 

where m is the measurement vector, / is the track model, and G is a positive definite 
weight matrix. The estimate with the smallest variance is obtained by choosing 

G " 1 = cov(e) = V d e t + Vms = V. 

The derivative of Q with respect to p is given by 

dQ/dp = -2[m - / ( p ) ] T G A , A = df/dp. 
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m = f(ptrue) + 6 = measured track > ^ 

track fit\ ^ S s « v _ ^ x x ^ 
^| ^ c = /(ptrue) = ideal track 

^^^"^ c = / ( p ) = fitted track 
constraint surface ^ , 

Cl 

Figure 3: The track fit as a projection on the constraint surface 

In order to find a zero of dQ/dp, we apply Newton's method and obtain the following 
recursion: 

p , = Pi_x + {ATGA - (d'f/dp^G [m - / ( p , . ! ) ] } " 1 ATG [m - / ( p , ^ ) ] . 

The derivative matrix A and the tensor of second derivatives are evaluated at p , _ j . This 
procedure is equivalent to fitting a parabola to Q(p) at pi_1 and computing the vertex of 
the parabola. 

If the track model is not known explicitly the calculation of the tensor of second 
derivatives is very time consuming. In this case the term containing it is neglected. The 
resulting formula is the same as the one which is obtained by approximating / by a linear 
function: 

pt = p,_x + ( A T G A ) ~ l ATG [m - / ( p , ^ ) ] . 

Practice shows that rarely more than three iterations are required to approach the min
imum of Q sufficiently closely. The covariance matrix of the final estimate p is given 
by: 

cov(p) = {ATGA)-\ 

The value of Q at the minimum, called the chi-square of the fit, is an important test 
statistic. In the linear case with normal noise it is exactly ^ -d is t r ibu ted with n — m 
degrees of freedom, where n is the number of linearly independent measurements, and 
m is the number of estimated parameters. Its importance as a test statistic is based on 
the fact that it tells us whether the hypothesis that the measurement vector m does 
indeed correspond to a single track should be rejected or accepted. If multiple scattering 
is well understood, and if the detector errors are properly tuned, the distribution of the 
chi-square of the fit is in fact ^-d is t r ibuted to a very good approximation. As almost 
any kind of background has a tendency towards larger values of chi-square a cut on it 
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is a simple way of detecting mistakes made by the track search. The losses caused by a 
chi-square cut can be computed according to the formula 

oo 

a = jgk{x)dx = 1 - G*(xc), 
X? 

where \l l s the cut, Gk(x) is the cumulative distribution function of a x2-distribution 
with k degress of freedom, and a is the fraction of good tracks lost by the cut. In the 
linear case with normal noise the chi-square of the fit has the nice property that it is 
stochastically independent of the estimated track parameters, so that a x 2 -cut does not 
introduce a bias into the accepted portion of the sample which is therefore representative. 

The components of the measurement vector m can be checked individually by means 
of the following test statistics: 

ri = [mi - fi{p)]/<ri, 

^ = J [V - A(ATGA)-lAT].. . 

These quantities, called normalized residuals or pulls, should be distributed according to 
a standard normal with mean 0 and variance 1. 

2.4.2 T h e Kalman Filter and the Smoother 

With the global method presented in the preceding subsection the track parameters are 
estimated in a single point on the reference surface. In the presence of multiple scattering 
the trajectory is not an exact solution of the equation of motion, and consequently the 
actual physical track may stray quite far from the 'ideal track', i.e. from the extrapolation 
of the estimated parameters. There are, however, situations where precise extrapolations 
and interpolations of the track are required, e.g. for the linking of track segments or 
for predictions into other detectors. We present now an algorithm which permits the 
computation of optimal estimates of the track parameters anywhere along the track. It 
has the additional advantage that the inversion of the large global covariance matrix of 
multiple scattering is avoided [6, 7]. 

The algorithm, the so-called Kalman Filter, originates in system theory and is a means 
of analyzing a discrete linear dynamic system. The theory of the Kalman Filter is described 
in many textbooks (e.g. [8]) and only a short review will be given here. 

A discrete dynamic system is in each point tk of (discrete) time characterized by a 
state vector xk. The evolution of the state vector in time is described by a time dependent 
transformation, the system equation: 

xk = fk(xk-i) + "wk, 

where fk is a deterministic function and wk is a random perturbation of the system, 
the process noise. In most cases the state vector is not observed directly. In general the 
observable is a function of the state vector, corrupted by measurement noise: 

mk = hk(xk) + efc, 

where mk is the vector of observations at time tk. It will be assumed in the following 
that all wk and e* are independent random vectors having mean 0 and a finite covariance 
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matrix. In the simplest case both fk and hk are linear functions for all k: 

fk{xk-\) = FkXk-i + ak, 
hk(xk) = Hkxk + bk. 

In the following all constants ak and 6*. are assumed to be 0, without loss of generality. 
There are three types of operations to be performed in the analysis of a dynamic 

system: 

• Filtering is the estimation of the 'present' state vector, based upon all 'past ' mea
surements. 

• Prediction is the estimation of the state vector at a 'future' time, based upon the 
'present' estimate. 

• Smoothing is the estimation of the state vector at some time in the 'past ' , based 
upon all measurements taken up to the 'present' time. 

The Kalman Filter is the optimum solution of these three problems in the sense that 
it minimizes the mean square estimation error, i.e. it is a least-squares estimator. If the 
system is linear and if all wk and e^ are normal random vectors the Kalman Filter is 
efficient, i.e. no non-linear filter can do better. In other cases it is simply the optimal 
linear filter. 

The basic idea of the Kalman Filter is very simple. If there is an estimate of the 
state vector at time tk-i, it is extrapolated to time tk by means of the system equation. 
The estimate at time tk is then computed as the weighted mean of the predicted state 
vector and of the measurement at time tk, according to the measurement equation. The 
information contained in this estimate can be passed back to all previous estimates by 
means of a second filter running backwards or by the smoother. 

Prediction, filtering and smoothing in a linear dynamic system proceed according to 
the following formulas: 
System equation: 

xk = FkXk-i + wk, k = l,...,n, 
S(wk) = 0, cov(wk) = Qk, k = 1 , . . . , n. 

Measurement Equation: 

mk = Hkxk + ek, k = 1 , . . . ,n , 

£(ek) = 0, cov(efc) = Vk = G f c

_ 1 , k = l , . . . , n , 

with: 

xk ... true value of the state vector at time tk, 

xk ... estimate of xk using measurements up to time tj 
(j < k: prediction, j = k: filtered estimate, j > k: smoothed estimate, xk = xk), 
C{ = cov(xi -xk), 
rk = m k - Hkxk, 
Ri = cov(r i) . 
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Prediction equations: 
*fc—l f ~ 
** = * k&k-u 
C*T = FkCk-iFk + Qk, 
rl'1 = mk-Hkxk

k-\ 
R t 1 = Vk + HkCk

k-'Hk

T. 

Filter equations: 

xk = x t 1 + Kk(mk - Hkxk

k-') = C fcKC*- 1 ) - 1 **" 1 + Hk

TGkmk], 
Kk = Ck

k~lHk

T{Vk + HkCk

k-xHk

TYl = CkHk

TGk, 
Ck = (I- KkHk)Ck

k-' = [ ( C ^ - 1 ) - 1 + Hk

TGkHk]~\ 
rk = m k - Hkxk = ( J - HkKk)rk

k-\ 
Rk = {I — HkKk)Vk = Vk — HkCkHk , 

xljr = rk

TRk-xvk = rk

TGkrk + (xk - i t ~ 1 ) r ( C t - 1 ) - 1 ( i , - i * " 1 ) , 

Xfc = X*-i + xl,F-

Smoother equations: 

xk

i = xk + Ak{xn

k+l - xk

k+1), 
Ak = CkFk+i ( C f c + 1 ) , 
CI =Ck + Ak{Cl+1 - Ck+1)Ak , 
rn

k = m k - Hkxn

k, 
Rl = Rk — HkAk(C^+1 — Ck+l)Ak Hk — Vk — HkCn

kHk . 

In order to apply the Kalman Filter to track fitting the trajectory in space has to be 
interpreted as a dynamic system. This can be done quite naturally by identifying the state 
vector of the dynamic system with the vector x of track parameters which describe the 
trajectory uniquely at any given surface. For the purpose of track fitting it is sufficient 
to consider the state vector in a discrete set of points, namely in the intersection points 
of the trajectory with those surfaces where either a measurement is available or where an 
estimate of the state vector is required. 

If the state vector, i.e. the vector of track parameters, is known on surface k — 1, the 
trajectory can be extrapolated to surface k by means of the track model discussed in 
Section 2.2. In the presence of multiple scattering the extrapolated trajectory is different 
from the physical track; thus multiple scattering takes the role of the process noise in the 
dynamical system. Due to the non-linear nature of the track model the system equation 
generally will be non-linear: 

&k = fk(xk-i) + Wk, fc = l , . . . , n . 

fk is the track propagator from surface k — 1 to surface k. It is computed along the lines 
presented in Section 2.2. The random vector wk describes the random deviation of the 
actual from the extrapolated track due to multiple scattering between surface k — 1 and 
k. It is in good approximation normally distributed and satisfies: 

£{wk) - 0, cov(tujt) = Qk, k = l , . . . , n . 

Qk is computed as indicated in Section 2.3, by integration or summation of the scattering 
which takes place between surfaces k — 1 and k. 

228 



The fact that the system equation is non-linear requires only a slight modification of 
the prediction equation: 

Fk=dfjdx{xk.,). 

The filter and the smoother equations are not affected. 
The measurement equation can in principle be always made linear by a suitable choice 

of the state vector. It is, however, more important that the track propagator fk is linear 
or nearly linear, so that non-linear measurement equations are to be expected. In this 
case the function hk is expanded into a linear function, and the filter equations now read: 

xk = x\-x + Kk[mk - hkfâ-1)], 

Hk = dhkldx{xk

k-
1). 

If necessary, the filter equation can be iterated by re-expanding hk at the updated state 
vector. 

In order to get the filter going an initial value x0 with its covariance matrix C 0 is 
required, except in the case that X\ can be determined from m\ alone. In all other cases 
Xo is a rough estimate of the track parameters as it is usually supplied by the track search. 
In order not to bias the filter it should be given zero weight. 

In specific cases it may occur that the state vector is only poorly defined by the first 
few measurements and the extrapolation may go astray, although the track is well defined 
by the subsequent measurements. In extreme cases the extrapolated track may even fail 
to intersect with the next detector surface. These problems are due to the fact that in a 
non-linear track model the prediction is biased. In such a case the following trick should 
be applied: Instead of the state vector itself, the difference between the state vector and 
a fixed reference track is filtered and smoothed. If the reference track is close to the 
real track, the bias of the prediction is much reduced in this way. The reference track is 
either supplied by the track search or computed from measurements defining the track 
sufficiently well. 

The principal features of track fitting with the Kalman Filter shall now be demon
strated on a simple example: the fit of a straight line in two dimensions (Fig. 4). The 
ar-position of the line is measured with variance er2 at n planes z = Z\,..., z — zn. The 
state vector at plane i consists of the position X{ and the slope £; — dx/dz(z{): 

- ( : ) • 

Let us assume that there is an estimate xk_x at z = zk-\ with its covariance matrix Ck-\-
Then the filter proceeds as follows. First, xk_x is extrapolated to z = zk: 

xk

k~
x = Fkxk-U 

( 1 Z k - Zfc_i \ 

Also, Cfc_i is propagated: 

C k — \ |7i j~t r i T 

k — r j tCfc-i-r k • 
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*2 

Figure 4: Fit of a straight line in two dimensions 

Then a new estimate in plane k is computed as the weighted mean of the prediction x^-1 

and the measurement mk: 

xk = CkKCt1)-1^-1 + Hk

Tmk/a\ 
C f c = [ ( C j r t - 1 + H / H f c / < 7 2 ] - \ 
Hk = (1 0), 
a2 = var(rrifc). 

The filter starts at z = z\ with the following state vector: 

m.i - 2 0 
0 M 

where t\ is an approximate track direction and M is a large number. A step of the filter 
yields the following estimate if terms containing 1/M are neglected: 

x2 = m2 

n i 2 - m i 
A 

1 1/A 
1/A 2 / A 2 , A = z 2 - z 1 . 

This result is rather obvious: The estimated position is equal to the measured position, 
and the slope is determined by the first two measurement. If M is sufficiently large the 
intial value t\ drops out of the estimate at z = z2-

2.4.3 Detec t ion of Outliers 

Up to this point it has been assumed that the track candidate produced by the track 
search is perfect. In real life, however, one must expect that some track candidates contain 
outliers, i.e. measurements picked up from other tracks or noise signals. The Kalman 
Filter in combination with the smoother provides a powerful tool for checking whether a 
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measurement is compatible with the track or not: the chi-square of the smoothed residual. 
It is defined by: 

Xk,s = rk KHk) rk-

We recall that 

r f c = mk - JtikXk, 

BJl = Vk — HkC
n

kHk . 

If there are no outliers, \\ts
 l s — m the linear case with normal noise — x 2~distributed with 

mk = dim(mfc) degrees of freedom. It can be interpreted geometrically as the (weighted) 
squared distance of the measurement from the estimated track position. If it exceeds 
a certain bound the measurement is considered as an outlier. It is worth noting that 
££ contains the information from all measurements. Hence x\ s i S a m o r e powerful test 
statistic than the chi-square of the filter step, xl,F- Of course, xl s c a n be used equally 
well for deciding which of two ambiguous measurements is to be preferred. 

3 Vertex Fitting 

3.1 Concepts 

The purpose of the vertex fit is like that of the track fit twofold: First, the precision of the 
track parameters can be improved by the constraint that all tracks originate at a common 
vertex; secondly, by looking for tracks which apparently do not come from the common 
vertex it is possible to detect secondary decay vertices of short-lived invisible particles. 

Due to the high multiplicities produced in high energy collisions the computing time 
of the algorithm employed for vertex fitting must not rise faster than linearly with the 
number of tracks. Again, the Kalman Filter can be adapted to provide such an algorithm. 
In the vertex fit the estimated track parameters produced by the track fit are considered 
as virtual measurements. The track parameters of different tracks can be considered as 
stochastically independent random vectors. The parameters to be estimated are the posi
tion of the vertex in space and the momentum vectors of all tracks at the common vertex 
(Fig. 5). 

3.2 Estimation of Vertex Parameters 

If the vertex is considered as a dynamic system its initial state is given by the prior 
information on the vertex position, x0 and C 0 = cov(œ 0)- xo may be a very crude estimate 
and Co accordingly very large. Now one track after the other is added to the vertex. In 
each step of the filter the vertex position is updated, and the state vector is augmented 
by the 3-momentum vector qk of the track at the vertex. Thus after k steps the estimated 
state vector consists of (xk, Q\, • • •, <jk)- The corresponding covariance matrices are: 

Ck = cov( i f c ) , 

Di = cov(g,), i = l,...,k, 

Ei = cov(g,-,i t-), x' = l , . . . ,* ; . 

Since there is no process noise the system equation is particularly simple: 

Xk = «fc- l -
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reference surface 

Figure 5: Measurements and parameters of the vertex fit 

The measurement equation contains the track model and is always non-linear: 

pk = hk{xk, qk) + cjfe, cov(ejt) = cov(pk) = Vk = Gk~l. 

The estimated track parameters pk are stochastically independent. As usual, the function 
hk is expanded into a linear function at some point (xki0,qkfi): 

Pkixk,Qk) ~ hk{xkfl,qk,o) + Ak{xk - xkfi) + Bk{qk - qkfl) = ckfi + Akxk + Bkqk, 

with: 

Ak = dpk/dxk(xkfi,qkfi), 
Bk = dpk/dqk(xki0,qkfi), 
ck,o = hk(xkfi,qkQ) - AkxkJQ - Bkqk0. 

xkio is conviently taken equal to xk-i, and qk0 is computed by tracking back from the 
estimated track parameters pk towards the approximate vertex position x k 0 . Since there 
is no prior information on qk a zero weight matrix is assigned to the 'predicted' vector 
qk~l, and the prediction equations look as follows: 

xk

k-1 = i f c _ ! , 
C k—1 s~i 

k ~^k-\-
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The filter equations, written as a weighted mean, look like this: 

( xk \ = ( Ck Ek

T \ ( C f c . r 1 * * - ! + Ak

TGk{Pk - ckfl) \ 
\ qk ) \ E k Dk j \ Bk

TGk(pk - ckfi) ) ' 

(Ck Ek

T\ = ( Ck_x~
x + Ak

TGkAk Ak

TGkBk \ _ 1 

V Ek Dk J \ Bk GkAk Bk GkBk J 

After some matrix algebra one obtains the following results: 

Xk = Ck{Ck-i~
lxk-i + Ak

TGk

B(pk — Cfc)0)], 

qk = WkBk

TGk(pk - ckfl - Akxk), 

Cfc = (Cfc- i - + Ak Gk Ak)~ , 

Dk = Wk + WkBk

TGkAkCkAk

TGkBkWk, 

Ek = -WkBk

TGkAkCk, 

with: 

Wk = (Bk

TGkBk)-\ 

Gk = Gk — GkBkWkBk Gfc, 

Ck = cov( i f c ) , Dk = cov(qk), Ek = cov(qk,xk). 

The chi-square of the filter step has two degrees of freedom. It is given by: 

XÏ,F = (Pk ~ c t ,o - Akxk - Bkqk)
TGk{pk - ckfl - Akxk - Bkqk) + 

(xk - i f c _ i ) r C f c _ 1

_ 1 ( œ f c - xk-i). 

The total chi-square of the fit is equal to the sum of the chi-squares of all filter steps: 

Xl = Xfc-i + xl,F-

If necessary, the function hk can be re-expanded in the new point (xk, qk), and the filter 
can be recomputed, until there is no significant change of the estimate. 

As there is no process noise the smoother is very simple. All momentum vectors and 
all covariance matrices are recomputed with the final estimate of the vertex position: 

* n * 
Xk — Xn, 

qn

k = WkBk

TGk{pk - ckfi - Akxn), 

Dn

k = Wk + WkBk

TGkAkCnAk

TGkBkWk, 

En

k = -WkBk

TGkAkCn. 

If required, the full covariance matrix can be computed after smoothing: 

cov( f t , ç? ) = WkBk

TGkAkCnA?B3Wr 

Normally the full covariance matrix is needed only if the vertex fit is followed by a kine
matic fit. 
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3.3 Secondary Vertices 
Not all tracks in an event originate at the primary vertex. Secondary vertices are created 
by the decay of unstable particles or by interactions in the detector. Since certain short
lived particles are currently the focus of considerable attention, it is of great physical 
interest to separate secondary decay vertices from the primary interaction vertex. The 
short-lived particles in question have average decay lengths between a few hundred micron 
and a few millimeter. Therefore the task is not a trivial one, and the quality of the track 
reconstruction is one crucial factor for its success. The other one is the size of the beam 
in the accelerator and the precision to which the beam position is known. 

How can one find out which tracks do not come from the primary vertex? If the 
question is put in this way one sees immediately that this is an outlier problem, in fact 
a multiple outlier problem, since there are usually several tracks emerging from a decay 
vertex, and there may be several decay vertices. 

Given the high multiplicities and the fact that the number of outlying tracks is not 
known a priori, it is — for reasons of computing time — not possible to work through all 
subsets of k tracks for several values of k, say 2 < k < 8. What is needed is a sequential 
procedure the computing time of which is basically proportional to the number of tracks. 
Three approaches shall be mentioned here. For a detailed discussion see [9]. 

Sequential tes t against a reliable subset . If it is possible to select primary 
tracks according to physical criteria, e.g. high momentum, a preliminary vertex can be 
fitted from these tracks. The remaining tracks are then subjected to a test on the basis 
of the chi-square increment of the filter, xt,F- If the track is accepted the vertex may or 
may not be updated. If the beam spot is small and the beam position is precisely known 
the beam can be used as a preliminary vertex. 

Sequential tes t of the entire sample . In this procedure first all tracks are fitted 
to a common vertex. Then for each track k (k = 1 , . . . , n) an updated vertex is computed 
by removing track k from the original estimate. This is done by an inverse Kalman Filter: 

£2* = CT[Cn-lxn - Ak

TGk

B(pk - c*,o)], 
CT = (Cn~l - Ak

TGk

BAk)-\ 

The distance of the track from the new vertex is expressed by the chi-square of the 
smoothed residuals: 

Xl,s = iPk ~ ckfl ~ Ak*n ~ Bkqn

k)TGk{pk - ckfi - Akxn - Bkqn

k) + 

xi s i s used as the test statistic. If it exceeds the (1 — a)-quantile of the x 2 _ distribution 
with two degrees of freedom, the track is considered as an outlier, i.e. rejected from the 
primary vertex. 

The method can be further refined by immediate removal of the rejected tracks from 
the original vertex. Tracks should be removed by decreasing chi-squares. The number of 
operations is then no longer proportional to n, but rather to m-n, where m is the number 
of tracks removed. 

Robustif ication of the vertex fit. If the possibility cannot be excluded that the 
primary vertex is biased by unrecognized secondary tracks the vertex fit should be ro-
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bustified by giving less weight to outlying tracks. This applies also to secondary vertices 
which may be biased by a wrongly associated primary or secondary track. Such a track 
would spoil the kinematic fit of the secondary interaction and should be detected and 
removed. 

The final strategy for the detection of secondary vertices depends on the properties 
of the beam, on the availability of a micro-vertex detector, and on the quality of track 
reconstruction in general, including effects of detector alignment. It must be worked out 
by detailed simulation studies with a particular detector at a particular accelerator. 

* * * 
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Physics Department of the University of Wuppertal, 
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ABSTRACT 
Developments in the field of knowledge based systems are moving out of the 
research institutes of pure informatics into other sciences. Cooperative work has 
started between people of different research fields: Informatics, Physics, Engi
neering, Linguistics, Medicine etc. To my mind we have crossed the border of 
pure data processing to knowledge manipulation. In High Energy Physics we are 
using detector systems and data acquisition systems which are developed to the 
highest degree of sophistication. But the software techniques we are using for 
monitoring purpurses and data analysis have remained the same since the time 
computers were introduced into experimental physics. Time has come to reflect 
on this situation and to try first steps in the direction of a new software tech
nology: Expert Systems could help "people on shift" to keep the experiment in 
good running conditions; Classifier Systems could help physicists in classifying 
physical events and eventually to detect new phenomena. 

1. INTRODUCTION 

Artificial Intelligence gets more andmore important, also in the field of High Energy Physics. 
This statement seems to be verified if you look into the programme of this school: this time six 
lectures deal with Artificial Intelligence, Expert Systems, and Neural Networks. In March 1990 
there will be an International Workshop on Software Engineering, Artificial Intelligence and 
Expert Systems for High Energy and Nuclear Physics in Lyon. 

What is Artificial Intelligence, and what is it good for? There are people who believe that Arti
ficial Intelligence does nothing good at all and other people who think that Artificial Intelligence 
by itself can solve all the problems. In these two lectures I shall try on the one hand to demystify 
the field and on the other hand to demonstrate what Artificial Intelligence can do for us, especially 
in data acquisition. To start with I should like to describe shortly the "history of Artificial Intelli
gence". We shall see that in different historical periods the answer to our question would have 
been different. 
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Our history starts about thirty years ago, during a time when the first computers appeared in the 
market. In 1956, the young professor of mathematics John McCarthy from Stanford, organized 
together with his friend Marvin Minsky from MIT, the Dartmouth Conference. On this confer
ence nothing important happened, with one exception: The term Artificial Intelligence was 
invented and a new field of research was born. John McCarthy proposed a two months workshop 
with ten people which should take place in the summer of the same year at Dartmouth College in 
Hannover, New Hampshire. The basic maxime should be "each aspect of learning and all prop
erties of intelligence can be described in principle as precisely that they can be simulated by a 
machine". 

At the conference four men got together to discuss this field of problems. Besides McCarthy 
and Minsky there were Allan Newell and Herbert Simon, both from Carnegy Institute of Tech
nology, now Carnegie Mellon Universty in Pittsburg, Pennsylvania. 

Therefore our short history starts with the Dartmouth Conference. This first period of Artificial 
Intelligence could be entiteled "the machine replaces men". During this time the language LISP 
was developed, which turned out to be good for programming work in this field. (Note that LISP 
is nearly as old as FORTRAN!) People started to work on systems which disposed of a lot of 
Common Sense Knowledge, the so called General Problem Solver. 

As the goals that the four researchers wanted to reach were set much too high, this period 
continued without much success until the end of the sixties. In the following decade, the first 
successes emerged: A very powerful game of draughts was developed as well as automatic 
theorem proving systems; Edward Feigenbaum demonstrated the feasibility of a first Expert 
System. In Europe Allan Colmerauer developed PROLOG, a language for "Programming in 
Logic". 

Looking back from our realistic period, the first period could be marked the utopie epoch and 
the second the romantic epoch of Artificial Intelligence. 

Today the development for so called Knowledge Based Systems starts moving out of the 
research laboratories of pure informatics into other disciplines of science, e.g. into physics. We 
find commercial systems, specialized languages, and programming tools for developing such 
systems. 

In each of the mentioned periods my initial question What is Artificial Intelligence? would 
have been answered differently. In the utopie period people could have answered "Artificial 
Intelligence is the science of constructing a thinking machine". During the romantic epoche 
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Minsky [1] gave a new (more realistic) definition: "Artificial Intelligence is the science of making 
machines do things that would require intelligence if done by men". From this definition two 
branches of research can be deduced: 

1) By making computers "intelligent" we better understand what intelligence is. 
2) "Intelligent" computers are more helpful computers. 

Both directions are followed up in research, the first in philosophy, psychology and similar fields, 
the second in business, medicine, engineering, and natural sciences. In June 1986, during a work
shop in Marseille, I heard a new definition from a researcher of Colmerauer's Institute : Michel 
van Canegham translated the French abbreviation 1'IA for Intelligence Artificielle with Informa
tique Avencée. From now on I shall only use the abbreviation AI with the meaning of Advanced 
Information Technology, which seems to me very realistic. A good introduction into the basic 
ideas of AI can be found in Ref. [2]. 

2. PRODUCTION SYSTEMS AND AI 

Most AI systems display a more rigid separation between the standard computational compo
nents of data, operations, and control. One can often identify a so called global database that is 
manipulated by operations (e.g. rules) under the control of some global control strategy. The 
most difficult problems to resolve are the problems of knowledge representation and the problem 
of control. At this point many questions arise: Do we put all the safe knowledge into the global 
database and all the heuristic knowledge into the rulebase? Or do we incorporate all the facts and 
uncertain knowledge into the rules? How do we represent knowledge? Do we represent it in 
semantical nets or in frames? Which sort of control strategy do we use, an irrevocable or a tenta
tive strategy? Which direction of reasoning is appropriate, a forward directed strategy from an 
initial to a goal state, or a backward directed one from a goal to initial states? Do we use a thumb 
control strategy, or a strategy with prejudice (which might be a question of efficiency without the 
guaranty to find the best solution or a solution at all)? Are we concerned with certain or uncertain 
knowledge? Is mathematical logic appropriate? How do we deal with uncertain knowledge? If we 
want to develop an AI system we have to answer all these questions for our planned application. 

Before proceeding to a special kind of production system, an expert system, I shall demon
strate two text book examples similar to those given in Ref. [3] and discuss some of the problems 
mentioned above. 

The first example deals with certain knowledge and shows a method of theorem proving in 
predicate calculus. From a set of axioms we will try to prove some goal. Most of those systems 
are designed to produce proofs by contradiction or refutations. Therefore, we first negate the 
goal and add the negation to the axiom list. We will then use the method of resolution in an attempt 
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to derive a contradiction. 

Let us consider a simple example of this process. Assume the following three axioms are true: 
(1) All physicists can work with a computer. 

(Vx)[P(x)->C(x)] 
(2) Babies cannot work with a computer. 

(Vx)[B(x)->~C(x)] 
(3) Some babies are intelligent. 

(3X)[B(X)AI(X)] 

From these axioms we want to prove the theorem 
(4) Some who are intelligent are not physicists. 

(3x)[I(x) A ~P(x)] 

To start with we bring the above statements in the so-called clause form which means that 
only disjunctions are allowed. To do this we resolve the implications in (1) and (2) using the 
equivalence (A -» B) and (~ A v B): 

(1) (Vx)[~P(x) vC(x)] 
(2) (Vx)[~B(x) v~C(x) ] . 

As (1) and (2) have only bound variables the universal quantifiers can be omitted (by caution 
we use different variable names): 

(1) ~P(x)vC(x) 
(2) ~B(y)v~C(y) . 

The existential quantifier in (3) can also be omitted by replacing the variable by A, the so-
called Skolem constant. From (3) we get two expressions (between two clauses there is an 
implicit conjunction): 

(3a) B(A) 
(3b) 1(A). 

Now we negate the theorem (4) to be proven which gives 
~(3x)[I(x) A ~P(x)]. 

As ~ (3x) [A(x)] is equivalent to (Vx) [ ~ A(x)], we can write 
(Vx)~[I(x) A ~P(x)]. 

Using de Morgan's law ~ (A A B) = ~ A V ~ B, and omitting the universal quantifier 
gives the clause: 

(4 ' )~I (z)vP(z) . 



So we end up with the set of clauses which we can use for our resolution problem: 

(1) ~P(x)vC(x) 

(2) ~B(y)v~C(y) 
(3a) B(A) 
(3b) 1(A) 

(4') ~I(z)vP(z). 

To prove our theorem by resolution refutation we generate so-called resolvents from the set of 
clauses (1) to (4'). Adding these resolvents to the set we continue until a contradiction (or empty 
clause) is produced. One possible way (there are more than one) produces the following sequence 
of resolvents: 

From (3b) and (40 we get 
(5) P(A) (the reason is that "not I for all elements of a set" and "I for some elements 

of the same set" cannot be true at the same time.) 
The same holds if we now consider (5) and (1). We get 

(6) C(A). 
From (6) and (2) we deduce 

(7) ~B(A). 
If we now combine (7) and (3a) we get our contradiction, the empty clause: 

(8) NIL 
and have proven that there exist beings that are intelligent and not physicists. These steps are illus
trated in Fig. 1 in the resolution tree. 

| 4 ' | ~ I(Z) V P(2) | v | 3b I 1(A) | 

P(A) 1 I 1 | - P(x) v C(x) 

A-r | C(A) | 2 | •> B(y) v ~C(y) 

\ 
^ ^ ^ 

| - B(A) | | 3a B(A) 

\ / 
Refutation 

Fig. 1 The resolution tree 
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If one imagines that (1) to (3) are facts in a knowledge-base, one can ask questions, like "are 
there intelligent beings who are not physicists", and one will get the answer "yes", derived from 
these facts. 

We can think of a system for producing resolution refutations as a production system. The 
global database is the set of clauses and the rule scheme is resolution. Rules are applied to pairs 
of clauses in the database to produce a new derived clause. The new database is then the old set of 
clauses augmented by the derived clause. The terminating condition is a test on the empty clause 
NIL. 

Suppose we start with a set S of clauses, the base-set. The basic algorithm for our production 
system can then be written as follows: 

1) CLAUSES <- S 
2) until NIL is member of CLAUSES 
3) do 
4) select two distinct resolvable clauses Cj and c: in CLAUSES 
5) compute a resolvent rj: of Cj and c: 
6) CLAUSES <- set produced by adding r^ to CLAUSES 
7) od 

The decision about which of two clauses to resolve and which resolution of these clauses to 
perform (steps 4 and 5) are made by the control strategy, we have not yet talked about. Several 
strategies have been developed. I shall shortly discuss two of them with the second example. 

A simple and perhaps familiar example is the 8-puzzle. This puzzle consists of eight numbered 
and movable tiles positioned in a 3 x 3 frame, as illustrated in Fig. 2. 

2 - 3 
1 8 4 
7 6 5 

1 2 3 
8 - 4 
7 6 5 

initial state goal state 
Fig. 2 Initial and goal configurations for the 8-puzzle. 

One cell is always empty so that we can move an adj acent tile into this empty space. This proce
dure is performed as long as the goal state is not reached. 

To solve the problem of this play by using a production system, we must specify the global 
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database, the rules to be applied, and the control strategy. Transforming the problem into these 
three components of a production system is called the representation problem of AI. For the 8-
puzzle we can easily identify the states which correspond to the three components, i.e. the 
problem states, the moves, and the goal. The set of all possible states builds up the configuration 
or problem space. In case of our example this space is relatively small, it consists of only 9! or 
362'880 different (3x3 matrix-) configurations. The initial database holds the start state of the 
play. A move transforms one problem state into another one. There exist four possible moves: 
Move empty space to the left, to the right, up or down. These moves are modelled by production 
rules in an appropriate manner with conditions which have to be fulfilled (e.g. blank-space within 
the upper row cannot be further moved up). Last but not least, we have to define some true/false 
conditions on states to serve as a goal condition to determine the procedure. 

This procedure is non-deterministic since as we have not defined how to select rules for 
moving the empty space. The way of keeping track of the sequences of rule applications of those 
rules which have already been tried, and the databases which have been created, has to be done by 
the control strategy of the production system. 

The operation can be characterized as a search process within rules are tried until a database is 
produced satisfying the termination condition. 

We distinguish two major kinds of control strategies: an irrevocable and a tentative. In an 
irrevocable control regime an applicable rule is selected and applied without provision of later 
consideration. In a tentative approach provision is taken to return later to a previous point in 
computation to try another rule application. 

To begin with, we see in Fig. 3 a small part of the search-tree of our puzzle. In a tentative 
approach we could start with some arbitrary path shifting tiles according to some scheme and 
search for the goal state. We could go down e.g. the leftmost branch to the point where we either 
get a state description that already occurred, or else where we have reached a predefined search 
depth or whenever there are no more applicable rules. Whenever such a condition occurs we 
return to a previous point, forget about the intervening steps, and select another rule instead. In 
this way this backtracking process is a tentative control strategy. The strategy is safe, but it may 
cause serious time problems by searching in inappropriate branches. (Let me remind you that the 
tree shown in Fig. 3 is not yet present but build up while running the production system!) 

On the other hand, an irrevocable control regime might, at first thought, seem not appropriate 
to solve problems requiring search. Trial-and-error seems to be inherent in solving puzzles, but 
one may imagine that a search strategy with some sort of prejudice can be more efficient. Below I 
shall describe such a method which results in the thick-drawn path in Fig. 3. 
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2 - 3 
1 8 4 
7 6 5 

2 8 3 

2 8 3 
1 - 4 
7 6 5 

2 8 3 2 8 3 

- 2 3 
1 8 4 
7 6 5 

\ 
1 2 3 

2 3 -
1 8 4 
7 6 5 

2 3 4 

7 6 5 

A 
7 6 5 

A 
2 8 - 2 8 3 

7 - 5 

A 
7 6 5 

A 
7 6 5 

- 8 3 2 8 3 

7 6 5 

A 
2 8 - 2 8 3 

2 8 3 2 8 3 1 2 3 1 2 3 

7 6 5 - 6 5 7 6 5 7 6 - - 7 5 7 5 - 7 6 5 - 6 5 

Fig.3 Part of the search tree in the 8-puzzle 

A method which is also well known outside AI is the "hill- climbing" process of finding the 
maximum of a function. At any point we proceed in the direction of the steepest gradient to find 
eventually the maximum of the function. So ourproblem is to find apowerful real-valued function 
for our search problem. The control system will use this function to select a rule which produces 
again a new value with the largest increase in the function value. 

Applying this scheme to our puzzle we could as evaluation function choose a function of the 
state description simply by the negative number of tiles which are not in the correct position 

f(n) = - N(n); n = number of steps, N = number of "out-of-place" tiles. 

For the initial state there are three tiles in a wrong position, i.e. 1,2, and 8. Therefore we get 
f(0)= -3. If we continue now, the thick drawn line we find f(l) = -2; f(2) = -1 and, finally, with 
the maximum value f(3) = 0, the goal state. 

With our evaluation function we put some heuristic knowledge into the control strategy. The 
heuristic we selected is: "the more tiles are in the correct position, the nearer we are at the goal 
state". There is an intrinsic problem hidden in this method. It is possible to run into a local 
maximum of the evaluation function which means that there exists a possibility for not finding the 
best solution or a solution at all. 
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3. EXPERT SYSTEMS 

After these general remarks, I shall now proceed to a special kind of production system which 
evolves directly from Minsky's definition of AI. Specifically it comes from a derived thesis, 
"intelligent computers are better computers". Expert systems are in most cases rule-based 
production systems which dispense of specialized knowledge of a well defined domain. 

Expert systems belong to the most important developments of a new software generation. 
They are used for different tasks in applications: 

- Where human experts are rare, 
- where problems have to be solved for which we have no exact theories or known 

algorithms, 
- where expert knowledge has to be multiplied or be kept alive independent of a certain expert. 

We can classify expert systems according to the knowledge representation scheme or to the 
inference strategy used. The domain specific knowledge can be represented in logical program
ming systems, in frame-based systems, in rule-based systems, or in mixed so-called hybrid 
systems. The inference method may be deductive, abductive, or inductive. If the expression 
(Vx) [F(x) —» G(x)] is valid, and one observes F(A), one can logically correct deduce G(A). 
Abductive means: From (Vx) [F(x) —» G(x)], we deduce F(A) by observation of G(A) which is 
logically not correct, however possible. Also logically wrong is inductive inference where we 
generalize from some examples F(A) and G(A), F(B) and G(B), etc.the statement 
(Vx)[F(x)->G(x)]. 

For the beginning we will restrict ourselves to the discussion on rule-based expert systems 
which all have a similar structure as shown in Fig. 4. 

\ * ' 
Data 
Base 

Rule 
Base 

\ 
\ 

\ / 
/ 

/ 

' > 
Match 

Conflict 
Set 

' > 
Match 

Conflict 
Set 

i ' 

Execute Select Execute Select 

Change S 

Fig. 4 Architecture of a Rule-Based Production System 
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In most of the cases the global database holds facts and special knowledge. The rule base 
consists of some sort of "common sense knowledge" and some heuristics necessary for the special 
application. The rules are of the form: 

7f conditions A and B and C are true, 
then perform action X. 

Or, if we work with uncertain knowledge: 

/f we observe symptoms A and B and C, 
then it might be possible, probably true, or certain 

that these symptoms are caused by X. 

If the condition parts of the rule are fulfilled, the action part might be executed. It is possible 
that more than one rule fulfils all conditions. Then we have to select one rule "to fire" which is done 
by the control regime of the system. 

Such a system works data-driven (comp. Fig. 4): Objects from the global database are 
compared to the conditions within a rule. If all conditions of a rule match the condition part, we 
have a so-called instantiation of a rule. All these rule instances are put into the conflict set. 
According to some strategy, one rule instantiation is selected and executed, which in general 
means changes in the database or in the set-of rules. After these steps the whole cycle starts again 
with possibly new data or rules. 

For example, in OPS5 [4], a rule-based programming language (we use for our diagnosis 
systems), the conflict resolution is performed by some built-in general heuristics. The selection 
strategy in OPS5 can be compared with a system consisting of four filters. The first filter called 
refraction prohibits firing a rule instantiation twice with the same data, created at the same time. 
Here we have the heuristic that the same data gives no new information. If after this step more than 
one instantiation survives, these instantiations will be ordered according to the recency of crea
tion or modification of the data. If there is still more than one instantiation left, the specificity 
filter will select the most specific one. The heuristics behind these filters are the following: The 
newest and most specific data give the best information. Finally, if all these attempts to find a 
single dominant instantiation fail, the inference engine selects an arbitrary instantiation from 
those remaining in the conflict set. 

In the next paragraphs we will discuss knowledge-based systems under development by our 
group in cooperation with the Informatics Departments of the Universities of Dortmund and 
Hagen. 
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An experiment at LEP is so complex that people on shift cannot have all the experience needed 
to keep all components in good running conditions. This is valid for the different detectors as well 
as for the data acquisition system. Therefore we have developed DELPHI-EXPERT, a diagnosis 
system for High Energy Physics detectors. The prototype phase of a second error diagnosis system 
has been started for the data acquisition system of the DELPHI experiment. In a third project we 
plan to build a classification system for physics events. Within this project new techniques of 
automatic knowledge acquisition (machine learning) will be investigated. 

3.1 DELPHI-EXPERT - An Expert System for Error Diagnosis in HEP Detectors 

We will begin with an expert system [5] initially developed for error diagnosis in a drift chamber 
which has been built by the Wuppertal group for the DELPHI Experiment. It is an "intelligent" 
histogram analyser which compares so-called "wire maps" from that chamber with a reference 
distribution and deduces from partial differences possible error components. Ringing channels 
give a rise and dead channels give a hole in an actual measured hit distribution. Also small devia
tions in parts of the detector will be detected, a hint to ageing effects or slowly dying components. 

Within this chapter I will discuss also some general problems concerning technical diagnosis 
systems. Not all possible errors which might come up during the life time of a detector are a priori 
known. Therefore the system must behave "smoothly" when a new unknown problem arises. In 
our application the possible error areas are known: Errors might occur in electronic modules or in 
detector components, showing probably different error pattern in the hit distributions. To deal 
with the problem of unknown faults, we acquire the knowledge about special faults during data 
taking whenenver a problem arises. This means that a "friendly" knowledge acquisition module 
for the detector experts has to be provided. 

From measured hit distributions no definite errors can be derived. Several errors can manifest 
in the same way; several errors can overlap. Therefore we use an abductive inference method. 
This means we first derive symptoms and from these symptoms we deduce possible errors. To 
perform this task expert knowledge (heuristics) is used. The symptoms describe an unknown 
error (of the type electronic or detector error). These symptoms are hierarchically ordered in a 
semantic network by certainty factors which are controlled by heuristic functions. If a symptom 
pattern matches with a known error in the knowledge base, possible new errors can be derived. 
These possible errors are ordered in priority lists by probability factors. The certainty and proba
bility factors are automatically adjusted by the system. If after a proposed repair action the appro
priate symptom has disappeared, the system "thinks" that it has proposed a correct diagnosis and 
the factors are increased; for a wrong prognosis the factors are decreased. With this method of 
"learning by parameter adjustment" the system will get more and more experienced with time. 
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Figs. 5 and 6 show some outputs from the workstation screen for the forward driftchamber 
FCB. Fig. 5 is the main steering menu of DELPHI-EXPERT which gives also some information 
about the last diagnosis and a schematical drawing of the detector and the electronic racks in the 
counting room. In Fig. 6 the description of a possible fault component, a LTD, is given together 
with the associated symptom tree structure. Selecting identification of the fault component will 
produce a picture showing the position of the defective LTD in the racks. 

Information about the last diagnosis 
Start diagnosis End diagnosis 
U-AOG-89 15:56:1! 16-AUG-S9 15:58:17 

Number of the actual diagnosis 2S Number of all recognized fault areas 2 

Start generating wiremap 1S-AOG-89 15:10:34 Number of new recognized fault areas 0 

Was a hardware test possible Ho Number of recognized faults 0 

DELPHI EXPERT main menu 

S t a r t p e r i o d i c a l d iagnosis 

S ta r t a d d i t i o n a l d iagnos is 

Show recognized f a u l t s 

Show fau l t a reas 

Update DELPHI-EXPERT knowledgebase 

END DELPHI-EXPCRT 

FCB 

Fig. 5 Main Menu of DELPHI-EXPERT 

What happens if a previously unknown error occurs? In this case DELPHI-EXPERT 
addresses it to the detector experts and helps them in describing this new fault by a symptom that 
the system generated. At this point the expert has the possibility to generalize an error. In the 
example, shown in Fig.7, some information are given by the system. We know the fault compo
nent, the affected channels, and the deviation from the initial hit distribution. A probability of 0.5 
is proposed. Some short descriptions for the reason of the fault and the action for the shift crew 
have to be provided by the experts. By choosing the topics pattern and hardware test, the error 
can be made valid for all the components of the same type. The menu input of a new pattern (Fig. 
8) shows on the right hand side the measured deviations and the affected channels. These value 
ranges now can be increased. For the valid channel limits the system proposes the whole range 
which is known from the detector description. Here we see a kind of "learning from examples" 
(with the aid of the expert). From one example detected by the system, the expert can generalize 
the problem. From now on the system knows of an error possibility in all components of that type. 
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Fig. 6 Description of a Possible Fault 
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Description of a pattern 

Number of the pattern 5 
Type of the pattern Electronic 
Length of the pattern 48 
Identification of the wiremap part 3 
Type of the detector component 

Valid deviation limits in percent 
Minimum deviation -50 Minimum deviation of the symptom -39 
Maximum deviation 5 Maximum deviation of the symptom -39 

Valid channel limits 
Left limit 1 First channel of the symptom 1 
Right limit 575 Last channel of the symptom 48 

Back Top Select Next possible 
Pattern 

Fig. 8 Input Menu of a New Error Pattern 

The structure of DELPHI-EXPERT is shown in Fig. 9. The main tasks of error diagnosis, 
detection of suspicious symptoms, specification by further tests (e.g. hardware tests), diagnosis 
of possible errors, and verification are performed by four separate processes. Two of them build 
up the diagnosis kernel, and the other two the interface to the two user groups (expert and shift 
crew). 

During the periodicalanalysis, DELPHI-EXPERT starts a monitor programme to collect raw 
data for the error diagnosis process during the data-taking phase of the experiment. After some 
time which excludes high statistical fluctuations, these data are delivered to the system and are 
analyzed in a first phase. The next phase tries to verify problems from a previous diagnosis 
resolved by the shift crew. Verified errors are protocolled, and the error probabilities are changed 
in favour of the recognized faults. In addition the object database is updated. Actual and recog
nized fault areas are written into the temporary, and newly verified faults into the permanent part 
of the object base. 

If no suspicious symptoms are recognized, the system will return to normal diagnostic func
tions and start the next periodical analysis. In case of a problem, a message is given to the control 
monitors of the experiment, the fault areas are written into the object base for later access, and the 
diagnosis process is suspended. For the user it is now possible to start an additional analysis. In 
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this process test addresses of suspicious electronic 
components are sent to a monitor programme which 
initiates hardware tests in order to restrict the number 
of error possibilities. This test is not obligatory, it is 
designed for very complicated error situations. 

At the end of each of the two diagnosis steps the 
user can log on to the user interface to get the informa
tion shown before. There are two user groups, the 
detector expert and the physicists on shift for whom 
the system plays the role of a human expert. The inter
face for the normal user differs from that of the expert 
by the restricted view on the temporary part of the 
knowledge base. In addition, he has no privileges in 
updating the permanent part of the object base. For 
the people on shift it is more important to get precise 
instructions of what to do. If a new unknown problem 
occurs, the system will propose to contact the detector 
expert. With the built-in half-automatic knowledge 
acquisition module, the system assists the expert in 
updating the permanent part of the knowledge base. If 
the expert is not on site, he can use the possibility of 
remote diagnosis. To do this he simply copies the 
temporary part of the knowledge base to his worksta
tion at home and updates the permanent part. 

The independence of the different system compo
nents offers the possibility to implement the data-
taking process, the diagnosis kernel, the detector-
specific knowledge base, and the user interface in 
different computers. To the DELPHI Experiment it 

means that the monitor programmes (data-taking process) reside on the equipment computers 
which are linked by Ethernet to a special DELPHI-EXPERT workstation. 
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Fig. 9 Structure of DELPHI-EXPERT 

In the way knowledge representation is handled, i.e. common detector knowledge in the rule 
base and special knowledge in the objected base (global database), makes the system very general 
and easy to extend. In deleting the information in the object base, we get a shell system, an empty 
expert system, for High Energy Physics detectors. 
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The detector specialists who are willing to use DELPHI-EXPERT, have to provide a descrip
tion of their detector and electronic components as well as a carefully measured initial hit distribu
tion for an error-free detector. This measurement has to be repeated whenever beam conditions 
change in such a way that they influence this distribution. The acquisition of special errors is 
performed with assistance of the system whenever a new problem occurs. After that work the 
experts are (hopefully) free for making physics. 

The kernel of the expert system is written in OPS5 and running on all VAX computers. 
Because of a good interface to other languages supported under VMS, parts for which OPS5 is not 
well suited, are implemented in FORTRAN and PASCAL. For the output on a workstation screen 
the graphic routine package GKS is used. 

DELPHI-EXPERT is ready for our driftchamber. Work is going on for the development of the 
mentioned shell system for survey of other HEP detectors. We are working on a very general tool 
for the detector description. It will be "intelligent" in the sense that it tries to find repetitive charac
teristics of the detector and electronic components. This is very useful since we typically have to 
describe a whole lot of similar components. 

3.2 A Knowledge-Based Computer System for Monitoring and Diagnosing the 
DELPHI FASTBUS Data Acquisition System 

The DELPHI online system consists of more than ten MicroVAX-controlled parallel working 
data acquisition partitions. The whole readout system consists of more than 170 crates of the 
IEEE960-FASTBUS bus system [6] and about 1000 modules situated in different counting rooms 
with interfaces to the MicroVAXes. Each part of the system can be accessed from the VAXes via 
FASTBUS standard software, as specified by the US MM Committee [7] which is part of our 
programme library. Integrated into the system are about 100 Motorola-type 32 bit micro proces
sors which are in communication with control tasks on the MicroVAXes. The data stream of all 
partitions is passed via Segment Interconnect modules into a common FASTBUS buffer from 
where the data is transferred over a 150 meter long high-speed connection to the central Data 
Acquisition VAX. 

Generally speaking FASTBUS offers the possibility to extend a bus or split a bus into several 
autonomous bus segments by Segment Interconnect modules. Masters can get mastership of a bus 
segment and initiate data transfers to or from slaves, also situated in distant segments. Several 
masters can access the same bus segment, however not at the same time. This architecture offers 
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the possibility to construct a highly complicated multiprocessor/multibus system which might 
cause a lot of problems, e.g. bus conflicts, time-outs, or hang-ups of the entire bus or of a single bus 
segment. 

If such an error occurs the FASTBUS routines will return with an error code that has to be 
analyzed. In addition special hardware components have been developed. These devices, 
FASTBUS Diagnosis Modules, work like a logic analyzer does; i.e. they can be set up to record a 
desired fraction of bus transactions without disturbing the bus transaction itself and can be 
controlled and read out from a MicroVAX. 

The daily problem seen even in small test systems is the large number of possibilities for the 
system to respond either with an address error, a time-out or wrong data. These conditions 
normally require an expert to look into the problem. In most of these cases, the expert would find a 
trivial problem like a badly initialised interconnection between crates or non-existent modules. To 
maintain the readout system in a healthy state without the help of a permanent crew of experts, we 
proposed a computer system which has enough expert knowledge to support the experimenters on 
shift [8]. 

This tool should provide at least the following features: 

- Online control of the FASTBUS status; 

- expert-like diagnosis of FASTBUS error situations; 

- book-keeping functions of FASTBUS errors; 

- graphical tools for representation of the FASTBUS system and of error statistics. 

Several operation modes are designed; a RUN mode, different TEST modes and an interactive 
DEBUG mode. 

The structure of the system will be organized in a similar manner as the hardware. This means 
that we have to deal with a distributed software system running on FASTBUS masters, equipment 
computers for local and on the central computer for global control. Each local part is responsible 
for its own partition and provides the corresponding detector group with all the necessary informa
tion concerning their part of the FASTBUS system. The information detected by the equipment 
computers is passed to the main computer for global monitoring and diagnosis. 

In the normal RUN mode possible error codes detected by the FASTBUS routines running on 
the FASTBUS masters will be sent via Ethernet to the appropriate equipment computers. The 
error messages will be analysed and sent to the global surveillance programme as well as to an 
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intermediate buffer for later access. According to the severity of an error, messages will be sent to 

the central DELPHI error message utility, and in case of a very serious problem a diagnosis will be 

performed immediately. The global monitoring task will decide whether to pause data taking for a 

repair action or to continue data acquisition. At the end of a run the different error codes accumu

lated in the error buffer will be histogrammed and a diagnostic system similar to DELPHI-

EXPERT will analyse the data and give repair suggestions. 

Several TEST modes are designed to perform FASTBUS tests, e.g. reading from or writing to 

Control Statatus Registers or trying different block transfers. These tests are possible whenever a 

run is paused or when a single partition is switched off the data aquisition tree. Therefore we distin

guish between global, local and mixed test modes. The local test mode is useful for debugging a 

single partition and special FASTBUS activities will be initiated from the appropriate equipment 

computer. The global test mode is very similar to the local mode. Instead of normal data aquisi

tion software, test routines are active. In the mixed test mode both modes can run simultaniously: 

The global mode in the FASTBUS tree, and a local mode in one or more single partitions. 

The interactive DEBUG mode can be invoked if an error in the run or one of the test modes 

occurs. Symptons will be derived and possible repair actions will be proposed; a similar proce

dure as in the previously discribed expert system will be used. 
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Fig. lo Components of the FASTBUS Expert System. 
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Fig. 10 shows the components of this expert system in an artist's view. Error codes are acquired 
and stored in an intermediate buffer. If a severe error condition is detected during normal data 
taking or during the FASTBUS initialisation, an immediate analysis is performed (short term 
diagnosis). Otherwise the information is histogrammed and stored for later access (long term 
diagnosis). In either case, short or long term diagnosis, the analysed results are stored in another 
buffer. The user interface has access to this buffer. It provides graphic packages and the previ
ously mentioned interactive debugger. The FASTBUS configuration, the FASTBUS moduls, 
their addresses etc. are described in the FASTBUS Database [9]. All software packages (moni
toring systems, expert system, other tasks within the DELPHI system) have access to this global 
database for reading or modification. 

The status of this surveillance system is by far not as advanced as DELPHI-EXPERT. To my 
mind we are near the end of the planning phase. The system shows up nearly as complicated as the 
hardware structure. The prototype development phase is to be started now. At the end of this year, 
a first part which deals with FASTBUS initialisation [ 10] will be ready. For the success of such a 
system it was and still is very important to have tight and constructive contacts with FASTBUS 
hardware and software experts within the DELPHI and the CERN DD group. An expert system 
like FASTBUS-EXPERT can be also very interesting for error diagnosis in complicated 
computer clusters. For this reason a joint research project with DEC has been set up. 

3.3 A Classification System for Physics Events 

The last and most ambitious system is a classification system for physics events based on auto
matic knowledge acquisition methods. It was our initial goal to build an online filter system to 
sort out events which possibly do not belong to "known physics" (in the energy range up to now 
accessible ). LEP will open a new energy domain which offers again the possibility to detect new 
physical effects. Experience shows that events with new signatures normally are very rare 
compared to event rates with known topologies. 

The large amount of data delivered from the new LEP experiments, with a typical event length 
of 100 to 150 KBytes and a recording rate of 1 to 2 Hz, results in about 200 high density magnetic 
tapes per day of measuring time. 42 '000 hours of CPU-time are needed for data analysis including 
the time needed for Monte Carlo simulations per year of data taking. 

For "hunting" new physical effects using "standard software techniques", one analyses all 
data available, compares these analysed data with simulated events, and tries to deduce from this 
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comparison new physics information on a statistical basis. Another way is to go back to the time of 
bubble chambers and to inspect single events visually in the hope to detecting new signatures. 
From the numbers given above, one can assume that the time needed might be long, too long 
perhaps. Both methods might be efficient if we could start from an enriched sample of possible 
new physics candidates. To provide such a sample and therefore to speed up the analysis methods 
was and still is our goal for this expert system. But we believe that such a system could only (if at 
all) be ready for LEP phase II. For that reason we decided first to build a system for classification of 
events into several before-hand defined event classes, e.g. jet multiplicities and/or quark jet 
tagging, to get experience in the new techniques of machine learning. 

For the planned system, we shall try to use methods of automated knowledge acquisition from 
simulated events. This ansatz might be successful as there is no need for a complete verification of 
the learned knowledge. It is sufficient to have correct decisions in most of the cases to provide the 
mentioned sample of events of interest. 

Most learning systems follow an inductive strategy using the method of learning from exam
ples. General descriptions of event classes are induced from a given set of examples and counter
examples which in our case will be provided by Monte Carlo simulations. The learnt and general
ized class descriptions can then be used for sorting new (measured or simulated) events of an 
unknown class. 

Fig. 11 Knowledge Representation Schemes 
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There exist two knowledge representation schemes, a symbolic and a sub-symbolic, as illus
trated in Fig. 11. In the symbolic representation scheme, algorithmic processes interpret 
symbolic values as a basis of modelling the human ways of learning. Learning in this sense means 
a construction of a symbolic representation from a given set of concepts. This is the knowledge 
acquisition (or intellectual) aspect of learning. The advantage of this method is an easy interpreta
tion and an easy verification of the system's knowledge. Problems come up if one tries to handle 
incomplete data. Also the range of things to be learned has to be fixed in advance, e. g. by a 
grammar for the description of the representation language. 

Human experts get more efficient the more they know; decisions and actions are taken faster. 
Take for example reading and understanding of written texts. A six years old child has many 
problems to read fluently. For small children it is easier to learn a text by heart rather than to read it. 
The ability of symbolic learning seems to be more developed in this age. After rather a long period 
of years the motoric capability of learning has grown and die child has become an expert in 
reading. With a machine this situation is just the reverse; the more knowledge the machine has 
acquired, the slowerit works. This effect is known as the "expertparadoxon". A possible explana
tion is the sequential working mode of the machine (involved in the symbolic knowledge repre
sentation scheme) in contrast to the human mind which works at least partly in parallel. About 
10 ̂  neurons with up to 10 4 connections per neuron build up a massive parallel system. 

From this mental model a new representation scheme has been developed, the sub-symbolic 
knowledge representation paradigm. This aspect of machine learning can be compared with 
"skill refinement" of humans (see for example the problem of reading). It may be that skill acquisi
tion is inherently non-symbolic in biologic systems. A mixture of both features of learning, the 
intellectual or symbolic and the more motoric or sub-symbolic, seems to be realized in human 
mind. A translation of this mental model to a machine would probably result in a solution of the 
"expert paradoxon" and therefore provide more efficient and powerful expert systems. Ref. [11] 
gives a good introduction into the field of machine learning, current projects are shortly described 
in Ref. [12]. 

There exist several concepts: neural networks, genetic algorithms, and classifier systems. In 
neural networks parallel working simple processors simulate the functionality of neurons. The 
network is built up by weighted connections between these processors. If the sum of the weights is 
above a predefined threshold value, the recieving "neuron" can be excitated. Such systems are 
well suited for pattern recognition problems. I will not go into details as this topic is covered in a 
special contribution to this school [13]. The advantage of this and the other methods to be 
mentioned is parallel processing. The Connection Machine CM2 for example with more then 
65 '000 simple processors could be the suitable hardware. Another advantage is fault tolerance; 
pattern completion is easily solved. The main disadvantage (for our application) is the hidden 
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knowledge. The learned knowledge is hidden in the "weights" of the network's connections. We 
should like to extract this knowledge from our learning system to have it also available for "stan
dard techniques". It might well be that such a system delivers new ideas for cuts or some combined 
variables that can be used for selection criteria in our standard software. 

In genetic algorithms, introduced by John Holland in 1975 [14], complicated structures are 
coded in bit strings. These structures can then be changed by simple transformations. The prin
ciple of evolution is simulated: Each species tries to adapt to a changing environment in the best 
way. The properties of a species are fixed in chromosomes. In the reproduction the properties of 
the chromosomes can be changed. These behaviour changing operators are mutation, crossover, 
and inversion as illustrated in Fig. 12. 
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Fig. 12 Operators in Genetic Algorithms 

In genetic algorithms we start with a population of chromosomes in which each chromosome 
represents a possible solution. In supplying the operators a new generation of chromosomes is 
created. The members of this new generation should approach the global solution of the problem 
under study. A selction is done by an evaluation function which more often reproduces chromo
somes with good properties than those with bad ones. This way of learning is mainly caused by 
using the crossover operator. Applying mutation or inversion offers the possibility to detect new 
properties nobody has thought of before. 

Classifier systems are rule-based systems with a genetic component [15]. They consist of 
production rules, called classifiers. All rules of which the condition parts are fulfilled can be acti
vated in parallel. The action part of a rule is a message which will be put into a message list and 
which can be used in a next step to fulfil conditions of other classifiers. The rules are coded on a 
sub-symbolic level by chromosomes. New rules are created or modified by random or by intended 
applications of genetic operators. Special selection and valuation algorithms take care that only 
tfiose classifiers survive which deduce the best results. The sequence and the frequency of 
different operator applications is a decisive critérium of the excellence of the learning behaviour. 

All three sub-symbolic problem solving methods have the pleasing property that we need not 
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know very much about the problem domain. Moreover it is possible to work highly parallel which 
would enhance the performance of such systems. 
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Full Simulation Physics Generator 
Truth 

Learning 
Element 

Fig. 13 Structure of a Learning System 
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Fig 13 shows the structure of such a learning system. Information to be learned is supplied from 
an environment, in our case from a Monte Carlo simulation programme. The full simulation takes 
into account the inefficiencies and finite resolutions of the several detectors in the experiment as 
well as the incompleteness of the reconstruction programme. A learning element tries to find 
criteria for a general classification scheme from the provided training examples. This task is 
comparable to the ability of a caricaturist who can draw with a few characteristic lines the face of a 
polititian. For solving the quark jet tagging problem we are interested to infer from observable jet 
properties general classification criteria for the different unobservable quark flavours which have 
produced the jet under investigation. These jet properties are for example the multiplicity of tracks 
in the jet, the net charge of the jet, the track momenta, the energy flow, and the number of observed 
leptons. The inferred classification criteria are stored in the knowledge base and extended or 
modified according to probably better knowledge at a later time. The performance element 
checks the accumulated knowledge against the truth, provided from the physics generator of the 
simulation programme, and provides a feed-back to the learning element. The efficiency of the 
whole system can be augmented by providing some knowledge about the elementary physical 
processes, e. g. the semileptonic branching ratios of heavy quarks and hadrons. The number of 
observed leptons in a single jet for example is a signature of the "heavyness" of the initial quark. 
By the described scheme of "trial and error" such a system would learn the event selection criteria 
we are looking for. The task of quark tagging will be carried out with standard analysis techniques 
in parallel. It could be that the system delivers new criteria for these analysis programmes. If it 
turns out that the system works satisfactorily we shall try to develop a system which might be able 
to sort out events with new unexpected topologies. 
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4. CONCLUSIONS 

In these lectures I wanted to demonstrate the feasibility of AI techniques in the field of High 
Energy Physics. AI, especially Expert Systems technology, provides new possibilities for soft
ware systems we should be aware of. Knowledge-based diagnosis systems for detector and elec
tronic components, including read-out systems, seem feasible today. I hope that we can prove this 
during the running-in phase of the DELPHI experiment. We even try to go a step further and 
examine now methods of Machine Learning in the hope to be able to develop an "intelligent" filter 
system for the fast recognition of new and perhaps unexpected event topologies which might be a 
hint of new physical effects. B ut this is really an experiment performed by experimental physicists 
in cooperation with computer science groups. 

The important point I want to stress is: Start with these new software techniques now. 
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APPLICATION OF A DIAGNOSTIC EXPERT SYSTEM 
IN THE ACCELERATOR DOMAIN 

E. Malandain 

CERN, Geneva, Switzerland 

ABSTRACT 
Methods developed in the artificial intelligence area can be applied with 

success for certain classes of problems. One such class of problems is the 
diagnostic task. The diagnostic problem is relatively well understood 
theoretically and there exists now a diversity of tools to facilitate the 
implementation of diagnostic systems. 

In this talk I try to give an idea of how a prototype for diagnosing 
problems in the injection line of the PS Booster at CERN was built. I shall 
discuss the reasons why it was built, how the knowledge is represented, how 
the inferencing is done and the environment. What has been achieved and the 
conclusion of the experiment will be shown. 

1. INTRODUCTION 
Diagnosing faults and finding the reasons for errors in a complex process 

is a task that demands experience and considerable knowledge about the 
process and the elements controlling it. This diagnostic task can be time 
consuming and has to be done under stress. A computerized intelligent aid can 
be very valuable. The knowledge based approach to these problems are called 
expert systems. We consider this new technology useful in our domain. 

The talk deals with the following problems: 

- How to deal with a large domain 
- Criteria for choosing a software development environment 
- How to "model" the application 
- How to develop reasoning mechanisms 

2. DEFINING THE APPLICATION DOMAIN 
Accelerators are complex devices with thousands of components to be used 

and checked for maintaining the performance criteria of the product, the 
particle beam. All the devices are seen through the control system or through 
some interface. The number of possible faults or problems that can appear is 
enormous and the expertise needed to handle a fault situation is gained 
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through many years of work in the domain. Seeing however that the same kind 
of reasoning, the same recipes (although evolving) are used over and over 
again we asked ourselves if there were no methods to capture and use this 
information by a computer. We found that expert systems could be a suitable 
approach to our problem. It was decided to make some prototyping. What came 
out was a "shell" or rather a framework around which different applications 
can be built. The application described here, treats malfunctions in the 
injection line between the LINAC II and the PS Booster (see figure 1). Also 
the process to inject the beam into the Booster is treated [2]. 

One important performance criterion is that the intensity of the particle 
beam should be kept at a certain level throughout the acceleration process. 
This is an observable beam parameter. For the moment we restrict our 
application to treat only problems that cause a loss in intensity. 

Problems can be either caused by a wrong setting of control parameters or 
a breakdown in a controller. It can also be caused by errors in the control 
system. 

Fig. 1 PS Accelerator Complex 

3. REASONS FOR USING EXPERT SYSTEM TECHNOLOGY 
What we wanted was a possibility to find faults in an optimized or at 

least organized way. We wanted the system to be flexible so that if we 
changed the physical structure of the system we could make updates easily. If 
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the system behaviour changed, we also wished that we could make easy updates. 
We wanted to have documentation available in the system, describing 
procedures and recipes to remedy the fault in case it could not be done 
on-line. We can use information from databases to describe the structure of 
the system and to store general information. 

Expert systems in contrast to conventional programs allow for a strict 
separation of the domain knowledge and the general mechanisms working on this 
knowledge. We have to include in our prototype the possibility to extend our 
application to where it can be really useful. Expert systems have the 
advantage that they can be extended gradually, by adding more knowledge and 
information. 

The representation of the knowledge is very important for the maintenance 
and the performance of the expert system especially for a large industrial 
application like ours. There are several software tools for expert system 
development on the market. Several contain powerful knowledge representation 
schemes. 

Prototyping is a good way of trying new methods and techniques. Since 
expert system development is expensive in manpower we develop the prototype 
in such a way that it can be gradually extended instead of being a throw away 
version. This can be done by using strict formalisms and guidelines taken as 
far as possible from conventional software development. 

There are several indirect benefits from the development of expert 
systems. Experts have experience that is useful to extract and use by other 
people. Several experts' experience can be used in conjunction. Documentation 
(very often missing) will become available. The expert system can be used for 
training of new staff etc. 

4. SOFTWARE TOOLS 
Currently available tools for writing knowledge-based systems can be 

classified into languages, knowledge engineering tools and shells. 
Expert systems can, and have always been written in many languages, 

including FORTRAN, but the traditional AI language is LISP since very well 
suited for symbolic manipulations, including its object oriented extensions 
like FLAVORS and CLOS. 

People still get involved in a useless debate: LISP or PROLOG, the other 
more recent AI language. LISP is a low level language (rather comparable to 
C, if comparable to anything), and PROLOG is a very high level declarative 
logic language with a built-in inference engine, a unification/resolution 
based backward chainer. So PROLOG goes in the direction of a shell and could 
rather be compared with other high level languages like 0PS5. In developing 
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our application, for reasons of development speed, maintenance considerations 
and the possibility to have a good graphics interface we went in the 
direction of knowledge engineering environments. 

A knowledge engineering tool like ART and KEE is an object oriented 
hybrid frame based and rule based expert system writing tool. It includes all 
standard frame based programming mechanisms like inheritance through 
hierarchies of classes and member objects, access oriented programming, and 
very flexible agenda based forward and backward inferencing mechanisms. 

Knowledge engineering tool characteristics 

-inheritance 
-access oriented programming 
-forward and backward inf< srencing 
-graphic: » interface 

The KEE3 package consists of several subsystems which can be used rather 
independently but integrate very well via the frame representation: 
everything is a frame, not only the entities of the domain to be reasoned 
about, but also the graphics objects of the user interface, the production 
rules in the rule base etc. The three main parts of the system we have used 
so far are the knowledge representation scheme, the production rule system 
and the very valuable graphics interface for quickly developing a user 
inteface. 

KEE is not a shell; it only offers the tool and bricks to constuct a 
special application, or a shell if one envisages a whole range of applica
tions, as it was done for the shell we developed, DIADEM [1]. 

Shells are prefabricated expert systems, providing the inference 
mechanism, a knowledge representation skeleton and a user interface. The 
application specific knowledge has to be fed to the system via some mechanism 
which can be more or less elaborated and easy to use. The user interface 
should contain an easy way for knowledge entry, both facts and rules, and an 
explanation component for the reasoning process. 

There are many good shells available on the market today, not only rule 
based ones but also including object oriented frame representations, like 
Personnel Consultant Plus, NEXPERT etc. 

Also induction based shells (like Rule Master) i.e. systems which 
construct themselves rules from cases, are available on the market. They are 
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of less interest for applications like ours, which rely mainly on model based 
reasoning. 

An efficient use of a shell implies that the application matches to what 
the shell offers. Only by using tools like KEE (or by writing the environment 
oneself, which is not a solution for reasonably sized applications), one has 
some leeway of matching the expert system to the application. But if a shell 
is suited, then it can considerably reduce the development time. 

When chosing a shell (or a tool) for diagnostic problem solving it is 
very important as well considering how this shell allows for interfacing to 
different languages, to existing databases, and to the process or system to 
be diagnosed. 

Knowledge engineering tool 

Shell 
! 

Application 

5. KNOWLEDGE REPRESENTATION 
Expert Systems consist of a knowledge base and some mechanism working on 

this knowledge. We have built a "shell" that helps us to define the objects 
we are talking about and to structure the rules. Around the standard 
inferencing mechanism in KEE (essentially forward and backward chaining on 
different groups of production rules) we have added a hypotheses creation and 
verification layer. This "shell" we have developed, DIADEM (DIAgnostic 
DEMonstrator), can handle different types of problem areas. It was originally 
developed for diagnosing the PS controls system [3]. In this application we 
use the same shell for representing the knowledge. 

For an industrial process where there exists a more or less complete 
model, this model should be used as far as possible. The knowledge based on a 
model is called deep knowledge. We implement this with the object oriented 
facilities KEE offers. In contrast to deep knowledge there is shallow 
knowledge. This kind of knowledge is best expressed in rules. If, for 
example, one knows that a symptom directly indicates a fault there is no 
reason to go through a model to deduce the fault. Shallow knowledge is used 
where no model exists or when one wants to speed up diagnosis by "short 
circuiting" the model. In the chapter on reasoning it is explained how we use 
the model to organize our rules and their execution. 
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Fig. 2 Knowledge Representation 
5.1 SQme Definitions 

In diagnosis one has faults, symptoms and testpoints. The faults are 
related to the controllers which directly influence the process. A fault is 
either a breakdown (fault in the control system or in the specific equipment) 
or a wrong setting of the control values (this is sometimes also due to a 
fault in the control system or in the specific equipment). 

A symptom is a deviation from an expected value of a beam parameter. The 
testpoints are the places where we get information about the state of the 
system. A concept we also need is that of a hypothesis. One can formulate a 
hypothesis out of a certain number of symptoms and facts. Once a hypothesis 
has been formulated, it can either be confirmed or rejected. What we call a 
concept can be anything that we need to talk about and represent. It is 
rather ideas we need for representing physical objects, beam properties, 
faults etc. A unit is a frame in KEE. 
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5.2 The Representation of our Objects 
A lot of effort has been invested in the representation of the objects we 

are dealing with. In a special knowledge base, CONCEPTS (see fig. 3 and box 3 
of fig. 2), we keep all the templates or the general models (see fig. 4) of 
the objects we need. This is very useful since we have many objects to deal 
with. 

BEAM 

GLOBAL.TASK «-

PRIMARY.UNITS 

SECONDARY.UNITS« 

CONTROL 
DIAGNOSIS 
PLANNING 
SIMULATION 

BEAM.PROP 
PROTOTYPICAL.INFO 
MEAS.DEVICE 
ASSEMBLY 

CONNECTIVITY 
-FAULTS 
-PARTSOF 
TESTS 
^TOPOLOGY.GRAPHICS 

PI.BEAM 

Fig. 3 The Knowledge Base for the Conceptual Templates KB CONCEPTS. 

By inheritance we use these templates to create the objects in the more 
specific knowledge bases. 

To describe the process and the possible control actions we need the beam 
parameters we use in the diagnosis, the control elements and the measurement 
devices. The control and measurement devices are described through six 
templates (see again fig. 4). The main templates are the PI.BEAM units which 
are collected in the INJECTIONKB knowledge base (the name comes from the 
"injection" process). 

The control devices are CONNECTed so that we can propagate the behaviour 
through the modules. 

To describe FAULTS in controllers we have defined a faults unit belonging 
to each parameter. In the same way we have a TESTS unit to describe how 
tests or simple accesses via the control system can be done. The test units 
also contain information on how to treat information coming from the control 
system, bit pattern conversions, scalings etc. The prototypical units 
(PROTOTYPICAL.INFO and PI.BEAM) contain information on how to convert values 
into symbolic terms like LOW, HIGH, MEDIUM, etc. This has to be done to be 
able to use the same rules and reasoning for different operating conditions. 
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The different unit types mentioned so far describe the controllers and to 

some extent the measurement devices. They are stored in different knowledge 

bases only for convenience and maintenance. The description of an entity is 

"held together" via references from the prototypical information unit. (fig. 

4). 
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Fig. 4 Frame Representation of an Entity 

In addition to those concepts describing control and measurement devices, 

we need objects and concepts related to this particular process. 

The PROPERTIES of the beam are described as units in the BEAMPROPKB 

knowledge base. (Intensity, Q-value, emittance etc.) 

We need to describe ASSEMBLIES by which we mean a controller and the 

necessary elements for its correct functioning. These data are put into 

ASSEMBKB. 

We need some information on the quality of the incoming beam. The same 

applies for the beam leaving our area of direct interest. We describe this 

information in the BEAM unit. 

For some parts of the application the physics and the relations between 

parameters can be described with a simple in/out relation for a controller. 

Then we "propagate" the information to the next controller. This is 

accomplished by using the connectivity units and some in/out relation we call 

behaviour. For complex relations which cannot be related in a simple way to 

the structure model we use an influence net (semantic net). In the frames 

describing the process parameters there are slots containing references to 

other frames and a qualifier to describe what kind of influence we have. See 

fig. 12. 
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5.3 How we generate the knowledge bases 
The generation of the knowledge bases is done by using routines working 

on files. These files can be edited by hand or generated automatically from 
a database [4]. Although the KEE system provides convenient tools to do this 
generation interactively, there are several reasons to do it via files. 
First, a file gives an explicit documentation of the contents in the 
knowledge bases. Second, in case of a knowledge base problem or an 
inconsistency between the knowledge bases it gives a quick and convenient way 
of restoring a well defined situation. 

Data files. Knowledç ie bases: Data files. ie bases: 

KB CONCEPTS (jNIT - 0 ^ KB CONCEPTS 
defines 

hierarchies 

I 

créa tes: 

primary 
know/edge base 

QiN/T - 1 ) 

describes 
anils 

I 

créa tes: 

secondary 
knowledge bases 
secondary 
knowledge bases 

Ç/N/r - 2^) 
describes 

slots and facets 

I 
fills units in 

- primary and 
secondary KBs. 

fills units in 
- primary and 

secondary KBs. 

Fig. 5 Automatic Knowledge Base Creation from Simple Files 

We have written the routines using functions in KEE to generate the 
object hierarchies in the different knowledge bases. This is part of the 
DIADEM shell. 

Referring to fig. 2 we use the concepts (box 3) and the files to create 
the physical structure and the beam parameters (boxes 4 and 5). 

An example of the structure of a few knowledge bases is shown in fig. 6 
and fig. 7. They are not complete and not all the instantiations are shown 
(there are several hundred!). 
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Fig.6 INJECTIONKB, the Classification Hierarchy. 

There is a corresponding structure for the other units describing the 
entity (one for the faults units, one for the connectivity units 
etc. ) 

INTENSITY 
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_„ P0S.BI.UMA20 

^~P0S.BI.UMA30 

Fig. 7 Objects representing beam properties (BEAMPROPKB) 
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5.3.1 The inference Mechanisms 

Figure 8 shows two views of the basic scheme for the procedure which 

creates and treats the hypotheses. The procedure works with data in a few 

general units, all put into a separate knowledge base used for the diagnosis, 

DIAGNOKB. 

Getting 
Initial 
Data 

Rules 
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Hypos 

Take hypo 
from hypo-
list 

Run 
Diagnose 
Rules 
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found 

No 
fault 
found 

The Inference Procedure 
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create hypotheses 
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Ï 
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worked on 

in the Structure - KB 

Susp. Ent. 

Strategic Rules 

Diagnostic:Rules 

_ Graphics 
Interface 

can 
create 
new 
HYPO s 

can conclude 
the FAULT 

Fig. 8 Control flow for creating and treating hypotheses. 

5.3.2 Getting Initial Data 

The symptom rules creating the first hypotheses need some initial 

information to be able to direct the diagnosis. This information can be given 

interactively by the user or be acquired automatically. This information 

corresponds in our case to the acquisition and analysis of the intensity 
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losses during the injection process. In the general case it can be any 
symptom (error code from software, information from any piece of equipment 
one wants to consider etc.) or nothing at all. In the case where no initial 
data is provided, the symptom rules try to get information when executed. The 
advantage of getting the initial data at the beginning is that essential 
information for the diagnosis is collected procedurally (either by automatic 
access to the control system or by a sequence of pop-up menus for user entry) 
and stored centrally in units of DIAGNOKB. 

General rules and symptom rules are not directly derived from the 
structure knowledge bases or the influence net (box 7 in fig. 2). 

5.3.3 Creating hypotheses and treating them in a loop 
The organisation of rules into rule groups associated with the hypotheses 

makes the maintenance of the system easy. In fig. 2 we see the physical 
structure (box 4) giving the rule groups, one per physical entity (box 6). 
Hypotheses created can represent any conceptual level. For example : a 
hypothesis created early (Hyp1) can be a controller (lowest conceptual level) 
or represent a high level idea that needs to be refined. 

1 Hypl 
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<C.Rules 

Fig. 9 Hypotheses creation 

Each hypothesis is pointing to a controller unit or to a beam parameter 
unit. The rules can, at any level (see fig. 9), create new hypotheses. The 
hypotheses are put on the hypotheses agenda in such a way that "last created 
first treated". When a hypothesis is treated (i.e. when its associated rules 
are run) and no fault has been found (no more hypotheses generated and no 
fault concluded for that hypothesis) the hypothesis is appended to a list 
collecting all hypotheses that have been checked. It is not necessary to 
create these hypotheses in a hierarchical fashion (hypothesis -> hypothesis 
in sub-domain); it is indeed possible to "jump" to any concept or idea in the 
whole domain. Example: If there is such a strong evidence of a longitudinal 
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problem that no other domain has been thought of at that moment, there is 
still a possibility, if evidence comes up by examining parameters or ideas 
for the longitudinal domain, to create hypotheses for transverse problems. 

HypO in the figure is in fact the Inference Procedure and it starts the 
first diagnostic rules (we call them symptom rules). 

5.3.4 Recipes to explain or to correct a fault 
The expert system indicates the fault by giving its corresponding entity 

and its fault state. This might not be enough to help the operator to remedy 
the problem. There is a possibility to attach an explaining text to each 
fault state to be displayed automatically in a foreseen area on the screen. 

5.3.5 Rules for the transport line 
We can see the beam going through the beam line as some flow through the 

controllers. Our rules for the beam transport line are structured according 
to the loss we observe at a specific transformer along the line. This gives a 
"natural" creation of hypotheses according to the physical structure of the 
beam line, see fig. 10. We have used parts of a symptom-faults matrix set up 
by creating faults and observing the symptoms. 
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^EFF INJECTION LOW 
EFF INJECTION ZERO 

Fig. 10 Example of symptom rules. 
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Example of rules: 

EFFICIENCIES 

BI.TRA10 
(if (the LOSS.OBSERVED of BEAM.SYMPTOMS is BI.TRA10) 
then (LISP (Ask-Value 'INTENSITY.AT.BI.TRA10 

'NUM.VALUE 
"Intensity BI.TRA10")) 

(LISP (FORWARD.CHAIN 'BI.TRA10.RULES)) 
) 

If this rule fires (the premise is true) then another rules group is 
started (forward chain ...) namely the BI.TRA10.RULES. One of the rules in 
this rule group discusses low efficiency values at the transformer-. 

BI.TRA10.RULES 

EFF.TRA10.L0W 
(if (the QUAL.VALUE of INTENSITY.AT.BI.TRA10 is low) 
then (LISP (Create-Hypo 

'I.SIEVE 'DONTKNOW)) 
(LISP (Create-Hypo 

'LINAC 'BUNCHER)) 
) 
From knowing where in the beam line the first loss is detected we can 

create hypotheses for elements between the transformer giving the indication 
and the transformer upstream. Some hypotheses should also include elements 
far upstream that have not been detected by the closest upstream transformer. 
But we do better than this by observing how much we lose. By some additional 
rules in the symptom rules group we can narrow the problem even more. When 
the hypotheses are treated the rules belonging to each hypothesis are run. As 
mentioned, each element (or idea) pointed to by the hypotheses has a slot 
indicating which rules to be run to test the element. The slot containing the 
rule group to be used is in the faults unit of the entity (see fig. 3). The 
rule groups can be seen in fig. 11. 
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LINAC.RULES 
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BEAMSTOPPER.IN 

DISTRIBUTOR.OFF 
QUAD.REF.FAULT 
QUAD.CONTROL.UNDEF 
QUAD.STATUS.UNDEF 
ALIM.FAULTS 

ASK.BUNCHERS 
LINAC.FAULT 

ELEMENT.OFF 

VALVE.CLOSED 

Fig. 11 Example of rule groups for controllers (BEAMDIAGRKB) 

Before the rules for an entity are run there is a possibility to run a 
procedure related to the equipment in question. This is useful not to make 
too many attempts to access the real world (i.e. the equipment modules in the 
control system) in case the rules making such accesses are considered several 
times. In case of complex instrumentation it is better to treat the 
information once and to prepare it nicely for the rules. 

5.3.6 The use of oscilloscope signals 
Observations on the beam is very often done using oscilloscopes. We wanted to 
include this into the system. Analysis of signals cannot be done on-line 
(although this could be a challenging ES application!). 

We have chosen a simpler solution. A signal editor which for the moment 
takes manually entered signals and later will take signals directly from the 
oscilloscope, has been written. The signals are stored in a library. The 
signals show correct situations and situations indicating some fault. The 
signal library is used by rules selecting and showing different types of 
signals. By choosing a signal resembling the signal on the oscilloscope the 
user of the system creates hypotheses which are put on the hypothesis agenda. 

5.3.7 Qualitative values 
For rules to be general and more readable they have been written such 

that they talk about qualitative terms like "low", "high" etc. instead 
directly about the numerical values. Since operational conditions expressed 
by these qualitative values "low", "medium", etc. are not the same e.g. for a 
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high emittance beam as for a low emittance beam, we keep the different sets 
of conversion pairs for different operational conditions. 

5.3.8 The influence net and the reasoning behind 
To describe the injection process it is not enough to know the sequence 

of elements the beam has to pass and the in/out behaviour. Running beam 
optics programs and other heavy computation is not a good solution for our 
diagnostic problem either. 

What is proposed is to use an influence net, around which reasoning can 
be made. In this way we try to model the operator's way of treating the 
problem. Both deep and shallow knowledge can be treated this way. 

The net is built up by first defining the observable beam quality 
parameters (see above "BEAMPROPKB"). The symptoms we observe are always 
related to these parameters. Several parameters "couple" i.e. a fault (we 
assume so far only single fault diagnosis) can directly influence one 
parameter and directly or indirectly other parameters. This can help us in 
some cases and give difficulties in others. Each beam parameter is directly 
affected by our controllers (timings, powersupplies etc.) 

An example of how this kind of information can be expressed in an 
influence net is shown in fig. 12. 
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Fig. 12 Influence Net 



The frame representation of this net is built up by giving, in slots, 
lists of units and a qualifier of the arcs. 

We intend to use the net for writing and executing the rules in the 
following way. It is evident that propagating a suspicion about a fault 
through the net can give additional information on additional symptoms that 
should be present if the suspicion is correct. This propagation can be a LISP 
function using the slot which defines the influence to find the units in 
BEAMPROPKB where we can observe and verify proposed symptoms. This is why we 
have box 5 for creating box 8 in fig. 2. This LISP function should be used at 
the time of diagnosis. 

We can construct rules generating hypotheses by using the slot indicating 
what can influence the beam parameter. From the size (and sign) of the 
deviation of the beam parameter value from what is expected and from using 
the qualifiers, we can rate and select the hypotheses out of the set found in 
the slot indicating what can influence the parameter. Here the qualitative 
values of the beam parameters have to represent ranges in such a way that 
the hypotheses can be organized. Example: A beam parameter can deviate ALOT, 
MODESTLY or ALITTLE from a wanted value. In the INFLUENCED.BY slot two 
controllers are found, one, A, with a qualifier WEAK and the other, B, 
STRONG. If now our symptom is such that the qualitative value is ALOT we 
should be able to, by looking at the qualifiers tell that at least B is a 
candidate and that A is a candidate if we assume a heavy deviation or a 
complete dropout. If our symptom value is ALITTLE then A is hardly a 
candidate. 

What has to be developed is a tighter formalism for this kind of 
reasoning. Already existing simple formulas defining the interactions between 
controllers and beam parameters should be used. 

6. ENVIRONMENT 
It is extremely important, for run-time diagnostic expert systems to be 

considered as useful, that they have on-line access to the system they are 
intended to diagnose. This avoids numerous superfluous questions to the user 
and eliminates many possibilities for erroneous data entry by the user. It 
also provides the possibility of direct recovery from faults found and of 
setting wanted controls in the system itself (clearly with the "agreement" of 
the user). 
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It is equally important that expert system knowledge bases are not 

duplicating factual information that is available elsewhere. It should use 

existing databases for efficiency and maintenance reasons. 

Therefore the on-line access to the control system of the accelerator and 

to existing databases was our concern right from the beginning and was 

included into the design, even at the prototyping stage of the development 

(Fig. 13). 

6.1 Access to the control system 

The access to the equipment of the accelerator via the control system and 

its electronic interface has been implemented in several software layers. 

(1) The lowest level implements a specific TCP/IP protocol between the 

SYMBOLICS (as host) and the NORSK DATA computer network (as server). This low 

level package is SYMBOLICS specific and provides a minimal remote procedure 

call to functions and programs in the control system. 

(2) The next layer consists of LISP functions for accessing equipment 

drivers and running NODAL programs remotely in the FECs. They provide a more 

user friendly interface and more error checking than the routines on the 

lower level. 

(3) On top of these LISP functions, providing all necessary equipment 

module access, a scheme has been implemented which provides direct and 

transparent access to the equipment by simply reading and writing values of 

certain slots in KEE units in the structure knowledge bases (an example of 
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data driven access oriented programming). E.g. to acquire the current control 
value of the equipment module controlling BI.QN040 it is sufficient to read 
the slot value of slot VAL.CONTROL of the unit BI.QN040. This mechanism 
includes also a possibility to modify the data to/from the call to the 
equipment driver to represent it in a "more useful way" in the KB, e.g. to 
store (and return to the user) "ON" instead of "1" when reading the hardware 
status. 

(4) The level described above is very convenient for simple acquisitions 
and controls and can be used transparantly from rules; by simply having the 
premise 

IF the STAT.AQN of BI.QN040 is ON ... an access is done to find out if 
the premise is true. 

But sometimes it is preferable not to make the same access again and 
again just because the rule is tried several times or another rule tests the 
same value. Therefore, on top of the layer discussed before, we have 
implemented a mechanism which avoids unnecessary repeated access to the 
control system. 

These accesses are not done from rules but beforehand at a strategic 
point in the inference procedure. 

In the simpliest case these functions just read from the slots mentioned 
in level (3). E.g. Magnets-Proc calls Get-State-of-Entity with the suspected 
entity as parameter. Usually the STATE slot of all units contains DONTKNOW. 
Rules are checking later on the value of the STATE slot and will find there 
the value acquired by Magnet-Proc. In case of problems with the access, 
Magnet-Proc has not overwritten the DONTKNOW and rules will automatically ask 
the user directly for a value. 

6.2 Access to the ORACLE database 
Access to ORACLE is provided via the KEEconnection, a commercially 

available software product from IntelliCorp. The ORACLE database on the IBM 
mainframe is the central source of data related to the accelerator and its 
control system. 

It is foreseen that the knowledge bases for this expert system will be 
generated from ORACLE. Information concerning the electronic interface, names 
of specialists, technical information about power supplies, information for 
making simple beam transport models etc. should as far as possible come from 
ORACLE. We also hope to get our reference archives from the database. The 
data in ORACLE will be extracted and organized in files (Fig. 14). 

279 



ORACLE OB 

labiés 

_ IBM 
SYMBOLICS 

Mapping MB 

download 
KC - units 

KB 

off- line 
and 

on - line 

2n</mapp/ng 

INIT - files 

off- line 

Automatic 
Construction 
ofKBs 
from : 

INIT - files 

create units 
fill slots 

Structure 
KBs 

in expert system 

Fig. 14 Data Transfer from ORACLE to the Knowledge Bases 

7. RESOLTS FROM THE EXPERIENCE 
Our feeling from this experience is that this technology is very 

interesting and promising. What is important is to have a good and 
maintainable knowledge representation. As much data as possible should go 
into the model (in our case an object oriented frame based model). The model 
should be well separated from the rules. The rule base should be well 
structured, in our case it is related to our model. A conventional database 
should be used to create structural information and the system should be 
modular and easy to extend. 

We now put the prototype into operation for evaluation on-line and for 
continuing the extension of the rule bases. 

8. WORDLIST 
ART 

Beam Parameter 

CLOS 
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automated Reasoning T_ool, hybrid tool for developing 
knowledge based systems, very similar to KEE. 
Objects (units in KEE) describing the characteristics of 
the particle beam e.g. intensity, shape, oscillation around 
the nominal orbit etc. 
Common LISP Oject System, an object oriented extension of 



Common Lisp, becoming a standard and hopefully replacing 
other object oriented systems. 

Control Elements 
Controllers Representation of components of the accelerator to make 

setpoint controls (e.g. Power Supplies, Timing Units) 
Deep Knowledge In contrast to shallow knowledge ("rules of thumb"), deep 

knowledge falls back to physical or structural descriptions 
of the system (better called model based knowledge). 

DIADEM DIAgnostic DEMonstrator, diagnostic shell developed using 
KEE as a tool. It is centered around hypotheses creation and 
verification, includes a structured knowledge representation 
for modules as "entities" and provides transparent access to 
databases and to the control system. 

Equipment driver Subroutine in the software for the control system. Each 
special equipment is controlled via a special electronic 
interface module. The software to control that interface 
is called equipment driver. 

Entity A collection of several KEE Units describing an idea or 
object to be reasoned about; the split up into several units 
is done for conceptual and maintenance reasons not to pack 
too much into one KEE unit. The different units of an entity 
can be considered as the different views (possible faults, 
tests to be executed, connectivity representation etc.) of 
a module. 

FEC Front End Computer, process control computer in the network 
of the control system. 

Flavors Object oriented extension of ZETA-Lisp to define Lisp 
objects for message sending and encapsulation of types. The 
SYMBOLICS LISP machine (e.g. Window System, Network,...) 
is based on FLAVORS. The new standards favour CLOS. 

Frame Knowledge representation form for an object. In KEE, frames 
are called units. Objects of an application domain are 
usually organized in class-subclass and class-member 
hierarchies. Frame, object and unit are sometimes considered 
as synonyms. 

Hypothesis agenda A list of hypotheses. The inference procedures of DIADEM 
put all hypotheses created into this list and a selection 
procedure picks up the next hypothesis from the agenda 
according to a certain selection function. 
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Forward chaining 

Influence net 

Inheritance 

Inferencing 
Backward chaining (or goal driven reasoning) A mode of rule based reasoning. 

The inference method tries to prove goals or hypotheses. The 
chaining of rules is accomplished by considering the 
premises of the rules to be satisfied as new (sub)goals. 

(or data driven reasoning) A mode of rule based reasoning. 
Rules are fired by data or events coming true. The 
conclusions of the rules trigger premises of new rules. One 
is investigating the consequences of existing facts or 
hypotheses. 
(or semantic net) Knowledge representation mode for objects 
(the nodes of the net) and their relations (the arcs of the 
net) together with some interpretation. It is called 
semantic net because it is mainly used in natural languages, 
but also used to represent causal links. Semantic nets are a 
declarative form of knowledge representation, similar to 
logic and frame systems. 
A mechanism by which a unit (object) can share information 
about its characteristics or attributes with dependant units 
in the hierarchy. We distinguish inheritance of attributes 
(slots in units) and inheritance of values (data in these 
slots). Inheritance is mainly an implementation issue for 
saving space in the knowledge representation. 
Knowledge Engineering Ejwironement. Hybrid tool to implement 
knowledge based systems (see also ART). 
Commercially available software to link KEE knowledge bases 
to databases like ORACLE, DB2 etc. Accessing a slot in KEE 
becomes transparent and is transformed into reading a table 
value in the database. 
Instrumentation object to measure some properties of the 
beam (e.g. TV screen to measure form of beam spot) 
(model based reasoning) Drawing inferences from a model 
(model = some representation of reality based on physical 
principles and the structure of the application). In 
particular, model based reasoning for diagnosis and trouble 
shooting relies on a structural and behavioural model of the 
artifact to investigate. The fundamental presumption behind 
model based diagnosis is the idea that if the model is 
correct, all the discrepancies between observations and 
predictions from the model arise from defects in the device. 

KEE, KEE3 

KEEconnection 

Measurement 
device 
Model 
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ORACLE 
Semantic Net 

Nodal Program An interpretive language similar to BASIC. 
Object Concept or physical entity represented by KEE units (see 

frame). Generic objects are called classes; individual 
objects are called members or instantiations. 
Relational database, commercially available. 
See influence net. 

Shallow knowledge In contrast to deep knowledge (model based knowledge), 
shallow knowledge contains "superficial knowledge" about an 
application, i.e. relations between data that is not derived 
from sound physical principles, but rules of thumb, 
experience and associations based on experience. 
A skeleton expert system with an empty knowledge base. This 
expert system is task specific (e.g. diagnosis) but not 
domain dependant. 
Units (objects) are a collection of attributes (slots). 
Slots can store descriptive and procedural information. 
Storing pointers to other units (objects) in slots is a way 
to represent the relations to these other objects. 
Make of a Lisp Machine. Contrary to general purpose work 
stations, Lisp Machines implement hardware type checking and 
micro coded Lisp primitives. They provide excellent software 
development environments in addition. 

TCP/IP Protocol Internet protocol (IP) for data exchange services between 
Computers (Transmission Control Protocol). The physical 
carrier is usually Ethernet. 

Unit Synonym for frame. 

Shell 

Slot 

Symbolics 

KEE, KEEconnection are trademarks of IntelliCorp 
ORACLE is a trademark of Oracle Corporation 
ART is a trademark of Inference Corporation 
Personnel Consultant is a trademark of Texas Instruments 
NEXPERT is a trademark of Neuron Data 
Rule Master is a trademark of Radian Corporation 
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CIPHERING ALGORITHMS 

R.F. Churchhouse 

University of Wales, College of Cardiff, Cardiff, UK 

ABSTRACT 

Methods of protecting the confidentiality and integrity of programs 
and data are of interest to anyone involved in networking or computer 
security. Among these methods encipherment offers the possibility of 
particularly high levels of security. 

There are an infinite number of methods of encipherment. Some are 
very simple and can be solved manually very quickly others, though still 
based on relatively simple ideas, can only be solved in hours or days by a 
skilled person backed up by a computer, whilst others would theoretically 
require many years of intense supercomputer attack based upon 
sophisticated mathematics. 

In these lectures examples are given of all these different types of 
systems, including elementary methods, a historic cipher machine (the 
M209), the RSA public key system, shift register systems and the DES 
system. 

1. Introduction 
The use of encipherment as a means of making the content of a message 
unintelligible to unauthorised persons goes back many thousands of years. 

Messages which consist of letters and/or numbers can be enciphered in an 
infinity of ways but methods of encipherment vary considerably in the 
level of security they offer and it is not necessarily the most complicated 
systems that have the greatest resistance to cryptanalytic attacks. 

Assessment of the cryptanalytic strength of an encipherment system 
- how much effort would an eavesdropper have to make to decipher a 
typical message - is essential. The design of the system is incomplete 
without it. 

It is also possible to encipher maps, photographs and speech; the 
encipherment systems used for text may still be applicable but the 
cryptanalytic strength may be different because maps, photographs and 
speech have higher redundancy than text. 
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2.Encipherment/Decipherment by Computers 

Computers can be used as highly flexible cipher machines. Whereas 
many of the cipher machines of the past had fixed numbers of mechanical 
components (eg wheels) of fixed sizes the computer can be programmed to 
simulate any such system with the additional advantage that the number 
and sizes of the components simulated can be made variable. 

Conversely, computers are necessary for cryptanalytic attacks on all 
but the simplest encipherment systems. Assessment of cryptanalytic 
strength needs to take into account the power of the most advanced 
computers likely to be available in the foreseeable future. 

&. Some methods of encipherment 

Very weak (i) simple substitution - the alphabet is permuted and each 
letter in the plain text is replaced by the letter occupying its position in 
the new alphabet. 

This method is said to have been used by Julius Ceasar in the 
particularly simple form where the alphabet is just rotated 3 places (i.e. 
A->D, B->E etc) 

Clearly for the Roman Alphabet there are 26! possible substitution 
alphabets. 

Since 26! = 10^5 trying all possible alphabets is out of the question 
but it also quite unnecessary since a count of the letter frequencies, 
supported by digraph frequencies etc will soon reveal the identity of high 
frequency letters (such as E, T, A, O, N which have frequencies of about 
0.1, 0.07, 0.064, 0.056, 0.056 in English) and then the solution. (We are 
assuming that sufficient cipher text is available to produce significant 
letter counts). 
[It is interesting though to note that E.V.Wright managed to write a novel, 
'Gadsby', which contains not one letter 'e' although it is 250 pages long!] 
(An exercise based on a substitution system was set during the School; it 
is given in the Appendix.) 

(ii) Transpositions: in the simplest form of these systems the letters of 
the message are written into a rectangular matrix row by row, the 
columns are permuted and the text is transmitted column by column. 

In this case we need to know the width of the rectangle (W) and which of 
the W! permutations of the columns has been used. The theoretical work 
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factor is therefore about (W+1)! where W is unknown. 

EXAMPLE If we choose a width of 11 we number 11 columns in some 
permuted order, write the text out row-by-row and then read out by 
columns in order, we have a transposition cipher: 

5 2 11 8 1 4 7 3 9 6 10 
T H E . C U R F E W . 
T 0 L L S . T H E , K 
N E L L . 0 F . P A R 
T I N G , D A Y . T H 
E . L 0 w I N G . H E 
R D . W I N D S . S L 
0 W L Y , 0 E R . T H 
E , L E A 

BECOMES: 
CS..W I.AHO EI.DW .FH.Y 
GSRU. ODINO TTNTE ROEW. 
ATHST RTFAN DE.LL GOWYE 
EEP KR HELHE LLNL . 
LL 

The method of attack is based on a study of digraphs and trigraphs: 
e.g. 'THE' is the commonest English trigraph but because of the 
permutation of the columns the 'T', the 'H' and the 'E' will appear 
approximately multiples of 

apart, where L is the length of the message. By matching all 'good' 
digraphs and trigraphs D can be found, and hence W, after which recovery 
of the plain text is likely to be easy. 

(iii) Combinations of Substitutions and Transpositions 
A substitution followed by a transposition produces a rather stronger 

cipher system, but such systems are still too weak to be used except for 
very low level or low volume messages. Their inherent weakness is that 
the substitution alphabet and the column permutation are both fixed, 
which gives the cryptanalyst an obvious point of attack. 

There is obviously no difficulty in writing programs to simulate such 
elementary systems, all that is required is an algorithm for generating 
random permutations of a given set of integers. 

Writing a program to solve such simple systems is, however, not quite 
so easy as it might seem. (Try it!). 
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Somewhat stronger (i) Codes 
In these a word or phrase, or, in exceptional circumstances a single 

letter, is replaced by (typically) a 4 or 5-digit or letter codeword. If the 
code includes variants and contains thousands of entries it may be quite 
difficult to break but its security will be very substantially increased if 
it is used with an additive key. 

(ii) Additive kevs if a pseudo-random key-stream can be generated and 
added (modulo 2 or 26, or whatever is appropriate) to the original text the 
resulting cipher strength will depend mainly on the randomness of the key 
stream. If the key-stream is truly random (which includes the requirement 
that no section is used more than once^ the cipher will be unbreakable. 

Methods of generating key-streams which are 'almost' random have 
been, and are still, a subject of considerable research effort. 

The M209 cipher machine generates a pseudo-random key with a cycle 
length in excess of 10 3 , as we see below. 

(iii) Polvalphabetic Substitutions 
In these systems we use many different substitution alphabets, a 

different one at each position so that no particular substitution alphabet 
is re-used until many letters have been enciphered. 

Machines such as the Enigma machine provide mechanical 
implementations of this method. For the 3-rotor version the number of 
substitution alphabets generated by a given set of rotors before any are 
re-used is somewhat less than 

(26) 3 (= 17,576) 

but since the 3 rotors can be chosen from a set of , say, 10 the total 
number of alphabets is 720 times this (i.e. about 12.7 x 10 6 ) . 

If the cryptanalyst hasn't got copies of the rotors his task is 
multiplied by a factor of (25!)3 = 1 0 7 2 . 
A diagram of the simplest version of the Enigma Machine is given on the 
next page. 
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THE ENIGMA MACHINE 

FIXED 

REFLECTOR 

- PLAIN LETTER 

CIPHER LETTER 

Rl R2 R3 

Rotor 1 moved after the encipherment of each letter 

ROTOR 2 moved when Rotor 1 reached certain positions 

Rotor 3 moved when Rotor 2 reached certain positions, and Rotor 2 moved 
again as well. 

Both the M209 and Enigma machines can be simulated on computers fairly 
easily. The simplest version of the M209 will now be described. 

4. The M209 CYPHER MACHINE 
There are six wheels of lengths 

17, 19, 21, 23, 25 and 26. 
Each wheel has a 'pin' in each position which can be positioned on either 
side of the wheel. 

The number of possible 'wheel patterns' (or 'pin positionings') is therefore 

2 1 7 x 2 1 9 x 2 2 1 x 2 2 3 x 2 2 5 x 2 2 6 

= 2 1 3 1 = 1 0 3 9 . 

Associated with each wheel are a number of bars on a drum connected to 
the print wheel. The number of bars can be varied; in the simplest case the 
only restriction is that the total number of bars is at most 27. 

A typical partition might be 

1 7 
5 

19 
2 

21 
1 

23 
7 

25 
8 

26 
4 
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The number of possible partitions is about 10 5 . 

As each letter is enciphered the drum rotates and the print wheel rotates 
through the number of places equal to the sum of the number of bars 
associated with wheels which have a pin in the "active" position (sticking 
out of the left hand side of the wheel). When the drum rotation is 
completed the cipher letter is printed and the wheels all move on one 
position. 
The wheels return to their starting positions after 

26 x 25 x 23 x 21 x 19 x 17 = 10 8 

encipherments. 

The total "work factor" for the M209 is therefore about 

1 0 3 9 x 10 5 x 10 8 = 1 0 5 2 

Example: with the partition 

17 
5 

19 
2 

21 
1 

23 
7 

25 
8 

26 
4 

the 17-wheel contributes either 5 or 0 to the key at each encipherment 
etc. 

So we can represent the M209 in this case by six lines of 
numbers such as: 

(17) 
(19) 
(21) 
(23) 
(25) 
(26) 

5 
0 
1 
0 
0 
4 

0 
2 
1 
7 
8 
0 

0 
2 
0 
0 
0 
0 

5 
2 
1 
0 
8 
4 

5 
0 
0 
7 
0 
4 

0 
2 
0 
7 
0 
4 

5 
0 
0 
0 
8 
0 

0 
0 
1 
7 
8 
0 

5 
2 
1 
0 
0 
4 

0 
2 
0 
7 
8 
0 

KEY: 10 18 2 20 16 13 13 16 12 17 

5 0 
0 0 
0 1 
0 7 
0 8 
4 0 
9 16 
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If we replace spaces by X and the plain text begins: 

T O X T H E X C H I E F 

19 14 23 19 7 4 23 2 7 8 4 5 

The cipher for the M209 is given by: 
KEY-PLAIN (mod 26): 

so the resultant cipher stream is: 

17 4 5 1 9 9 16 14 5 9 5 11 

Or R E F B J J Q 0 F J F L . . . 

The M209 offers a respectable level of security provided the partition is 
carefully chosen and the pin patterns on the wheels are nearly random. The 
system can however be completely recovered if more than 130 
consecutive values of pure key can be obtained (or, equivalent^, if the 
plain text of a cipher message more than 130 long is available). 
The M209 can also be used without the restriction that the total number 
of bars used is at most 27 in which case the key-generation is more 
complicated; for example if the 17 wheel and the 23 wheel in the example 
above 'share' two bars the resultant key when both are active is not 5+7 
(=12) but 5+7-2(=10). This adds to the security but we can't go into this 
here. 

Photographs of an M209 are reproduced below. 

291 



An M209 Cipher Machine ready for use. 

Inside an M209 Cipher Machine. Note the 3 lugs on the bars opposite the 
left most wheel (the 26-wheel) and the activator pins sticking out to 
the left and right of the letters on the wheels. 
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5. PUBLIC KEY SYSTEMS 
In conventional encryption systems the same 'KEY' is used for both 
encipherment and decipherment; only the sender/receiver know the key. In 
a public key system there are two keys, one for encipherment and one for 
decipherment:-

The encipherment key is made available to anyone who wants it, but only 
the owner knows the 
decipherment key and to find the decipherment key from the encipherment 
key requires an unacceptable amount of computer time (e.g. centuries). 

The RSA system (Rivest, Shamir, Adleman, 1978) is of this type. 

As a preliminary to the description of the method we first need to recall a 
classical theorem in the Theory of Numbers: 
5.1 THE FERMAT-EULER THEOREM 

This provides the relationship between the encipherment (e) and 
decipherment (d) exponents in the RSA method. 

Definition <p(N) denotes the number of integers less than N and relatively 
prime to it. 

Formula If N=p-|mi p2m2....p| <

mk then 

CJ>(N) = N(1-1) (1-1)...(1-1) 

THEOREM If n and m have no common factor 
m$( n) = 1 (mod n) 

EXAMPLE With n=77, m=2: 

77=7x11 so $(77)=77(1-1)(1-1)=60 

so 2 6 0 = 1(77) 
5.2 THE RSA SYSTEM 

The security of this system depends upon the fact that it is very difficult 
to factorise very large integers, 

e.g. 7103x8117 = 5765501 

is easily computed but to solve 

57655051 = ? x ? 



is much harder. 

The RSA system is based upon 3 integers (e, p, q) where p, q are large 
primes (=10 1 0 0 ) 
Let n = pxq, then e and n are made available (but not p org). 

It is important that the number e is chosen so that it has no 
factors in common with the number 

(p-1)(q-1) 

To encipher the message: 

(i) Convert it into a stream of decimal digits; 

(ii) Cut the stream up into blocks of equal length m-| 1TI2 1TI3 
so that each number rrij < n; 

( i i i ) raise each number nrij to the power e and replace rrij e by its 

remainder r, when it is divided by n; 

(rri j e = rj (mod n) is the mathematical notation). 

(iv)The enciphered text is then the stream 

r1 r 2 r 3 

To decipher the message: 

(i) Let d be that number that has the property that 

ed =1 mod ((p-1) (q-1)) 

(ii)Then rf* = m j (mod n) 

and the deciphered text is 

m-j rri2 1TI3 

[The would-be interceptor won't know p or q and so can't find d, even when 
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given n and e]. 

Example Take p=7, q=11 and e=7 then n=77. 

If our text begins 

EXAMPLE 

we first replace each letter by 2 digits based on its position in the 
alphabet: 

05 24 01 13 16 12 05 

NOW COMPUTE 

5 7 (MOD 77) 

5 3 = 125 = 48 (MOD 77) 

so 5 6 = 48 x 48 = 2304 = -6 (MOD 77) 

s o 5 7 = - 6 x 5 = -30 = 47 (MOD 77) 

So the cipher begins 

47 

NEXT COMPUTE 

2 4 7 (MOD 77) 

The result is 73 so the cipher so far is 

47 73 

We continue in this way and eventually obtain the cipher 

47 73 01 62 58 12 47 .... 

(Note that E enciphers to 47 each time, this is inevitable when n is small; 
in practice n will be very large). 
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To DECIPHER we need to know the value of d, an integer related to e 

NOW ed = 1 mod ((p-1) (q-1)) 
and with p=7, q=11, e=7 this gives 

7d = 1 (mod 60) 

The solution of which is d = 43. 

(Such equations may be solved by using the Euclidean Algorithm; but if e 
had a factor in common with (p-1)(q-1) no solution would exist) 
So our original text is recovered by computing 

4 7 4 3 (mod 77) = 05 = E 

7 3 4 3 (mod 77) = 24 = X 

0 1 4 3 (mod 77) = 01 = A etc. 
(Had we chosen e=6, thus breaking the rule that e must have no 
factor in common with (p-1)(q-1), which in this case is 60, we 
would find that sometimes two different letters would encipher 
to the same letter, for example E and F: 

for E->05; 56=71(mod 77) as we saw above; 
and 
F->06;6 6 = ( 2 1 6 ) 2 = (-1 5 ) 2 = 22 5 

=-6(mod 77)=71(mod 77) 

so both E and F encipher to 71 in this case. In addition the 
decipherment key, d, does not exist since the equation 

6d = 1 (mod 60) 

clearly has no solution). 

5.3 RSA : How Large should n be? 

(i) With a 2-digit modulus (e.g.77) a 
particular letter (e.g.E) always gives the same cipher (47 in 
the example above); 

( i i) With a 4-digit modulus e.g. 7031 (= 89 x 79) each 
particular digraph e.g. TH would do the same (if "in phase"); 
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( i i i ) With a 6-digit modulus e.g. 858929 (=907 x 947) each particular 
trigraph e.g. THE would do the same (if in phase); 

(iv) Even with a 30-digit modulus a standard phrase e.g. 

YOURS SINCERELY 

might produce a 15-long cipher repeat. 

This would appear to be a cryptographic weakness and if n is 
small it would be, but if n is large the knowledge of the plain 
text of a cipher message may not help the cryptanalyst very 
much for he still has to find the value of d where 

c d =p(mod n) 

and he knows the values of n, p (plain text) and c (cipher) and 
this problem, which is known as "f inding the discrete logarithm 
problem", is believed to be about as di f f icul t as that of 
factorising n. So the strength of the RSA is generally assessed 
by estimating how much effort is required to factorise n. 
We are assuming of course that any computer used in 
enciphering or deciphering in the RSA system has the necessary 
mult i- length arithmetic faci l i t ies; on that assumption we can 
ask: 

How difficult is it to factorise n? 

The best general algorithm takes a multiple of 

n ( A loglogn/logn) 

operations, where A is a constant >1. 

When n = 1 0 1 0 u t h i s gives at least (taking A=1) 

1 0 1 5 ope ra t i ons 

- about 12 days continuous running on a Gigaflop machine. 
When n = 1 0 2 0 0 at least 1 0 2 3 operations are required 
i.e. about 3x10 6 years - very secure! 

TO AVOID THIS POSSIBLE CRYPTOGRAPHIC WEAKNESS n should be 
about 1 0 1 0 0 or more. 
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This means that the computer which is being used as a cipher 
machine must have facilities for very high-precision 
multi-length arithmetic. 

5.4 AUTHENTICATION 
The Authentication Problem is this: 
In a public key system if Y receives a message allegedly from X 
how does he know that it is really from X? 

Scenario 
X is a rich man (in London) 
Y is X's bank manager 
Z is a crook (in London) 
W is a accomplice of Z (in Zurich) 

Y receives a message, apparently from X, telling him to transfer 
a large sum of money to the account of W in Zurich. 
In reality the message is from Z who knows that X has just gone 
off on holiday, so that Y cannot check back with him. 
To prevent this kind of fraud X and Y could have agreed on the 
following standard procedure: 
whenever X wishes to send Y a particularly important message, 
M (such as "transfer a lot of money") he first decrypts M using 
his own decryption process, which only he knows, giving a 
ciphered text, D X (M ) . 
X now enciphers a message to Y in Y's public cipher along the 
lines: 
Ey (I am X and here is a message in my inverse cipher, D X (M)) . 
Y applies his decryption process D y to this message and, on 
reading the contents, i.e. Dx(M), applies X's encryption process, 
E x , which is published, to D X (M) . 

SINCE E X D X (M) = M 

he receives the important message and knows that it is from X, 
since only someone with a knowledge of X's (secret) decryption 
system could have sent a sensible message such as M. 

6. Shift register systems 

In such systems a stream of binary key is generated by means of 
a linear recurrence of the type 
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m 
x n = I C k X n _ k ( 6 > 1 j 

k = 1 

where the coeff ic ients C k are ail 0 or 1 and ail additions are 
performed (mod 2). 

The key stream is completely determined by the values 
of C-|, C 2 , ... C m and the values of the initial starting elements 
x- j , .., x m i.e. by 2m binary digits in all. 

A binary sequence generated by an m-element linear 
recurrence such as (6.1) will become periodic after at most 

2 m - 1 
steps but the key may have a much shorter cycle than this. 
Obviously if the initial values x-|, x 2 x m are all zero so will 
be x m + i and so on, no matter what the values of the C k are so 
the zero starting vector always cycles with period 1. However 
non-zero vectors may also give rise to short cycles: 

Examp le The 4-stage shift register system 

x n + 4 = x n + 3 + x n + 2 + x n + 1 + x n (mod 2) 

If we start with any vector other than (0,0,0,0) however we 
f ind that the cycle is always 5 e.g. if we start with (0,0,0,1) 
the 4 most recent key bits at the next 5 stages are: 

( 1 / o, o, 0) 
( 1 , 1 , 0 , 0) 
( 0 , 1 , 1 , 0) 
( 0 , 0 , 1 , 1) 
( 0 , o, o, 1) 

= starting vector 

Condit ions are known which wi l l guarantee that an 
m-stage linear system will have a maximum cycle; they depend 
upon the irreducibil i ty of the polynomial 

P (x )=1+C- |X+C2X 2 +. . .+C m X m < 6- 2) 

related to (6.1) and are given by: 
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T h e o r e m The maximum cycle length ( 2 m - 1 ) occurs, for a 
non-zero starting vector of length m, if and only if 

( i ) P(x) has no non-trivial factors in GF(2) and 

( i i ) P(x) does not divide 

x d + 1 

for any d < 2 m - 1 in GF(2). 
Factorisation in GF(2) (Galois Field, mod 2) simply 

involves reducing all coefficients to 0 or 1 according as they 
are even or odd. This leads to some strange-looking results 

e.g.(x+1) 2 =x 2 +2x+lE= x 2 + 1 (mod 2) 

so, in GF(2), x 2 + 1 has (x+1) as a factor, twice. 

In the example above the associated polynomial is 

P(x) = 1 + x + x 2 + x 3 + x 4 

and since 

(1-x)P(x) = 1-x5 = 1 + x 5 (mod 2) 

we see that P(x) fails the second condit ion imposed by the 
theorem and so cannot have a cycle of maximum length 15. 

A polynomial which possesses the properties required 
by the theorem is said to be p r i m i t i v e . Obviously pr imi t ive 
polynomials are of interest cryptographically since they can be 
used to generate binary keys of maximum length. It can be 
proved that primitive polynomials exist for every value of m and 
in fact there are 

0 ( 2 m - - n 
vn 

of them, where 0(n) is Euler's Function (the number of integers 
less than n and prime to it). 

For m=7, for example, this means that there are 

0 M 2 7 ) = 123. = 18 
7 7 

primitive polynomials, whereas for m=6 there are only 
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0(63 ) = 3_6_ = 6. 

6.1 Cipher Systems based on Linear Recurrences 

Linear recurrences are simple to handle on computers 
and look tempting as a means of generating pseudo-random key. 
By choosing m sufficiently large (e.g. m=97) we can in theory 
produce a key stream that wil l not repeat for centuries even if 
we are generating it at a megabit rate. 

Unfortunately key generated in this way is not very 
secure for we only need 2m consecutive bits of key generated by 
an m register system to have enough information to set up m 
linear equations (mod 2) in the m unknowns C-|, C2, ••, C m 

starting from the first m key values and using the remaining m 
as the m right hand sides of the equations. 

Since a cryptanalyst might be able to obtain 2m bits of 
plain text (for m=97 th is would only require about 33 
consecutive letters of text) to match against the cipher he 
would recover sufficient key to break the entire system quite 
easily: solving 97 equations (mod 2) on a computer requires no 
great sk i l l . 
Exe rc i se A 4-stage shift register has produced the following 8 
consecutive bits of key 

0 1 0 0 1 1 0 1 

(left-most is most recent). 

Recover the system. 

[Solut ion: C-| = C 4 = 1, C2 = C 3 = 0] 

Non-linear systems 

The security offered by shift register systems can be 
very considerably increased if we use non-linear terms, for 
example: 

x n+1 = x n x n - 2 + x n - 1 x n - 4 + x n x n - 3 x n - 5 

(Note that since, in mod 2 a r i t h m e t i c x 2 = x there is no need to 
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use powers of any of the elements). 

With an m register system there are 2 m poss ib le 
products of elements that can be used and hence 2 m unknowns to 
be determined from 2 m non-linear equations rather than m 
unknowns from m linear equations. Obviously the cryptanalyst is 
now confronted by a problem of a different order of difficulty. 

The most celebrated non-linear system is the DES (Data 
Encryption Standard) which is discussed in the next section. 

7. The Data Encryption Standard A lgo r i t hm 

Background 

The DES algorithm was defined in a US Government publication 
issued in January 1977, the responsible agency being the 
National Bureau of Standards. The algorithm is intended for use 
by anyone wanting to protect the security of data and should be 
implemented by hardware, not software. For more information 
see [1], and for full information see [3]. 

The algorithm 

The DES algori thm is designed to encipher (and 
decipher) blocks of data consisting of 64 bits under control of a 
64-bit key. 

A block to be enciphered is first subjected to an initial 
pe rmuta t ion , IP and then to a complex key-dependent 
computation and finally to a permutation which is the inverse, 
( I P ) " 1 , of the initial permutation. 

Since the ful l details of the algorithm are published, 
including IP and the key-dependent computations the security of 
the algorithm depends entirely on the 64-bit key chosen as 
control . In fact only 56 bits of key are used as such, the 
remaining 8 bits are used for error detection (the parity of each 
of the eight 8-bit bytes is odd). 

The number of possible different keys is therefore 
t h e o r e t i c a l l y 

2 5 6 = 7 x 10 1 6 
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Critics of DES have pointed out that a special purpose parallel 
computer containing 1 0 6 processing elements each of which 
could try 1 0 6 keys per second could try all possible keys in 
about one day. 

If the message originator uses a key which is based 
upon 8-bit ITA5 characters the number of distinct keys is 
reduced to 

6 4 8 = 2 4 8 = 3 x 1 0 1 4 

and if, even worse, the chosen key is always based upon 
alphabetic characters the number of distinct keys is reduced to 

= 26 8 = 2 x 10 1 1 

and breaking the key is now perhaps feasible on say, a Cray 2. 

From all this it is clear that: 

( i ) the 56-bit keys must be chosen from among all 2 5 6 

possible keys in a random manner. 

( i i ) The 56-bit keys should be changed regularly. 

So far we have assumed that the only feasible attack is 
to try all possible keys and the DES was designed to make it 
impossible for any other type of attack to be worthwhile. Since 
the would-be cryptanalyst knows the cipher and the exact 
processes that the plain text and key have been subjected to to 
produce the cipher only the 56 bits of the key stand between 
him and the solution. 

Suppose for example that the cryptanalyst tries to 
work out, say, the first 20 bits of the key by keeping bits 21-56 
constant and letting bits 1-20 range over all 2 * ° (^ 10 6 ) 
possibilities. Might he not get some sizeable pieces of the'plain 
text' correct when he tries the correct 20 bits? If he could 
recognise the correct values of bits 1-20 in this way he could 
then attack bits 21-30 and so on. 

Such an attack might work but the DES has been 
designed to defeat it because the complex functions involved 
are so constructed that changing a single bit in the key produces 
widespread changes in the cipher. This is achieved by making 
the complex functions highly, non-linear. 
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7.1 The enciphering function 

The complex encipherment is carried out in 16 stages 
(see Figure 1, which is taken from [1]). 

At each of these 16 stages a different 48-bit sub-key 
of the 56-bit key is used in combinat ion with the 64 bits 
arriving from the previous stage to generate 64 bits of output 
as input to the next stage. 

The 64 bits produced at each stage are split into two 
32-bit sections called L (left) and R (right). R is used as the 
left hand 32 bits of the input to the next stage but the right 
hand 32 bits are produced in a complicated way viz: 

( i ) R is "expanded" from 32 bits to 48 bits using a 
"dif fuser", E; 

( i i ) R and the latest sub-key are added (mod 2); 

(iii) R is split into eight 6-bit sections which are 
t ransformed non-l inearly by 8 "select ion func t ions" 
(s-| sg) to 4-bit blocks, so producing 32 bits in al l ; 

(iv) the 32 bits of the "new" R are permuted; 

(v ) the 32 bits are now added (mod 2) to 
the original 32-bits of L. 

The resultant 32 bits now form the right hand 32 bits 
of the new input. 

See Figure 2, which is taken from [2]. 

7.2 CONCLUSION 

The DES has been the subject of much debate. Properly used, 
with random 64-bit keys which are changed regularly it offers a 
very high level of security but if the key is based upon 
alphabetic characters the number of possibil i t ies is reduced by 
a factor of about 10 6 and at that level the key might be broken 
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by a sufficiently determined person with access to a computer 
of the power of a Cray 2. 

Following workshops held by NBS the consensus view 
was that the DES was satisfactory as a cryptographic standard 
"for the next 10-15 years", but that was said in 1978, so 
perhaps it is time for a new standard, perhaps based on a longer 
key to be introduced. 

1. 
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APPENDIX 

A 240-long message in English has been enciphered using a simple 
substition alphabet with the 27 symbols (A, ...Z, space) replaced by a 
permutation of the 27 symbols (A....Z, 9). 

Using the table of letter frequencies in English given below decipher the 
message. 

c z h t 
p s w i 

e w r e z y j y d r 
c z g p d a w i 1 y 
z g e c s w i s z w 
s z a e y z s a m u 

z a e y z o 
z i h j s a 

w a m y j a s z h t 
z J c p a a y d z p j 

a e y z t 
y s z b e w i 

a z o y a b. 
z a e y k z p 
i h j a d h 1 
y k z w a z w 

s z h j y z h t z a 
e y z p d y p s z h 
t z o p s w i z s i 

u z h t 
h d i 
e z p i 
y y i = 
j u z 
z a e 

w y j 

a w j 

y 

y z h 9 y d 

r z p a z a 

t d h j a w y 
d z h t z h . m d z ? 
j h b l y u r y z h 
t z a e y = 9 e C S 

Letter frequencies of English 

Frequency of letter* In 1000 character» of English 

A 64 
B 14 
C 27 
D 35 
E 100 
F 20 
G 14 
H 42 
I 63 
J 3 
K 6 
L 35 
M 20 

N 56 
O 56 
P 17 
Q 4 
R 49 
S 56 
T 71 
U 31 
V 10 
W 18 
X 3 
Y 18 
Z 2 

SPACE/PUNCTUATION MARK 166 

Figures uken from the copy-fiuini tables used by profes
sional printers based on counts involving hundreds of thous
ands of words in a very wide range of English language 
printed matter. 

P 1 b h d 1 

(Hint: the most common trigraph in English is 'THE'.) 
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(This problem was solved in 44 minutes by a student whose mother tongue 
is English and in 47 minutes by a Belgian; 6 other students solved it in 
less than one hour. The solution can be found in the proceedings of the 
CERN School of Computing in Oxford, 1988, page 260, third paragraph.) 
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INTRODUCTION TO OPERATING SYSTEMS 

Les Robertson 

CERN, Geneva, Switzerland 

These notes were prepared as support material for two lectures entitled "Introduction to Operating 
Systems" given at the CERN School of Computing at Bad Herrenalb, Federal Republic of Germany, 
in August 1989. The first part covers some of the basic concepts and design issues of operating sys
tems. The second part deals with distributed operating systems, including a few general aspects of 
architecture and design and giving brief descriptions of some commercially available distributed sys
tems. 

The notes are in part related to two excellent text books which are recommended for further 
study. 

• Operating Systems - Design and Implementation, Andrew S. Tanenbaum, Prentice-Hall, 1987 

• Distributed Systems — Concepts and Design, George F. Coulouris and Jean Dollimore, Addi-
son-Wesley, 1988 

WHY USE AN OPERATING SYSTEM? 

An operating system performs two main functions: it provides the user with a virtual machine 
more convenient to use than the physical hardware; it manages the various resources of the computer 
configuration , sharing them out among programs and users. 

The basic hardware architecture of most machines and peripheral devices is complicated and 
tedious to program, the details often being dictated by factors like hardware construction techniques or 
compatibility with long-obsolete predecessor systems, rather than with ease of use. In addition, all 
sorts of error conditions may arise which must be carefully recorded (in order to enable the mainte
nance engineer to fix the underlying problem) and recovered from (as in many cases the problem will 
only be intermittent). The operating system handles all of this detail, presenting the user with a 
high-level interface, the virtual machine which provides both an extended set of instructions (like 
read_next_block) and a standardised architecture (where hardware details which differ from one model 
of a computer to another, like the exact mechanism for initiating an I/O operation, may be hidden 
from the user). 

Computers, even simple single-user systems, must be able to support more than one program. 
The operating system must organise the sharing of the processors, memory, disks, printers, network 
channels, and all the other resources of the configuration among the programs which are executing 
simultaneously on the machine. In the case of multi-user systems additional resource management 
tasks become apparent, such as protection and the implementation of resource sharing and accounting 
policies (such as disk space budgets, interactive response time goals, batch priority). Where the com
puter system is expensive, the resource management must also be concerned with maximising utilisa
tion and throughput. 

In addition to the operating system, there are many other system programs which are usually pro
vided by the computer manufacturer, and which give additional functionality to the user. These include 
compilers, editors, mail handlers and command interpreters. These are not part of the operating sys-

central processers, main memory, extended memory, disks, tape units, communications connections, printers, terminals, etc. 

309 



tern. They are programs which use the operating system and which differ from application programs 
only in that they are (generally) not written by the end-user. 

SYSTEM CALLS 

The interface between a user program and the operating system is defined as a set of software 
instructions known as system calls. The system call is usually implemented through a special instruc
tion which causes control to be passed to a routine in the operating system which decodes the actual 
function. Sometimes, as in the case of the UNIX operating system, the system calls are defined as 
high-level language procedures in order to mask from the user program the details of the hardware 
mechanism, and thus improve the portability of the system. 

PRINCIPAL FUNCTIONS 

The main functions of the operating system may be grouped into the following areas. 

• Process and processor management 

• Input/output control (including networking) 

• Memory management 

• File system 

We shall deal with each of these areas in more detail in the following sections. 

PROCESS MANAGEMENT 

A process is a program in execution. It includes the executable program itself, together with the 
current values of all the information which defines exactly what the program is doing (such as the data, 
stack contents, program counter, stack pointers and other registers). Whereas the program is static (it 
consists only of the code and some initial data values), the process is dynamic. The process may be 
executing, when all of the data describing its state will be loaded into the appropriate hardware, or it 
may be suspended, when the state data may have been copied into system tables. This data will have 
to be loaded into the appropriate hardware again prior to resuming execution of the process. 

The process management function is responsible for creating processes, scheduling them into exe
cution on real processors (dispatching), providing for inter-process synchronisation, maintaining pro
cess hierarchies, etc. Process management is the innermost mechanism of the operating system, provid
ing the basic support for the parallel programming which is essential to the other parts of the system. 

In the following discussion we shall consider that the operating system is implemented as a set of 
processes which execute on a number of physical processors, sharing a common memory. More than 
one process can therefore be executing simultaneously, using the same memory and other resources. 
We shall look at some of the synchronisation problems which arise and some of the solutions. Note 
that, even on a mono-processor system, synchronisation is a problem if the process dispatcher 
re-schedules the system (changes the executing process) without an explicit request from the running 
process. For example, a pre-emptive algorithm may be used, where a process will be interrupted if a 
higher priority process becomes executable (such as after an I/O interrupt). 

Mutual Exclusion 

Within the operating system there are many tables and lists which have to be updated by different 
processes. For example, suppose that requests are passed to a disk driver process through a list with a 
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fixed number of slots. Processes wishing to have an I/O request performed insert data describing the 
request in the next free slot, and the driver process removes entries from the head of the list. The list is 
implemented as a circular buffer, controlled by two pointers: OUT defines the next entry to be pro
cessed (head of the list), and IN defines the next free entry. In order to add an entry, a process reads 
IN, stores the data and increments IN. Imagine that two processes decide at more or less the same 
time to add an entry. The first reads IN and begins to store the request in the slot. Just at this moment 
there is an interruption for some reason and the dispatcher decides to reschedule the system. The first 
process is suspended and the second begins to execute. It now carries on with inserting its request in 
the list, reading IN and overwriting the data stored by the first process. The result is at best undefined. 

Figure I: 
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Figure I: Driver re quest list in iplemented as a circular buffer 

The sections of code in which the processes fill in an entry in the list must be executed in a mutu
ally exclusive manner. They are called critical sections. For a given set of associated critical sections, 
only one process may be inside its critical section at any time. 

There are various ways of implementing critical sections in operating systems, the following being 
two of the basic methods. 

interrupt masking 
This is sufficient only in the case of a mono-processor, but is often used for very short critical 
sections because it is very efficient (usually a single instruction). 
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• testjmdset instruction 
Most multi-processor systems have a form of test_and_set instruction in which a memory word 
is read into a register and, if its value is zero, a non-zero value is stored in the memory location. 
While the instruction is executing all other access to the memory word is blocked. 

The memory word may be called a lock, and the test_and_set instruction, if successful, 
obtains the lock for the process. 

Critical sections can now be implemented using the enter_region and leave_region procedures in 
Figure 2. These, however, involve busy waiting and so they are not appropriate for implementing criti
cal sections for processes executing on the same processor (it may be the higher-priority process which 
is looping in enter_region). In practice, enterregion would first disable interrupts, and leave_region 
would enable them again. 

enter region: 

A ts reg, flag 

no reg = Û? 

(,;" return "') 

leaue region: 

flag := 0 

. yf--

('" return ""> 

Figure 2: Procedures to implement Critical Sections 

Serialisation 

A more complicated situation than the simple list management one may make the identification 
of a critical section difficult. For example, a database system is used by processes which query (read) 
the data while other processes are modifying it. A modification {transaction) generally involves several 
database records and fields, and the database is consistent only before any of the modifications have 
been made, or after all have been made. A simple example: A process executes a transaction on a 
financial database which involves transferring a sum of money from field A to field B. At the same 
time a second process is querying the database in order to compute the sum of A and B. The sum 
computed by the second process may be short by the amount of the transfer, or may include it twice, 
depending on the order in which A and B are updated. Clearly we could solve this problem by mak-
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ing all transactions (update or query) into mutually exclusive critical sections. The effect on perfor
mance, however, is obvious. The mutually exclusive critical sections are dependent on the set of data 
being updated, which is defined dynamically. The solution is to serialise access to the data through a 
mechanism called two-phase locking, in which locks to all the data items concerned are first obtained 
(phase 1) before any part of the transaction is performed. In the second phase, locks may only be 
released. Within an operating system, this technique is required in the areas of file system and disk 
space management, where a series of actions involves disk I/O and therefore obviates a simpler mutu
al-exclusion strategy. 

Synchronisation 

We consider again the case of the I/O request list, this time as an example of a producer-consumer 
problem. The requestor produces entries in the list, and the disk driver consumes them. We see that, in 
addition to the need for mutual exclusion while manipulating the list, we also need a mechanism for 
synchronisation of the two processes. 

1. The requestor may produce entries faster than the driver can handle them, and the list may 
become full. The requestor must wait for an entry to be removed. 

2. The driver may complete processing of all the entries in the list. It must then wait for an entry to 
be placed in the list. 

A mechanism is required to enable a process to go to sleep (be suspended) and later be notified (and 
eventually resumed) when a certain event has occurred. This mechanism can also be used to avoid the 
busy-waiting problem which we saw earlier with a simple locking mechanism. 

One of the earliest synchronisation mechanisms is Dijkstra's semaphore (first implemented in the 
T.H.E. system). A semaphore is a variable which is acted on by two primitives which he called P and 
V. P (sometimes called DOWN) is a kind of lock instruction. It tests the semaphore and if its value is 
1 it sets it to 0, indicating that the process has obtained the lock. If it is already 0 the process is 
queued on a list associated with the semaphore and suspended. The V (or UP) instruction sets the 
semaphore to 1 (opens the lock) and removes a waiting process from the list. Figure 3 shows how this 
works. The P and V primitives must be implemented as atomic events (indivisibly), achieved in the 
example by means of a testandjset lock called "mutex*. 

We can now use a semaphore to control a critical section without busy-waiting. But semaphores 
can also be used to synchronise the producer and the consumer in the problem of managing the I/O 
request list, as shown in Figure 4. We need three semaphores: 

M: lock to obtain mutually exclusive access to the list, initialised to 1 (lock free). 
E: synchronise availability of empty slots in the list, initialised to 1 (empty slots available). 
F: synchronise availability of requests in the list, initialised to 0 (no requests). 

An extension to the concept of semaphores is the implementation of counting semaphores, where 
the V operation increments the semaphore by one, and the P operation decrements it if it is not 
already zero. These can be used to control the list in our example more elegantly as follows: 

E: is now initialised to the number of slots in the list. 
F: is initialised to zero, and represents the number of full slots in the list. 

We still require the binary semaphore M to control the actual update of the list itself. Figure 5 shows 
how this is done. 

313 



Figure 3: 

P(S): 
(down) 

Figure 3: 

\ c 

Figure 3: 

lock mutex 

Figure 3: 

< s = 

> 
yes 

no 

Figure 3: 

< s = 

> 
yes \ 

Figure 3: 

s := 0 queue calling 
process on 
list (5) 

Figure 3: 

\ 

queue calling 
process on 
list (5) 

Figure 3: 

unlock mutex \ 

Figure 3: 

unlock mutex 
unlock mutex 

Figure 3: 

C'^_ret 

unlock mutex 

Figure 3: 

C'^_ret urn ) _^. y-

Figure 3: 

) 

C wait 

Figure 3: Figure 3: 

V(S): 
(up) 

X 

Figure 3: 

lock mutex 

Figure 3: 

V / 

Figure 3: 

S := 1 

Figure 3: 

\ s 

Figure 3: 

restart f i rst 
process on 

l ist (S) 

Figure 3: 

\ , 

Figure 3: 

unlock mutex 

Figure 3: The P an 

( return J ) 

Figure 3: The P an d V primitives of a binary semaphore 
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Using semaphores to handle inter-process communication is fairly error-prone. In our simple 
example we have used three semaphores, and it would not be difficult to make a mistake in the order 
of the P and V operations, which would go unnoticed during testing (where all possible asynchronous 
situations would not be available) but would be certain to cause mis-operation the first day that the 
system was introduced into production. In practice, an operating system will use standard functions to 
pass information through queues, which will relieve the system programmer from much of this burden. 
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With the growth in the use of parallel systems, applications programmers also have to organise 
synchronisation of processes. High-level techniques have been developed to help in this, such as moni
tors and the ADA rendez-vous. These, however, require the support of special language constructs and 
compilers and so are not of immediate application to designers of operating systems. 

SYSTEM STRUCTURE 

Monolithic Systems 

In this (not uncommon) model, see Figure 6, the operating system is one large program which 
executes in supervisor or kernel mode, while the user processes execute in problem or user mode. Ker
nel mode allows privileged operations to take place. User processes are protected from each other and 
can communicate with the operating system only through system calls. 

Monolithic systems do of course have some internal structure, but there is no mechanism within 
the operating system to prevent one part of it from accidentally overwriting another, or for imposing 
the designers' synchronisation rules. Such systems are very hard to test, and usually suffer from obscure 
bugs which are very difficult to reproduce. 

user 
process 

user-
process 

user-
process 

operating system 
• ^ 

Figure 6: A Monolithic System 

Layered Systems 

One approach to the problem of designing well-structured systems has been to organise the oper
ating system as a hierarchy of layers, each successive layer being built on the mechanisms provided by 
the underlying layers. For example, the T.H.E. system built by Dijkstra in 1968 was layered as shown 
in Figure 7. In that system, layer 0 dealt with process management, so none of the other layers had to 
worry about multiple processes. The T.H.E. system layers were only used as a design aid, because in 
the end the first four layers were linked together into a single program. The MULTICS system further 
generalised the concept of layers, being organised as a series of concentric rings, with privilege increas
ing towards the centre. Special hardware was used to provide protection between the rings. The VMS 
operating system is constructed as a series of layers with some degree of hardware protection (IPL lev
els). 

Client-Server Model 

A current trend is to move as much as possible of the operating system code out of the hostile 
asynchronous environment of the kernel and into user processes, leaving only process management, 
and the minimum of routines to interface to the privileged hardware instructions. A client process, a 
real user, calls a system function by sending a message to a server process (such as the file manager). 
The server responds by means of another message. From the point of view of the kernel, both client 
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and server are user processes. 

In this client-server model, each part of the system handles only a limited set of functions, and so 
is much simpler to write and maintain. Executing as an application program, the consequences of mal
functioning are limited. 

This model is readily adapted to distributed systems, as shown in Figure 9. The client is not con
cerned with the actual location of the server (apart of course from considerations of performance and 
reliability). 

Figure 7: Figure 7: 

5. The operator 

Figure 7: 

4. User programs 

Figure 7: 

3. I/O management 

Figure 7: 

2. Operator/process communication 

Figure 7: 

1. Memory management 

Figure 7: 

0. Process/processor management 

Figure 7: TheT.H .E. system layers 
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Figure 8: Client-server Model 
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Figure 9: The client-server model extended to a distributed system 

THE INPUT/OUTPUT SYSTEM 

The aim of the I/O software is to hide from the user the complexities and peculiarities of devices 
and controllers, and present a standard program interface which is, as far as possible, device indepen
dent. For example, the readjiexichar function should work on any peripheral capable of input (ter
minal, disk, magnetic tape, communications channel,...). The I/O software must deal with buffering the 
data and mapping characters into the blocks or packets or whatever physical format is used by the 
device itself. 

The I/O software is usually organised into four separate layers: 

• interrupt handler 
This is generally entered directly by the hardware when an interrupt occurs. It's task is to store 
hardware status and signal the driver process. 

• device driver 
This is the device-dependent code, which can be very large and complicated if the software has 
to deal with complex topology and sharing issues (such as shared disk configurations with multi
ple data paths), or where, as in the case of magnetic tape systems, there are many potential error 
situations and recovery strategies. The current trend, however, is for much of this complexity to 
be handled by the controllers. Device drivers account for a very large part of the code of most 
operating systems. 

• device-independent software 
Device-independent functions include: 

— a uniform interface to all devices 
This may be provided through an abstract device or I/O stream which can be read and 
written sequentially, and makes a disk look like a communications line or even a channel 
to another process (e.g. Unix pipe). 

— uniform device naming 

— protection and sharing strategies 
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buffer management 

— storage allocation on disks 

— device allocation (for single-user devices like magnetic tapes 

— error reporting 

Much of this would normally be implemented as part of the file system. 

• user-level software 
The user interface to devices is through library routines, often very specifically associated with 
the language being used. For reasons of efficiency, these library routines often implement some 
part of the device-independent functionality (such as character buffering for disks). The concept 
of a logical record is also usually implemented at the user level. 

MEMORY MANAGEMENT 

Although the amount of memory available on computers has increased dramatically over the past 
few years, the number of good ideas for using it seems to have ensured that demand still exceeds sup
ply. A few years ago, many installations ran a time-sharing service for a number of users on a VAX 
computer with 2 MBytes of memory. Today many users of 6 MByte VAXstations would feel that they 
cannot reasonably use the new windowing software. Although the issues have changed somewhat, 
memory management remains an important function of the operating system. 

Most computers today use virtual memory — with the notable exceptions of Cray systems at one 
end of the spectrum and PCs at the other. Virtual memory is usually implemented through a tech
nique called paging. Each virtual address referred to by a program is made up of two parts, the page 
number and the offset within the page. 

page number byte offset within page 

Before initiating execution of a process, the system stores the address of the start of the page table for 
the process in a special register. The hardware for address resolution uses the page number to look up 
the page table. A page table entry contains either the address of the page frame (the area of real memo
ry in which the page is currently stored) or a flag indicating that the page is not in real memory (see 
Figure 10). In the former case the hardware generates the real address and continues execution of the 
instruct: If the page is not in memory, a page fault is generated which signals the operating system 
to suspend the process while it obtains a page frame and reads in the page from external memory. 
Each process may have its own page table, but memory may be shared by arranging that the same 
page frame address appears in more than one page table. 

A more powerful two-dimensional address space is usually provided by the hardware, using the 
technique known as segmentation. The virtual address now consists of a segment number, a page num
ber and an offset within the page. 

segment no. page no byte offset, within page 

A segment table entry contains the address of a page table, its current length, and some protection flags 
(see Figure 11). This makes memory management much more convenient in two ways. 

1. Segments can be allocated for different functions (like code, data, stack, heap), each of which can 
grow and shrink independently. 
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2. Segments can be shared between processes with adequate protection and without the need to 
copy page table entries each time a new process is allocated to the cpu. 

virtual address space 

page no. 

^J/l _ 

real address space 

> 
f'' 

- - • 

.--- f 1 

/• bute offs -t /• 

— f 

/ 
/ 

/ 
1 

page tab le 

Figure 10: Page Table 

Associated with each page are two flags maintained by the hardware: the referenced bit which is 
set whenever there is a read or write access to the page, and the modified bit which is set whenever the 
page is written to. The operating system uses these bits to implement a strategy for reclaiming real 
memory when required for new pages. The most common strategy is an approach to a least recently 
used algorithm. At regular intervals the system scans all page tables, copies the referenced bit and clears 
it. A page frame will be a good candidate for replacement if it has not been referenced during the peri
od of the past few scans. 

Working Sets 

It has been observed that most processes exhibit a feature called locality of reference, which means 
that, during each phase of execution, they tend to reference only a subset of the pages. This subset, 
known as the working set, changes only slowly with time. The size of the working set changes even 
more slowly. The issue is how to establish the size of the working set and what to do if the sum of the 
working sets of executing processes exceeds the available real memory. Most systems will not permit a 
process to execute if it does not have its working set in memory. Processes are moved out of memory 
to secondary memory or disk (swapped) in order to ensure that there is enough real memory for the 
remaining processes to execute efficiently. 
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Global versus Local Page Replacement 

A global page replacement policy chooses the "best* candidate page frame in the whole system 
when it needs more space. A local policy prefers to take a page frame from the process which needs 
the new page. The former caters automatically for changing working set size, but allows individual pro
cesses to swamp memory. The local algorithm assumes that some other mechanism is used to estimate 
the correct working set size (such as observing the page fault frequency). 

FILE SYSTEM 

An important function of the operating system is to organise the magnetic disk storage into logic
al collections of data called files. The file system is responsible for mapping these logical files on to the 
real hardware, for providing a naming scheme and a protection system to enable the users to refer to 
the files and share them in a controlled manner, and for organising access to the data. It must also take 
care of efficiency of disk space utilisation and, most importantly, ensure the resilience of the file system 
to hardware errors. This section will briefly describe one implementation of a file system, that of the 
Unix operating system. 

The user views the Unix file system as a tree of directories. Files may be named by specifying the 
absolute path name which starts with the "root" directory (called */"), or the relative path name which 
assumes the current working directory. For example, in Figure 12, if the working directory is /usr/tom/ 
progs, the file called main.f may be referred to as /usr/ tom/progs/primes/main.f or as simply primes/ 
main.f. 

321 



A Unix file is described by a record held in a special disk block called an i-node. This contains 
information about the file like its size, owner, creation date, time of last access, and list of the addresses 
of the disk blocks which comprise the file itself. The first ten data block addresses are stored in the 
i-node, but if the file is larger then a second i-node is used to contain the addresses of the next 256 data 
blocks, its address being stored in the single indirection pointer field of the first i-node. Double and 
triple indirection are supported for even larger files, as shown in Figure 13. 

/ ( root directory) 

memos p rogs • • • • 

p r i m e s • • • • 

main.f main.o 

Figure 12: Users' View of the Unix File System 

A directory is simply a file which contains a list of file names and associated i-node addresses. The 
'root* directory is not named in any other directory, but can be located because it has a well known 
i-node address. 

In Unix the term, file-system is used with a very specific meaning to refer to a self-contained set of 
i-nodes, directories and data blocks forming a complete section of the file tree. A file-system is stored 
in a pre-defined section of a disk. The format of a file-system is shown in Figure 14. The "boot block* 
enables the system itself to be loaded from the disk. The "super block" contains control information 
about the file-system, like its size, the number of i-nodes, the first part of the free store chain, a cache 
of free i-node addresses, etc. It is held in memory while the file system is mounted, and written back to 
disk at regular intervals. The i-node area is pre-formatted when a file system is created. 
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DISTRIBUTED OPERATING SYSTEMS 

Scope 

In the first part we discussed operating systems for multi-processor computers, where the proces
sors share memory. In such tightly-coupled systems a process, be it a user process or a kernel process, 
is not aware of the particular processor on which it is currently executing, and indeed will run on dif
ferent processors during successive periods of execution. The operating system caters for the concurrent 
execution of kernel and user processes. The multi-processor system, its memory, disks and other 
peripherals are seen as a single resource — the fact that there may be more than one processor is trans
parent to the user. 

The key difference between an integrated multi-processor system and a distributed system is that 
in the latter case the memory is not shared. We are concerned here with distributed systems in which 
the computers are interconnected by a network of greater or lesser bandwidth which will allow any 
computer to communicate with any other. 

There are of course architectures which involve multiple processors which do not share memory 
but use special techniques to interconnect processors in a non-general way (such as a network of 
Transputers). These pose specific problems, and offer special opportunities, to operating system design
ers, but we shall not consider them further here. 

Motivation 

The growing interest in distributed systems which we have seen over the past decade has largely 
been the result of two related factors. 

• The availability of general-purpose micro-processors which are both cheap and powerful when 
compared with contemporary mini-computers and mainframes; 

• The user-interface technology for single-user workstations2, which had been developed during 
the 1970s principally at Xerox's Palo Alto Research Center, became widely available on stan
dard products from Apollo, SUN and others. 

Other factors which make distributed systems appear more attractive than central 'time-sharing* 
services are: 

• Guaranteed response — The end-user can pay for his own processor and then count on it being 
available whenever he needs it. The response time may be slower than on the central IBM at 
3.00 a.m. on a Sunday morning, but it will be unaffected by the 600 users logged-on to the 
IBM at 15.00 the following Friday afternoon. 

• Customisation — The individual can select a system to suit his application and budget — cpu, 
memory, local disks, graphical assist hardware, etc. — he no longer needs to make do with the 
choice of the computer centre management. 

• Evolutionary Growth — A distributed service can expand smoothly and flexibly in response to 
the wide variety of needs of its users — cpu capacity, specialised text processing facilities, 
high-performance graphics, etc. — without posing the financial and logistic problems inherent in 
the replacement of heavily loaded mainframes. 

Software to support high-resolution bit-mapped screens, mouse, windows, pop-up menus, icons, etc 
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Of course, in practice things are not so simple: a distributed service relies on general files servers 
and communications facilities which can become overloaded at peak times; the central batch and 
time-sharing service runs 24 hours a day, 52 weeks a year, confusing the cost comparison with a pri
vate cpu which is often idle between 6.00 p.m. and 8.00 a.m. Nevertheless, it is clear that the potential 
of workstations and the impressive rate of technological development in this area will make distributed 
systems much more important during the coming decade. 

Requirements 

The most important user requirement in a distributed operating system is transparency. The user 
should not be concerned with the location of the different resources (the computers, disks, plotters, .. ) 
making up the system. Ideally, the user or an application program should be able to use any of the 
computers on the network and see exactly the same environment. We must contrast this with a net
work operating system which makes available common resources (printers, files, ..) to a collection of 
computers attached to the network, but where the users and applications are aware of exactly which 
machines they are executing on, and where they must make explicit requests to use the common facili
ties. VMS with DECnet is such a network operating system. 

We may define transparency as the concealment of separation from the user and application pro
grammer, so that the system is perceived as a whole rather than as a collection of independent compo
nents. 

Important aspects of transparency are: 

access transparency: which enables local and remote files and other objects to be accessed using 
the same operations; 

location transparency: which enables objects to be used without knowledge of their location; 

migration transparency: which enables objects (files, processes, ..) to be moved without affecting 
the operation of the user or application programs. 

Another important requirement is that there should not be any loss of functionality over that 
obtained from a central integrated system. This implies a number of things, such as the way in which 
failures can be monitored and corrected, and the way in which the system can be managed (new users 
registered, new software installed, additional computers configured, network topology evolved) without 
unduly affecting or involving the end-user. The system must appear as a single environment on which 
general services (file backup asid archiving, for example) can be made available as conveniently as on a 
central system. 

The distributed operating system must be resilient to the failure of individual computers and sec
tions of the network. It must also be possible for the system to evolve in size and topology smoothly, 
without affecting the applications. 

In the practical world, the support of heterogeneous systems is an important issue, since some of 
the major advantages of using distributed systems will be lost if the system is tied to a specific manu
facturer's processor. 

Architectural Models 

The most common model for building a distributed system is the workstation model, in which 
each user has a personal workstation on which he does most of his work. The workstations form a 
network together with some server computers which may provide specialised facilities such as more 
powerful processing or support of unusual or expensive peripherals (see Figure 15). The system sup
ports a single global file system, so that all of the data can be accessed from any of the workstations. 
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Figure IS: The workstation model 

A more ambitious model, the integrated model, blurs the distinction between workstation and 
server, making all of the computers in the network appear as a single computing system (see Figure 
16). The operating system decides where to execute a process and where to store a file. The desktop 
cpu will be used to support the interface to the operator sitting in front of it, but the processes he cre
ates will execute anywhere in the system, and may even migrate from computer to computer according 
to system load and other factors. 

Some distributed operating systems have been implemented by extending the functionality of a 
conventional operating system kernel. The kernel provides process management, the I/O system, 
memory management and a file system, but is extended to support these facilities across the network of 
computers. All of the communication between nodes is handled by the kernel itself (see Figure 17). 
This closed architecture results in a rather large and complex kernel which makes maintenance and 
development difficult. An alternative architecture adopts the client-server model which we looked at 
earlier. In this architecture the kernel is 'stripped down*, providing only minimal process support and 
hardware interfacing routines, together with a message-passing facility to enable processes to communi
cate with each other. Everything else is implemented in user-level server processes (see Figure 18). 
Inter-node communication and the management of the distributed environment is handled by a net
work server process which executes on each computer in the system. There are a number of advan
tages of this architecture. The kernel is relatively simple, and the complicated system functions are 
separated from each other in protected user-level processes, leading to easier development, testing and 
maintenance. The system is configurable — each node only runs the servers which it requires. For 
example, the disk block server may be present only on nodes which have disks connected to them. 
The system can be extended easily, simply by writing a new server. There could, for example, be more 
than one file system. In this sense we may call this an open architecture. With this type of architecture 
important issues are the efficiency of the message passing facility and context-switching between 
user-level processes. 
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Figure 16: The integrated model 

Figure 17: Closed architecture 

Some Transparency Issues 

File Naming 
There are two approaches to the problem of providing a single naming scheme for all the files in 
a distributed system. The first is simply to extend the path name to include the location of the 
file: e.g. //node)bin/prog. In effect, the operating system maintains a 'super root* directory con
sisting of the node names in the system, and uses it to start searches in the root directory of the 
node specified. This effectively unites the file systems of the different nodes. It has the advantage 
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Figure 18: Open architecture 

of being clear and simple, but has a major disadvantage in that the user must decide where to 
store files, and keep track of their location. 

The second approach is to have a single global file system which looks exactly the same 
from all machines — there is only one root directory, one bin directory, and so on. The operat
ing system decides where to place the files, and hides their actual location from the user. For 
performance or security reasons it may decide to replicate a file, but this is quite transparent to 
the user. 

• Protection 
In a distributed operating system it is clearly important that a user does not have to identify 
himself explicitly with his user id and password to each of the computers which he uses. The 
authentication of the user should be performed once only, and his authority and rights supplied 
automatically for checking whenever he uses a resource on any of the computers in the network. 
In the case of an integrated system, we assume that the protected kernel code can safely main
tain the information necessary to control access throughout a working session. However, even if 
we assume that the kernel of the operating system executing in each of the nodes of a distributed 
system can be trusted (and remember that the user has access to the hardware switches of his 
desktop workstation, and so can, if he is clever enough, load any operating system he likes), the 
network inter-connecting the nodes is unlikely to be secure, and even relatively simple and easily 
programmable devices like PCs can monitor validation protocols and emulate other worksta
tions. There are no straightforward solutions to this problem. 

EXAMPLES OF DISTRIBUTED OPERATING SYSTEMS 

LOCUS 

The LOCUS distributed operating system was developed at UCLA by Popek and others in the 
late 1970s. It looks Eke Unix in that its kernel suports all of the standard Unix system calls, and it can 
support almost all of the higher-level software and application programs which come with Unix. A 
copy of the kernel executes on each computer in the system, providing: 

system-wide file naming; 
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a distributed file storage and access system; 

• file replication; 

• remote processes; 

• process migration; 

• heterogeneous processor support. 

There is a high degree of transparency concerning files and processes. All of the computers in the 
system can act as both clients and servers. The user sees a single giant Unix system with the Unix file 
access, process creation (fork) and inter-process communication (pipes, signals) primitives implemented 
transparently across the network. When a new process is created, the system will select an appropriate 
node for it to run on. The system was initially developed for mini-computers (VAXes) using a model 
in which users connected through terminals to one of the computers and thereafter had transparent 
access to all of the resources of the pool of computers. It adapts well to workstations: the processes 
which require intimate interaction with the user, maintaining the details of the graphical user interface 
(windows, mouse, pop-up menus, etc.) naturally execute on the workstation on the user's desk, where
as all of the other processes he creates and files he uses may take advantage of the full network of 
workstations and mainframes. 

One of the reasons why LOCUS is of particular interest as an example of a distributed system is 
that it has been used by IBM as the basis for the AIX/370 and AIX/PS2-TCF products. The LOCUS 
system has a closed architecture — it is implemented entirely within the kernel. 

File Support 

Three different locations are defined for file operations — 

• using site 
The client computer which executes the process which issues the open, read, write requests. 

• storage site 
The computer which stores the file on one of its disks. 

• current synchronisation site 
Every file belongs to a filegroup, and for each filegroup there is a single computer which acts as 
the current synchronisation site, keeping track of the location of all files in its group, synchronis
ing concurrent access to the files, and selecting storage sites for new and replicated files. 

When a client program opens a file it supplies the path name. The LOCUS kernel at the using 
site searches the system directory structure and, if the file exists, obtains a file descriptor for it which 
consists of the filegroup and logical i-node number within the filegroup. The using site now requests 
the current synchronisation site for that filegroup to open the file, and supply the name of the storage 
site and the file index. The file index is equivalent to the i-node structure for a Unix file, containing 
control information like owner, permissions, etc. and the disk address and block numbers of the data 
which comprise the file. The current synchronisation site obtains the file index from the storage site 
and returns it to the using site. The open operation is described graphically in Figure 19. 

Having completed the open, subsequent file access operations involve only the using site and the 
storage site. When the file is closed the current synchronisation site is informed by the storage site. 
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The directory search may involve opening a number of different directories as the path name is 
processed. As in Unix, directories are ordinary files, and so the same mechanism is used to open and 
read directories as described above. Caching of file indexes and buffering of data are used to improve 
the performance of the system. 

The important point is that there is a single distributed file system, and the storage location of a 
file is not implied by the path name. The system provides full access and location transparency. It sup
ports replication of files (copies of a file may be held on different nodes, for security or performance 
reasons) but this is hidden from the user by the current synchronisation site. The file system looks 
exactly the same from all the computers in the system. 

Distributed Process Support 

The main functions which are concerned with the support of distributed processes are as follows. 

Process creation — in Unix this is the fork system call. 

Changing the executable program and data image of a process — the exec system call. 

Moving a process from one computer to another — migration. 

Inter-process communication — Unix pipes and signals. 

Process status tracking — for example, informing the parent process when a child process termi
nates. 
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Execution site selection. 

LOCUS uses process names which consist of the identity of the site on which the process origi
nated, concatenated with a unique process number generated by that site. This provides a name which 
is guaranteed to be unique across the system, while not compromising transparency: since a process 
can migrate to another site, the name does not imply anything about where it is currently executing. 

The selection of a site for execution of a process is influenced by several factors. 

• When a process is created (fork) or its image changed (exec) a list of possible execution sites, 
which is contained in the process environment, is used to search for an acceptable location. The 
list may be modified by the user to influence (or force) site selection prior to issuing the fork or 
exec call. 

• The load module must be compatible with the execution site. The fork system call creates a 
new process and copies the environment, data and executable image from the calling process. It 
can therefore only create a remote process on hardware which is compatible with that of the 
calling site. The exec system call replaces the executable image of a process and so the process 
may be moved to a site of a different hardware type if a suitable load module exists. LOCUS 
allows more than one type of load module to exist for a given program. This is handled by a 
technique in which the file with the apparent path name of the load module is in fact a hidden 
directory which points to a set of load modules prepared for different computer types. 

• The user, or system, can issue a special command to cause a process to migrate to a specific 
remote location. 

• Each process has associated with it a list of sites which it is allowed to use. This is set by the 
system when the user logs in, and cannot be changed. It restricts the choice of sites which the 
user may specify. 

SUN Network File System (NFS) 

The SUN Network File System (NFS) provides a distributed file service based on conventional 
Unix file systems. It is of interest because it is rather widely available, being supported on many Unix 
systems and also on several non-Unix systems such as IBM's VM and Digital's VMS. 

The method used in Unix systems is to extend the mount system call to enable a directory on a 
remote computer to be mounted as part of the file name space on the local machine. In the example of 
Figure 20 the directory on the node cray with pathname Jul les is mounted on node sun as a directory 
with pathname /user/'lesy'cray. The normal Unix input/output primitives may then be used from sun to 
open and access transparently files on cray. 

In a Unix system, the open system call returns a unique file descriptor which may be used by the 
application in subsequent references to the file. Within the kernel this file descriptor is mapped on to a 
file system identifier and an i-node number within that file system. NFS extends this to include the 
computer identifier in the internal file identifier, or v-node number. When the file is accessed the system 
therefore knows if the file is local, and can be read and written using a local disk driver, or whether it 
must be accessed through a remote server. Because the v-node is not visible outside the kernel (the 
application cannot distinguish between a local and remote file descriptor), NFS provides a degree of 
location transparency. However, it is clear that the pathname actually specifies the physical location of 
the file. More important for practical purposes, the view of the distributed file system depends on the 
node being used by the observer. A user cannot move from one workstation to another without see
ing the topology of the file system change. NFS supports only one level of remote indirection: it is 
not possible, for example, to mount the directory /user/les from the node sun in Figure 20 on a third 
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computer and thereby give access to the nfs directory juserllesjcray. Thus, setting the current directory 
to the user's home directory on a remote workstation provides a more limited view of the distributed 
file system than that seen by a process executing on the computer which stores the file system contain
ing the home directory. 

NFS is implemented as remote procedure calls between kernel processes. The server maintains no 
state information about the client's file usage between requests. This avoids the need for the server to 
cater for crashes of the client computers and network problems, but it implies that there is no control 
over concurrent use of files by different clients. 

node: sun node: cray 

root root 

us =;er bin • • • • 

\ 
u bin . . . . 

le 
\ 

•^ • • • « ^ l e s > * 

memos progs / c r a y S proas data iobs A 
test • • • • 

Figure 20: SUN Network File System 

APOLLO DOMAIN 

The Apollo Domain system runs on Apollo workstations connected together on a network, and 
provides a number of distributed functions including: 

• system-wide file naming; 

• transparent data access; 

• system-wide locking; 

• remote message and mailbox systems for inter-process communication. 

Like LOCUS, each computer in the system runs a kernel which implements the file directory and 
access services. The application programs only interact with the local kernel. The interface between 
client and server nodes is handled entirely by the kernels. Open files are mapped into the virtual 
address space of client processes, and so the data access system is in fact based on a distributed paging 
service. 
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An object storage system is implemented as a general data storage mechanism. Objects are 
assigned a system-wide unique identifier when they are created, consisting of the name of the creating 
computer concatenated with the time, but this does not imply the storage location: location transparen
cy is maintained. An object is made up of a sequence of pages which are stored on a disk of the 
object's current home computer (not necessarily the creating computer). 

The algorithm for locating an object is first to try the computer on which it was created, and then 
the computer which holds the directory it is named in. If this fails, a more general search will be car
ried out, and a hints file maintained to assist in future searches. 

A directory system is provided to translate textual names into object identifiers. This implements 
a hierarchical structure which looks like a Unix file system, but with a pseudo top-level super-root 
directory containing the computer node names. Thus, a name like: 

//sweetie/user/les/test 
refers to a directory structure held on the node called sweetie. The file called test is not necessarily 
stored on sweetie, but in practice it usually is. 

Domain provides full access transparency. It also provides location transparency in the sense that 
an object can be accessed without knowledge of its location. It does not, however, provide full trans
parency for file (object) names — or rather directories — in the sense that the user's view depends on 
his position in the network. Consider the example in Figure 21. A user executing on sweetie has his 
home directory set to //sweetie/user/les, and his search path includes /bin, which refers to the directory 
of that name on sweetie. When the same user is executing on the node fred, his home directory is set 
as before, to //sweetie/user/les. However, if he uses an absolute pathname such as /bin, this will refer 
to a file on the node on which he is executing (fred). This may be what is required, and indeed if 
sweetie and fred use incompatible hardware this will be just fine in the case of /bin. In general, how
ever, the user will need to be aware of the node on which he is executing, as his view of the file system 
is dependent on it. This illustrates the difference in transparency between Domain and LOCUS. 

/ / (super root) 

sweetie (root) fred (root) 

user bin • • • • user pin . . . . 

I\ W 
les • • • • j im ** ' * w 
test progs 

Figure 21: An Apollo Domain file system 

A file is an object with associated operators such as read and write. 
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MACH 

The MACH distributed system kernel was developed at Carnegie-Mellon University, a successor 
to the earlier Accent kernel. MACH supports the client-server model, providing a light-weight kernel 
which executes on each computer in the system, and a set of inter-process communication facilities to 
enable system services like the file system, network support, process management and memory paging 
to be performed by servers running at the application program level. It has a number of features which 
are designed to provide efficient support of multi-processor systems and large virtual memories. The 
open architecture allows the support of, for example, multiple file systems and paging servers, a feature 
which is of considerable interest in a computer science research environment. MACH provides Unix 
emulation, in order to be able to benefit from the wealth of Unix software which is available. At 
present this is partly implemented within the kernel itself. Apart from its use at Carnegie-Mellon Uni
versity, where it has been ported to a number of different computer architectures, MACH is used by 
several commercial companies, including Next, as the standard operating system. 

Process Management 

The idea of a process in MACH is split into two entities: the task and the thread. The task is an 
address space which owns resources and has capabilities to access other resources. The thread is the 
basic unit of cpu allocation. One or more threads run within a task, sharing the memory and other 
resources of the task. These light-weight threads enable efficient parallel processing to be achieved 
within a task on mutli-processor computers, since the costs of context switching, protection checking 
and thread (process) creation may be rninimised. Figure 22 illustrates the task and thread structure of 
MACH, a Unix-style process being implemented as a task with a single thread. 

task task task 

/ ï M i \ / \ 
i \ A n i i 

1 thread 
I J 

thread 

\ i i 
1 1 

thread 
1 i 

\j U \ i \J \J 1 ! 
i i 

\ / 

kernel 

Figure 22: M A C H tasks and threads 

There are several mechanisms for communication between tasks and threads. 

port 
A port is a queue for messages between tasks and threads. A port is associated with an object 
(such as a task or a service) and use of a port is controlled through capabilities. In order that 
two tasks can communicate, they must each hold a capability for the same port. 

message 
A message is transmitted between tasks using send and receive operations on the same port. 
Messages may be of any size. A third port primitive is provided, rpcmessage, which facilitates 
the implementation of remote procedure call systems using MACH. 
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• fine-grain communication 
This provides a very light-weight communication mechanism between threads within the same 
task, using the task's memory. There is minimal kernel involvement, and no protection. This 
may be used, for example, by a Fortran compiler to implement micro-tasking for a mul
ti-processor shared-memory computer. 

• intra-application communication 
This is intended for use by threads within the same task or in related tasks which share memory. 
It implements the standard port message primitives, but takes advantage of the shared memory 
to minimise message copying and kernel intervention. 

• inter-application communication 
In this case the port message primitives are handled entirely by the kernel, giving full protection 
and supporting communication between tasks on different computers. 

Memory Management 

The address space of a task consists of a collection of regions. A region may be passed on to new 
tasks when they are created, and so separate tasks with a common ancestor may share memory. 

In order to make the copying of virtual memory efficient a feature called copy-on-write is used. A 
copy-on-write page is shared between two tasks until one of them writes into it; only then is a new 
page allocated and placed in the address space of the writer in place of the shared page. This is used to 
avoid copying large messages between tasks, and to provide a new task with a copy of its parent's 
memory (not as a shared region, only in order to provide it with a copy of the parent's environment). 

MACH supports paging servers implemented as tasks outside the kernel. When a memory region 
is allocated, an external pager is defined which will receive requests from the kernel to read and write 
pages to external storage. 

Network Communication 

Communication over networks is provided by network server tasks, one of which is present on 
each node of the system. The network server receives all messages on ports which are not present on 
the local system. It translates the local port number into a network port identifier and then sends on 
the message to the network server in the node which handles that network port. The remote network 
server maps the network port on to a local port number and forwards the message to the destination 
task. Only the network server is aware that a port is local or remote; other clients and servers see no 
difference between them. This is illustrated in Figure 23. 
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Figure 23: Passing messages across a network in MACH 

335 



Bibliography 

Basics 

• Operating Systems — Design and Implementation, 
Andrew S. Tanenbaum, Prentice-Hall, 1987 

• An Introduction to Operating Systems, 
Harvey M. Deitel, Addison-Wesley, 1984 

Unix 

• The Design of the Unix Operating System, 
Maurice J. Bach, Prentice-Hall, 1986 

Distributed Systems 

• Distributed Systems — Concepts and Design, 
George F. Coulouris and Jean Dollimore, Addison-Wesley, 1988 

• Distributed Operating Systems, 
Andrew S. Tanenbaum and Robbert van Renesse, Computing Surveys, Vol 17, No 4, Decem
ber 1985 

• The LOCUS Distributed System Architecture, 
Gerald J. Popek and Bruce J. Walker, The MIT Press, 1985 

• Mach: a new kernel foundation for Unix development, 
R. Rashid et al, Proceedings of USENIX 1986 Summer Conference 

• Sun Network File System Reference Manual, 
Sun Microsystems, Mountain View, California, 1987 

• The architecture of an integrated local network (Apollo Domain), 
PJ.Leach, P.H.Levine, B.P.Douros, J.A.Hamilton, D.L.Nelson and B.L.Stumpf, IEEE Journal 
on Selected Areas in Communications, vol. SAC-1, no.5, 1983 

336 



USING SILICON AND GALLIUM ARSENIDE TECHNOLOGIES 
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Abstract 
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rial, device, 
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and competing 
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is made between emerging high 
silicon and gallium arsenide 
for the design and manufac-
next supercomputers. Mate-
circuit, packaging, and man-
sues make comparisons complex 
design methodologies will 

Introduction 
Development of more powerful large-scale 
supercomputer systems has traditionally 
depended upon the use of ever higher per
formance hardware technology. Recently it 
has become apparent that computer archi
tecture and algorithmic innovations will 
play an increasing role in the advancement 
of computational science. However, 
because of the difficulty in overcoming 
the inherent scalar nature of portions of 
many important problems, hardware technol
ogy continues to play an important role in 
supercomputer development. 
Semiconductor technology continues to be 
central. Although silicon devices have 
dominated, there is now a challenge from 
emerging gallium arsenide (GaAs) technolo
gies. Evaluating the performance, design, 
and production trade-offs between silicon 
and gallium arsenide approaches is com
plex. The strength of gallium arsenide is 
the physical property of faster electron 
conduction. The strength of silicon is the 
maturity of its fabrication technology, 
allowing small devices and complex chips. 

The following discusses some of the issues 
which influence designers working with 
these technologies to build faster and 
more powerful computational systems. 

Semiconductor Material Properties 
There are a number of fundamental material 
properties that distinguish silicon and 
gallium arsenide and thereby influence 
design decisions. 
One of the more important parameters is 
the mobility of carriers within the mate
rial. Carrier mobility describes the cor
responding carrier velocity resulting from 
the application of an electric f*ield 
across a switching device. Relative 
switching time and ultimately the logic 
gate performance will be faster whenever 
the carriers move faster in a material. 

Carrier mobility is not a constant, but 
depends upon the temperature, the concen
tration of impurities which are added to 
the semiconductor to define the devices, 
the applied electrical field, and the type 
of carrier — electrons or holes. The 
fastest transistor and diode switching 
devices are designed and selected to take 
advantage of the most favorable material 
properties, consistent with manufactura-
bility at any given time. 
A plot of electron drift velocity as a 
function of the applied electric field for 
gallium arsenide and for silicon is shown 
in Figure 1. Notice that for moderate 
applied electrical fields, the drift velo
city of electrons in gallium arsenide is 5 
to 6 times greater than that of silicon. 
It is reasonable to conclude that switch
ing should be faster with the gallium 
arsenide devices. Switching of an actual 
logic gate, however, is also dependent 
upon a number of other considerations. 

Reproduced from the '1988 International Conference on Supercomputing', 4-8 July 1988, Saint-Malo, France 
(pp. 604-610), ISBN 0-89791-272-1, with the kind permission of the Association for Computing Machinery. 
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Figure 1. Electron Velocity In Silicon 
and Gallium Arsenide 

(Aft»r S», Rilninci 2) 

The drift velocity advantage for positive 
carriers (holes) does not belong to 
gallium arsenide. In fact, the hole 
velocity is considerably less for both 
semiconductors as shown in Table 1. If 
the switching device performance depends 
primarily upon the hole velocity, a 
gallium arsenide approach will lose its 
apparent advantage. For this reason, 
first generation GaAs devices have been 
n-channel field-effect transistors (FET) 
which are dependent upon majority carrier 
electrons for switching current. 

Table 1. Intrinsic Carrier Mobility 

Silicon GaAs 

Electrons 1350 8600 (err? /v-sec) 

Holes 480 250 

(From Grove, Reference i ) 

Of course transit time in the switch is 
also dependent upon the size of the 
switch. If the channel through which the 
carriers pass can be made shorter for a 
given drift velocity, faster switching 
action will result. Short channel lengths 
are achieved by higher resolution photo
lithography and processing. These are 
both a function of the circuit manufactur
ing state of the art. This variety of 
factors can cause some confusion when dif
ferent generations and structures of gal
lium arsenide and silicon devices are com
pared. 

If the silicon and gallium arsenide 
devices are made smaller without a corre
sponding scaling of the applied voltage, 
the electric field across the channel or 
junction rises. As Figure 1 shows, above 
2 X 10 3 volts / cm the advantage of elec
tron drift velocity in gallium arsenide 
over that of silicon begins to decrease. 
This high field situation and other short-
channel effects will become more important 

as future devices are down-scaled in size. 

Currently gallium arsenide devices support 
a much lower level of integration than 
silicon devices. Wafers used during 
fabrication are more expensive and are 
smaller. GaAs foundries have typically 
used 3 inch wafers, whereas silicon lines 
can take advantage of the economies of 
scale gained from 5 or 6 inch wafers. 
Larger wafers allow more efficient manu
facturing and less expensive silicon 
devices. 

Because the material is a compound semi
conductor, GaAs wafer fabrication is more 
difficult. Wafers of gallium arsenide 
have several orders of magnitude greater 
defect density than silicon wafers, 
although the degree to which this nega
tively affects device yield is not always 
clear. GaAs wafers are much more brittle 
and require special handling techniques 
and equipment to allow the wafers to sur
vive the circuit manufacturing process. 
GaAs wafer breakage rates decline with 
processing experience but it continues to 
be a factor which increases circuit cost. 

Process maturity allows larger silicon 
circuits with acceptable yield. There is 
a significant advantage to placing many 
transistors close together to reduce pro
pagation delay. Power dissipation rises 
for such circuits, however, and more effi
cient cooling techniques must be applied 
at the system level to take advantage of 
these larger integration levels. 

Currently, gallium arsenide integrated 
circuits are smaller and more expensive 
than silicon counterparts. These differ
ences currently limit the ability of GaAs 
to achieve its ultimate potential. It is 
certain, however that larger, less expen
sive GaAs devices will be possible as the 
fabrication technology advances. 

Circuit Considerations 

When selecting a very high performance 
semiconductor technology from the current 
generation of manufacturable devices, one 
finds that a silicon transistor is most 
likely to be a bipolar device and the gal
lium arsenide transistor is most likely to 
be a field-effect transistor. These 
device structure differences affect cir
cuit performance comparisons of the two 
technologies. The gallium arsenide FET 
will be an n-channel device to take advan
tage of the high electron mobility. Bipo
lar GaAs devices are not yet a serious 
option due to fabrication complexity. 
Both semiconductor technologies allow the 
fabrication of resistors and efficient 
diodes. 

It is generally acknowledged that when 
fabricating semiconductor devices it is 
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easier to control vertical, layered geom
etries than to control lateral dimensions. 
Figure 2 shows simplified cross-sections 
of a bipolar and a field effect transistor 
and the general direction of carrier flow. 
Shortening the length of this transit 
region will improve the device performance 
until, finally, limits such as junction 
breakdown and short-channel effects dom
inate. Note that although the gallium 
arsenide device benefits from its higher 
carrier mobility, the popular high-speed 
silicon device can compensate somewhat 
with a structure that reduces the transit 
length. 

•miliar bass 

1 ^ J T 
drttln g i t * source 

collactor 

Bipolar Junction Translator 
(silicon) 

Flald-EHact Translator 
(gallium arsanlda) 

Figure 2. 
Basic structure of the favored high-speed silicon and 
gallium arsenide transistors showing carrier flow. 

Bipolar and field-effect transistors have 
very different transfer functions and 
accordingly the circuits used to design 
logic switches can also be quite differ
ent. The bipolar transistor is current 
controlled, providing high current gain 
with low input impedance. The turn-on 
threshold is sharp and determined by the 
bandgap of the material — a precise, pre
dictable physical constant. The field 
effect transistor is voltage controlled, 
providing a high input impedance and a 
threshold voltage which is very process 
dependent. Indeed, great volumes have been 
published over the years describing the 
problems and proposing solutions to pre
cise threshold control of gallium arsenide 
field effect transistors. The high input 
impedance can reduce the loading effect 
due to the connection of one gate to 
another. 
When a FET is built, the threshold 
(turn-on) voltage can be adjusted by 
design of the fabrication process over a 
range of voltages, positive and negative. 
Some FETs are typically designed to be 
turned on at negative 2.5 volts gate-to-
source while others are designed to turn 
on only when the gate voltage is slightly 
positive. Devices with a negative thresh
old are called depletion-mode FETs and 
devices with a positive threshold are 
called enhancement-mode FETs. 

Because the practical logic gate building 
blocks for gallium arsenide and silicon 
are different, it is reasonable to expect 
that the optimal circuits for each are 
also different, each with a separate set 
of design trade-offs. 

Consider what might be a typical Boolean 
operation specified by a logic designer to 
generate required processor functions. 
Such a general logical operation would 
include the AND function to group logical 
variables and the OR function to group 
subterms. In addition there must be a way 
to create the NOT (inverted) form of Bool
ean terms. 
Experience has shown that efficient design 
also requires that AND and OR operations 
are accomplished across fairly wide gate 
inputs — at least four. Preferably a 
fan-in of 5 or 6 will also be possible. 
The complement of the logic function is 
also required for many arithmetic and data 
selection logic and its efficient gener
ation can also aid in supplying additional 
fan-out capability. 

Basic OR functions (which can be trans
formed to AND functions if a negative 
logic convention is used) can be created 
with each technology by parallel connec
tions of transistors or the connection of 
diodes to a common node. For a given car
rier transit geometry, the GaAs implemen
tation will probably have the advantage 
due to the higher carrier mobility. 

The silicon bipolar OR block is commonly 
stacked .using emitter-coupled logic 
(Figure 3). This more complex structure 
allows concurrent generation of the AND 
logic between several OR blocks and 
low-cost generation of the complement 
logic level. The voltage controlled 
depletion-mode gallium arsenide FET cannot 
be used efficiently in such a circuit 
the AND, OR, and NOT functions are usually 
generated faster, but sequentially. 

GND(VCC) 

Y > Y 

Figure 3. 
Series-Gating 

with Silicon ECL 

This simplified schematic shows the series gated 
function Y = (A+B)(C+D). The OR and AND delay 
functions overlap and the complement of Y Is 
available at little cost. 
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Current-steering-logic has the added 
advantage of greatly reducing the induced 
noise in the system power distribution 
system, an important simplification for 
design. With enhancement-mode second gen
eration GaAs devices, such series-gating 
is possible with careful design tech
niques. In this case the structure is 
called SCFL (source-coupled FET logic). 
After a period of slow improvement, high 
speed silicon emitter-coupled logic has 
been making impressive advances in recent 
years. New process technologies using 
smaller emitters, thinner base regions, 
and improved device isolation are achiev
ing sub-100 psec basic gate delays. These 
delays are competitive with moderately 
powered gallium arsenide depletion-mode 
and enhancement-mode circuit delays. 

Gallium arsenide circuits are better able 
to maintain relatively high speed when the 
power must be reduced because more devices 
are to be integrated on the same chip. 
This advantage is less apparent today as 
it is difficult to fabricate highly com
plex GaAs circuits. 
Typical gallium arsenide circuits maintain 
an important advantage over silicon ECL 
circuits for those systems which are 
designed to handle very fast edge rates. 
In real system environments, the typical 
ECL off chip driver circuit (Figure 4) 
delivers no better than 800 to 900 psec 
rise and fall times. 

GND (Vcc) 

Figure 4 . Bipolar Emitter-Follower Driver 
The junction capacitance of the bipolar 
emitter-follower limits the rise time and 
the simple resistor pull-down device 
limits the fall time. 

difficult to design a gallium arsenide 
push-pull driver with less than 200 psec 
edges (Figure 5). The device driving 
off-chip will be relatively large, 
however, and will require an additional 
stage or two of amplification preceding 
it. If this stage can also perfenn useful 
logic functions its presence Wi.' I not 
detract from the overall delay. 

+ V 

r£_jtf 
i: 

Figure 5. Push-Pull GaAs Output Driver 

With either FET A or FET B turned on 
and the other FET off, rise and fall 
times can be reduced independently. 

Strictly speaking, rise and fall times 
should not affect propagation delay if the 
gate threshold is stable and uniform 
throughout the system and the rising and 
falling edges are monotonie. Electrical 
noise in practical systems can vary the 
apparent thresholds however. Transmission 
line reflections can make the shape of 
rising and falling edges less predictable. 
For these reasons, the sharper, higher 
bandwidth edges provided by GaAs are 
preferable when operating in a carefully 
controlled transmission line environment 
with proper terminations. 
The high input impedance of the GaAs FETs 
and the active pull-up and pull-up devices 
combine with the superior mobility of 
gallium arsenide to move the output levels 
quickly. Such edge rates are important 
for digital systems which operate with 
clock rates above 500 MHz. Circuit 
innovations which improve the usual 
emitter-follower drivers are needed to 
allow silicon ECL competition with these 
GaAs edge rates. 

The rise time is limited by the effect of 
the base-emitter and base collector 
junction capacitance on the switching 
node. The fall time is limited by the 
passive resistive load which provides 
limited pull-down current. It is not 

Circuit and System Packaging 
Figure 6 shows the evolution of module 
configurations for recent products from 
Cray Research. 
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Figure 6. Evolution of Cray Module Design 

Modules for the X-MP consist of a stack of 
four 6 inch by 8 inch circuit boards. 
Each module is 700 mils deep. There are 
144 logic modules per processor. To cool 
the circuits, a thermal path is provided 
by two 85 mil copper plates. The edges 
of these plates are inserted in vertical 
aluminum cold bars, through which Freon 
coolant flows. 
The CRAY-2 uses smaller 4 inch by 8 inch 
circuit boards assembled as an eight 
board, one-inch-thick module. There are 
55 logic modules per processor. The 
increased circuit density is cooled by 
immersion of the modules in flowing 
fluorocarbon liquid. 
Both the CRAY/X-MP and the CRAY-2 use 
circuits with a relatively low level of 
integration having only 16 gates available 
in each gate array. 
The recently announced CRAY/Y-MP, allows 
an entire processor to reside on one 
module, 23.3 X 12.8 X 1.39 inches. Liquid 
coolant flows through the module in chan
neled aluminum cold plates. The circuits 
are built with arrays containing up to 
2500 equivalent gates. 
Circuits for the CRAY/X-MP and CRAY-2 con
sume about one watt of power. The change 
to 8 - 12 watt very-large-scale integrated 
circuits (VLSI) for the Y-MP require addi
tional attention to an efficient thermal 
interface and heat spreader below the die. 
Because first generation gallium arsenide 
devices do not support large levels of 
integration, cooling approaches which are 
similar to the CRAY/X-MP and the CRAY-2 
may be viable. Larger silicon circuits 
will dissipate greater than 20 watts, how
ever. Simple immersion of a circuit with 
this thermal density would result in local 
boiling and loss of an efficient heat 
transfer mechanism. For this reason, 
improvements in the heat spreading tech

nique will be required for such VLSI sili
con circuits. 
The gallium arsenide circuits planned for 
the CRAY-3 will contain several hundred 
gates, consistent with the relative imma
turity of the technology when this project 
was started. Very dense packaging tech
nology will be applied to achieve system 
circuit densities which exceed the sili
con-based Y-MP. A conceptual drawing of 
the CRAY-3 module approach is shown in 
Figure 7. 

GaAs Integrated Circuit 

Module Circuit Board 

Complete Module Assembly 

W V ; ! ' fWH"Wff'lWI 

Figure 7. Cray 3 Module Construction 

Unless close attention is given to an 
aggressive packaging approach, the inter
connect delays between devices and modules 
will dominate the system performance. 
Controlled impedance transmission lines 
must be used for all communication paths 
which have an electrical length which is 
greater than the rise and fall time of the 
signal edges. These transmission lines 
must be properly terminated in their char
acteristic impedance to minimize reflec
tions. Placement of large numbers of ter
mination resistors in a small area can 
induce noise in the reference plane which 
seriously reduces noise margin. 

With 120 I/O pins for each circuit in the 
Y-MP, the simultaneous transmission line 
terminating current could exceed 1.5 amps. 
An improperly designed termination voltage 
plane will not satisfy such instantaneous 
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current requirements — the termination 
voltage will vary momentarily and noise 
will be introduced into the system. 
Deliberately slowing down the signal edges 
may reduce the induced noise but it will 
also subtract from the available clock 
period. 
A better design approach would increase 
the thickness of the reference plane to 
reduce ohmic drops and provide distributed 
capacitance between the reference and 
other voltage planes. Design rules can be 
defined which do not allow circuit layout 
with very high local termination current 
requirements. 
Inputs and outputs for most integrated 
circuits have been accomplished by the use 
of bonding pads along the periphery of the 
die. As circuits use ever smaller tran
sistors and yields allow ever larger die, 
the ratio of gates to I/O pins has come 
under pressure. The number of gates has 
been increasing more than the square of 
the die dimensions while the area for 
additional bonding pads has only increased 
linearly. 

There is now a trend toward smaller pads 
and smaller pad pitch. There is also more 
attention to area based I/O techniques 
which allow pads across the face of the 
device. Recent designs have reduced the 
pads to 2 mils wide on 4 mil centers. 
Such small pads in such close proximity 
make it difficult to use the traditional 
wire bonding techniques because the tool 
interferes with neighboring bonds. 
Tape automated bonding (TAB), consisting 
of etched fine-line metal supported by a 
flexible dielectric carrier, was origi
nally conceived for low-cost, highly auto
mated interconnect. Its ability to pro
vide fine-line pitch with low inter-lead 
capacitance makes it attractive for high 
performance packaging as well. Area TAB, 
which allows the placement of pads and 
bonding across the face of a circuit has 
also been demonstrated. 
Flip chip mounting using collapsible 
solder bumps is another high density inte-
arated circuit connection technique. 
These bumps minimize lead inductance. The. 
challenges for using this technology 
include high capital costs and the 
requirements of very high density matching 
substrate technology. 
Hermetic packaging has been synonymous 
with high reliability, an ever more impor
tant requirement for these large systems. 
Hermetic packaging of individual circuits 
seriously interferes with close spacing to 
reduce propagation delay between devices. 
In the future there will be a shift to 

dependence upon high integrity inorganic 
and organic integrated circuit passivation 
coatings for protection. Computer manu
facturers will insist on controlling more 
of the proprietary packaging process, with 
the semiconductor vendor supplying wafers 
of tested die. 

System Design Methodology 
Logic gate counts of current supercomputer 
CPUs range from 500,000 to 1 million 
gates. Many systems contain multiple 
CPUs. Partitioning these designs into 
devices that range from 200 to 300 gates 
(the first GaAs machine) to several thou
sand gates (the recently announced Y-MP 
from Cray) generates 100 to 2 00 unique 
circuit designs. 

Even with sophisticated design tools, 
these circuits are subject to some level 
of redesign during the system development 
phase. Such monumental design tasks place 
specific requirements on design and proto
typing methodologies. For silicon cir
cuits, high performance ECL gate arrays 
have been preferred. Wafer banks with all 
transistors and resistors pre-processed 
allow quick turn-around for each option by 
completing only the customized metal 
layers. 

Unfortunately, gate array designs always 
involve some compromises in layout and 
performance to make the banked wafer amen
able to a wide variety of design options. 
Such a compromise is more difficult to 
make in a GaAs design where a few perfor
mance reductions can cause the designer to 
end up with circuits that are no faster 
than silicon devices but considerably more 
expensive. For this reason, a better gal
lium arsenide design approach would use 
standard cell designs. This requires a 
complete process sequence after the design 
is completed. Fortunately, typical GaAs 
processes use fewer steps than advanced 
silicon processes, but turn-around times 
are still longer. 
In each case, silicon or gallium arsenide, 
a very close relationship with the semi
conductor vendor is extremely important. 
Quick turn-around for the large number of 
designs requires less emphasis in the 
beginning on exhaustive test specifica
tions and more emphasis on a "best-effort" 
approach. Back-end processing of gate-
array metallization at the system house 
can provide superior response time. Some 
of the new, sophisticated packaging 
approaches will require the qualification 
of wafers or die, rather than finished, 
packaged parts. Pricing and acceptance 
criteria must evolve to accommodate the 
changed relationship between semiconductor 
vendor and customer. 
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Conclusion References 
The continued success of emerging gallium 
arsenide technology seems assured. 
Whether it will be at the expense of sili
con solutions for high performance comput
ing is another matter. There are examples 
of emerging technologies that promised to 
eclipse the old standards, such as elec
tron beam lithography replacing optical 
techniques and semiconductor storage over
shadowing magnetic media. In these cases, 
the more mature technology was challenged 
to overcome its apparent barriers. The 
limits of silicon and gallium arsenide 
achievements have not been seen or imag
ined. These technologies may indeed some
day coexist side-by-side on the same waf
ers, and in neighboring transistors. 

1. Grove, A.S. Physics and Technology of 
Semiconductor Devices, p. 103. John 
Wiley & Sons, New York, 1967. 

2. Sze, S.M. Physics of Semiconductor 
Devices. 2nd éd., p. 46. John Wiley 
& Sons, Mew York, 1981. 
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THE FUTURE OF FAST NETWORKS 

G. Miiller and M. Salmony 

European Networking Center, IBM, Heidelberg, Fed. Rep. Germany 

ABSTRACT 

The first part, presented by G. Mueller, will describe the current telecommunications 
environment and show what changes are anticipated within the next decade. These include a move 
towards high-speed (typically 100 Mb/s) with integrated multi-channel access and new facilities due 
to intelligence in the network. It is shown what effects this quantum jump in technology may mean 
for future telecommunications users. 

The second part, presented by M. Salmony, will then outline the characteristics of the new 
network (especially Broadband/ISDN, DQDB and FDDI), show what technical issues have to be 
solved in order to exploit the potential of the new networks and describe some initiatives and 
experiments examining these future telecommunications aspects in Europe. 
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