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ABSTRACT

One approach to improving the real-time efficiency of plasma turbulence calculations
is to use a parallel algorithm. A serial algorithm used for plasma turbulence calculations
u-as modified to allocate a radial region in each node. In this way, convolutions at a fixed
radius are performed in parallel, and communication is limited to boundary values for each
radial region. For a semi-implicit numerical scheme (tridiagonal matrix solver), there is a
factor of 3 improvement in efficiency with the Intel iPSC/860 machine using 64 processors
over a single-processor Cray-II. For block-tridiagonal matrix cases (fully implicit code),
a second parallelization takes place. The Fourier components are distributed in nodes.
In each node, the block-tridiagonal matrix is inverted for each of the allocated Fourier
components. The algorithm for this second case has not yet been optimized.
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NOMENCLATURE

.4 aspect rat io of the torus

a minor radius of the torus

Bo toroidal magnetic field

Bp poloidal magnetic field

Oad cooling rate multiplier

E( toroidal electric field

[2 coronal equilibrium cooling rate

.!( toroidal current density

m poloidal mode number

n density

n toroidal mode number

R,) major radius of the torus

r radial coordinate

5" Lindquist number

T temperature

/ time

U toroidal component of the

vorticity

I velocity

Z impurity charge

Zfff effective impurity charge

: = 1 + Z2(nz;ne))

a alpha = 1.71

So ratio of the kinetic to the

magnetic pressure

e inverse aspect ratio (= 1/.4)

(," toroidal angle

(,* unit vector in the

toroidal direction

T]3p resistivity

8 poloidal angle

fi viscosity

pm mass density

0 velocity stream function

\ transport coefficient

^ poloidal magnetic flux

u>' diamagnetic frequency

u>c ion cyclotron frequency

Superscripts and subscripts

e

eff

eq

i

z

II
i-

electron

effective

equilibrium

ion

impurity species

Parallel to the magnetic field

perpendicular to the magnetic

field

perturbed quantities



1 Introduction

The study of plasma turbulence and the concomitant transport is a challenging prob-
lem. The fluid approach to plasma dynamics makes tractable some problems that are. at
present, too complex in kinetic theory. This approach assumes that the plasma is an elec-
trically conducting fluid, which can be confined inside a magnetic field because it tends
to flow mostly along field lines but not across them.

For pure magnetohydrodynamic (MHD) problems in the large-aspect-ratio limit, the
basic equations can be reduced to two partial differential equations.1 These equations
can be solved using a semi-implicit scheme that requires a tridiagonal matrix solver.2

This model has been used to study tearing mode turbulence with application to tokamak
disruptions3 and dynamo effects in reversed-field pinch configurations.4

In general, transport studies in toroidal configurations require one to go beyond the
simple MHD model. The effects of temperature, density, etc., must be included. As a
consequence, we must increase the number of partial differential equations to be solved.
In the case of edge plasma turbulence, we have used a six-equation model, treating the
linear terms of these equations implicitly. These require the inversion of block-tridiagonal
matrices.3

As is typical of turbulence studies, high resolution is needed to resolve all scale lengths
in the problem. This requires large amounts of memory. To study the development of
steady-state turbulence, the plasma evolution must be followed for many time steps. There-
fore, these calculations require large amounts of computing time, and in real time, they
extend over periods of many months.6

One approach to improving the real-time efficiency of plasma turbulence calculations
is to use a parallel algorithm that we first tested on the 64-node Intel iPSC hypercube.7

The semi-implicit algorithm described in Reference 2 was modified to allocate a radial
region in each node of the hypercube. In this way, the convolutions at a fixed radius were
performed in parallel, and communication between nodes was limited to the boundary
values for each radial region. The memory configuration used in this implementation was
a ring. Here, we compare the results of these calculations with the use of a shared memory
machine such as the Crav-II.

The fully implicit algorithm described in Reference 5 has also been adapted 1o the
hypercube. For the calculation of the convolutions, we use the same approach as for
the semi-implicit scheme. However, in this case, a second parallelization in which the
Fourier components are distributed in nodes is required. This algorithm has not yet been
optimized.

The rest of the paper is organized as follows. In Section 2. the two sets of equations used
in the present studies are described, and the respective algorithms are briefly summarized.
The implementation of these schemes in the hypercube is discussed in Section 3. The
liming results for different numbers of processors are presented in Section 4.



2 Equat ions and Numerical Scheme

In the case of toroidal confinement devices (tokamak and stellarators), the magnetic
field line topology is a three-dimensional torus. These magnetic configurations are created
by a toroidal field, Bo, the long way around the torus and a poloidal magnetic field, Bp,
the short way around the torus. In equilibrium, the toroidal field is larger than the poloidal
field, and they obey the ordering Bo/Bp ~~ A > 1. where A = R^ja is the aspect ratio
of the torus. In a large-aspect-ratio approximation (.4 3> 1), the MHD equations can be
reduced to

g U)
^ , ,C Jj (2)

Here ^ is the poloidal magnetic flux, B — \, RYty v <,' •+- .Z?oC> C ' s ^n e u n ' t vector in
the toroidal direction. V = (,' • ' V • I") is the toroidal component of the vorticity, *i» is th -
velocity stream function, and I* = V4> • (,' is the velocity. Parameters in these equations
are the resistivity 77,p, the major radius of the torus Ro, the minor radius of the torus a.
the viscosity /i, and the mass density pm.

The toroidal current density, J^, in terms of the polo-dal flux is given by

The toroidal current is driven by a constant electric field E^.
In describing the plasma turbulence, it is necessary to include the effect of density and

temperature gradients, parallel flows, etc. Therefore, a more complete set of equations is
required. In particular, to study plasma edge turbulence in tokamaks. we have used the
following set of equations:
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This set of equations is an extension of the previous one for two fluids plus an im-
purity species. Here, ne and nz are the electron and impurity density, Te is the electron
temperature, Y^ is the component of the ion velocity parallel to the magnetic field and
2",ff is related to the impurity charge, Z, by

7 1 • 72 z

Z,ff = 1 -r- Z .

The function Iz(Te) is the cooling rate caused by radiation as given by the coronal equilib-
rium model. The CTad multiplier is used to adjust this cooling rate to the experimental mea-
surement. The ion density is obtained through the quasi-neutrality relation ne •= n, 4- Znz.
The subindexes || and _ indicate parallel and perpendicular to the magnetic field. Impor-
tant dimensionless parameters in these equations are the Lindquist number S. the ratio of
the kinetic to the magnetic pressure fio, and e = I/A. Parallel and cross-field transport
coefficients for the electrons and impurities are designed by x with proper subindexes.
The coefficient a = 1.71.

To numerically integrate these equations, all fields are expressed as the sum of an
equilibrium quantity and a perturbed quantity,

/ ( M . O - / o ( r ) + /(r,0.C) • (9)

where r is the radial coordinate and 9 and (,* are the poloidal and toroidal angles. The
perturbation part of all fields is written as an expansion in sines and cosines.

n<;) . (10)

The boundary conditions are that the radial components of the magnetic field and
velocity are zero at the conducting wall, r — a. and so is the pressure. That is, for all
fields.

f(a,9,O=0 • 11

To complete the numerical representation of the fields, we use finite differences in r.

Each scalar field is written as a Fourier expansion, Eq. (10). The components f^n{r) and

f?nn(r) a r e functions of r represented on a finite-difference grid. First and second radial

derivatives are calculated with three-point finite-difference formulas that allow unequal

spacing. I his allows us to concentrate the grid where the steepest gradients are located.

Derivatives in 0 and c, are performed analytically. All quantities are stored in spectral

form and are never transformed to a finite-difference grid in 0 and (,'. The convolutions



are performed analytically, rather than using fast Fourier transforms. For plasma edge
turbulence, the radial grid is concentrated in the region where driving terms are effective.
For high-resolution calculations, this allows us to use a radial grid spacing Ar % 10~3<z.
To obtain the desired resolution in poloidal and toroidal angles, the number of Fourier
components used is about 1000.

These nonlinear equations are solved as an initial value problem. The numerical scheme
used in solving Eqs. (1) and (2) is implemented in the code RSF and explained in detail in
Reference 2. It is a two-step algorithm. In the first half step, Eq. (2) is advanced explicitly
while Eq. (1) treats the linear terms as implicit. The second half of the time step is explicit
and such that the overall scheme is At2 accurate. Each time step requires the inversion of
three tridiagonal matrices for each Fourier component, twice to find 4> in terms of U and
once for the implicit advancement of Eq. (1).

The numerical scheme presently used5 in solving Eqs. (3)-(8) is implemented in the
code KITE and treats all linear terms in the perturbation implicitly; the nonlinear terms
are explicit and accurate to first order in time. This requires the inversion of a block-
tridiagonal matrix for each Fourier component.

These calculations have been routinely performed using the Cray-II computer avail-
able at the National Energy Research Supercomputer Center. High-resolution turbulence
calculations require several hundred hours of Cray-II CPU.



3 Numer ica l Implementa t ion in the R y p e r e u b e

To improve the real-time efflcitncv of plasma turbulence calculations, the algorithm
described in Reference 2 was modified to allocate a radial region in each node of the
hypercube. In this way, the convolutions at a fixed radius were performed in parallel, and
communication between nodes was limited to the boundary values for each radial region.
The memory configuration used in this implementation was a ring.

The tridiagonal matrix solver is based on the standard forward elimination and back
substitution method. Its parallebzation requires communication between the nodes. The
coefficients of each tridiagonal system associated with a given mode are divided among
the processors. The formation of each system can thus be accomplished with perfect par-
allelism. The solution procedure, however, achieves only partial parallelism. Once the
systems are formed for all the modes in each processor, the solution method proceeds as
follows. The first processor eliminates the portion of the system it owns for the first mode.
It then sends the three boundary values to the next processor, so th^i the latter can begin
the elimination on the first mode. After the send, the first processor can begin elimination
of the second mode while the second processor works on the first mode. In this fashion,
a pipeline is established, with the eventual filling of the pipe and synchronization of com-
putation and communication. Thus, the elimination algorithm achieves some parallelism
but incurs a pipeline startup cost. The back substitution algorithm works similarly.

For the more complex problems, Eqs. (3)-(8), a fully implicit scheme for the linear
terms is used. In this case, the matrix is block tridiagonal. For block-tridiagonal matrix
cases, the matrix solver numerical scheme has been changed to increase the level of par-
ailelization. To accomplish this, after the convolutions have been evaluated, the memory
allocation is redistributed. Several modes are allocated to each processor for all radial grid
points. In each processor, the block-tridiagonal matrix is inverted for each of the allocated
modes. Before the inversion, each node must have the corresponding right-hand side for all
the radial grid points. Each processor sends a vector to all the other nodes in an embedded
ring. On return, that processor contains a right-hand side filled with information from
all other nodes. After the inversion, the solution must be returned to all the appropriate
processors for each radial region. The actual inversion involves no communication between
processors. The inversion is computed with the block-tridiagonal linear system solver,
minimal storage version, BTMS.8 The blocks of the matrix and the corresponding blocks
of the right-hand side vector are obtained, one block-row at a time, from a user-supplied
routine. BTMS uses block Gauss elimination. Partial pivoting is done within block-rows
only. The matrix elements are computed as they are needed with BTMS so the matrix
need not be in the memory of the node. BTMS was modified to be a parallel multiple
i independent) block-tridiagunal solver by .1. B. Drake and will be documented elsewhere.9



4 Resul ts

Calculations are being done on the Intel iPSC/860 (RX) hypercube which was delivered
to Oak Ridge National Laboratory on January 2. 1990.10 This machine has 128 processors
and uses the i860 chip with a clock rate of 40 MHz. The peak aggregate gigaflops is 7.U
for double precision. 10 for single precision, and the aggregate memory is 1048 MB. It is a
distributed-memory, MIMD machine whose processors are synchronized through message
passing. In the previous studies, it was shown7 that it was possible to use 16 nodes to
achieve a speed-up factor of 4 to 5. However, with the iPSC/2 it was possible to perform
only sample calculations, but no production computations. Present results, before much
optimization of the code has been done, show that the number of steps for a given amount
of CPU time is 3 times better for the RX machine using 64 processors than for a single-
processor Cray-II (for 300 modes and 129 radial grid points). The results of the comparison
<>f the two machines are shown in Fig. 1. In this figure, we have separated the contributions
to the time step of the convolutions and of the tridiagonal matrix inversion. Increasing the
number of processors decreases the time per ^iep for the convolutions. Since the number
of grid points (129) and the number of Fourier components (300) are kept constant, the
efficiency improvement with a number of processors levels off when the number of grid
points for each node is less than 5. The time invested in the tridiagonal inversion per step
increases with the number of processors because of the increased communication. However.
its contribution to the overall time per step remains small. When the number of Fourier
components is increased fo- a fixed number of processors in the RX machine, its efficiency
improves over that of the Cray. This is shown in Fig. 2.

Tests running the parallel BTMS solver with 147 matrices containing 380 7 x 7 blocks
indicate that the solver uses the least time for these matrices with 32 processor nodes.
These tests did not include the time needed to calculate the matrix elements. As shown in
Hg. 3, the time decreased in going from 2 processors to 32 processors. This decrease occurs
because the time is dominated by the calculations in the solver and little communication is
needed since there are few nodes. With more than 32 processors, so few linear systems are
being solved per processor and so much communication is required to pass the right-hand
sides and answers to the processors that the time is dominated by the communication
between processors and increases as more processors are used for the inversion of the
matrix. One should note that these tests were carried out with problem sizes far reduced
from those needed for production runs. As the size of the problem is made more and more
realistic, performance improves steadily when more and more processors are used.

Timing for the KITE code differs from that for the RSF code in that the block-
tridiagonal inversion is more expensive to compute than the convolutions. The code timings
shown in Fig. 4 are for 147 right-hand sides and matrices containing 97 7 • 7 blocks. The
time for the block-tridiagonal inversion includes the time to calculate the matrix elements.
the communication between processors, and the time for the actual inversion. The time
does decrease as the numbers of processors increases from 2 to 16 and then increases with
•'2 processors like the test of the solver in Fig. 3. but much needs to be done to make the
solver less time-consuming. Computing the matrices initially and then reading them from



the I/O nodes in the hypercube would reduce the CPU time needed for the solver. Also,
other methods of making the solver parallel need to be tested. In particular, a pipeline
approach like the one used in the tridiagonal solver of RSF might be less time-consuming.
With that approach, communication could be overlapped with computations.

In conclusion, the parallel algorithm offers a possibility of substantially reducing the
real time spent in plasma turbulence calculations. At present, the software we have used
has not been fully optimized to the hypercube machine. Much more work is required
on the present algorithms before the plasma turbulence codes can be used for a routine
production mode.
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Figure Captions

FIG. 1. Comparison of the performance of the Cray-Il and the Intel iPSC/860 for the
RSF code, with the contributions to the time step of the convolutions and of the
tridiagonal matrix inversion separated. These timings are for 129 grit! points, 300
Fourier components, and 10 time steps.

FIG. 2. Comparison of the performance of the Cray-II and 32 processors of the Intel
iPSC/860 for the RSF code, for 129 grid points with an increasing number of
Fourier components.

FIG. 3. Timings of the parallel .block-tridiagonal solver for 147 parallel solves of matrices
containing 380 7 x 7 blocks.

FIG. 4. Timings of the KITE code for 147 modes and 97 radial grid points with the
contributions to the time step of the convolutions and of the block-tridiagonal
matrix inversion separated.
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