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Abstract: The use of parallelism in the solution of wakefield

problems is illustrated for two different computer architectures

(SIMD and MIMD). Results are given for finite difference codes

which have been implemented on a Connection Machine and an Alliant

FX/8 and which are used to compute wakefields in dielectric loaded

structures. Benchmarks on code performance are presented for both

cases.

Introduction

Presented here are two case studies in parallel processing of interest to

the accelerator physics community. The first of these involves a new code

(ARCHON) specifically designed for a high performance SIMD (Single Instruction

Multiple Data) architecture, the Connection Machine. For the second case an

existing Fortran code (ARRAKIS) is ported to and parallelized on a MIMD

(Multiple Instruction Multiple Data) machine, the Alliant FX/8.
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ARCHON

ARCHON is an explicit time domain finite difference code based on a

leapfrog algorithm. A standard azimuthal Fourier decomposition allows the

fields for each mode number m to be calculated on a 2-D mesh. The device

geometry is at present restricted to be a dielectric tube of outer radius a

and inner radius b. Conducting boundary conditions are applied at the outer

radius of the tube and at the endcaps. The drive beam is assumed perfectly

rigid, with radial and longitudinal Gaussian profiles. This algorithm is

naturally suited for implementation on the Connection Machine.

The Connection Machine model CM-2 [1] is a large, massively parallel SIMD

computer. A fully loaded CM-2 possesses 64K processors, each with 8KB of

local memory. The machine used for the present work has a total of 16K

processors installed. Groups of 32 processors share a floating point

accelerator chip.

The Connection Machine is controlled by a front end computer, such as a

VAX or Sun-4. Several front ends may access the CM-2 through a switch called

the Nexus. Instructions are sent from the front end through the Nexus to one

or more sequencers which in turn broadcast to the 8K or 16K processors under

their control. A simplified block diagram of the CM-2 architecture is shown

in Fig. 1. Some of the features of the CM-2 which permit efficient parallel

implementation of finite difference codes include:

• Virtual Machine Architecture. One physical processor can simulate many

virtual processors (up to the 8KB memory size) in a user-transparent

manner. The ARCHON code assigns one mesh cell to each virtual processor,

so the actual number of cells used may exceed the number of physical

' processors.

• Fast Interprocessor Comcunieation. As part of the initialization

procedure, a geometry is defined, in this case a rectangular coordinate

system corresponding to the r-z mesh. The CM-2 supports fast data

transfer between nearest neighbors in the geometry, used here for



computing differences of fields on adjacent mesh cells. More general

interprocessor data transfers are possible, but are not necessary in

ARCHON.

• Individual processors may be active or inactive depending on the state of

the context flag, a 1 bit field on each processor. This feature is used

to mask off cells requiring special handling, as in the treatment of

boundary conditions.

Several languages are supported on the CM-2. Dialects of LISP, C, and

Fortran with machine-specific parallel extensions and Fortran 8x are

available. In addition, the PARIS language [2], which is the CM-2

macroinstruction set, is callable directly from Fortran and C. ARCHON is

written in C/PARIS. With the possible exception of those written in Fortran

8x, codes on the Connection Machine would not be portable to any other

computer, and it was felt that optimal performance could be obtained through

the use of the lower level language.

Timing results are given in Table 1 for the calculation of the m = 1 wake

in a dielectric device with a = 2.22 cm, b = 1.27 cm, bunch length oz = 3.5

mm, and dielectric constant e = 2.55 on a 64 x 2018 mesh. Wall clock times

were used. A comparison of the longitudinal and transverse wakes for this

device with the approximate analytic solutions is shown in Fig 2.

Implementing ARBAKIS on the Alliant

This code was originally developed on a VAX, and is also designed to

study wakefields and electromagnetic wave propagation in media loaded

devices. Nearly arbitrary constitutive relations D(E) and B(H) may be

specified. In order to handle problems involving nonlinear media, ARRAKIS is

based on a two-step Lax Wendroff algorithm. The scalar version of this code

has been described in detail previously [31-

The architecture of the Alliant FX/8 [4] is shown in Fig. 3. A

parallelized code is executed on the eight computational elements (CEs), each



of which possesses floating point and vector capabilities. The CEs operate

essentially independently on the data in memory. It is the job of the

compiler (and programmer) to ensure that these operations are properly

synchronized.

The Alllant compiler will parallelize code written- in standard Fortran-

77. For a 2-D finite difference algorithm the most important optimization

involves concurrentizing outer loops and vectorizing inner loops, the so-

called COVI technique. The compiler attempts to identify data dependencies

inside loops which would give rise to errc^eous results if optimized, and in

general tends to err on the side of safety. The compiler also produces a

listing which indicates which optimizations have been performed. The

programmer may override the compiler by inserting directives into the code,

for example to force or inhibit optimization of a given loop.

ARRAKIS timing results on the Alliant are given in Table 2. (Note that in

this case CPU time rather than wall clock time is used.) It is also

interesting to compare these results with those obtained for the same program

on the VAX 8700. The speedup factor on the parallel machine is » 18 for the

full eight-processor configuration.

Discussion and Summary

It is worth noting that the performance of a computer depends on the code

being run, and that the number of floating point operations/second reported

here for each machine represents an average for a (presumably) realistic

problem rather than the ultimate performance possible. For example, a 6HK CM-

2 is capable of k billion floating point multiplications/sec, provided that is

all it is doing.

For a finite difference algorithm, extremely high performance levels may

be attained on the Connection Machine, at a cost of learning new languages or

nonstandard extensions to existing languages. It is not presently a simple

procedure to port a program to the CM. This will continue in the future

unless Fortran 8x (or some other language which implements parallel

constructions) becomes a real standard. "Minisupercomputers" like the Alliant



offer a reasonable speedup and also software tools which permit relatively

easy parallel conversions of existing Fortran-77 codes.
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Table 1
ARCHON performance benchmarks on the CM-2, for a 64 x 2048 mesh
and azimuthal mode number m = 1.

# of Processors us/Time Step/Mesh Cell MFlops

120

210

750

8K
16K

64K (extrapolated)

0.5

0.3

0.08



# of Processors

2

4
6
8

VAX 8700

Avg. ms/T

103
57

43
35
629

Table 2
ARRAKIS performance benchmarks on the Alliant FX/8, for a 50
250 mesh. Also shown are results for the identical code
running on a scalar machine.

MFlops

3.7

6.4

8.5

10.2

0.6

Figure Captions

Figure 1. Simplified block diagram of the Connection Machine. Not shown are
the actual interprocessor connections and floating point hardware.

Figure 2. Comparison of the longitudinal (a) and transverse (b) wakes as
calculated by ARCHON (solid lines) for the dielectric structure
described in the text, along with the corresponding approximate
analytic solutions (dashed lines).

Figure 3. The architecture of the Alliant FX/8. The interactive processor
(IP) handles communications with the terminal, disk, etc. Programs
are executed in parallel on the eight computational elements (CEs).
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