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ABSTRACT

Four fault tolerant architectures were evaluated for their potential reliability in service as
control systems of nuclear power plants. The reliability analyses showed that human- and
software-related common cause failures and single points of failure in the output modules are
dominant contributors to system unreliability. The four architectures are triple-modular-
redundant (TMR), both synchronous and asynchronous, and also dual synchronous and
asynchronous. The evaluation includes a review of design features, an analysis of the
importance of coverage, and reliability analyses of fault tolerant systems.

An advantage of fault-tolerant controllers over those not fault tolerant, is that fault-tolerant
controllers continue to function after the occurrence of most single hardware faults. However,
most fault-tolerant controllers have single hardware components that will cause system failure,
almost al! controllers have single points of failure in software, and all are subject to common
cause failures. Reliability analyses based on data from several industries that have fault-tolerant
controllers were used to estimate the mean-time-between-failures of fault-tolerant controllers
and to predict those failure modes that may be important in nuclear power plants.

INTRODUCTION

This paper describes four fault-tolerant control system architectures, evaluates advantages and
disadvantages of each, and estimates their reliability based on design features and failure data
collected from several industries. Architecture reliabilities are compared first by considering
independent failures only; then the reliabilities are compared by including common cause
failures (CCFs). Sensitivity studies are done to evaluate the effects on reliability of variation in
failure rates.

Several nuclear power plants in the United States have installed digital, fault tolerant control
systems since 1985. These installations involved not only changing controllers from analog to
digital systems, but they also involved selection of a fault-tolerant architecture. The purpose of
these installations was to improve the reliability of the control systems and to improve the
performance of control algorithms.

A fault-tolerant controller is designed to function without a significant transient after the
occurrence of a detected failure in that controller. Fault-tolerant controllers use redundant
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Although a control system can be made more reliable with fault tolerance, system reliability is
significantly affected by fault tolerance in the plant process. Redundancy of the input sensors
and output modules are evaluated with reliability analyses.

Fault-tolerance can be achieved with several types of architectures including dual, triple, quad,
and pooled. In this study, four architectures were evaluated--synchronous and asynchronous
dual and synchronous and asynchronous triple-modular-redundancy (TMR). Commercial
controllers of these four architectures are available for installation in nuclear power plants.

DUAL ARCHITECTURES

For a dual synchronous architecture, only one of the computers (designated the primary
computer) actually controls the output modules. If the primary computer fails, control of the
output modules is transferred to the remaining computer. Two identical computers are
connected to the same inputs, execute the same applications software, and compare computation
results in hardware. The two computer clocks must be synchronized for the hardware
comparators to function. If the outputs of the two computers are the same, the primary
computer retains control; if they differ, each computer performs self-diagnostics to determine its
own failure. Recovery time is the time interval from fault detection to reconfiguration of the
system when the functioning channel takes control. For typical commercial fault-tolerant
controllers the recovery time is less than 1 s for most controllers, which is adequate for nuclear
power plant control systems.

Dual asynchronous architectures employ two fundamentally different methods to implement fault
tolerance. One method uses "checkpoints11 to exchange information between two computers; the
other uses two independent channels for which the two computers exchange little or no
information. These methods are described as follows.

One method of fault-tolerance uses checkpoints—periodic information exchange from a primary
computer to a standby computer-and self-diagnostics for each channel. The standby computer
does not actively read input modules or control output modules, but it is updated periodically by
checkpoints from the primary wmputer. This method uses self-diagnostics to detect failures
rather than comparison of the results of two computers. After the primary computer detects its
own failure, the standby computer takes over control. The frequency of checkpoints affects the
differences between the two channels and how long it will take the standby computer to "catch
up." For most nuclear plant controllers, checkpoints occur more often than once per second
which is frequent enough that the standby computer can take control without causing a plant
disturbance.

A second method of asynchronous control is to have two separate channels, a primary channel
and an active redundant channel, each connected to its own dedicated input and output
modules but with only the primary channel output modules connected to process actuators. If
the primary computer fails, self-diagnostics detect the failure and transfer relays connect the
actuators to the active redundant channel output modules. If self-diagnostics remove a channel
from service, the active redundant channel is available immediately to assume control. Because
the channels are independent, there may be differences in their outputs that will cause a "bump"



in the system when a transfer occurs. This architecture was not modeled in the reliability
analyses.

TMR ARCHITECTURES

TMR synchronous and asynchronous systems have more similarities than do dual synchronous
and asynchronous systems. Both TMR architectures consist of three channels that detect errors
with two-of-three voting in each channel so that a single failure will not cause a system failure.
TMR synchronous systems vote in hardware and asynchronous systems vote in software. TMR
systems use active redundancy by operating all three channels in parallel with no channel
designated as primary. For software voters, the clocks are "loosely" synchronized so that the
results from each channel are available at nearly the same time for the voters. The computer
clocks are made redundant and fault tolerant. The two TMR architectures are treated the same
in the reliability analyses.

COVERAGE AND DIAGNOSTICS

Coverage, defined as the proportion of failures from which a system automatically recovers,1 is
determined by the design of the hardware and software diagnostic systems. Although fault-
tolerant controllers may have excellent coverage, coverage is only one of many factors that
affect system reliability. It is important to note that the hardware and software, which
determine coverage, are designed to protect against a single failure only and not against CCF of
two or three channels. The following reliability analyses consider the effect of coverage and of
architecture for systems that are not subject to CCF; then the effect on reliability was analyzed
by considering the contributions of CCF.

Because TMR systems vote to detect single failures, the coverage used in the reliability analyses
for TMR architectures is 1.0. However, dual systems depend on software diagnostic routines,
which cannot detect all single failures. The mean time to system failure (MTSF) for a dual
fault-tolerant controller is expressed in Eq. I1 based on the assumption that there are no CCFs.

MTSF = 1 (1)

2 x MTTR [ 1 + MTBF (1 - p) ]
(MTBF)2 MTTR

where
MTSF - mean time to system failure,
MTBF = mean time between failures of a channel,
MTTR = mean time to repair a channel,

p = coverage.

The MTSF in Eq. 1 is affected significantly only when the inequality in Eq. 2 is true.

1 - p > = MTTR/MTBF (2)



For the purpose of demonstrating the sensitivity of MTS* :o coverage, the analysis used MTBF
= 10,000 h and MTTR = 10 h. Actual values of MTBF and MTTR at operating plants may
vary from these estimates by more than a factor of two.2 Substituting these values into Eq. 2
reveals that coverage less than 0.999 significantly affects system reliability. For this coverage a
system failure would occur only once for every 1000 single channel failures. However, it is
impossible to prove that coverage is equal to 0.999. The MTSF for this system is 285 years.
However, for a dual system with p = 0.95, MTTR = 10 h, and MTBF = 10,000 h, the MTSF
calculated from Eq. 1 is 11 years. The reliability of a TMR system with comparable MTBF and
MTTR was estimated to be as great as 260,000 years.3 Based on this evaluation TMR
controllers are significantly more reliable than dual fault-tolerant controllers. A second
conclusion based on these failure, repair, and coverage data is that system failures from
independent causes are infrequent for either architecture.

A detailed reliability analysis included component failure rates; repair times; hardware, software,
and human CCFs; sensor failure rates; single points of failure; and equipment unavailabilities.
The results were that with 90% confidence the MTSF is between 1.2 and 7.9 years based on all
of the data and 2.2 and 14 years based on data from plants with more than 10 years operating
experience. These results differ greatly from those for which independent failures only were
considered. Results of these reliability analyses are presented in more detail in the following
section.

RELIABILITY ANALYSES

Fault trees were used to perform reliability analyses of TMR and dual fault-tolerant controllers.2

Detailed fault tree models were made of dual synchronous controllers and dual asynchronous
controllers using checkpoints. One TMR fault tree model was used for both synchronous and
asynchronous architectures. The TMR model is one that fails 3-2-0 (i.e., it continues to
function after the first failure, but the system fails if two channels fail). Some TMR systems fail
3-2-1-0 which means they continue to function with one or two channels failed. TMR 3-2-1-0
was not modeled because simultaneous independent failures of redundant channels are small
contributors to unreliability and because CCF was assumed to affect all systems equally. Other
features modeled were triple redundant and dual redundant input sensors and modules. The
output modules were not redundant, and process actuators were not modeled.

Operating experience data collected for the reliability analyses represent 20 industrial plants in
the United States and Europe. Important data sources are given in references 4 through 7.
Multiple failures for these 20 plants were categorized, and a failure rate for each category was
calculated. These categories and the failure rates for all of the plants combined (total of 174 y
operating time) follows: spurious signals, 0.029/y; human error, 0.082/y; hardware CCF, 0.0094/y;
software CCF, 0.082/y; physical damage from external events, 0.0094/y; loss of power, 0.045fy.
The average multiple channel failure rate for all categories combined is 0.29yy, and the median
is 0.22/y.
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Several important observations based on the experience of these 20 plants follow:

• Only 4 of the 20 systems have not experienced a system failure (multiple channel failures)
of some kind. This indicates that redundant computer systems can operate without
multiple failures, but that is not typical.

• There is much variation among failure rate estimates for different systems.

• The estimate of CCF rate depends on plant experience. The system failure rate from all
types of failures is about 0.16/y for systems with greater than 5 years operating time. The
system failure rate from all types of failures is about 0.084/y for systems with greater than
10 years operating time. The difference in CCF rate estimates is approximately a factor
of 3.5.

• The estimate of frequency of system failure because of loss of electric power is 0.045/y.
All six occurrences in the data base involved loss of external power to a computer. The
types of power sources for these 20 plants were not described, but nuclear power plants
that supply controllers with uninterruptible power may be more reliable.

Quantitative results obtained from the fault tree analyses of TMR (3-2-0) and dual synchronous
are presented in Table 1. Additionally, triple redundant input module logic (including triply
redundant sensors) and dual redundant input module logic are analyzed.

In general, the failure rates used in the base case evaluation are averages based on data
obtained from many available sources. The base case is calculated for a system that contains 6
critical output cards, 6 critical input cards, and 22 critical input signals. The coverage used is
0.93; the probability of the controller continuing to function after a sensor failure is 1.0 for
triple redundant sensors and 0.99 for dual redundant sensors.

An investigation of the largest contributors to the frequency of system failures revealed that
CCFs-primarily human error and software failures-and output module failures dominate the
results for all system architectures. CCF contributes more than 50% of the total system failures.
Failure of output modules constitute ""26% of the total frequency of system failures. Output
module failures contribute significantly because they are not redundant A sensitivity study in
Table 1 shows the quantitative results for redundant output modules. Imperfect coverage
contributes only about 3% of the total system failures. The effect of coverage variation is
shown in Table 1.

CONCLUSIONS

Four fault tolerant architectures were evaluated by design review and reliability analyses to
determine important design features and system reliabilities. This evaluation revealed that fault-
tolerant controller reliability is dominated by CCFs and single points of failure, not by
architecture or coverage. These are the issues that need attention first. By taking action to
reduce the expected number of failures from these causes, system reliability may be improved
significantly. Conclusions from this evaluation follow.



Table 1. Quantitative fault tree results and sensitivity studies

Sensitivity study

Base Case

1. Coverage (p) p = 0.85

2. Two critical output cards, two critical input cards,
and ten critical input signals

3. Exclude systems that have less than 10 years
operating time

Mean time between
Triple redundant input

module lozic
TMR
(3-2-0)

2.6

a

33

5.0

Dual
synchronous

2.6

23

3.2

4.7

system failures (years)
Dual redundant input

module loeic
TMR Dual
(3-2-0) synchronous

23 2 3

a 2.0

3.1 3.0

3.9 3.8

4. Probability of dual sensor signal validation failing
DC = 0.9

5. CCF rates

aNot applicable. Coverage for TMR systems is 1.0

Not applicable. Coverage for triple input module logic is 1.0.

1.1 1.1

CCF rate estimates are reduced by a factor of 10

CCF rate estimates are reduced by a factor of 10
and the output modules are assumed to be fulry
redundant

6. Loss of power frequency is reduced by a factor
of 4

65

18.

2.9

6.1

15.

2*

4.8

9.2

4.6

83

2.4

1. TMR controllers have zero recovery time, but dual systems do not However, the
recovery time for dual systems is short enough to cause negligible effect on the
operation of a nuclear power plant

2. TMR systems have nearly perfect coverage; dual systems do not. However, because
single points of failure and CCFs are the dominate contributors to unreliability, coverage
greater than 0.85 is adequate for the systems modeled.

3. Software, including application and executive system routines, and human errors
contribute CCFs that together dominate system unreliability with - 4 4 % of the
frequency of system failures. Other CCF events such as hardware CCFs, spurious
signals, and physical damage from externally initiated events make up ~ 12% of the total
system failures. The total CCF contribution is ~56%.



4. Single points of failure in the output modules contributed -26% of the system failures.
The output modules used in the reliability analysis were not redundant, and the
actuators and controlled devices were not included in the analysis.

5. A significant difference in reliability between synchronous and asynchronous architectures
was not identified.

The reliability of a typical fault-tolerant system can be improved the most by reducing human
errors and software failures. Human error may be reduced by several methods, but two
methods are to have high quality procedures and training for operators and maintenance
personnel. A method to improve software reliability is to implement software verification and
validation methods.
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