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HBSTRACT

•PI very general mathematical framework for embodying learned daba
from a complex system and combining it with a currsnt obsevation
to estimate the true current state of the system has been imple-
mented using nearly universal pat tern-recognition algorithms and
applied to surveillance of the £BR—II power plant. In this
application the methodology can provide signal validation and
replacement of faulty signals on a near—real—time basis for
hundreds of plant parameters. The mathernat ical framework, the
pattern-recognition algorithms, examples of ths learning and
estimating process, and plant operating decisions made using this
methodology Bt^e discussed. The entire methodology has been re-
duced to a set of FORTRRN subroutines which at^e small, fast,
robust and executable on a personal computer with a serial link
to the system's data acquisition computer, or on the data acqui-
sition computer itself.



1.0 INTRODUCTION

Very large, dynamic, complex systems such as electrical power
plants, both fossil and nuclear, are designed using a host of
physical parameters that interact with each other on a first—
principle basis and via control actions and reactions. Examples
of these parameters are pressures, temperatures, flows, voltages,
etc. When the plant is built it is instrumented with thousands of
sensors and actuators to both determine and control the design
parameters. When the plant is operated it becomes a major problem
to assure that all the design parameters are where they ought to
be.

ft usual solution to this problem is to establish a list of major
parameter values, with upper and lower limits as appropriate, for
each mode of operation or for each state of the plant. These
parameters are examined on a regular basis and checked against
cheir limits in a pr.ocess refferd to as a polling technique.
Often the very important parameters will have alarm annunciators
to indicate violation of these limits. The problem with this
solution is that it is not very accurate in a dynamic sense. If
some of the parameters move then some other parmaters also move
because the system is closed and many of the parameters are
coupled or correlated with each other. For example, if coolant
flow increases through a reactor core without a nuclear power
increase then the core outlet temperature will decrease. More-
over, the movement of some variables is often a precursor to
component or system failure. Such may be the case when a pump
motor begins to draw to much power. If the pump power increase is
not correlated with a flow increase or a coolant temperature
change and corresponding density change, then it may indicate
that the shaft is beginning to bind because of foreign material
intrusion or that bearings are beginning to fail. In arty case,
the vast number of correlations are difficult to anticipate and
difficult bo recognize on a timely basis using a polling tech-
nique.

Perhaps the ultimate solution to the problem is one where the
plant is completely and accurately simulated by a computer pro-
gram which runs in real time in parallel with the plant. The
program could be kept linked to the present state of the plant
and if any parameters were inconsistent with the plant model then
consequences of the inconsistencies could be diagnosed and pro-
jected into the future via a f aster-than-real-t irne execution of
the simulation. If this solution could be achieved, ib would be
human-intensive in developing the modeling, diagnosing, and pre-
dicting methodologies and software, it would be compute)—
resource—intensive in application, and it would be specific to a
particular plant.

ftt the present time there is a solution to the problem which
addresses much of the same areas a«s the ultimate solution bub
with none of the drawbacks. It is a surveillance technique only
and does not address the areas of diagnosis and prediction. But
it does so without any modeling effort, with a minimum of
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computer' resources, and in a completely generic fashion that is
applicable to any system. This methodology is based on a learning
process which cari range from simple algorithms to advanced arti-
ficial intelligence programs and is referred to as the System
State flnalyzer (SSft) . The SSP1 is first described and then applied
to a real plant in the remainder of this paper. While the metho-
dology is quite general and can also encompass fast and slow
transients, the present work discusses only a pattern—recogni-
tion-based learning process and a steady-state application. In
this form the methodology is applicable to simultaneously valida-
ting hundreds of signal values and replacing many failed signal
values with estimates that depend only on a dynamic estimate of
the state of the system, with both validation and replacement
occurring in near—real-time.

The SSft gives an observer the abilities to easily identify drift-
ing and failed sensors, and to detect the abnormal operation of
an entire system or of any component in a system. These abilities
in turn can be used for general plant surveillance, for plant
control, for verifying that plant startup is passing through the
correct sequence of states, for determining the health and cali-
bration of sensors, and for detecting the onset of failures in a
complex system. The SSfi may also be employed for handling the
avalanche of alarms that accompany plant upsets if good examples
of such upsets ar^e available either from real operation or from
compi.it er s i mu 1 at ion.
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£.0 SYSTEM STATE ANALYZER

The SSA is computer software which embodies a mathematical
framework that uses examples of a real system from which to
learn, makes a single new observation of the system, and then
uses the learned examples to estimate the true state of the
system. States of the system are represented by vectors in an n-
dimensional mathematical space where the coordinates of the space
are the elements of the vector. Elements of the state vector are
chosen by the SSA user and can range from direct values of the
system paramaters to the result of any transf orrnat ion of the
system parameters which produces a scalar value. State vector
elements do not have to have physical dimensions or units assoc-
iated with them nor do they have to be linearly independent. The
learning process is performed according to a set of rules defined
by the SSA user.

This methodology is outlined in Figure £-1 where the SSA infet—
ence engine is diagrammed as accepting a set of learned states
from the top and a new observation from the left. After a series
of operarations denoted by the function in the SSA inference
engine, one result is an estimate of the learned state which lies
"closest" to the new observation and denoted by the letter " j "
with a subscript "1". The definition of "closest" is not a geo-
metric one but is instead is a the state lying closest to the new
observation from the point of view of the set of rules that
determine the assciation of any two vectors. This rule set is
denoted in the diagram by a circled "X". A second result is the
estimation of the true value of each and every element in the new
observation. This estimation takes the form of an estimated state
vector shown on the right of the diagram.

The function in the SSA inference engine diagram of Figure £-1
can be expressed as a single equation. The operations that the
SSA inference engine performs in this equation are entirely a set
of matrix multiplications using the rule set, normal matrix
inversion, and normal matrix multiplication denoted by the filled
dot in the diagram of Figure £-1. First, all pairs of learned
states are associated two at time using the rule set, to create
the elements of a recognition matrix. The original learned states
have a total dimensionality which is the product of the number of
learned states times the number of state vector elements. This
dimensionality can be sizable in a real situation, perhaps on the
order of 20x500. The dimensionality of the recognition matrix is
only the square of the number of learned states which for the
previous example is 20x£0. Next, the new observation is assoc-
iated with each learned state using the rule set to produce a
vector with the dimensionality of the number of learned states
which for the previous example is £0. The largest value in this
vector identifies the "closest" learned state to the new observa-
tion. Finally, the normal matrix product of this vector with the
recognition matrix produces a set of linear combination coeffic-
ients for combining the learned states into the estimated state
vector. A fundamental theorem about the SSA methodology states
that the processes discussed above, when applied to any true
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state of the system which is an exact linear combination of the
learned states, yields a very close approximation to the true
state. The closeness depends mostly on non-linearities arising
from the rule set and can be determined by applying the SSA to
any system, using as the new observation a true linear combi-
nation of the learned states.

The SSR operations may appear to be fairly standard and not
especially generic but that is not the case. They have been
assembled in their present form to achieve three purposes:

1) to embody any set of rules for associating any pair of
state vectors;

£) to expand the state pair association into an operation
that associates and interpolates any one state vector
among a large number of other state vectors; and

3) to perform all operations in a rapid, robust manner that
employs data reduction techniques and avoids calculational
pitfalls arising from singular matrices and unsatisfied
convergence criteria.

The particular vector elements and rule set that are the subjects
of the present SSA description and application are derived from
pattern—recognition algorithms. Vector elements are simply those
numbers which are directly accesible on the data acquisition
system (DAS) without any transformations. They consist of both
direct sensor outputs and values calculated from the sensor
outputs. Often there will be multiple, redundant sensors with
nearly the same output values or different versions of the same
information (e.g. a flowmeter output in rnV which is also present
on the DAS as gpm) so that many of the elements of the state
vector are not truly linearly independent. The SSA is robust
enough to handle this lack of linear independence without any
attention from the user and without any mathematical diffi-
cult ies.

The present rule set is based on a learning process which com-
pares the overlap of any two patterns (state vectors) within a
fixed framework. Imagine that, for example, a single handwritten
letter of the alphabet is photographed and that you have the
negative of the image in your hand. This negative has a trans-
parent irnaye of the letter on a completely opaque, black back-
ground. Suppose that now you are given another negative of an
alphabet letter image and asked if the second image represents
the same letter as the first image. This question can he answered
by simply reading the images. Suppose that both images are the
letter "a" and that you are now asked exactly how similar the
images are. You would probably lay the images over each other and
hold them up to a light source, move them around a little to
maximize the light transmission through their common transparent
regions, and come up with at least a qualitative estimate of
similarity arrived at by a judgement of the amount of overlap of
the two images.



The present SSA rule set is the mathematical analog of this
overlap process. The identification of the "closest" learned
state is the analog to identifying the alphabet letter name in
the above example. The estimated state vector is the quantitative
analog of the qualitative similarity estimate in the above ex-
ample. The rule set is constructed such that it satisfies the
general SSfl requirement that the comparison of any two vectors
yield a posit ive—definite scalar which is renorrnal izable to a
value greater than zero and equal to or less than unity, with
unity unique to the association of identical state vectors.

The present SSft framework is an attempt to give the characteris-
tics of intelligence to the acts of determining whether the state
of a complex system is consistent with other previous observa-
tions of the same system and, if so, bo make quantitative esti-
mates of all the variables of the true state of the system.
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3.0 APPLICATION TO EBR-II

The Experimental Breeder Reactor - II is a 1 iq i ud-sod i urn, metal-
fueled, fast breeder reactor power plant that has been operating
at Argonne National Laboratory - West for the last twenty-three
years. It has a ducted-flow primary heat transport system that is
immersed in a large—thermal—capacity sodium pool. The radioactive
primary sodium is pumped to an intermediate heat exchanger (IHX),
and a secondary heat transport system moves non-radioactive sec-
ondary sodium from the IHX to a sodium—to-water superheated sbeam
generator. The reactor generates about 6£.5 MWt and the steam
generator drives a turbine-generator that outputs about £0 MWe.
In addition to steady-state operation for power generation the
plant is an experimental facility used for both steady-state fuel
performance experiments and for transient experiments that test
fuels, components, and systems. A diagram of the primary cooling
system for this plant is shown in Figure 3—1.

Of special interest as far as the SSA is concerned, is the
advanced data acquisition system (DAS) available at this power
plant. The DAS has over 800 data values available every half
second. These values are continually averaged on five second, one
minute, and three hour bases, and placed in continually updated
disk files for ready availability until they are finally archived
on magnetic tape media. The SSA accesses these data over serial
links between personal computers in the engineering building and
the power plant building. The SSA software has custom interface
programs on the DAS computer to access the disk files and send
them to the main SSA inference engine resident on the personal
computers (PCs). The SSA currently is set up to accept up to 135
DAS values and can transmit one such data set to a PC in about
ten seconds where the SSA software can analyze them in about five
seconds, These times are appropriate for PC-ATs with a math
coprocessor using eleven learned states. Eleven learned states
Are normally used but up to thirty will fit on a PC with S40 k.B
of random access memory. The normal mode of operation of this
system is to send eleven such data sets at a time to the PC and
then to present graphical information on the entire data set. The
learned data sets and the monitored data sets are accessed and
transmitted from the DAS computer to the PC in almost identical
manners. Their files can be used interchangeably by changing
their names.

With a working environment such as this tnere were four major
questions that had to be addressed when the SSA was originally
installed:

1) How should the SSA analysis be displayed to the user?

£) How ar^e the (up to) 135 DAS values selected for SSA
analysis?

3) How is the set of learned states selected?

4) How can one tell if the SSA is operating properly?
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The first question is an important one because the display of the
SSPl analysis of multiple sets of 135 variables could take a lob
of space and time. The answer to this question also has a large
effect on the tools available to answer the remaining three
questions. In Section S. 0 of this paper we dealt with the display
of a single new observation and up to eleven learned states for a
two-variable system, and it was easy to present on a single two-
dimensional display. In the present situation we have eleven new
observations and from eleven to thirty learned states, each with
up to 135 variables in them. This situation is accommodated by
using only two types of graphs: the first one is referred to as a
signature plot and, for a given single new observation, presents
a snapshot of the state of the entire system under analysis; the
second one is a standard t irne—dependent graph of both the new
observation values and the SSft estimated values and uncertain-
t ies.

fin example of a signature plot is shown in Figure 3-c". The SSft
software has taken the fractional deviations between a new obser—
vat ion and the SSft estimation for each variable under analysis,
normalised them in terms of the average fractional deviation, and
put them in order from the highest positive value on the left of
the plot to the most negative value on the right of the plot.
There is room on this plot for up to 135 variables but only 123
are analysed in thit» example as is indicated by that number in
the lower right of the figure. The vertical. scale of the signa-
ture plot always covers plus and minus five average deviations.
The new observation is higher than the SSft estimation on the left
and lower on the right. The exact minute of plant operation being
analysed is shown in the upper right interior corner of the frame
enclosing the signature plot. fin identification of the learned
states is given in the lower left interior corner of this frame.

For comparison purposes there is a solid line shown connecting
seven "X" symbols. This line indicates the general shape that one
expects for the signature plot when a new observation is in very
good agreement with the SSft estimation: a smooth curve that is
high and positive on the left, crosses to the negative region at
the exact center of the distribution, and then goes low and
negative on the right. It is derived from a Gaussian distribution
with the standard deviation interpreted as the average deviation,
and the "X" symbols representing 0, 1, £, and 3 standard devia-
t ions.

The identifications of each and every vertically plotted line in
the signature plot is available internally in the software but
there is not room on the display to show all these identities.
However, the most important ones, those that exceed three average
deviations, are listed on the left for higher-than-estimated new
observations, and listed on the right for lower-than-estimated
new observations. Each of these lists is in itself ordered so
that first entry on the left is the most positive deviation and
the last entry on the right is the most negative deviation. In
Figure 3-2 DflS number 53 has the most positive value and DPlS



number 13S has the most negative value with -respect to the SSPI
estimations. The absolute size of the average fractional devia-
tion is shown at the top center of the figure.

In practice, art S3A user employs the signature plot to rapidly
assess whether the plant is "where" it is expected to be with
respect to the learned state domain, and to quickly identify
possibly abnormal signals - those that are in the lists on the
left and right. If the signature plot is we11-centered, if the
average deviation has a reasonable value, and if there are few
DAS values that are listed on the left or right, then the plant
is in general operating as expected from the legmen state do-
main. For EBR-II, for the particular selection of 123 DAS values
being monitored, and for learn and monitored states separated by
less than a few weeks in a single plant run, the average devia-
tion is usually on the order of 0.1"/. or less. The signature plots
are readily available for any of the time slices in a given data
acquisition pass.

In summary, the signature plot is a tool for rapidly assessing
whether the plant is operating within the learned state domain as
evidenced by centering and by the absolute value of the average
deviation. If it is within the learned state domain then lists of
excessive deviation signals are the starting point for further
assessment of abnormal signals. If control actions could b<2
identified to center the observations and to minimize the lists
of excessive deviation signals in the signature plot, then the
SSfl might be used as a control mechanism.

The second SSfl display that is used for individual signal analy-
sis is illustrated in Figure 3-3. This and all subsequent figures
in this paper are printouts of the PC displays produced by the
SSfl software. Figure 3—3 is simply a value versus time graph for
a given data acquisition run and the vertical axis indicates
values for the new observations shown by the "X" symbols, for the
SSfl estimations shown by the unfilled rectangles, and for the
uncertainties in the SSfl estimations shown by the vertical bars
on each unfilled rectangle. In this particular example the uncer-
tainties are about the size of the unfilled rectangle heights.
The horizontal axis is time in hours with the most recent time on
the right at 0.0 hours and earlier times expressed as negative
hours. The absolute time for the 0.0 hour entry can be observed
directly above the horizontal axis where the monitor time period
is identified. The graph is self-scaling so that the data is
always centered in middle 50/4 of the vertical space in the graph.
The top of the vertical space is used for identifying the learned
states and the bottom of the vertical space is used for identi-
fying the monitor period- The learned states in this case are
taken from a continuous time period that is actually contained
within the monitor time period and this learn period is indicated
by the vertical bars at -115 hours and -100 hours before the end
of the monitor period. This particular DfiS value is the nuclear
power calculated from neutron counters. It is a value that is
wel1-correlated with the a majority of the other 122 DAS values
as is evidenced by the strong time-dependent coupling of the



observations with the SSA estimations. In this example the nu-
clear* power always lies between S2.15 MWt and S3.15 MWt and the
SSA estimation tracks variations in this value to within 0.1 MWt
on the average. This kind of strong time-dependent coupling is
one of the things that an SSFl user looks for in key DAS values to
validate correct application and operation of the SSA.

With the above two types of SSft displays defined, and implemented
to execute in a simple, responsive manner, we can now address the
remaining three questions that were present at the outset of SSA
application to EBR-II operation. These three questions deal with
the selection of DOS values to analyse with SSPl, the selection of
learned states to use in the analysis, and the verification that
SSA is operating properly, and are addressed in an iterative
m&ririe^. First the SSA user employs someone familiar with the
system to be analyzed to choose a set of DAS values that have a
fair number of correlations among them, and that conbain as a
subset the DAS values for which monitoring is desired. The
choices are not limited to independent values, as previously
explained, and do not need to consist entirely of correlated
values. The one thing that should not be done is to mix two-state
values, such as valve positions, with continuously variable val-
ues such as plant power. The selection of learned states is made,
again by someone familiar with the system, to encompass the kinds
of operation for which monitoring is desired. In the choice of
learned states care should be taken to assure that the DAS values
to be analysed are operating properly although this is not an
absolute requirement.

The SSA is applied to the chosen DAS vsilue list using the chosen
learned states, and the two types of SSA displays discussed above
simultaneously indicate the answer to all three questions. If a
poor choice of DAS values has been chosen for analysis then that
will be evident; if an inappropriate chice of learned states has
been made then that will be evident; if SSA is not operating
properly then it is due to either a bad choice of DAS values,or a
poor choice of learned states, or both, and that will be evi-
dent.

The remaining figures in this paper illustrate how specific plant
problems can be observed and how the effect of solutions can be
observed. Note the emphasis on the word observed. SSA application
does not directly perform diagnosis but instead merely gives the
user a tool with which to observe plant or system perfomance with
a fidelity and information content that is not as easily and as
rapidly available by any other means.

Figure 3-4 illustrates a problem with the electrical output of
the EBR-II power plant. The total power generated is expected to
be, and is estimated to be, about £0 MWe. On the other hand the
actual electrical output just previous to the learn period,
indicated by the vertical lines above the -115 and -100 hour
points on the horizontal axis, was about £"/• lower than the esti-
mated value. For a few days immediately after the learn period
the observed power output was in agreement with QSSA estimations,



but than began to drop again to about 1% lower than estimated in
the last point on the graph. The QSSA estimations are believed to
be valid for this application because all the other plant power
estimations — from the nuclear, primary, secondary, and steam
systems — are coulped strongly to the observations over this time
period. This strong coupling and accuracy of estimation has been
previously shown for the nuclear power in Figure 3—3. The last
observed point in Figure 3-4 has been circled for easy reference
to a similar observed point in Figure 3-5. Figure 3-5 moves the
observation period to just forward of the learn period, indicated
by the vertical line above the —lii'O hour point on the horizontal
axis of Figure 3-5, and encompasses the period of time after a
solution to the problem was implemented. Because the power levels
from the reactor out through the steam system wers all so accur-
ately predictable and reasonable, and exhibited no power losses,
it was hypothesized that the isolation valves that allowed stern
to bypass the turbine—generator were leaking. The engineering
staff recommended to the operations crew that they oxerciss those
valves to see if the leak rate would change for the better. The
operations crew performed this action just previous to the —12
hour point in Figure 3-5. fls can be seen, the generator output
was almost immediately restored to the predicted arid expected
level of about £0 MWe.

The previous example was a case of a drifting signal which indi-
cated not a signal fault but art actual process fault. It is often
the case that signals change in subtle manners rather than by
catastrophic failures. If they do occur, the SSfl inference engine
can also easily detect catastrophic failures: the new observa-
tions simply go off-scale in the SSfl time dependent comparisons
while tha SSft estimations remain on—scale and give approximately
the same values as if the catastrophic failure had not happened,
unless such a failure strongly affects the rest of the plant.



EBR-II FHIHAHV COOLING SVSTEH

VAIN PRIMARY PUMPS

il>\ OP
SECONDARY OUTLET

SECONDARY SOU
MLET

HEAT EXCHANGER
(U) NOZZLE

LO» PRESSURE
THROTTLE VALVE"

. U1X. PUVP BUS BARS

CENTRfUSM. PUMP.

BELT BFFUSER

HX TUBE BUNDLE

CENTRIFUGAL PUMP

PRIMARY AUX. EH PUMP

MANUAL OPERATORS
FOR L. P. THROTTLE VALVES

SWUM WLET

1AKPUW0BD1ARCE--

BALL-JOMT CONNECTOR

LOVPRESURESOOIUI'

HIGH PRESSiRE SOOIU1I

FLOf TUBES

pRiiAitr soaua OUTLET

LOf PRESSURE SOOHM-^

tuarnc
FLOWETERS

SOOIUM INLET

MAIN PUMP DISCHARGE

LOW PRESSURE SOOIUM

HIGH PRESSURE SODIUM

REACTOR COOLANT
OUTLET (TOTAL flOt)

HIGH PRESSURE INLE'

LO« PRESSURE INLET

GRiO PLENUM

HIGH PRESSURE PLENUM

LOf PRESSURE PLENUM

FIGURE 3 - 1



+5 AUE DEI/
DAS NO.
53
83

AUE DEV : .09 PER CENT

-5 AYE DEU

HONITOR
12:84:88 06/38/87

i 8 HRS

1 llillllllllllllllllllllllllllliimniimntTT )('-'"i|tttOTUlllllllllllllllllllllllll

1
LEARN FOR 2 0 HRS

PREVIOUS TO
89:18:80 06/26/87

0

I
23

DAS NO.
20
193
197
51

37
196

FIGURE 3-2

DAS NO.

NUCLEAR
PGHER
HHt

63.57

63,39 h

63.28

63.02 -

62.84

62.65

62.47

62,29

62.10

61.92

61.74

I I 1 I I 1 1 T I I I

LEARN ht 20 HRS PREVIOUS TO 09:18:88 86/26/87

- HONITOR FOR 144 HRS PREVIOUS TO 12:84:00 86/38/87
i i i i

-144 -129 -115HB8-86.4-72.8-57.6-43.2-28.8-14.4 0.8 HRS

FIGURE 3-3



DAS NO,

GENERATOR
OUTPUT
HWe

28.40
20,29 - LEARN FOR 20 HRS PREVIOUS TO 09:10:00 06/26/87

20,18

20,07

19,96

19,85

19,63

19,52

19.41

19,38

- HONITOR FOR 144 HRS PREVIOUS TO 12:84:00 86/38/87
I I | I I I I I

•144 -129 -115 -100-86.4-72.0-57,6-43.2-28,8-14.4 8.8 HRS

FIGURE 3-4

DAS NO,

GENERATOR
OUTPUT
NUe

20.21

28.16 f-

28,11

28,86

28.81

19,9$

19.91

19.86

19.81

19.76

19.71

. I

I I 1 T I I I I T

LEARN FOR 28 HRS PREVIOUS TO 89:18:88 86/26/87

- MONITOR FOR 128 HRS PREVIOUS TO 89:41:88 87/81/87

-128 -188-96.8-84.8-72.8-68.8-48.8-36.8-24.8-12.8 8.8 HRS

FIGURE 3-5



4.0 CONCLUSIONS

The SSA inference engine has been designed to add information
content to observations of daba in a global surveillance
application based on a finite number of previous system state
observations, and has been tested with a variety of simulated
data to verify that it could do so in a rapid, robust manner. The
manner in which the SSA does this 'has the characteristics of the
beginnings of artificial intelligence with the current pattem-
recognition-based rule set for associating system state vectors.
More artificial intelligence characteristics might be expected to
result from an expansion of the rule set into true artificial
intelligence areas.

Application to a real system, EBR-II, offererd the opportunity to
verify that real data could also be analysed by the SSA, and to
develop timely, responsive interfaces with the user. In the real
application, we discoverd that SSA is easy to use, that the
learned state domain is important, easy to capture, and rapidly
verifiable via the SSA observations themselves. If the 1earned-
state domain is far from the monitored—state domain, then the SSA
simply gives fairly uniform time-dependent estimations for each
state variable with an uncertainty that is characteristic of the
separation between the domains. In F.ffect it is saying that it
knows only what it has learned, that it will give you the best
estimates that point in the direction of whar- you are asking it
to monitor, but that it is uncertain about these estimates to an
extent that the average variable in the monitored region differs
from the average variable in the learned rergior-. In a sense the
SSA is self-diagnosing.

It was further discovered that the real plant problems are not
simply a matter of signals violating rather large operating-limit
bands, which can be handled by straightforward polling tech-
niques, but are more subtle and require a fairly high-resolution
tool with the data at least partially transformed into informa-
tion. The SSA inference engine discussed in this paper seems to
satisfy these real—world needs in a completely generic manner
that is applicable to a host of steady—state systems such as
nuclear power plants, fossil power plants, or s.ny large process
system that has &r\ adequate data stream available to the SSA.

Besides the variety of systems that the SSA may be applicable to,
it may also applicable to a variety of problems in the sense that
knowledge about the direction and accuracy of data can be used
for many specific purposes. For example, the problem with the
isolation valve for the turbine—generator at EBR-II may well have
deteriorated into valve failure if the problem had not been dealt
with in a rapid and effective manner. In general, the SSA is
thought to be sensitive and precise enough to be used to spot the
onset of failures if it is oriented in that direction from a
procedural point of view.

Additionally, with the installation of SSA directly on a system's



DAS computer in a continuous operating mode, the maintenance of a
wide-ranging set of learned states, and the selection of a varie-
ty of signal lists for monitoring purposes, it is estimated that
the SSfi could become a real-time surveillance tool. Such efforts
are underway at EBR—II for evaluative purposes.
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