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The main features of a VAX-FPS Loosely-Cou pled Array of Processors (LCAP) 
set-up and the implementation of a High Energy Physics tracking program for off-line 
purposes will be described. This LCAP consists of a VAX 11/750 host and two FPS 64 bit 
attached processors. Before analyzing the performances of this LCAP, its characteristics will 
be outlined, especially from a user's point of vue, and will be briefly compared to those of the 
IBM-FPS LCAP. 

1) Principle of an LCAP in HEP 

An LCAP can be described roughly as a powerful mainf-:ime (the host), supplied 
with a complete set of the usual peripherals (tapes, disks,...), ai t connected to several 
Attached Processors (AP), which communicate strongly with the host, but loosely with each 
other. Each one of these AP's must be connected to the host by a bus and can be provided only 
with a fast or very fast CPU, with or without vectorial facilities, i\ i program and data 
memory. 

In HEP, one can easily use such an LCAP because each e nt processed in a 
tracking or simulation program is strictly independent of all other events" ̂  So, parallel 
processing of several events is straightforward if one slicks to the following rules : 

- each processor runs the same code as the others ; 
- each event is fully processed in only one shot with only one processor. 

Then one does not need to synchronize any of the AP's with the others. However 
one must wait for processing completion of all the events sent to each AP when for instance 
die host needs to send them a new calibration data set. 

2) Implementation of a HEP program. 

The following actions have to be taken in the tracking program to deal with the 
LCAP architecture that has been chosen in these tests. 

a) For the attacfiedprocessor *•*' : 

The user must first assign the main tasks of his program to the host or the AP. For 
tasks which He in the AP, he mus. then (Table 1) : 

. flag me routine entry points which need to remain accessible from the host (called 
AProutines) ; 
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. Flag the commons shared with the host, and divide th~-m into three classes : 
transfer from host to AP only (AP1N), reverse direction (APOUT), and bidirectionnal (AKO) ; 

.flag the data transferred to the AP's as AProutine arguments. 

It should be noticed that in this scheme, the Fortran code running on the AP 
requires no other modifications than these few flags for its migration from the initial 
development mainframe to the FPS processors, since the FPS compiler strictly follows 
FORTRAN 77 standards. 

After compilation, the FPS linker will then bind the user supplied materiel together 
with the AP mathematical and utility libraries and build the AP image. Taking into account the 
specifications of the shared common list and of the AProutines as provided by the FPS 
compiler, it will automatically produce the Fonran source code of an interface module called 
HASI (for Host AP Software Interface). This HASI is intended for dialogue purposes between 
the host calling process and the AP. Through the FPS utility sofware, it will : 

. send the AP image through the communication bus to the AP's when they are 
launched ; 

. send initialization and event data ; 

. handle the AP manager flags. 

The AP manager is a VAX "detached process" which is part of the FPS system 
software on the host and is intended for AP scheduling, channel assignments, AP image 
transfer decisions, and so on. 

bl For the host : 

Because of FPS software constraints, a given process cannot communicate with 
more than one AP at a time^\ This requires dividing the tasks running on the host into several 
separate processes (Fig. 1 ). Using VMS tools, il it possible however to build one master main 
process driving nearly all the tasks, and several "detached sub-processes", one for each AP, 

m 
dedicated to host-AP communication1^1. 

Then, apart from the usual tasks allotted to a main routine in a tracking program (for 
instance tape reading and writing, database updates, editing statistics, and so on), the main 
process creates the sub-processes (using SYSSCREPRC), and manages their interruptions 
through VMS "cluster event flags'' by the use of .system services such as SYS$SETEF, 
SYSSCLREF, SYS$WFLOR, SYSSREADEF,... 
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The sub-processes handle these interruption flags to manage initialization and event 
data transfers from the main process through "installed commons" in shared memory (the same 
commons as flagged in the AProutines above). Each one launches one AP at job starting lime 
and transmits event data to it through the bus ; it can retrieve computed data after each event is 
processed but this was not done in these tests. 

3) Comparison wilh. Hie IRM-FPS LCAP 

In this case, the task assignments to the different processes on the IBM host look 
exactly like the ones previously described because of the same FPS constraints. One needs 
only to replace the "VAX detached process" concept with that of "IBM virtual machine"'**'. 

The main difference conies from the absence of shared memory for user processes. 
This means that dala as well as interruption flags can be transferred between virtual machines 
only via the Virtual Machine Communication Facility (VMCF), or the Inter-User 
Communication Vehicle (1UCV), two IBM products'"'. 

4) FPS 364 and 264 harware description 

Each one of these processors is a 64 bit computer, which is able to execute one 
addition and one multiplication simultaneously, at a 5.5 Mhz clock rate for the FPS 364 (19 
Mhz for the FPS 264). Integer numbers are handled with up to 53 bit precision and floating 
point values range from 10"™" to 10+™" wilh a 53 bit mantissa. The physical memory sizes 
are currently 9 and 4.5 Mwords respectively, accessed throug.i 24 bit addresses (16 Mwords 
maximum range) with no paging. The buses achieve dynamic real-tir.ie conversions between 
host and AP internal data representations, and their transfer rates are 38 and 44 Mbytes/s 
respectively. Other parts of these processors, which were not needed in these tests, will not be 
described. 

Speed comparison with some current HEP mainframes is reported in Table 2. The 
measurements were made using the DM2'- tracking program, by processing several 
thousands of events for each test, with no special code optimization. Speeds are relative to that 
oftheIBM308l/K. 
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5) Speed performance of the LCAP 
ai LCAP timing analysis : 

The tests were performed during 1986 at FPS-France, with the same tracking 
program as above. The only available possibility at the time was to assemble an LCAP using a 
VAX 11/750 as host with one 1-PS 364 and one FPS 264 as AP's. Although this was clearly 
an unbalanced configuration, one of the AP's running 3.5 times slower than the other. Tabic 3 
shows that it was still possible to reduce processing time, compared to the case when only the 
faster AP was running. However no parallelism performance can be estimated since the two 
AP's were not identical. 

h can be pointed out that the host is much loo slow compared to the processors. 
Moreover this leads to a clumsy machine : delays can arise if the host is still providing data to 
one AP when the second one p.sks for a new transfer, and the probability of such an event 
increases as the host speed decreases. More details can be found in Table 4. 

b) Hpst-AP transfer overheads : 

The first row of Table 3 shows the timing scores obtained when the event buffer 
was unique and small (0.5 kwords) with only one processor connected to the host. On the 
other hand, the last row reflects the variation of these scores when one increases the length of 
the data buffers transferred to or from the AP's, in order to simulate larger event data buffers. 
One can notice on host CPU time that for transfers too, current processing speed of the host is 
still a slowing factor. By comparison between the elapsed times - elapsed time could be 
defined as the difference between wall clock time and host plus AP CPU times - in these two 
cases, one can deduce that higher rates in transfer flows and real-time conversions will also be 
necessary to accommodate LEP experiment (or similar) event data buffer sizes. 

In the case when a few dozen buffers with several thousand words each are 
transferred to or from the AP along with each event, overhead times due to transfers are 
currently : 

- 1.6 ms/kword for Host CPU time ; 
- 6.7 ms/kword for pure elapsed time. 
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6) Conclusions 

The feasability of an LCAP involving a VAX host and several FPS processors has 
been demonstrated. This kind of machine is also well suited to HEP programs, and requires 
very little effort for program migration. 

The speed of the clumsy LCAP used in the tests reported here is not very 
convincing. But one can believe that the use of a most powerful host (VAX 88(X) for instance), 
the emergence of the VAX-fit technology - and perhaps FPS effort to speed-up real-time 
conversions between host and AP's - would provide High Energy physicists with a rather fast 
and inexpensive computing tool. 
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APROUTINE PROCEV (EVENT, NDIM) 

INTEGER EVENT (NDIM) 

COMMON /DATIN/ ... 

COMMON /DATOUT/ . 

COMMON /STATS/ ... 

APIN EVENT, NDIM, 

APOUT /DATOUT/, 

APIO /STATS/, . 

/DATIN/, ... (Input only data) 

. . (Output only data) 

( Input-output data) 

Table 1 : F.xample of an APromine Fortran 
source code showing AP flags 

Computer 
Re la t ive 

Speed 

BULL DPS 90 1.09 

CDC CYBER 750 0.63 

CDC CYBER 875 1.55 

DEC VAX 8600 0.35 

FPS 364 0.37 

FPS 264 1.31 

IBM 3081/D 0.81 

IBM 3081/K 1.00 

IBM 3090/200 2.41 

SPERRY 1190 0.89 

Table 2 ; Processing speed of the FPS 64 bit processors 
compared to some current mainframes 



(for the tracking of 3000 J/Psi DM2 even ts) 

Computer 
Job wall 

clock 
t ime 

Hosl 

CPU time 

AP 

CPU time 

Elapsed 

l ime 

VAX 11/750 

+ FPS 364 
2554 s. 215 s. 2259 s. 80 s. 

VAX 11/750 

+ FPS 264 
920 6. 217 s. 630 s. 73 s. 

LCAP : VAX 

+ FPS 364 

+ FPS 864 

742 s. 
92 s IMP.) 

«7 s |SP1) 

111 '. (SP2) 

600 s (364) 

461 s. [264) 

IBM 3090/200 
coprocessor 

I D mi 343 s. '/////// W// 
VAX 11/750 

+ FPS 364 
(2) 

3530 s. 477 s. 2259 s. 844 s. 

N.B. : The measurements have been made in stand-alone 
mode for all those using the VAX. 

(1) Batch processing, the ether processor was running 
simultaneously for another job. 

{2) In order to simulate large data flow, dummy 
buffers are added to [he current (0.5 kwords) event 
buffers : the total is about 35 buffers of 1.5 kwords 

mean size per event. 

Table 3 : Speed performance of this LCAP 

L£AE Host CPU time 
(in seconds) 

AP 

CPU 

t ime 

Pure 
e la
psed 
l ime 

(VAX 11/750 
* FPS 364 * FPS 2641 MP SP1 SP2 

AP 

CPU 

t ime 

Pure 
e la
psed 
l ime 

Main balch process 
creat ion 

9 1 i 

Initializations within main 
Fortran user process 

8 6 

Sub-process 1 
creat ion 

4 4 

Sub-process 2 
creat ion 

4 4 

API launching and 
in i t ia l i za t ion 

3 5 

AP2 launching and 
in i t ia l i za t ion 

3 5 

Tape 
readout 

80 

AP1 
800 
evts 

(364) 

Transfer from 
VAX to AP 

39 20 AP1 
800 
evts 

(364) Processing 600 

AP2 
2 2 0 0 
evts 

(264) 

Transfer trom 
VAX to AP 

108 56 AP2 
2 2 0 0 
evts 

(264) Processing 461 

Table 4 : LCAP liming analysis 



VAX 11/750 (host) 

MAIM USER 
FORTRAN PROCESS 

Reads and writes tapes 

Manages flags 

Launches the 
sub-processes 

Accesses the databases 

Logs events for 
debugging purposes 

Sends input data for each 
event through shared 

memory 

Sends calibration data 
sets to each AP after 

updating 

Retrieves partial 
tracking statistics on 

each AP 

Edits global statistics 

Flags -<!> 

SHARED MEMORY 

Labeled commons 
sharing initialization 

and input-output 
event data between 

main process and 
sub-processes 

SUB-PROCESS 1 

Launches API 

Copies input data 
from shared mem. 

to local mem. 

Clears and sets 
flags for main 

process dialogue 

Sends each event to 
AP1, then starts its 

processing 

Waits for completion 
then calls back 

output data 

SUB-PROCESS 2 

Same as 
SUB-PROCESS 1 

AP MANAGFR 

(FPS software, 
also a 

sub-process) 

Manages the 
interruptions 
between one 

calling 
sub-process 

and the 
connected AP 

& 
FPS 364 

(AP1) 

Processes one 
event 

Increases local 
tracking 

s ta t i s t i cs 

& 

FPS 264 
(AP2) 

Processes one 
event 

Increases local 
tracking 

s ta t i s t i cs 

F : VMS syslem services using clusler event flags. 

D : data transfe 
with dynamic 

real-time 
conversions 

Fiji. J : General diagram of the VAX-FPS LCAP used in these tests 


