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INTRODUCTION 

These notes are based on a set of statistics lectures delivered at Imperial College to the first-year 
postgraduate students in High Energy Physics. They are designed for the professional experimental 
scientist 

We begin with the fundamentals of probability theory, in which one makes statements about the 
set of possible outcomes of a experiment, based upon a complete a priori understanding of the experi
ment. For example, in a roll of a set of (fair) dice, one understands a priori that any given side of each 
die is equally likely to turn up. From that, we can calculate the probability of any specified outcome. 

We finish with the inverse problem, statistics. Here, one begins with a set of actual data (e.g., the 
outcomes of a number of rolls of the dice), and attempts to make inferences about the state of nature 
which gave those data (e.g., the likelihood of seeing any given side of any given die turn up). This is a 
much more difficult problem, of course, and one's solutions often turn out to be unsatisfactory in one 
respect or another. Hopefully, the reader will come away from these notes with a feel for some of the 
problems and uncertainties involved. Although there are standard approaches, most of the time there 
is no cut and dried "best" solution — "best" according to every criterion. 

Even though the audience was composed of high energy physicists, the contents should prove to 
be useful in other fields as well. Since these notes were originally prepared for oral delivery, they may 
be somewhat terse in some places. The author would appreciate any comments which might result in 
an improvement. In particular, of course, if any factual errors, misprints, or mistakes in the equations 
could be quickly caught, it would be a real service. 
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SECTION A. PROBABILITY 

Charter 1. First Principles 

The Calculus of Probabilities 

Let us perform some experiment which has outcomes. The probability space Si consists of the set 
of all possible outcomes or events E. We assign a probability P(E) to each event. We insist on an 
intuitive meaning for P(E) s.t.(such that), if the identical experiment were to be repeated a large number 
of times, P(E) would tell us the fraction of times we could expect to find E. This is the frequency defin
ition of probability. Some experiments cannot be repeated, (e.g., a certain patient with a certain 
disease), but the probability represents in some intuitive sense the chances of each possible outcome. 

Axioms of Probability 

The following axioms lead to a model for probability that intuition would demand: 

1. P(0)-1 ; Something has to happen. 
2. 0<P(E)«s l ;EtQ 
3. P(UE i)-2P(E j); for any set of disjoint E;. This is the 

Axiom of Countable Additivity. 

The following theorems are easy to prove. 

1. P(E) - 1 - P(E*); 
E* is defined by U =- E U E*, E* and E disjoint. 

2. P(0) - 0; 0 s null set. 

3. If E,, E2 e a, and E, CE2, then P(E,) < P(E2). 

4. E p E2 e fi, not necessarily disjoint, 

P(E,UE2) = P(E,) + P(E2) - P(E,nE2). 

Proof of 4: E, U E2 = E, U (E,* n E2) 

E2 = (E,nE2)U(E1

-nE2) 

=> P(E(UE2) = P(E,) + P(ErnE2) 

and P(E2) = P(E,nE2) + P(E,"nE2) 

Hence P(E,UE2) = P(E,) + P(E2) - P(E,nE2). 

If the outcome of an experiment can be expressed by a single number X (i.e., the outcome is 
either a number directly or can have a number assigned to it), then X is a random variable (r.v.). 
"Random" means only that the information available to us is inadequate to predict the exact outcome. 
"Random" does not necessarily mean "with equal probability," contrary to its use in everyday speech. 
We will still sometimes use "at Random" to mean "with equal probability". 

unions of disjoint sets 
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If A C 0, then 

P(A) - P(X t A), X a r.v. 

If the outcome of an experiment is an ordered set of numbers X P (e.g., a vector), then 

P(A)-P|(X X„)eA]. 
We will use capital letters, X,Y,... to refer to r.v.'s, lower case letters x, y,... to refer to particular 

values of those r.v.'s. Thus we can speak of, e.g. 

P(X *s x), etc. 

Restriction to Real Numbers 

We will restrict ourselves to two types of r.v.'s encountered in problems in the natural sciences. 
1) Discrete type. The sample space fi consists of a set of discrete points, which may be 

countably infinite. 

Examples: Throw of dice 
Sex of child (M - 1, F - 2 or whatever) 
Ages of a set of people 
Serial numbers of German tanks in N. Africa 
Names of people (Frances - 762, George - 1001, etc.) 

2) Continuous type. 

Examples: Distribution of mass within a body 
Momentum-transfer distribution 

Thus, for both types, J! - segments of, or points on, the real number line. 

Sampling 

We will always be dealing with the outcomes of experiments. These outcomes consist of a finite 
number of values. These values represent the sampling which has been made of the parent population, 
which may be continuous. The parent population represents the set of values available. The problem 
confronting the scientist is how to draw inferences about the parent population from the finite set of 
measurements in the sample. 

Probability Density Function 

In the discrete case, we can associate a function f(x) to each point, s.t. 

2«*)" 1 ; 

W) -nx<A) = 2W-
A 

flx) is called the probability density function (p.d.f). In the discrete case, the p.d.f. actually represents a 
true probability rather than a density. 
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In the continuous case, we can associate a function fix) with the probability distribution s.t. f{x) 
has at most a finite number of discontinuities in any finite interval and 

n»dx - P(x < X < x + dx), with 

ff(x)dx — 1. (This is a Riemann integral.) 

Hence, f(x) is also a p.d.f. Here, the term "density" has significance, since we must multiply by dx to 
obtain a probability. The p.d.f. must be >0 everywhere within a. 

The normalization to 1.0, a consequence of the first axiom of probability, must always be satisfied 
for both discrete and continuous cases. Note that although the word "density" suggests its application 
to the continuous case, we use the term p.d.f. to refer to the discrete case as well. 

If we know the p.d.f., we can completely describe the probability of any outcome or range of out
comes. In specifying a p.d.f. for a r.v., it is important that the range fi be given or clearly understood. 

Examples: 

1) fi = {x; x = 0, 1, 2, 3, 4} 

m - x , ( 4

4 l x ) , (y) 4 , xctl; NoteO!^ 1 

P(S!) = 2fl>c) = 1 
n 

Now, let A =- {x; x « 0, 1} be a subset of fl; then 

P ( X e A ) ~ M ( T ) 4 + 1T3T(i)4 = ^ 

2) a = {x; 0 < x < GO} 

H» = e~*; x t S then P(X « A) 

Now, let A - {x; 0 < x < 1}, then P(X e A) 

Cumulative Distribution Function 

For the special interval covering all allowed values below (but including) a specified value x, the 
total probability of that interval is expressed by the cumulative distribution function (c.d.f). We will use 
upper case letters to refer to the c.d.f. 

Remember, x is a real number. Let W be a r.v. 

Discrete case: 

F(x)= 2«>) 

= fe-Mx . 

i 



5 

Continuous case: 
X 

F(x) = / fl»dw 
— GO 

This is the cumulative probability for w to lie < x. Note that the interval specifically includes x. Note 
that F(oo) - 1, F(-oo) = 0. 

Then in the continuous case F'(x) - f(x) [at each point of continuity of fi»]. In the discrete case, 
we have the analogue of the derivative — the Radon-Nikodym derivative with respect to the counting 
measure — which recovers this same relationship, but it's not particularly useful. 

Properties of the cd.f.: 

0 < F(x) *s 1 
F(x) is non decreasing. 
P ( a « X < b ) = F(b) - F(a) 

If x is a discontinuity point of F(x), then 

P(X-x) is equal to the size of the jump. 

If x is a point of continuity of F(x), then 

P(X-x) is 0. 

Example: Discrete case 

fix) -x/6, x - 1, 2, 3 only; 
F(x) - 0 x < 1 

-1 /6 1 =sx < 2 
-3 /6 2 < x < 3 
- 1 3=sx 

In many ways, the c.d.f. is more fundamental than the p.d.f., because it refers to an actual proba
bility rather than a probability density. Nevertheless, most applications demand the p.d.f., which is 
sometimes most easily derived by deriving the c.d.f. first. 

Expectation Values 

Consider some single-valued function u(x) of the random variable X. "u" is just some function 
we are interested in; it is not a p.d.f. (necessarily), or any other special function. Then the expectation 
value of u(x) is defined as 

E|u(X)j = Su(x)f(x) 
X 

or 

E)u(X))= /u(x)fl;x)dx 
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Example' 

A gambler realizes winnings u(x) upon outcome x (u(x) can be negative). Then his expected win
nings are the winnings for each possible outcome x times the probability of that outcome, summed over 
all possible outcomes. 

Properties of Expectation values. 

a) If k is a constant, £(k) - k 

b) If k is a constant, v a function, then 
E(kv) - kE(v) 

c) If k p kj aie constants, v^ v 2 functions, then 
E(k,v, f k2v2) - k,E(v,) + k2E(v2). 
i.e., E is a "linear operator". 

Sometimes we write, for the continuous case, 

E(x) - Jx dF(x) 
since ffa)dx - dF(x). 

Sometimes these integrals or sums don't exist, i.e., they don't converge to a finite value. We will see 
some cases. 

Moments 

Moments are certain special expectation values. 

By analogy with mechanics, (for exrmple, moments of inertia), the m'h moment is given by 
no 

E(xm) = J" xmft»dx 

or 

2xmf(x) 
X 

- the m"1 moment of x, or the i t* momert of the distribution. 

The m* moment is said to exist if it is finite. Again, it doesn't always exist. 

The most commonly used moment is the mean 
00 

E(X) = n = / x f(x)<lx. 
—oo 

From now on, we will specifically mention the discrete case only if it somehow requires special han
dling. 

The mean is used as a geneial measure of location, because it often tells roughly where most of the 
probability is located. In a statistical approach to estimation of the properties of an underlying 
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distribution, the sample mean can be used as an estimate of the true population mean. 

Examples: 

ix useful as 
a measure of 
location 

f(x) 

n not especially useful as 
a measure of location 

Central Moments 

The mU l central moment is given by 
00 

E|(x-(i)m] = / (X-M)" 1 fl[x)dx, if it exists (i.e., is finite). 

The central moment is the moment about the mean. For a symmetrical distribution, all odd cen
tral moments are zero. For any distribution with a finite mean, the first central moment is zero. 

Some of the most useful: 

E((x—ix)2\ as Variance = a2. Clearly, a2 s= 0, since f(x) » 0 everywhere. The square root of the 
variance, <r, is called the standard deviation, and is often used as a measure of the spread of the distri
bution about the mean. Just as in the case of the mean, there are some distributions for which it is not 
a particularly apt descriptor of the shape. 

Note that: 

E|(x-M)2] = E[X 2-2XM-IV] 

= E(x2) — 2jiE(x) - 2 since E is a linear operator 

= E(x2) - lit ,x + IL 

= E(x2) - ix2 

[= E(x2) - [E(x)|2] . 

Since all symmetrical distributions have all odd central moments - 0, we can get a measure of 
asymmetry by looking at the third central moment, the lowest order odd moment (excluding ;ne first): 
E|(x—fi)3] - /(x—ji)3f(x)dx. This has dimensions which depend upon the units employed. A more use
ful moment is skewness, defined as 

Efc^l 
7 1 _ T 3 

Note: a3 = (a 2) 3 ' 2 
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Examples: 

V 
•x=o 

A measure of sharpness of peaking is given by kurtosis 

l i . ^ - 3 ; Note: *< = (T 2 ) 2 

The"—3" makes it 0.0 for a Gaussian. Therefore,^ > 0 => more peaked than a Gaussian, 
and 7 2 < 0 => less peaked than a Gaussian. 

It can be shown that, if all the central moments and the mean exist, the distribution can be com
pletely characterized by them, i.e., we can reconstruct the complete p.d.f. if we just know all the 
moments. 

Other General Attributes of a p.d.f. 

Mode — peak location (a p.d.f. can be multi-modal) 
More Measures 
of Location 

Median — defined as that point x s.t. the c.d.f. 
F(x) - 1/2, i.e., 1/2 of the probability lies 
above and below x. 



MEDIAN MEDIANS 

MEDIAN 

Any number in the continuous 
range here may be used as the 
"median". 

This distribution is part 
continuous, part discrete. 

If the distribution is discrete, the median may lie between two of the allowed values. In this case, 
many people put it rather arbitrarily mid-way between them. 

"a" a constant, X a r.v. 

Useful Things to Remember 

E(aX) - Jaxf(x)dx - aE(X) 

V(aX) - E[(aX)) - [E(aX)f 

- E(a2X2) - [aE(X)f 
- a2E(X2) - a ^ X ) ] 2 

- a2V(X) 

V(X+Y) - E((Z-^)2J; Z 3= X + Y 
- E((X+Y-Mx-My)2| - E(((X-»g + (Y-^ y)) 2] 
- E K X - R / I + E[(Y-„y)2) + 2E[(X-^)(Y-^)J 
- V(X) + V(Y) + 2E((X-MXXY-My)] 

The last term, called the covariance, has a special significance. It will be discussed in the next 
chapter. 
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The Chebychev Inequality 

If/i is the mean of the p.d.f. for X, k is some arbitrarily specified positive number, and J is the 
standard deviation of X (n and a both assumed to exist), then 

Prob||X - JI| J» k<r] «s 4 -

This gives a limit to the probability that X will differ from 11 by more than a specified number of stan
dard deviations. This is true for any p.d.f. whatsoever, satisfying the conditions. Often this limit is too 
conservative to be really useful in specific cases. 

Proof; 

<̂  = / ( x - ^ j O d * 
— QO 

- , f c r ->~ break the f up into "inside" 
- J ( , - „ f t x ) d x + f (x-^fWdx and "outside" the region. 

2» f (x—nj^xjdx delete the non-negative "inside" part. 
|X-M|>k<r 

s* J kVf(x)dx replace (x~n)2 by its minimum. 
|»-n|»k» 

= kV / fl;x)dx = kVP(|x-^»k f fJ. 

Therefore 

P[|x—M|3»H =S 1/k2 . 

There is more discussion of the Chebychev Inequality in Chapter 3, by way of introduction to the 
normal distribution. 
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Chapter 2. More on Probability 

Conditional Probability 

Let us assume we can restrict our sample by eliminating from consideration any events not 
belonging to some subset AQS. Then the probability of any event in A is increased because there are 
some events (those in A*, the complement of A) which are excluded (unless A* is empty). In other 
words, the integrated probability of all events in A is now normalized to 1.0; we wish to ignore the rest 
of fl, if any. We speak of the probability of an event E, given A; we write this as P(E|A). A is some res
triction on SI; it usually represents the restriction due to some feet which we believe to be true. For 
example: we now believe the murderer to be a man, eliminating women and children; we restrict our 
search for glueballs to all events containing a kaon; etc. 

We wish this symbol to have the properties: 

P(A|A) - 1 
P(A 2 |A 1)-P(A,nA 2 |A 1). 

Probabilities change when we restrict the probability space, but the ratios of probabilities within 
the accepted set (satisfying the conditions) should not change. In particular, we require 

P(A,nA2jA,) _ P(A,nA2) 
P(A,|A,) P(A,) 

PfAjlA,) is the probability 
of the shaded area. 

Imposing these conditions, we come to a suitable definition: 
P{A, nA 2) P(A2lA,) = 

P(A,) This assumes P(A0 > 0 . 

It can be shown that P(A2[A,) satisfies the axioms of probability. 

Now we have the multiplication rule 

PtA.nAO-PtAOPtA^AO 

The Joint p.d.f. 

For two or more variables X,, X2, the joint p.d.f. is written f(xi,x2). 

Suppose now we want P(a < Xj < b), and we don't care what value X 2 has. Then we want 
P(a < X. < b, -oo < X 2 < oo) -
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b co 
/ / ftXl,X2)dX2dx, 

•<xi<b 13 

The Marpntd p.d.f. 

This leads to the definition of the marginal p.d.f. 
CO 

I fa ) = /fl!x1,X2)dx2 This is the distribution of x,, 
—oo 

with all the x2-dependence integrated out. 

similarly, 

U*2) = /JtXLXiJdx, 

The Conditional p.d.f. 

Now we are ready to look at the conditional p.d.f. 

e.g., a Dalitz plot 

Choose x p (a particular value of X,) as shown. This restricts the range of x2. 

If fj(x,) > 0, then (discrete case first): 

f(x2JX|) = P|X2=x2|X1=x1] = — ' ' (conditional probability) 
E, E, 

P|X2-X2,X, = X,] _ f(Xi,y.2) 
P(X,= X l) f,(x,) • 
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e.g., 

This motivates us to define a conditional p.d.f. for the continuous case in the same way. There
fore we write 

= the conditional p.d.f. for x2 given a fixed x,. It can be shown that this satisfies the axioms of 
probability. This is a function of one r.v., Xj, in the sense that x. is fixed. Of course, if x, is changed, 
we obtain a different function. 

b 
P(a < X 2 < b|Xj = xO = J"f(x2|xi)dx2, etc., is sometimes written 

a 

P(a < X2 < b|x]). We can compute expectations: 

00 

E|u(X2)|x,]= /u(x 2)f(x 2|x 1)dx 2 , 
— GO 

E(X3|x,) is the mean, 

E{[Xj—E(X2|x,)]2|x,} is the variance, both given X, » x,. 

These are called the "conditional mean" and "conditional variance", respectively. 

For multiple variables, we can generalize, as for example: 
f(X|,Xj,X3,X4)X5,X6) 

f(x2,X4,X6 X1.X3.X5) = , 
Il35(X|,X3,X5) 

where 

fl35(X|,X3,X5) = J/Jf(Xi..X6)dx2dX4dX6 > 0 . 

Correlation 

Assume X, Y, Z are random variables with joint p.d.f. f(x,y,z). Then, e.g., 

1* - E(X) = / f/xf(x,y,z)dxdydz 

o-l - E[(X-„,)2] . 

We can obtain a useful measure of the dependence of, for example, X on Y if we write 

E [ ( X - M « X Y - % ) ] - EtXY-^X-fei+ftjxy) 

- E(XY) - Mi, 

This is called the comriance of X and Y, COV(X,Y). Thus, 

V(X+Y) = V(X) + V(Y) + 2E[(X-nyXY- f ly)] 

http://X1.X3.X5
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- V(X) + V(Y) + 2COV(X,Y) 

We can construct a dimensionless quantity analogous to the covariance by defining the correla
tion coefficient 

ftcy ' 
COV(X,Y) 

assuming <r, a > 0. This is scale invariant 

For example 

p<o 
contour of 
constant 
p.d.f., e.g., 
boundary of 
region p.d.f. > 0. 

p is a measure (an imperfect one) of how well V and X depend upon on one another. It is most 
useful when the contours of constant p.d.f. look as above, more or less elliptical. 

X and Y are clearly related in 
probability. Here, p is 
not very revealing as a 
characterization of the 
variation of X with Y. We 
could always define higher-

x order correlation terms, 
but this is not often done. 

p = 0 

To prove this last case, we note that if 

E|(X-(i,)|y] = J" jjrry = 0 for all y (i.e., the mean X is independent of y), 

then since 

COY(X.Y) = J(y-iiy) J"(x-(Of(x,y)dx dy, and the above gives us 

j"(x—(i«)Hx,y)dx = 0 for all y, we establish 

COV(X,Y) = 0. 

We could change variables to a correlated set: 



IS 

P * 0. 

The zero correlation coefficient in the previous case was an "accidental" consequence of the 
genuine symmetry of tyc p.d.f. and the alignment of the axes. 

We can establish that — 1 < p =s 1: 

Let U = X—#t*; V = Y—uy; choose some constant, k. 

Then 

E[(U-kV)2] = k2E(V2) - 2kE(UV) + E(U2) . 

This is a quadratic in k, which has zeroes only if 

4[E(UV)f - 4E(V2)E(U2) S- 0 . 

But E[(U - kV)2] s» 0 for all k, i.e., it cannot pass through zero; therefore any roots are degenerate 
and occur at (E(UV)f - E(V2)E(U2). Everywhere else, [E(UV)]2 - E(V2)E(U2) < 0. Since E(UV) -
COV(X,Y), E(U2) - ai and E(V2) - <rY, the theorem is proved. 

The case p - ± 1 occurs if and only if E[(U-kV)2( - 0 for some k, and therefore U - kV every
where with probability 1.0; thus X—n% - k(Y—it) is just a straight line. The slope k cannot be 0 or 
infinite unless all of the probability of U or V is concentrated at a single point. 

The correlation p is a measure of the average linear change in the marginal p.d.f. of one variable 
for a specified change in another variable. In the upright horseshoe-shaped case we saw earlier, the 
correlation is zero, but the variables clearly depend upon one another. That is, if we make some small 
change in one variable, the marginal p.d.f. for the other will change, but only in shape; the change in 
the average is zero. Another concept is needed to discuss this sort of variation. 

Dependence and Independence 

We know that 

K>,,X2) = Hx2|xi)fi(Xi). 

Suppose fltolxj) has no dependence on x,. Then 

f2(x2) = J"f(x2!xI)fi(x1)dx, 

= fl;x2|x,)J"f,(x1)dx, 

= ffalxi), by the normalization of fi(xi). 
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Therefore, fjxj.xj) = fi(xi)fi(x2), the product of the marginals. 

Definition 

The r.v.'s X, and X 2 are independent if 

H.\i,\2) - f|(X|)f2(X2). 

Otherwise, they are dependent. 

In order to be independent, the domains S2, and Q2 also have to be independent. In the 
horseshoe-shaped example above, the variables are dependent, even though their linear correlation is 
zero. 

Theorem 

Take two r.v.'s X,, X 2 with joint p.d.f. i\xi,X2). Then X,, X2 are independent if and only if we can 
find functions g and h s.t. 

fUi,x2) - g(x,)h(x2), where 
g(x,) > 0 for x, ( A,; h(x2) > 0, x2 e A2, zero elsewhere. 

The proofs of this theorem and the next are left as an exercise. 
Hint: We can show g(x,) - Cjf^x,); h(x2) - c2f2(x2), with c,, c 2 constants such that c,c2 - 1. 

Theorem 

Let X, and X 2 be independent with marginal p.d.f.'s f,(Xj) and f2(x2), respectively. Then 
E(u(X1)v(X2)J - Elu(X,)]E(v(X2)], 
u and v functions, provided all these expectations exist. 

A consequence of these theorems is that: If X, and X2 are independent, 

Ep^-^KXj-Hj)] - E(X rM,)E(X2-M2) and therefore 

COV(X,Y) = 0. Hence 

V(X+Y) = V(X) + V(Y) + 2COV(X,Y) 

= V(X) + V(Y) if (not only if) independent. 

Bayes' Theorem 

First, the law of total probability. Let B{ be a set of mutually exclusive subsets of S2, and let 

2JP(Bi) = 1. Then the Bj are said to be exhaustive, i.e., all of the probability is covered by the B.. 

Now take some A c ft. "A" may or may not be one of the B r Then the law of total probability states 
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P(A) - 2P(A|Bi)P(Bi) . 
i - l 

That is, partition A up into the pieces in each Bj. Then the total probability of A is the sum of the 
probabilities of the pieces. Technically, the Bs only have to cover the whole of (1 which has non-zero 
probability. Pieces which have zero probability, e.g., isolated points for a continuous p.d.f, can be 
excluded. 

This law follows from the multiplication rule (Chapter 1). 

We saw earlier thai f(x2[X|) was a p.d.f for x2, in the sense that x, is fixed. But if we change x,, we 
get a change in flxjx,) (unless X, and X 2 are independent). We will be seeing how, if we already know 
x2, we can turn this around and make probabilistic statements about x r Bayes' Theorem is one 
approach. 

Theorem 

Let B; be a set of mutually exclusive and exhaustive events. Take any event A s.t. P(A) > 0. 
Then 

rmi.M p ( B ' n A ) - ^ W W 
n B i | A ) " P(A) P(A) 

i 

This shows us how to reverse the order of the statement in a conditional probability. The fii"st 
part follows from 

P(BjnA) = P(A|Bi)P(Bi) = P(B-lA)P(A) 

(the part of A that is in B; is the same as the part of Bj that is in A). The second part follows from the 
law of total probability. 

In our use of Bayes' Theorem, we normally have a situation in which A represents a certain set of 
data. We want to evaluate the respective probabilities of a certain set of explanations or models Bj, in 
order to select one of them, or at least eliminate some as unlikely. In other words, given the outcome 
A of our experiments, can we say anything about the different models or theories represented by B? 
The Bj are most frequently some set of parameters whose values we desire. Since we can in principle 
evaluate the probabilities of the A for any assumed Bj, P(A|Bj), the job of the statistician would be done 
if we on.'y knew what to use for P(Bj). 

A simple example: 
1/1000 adults has a certain disease (we restrict ourselves, if necessary, to some subsample of adults 
where the probability is constant and known). A certain diagnostic test has the following properties: 

— if the person has the disease, the test gets a positive result 99% of the time. 

— if the person doesn't have the disease, it gets a positive result 2% of the time. 
You test positive — what is the probability that you have it? 
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Data: 
Models: 

A s positive test 
B, = D (diseased) 
B 2 = D* 

Want- P(B,|A) 

Have: P(3,) - 1/1000 

exhaustive 
and exclusive 

general statements made 
before the data is taken 

We also know: 

We can now compute P(A) 
probability: 

P(B2) - 999/1000 \ 

This information gives us our prior distribution, which is 
P(Bi). 

P(A|B,) - .99 \ These don't have to add to 1, 
P(A[B2) - .02 ( since each is just the fraction of 

Bj covered by A. Their sum is 
bounded from above only by 
P(B,jB,) + P(B2|B2) = 2. 

• 0.990 X 0.001 + 0.020 X 0.999 - 0.02097, from the law of total 

P(A) = P(A|B,)P(BI)+P(A|B2)P(B2) 

Then, 

.99 X .001 P(B,!A) 

P(B2|A) .99 x .001 + .02 X .999 

.99 X .001 + .02 X .999 

.02 X .99 

= .047 

= .953 

These do add to 1, since the Sj are 
exhaustive and exclusive, and 
together they cover A exactly. 

This is our posterior distribution. The data have increased our estimate of the probability that 
you have the disease from .001 to .047. It's still small. Why? Because so many more people don't have 
the disease, the small chance that they will test positive anyway leads to more than 20 of them testing 
positive for each one that actually has the disease (and tests positive). 

This can be calculated from a tree diagram without referring to Bayes' Theorem. But most cases 
of interest to us will have continuous variables, or a large number of discrete variables, so a tree 
diagram is not convenient. 

Another example: in the case of ambiguity between Cabibbo-favored and unfavored decays of 
observed charmed particle candidates, a certain experiment chooses to report the favored decays. The 
unfavored decays are a priori considered to be unlikely. 

We use Bayes' Theorem to modify prior beliefs by incorporating the information of the data to 
obtain better educated beliefs. Frequently, as in these examples, our prior beliefs are based upon an 
understanding of the general population and we are interested in using that plus some measurements to 
get the best possible understanding of some particular case. 

We will normally use this to help us find 0, some parameter of nature. Thus, we treat the state of 
nature 9 as a random variable to which we assign a prior p.d.f. P(ff) if we can. If we then do an 
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experiment which has outcome z, and if we know the p.d.f. of any z as a function of 0, f(z|0), then we 
can get the p.d.f. of z, 

f,(z) = J"ffz|0)P(0)d0 Since we treat 0 as a r.v., it makes 
sense to talk about marginal 
p.d.f.'s 

fi(z) = S«z|»i)P(9i). 
i 

Then we can improve our ideas about the state of nature 6 by 

h($\y\ = ffe[9)P(ft)P"''r In the continuous case, P is a 
I fi(z) p.d.f., not a probability, 

posterior 
Bayes' Theorem is mathematically impeccable. However, there is much controversy about the 

choice of prior, in some cases. Most workers in the sciences feel it is best to stick to safe cases, where 
the prior is really understood. 

It is said that more statistical literature is published about the choice of prior than about any other 
subject. If the prior is unknown, what can we do? The good Reverend Bayes is responsible for: 

Bayes' Postulate. If we are completely ignorant about 0, express this ignorance by setting P(0) - 1. 
So each 0 is a priori equally likely. Notice, first of all, and least important, that this is what is called an 
improper prior, because JP(0) # 1. That turns out to be okay, anyway. What is not okay to most 

n 
scientists is the attempt to get something for nothing. If we don't know anything about 0, how can we 
turn around and say P(0) =- 1? That is information which gives us a different posterior h(0|z) than some 
other choice of P(0). But what if we decided we were completely ignorant about 6^2, or 1/0, or {61 + the 
speed of the current on the west coast)? Are we more ignorant or less ignorant about these? A little 
ignorance can be an arbitrary thing. 

In these notes we will express our ignorance by ignoring Bayes' Postulate. But watch for its head 
to appear when we discuss Maximum Likelihood. 

In some cases, the complete 

P(A) = SPCAlBJPffl) 

cannot be found because, although we know some of the terms, we don't know them all. In this case 
we can still find relative probabilities, for P(BjjA): 

P(BiA) oc P ^ B ^ B i ) 
or 

h(0iz) a flz!0)g(9) • 
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Change of Variables 

Let X be . discrete r,v., with p.d.f. f(x), X « A. Let y - u(x) define a one-to-one transformation 
A -.- B, y ( B. We want to find the p.d.f. of j . Find the inverse transformation x - w(y) which maps B 
back onto A. Then the events 

V = y : Y assumes the value y ; 

and 

X = w(y) : X assumes the value w(y); 

have the same probability. Therefore 

g(y) s PIY=- = P[X=w(y)| = f|*(y)), y < B, discrete. 

= 0 elsewhere 

Example: X has the p.d.f. 

« x ) = ^ V H ) 3 ~ - x = f u > 2 ' 3 ; 
x!(3-x)! 

we want Y - X2. Such a transformation is not usually one-to-one, but here, there is no negative x, so 
it's okay; the inverse is X - VY, and not — i/Y. 

In the case of joint p.d.f.'s of two or more r. v.'s, we must have as many variables in our new set as 

there were in our old set. Later we can reduce the number, if desired, by obtaining the marginal p.d.f. 

Example: 

Take two r.v.'s, X and Y, with 

fi>,y) = , | ; x,y = 0,1,2,3... G'oint Poisson) 

= 0 elsewhere 

We want the p.d.f. of Z = X+Y, a single variable. We must have a second variable as well, 
because we started with two. Choose something simple, e.g., Y itself 

Z, = X + Y 

Z 2 = Y 

Z, and Z 2 must be different; they also must not be functions of each other; i.e., if you know one, 
you cannot obtain the other without knowing something else such as the values of X or Y. 

Then 
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B = {(zi,z2),zi = 0,1,2,...; z 2 = 0,1, ...,z,}; 0 «s z2 « Zi 

The inverse functions are 

X = Z, - Z2 ; Y = Z 2 . 

These are unique. 

Then 

g(z,,z2) = ' 'Z , (z,,z2) e B . 
(zj-z 2;!z 2! 

This gives us the joint p.d.f. What about Zj? 
Zl 

Bi(zi) = S g(zi.*"2) 
zi-0 

z,! ^ ( z . - z r f z , ! * ^ 

zi =0,1,2 • • • (by the Binomial Theorem) 

= 0 elsewhere 

This is a Poisson also, as we will see when we study the Poisson. 

Example — Continuous Case 

Let ffx) = 2x, 0 < x < 1 

= 0 elsewhere 

Define Y - 8X3 and find g(y). This transformation is one-to-one. Go back to basic probability. For all 
0 < a < b < oo, the event a < Y < b will occur if and only if 

~ 3\/a < X < y 3Vb, since Y = a implies that X = j 3Va] etc. Therefore 

P|a < Y <b] = P[-j 3VS < X < y 3Vb] 

'N/572 
= J" 2xdx - G(b) - G(a), where G is the cd.f. of Y, by the definition of the c.d.f. 

We can derive the p.d.f. for Y from this if we change the variable of integration to dy: 

dy 6V2'3 2 

Therefore: 
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dx< ; , i,, . Now we can write 
6y" 3 

Pla<Y<b] -p(^ ]^_dy-J^dy , and 

g(y) = l / 3 . We never actually had to do the integral. 

The steps were: 

1) find the inverse transformation x - w(y). Here, w(y) = — * Vy. Note that x e A and y e B. Of 
course, both are subsets of the real axis. 

2) Assume w*(y) continuous and # oo for all y e B. Then g(y) = f[w(y)]|w'(y)|, because we must 
take the absolute value of w' to change variables in an integral. Because the p.d.f. is a density, i.e., a 
probability per unit length, we must do this step of multiplying by (wW), which is called the Jacobean, 
to take account of the change in the size of the unit of length. 

A Mnemonic: v/(y) = — , therefore think of g(y)dy = fl[x)dx where dy and dx are both set to be 
> 0, since lengths are taken positive. 

We will write the Jacobean, expressing the change in the unit of length, as 

J = dx 
dy 

For multiple variables, we must use the multidimensional equivalent: 

Look at (X,, X2) ->• (Yp Y2), a one-to-one transformation. 

A 
' Q ^ 

"i 

We wish to map A -»• B. "a" is a small subset of A which maps onto the small subset "b". That 
is, the events (X,, X2) c a and (Y p Y2) e b are equivalent and occur with the same probability. 
Then 

PJfY,, Y2) « bj = P((X,, X2) c a] = J / f lxLX^dXi . 
a 

Now change variables of integration. First, invert: If y, - u,(x,, Xj), y2 = u2(x,, x2), then x, = w,(y,, 
y2), x 2 - w2(y,, y2). 
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The transformation must be one-to-one, so these exist and are unique. We must also assume all 
the first derivatives of w, and w 2 exist Both of these conditions can be relaxed for certain directions of 
transformation in certain cases, with sufficient care. 

Then ffttto, x 2)dx,dx 2 = f/f[wi(yi, Yi), w2fri,y2)l|J|dyidy2 

new unit of area 

3wi 6wi This is a determinant, 
3y, 5y 2 

which is non-singular 
because the 

3w 2 aw2 transformation is one-to-
3y, ay2 one. 

This is proved in calculus. 

Then g(y,, y 2) - f]w,(y,, y 2), w2(y,, y2)j|J|. 

There is some additional discussion about change-of-variables in Chapter 9, "Propagation of 
Errors." 

From this theory, we can calculate the expectation of functions of random variables. Assume a 
r.v. X with p.d.f. f(x). We wish to find E[u(X)j, where u(X) is some function of X which is continuous 
and has a unique inverse. Then u(X) is itself a r.v., Y - u(X), with X = w(Y). The p.d.f. of Y is g(y). 

E[u(X)] = E(Y) ^ J"yg(y)dy s /u(x)fl;x)dx 

Therefore we can evaluate E|u(X)] in either of two ways, whichever is more convenient. If we 
have Y and g(y), we can use the first form. Alternately, we may have f(x) and be able to express Y as a 
function of x. Then we don't need to get the p.d.f. of Y. 

In the case of two or more variables, u - g(x,y), we have 

E(u)=//g(x,y)fl:x,y)dxdy. 

For example, 

E(X+Y) - J"f(x+y)fl[x,y)dxdy 

= / /x iKy)dxdy + //vffx,y)dxdy 

= E(X) + E(Y) 
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Chapter 3. S—ie Spedd Diittftrtim (Mwfly Uaiwate) 

U(x) - f l ; x ) = - ; 0 < x < a . 

Bernoulli Trials 

A Bernoulli Trial has just two outcomes, e.g., the toss of a coin. We assign a r.v. k of 0 or 1 to 
each outcome, with probabilities as follows: 

( k Probability 

0 q 

1 p = l - q 

f(k) = p kq'~ k .which returns the above probabilities. 

The only parameter is q (or p). 

Moments: 

E(Xm) = E(X) = l X p + 0 X q = p . 

V(X) = E(X2) - [E(X)f = p - p 2 = pq 

Binomial 

Suppose we have n independent Bernoulli trials. Define a "success" to be a result of 1. For all n 
to be "successes," the probability is p". If there are k - n — 1 successes, the probability is n X pkq 
(there are n ways to have the "failure"). In general, if there are k successes, 0 «£ k =s n, P(k successes 
in n trials) -

We will write B(k;n,p). This is the binomial distribution for k successes out of n Bernoulli trials, with 
probability of success p on each trial, k is the sum of the outcomes, each of which is either 0 or 1. 
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E(k) - nEfk — 1) — np since E is a linear operator and the trials are independent 

It is a trivial exercise to show that the variance of the sum of trials is 

V(k) - o$ - npq - np(l - p) , 

since the trials are all independent, and therefore uncorrected. 

Reproductive Property of the Binomial 

Take X,Y independent r.v.'s distributed according to binomial p.d.f.'s with parameter q as above. 
Then 

« * , y ) = ( n

x * ) p * q ( n ' - * ) ( ^ ) p V q < " > - y ) 

What is the distribution of X + Y? The change of variables technique is described in the preceding 
chapter. Take: 

Zl = X + Y , Z 2 = Y, 

X = Z, - Z 2 ; n^ = n x + n y , n x = n Z | - n Z i 

Y = Z 2 i •'z, = n y n y = n z, 

^ - 2 > = f r - ^ ) f t ) p Z ' q ( n ' " Z , ) 

Now the distribution for X + Y will be the marginal of this, summed over z 2 from 0 to n a . We can see 
immediately from inspection (since the p and q terms come out of the sum) that this p.d.f must have 
the form 

g,(z,) = C(n z , , z,) p z' q ( n *" z , ) , 

where C is some coefficient which does not depend upon either p or q. Since this must be a p.d.f., 

«*..«,)-(£) • 
otherwise it's not properly normalized. Therefore Z, - X + Y is also a Binomial. This is a very useful 
property many distributions have, called the Reproductive Property. The sum of two or more indepen
dent r.v.'s with certain p.d.f.'s is itself distributed according io that p.d.f. ('isually with different parame
ters). 

Example of use of the Binomial 

Consider three independent r.v.'s X,, X 2 , X 3 , each with the same p.d.f., f(x), which could be any
thing, discrete or continuous. Let Y be the middle value, that is, whichever of the X ;'s that lies 
between the other two in value. Determine the p.d.f. of Y. 

We begin with the c.d.f, which is easily defined. The total probability that the middle value lies 
below some chosen number y is equal to the probability that at least two of the X's do, simultaneously: 
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Gv(y) • P(Y < y ) - P(2or3oftlieXi «:y) 
We will adopt the notation G Y and F x , in a few cases where confusion could arise from the arguments. 

One Bernoulli trail k to see if one Xi < y. If so, count one success. The probability of one suc
cess is 

P - Fx(y) - PfXi «s y) 

for any X.t, since they all have the same F x . Then 

G v ( y ) ~ B ( 2 ; 3 , p - F x ( y ) ) + B(3 ; 3 , p) 

" Q ] « * + (3) P 3 * 3 P 2 1 + P 3 

- [Fx(y)f [3 - 3Fx(y) + Fx(y)] = [Fx(y)]2 [3 - 2Fx(y)| . 

We cannot evaluate this any further until we know F x . But we can do: 

8(y) = ^ - p - 2Fx(y) fx(y)(3 - 2Fx(y)j + [Fx(y)j2 [-2fx(y)| 

= 6Fx(y) fx(y)[l - Fx(y)J . 

Multinomial 

Consider a histogram with k bins. The probability that a given event will fall in bin "i" is Pi. 
Then, for a fixed number of events, the distribution of events among the bins is 

M ( X i ; P i - n ) = x , ! x 2 ! n ! . - x „ ! P ' ' P ? i - - P " ' 
k 

where n - number of events, Xj - contents of r* bin, and 2 Pi = '• We will not write k as an explicit 
1 

parameter, it is evident in the number of terms in the products. For a given bin, an event is either in it 
(success), or out of it (failure). Therefore the marginal for that bin is a Binomial, and 

E(XJ) = n?i , 

V(Xi) - a? = n P i(l - P i ) . 

This is a multinomial distribution. 
k - l 

Note that these X; are not independent, because x t = n — 2 xj-
j - i 

Normally one thinks of the distribution of the number of events in a given bin as a Poisson 
(below). This is indeed the case once we remove the stipulation that n is fixed in advance. 

Another application is in the case of a particle or nucleus which has k — i different decay modes. 
"x k", the number in the last bin, might represent those which do not decay in the observing time. Then 
M describes the number of decays into each mode. 
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Poisson 

This is a very important model. We can look at a certain process which develops as a function of 
time or space. We consider discrete events, which either happen or don't As a function of the param
eter x (space or time), if we can assume 

1) the number of events in any interval of x is independent oi the number in any other (non-
overlapping) interval; 

2) in any small interval Ax, the probability of one event is proportional to Ax and the probability 
of two or more events vanishes as Ax - • 0. That is, 

PH) = XAx + CKAx) as Ax -* 0 , 

where O(Ax) is defined by 

l i m ^ = 0 ox-.o Ax 

and 

S *Wn) = ° ( A x ) as Ax — 0 ; 
n>l 

3) This relationship is independent of x. In particular, X does not depend upon x. 

Then 

Px, (n) - -
_*"(Xx)n 

n! 

e~V 
n! ; p. — Xx,n = 0,1,2 • » 

1 P„(n) = •-zS = 1 as needed. 

n is the Poisson parameter. 

Then 

The Poisson is very asymmetrical for small /», but becomes more symmetrical as n increases. It has 
fairly good symmetry even by y. = 5 or 6. The outcome of any experiment observing a Poisson process 
must be an integer. The Poisson parameter, however, may be any non-negative real number. 
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E(n) = 2 " B ± -
n-0 n! 

^ , S . 7 f 3 1 7 = e " > S i . s = n - l 
' ^ . ( n - D ! " s ? „ s ! 

T t 
Note the changes in the 
limits of summation. 

In i similar fashion, we can establish (exercise) that V(n) = ii. It is the same as the mean. 

We have already shown (Chapter 2) that if X and Y are Poisson, then 

g(* + y ) = (xTlo! ' 
which is P„,+„,(X + Y), and therefore the sum of two Poisson r.v.'s is also Poisson, and the Poisson 
possesses the — Reproductive Property. 

This means that if we observe signal X and background Y in an experiment, each of which is an 
independent Poisson, then the sum is also Poisson. This has important applications for background 
subtraction, in which we must be able to estimate errors. 

It can be shown (exercise) that the interval size s is distributed as fls) = Xe - A s, a distribution 
known as the exponential, which will be covered shortly. This is the interval in time "s" from one 
event to the very next, or its analogue if the parameter s represents a space dimension. The derivation 
does not actually depend upon starting at the previous event—we could have started anywhere, and just 
timed to the first event after starting. 

Here, we could substitute distance for time, and look for the distribution of e.g., single scattering 
collisions of angle greater than "something" along a track. The use of the Poisson there, of course, 
assumes that no process (e.g., slowing down) changes the scattering probability appreciably, since the 
probability must be the same in each small interval. 

Poisson Approximation to a Binomial Problem 

Consider the case of a collection of n radioactive atoms. In any particular time interval, T, some 
of them will decay and others not. Therefore we will have a binomial distribution of the number "r" 
which decay: 

P ( r ) - B ( r ; n . p ) - - 3 S ^ r p ' q — 

p - some probability for one atom which depends, of course, on T. The difference between this case 
and the Poisson is the limit "n" to the number of atoms: as more and more decay, there are less and 
less left to decay. Therefore the Poisson proportionality \ depends on T, and so the number of decays 
per unit time interval, or in time interval T, is not Poisson. But if there are a lot of atoms, and 
pn « n, then this depletion is not noticed over the time interval of a given experiment. Then r « 
n with high probability, and 
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T ^ ~ n(n-lXn-2). . .(n-r+l) r terms (n-r)! 

as n' , since each term is about equal to n. Also, 

q°- ' = (1 - p)"-' = 1 - p(n - r) + - ^ (n - rXn - r - 1) + • • • 

= 1 - p(n - r) + - |- (n - r)2 + • • -

= e~P(n-r) ^ e - p n 

Therefore, 

B(r; n , p) = 4 P r e" n p = ^ r ^ e""" , r: r! 
which is a Poisson of parameter np. 

NOTE: As soon as n changes noticeably, the Poisson approximation is no longer valid. This is 
equivalent to saying that we are approximately Poisson as long as we are on the flat portion of 
the exponential decay law. 

The only difference between the true Binomial and the Poisson laws governing the number of 
decays in T is that the Poisson has no depletion of the source of events, so if the source is very large, 
and depletion is slow, the Poisson is fine. 

Exponential 

We can derive the exponential decay law from the binomial: Let "p" be the probability that any 
given atom decays in time dt (p is a constant of nature), let "r" be the actual number of decays in dt, 
and "n" be the total number of atoms at the moment. Then 

P ( r ) = - r ! ( n ^ •*•"""'• 
where n is the current number (at the start of dt). Now, r is just the current value of |dn/dtj. Therefore 
E(dn/dt) - — E(r) - — np (the negative sign reflects, of course, that positive r decreases n), and 

E(n) = noe""' . 

We shall see, from the law of large numbers, that the probability that n differs from its expectation :.y 
more than a small amount decreases as n increases. Therefore we usually say 

n = noe - 1" . 

The true meaning of this expression is that n is intended to represent the expected number of events. 

The exponentialp.d.f., describing the distribution of individual decay times, is given by 

«t) = f e-'"-. E(t) = to ; V(t) = t | . 
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As mentioned previously, the exponential also describes the distribution of interval lengths 
between events in a Poisson process. 

Gamma 

Start from the above exponential distribution of interval lengths in a process accurately (or accu
rately enough) described by a Poisson: Suppose we want the distribution of the time T to k events. 
The r.v. T is the sum of the individual tj (the length of the i"1 interval), each of which is exponential. 
Each of the t is independent. Choose a value t. 

G(t) = P(T < t) = I - P(T > i) . 

Note that the case T > t means that there are fewer than k events in t. 

Now we use the property of the c.d.f. that 
k - l 

P(T > t) = 2 p ( x "= x) = 2 a 1 1 probabilities to have < k events 

k-i (xt)*e~M 

= 2 ^ ~ S — ' w n e r e ^ ' s the appropriate parameter, 
s - o *•• 

From calculus (mathematical induction) it can be shown that 

y M L ? — = r £—S— d z A x! I (k - 1)! 
Therefore 

°? z k _ , e - z 

o ( t ) - i - j ; 1 r < & - d i -
r is the gamma function: r(k) - (k — 1)!, for k an integer. 

M z k _ ' e - z 

If t < 0, G •• 0. Change variables to y = z/A so that the upper limit of the integral is just t, and 

Therefore the p.d.f. oft is 
8 ( , ) = - i x k T - ; 0 < t < 0 0 

= 0 elsewhere. 

This is called a gamma distribution. It is the distribution of the total time to exactly k events. 

We just quote without proof: 

E(t) - k/X 
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V(t) - k/X2 

The exponential is the special case k - 1. 

The Normal or Gaussian Distribution 

To help motivate this, will study the Central Limit Theorem first. By way of introduction, we 
have the Weak Law of Large Numbers. 

If we have n identically distributed, independent random numbers Xj, and if the mean n and vari
ance a2 of the underlying distribution exist, then the r.v. 

Y„ = 1 (X, + • • • + Xn) 

converges (in probability) to ii as n -»• oo. (Tht strong law says the same thing, but holds under more 
general conditions than what we shall show, and also shows a stronger form of convergence than "in 
probability"). 

Proof: 

Since all the X, are independent, V(Yn) = - 2 V(Xj) = — . 1 n n 

Therefore, by the Chebychev Inequality, the probability that Y n differs from \i by more than a 
pre-specified amount shrinks to zero as n increases: 

P[|Y„ - H M < 7 £ = 7 v(v„) . 
This converges to any arbitrarily small probability for a given e by increasing n. This type of conver
gence is called convergence in probability. (The strong law has convergence "almost surely," or 
"almost everywhere"). 

In fact, there is convergence even if a1 is not finite in certain cases, but we won't go into this. 

The law of large numbers means that the sample mean is a useful quantity to use in the statistical 
problem of estimating the true population mean. As n increases, the sample mean converges to the 
true mean. 

Because Chebychev's inequality must hold for any distribution, it is usually very conservative for 
specific cases. Therefore convergence in this theorem may be more rapid than implied by the proof. 
This law implies a certain long-run stability in the relative frequency of occurrence of any event in a 
sequence of trials of the experiment. Look at a rather extreme case: a coin toss. This is a Bernoulli 
process: 

p = 1/2 (H),q= 1/2 (T). 

All the probability is concentrated at the 
ends. But the mean of one trial is in the 
middle. 0 

T 
M-=P 1 

H 
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The expectation value of 
1 • 

n i - l 

n 

By the Chebychev inequality, how many trials do we need in order to have the average Yn within 
a specified interval about p with some specified probability? We want the probability P o that Y n differs 
from p by < e, where e is some specified positive number. That is, 

P[|Y„ -p\<e]»P0 , 

Therefore 

1 ff2 

P||Y„ — pj » t] < 1 —P0 , which means we must set 1 — P 0 = - j — , by Chebychev. 

We therefore need the variance: 

cr2 = pq for one toss . 

By the addition law for variances for independent tosses, 

V(Y„) = V [ l SX,J = ± 2V(Xi) = ± n X pq = f and 

P = l - -L-Efl. 

Let ( = 0.05 and P 0 - 0.68: 

n = m • = _ 1 ^ 1 310 

e

2 1 - P„ (0.05)2 0.32 ~ J 1 U 

tosses needed to get Yn within ±0.05 of 1/2 with probability 68%. Check: 

PJ0.4S < Y„ --S 0.55] 

= P[310 X 0.45 =S r =S 310 X 0.55] = P|140 < r <s 170] , 

where r is the Binomial parameter = the number of heads; 

-ie?»r 
170 

U J "-"'•& r!(310 - r)> 

Take logs, using Stirling's approximation: 

(310)! 2 • 
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^nx! at - x + x (TO. + -y (fn(2Tx) 

and find P = 0.92. Clearly, even in this rather extreme case, Chebychev's Inequality was 
overly conservative (0.92 instead of 0.68) 

We can also relate this to the standard deviation: 

Demand that a(YJ - 0.05, i.e., 0.05 is one standard deviation (about 68% of the probability if 
Y n were Gaussian); 

Therefore 

V s 3 - = 0.05 , hence n •= ~^-j = 100 
n (O.05)2 

This should be more reasonable. 

Although it is commonly assumed that ± one standard deviation should cover about two-thirds 
of the probability, for the Binomial this may be far wrong. For one toss, there is exactly probability 1.0 

that Y, is within ± Vpq = — of n = —. For two tosses, this changes to a probability of -r that Y2 is 

within ± 1/(2 V2) of -r. As the number of tosses n increases, the probability that n is within 

± Vpq/n of — converges fairly quickly to 68.3%, which is appropriate for the Gaussian distribution we 
are about to consider. It is this sort of convergence to a Gaussian, and the consequent importance of 
the Gaussian, that is the subject of the: 

Central Limit Theorem 

This theorem is "central" to st-ustics. It tells us more than that the average converges to the 
population mean. It tells us how the average is distributed. 

We know that the average becomes arbitrarily tightly distributed about the true mean. Therefore, 
we standardize to a variable that will neither shrink to a i-function nor expand to an infinite blob: 

First, define Y„ = - 2 Xj , n 
Xj a r.v. distributed according to almost any p.d.f. with mean u and finite variance a2. Then take 

7 - Y " ~ * 
" -r/VS ; 

since E(Y ) is n, this has mean 0. Since V(Y ) = ff2/". 

V^ = v f e ) + V b j r ) 
~ p" V(Y„) = 1 . 

Therefore Z has fixed mean and variance independent of n, and we can examine Z as ;i -»• oo . 
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Then the statement of the C.L.T. is 

lim P(Z„ <= z) ]j= f e- , / 2"'du = erflz) . 
n-»oo V 2 T -TOO 

The function erffe) defined by this equation is called the error Junction. We will not prove the C.L.T. 
Almost any of the texts mentioned in the back will supply a proof. The proof requires the use of 
characteristic functions, which, in the interest of brevity, we do not cover in these notes. 

NOTE: the error function is sometimes defined as 
- z 

<Kz) - - T - f e - ' ^ d t 
V? (•"' 

The relationship of this form to o-rs is: erf(z) = — + — 4>(z/V2) . 

The error function is the c.d.f. of the standard normal, whose p.d.f. is therefore 

Since this is symmetric about 0, the mean = 0; we have already derived that the variance = 1. We can, 
of course, have non-zero mean n and variance a2 not equal to 1: 

- (x-rf 
fl>> = - ^ e * = N(x ; n , «) . 

This is the distribution law obeyed by the average, Y , above, as n - • oo. We will use the terms 
"Gaussian" and 'normal" interchangeably to refer to this distribution. 

Lots of measurement distributions seem to be approximately normal; e.g., in measuring the length 
of a table there are contributions to the errors from lots of small effects, such as the behavior of indivi
dual muscle fibers, effects due to surface roughness of the table as our ruler slides along it, random 
vibrations, etc. Any time an error can be regarded as due to the sum over lots of small effects, expect 
the final measurements to be approximately normal. 

Even though eaoh type of effect may be described by a different normal in the C.L.T. limit, the net 
effect equals the sum of these, and we will see that the sum of a set of normal r.v.'s is itself a normal 
(reproductive property). Hence, the fact that there is a variety of contributions to the error is not 
important—what is important is that each type of contribution contributes a small amount a large 
number of times to each measurement. 

The case when there exists a few large effects changes this; for example, the penetration of charged 
particles in matter, undergoing lots of small energy-loss collisions. This yields a fairly tightly distri
buted range. A few particles undergo large energy-loss deflections, which are more catastrophic colli
sions. This gives straggling. Early tests (before track detectors) for the nature of rays—a, 0, y—were 
based on this fact. That is, neutral particles tend to undergo only the large collisions or none at all, giv
ing a wide distribution of ranges. The a and /S particles had tightly defined ranges; the x-rays did not. 

The angular deflection in multiple scattering works this way also. If the net deflection is small, 
then it is likely du-' to a very large number of small scatters. If the net deflection is large, then we prob
ably have the same small scatters plus a few large scatters, and we expect deviations from the Gaussian 
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shape, due to the small number of large angle scatterings. 

What we have then is a lot of scatters in any small range 9 to 8 + d9, 8 small. Each of these gives 
us a Gaussian. The result is the sum of all these which also yields a Gaussian, even though the a2 is 
different for each value of 8 [the number of scatters in (8 to 9 + dfl) is Poisson, with parameter depend
ing upon 8 according to the laws of Rutherford scattering]. However, for large 9, there are very few 
scatters, for example, none or 1 or 2. Therefore, the distribution of the end result of large angle scatters 
only might look like: 

(omitting the case of no such scattering) 

There are not enough of these per track to approach a Gaussian. Therefore the final net deflection 9 
might look like: 

nearly Gaussian here, where the few 
large-angle scatters are swamped by th; 
many tracks which have only small-angle 
scatters. 

long tails in the region where it is less 
probable to get from the many small-angle 
scatters than from the occasional large-angle 
scatter. 

Caution, or Murphy's Rule of Real Life 

This is often true, i.e., that we get longer tails than we expect, because of rare contributions of 
large magnitude to our process. Therefore, simulations of, e.g., detectors, should take account of possi
ble non-Gaussian tails in any random process. If what goes on in the tails of our random processes is 
important (for example, as a source of background to some other process), we need to be aware that 
there can be many more occurrences there than Gaussian models would predict. Depending on where 
we consider the "tails" to lie, this effect can be an order of magnitude or more. 

To recapitulate, the standard form of the Gaussian or normal is 

N(x ; 0 , 1) • 

Then 
VS 

„-x 2/2 
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* i ^ - 7 N ( i 7 l i 0 ' 1 ] 
Also, 

/ N C x ^ . f f J d x - e r f U - ^ , 

since erf is defined for the standard form. The standard form is found in tables. 

Some useful numbers. The probability of a Gaussian r.v. exceeding ±k standard derivations from 
its true mean is: 

1/2 ifkis 0.67 
.317 1 
.046 2 
.0027 3 
.00006 4 

These numbers come from the error function. 

Gaussian Approximation to the Poisson 

It is often important for what we do that the Poisson can be approximated by the Gaussian in the 
limit of large numbers. Begin with 

The mean of n is it. Assume it » 1, and look at n close to n, i.e., look at x = n — m n > > |x|. We 
will also require x > > 1, which is usually satisfied if M is really large. 

P„(n) - P„(x + rf = ?—IL-
(x + rf! 

e - ' n ' J _j. e _ , _ _ .. v- I ;, > Q 

it. \ « + 1 v + 2 ^ + x / u x u 

- P * ) { ' } • 

(We could do this similarly for x < 0.) Stirling says ji! ss (2ir,u)'/2 n" e~", and so 
e~»»* 1 ., . . . 

m! V2»M 

Also 
u ii . ii = 1 1 1 

n + 1 ' M + 2 ' ft + x 1 + l/tt I + 2/it 1 + X/AI 
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ac e'"' e~2/' • • • e _ , / " , |x| « n , 

and so, finally, 

= —^= e » 2 a - T £ = - e" x / 2 » since x » 1 , 
V2TM V2TM 

which is the Gaussian, if n is interpreted as continuous, 

= , e * with mean = ii and o2 = ii also. 
V2irii 

Therefore if we have a bin in a histogram which filled by a Poisson process, then the number of events 
is approximately Gaussian about its expected number, and the expected variance in that number is the 
same as the expected number itself. 

Reproductive Property of the Gaussian 

A reproductive property is to be expected because the Poisson is reproductive. Let X and Y be 
independent r.v.'s distributed as 

N(x ; MI , «b and N(y ; /i, , a2) , resp. 
Then we can show that Z - X + Y is distributed as N(z ; n% + u, a2 + a2) (this implies also that the 
average of two Gaussian r.v.'s is Gaussian). We know already that nz - MX + My and <?i = a2 + a2 

(that's true for any p.d.f., for independent r.v.'s); what we don't know already is that Z is normal. 

The proof is tedious, but straight forward. The same result holds for Z - X - Y. 

By extension, the sum of any n Gaussian r.v.'s is Gaussian. That is, the C.L.T. holds for any n, in 
this case. 

Higher moments: 

E((X - ji)n] = 0 n odd 

= (2k - 1)!!<A n = 2k 

Remember (2k - 1)!! = 1.3.5...(2k - 1), 
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e * , 3 ( X - p ) 4 ] « 3 » 4 

( -> Kurtosis - 0) 

Bivariate Normal 

Take 2 variables which are themselves normal, but not necessarily independent Then the distri
bution of these is 

1 ffri, X2) = 
7xa\Oi V 1 — p 

•W1 
']} = ; p i < \ 

This is the bivariate normal. It is a function of five variables: p.,, at, p 2, a2, and p; it is necessary that 
CT, and a2 be > 0 and |p| « 1. If p - 1, the variables are degenerate, being linear combinations of each 
other. 

If we want a contour of constant probability density, i.e., fllXp x2) = constant, then define 

(i - P 2 ) L 
(x, - in)1 2p(x, - fi,Xx2 - fz) , ("2 - « ) 

A 
and set G - a constant k. 

These contours are ellipses. 

+ oi 

We will show that it is useful to make 
probability statements of the form P[(X, , 
X,) e ellipse I 

^ ^ 

P-o 
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°"2 > 0 i 

It is clear that p plays the role of a correlation coefficient, and it can be shown that it is. 

In general, 

keep a, and a2 constant; 
change p. 

This is the bounding rectangle. 
1, then ffj and <r2 

are as shown. 

av aT n{, and n2 define a bounding rectangle as shown. Then p describes the orientation and 
thin-ness or fat-ness of the ellipse within it. If the two variables are more highly correlated, the ellipse 
tilts more (one way or the other, depending on the sign of p) and also becomes slimmer, so that the pro
bability is more highly concentrated. Note that the angle of the diagonal of the rectangle is not 45° 
unless -, - <r2, i.e., this angle depends on the relative errors. 

The angle of the major axis of the ellipse is given by 8 where 
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Note that 6 - ±45* for all p ¥= 0 if <r, - ar If, in addition, p - 0, the ellipse degenerates into a circle 
whose axes are, of course, undefined. If p - ± 1, the major axis is a diagonal of the bounding rectangle 
|easily demonstrated from tan IB - 2 tanfl/(l — tan2fl)]; otherwise neither axis lies along a diagonal 
unless ff, - <r2. To invert the above for fl, viz: 

. 1 . -i \ Jwn 1 
9 l = 2 , a n \7T7iJ' 

one must pay careful attention to quadrants. Since one usually defines the arctangent function to lie 
between — */2 and +x/2, it is customarily said that 0, is the angle of the major axis if <r, > ar other
wise it is the angle of the minor axis. 

The ellipses at G - k are called co variance ellipses. The meaning of these ellipses is that the pro
bability that a point (Xj, x2) sampled from this bivariate normal will lie within the ellipse is given by 

The ellipses depend upon p, as shown in the preceding figure for k = 1. Even though, as \p\ increases 
the area obviously decreases, the probability within the ellipse remains constant (note: , 

V l - p 2 

increases as jpj increases) for constant k. The probability just becomes more concentrated. It can be 
shown in fact that the probability of lying within the ellipse depends only on k and not on p p p 2, p, or 
even at or <s2 (of course, our ellipse will move or-change shape if we change those parameters, but the 
probability of finding a point within it depends only on k). This fact should become clear when we dis
cuss the x 2 later. 

Useful numbers, two-dimensional case: 

P|(X, , X2) e G = k j k 

0.39 1 
0.63 2 
0.78 3 
0.86 4 
0.92 5 
0.95 6 

Notice that these probabilities are quite a bit less than the single-variable case we saw before. They are 
also less than the product of two single-variable cases. This is a k standard deviation ellipse, but it is 
not the same as saying that both X, and X2 are within k standard deviations. The case in which X, 
and X 2 'are measured in an experiment, and it is assumed that the random measurement errors are such 
that the two variables are sampled from a bivariate normal, is a very important application of this 
model. In this case the covariance ellipse is often called the error ellipse. Error analyses involving 

file:///7T7iJ'
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Gaussian variables are discussed in Chapters 10 and 11. 

As p increases, there is more and more area inside the box which is not included in the ellipse. 
Therefore, it is a bit misleading to quote as the outcome of a measurement of X, and Xj the one stan
dard deviation limits on each of X, and X 2 separately without slating p. This is sometimes done, any
way, as a conservative approach (it means one is quoting a larger area of X, — X 2 space as the "one 
standard deviation" region, but in a way which depends upon the choice of variables and is therefore 
not entirely logical), or out of ignorance. We might conclude that points such as 

<T2 p>0 

k=l box 

are much more likely than they really are. If p is fairly close to ± I, such points could be 5 or more 
standard deviations from (nv (i2), yet lie within the quoted "one standard deviation" limits. In any 
case, where p is fairly close to ± 1, we should give p, or draw covariance ellipses, when quoting errors. 
If p is near zero, the error ellipse will nearly fill the one standard deviation box, and the box is a rea
sonable approximation to the ellipse. This suggests that we should consider a change of variables to an 
uncorrelated set. However, that often is impractical, because we want to quote our results in terms of a 
physically meaningful set, and. the correlation is an artifact of the measuring process not necessarily 
related to the underlying physics. 

Conditional Distributions for the Bivariate Normal 

Any straight slice through a bivariate normal gives a univariate normal. Therefore, any condi
tional p.d.f. is normal, with conditional expectation and variance, for example: 

E(X2|x,) -H2 + tinl'ifai - m) 

V(X2|x,) = cl(l - p2) 

vertical slices, i.e., the marginal 

The profile of the p.d.f. (which is the conditional 
p.d.f. for X 2) along any slice is the same (in 
shape), even though the ellipse may be wider or 
narrower, and even though we may move as far 
from the central region as we please, because 

f(x2|x,) = flxt , x2) 
fi(x,) 
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Dividing by f,(x,) compensates for the tact that we may draw our slice as far from M, as we choose. Of 
course, unless p - 0, the position of this p.d.f. for Xj changes with x,, but its shape is unchanged, since 
the variance does not depend upon the x, value of the slice. As always with a Gaussian, the mean suf
fices to describe the location, once the variance is known. The mean, EfX^x,) lies along a straight line 
of slope fajaj, which is neither of the ellipse axes nor the diagonal of the bounding rectangle (for 
p * ± i, of course). It passes through (jtv n2) and two of the points at which the ellipse is tangent to 
the bounding rectangle. With \p\ < 1, this line has smaller slope, in absolute value, than that diagonal 
of the bounding rectangle most nearly aligned with the major axis (which has slope ± <r2/<r,); from this, 
the two points of tangency in question are obvious. 

We could take a slice at any angle and still get a univariate normal. The normal we get can be 
found by making a change of variables such that the slice is along one axis. 

Covariance Matrix 

Let us now define the covariance matrix as 

a} paw 

po\.«i a\ 

We shall use the notation for the determinant 

det(V) = |V| . 

We assume that V is non-singular, so |V| ^ 0. Then it is easy to show, in matrix notation, 

«x, . x2) - -27 I T " 2 e 5">| - | <* - ^T v ~'<* - A J 
which displays the formal similarity to the univariate normal. The notation "T" represents "tran
spose." 

Note that V non-singular requires p * ±\. That is, the two variables must not be linear combi
nations of each other. Otherwise we should make a change of variables and take the marginal distribu
tion, i.e., collapse down to a one-dimensional space, for most purposes. 

We may also refer to this as the variance matrix. 

Theorems 

i) If X and Y are bivariate normal r.v.'s, then it is always possible to find a change of variables to 
U and V, the new variables being a linear combination of the old, s.t. the new variables are uncorre-
lated. 
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To do this, we just diagonalize V, using results from matrix theory. This produces a rotation 
through an angle 8, without a scale change. 

|°Y |°Y 
<o\ 

°x 

The standard errors will change. The semidiameters will become the standard errors, given by (the 
square roots of) 

f 2 = Tfrftl - p2) 
o-2 cos29 — paxoy sin29 + IT2 sin20 

, ohH\ - p2) 
, 2 s i n 2 9 - pffxffy sin20 + of cos2# 

for this choice of U and V axes (of course, p refers to the X-Y correlation). 

If p > 0 and therefore sin20 > 0 (since the ellipse tilts up to the right in that case, and 0 < 8 < 
ir/2), then r 2 increases with increasing p and r„ decreases with increasing p. Pictorially, the covariance 
ellipse becomes longer and thinner. Recall from earlier that 0 may be computed from 

e = ^ tan" [ 2pg»try I 

(provided we are careful about quadrants). 

Note that, if we simply make a rotation, the areas don't change. Therefore, P[(U,V) inside ellipse] = 
Pj(X,Y) inside ellipse] 

ii) In particular, we can always find a linear transformation 

U = CX + D, Ca matrix, s.t. the components of U are standardized independent normals 
(mean 0, variance 1, correlation 0). The value of G (defined earlier) does not change at the 
transformed point corresponding to the old point. This transformation takes an ellipse into a circle. In 
general, this requires a rotation until p - 0, a translation until nu - ^ = 0, and a scale change to make 
the variances unity. 

iii) If X is bivariate normal with diagonal variance matrix, then the components of X are 
independent. That is, that the correlation is zero is necessary and sufficient for the components of X to 
be independent. This is not true in general for other distributions, as we saw. 
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Multivariate Normal 

let (X, XB) be a vector of normal r.v.'s, and let irj2 be their variances, ^ their means, p.. their 
pair-wise correlations, and define 

V = 

PW\"2 Pln^lOn 

PBl"n"l 

; ivl * o . 

(Note, p ; j • p-j, therefore V is symmetric). Then 

fllxi, ,x n ) = Wt MI i v r , / 2 e x p |^-{(X-;D TV-'(X-Z)J. 

is their distribution. This is the multivariate normal distribution. 

Tre above three theorems apply here, as well. This assumes V is non-singular, i.e., none of the 
variables X; can be expressed in terms of linear combinations of the others. If V is singular, it is often 
best to make a transformation down to a linearly independent set of variables. 

In general, V is positive-definite, so that any quadratic form y = XTVX, X a column vector of 
coordinates, is positive, and any contour y = constant is an ellipse. 

This form for the multi-variate normal suggests a useful generalization of a single-variable prob
lem. Much of the statistics we shall do depends upon the Gaussian. It will often be true that we can 
generalize from a single-variable problem if we replace 

XbyX 

«by£ 

a 2by V 

a - 2 by V - ' (V non—singular) 

ffby|V|1/2 

VS? y (2,r)"'2 

This is a rule of thumb, not a law. 

The x2 Distribution 

Let X j , . . . , X n be independent normal r.v.'s (hence, uncorrelated), each with mean ^ and vari
ance a,. Then 
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L A i-l I "' J J i - I \f2naf 

We define the variable called chi-squared as 

[ >2 

The x 2 has a parameter, n. "n" is called the number of degrees of freedom (d.o.f.) of the x2. since each 
Gaussian variable x( is free to vary independently according to the dictates of its own distribution. The 
x 2 is a single variable, not the square of a variable; one does not usually refer to a variable "x" - V?, 
but it can be done for certain purposes. 

Examples: For n - 1, let z ; -. Then 

f(z)dz = j - - e 2 dz (our normal). 

Let Q = Z 2 (= x2) 

dq = 2zdz , therefore dz = -£- - —-^7= 2z ±2Vq 
This is not a 1-1 transformation, because the ±Z region goes into the +Q region only 

The probability that Q is between Q and Q + dQ - the probability that Z is between Z + dZ arovnd Z 
- VQ and between Z and Z + dZ around Z - - VQ. Therefore 

,1 
«q)dq • _L_Je-i'f_da_ + _dg_l \ 

(the intervals dq or dz are always taken to be positive only) 

file:///f2naf
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1 - - * ' « . 

Q = x 2=> f r x 2) = _ J _ e - 2 ' < ' 

This distribution is the x2 with one degree of freedom. 

For n - 3, Zj = — , standardized normal variables. x2 = Z 2 + Zf + Zf = R2. It is con-

venient to think of a 3-dimensional volume whose Cartesian axes are Z p Z2, Zy Then R2 is the radius 
of a sphere. If is left as an exercise to show that 

fl[R)dR - -4= R 2e" R ' / 2dR . 

Change variables to x 2 = R2. Again, x 2 is a random variable, whereas R2 is the square of a random 
variable. That is, 

dx2 = 2RdR, and 

This is the x 2 with three degrees of freedom. 

In general, 

«x 2) = • y U for n d.o.f. 
n f ) 2 n / 2 

r(—) is the Gamma function: 

T(y) = v£ 

T(n + 1) = nr(n) 

r (y ) = ( y - l)!;neven 

Recall, (n - 2)!! = (n - 2) X (n - 4) X...X 5 X 3 X 1 . 
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f ( * 2 ( n ) ) 

6 12 18 24 30 36 42 , 

Using r functions, we can show 

Efx^n)] - n 
ah») = 2n 

Mode (peak) - n - 2 (at 0 for n - 1 or 2). 

If we have n Gaussian variables Xi which are not independent, (i.e., they are correlated), we can 
do a change of variables s.t. the variance matrix is diagonalized, without changing the value of x2. That 
is, we remain on the same covariance ellipse G = x 2 - k. G is defined in the above discussion on the 
Gaussian. Then the new variables are independent, and therefore we see that (x — 5)TV _ 1(x — J) is 
still a x2(n) even in the case of non-independent variables, unless V is singular. If V is singular, theie 
exists a linear relationship among some of the variables. This is very important in the case of con
strained fitting, where the constraints may provide just such a relationship. In this case, if there exist 
m < n independent variables, where m is the dimensionality of the largest such set, then 

2 —'- is x2(m) (note: the sum goes to "n"). 
i-l L "i J 

There are other derivations of the x2> but we see it most often as a sum of variables of this form. 

Reproductive Property 

Let xi2 be a set of variables, each of which is x2(ni). Then 2x? is x 2(S ni)- T h e proof is straight
forward. 

Sometimes one sees x2/n quoted as a figure of merit in a test of a hypothesis (e.g., least-squares fit
ting, to be discussed in Chapter 11). That is, we wish to convey a feeling for the probability of a certain 
x 2 value we have observed, in a manner which removes some of the dependence upon n. This is 
flawed, because values of x2/n ss a few are of high probability at low n, whereas at high n, a value of, 
say, 1.5 may be highly unlikely. For example, the probability that x2/n > 2 is: 

ss 15%forn = l 
9% for n - 4 
3% for n - 10 
1/2% for n - 20 
< 10 _ 2 %forn-50. 
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One more distribution: 

The Cauchy (the Breit-Wigner) 

1 C(x; VL, a) = — 1 
ra 1 + (x - tf/c? — 00 < X < OO 

like a long-tailed Gaussian 

E(x) = ' x C(x;„,a)dx = — 7 , „ * ,2,2 
™ i 1 + (x " f) lor 

, i_ f ( * - " ) + " dx 
™ 4,1 + (x - *)2/«2 

dx 

- . ^ [ ' • V 1 ] 
= /J + 00 — 00, 

which is indeterminate. Higher moments likewise do not exist. We can define a mean as 
L 

E(x) = m f x C(x;n,or)dx 

= it + -r lim 
2 L-*oo ira 

L, n r 1 + ix^ii] | L 

ra L « Jl-L 

This is the bad boy of all the distributions in common use. No trick will enable us to define a finite 
variance. 

The Cauch has a strange reproductive property. 

Let Xi be a set of independent r.v.'s distributed as C(Xj,ji,a). Then "x = — 2)XJ is also C(x>,a) i.e., 
the same Cauchy as each one separately. Therefore the mean of n Cauchy variables does not converge 
to anything — because of the long tails. It violates the C.L.T.! The reason is, it has no finite variance. 
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AT example of the Cauchy: 

2 * (M - M„)2 + ( |r ) 2 ' 

the familiar Breit-Wigner. In physical problems the long tails are truncated by energy conservation or 
something and the resultant distribution is well-behaved in the sense that all moments exist However, 
the mean and variance may be sensitive to the exact manner in which the tails are cut off. Since the 
tails are usually the least interesting and least well-measured portions of the distribution, one frequentlj 
uses the peak location and the "full width at half maximum" (FWHM) for measures of location and 
width. The peak occurs for x - ji, and the p.d.f. is half its peak height at x — p. - ± a (yielding FWHM 
= 2a), so that these are rather satisfying measures of location and width. For a Gaussian, the peak is of 
course likewise at x - n; the curve falls to 1/2 peak height at x — ji - ± 1.1774 <r so that the FWHM is 
2.355 a. 

This is the end of the discussion on distributions. There are other distributions which are useful in cer
tain cases—we will discuss them at the appropriate time. (They are less familiar.) 
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Chapter 4. MwteCarU 

Let us digress for a moment into Monte Carlo. Many of the results of this section may be found 
in Rubenstein (1981), to which we are indebted for most of the examples. Rubenstein should be con
sulted for further details and additional topics. 

Any statistical problem for which probabilities can be estimated (or, in some cases, at least 
guessed at) can be simulated on a computer. In principal, this includes problems of arbitrary complex
ity, in which the probabilities at one stage depend upon exactly what happened at earlier stages. The 
creation of high energy physics reactions and subsequent propagation of the particles through a detector 
with a complex configuration is an example. One can then study the response of the detector as a func
tion of physical quantities of interest at the moment of creation. Another example involves the physics 
of the creation of these events. One may have a probabilistic model for creation in terms of certain 
variables and need to look at its precictic-ns in terms of a large number of other variables. One may 
need to do this after removing certain portions of the data necessitated by the experimental conditions 
(eg., portions with large backgrounds), and after incorporating the characteristics of the detector. 

The correct p.d.f.'s for such processes are typically completely unobtainable by direct calculation. 
Monte Carlo programs for extremely complex cases may sometimes take time to set up, and often still 
involve assumptions untestable except by the final result. However, it is often true that even 
moderately complex cases can be set up quickly, perhaps using already-available program sub-units. 
Even in simple cases a one-page Monte Carlo can provide valuable insight into a problem, for example 
revealing sources of errors in attempts at direct calculation. 

These processes must be broken down into a number of separate random processes. Each sub-
process is simulated with the use of random numbers "generated" according to a certain distribution. 
The basis of this in most cases is a "pseudo-random" number generator, a function which returns a 
number (a "uniform deviate") claimed to be sampled from a uniform distribution on the range 0 to 1. 

Definition: pseudo-random: The numbers satisfy various statistical tests for random numbers uni
form between 0 and 1, but they are generated by a reproducible process. The chain of numbers is ini
tiated by some starting number X0, which may be kept the same from run to run or changed (e.g., to 
the time of day in milliseconds) to provide a "random" starting point. The starting number X 0 is not 
used as one of the random numbers, but is used in the calculation of the first random number. That 
first number is then usually used in the calculation of the second, and so on. 

All pseudo-random number generators will fail a "truly randomness" test somewhere—i.e., they 
all have problems. For the most part, these problems are tolerable, but it's worth checking one's results 
closely. It is not uncommon to find errors due to lack of randomness. In some cases, you may need to 
switch to a slower but better generator. Truiy-random number generators can be constructed. They are 
based upon naturally-occurring random processes, e.g., radioactive decay. These are very difficult to 
make, and can be wrong. Numerous psychics have built such devices and claimed extra-ordinary 
powers based upon their ability to interrupt them more frequently at certain numbers than statistics 
would predict. In spite of this testimonial, correct devices have been built and used for certain applica
tions. 

Our problem is to transform this uniform deviate to a number sampled from some other distribu
tion on some other range. There are three basic methods employed: 
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Inverse Transform Method 
Composition Method 
Acceptance-Rejection Method 

Single-Variable Case 

Inverse Transform Method 

In the change-of-variables discussion, we considered a p.df. as a function of one variable u and 
re-wrote the problem in terms of a p.d.f. for a functionally-related variable x. There we saw that to go 

from u - • x, where fffufdu = 1, g(x) is (almost) any p.d.f., we wrote g(x) ~ ffw(x)| \-r— i, where if x -

v(u), then u - w(x). 

For the continuous case, if G(x) is the cd.f. of the desired variable x, then, for u a random deviate 
uniform on [0,1] returned by our generator, let us choose 

x = G~'(u) . 

Therefore u • G(x) and G is our inverse function w. This is the general solution if G _ 1 is a one-
to-one transformation, because flu) - 1. Then g(x) will be the uniform p.d.f. times the Jacobean, that is 

1 X dG 
dx 

(at least, where everything is > 0), as desired. So, if we have a uniform random 

x) = deviate u, choose x - G (u) to get a random deviate x distributed according to g(x). Then P(X 
P[G"'(U) < G"'(u)] - P[U =s u] - u (since u is uniform on [0,1]) - G(x). 

We choose u 
uniformly along 
here. Then, 

G_,(u) 

that gives x along here, 
according to g(x). 

If the slope of G is large, then a fairly large range in u on the vertical axis will choose values from 
a fairly small region of x, and vice versa if the slope is small. This is just what we want because if the 
slope is large, a small increase in x increases the c.d.f. by a lot, which means there is a lot of probability 
in that range. 
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If G if not one-to-one, we define 

x - G _ l(u) - smallest {x: G(x) > u} 

e.g., the case with plateaus 

We choose this x if u happens 
to put us on the plateau 

The Inverse Transform Method is the most straightforward approach. It is usually, but not 
always, the fastest approach in terms of computer time. 

Example: Exponential. 

«x) = 0 « s x < o o ; ; 8 > 0 

F(x) - 1 - e - " * 

F(x) must be chosen with equal probability in each equal interval dF. We will set F(x) = u, a uni
formly distributed r.v., and solve for x. Then u = 1 - e""""' and ^n (1 - u) = —x//3. Therefore, 
x = —13 tn (1 — u) will be exponential. 

Note: 1 — u is just another uniform deviate on the same range. Therefore, we can save a little 
effort by using x - — 0 tn u. This yields the same distribution for x. 

Example: Cauchy. 
1 C(x;v,a) = 1 

ira 1 + (x - M)V« 2 ' 

1 The c.d.f. of the Cauchy is F(x) - j + t an - 1 

means we generate 
M- Therefore, set u = F(x) and solve for x, which 

x = F"'(u) = n + atan [x(u - -r-)] = n -

since tan (-z- ± a) = + cot a. 

tan(iu) 

For discrete distributions. 

Let F(X - xk) - P k, k an index - 0, 1,... Then the c.d.f. of this discrete distribution is 
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G k - P(X «: x j - SPi •; 1 . 
i-0 

Note that this summation 

includes i - It-

Then 

PCGk-, < U «; GJ - fdu - G k - Gk_i - P k . 

(Note: G - 0) 

i ?-• P k is precisely this jump, the probability 
that x is less than xk but greater than or 
equal t o x w . 

Take x - {xk:Gk_, < u =s Gk] 

It means we have to 

1) generate u (think of it as being along the vertical axis, as in the continuous case); 

2) compare u with G k until we find the correct interval (Gk_, < u as Gk), then take the 
appropriate x k (it's the upper one). 

(There's always a G k > any u you take, since u =£ 1 and G k - • 1 for some k.) 

Step 2) may require a lot of comparisons. You can often save computer time by starting, not at k - 0, 
but at some value in the mid-range, e.g., the mode (the most popular value), and then working up or 
down according to u and Gk. We won't cover any examples here, because they are time-consuming, 
and not especially enlightening. Most of the important distributions have tricks which are unique to 
their own cases. 

This concludes our discussion of the inverse transform method. For cases which are, or can be 
represented as, sums of p.d.f.'s, we can use the 
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Composition Method 

Here, we decompose the desired distribution, which may be difficult or time-consuming, into two 

or more others which are relatively easy to do. For example: 

Use the composition method to generate this distribution. We will de-compose this into a sum of 
2 other p.d-f.'s. 

Write ffi) - j ; f„(x) - - | (x - l) 4; 0 =s x *s 2 

Each of these is a p.d.f. (including normalization). 

Then f(x) - — ft(x) + -r fb(x). This is still a p.d.f. The coefficients must sum to 1. 

This procedure is like adding two curves, e.g., Gaussians: 

area A 

1-A 

The net result must be the sum of the two. Since this net result must be normalized to unit 
area, the areas must sum to 1.0. We can choose our random numbers separately out of each 
one. For each random number, we must choose it from Curve (1) with probability A and from 
Curve (2) with probability 1 - A. 

Now, back to our example, we generate two uniform random deviates, u,, u2 uniform on the inter
val [0,1]: 

u. chooses between f or f.; 
I a b ' 

u2 inverts the chosen fa or fb, using the inverse transform method. 

Thus, 

if u, < 5/6, x - 2 u 2 (inverting fa) 

if u, » 5/6, x - 1 + 5 V 2 « 2 - 1 (inverting y 
Note: Since F - F a + Fb, we could have done it in one step, but the two-step process means we 
only have to evaluate the 5th root l/6th of the time. If we had to do this millions of times, it 
might save significant amounts of computer time, even though we must generate two random 
numbers to get one out. 

7X 
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Example: 

00 

m « n j y -^ -^dy ; n * 1 . 

Toe vanable y is a dummy, which we shall make use of, as we shall see. Inverting this directly is very 
difficult or impossible. We will write this f as a probability mixture of selected density functions, each 

l 

of which we can do. The key step is to write f(x) - fg (x|y) dF (y). This is a marginal p.d-f. Referring 

back to the discussion on marginal p.d.f.'s (Chap. 2), we have 

flXy) - itx|y) f2(y) . 

Therefore fi(x) = J"fl;x|y) f2(y) dy 

= /iTx|y)dF(y), 

which is a marginal p.d.f., displaying the desired form. We have changed (dummy) variables from y to 
F, using dF/dy - f2(y) as the Jacobean. F is the c.d.f. for y. 

Whereas in the previous example we had two curves and we chose one or the other, here we have 
a continuously variable family of curves, g. Instead of an area A which tells us the probability with 
which to choose a given curve, we have a continuous probability function dF which tells us the proba
bility of choosing the parameter y in any certain interval. The parameter y, which we will choose 
according to this prescription, selects the exact curve g. The integral over dF, then, replaces the sum 
over a countable number of curves. 

We choose a value for y first. This tells us what g to use. Then from g we choose x. 

Here, we can take dF(y) - j , ; I < y < oo , and g(x|y) - y e - y \ We put a factor of y into 

g(x|y) so we would have a nice exponential p.d.f. for x (once y is known). Then F(y) = y - l > . When 
changing variables from y to F, we use the absolute value of the Jacobean so that dF is positive. If we 
wanted to avoid this complication, we could use F'(y) - 1 — y _ n , so that F' goes from 0 to 1 as y goes 
from 1 to infinity. This gives the same dF and the same random variables. When going from an 
integral over y to an integral over F, we must change the direction of integration because y - 1 => F = 
1; y - oo "> F - 0; i.e., positive increments in y result in negative increments in F — but dF must 
represent a probability increment, which must therefore be positive. Here is what happens to the 
minus sign: 

OO 0 1 

„ r y - n e - * y d y = J y e -»V d ( y -n ) = fye-^dF . 

The minus sign is swallowed by changing the direction of integration, i.e., by integrating in the — y 
direction. 

Choose u, uniform on [0,1] and set it equal to F - y _ n ; then, since F is the c.d.f. of the marginal 
for y, we can set y = uf 1 / 0 by the inverse transform method (in terms of F' - 1 — F, the same selec
tion will do, since both u, and 1 — u, are equally valid uniform r.v.'s on [0,1]). We have now selected 
our dummy variable y which chooses the particular exponential p.d.f. from which we are going to select 
x. We just want the next random number from this family of curves. Therefore, having selected y and 
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therefore > particular curve, select x. 

f(*|y) *" ye -* 1 exponential with decay constant y, therefore 

x — — 1/y in Uj will do the trick. 

Discussion 

In the general case, the integral over dF is a sum over all the possible functions g. Each g is 
weighted by its probability. If we pick enough random numbers, we will have an accurate representa
tion of the integral. Even if we pick only one random number, we will have a representation of the 
integral—how accurate will depend on how much g varies over the region of y for which the probability 
of selection is large. This in turn will depend upon x, so some regions of x will be more accurately 
represented by a given number of random numbers than other regions. We will see later (Chapter 7) 
that y corresponds to a sufficient statistic, because picking y is sufficient to completely specify the 
member of the family; then we pick x from that member of the family. 

This has fundamental parallels with the general problem in statistics (parametric statistics, really). 
The situation is reversed: we start with all the x's known. We want to determine the underlying p.d.f. 
g, which is evaluated at fixed y because y is a constant of nature. To determine g we determine y, 
assuming g belongs to a certain family of p.d.f.'s with y as a parameter. The difficulty occurs because 
the x's have all the randomness coming from nature's selections of u2, a completely uninteresting vari
able. We must find ways of seeing through this disorderliness to find a range of values of y which have 
reasonable probability of covering the true value of the constant of nature. 

Acceptance-Rejection Method (Von Neumann) 

This is the most important method for problems which are complex, that is. not easily represented 
by a single p.d.f. which one can write down. For example, studies of detector efficiency, of complex 
theoretical shapes, etc. often fall in this category. It applies to cases with continuous variables. 

b-a -• 
a constant X a uniform p.d.f. 

our p.d.f., B.x); or, a function not 
normalized, but proportional to i(x). 
We desire a r.v. X distributed accord
ing to this p.d.f. 

Choose a p.d.f. uniform on the interval (a,b), the limits of our p.d.f. If a and b are not known, we 
must bracket them by an interval which is large enough. Find a constant C such that C times this uni
form p.d.f. is everywhere » K\). Again, if the maximum of f(x) is not explicitly known, we must 
choose a constant large enough. Then, first, generate an x uniformly on (a,b). Then generate a y uni
formly on (0,C/(b — a)), as shown. So far, our (x,y) points will populate the box uniformly. Evaluate 
fi». If y < f(x), accept x as the next value of the random number. If y > f?x), reject x and try again. 
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In this way we carve the desired p.d.f. out of the uniform p.d-f. by accepting only (x,y) pairs which lie 
under the curve. We accept a fraction 

efficiency -

of our trials. 

area under p.d.f. or ffx) 
area under bounds 

Importance Sampling 

This is the complete method. However, sometimes the efficiency is very low. We might not 
know the maximum of ffr) and therefore have to take an inefficient bound. Or, fl[x) may have sharp 
peaks such that the rectangle leaves out a lot of area: 

Then we do better by choosing some other bounding p.d.f. (other than uniform). For example: piece-
wise uniform: 

This is proportional to the 
p.d.f. we use to choose the 
initial x. 

We generate a higher density of 
x's here. 

or a curve, if one can be found which we can invert easily: 

y s7\^ K . h W 

K > 1 if f is normalized. 

h(x) is a normalized p.d.f. 

Now we choose x according to the p.d.f. represented by this curve, h(x). Once chosen, we then choose 
y uniformly as before except on the interval (0, K • h(x)), and test as before. If y < flx), deliver x. The 
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method of umplint x in a variable way, responding approximately to the variations in f(x), is called 
importance sampling. It is left as an exercise to prove Von Neumann's 

Theorem: Let X be a r.v. distributed with a p.d.f. fl[x), x defined on some range. Represent fas 

f(x)-Cg(x)h(x), 

where C > 1 is some constant, h(x) is a p.d.f. (chosen such that we can easily generate random 
numbers from it), and g(x) is some function, 0 < g(x) < 1. That is, Ch(x) > f(x), and g is the fudge 
factor to correct Ch(x) into f(x). L?t U and V be independent r.v.'s distributed as uniform on [0,1] and 
as h(v), rjsp. Generate a (u,v) pair. Then the distribution of v under the condition that u =s g(v), is 
identical to the distribution of x: 

h(v| u < g(v)) - fTv). 

If u ^ g(v), then v is returned as the "next value of x"; otherwise we try again with a new (u,v) pair. 
The proof requires Bayes' Theorem (q.v., Chapter 2): 

h(v|u < g(v» = P ( "<g(v ) | v -^ ) °W mv|u - &y» p ( u ^ g ( y ) ) 

The denominator is the integral of the numerator over all possible values of V = x, which we must 
show is given by 

P(U =£ g(V)) - 1/C . 

This is the probability of acceptance of v, taken over the set of all possible v's. Therefore the efficiency 
is p - 1/C, which reflects the fact that we want to choose h(x) as close to f(x) as possible, so that C is as 
close to 1 as possible. If n is the number of trials before a successful one (i.e., we are successful on trial 
n + 1), the p.d.f. of n is 

P(n) = p(l - p ) n ; n = 0, 1, ••• 

and E(n) - C — 1 (not an integer). This is called the geometric distribution or the negative binomial 
distribution. 

Multiple Variable Case 

For the multivariate case, we can use the appropriate extension of any of these three methods for 
generating random variables. For example, for acceptance-rejection, if we want to generate x and y 
according to f(x,y): 

needs 3 random numbers, u,, u2, u 3 

for the two-dimensional case, u, 
and u 2 pick x and y and may be 
generated uniformly or according 
to some importance-sampling 
technique; u 3 is generated uniformly 
on the appropriate range and is the 
test variable. 
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SECTION B. STATISTICAL INFERENCE 

Chapter 5. Pnpertiei of Estiaaton 

So far, we have considered probability theory. Once we have decided which p.d.f. is appropriate 
to the problem, we can nuke direct calculations of the probability of any set of outcomes. Apart from 
any possible uncertainty about the p.d.f., this is a very straight-forward and mathematically well-defined 
procedure. 

The problem we are now faced with is the inverse of this. We have a certain set of data which 
have already been sampled from some unknown parent p.d.f. We will try to infer from the observed 
frequency distribution of the data what this parent p.d.f. looks like. We may have a model restricting 
the form of this p.d.f. to a certain family with one or more parameters 8.. In this case, called 
parametric inference, we want to determine the B{. There is another common form of inference, non-
parametric inference, in which we admit that we don't know much about the family of the p.d.f. We 
then concentrate on general statements about the p.d.f., such as its mean, width, or whatever, without 
assuming anything for its parametrization. In these notes, we will concentrate mainly on the problems 
of parametric inference, which are certainly formidable. 

The study of calculations made using probability is sometimes called direct probability. Statistical 
inference is sometimes called inverse probability. 

In parametric inference, we will usually try to make some sort of statement of the form "8 = a ± 
b". The intended interpretation (unless otherwise indicated) is that our knowledge of 8 is £ :>mehow dis
tributed in probability such that our data favor the value "a" for it, but with high probability it could 
be between a — b and a + b. "b" is often called the "estimated error" and appears on plots of the data 
as a bar from a — b to a + b. In fact, most people assume that this "knowledge" of 0 is a Gaussian of 
mean a and standard deviation b. The phrase "with high probability" then becomes "with 68.3% pro
bability", and we know precisely how to compute the probability that 8 lies in any given interval. Even 
in more complex cases, for example with unsymmetric error bars, we assume by analogy with the Gaus
sian that the true value of 8 lies within the "one standard deviation" error bars with (roughly) 68.3% 
probability. This is usually only an approximation; in addition, "two standard deviations" may be co- -
siderably different than twice "one standard deviation," if probability levels corresponding to the Gaus
sian case are intended. 

The idea of a probability distribution must here be understood with care. The parameter lies at 
some exact point; it does not have a p.d.f. except a Dirac 6 function (think of saying: "you are 68.3% 
pregnant"). What is meant is sometimes more properly stated in terms of "confidence". We hope that 
in a large number of identically-performed measurements, the statistically-determined error intervals 
(using the same techniques every time) will cover the true value the stated fraction of the time. This 
probability to which we refer reflects our confidence that the true value actually occurs in the given 
interval. 

Finally, we shall see that error bars are difficult to estimate. Just as our best estimate for % has an 
error, the error bars have errors. Any confidence intervals which neglect this source of uncertainty are 
therefore very approximate, and should not be taken too literally. In addition, there are often sys
tematic errors. These are contributions to the measured results which come from sources whose exact 
effects are unknown. They usually push all the measured data systematically in one direction or 
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another, but they may vary with time or with some of the experimental conditions. After making one's 
best attempts to estimate and correct for systematic effects there is usually a residual uncertainty which 
must somehow be incorporated in the confidence intervals. Some experimenters choose to be conser
vative and quote errors which may be somewhat larger than the true errors. This protects science from 
drawin; overly strong conclusions which might turn out to have been based on an accidental underesti
mate of the error. However, the value to science of a perfectly valid measurement is reduced when the 
errors are increased (and the errors may have been accidentally overestimated anyway), so one should 
exercise discretion about this sort of precautionary increase in the errors. 

Suppose we have a set of numbers x ; which are sampled from some population with parameter ft 
For example, we measure some quantity n times. 8 is the true value of the quantity. The Xj in this 
example are clustered about 8 in some way which depends upon the measuring process. We often 
assume that the x ; are sampled from a Gaussian of mean fl and width determined by the accuracy of the 
measurement We wish to estimate 9. To begin, we construct a function of the x. 

Definition: A statistic is any function of the observations in a sample which does not depend 
upon any of the unknown population characteristics. 

Example: x"=— 2"i 

If you can calculate it purely from the data sample plus known quantities, it is a statistic. 

We want to construct an estimator for ft 

Definition: An estimator is any statistic which is going to be announced as our guess at the value 
of some constant of nature, ft (8 may be a vector, i.e., represent several unknown quantities.) 

We will usually write estimators as: 8. Most of the time we will be interested in finding a single 
point which represents our best estimate of the true value of ft 

Point Estimation 

There are certain useful properties which an estimator should have. There are, in general, 
numerous (for example, oo) estimators one could construct for any ft We want to choose the one which 
is likely to be best. Most of the possible estimators are obviously stupid, but there may be a surprising 
number which are not. Choosing often involves a trade-off. 

Examples of desirable properties (not necessarily in order of importance): 

Unbiased; minimum variance (the variance of an estimator expresses how well it repro
duces itself in repreated experiments. If unbiased, it also measures how well it clusters around 
the true value in repeated measurements); minimum variance (i.e., efficiency); consistent; suffi
cient; robust (insensitive to errors in our assumptions); minimum loss of information; 
minimum loss if the estimator is not close to the true value; minimum computer cost, etc. 

We will discuss most of these in what follows. 

We won't cover information theory here, but there can be cases where information is lost in order 
to improve the variance; e.g., if m < 0, where m is known from theory to be positive, we can set 
m — 0 and quote an upper limit. The best course is probably to do both — quote m as measured and 
m — 0. Then people who wish to average experiments, for which one usually needs rh, can do so. 
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Let us consider estimators of location. If we have n observations of a quantity, e.g. 

mass of a stable particle 

lifetime of a particle 

mass of a resonance 

— the spread in the data is due to measurement errors alone, 
e.g., a Gaussian distribution; 

— the spread is due to the intrinsic spread in the quantity 
(i.e., individual decay times), sometimes with additional 
spread due to measuring error; 

— the spread is due to the Breit-Wignei (Cauchy) plus a con
tribution due to the mass resolution (i.e., the error in 
measuring the mass). 

We can suggest several estimators, even for the simple case where we are just interested in loca
tion. Each of these might be best under certain circumstances: 

For example. 
1 

M = X =• - S X i 

median 

ean —Probably the most heavily used estimator of location. It 
is also the best under many circumstances, but it can be sen
sitive to mismeasured data 

— not very sensitive to fluctuations in the tails, or to the 
presence of heavy-tailed contributions to the distribution; it 
is therefore more robust than x but it has a larger variance 
than the mean if the data are well-described by a common 
Gaussian 

£ - average of the two extreme values: [min(Xj) + max (Xi)]/2 

— This one is very sensitive to the tails of the distribution, 
but it may be the best estimator if the underlying distribu
tion is uniform. 

M = Xtrimmcd. <he trimmed mean: discard the smallest and largest y% (e.g., 10%) and 
then average. 

— This is relatively insensitive to problems in the tails. 
May not be the "best" estimator if there are no problems in 
the tails, but it works reasonably well in rr.nny real cases. 

We will study ways of constructing estimators with reasonable properties. First, let us discuss 
these properties. 

Bias 

Since a statistic is a function of random variables, it is itself a random variable. Therefore we can 
speak of its expectation value. If E(fl) •= 9, the true value, the statistic is unbiased. To calculate this 
expectation, we need some assumptions about the underlying distribution. 

For example, for the binomial, let us try £ = p = — 2 x i - This is just k/n, where k = number of 
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successes. Since we assume the binomial, B(p) — — 2E(Xj) = — 2 P = P- Therefore £ constructed as 
n n 

above is an unbiased estimator for p. 
In general, the sample mean, j» = x" = — Jxj.is an unbiased estimator of the true mean /x: 

n ** n 
assuming each measurement has the same expectation value M- That is, over a large number of similar 
experiments, the average value of/»will be n. 

Now look at the sample mean square. 

S£ = — 2(xj — x)2- Is this an unbiased estimator for the population variance (i.e., the variance 
on a single observation, not on the mean)? Assume the population variance is finite. 

E(SX) = -i-E 2*? - - = ^ ~ (becauseY s I j i i ) 

= 7 J S ^ + "2> - ^ E [(S"i) 2 ]} (see below) 

= i W + n M

2 - ^[V(2xi) + [E(2xi)Pl|. 

We are assuming each measurement x; is independent and has the 
same true mean n and true variance a2, i.e., that it is sampled 
from the same parent population. 

These follow from: 

E(A2) = V(A) + |E(A)]2, (where here A = 2"i); 

V(2xi)= 2V(x;) (by independence). 

Therefore 

E(SX) - - j n.72 + n*2 - - n o 2 - - ( n r f [ = - ( n - \)^> * J-, n ^ n n J n 

and Sx is a biased estimator for a2. 

The key step here, causing the bias, is that we used x", the sample mean, in calculating S x . Since this is 
determined by the sample, it "moves around" a bit to follow the sample. 

For example: 
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The center of mass of the sample 
distribution is pulled a little to the left by 
random fluctuations. The average 
distance (in absolute value) of the x.t from 
the sample mean is less than from the true 
mean; the average squared distance is 
therefore usually also less. Therefore, 
since the variance is the average squared 
distance from the true mean, the sample 
variance is less than the population 
variance on average (in individual cases it 
could be larger). 

If n is large, this bias is very small, and the sample mean square is often used to estimate the vari
ance because it is convenient. But to get an unbiased estimator, one needs to use 

S2 

n - 1 
S ( x i - x ) 2 

This calculation does not depend upon x; being Gaussian or any other particular distribution. If 
the Xj's are Gaussian, or if n is large enough that the C.L.T. applies, we can see that 
2zf = -7 2(x, — x2) will be a x2. We have one relationship among the z.'s: 

Yz; = — 2!(XJ — x) = 0, since —2x. = x'; ** a w n 
therefore, 2 Z ? w i " be x2(n - 1), since there are only n — 1 independent Gaussians in the sum. 

E|x2(n — 1)] - n - 1. which is another way of seeing that E(S2) = E I _ x 2 | = a2- This is of 

more than passing interest: If we have n measurements Xj of a quantity, with k < n relationships (con
straints) among them, then the number of degrees of freedom of the x2 constructed from f|2)x2], where f 
is the appropriate standardizing function, will be (n — k). 

For example: if we constructed our sample mean square as S 2 = 2Xxi - *<)2, where 11 is now the 
true mean rather than something extracted from the data, then S2/n would be an unbiased estimator 
for a2, the population variance. 

Variance 

Having constructed an estimator, we want to know its variance. Again, we need to make assump
tions about the underlying distribution. Having made those assumptions, we can calculate the expected 
variance of our estimator. If the variance is small, and the estimator unbiased, we can expect the esti
mator to cluster closely around the true value if the experiment is repeated a large number of times. If 
the Ljtirnator is biased, a small variance means that repeated measurements will yield 9's which cluster 

ghtly around the biased (i.e., wrong) value. 
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For example, the variance of the sample mean we already know: 

How about the sample variance? about the sample 

the case of normal variables or th In the case of normal variables or the asymptotic limit where the C.L.T. applies, 

-Dl 

= a^IF 2 ( n - 1 ) = -n^r-

Thus, S2, which we can use to estimate the population variance, itself has an error. How can we 
estimate this error if we don't know a! The usual procedure is to put in our best guess for i^iS2. 

V ( S 2 ) = « n - 1 

Caution: Because this is itself an estimate, it is only approximate. If S 2 is too large, then our 
guess at the error is too large; if too small by the same amount our guess for the error is too small. 
This might (probably would) lead us to deduce that an experiment which measured a low value was 
more precise than one which measured a high value. 

Proposition. The best estimator for a quantity is that unbiased estimator with minimum variance. 

This proposition is by no means obvious. In many cases, we might decide to choose an estimator 
that violates it, because we fear that the assumptions upon which we based our study of bias or vari
ance are questionable, or for some other reason. In many cases, we won't be able to use the best esti
mator in this sense because the "best" one has some undesirable other properties (see earlier list of 
desirable properties). We will now discuss some of the implications, and the pros and cons, of this pro
position. 

There is usually a trade-off of some kind involved. For example, we might be tempted to trade a 
small bias for a large gain in reducing variance. But this is a risky business. For example, if 0 is 
unbiased, then 0f is biased, where f is a number ^ 1. V(f8) =• PVfd). Therefore, by choosing f < 1 we 
ircprove the variance by f2, but introduce a bias. In the limiting case of this, we could simply use as an 
estimator a fixed number, e.g., 5. If somebody asks our guess as to the value of a parameter, announce 
"5". This is very clever because the variance - 0 (5 never changes, no matter how many experiments 
we do). However, except in rare cases, the bias is enormous. 
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Mean Squared Error 

The question of willingness to accept a bias is tricky. Statisticians introduce another figure of 
merit, the mean squared error, which incorporates any bias into its definition: 

Definition. The mean squared error is 

MSE - Effi — 6)1] (calculating this requires knowing 9, for the moment) 

- V(«> + [E(J) - flf . 

Here, E(0) — 8 is the bias b/S); bias is always the expected bias, which may or many not be a 
function of 6. This is just an expression of what we said before. If the bias - 0, estimate the 
error in our estimator just by looking at its variance. 

We could use the MSE as a criterion for selecting estimators. In some cases, we might choose a 
biased 6 with smaller MSE than a certain unbiased 6. 

For example, look at estimators for the variance a 2 of a normal population. Try the form 
Z 2 = A 2 ( xi — x) 2 and find the constant A such that the MSE is minimized. 

MSE = V(Z2) + b 2 ; b = E(Z2) - a2. 

from the analysis of S 2 above 
V(Z2) = V[A(n - 1)S2] = 2A2(n - l)S , ( f o r n o r m a , X j ) _ 

E(Z2) = EjA(n - 1)S2] = A(n - \)<P-. 

Therefore, 

MSE = <r4|2A2(n - 1) + A2(n - l ) 2 - 2A(n - 1) + 1]. 

Now we can minimize: 

3MSE Q 

3A 
requires A = 1 

n+1 

Therefore, even with the bias, we can improve our mean squared error if we estimate a 2 by 
J 2 = —TT 2("i ~~ * ) 2 • This comes about because 2 ( x i ~~ *) 2 is proportional to a x 2 , which is asym
metrical. Although any particular measurement is more likely to be below the mean than above (i.e., 
the mean lies above the median), if it is above, it may be far above (the x 2 has fairly long tails toward 
high values). Since large values weigh heavily in averages of squared errors, we can reduce the MSE 
somewhat by deliberately reducing our estimate slightly in all cases. As n increases, the x 2 becomes 
more nearly symmetrical, and also approaches _ and the bias disappears. 

Should we do this? People are sometimes willing to accept a biased estimator for a number of 
reasons. One of the most frequent is convenience. But we always insist that any bias be small com
pared with the other errors in the problem. It is not worth going to a lot of trouble refining an estimate 
if the rerinement results in a correction which is much less, for example, than one's uncertainties in the 
systematic errors. If we accept the principle that the bias must be small, then the improvement in the 
MSE by taking a biased estimator is probably also small, and it may not be worth introducing a small 
bias to get such an improvement in the MSE If the bias is difficult to get rid of, as in some maximum 
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likelihood problems, that is a different matter. In any case, one must exercise judgment based upon the 
specific problem. Often, a Monte Carlo investigation is the only way to study the situation. 

One important reason for avoiding bias where possible is that it must be possible to combine the 
results of different experiments in some sort of average. This can only be done with some reliability if 
the experiments quote the same sort of result, which usually means unbiased. Averaging experiments is 
somewhat like going to higher n (collecting more data), except that some biases disappear at large n, as 
we have seen and will discuss further shortly. However, if we average, say, five experiments of similar 
size and bias, the bias remains in the average, which otherwise appears to be much more precise than 
any of the individual experiments. One could, of course, remove the bias at the averaging stage if the 
bias is known. 

Another problem with using MSE as sole figure of merit in choosing among estimators is that if 
the distributions of two estimators are of different shapes, the MSE may not be a fair basis for com
parison. For example, it may be that an estimator with infinite MSE may be acceptable if the diver
gence is produced by an effect of very small probability. 

Still another problem with using the MSE as the sole judge of estimators is that there may be no 
estimator with uniformly better MSE. For example, let Y be the number of successes in n Bernoulli tri
als, with probability p of a success on each trial. We wish to estimate p. Consider the two estimators: 

Pi = Y/n 
P2 = (Y + l)/(n + 2). 

We can compare the MSE's of these two estimators without actually knowing their p.d.f.'s, since 
we know that V(Y) = npq (q = 1 - p) and E(Y) = np. Then 

MSE(pi) = pq/n; 

MSE(p2) = 
l n + 2 [npq + 1] 

For n - 4, the MSE's look as follows: 

MSE 

To choose the one with smallest MSE, we would need to have some pre-conceived notion as to the 
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likely ranee of p. For example, if we expected p a 1/2 from theory or earlier experiments, we might be 
led to choose fa. This is a Bayesian decision. However, we should consider other facts, as well. Most 
importantly, P2 is biased, Pi is not Most physicists would normally prefer pi for that reason, unless 
some compelling reason otherwise should present itself. 

Some problems with unbiased estimators, other than the fact that they may not be convenient, 
are: 

a) Unbiased estimators may not exist. If so, that's a real problem for someone who 
always insists on unbiasedness in estimators. 

b) They may not have the smallest MSE. 

c) The property of unbiasedness is not necessarily invariant under change of variables. 
For example, S2 is unbiased for a2, but S not unbiased as an estimator for <r. 

An unbiased estimate for a, looking like Vs?, is 

V5l4(n- 1)] 
"\ = \/2r(|n) y'JioT^ 

recall that, for m an integer, r(m + 1) - m! and r(m + 1/2) = ' '" Vr. 

Then it may be shown that E{it) = a if the distribution of \ t is normal. For n - 1, no 
distribution whose width we could estimate exists. For n = 2, i\ » 1.77 X RMS, where 
RMS is the root-mean square width of the sample; the RMS is given by the radical. As 
n increases, 5j converges from above to the RMS. For n = 10, i\ is less than 10% more 
than the RMS. 

An old dispute (1920's) concerned whether or not Z\ above was better, or 

"2 = V ^ r h y n2i*i-
Also, Efo) = a in the normal case. 

It turns out that ii has uniformly better MSE than ii, if normality is satisfied. However, if there 
are departures from normality, a2 can be much better, because it doesn't weight the tails as heavily (it is 
therefore more robust). 

Consistency 

When we take more data, we expect our ability to estimate parameters 9 to improve, provided the 
data is relevant. If the estimator is biased, it will converge to the biased value, unless the bias disap
pears as the data sample increases. If the bias does not vanish in the asymptotic limit, either we agree 
to change to a more sophisticated estimator if we get more data, or we should use an estimator from 
the outset which is consistent. 

Definition: An estimator fl for 9 is said to be consistent if 
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lim P([# - t\ * e) - 0 for any t > 0 . 

Clearly, if t is an average of the data, then, by the law of large numbers (when it applies), I is a con
sistent estimator for the population mean: 

P(|£S*-H>.)<££-

Now we can drag cut our favorite counter-example, the Cauchy: z„ = — 2"i >s not a consistent 
estimator for the population parameter p. 

We have earlier shown that the distribution of z n is the same as that of x: C(z„ ; /»,<*), i.e., there is 
no convergence to anything at all, much less to ii. 

The biased estimators we have looked at so far are consistent, e.g., 

- ^ 2(xi - x)2 a ^ ~ 2(Xi - x)2 as n - oo . 

Next, we want to investigate the conditions under which we might find a uniformly minimum 
variance estimator, and how we might recognize one if we have one. 
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Chapter 6. The Ka*-Craatr-Frcchet Baaaa 

It turns out that there is a lower limit to the variance of an estimator under certain general condi
tions. Therefore we can recognize when we have found an estimator of the smallest possible variance. 

Theorem. Rao-Cramer-Frechet Inequality 

Let X,, „. ,Xm be sampled from some population f[x,8), 6 a parameter. 9 is whatever is being 
estimated, which might be a function of some fundamental parameter of the p.d.f. Note that the Xt are 
independent and identically distributed. Assume the range of x, fl - {x:f(x,fi) > 0), does not depend 
upon 0. Choose an estimator B for 9, with bias bj(9) — E(0) - $, such that 

V(0) < oo For all 9. Then 

.. t' + tj . 
V(8)» — ; e = 9(x, x„), 

where 1(0) is called the Fisher information number. 

The Fisher information number is given by 

Note: -Tztri f(x,fl) is defined as the score function, written S(x,fl). ov 
Since the score is a function of a r.v., it is a r.v. The score function is very important for max

imum likelihood analysis (Chapter 10). 

Proof 

We will prove this theorem for continuous variables. First, we assume that we can interchange 
the order of integration and differentiation for the expectation of any statistic T(x) of finite variance: 

CO OO 

jjj T(x)flx,9)dx = / T(x)-|-f(x,0)dx . 

This is called the regularity condition; it is quite generally true for statistics of physical interest. Then, 
ifwesetT(x)- 1, 

/ l - ^ « x , f l ) d x = ^ / « x , e ) d x = 0, 

since f[x,S) is normalized for all 0, and therefore 

E| j^fn flk») J - E(S(x,9)] = / I jjtn f(x,0) Jf(x,0)dx 

ih^} •J*b?l £*••«> M * 
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• J - ^ M K U - i / f c f l t a - 0 . 

Therefore 

2 since E is 
a linear operator - v[?^n fcfl)] + {^ji^ «M)]}' 

= v [ s ^ n f f e * ) ] 

= 2^1 "jjr'n ffri.S) I. since the Xi are all independent 

= nVI TT^n i(x,0) I, since the X; are identically distributed. 

= nl](6); I, = information from one observation. 

The last equality follows from the same sequence of steps being applied to I ,(0). The Fisher informa
tion contained in n independent, identically distributed measurements is n times the information con
tained in any one. Similarly, 

El J^-Srtjffo.fl)! = J • • • J"»l ^ ' n Wx i ;0) Jn[«Xi,fl)dXiJ 

$ is a function of all the x^s; hence we have to look at a multiple integral here. 

= J • • • JI-̂ IIMfXi,!))] dxj • • • dxn 

) is a statistic 
a , „„ and therefore does 

- / • • • J « M > • • • flx„,0)dx, • • • dxn n M d e p e n d u p o n 
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-p + mi-i + im-

Now, we know that both 9 and the quantity 2 « ' n fl*»*)are r-v-'s>*"& w e c a n calculate their correla-
i " 

iion: 

COVI S " ^ ' n fc*),9(!ti) I Covariance between the score and the estimator. 

- E [ 8 ^ A . f l W ) ] - [ l + | - b ] . 

;orrelation coefficient is given by Therefore the correlation coefficient is given by 
\2 

V 

and therefore 

which must be < 1. 

' [ S ^ n «"i.«) J E | I S ^ n «xi,9) J j 
< V(0). Q.E.D. 

This is called the Rao-Cramer-Frechet Inequality (perhaps the more usual name is the Rao-Cramer Ine
quality, but Frechet actually had precedence). 

Since we don't know the bias a priori, we would have to search all possible biased estimators to 
find the best one, and the inequality is not as useful as it might be: we don't know when to stop look
ing. In particular, note that the bias of a constant C is C — 9, and therefore the RCF bound - 0. 
That's not a useful lower bound for a variance, a positive quantity. But if we restrict ourselves to the 
class of unbiased estimators, we have a very useful bound: 

1 _ _ 2 a*® > • 

^ i ' n i f e* ) ] 2 } 
For the multi-variate case (i.e., $ is a vector of more than one component), we write an information 
matrix: 



72 

" - E { [ ? i ' n f l M ) J } -
i, In general, 

Then we could use 

but a stronger (higher) limit is 

o 2^,) > [I(9)]n', the (M)"1 element of I" 1 , 

which takes account of the correlations between the variables. 

For unbiased estimators, we define the efficiency of an estimator 9: 

4) = 4̂ " < 1 • 
This is a generally useful quantity, although it may well be that an unbiased estimator of efficiency I 
may not exist for a particular problem. Or it may be efficient only if the true value of 9 lies in some 
limited range, not for others—i.e., not uniformly efficient. 

In terms of the MSE, 

[i + jz W 
MSE(9) = V(9) + bf (9) 3» ^- + b8

2(9) (biased case) 
1(9) 

and MSE (9) = V(9) 3= -^-- (unbiased case) . 1(9) 

Example 

1 - ^ Let flx, 9) - -;==- e 2 8 ; e = a2 

V2ir9 
i.c, N(x; 0, \/9), the mean is known. (We can also do this with vector 9, e.g., 9 = (n.cr2), similarly. 

This will be touched upon later.) Now, 

1 ^ ( 2 ^ - 1 ^ 9 - ^ (n{= - X 2 x ) - V n « - t 2 ' 
d 1 x 2 

The score - -rr^n f = — — + -r-r • Therefore, 1.(8) = information in a single observation o0 20 20 

-{T*«T}-.{[-±-*J} 
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. M s ^ f l - 2 2 * 1 - I . Exercise for the reader 

Now note that with /»fcnown (even if not 0), the estimator 

9 - —S(Xj - n)2 has E(9) - a2, and therefore n 

V(fl) - ±V[(X - M)2] - £{E[(X - M)4] - (E[(X - M)2])2} 

_ 2a2 ^ i _ 2fi_ 
" n nli(9) ™ n 

Therefore 9 = — y(x; — jt)2 is efficient. Note that, in these calculations, the true $ appears. n 
We make these calculations as if we knew 8; then we know the conclusions hold even when we 
don't 

An alternative formulation of the RCF bound: 

LetS-score- -^nffafl). 
OP 

Then 1(9) - E ^ / n f)2 J = E|S2]. 

for one observation 

The proof is left as an exercise. For more than one variable, the (t, m)th element of the informa
tion matrix becomes 

W f l ) = - E h f c ' n f W ) ] -
Let us look at a distribution other than the normal. The normal often hides important points 

because of its symmetry. 

Example. The exponential. 

Let X,,..., X n be independent, identically distributed from the exponential, fix, n) > 
e -*''' ;jt > 0. We must estimate ji- Then 

% = score of jth value 

= J r | _ l 0 & I _ X j / M ] = _ i + a. 

Therefore 



74 

— -feM*('-*)] 
Therefore Ifo) — nlifrO = - r , requiring (Pip.) > — (if unbiased), / r n 

Notice that, so far, we haven't talked about any specific estimator. Try H = — 2Jxs = x . 

E(x) — 11; unbiased. 

V(x) = i - V M = -i- ?x 2 - e-x /"dx - M2 

= M2/n. 

Therefore £ = x is an efficient estimator for it. 

The full score function is 

i a n 2 

Note that our estimator is a linear function of the score: 

This is not a coincidence, as we show now. 

Efficient Estimators 

The R.C.F. bound was obtained from 

2 _ icov&etf 
V(S)V(fl) 

We have seen that p - ± 1 corresponds to a straight line. Therefore we can construct an efficient 
estimator, under the conditions of the theorem, if and only if 0 is a linear function of S, with probabil
ity 1. This can be violated at isolated points whose probability is zero. 

Now write A'(0), B'(8) as the derivatives of some functions of 8, but not functions of x (Note: the 
covariance in p above is with respect to x). 

Then, for 8 an unbiased efficient estimator, 

S - A W + B'(fl) - 4z e n ">.»)• 
off 
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Then tn f(x,0) - A(0)0 + B(0) + K(x), 

where the arbitrary constant K may depend upon x, but not 0. Remember that $ is a statistic and there
fore not a function of 0; 6 = 0(x). 

Then 
f{x,0) - exp {A(0)0 + B(0) + K(x)} over some interval which 

is independent of 8. 

The normalization is included inside the exponential, usually in B(0) and/or K(x). 

The Exponential Family 

Any p.d.f. of this form is said to belong to the exponential family. Thus, in order to find an effi
cient estimator, the p.d.f. for x must belong to the exponential family, and the estimator must enter it 
in a certain way. 

In general the exponential family is of the form 

itx,0) - exp {A(0) C(x) + B(0) + K(x)| 
Thus only if 0 — C(x) is 0 efficient. 

The converse is also true. If f(x,0) is of the above form, with 6 - C(x), then 0 will be efficient. 
The product A(0) C(x) can often be factored into A(0) and C(x) in more than one vay. For example, let 

A(9)C(x) = 0 ( 9 ) 2 * . 
i-l 

Then one could take A(0) - Q(0), C(x) - Jxi, or, alternatively, A(0) - nQ(0) a d C(x) - — 2 X Thus, 
in general, A,E,C, and K are not uniquely specified for a given p.d.f., and o J may be able to find effi
cient estimators for several different quantities. 

We may have x be a vector; e.g., a number of data sampled from a certain exponential family. 
Thus, if 

x - (x,„.., xn) are independent, identically distributed from an 
exponential family, then 

p(x, 0) - nf(x.,f) is an exponential p.d.f. in n dime sions. 

We may also have 0 multidimensional. 

For example, 

Then 0 - (m<r). and A and C are vectors, and A(0)C(x) is E vector dot product 

A . W - H / . T 2 C,(x)-x 
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fL&~~~2? C2(x)-x2 

B ( « ) - - 1 ^ + ^ ( 2 ^ 

K(x)-0 

If either M or a is fixed, i.e., known at the outset of the problem, then the normal can be regarded as a 
1-parameter distribution belonging to the exponential family. 

Discrete distributions can belong to exponential families, also. For example, the Binomial: 

flW) - (?) ̂ (1 " »)" ""; n fixed 

[A] 
-exp 

A ( « ) - f t | - p - | C(x)-x 

BW-n^nO - 9 ) K(xWn(£) 

Many others also belong to this family: 

Bernoulli: P*(l - p) 1"" 

Geometric: p(l — p)* 

The geometric distribution describes the number of failures x before the first success in 
a Bernoulli process. 

Negative Binomial: ( r + * "" X J p' (1 - p ) 5 ; 

The negative'! lomial distribution describes the total ni mber of trials x necessary to 
reach exactly r successes in a Bernoulli process. 

u x 

Poisson: * * , 
x! 

Exponential: ~ e ~ s / * 

Gamma: Xnx" 
(n - 1)! 

Rayleigh: 

All of these examples are one-parameter distributions. 

J4TH\ 
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Chapter 7. Sufficient Statistics 

Under certain circumstances, it is possible to start with any old unbiased estimator and improve if 
with one step to the best we can do (this means to the estimator with least possible variance, but not 
necessarily one that achieves the R.C.F. lower bound). This works at least for the exponential family 
where the estimator is going to be some function, not necessarily linear, of C(x) (if it is not linear, it 
can't be efficient, but that may be the best we can do). 

Example 

The Poisson. The No-Count Probability. The probability of zero counts in a certain sample or 
sub-sample is given by 

S - e - ", since 

^ = 1 i f x - 0 . x! 
We wish to find the best possible estimator for t, this probability. ' . nice that we have n categories, 
which may be bins in a histogram, and further that each bin is f" .•• Poisson process with parame
ter u, common to each bin. We now observe x. events in the i"1 bin. >i i be shown that \ = — TXJ 

„ n _ 
is the best estimator for /i, given a random "jnple of X;'s. We are tempted, therefore, to use Oj - e~\ 
We have no guarantee that 0, is unbiased, or minimum variance In fact, it is neither. 

In the discussion about Monte Carlo techniques, we saw that it is sometimes possible to pick the 
particular member of the family of distributions first, with one random number, then to pick from that 
family member second, with a second random number. Here, we just want to know which member of 
the family best describes the data, essentially the reverse of the first step. Nature has done the second 
step for us. So we will pick a statistic which is sufficient to describe the family. Then we will use it to 
construct a best estimator for e - ". 

Before we do that, let us construct some unbiased estimator for 8. Look at our sample x{, i = 1,..., 
n. Xj is the number of counts in the r* bin. We can make an unbiased estimator for 6 it we look just 
at the first of the Xj, namely x,. If x, - 0, set our estimator - 1. If Xj # 0, set our estimator = 0. The 
quantity we are estimating, fl, is, after all, a probability. That is, let T be an estimator for 9, where 

_ f 1 ifXi = 0 You don't always need an algebraic 
— |0 i fXi * 0 function to specify an estimator; 

sometimes just a table of values. 

We estimate the probability of zero events in every bin to be certainty if just x, - 0; otherwise, we 
throw up our hands and estimate that there is zero probability that any bin will be empty. This is not 
very sophisticated, since we have some events, and they have to go somewhere, even if the first bin 
happens to be empty. Is T biased? 

E(T) = 2 T e _ " - 4 ~ e~" + 2 ° • e _ " "T _ e _ " • inserting for T. 

Therefore T is unbiased, and will give the correct value on the average over a large number of 
experiments. 



78 

V(T) - S T 2 e _ * - ^ - e - 2 * - iT* - e - 2 " - e~"(l - e - ») . 

We are surely do better than this, since we have neglected all or the information contained in x-,,...,xn, 
whose values are known. Looking at n bins tells us as much as n whole experiments in which we look 
only at the first bin. The next step is to find a reduction of the data to as simple as possible a statistic 
V which contains all the information about 9 which can be obtained from t • • aiple. That is, given a 
statistic V (which may be multi-dimensional) fixed at a certain value, the distribution of any other 
function of the random variables does not then depend upon 9. In particular, ftJfjV) no longer depends 
upon 9. Since fl[xjV) doesn't depend upon 9, we can't extract anything about 9 from it. Therefore all 
the information that is to be had about 9 is in V. There are lots of possible choices of V, because any 
1 — 1 function of V, such as V3, etc., satisfies the requirement fix it, and we remove all 9 dependence 
from the distribution. The same is true for any multi-dimensional extension of V, U = (V,Q,R,S,.~), 
where Q,R,S,... denote other statistics. Obviously, one prefers to work with the greatest possible reduc
tion of the data which will satisfy the conditions, and therefore dispense with the superfluous Q,R,S 

V itself may not be an estimator for the unknown parameters, but it seems clear that we want 
some function of V for our estimator. 

If V satisfies the above requirements, then V is sufficient. It is also a statistic, by construction. If 
V is the greatest possible reduction of the data, it is minimal sufficient. Note: In the Poisson example, 
T is not sufficient, but we were able to construct an unbiased estimator for 9 using it, anyway. 

If V is sufficient, then f(x;S) can be factored: f{x;0)dx - f(xjv)fi(v)|J|dydv where f(x]v)jJ| is a func
tion which doesn't depend upon 0; f,(v) depends upon 9, but its x-dependence occurs only through v: 

flx;0)dx= h(x) g(v,0)dydv . 

ftx|v)|J| fi(v) 

We represent by dy the (n — 1 )-dimensional differential left after v (here, 1-dimensional) is extracted. 
This is a change of variables, e.g., from x,,..., x n to x |,...,xn_ |, v, or some other change of variables 
from (x) to (y,v), where v is one of the new ones. {Jj is the Jacobean for this change of variables. 
Remember jjj is not needed for discrete distributions. 

The choice of V will depend upon the distribution f which we assume describes the data. If this 
model is accepted, then two sets of data which result in the same value for V will lead to identical con
clusions about 9. 

Selecting a sufficient statistic V is an example of data reduction. There may be a vast amount of 
information in the data; we may be able to extract all the information about 6 that the sample contains 
by calculating one or a very few numbers, e.g., a mean. Just as in the Monte Carlo case, once the value 
of V is known, the family member is specified and the rest of the information in the sample may be 
regarded as having been generated by some random mechanism which has no dependence upon 8. This 
(sometimes very large) amount of information which is not needed to determine 8 has been rendered 
superfluous by the power of our assumption, that f is the proper p.d.f. After 9 has been determined, the 
actual data points could be used if desired to perform a test of this assumption. 

The above factorization of the joint p.d.f. for all the x's is a necessary and sufficient condition for 
V to be a sufficient statistic. Therefore it may be used to select and/or verify a sufficient statistic. 
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In most cues, one is primarily interested in minimal sufficient statistics. In our no-count exam
ple, we can me the number of events v — 2* i ( ° r • °y ' — ' function of that). Let us show that this v 
is sufficient: 

We know that the Poisson is reproductive. 

Therefore, 

V - 2* i i s P„(v) - C ~ y " f ' M > 

since each x ; has the same Poisson parameter, it. Now, 

Therefore, 

fTxjv): f&*) _ e - w

t f

Y v! 
f,(v) nxi! e--*'(iw)v 

function ofn—1 
variables, since 
V is fixed at v 

(no jJl in the discrete case) 
(nxi!)n" 

which does not depend upon it, with V fixed at v. 

Therefore, V is sufficient for it. The total number of events is not an estimator for it but it is all 
we need to know to construct an estimator for it, or any function of it, such as e~". Now what? 

The trick is to take the expectation of the unbiased estimator T at a fixed value of the sufficient 
statistic V. This gives a new r.v. which we will show combines the unbiasedness of T with the informa
tion content of V: 

U = E(T|V) - fTf(x|V)|J|dx (continuous case). 

The integral over all x means that all it-dependence is removed from U except that contained in V: if 
we have a different V, we will get a different U. But V is a function only of that one variable V, and 
therefore represents a considerable reduction in the complexity of the problem. It is the fact that V is 
sufficient that assures us that U is a statistic, i.e., does not depend upon 0. This is because f(x1V) does 
not depend upon 6; none of the other terms in the integral do, either. 

In two dimensions, the integral over all space reduces to the integral over the line of constant V: 



go 

constant V 

\ 

In general, this is an (n—1) dimensional integral, for one-dimensional V. 

If V is a sufficient statistic, it contains all of the information about 0 that is available from the 
sample. If T is an unbiased estimator, it contains at least some of that same information. Therefore 
the two statistics T and V must be correlated. If, for the purposes of illustration, T and V are sampled 
from a bivariate normal, then: 

2 7vAR(T) 

line ct 
U=E(T|V) 

2 7VAR(T|V) 

If T is i. function of V only, T - T(V), then the correlation is 100%, T is itself sufficient, and U = T, 
since to fix V at ts measured value is to fix T at its measured value. 

U is an unbiased estimator, since calculating its expectation value requires integration over all V; 
for continuous variables we have: 

E(U) = E[E(T|V)| = / /T«x|v)|J|dx f,(v)dv; 

but fp!|v)fl(v)|J|dxdv = f{x;9)dx, and therefore 

E(U) = J'Tffx'.flJdx = E(T) =• 0 , 

since T is unbiased. The proof for discrete variables follows straight-forwardly from this. It is given 
below for our example. 
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The variance of U is less than (or equal to) that of T, because of the condition V fixed. If V and 
T belong to the bivariate normal sketched above, with means fiy and jip variances o} and cf, and 
correlation coefficient P, then 

U — E(T|V) — nT - PIIVVT/'V + pt-rV/av, 

which is the line sketched in the figure. It is trivial to confirm that E(U) *= p.T - E(T) in this simple 
case. We can further easily verify that 

so the conditioning gives us 
Var(U) - p c{ * <,{ , a,, improvement as expected. 

In our example, since T - I only if there are no events in bin 1, and U is E(T|V), U is the 
expected frequency that a given number of events v, with Poisson parameter p. in each bin, will distri
bute themselves among n bins such that there are no events in the first bin. The p.d.f for finding x, 
events in bin 1 for fixed v is a binomial, with the number of "successes" equal to the number of events 
in the first bin; i.e., 

f(xi|v) - B(x,;v,p) 

where p - the probability of one event going into bin 1; this is 1/n since all bins have the same p.d.f. 
Therefore, 

U = E(Tlv) = y Tffri'v) = (I - p) v = (1 - —) v (inserting the value of T) . 
»,-o n 

Therefore 

E(U) - | ( 1 - 1 ) " ^ £ = e"' S e ( - "" ^ ^ - e - . 

Therefore, U is an unbiased estimator for e -", as planned. 

V(U) = e ^ e " " 1 - 1] - • 0 as n — oo . 

As an exercise, it can be shown that this estimator, U = (1 ) v , is asymptotically efficient (but not 

for any finite r). It can be shown also that it is unique, in being unbiased with this property. 

Now we will state a genera! result for exponential families (and « few others). 

Theorem: Let x,,...,xn be a sample from a p.d.f. f(x,0), where 9 may be multi-dimensional. Let f 
be a member of the exponential family, ffx,«) - exp jA(fl)C(x) + B(0) + K(x)}. Assume that we wish to 
estimate some function g(8). Find any unbiased estimator for g(8), let's say g,, so E(gj) - g(fl). Then 
C(X) is a sufficient statistic for 6. If S is a multidimensional vector, so is C(x), with the same dimen
sions. Then the quantity U - EfeJC) is independent of S, and is therefore a statistic. 

Further U has the properties that 

a) E(U)-g(») 

b) U is the unique estimator of uniformly minimum variance. 

All this is very well. How do we construct estimators? 
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Chapter*. C — l r » i l i t E u i i n i n I — Safcrtilrti— MetaWt 

Frequency Substitution 

This it useful in cases in which the population parameter to be estimated is a frequency or is .> 
function of a frequency. In the method of frequency substitution, we simply replace unknown popula
tion frequencies by the experimentally observed frequencies. 

Example — The Binomial 

B<x;n,p)- ( ° )p»( l - p ) ° - * 

If we wish to know some function of p, e.g., g(p), we replace p by x/n, since E(x) - np. This works well 
for fairly large samples, where the law of large numbers says that the difference between E(x) and np is 
a very small fraction of the true value. The advantages are simplicity and that the estimator is usually 
consistent. The disadvantages are that the answer may be biased and may noi have minimum vari
ance. However, the bias may be small relative to other errors. We may be able to reduce this bias, or 
at least estimate its size, by a series expansion: 

Bias Reduction 

Suppose we begin with an unbiased estimator 6 for 8. We wish to estimate g(0). We can try 
g = g(0), which will often have a slight bias. Then 

t(i) a m + 0 - %'(0) + ~(u - efg'V) + ••• 

assuming g is twice differentiable, g' = -jf- , etc. 
do 

Therefore E|g(j)] a g(fl) + y V(0)g"(fl) + • • 

since E(0) = 6 by assumption. Thus there is a bias in g(0) equal to — V(0)g"(fl), to lowest order. We 

cannot calculate this term since we don't know e. But if* is sufficiently close to 0, wc can often satis

factorily estimate it by yV(8)g"(8). 

If we can calculate V{0), and if V(0)g"(0) is reasonably small, then we can make a bias-reducing 
correction to g(8): 

giW = g - }v(9)g"(9) . 

In the multivariate case, 8 « (0,, 02,..., #n), 

g - eid) =* m + 2 $ - wjfc-!, -r I J M - Wj - 0j>-J^r *.«, + • • • , 

and 

E ® - ^ + l 2 V s ^ M + • • • • 
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from which we deduce that 

i 1 - i - Y S V * i w . 9 f l . i M , 

has reduced bias, provided the second term is not large and not rapidly-varying. If that proviso is not 
satisfied, it is not obvious that going to higher-order terms will help, since the problem may come from 
iV(«)g"(fi) * jV(8)g"(#). In that case a more detailed analysis of the specific problem may be neces
sary, perhaps employing Monte Carlo techniques to help develop and test improved estimators. 

If the correction is small, and its expectation value is small, it won't change the variance of g ver\ 
much (probably). If it does affect it, it will often increase it; however, the MSE may be lower. 

In the no-count Poisson example of the previous chapter, if we started with U = "x and therefore 
set 0 - e"*, then V(jl) =•= /i/n, and 

.-e-(. + £] E(e-"): 

Therefore we can make a correction such that 

<(-*]• 2n ' 2n 

further errors approach zero faster than 1/n as » a 

Our best estimator was 

and we have recovered our 
best estimator to order 1 /n 2. 

Note: In frequency substitution, the estimators are not always unique. We can choose from among 
them on the basis of MSE, lack of bias, or whatever. 

Method of Moments 

This is another substitution method. To estimate a function q(0), we express q(0) as a function of 
the population moments, then substitute sample moments for population moments. If all we want is 
the first moment, and that happens to be a frequency, this is same as above. Thus, we write 

q(#) " g(m r m2, ..., mn), where m = E(X'). This assumes that the necessary moments exist. 

E.g., m, - mean 

m 2 - E(X2) - V(X) + [E(X)]2 - V(X) + m,2, 

Thus, to estimate the population variance, V(X), by the method of moments, we write 
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o2 — mi — mf. Therefore we try 

^ - rh2 - rh? - -^2*? - x2 « -(x; - x)2 . n n 

We saw that for the normal 2(*i _ *) 2 " ^ unbiased. Therefore a2 above has a slight bias. For 
the Poisson, 3 is both the population mean and the population variance. Therefore for the Poisson, we 
could use either 

6 = rh] or 8 = rri2 — rhf as an estimator for the variance. 

Therefore the method of moments does not necessarily provide a unique estimator. 

Variance of the Moments 

It can be shown in general that 

Vfrhj) = — (m2j — mj2) for moment irij; 

COV(rhj,mk) = — (mj+k - ntjink), assuming these moments exist. 

In practice, moment m. k, etc. can be estimated by ihj+k. etc. We must realize that high-order moments 
are seriously affected by the tails of the distribution; therefore if we require high order moments, we 
may get very bad answers using the method of moments, e.g., answers with very high variances. 

By the law of large numbers, the average of anything tends to its expectation value, under the 
assumption that its variance is finite. Therefore moments estimators are at least consistent, i.e., they 
approach the right value as n -• oo. 

Generalization of the Method of Moments 

Instead of expressing q(0) as a function of the simple moments E(XJ) we could write the p.d.f. in 
terms of a set of some other functions (other than the moments) of the data points x r Then we could 
solve for each element of q t '. q is a vector of more than one element) in terms of the expectation 
values of these functions. That is, don't use the moments m., which are the expectation values of poly
nomials, but the expectation values of some other functions of x which we choose by inspection of the 
p.d.f. We write the p.d.f. in terms of the unknowns 6 and a set of functions of x̂  We calculate the 
expectation values of those functions in terms of the unknowns. Finally, we estimate those expectation 
values as the sample means of the functions, and solve for the unknowns. 

Example: 

Decay of a vector meson into two pseudo-scalar mesons. The data consist of sets of angles (cos0., 
4>). We know the p.d.f is 

ffcosfl,̂  = -^rl j d - wo) + y(3poo - Dcos29 
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— pi.-isinty cos2# — \ll Repio sin2* cos^]. 

The unknowns are 

(pm, P ) . , , Rep]0). 

Choose three functions so that we can estimate three unknowns. These functions might be 

g, - cos2S 

gj - sin2fl cos 2tj> 

g, - sin IS cos <f 

Then, e.g., 

Efe,) - /g,f dcos 8 d0. 

Since the trigonometric functions tend to be orthogonal, we are a bit lucky here. The expectations 
of our functions are trivially solved for the unknowns, viz, 

Efe,)-l/5n+2^o> 
E ( g 2 ) - - 4 / 5 p 1 _ 1 

E(g3) - - 4/5 \/2 Repoo 

Each expectation value depends on only one of the unknowns. Now we estimate these moments 
from the data: 

1/5(1 +2poo) = g, - ^ - S c o s 2 9 i 

- 4/5p,,-i = g"2 = -2sin2fljCOs2«j 

4/5 V2 Rep I 0 = g3 = — 2 s i l> 2 f li c o s 

n 

and we solve for the p's. We can estimate the errorj in them from V(gj) using the techniques below and 
propagation of errors, which we will study in the next chapter. 

To recapitulate, we attempt to construct functions ^ such that 

E(8k) " QkW; k - l,...m; where 8 has m components we wish 
to estimate, and the qk are the ap
propriate expectation values. 

Then we estimate these functions from 

4k = — 2&(*i)-

Having done so, we solve for 6. Obviously, we need the same number of gk's as there are elements of S. 
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Covariance of q 

We also estimate the covariance matrix for q the same way, from the sample variance: 

Va(q) * Ytqt) =- (^VJSfcfXi)] - ^-V^jt)), 

since the x,'s are independent, identically distributed, 

The factor comes from the unbiased estimator of the sample variance, as we have studied 
n— 1 

earner. The data sample is here regarded as a set of nXm points gj/x^ rather than the x ; themselves. 

The general term is 
Vkj(q) a { • -— 2(&fc) - glWXĝ xJ - gffl) • 

We usually interpret V(q) = a1 as the "square of the expected error" of q. We sometimes write 
q = q ± Aq, with Aq - a, an error symmetric about q as though q were normally distributed. If the 
error is known to be significantly skewed, as is often the case with maximum likelihood estimators 
(Chapter 10), this fact should be indicated in the error. 

There are other expressions we could use to represent an error. For example, one could use the 
average of the absolute value of the error. The variance is conventional because (1) it is low order, 
therefore easy to calculate; (2) it is sufficient in the case of a Gaussian, because a Gaussian is completely 
described by n and <r, (3) it is often consistent, because, for example, an exponential family will 
approach a Gaussian in the asymptotic limit, thanks to the C.L.T.; (4) it can be easily converted to a 
probability in the Gaussian (C.L.T.) limit. We will, however, see a case in the next chapter in which 
this estimate of the error is very flawed. 

We now need to know how to convert our covariance matrix for q into a covariance matrix for 6. 
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Chapter 9. Propagatioaof Errm 

General 

This is a technique needed for substitution methods of estimation, wherein one estimates some 
variable q and its variance or MSE, but one then substitutes q into some function «(q), obtaining 
6 — 0(q). The true value of q is q,, and the corresponding value of 0, the desired object of our investi
gation, is 0(qt). q is distributed about q t according to some p.d.f. We wish to approximately evaluate 
the variance of 8 from the estimated variance of q. We will assume q is an unbiased estimator of q. 

Expand 9 about qt: 

9 = m a <Kq.) + -f£ | (q - qj + • • • 

Therefore 

E(9) s: 0(q,) + second and higher order terms [since E(q — qj = 0] . 

The removal of the first-order term justifies using *(q) = 9(q). 

NOW, [«- mf « \m - md? = y~ j 4 J (* - q)2 + • • •, 

and hence we can estimate the variance of 8: 

E{[8 - E(9)f} ^ V(J) = I Jjj- U V(q) + • • • . 

This is the technique of propagation errois. 

Note that V(fl) is not the MSE unless the bias of 0 is zero. In the technique of bias reduction we 
saw a little earlier (Chapter 8), we had to go to second order in the Taylor series. Here, we only need to 
go to first order, for most applications. This technique works well only when second and higher order 
terms are small. 

Example 

0(q) = A + Bq . 

Propagation of trrors derives V(0) = B2V(q), which is the exact result we have derived before. Any 
bias depends upon the bias of q and the correctness of A and B for the problem at hand. Since 6 is a 
completely linear function of q, all higher order terms in the propagation of errors drop out, which is 
why we achieve the exact result. 

The general :?se bears a close resemblance to the change of variables problems we have already 
discusser). Here, hotvever, •''. is assumed that it is not possible or not convenient io do a full change of 
variables analysis; nevertheless we require a reasonable approximation to the true variance. 

Geometrically, 
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6el-3 

In the sketch, we write <q> as the expectation value of q. The shape of g(0), the p.d.f. for 0, is 
altered from f(q) by dfl/dq, the Jacobean. In regions where d0 < dq, the probability piles up faster for 0 
than for q, so the p.d.f. for 0 is higher than for q. Thus, in th.a sketch, the peak in g(0) occurs below 

If ffq) is normal, g(0) is not normal unless 0(q) is linear. This is the source of possible biases in 0. 
If f(q) is symmetric about <q) (let's say (q) happens to be the true mean), then ~ of the probability lies 
above 8 - 8V j below, i.e., 0j is at the median. In the above figure, the mean of g(0) is probably above 
0i. If 0(q) curves rapidly, higher terms are important, the bias may be large, and errors in 0 may be 
quite asymmetric. This is an important case. 

The multidimensional version of the above is as follows: 

3 = (<lt Qn)-

(A frequent case involves the multivariate normal, where q has n X n covariance matrix V.) The 
dimensionality of 0 may be smaller than that of q; if it is larger, we don't have adequate data. Now 

0i = 0i(q) a tm + I r t i i _ «»> + lOr®* ~ *•> flqi 3q2 

d0i 
+ ...+ -—(q„ - qM) + second and higher order terms, 

oqn 

As written here, 8t is the i* component of a multi-dimensional vector. Therefore 

E(0) a: 0(qj (dropping the subscript on theta), and 

^-^"ffelfel^-^'"^ 
Therefore 

V(0) s DT(0)V(q) 6(0), 
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where D(9) = 

JUL 
dq, 

. Sqn 

This is a congruence transformation [Basilevsky (1983), Theorem 4.6] which carries the positive 
definite matrix V(q) into another positive-definite matrix V(0). If our change of variables is linear, it 
will carry a multivariate normal into another multivariate normal; otherwise not. However, if 6 is an 
arbitrary coordinate vector in S-space, the quadratic form y = 5^(0)0 is still positive and the contour 
y - constant is still an ellipse. We still write the covariance matrix V as the error matrix even though q 
may not be a multivariate normal. If 0 is multi-dimensional, we can do this for each element 
separately. 

Let's look at a bad case for propagation of errors: F. James (1983) analyzed the data of an experi
ment measuring the mass of the neutrino. The variable 9 is represented by R: 

R = 

K2e (b - c) - 2(1 Kfd 
Ke )a 

where a,b,c,d, and e are measured and K is fixed. If R < 0.420, we must conclude that the neutrino 
has a non-zero mass, otherwise it is consistent with having zero mass. They measured R - 0.165. Cal
culating the errors with propagation of errors, the experiment arrived at AR - 0.073, a symmetric error 
of course. Therefore 0.42 is 3 standard deviations away from the measured value, with about 1 chance 
in 1000 that R > 0.42. Therefore, there appears to be strong evidence for a non-zero mass. 

But R is highly non-linea; in the measured quantities. Some of the variables appear twice and 
therefore there may be large correlations, even if each of the '!,b,c,d, and e are independent. Also, some 
of the errors are large (~30%). In particular, and perhaps most troublesome, some of the terms in the 
denominator have large errors. James set up a Monte Carlo calculation, which assumed independent 
normals for a,b,c,d, and e with o's as quoted by the experimenters. He found that !-l/2% of the time 
(incorrectly quoted at 4% in the James reference) R came out » 0.42. This is a quite reasonable level 
of probability. There's a big difference between 0.1% and 1-1/2%. A correct calculation would take 
account of correlations and possible deviations from the normal for the input variables. However, all 
that is usually quite simple to do in a Monte Carlo calculation, and is a tremendous improvement over 
propagation of errors. 

The point is, the p.d.f. of R comes out with a long asymmetric tail just where it would be signifi
cant for our conclusions (the high side); therefore neglect of the asymmetry has serious consequences, 
even if there is no net bias. 
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p.d.f. 
o f R 

R 

A general rule of thumb: if your transformation depends on I/o,; in some way, watch out! It may well 
be both biased and improperly handled by propagation of errors (unless the errors on the denominator 
are small). This case may be better handled by quoting an asymmetric "confidence interval" for R, 
rather than symmetric errors. 

We can go to a higher order in the propagation of errors expansion, which is sometimes useful. 
But if g(0) is skewed, we've got to be careful lest all we compute is corrections to the covariance matrix 
which we still interpret as giving symmetric errors. There is a nice discussion of higher-order correc
tions to propagation of errors in Meyer (1975). 

This is more than an example of propagation errors, it is also an example of an hypothesis test. 
In this particular test, we ask for the probability that R is equal to a certain value "or worse," i.e., or 
greater. Hypothesis testing is covered in detail in the references at the back. 

The principle use for an error estimate in general may be for some such hypothesis test (which 
may occur in the future). For example, is this theory (or maybe that one) consistent with the data? 
Another form of this same problem: given such and such a theory, our measurement is used as an 
input parameter, from which a prediction for some other quantity with error will be derived. This 
derived quantity is then to be compared with an experiment. 

Discussion of Errors 

Error estimates provide a feel for the range of values in which 0 could be found, with "reasonable" 
probability, in light of the data. They arc therefore probabilistic statements, which are usually inter
preted on the basis of a normal p.d.f. That is, the interval is assumed to cover the true value of 9 with 
a probability determined by a normal of mean value 0 and error as specified. 

Often we are in a situation where we want to know whether or not some particular model, which 
predicts a certain value 0 l for 0, is in agreement with the data. Many people phrase this in the form of 
a question about the consistency of "9l or worse (i.e., farther away from the estimate 0)," because if we 
were to accept one of these worse values of 9 we would surely accept 0,. If* is Gaussian with an error 
which does not depend upon 8, we can perform a simple integration over the region in question (giving 
us an error function). We can also extract the term (0 — 0i)2Ar2 out of the Gaussian and look this up in 
a table of x 2 cumulative distribution functions. These are available in most statistics books. Note, 
however, that the x 2 fakes the same values for 0, greater than 9 as for less than; we therefore do not dis
tinguish one side from the other with the x2, except that we can recognize the symmetry of the Gaus
sian and divide the c.d.f. by two if we are only interested in one side. 

If a2 is unknown and must be estimated from the data, we naturally want to increase the size of 
the region in 0 which we consider to be in "good agreement" with the data. This must be done to allow 
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for the fad that we may have underestimated a2. In this case, one no longer assumes the distribution 
of the error about 8 to be Gaussian; the. "student's t distribution," similar to a Gaussian but with long 
tails, is used instead (if a 2 is assumed not to vary with t). This case is discussed in Chapter 11. 

It may also, very frequently, be true that o 2 will vary with 0. For example, if a bin of a histogram 
is filled by a Poisson process, the variance equals the mean. To assess the agreement between the 
observed number of counts and some predicted number, we need to recognize that, if the predicted 
number is to be assumed to represent the expectation value of the Poisson, it also represents the vari
ance expected in an observation. This we do in such procedures as least-squares fitting to a histogram. 
Otherwise, even in the limit o' large numl :rs in which the normal approximation to the Poisson is ade
quate, if we happen to underestimate S we will quote errors which are too small, and conversely if 
we overestimate B . 

That is, we assign errors on the basis of the assumed 6 rather than the observed data. 

In more complex cases, it may be impossible to do this. In the example studied by James, there is 
no way to choose from among the infinite number of sets of values of a,...,e which could give R = 0.42. 
We also are not told how al,..., <r2 might be affected by changes in the associated parameters, 
although the original experimenters might be able to estimate that. 

The lesson to be learned is that it is wise lo take error estimates, and their implied probabilities, 
very cautiously. Most physicists would probably not regard probabilities like 0.1% as being convincing 
evidence against a model. It is suggestive, but needs confirmation. 

In addition to the problems we have touched upon, there are possible systematic errors. These 
may be loosely defined as reproducible but unknown inaccuracies in the apparatus or procedures which 
would lead to a bias, even if the experiment were capable of being repeated a large number of times so 
that random statistical errors were reduced to any desired level. Systematic errors are characteristically 
extremely difficult to estimate. They do not have a distribution except in the sense that similarly 
prepared experiments may have different values for the same type of error. Systematic errors may also 
vary through an experiment in a (possibly unknown) way, depending upon operating conditioi.;. or the 
age of components. For these reasons, many experimenters quote their statistical and systematic errors 
separately, for example, as 

A = B ± Qstat.) ± D(syst.). 

Since systematic errors vary in character with the experiment, there is no generally-accepted technique 
for calculating probabilities from them. Some people just add the systematic errors in quadrature with 
the statist' i'. errors, but one must recognize that this (and any other technique) is probably wrong and 
therefore :o very conservative in interpreting the results if systematic errors are large. 
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Chapter 10. Coastractiag Estimators n — Maxima likelihood 

This technique is very generally used because it is often the simplest method — perhaps the only 
approach in complex cases — and because it provides estimates which have certain desirable properties. 
The basic idea is that we suppose that a measurement x is the result of a sampling of some p.d.f. which 
depends upon a set of parameters 8 — (#[, . . . ,*k), i.e., i(x;0). Let us for the beginning assume 8 is only 
one-dimensional. Now we argue that nature has provided us with our sampling, which depends only 
upon fixed but unknown 8. The probable range of 8 is assumed to be restricted by the assumption that 
if our specific sample were unlikely to have arisen from some value of 8 - 0,, then conversely it is 
unlikely that 8l is the true value. We pick as our best guess for 8 that value such that the joint probabil
ity of our sample is maximized. 

That is, if x - (x,,...^) is our sample, the joint p.d.f. is 

n fife;") 
i-1 

if the Xj's are independent, or, more generally, g(x;0) if they are not independent. This normally means 
"the probability of x given fixed 8." We now reverse the interpretation to fix i* at the measured values, 
and allow 8 to vary. The real 8 doesn't vary, of course, but our estimate of it does. 

Note: 8 is allowed to takr on a continuous set of values, or may just refer to one of a finite set of 
models which we are testing. 

We construct a likelihood function 

^{8) = TJfita9) ("i independent) 
i 

=g(x,0) (XJ not independent) . 

The likelihood is equal to (or proportional to, see below) the joint p.d.f. of the X;, but it is evaluated at 
fixed X;, the measured values of the r.v.'s, and varies as a function of 8. It is not a p.d.f. for 8; if it were, 
we would take its expectation value as 8. Instead, we evaluate 8 from: 

The Principle of Maximum Likelihood 

The best explanation for a set of data is provided by that value of 8 which maximizes the likeli
hood function. 

This is not capable of proof without a definition of "best". We will show that the M.L. value for 8 
has a number of desirable properties; however, it is often slightly biased. The Principle of Maximum 
Likelihood should be treated as a heuristic principle. That is, we use it where it works well, but we 
should be prepared to use another technique (where possible) or to modify the M.L. estimator in the 
event of an unacceptable bias or other problem. 

We will throughout only be interested in relative values of the likelihood, such as its maximum. 
Therefore the likelihood can always be multiplied by an arbitrary constant which is independent of 8, 
but which is allowed to depend upon x. 
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Example 

A certain experiment has just three possible outcomes, Z,, Z2, and Zy There are three different 
models or theories to explain the physical process which determines the outcome. These models are 
labeled 9,, 8y and 8y For each model the probability of observing each of the outcomes is listed in this 
table: 

Possible Probabilitie 
Outcomes P(Z|9,) P(Z|fl2) P(z|<y 

z , 
z 2 
Z 3 

-2X0|Z,) -* 

sw |z,) -

.4 

.2 

.4 
1.0 

«2 

.6 

.3 

.1 

.2 

.1 

.7 
1.0 

-«- competing models 

-2X0|Z,) -* 

sw |z,) -

.4 

.2 

.4 
1.0 1.0 

.2 

.1 

.7 
1.0 <- the sum of the 

probabilities 

The likelihood function starts with a certain fixed outcome and varies with 9. The M.L. principle 
asserts that we should be able to work back from a measured outcome and choose as our "best" 8 tha' 
value which maximizes &. If we get outcome Z2, for example, we should argue that 92 is our max
imum likelihood estimate. In no case would we choose 0,. Notice that the rows don't add up to 1, i.e. 
the ^"s are not p.d.f.'s. Notice that -?(0|Z,) - 2 X ^(S|Z2). We will therefore draw exactly the same 
conclusion about 9 from Z, and Z2. That is, the likelihood technique cannot distinguish outcomes with 
proportional likelihood functions. 

In M.L. calculations, we usually work from t = tnSe, rather than Sf directly, because it is usually 
simpler to work with. It converts products of p.d.E's into sums over the logarithms of p.d.f.'s, and it 
removes exponentials, e.g., in Gaussians. 1'he maximum of t is at the same 8 as the maximum of &: 

as = S? as -T-2? = o 
gives us 8. This is called the likelihood condition. This finds an extremum which may be a minimum; 
therefore it is important to check. There may also be > 1 local maximum; we usually take the highest, 
if we can find it. But this leads to ambiguities, i.e., multiple solutions. Multiple solutions usually go 
away in the asymptotic region, i.e., for large amounts of data. We might even have saddle points in 
special cases: Sf as a function of continuous 9, and 92 might attain a maximum for 9, but at a 
minimum for 92, for example. It can also happen that the maximum occurs at a boundary, e.g., 

• - l i m i t s of the — 
physical n?gion 

In this case, the 
likelihood equation 
does not suffice to 
find the maximum 

We might hope that as n -» oo, a unique, clear maximum in the physical region asserts itself; this is 
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usually, but not always, the case. 

Cases in which we don't want to use txiSf are encountered in complex problems. For example, a 
subroutine full of IF statements and complex equations or Monte Carlo estimates is used to return a 
normalized p.d.f. for x given 6. This p.d.f. is used as a likelihood. The normalization is only needed to 
the extent that it has a 9 dependence, otherwise it just goes into the arbitrary constant by which we can 
multiply S?. 

Example: Normal N(x(; ^, Oj) 

- i -!HfiL 

&= n —5=— e ; 'i =" («."i). all XJ'S independent. 
i_l V2Tffj 

Notice that we construct J? out of p.d.f.'s, not probabilities, except in the discrete variable case. We 
could convert these density functions to probabilities by multiplying by the product of dXj's, but since 
that small volume element in x space doesn't depend upon 0, we can ignore that complication. Con
tinuing, 

= s{-!'n(2*)-,n f f i-^}. 

The ignorable multiplicative constants in St become ignorable additive constants in t - (VLSC. 

We ignore here the case in which all observations are equal, which gives problems because finding 
the maximum requires that a\ -*• 0 and 5f -»• oo (if we are estimating a). 

Solving the likelihood equations: 

dm 2 „} 

off, ffj 2. af 

This gives us 2n equations in 2n unknowns. An important case occurs if we assume ii. - i» for all i, and 
that all the as's are known. Then 

The M.L. principle asserts that this - 0 if *i = £: 

T—r = A S - 1 > a n d therefore 
nr ttr 

it — :— . This is a weighted average. 
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Check for bias: 

E(A) : 

For example: 

^ x * 
S ^ Erf 

M. OK. 

mostly determined by 
these 2 data. 

Check the variance: 

V(M) - E(M2) - * 2 = bMten-
all the Xj's are independent, therefore 

E(XjXj) - wi; i * j 

- a 2 + M2; i = j . 

Therefore, 

V(A)' 

V TS-7+" 2 2-T + M 2 S-T71- ' _L J L <r »i i#i "i "j J 

< 2 * (*r 
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2V«? ' 

The R.C.F. Inequality (Chapter 6) says 
1 

V ( W > I ( , > 

VM) = - E [j^nfe,,)] 

—[£<] 
We already know —, which equals zero at n - £ by the likelihood principle. Therefore 

""--E[ite-^)] 
Therefore the MX. solution A is completely efficient, and we have found the best possible estimator, 
assuming the Gaussian model is correct. This is no accident. The method of maximum likelihood will 
find the efficient estimator if one exists. This will be demonstrated now. 

Let us assume that there exists an unbiased, efficient estimator T(x). Then we have proved earlier 
(Chapter 6) that T(x) is linearly related to S(x*,8) = —rfti f(x,e), the score function. This relationship 

do 
must be of the form 

S(x,6) = C(0)T(x) + D(6), where C and D are not functions of x, 
and T is not a function of 0. 

The likelihood condition gives us 

^AiHx,9)| ,_ s = S(5r,fl) = 0 . 

(Here, we obviously restrict ourselves to cases in which the maximum of Sf is not at a boundary.) This 
alone tells us only that 9 is such that T(x) = - D(e)/C(9). We also know that the score function has 
the property that 

W»-E[^fl&»]-£jfd*--jL(i). 

under certain very general conditions on f. This holds for any 9 in the allowed range; it doesn't have to 
be the true fl. In other words, this holds for all members of the family of the p.d.f. In particular, it is 
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true MB-6, the ML. estimator: 
E|S(x,0)] = E|S|0] - C(fl)ElT|fl) + D(0) - 0 . 

Hence, E[T(x)|0) — T(x). (This requires proving, because, even though T doesn't depend upon 0, the 
expectation does.) We assume that a solution 0 satisfying this condition exists in the allowed range. At 
first glance, the condition seems paradoxical, because 

E[T(x)|8] - /T(y) f(y,fl)dy (y a dummy variable) 

doesn't appear to be a function of it. The paradox is resolved if we remember that 0 is chosen by the 
condition T(x) = - D(9)/C(fl); i.e., 0 itself depends upon the data x (after all, 8 is a statistic). 

Now we do the final step: 

By construction, /T(y) f{y,0)dy = 8, since T is an unbiased estimator for the family f(y,0) for any 
8. Since this is just a mathematical statement not dependent upon the actual value of 8, it must be true 
for 8-8 , the M.L. solution. Therefore 

E[T(x)|0] - T(x) - 8, 

and the Likelihood Principle finds the unbiased, efficient estimator T(x). 

A few remarks: 

(a) Evidently, 8 = - D(0)/C(0); therefore D(0) = - 8 C(8) and D<e) - - 8 C(8) (this is true 
because 8 = — D(0)/C(0) must hold for any 8 which may be selected by T(x) = 8); hence 
S(x,0) = C(fl)jfl — 0]. This is a general result for efficient, unbiased, estimators. If the estimator 
is biased but efficient, S(x,0) = C(0)(0 - b(8) - 0], where b(0) is the bias: E(0) = 8 + b(ff). 

(b) The variance of 8 may be obtained from the R.CF. Inequality, which becomes an equality here 
by assumption: 

V ( f l ) = - L = _J_ = ^ i _ 
W 1(8) E|S2] p a s , • 

^88i 

From (a) we obtain: 

•2f- = C(0)0 + D'(0) = C(0)0 - C(8) - 0C(8), 
00 

where the prime denotes differentiation. In this calculation, 0 is the true value of the parame
ter, assumed known. This derivative expression is a linear function of 0, and E(8) = 0. There
fore, 

(§] -C(0) (since E is a linear operator); 

therefore V(0) - 1/C(0) > 0. We will later see that we will estimate V(0) by 1/C(0) in experi
mental situations. 

(c) At any value of 0, not necessarily the true value of the parameter, 
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^aF " "§ " C ( 9 x S ~ e ) ~ Q*) 

C(fl)at9 = fl. 

From (b), this must be negative, as long as 8 is reasonably close to Smj|.. Therefore the solution 
6 of the likelihood equation S - 0 is a maximum as desired. 

(d) From the form of the score function in (a), the M.L. solution 6 is unique, since (b) assures us 
C(fl) * 0. 

(e) all of the above assume the data x are relevant to estimating 9. This assumption is (almost) 
guaranteed by the premise, that there exists an estimator T(x) unbiased and efficient. 

In the Gaussian case again, suppose both n and a are unknown, but at- a for all i. 

0 

From the first one, we get 

£ = — 2 x i - Substituting in the second one, we get 
n i 

this is a biased estimate for a. An unbiased estimate is _ ^ ( x i — ^0 2> a s w e n a v e shown earlier 
(Chapter 5). Note: If M were known, not having to be estimated, we would get, from the likelihood 
condition, 

*2 = ^2 (* i - ") 2 • 

This is almost the same thing, but now this is unbiased, because M is known. 

Asymptotic Properties 

Maximum Likelihood estimates are, in general, neither unbiased nor efficient. However, they are 
(usually) both asymptotically, again because of the connection of the M.L. estimator to the score: Let us 
look at the form of/ - (US': 
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Score S(x,fl) = -£r 2^1^,9) = S(x,9) + del 1-9) + 

expanded view 

(Note: aVn f as < 0 near the solution, because the solution is a maximum.) Here, again, we 
make our calculation as if we knew 9. We want to find results good for all 9, if possible. Under suit
able conditions, the higher order terms in this expansion of the score -» 0 as n - • co. Therefore, 

S(x,9) a % I (8 - 9) (since S(x,9) = 0 by choice of 9) 
TO i 

- -^•2'nfl!x i,0)| (fl - 9) 
air j | j 

where the approximation in the last step is to use the expectation value for the sample mean (i.e., the 
sample mean - • expectation value as n -»• oo, provided only that the variance is finite). 
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1(0X0 - «) * - I(«X» ~ «). 
where the last step is exact in the limit we are considering, of a linear score function. This result holds 
because of the law of large numbers. Therefore in the asymptotic limit, if the law of large numbers 
applies, the score is a linear function of 9. Hence, in this limit, 0 is efficient, unbiased, and therefore 
consistent. Further, since 

30 
/ n ^ = S(x,0) sx 1(0X0 - 0), we can write 

ftL?a \J-(fi - if + en k, k a constant, and 

SH.8) a k exp(-(0 - 0)2 I(9)/2). 

That is, S? is a Gaussian whose peak is at 9 with variance 1/1(9). The latter occurs because the estima
tor is efficient. Notice that we are talking about the experimentally observed likelihood, where 9 is 
fixed by the data and 9 is a variable; in spite of its form, 5? is not a p.d.f. However, we estimate the 
true mean with 9, and likewise we will now estimate the true variance with 1/1(9). In the limit of a 
truly linear score, 1(9) = IĈ truc). but we often assume this is approximately true even if the score is not 
linear. More on this later. 

If & is Gaussian, t - eriSe is parabolic: 

Therefore, under suitable conditions, 9 is unbiased and of minimum variance, asymptotically. It 
should be obvious that one example of "unsuitable" conditions is the case in which the true maximum 
occurs at a boundary: 

In general, for the conditions to be suitable requires the following: 

— that 9 (. Ji which is finite dimensional and closed, and 9 is not on the boundary of fi. 

— that the p.d.f.'s defined by different values of 9 are distinct. 

— that the first three derivatives of t - tn& exist in the neighborhood of the solution. 
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— that the information is finite and positive definite. 

In case 8 is a vector, we replace 1/1(0) by I~'(fl) as the covariance matrix. 

This property of symptotic normality and efficiency is an important reason for the use of M.L. 

Change of Variables 

Another convenient property of M.L. estimators is as follows. If we change variables from 6 to a 
function of 9, then the M.L. estimate changes to that same function of 8. 

*/n\ tn\ » 92? 9Sf 89 
g(9) = g(9),oecause - - — - , 

art 5ra fi& 
assuming — exists, and therefore —- - 0 implies that —— = 0 at the same 8. There might be addi

ng 39 dg 
afl 

tional solutions if — - 0 at any points in the physical region. That will normally not happen if g is a 
3g 

one-to-one function of 8 unless points of inflection occur: 

9 

~e 
Therefore M.L. works like the method of substitution in going to a function of a parameter. 

This is another illustration that MX. estimators are often biased, since if 9 is unbiased for 9, g(9) 
may be biased for g(9). However, as n -»• oo, M.L. provides unbiased and efficient estimators for both g 
and 9 under the "suitable" conditions listed above. Sf approaches the normal shape differently, at a 
different rate, depending on whether g or 9 is the variable being estimated. 

For functions g of a multivariate 8, the transformed information matrix is 

^-(sr*^ 
8 and g do not need to have the same dimensions. 

More on Errors 

As mentioned above, if I actually depends upon 9txlx, an unknown, we can use 1(9) for purposes of 
estimating the error of an experimental statistic. 

It is possible to compute higher-order corrections to improve the estimate of the errors in 8 or g 
for finite n. 

To estimate the error on the M.L. estimate for finite n, we again use the square root of the vari
ance. Since 2= JJflfxijej, it is a joint p.d.f. for x loot 9), and we may be able to evaluate a covariance 

i 
matrix as 
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_ f(»i-»i)(8j-0j).2-dx-

" " / • * « 

(we must normalize since -2" is defined only to within a multiplicative constant). 

If 9 is efficient, and therefore -2* takes on the form of a Gaussian, this covariance matrix = I~'(0). 
Therefore, (I-1(fl))u gives the value of V... 

For a single ft 

I = E[S>]=-E[§] 

dimensional 9: 

' L Mi *i J Xnn J 

For multidimensional 9: 

|2 . . . fl2 The last equality is independent of 6 and follows from ffdx = . (1) = 0. If the estimator 

is efficient, then we have exactly 

_ E [~ a2 ftiS""] = _ a 2 iaS' 
as2 

aVn.g j 
99 L_j 

(the "expectation" operation has no effect, since the score is perfectly linear and therefore the slope of 
the score is independent of 8). 

To estimate this for a real sample, we replace the expectation value by the sample mean and 
evaluate at ft 

v ~ n f B9-, aa. 

The expectation form is useful for estimating the error ws expect from a measurement, e.g., prior to the 
experiment, as part of the design stu-iy for the experiment. This assumes, of course, that we can make 
an initial guess at 9 when the estimator is not efficient 

We have already derived the variance for our weighted mean ML. example, using first considera
tions. From the above, we can estimate the same quantity: 

we have r< =• , and — - 2 ~ j _ 2 i : 
21/uf 9n "of "if 

therefore 



103 

Therefore 

_ Erii!~L y_L = _!_ 
L «M2 J *«} V((l) ' 

which is the same answer we got before. It is independent of the data x; and therefore h it depends 
only upon the data errors a^ known in advance. That is, since the estimator £ is efficient, the "expecta
tion" operation had no effect. 

Geometrical Method of Estimating Errors 

In many problems, the solution to the M.L. problem has to be found numerically. In this event, 
we can find the errors from the above in the large sample case, where the estimator becomes efficient. 
In the small sample case, we can make a graphical analysis: 

First, go back to the case in which S? is Gaussian. Then 5? - .^(irsxje 2 , where 
Q = (fl - 9 ) 2 M CT2 = [I(9)]_1; e - e-aS - fnS'(max) - jQ. Then the point at which (9 - 9)2 = a2, 
i.e., one standard deviation, can be read off just as if se were truly a Gaussian p.d.£ for 0: 

A, - 1 st.d. (standard dev 'ion) 

A2 - 2 st.d. 

In this case, A2 - 2A,. 

In general, for t = (mK — a or S?= ^ e " ' (so a - -1Q), the 1, 2, and 3 st.d. confidence intervals 
may be obtained geometrically from: 
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\/Q a P(|9 — 9| < AJ comment 

1 \ 68.3% A! -V(9) if 9 unbiased 

2 2 95.4% 
3 41- 99.7% 

Now, if Sfifi) is not normal, imagine a one-to-one transformation g(9) to a new parameter g such that 
^"(g) is normal (such a g may not exist — see below). Now g(9) = g(9) as we have already shown. Let 
h be g" 1, i.e., 9 - hjg(9)]. Then P(Jg - g| < A^ = P(|fl - 9| < A,) if g - g(9), and A, is the transformed 
interval, both corresponding to the same a: 

A - g interval corresponding to ±[<'mai(§) — a]; A, - 9 interval corresponding to ±[(0^(8) — a]. 

Whethei as a function of g or of 9, we can estimate the errors if we drop down an amount "a" from the 
top. We use the same a, since this is not a change of variables — xs is still the variable — but just a 
change in parameters, i.e., 

.2T9|x) = -2tg(9)|x], for all 9. 

This is a non-trivial point. For fixed if, f(x) must be unchanged whether we write the p.d.f. as a 
function of 9 or of g. 9 only chooses the member of the p.d.f. family. g(9) must choose the same 
member. The likelihood certainly has a different shape graphed versus g than versus 9, but must have 
the same value at g(9) as at the corresponding parameter 9. The likelihood, a function of the parame
ters for fixed data X;, is a function of a point; it is not a p.d.f., which is a function of an interval. That 
is why we multiply by a Jacobean when we change variables for a p.d.f. No Jacobean is needed for a 
likelihood function. 
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Since S? has the same value at corresponding values of g and 9, we can construct the "errors" in the 
same way for either one. These may not be symmetric, as shown above. Notice that we can find the 
errors on 9 without actually finding g. 

A problem is that no such g may exist However, it does exist asymptotically. Therefore there 
probably exists some transformation to a parameter nearly normally distributed. Since we never need 
to actually perform the transformation, we adopt the hypothesis: 

A Y% confidence interval for 9 has limits at values of 9 where /nu, — t = a, where a and Y 
correspond as in the table above. This statement means: in a large number of similar experi
ments, the frequency that a Y% confidence interval constructed according to the above 
prescription contains the true value of 9 is a V%. 

In some cases, this hypothesis leads to disjoint intervals, infinite intervals, or other difficulties. 
Even in ordinary cases, the statement may be only roughly true. If the estimator is not efficient, the 
information may depend upon tf; since we must estimate it at 0, we may make an error in estimating 
the errors. In any case, this method (or any other method) of estimating errors from the likelihood 
function should be regarded as a heuristic principle — it is not well grounded in grand mathematical 
theorems. 

Multivariate Case 

If all variables are efficient, then the likelihood will be a multivariate normal. 

Example: 2 Dimensions 

tils' = ^n^max) - y Q 

To get the correct error on 0,, we must 
allow 0, to vary, and vice-versa. 
Otherwise we get only the reduced 
(conditional) error <rf or <rf. 

Q is the factor in the exponential for the bivariate normal p.d.f. In fact, Q is x2(2), as we have dis
cussed before. 

a P ( | Q « a) 

0.5 39.3% Q - l 2 

2.0 86.5% Q - 2 2 

4.5 98.9% Q - 3 2 

as we discussed in the bivariate normal case. In general, for n parameters 9, Q is x2(n), and we can 
look the corresponding probabilities up in a table of x 2 c.d.f.'s. 

a 
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If things are not this regular (the parameter estimators are not all efficient), it is common (there 
are several approaches possible) to adopt a hypothesis similar to that of the univariate case: 

constant ( - (mn — a; a - — . 

We must solve for these extrema numerically. This must be done for one variable at a time while 
allowing the other variables to move. Thus, we first guess at a value for 0 p i.e., 9\ + o-f1*5* = 0', so 
that i\ is a guess at the maximum value of 0, giving € - €tux — a; re-maximize ( with 02 and check if it 
is still true that ( - 1 — a; repeat using techniques of numerical analysis until ts\ is found. Then 
repeat for af, of, ajT. We must re-maximize with respect to the other variables at each stage, other
wise we will just find the conditional errors V(O||02), etc. Then we can define separate confidence inter
vals for 0, and 02. 

If this box doesn't describe the joint probability reasonably well, then we may want to give the full 
shape of the likelihood function, e.g., 

ft 

e, 

6> °i 
Sometimes there is more than one maximum with disjoint regions around each, defined by some set of 
contours. 

Some comments on M.L. estimation: 

If the sample is large, M.L. gives a unique, unbiased, minimum variance estimate, under cer
tain general conditions. However, "large" is not well defined, and for finite samples, the M.L. 
estimate may be '.either unique, unbiased, nor minimum variance. In this case, other estima
tors may be preferable. Alternatively, one may begin with the M.L. estimator and make vari
ous bias-reducing or variance-reducing corrections. 
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2) MX. estimates are often the easiest to compute, especially for complex problems. In many 
practical cases, MX. is the only tractable approach. 

3) MX. estimates are sufficient (Chapter 6), that is, they use all the information about 8 which is 
contained in the data. In particular, for small samples they can be very much superior to 
methods which rely upon binning data, since the binning loses information. Estimators based 
upon the populations of bins are for this reason not sufficient Likelihood estimators use every 
bit of data at face value. 

4) MX. estimates are not necessarily robust. They can sometimes perform very poorly in the 
presence of deviations from the assumptions. For example, if the true distribution for x ( is a 
"heavy-tailed Gaussian" and we have assumed a pure Gaussian form, MX. estimators may 
have a much larger true variance than some other estimator. 

5) MX. gives no way of testing the validity of the underlying theory, i.e., whether or not the p.d.f. 
we have assumed is the correct one. 

6) The justification for likelihood procedures lies only in the nature of the results, i.e., it usually 
works. Note that in constructing confidence intervals (errors), we treated the likelihood as if it 
were a p.d.f. for 8. But this can't be justified theoretically, because, by Bayes' Theorem, if f(x|0) 
is a p.d.f. for x given 0, and g(0|x) is a p.d.f. for 9 at a given x, then 

g(0jx) a f(x|0) P(0) a .5(0) P(0) (for one observation). 

To use 5? (8) as a p.d.f. g(0|x) requires assuming P(0) - 1. See the section on Bayes' Postulate 
(Chapter 2) for a discussion. Briefly, there is no mathematical justification for this assumption. 
If Sf(8) were a p.d.f, we would have been tempted to use its expectation value as an estimator 
for 8, rather than its maximum. 

7) To use MX., we must know the p.d.f. of our measurements about their true values. This will 
be seen to be not necessary for the Method of Least Squares; we will only need certain assump
tions regarding the p.d.f. 
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Chapter U. C—Iractit Eithaatari m — Metaoa of Least Spares 

Starting From Maximum Likelihood 

In the example of the previous chapter, the case of the sample of x;, N(xt; p, a), we constructed 

* = TL 
(*• - tf 

enSf - C - S[-/n(r, - •/* | , C a constant 

That is, each x ; is one measurement with known error <rj of a fixed but unknown quantity' ft, which we 
wish to estimate. An important assumption is that er does not depend upon p- Otherwise, we must 
estimate its true value; normally one evaluates it at M, which introduces non-linearities, a subject of 
later discussion. 

i 1 

The quantity -^ ^ is one useful way to measure the distance of x. from in, namely, in terms of a 

number of standard deviations. Then any points which are, e.g., k standard deviations away, are 
weighted equally. 

To maximize S, we must minimize the square of this, "£——r—. This quantity would be 

x2(n), assuming each point is independent, if n were known. If 11 is unknown, we set n = f. and esti
mate it from the data. Then there is one relationship among the terms of the x2, and therefore the 
quantity 

, _, [xi-AW] 2 . , , .. 
Z = 2 2— 1 S x 2 (n - 1). 

The method of Least Squares replaces the maximum of the likelihood function with the minimum of 
this quantity, the sum of the squared distances of the measurements from the final estimate. The 
minimum value of this x 2 occurs at 

S V<r,2 as we have seen earlier. 

In this case the method of Least Squares and the Principle of Maximum Likelihood find the same 
estimator. This would not be true, in general, if the distribution of the data about p is someuVng other 
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than Gaussian. We will show that, although we have arrived at the Method of Least Squares (L.S.) 
from the Principle of M.L., L.S. is much more solidly based than M.L. It is also, perhaps as a conse
quence, less widely applicable. 

The result of a M.L. or L.S. procedure is often called a "fit" to the data. 

It would also be possible to minimize 2! xi ~ H. o r some other measjre of distance, to find an 
estimator for 11. We will show that under certain general circumstances the least squares estimator has 
smallest variance. But if, for example, some of the data have problems such that the assumed values of 
ffj are too small (e.g., many data points are in the notorious long tails of the Gaussian), we may desire a 
more robust estimator. We will not discuss this here, but it can be shcvn that 2jxj — H is minimized 
by setting £ equal to the median. The median throws away some of the information in the distribution 
but it is very insensitive to long tails on Gaussians. 

We can now substitute £ into the above for Z and calculate the x 2 we gel If we repeat the experi
ment a large number of times, the distribution of Z is expected to look like a x 2 (n - 1), provided the 
theory is correct, i.e., that the Xj's are normal with true mean equal to n, and each has true variance a}. 
We can make a test of this theory by comparing the value of the x 2 we get with the x 2 c.d.f. for n — 1 
degrees of freedom. If the value of Z is low enough, this doesn't prove the model, but doesn't rule it 
out. If the value of Z is larger than some pre-determined, or mutually agreed-upon, value, we say that 
the data are inconsistent with the model. This value could be "t" such that P(Z > t) is < 1%, or 
< -frr%, or perhaps we don't want to reject the theory unless still lower values are reached. If the 
theory being tested says "the neutrino has no mass", we want to be very sure before we reject. If the 
theory says "this track is well described by this curve fitted to these measurements", we can afford to 
reject at 1% or maybe even 5%, because we know tracks do have kinks sometimes, or that there are 
sometimes bad measurements. 

If we reject the fit, it just means we don't believe the theory describes the present data. This could 
be just due to some bad data, e.g., outliers at great distance due to some background process — or it 
could be due to a fundamental error in the theory. 

Thus, unlike the general M.L. problem, in this example we have a way of testing for goodness of 
fit. 

If we accept that the data are consistent with the model, we now want to estimate the error in £. 

Clearly, we want the error to decrease with increasing n, the number of measurements. We also 
want the error to increase as the at are increasing, in some way. Do we want the error to increase if the 
points are farther away, i.e., as the x 2 increases? 

We can estimate the error using propagation of errors (Chapter 9). We are in this example free of 
the flaws of that technique, because we are starting from a normal variable, x{, and making a transfor
mation linear in x̂  to £: 

2 v ^ " 0 - 1 V(«' 1 

12& sA 
as we saw before. This is independent of the value of x 2, which depends upon the particular measure
ments x.. That is, the same set of cr's, known before the fit is done, will result in the same V(£) 
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regardless of where the data points lie or what the final £ is or the final x 2 is. V(£) is also independent 
of 11 for the same reason. We will see later that if we had to estimate o 2 as well as £, then the errors 
would depend on the value of the x2- In the meantime, we can qualitatively understand the fact that 
the error should not depend upon the x 2 as follows. Assume the following four measurements, which 
happen to find A - the true value of it: 

3̂ = 
^ ( ^ t r u e ) 

The above, which predicts the correct /iaue> has the same errors as this case: 

(Through an accidental fluctuation, the 
points cluster better about some value 
than they did above, but we don't know that 
it's the true value.) 

"true 

which predicts p~ The second case has the same real probability of occurrence as the first case (b' and c' 
are reflected about n<mc and have exactly the same true error as b and c), but has lower x 2 (about £, 
remembei); we don't know the true value of pt any better in the second case than in the first case. 

But we note that the variance of £ depends upon the shape of the x2: 

— = - S 2 ( X ' i ^ = 0 ^ choice of £. su it 

%? - + 22-J - 2 / v <« • dir of 

All higher derivatives - 0, a consequence of the efficiency of the estimator. Thus the x 2 is a perfect 
parabola: 
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x2**) - Z M - ZGi) + £ ^-^~ 
1 V(£) 

Corresponding to what we did for the likelihood case, for this way of looking at the same problem 
we can construct the errors in £ by drawing lines of constant y 2 . For a given value of /i, 

2 _ V ( A ) _ £ - * ) 2 _ 
ZOx) - Z(A) 

In particular, if we can find values of p. such that Z(ii) = Z(£) + 1, then (£ — n)1 = of and 
(A - f) = ±ff;. 

Therefore ± 1 standard deviation is observed at the points where the horizontal line Z(p) -
Z(i) + 1 intersects the x 2 parabola. ±2a occurs at Z(n) — Z(£) = 4, etc. 

experiment 
B The estimator for ^ is more tightly 

determined, because the x 2 

gets worse much more rapidly as we go 
away from £B-

We will now look at more general cases, and also see what we can learn if the measurements are 
not Gaussian but still unbiased. 

The Two-Variable Case: the Linear Model 

In the preceding example, we made a number of measurements of a fixed quantity. Now let us 
suppose we make a number of measurements of a quantity y which varies with some characteristic x of 
the measurement. We will assume for now that x (position, time of day, amount of a chemical, price of 
an item, etc.) is chosen by the experimenter and is known without error. At each x ; we find a measured 
y ; which has known expected error ar The variable x is called the independent variable or predictor 
variable, and y is called the dependent variable or response variable. We will assume tr is a constant 
which does not depend upon y at any given x. 

One of the reasons for doing a fit to a curve is to enable us to predict the most likely value of 
Juture measurements at a specified x. For example, we wish to calibrate an instrument, such as a ther
mometer. Then the predictor variable x would be the value the instrument reads. The response vari
able y would be the actual value (here, the actual temperature). We do a curve fit in order to average 
out the fluctuations of individual data points as much as possible. This only works, of course, if the 
model used for the curve is at least approximately correct. A more general example of this type of 
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problem is any case in which the yf's themselves, rather than the 0's (the parameters of the curve), are 
the parameters of interest In this case, we improve our understanding of the y ; by using y{ in place of 
y(> provided we believe our model is correct 

We will assume that we have a model for y versus x in terms of certain parameters 9 which are 
coefficients of known functions of x, i.e., of the following form: 

y - 0,h,(x) + 81h2(x) + ••• +fljMx). 

This is the curve to which we fit There are "k" parameters to be estimated. The important features of 
this model are that the bj's are any known (frequently, one of them is a constant), distinguishable, func
tions of x, single-valued over the allowed range of x, and that y is linear in the 9{'s. Our task is to esti
mate the ffj's. Therefore, this is called a linear model, even though y is not necessarily linear in x. In 
some cases, the linear model is just an approximation arrived at by retaining only the first few terms of 
a Taylor series. None of the h/s may be expressible as a linear combination of any set of the others; 
otherwise, the corresponding 0, will be indeterminate. 

We wish to determine the values fl( such that the model provides the best "fit" to the measure
ments. We assume that any deviations of yi from this curve must be due to random measurement 
error or some other unbiased effects beyond our control, but whose distribution is known from previ
ous study of the measuring process to have variance uf. It need not be Gaussian. We will take as our 
measure of the distance of y; from the hypothesized curve the squared distance in units of ajt as above. 

The general term for this fitting procedure is Regression Analysis. This term is of historical origin 
and is used even though nothing is thought to "regress". 

•true curve 

p.d.f. ofyjatXj 

We assume that our actual measurements are described by 

ys = Sfljhjfc) + a , 
i - l 

where the unknown error ej has the properties: Efa) = 0, Vfa) = a} is known (and sometimes t{ is 
Gaussian). We will state when we need the Gaussian assumption. We don't need that assumption for 
most of what we will do; only after the fit when we test goodness of fit. Note: If at each x i ; the y. are 
not normal, we may be able to transform to a set of variables which is, for when we need the Gaussian 
model. We are implicitly assuming that each y; is an independent measurement; if the errors on the y. 
are correlated we will need a non-diagcaal m X n error matrix, as will be discussed. The x( may be 
chosen any way we wish, including on top of one another. We shall see, however, that we will need at 
least k distinct X;'s to determine k parameters 8 r We will continue to denote by "n" the number of 
measurements (Xj, ys). 
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The deviations from the true curve are e(; therefore our x 2 is 

X2 = S'i 2 /"! 2 

i-1 

= S " J [K - S9jhj("i)]2 

i "f j - i 

(This is not a true x 2. i-e., it does not come from 
a x 2 p.d.f., unless the e are normal [see Chapter 
3]. In some references this is called "SS" for 
"Sum of Squared deviations.") 

We don't know the actual value of this, since we don't know the actual values of the elements 
of 9. The L.S. method tells us to estimate S by that 0 which minimizes x2- Hence, writing 

ae. 2 2 - j [Vi - 2W*i)][- M*)] 

_ Q for all t = 1 k provides the solution for 
the k components of 8 at minimum x2-
Therefore 

2 -^TrSW"*) - 2 4wxi) • 
i ffi j i " i 

These are called the normal equations for 0j. Their solution is the L.S. solution to the problem. It's a 
bit easier in matrix notation, because these are a set of k linear equations in k unknowns: 

Write y = 

(nXl) (kX!) (nXl) — dimensionality 

It is customary in L.S. analysis to define vectors as being column vectors. The matrix we need is: 

h|(xi) h2(x!).... hk(xi) 

hi(x„) h2(x„).... hk(x„) 

'2»jhj("i )" 

H • (nXk) 

Then H 8 = 

and our model is 

2 9 jhj ("n) 
j 

(n X 1) , 



114 

7 - H 9 + ? . 

Since E(e) - 0, we obtain E(y) — H «, assuming the model is correct. This is just the statement that 
the expectation value of each measurement lies exactly on the theoretical curve. 

The errors 0} may be incorporated into a variance matrix: 

(n X n) symmetric. If we approximate this by V 
- Iff2 (i.e., fixed o2 for all measurements), we still 
get an unbiased estimator, but not minimum 
variance (unless all tne a2 are really equal, of 
course). 

Note that H?is fixed (once the data have been taken), therefore V(y) = V(e), which is V. We are talk
ing about the variance in y due to measurement error about the true curve. Note that we can drop the 
assumption of independence of the measurements here, if we want, by using non-zero off-diagonal V '̂s. 
Now our x 2 (or "SS") is 

X2 -f V- 'T ( IX 1) 

= ( y - H ? ) T V - ' ( y - H ? ) . 

Therefore 

-~- = - 2H TV-' (y - H9) = 0 implies 
do 

(kxi) 

(kxk) 

H T V" 1 y = H T V" 1 H 0 , (kXl) 
<kXn> (nxn) (nXl) (kxn) (nXn) (nXk) (kxi) 

the normal equations, which may be formally solved by inverting the square matrix H T V - 1 H. This 
matrix is symmetric, since V is symmetric: 

9 = ( H T V - ' H ) - | H T V - | y . 

Note: 9 is a (kX 1) vector, even though wo don't have room for the "-»•" above it. 

It is useful to note at this point that the actual sizes of the errors don't need to be known to find 9; 
only their relative sizes. Thus, if we write V = c^Vf, where a2 provides the dimension and scale and W 
just provides dimensionless relative weights, we can see that 

fl = (H T W _ 1 H)- 1 H T W 1 y , 

with no mention of a2. We will, of course, need to know the scale a1 to estimate the errors on 9. 

Note: 

E(fl) = E[(HTV-'H)- ,HTV" 15] = (H TV-'H) _ lH TV- ,E(y) = (H TV- 1H) _ ,(H TV~ 1H)» = fl. 

Therefore 9 is unbiased for 9, always assuming the model is correct. 

Procedures exist for solving the normal equations without the intermediate step of taking the 
inverse. 

V = 
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In some cases, it is more convenient to solve these equations by numerical approximation 
methods rather than the exact formulation above. Very clever programs exist as pre-packaged routines 
for finding the minimum of a x 2 (or any other) function. One usually codes a subroutine which calcu
lates x 2 for a given set of trial values of the parameters. The program needs i set of starting values sup
plied by the experimenter. It evaluates the x 2 at numerous points in 9 space, determines the most likely 
direction in this space to find the minimum, and proceeds to search until the minimum is found. If 
analytical derivatives are available, more rapid convergence can usually be attained. For simple cases 
like the linear problem we have considered here, such a numerical approximation method is not very 
wasteful of computer time, and its simplicity decreases the probability of an experimenter's error and 
usually saves him or her time as well. If the problem is not linear, as in cases we shall discuss, numeri
cal approximation technique-, with or without explicit calculation of derivatives by the experimenter, 
are often the method of choice. 

If there exists a linear relationship among some of the lv's, then the columns of H are not all 
independent, and since V is symmetric, H T V~'H will be singular. The best step then is to eliminate 
some of the h's and their associated 9's until a solution can be found. Also, there must be at least k dis
tinct x's, or the same term will be singular. 

Note that if n - k, and there are only as many (distinct) x's as there are parameters to be 
estimated, then 

( H T V - ' H ) - ' = H - ' V ( H T r ' (k = n) , 

and 9 = H~'y independent of the errors, since the curve will then try to go through all the points [if the 
above conditions are satisfied to provide non-singular (H T V _ 1 H)] . However, it may not be able to go 
through all the points; for example, if there is no constant term in the h's. 

What is the error of our estimator? We want the co variance matrix: 
(kXIc) (kXn) (nXnl (nxk) 

V(9) = [ (H T V-'H)- ' H T V-' ] V(y) [ ( H ^ - ' H ) " 1 H T V - ' ] T . 

This can be demonstrated by working out a simple example. Alternatively, it follows from propagation 
of errors (Chapter 9), since we are converting from y to 6, and 

ay, 

_£9i_ 

Di = D(9i) = £ = ((rfV-'ID-WV-'li 

and V(9) = DTV(y)D, hence the above form. 

Proceeding, we note that V(y) = V. Also V - 1 is square symmetric; therefore ( V _ 1 ) T = V - 1 . 

Similarly [(HTV-'H)-'] 7 - (HTy-'H)- ' . Therefore 

V(0) = (HTV-'ID-'H^-'W-'HOHTV- 'H) - ' 
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- ( iFV- 'Hr 'HT'V- 'Ht t f 'V- 'Hr 1 . Therefore 
i 

V(9) - (H T V-'H)- ' . 

Derivative Formulation 

We note that 

r = ( y - H 9 ) T V - ' ( y - - H 9 ) , 

00 

3B2 

= - 2 H T V - ' ( y - H f l ) ,and 
»-« 

= + 2 H T V-'H = 2 V - ' (9) (a constant) 
s-e 

a very useful way to calculate this same matrix. We established the same result for the earlier simple 
By2 

case of repeated measurements of a fixed quantity. In these relations, note that - £ - is a (kX)) vector 
OP 

whose i"1 element is -£- and —\- is a (kXk) matrix whose ij"1 element is * . 
dd[ 36 oPjOPj 

We can, in fact, re-write the solution 8 completely in terms of derivatives of the x2 without the 
necessity of constructing H, V, or the associated matrix products. Begin with 

0 = (H T V-'H)- ' HTV"'y . 

Now evaluate the x 2 and its derivatives as above, except at some convenient point 0o, since we don't 
yet have 0. This point is usually chosen as close to the location of the final solution as possible (i.e., we 
try to make a reasonable first guess), in case the linearity of the problem is only an approximation valid 
over a small range. Then 

§ = 2 ( ^ ) " H T V " ' f 

= ^~fi~ I ^k ' **° ~ "ffl" ( a" d e r i v a t i v e s e v a l u a t e < l at W 

-s - [i£.Y a-^ 
" "o [ ae J ~a» • 

By2 

This formula expresses the Newton-Raphson method for finding the solution of the equation - ^ - = 0. 
Bo 

j2 2 
The solution is exact in the linear problem because the form of the x is exactly a parabola, i.e., —y- is 
a constant. As we shall see, in a non-linear problem in which 0<j, the starting value, is sufficiently close 
to the final solution, the solution may be found by repeating the procedure substituting 0 as the value of 
J0 for the next iteration. One terminates the iterations when some suitable convergence criterion is 
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satisfied, perhaps involving the size of the change in S from the last iteration, or the size of the deriva
tive, which is 0.0 at solution. 

The derivative formulation for the L.S. solution is frequently the most convenient technique in 
practical problems. We note that, by the linearity assumption, 

and 

h 2¥ «i U J U J ' 
32«k Set 

s m c e 7T^" vanishes. Also, — = -hi(xk). Thus the derivatives are easy to compute. 

Finally, the value of the x2 at the solution, useful for testing our belief in the model as we shall 
see, is 

x2(h = x\e0) + ^ •(§-9o) + j ( 9 - 9 o ) T J ^ (8 - 80) • 

One must be careful to observe the dot and matrix products, as indicated. 

Just as in the first example of this chapter, we can show, by expanding x 2 in this same way but 
about the solution 0, that the set of values 6 such that 

x2(B) = xli„ + 1 \xln = x2W) 
defines one standard deviation errors in the same way that the geometrical method found the same 
errors in maximum likelihood analysis (Chapter 10). More on this later. 

So far, we have not used the Gaussian nature of ^. All the results so far therefore apply for any e, 
satisfying the simple conditions E(e() - 0; V(e) - n} known. 

Gauss-Markov Theorem 

We state without proof the Gauss-Markov Theorem, which provides L.S. analysis with the firm 
mathematical foundation lacking in M.L. analysis. If E(t) - 0 and V(Cj) is finite and fixed (V doesn't 
have to be diagonal), then the least squares estimate 6 is unbiased and has uniformly minimum vari
ance among all linear unbiased estimates, regardless of the p.d.f. for the <{. To estimate the errors 
correctly V(«) must be known. 

Notes: 

a) It may be possible to do better than this by using non-linear unbiased estimators. 

b) Least Squares does not in general give the same result as M.L. (unless the e. are Gaussian) even 
for linear models. In this case, linear least squares fits are often to be preferred to linear MX. 
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fits where applicable and convenient An exception may occur in small sample cases where the 
data must be binned in order to do least squares analysis, causing a loss of information, and in 
certain other cases. 

Let us work a simple example which will lead us into the study of errors and residuals. We will 
use this example throughout, but state more general results also, as we go along. 

A Straight-Line Fit 

Model: y = a + bx; 6 = (|); H < 

1 x, 

(nX2) 

yj = a + bx; + q 

Vfrj) = Vfe) = 
6 • 

0 

x 2 = 2<iTv«i 

(i.e., uncorrelated measurements) 

Note: This is not a true x 2 unless the t are Gaus
sian. 

= S - V = S ( y i - a - i , x i ) 2 / a i 2 

&- = 0 and therefore a = —V~ 2 Y i , *' 3a „ J _ "l af ) 

ab = 0 and therefore b = 1 

4 
_ Xjyi - axj 
I " a? 

Note: If a} = a2 for all i, neither of these terms depends on a2. In general, as we have seen, we could 
write V = ô W and eliminate the scale a2 entirely. 

Solving, we find 

14\ l*J - [*J 
Remember: <7; is an error in y, not in x, which has negligible error. 

We could now substitute back for a, but let's simplify for didactic purposes: 
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let <Tg — <r for all i. Therefore V(y) - o2!. 

2(*i - x) to - y) 
Therefore b — — —- (exercise for the reader) 

S(XJ - xf 

a = S(yi - bxi) • 

= y — bx . The overbar refers to the mean. 

Notice that we have to have at least two of the Xj's different or the denominators collapse to 0. This is 
one of the conditions we discussed earlier for a non-singular (HT V - 1 H) [i.e., there must exist at least 
two distinct Xj, since we are estimating two parameters; $ — (a,b)]. 

A more general comment: when the h's are polynomials, the round-off error in the computations 
often become? serious if the degree of the polynomials becomes larger than, say, 6 or 7. One approach 
to help is to re-write the problem in terms of orthogonal polynomials so that the matrix (HT V - 1 H) 
becomes diagonal (if V is diagonal), and therefore the matrix inversion is trivial. Most of the round-off 
error comes from the various matrix operations, including, principally, the inversion. Similar con
siderations apply elsewhere — whatever functions we are using, things are numerically more tractable if 
we can diagonalize H T V"1 H by choosing orthogonal functions. The same is true for the non-linear 
case. 

Errors 

V(fl) = (HT V"1 HT 1 = (HT H)- 1 a2 

f ' - ' l 
Xi ... X„j 

- S x i n 

, , - 1 
1 x, 
• » 

-
n S x i • » 

• • 

1 x„ 

= <Jt 

.Sx, Sx?. 

njx? - (SxO2 n2(Xi - x)2 

2x? - 2 x i 

- 2 x i n 

Therefore 

V(S) = T 22X? 

n2(x, - x)2 
;V(b)< 

2(Xi~x) 2 
; Cov(a,b) <r*x 

2(Xi - x)2 

It is possible to design our experiment in advance such that the points are chosen to minimize these 
error terms. Here, we clearly want to maximize the denominator, which is done by taking data only at 
the two extrema of the possible range of x. This is fine, but it reduces our ability to test "goodness of 
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fit" to nil, as we shall tee. 

If the Vj's are Gaussian, then t is also, since a linear transformation of a multivariate normal is 
also a multivariate normal. 

If we plug a and b back into the equation, we get y„ — a + bxo — y + b(Xo — x) as the predicted 
value of y at some point x 0 [note that this line passes through (x, y)] and V(y0) — V(a) + x|V(b) + 
2x„Cov(a,6) - V(y) + (x„ - x)2V(b) + 2(x„ - x) Covfjr.b). If V(y) - ^1 then Cov(y,b) - 0. |In the 
general linear case, y - HJ is the predicted response and V(y) - HoV(8)Hj - H o O F V - ' H T ' H j 
(V — V(y), variance of the individual parts) by reversing the same propagation of errors analysis as 
before]. V(y„) is the variation expected for the predicted response, which may be much less than that of 
any measurement we could have made. Thus, if we believe our linear model, then we get a smaller 
error for y 0 at a given value of x, say x 0 , if we measure a lot of responses at x;'s varying around — on 
both sides of— x 0 and use y 0 as predicted by the line, rather than if we take one measurement of y 0 

right at x c and use that. This does depend upon the linear model being correct Just how much the 
error is reduced depends upon 2("i — x) 2 in the denominator. The more spread out the measurements 
are, the more leverage we get and the more well-determined a and b will be. 

Rewriting, assuming V(y) = IT2!, 

V(y„) • 
<S : ( X p - x ) V 

n 2(*i - * ) 2 
(exercise for the reader). 

Therefore, the closer x 0 is to % the smaller the error in y 0 will be. If we are right at x", there is no con
tribution to V(y0) from the uncertainty in the slope; all the uncertainty comes just from the uncertainty 
in a, which equals the uncertainty in the average y at that point. 

If the Vj are normally distributed, then so are the 0, in the general case, and the quantity referred 
to earlier is a true x2- We can draw contours of constant x 2 for a and b 

^ z - v 2 * 4 (86%) 

:::H 
These are ellipses, negatively 
correlated. They are contours of a 
bivariate normal (Chapter 3). 

."X 2=* 2 +9(99%) mm 

d = V(a) = (ITV-'H),-! 1 ; d = V(b) = (H T V-'H) 2 ! ' 

It is sometimes of interest to know the distance from the best estimate to the "one-standard-deviation" 
ellipse, x 2 = Xmin + 1 > parallel to one of the axes: 

(JS.)2 = V(a|b = b) = • £ 1 
( H T V - ' H ) n 

; ( H T v - ' H ) u ' 
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(«b)2 - V(b|a - a) • rix 
1 

(HTV-'H)22 
< ( H T y - ' H ^ 1 

Note: The notation (HTV~'H)sl refers to the ii' h element of ( H ^ - ' H ) - 1 . Note that the correlation 
between a and b is negative as in the above figure only if x" > 0, otherwise it is positive. Physically we 
can draw the following picture to understand this correlation: 

If we want to increase a to a", a straight 
line with the same slope b quickly becomes a 
bad fit But we can achieve a much better fit 
by decreasing 6 to 6' as shown, so the line 
still passes by the bulk of the points. 

If we conven these errors into errors in y, we get a picture like this 

hyperbola: y - y {i (x-x)VV / 2 

S(Xi - X)2 J ' 

which corresponds to sliding a up and down by 
5a or twisting the slope b thru ± i b , 
or a combination of these motions on some other 
part of the xmin + 1 ellipse. 

The first term in the equation for the hyperbola corresponds to varying a only, leaving b fixed. 
Since this just changes the "y" of the line at each x ( by an equal amount, the error in this direction is 
<r/ Vn, the error in y of the data points. The second term corresponds to pivoting the line about the 
point (x,y), which requires a simultaneous change in a and b. At a given x, one standard deviation due 

(x — x)g to such pivoting corresponds to ± — 4 = = = £ = . The errors of these two modes of motion add in 

quadrature. 

This error envelope, represented by the bounding hyperbolas, is larger at the ends than at th* mid
dle because the curve is more uncertain there, due to the error in the slope. The u-ue line is 39% likely 
to fall within these bounds. The hyperbola corresponding to a different error ellipse in (a,b) space, e.g., 
the ellipse x 2 = Xmin + k2, are found by multiplying the term in curly brackets at the above figure by k. 
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Residuals and Goodness of Fit 

Let us define the residual as n - yj — yj. This is an analogue ofthe true error <r Since ^ is not 
accessible to us, we study r. If our model is correct, the distribution ofthe residuals should follow a 
certain form. Therefore, we look at the residuals in order to test the model. AplotofresidualscanteU 
us if something is wrong with the fit or the data. In particular, a region of anomalously large residuals 
suggests that the model is not valid in that region of x. For example, if the errors e; are normal, then 
the residuals r; should follow a normal distribution, each with its own x-dependent variance, derived 
from the above error hyperbolas. From the normal equations, 

S n - S(Yi - K) - S[K " H(*i)«] - 0 . 

if there is a constant term in the model for y as a function of x and if the a} are all identical, sini~, 
writing things out, 

y = 2¥*)9, and - ^ = - 2 2 -i-I* - 2"»jta)»jW*i) • 
j **k i or 

Now let h,(Xj) - 1 (as in our straight-line example here) and find the x 2 minimum: 

Therefore, if a} = a2 for all i, 2 r i = 0- Otherwise, 2 — V = " f ° r diagonal V. It is more complicated 

for general V. 

In matrix notation, we write 

F = y - y = y - H 0 = y - H ( H T V - 1 H ) - ' H T V - 1 y 

= (I - R)y; R = H^V-'Hr'H^-1 , 

and therefore 

7 - E(r) = (I - R ) ( y - H ? ) = (I - R)T. 

This follows from E((I - R)y] = (I - R)E(y) and E(y) = H? if the model is correct Of course, 
RHfl = H0 and E(r) = 0 (whether or not there is a constant term); the above expression enables us to 
casts what follows in terms o f t Now, 

V(r) = E{[r - E0f)flr - E(r)]} = (I - R) T E(e

T<) (I - R) , 

since the variance matrix of any vector A is E{[A - E(A)|T [A - E(A)j}. If A - E(A) = Bt, B a fixed, 
known, matrix, V(A) = BTE(«Te)B. 

Note that: 

a - R) T = I T - R T =1 - R T - I T - (H(H T V-'H)- ' H T V " f . 

If V © = lo2, R T = R = H(H T H)- ' H T and 
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V(f) - V(y) - COV(y,y) - COV(y,y) + V(y) 

= (I - R) l<? (I - R) = (I - R) (I - R) a2 

= (I - R - R + RR)^ = (I - R ) ^ - V(y) - V(y) in this example]. 

The last line follows since R is indempotent, i.e., RR = R: 

RR = H(H T HT' H T H(H T H) _ 1 H T = H(H T HT' H T = R, for d;agonal V. 

[In this example, it follows from Vfo) = V(yj) — V(yj) and the middle equation in the above set that 
COVfeyi) = V(y)]. 

We note that V(r) has off-diagonal elements even though V© has none, i.e., there are correlations 
among the residuals. This is because a given point will tend to pull the curve towards it, thus affecting 
the other residuals. In the study of residuals, these correlations can usually be neglected, unless the 
number of points is not much more than the number of parameters being estimated. 

We can take the error in one residual, r^ as being \ / 0 — RuV2- When we speak of plotting the 
residuals, one should divide by this to arrive at standard normal variables. Many programs use just a. 
In fact, this is probably okay most of the time, unless k as n. 

If V(c) is not - a1! (i.e., the errors are not all expected to be identical, and/or there are correla
tions), then we must weight the residuals by a term expressing the error in the ({. We can always find a 
matrix P which looks like Vv in the sense PP = V. This follows from the symmetric, positive definite 
nature of V [Basilevsky (1983)). P will be symmetric, like V, i.e., P T = P. If 

V = 
0 

0 
, i.e., diagonal, P = 

0 

which expresses the error of each tr Then we should study 7 •= P _ 1 r , [i.e., r,' = (P~'r)j, at a given x], 
divided by its error. For diagonal P, r,' = ri/o-;. The variance of f does not depend upon a, and 
fiV V v ( r i ' ) will look very similar to r,/ V v(n)- Let us write: 

? = P-'[I - H(H TV-'H)-' HTV-']y 

s P"'[I - R]y; where, as above, R = H(H TV-'H)-' H T V " 1 . Then 

7- E(P) = p - ' | I - R ] | y " - H 5 ] 

= P-'[I-RJT. 
Therefore 

V(P) = P - ' [I - Rf E(*T0 [I - R] P" 1 

" P - ' l I - R f V j I - R l P - 1 

= P - ' [ I - R]TPPjI - R]P-' . 
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If V is diagonal, R - H(H T V-'H)- ' H T V" 1 - H(HTH)-> H T , and 

V(f) - [I - Rf [I - R] (not a function of a or of V, since r'j - n/o-,) 

- (I - R] since, as before for this case R T - R and RR - R. 

Thus we should study, for diagonal V (independent measurements), 

Ti/tri V - Rii' 
Vv(yO - v(y;) 

to look for goodness of fit i.e., to see if there are any areas of significant deviation of the model from 
the data. It can be shown that if the «j are normal: Nfa ; 0, y/Vj$, then the ( P _ I e)j are also normal: 
N[(P _ 1 e)i; 0. l\ (recall that the ff's are included in the P term). Then the ?j are normal (multivariate) 
with variance given above. 

Outliers 

One of the things a study of residuals can do is detect the presence of outliers. 

© 

', (straight 
down) 

We should examine the circled point for possible rejection as bad data. The only really safe cause for 
rejection is if we can detect some malfunction in the apparatus when the point was taken. Otherwise, 
the outlier may just arise from the long tails we have talked about. Such a point can be deadly, because 
in L.S. analysis the important quantity is the distance squared. 

The Gauss-Markov Theorem tells us that a L.S. fit is optimal even in the presence of outliers aris
ing from the famous long tails appended to a Gaussian characteristic of many measuring processes, pro
vided these long tails satisfy the assumptions of being unbiased. The problem arises because outliers 
are often badly biased. 

The study of outlier rejection is not very mature. Frequently we reject if (a) the point is very 
unlikely according to our model of the distribution of the measurements, and (b) if there is a large gap 
in the distribution of residuals between the location of the one point and the rest of the data. Point (b) 
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runs into trouble if there exists more than one outlier. 

Goodness of Fit 

Once we have studied our data for the presence of outliers, and have decided what to do about 
any we find, we have done much of what we can do from a statistical point of view to ensure we are fit
ting to reasonable data. We now wish to study goodness of fit to see if the model is a reasonable 
description of the data. 

If we reject outliers, our fit procedure corresponds to fitting to a truncated t ; distribution. If there 
is no large gap, we have some difficulties identifying outliers because we need to know the parameters 
of the fit, to give us the distribution of the residuals, before we can truncate. One approach to this 
problem is to make a first guess, truncate, fit, then re-examine the residuals and do a new truncation 
and a re-fit, etc. hoping the procedure converges. Because of the Gauss-Markov Theorem, L.S. works 
even with a truncated normal, so this is okay. One must adjust the variance, since V of the un-
truncated normal no longer represents the true variance of y. The true variance of y will have smaller 
diagonal elements than in V. This does not mean that V(0) is reduced, because the loss of information 
from discarding some points (which means we have to be prepared to reject some perfectly valid points 
hidden among our outliers) will more than compensate for the reduction of V. The derivative formula
tion will give the correct errors. 

In a computer program, one approach frequently taken is to (a) examine the overall x 2 , (b) if the 
x 2 is improbably large, reject the point with largest rj2, (c) re-fit with the point gone and test the rejected 
point again. The test statistic to see if the point should have been rejected can be taken to be the new 
residual squared for the point, i.e., distance squared from the new line. Compare this with x 2 ( l ) and 
see if it was unlikely. This works okay if n » k. If we test just on rj2 from the overall fit to all the 
points, any outliers will affect the fit in their favor, because they are so important; therefore we might 
never reject a point. In any case, the overall x 2 has contributions from every data point, and an unusu
ally large contribution from one particular point may not be noticed if we don't look at the residuals; 
we might conclude that we should accept the fit even though one bad data point has affected the fitted 
parameters appreciably. 

The danger with rejection of outliers is that we may be throwing away a real effect, e.g., a reso
nance. Important discoveries have come from careful study of outliers. 

If our model for the measurements is that they should be normal, then we can look at the overall 
oo 

x 2 . Or, perhaps better if we are doing a lot of fits, to plot P(x2) — f x 2(n - k)dx2 for all the fits. 
x'obi 

This should be uniform. Often there is a peak at low P(x2) because the measurements are "heavy-
tailed" normals rather than true normals. When this occurs, we should bear in mind that the least-
squares fit will still be unbiased provided only that all the measurements, including especially those in 
the heavy tails, are unbiased. The point at which we should become suspicious of that situation will 
depend on the experiment. The point at which we should reject a fit, biased or not, will also depend on 
the experiment, including our considerations such things as the distribution of P(x2) which we find and 
the possible presence of competing fits with much higher P(x2). 

There are other approaches to estimation designed to alleviate this sort of problem. "Robust" 
statistics are insensitive to heavy tails. Although not usually as precise if there are no heavy tails, 
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robust estimators can be much better than those we are discussing if, say, the normal distribution we 
assume for the measurement errors is "contaminated" at the 10% level by a much broader normal. 
Rey (1983) is a good reference for a discussion of this. 

By plotting the residuals, or, better, the residuals divided by their error, we can also look for pat
terns, e.g., 

/ envelope o f 
^g^" residuals 

error 
increases with x 

need 
higher 
order 
terms 

'- - ^ () higher ^ h h e r 4 j , 
S order o r d ( ? r t e r m s 

or 
a discontinuity 

These types of pattern suggest a failure of the model to describe the data. (Remember, we can never 
prove a model to be correct; we can only prove that a competing model is highly unlikely to be correct). 

The more residuals, the more powerful our test of the model. 

Note: To optimize our test of the model against arbitrary alternatives, we need points, and therefore 
residuals, more or less evenly distributed along the curve (obviously, if we are suspicious of a particular 
region of x, we obtain a better test if we concentrate points in that region). However, to optimize our 
measurement precision (i.e., to minimize the variance of 8) we want to cluster all our measurements at 
the extreme two points for two-dimensional 8, at the properly-chosen three points for three-dimensional 
8, etc. This provides us with little or no power to evaluate the model. Clustering points at a particular 
y does, however, allow us to test the measurement process independent of the model, since we can 
compare the distribution of y( with expectations. That is, at a fixed Xj, the distribution of y. cannot 
depend upon the model assumptions; it can only depend upon the measuring process, which we believe 
we understand. This sometimes reveals an unsuspected dependence on some variable neglected in the 
model, e.g., temperature of the sample, or whatever. 

Unknown a2 

If tr2 is unknown, then we must estimate it from the data. If there are n data points, and we were 
estimating k parameters, then an unbiased guess for the value of <r2, assumed to be the same for all i, is 
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s - ? ^ 2 2 * 
? (n - k) n - k ' 

the last equality holds ifT — 0. Then we plot r£/[(l — R,.) S 2 ] 1 ' 2 when we study residuals. 

Then, as well, our variances acquire a dependence on the x 2 - (n — k)S2: 

S 2 

V(b)< 

V(a)< 
S 2 S x ? 

n S f r i - x) 2 
, for a straight—line fit. 

This doesn't change the L.S. estimates of a and b, since V(e) could be expressed as a weight matrix X 
a2, and a 2 divides out in 6. 

Up to now, we have not discussed the relationship of the variance to a probability for the true 9 to 
lie in a certain interval, except for the Gaussian. In that case, the true value lies within 1.0 u, where 
<r = Vv, 68% of the time, within 2.0 a 95% of the time, etc (Chapter 3). Now we have a more complex 
case, and it is appropriate to discuss confidence intervals. 

Confidence Intervals 

Let us set up confidence intervals for the ft. We pick limits 0j + and 0f such that 
P(0f «s flj =s0j+) — 100a%, a a pre-selected number < 1. "a" is a proability, called the confidence 
level, which expresses our estimate of the probability that the interval we specify actually includes the 
true value. We can often do this only approximately. If the 6{ are Gaussian (which requires e Gaussian 
with known <r,2), we usually choose a symmetric interval: 

P(this interval) = 0.5 

P = 0.5(1-a) T. p = 0.5(1 -d.) 

We could choose an unsymmetric interval: 
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We must include the error in S 2 when we want to estimate a confidence interval for our parame
ters, for example a and b. That is, the probability that the line can vary by a certain amount must take 
account of the variation of our error estimates as we vary the parameters of the line. This introduces a 
broadening in the distribution for a and b, which would otherwise be Gaussian. This broadening is not 
very substantial if n — k is large. 

The limits of the confidence interval, 9C and 0j+, are obtained by using the cumulative distribu
tion function (c.d.f.) to evaluate the probabilities. If the c.d.f. for 0 is F, and a, a,, and a2 are as defined 
on the figure, 

F(0i+) = «i + a and F(0f) = a i . 

If we choose a symmetric interval, then a, - |(1 — a) and flj+ is chosen from F(0;+); similarly for flf. 
There are not many general guidelines for selecting from the infinite possible choices of confidence 
intervals, but an unsymmetric interval is longer than a symmetric interval if the underlying distribution 
is symmetric and peaks at B\. Usually, the shortest interval for a given confidence level a is the interval 
of choice. 

To set up confidence intervals for the unknown o 2 case, we will need: 

Student's t Distribution 

If the Gaussian model (or whatever model we are using for the distribution of the points) is 
correct, note that we will be wrong about 8 a fraction 1 — a of the time, i.e., the a confidence level 
interval we specify will not contain 9 ^ that specified fraction of the time. It can be shown that we can 
set up 100a% (a < 1) confidence intervals (e.g., 68%, 95%, etc.) for 8jt for Gaussian errors of unknown 
(but equal) size in the yj, from 

8i ± T[-j(l + a); n - k] X ^VW) . e.g., 

for the intercept of the 
straight line at a 68% 
confidence level. 

Tf-kl.68);n-2]XSX \ [L 
V n 

stf 
S ( X i - x ) 2 
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and something similar for y. That is, one standard deviation in 0jt \AW> does not in this case 
represent 68% of the probability; it represents somewhat less. In the limit n — k » 1, 
T[i(1.68), n — k] - • 1. T is related in a manner we shall show to the c.d.f. oft, which is a p.d.f. we 
haven't yet studied, called Student's t distribution: 

t(x; v) = 
( ^ ) ! ^ v Ml v+l 

2 

v an integer parameter - n — k. 

t ( x ; v = oo) = Gaussian 

t ( x ; l) = Cduchy 

The t is the distribution of a variable 
Z x = v?(v)7^ 

where Z is a standardized normal [N(z;0,l)], and x 2 is an independent x 2 r.v. of v degrees of freedom. 
As v increases (i.e., we get more data points), the distribution becomes very nearly the same as a nor
mal because the estimate S2 for <p- becomes more accurate. 

The function T is not the c.d.f. oft, but is derived from it. The value of T is the limit of integra
tion of the p.d.f. up to a specified probability, i.e., the argument of the c.d.f: 

TJ—(1 + a), n — k] is defined as y such that 

/ t (x; n - k) dx = - | ( ' + «) • 

Note that T is a dimensionless number, since x is; the scale is by a - W . If n » k or if a2 is fixed 
in advance, T becomes the argument of the error function: T is chosen such that erflT) = i(l + a). 

For example, a 95% confidence level interval: 

30 points, k - 2, 100a - 95% -• T(.975, 28) - 2.04 
10 points, k - 2, 100a - 95% -• T(.975, 8) - 2.23 
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5 points, k - 2, 100a - 95% -» T(.975, 3) - 2.78 
3 points, k - 2, 100a - 95% -» T(.975, 1) - 12.71 

whereas, if we just assumed that our ei was Gaussian, a 95% C.L. would give exactly 2.0, i.e., two stan
dard deviations, independent of n (since we don't then need the data to estimate a2). If n is only k + 1, 
the necessity of estimating o 2 extends this interval to 12.71. That is, the probability that the symmetric 
interval from 6 - 12.71 Vv to 8 + 12.71 Vv contains the true value is 95%. 

Up to now, we have assumed that the predictor variable x is determined without error. If we 
relax that assumption, things get a bit more complicated. 

Errors in Both x and y: Point Fit 

Let us now suppose we have a set of n independent measurements zj = (Xj, yj), where both x and 
y have errors, with variance matrix Vj(2 X 2) for each point. Let us discuss the simple model tl at 
these are all measurements of the same quantity, i.e., the model is not a ci-rve or a line but a single 
point. Then the true value of that quantity is 

z* = (x*,y*), and 

x^SG-zVvf 'G-z*), 

which is a x2, of course, only if the % are bivariate normals. TMs is a generalization of our previous 
results. If we regard z* as an unknown variable which we must evaluate from the data, 

2 2 & - z*)T Vf' = 0 at z* = z for the L.S. solution. 

We assume that V. is a sufficiently slowly-varying function of x and y that we can neglect its variation 
in all derivatives compared with the other terms. 

Each measurement has two components. Now we write, solving the above, 

z -CSVf ' z iMSVj - 1 ) - 1 , 

which is clearly a generalization of our earlier result in one dimension: 

2 x i /°? 
S = , . The variance in z is also analogous: 

v(z> = (svr'r'isvr1 voDvr'KSvr'r1 

-(Svr'r'r.svr'HSVf1)-' 
= <2vr'r' 

This follows from propagation of errors, since V(z) will be a sum of terms from each independent % 

]T 

V(z"j) —-, where —— is a 2 X 2 symmetric matrix equal to 
5z, 3z, 
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(Vf'XZVf 1)-'. 

Obviously, there was no requirement that all the zi were measured by a single experiment We 
might have several experiments which measure the same two-component vector quantity; this shows us 
how to combine these experiments. 

The same equations hold, of course, in any number of dimensions, not iust two. 

Graphically, we have something like this 

Q 2 fixed, e.g., Q 2 - 1 

[Q2 = value of x 2 from one 
data point; contours of constant Q 2 

shown] 
Ellipses if the errors on (x;, y;) 
are Gaussian. If these errors are not 
Gaussian, the above error formula is the 
leading term in the propagation c:" errors 
expansion. We may still get ellipses in 
that case, also, but the probability 
enclosed by the ellipses would differ from 
the Gaussian case. 

For just two measurements (n - 2), the solution will occur at the point where the equivalent 
ellipses (i.e., same value of Q2) first touch: 

X2 = Q? + Q 2; 
minimum at x 2 - 2k 

If we consider the x and y residuals separately (each one is in a different dimension), in each case we 
have n - 2, k - 1. Then, we will have r„/<rri| = r^/a^ and similarly for y. This is a special case: 
n — k - 1. This is called a one constraint fit because we have one measurement more than the 
minimum necessary (which is one) to determine the parameter of interest, x or y. In a one constraint 
fit, each measurement contributes equally to the x2-
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Errors in Both x and y: Line Fit 

Now, let's suppose we have to determine a line instead of a point. Each measured point will con
tribute to the x 2 according to the following picture: 

y - i(x), a candidate for the best fit 
to the points 

If the model is correct, each point of 
contact is our best guess at the true 
value which we were trying to measure 
when we actually obtained %. 

The generalized distance squared to the line is 6} = (zj — Zj ) T V; ' (zj — z\) where z| = (Xj,yi) and % 
is the point on the line. The x 2 is 

x2 = sdf = se-^) Tvr'®-zr), 
if the points are uncorrelated (V[ is two-dimensional, as above, representing the two-dimensional error 
ellipse about zj). So far, we haven't said anything about z. 

We must satisfy the condition that y = H T 9, where now H can vary too, i.e., H = H(x). This is 
still the linear model. But whereas before we wrote y as a vector, one element for each x(, let us now 
write y as a one-element scalar function, a function of x, and 

H(x) = 

hi(x) 
h2(x) 

hi(x) 

i.e., as a vector function of x. Then y(x) = HT(x)0. 

How many unknowns do we have? We need k S's and, in some cases, we also want to know the 
(Xi,yj) — [XJ,HT(XJ) 6], which gives us just 2n more unknowns. Then we have 2n + k unknowns, alto
gether. The best approach to solve for these unknowns is to use Lagrange's undetermined multipliers. 
We wish to minimize x2 subject to the constraint y = HT(x)0. Thus, we set up n unknown multipliers 
X., one for each zr These are n new unknowns, but they come with their own n equations. We minim
ize 
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X2 - 2[G - tf V f ' 6 - Z?) + 2 Xj(yr - H T (xD «I 
t 

1 
for convenience later 

with respect to the k 0's and the n Vs. {We use the "*" to represent some arbitrary value. The "•" is 
replaced by a "A" at minimum. The measured point is %) The first term is the contribution due to the 
fact that we insist on a value z* which is different from the measured value (except in unusual cases) 
when the constraints are satisfied. The second term allows us to incorporate the constraints of the 
model into the x 2 minimization by requiring the x 2 to be minimum in the new X; dimensions. 

Okay, now 

-^• = S [ - 2 V r 1 ( z i - z i ) ^ | - - 2 X i H , ( x i ) ] = 0, i f = l k; 

- | £ = 2 (y i -H T <x i )9 ) = 0, i = l n. 

The second equation just recovers the constraints, i.e., that the model be satisfied. We see that the 
arbitrary factor of 2 does not affect the x 2 at the solution, since the term being multiplied becomes zero. 
In these equations, we will need: 

ik = J- hi _ J- \ *' ] _ f *' ] 
We have k unknown 0's 

n unknown x.'s. 
n unknown yj's. 
n unknown X/s. 

So far we have n + k equations. 

Finally, 

3 Y 2 • 
- = r = 0 at x = x , (n equations); and 
flx 
dv 2 . -°t- = 0 at y = y , (n equations). 
Sy 

These two conditions yield 

- 2[Vr'(Zi - zi)]i - 2Xi H'T(xL)» = 0 (H' = ^ ) , and 

- 2[Vi-'(Zi - Zi)]2 - 2Xj - 0 . 

The symbols [), and [ }2 refer to the first and se:ond components, respectively. These are 2n equations 
which just express the fact that for a given line, i.e., a given B, (x;,yj) is that point at which the covari-
ance ellipse, x 2 = fe ~ Zi)TVf' te — £j) is, just tangent to the curve. We can solve for X: easily 
enough: 
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A, - [Vf' fe - Zi))2 -

Then we can plug in ft — HT(xO* and solve the other equation immediately above for XJ as a 
function of 6. If there are any H functions which are non-linear in x (i.e., something other than "1" or 
"x"), these equations are a set of coupled, non-linear equations. Having solved for x as a function of ff, 
and Xj as above, we now plug these expressions into the remaining equation (for dx2/S9t) and solve for 
6. This is obviously very complex, and we shall not cover it here in full generality. Most experi
menters will solve the problem numerically. But there are some very useful cases we can cover in more 
detail. 

we suppose to be the quantities of direct interest. That is, we are not interested in finding a curve that 
fits them and then publishing the parameters of the curve. We will fit a curve, but it's the values of $t 

that lie on the curve that we are after. The flj's play the role of the Xj or yi in the above discussion; we 
use the notation Bi so that 8 continues to represent the quantities of physical interest 8 may be a vector 
of arbitrary dimensionality with components 8f Let us suppose that we have a set of k constraint equa
tions which are linear relationships among the fl's which must be satisfied: 

B 8 = b ; k constraints for n S's. 
t T 

(kXn) (nXl) 
T 

OtXI) 

Example 

3-dimensions (n = 3). 

k = 1: (B, B 2 B 3 ) 

Hence B^, + B 2» 2 + *A-t 

= b . 

• b. This is the general equation of a plane. The solution is constrained to 
lie upon this 2-dimensional surface. 

B12 B13 
. 

bi 

B22 B23 ?*. b 2 B21 

• b, and simultaneously B^S, + B 2 2 0 2 + B 2 J 0 3 - b 2 . For the constraints to 
admit of a solution, it must lie upon the one-dimensional line defined by the intercept of these two 
planes. 

k - 3: Clearly if the solution space is not empty, it consists of a single point which is the point of 
intersection of the three planes defined by the constraint equation. No fitting is necessary in this case; 
there is no freedom in chosing the solution to satisfy any statistical considerations. 

For formulas relevant to planes which intersect, see, e.g., Bartsch (1974), Chapter 4. 
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Example. 

The Table. The straight, parallel legs of an ordinary table have lengths «r Let the table have n 
legs. Then for the legs to have lengths all equal to b, the constraint equation is 

I ? - b , 

where b1 — (b, b,...,b). If we wish to specify that the legs must be equal in length, but we don't care 
what that length is, then #, - «2 - 9% for n - 3 legs. This suggests three planes fl, - 92- 0, fl2 — 93 « 0, 
flj — fl3 - 0, of which any two will suffice to define a straight line by their intersection; the third is trivi
ally shown to be redundant Then, for example, 

is the constraint equation. 

No construction technique can cause these constraints to be satisfied exactly. We depend upon 
minute deformations in the table-top, the legs, and the floor to compensate. But if the flj's are too far 
from satisfying the conditions, the data are inconsistent with the model—the table is not level, or it 
rocks. 

For a physics example, the fl's might be the three-momenta of a set of tracks, and the constraint 
equations are just the equations of momentum conservation. (If we add energy conservation, it 
becomes non-linear, to be discussed later.) If 8 is viewed as a point in n-space, then the constraint 
equations restrict us to a hypersurface of n — k dimensions in which the true point must lie. In the 
presence of non-zero measurement error, 6 as measured won't satisfy the constraint equations, in gen
eral. We want to find 6 satisfying these equations, such that the fl's are as "close" to the 9's as possible, 
where we define "closeness" in a Least-Squares sense. Then we can use the x 2 we obtain to decide if 
the data are close enough that we can say the model is consistent with the data. 

constraint surface 
(k-dimensional 

hypersurface) A 2 out of n dimensions displayed 

e. 

The relationship with the preceding discussion is that there we had n two-dimensional points 2j; 
here we have one n-dimensional point 6. There we had a functional form y = H 1 ? whose vector of 
coefficients 9 wr? to be determined from the measured quantities y. and HT(Xj). Here we have a pre-
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determined functional form W — b and we don't need to find anything more than the value of 0 satis
fying that equation which lies closest to the measured 7, in the L.S. sense. 

If the model is correct, it is only random measurement error that causes I to be away from the 
constraint surface. If we adjust the <Ts until we satisfy the constraints, with a resultant improved set of 
estimates 8 for the true fTs, we have a physically consistent set of measurements with errors reduced by 
the condition that the constraints be satisfied. For example, 

(J9s8) measured 
t J 

Bivariate Normal 0; and 0. 

If the constraint equation is 0. = C = 
constant, then Sj is described as a 
Gaussian with variance V(0.j0.) = 
cHl ~ P2) « «h 
as we have seen before. 

We will use Lagrange's multipliers. Let us define 8 as being the originally-measured values. Then, 
at some other value 6', 

x V ) = 0 ~ 0*)T V" 1 (9 - 9") + 2XT (B9" - b) . (There are k X's) 

V is the full covariance matrix for 9, including any correlations. The normal equations become 

• % = - 2V-'(9-
99 

BTX = V - ' ( 9 - 9 ) . 

0) + 2 BTX = 0 at 0* = 9 ; therefore 

2(B9 - b) = 0 at 0* = 0 recovers the constraints, as before. 
9A 

0-8 = VBTX : B9 B0 = BVBTX ; B9 - b = BVBTX 

(involving X as the only unknown). 

Therefore X = (BVB Tr ' (B9 - b), and therefore V"' (9 - 9) = BTX gives us 

0 = [I - V B T (BVBT) _ 1 B| 9 + V B T (BVBT)-' b . 

This gives us the correction to the measured 0 to satisfy the constraints at minimum x2. Let us recall 
here that B is not square and has no inverse unless k = n. Otherwise we would have 
V BT(BVBTr 1B = B-'(BVBT)(BVBT)-1B = I, and 9 = B - , b. If k = n and B is non-singular, the 
problem is completely determined without error. The measurements are irrelevant, except to test good
ness of fit Fork < n, 

E(9) = E(I9) - V B T (BVBT)-'E(B9 - b) 

•• 0 m i e , since BE(0) = b ; therefore 0 is unbiased. 
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It is easily demonstrated that the form A - I —. VB T(BVB T)~'B is idempotent (i.e., the matrix 
product A • A — A), which is a necesrary and sufficient condition for A to be a projection operator 
[Basilevsky (1983), Section 4.8]. A projects fonto the hypersurface represented by the constraint equa
tion. If V commutes with the symmetric factor B T (BVB T ) _ , B, which is the case if (among other possi
bilities) V is a multiple of the indentity matrix, V — <P\, Le., the measurements are independent and 
identically distributed, then A is symmetric and the projection is orthogonal. 

The situation is illustrated by the figure below. In two dimensions the linear constraint reduces to 
a straight line upon which the solution must lie. An orthogonal projection of the measured point is 
shown by the dashed line. But the error ellipses, contours of constant x 2 , are inclined at an angle to the 
line. A better x 2 is obtained by the apparently longer non-orthogonal projection to 9, which lies at the 
point at which the smallest possible ellipse (smallest x 2 ) touching the line is just tangent to i t In the 
case of independent, identically distributed measurements 0,, these ellipses become circles with no pre
ferred direction and the orthogonal projection is best If the ellipses happen to he with one axis orthog
onal to the constant line, an orthogonal projection will also be best. 

From propagation of errors we get 

V(fl) - [I - V B T (BVB T )-' B] T V (6) [I - V B T (BVB T )-' B] . 

If the projection operator in brackets is symmetric and therefore orthogonal, this reduces to 

- V - VB T ( B V B 1 ) - 1 BV . 

These errors are represented by the projection of the error ellipse upon the constraint surface. 
Because of the condition represented by the constraint, the new errors are less than or equal to the old, 
i.e., the diagonal terms Vu{9) < Vjj(0). The off-diagonal terms, the correlations, may be increased or 
decreased. In particular, if the measurements 0{ were uncorrelated, the §; may now be correlated. On 
the figure above we see how the k - 1 ellipse, corresponding to ±ai for the multi-variate Gaussian 
representing the original measurements, is projected onto the constraint plane. 
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The projection operation, which is linear, preserves the probability. That is in two dimensions as 
in the figure, the projection operator A projects a whole line of points in (»,, »2) space onto a single 
point on the constraint surface (on the figure, a line). If we integrate over the probability ellipses of the 
original measurements and obtain the probability for t„c to lie between any two such lines, that total 
probability is preserved on the constraint surface. On that surface, it still represents the probability to 
find Itwe between the two boundaries represented by the limits of integration. The usual one-standard 
deviation limits are the projections of the extremes of the k - 1 ellipse, and so on. If the constraint sur
face is perpendicular to one of the axes, the constrained variance in that direction is zero. 

This type of problem is encountered when we have a set of measurements which we want to 
improve by imposing the constraints implied by a certain model. For example, we have a set of 
momentum measurements and we wish to try as a hypothesis a certain reaction. Conservation of 
momentum provides constraints which must be satisfied. If, after using some of the conservation equa
tions to calculate any missing quantities, we have one or more of the conservation equations left over, 
the problem is sometimes referred to as "over-determined". Then imposing the constraints enables us 
to reduce our errors by the above procedure. It also guarantees that the solution will satisfy the model. 

The Non-Linear Problem 

Let us consider a more general case. Let us suppose we have a set of momentum and angle meas
urements of the tracks on an event, y P i = l,...,n with full variance matrix V. In addition, there are 
some C unknown momenta and angles, ri{, and a set of k constraint equations expressing momentum 
and energy conservation at each vertex (so now the problem will be non-linear). We will use a general 
notation not specifically tied to the kinematics example; the results will be very general. We will write 
the constraint equations in the form 

fj(Yi Y.. m,..., it) = 0 , j = 1 k; k 8* e 
(not necessarily linear in the y's and TJ'S). 

Note that, in our kinematic problem, expressing conservation of energy requires making an 
assumption about the masses. In fact, in practical cases, the momentum measurement often depends to 
some extent on the particle mass, through the rate of energy loss. 

We want to find the values y and ij such that 

X2 = (y - y)T V" 1 (y - y) = minimum and f(y,;)) = 0. Note that the ij's do not contribute 
directly to the x2- We could opt to find all ( of the ij's in terms of some of the y's using the constraint 
equations, assuming that the constraint equations will do that (they may not, in which case, we can 
proceed no further). Then we could find k - ( of the y's in terms of the other y's using the rest of the 
constraint equations; then x2 would come from the differences between these "solved" y's and the 
measurements of them. But this leaves some of the y's at their measured values and relatively large 
changes in the others; since x 2 depends upon the squared deviations, we can do better (i.e., lower x2) by 
spreading out the changes among all the y's. The method of Lagrange's multipliers treats all parameters 
on an equal footing. Introduce k new unknowns \,\~ 1,... k, one for each constraint. Our unknowns 
are now 



139 

n Vj's with nXn variance matrix V 

k X/s corresponding to k f s. 

We imnimize x 2 - (y - y)TV~' (y - y) + 2 XT t(y,v): 

i £ _ _ 2 V " 1 (y - y) + 2 \ T - ^ - 0 
ay ay 

3̂ 2 a j - f gf "| T (the last form gets rid of the 
Brt ~ "i^ ~ ! ^ I inconvenient transpose of the lambda) 

^ = 2f(y,fl = 0 . 

Remember that ax2/3y is an n-component vector, etc. 

Since the f s are not necessarily linear, we solve by iteration. The key step is to "linearize" f, by 
expanding it in a Taylor series about the current values of y and ij, then solve this linear problem as in 
the preceding problem for improved values, then repeat until no change is observed in the x 2 from one 
step to the next, or some other convergence criterion is satisfied. We must start, of course, by finding 
values for the unknowns r). We can start at any reasonable values found from a subset of the constraint 
equations, and hope that the procedure converges. If it doesn't converge very quickly, which can be 
because the problem is too non-linear and we are far from the constraint hypersurface, we may assume 
that the ultimate solution will be of high x 2 (and therefore fail a goodness-of-fit test) and we terminate 
the iteration. We do this because unsuccessful iterations consume vast amounts of computer time. 

In more detail, the iteration procedure can be as follows (techniques which don't rely explicitly on 
evaluation of the derivatives of the x 2 are also very popular, although they are often slower than this 
more direct method—if the problem is well-behaved). We start by finding reasonable starting values 
for the unknown Vs, using t of the constraint equations as convenient. 

The final result is sometimes sensitive to the starting values for both y and ij. They may be so far 
wrong that the non-linearities of the problem mean that a good fit cannot be found. Another problem 
is that the x 2 may be a complicated function of the variables, with more than one minimum. In some 
cases the starting values are close to a local minimum which is not the lowest minimum actually avail
able; the iteration tends to find the local minimum rather than the global minimum. 

Expand f(y, ij) in a first-order Taylor series about the current trial values for y and ij; let us call 
them yc and uc. Let y and r) be new values which are reasonably close to y and IJ, and which we hope 
will prove to be points at which the constraints will be satisfied (f » 0) with the lowest x2- We attempt 
to predict y and r) from the expansion: 

f&A) » fKyoic) + 2 -£f I (ft - yf) + S ! r I (m - rf); j = 1,..., k . 
i - l oyi | y i ' j _ , chij „• 

Setting this equal to 0.0 gives linear constraints on y and ij. There are only k — t independent con
straints here, because t of the constraint equations are used to get the ij's (i.e., ( of the constraint equa
tions are satisfied by construction of the it's). This is a linear approximation to f, which we can use in 
the manner of the linear constraint equation of the linear problem. That constraint equation in the 
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form B* — b is recovered (because of the complication of the t unknowns, we don't recover exactly the 
same equations) if we write P - (y,,..., y„. i , , - , ve) (remember the convention that vectors are written 

in column form), and the j * row of B as I -rr~,..., -r*-1 . B has k — t rows and n + 1 columns. 
l»yi dm} 

Then, the constant b is a k — t component vector with element bj - — f ( y ^ + B?c)j. Let us proceed. 
The plan is to find y and J, the improved values of y and % satisfying the linearized constraints 

above: f0,v) " 0. We may have to iterate the following procedures several times until the derivative 
of the x 2 is within a specified tolerance of 0.0 and simultaneously the value of fly,?)) (from an exact cal
culation, not the Taylor series prediction) is within a certain tolerance of 0.0. To carry out this plan we 
write, using the rest of the normal equations, 

V - I (y - y) = I rr- I X, and therefore y = y - V | f X • ' ( y - y ) = [ - ^ J X, and therefore* = y - V J ^ J 

which will yield the improved value for y once we have the vector X. The y that appears here is still 
the original measured y. The derivatives are evaluated at the current yc and ij 

At this point we recognize that in the kinematics problem and perhaps many others, the variance 
matrix V may not be a constant throughout the space containing y and % but in general depends upon 
the true values of y and IJ. At each stage of the iteration, therefore, we should in this case replace V by 
our current best estimate of V, using yc and %. If V varies rapidly over the space between the measured 
y and the final y satisfying the constraints, our stepping procedure may foil to improve the x 2; indeed it 
may get worse. However, it is always true that the x 2 will improve over a small enough distance yc — 
y, over which distance V (and fas well) is close enough to a constant. Therefore, we may decide to 
reduce the size of the step below that predicted by the procedure we are in the course of demonstrating, 
if we find the x 2 has worsened. Many algorithms exist to attempt to find the swiftest convergence in 
highly non-linear cases like this. 

Let us complete the problem. 

y = y-vfelTx, 
which means that 

f(yA) a O a fllyoifc) + Fy(y - VFy

TA - yc) + F,« - i,t) 

where F is the matrix of derivatives off, evaluated at the current best values of y and ij: 

<Fy>» = 77 U <k X n > : <F»>ii = - j r L . (k X *) 
In these expressions, yc is the current best guess at the true value of y; at the outset this is identical with 
y but on subsequent steps is replaced by the value of y obtained on the previous step, namely, the y we 
found the last iteration. 

We now have a matrix equation involving only X and r/ as unknowns. As this equation represents 
k coupled linear equations, it is not by itself adequate for the k X's plus the (>i's. We can, however, 
now express the X's in terms of known quantities and the i}'s: 
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%c,<fc) + F,(y - y c) + F,fi - ^ ) =. FyVFy

TX; therefore 

X » (FyVF,1)-'[fliwfc) + F,(y - y c ) + t # - * ) ] , 

where the k X k symmetric matrix FyVFJT is assumed to be non-singular. We note that X is no longer a 
constant but varies with the fit, a consequence of the non-linearity. When we began, we used ( of these 
equations to find starting values for the it's. But at this stage we do something different. We can solve 
for the ij's using the t equations 

-f- — 2FJX — 0 : inserting A above we get 
By 

n - Vc ~ ^ ( F y V F ^ - ' F J - ' ^ f f y V F / r ' ^ y c c ) + Fy(v - yc)]} , 

and finally y = y — VFjFx. 

Note that, upon convergence, f(yc, i;c) a 0, in the above expression. We then test for convergence 
of x 2 to a minimum within a pre-selected tolerance. We could instead check and see if y and ij have 
changed by more than a specified amount (or a specified %, but in this case we must be careful in the 
event one or more of the y's or ij's is near zero), and use that as a test for convergence. 

Only after convergence can we make a test for goodness-of-fit (we could decide to make prelim
inary tests before convergence, to see if we are making satisfactory progress). This test, possible only if 
the y's have a known p.d.f., which we will here assume to be normal, consists of comparing the final x 2 

with the p.d.f. for a x 2 of k - t degrees of freedom. If the probability of getting a worse x 2 than the 
one we observed is too small, we might assume that something is wrong with the data, model, or both. 
The meaning of "too small" is not well defined. In the kinematic case, one often rejects if 
P(x 2 > Xobi) < 1%, but that is because other hypotheses may be readily available, and also, it is known 
that the various momenta are easily mismeasured. However, before accepting or rejecting a model, it is 
worthwhile to check the residuals, (yi — %)/ \/V(yi) — v (yi ) ( a k ° called "pulls" or "stretches" in cases 
like this where the measured quantities are the ones of direct physical interest). As before, if the 
number of degrees of freedom (also called, paradoxically, the "number of constraints", since it 
represents the number of constraint equations in excess of the number needed to determine the unk
nown ij's, i.e., the degree to which the problem is overdetermined) k - (is equal to 1, the condition for 
x 2 + 2 f X to be minimum implies that all the residuals are equal in absolute value (provided the corre
lations among the y.'s are negligible). 

If the number of constraints is 0 (k - €), then we can just determine the unknown ij's, and the 
"best fit" values of y- consist of the measured values — no improvement is possible from this source. 
The x 2 , of course, is zero. However, there may exist k - 1 type cases in which the measured y's and 
calculated ij's are outside the boundary of a physical region. In this case, one might decide to improve 
the measurements by moving them to the nearest (lowest x 2 ) point on the boundary of the physical 
region. Again, a x 2 test at the conclusion of this procedure should be made to see if this is at all reason
able. 

The ability of the x 2 test to discriminate among models should not be taken too seriously. If the 
variance matrix V is constant throughout the region of interest, and if the measurements are all per
fectly Gaussian, one can have faith in the probabilities the x 2's imply. This is rarely more than approx
imately true in practice, and one should be aware of the possibility that, in individual cases, this faith 



142 

may be frostly misplaced. 

Retarding errors, our best guess for the dependence of y and ij upon y comes from the last step in 
the iteration. This usually involves small changes in y and it from which we can estimate reasonable 
derivatives. We regard the next-to-last values of y and IJ as being merely parameters in the dependence 
of y and 4 upon y. Then we approximate Fy, F v and V as constants, evaluated at y and ij, and use pro
pagation of errors. The validity of the errors calculated this way depends upon the validity of these 
approximations. Write 

y - g(y); v - h(y); 
g and h being functions which we know, as follows. First, 

g - y - V F j X [gis(nXl)] [Note: V(y) = V). 

= y - VFy

T (FyVFy

T)-' Iflycifc) + F/y - y j + F,(5 - nJ]. 

The values of yc and ijc are the known former y and rj of the next-to-the-last step. We must substitute 
now for ij: 

g - y - VFy

T(FyVFy

Tr' {I - T[¥j (FyVF^-'FJ-'F^VFy 1)-'} 

X [fltaifc) + Fy(y - yc)] 

Similarly, 
h = vc ~ [F,T(FyVFy

Tr'FJ-1 {F,T (FyVFy

T)-' [f(yc,,c) + Fy(y - yc)]}; 

h is (e X 1). Then 

V(y) = ( ^ ) T V ( y X ^ ) ; ( n X n ) 

COV(y,5) - (^- ) T V(y) (-^) ; ( n X f ) . 

The derivative matrices -r̂ - and - j - are (n X n) and (( X n), respectively. Write 

P = Fy

T (Fy VFy

T)-' Fy ; (n X n) 

Q = F y

T(F yVF y

T)-'F, ; ( „ x # ) 

S- '=F, T (F y VF y

T ) - 'F , ; (<TXO • 

V(y) = V(y) [I - (P - QSQT) V(y)]; 

V(ij) - S ; and 

Then 
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COV(y,ij) - - V(y)QS . 

The residuals 7 = y — y have variance matrix 

V(?) - V(y) + V(y) - 2 COV (y,y) 

=c V(y) - V(y) - V(yXP - QSQT) V(y). 

We could also have obtained these relations from 

v«(y) - 2 -p£- •etc-
' I ayiflvj J 

If the linearity assumptions are strongly violated, the x 2 will have significant higher derivatives, and we 
can use the graphical method described before: construct the plane x 2 - Xmin + a, where a = 1, 4, 9, 
etc., and determine the extreme values of each of the y's and JJ'S which intersect this plane. This is very 
time-consuming, and in the case in which large numbers of such fits must be done, as in the kinematics 
example, one usually doesn't do this. 

Finally, if the problem is strongly non-linear, this technique for finding the x 2 minimum via suc
cessive approximations to the derivatives may "blow up" (i.e., find a "local" minimum at infinity 
rather than the global minimum nearby), take an unreasonable amount of time to converge, find an 
unphysical solution at some local minimum in a disallowed region (e.g., negative momenta), or suffe-
from some other problem. In this case a slow-but-sure minimization is recommended which calculates 
x 2 at selected points about the current trial values of the parameters and proceeds carefully using that 
information. 
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