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ABSTRACT 
Ccttputing in the LEP era will require a variety of communications 
facilities, ranging from high-speed local area networks forming 
the backbones of distributed control systems to wide area networks 
connecting data analysis centres together. The ISO model for Open 
Systems Interconnection (OSI) offers a possible framework for the 
general study of communications environments, whatever their 
performance parameters or geographical extent. This series of 
lectures uses the model as the basis for discussing elements of 
the communications hierarchy likely to be required for LEP 
computing. Examples are given of the practical application of OSI 
principles to real communications problems. 

1. INTRODUCTION 

From its earliest days, high energy physics has persisted in making great demands on 

all aspects of the available technology, often pushing it to its very limits. The 

construction of LEP is taking place at a time of feverish activity in the field of data 

communications and, of course, LEP experiments will require the best of what is 

available, if not better. A catalogue of these communications requirements includes very 

high bandwidths over short distances all the way up to more modest rates around the 

globe. LEP communications therefore provides us with a useful context in which to study a 

wide variety of techniques which can be combined together to serve a single objective. 

Building such a communications system from various somewhat disparate technologies 

carries with it the danger that the individual pieces of the jigsaw might not fit 

together very wall. It is therefore important to step back and obtain an integrated view 

of the total communications system. As with any respectable branch of science, an 

abstract model can assist our understanding. The use of an abstract model for 

conmunications systems could serve as a uniform framework into which, if the model is any 

good, each of the various components could be slotted. One possible approach is the Open 

Systems Interconnection (OSI) model proposed by the International Organisation for 

Standardisation (ISO). These lectures are intended to explain the main features of the 

OSI model and to show how different technologies relate to it. Hopefully, the reader will 

derive an understanding of communications systems and their jargon sufficient for 

application to real problems. 

No attempt is made at complete coverage of this rapidly expanding field. Emphasis is 

rather placed on the selection of typical illustrative examples. Some pointers are given 
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in the bibliography to more complete and detailed coverage of particular topics. The 

reader should be warned that the treatment here is unashamedly biassed towards an 

integrated systems approach. Those favouring either greater objectivity or descriptions 

of ad hoc solutions are advised to look elsewhere. 

2. COMMUNICATIONS AND LEP EXPERIMENTS 

Von Ruden's lectures in this volume cover the online computing aspects of LEP 

experiments. The salient features of a typical experiment are listed in table 1 and the 

main phases are shown in figure 1. The communications requirements are given in table 2. 

The apparatus will consist of a very large number of components and data rates will be 

high. The complexity of the processes under study will necessitate sophisticated 

triggering mechanisms in which extensive computations will be performed on primary data 

even before the full information on candidate events is read out. The limited time period 

during which the apparatus is sensitive to the presence of charged particles demands that 

large volumes of data are collected centrally for decision-making logic to work on. As 

described by Von Ruden, this process will involve the use of high speed buses working in 

the 100 Mbit/s region within a few metres of the associated experimental equipment. Once 

the main data has been read out, local filtering will remove unwanted noise and the 

remainder will be transmitted at around 10 Mbit/s from the various parts of the equipment 

to the control room. Because of radio-activity, this could be about 100 m away. Local 

area networking techniques such as Ethernet would be appropriate. In the control room 

itself, each major item of equipment will have its own dedicated online computer, 

responsible for processing the incoming data. A single master computer will receive the 

results, record them on magnetic tape (or perhaps a denser medium) and perform 

housekeeping functions. Again some form of local area network will link together the 

computers in the control room. 

The physicist's confidence in the quality of his recorded data can only be 

maintained by performing very detailed computations on a small sample of events. These 

calculations are akin to the full analysis through which all the recorded events will 

eventually have to pass. The sampling will usually be done as a background task by one of 

the online computers in the control room. In some cases, it may be necessary to make use 

of the considerably greater computing powar available at the CERN computer centre. This 

could be up to 10 kms away and a "metropolitan" network offering transmission speeds in 

the region of 100 kbit/s is envisaged as the connection mechanism. This network will also 
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Table 1 

A typical LEP experiment 

Cost SFR 70M 
500 man-years effort 
100,000 electronic channels 
14 major items of apparatus 
«5 online computers (e.g. VAX) 
r»200 microprocessors 

Data collection period-o'2000 hrs per year 
Candidate event rate ~25 per minute 
Average event size (recorded data) <-«/100 kbytes 
Data per hour ̂ 150 Mbytes (1x6250 bpi tape) 
Data per year^2000 tapes 

36 institutions 

Development 
of apparatus Development 

of online 
systems Assembly and 

test 

Development 
of analysis 

chain 
Time 

Data acquisition, 
expt. monitoring 

and sample 
analysis 

Additional 
computing 

Production 
analysis 

Evaluation, 
discussions 

etc. 

Papers for 
publication 

Pig. 1 Phases of an experiment 
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T a b l e 2 

Communications requirements of an experiment 

Function Bandwidth Distance 

Raw data from individual experimental 
components 100 Mbit/s 10 m 

Filtered data to online computers 10 Mbit/s 100 m 

Processed data for central recording 1 Mbit/s 10 m 

Sample analysis using on-site mainframes 100 kbit/s 10 kms 

Apparatus monitoring and control 10 kbit/s 100 m 

Exchange of data with LEP control system 10 kbit/s 10 kms 

Sharing of facilities among on-line 
computers 1 Mbit/s 10 m 

Development of analysis chain 10 kbit/s 1000 kms 

Electronic messaging and teleconferencing 10 kbit/s 1000 kms 

Remote monitoring and control 10 kbit/s 1000 kms 
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serve to distribute relevant parameters about LEP itself among the control rooms of the 

various experiments. 

LEP experiments will always be collaborative ventures among physicists from several 

institutes. In the DELPHI experiment, for example, the participants come from one US and 

thirty-five European institutes distributed all over the continent. National and 

international wide-area communications will be needed so that participants can work 

together, obtain up-to-date information on the status of their experiments and cooperate 

on the analysis software. Speeds of around 10 kbit/s across the continent will be 

adequate though it might be useful occasionally to transfer a complete tape-load of 

events at somewhat higher speeds. 

The high cost of machines like LEP and of the experiments performed on them is 

having a profound effect on the sociology of high energy physics. University 

experimenters are forced to divide their time between duties at their home bases and 

periods at the accelerator laboratory. Only efficient communications mechanisms will 

prevent them from losing touch with developments on their experiments while they are at 

their universities. It has even been suggested in some quarters that facilities should be 

available for the remote control of experiments by absentee physicists but this may not 

yet be a practical idea! 

3 . CONNECTIVITY AND INTERCONNECTION 

The previous section indicated a range of communications features. IEP is not 

special in this respect; it merely demonstrates in a single example characteristics which 

it has in common with a large number of other applications. These are:-

i) Flexibility of connections 

There should be no technical obstacles to the establishment of communications paths 

among users, terminals and computer systems. 

ii) Range of distances and rates 

Requirements will vary from rates of 100 Mbit/s over a few metres to 10 kbit/s over 

distances of the order of 1000 kms. 

iii) Variety of equipment 

The equipment involved in communications will include terminals, micros, personal 

computers, conventional minicomputers and mainframes. These will be purchased from a 

large number of different manufacturers. 
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iv) Dispersed development 

In addition to the computing equipment purchased off-the-shelf, ventures such as LEP 

will also be concerned with the development of special-purpose apparatus. 

Inevitably, the responsibilities for such developments will be split among several 

geographically dispersed institutions. 

v) Interworking 

Meaningful communications among heterogeneous devices from different suppliers can 

only be achieved by the use of agreed conventions for interworking. In precisely the 

same sense, a complex piece of apparatus consisting of components developed in 

different places will only function if they intercommunicate via pre-defined rules. 

At this point, a distinction is drawn between connectivity and interconnection. 

Connectivity is defined as the capability for bits to be transmitted between any pair of 

entities. Interconnection is the property which both parties to a transmission must share 

if a corrmon interpretation is to be given to the bit sequences exchanged. 

The following section explores some of the mechanisms available for achieving 

connectivity. 

4. DATA NETWORK CONCEPTS 

It would obviously be possible to satisfy all our communications needs by laying 

direct links to all the destinations with which we should ever want to exchange 

information. Such a solution would clearly be as ludicrously impractical as it would be 

expensive. Dr Johnson, an English literary figure of the 18th century, defined a network 

as 

"anything reticulated or decussated at equal intervals with interstices between the 

intersections." 

Abandoning such pomposity, we take as our example the telephone network which 

achieves economies by providing for any pair of subscribers to call each other regardless 

of whether they should ever need to do so. Data networks achieve the analogous functions 

of transmission and switching for computer-oriented communications. 

4.1 Packet Switching 

In the mid-1960's, it was suggested that the emergence of relatively cheap 

minicomputers could be used to achieve advances in long-distance data communications. 

Point-to-point links were expensive and, by its very nature, computer traffic was not 

suited to the permanent utilisation of dedicated bandwidths. The computer's natural mode 
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of handling data is in blocks of up to say 4K bytes. Furthermore, computers by virtue of 

their multiprocessing and timesharing capabilities can sustain several independent 

communication streams simultaneously. The idea of packet-switching was to replace a mesh 

of point-to-point links by a limited number of "trunk" links and exchanges based on small 

computers to form a network, as shown in figure 2. Each subscriber system (A, B or C) is 

connected to the network by a single link. Traffic between a pair of subscribers (e.g. 

host computers A and B) is fragmented into a sequence of packets ABl, AB2, AB3 etc. each 

of maximum length say 128 bytes defined by the network. The packet-switching exchanges of 

the network are given sufficient information in a packet sequence to determine an 

appropriate route for the data. 

The main attributes offered by packet-switching networks are:-

i) The bandwidth of any link can be allocated dynamically without prior reservation for 

any particular call. In this way, the effective utilisation of expensive long

distance links can be maximised. 

ii) Traffic to and from each subscriber is carried by a single cable thereby reducing 

the requirement for a large number of expensive ports on host computers. (Of course, 

large traffic volumes and limited bandwidths may lead to the need for some 

subscriber hosts to have more than one link to the network.) 

iii) There may be mismatches of processing speeds between a pair of communicating 

subscribers either because of inherent technical differences or because of high 

traffic flows to a particular destination. The storage available in the memories of 

the packet-switching exchanges can be used to buffer packets in transit. Thus the 

flow of traffic to a destination which is unable to keep pace with the rate of input 

into the network can be controlled and the source throttled back. 

4.2 Packet Assembler/Disassemblers (PAD ' S ) 

So far, we have discussed traffic between computer systems capable of handling 

information in "packets". Most simple terminals can only send or receive single 

characters and cannot therefore be directly attached to packet networks (quite apart from 

the expense of so doing!). Devices known as PAD ' S (Packet Assembler/Disassemblers) have 

been invented to convert between the character streams of such terminals and the packet 

streams of the network. The concept is illustrated in figure 2 which also indicates that 

a number of terminals can be connected to the network via a single PAD thereby reducing 

costs considerably. 
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Fig. 2 Packet switching principles 
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4.3 Datagrams and Virtual Circuits . 

The implementation of a packet-switching data network can follow one of two 

basically different philosophies known as datagrams and virtual circuits. In datagram 

networks, every packet is independent and carries complete information about its source 

and destination to enable the exchanges to carry out the routing function. No facilities 

are available in the network itself to ensure that packets are delivered in the order of 

transmission and that there is no loss or duplication. Nor can the source be informed by 

the network that the transmission of a packet has been successful and error-free. In 

other words, packets are injected into the network and the transmitting systems hope for 

the best. If they require more sophisticated facilities, these have to be constructed 

within the subscriber systems themselves over the basic datagram mechanism. 

In contrast, virtual circuit networks require a "virtual call" to be established 

between communicating parties by means of a special packet transmitted by the calling 

subscriber at the outset. This contains source and destination addresses and various 

other parameters needed for the call. From then on, a unique code is assigned to the call 

so that all the packets belonging to it can be identified without each having to repeat 

the source and destination addresses. All packets have sequence numbers and the network 

takes responsibility for delivering them in the correct order. If this is not possible, 

the source is informed of losses or transmission errors so that synchronisation can be 

re-established. The sequence numbers are also used to control the flow so that packets 

are only delivered if the receiver is capable of handling them. 

The letter post system is a datagram network while the telephone network operates 

by virtual circuits. 

In the 1970's, a furious debate of theological proportions raged between the 

datagram and virtual circuit factions. This is not the place to repeat the arguments. The 

powerful PTT's were firmly in the virtual circuit camp and it is no surprise that public 

data networks are of this type. The use of virtual circuits allows the network 

administration to control the allocation of total network resources more easily and to 

apportion the charges for network usage more readily. X25 is the by now famous technical 

standard for public virtual circuit networks and has also been adopted for many private 

networks. However, ARPANET and CERNET are datagram networks. As with most dogmatic wars, 

it has become evident with the passage of time for cooler reflection that neither side 

can claim complete victory in all cases. There are circumstances more suited to one or 
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other technique. The issue has been raised again with the advent of high speed local area 

networks. This time, the old wine has been put into new bottles under the label of 

connectionless (datagram) vs connection-oriented (virtual circuit) transmission. 

5. WIDE AREA NETWORKS 

5.1 Network Access 

X25, the network access standard, is so important and widespread that it deserves a 

subsection to itself. There has been much misunderstanding about X25 resulting from the 

fact that it embodies not just one but three standards. These cover three different 

aspects of connecting a subscriber to a packet network and this structure will be dealt 

with later in these lectures. For the moment, our attention is focussed on X25 level 3 

which covers network access procedures. As usual with international standards, it 

consists of syntax defining the packet formats and encodings followed by semantics which 

describe the dynamic behaviour of the protocol. Formally, this can be viewed as a set of 

state transitions; in other words a set of instructions to implementors on the actions to 

be taken under various circumstances. 

Each subscriber ön a network is referred to as a DTE (Data Terminal Equipment) and 

has a unique address assigned to it by the network administration. Its physical link to 

the network is conceptually divided into 4096 logical channels each capable of sustaining 

an independent conversation with some other DTE. Once a call is established, it is 

assigned a logical channel number (LCN) which is of purely local significance between a 

DTE and its nearest network exchange. For outgoing calls, the DTE chooses the number of a 

free channel while for incoming calls the network exchange makes the choice. The rules 

governing this selection mechanism are clearly defined by the network administration. It 

must be emphasised that, for a given call, there is no relationship between the logical 

channel numbers at either end of the call. How the network joins the two together is no 

concern of ours. 

The sequence of events in an X25 call is roughly as follows. The calling DTE first 

issues a CALL REQUEST packet containing both its own address and that of the called DTE. 

Also included is the calling DTE's choice of logical channel number. The packet-switching 

exchanges pass this packet through the network, reserving whatever buffers and other 

resources are necessary to sustain the call. Before the final hop, the last exchange 

chooses an LCN on its link to the called DTE and embeds this in the appropriate field of 

the CALL REQUEST packet. From now on, each DTE refers to the call only by the appropriate 
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LCN. The called DTE accepts the call and data packets can then be exchanged, each with 

its own sequence number. 

One of the beauties of X25 (and of modern networking protocols in general) is that 

data packets in one direction can contain acknowledgments for data received in the stream 

flowing in the opposite direction. This is known as piggy-backing and is achieved by 

including the sequence number of the next expected packet. 

Sequence numbers are allocated to packets cyclically, usually modulo 7. If a DTE has 

no data to send, it can still acknowledge receipt by sending a RECEIVE READY (RR) control 

packet with the sequence number of the next data packet expected. Alternatively, it can 

stem the flow by issuing a RECEIVE NOT READY (RNR) control packet and reopen the channel 

later on with an RR. If a packet is received out of sequence or contains errors, a DTE 

can send a REJECT (REJ) control packet to request retransmission from a specified 

sequence number. 

The concept of a window allows several packets to be in flight simultaneously 

without the need for each of them to be individually acknowledged after receipt. The 

window size is the number of packets on a given call which can be sent into the network 

before an acknowledgment is required. This is a facility which can be negotiated between 

calling and called DTE's via the initial exchange of packets to establish the call. In 

practice, a good rate of data flow can be achieved by choosing a window size equal to the 

number of hops between the DTE's. This allows each of the links on the route to be 

simultaneously transmitting one packet of the call. (Of course, such a simple view breaks 

down if network congestion or failed components require alternative routing strategies to 

be invoked.) 

If difficulties encountered during a call become so serious that resynchronisation 

of the DTE's is impossible, either DTE can request a RESET of the logical channel. After 

this, each DTE sets the window and the sequence number of its next packet in the call to 

zero so that both parties are once again in step. Failures of the network itself can also 

be signalled to the DTE's by RESET packets on the appropriate logical channel. 

Malfunctioning of a DTE or its network exchange may require the more drastic action of a 

RESTART, which is equivalent to a reset of all its active logical channels. 

To end a call, one of the DTE's sends a CLEAR REQUEST to which the other DTE 

responds with a CLEAR CONFIRMATION. At this point, the resources of the network allocated 

to the call can be released and the charges added to the bill! 
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5.2 Dumb Terminals, PADs and Hosts 

There are three standards known as X3, X28 and X29 (often compressed to Triple X or 

even XXX) used for the operation of terminals connected to X25 networks via PAD ' S . X3 is 

a list of parameters associated with each terminal on a PAD. Some of the parameters are 

relevant to interactions with a host, others are concerned with properties of the 

terminal itself. Each parameter has a value which can be set by the user at the terminal 

or by the host with which he is communicating. However, there are some parameters, such 

as those describing characteristics of the terminal, which must remain fixed. 

X28 describes the interface between the terminal and the PAD, such as how the user 

can examine parameter values or change some of them. X29 describes the protocol of 

exchanges between a host and a PAD. This includes the means of examining and changing 

parameters and indicating by means of an identifier in the appropriate field of an X25 

CALL REQUEST packet that an X29 call is being initiated from a terminal on a PAD. 

5.3 Public Network Tariffs 

Every X25 public data network has a scale of charges levied on its subscribers. 

These consist of two elements. Fixed charges cover initial installation of a link from 

the subscribers premises to his nearest exchange plus a rental for each three-monthly 

period. Usage charges depend on the volume of data sent and the duration of the calls. 

6. IOCAL AREA NETWORKS 

Strangely enough, it was for long-distance or wide-area data communications that the 

early advances in networking were made. The development of local communications 

techniques is more recent. 

Local Area Networks (LAN's) are required to interconnect a large number and variety 

of devices. Traffic volumes may therefore be high. The cost of a port must be 

commensurate with the power and cost of the device to be attached to the network. There 

must be a scheme to ensure that each subscriber device is given fair access to the 

network. 

In contrast with wide-area networks such as those discussed in the previous 

sections, local networks cover distances of up to about 1km and are usually run by a 

single organisation for its own use. The technologies available are capable of total 

bandwidths in the region of 10 Mbit/s though recent advances are pushing this closer to 

100 Mbit/s. Even at such high speeds, error rates are several orders of magnitude lower 

than for wide-area networks. 
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We choose the Ethernet and the Cambridge Ring as two contrasting techniques to 

illustrate some of the concepts. 

6.1 The Ethernet 

A typical topology is shown in figure 3. The network consists of several 

interconnected segments of coaxial cable. The devices to be attached are denoted as 

stations in the diagram. They are connected to the coaxial cable by passive taps. The 

coaxial segments are linked via repeaters so that a signal on any segment is transmitted 

throughout the network. Each segment is suitably terminated to reduce reflections. 

The access method is known as Carrier Sense, Multiple Access with Collision 

Detection (CSMA/CD) and enables control of the shared communications medium to be truly 

distributed among all the stations. There is no pre-allocation of time slots nor sharing 

of frequency bands. A station wishing to transmit is said to "contend" for use of the 

shared channel until it acquires access. Only then does it transmit its packet (or 

"frame" in Ethernet parlance). Access is equally fair for all stations - there is no 

prioritisation. 

Before attempting to transmit, a station first checks whether the network is busy. 

If activity is detected (i.e. Carrier is Sensed), transmission is deferred. As soon as 

the channel becomes silent, the station starts to transmit its frame. During 

transmission, the station listens for a collision which would be caused by other stations 

attempting to use the channel simultaneously. Normally, such collisions would occur 

shortly after the start of a transmission because by this time all stations would have 

sensed carrier and deferred transmission. This interval is called the slot time and 

defines the maximum propagation delay through the network. If no collision is detected, 

the station continues with the transmission of its frame, still monitoring the channel 

for collisions in case of failures somewhere in the network. 

As soon as a transmitting station detects a collision, transmission of the remainder 

of the frame is abandoned. To ensure that all stations are aware of a collision, any 

station detecting one invokes a collision enforcement procedure by briefly jamming the 

channel. Each of the competing stations involved in the collision then schedules its 

frame> for retransmission by backing off for a random delay period. This helps to resolve 

contention and reduces the risk of repeated collisions. For a given transmission, the 

back off delay is increased each time a collision is detected until the 10th attempt. It 

then remains constant for a further six attempts after which, if still unsuccessful, the 

station will terminate transmission activity. 
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Although based on comparatively simple principles, the operation of Ethernet has 

undergone many refinements and there are now internationally agreed standards even down 

to the colour of the insulation round the coaxial cable. Table 3 shows some of the 

characteristics of a standard Ethernet. 

Figure 4 illustrates the structure of an Ethernet frame. The preamble field consists 

of the bit pattern 10101010 repeated seven times, allowing synchronisation of the various 

circuits. The start of frame delimiter is the sequence 10101011 which differs from the 

octets in the preamble by just the last bit. The sequence 11 therefore indicates the 

start of the frame proper. As shown in the diagram, the source and destination address 

fields are generally of length 48 bits (6 octets) though one variant of the standard 

allows them to be 16 bits (2 octets). The length field indicates the number of octets in 

the data field. If there is insufficient data to create a minimum length frame, padding 

octets are inserted after the data (but not included in the contents of the length 

field). The last field of the frame is a frame check sequence or cyclic redundancy check 

which protects the integrity of the frame. 

A very readable account of CSMA/CD principles and standards is given in réf. 1. 

6.2 The Cambridge Ring 

The unsurprising topology is shown in figure 5. The ring consists of two twisted 

pair cables and active repeaters. The delay in signal propagation through the cable and 

repeaters means that the system may be regarded as a continuously circulating shift 

register. Each 100 metres causes a delay of 450 nsec which corresponds to storage for 4.5 

bits at 10 MHz. A particular configuration can contain a fixed number of bits. To impose 

a regular structure, the monitor station divides the bits into a number of slots, all of 

equal length, which travel nose to tail with a single gap of a few lengths to mark a 

complete cycle. The structure of the standard slot is shown in figure 6 though one 

variant has 38 bits (the "type" bits being omitted). 

The signalling frequency is nominally 10 MHz but may vary slightly to achieve an 

integral number of circulating bits. To obtain an integral number of 40-bit slots plus a 

small gap, a variable size shift register provides additional padding. 

The repeaters regenerate the signals onto each section of the ring so that rings of 

several kilometres can be built and different cable types can be used depending on the 

environments of the sections. The repeaters are also the points at which the 

communicating devices are attached to the network. Since they are so vital for the 

operation of the ring, the repeaters are powered along the ring cable independently of 
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T a b l e 3 

CSMA/CD characteristics 

Data rate 10 Mbit/s 
Slot rate 512 bit time (51.2iws at 10 Mbit/s) 

64 bytes ' Min. frame size 
512 bit time (51.2iws at 10 Mbit/s) 
64 bytes ' 

Max. frame size 1518 bytes 
Back off delay r slot times where r is random such that 

for nth attempt 0<r<2 with k = min (n,10) 
Manchester biphase encoding 
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Fig. 4 Structure of an Ethernet frame 
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STATION R MONITOR 
STATION 

e.g. HOST, PAD etc. 

Pig. 5 Cambridge Ring topology 

First onto ring 

1 Leader. Slot framing bit; always 1. 
2 Full/empty. Set to 1 to mark slot as full. 
3 Monitor pass. Set to 1 by transmitter, cleared 

by monitor. Prevents continuously circulating 
full slots. 

4-11 Destination address. Identifies the node to 
which the minipacket is being sent. 

12-19 Source address. Identifies the node which sent 
the minipacket. 

20-27 2nd data byte. (Data and type bits are carried 
transparently between interface units with 
user-defined meanings.) 

28-35 First data byte. 
36 Type bit A. 
37 Typa bit B. 
38-39 Response. Altered by the destination node to 

achieve low-level flow control. 
40 Even parity. 

Last onto ring 

Fig. 6 Structure of a Cambridge Ring slot 



- 45 -

the stations and attached devices. 

The unit of data transmitted between stations is a minipacket which occupies exactly 

one slot. The first bit of each slot is set to 1 to act as the starting marker. Bit 2 

indicates whether the slot is free or in use. Each station is assigned an address between 

1 and 254. A station wishing to transmit waits for an empty slot then sets bit 2 to 

"full". It inserts the destination and source addresses into the 8-bit fields shown in 

figure 6, puts two bytes of data into the following two fields and initialises the 

response bits (bits 38 and 39) to 11. Each transmitting station can only have one 

minipacket in flight at a time and, after transmission, it examines each passing slot 

until it detects its own source address. The transmitter marks the returning slot as 

empty and copies the response bits. This mechanism achieves round-robin scheduling by 

which, however heavily loaded the ring, each slot passes from station to station giving 

each an opportunity to transmit within a pre-determined time interval. 

Each station contains a source selector register whose value determines whether a 

received minipacket is to be accepted or not. If the source selector is set to 0, the 

station is not available to accept any minipackets while, if set to 255, it will accept 

any minipacket addressed to this station. For a value n (0<n<255) of the source selector, 

the station will only accept those minipackets addressed to this destination from source 

address n. The response bits are used to return low-level flow control information from 

destination to source. 

The use of the source selector in combination with the response bits allows a 

receiver to listen to all transmitters and to multiplex all the incoming minipackets (if 

n=255) or to concentrate on minipackets from source address n (if 0<n<255). The receiver 

can also generate a busy response (00) when unable to process minipackets as fast as they 

are being transmitted. In this case, the transmitter tries again when a new free slot 

passes. 

As a form of frame check, the transmitter of a minipacket sets the parity bit to 

even parity computed over all the bits 1 to 39. This is checked by all stations. When a 

station detects a fault, it corrects the parity bit and sends a fault message to a 

logging station in the next free slot. Since the fault message contains the address n of 

the sending station, the logging station knows that the fault occurred in the segment 

before station n. 

One of the stations, known as the Monitor, is responsible for establishing and 

maintaining the correct slot structure on the ring. When a transmitting station fills a 
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slot, it also sets the Monitor Pass bit to 1. This bit of a passing slot is always 

cleared by the Monitor station. If the Monitor detects that a slot marked full already 

has a zero Monitor Pass bit, an error has occurred because the slot has certainly passed 

its transmitting station without being marked empty. The Monitor therefore sets it to 

empty thereby preventing the slot from remaining permanently full and thus unusable. 

The full details of Cambridge Ring standards are in ref. 2. 

7. A HIERARCHY OF NETWORKS « 

Ideally, it should be possible for connectivity to be established between any pair 

of entities involved in a LEP experiment whether located on the experimental floor, in 

the control room, elsewhere on the CERN site or at one of the home sites of the 

experimenters. In practice, the best way to achieve this will be by means of a hierarchy 

of linked networks such as that shown as an example in figure 7. Each of the networks 

will be chosen on the basis of a compromise among performance criteria, available 

facilities and costs. Local networks, each covering no more than the few hundred metres 

from an experiment to its control room, may be based on technologies such as the Ethernet 

or Cambridge Ring. CERN is currently studying a possible wide-area network 

interconnecting the various parts of its enlarged site covering a diameter of about 10 

kms. This corresponds to the metropolitan area of a large town. Connecting this with the 

outside world will be national and international X25 wide-area networks, either public or 

private. Each element of the hierarchy will be linked to the next by means of one or more 

gateways as shown in the diagram. 

8. INTERCONNECTION AND INTERWDRKIN3 

8.1 Introduction 

Interconnection is the term describing the ability of different systems to interwork 

with one another. To achieve this, it is of course first necessary to provide mechanisms 

for transmitting data among the systems. This is the connectivity discussed in the 

previous section. But, by itself, connectivity is not sufficient. In addition, all of the 

participating systems must interpret the data exchanged in exactly the same way. 

The first packet networks were established in the late i960's and early 1970's. The 

most famous is undoubtedly the Arpanet of the US Department of Defence. It currently 

consists of several hundred packet-switching exchanges and still serves to link users in 

universities, research institutions, defence establishments and industrial companies. 

Although a very large number of computer systems are attached to Arpanet, the different 
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types of computer represented are relatively few. Among the main achievements of Arpanet 

were the work carried out on terminal access to packet networks and the use of the 

network for developing electronic messaging techniques. Also studied were the problems of 

linking dissimilar networks together (internetting) and early mechanisms for shipping 

files across packet networks. 

In Europe, an experimental packet-switched service (EPSS) was started by the British 

PTT and Cyclades was set up in France. The majority of subscribers to both these networks 

came from the university and research communities. Characteristically for Europe, the 

variety of attached machines was larger than in the OS. This may go some way to 

explaining why the research work around the European networks very quickly became 

focussed on the problems of interworking (i.e. interconnection) among dissimilar systems. 

By 1977, the British Standards Institution had been persuaded to recognise the topic as a 

new field of study. Similar moves were also afoot in France at around the same time. 

Eventually, after the usual lobbying which is prerequisite for any advancement in 

official standards circles, the International Organisation for Standardisation (ISO) set 

up a separate committee. The subject was given the grand title of Open Systems 

Interconnection (OSI). It quickly became evident that, if earlier standards projects in 

computing had been difficult, their complexity would pale into insignificance compared 

with the task of defining OSI standards. To render the problem more manageable, an early 

decision was taken to define a model thereby not only lending scientific respectability 

to the new discipline but also breaking it down into smaller pieces each of which could 

then be the subject of separate and parallel standardisation work. 

The now familiar structure of the model is shown in figure 8. Among the many 

functions it serves are:-

i) Modularity 

As with complex pieces of software or indeed any aspect of human endeavour, it is 

more efficient to construct the edifice from smaller building blocks each of which 

can be developed and checked before forming part of the larger fabric. 

ii) Layer independence 

By specifying clear interfaces at the boundary between two layers, the content of a 

given layer and the mechanisms by which it achieves its objectives can be isolated 

so that they become of no concern at all to other layers. This then allows 

particular implementations or details of a layer to be replaced as standards develop 

or requirements change, without impact on other layers. 
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iii) Emergence of standards 

There is a much greater chance of reaching international agreement on a 

specification covering the relatively small set of functions and interfaces of a 

single layer than on a monolithic document covering the total OSI field. It would 

probably be more correct to state that the latter would be completely impossible so 

that the only hope of achieving international standards is by adopting a layered 

approach. 

iv) Grouping of common facilities 

There may be several different communications functions which technically sit at the 

same level in the model. While each of them may be independent of the others, there 

may be a set of common facilities which they use. It would obviously ease the task 

of implementors if such facilities could be grouped together within a layer for the 

benefit of functions at higher layers (or even in the same layer). 

Apart from its role in the standardisation process, the model is also useful as a 

framework for the study of communications systems and as a teaching aid. However, as with 

all models, it must not be used indiscriminately. In other words, the model only retains 

its worth if it is a help rather than a hindrance in describing or understanding a 

particular set of phenomena. It must not be allowed to acquire the status of dogma, with 

reality being adjusted to fit the model rather than the other way round. 

The model is a guide in deciding where functions should be placed. The 

standardisation process is such that the ISO definition of a layer will attempt to offer 

comprehensive coverage of all conceivable facilities to be embodied in that Layer. In 

practice, difficulties are always encountered in adhering to layer boundaries when 

implementing real communications functions. Also, no single communications task ever 

requires the full set of all facilities defined in the standard for a particular layer. 

So we shall find that real protocols frequently cover only a subset of the facilities and 

furthermore that they often span layer boundaries. 

Most computer manufacturers now claim to support the OSI model. Given the above 

remarks about the nature of the model and the relationships of real protocols to it, such 

statements could easily be made about almost any set of communications facilities. Many 

manufacturers have had their own communications architectures for some years and their 

statements on adherence to OSI should be treated at least with caution if not outright 

scepticism. On closer examination, some of these architectures turn out to show perhaps 

some superficial conformity to overall OSI concepts whilst being in thorough violation of 
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the layering details. 

8.2 An Analogy 

Before we become too deeply immersed in the intricacies of the OSI model, it may aid 

our understanding if we seek an analogy to data communications in the more familiar 

activity of human interconnection via the telephone system. In some places, the analogy 

may become somewhat stretched but the exercise may nevertheless bring out some of the 

basic ideas. Clearly, any characterisation of the richness and sophistication of human 

communications by a mere seven-layer model can only be excused if it is for purely 

educational purposes! 

Figure 9 shows two telephones A and B, both connected to the public switched 

telephone network (PSTN). At the lowest level, a set of rules governs the physical 

behaviour of the telephone apparatus and its control of the line to the exchange. These 

include such details as the cable consisting of four wires and the maximum signal 

voltages permitted on them. The link layer of data communications has no plausible 

equivalent in the field of analogue telephony. 

The network layer deals with the rules for making calls from one subscriber phone to 

another. Figure 10 illustrates the agents and the sequence of events leading to the 

establishment of a call and the start of conversation. The process would be slightly more 

complicated if one or both of A and B were attached to private automatic branch exchanges 

(PABX) instead of directly to the PSTN. For then, it would entail three stages - a call 

from A to the "gateway" between A's PABX and the PSTN, a call across the PSTN to B's PABX 

and a call across B's PABX to B itself. This can be regarded as a call across three 

interconnected networks. 

So far, W B have described the communications process via the telephone system. It 

would have been equally valid to consider what the three layers might look like using 

another communications medium such as, for example, a personal face-to-face conversation. 

The details of the lowest three layers we have discussed are dependent on the basic 

nature of the technology being used. The Transport Level is concerned with making the 

most effective use of all the underlying media available for a given communication. It 

also aims to minimise costs and achieve a quality of service appropriate to the nature of 

the application. One of its roles is to decide whether to use the telephone network 

(electrical transmission), a personal conversation (air vibrations) or some mixture. In 

practice, the transport layer is of course implemented by the human initiating the 

interaction. The transport level then serves to render the higher layers of the 
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interaction independent of the technology used. For the purposes of our educational 

analogy at least, there is little difference between a face-to-face conversation and one 

over the phone. The upper layers are thus common whatever media are used lower down. 

The session layer is concerned with the orderly conduct of dialogue. In the human 

case, there are implicit rules forbidding both parties in a conversation to speak at the 

same time and each party being given the chance to speak alternately. Of course, these 

are rarely obeyed but we know that the most efficient conversations are those which come 

closest to sticking to them. Another role of the session layer is to restore 

synchronisation after interruptions. When a human dialogue suffers a break at a lower 

level, because of a noisy telephone line or a third party entering the room, the 

participants have mechanisms for continuing. These entail going through a sequence of 

exchanges to obtain agreement on the last material to pass between them before the break. 

After this, they proceed in synchronism as if no break had occurred. 

The presentation layer is concerned with the syntax to be used to effect the 

communication. In the human case, it would include the language to be used. Normally this 

is implicit but, in some cases such as international telephone calls, it is not unusual 

for conversations to begin with negotiations at the presentation level on the best 

language to be used for the real business of the call. The latter then takes place at the 

application level. 

9. THE SEVEN LAYERS OF THE OSI MODEL 

9.1 The Physical Layer 

This is concerned with the basic parameters of the transmission process. The 

mechanical aspects of the layer are specifications of the plugs and sockets to be used 

for connecting a DTE to a communications line onto a network. The electrical aspects 

define the voltage levels to be used as bit values and the associated timing. 

Examples of physical layer standards are V24 (CCITT) and its variants RS232C and 

RS449. These deal with the connection of a DTE to a modem and the interactions between 

them to control the physical transmission line. X21 is a similar standard for digital 

transmission. However, it is not pure level 1 since it includes character framing and 

addressing mechanisms which are elements of levels 2 and 3 in the model. 

In section 5.1, it was stated that X25 is really three standards. The lowest level 

of X25 is defined to be either X21 for digital lines or X21 bis (which is nothing more 

nor less than V24) for analogue ones. 
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Figure 11 shows the lower OSI layers in the context of a DTE on a local area network 

while figure 12 indicates the mechanical and electrical details for the physical layer of 

a CSMA/CD connection. Manchester Biphase encoding combines clocking signals and data into 

bit symbols. Each bit symbol is divided into two halves, the second of which contains the 

binary inverse of the first. A transition always occurs in the centre of each bit symbol. 

This sequence of transition forms a square wave whose frequency is half the clock rate. 

Thus the bit rate of a 10 MHz Ethernet is 5 MHz. 

9.2 The Data Link Layer 

Whatever the nature of a network, it will consist of a number of links each of which 

will need to be controlled by the entities at either end of it. This is the task of the 

Data Link Layer. The various functions of data link protocols are discussed below (see 

ref. 4 pp 1378-1383). Whether and how a function is performed vary with the type and 

sophistication of the protocol used. 

i) Initialisation 

The initialisation function deals with the establishment of an active Data Link 

connection over an already existing physical path. The physical path may be built on 

one or more physical circuits. The acquisition of the path and the movement of bits 

over the path are the responsibility of the underlying physical layer processes. 

Initialisation usually involves the exchange of supervisory sequences establishing 

readiness to receive or transmit and, if necessary, identification of the parties. 

ii) Synchronisation 

The underlying Physical Layer provides a stream of synchronised bits. A function of 

the Data Link Layer is to determine where in this stream of bits the intelligence 

being transferred lies. The synchronisation process accomplishes this by providing 

functions to acquire, maintain and, if necessary, reestablish character 

synchronisation, that is, bringing the receiver's decoding mechanisms into alignment 

with the transmitter's encoding mechanisms. 

iii) Transparency 

The transparency function permits the Data Link control to be totally "transparent" 

to the format or structure of the users' information. Transparency permits the user 

to send information in any code set, of any length and in any format with the 

assurance that Data Link mechanisms will not "trip over it", that is, will not 

interpret any user data as link control information. Data Link protocols vary widely 

in the techniques used to provide transparency. 
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iv) Segmentation 

A blocking or framing mechanism is necessary to divide the users' information into 

segments suitable for transmission through the Data Link. Extremely long blocks of 

information are unlikely to survive transmission through a noisy medium without 

error. On the other hand, very short blocks may be inefficient. Blocking and framing 

mechanisms aid the synchronisation process and provide the ability to identify when 

data should, but may not, be present. They also provide convenient segments on which 

to apply error-detection processes. 

v) Flow control 

Receivers need to be able to regulate the flow of information into their systems in 

order to prevent being overwhelmed by incoming data in cases where the input rate 

exceeds the station's capacity to accept and process the data. Flow control 

functions accomplish this regulation. 

vi) Error and sequence control 

Error control processes provide for the detection of errors induced by the 

transmission medium, the acknowledgment of correctly received segments and requests 

for retransmission of segments containing errors. Vertical, longitudinal and cyclic 

redundancy checks are the most commonly used error-detection techniques. Some Data 

Link protocols also employ sequence control, which numbers and verifies individual 

segments of data, to guarantee the detection of missing segments. 

vii) Recovery 

This function includes the processes required to detect and recover from abnormal 

occurrences such as loss of response, illegal or invalid sequences, severed links 

and the many other unpleasant things that can happen to information as it moves over 

the link. Timeout processes are a common method of detecting such occurrences. 

viii) Termination 

Following the transfer of the users' information, the link, which was logically 

established by the initialisation process, is terminated. Termination functions 

involve "tidying up" the link by ensuring that all data sent has been received and 

then gracefully clearing the logical connection. Link termination does not 

necessarily involve disconnection of the physical path. 

Early data link protocols were character- or byte-oriented. Each frame consisted of 

characters in a particular code (e.g. ASCII or EBCDIC) with the consequence firstly that 

communications between computers with different character lengths was difficult and 
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secondly that there had to be a special mode to achieve data transparency. IBM's BSC is 

an example of such a code. 

The disadvantages of embedding character codes in the design of data link protocols 

led to the emergence of so called bit-oriented protocols whereby data frames can contain 

an arbitrary number of bits and frame sizes need not be integral multiples of a 

particular character size. There are a number of bit-oriented protocols of which IBM's 

SDLC (Synchronous Data Link Control) was among the earliest. Variants of this include 

ANSI ADCCP (Advanced Data Communication Control Procedure) and ISO HDLC (High Level Data 

Link Control). 

Level 2 of X25 is defined to be the so-called LAPB option of HDLC. This means, among 

other things, that a DTE's data link to a packet switched network is controlled according 

to the HDLC rules. Because of its importance for X25 and because it exhibits features 

common to all bit-oriented procotols, HDLC is worth a bit more attention. Figure 13 shows 

the structure of an HDLC frame. Without going into too much detail, let us see roughly 

how various of the above functions i) to viii) are carried out. The control field of a 

frame specifies its type and initialisation is signalled by one end sending a special 

control frame. Synchronisation is the means of indicating frame boundaries. For this 

purpose, the first and last octets of a frame each consist of the bit sequence 01111110 

forming flags. A second role of the flags is to segment the data into convenient units 

for the transmission process. Transparency is needed to ensure that the user's data can 

contain any sequence of bits, even an HDLC flag if he feels like it. To avoid such data 

causing chaos by being treated as a flag delimiting a frame, a technique known as bit-

stuffing is used. Before being put onto the transmission line, data between the flags of 

a frame is scanned by hardware, which inserts a 0 after any sequence of five consecutive 

l's. The reverse process takes place at the receiving end. 

Bits >0 16 

01111110 Address Control Data Checksum 01111110 

F i g . 1 3 The structure of an HDLC frame 
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Flow and sequence control and acknowledgment are performed using sequence numbers 

in precisely the same way as described for X25 level 3 in section 5.1. However, it is 

important to note that, although the principle is identical, the sequence number of a 

level 2 HDLC frame is not to be confused with that of an X25 level 3 packet which it 

might be carrying. For error control, a frame check sequence is computed by means of a 

cyclic redundancy formula and embedded in the 16-bit field of the frame. To terminate a 

connection, a DISCONNECT control frame is transmitted. 

An implementation of the data link layer on a CSMA/CD local network can be achieved 

by embedding HDLC frames in the data field of an Ethernet frame. (Care should be taken 

here to distinguish the use of the term "frame" in two different contexts.) In this case, 

the Ethernet could be regarded as a point-to-point HDLC link between the communicating 

parties. The procedure is known as Logical Link Control type 2 or LLC2. 

9.3 The Network Layer 

Data communications can be viewed as the passing of information between "processes", 

residing in systems which could be separated by a complicated set of interconnected 

networks of different types. The function of the Network Layer is to provide a pathway 

between the processes along which the data can travel. Figure 14 shows two subnetworks X 

and Y of different types connected by a gateway. Subscribers A and B on X can communicate 

according to the rules of X so can C and D according to the rules of Y. What about A and 

C? If we remember our telephone analogy, in which the subscribers were separated by the 

PSTN plus their local and remote PABX's, the gateway at each PABX was able to match the 

local PABX conventions to those of the PSTN. 

It is the task of the Network Service to provide such a match by bringing the often 

disparate services in the subnetworks up to a common level. One way of doing this is 

illustrated in figure 15 which shows different network services AFI and AF2 in two 

subnetworks 1 and 2. The two end systems wishing to interwork have to do so by means of 

enhancement functions EF1 and EF2 which raise the respective network services to the 

level of the common Network Service. Of course, end systems on the same subnetwork do not 

have to use enhancement functions but then they would require different network services 

for internal and external communications. 

A particularly troublesome and long-standing difficulty in networking is the issue 

of addressing. This is not the place for a lengthy explanation. Suffice it to say that 

the network layer is where the addresses of the end processes make their first appearance 

in the model. 
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Figure 16 illustrates how the ISO Network Service might be implemented over a number 

of different types of subnetwork. 

A popular misconception is that X25 level 3 offers a Network Service in the ISO OSI 

sense. In the 1980 version of X25, a mere 12 decimal digits were allocated for addresses. 

A subscriber to a data network was viewed as if it were a telephone only capable of 

sustaining one call at a time. In practice, computer systems can run large numbers of 

processes simultaneously and each could be involved in an independent data communications 

activity. Hence the need for a much more flexible means of assigning addresses to 

processes. Therefore, if X25 (1980) is used in a particular subnetwork, some enhancement 

of the addressing mechanism is needed for connections into other subnetworks. This is 

shown as E25 in figure 16. The 1984 version of X25 offers some improvement with a 

mandatory address length of 32 decimal digits. There may also be eventual agreement on an 

optional extra portion of up to 512 bits. In this case, the enhancement function E25 

(1984) would be even smaller than E25 (1980). 

For a local network in which LLC2 is used as the Data Link layer, X25 level 3 could, 

with appropriate enhancements, form the basis of the Network Layer, as in figure 16. 

A useful discussion of the Network Service and implementation recommendations are 

contained in ref. 3. 

9.4 The Transport Layer 

For a pair of processes in remote systems between which communications are to take 

place, there may be various Network Services available from which to choose. For example, 

the systems might be attached both to the PSTN and to packet-switched networks. Each 

Network Service will offer a particular Quality of Service (QOS) which will be highly 

dependent on the technology of the underlying communications mechanisms. Among the 

elements of the QOS are cost, throughput and residual error rate. The Transport Service 

is there to optimise the use of whatever Network Services are provided, taking account of 

the technical performance and economic requirements of the end processes. Included among 

its functions is the addition of capabilities to overcome whatever inadequacies might 

exist in the Network Service which might otherwise prevent the process-to-process 

connection from taking place at all. As an example, some inter-process communications 

might demand a lower error rate than could be provided by the Network Layer, in which 

case the Transport Layer would have to include additional error detection and correction 

mechanisms. 

Another example is the use of the Transport Layer to reduce costs. All public data 
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networks include the duration of a call as an element of its cost. If there are two 

systems between which a large number of simultaneous and independent calls are taking 

place, it may be possible to establish a single Network Service connection and to 

multiplex along this the traffic for all the calls. This might result in more efficient 

use of the connection and lower duration charges than if a separate Network Service 

connection were established for each call. "Tariff-busting" of this kind is the role of 

the Transport Layer. 

Since the Transport Layer has the responsibility of managing the exploitation of the 

Network Layer, all the higher layers are independent of the underlying communications 

technologies. 

9.5 The Session and Presentation Layers 

In general, the layers discussed so far are concerened with the provision of general 

purpose communications resources which can be shared among a number of end processes and 

their use optimised for specific purposes. The remaining layers define how these 

mechanisms are to be used and the boundaries between layers are less distinct. Layers 5 

and 6 (Session and Presentation) group together various facilities common to several if 

not all applications. 

In Layer 5 are embodied the tools for managing dialogues (or "sessions") between end 

processes. This is achieved by ensuring the orderly exchange of control and data blocks, 

for example using a token passed, via the session layer, by the end processes. Only the 

process with the token may transmit. This is also the level at which recovery from 

traumatic problems at lower levels in the hierarchy can take place. The session layer can 

insert synchronisation marks into a stream of data between two processes and require the 

acknowledgment of each before continuing with the data transfer. The advantage of this 

mechanism can be appreciated by considering the transfer of a very large file which is 

interrupted, shortly before the end of the file, by a network error of some kind. Instead 

of having to begin again, each of the processes is aware of the last synchronisation mark 

acknowledged so transmission can recommence from that point. 

There are circumstances when it would be dangerous to carry out some action in 

advance of the completion of a particular communications activity. For example, the 

updating of a database could involve a lengthy exchange between remote processes. To 

carry out partial updates while the connection is open might lead to corruption of the 

database in the event of a network error. The Session Layer implements facilities for 

quarantining data during the transfer phase. This means that no action apart from data 
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receipt or transmission is permitted by either of the end processes until the transfer 

has been completed. 

The presentation layer deals with the syntax of the data passed between the 

application layer processes. One of its functions is to handle the inevitably different 

conventions for representing information used by computer systems from different 

manufacturers. Obviously, there has to be some agreement on the codes to be used for a 

transfer. The presentation layer allows negotiation of the syntax; an example being 

whether characters are to be encoded in ASCII or EBCDIC. A further function of this layer 

is to improve the efficiency of transfers by using data compression techniques. One of 

these is to reduce the length of strings containing sequences of identical characters. 

9.7 The Application Layer 

The seventh layer is concerned with the abstract specification of same activity to 

be performed for which contnunications mechanisms are indispensable. In other words, the 

activity is distributed among a number of physically separate systems. Examples include 

the transfers of files and jobs across networks. The standardisation of the application 

layer is more complex than the lower layers. Not only must it deal with communications-

oriented services but it must also cover relationships between the applications and the 

real world. 

The activities of file transfer, access and management (referred to as FTAM in ISO 

circles) require definitions of a file store and the files in it both in terms of their 

properties and their structure. This is achieved by means of a virtual filestore whose 

elements can be referred to by the communications part of the standard. It is then the 

task of implementors to map the virtual file store onto real system components. These 

need not be restricted to real file stores but could also include remote peripherals on 

electronic mailboxes. 

Like FTAM, job transfer and manipulation (or JTM for short) also entail the 

definition of general concepts with roles similar to those of a virtual file store. It 

must be emphasised that JTM does not pretend to tackle the problem of job control but, 

initially at least, only provides facilities for transferring "work units". Each work 

unit contains information and instructions on what is to be done with it at various 

points on its journey. For example, a work unit could contain a job with an indication 

that it is to be submitted to some job mill. This in turn could generate output in 

another work unit to be sent to a printer somewhere on the network. All the steps could 

result in progress reports (yet more work units) being sent to a nominated collection 
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point at which a history file of the job could be built up. Additional functionality (and 

consequent protocol complexity) could be introduced by allowing jobs to be spawned by 

other jobs and the transmission of work units containing requests to change or 

interrogate other work units. This last feature will provide the users with facilities 

for job visibility which will be essential to maintain track of jobs progressing through 

various systems in a network environment. It is possible that agreement will be reached 

on the use of ISO PTAM as the bulk transfer mechanism for carrying JTM work units - an 

interesting example of a service being offered to an entity in the same layer. 

10. THE STATUS OF OSI STANDARDISATION 

Standardisation requires agreement to be reached among a large number of parties 

with very different perspectives. The process can therefore become protracted. The last 

few years have seen feverish activity on OSI standards within the various national and 

international organisations. The first objective is to get a set of definitions agreed 

within ISO and then to ensure that the suppliers of information technology products 

implement them. 

Each layer in the model performs a set of functions or services which it offers to 

the layers above. In turn, it makes use of services from the layers below. There are 

therefore three main elements to a standard for an entity within a particular layer:-

i) the services and interfaces it offers to the layers above 

ii) the services it requires of the layers below and the lower interfaces 

iii) the rules (or "protocol") for exchanging information with a peer entity across 

a series of networks. 

No attempt is made to indicate how an entity should be implemented. This is not 

amenable to standardisation because it depends heavily on such things as machine 

architecture and operating system design. 

Elements i) and ii) above are normally combined together in a "service 

specification" while iii) constitutes a "protocol specification". Each of the 

specifications can be worked on simultaneously by the relevant ISO groups. A standard 

evolves in three stages - draft proposal (DP), draft international standard (DIS), full 

international standard (IS). The status of standards for the various layers and functions 

described is shown in table 4. 

Inevitably, the standards will emerge piece by piece over the next few years. 

Indeed, given the complexity of the task, it would be a remarkable achievement if the 
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Table 4 

Status of ISO Standards for OSI 

1982 1983 1984 1985 1986 1987 

Files DP DIS IS 

Jobs DP DIS IS 

Presentation DP DIS IS 

Session DP DIS IS 

Transport DP DIS IS 

Network DP DIS IS 

DP = Draft Proposal 
DIS = Draft International Standard 
IS = International Standard 



- 65 -

timescales could be met. Assuming that the present enthusiasm and energy can be 

maintained, there is the prospect of a complete basic set of ISO standards for OSI by 

1987 and of corresponding products becoming available commercially before the end of the 

decade. 

Refs. 4 and 5 contain further details of progress on standardisation. 

11. PRACTICAL PROTOCOLS - OSI IN ACTION 

11.1 Background 

It might appear that the idea of implementing an ambitious scheme based on the 

principles of Open Systems Interconnection would be nothing more than a computer 

scientist's pipedream. To show that, with the right combination of circumstances, even 

the seemingly impossible is possible, we focus on the United Kingdom's university and 

research community. Here a national project has been in progress to achieve widespread 

interworking among about 150 institutions. Each site generally has its own local 

computing resource and there are, in addition, a handful of national facilities. The 

computers are of all shapes and sizes, from a large number of different manufacturers. 

The financing for computing in this environment is centralised and the funding body has a 

policy of resource-sharing and site-specialisation. As an example, two of the national 

centres have supercomputers which users at all sites are entitled to use, subject to the 

allocation of the appropriate resources. Wide-area data communications are therefore an 

immediate prerequisite for the implementation of the central policy. 

In 1976, a study was begun into the best way of achieving the desired connectivity 

and interconnection mechanisms. The resulting reccommendations were adopted and a 

centrally coordinated project was established in 1979. By this time, each site had not 

only its wide-area but also its local communications needs and these became an equally 

important aspect of the activities. 

In the following sections, we consider the practical solutions adopted for the UK 

project to implement the various facilities discussed earlier. 

11.2 The Wide Area Network 

By the mid-1970 's, a small-scale private packet-switched network had been 

established for the UK research community. This used the access protocols defined for the 

EPSS network mentioned in section 8.1. With the ratification of X25 in 1976, the private 

network was converted to conform with the new standard and it expanded until it 

eventually had subscribers at academic sites in most parts of the UK. By this stage, the 
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public X25 service PSS had been opened by the British PTT. There were then three main 

classes of communications arrangements: the private X25 network for research workers, the 

public X25 PSS network and a number of star RJE networks onto the national university 

computer centres. One of the objectives of the national project was to unify these 

disparate facilities. The main decision was whether to use PSS or to expand the private 

network so that it encompassed the whole of the university community not just selected 

research departments. 

In section 5.3, it was stated that the tariffs for public X25 networks include a 

significant element based on volumes of data transmitted. In the UK academic community, a 

considerable proportion of the traffic is related to the transfer of jobs, files and 

output. In general, public network tariffs favour interactive usage with comparatively 

low volumes of traffic generated. PSS charges for the community's traffic profile and 

volumes would have been very high. In addition, major capital investments had already 

been made in the private network. These two factors were the principal reasons why it was 

decided to base the unification on the further extension of the private network (which 

was named the Joint Academic Network - JANET). PSS would be used via two gateways to link 

the community with the outside world. 

11.3 Local Area Networks 

There were two schools of thought on the technology of local area networks. One 

believed that, since networks of 10 Mbit/s could be easily and cheaply constructed, 

solutions based on techniques such as the Cambridge Ring or Ethernet were the only 

sensible choice. The other said that the high speed solutions should be viewed with 

caution because no standards had yet been defined for them. As an interim measure, X25-

based IAN's, whilst offering comparatively low performance, would at least offer ports 

for the attachment of subscriber systems in conformity with international standards. In 

the event, both types of approach were adopted. Since the Cambridge Ring had emanated 

from a UK university, this high speed technology received considerable attention, with 

the aim of having components in the marketplace from different suppliers. As soon as an 

operational requirement had been produced, it became apparent that all the potential 

manufacturers would offer incompatible products unless some standards could be agreed 

upon. An unprecedented exercise then took place in which customers, a number of competing 

suppliers and the Department of Industry all collaborated to define Cambridge Ring 

standards of the kind described in section 6.2. Allowing for the normal gestation period, 

products were then developed and customers could obtain components from several sources. 
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Meanwhile, the LAN committee of the US Institute of Electrical and Electronic 

Engineers (IEEE) was working hard on a range of standards including CSMA/CD. Several 

computer manufacturers had declared their intentions to adopt these for their LAN 

products. Ethernet therefore became irresistible as one of the technologies for LAN's in 

the UK academic community. The present position is that, while a few universities have 

Cambridge Ring IAN's, there is a discernible swing towards Ethernets as the de facto 

standard solution. 

For low-speed X25 LAN's, a manufacturer was found who could offer a single node 

packet-switched network with ports running at a maximum of 48 kbit/s. This solution found 

favour in about 40 universities especially where an off-the-shelf product was required 

which would not need extensive manpower to bring it into service. 

Early in the life of the project, a need was identified for cheap PAD ' S of the kind 

described in section 4.2. In the absence of a suitable commercially available product, a 

design was undertaken based on developments already taking place in one of the 

universities. Approaches were made to several potential manufacturers and one of them was 

chosen to collaborate in a joint venture. The resulting product is the so-called JNT PAD 

of which over 1000 have been installed throughout the community and beyond. 

The first network interface developed for the PAD was X25 and it was designed to 

handle synchronous ports for host computers at up to 9.6 kbit/s as well as asynchronous 

ports for terminals. The PAD is also capable of low-speed switching and of acting as a 

reverse PAD. Figure 17 shows examples of PAD configurations. More recently, Ring and 

Ethernet interfaces have been developed for the PAD. Thus the same basic equipment and 

user interface can be used with a variety of IAN technologies. 

11.4 Connectivity 

Figure 18 shows the hierarchy of local and wide-area networks to achieve 

connectivity in the academic community. 

11.5 Protocols 

The UK project was already well under way by the time the ISO activities started. 

From the studies described in section 8.1 emerged an architecture in which elements of 

the ISO model were already clearly discernible. The subsequent protocols became known as 

the "Rainbow" Books because each was bound in a different colour. Figure 19 compares the 

two architectures. 

The crucial interface is that offered by YBTS. This is the same whatever the 

underlying communications media and is obtained by appropriate enhancements to the lower 
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Fig. 17 PAD configurations 
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layers just like the enhancement functions of figure 16. YBTS is therefore just a Network 

Service interface for use by the upper layers. (Unfortunately, the term YETS which stands 

for Yellow Book Transport Service was coined before the ISO terminology came into being. 

This is the source of much confusion.) 

Instead of separately identifiable protocols for the session and presentation 

layers, these are embedded in the Rainbow application layer protocols thereby making them 

somewhat more monolithic and complicated than necessary. The Blue Book File Transfer 

Protocol (FTP) provides for the general movement of documents. It includes recovery 

mechanisms (corresponding to ISO level 5) and the negotiation of character 

representations (ISO level 6). The Grey Book Mail Protocol moves files between mail 

facilities using the above FTP as the bulk shipment mechanism. It can also be used for 

relaying mail via third parties. The Red Book Job Transfer and Manipulation Protocol 

(JTMP) handles the movement of descriptors which correspond to the ISO work units - again 

using FTP. The different types of descriptor allow jobs to be queued for a job mill, 

outputs to be transferred, reports of job-related activities to be collected, the status 

of job-related queues to be interrogated or the status of individual jobs on a queue to 

be modified. 

Ref. 6 is a summary of the architecture and protocols while refs. 7 and 8 contain 

the detailed specifications of FTP and JTMP. 

11.6 Protocol Implementation 

An early objective of the project was to obtain maximum support for the chosen 

standards from manufacturers. Since the definitions had no status within the official 

standards bodies, it was not expected to be easy to win manufacturers' cooperation. One 

approach was to include some form of support for the Rainbow Books as a mandatory 

requirement in the procurement of new equipment. This proved to be partially successful 

in getting manufacturers interested in collaborative ventures. The reason for this 

sympathetic attitude was that, although not a large and lucrative market, the academic 

sector is well publicised and influential. It is also recognised as a useful test-bed for 

important new ideas such as OSI. 

However, it would have been totally unrealistic to expect fully supported 

implementations of all the Rainbow protocols to arrive from the manufacturers. Therefore, 

a limited number of development projects were funded in the universities, each concerned 

with implementing a particular protocol under one operating system. In this way, the full 

protocol repertoire was gradually built up for most of the more common computer systems. 
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11.7 Present Project Status 

The hierarchy of figure 18 is essentially complete with nearly all university sites 

now connected via their LAN's to the national network. Many computer centres have mounted 

implementations of the Rainbow protocols which are already forming the basis of many of 

their services. As an example, the author's own centre will by mid-1985 be offering 

remote job entry services based exclusively on the use of JTMP. 

11.8 The Future 

Technological pioneers always pay a price for being innovators. In this case, the 

use of pre-ISO protocols will mean a major transition when the formal standards emerge. 

Nevertheless, the importance of the present project must not be underestimated for it has 

been responsible for creating an unrivalled reservoir of expertise on networking 

techniques and architectures, for providing direct operational experience of an Open 

Systems environment and for developing appropriate hooks in several common operating 

systems. These last are independent of the particular protocols used and will be as valid 

for ISO as they were for the Rainbow Books. 

As indicated in table 4, there are several elements in the catalogue of ISO 

protocols which will only be clarified over the next few years. For today's implementors 

anxious to become compatible with ISO, some element of guess work is needed as to how the 

eventual standards might turn out. The UK Department of Industry has established an 

Information Technology Standards Unit with the objective of formulating an Intercept 

Strategy. This will include definitions of likely future standards, based on the most 

authoritative advice. 

The UK academic community is paying close attention to the Intercept Strategy. Some 

of the material in section 9 is based on information in the strategy documents. Planning 

has already started on a transition path from Rainbow to ISO including moves from Rainbow 

YBTS to ISO Network Service and from Rainbow JTMP to ISO JTM. 

. CONCLUSIONS 

The OSI model provides a useful framework for considering complex communications 

systems. It is not necessarily the only one or even the best one but it is regarded as 

adequate for stucturing the standardisation process. At present, enthusiastic 

implementors are in something of a dilemma because, whilst the model is reasonably solid, 

there is still much to be done before all the relevant protocol standards are ratified. 

The best that can be done in the gaps is to implement the best guesses at what might 
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emerge but to maintain sufficient flexibility in the products to allow complete 

replacement in the years to come. 

The UK academic community's experience of a pre-ISO Open Systems project contains 

important lessons for LEP and for others embarking on similar journeys. Where there is a 

variety of equipment from different manufacturers to be interconnected, it is highly 

desirable to implement a solution based on OSI principles in advance of full formal 

standards. As with any sizeable project, an unambiguous strategy is essential and this 

must be backed up by central coordination. The task is made infinitely easier if 

significant funds are made available to the coordinators for disposal as they see fit. 

The use of large amounts of project manpower on development of protocol implementations 

or communications components is undesirable mainly because of long-term maintenance 

complications. It is far better to involve commercial organisations in as many activities 

as possible. Procurement of equipment is an important means of devolving responsibilities 

onto manufacturers. Operational requirements should therefore include mandatory clauses 

on protocols. At an early stage, preparation should begin for the eventual introduction 

of manufacturers' products which will conform to future ISO standards. Finally, a word of 

warning is in order. Manufacturers' claims of commitment to ISO and the adherence of 

their present and future products to ISO standards should be subjected to the closest 

scrutiny. 
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