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ABSTRACT 

The Supercomputers of the 80's are introduced. They are 10 - 100 times 
more powerful than today's machines. The range of physics modeling in the 
fusion program is outlined. New machine architecture will influence particular 
codes, but parallel processing poses new coding difficulties. Increasing 
realism in simulations will require better numerics and more elaborate 
mathematics. 

INTRODUCTION 

It will always be impossible to compute the behavior of a plasma at the 
speed with which a plasma does it, and there experimentalist have the edge! 
However, the push to acquire even faster computers is paying off in plasma 
physics: P E S T ^ is widely used to advance Tokamak design, the new 
Stellarators depend on the 3D equilibrium calculations,' ' the Laser Fusion 
program is driven by computers '••'•' almost as much as lasers, and the Mirror 
program uses the Fokker-Planck'-* '•*' codes endlessly as a basic tool. Many new 
results are waiting to be discovered in Space Plasma Physics as more computer 
time becomes available. 

In order to get close to the impossible, the computational physicist has 
to apply great ingenuity in finding optimal ways to use computers. He has to 
interact with computer designers to include new features which will remove 
program bottlenecks. He must formulate the equations to keep only the 

*Work performed under the auspices of the U.S.D»0.E. by the Lawrence Livermore 
National Laboratory under contract No. W-7405-ENG—48. 
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esseutial physics of each situation, and he must devise numerical methods which 
converge most rapidly to the correct answer. Here we will touch upon a 
representative list of emerging topics, rather than give a general account of 
developments, in the hope this will be useEul to an audience of plasma 
physicists. 

1.0 HEW SUPERCOMPUTERS 

Supercomputers are the most powerful general-purpose computers available 
for information processing. Currently, supercomputers have the capability of 
performing hundreds of millions of arithmetic or floating point operations per 
second (MFLOPS) and are used in two general area: real-time applications such 
as signal processing and scientific computing. In the race to build the next 
generation of supercomputers, scientists are experimenting with a variety of 
architectural designs. The new architectures '.ri.ll have as few as two 
processors with shared memories tc extensive parallel architectures with 
hundreds of local memories and processors, all executing instruction? 
simultaneously. 

During the past 35 years computers have grown more powerful with speeds 
that were unimaginable only a few years ago. The speed of computation achieved 
by the fastest computers has increased by a factor of 10 <cillion from the 
1940's to the present, however, the supercomputer industry is facing a demand 
for additional speed improvements of at least two hundred fimes in this decade. 
Unfortunately, the projected speed increases available from faster components 
appear to be limited to at mo3t about a factor of ten during the next decade. 
Hence, it is clear that new forms of parallel computer organization will be 
required. 

Existing commercially available parallel processors are primarily intended 
for structured mathematical processing and for signal processing applications. 
These specialized processors are generally used in conjunction with 
general-purpose processors to handle the system control and those parts of the 
data processing problems that are not amenable to parallel processing 
solutions. 

http://'.ri.ll
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1.1 Architecture of Nevr Supercomputers 

There are three types of parallel architecture capable of Increasing 
performance by a hundredfold over today's state-of-the-art supercomputers. 
They are: 

o Lockstep vector processors, 

o Tightly coupled parallel processors, and 

° Massively parallel devices. 

Concurrency Is the avenue to increase speed with a given component 
technology. Today's supercomputers eliminate the overhead of instruction 
processing associated with each datum in conveational machines. They permit a 
single instruction to specify that an operation be performed on multiple 
operands and differ from conventional systems primarily in the high bandwidth 
transfer of multiple data elements to and from the execution unit under the 
control of a single instruction. 

- When the execution unit operates simultaneously (in lockstep) on many data 
entities, as in the ILLIAC-IV, the machine is said to have an array 
architecture. The ILLIAC-IV contained an 8 x 8 array of floating point 
processor elements (PEs). Keeping most of the PEs busy most of the time is the 
major software and algorithmic challenge. 

When the. execution unit operates on sets of data, on an assemply line 
basis, the machine ia termed a vector processor or pipeline processor. The CDC 
205 and Cray 1 are examples of vector processors. The Teal beneficiaries of 
such vector processors have turned out to be multl-dlmensional fluid type 
codes, wl.ich are dominated by long vector loops. They run at astonishing 
speeds relative to more trivial, scalar bound, calculations. 

A second architectur.il type capable of a hundredfold increase over 
state-of-the-art supercomputers is tightly coupled systems of a few 
high-perform?nce processors. In principle, collaboration of these processors 

http://architectur.il
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on a common task can produce the two orders of magnitude speedup that is 
needed. Admittedly, there are important architectural issues in tightly 
coupled systems, especially communication geometry between processors and 
memories. However, algorithmic issues for them are somewhat less complicated 
than for lockstep vector processors. 

The current trend in supercomputer architecture Is toward tightly coupled 
systems with two to four vector processors typically sharing a large memory. 
Recent experiments suggest that these systems can be successfully used In 
parallel processing of scientific computations. 

The next logical step in this trend is toward systems with 8, 16, or more 
processors. Whereas the scientist may successfully find sufficient concurrent 
tasks to achieve efficient use of a system of four processors, success on 
systems with 64 processors, for example, is by no means assured. 

In the long term it may be possible to build massively parallel systems, 
that is, systems with 1000 or more processors communicating with thousands of 
memories. In general, the scientist cannot manually find and manage 
parallelism for thousands of processors. Rather, the software must find it, 
map it onto the architecture, and manage it. Therein lies a formidable 
research Issue for massively parallel computation. 

The following two tables list (1) existing supercomputers, and 
(2) announced supercomputers. This tabulation employs only the few parameters 
usually contained in press-release-type information. 
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Table 1 shows supercomputer systems cur ren t ly be ing Ins ta l l ed^ The f i r s t 
oT the new gene ra t ion of supercomputers, the CRAY I S , i s no longer being 
manufactured. I t i s not shown in the t ab l e although over f i f t y of them have 
been i n s t a l l e d s ince 1976. I t has been replaced by the CRAY XMP. 
Approximately 15 CYBER 205s have been de l ive red . The f i r s t Hi tach i S-810/20 
has been de l ive red to the Univers i ty of Tokyo. The f i r s t Fu j i t su VP100 (a 
smaller ve r s ion of the VP200) was de l ivered to the Un ive r s i t y of Nagoya i n 
November 1933. I t i s to be used p r imar i ly for plasma physics r e sea rch . 

TABLE 1 

Current Supercomputers 

Organization Fujitsu Hitachi CDC CRAY CRAY. CRAY 

Model VP-200 S-810/20 205 X-MP/1 X-MP/2 X-MP/4 
announcement July 1982 Aug. 1982 June 1981 Aug.1984 Aug. 1982 Aug. 1984 

architecture 
(64 bit words) 

vector 
(IBM 
compatible) 

vector 
(IBM 
compatible) 

vector vector 

1 CPU 

vector 
multi
processor 

2 CPU 

vector 
multi
processor 
4 CPU 

maximum 
performance 
(M FLOPS) 

500 630 400 252 479 953 

maximum 
main memory 
size words 

32M 
MOS 

32M 
MOS 

16M 
MOS 

4M 
MOS 

4M 
Bipolar 

8M 
Bipolar 



Table 2 shows new sys t ems i n d e s i g n or e a r l y s t a g e s of p r o t o t y p e 

deve lopment . NEC i s t h e l a t e s t t o announce i t s e n t r y , t h e SX 2 , f o r d e l i v e r y 

i n 1 9 8 5 . The Cray 2 i s t h e most deve loped and i t i s e x p e c t e d t h a t s e v e r a l may 

be d e l i v e r e d during 1 9 8 5 . However, i t seems t o be a p r o t o t y p e sys tem f o r the 

newly des igned Cray 3 . The l a t t e r i s i n t e n d e d to be the f i r s t Gal l ium Arsenide 

based supercomputer i f t h i s t echnology p r o v e s s u c c e s s f u l . The Cray 3 , ETA GF 

1 0 , and Denelcor HEP 2 a r e promised f o r d e l i v e r y i n 1986 . 

TABLE 2 

Supercomputers Now I n Design 

O r g a n i z a t i o n CRAY CRAY ETA D e n e l c o r NEC 

Model GF10 HEP-2 SX-2 

announcement 
(or project 
start) 

none 
officially 

none 
officially 

Sept. 
1983 

availability 1985 1986 1986 

architecture 
vector 
multi

vector 
multi

vector 
multi 

processor 
4 CPU 

processor 
8 CPU 

processor 
8 CPU 

maximum 
performance 
(M FLOPS) 

1,000 
not 

available 10,000 

maximum 
main memory 
size 64 bit 
words 

256M 
MOS 

not 
available 
MOS 

256M 
MOS 

May 
1983 

1986 

s c a l a r 

4,000 

256M 
MOS 

A p r i l 
1983 

1985 

v e c t o r 

1,300 

32M 
MOS 
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1.2 national MFE Computer Network 

The purpose of the MFE Computer Network is to provide to fusion 
researchers in the U.S. the full range of available computational power in the 
most efficient and cost effective manner. This is achieved by using a network 
of computers of different capability tied together and to the users via 
dedicated data lines and dial up telephone lines. The existence of this 
nationwide computer network allows projects to be sited anywhere in the country 
without regard to local computer availability, and therefore increases 
enormously the flexibility of the fusion program. 

1.3 Levels of Computer Capability in NMFECC 

The concept of the NMFECC is that different levels of computer capability 
are provided at the various locations according to research priorities. At the 
national center, providing h-f̂ h level capability to the entire community, is a 
CDC 7600 and two high-speed CRAY 1 computers with one and two million words of 
memory, respectively. Additional equipment at the national center includes 
processors and other ADP equipment for communications, file management, and 
data storage. During fiscal year 1984, five percent (5") of the capacity at 
the NMFECC was allocated to the Energy Research programs other than Magnetic 
Fusion. 

In FY1985, there are planned acquisitions for supercomputers for both the 
Magnetic Fusion program and the other Energy Research programs. A CRAY X-MP/2 
is planned for October 1984 installation to provide additional support for the 
other Energy Research programs and a CRAY-2 computer system is planned for 
April 1985 installation to support primarily the Magnetic Fusion requirements. 
(Figure I) 

At the next level of capability are User Service Centers (USC's): DEC-10 
computer systems with direct high-speed access to the national center through 
PDP-11/40 remote communications control processors. There are now five 
operational USCs (Figure 2) in the field located at Princeton Plasma Physics 
Laboratory (PPPL), the Los Alamos National Laboratory (LANL), the Oak Ridge 
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National Laboratory (ORNL) , GA Technologies, Inc. (GA), and LLNL (for the 
mirror confinement program)• A sixth USC B used in center operations, is 
located at the NMFECC itself. 

A third level of capability is provided through the Network Access Port 
(NAP). MFECC designed the NAP to permit remote computers to be connected to 
the MFE network as remote hosts. There are currently five NAPS installed, all 
of them connecting VAX 11 series computers Into the network. 

A fourth level of capability is provided by Remote User Service Stations 
(RUSS) at selected sites. (Figure 2) RUSS stations provide users with the 
capability of printing output files locally on a 1000 line/minute printer and 
act as a terminal concentrator for up to 16 interactive terminal users. RUSS 
stations are connected to the nearest MFE-NETWORK communications processor over 
a 9600 baud dedicated line. (Figure 2) 

1.4 Data-Communications Systems 

Data Communications services to the National MFE Computer Center are 
provided on a 24 hours/7 day basis. Three types of service are provided to 
NMFECC users as outlined below: 

1. Wide band (56 KB/sec) Satellite Network Service. Users at Major USC's 
on the MFE net may log on to their local DEC-10 system and interact 
with the computing resources at the Central facility in Llvermore. 

Dedicated 9600 Baud Service. Remote User Service Stations on the MFE 
Net are served by dedicated leased 9600 baud lines which terminate 
either at the Center (LLNL) or at the nearest MFE Communications 
Control Processor. (Figure 2) 

3. Dial Up Service. Users not at major fusion laboratories may dial-up 
the Center using one of the following services: (a) TYMNET, 
(b) ARPANET and (c) DIREC DIAL COMMERCIAL. 
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1.5 NMFECC Computing Environment 

The NMFECC computing environment reflects the needs of computer users in 
the Magnetic Fusion Energy research community. Both interactive timesharing 
and batch processing are available. The fusion community has always found that 
interactive computing, even with the largest codes, is by far the most 
efficient use of physicists efforts. The 5% overhead in swapping codes in and 
out of the machines provides fast debugging, immediate turn around on key 
results, and the capability to interact with codes which need user control. 
The Livermore Time Sharing System (LTSS) was adapted by the NKFECC for the 
CRAY 1 computer In about six months. CTSS is supported by libraries of FORTRAN 
callable subroutines which enable a user to issue almost every system call, 
giving access to every part of the hardware. A typical physics code can be run 
from a terminal, display graphics as it runs, be interrupted or interrogated at 
any time. The ability to start or stop a code at any point and inspect the 
results provides debugging at least 100 times faster than older methods.'. The 
CTSS operating system will also be used on the CRAY X-MP/2 and the CRAY 2, but 
debugging may have to be restructured to handle non-sequential multi-processing 
codes. 

2.0 PLASMA MODELLING IN MAGNETIC FUSION 

It is within our grasp at present to model plasmas in full 3D with one or 
two orders of magnitude variation in space and time scales in each 
problemI 6 - 1 1J. However, it will not be feasible, or good physics, to extend 
this directly by another two orders. 

The difficulties are well illustrated in Fig. 3, which shows tlmescales 
present in a Tokaraak fusion experiment with B ( T 0 R 0 I D A L ^ = 5T, ^TOROIDAL = 5 M A » 
Major Radius =• 3m, Minor radius = Ira, density = 10~" cm~^ and temperature of 
5 kev. It Is not sensible to model everything simultaneously but it has proved 
difficult to formulate the plasma equations In the most useful way in each 
regime. Also, the formulation for numerical solution is not always the most 
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convenient for a n a l y t i c work and so i s developed anew for each 3et of numerical 

methods. 

Some of the recent success in the field are worth listing as they are the 
basis for further developments. Without apology, we give our choice of 
representative work in MHD, Kinetic models, and Fokker-Planck calculations. 

2.1 MHD and Guiding Center Equilibria 

Equilibrium codes ̂  *•»lz-' are now routinely used iu the design of the 
poloidal field coil systems in tokamaks. ISX-B serves as a good example of how 
useful equilibrium codes can be in designing poloidal coils. Hundreds of 
thousands of dollars in power supplies and control circuitry were saved by 
combining the ohmic heating coils, vertical field coils, and D-shaping coils. 
The actual design was based on extensive optimization using equilibrium codes 
and resulted in a poloidal field system with great flexibility in producing 
different shaped plasmas "or stability studies. Moreover, the current required 
as a result of optimization was cut in half. The accuracy and reliability of 
the design has been proven in the experiment. 

Tandem mirror equilibria are intrinsically 3D—unless deeper understanding 
of plasma stability will allow axisymmetric devices to be built! Most systems 
are long and thin, which allows toh an expansion of the MHD equations in this 
inverse aspect ratio, Xtl3,14,15].^ j t t u r f t s o u t th at this orders the radial 
and axial timescales for pressur^balance to be 0(1), 0(A) respectively and 
this can then be satisfied by quadratures. The remaining 0(A i) equation for 
parallel current flow can be expressed in Lagrangian form as a nonlinear 
equation for the equilibrium positions of the field lines, x_(i|»,6,z). The 
equation is linearized and solved for the displacement JC to equilibrium and 
this direct method converges in an incredible 10 - 20 steps^ 6'. This is about 
1000 time faster than all previous iterative methods which did not separate 
time scales. It has been generalized to include finite Larmor radius 
effectstl7] a n d C o E u l l 3 D m v equations^ 8! . 
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2.2 MHD Normal Mode Codes 

One approach to the determination of MHD behavior is the calculation of 
linear normal modes; that is, natural modes of oscillation of small 
perturbations away from equilibrium. This has been carried out in very 
detailed fashion by the PEST^l and ERATO^ 1 9^ codes, which calculate an 
equilibrium and then obtain the structure and frequencies of these normal 
modes. These codes have made vital contributions to the understanding of the 
dangerous kink and ballooning instabilities, as well as other MHD modes in 
tokamaks. This has permitted the much more accurate determination of limits on 
the plasma beta, the ratio of the plasma pressure to the magnetic field 
pressure. Both codes run approximately ten times faster on the CR/VY 1 than on 
the CDC 7600. This substantial decrease in running time results not only from 
the fact that the CRAY 1 is a much faster machine, but also because its fast 
access memory is substantially larger, thereby permitting more efficient 
coding. Even so, both PEST and ERATO and other codes of their type require a 
great deal of computer time, and the CRAY 1 is marginal for stellarator •. 
studies. Such stability calculations will continue to be vital in the 
investigation of future experiments and reactor configurations. 

2.3 Time-dependent MHD Codes 

The other technique for determining MHD instabilities along with their 
growth rates is through the solution of the time dependent MHD equations of 
motion. The full set of MUD equations comprise a coupled system of eight 
nonlinear partial differential equations, the solution of which is a formidable 
task on any computer system. In order to make these computations tractable, 
approximations have often been made, including reduction in dimensionality, 
linearization, restriction to a particular geometry, ordering, or regime, and 
the assumption of no transport or resistivity. 

The recent advances in three-dimensional resistive MHD calculations for 
tokamaks have depended crucially on obtaining a reduced set of MHD equations by 
expanding in the Inverse aspect ratio t 2 0' . This is possible because of the 
strong and almost uniform toroidal magnetic field in tokamaks. Additionally, 
the computational speed of the codes based on the tokamak reduced equations is 
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greatly enhanced by the assumption of incompressibility, which eliminates the 
congressional Alfven wave. Because of the strong field in a tokamak, the 
fastest remaining mode evolves on a time scale on the order of the major 
circumference divided by the Alfven velocity. This time scale may be more than 
an order of magnitude longer than that of the compressional Alfven wave. Since 
the field components In the Raversed Field Pinch (RFP) are all of the dame 
order, and since these devices possess finite beta, there exists no universally 
small parameter in which to expand the basic equations. Instead, the full 
equations are integrated, in flux coordinates, using care to separate 
compressible and uncompresslble sections as much as poss i b l e [ 9 ' 2 1 ] . These 
simulations reproduce some features of present experiments but the next 
generation of machines is clearly needed here. 

lo make these three-dimensional codes applicable to more general 
geometries (e.g. stellarators) and to simultaneously include enough effects to 
ensure a complete description of the important physics effects (a.g. parallel 
heat transport, compressibility, finite larraor radius effects, and smaller 
values of resistivity) requires z. machine with about 10 times the CPU speed of 
the CRAY 1 in order to keep the run times about the same i.e. tens of hours. 

2.4 Particle and Hybrid Codes 

In many cases fluid models are not adequate to describe plasma behavior, 
for it is necessary to consider microscopic effects, i.e., the effects of the 
way particles are distributed in velocity. Numerically this is most often 
accomplished through particle codes l22-2''] . Fully noulinear kinetic ion and 
electron simulations in 2-0 Cartesian geometry have been carried out over the 
last decade. In the past, Cartesian geometry was not a major physics 
limitation even with the obvious cylindrical and toroidal nature of 
experiments, because these models necessarily dealt with length and time scales 
on the order of the electron gyroradius and plasma oscillation period for 
stability. Resolving such length and time scales meant that any realistic 
macroscopic dimension could be considered Infinite. With the increase of grid 
resolution allowed by improved computers and methodology, the scope of particle 
simulations has grown ro encompass nonlocal effects and more realistic 
geometries *• ' . 
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On the present computers, large scale pa r t i c le simulations in 2-1ITS and 
3D are mainly limited by -he size of the maximum f«st memory of the CRAY I (of 
the order of 1 M words, or 2 M for the CRAY IS) . Experimentally relevant 
physics problems in magnetic confinement have Important three-dimensional 
aspects, such as in the multipla-helicity interaction of col l is ionless tearing 
modes and in the drii't wave turbulence in sheared magnetic field.); tsie 64M word 
memory of the CRAY 2 and i t s vector addressing wil l greatly enhance these 
simulations. 

Particle-fluid hybrid models have become important in the l a s t five years. 
A typical hybrid model represents the ion components as Vinetic specie." and the 
electrons as a fluid in order to eliminate some or a l l fast electron 
frequencies and short length scales. Recent progress with hybrid models i s 
impressive but is s t i l l quite computationally expensive (typically taking 
roughly two to four times mere CRAY CPU time than does an MHD code of equal 
dimensionality). 

The implicit methods allow slow phenomena such as dr if t waves to be 
followed in a reasonable computational time. 

2.5 Fokker-Planck Codes 

In the simulation of magneticaly confined plasmas where the ions are not 
Maxwellian and where a knowledge of the dis t r ibut ion functions i s important, 
kinet ic equations must be solved. At number densit ies and_ energies typical o£ 
mirror machines, end losses are due primarily to the scattering of charged 
par t ic les into the loss cones in velocity space by classical Coulomb 
co l l i s ions . The kinetic equation describing th is process i s the Boltzmann 
equation with Fakker-Planck col l is ion terras. The use of this equation i s cot 
res t r ic ted to mirror systems* The heating of and current generation in plasmas 
by energetic neutral beams and microwaves, the thermalization of alpha 
pa r t i c les in DT plasmas, the study of runaway electrons and ions in cokamaks, 
and the performance of two-energy component fusion reactors are other examples 
where the solution of the Fokker-Planck equation is required. 
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The problem is to solve a nonlinear, time-dependent partial differential 

equation for the distribution function of each charged species in the plasma, 
as functions of six phase space variables (three cpatlal coordinates, and three 
velocity coordinates)• Such an equation, even for a single species, exceeds 
the capability of any present crmputer, so several simplifying assumptions are 
required to treat the problem. 

With the advent cf much more powerful neutral beams, It is now possible to 
consider neutral-beam-drlven tokamak fusion reactors'"'. For nucb devices, 
three operating regimes can be considered: (1) the beam-drivea thermonuclear 
reactor, (2) the two-energy component torus (TCT), and (3) the 
energetic-ion-reactor, e.g., the counterstreaming ion torus (CIT). In order to 
study reactors in regimes (2) or (3), a non-linear Fokker-P lanck model must be 
used because most of the fusion energy is produced by beam-beam or beam-plasma 
reactions. Furthermore, when co and counter Injection are used, or major 
radius compression is employed, a two velocity-space dimensional Fokker-Planek 
operator Is required. A non-linear, two-dimensional, multi-species .',-
Fokker-Planck model developed for the mirror program was applied successfully 
to several scenarios of TCT operation^ . The successful application of the 
tin-dim1?nsicnal Fokker-Planck model to the energy multiplication studies of TCT 
led to the formulation of a more complete aodel of beam-driven tokamak 
behavior. Neutral beam heated tokamaks are characterized by a warm Maxwellian 
background plasma, whose evolution can be described by a set of macroscopic 
transport equations, and one or more energetic species which are quite 
non-Maxwellian, whose evolution should be represented by Fokker-Planck 
equations. The coupling of theite syatems is by means of particle and energy 
sources in the multlspecies transport equations and a Maxwellian target plasma 
in the multi-species Fokker-Planck equations 126,27] # 

The time-dependent Fokker-Planck code assumes that the distribution 
functions depend on one spatial coordinate (radius r) and two velocity 
coordinates (speed v and pitch angle 8 ) . Moreover, the collision operator at 
each radius depends only on the distribution functions aL that radius, so that 
a zero-spatlal-dlmenslonal, two-velocity- space-dimensional Fokker-Planck 
solver may be utilized. Such a solver requires 11.5 us per meshpoint on the 
CRAY 1 to compute the Fokker-Planck operator and time-advance the distribution 
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function (using an alternating direction method) for one species. For a 
typical 101 (v) by 81(6) mesh thi3 comes to 0.094 seconds per timestep per 
species. Allowing for only 10 radial meshpoints, two species and 1000 time 
steps, the total amount or computer time is 31 minutes. 

An example of an important 3-D (r, v, 6)calculation which is beyond the 
capabilities of the CRAY 1 is the modeling of the transport of electron energy 
out of a tokamak due to the combined effects of a stochastic magnetic field and 
a radial ambipolar field coupled to Coulomb collisions. This problem is both 
nonlinear and essentially 3-D. Using an Implicit scheme employing a 3-D ICCG 
matrix inversion package, assuming a mesh of about 120,000 points (a minimum 
for a physically reasonable 3-D calculation), and a cost of 1.5 x 10 seconds 
per time step per mesh point on the CRAY 1, and assuming that a calculation 
requires 200 time steps, the amount of CRAY 1 computer time required is about 
10 hours, generally an unacceptable amount of time for a single run. 
Incidentally, the total of storage required would be about 502 greater than the 
matrix size or about 3.4 x 10 words. This could be accommodated on the. 
CRAY 2. 

The Fokker-Planck/Transport models are also relied upon heavily in the 
planning of tokamak experiments. Some examples follow: 

TFTR is expected to achieve break-even with D-T operation. This 
expectation is based directly on confidence in knowing the fast-ion 
distribution from computer calculations and on avoiding less reliable 
extrapolation in nt. Fokker-Planck/Transport calculations for TFTR are 
used to justify this confidence. 

At the time PUT attained record-setting temperatures, the 
experimentally measured neutron flux sharply disagreed with 
Fokker-Planck code predictions. This disagreement led to a thorough 
investigation, upon which it was discovered that the calibration was 
incorrect and that the measured flux was 2 to 3 times greater than 
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originally believed, thereby bringing the code predictions and 
experimental measurements into line. 

Fokker-Planck codes are currently being used to study various aspects of 
tandem mirror confinement. A mirror-trapped population of hot electrons is 
required in TMX-Upgrade to establish the thermal barrier. The creation of 
these electrons by ECRH heating from a cold plasma stream is modeled in 
bounce-averaged Fokker-Planck calculations*•*' . Creation of the thermal barrier 
also depends on charge-exchange pumping, which must be modeled using the 
Fokker-Planck equation. Crucial to stability in MFTF-B are "sloshing ions," 
whose properties are strongly dependenet on the beam injection geometry and the 
axial dependence of the magnetic field and ambipolar potential. Modeling of 
these sloshing ions also requires a bounce-averaged Fokker-Planck code. Due to 
the multi-region nature of the tandem mirror, there are vnany situations in 
which knowledge of the distribution function of trapped particles in the 
presence of passing particles is required. This too demands the numerical 
solution of the Fokker-Planck equation. 

3.0 OPTIMAL PROGRAMMING FOR SUPERCOMPUTERS 

Some detailed considerations show how the new machine architectures will 
influence particular codes. 

IFs: Vector processing is stalled by IF tests or branches of any kind and 
considerable effort has gone into overcoming this problem. The CRAY-XMP and 
later models, along with all the Japanese supercomputers will have vector 
addressing for fetch and store or an alternative to incrementing the address 
register by fixed amounts. This opens up new possibilities for particle codes 
and Monte Carlo codes which need forces and fields from scattered locations. 
Matrix manipulations can be vectorized even for awkward sparse matrices and it 
will be possible to use more accurate boundary conditions for partial 
differential equations without worries about the handedness of the matrices. 
Many IF tests can be vectorized to produce scattered address lists. 
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Masks; Several of the Japanese machines have reintroduced masking hardware 
which can use results of a vector compare to decide to store or discard vector 
results. The same mask may also be used in parallel to discard or store aa 
alternative result. 

Memory; Another major hardware advance is 'in the cheapness and scale of 
available fast memory. This has wider implications for ultimate speed. More 
systems software such as compilers and loaders can be resident in memory. Tne 
compilers can grab more memory for intermediate vector results to keep more 
adds and multiplies going simultaneously. Multidimensional calculations which, 
on the CRAY-1 must recompute many results in each cycle for lack of memory, can 
store all needed intermediaries. More functions can be evaluated by 
interpolation in large tables, or random numbers can be picked from tables in 
memory. 

3.1 Parallel Processing: The next step in parallelism is to have several or 
many CPU's. This has been an experimental area for many years with only, modest 
success. Mostly, these computers run as separate computers sharing a common 
memory. Very few physics calculations naturally break up into highly parallel 
and separate computations across more than a few (FORTRAN) statements. 

These computers with 4 to 16 processors, offer the serious possibility of 
running individual codes 3 or 10 times faster, depending on ones ingenuity in 
scheduling the processors. The coding is curiously different from using a 
single processor because one must prevent memory clashes and arrange correct 
synchronization when parallel paths have completed their tasks. Debugging this 
may be difficult as results of wrongly synchronized computations may not be 
reproducible. 

This is illustrated in Fig. 4 where we diagram an archetypal fluid 
calculation on the CRAY 2. The ticuestep starts with all memory "locked down" 
for the "cross event", say field line integrals. Everything is assumed to run 
at vector speed in the other directions. Typical finite difference algorithms 
require only 3 planes to set up and solve, say, elliptic equations on each 
plane and so the cross event "unlocks" memory as it passes and the scheduler 
assigns processes. 
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Starting a new CPU incurs an overhead of about 10^ operations, and each 
new task, P|...PS to the CPU's, costs about 10 3 operations. The task list runs 
out as P„ is completed, which would be posted as an "event" to start up the 
final sequence of diagnostics for the calculation. The dead time is about 
6 T C R O g g + 4(T p + T D) compared with a total computation time of N ( T C R O s g + T p) + 
5T D. Evidently, T C R Ogg should be kept small and N » 4 for efficient use of the 
machine. This 3D calculation might have i0 variables on a 64x64x128 mesh with 
old and new values required and 2 temporaries associated with every variable, 
or about 20M words. An average fluid code does about 50 operations per word 
per timestep. Ac the peak vector speed of a 4 processor CRAY-2 of 1000M flops 
this gives about 2 secs/timestep. Even on a machine with 64M words of memory, 
other users would prefer such a large code to make maximum use of the CPU's and 
get out cf the way. These notions reflect some of the current planning for 
code development at NMFECc'-28'. 

An obvious point about this discussion is that programming for optimal use 
of the machine is complicated. Research codes change too often for physicists 
to allow them to be too finely crafted and there is a strong ca3e for symbolic 
manipulation tools to analyze problems at a higher, more mathematical level, 
and do the programming automatically. 

4.0 NUMERICAL METHODS FOR SUPERCOMPUTERS 

It is hard to predict the future but here we comment on three vital areas 
in MHD or fluid models: choice of representation, choice of mesh, and 
algorithms for inverting matrices or solving differential equations. 
Supercomputers and superproblems require that we abandon model equations, 
Cartesian meshes, and naive equation solvers, uncaring of machine architecture! 

The essentials of the latest approaches are (1) to use a Lagrangian 
formulation using field line coordinates for B_ = Vi|i x V8. This reflects the 
separation of wave propagation and energy flow parallel and perpendicular to 
the field. It also describes plasma-vacuum interfaces more accurately. (2) To 
separate the plasma flow into compressible and incompressible motion which 
separates MHD time scales. (3) To use explicit numerics to advance the 
incompressible part and implicit numerics for the faster compressible motions. 
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(4) Integral constraints can accelerate convergence in equilibrium problems. 
(5) Syrarnstries are built into fusion devices—toroidal, helical, 
multipolar—and astrophyslcal plasmas have much spherical and cylindrical 
symmetry. This is reflected in the plasma behavior and spectral and pseudo 
spectral decompositions have proved more successful than simple finite 
difference schemes. (6) Multiple space scales like resistive tearing layers, 
or long center cells with short end plugs In Tandems, or highly localized 
sources and sinks in Fokket-Planck equations are dealt with by coordinate 
transformations to concentrate mesh points. Since the operation-count in 3D 
problems goes like N^logN at best and more often like N° it is essential to get 
the most for each mesh point! 

4.1 Spectral and Pseudo-Spectral Codes 

These methods can be much mora accurate than finite difference methods and 
treat boundary conditions better. Simple considerations show why the methods 
are necessary and reveal some pitfalls'-"'• 

Because of natural symmetries in fusion devices it has proved useful to 
Fourier expand the variables, even though the equations are all nonlinear, as 

f(t,9) = I fm(i|0 cos m 9 + l g m(t) sin m 8 

Depending on the symmetries one may only need s i n e s or cos ines , or perhaps only 

m = 2k, or m = 2k+i, the even or odd tranfortns. Although the Fast F o u r i e r 

Transform algor i thm i s e s s e n t i a l l y s c a l a r , the ^-dependence of f al lows 

v e c t o r l z a t i o n in t h i s d i r e c t i o n . A number of v e c t o r packages (Buneman, 

McNamara, NCAR>^™) are a v a i l a b l e with a l l the r equ i r ed combinations. 

As an example, in the tandem mirror equi l ibr ium problem with quadrupole 

symmetry, the i n t e g r a l c o n s t r a i n t t ha t the plasma c u r r e n t vanish in the vacuum 

yie lds a p a r t of the flow l i k e <t> = I <t>m s in 4ra8. F i n i t e d i f fe rence e v a l u a t i o n 

of the d e r i v a t i v e would give 
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| f - ( * 9 + A ; A
W - I * r a 4m cos(4m8) (1 - 8 m V / 3 ) 

and the error gets large very quickly. At high |3, when 4» 13 comparable with 
the rest of the flow, these errors have their greatest Impact on the symmetry 
planes, 8 =• 0, TT/2, because sin 48 increases faster than sin 28« Although the 
finite difference method is much faster than the Fourier, it needs four times 
as many mesh points for the same high P problem and needs many more time steps. 
This illustrates how spectral decomposition is more accurate* treats boundary 
condition much better, and is essential when high order modes are important. 

Because the equations are nonlinear it is often more economical to 
evaluate derivatives in Fourier space and advance quantities back in coordinate 

,.. space, the pseudo-spectral calculation. Consider, however, a term like fgg. 
Tlie factor f(<|>,9) also has a Fourier representation and so the nonlinear term 
has components like cos m 8. cos n 8., where 8. = j(ir/N). Because only N 
points are used there is a possibility of aliasing since 

cos(m9j) cos(n9.) =» — (cos(m+n)8. + cos(m-n)8,) 

but then, 

cos(m+n)8. = cos (2N-ra-n)8. 

= cos (2N-2L-(nHii-2L))8. (m,n)>L 

Then 2N-2L - L when L =» 2N/3 and the nonlinear combination produces a spurious 
input below L. These alias modes must be eliminated by droping the top 1/3 of 
the harmonics in gg and also by Fourier transforming f, dropping its top 1/3, 
and reconstructing f. Note that one also loses the valid interaction, 
cos(m-n)9., but this is a small contribution to the (m-n) harmonic where the 
alias mode was comparable to the (m+n-L) harmonic, and easily drives it 
unstable. 
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A final trick^ ' required for spectral and p3eudo-spectral codes is to 
clip the Fouriar 3pectrum near the origin (i|>«0) so that the shortest wavelength 
resolved in 3 is comparable to that resolved in i|». Otherwise the origin can be 
a source of numerical instability. 

These numerical details were essential to the growing success of this type 
of code in 2 and 3D MHD and arose first in weather simulations. 

4.2 Variable and Moving Meshes 

Computational physicists of the 60's and 70's were faced with fast solvers 
on regular Cartesian meshes and fast Fourier transforms for periodic problems, 
but only incredibly slow methods like S.O.R. for problems of greater geometric 
complexity. The alternating direction methods often fail to converge in 
difficult cases, but are still used in time-dependent problems* Since then the 
Incomplete Cholesky Conjugate Gradient method and its derivatives have allowed 
for solution of elliptic equations in non-orthogonal coordinates of all kinds. 
Finite element methods will soon benefit from vector addressing, and multigrld 
techniques show great promise. All of this allows for solution of plasma 
equations on variable or moving meshes >•'' . 

Choice of mesh is usually made on the basis of having enough points to 
resolve variations of coefficients and is not always successful. Some work is 
in progress on choosing the mesh to resolve the solution. As a simple example, 
consider the integration, on a given numer of points, of dl/dz ~ g. What 
stretch s = s(z), will give the greatest accuracy? The equation becomes 
dl/ds = g z g which can be differenced as 

Tl+1 " Ii = X ( g i +l + gi ) ( Zi+l + Zi ) = Fl 

or as 

I l + 1 - l t = As/2 ( g 1 + 1 Z't+l + S i Z{) = F 2 

Taylor-expanding the difference formulas gives 
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il = g Z ' + ±1 2 (7g Z"' + 3g" Z' - I"') + 0(&s)' ds 6 

ii = gZ' + ^ (4 g"Z' + 2g'Z" + JgZ"') + 0(As) 4 

ds 12 

The 0(As2) error terms can be rearranged as an operator on s(Z) and we find 
that for the mixture (12 F2 - 5 F,)/7 the second order error becomes zero with 
the choice 

= / g 7
7 / 1 8 dz. 

The Taylor expansions fail near g « 0 but elsewhere, this strange formula 
gives a fourth order accurate scheme which is sensitive to the local scale of g 
and the second derivative of the solution, I. Similar techniques with 2nd 
order differential equations yield O(As^) accuracy. If you can only afford 20 
points but g varies rapidly over four points then the usual trapezoidal scheme 
will give errors 0(l/42) not 0(l/20 2)• A fourth order integration would give 
0(1/4 ) but the stretched scheme puts most of the mesh points at the rapid 
variation and gives error 0(1 /204)> The same mesh can be used for functions 
with similar variation with similar accuracy. 

4.3 Multigrld Methods 

Having chosen a representation and a mesh it remains to invert the 
matrices of the linearized operations. Multlgrid methods are emerging as a 
faster (2 - 10 times) way to solve matrix problems arising from partial 
differential equations, though they are not limited to such problems. Many 
iterative methods for solving a linear system Ax = b can be written in the 
general formt32] 
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xn-l + M-l . ( b _ ̂ n-1 ) 

where M -* is some approximation to A - 1 which is easier to use. If 
M - 1 = 2(X t + ^v) It where X^ are the eigenvalues of A, and I is the identity 
matrix, we have the steepest descent method in which the error |e n| is reduced 
by a constant factor and r̂  =» (^Ai - D/C^Mi + 1) , at each step. The 
multigrid method chooses a projection P onto a smaller 'mesh', of size J < N, 
of the matrix A so that 

Aj = P T A P 

On this mesh M"1 is then MT 1 - PA-;1 P T. J 
The iteration becomes 

^n-1,0 = xn-l + M-l ( b _ A x n _ 1) 

xn-l „ Xn-1,0 + n ( b _ A Xn-1,0) 

and the error changes by 

= (I- yk) • (I - M j _ 1 A) 

Because the 2 factor is on the smaller mesh it removed all the coarser 
eigenfunctions up to the Jfc" and, for Y = ?/(*j + XJJ) the reduction factor 
becomes Tj = (̂ jjAj - D/C^JJAJ + i). much smaller than r̂  for typical 
differential operators. 

This is just a sketch of the content of the method and there are many 
options yet to be explored. For instance, the second step with Yl can be 
replaced by a diagonally scaled conjugate gradient method, and the calculation 



-24-

of MT can be made from some simpler iteration. These mixed approaches are 
typical of modern numerical analysis, but factors of 2 - 10 do not compare with 
the gains from physically correct formulations of the basic equation which 
separate space and time scales. 

What is wtill missing from all such techniques is the ability to respond 
to strong variations in the source, b, or in the solution, x. The outer 
(Lagrangian) iteration loops of a real, nonlinear problem could do this and, of 
course, it is usual to choose meshes which initially resolve b for a physics 
problem. This sort of technique is harder to program, and less intuitive than 
older schemes like A.D.I. They are based on more sophisticated (linear) theory 
and, with vectorization and clever addressing, will enable one to do problems 
in real geometries and 3 dimensions. 

Summary 

In summary, as the fusion program has advanced rapidly in the last ;few 
years with the development of more sophisticated theory and experiment, 
computational requirements for accuracy and realism have increased to the point 
that CRAY 7. capabilities and beyond are required. New features of the machines 
will allow vectoriiation of Monte-Carlo, finite element codes, and others which 
have been scalar till now, a gain of 10 in speed. When programmed to also take 
advantage of multiprocessing they will be another factor of 10 faster. This 
will make revolutionary changes in the importance of such techniques. 

It is not possible to define a performance level that represents the 
ultimate capability for fusion studies. Each successive generation of 
supercomputers has been exploited to produce more realistic results. Codes to 
exploit the new hardware capabilities are typically under development before 
the hardware is actually installed. It is safe to assart that the fusion 
computing community can effectively use the best performance that the 
supercomputer manufacturer's are capable of providing for the foreseeable 
future. 
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