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A. C. Hearn •* 
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ABSTRACT 
It is clear that we are in the middle of an electronic 
revolution whose effect will be as profound as the in
dustrial revolution. The continuing advances in comput
ing technology will provide us with devices which will 
make present day computers appear primitive. In this 
environment, the algebraic and other non-numerical 
capabilities of such devices will become increasingly 
important. These lectures will review the present 
state of the field of algebraic computation and its 
potential for problem solving in high energy physics 
and related areas. We shall begin with a brief descrip
tion of the available systems and examine the data 
objects which they consider. As an example of the facil
ities which these systems can offer, we shall then con
sider the problem of analytic integration, since this 

• is so fundamental to many of the calculational techniques 
used by high energy physicists. Finally, we shall study 
the implications which the current developments in hard
ware technology hold for scientific problem solving. 

1. INTRODUCTION 
It is clear from many of the lectures at this School that we are in the 

middle of an electronic revolution whose effect on mankind will be as pro
found as the industrial revolution. The continuing advances in computing 
technology will provide us with devices which will make present day computers 
appear primitive. In this environment, the non-numerical capabilities of the 
available computation devices will become increasingly important. In parti
cular, the ability of the computer to perform algebraic computations in addi
tion to the more familiar numerical ones will be used more and more by 
physicists as systems for this purpose become increasingly available. 

Algebraic computation might be most easily described as taking an ex
pression and transforming it by computer into another expression by means of 
a set of mathematical rules, so that the result is in some sense simpler or 
more tractable than the input. Such transformations are assumed to be per
formed exactly rather than approximately, even if numerical computatinos are 
included, although practical considerations may require the truncation of a 
large polynomial which has many small terms, or the elimination of the least 
significant digits in a real number of high precision. 

Apart from the aesthetic appeal of such calculations it is natural to 
ask why one should be interested in using a computer for doing them, since, 
after all, numerical computation by computer is so well understood. Further
more, since a physicist generally wants a table of numbers or a graph (which 
is essentially numerical) at the end of a computation, why do we also need 
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algebraic calculations? There are three main reasons why such algebraic 
computation is desirable and often necessary. The first is that it is often 
more accurate and efficient to evaluate an expression algebraically, or at 
least by a combination of algebraic and numerical techniques, than it is by 
numerical methods alone. For example, in computing the multi-dimensional 
integrals which arise in high order quantum electrodynamics calculations, a 
complete numerical computation to the required accuracy often takes so much 
computer time that it is well-nigh impossible. If one can, however, inte
grate over some of the variables analytically, this and the resulting (simple) 
numerical integration can often be performed quite accurately in a reasonable 
amount of computer time. In fact, in some cases, the whole integral can be 
done analytically, yielding a result which is far more insightful than any 
numerical approximation no matter how accurate. 

A second reason for doing algebraic computations is that in many cases 
a numerical computation contains several steps which are so ill-conditioned 
that the final results are meaningless. If one can perform the ill-condition
ed part of the calculation algebraically then one can often obtain a meaning
ful result. In a sense, the integral evaluations I mentioned earlier are of 
this type, since the reason for the numerical inefficiency comes from singu
larities in the integrand that are near or on the edge of the integration 
region, which makes an accurate numerical evaluation of the integral very 
difficult. 

Finally, there are many calculations in various branches of physics 
where an analytical result is required, but the algebra is so tedious that 
hand calculations, besides being error-prone, are too lengthy to contemplate. 
This is the main reason that algebraic computation is used so extensively in 
quantum electrodynamics and quantum chromodynamics, where calculations which 
might take months or even years of hand calculation can often be performed 
in a matter of minutes. 

One conclusion to be drawn from these examples is that the physicist 
should regard algebraic computation as another tool in the arsenal of tech
niques for scientific problem solving. Sometimes numerical techniques are 
better, sometimes algebraic. The important thing is to recognize that the 
choice exists. 

The whole field of algebraic computation is now sufficiently large, that 
it is impossible to consider all aspects in these lectures. In particular, 
even though my title includes the word "application", I shall not consider 
applications in any great detail, since several important examples from high 
energy physics and other areas were discussed in my lectures at the 1976 CERN 
Computing School-'--' . I shall therefore concentrate on a selection of topics 
which I feel best represent the flavor of current research in this field, so 
that the reader can gain a better appreciation of its potential for problem 
solving in high energy physics and related areas. I shall, however, mention 
particular high energy physics applications whenever appropriate. 
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I shall begin with a brief review of the various algebraic computation 
systems and programs which have been developed over the years. I shall, how
ever, limit myself to those which have been extensively employed in calcula
tions or have characteristics which make them worthy of study. I shall then 
discuss the various types of data which we consider in algebraic computations. 
These turn out to be far richer than those used in numerical computation and 
accordingly require quite different programming techniques for their imple
mentation. 

Next, I shall look at one example of the operations which one can apply 
to algebraic data, namely indefinite integration. Although I discussed this 
problem in my previous CERN School lectures, it is of sufficient interest and 
importance that I shall consider it again. Moreover, there have been suffi
cient advances in this area during the past four years that the material will 
be quite different. 

Finally, I shall discuss the implications which the current advances in 
hardware design hold for the field. In particular, the possibility of the 
development of personal machines for algebraic manipulation will be discussed 
in detail. 

2. ALGEBRAIC COMPUTATION SYSTEMS 
To support such algebraic calculations, a number of programs and systems 

have been developed over the years for this purpose. The majority are simi
lar in style - they are all extensive programs written for fairly large com
puters . Since many of these programs are interactive and provide some of the 
characteristics of an operating system, they are often referred to as systems 
rather than programs. Because of their space requirements, it is difficult 
to get any of them to run on a machine with a word length of less than 32 
bits, although a few 16 bit implementations have been attempted (and one 8 
bit as we shall see). I shall mention briefly the most widely used or best 
known systems of this type as a guide to those interested in using such pro
grams for their own research. Not all these systems have the same capabili
ties, so that it is important to pick a system which is well matched not only 
to the computing equipment available but also to the problem domain. Further
more, there are many worthy systems which I shall not cover in my list, but 
most of these are used in problem domains far removed from high energy phy
sics . 

ALTRAN is among the most portable of all these systems, and was devel
oped at the Bell Laboratories by Brown and his collaborators. It is written 
in ASA FORTRAN, with a few "black boxes" that have to be coded in assembler 
language to support the algebraic data management. However, the required 
assembly language is limited in scope, is well defined and has in fact been 
written for essentially all the commonly used scientific computers. ALTRAN 
is basically a rational function system. In other words, it handles ratios 
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of polynomials well, but is not well suited to calculations which require 
extensive simplification of elementary functions. However, it has proved to 
be a very useful system, and the fact that you can get hold of it fairly 
easily is a decided advantage. 

ASHMEDAI is another FORTRAN based system, written by Levine and collab
orators at the University of Pittsburgh. It has been used extensively for 
high energy physics calculations, especially for finding an analytical form 
for the sixth order electron magnetic moment corrections. ASHMEDAI is mainly 
a polynomial manipulation system, with additional support for Dirac gamma 
matrix algebra. 

CAMAL, a system developed at the University of Cambridge in England is 
written in BCPL, which does limit its use somewhat, though versions are 
available for IBM 370 style computers and a number of other machines. It 
was developed mainly for general relativity calculations, but it does have 
fairly extensive elementary function capabilities, unlike the previous two 
systems. 

FORMAC is a fairly old system now, although it has a lot of adherents. 
It was originally developed at the IBM Programming Center in Boston, and was 
one of the first available algebra systems. It is now being maintained by 
Knut Bahr in West Germany. It is written in IBM 370 assembly language, and 
so can be run on any machine which supports this. It is a general function 
manipulation system. 

MACSYMA has probably the most extensive library of facilities of all 
these systems. It can perform most operations one associates with algebraic 
computation at some level of competence. The only problem at the moment is 
that there is only one machine in the world on which you can readily use the 
latest version, namely the MACSYMA machine (a DEC PDP-10) at M.I.T., which 
can be accessed by telephone or via the Arpanet. Recently, however, there 
has been an implementation of MACSYMA on a DEC VAX 11/780 by Richard Fateman 
at the University of California, Berkeley, which may eventually be distributed. 

REDUCE, the system I have had most to do with (which makes me somewhat 
biased in describing it), is distributed on a fairly wide range of computers. 
Like MACSYMA and SCRATCHPAD, it is based on LISP, and has a reasonable range 
of facilities available for elementary function manipulation. It also has 
facilities for handling high energy physics calculations. 

SAC is a system that is undergoing a transformation. The previous ver
sion, SAC-1, developed by George Collins and his collaborators at the Univer
sity of Wisconsin, was, I think it is fair to say, very hard to use. One 
had to write FORTRAN subroutine calls and keep track of your memory use in 
a very tedious manner. However, it did have implemented some very well-con
structed algebraic algorithms. Recently, a new version, SAC-2, has been 
announced, which uses a language called ALDES, developed by Ruediger Loos of 
the University of Karlsruhe. This should be a much easier system to use. 
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SCHOONSCHIP is a system well known to many high energy physicists. It 
is very well suited to calculations in this field, and can also handle more 
general calculations. However, it is written in CDC 6600 assembly language, 
so its use is limited to that range of computers. 

SCRATCHPAD is a system developed at IBM Yorktown Heights, and potential
ly it has as many capabilities as MACSYMA, but unfortunately, because of IBM 
policies, it is not easy to obtain. There is one known example where a uni
versity has a joint study agreement with IBM and obtained a copy as part of 
this. Nearly all other use has been confined to within IBM. It is a real 
pity that systems with the power of MACSYMA and SCRATCHPAD are not more wide
ly available. 

In addition to these systems, there are two others of note which have an 
entirely different character. 

muMATH, a system developed by Stoutemyer and Rich at the University of 
Hawaii, runs on 8-bit microprocessors such as the Intel 8080 and the Zilog 
Z80. Because of memory limitations it is a fairly limited system, but for 
its size it is most impressive. It certainly points the way to what we shall 
be able to do in a few years on a personal algebra machine. One need only 
consider the fact that the Motorola 68000 is an order of magnitude more pow
erful than the Z80 to see the rate of progress possible in this field. I 
shall return to this topic later. 

PROSE, the final system I shall mention, is different yet again. It 
is a modification of the IBM FORTRAN H compiler that makes it possible to 
perform in-line analytical differentiation. There are many calculations 
where people working with differential equations would like to be able to 
differentiate an expression, and would prefer to do this symbolically by 
computer, since numerical differentiation is so unstable and manual differ
entiation is tedious and error-prone. PROSE can carry through such differ
entiation symbolically as part of the compile step of a FORTRAN job, leading 
to numerical code which is as optimal as possible for the problem in hand. 
However, PROSE cannot return algebraic results to the user as can the other 
systems. 

3. THE DATA OBJECTS OF ALGEBRAIC COMPUTATION 
In discussing the available systems for algebraic computation, I have 

referred to some of the capabilities which these systems possess. Before we 
can consider any of these capabilities in more detail, it is necessary to 
understand the nature of the structures that we work with in this field. The 
data objects which we need are far more complicated than those which occur 
in numerical computation. In the latter case, one deals with integers and 
real numbers at various levels of precision, plus strings which are used 
mainly for output. About the only other type of object dealt with is the 
array, whose elements are constructed from numbers. The main concern then is 
with fixed sized numbers. 



- 395 -

In computer algebra on the other hand, the number of possible data 
objects is considerably larger. To begin with, numbers must of course be 
handled, since they occur all the time in algebraic expressions. However, in 
the spirit of exact results, the numerical computation approach of limiting 
oneself to fixed precision is insufficient. Consequently, most algebraic 
manipulation systems handle integers to arbitrary precision using algorithms 
developed in the early 1960's, mainly by Collins2) where the limitation on 
the size of the integer is the physical capacity of the machine rather than 
some fixed word size. The actual representation of these integers in the 
computer has usually been in terms of lists or trees in which the individual 
elements are themselves single precision integers. In some cases, arrays 
have also been used, although for arbitrary precision as opposed to multiple 
precision (or fixed sized) arithmetic, one has to design methods for allocat
ing arrays of variable size as needed. A fairly complete description of the 
methods used for the manipulation of such structures can be found in ' . 

The proper treatment of real numbers in algebraic computation systems 
is less obvious. Because real numbers are in general approximate it has been 
suggested by some practitioners of the field that they should not be used 
at all in algebra systems, substituting instead rational numbers as the ratio 
of two integers. However, scientific users of these systems are used to 
working with real numbers, and so in order to satisfy this need, most systems 
do allow for their use. Until a few years ago, however, the handling of 
such numbers in algebra systems was rudimentary to say the least. In most 
cases, you would have been limited to the standard arithmetic operations 
(addition, multiplication, and so on) on single or possibly double precision 
numbers. In addition, there would have been no support for the numerical 
evaluation of elementary functions (such as cos (2.3)). The rationalization 
for the absence of complete real number support was that most systems pro
vided facilities for outputting expressions in a FORTRAN notation and these 
could then be evaluated in a numerical computational system to get the re
quired results. This sounds somewhat cumbersome but in many cases it works 
quite well, mainly because one tends to proceed in many problems through a 
number of symbolic steps before carrying out any significant numerical cal
culations . 

Recently, however, implementations of arbitrary precision real arithme
tical methods have emerged to complement the arbitrary precision integer 
arithmetic described above. There are several papers which describe the 
algorithms, but the basic idea is quite simple. You take the fraction and 
exponent which is used in most conventional computer representations of 
floating point numbers and make each an arbitrary precision integer. Using 
this representation, one then designs and implements the necessary algorithms 
for calculating, say, elementary functions to arbitrary (but known) precision. 
You might think that this was a very difficult task, which indeed it is. 
Fortunately, however, Richard Brent^»5) has already described in complete 
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detail how to calculate elementary functions of real numbers to any precision, 
together with the necessary mathematical analysis to justify the process. 
Asymptotically, the Brent algorithms appear to be the best available at this 
point in time. However, for numbers less than about 200 digits long, it turns 
out that the commonly used methods for calculating real number approximations 
such as Taylor series, are more efficient than the Brent algorithms. An 
implementation of arbitrary precision real arithmetic in REDUCE by Sasaki ' 
therefore uses the Brent algorithms for manipulating numbers with more than 
200 digits, and more conventional approximations for small numbers. Unlike 
operations on integers, one must normally truncate real numbers at some point, 
since many real number representations of rational numbers contain infinitely 
many digits. In the Sasaki implementation, such truncation is under the con
trol of the user, although some of the algorithms modify this dynamically to 
ensure that the final results have the required precision. 

The availability of effective support for both algebraic and numeric 
calculations in one system opens up the possibility of a whole new range of 
calculations involving both disciplines in a more intimate manner than pre
viously. This is an area for further research in the future, and no doubt 
some interesting results will emerge. Reviews of the current state of mixed 

71 81 algebraic and numerical calculations may be found in ' and ' . 

There are other classes of numbers which one needs to consider in alge
bra systems, such as modular integers (or integers bound in size by some 
modulus) and rational numbers (usually represented as a pair of two integers), 
but these can be readily constructed once one understands how to represent 
arbitrary precision integers. So let us now consider the next non-trivial 
data structure in computer algebra, namely the polynomial. 

The first problem which one encounters in dealing with such structures 
is that there are infinitely many ways to represent the same expression. For 
example, a b - a c + 1 and a(b - c) + 1 represent the same polynomial. So 
what is the "value" of such an object? Is it the first expression, or the 
second or another altogether different form? The usual word associated with 
this process is simplification. In other words, when we simplify a polynomial, 
what do we get? This question becomes even more difficult to answer if we 
are dealing with more general algebraic expressions, for which the rules for 
transformation are so much more complicated. However, even for polynomials, 
we can see different philosophies on simplification at work as we move from 
system to system, and consequently the techniques for the internal represen
tation of polynomials vary considerably. However, the representations used 
can be divided into two general classes. The first method is to represent a 
polynomial internally in a way which mirrors the form of input. For example, 
it could be as a parse tree of the type a compiler would produce when analyz
ing an input numerical expression. Transformations on the polynomial would 
then be effected by modifications of that tree. Although this method is often 
used for the representation and manipulation of general expressions, it is 
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rarely used for polynomial manipulation. Instead, most computer implementa
tions consider polynomials in a canonical form, that is a form in which equi
valent polynomials have an identical representation. One usually works with 
expanded polynomials, although other representations have been used. This 
obviously makes it much easier to recognize equal polynomials. However, just 
as important, the mathematics of canonical representations is much more clear 
cut than that of general representations, making the computer implementation 
of the elementary operations on polynomials much easier. Even though most 
algebra systems use canonical representations, the actual implementation 
varies considerably from system to system. Furthermore, some systems include 
several different representations and attempt to choose the most appropriate 
representation for a given problem. A description of the basic algorithms 

31 used and some implementation details may be found in . 

Once we have a method for representing polynomials, the next data struc
ture to consider is the rational function which is invariably represented as a 
pair of polynomials. However, in order to put the fraction in lowest terms, 
we need to be able to cancel any common factors in the numerator and denomina
tor of the expression, in other words to find the greatest common divisor (or 
gcd) of the two polynomials. Since polynomials are mathematically similar to 
integers, it might be thought that one could develop an appropriate algorithm 
as a generalization of Euclid's algorithm. Although this can be readily done, 
the resulting algorithm is so inefficient that it is impractical to use. How
ever, the gcd algorithm for polynomials is so important, not only for reducing 
rational functions to lowest terms, but in other contexts such as polynomial 
factorization, that considerable research has gone into developing an efficient 
algorithm. Tremendous progress has been made during the past two decades, and 
we now have techniques for gcd computation which are efficient enough for most 

9) purposes. Some recent work in this area is reported in 

The development of a practical gcd algorithm is a good example of the 
type of research that is necessary in order to make algebraic techniques 
more usable. Another example is that of analytic integration of general 
expressions, which we shall consider later on. 

Another data structure of some importance in algebraic computation is 
the power series. There are in fact two types considered. The most common 
is the truncated power series in which only a fixed number of terms are re
tained from step to step in a calculation. Although this leads to an approx
imate solution for a problem, and hence violates the maxim of exactness (much 
as real numbers do) it is often all that a user needs in a given physical 
problem since several small parameters are often involved. Most systems 
allow some sort of polynomial truncation, often as a variant on the polynomial 
representation rather than as a separate data structure. A more general 
scheme may be found in MACSYMA ' , although it is still inexact. The other 
approach to power series manipulation, as exemplified by the work of Arthur 
Norman , is more complete. In this approach, one keeps along with the 
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power series, a generating function which allows you to compute more terms 
when needed. In this manner, no information is lost and so the representa
tion remains exact. 

There are several other specific data structures which have been imple
mented in algebra systems, such as those used for Dirac gamma matrix repre
sentations, or for Poisson series as used in celestial mechanics, but these 
have similar properties to those already considered. One important charac
teristic is that the mathematics of these structures is sufficiently well 
understood that their implementation is fairly straightforward. In particu
lar, it is possible to work with canonical representations for all of the 
objects we have considered so far. On the other hand, once one starts work
ing with expressions involving general elementary functions, a lot of the 
regularity disappears. For one thing, these expressions do not have a can
onical representation in general, so that checking for equality of expressions 
is not always straightforward. For example, to recognize that the expression 
arcsinh tan(2 x) - log tan(x+ir/4) is zero is beyond the automatic simplifi
cation capabilities of nearly all available algebraic computation systems. 
As a result, the methods for manipulating such expressions are rather acl hoc, 
and are usually based on transformations on tree structures, using pattern 
matching techniques, rather than on more precise mathematical algorithms. 

4. ANALYTIC INTEGRATION 
Once one has the machinery for representing the data objects of algebra

ic computation, one can then begin to think about implementing the various 
operations which one wishes to perform on such structures. I have already 
mentioned in the previous section about the need to implement the basic al
gorithms on polynomials (such as addition), but these are now well understood. 
The basic operations on rational functions, power series, Dirac gamma matrices 
and so on are also fairly straightforward, although the need for more complex 
algorithms such as gcd's emerges as one considers more complicated data ob
jects. There are several complex operations of this nature which are impor
tant to algebraic computation (for example, polynomial factorization and root 
finding), and for which significant improvements have emerged in the past few 
years. Another topic which has continued to be of great research interest 
has been analytic integration. This problem is clearly of much practical 
importance in many branches of physics since just about every formulation one 
studies has integrals in it somewhere. As with the other operations I have 
mentioned, considerable progress has been made since I presented an account 
of the topic at the 1976 CERN Computing School. For completeness, let me 
repeat some of the discussion given at that time so that the more recent 
results can be appreciated. To begin with, we are talking about indefinite 
integration. Some work has also been done on definite integration, but that 
is fairly old now and the situation hasn't really changed in the past four 
years. The work in the former area is based on two main approaches; pattern 
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matching backed by special case algorithms for some particular cases, and 
general algorithmic methods which can handle a large number of cases and, in 
principal, all integrals we are likely to need. 

The pattern matching approach is very similar to the method one employs 
in finding the value of an integral from a table book. One matches the 
integral being considered against an appropriate template in the table book, 
and by suitable scaling, variable renaming and so on, gets a result provided 
a match can be found. On the other hand, if an appropriate template doesn't 
exist, then you can't tell whether a closed form for the integral exists or 
not. However, if the class of integrals is sufficiently restricted, such 
methods can often lead to success. In particular, if the set of patterns 
is complete for the class of integrals being considered, you really have the 
implementation of an algorithm for integrating that class of functions. For 

121 
example, in a recent paper , Caffo, Remiddi and Turrini describe the eval
uation in SCHOONSCHIP of some of the integrals which appear in the calcula
tion of the sixth-order election magnetic moment corrections. 

Clearly the pattern matching and special case algorithm approach can 
only be used on a limited set of integrals. So what does one do when pre
sented with an integral of a form not handled by the special case methods? 
Ideally, one would like a complete algorithm for analytic integration, which 
could decide the question "does this integral exist in the class of functions 
I am interested in, and, if so, what is its value?". This is a problem which 
has fascinated mathematicians for a long time now, and one that was essen
tially solved by Robert Risch about twelve years ago. In the 1976 CERN com
puting school, I explained the mechanics of the algorithm which Risch origin
ally proposed. This time, I shall explain an improved version of the algorithm 
which was developed by Risch and Norman ' J in the summer of 1976. I shall 
begin with the same example that I used in my previous lectures so that by a 
comparison of the two approaches, the reader can gain an understanding of the 
differences between them. However, the presentation here is complete in its 
own right and does not need any reference to the previous paper. 

The Risch algorithm first proposed in 1968 is essentially an extension 
of Liouville's work of the last century, and in the form which I am going to 
show you here (which is concerned with the integration of transcendental 
functions) uses algebraic independence as a key step in the formulation. The 
generalization of Liouville's theorem which we use here states that if f is 
a function in a field of elementary transcendental functions F then 

/f(x) dx = q(x) +Xc ilog r^x), (1) 

where q(x), r- (x) e F, and the c. are constants. 
In order to illustrate how the Risch-Norman algorithm uses this result, 

let us start by considering the integration of log(x), the example I used in 
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my previous lectures. We begin by stating that if the integral exists as an 
elementary function, it must have the form: 

u(x.y) = Z u . , x V , (2) 
ij J 

where y = log x. 
In general, one would write down a rational function here as a ratio of 

two sums, and you would also have a sum of those logarithms arising from 
linear factors in the denominator of the intergrand. This is the most general 
form suggested by (1). To justify the assumed form, we appeal to the fact 
that integration, at least in an algebraic sense, is anti-differentiation. 
If the integral were rational, then by differentiation the integrand would 
also be rational, since you can't get rid of a rational function by differ
entiation. Since the integrand is not rational, then the integral can't be 
either. Likewise there cannot be any logarithmic terms because that would 
require linear factors in the denominator of the integrand. 

To proceed, we again use the anti-differentiation argument; differentiat
ing the left and right hand sides of Eq (2), we get: 

log x = u (x,y) = Z^u.,(i x yJ + j x y J ) 
ij J 

(3) 

We now apply standard power series manipulation to the right hand side 
to write the sum in terms of a single power of x and y as: 

log x = Z x V t ( i + l) u i + 1 . + (j+1) u i + . + 1 h (4) 

which is easily shown to be equivalent to the previous expression. 
We now use the algebraic independence of x and log x (which is y in 

the above) to tell us that the two sides can be equal if and only if all 
powers of x and y are equal. What we do then is to equate the term of high
est degree on the left hand side to the corresponding term on the right 
hand side to give us 

1 = ul,l + 2 Ul,2- ( 5 ) 

Now comes the only difficult part of the algorithm, and the one for which 
there are still a few mathematical uncertainties. In order to make the pro
cess of equating powers on each side terminate, you have to put bounds on the 
size of the indices which can occur on the right hand side. In this case, 
for example, you can throw away the term u ., since this corresponds to 
x log(x)2 which if it occurred in the integral would require (by differentia
tion) a quadratic log term in the integrand. Since the integrand is linear 
in log x, this term must be zero. So we therefore get that uj j = 1> a n d 
we use this to extract that term from the integral (much like integration by 
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parts) to yield: 

/ log x dx = x log x - /dx, (6) 

We can now write down the result directly (since we all know how to integrate 
polynomials), or, if you prefer, apply the algorithm once more to this expres
sion. Either way, we get the result: 

/ log x dx = x log x - x. (7) 

Although these may seem a laborious way to derive the integral of log 
x, we notice that it is completely algorithmic, involving no heuristic guess 
work. The power of the method is even more apparent when we consider an 
integral which does not exist in closed form in the class of elementary 

2 x^ functions. Consider, for example, the integral of x e . Again, the 
integral, if it exists, would have to be of the same form as Eq (2), with 
now y = e rather than log x. On differentiating, we now get the following 
equation : 

x 2 e* 2 = u'(x,y) = E u.,(i x 1" 1y j + 2 j x 1 + 1 y j ) 
i j J 

= ZxVUi + D u i + 1 J + 2 j u . _ l t j > . (8) 

Examining the term of highest degree again, we find tha t 

1 = 3 u3,i + 2 ui,r ( 9 ) 

The first term on the right hand side can be thrown away by the same bound
ing arguments used in the first example, so that we are left with 

and hence 
"1,1 = 7 > ( 1 0 ) 

/x 2e x dx = jx e x - jjex2dx. (11) 

If we now apply the method to the integral on the right hand side, we get 
the conflicting result that 

u 1 ; 1 = - | . (12) 

The beauty of this method is that we can now conclude from this inconsistency 
that the original integral does not exist in the class of elementary functions, 
On the other hand, if the class of functions we were considering included 
error functions, then we could have found the value of this integral by a 
similar technique. 
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In the past year or so, practical techniques based on Risch's results 
have been developed ' ' to solve the more difficult problem of integrating 
algebraic functions such as square roots. For example, Davenport's program 
can easily evaluate nested square roots such as 

Vx * Vx 2 + a 2
 d x 

x 
which are quite messy to do by hand; in fact, the only known table book list
ing this integral 'J has the wrong answer! 

5. THE PERSONAL ALGEBRA MACHINE 
In the preceding sections, I have described some of the activities which 

fall under the general heading of "algebraic computation". It should be 
clear that this field can play a useful role in a wide range of scientific 
applications, and has in fact matured to the point where we are in a position 
now to tackle problems which were impossible to consider by algebraic methods 
only a few years ago. In addition, the software technology for implementing 
these algorithms in fairly robust and maintainable programs is well under
stood. Why then is this healthy flourishing field not having a greater im
pact on scientific research? There is one point of view which states that 
the reason for this is that the algebraic computation community has not pub-

181 licized itself sufficiently to its potential users ' . Although I support 
this view to some extent, I believe that the true answer lies in the nature 
of the algebraic computation programs themselves, and their implementation 
on current computers. 

The first problem is that algebraic computation systems tend to be very 
large programs, especially if they are to provide all the facilities that I 
have mentioned so far. The list processing languages such as LISP used for 
implementing the more sophisticated systems have a memory organization which 
places considerable demands on the computing equipment currently available 
to most scientists. For many problems a byte address field of 20 bits is 
barely adequate and 24 bits may eventually be insufficient. This means that 
any comuuter with a word length of fewer than 32 bits cannot easily support 
any of the existing large scale algebraic programs. On the other hand, com
puters with 32 bits and longer word length are not always readily available 
for routine day-to-day calculations and, when they are, often give users very 
poor turnaround for the memory partition sizes (typically 500 kilobytes or 
more) which the more sophisticated programs demand. Coupling this with the 
fact that many such calculations have potentially large time requirements 
often makes users of algebra systems less than welcome at many computing 
installations. 

The next problem which a potential user finds is that programs which he 
can obtain for his own installation often have quite limited facilities, 
with many of the available facilities poorly documented. In particular, 
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since the language syntax and semantics may be quite different from other 
commonly used computer languages, there may be considerable frustration in
volved in learning how to use such systems in an effective manner. 

Another mundane but important problem relates to the installation and 
maintenance of algebra systems at a given computing installation. Minor 
site differences can mean that expert help is needed to get a system running. 
Since the community of algebraic manipulation program users at a given in
stallation tends to be rather small and also application-oriented, it may be 
hard for such users to obtain the necessary help to install and maintain the 
system. The sheer inertia involved in this effort may prove to be too great 
to permit the successful use of such programs. 

Finally, most of us working in the field are convinced that the effec
tive use of an algebra system requires close interaction between the user and 
the computer. Unlike numerical computations where the result of a calculation 
is usually a fixed size table of numbers or a graph, an algebraic computation 
normally produces an expression as a result. This expression is one of an 
arbitrarily large number of different representations of the result, and in 
many cases, the user often has to study the form of this result and try 
various transformations on it before going on to the next step. This can only 
really be done successfully in an interactive environment, ideally helped by 
suitable graphical aids so that the expressions can be easily transformed. 

Another reason for close interaction between the user and the computer 
relates to the nature of algebraic computations themselves. Whereas most 
numerical calculations have well understood computing times associated with 
them, we currently know only maximum bounds on the computing behavior of 
algebraic calculations. In many cases, these bounds are extremely pessimis
tic. As a result, one often tries a given step in a calculation for, say, 
a few minutes to see what happens. If the calculation doesn't terminate in 
this time, a new approach using, for example, a different set of transforma
tions, is then tried. Again, such an experimental approach is only really 
successfully in an interactive environment. The current solution to this 
requirement is a time-sharing system, but in truth there are very few such 
systems available which satisfy even a minimum set of serious user require
ments . 

My conclusion then is that the lack of widespread acceptance of computer-
based algebraic manipulation is not a consequence of its being of little 
interest to potential users but that today's large general purpose computers 
are an inappropriate match for this type of computation. However, the current 
developments in hardware design which have been discussed at this school 
promise a solution to this problem in the very near future, namely, the 
emergence of personal computers of sufficient power that many of the problems 
that I have outlined can be solved in a satisfactory manner. 
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The availability of relatively cheap personal computers of significant 
computing power will make possible the development of a wide range of products 
tailored to given application areas. The personal algebra machine then will 
be one of many such applications. In fact, one could regard the muMATH 
system already as being an example of such a machine, although it is based 
on a fairly limited computational engine. To be effective for our particular 
application, we need as a minimum a personal machine with a macro instruction 
time of the order of one microsecond, a main memory of at least a megabyte, 
a backing store of 100 to 200 megabytes to provide for file storage and a 
smoothly addressable virtual space of sixteen megabytes. For input and out
put, one needs as a minimum a display, keyboard and hard copy device. Such 
a system can probably be developed by the mid 80's for approximately $10,000 
to $20,000. Given that such a configuration is bound to be available, the 
challenge for the computer algebra community will be to develop a user 
programming environment which is the most natural for applications of the 
type we are discussing. 

One area of some concern is the choice of the appropriate interface 
between the user and the machine. Eventually, technological advances such 
as touch sensitive display panels supported by audio input and output will 
be cheap enough to render obsolete our current dependence on linear input from 
a keyboard with a fairly restricted character set. However, for the time 
being, the latter will remain our standard input. On the other hand, the 
emergence of relatively cheap point addressable raster displays of fairly 
high resolution will provide us with a means of displaying results in a far 
more pleasing form than any currently available. The excellent mathematical 
expression output from such typesetting systems as the Unix EQN system 1"J 

201 or Knuth's TEX J need not be limited to hard copy. As this particular 
problem is now well understood, one can expect truly elegant output from 
algebraic computation systems in the near future. 

The machine which will result from these considerations will be a for
midable device. Furthermore, a check of my list of problems encountered in 
using existing algebra programs will reveal that most have been solved. 
However, there still remains the problem of maintenance and updating of the 
corpus of programs in the machine. It is clear that these programs will have 
bugs, and that the programs supplied originally with the machine will con
tinue to be improved. One approach to this would be to update the programs 
from a removable cassette, disk or solid state memory module. However, I 
believe that a better solution would be to provide each such machine with a 
computer networking connection, which could then be used to update the pro
grams as needed from a remote source, or exchange programs with other users 
of such machines. This networking connection could be as simple as a low 
speed (1200 baud) modem which interfaces to the appropriate network using a 
telephone or could be a high speed direct connection to such a network. 
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There are other models of network use which suggest a completely differ
ent role for our personal machine, and I would like to conclude these lec
tures by considering some of these possibilities. It is clear that a personal 
machine could be tied into a sophisticated high bandwidth local network at 
a given site which itself could be connected by fairly high bandwidth lines 
to an external network. Several such networks are already in existence or 
under development. With this support, we could then add the appropriate 
mail, diary, and file transfer capabilities to our algebra machine, so that 
it becomes a true workbench for the scientist. The next step would be to 
provide other applications packages in the same personal machine, so that it 
is sufficient to meet all the user's usual computation needs. From there, 
we could add facilities to distribute the processing of calculations too large 
for the capabilities of the personal machine to remote, possibly international 
centers equipped with machines whose power is several orders of magnitude 
greater than the personal machine. At this point, the network itself becomes 
a formidable computation device, the personal machine now acting as no more 
than a terminal on this large, world-wide distributed computing system. The 
computational power of such a system will be truly awesome. However, with or 
without such network support, it is clear that a personal scientific machine 
of the type we have considered here will bring about a revolution in the way 
that computers are used for scientific problem solving. 
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