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ABSTRACT 

The sixth CERN School of Computing held in September 1980 covered a 
range of subjects related to computing in high-energy physics. These 
Proceedings contain notes of lectures on methods in numerical approxima
tion, on the statistical significance of experimental data, and on synibolic 
computation and its application to high-energy physics. Two lectures 
covered data analysis for electronic experiments and for bubble chamber 
and hybrid experiments, respectively. Aspects of on-line computing and 
the underlying microprocessor technology were treated in lectures on the 
use of intelligent devices in high-energy physics experiments, on micro
programming and bit-slice technology, and on software tools for 
microprocessor-based systems. Another lecture covered practical data 
acquisition problems. These proceedings also contain lecture notes on 
fault-tolerant computing systems and on technological advancements in 
computer systems and networks. 
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PREFACE 

The 1980 CERN School of Computing, the sixth in the series, took place in Vraona, 
Greece, from 14 to 27 September 1980. Sixty-one students parti ciliated, fifteen from Greece, 
the rest from the other Member States of CERN. The large majority of the participants were 
ivorking in data handling for high-energy physics; only a few were active in other applica
tions of computing. 

The lectures covered a wide range of subjects, from numerical approximation methods and 
symbolic computation to fault-tolerant computing. A large part of the lecture programme was 
dedicated to topics of immediate interest to experimentation in high-energy physics: data 
analysis teclini.ques and problems in data acquisition and on-line computing. Very important 
aspects of modern technology were reviewed in lectures on computer systems and networks, on 
microprogramming and bit slices, and on software tools for microprocessors. Judging by the 
exceptionally high attendance at most of the lectures, the programme apparently corresponded 
to the interests of the majority of the participants. 

The School was opened by the Director of the Hellenic Agency for Research and Development, 
Dr. G. Argyropoulos. The Agency and the Ministry of Co-ordination provided a generous finan
cial contribution to the School. A press conference was organized at the Agency for Research 
and Development with the aim of informing a wider public about the activities of CRRN and the 
significance of the School. 

On behalf of the Advisory Committee and all the participants, we wish to express our 
gratitude to our Greek colleagues who took care of the local organization. In particular 
our very warm thanks go to Prof. G. Philokyprou, who spared no time and effort to solve all 
the problems of the local organization. The ground had been prepared already by the efforts 
of Prof. Th. G. Kouyoumzelis, who had spread the necessary enthusiasm throughout scientific 
and governmental circles. Our most sincere thanks are extended to him. 

We are also grateful to NRC Demokritos and the University of Athens for technical 
assistance. 

The many aspects of the preparation and running of the School were taken care of by 
Mrs. Ingrid Barnett, of the CF.RN Scientific Conference Secretariat, who arranged matters with 
her usual competence. In Greece she was enthusiastically assisted by Mrs. Alexandra 
Demetriou-Kouyoumzelis and Miss Roula Prassianakis. It is a pleasure to thank them for their 
efforts. 

The lecturers, whose interesting talks and good spirits were essentia] to the success 
of the School, are sincerely thanked for their work in preparing, delivering, and documenting 
their lectures, and for their active participation in the life of the School. 



We would also like to extend our appreciation to those members of the Q:RN Publications 
Group who worked together to produce these Proceedings. 

Finally, we must thank the manager of the Vraona Bay Hotel, Mr. Cherouvim, and his staff, 
whose good will and effort made our stay a memorable one. 

The lecture programme, the sun, the beautiful site, the recreational facilities, and 
the enthusiasm of the participants all contributed to making the 1980 CERN School of 
Computing most successful. 

It will be remembered for a long time by everyone. 

C. Verkerk, Editor 
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INTRODUCTORY TALK 
V. Zacharov*) 
U n i v e r s i t y of London Computer Cen t re , Uni ted Kingdom 

I t is my very g rea t p leasure indeed to say a few words to i n t roduce the 19B0 CERN 

School of Computing and data processing. And i t is pa r t i cu la r l y p leas ing to be able to do so 

in such a f ine se t t i ng - Vraona in the A t t i c peninsula. Let me welcome al l the part ic ipants, 

students, facul ty and our assistants to the school. 

This school is the sixth in a biennial series which started in 1970, and i t is complementary 

in some ways to the more extended series of CERN Summer Schools in Physics. The o r i g i n of 

the Compu t i ng School stemmed f rom the real izat ion that computers and computing had become 

an insubtractable part of e l emen ta r y -pa r t i c l e physics s tud ies, t h a t those engaged in physics 

needed to know qu i te a lot about computers as a tool , and that the computer experts involved 

closely wi th the computer systems themselves needed to understand the na tu re of the physics 

prob lems in order to apply these systems more e f f e c t i v e l y . In shor t , as in so many other 

fields of science, there need to be an inter-discipl inary interact ion and exchange. 

The p r i m a r y m o t i v a t i o n of the School was thus to improve and increase the awareness of 

those engaged in computing and data-processing w i t h i n h igh-energy physics of bo th s c i e n t i f i c 

p rob lems and the compu t ing too ls ava i lab le to solve them. There was however a secondary 

mot ivat ion: this was to bring to the at tent ion of those others, not necessari ly engaged d i r e c t l y 

in h igh-energy phys ics , some of the resu l ts and indeed e x c i t e m e n t of developments in that 

f ie ld. In this way, i t was hoped, young applied mathematicians and compu te r sc ien t i s t s m i g h t 

become invo lved in he lp ing to solve some of the outstanding computational problems arising in 

p a r t i c l e phys ics. For th is reason, at the School , we have both phys ic is ts and c o m p u t e r 

spec ia l is ts among the s tuden ts . And fo r th is reason we have representatives of both these 

fields among the lecturers. 

I t is not surprising, bearing in mind the aims of the CERN School, that the range of topics 

covered should be somewhat broader than the r ange of c o m p u t a t i o n a l a c t i v i t i e s a t a 

h igh-energy physics centre. And this is an excellent pract ice, not only because this is after all 

a school, w i th an intr insic need for more completeness and general i ty, but also because of t he 

f u t u r e . A f t e r a l l , what is now the f r o n t i e r of compu te r techno logy or science may wel l 

become a common place element in the experimental high-energy physics technique of tomorrow. 

The organ izers of prev ious Schools have tr ied always to maintain a solid core of lectures 

in the programme relevant to the dominant or centra l compu t ing prob lems ar is ing in p a r t i c l e 

phys ics . More o f t e n than n o t , th is has resu l ted in a ' t h e m a t i c ' p r o g r a m m e , in which the 

major i ty of lecture courses were on related topics. For example, in 1972, when m i n i c o m p u t e r s 

were probab ly mak ing t h e i r most profound impact on both experimental techniques and control 

systems in high-energy phys ics , sma l l compu te r systems were the dominan t e lemen t of the 

m a j o r i t y of l e c t u r e s . In 1976, the c e n t r a l theme of the school was distr ibuted computing, 

ref lect ing the excitement and promise that this methodology had brought to high-energy physics. 

*) Present address: CERN, Geneva, Switzerland 
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Of course, i t is impossible in any school of such l imited duration for there to be a 
complete coverage of any subject, particularly one so broad as computing and computers. And 
this is perhaps the main reason why we restr ic t ourselves mainly to subjects of the most 
topical interest. Nevertheless, quite deliberately and systematically, certain courses have been 
included in the programmes of previous schools which covered some of the fair ly basic aspects 
of computer systems. Thus, in previous schools, we have had courses on the fundamentals of 
compilers, on computer systems architecture and on telecommunications and networking. And 
we have also had most welcome reviews of the prevailing position in the physics of elementary 
particles. 

In addition to those components of the school programme mentioned, namely those related 
to computer applications in particle physics and those related to broader aspects of computer 
science or applied mathematics, there have been two other elements. The f irst of these 
concerns the experience of others working with the same computational tools but in di f ferent 
f ields. This is always an excellent pract ice, since we should never imagine that we are the 
sole or even the best repository of expertise and innovation in the application of computers. 
Indeed, by listening to others, possibly working in unrelated fields, we can often learn, and this 
is the primary reason for having the school. 

The second additional element which it has been customary to include in the programme of 
the school is an extra-curr icular one, so to say. In this component of the school , the 
organizers have tr ied to include sometimes some topic of very general interest, but one which 
may have nothing to do direct ly with the central theme of the school. It is included for 
intel lectual reason so that, although dealing with computers and with automation, we should 
remember that we are human beings and that the power of human intellect can stil l achieve so 
much that computers cannot. 

So much for previous schools. They have been popular and they have been successful. 
And the published proceedings of these schools have formed a valuable and we l l - known 
contribution to the literature of computing applications. But, since the time of the first school 
a decade ago, very much has changed. First of all the part ic le accelerators have changed 
and, wi th them, so have the nature of experiments and the associated theoretical analysis. 
Secondly the computers and computer technology have changed. Indeed the pace of 
development in computer systems has occurred at an unprecedented rate in the whole history 
of the digital computer. Many people have changed, not only in their individual capacity, but 
also in their training and formation as scientists. Finally there are now certain organizational 
circumstances that have changed, for example economic factors, which influence how we do 
computing. 

In the l ight of all these changes it is quite reasonable to ask the question whether it is 
right still to have a CERN Computing School and, if so, what purpose should i t serve. Af ter 
a l l , never have Universities and Technical Schools produced more graduates who know about 
comput ing , a subject which is now an indispensable part of the curricula of nearly all 
scientists. 
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The changes r e f e r r e d to have not been negligible, indeed just the reverse. In the f ie ld of 

part ic le accelerators, where a decade ago the maximum laboratory energies were some tens of 

GeV and exper iments were dominated by hadron physics, the interact ion events to be analyzed, 

at any rate in counter experiments, were of relat ively simple topographies . The analysis t hen 

was domina ted by c e n t r a l compu te r f a c i l i t i e s ; on - l i ne techniques, even for data acquisit ion, 

were only at an early stage of development. 

We now have the large proton accelerators at CERN and NAL , wi th an order of magnitude 

higher laboratory energies. We have a new generation of coll iding beam f a c i l i t i e s , such as the 

ISR fo r protons and PETRA for electrons, giving even higher centre of mass energies. And we 

are a c t i v e l y c o n t e m p l a t i n g t h e e x c i t i n g n e x t s t a g e , w i t h t h e L E P f a c i l i t y and t h e 

p r o t o n - a n t i p r o t o n col l ider at CERN. A t the same t ime the centre of interest has moved more 

towards lepton and neutrino physics. 

In the cu r ren t p e r i o d , we are con f ron ted by compu t ing and data processing problems of 

much greater complexity than at any period before. A t the energies of PETRA for examp le , i t 

is a l ready necessary to analyze and indeed recognize interact ion events wi th jets of perhaps 15 

part ic les. In the new faci l i t ies the t rack m u l t i p l i c i t i e s w i l l be even h ighe r , expec ted to be 

perhaps 50 or so in the case of the fac i l i t y for coll iding protons and antiprotons. A t the same 

t ime, despite the increased topographical complexity, the precision of t r ack d e f i n i t i o n has also 

increased considerably. I t is now quite typical to have perhaps two hundred spatial coordinates 

to define a part ic le track, and to have as much as 1CF bits to characterize a single i n t e r a c t i o n 

even t . The thirst for very large numbers of events (10^ - 10 ' ) in given experiments appears to 

be unquenchable. 

F r o m the o ther s ide, in respect of computing technology, the changes have been no less in 

their scope over the last decade. Indeed, i t might be claimed that the changes b rough t about 

by the widespread in t roduc t i on of monoli thic circuits are even more far-reaching and dramatic 

than in the f ield of accelerators. Ten years ago, monoli thic c i rcu i ts were r e l a t i v e l y few and 

con f ined to c i r c u i t complexit ies of a few logic gates per chip. We now have VLSI elements in 

nearly every aspect of l i fe at laboratories and un i ve rs i t i es (even in o f f i c e s ) , and the c i r c u i t 

c o m p l e x i t i e s have increased by as much as 5 orders of magnitude in certain cases. In the last 

decade, digi ta l technology has not only invaded near ly every area of expe r imen ts in p a r t i c l e 

phys ics , as we l l as the associated computing and data processing, but all the characterist ics of 

these digi ta l systems have become much more complex than they w e r e . One of the most 

i m p o r t a n t t rends here has been the i n t r o d u c t i o n o f p r o g r a m m a b i l i t y or " i n te l l i gence " into 

systems that previously were hard wired or f ixed in some other way. 

I t has a l ready been said t ha t the changes of the last decade have not merely been in the 

purely technical and scient i f ic domain, and this is certainly t r ue , f o r we have seen some very 

i m p o r t a n t o rgan i za t i ona l and o ther changes. Ten years ago, for example, i t was rare for an 

e x p e r i m e n t a l phys ic i s t to become invo lved in the in te rna ls of any compu te r systems, and 

certainly not at the level of a compi ler or o ther system s o f t w a r e . Equa l l y , i t was not too 

usual fo r e l ec t r on i c i ans to concern themselves wi th programming of any sort. Nowadays the 

nature of available technology compels many physicists and many engineers precisely to become 
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involved with software and with programming. We can say also that many software specialists, 
who previously would have nothing to do with hardware, now have to contend w i th the 
ever-growing repertoire of available hardware elements, particularly VLSI ones. In this period 
also, the whole question of telecommunications and of networking has become an important one 
which we cannot avoid in any modern high-energy physics activity. Without question this has 
given rise to the necessity for many persons engaged in the physics programme to become 
familiar with techniques previously wholly outside their knowledge and experience. 

Finally, when considering the changes that have occurred over the last decade, since the 
t ime of the f i rs t CERN Computing School, we have to maintain that the period has been one 
of relative economic difficulty. In practice this has led to profound implications for our whole 
community. And although this is not the place to discuss all the consequences of important 
policy decisions made by those who give us funds, i t is perhaps relevant to our School to 
mention just two important points. First ly we must recognize that the number of national 
centres engaged either direct ly in high energy physics or in supporting the programme has 
declined signi f icant ly. CERN is thus a survivor (fortunately!) and it is the most important in 
Europe. Secondly, because of the need for economy in funds and in manpower, i t is 
inescapable that we seek methods to avoid unnecessary duplication of effort in the domain of 
computer systems. 

So far as the duplication of ef for t is concerned, this can only be minimized by the 
exchange of information. In this sense our School has never been more important, since not 
only the need but also the amount of information has never been greater. Of course, we can 
only disseminate good practices and experience to a l imited ex ten t , but the role of a 
Computing School can represent an important contribution here. 

And so far as CERN is concerned, we have to say that it does occupy, by virtue of its 
unique posit ion, a special place in the formation of young scientists and technologists precisely 
in the field covered by the Computing School. It is difficult to see how any other organization 
can do, in this field, what CERN has done. 

The answer then to the basic question as to whether to continue with the CERN 
Computing School must be affirmative. Never has there been a greater range of computing 
and data-processing act iv i ty in high-energy physics, and never has there been a greater need 
for exchange of experience and techniques in this area. At the same t ime, not only are the 
problems we face becoming more complex, but the range of available technology and systems is 
increasing constantly. 

We have to recognize that the training given to University graduates nowadays has become 
more specialized than in the past. And the doctoral research that follows is usually in an even 
more specialized or 'ver t ica l ' direct ion. In this context, our School fulfills a very important 
need indeed: it is to provide much more 'horizontal' education. The aim of the school is to 
bring together various act iv i t ies, to provide the link between disciplines, particularly between 
the physics of elementary particles and all the computing act iv i t ies without which modern 
high-energy physics would not exist. In doing this, we shall not regard the digital computer as 
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some object which has an intrinsic interest of its own (although indeed it has), but rather as a 
tool which is indispensable to solve our problems. This tool is, however, a rapidly developing 
one, and so some discussion of computer systems per se is also inevitable. 

The s c i e n t i f i c programme of the 1980 School is a broad one, and it concerns both 
fundamental aspects of computing and computer systems, and the application of these to 
part ic le physics. There are three main sections in the programme: data-analysis techniques 
arising in high-energy physics; data-acquisition methods and the associated methodology of 
microcircui ts; some general computer topics of relevance to the high-energy physics community. 
As in previous schools also, there is one lecture in the programme on a topic included just 
because of its interest; just as nourishment for the intellect! 

Among the lectures on data analysis we include a course on the principal aspects of 
of f- l ine analysis for counter experiments, including the logistic aspects as well as the tools, and 
there will be a complementary course on data analysis for bubble chambers. We know that 
so-called "electronic" experiments have undergone great change in recent years, but it is not so 
widely realized that bubble-chamber techniques have also evolved greatly, part icular ly with the 
new generation of hybrid experiments. 

On basic questions of data analysis, it is always very useful to review fundamental issues, 
and for this reason we include two courses of great importance: the f i rs t is a survey of 
methods in numerical approximation, something we all have to grapple with sooner or later, and 
the second treats the essential question of interpretation of the significance of experimental 
data. 

In the section on data acquisition for electronic experiments, the programme wil l be 
dominated by the implications of new microcircuit technology. Thus we w i l l have courses on 
the broader aspects of pract ical data-acquisition and on questions of on-line filtering and 
pattern recognition. We also have courses dealing with the part icular questions of software 
tools for intelligent microcircuit devices, as well as the whole issue, hardware and software, of 
bit-slice technology. The latter is of particular significance in particle physics now as the only 
way of introducing really high-speed processing with monolithic circuitry. 

For the more general computing topics, there is included in the programme a course on 
symbolic computation. This is more than of academic or general interest, since there are a 
number of areas already in high-energy physics where the technique has been successfully 
applied. Moreover, as computers become more powerful, symbolic computation will grow 
correspondingly in importance. There is another course which deals however with techniques 
not yet well known in part ic le physics, namely that of fault tolerance and highly reliable 
computing structures. As we come to rely more and more on automated systems involving 
computers, so it wil l become of growing importance for the high-energy physics community to 
take note of fault- tolerant techniques, and the topic represents an area of great interest for 
the future. To complete the programme of general computing interest, it was thought to be a 
good idea to include a survey of the status and perspectives of both computer systems and 
communications networks, particularly because of the very rapid rate of development in both 
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these areas. Because of the g row ing c o m p l e x i t y of prob lems in e x p e r i m e n t a l high-energy 

physics, i t is of part icular importance for us to know what new technologies and systems the re 

may be available in the fu ture. 

On the top ic of the extra-curr icular lecture, i t was thought to be very appropriate to hear 

about the con t r i bu t i on made to m a t h e m a t i c s by the anc ien t Greeks , and i t is p a r t i c u l a r l y 

f i t t i n g t ha t we should learn about th is f r o m a distinguished Greek mathematic ian, Professor 

Zachariou. We are very fortunate indeed to have this opportunity. 

So far as the other l ec tu re rs of the facul ty are concerned, i t should be said that we are 

very lucky indeed. The lecturers are very wel l known, some of t hem represen t ing the lead ing 

names in t h e i r f i e l d , and they nearly all are highly experienced speakers. For some of them, 

this is not the f irst experience of a CERN Summer School! They represent d i f f e r e n t sub jec ts 

and d i f f e ren t countries, and i t is most appropriate that we have a good representation f rom our 

host country, Greece. 

The host coun t r y fo r th is School is , as has been sa id , Greece. Each two years , the 

computing School takes place in a d i f ferent country, and we can only wonder t h a t i t took ten 

years for Greece to be chosen. We are very grateful to our host country for this possibilty to 

conduct the School in such pleasant surroundings. Because of the sett ing of the School, in such 

close p r o x i m i t y to the main centres of learning and research, i t is generally the case, as now, 

that there is a special advantage fo r the host coun t r y . We are very g lad indeed t h a t th is 

opportunity exists here to be exploited by our Greek hosts. 

International Summer Schools take a good deal of preparation and planning, and th is CERN 

Compu t i ng School is no e x c e p t i o n . This par t icu lar school has taken more than a year and a 

half to organize, and the burden of th is task has f a l l en on many shoulders . We are very 

g r a t e f u l indeed fo r the help and indeed di rect support we have received f rom our Greek hosts 

in this respect, and part icular ly the Greek Scient i f ic Research and Technology Agency . A t t he 

same t ime we have to acknowledge most grateful ly the fundamental and generous role played 

by CERN, both in the organization and in the conduct of t he School . We should r eca l l here 

that i t is CERN also who undertakes the essential task of publishing the School Proceedings. 

The main task of planning has been the work of the Advisory Commit tee set up by C E R N , 

toge ther w i t h the essent ia l part ic ipat ion of the CERN Scient i f ic Conference Secretariat. I t is 

really my pleasure to thank them both for such splendid and professional results. 

I t is of course imposs ib le to acknowledge all the individuals who have contr ibuted to the 

p r e p a r a t i o n of the 1980 School, but I should l ike to mention just two by name. First I should 

l ike to thank our 'elder statesman' Professor Kouyoumzelis for his pa r t i c i pa t i on and to m e n t i o n 

his long and pos i t i ve association wi th CERN. Second my grateful thanks go to our Organizing 

Secretary f rom CERN, Ingrid Barnett, who has, not only here, but in so many other schools and 

Conferences helped us and found solutions to all those problems which no-one else could solve. 
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It remains now only to wish al l the participants of the School success. In the con tex t of 

our school th is success w i l l be measured not only by how much students l isten and understand 

the l e c t u r e s , but also by the e x t e n t to wh ich t he re takes p lace a hea l thy discussion and 

exchange of views. 

I t is perhaps appropr ia te to conclude w i t h a Greek q u o t a t i o n , and I th ink i t is very 

salutary for us attending a School, much of which w i l l be concerned wi th au tomat ion , to r eca l l 

the words of Protagoras, quoted by Plato more than 2000 years ago: 

i rdvrwv xPIUciTCDV ctv6pcoirou yéxpov e ï v c u 

Man is the measure of al l things! 
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COMPUTER SYSTEMS AND NETWORKS: STATUS AND PERSPECTIVES 
V. Zacharov*) 
University of London Computer Centre, United Kingdom 

ABSTRACT 

The properties of computers are discussed, both as separate units 
and in inter-coupled systems. The main elements of modern 
processor technology are reviewed and the associated peripheral 
components are discussed in the light of the prevailing rapid pace 
of developments. Particular emphasis is given to the impact of 
very large scale in tegrated c i rcui t ry in these developments. 
Computer networks are considered in some d e t a i l , inc lud ing 
common-car r ie r and local-area networks, and the problem of 
inter-working is included in the discussion. Components of 
network systems and the associated technology are also among the 
topics treated. 

1 . INTRODUCTION 

The purpose of these lectures is to discuss the properties of computers, both as separate 
units and in inter-coupled systems. Up to fairly recent times such a task would have been a 
relat ively straightforward one, the main part of which would have been the description of the 
external aspects, the so-called 'user interface' . There would probably have been very l i t t le 
place for any consideration of the internal components of computer systems, since these would 
be of relevance only to certain specialists, and very l i t t l e would have been said about the , 
evolution of these components. People concerned with the applications of computer systems 
would, quite correctly, not involve themselves to any great extent in technological or system 
detail. 

I t is very probable that we wil l be able, some time in the future, to move to a position 
where most applications users of computers in science wi l l not need to know anything about 
the technological details of the computer systems they use, but this is not the situation that 
obtains at the present time in the field of experimental physics. 

*) Present address: CERN, Geneva, Switzerland 
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This is a per iod of unpara l le led technological change, which is occurring precisely in the 

f ield of computer system components. And not only is the rate of change of devices so g r e a t , 

both in pe r f o rmance and in cos ts , but new devices and sub-systems are also appearing at an 

unprecedented rate. The impact of this on experimental sc ient is ts and engineers is of such a 

na ture t ha t i t has become unavoidable for many users of computers to be concerned w i th the 

properties of computer system components. Only in this way is i t possible f o r them to choose 

the best range and c o n f i g u r a t i o n of system components to solve their real problems of the 

present t ime. Only in this way is i t possible to know what exper imenta l a r rangements can be 

implemented for the fu ture. 

Most of the d i f f i c u l t y faced in discussing the status of computer systems arises because 

of the pace and diversity of developments in ha rdware , p a r t i c u l a r l y in m o n o l i t h i c c i r c u i t r y . 

B u t , a t the same t i m e , t h e e v o l u t i o n o f t e l e c o m m u n i c a t i o n s techn iques in compu te r 

communications is also proceeding at a very rapid ra te . I t is fo r th is reason t h a t these two 

a s p e c t s w i l l f o r m the ma in pa r t of the present l e c t u r e s . There w i l l however be some 

discussion of trends in computer peripheral equipment. 

In p repar ing these ta lks I was very conscious indeed that , even as I wro te , developments 

were occurring which made much of what I said outdated. I t became tempt ing to abandon the 

task , wh ich da i ly became more and more daunting in the face of an ever growing mountain of 

fresh technological innovation. In the end however I decided to go ahead, fo r I r eca l l ed some 

words I had read and rea l ised tha t my p rob lem was not a f t e r a l l so new! An abbreviated 

version is as fol lows: 

Howeve r , i f I had w a i t e d long enough I p robab ly would never 

have w r i t t e n any th ing at a l l since there is a tendency when you 

rea l l y begin to learn something .... not to want to wr i te about i t but 

rather to keep on learning .... 

w i l l you be able to say: now I know a l l about th is and w i l l wr i te 

about i t . Certainly I do not say that now; . . . . I know the re is more 

to l e a r n , bu t I know some th ings which may be interesting now .... 

and I may as well wr i te what I know about them now. 

Ernest Hemingway 

( from 'Death in the Afternoon') 

2 . COMPONENTS OF PROCESSOR HARDWARE 

In th is sec t ion we shall deal w i th the properties of those components generally associated 

wi th computer processors, namely logic and memory, and we shall not restr ic t the discussion to 

any p a r t i c u l a r s ty le or s ize of p rocessor . The discussion wi l l concern both large mainframe 
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processors and m ic ro -p rocesso rs . Indeed it is often forgotten that what has been termed the 

micro-c i rcu i t " revolut ion" has had just as profound ef fects on large computing systems as i t has 

on small . 

Users are faced w i t h a growing range of devices and integrated units, and indeed wi th a 

growing list of terms, acronyms and technical jargon. So the f i rs t question that ar ises is: does 

i t m a t t e r whe the r or not we know what the terms mean and what the various properties are? 

The unfortunate answer is that some knowledge is essen t ia l , so t ha t we can know the a c t u a l 

l i m i t a t i o n s of the var ious components. But we also need to know the trends, so that we can 

gauge when i m p o r t a n t l i m i t a t i o n s are going to be removed and so t h a t we can see wha t 

improvemen ts there w i l l be in the r a t i o of cost to performance. With severe l imi tat ions in 

funding and in manpower, no responsible experimental scientist can ignore cost and pe r f o rmance 

t rends , p a r t i c u l a r l y when technical developments may occur at a rate fast compared wi th those 

obtaining in building the experimental set-up. 

Nowadays , when a new semi -conduc to r p roduc t becomes ava i l ab le , the e x p e r i m e n t a l 

scientist needs to know precisely what compromise has been made by the manufacturer. O f t e n , 

the main l i m i t a t i o n s in app l i ca t ions ar ise because of some manu fac tu r i ng decision and not 

because of any intr insic techn ica l l i m i t a t i o n s . I t is because of th is t h a t we need to know 

someth ing about f a b r i c a t i o n technology, and we shall include some discussion of this aspect in 

the present lectures. 

The p r i n c i p a l techno log ies wh ich we shall be discussing are Bipolar devices, F ie ld-ef fect 

c i rcui ts (FET) , Magne t i c Bubble systems and Charge-coup led Dev ices ( C C D ) , and we shal l 

c o n s i d e r t he i r p lace in m o n o l i t h i c i n t e g r a t e d u n i t s , such as Read-on ly memor ies (ROM) , 

Random-access memor ies ( R A M ) , and in processor l og i c . We sha l l also cons ider the v i t a l 

problem of inter-coupling these various elements into system or sub-system units. 

To set the discussion in perspective i t should be remarked tha t , in the last 15 years or so 

since the f a b r i c a t i o n of the f i r s t i n t e g r a t e d c i rcu i t , the complexity of silicon technology has 

evolved f rom a single transistor device on a chip to densities of lCr devices per ch ip . But i t 

is es t ima ted t h a t there remains po ten t ia l for further improvements at least up to 10-7 or 10" 

devices in a single integrated c i rcu i t . As w i l l be seen, al l these improvements in densi ty have 

been accompanied by corresponding improvements in performance and in costs. 

2 .1 Bipolar Devices 

The ea r l i es t b ipo lar t rans is to rs were made in the 1950 decade by alloying col lector and 

emi t te r layers into a small central germanium base crysta l . The important deve lopment of the 

nex t decade wh ich made the i n t e g r a t e d c i r c u i t poss ib le , was the 'planar' process on a small 

chip of sil icon (Fig. 1). In this process al l the elements of the f i na l dev ice are f a b r i c a t e d by 

opera t ions on the surface plane of a doped silicon wafer typical ly about 75 microns th ick. The 

operations are diffusion of impurit ies (such as boron or phosphorous) to f o r m p- or n- regions 

r e s p e c t i v e l y , oxidat ion to form insulating sil icon dioxide layers, and evaporation of metal layers 
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t o p r o v i d e e l e c t r o d e c o n n e c t i o n s . The d i f f e r e n t s u r f a c e r e g i o n s a re d e f i n e d by 

photo-l ithography using a photographically produced mask in con tac t w i t h the s u r f a c e , and the 

ver t ica l dimensions are defined by the diffusion process. 

Ai Electrodes 
A 

m I i \ \ i y t i n n-Emitter J 

p - Base 

" ^ 
5i0 2 ' 

n-Collector 

75 um 

Fig. 1 A planar n-p-n junct ion transistor 

Using these f a b r i c a t i o n techn igues, i t became possible by the middle of the 1960 decade 

to make the width or thickness of the Base layer less than 1 micron and so ach ieve s w i t c h i n g 

speeds perhaps 30ns w i t h the device driven into saturat ion. But the realisation that the same 

technology could be used to fabricate diodes, capacitors and resistors, enabled all the necessary 

components fo r elementary logic devices (such as NOR, NAND and bit-storage) to be assembled 

together on the same chip of si l icon, into an " integrated" c i rcu i t e lemen t . W i thou t going in to 

any d e t a i l , we can say tha t i t became possible to manu fac tu re in i n teg ra ted form all the 

c ircui ts implemented previously only w i t h d i sc re te components , such as R T L , D T L , ECL and 

TTL . 

The ear l i es t m o n o l i t h i c b ipo la r log ic e lements employed chips about 2 mm square, and 

contained about six c i rcui ts . The number of external connections was about 16 and the power 

d iss ipa t ion was perhaps 10 mW per ga te . Since tha t t i m e ne i the r the p r i nc ip les nor the 

ma te r i a l s have changed m u c h , but there has been a t remendous i m p r o v e m e n t in a l l t h e 

pe r f o rmance c h a r a c t e r i s t i c s . This has been achieved by an immense range of improvements in 

technology, but at the cost of great ly increased c o m p l e x i t y . F i g . 2 shows the k ind of t h i ng 

t h a t is happening, w i t h the d iag ram i l lustrat ing the many layers necessary for the fabr icat ion 

of only a single n-p-n transistor w i th a Schottky diode clamp. 
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COLLECTOR EMITTER BASE 

Fig. 2 A clamped planar transistor using a Schottky barrier diode 

The main emphasis in evolution of bipolar technology has been towards: 

i) fabr icat ion of much smaller devices, thereby increasing density 

ii) narrower base widths, hence faster speeds 

ii i) e l iminat ion of deep saturat ion, therefore reducing delays due to minor i ty-carr ier storage 

iv) reduction of power dissipated. 

In order to achieve these aims, i t has been necessary to make corresponding developments 

in technology, the principal ones being the fo l lowing: 

i) improvements in photolithography to reduce dimensions and increase registrat ion accuracy 

ii) better control of dif fusion to make narrower base regions 

i i i ) reduction of parasit ic elements 

A t t h e same t i m e , i t has b e c o m e e s s e n t i a l to be able to grow la rger d i ame te r 

s i n g l e - c r y s t a l wa fe rs of s i l i c o n , so as to improve y ie l d , and also to isolate adjacent devices 

f rom each other. 
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A l l these improvemen ts have been ach ieved, and new techniques have been introduced; 

they w i l l be mentioned later. The result of a l l these advances is t h a t i t is now possible to 

achieve delays of 2-3 ns for advanced Schottky TTL units wi th average power dissipation of 4 

mW, and as low as 750 ps delay for ECL devices wi th power of 40 mW. For a g iven type of 

l og i c , the product of speed and power is approximately constant and it is possible in general to 

trade one against the other. We can a l ready achieve pack ing dens i t ies fo r b ipo la r memory 

ar rays of 4K bits per chip, because of the well-ordered and repet i t ive st ructure, and perhaps as 

much as 700 gates per chip for logic elements. In th is l a t t e r case, i t is most i m p o r t a n t to 

note tha t the l imi ta t ions occur as much because of the d i f f icu l t ies of interconnection wir ing as 

the complexi t ies of ac tua l gate f a b r i c a t i o n . I t is i n te res t i ng to observe t h a t the h ighest 

pack ing dens i ty so far achieved for bipolar logic has been not by a semi-conductor f i r m but by 

IBM. 

2.2 Bipolar Memory Arrays 

H i s t o r i c a l l y these memor ies evo lved using m o n o l i t h i c technology to fabricate arrays of 

bit-storage elements based on conventional f l i p - f l op or t r i g g e r e lemen ts . By 1965, a b ipo la r 

random-access memory (RAM) array had al ready been made wi th an access t ime of 150 ns. 

The IBM 370 series used b ipo la r R A M storage w i t h 40 ns access t i m e fo r 64 b i t s per chip 

memory un i t s . The R A M memor ies developed for ILL IAC IV had access times of 100 ns for 

chips of 256 bits, but the power d iss ipa t ion per chip was 500 mW. I t is now possible in a 

fa i r ly routine way to achieve access times of 20 ns for arrays of 4K bits per chip. 

The RAM units just mentioned have non-destructive read-out of their contents, because of 

the na ture of f l i p - f l o p e lemen ts . For this reason they are termed stat ic . They are however 

volat i le , in the sense t h a t the con ten ts are lost i f the power supply is i n t e r r u p t e d (un l i ke 

fe r r i te core memory). 

This s t a t i c p rope r t y is of great value in computer system applications, because i t greatly 

simpli f ies t iming problems and the question of access f rom external asynchronous devices wh ich 

re ly on a def ined response t ime. But the stat ic nature of such RAM units introduced a serious 

problem of heat dissipation, since there is standing current in al l the s ta t i c f l i p - f l o p e lemen ts . 

As the c i r c u i t densi ty increased, so the problem of heat dissipation became more acute, and i t 

is now the l imi t ing factor , more signif icant than the l im i ta t ions of p h o t o - l i t h o g r a p h y or o ther 

fabr icat ion aspects. 

To overcome the l i m i t a t i o n s of stat ic RAM cells, new RAM devices were developed only 

in the last decade in which the informat ion is stored not as s tanding cu r ren ts but as e l e c t r i c 

charge in a capac i t o r a r r a y . Bu t because the charge gradua l ly decays, there is need for 

periodic regeneration or refresh by means of active bipolar elements. Such memory ar rays are 

called dynamic-RAM storage, and there are many di f ferent structures. 
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In genera l , the dynamic R A M is cheaper, denser and much cooler than the corresponding 

static RAM; but i t is also slower. Because of al l its positive advantages, the dynamic R A M is 

f r e q u e n t l y chosen for an app l i ca t i on as i f i t were a p lug-compat ib le substitute for a stat ic 

R A M . The ex te rna l p rope r t i es are no t , however , c o m p l e t e l y i d e n t i c a l , and t h i s f a c t is 

somet imes ove r l ooked . The po in t is t h a t there needs to be a refresh cyc le, typical ly once 

every 2 ms for a 64K byte store. There are many ways in which this can be organ ised, but i t 

is the no rma l p rac t i ce in any comp le te memory card to incorporate refresh c i rcu i t ry on the 

card i tself and to give pr ior i ty to the refresh cyc le over any e x t e r n a l access f o r reading or 

w r i t i n g . This is a fundamenta l difference between static and dynamic RAM stores, since only 

in the former can there be always a guaranteed response t i m e ( in the absence, of course, of 

external contention or catastrophic fai lure). 

A t the present t i m e , probably the best of the normally-available dynamic RAM stores is 

the 64K-bit chip based on a storage element of one capac i to r plus one t r ans fe r gate per b i t . 

For examp le , the chip f rom Texas Instruments has a cycle t ime of 250 ns and maximum access 

t ime of about 100 ns; it needs to be refreshed every 4 ms or so. By 1982, i t is expec ted t h a t 

we shall see the f i rst of such memories wi th a 256K-bit RAM storage. 

2.3 Bipolar Read-Only Memory 

Using s ingle t rans is to rs in a monoli thic array, i t is relat ively straightforward to fabr icate 

a memory t h a t cannot be o v e r - w r i t t e n . Such a dev i ce , used f o r c o n t r o l s tore and o ther 

app l i ca t i ons is termed a read-only memory or ROM. An example of a ROM is given in F ig . 3. 

In this c i rcu i t there is a common col lector, and the storage of a 0 or 1 b i t is achieved by the 

b reak ing or c o n t i n u i t y of the re levan t e m i t t e r connection. The array is read by coincidence 

addressing of the appropriate row and column. Since only one t rans i s to r is needed to store a 

s ingle b i t , and since there can be a common base fo r a whole r ow , the density of a ROM 

array can be very high indeed. 

Row M 

Column 
1 

Out 

Column 
2 

Column 
N 

Fig. 3 Bipolar ROM array 
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W r i t i n g or ' p r o g r a m m i n g ' t he R O M a r r a y in th is case can be done e i t he r at the 

fabr icat ion stage, by using an appropriate mask at the corresponding stage of pho to - l i t hog raph i c 

d e f i n i t i o n of i n t e r - c o n n e c t i o n s , or i t can be done in the f i e l d by vapour is ing the relevant 

emi t ter coupling leads using high current pulses. In this la t ter case, the memor ies are said to 

be ' p rog rammab le ' or PROM a r rays . In e i the r case, once the arrays have been programmed, 

the contents are f ixed and can not be erased. As we shal l see, i t is now possible to have a 

ROM ar ray which can , under c e r t a i n specia l cond i t i ons , be re-programmed; i t is termed an 

EPROM to signify that the contents can be erased. But fo r th is we shal l need a d i f f e r e n t 

technology based on f ie ld-e f fec t or FET devices. 

2.4 Associative Storage 

A l t h o u g h i t is n o t l i m i t e d to b i p o l a r t e c h n o l o g y , t he a s s o c i a t i v e a r r a y (or 

content-addressable memory CAM) is beginning to be ava i lab le f r o m i ndus t r y . In one f o r m , 

such a device is based on memory cells wi th three states: 0, 1 and "don't-care". One example 

of such a cel l is the bipolar i m p l e m e n t a t i o n shown in F i g . 4 . I f e i t he r of t he b i t l ines is 

pulsed the ou tpu t on the word sense line wi l l correspond to either a match or mismatch signal, 

depending upon the original contents of the relevant ce l l . If the b i t l ines are not pu lsed, the 

output w i l l be the "don't-care" response, tr iggered by a pulse on the word l ine. 

0 Bit 1 Bit 

Sense 
Word 
Line 

Fig. 4 An associative memory cel l 

Assoc ia t i ve s torage uni ts o f f e r a g rea t po ten t ia l in pattern recognit ion and information 

retr ieval applications. Their avai labi l i ty as VLSI ar ray un i ts is going to make i t possible to 

realise this potent ial . We shall discuss this in more detai l later. 
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2.5 FET Devices 

Un l i ke the b ipo lar t r ans i s t o r , in wh ich minori ty charge carriers play a v i ta l role, in the 

f ie ld-ef fect tansistor (FET) only the major i ty ca r r ie rs are i m p o r t a n t ; i t is a un ipo lar dev i ce . 

The speed of FET devices is intr insical ly very high, since only the channel transit t ime affects 

the delay and not other factors such as storage or recombination of m i n o r i t y c a r r i e r s . So the 

w i d t h of the channel is an important parameter in determining performance of a MOS device. 

F ig. 5 shows a typ ical me ta l ga te MOSFET, so te rmed because of i ts v e r t i c a l s t r u c t u r e of 

m e t a l separated by ox ide on a doped s i l i con substrate. I t is relevant to note that , although 

many other factors determine the ac tua l delay of a MOSFET gate in a p r a c t i c a l i n t eg ra ted 

c i r c u i t , the i n t r i n s i c delay for a channel width of say 5 microns is only 100 ps, and 5 microns 

is wel l wi th in the possibilities of modern fabr icat ion technology. I t is also perhaps i n t e res t i ng 

observ ing t h a t , un l ike the j u n c t i o n t r ans i s t o r , which was conceived much later , the MOSFET 

concept appears to date back to about 1934. 

When discussing MOS dev ices , i t must be remembered tha t we do not refer only to a 

single type of device. In fact there are many di f ferent options open to designers in choosing 

m a t e r i a l s , geomet r ies and i m p u r i t i e s , so that in combination there could easily be more than 

1500 di f ferent valid combinations leading to di f ferent MOS dev ices . We shal l only men t i on a 

very few of them here. 

Drain 

S S 3 * - M e t a l Layer 

Channel 

Width 

p -Substrate 

S i 0 2 Dielectric and 
Insulation Layer 

Fig . 5 Cross-section of n-channel MOSFET 

2.6 MOS Logic Devices 

The basic log ic element is such as that shown in F ig . 6(a) where n-channel MOS elements 

are used bo th for the log ic gates and the upper load element. The unit is a NOR gate since 
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the output is at low potent ial if either of the inputs A or B is h igh . Since the re is s tand ing 

c u r r e n t in most s ta tes , the element dissipates power and i t is termed Stat ic . I t is fabricated 

in monol i thic f o r m and can have more inputs and can be based e i t he r on n- or p-channel 

techno logy , n-channel is i n t r i n s i c a l l y fas ter because the electron charge carriers have about 

three times faster mobi l i ty than holes. And a l though the ac tua l sw i t ch i ng speed d i f f e r e n c e 

be tween n- and p-MOS devices is dominated mainly by factors other than carr ier mobi l i ty , the 

n-MOS alternative does have the associated advantage of higher current densities. 

Most ear ly MOS devices used fo r computer log ic were s t a t i c . But d i f f i c u l t i e s arose 

because of the power dissipated due to their static nature. A t tempts were made to reduce the 

p o w e r by r e p l a c i n g t h e l o a d in F i g . 6(a) w i t h a dual MOS t rans i s to r and emp loy ing a 

multi-phase clock to switch the output state instead of using changes in input s igna ls . In th is 

way the s ignal cu r ren t appeared fo r only a small f ract ion of the tota l t ime , and the element 

became D y n a m i c . The dynamic MOSFET log ic is however much m o r e c o m p l e x b o t h t o 

fabricate and to operate. 

+ 
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(a) (b) 

Fig . 6 Static (a) and Complementary (b) MOS logic circui ts 

The problem of power dissipation in MOS devices was o v e r c o m e , f o r a c e r t a i n class o f 

app l i ca t i ons , by i n t r oduc ing the c i r c u i t of F i g . 6(b); here the load elements are p-MOS for 

n-MOS switching gates (or vice-versa). The c i rcui t operates simply in such a way t h a t the re is 

very l i t t l e s tanding cu r ren t for any combination of inputs, and power-dissipation occurs mainly 

during a switching transient. Because the load t rans is tors are of c o m p l e m e n t a r y t ype to the 

gate e l e m e n t s , the whole un i t is t e rmed CMOS. As for dynamic switching n- or p-MOS, the 
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pr ice to pay fo r reduced power consumpt ion is increased c o m p l e x i t y , but at least CMOS 

requires no clock. 

CMOS log ic i n t roduced a revolut ion in digi tal devices because it was really the f i rs t fast 

monoli thic c i rcu i t w i th low power dissipation that could be fabr icated read i l y and at low cos t . 

As they say in the " t r a d e " , CMOS was the technology tha t made the digi tal watch and the 

pocket calculator a real i ty . 

I f we leave aside more exo t i c CMOS dev ices , wh ich wi l l be mentioned later , the main 

role of "conventional" CMOS in logic c i r c u i t r y is in lower -speed dev ices , p a r t i c u l a r l y in the 

domes t i c f i e l d o f app l i ca t i ons , in tes t instrumentation and in controls. But where CMOS has 

made the greatest impact is in memory arrays. 

2.7 MOS Random-Access Memories 

Because of the na ture of the MOS fabricat ion processes, resulting in very high densities, 

and because of the low power dissipation, MOS memory arrays have become a very c o m p e t i t i v e 

a l t e r n a t i v e to B ipo la r memor ies for a l l appl icat ions except those demanding the very highest 

s p e e d . I n d e e d , even r e s t r i c t i n g f a b r i c a t i o n t e c h n o l o g y to t h e a c c u r a c y l i m i t o f 

p h o t o - l i t h o g r a p h y , which is about 5 microns, i t is already possible to make 64K-bi t RAM arrays 

on a single chip. Dynamic RAM arrays made in this way are available f rom Texas Ins t rumen ts , 

f o r examp le , on a chip only about 50 m m ^ area; i t has 100 ns access t i m e . Static RAM 

arrays in MOS technology are not so densely packed, but a l ready 1 6 K - b i t chips are ava i l ab le . 

A t the same t ime there is a move to fabricate such memory arrays wi th ECL interfaces wi th in 

the same chip, so as to make the coupling to fast bipolar logic units a simple matter . 

2.8 MOS PROM Arrays 

L i k e b ipo lar m e m o r i e s , i t is possible to have ROM arrays fabricated f rom MOS elements. 

These are avai lable, and they are ma in l y mask p r o g r a m m a b l e . That is to say the prec ise 

p rog ram to be s to red is de f ined at the fab r i ca t i on stage, usually by removing or leaving the 

oxide near gates of the relevant MOS t rans is tors . Bu t PROM arrays are also ava i lab le w i t h 

f u s i b l e - l i n k p r o g r a m m i n g . A 6 4 K - b i t ROM is readily available wi th 300 ns access t ime, wi th 

16K-bit versions operating at even higher speeds (125 ns). 

Where MOS technology has been of part icular ly great importance is in EPROM fabr icat ion. 

This is a technique of the very greatest importance for computer app l i ca t i ons , since i t a l lows 

the m o d i f i c a t i o n by the user of the c o n t r o l or even the app l i ca t i on p rog ram fo r a given 

system. In e f fec t , i t allows the replacement of much of what used to be h a r d - w i r e d c i r c u i t r y 

by a so f twa re programmed system conf igurat ion. I t is this which has revolutionised so much of 

modern technology in al l areas of human ac t iv i t y . 
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F ig. 7 A f loat ing-gate EPROM element 

There are many di f ferent systems of EPROM, only one of wh ich w i l l be descr ibed he re . 

The bas ic ce l l is based on the phys ica l s t r u c t u r e shown in F i g . 7, where a conven t i ona l 

n-channel MOS geometry has no direct ohmic connection to the gate bu t is e n t i r e l y i nsu la ted . 

I n t e r n a l l y t h e g a t e , o f p o l y s i l i c o n (a conduc to r ) r a the r than m e t a l because of ease of 

fabr icat ion, is insulated by a very th in layer of sil icon dioxide; ex te rna l l y , the gate is i so la ted 

by a s i l i con n i t r i d e c o v e r i n g , wh ich is t ransparen t to UV l ight. The polysil icon gate can be 

charged e l e c t r i c a l l y by a l oca l pulse at high vo l tage (about 30 vo l t s ) , or d i s c h a r g e d by 

pro longed (about 10 minutes) i r radiat ion wi th UV l ight . I f the gate is charged, then a binary 1 

is stored in the corresponding ce l l ; if discharged, a binary 0. 

Very recen t developments in VMOS technology, which we shall mention later , has allowed 

EPROM programming to be achieved wi th pulses of only 15 vo l t s fo r 50 ms. Also t he re are 

now ava i lab le e l e c t r i c a l l y erasable PROM arrays (termed EEPROM), using external capacitat ive 

coupling to charge or discharge the f loat ing gate. 

One quest ion tha t certainly arises is for how long does the EPROM retain its programme, 

namely for how long can charge be stored on a f loating-gate capacitor. 

The answer to th is quest ion is d i f f i c u l t to g i ve , since EPROM arrays have not been in 

existence long enough to have gathered signif icant data. But the es t ima tes are t h a t i t should 

be possible to s tore p rogrammes fo r 5-10 years. I t is very intr iguing to speculate what w i l l 

happen when this period has elapsed!! I t is also a very s t r i k i n g i l l u s t r a t i o n of why i t is t h a t 

users need to know the i m p o r t a n t phys ica l p rope r t i es of the devices they are using. For 

experimental high-energy physicists, who use e lec t ron ic equ ipment c lose to p a r t i c l e de tec to r s 
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and s im i l a r equ ipmen t , i t is c l ea r l y important to know that penetrating ionizing radiat ion and 

also high electr ic fields are also a very def ini te hazard where EPROM units are involved. 

2.9 VMOS Devices 

We shal l be discussing the l imi ta t ions of modern fabr icat ion technology later, but one of 

the techniques introduced only very recently (1974) is part icular ly important both because i t has 

a l l the advantages of MOS devices, w i th speed comparable to the fastest bipolar elements, and 

because i t overcomes the l i m i t a t i o n s of pho to l i t hog raphy wh i le s t i l l using o p t i c a l mask ing . 

VMOS technology is one of the most important developments in VLSI c i rcu i t ry . 

VMOS refers to a short chorine! NMOS structure taw K-ited >r, -/ =..h.-3f.̂ ,-o •-)••/.,/( 
which penetrate the silicon surface ond ore combined vv;ih planar HMOi, d<-, ••• • 

F ig . 8 The VMOS structure 

The basic idea of VMOS s t r u c t u r e is to use pho to l i t hog raphy for def ini t ion of surface 

features wi th characterist ic prec is ion of about 5 m ic rons , but to de f ine the th icknesses (or 

w id ths ) of source , dra in and gate in the d i r e c t i o n o r thogona l to the sur face by di f fusion, 

implantat ion and oxidat ion, al l of which can be done to much greater p r e c i s i o n . F i g . 8 shows 

the geomet ry of a VMOS c e l l , where i t can be seen that the surface and depth features are 

coupled by a V-shaped g roove , a c t u a l l y f o r m e d by c h e m i c a l e t c h i n g . S i nce t h e l a y e r 

th icknesses are t y p i c a l l y 1 m i c r o n , a great improvemen t in channel l eng th compared wi th 

conventional MOS fabr icat ion is obtained. A t the same t ime, the channel width is g rea te r than 

t h a t fo r p lanar g e o m e t r i e s , so tha t higher currents can be switched, another great advantage. 

F ig . 9 shows an SEM image of a typ ical VMOS structure w i t h su r face V-groove dimensions of 

6x23 microns. 
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Fig. 9 Scanning electron microscope image of VMOS structure 

2.10 Integrated Injection Technology (I 2L) 

We cannot mention all the various monolithic technologies that are available at the 
present t ime, but i t is worthwhile mentioning just one of the more recent innovations to 
i l lustrate the diversity of what is available and also to point to the possibility of inter-coupling 
without separate electrical connections. Fig. 10 shows a basic I 2 L cel l , where logic functions 
are obtained by connecting collector outputs to those of other similar cells; this is the 
so-called wired AND configuration well known to logic system designers. It can be seen that 
the geometrical arrangement of bipolar transistors is very straightforward, since bases and 
emitters are shared. Indeed the structure is so simple that i t has been possible to obtain 
densities of 250 gates per square mm and switching times of 10 ns even with 5 micron mask 
accuracy - comparable to VMOS performance parameters. 

^ 

Outputs 
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IK LR" Lk, 

Outputs 

(b) 

Fig. 10 A basic I 2 L cell 
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In F i g . 10 the c i r c u i t is dr iven by carriers deriving f rom a pnp input transistor, in other 

words a current source. I t is usefu l to i n d i c a t e , however , t h a t the input cou ld have been 

o p t i c a l , by i r r a d i a t i n g the common base-emitter junctions wi th l ight of appropriate wavelength. 

C a r r i e r i n j e c t i o n would then occur in the n- layer and the c o r r e s p o n d i n g l o g i c f u n c t i o n 

a c t i v a t e d . Such a scheme could have most useful applications in coupling electronic logic at 

high speeds to opt ical logic signals de r i v ing f r o m op t i ca l f i b re channels or segmented-beam 

laser t ransmiss ion . In h igh-energy physics exper iments, where the coupling between part ic le 

detectors and subsequent electronic logic is already complex and becoming more so, the use of 

o p t i c a l c h a n n e l s to imp lemen t the coup l ing could be of va lue , and i t wou ld then be of 

part icular advantage to achieve the coupling direct to log ic ra the r than th rough i n t e r m e d i a t e 

opt ical receivers and analogue c i rcu i t ry . 

2.11 Charge-Coupled Devices (CCD) 

The C C D d i f f e r s in many fundamental respects f rom all other devices we have considered 

so fa r , excep t t h a t the f a b r i c a t i o n techno logy has many s i m i l a r i t i e s . The CCD has only 

recently become available, fol lowing its invention in 1970 at Bell Laboratories. 
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Fig . 11 A CCD cell 

The idea of a CCD is based on a ce l l such as is shown in F i g . 1 1 , where the basic 

geometry is that of a conventional MOST, namely a metal electrode separated by an i nsu la t i ng 

ox ide layer on doped s i l i con s u b s t r a t e . As the vo l tage V increases so a depletion layer is 

formed whose depth increases as does V. This depletion layer represents a potent ial w e l l wh i ch 

can t rap a c e r t a i n q u a n t i t y of charge . The c o n t r o l of this f ixed quantity of charge can be 

achieved in a linear array as shown in F ig . 12. 
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Here , in a l inear ar ray of MOS cells, a f ixed quantity of charge can be moved simply by 

changing the voltages on appropriate electrodes in a d e f i n i t e sequence or phase. A m i n i m u m 

vo l tage of 2V provides a channel between all adjacent cells, but the charge wi l l "overf low" into 

this channel if the 10V potent ial in a given storage ce l l is reduced to 2V. The d i r e c t i o n of 

m o v e m e n t w i l l depend upon wh ich side of t ha t ce l l is then ra ised to 1DV p o t e n t i a l . In 

pract ice, in order uniquely to define the direct ion, what is done is to use a mu l t i - phase c lock 

to move a charge packet. One example of this is shown in F ig . 13. 

In p r a c t i c a l CCD a r rays , more complex geomet r ies are used wi th non-rectangular well 

prof i les, so that 2-phase clocks can be used. Electrode separation is about 1 m ic ron and chips 

have been made a l ready w i t h 2 5 6 K - b i t s . The charge corresponding to a fu l l cel l is a small 

f ract ion of a picocoulomb, so that input and ou tpu t are n o n - t r i v i a l p rob lems . I t is done by 

integrat ing a resetable MOST ampl i f ier and injection source on the same chip. 

We can see t h a t C C D arrays are s h i f t - r e g i s t e r s t r u c t u r e s , in ope ra t i on jus t l ike the 

m e r c u r y delay l ines of ear ly computers such as Cambridge EDSAC. Like all such structures, 

there is an upper l imi t to the shi f t f requency , wh ich is set by pa ras i t i c e lements and o ther 

f a c t o r s . A t the m o m e n t , t rans fer rates of 5 Mbits per second are readily achieved and array 

densities of 64K-bit can be obtained on single chips f rom a number of manufacturers. What is , 

however , not so o f t en apprec ia ted is that there is a lower l im i t to the shif t frequency, which 

ef fect ive ly forbids the use of a CCD as a non-volati le memory. The lower f requency l i m i t is 

ma in l y de te rm ined by the ra te t ha t empty we l l s are f i l l e d wi th thermal ly generated charge 

carr iers. To overcome the p rob lem, i t is c l ea r l y necessary to c lock the s tored b i t p a t t e r n 

th rough the s t ruc ture periodical ly, usually every 10D ms or so; under certain circumstances, the 

array can be cooled so as to lengthen this t ime. 
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Fig. 13 Movement of potential well and charge-packet in CCD device 

So far as applications are concerned, CCD arrays can be organised in a number of ways. 

For examp le , a s ingle chip can be arranged to have a single shif t register of say 64Kbits, or 

64 registers each of 1Kbi t . Nevertheless, the r e l a t i v e l y slow speed due to se r i a l access has 

r e s t r i c t e d appl icat ions so far mainly to replacement of smaller disk systems, part icular ly floppy 

disks. Indeed the cost-performance rat io overlaps that of f loppy disks, but does not compete 

w i th larger disks using for example Winchester technology. 

One application which holds great potent ial arises because input to a C C D ar ray can be 

o p t i c a l . As f o r I Z L techno logy , i npu t charge ca r r i e rs can be i n j e c t e d e i t he r w i t h a p-n 

j u n c t i o n , e l e c t r i c a l l y , or by photons of the r i gh t energy imp ing ing at the sur face of the 

s t r u c t u r e near the input junct ion. For HEP experiments, this could prove a useful device as an 

input buffer for part ic le detection equipment, where opt ical fibres conduct inpu t s ignals. C C D 

arrays can now be obtained in memory structures upto 3 Mbytes, using several chips to transfer 

data at 26 Mbits per second, so that a tremendous amount of on-line data could be buffered. 

2.12 Magnetic Bubble Memory (MBM) 

A memory device of to ta l ly di f ferent nature f rom all those considered so far is the MBM, 

because the basic logic unit is not characterised by electr ic charge bu t ins tead by a magne t i c 

bubb le . The basic idea, due to work at Be l l Labo ra to r i es in about 1967, depends upon the 

property in special anistropic f i lms of magnetic mater ia l that there can be an easy d i r e c t i o n of 
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magnetisation normal to the f i lm , and that , in a bias field of appropriate strength in the 
direction of easy magnetisation, the strip magnetic domains, which are normally magnetised 
randomly more or less equally in opposite directions, coalesce out into small magnetic cylinders 
all of which are magnetised opposite to the direction of the bias f ie ld . These bubbles are 
about 3 microns in diameter and they can be repeated every 15 microns or so; their presence 
indicates a stored binary 1, their absence a binary 0. Fig. 14 shows a photograph of strip 
domains and bubbles at a transitional level of bias field. 

Fig. 14 Magnetic bubbles formed by a bias field 

Bubbles can be moved around (shifted) by local magnetic fields, applied by appropriate 
geometric patterns (usually T or chevron sequences are employed) of permalloy and electr ic 
conductors. In this way also bubbles may be generated (written) by reducing the local bias 
field by pulsing a current through a conductor loop, or anihilated (erased) by reversing the 
current pulse to increase the bias field. Reading can be done in many ways, using Faraday or 
Hall effects or by magneto-resistive detection. Shifting is usually achieved by a synchronous 
rotat ing drive field generated by two-phase coils orthogonal to each other so that the magnetic 
vector is in the plane of the magnetic f i lm. Fig. 15(a) shows a typical MBM chip structure 
and (b) shows how a chevron pattern is used to move bubbles. 

Just like CCD arrays, MBM arrays can be arranged either as one big loop or as many 
smaller loops, all of which are organised as shift registers. Also there is an upper l imit to the 
shift frequency, at the moment about 300 KHZ. But, unlike CCD ar rays , the MBM is 
non-volati le since permanent magnets are used to provide the bias field and magnetic bubbles 
can be stored indefinitely. Of course, the lower frequency limit to bubble shifting is zero. 
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Fig. 15 Typical MBM structure (a) and chevron guide action (b) 

The actual average access t ime to a MBM store, even w i t h a f i xed s h i f t f requency w i l l 

depend upon the loop o rgan i sa t i on . I t is normal to have many minor loops (for example, the 

latest Texas Instruments l M - b i t MBM has 256 data loops each wi th 2Kbits), so that the average 

access t i m e is c h a r a c t e r i s t i c a l l y in the range 2-10 ms. As in many examples of VSLI the 

question of re l iabi l i ty has become of prime importance, and i t is quite usual to use many e x t r a 

non-da ta loops in an M B M , to prov ide for error correct ion and for spare storage in the event 

of bubble defects. To show the scale of th is p rov i s i on , i t can be men t ioned t h a t the Texas 

MBM store has 18 such extra loops each wi th 2Kbits. 

Fig. 16 An MBM chip wi th 64 k bi t store 
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F i g . 16 shows an actual MBM chip w i th 64Kbit storage, while F ig . 17 shows the complete 

card necessary for a store of 64Kbytes. We notice how much addit ional hardware is necessary 

to support the actua l MBM array chips. With a 1 Mbit chip already available and prospects of 

an order of magnitude improvement in density and increase in shif t speed to 1 M H z , i t is c lear 

t ha t MBM techno logy represents a very excit ing al ternat ive for many memory applications, but 

also makes i t possible to i n t roduce new app l i ca t i ons . One of the most p romis ing of such 

a p p l i c a t i o n s is as an i n t e r m e d i a t e b u f f e r or ' cache ' be tween l a rge , f as t disk s tores and 

processors, but eventually maybe even to replace these disks. 

F ig. 17 A complete MBM memory card for 64 k byte storage 

A t the moment the l imitat ions on MBM storage density is set by requiring that bubbles do 

not come closer to one another than about 4 diameters. However 1 micron diameter bubbles 

have already been achieved. At the same t ime, due to very clever deve lopments in ach iev ing 

c r y s t a l l i n e s t ruc tu res w i t h the r ight anisotropies, shift speeds in experimental MBM circui ts of 

4MHz have already been obtained. 

3 . PHYSICAL LIMITATIONS AND FABRICATION TECHNIQUES 

What we have discussed up to now has been the broad range of techno logy ava i lab le to 

compu te r users at the present t i m e . I t is based almost entirely on sil icon technology and a 

well-established range of f a b r i c a t i o n techn iques . Y e t , much of what is now ava i l ab l e , and 

indeed taken fo r g r a n t e d , was not only not available to these users only a few years ago, but 

not even ant icipated. And the tempo of development is accelerat ing. F i g . 18 shows only one 

example of what is happen ing , here in respect of ma in memory costs f o r large computer 

systems, without even mentioning the associated improved r e l i a b i l i t y , sma l le r size and h igher 

speeds. 
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Fig. 18 Cost-performance trends for main memory 

So i t is important f o r users now to know what is going to happen over the next few 

years and, in order to do that , i t is necessary to know both what the real l imi tat ions are now 

in monoli thic technology, but also what improvemen ts the re m igh t be to re lax these l i m i t s . 

For those who are interested in u l t imate physical l im i ts , there is an excellent review by Keyes 

("Physical L im i ts in Dig i ta l Electronics" Proc. IEEE, vol.63 May 1975, pp. 740 -767). 

3 .1 The Present Position 

A t p resen t , fabr icat ion technology is dominated by the photo-l ithography process, shown in 

F ig . 19, together wi th the associated d i f f us ion of i m p u r i t i e s , the ox ida t i on of s i l i con or the 

depos i t ion of var ious layers by e l e c t r o p l a t i n g , evaporation or sputter ing. A t the same t ime, 

various other techniques are used for volume effects, such as chemical etching. 
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Fig. 19 The photolithography process 
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The photo- l i thography process accuracy is l imi ted by that of the mask and by the 
wavelength of light used, because of diffraction effects. But there are other serious hazards, 
such as the di f f icu l ty of registering successive masks with sufficient precision and that of dust 
particles which degrade the optical image. Even with UV light, the best accuracy that can be 
obtained appears to be about 1 micron for a single mask, and perhaps 3 microns for 
registration between successive masks. 

Other l imitat ions also exist. In the etching process, a wet procedure is adopted with a 
liquid etchant, and this limits the accuracy due to surface tension preventing the wett ing of 
small areas. In gaseous diffusion, the accuracy is also limited in placing impurity atoms in the 
right places. 

Even with the present day fabrication techniques, several other factors impose physical 
limitations on the performance of VSLI circuits or arrays. For example, the employment of 
Silicon itself is a limitation due to the finite mobilities of charge carriers under practical field 
conditions. Also the presence of so many parasitic elements (such as capacitance) l imits the 
real speed of electr ical signal propagation. Have we then come to a limit in the performance 
of VSLI circuit arrays? As we shall see, just the reverse is true! 

3.2 Improved Techniques and Materials 

The f i rs t point to make concerning lithography is that it is not necessary to use optical 
radiation, and indeed X-radiation has already been employed to reduce the feature size. Of 
course, conventional photographic masks cannot be used, and metallized plastic films have been 
employed instead. The limitation here appears to be the stabi l i ty of such f i lms, but on the 
other hand most dust particles do not contain any materials of high atomic number and so do 
not scatter the X-radiation. 

A much more promising technique is to eliminate the mask altogether and to use instead 
a modulated and steered electron beam - the so-called e-beam lithography. Here a resist is 
st i l l used (as for photo-lithography) which changes its chemical structure when irradiated, 
usually by polymerisation, so that selective chemical solution can be subsequently employed. 

e-beam lithography has been used successfully already to produce circuit lines down to 8 
nm wide. At the present time however the process is a serial one, with the electron beam 
tracing out the c i rcui t features in a sequential mode, and so the time taken to produce 
complete circuits is rather long compared with conventional photo- or X-ray lithography. 

Another area where great improvements have been obtained is in placing impurities. Here 
ion-implantation is a widely-employed technique, resulting in much greater precision than 
vapour-phase diffusion or other methods. At the same t ime, the process has become even 
more accurate by using a laser beam to "burn in" the impurit ies to more precise depths, and 
by using some of the other features already deposited as the mask instead of a separate 
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l i t hog raph i c s tep . For example, this technique of sel f-registrat ion is widely used to define the 

source and drain regions in MOS structures by employing the metal gate as the mask element. 

Wi th regard to e t c h i n g , there has been a fa i r ly recent improvement for certain steps in 

fabr icat ion by using gaseous instead of a liquid-phase solvent. The technique here is to expose 

the chip in a p a r t i a l vacuum to an ionised plasma of t e t r a f l u o r o m e t h a n e or other organic 

solvent. Plasma etching accuracy is now better than 0.1 micron, f a r improved compared w i t h 

l iquid etching. 

An i n t e r e s t i n g aside on the m o t i v a t i o n of manufacturers to move from liquid to vapour 

plasma etching is that , by doing so, the problem of disposal of l iquid chemical wastes is a lmost 

e n t i r e l y e l i m i n a t e d ; a we lcome c o n t r i b u t i o n by the semiconductor industry to our ecological 

problems! 

A t p r e s e n t , us i ng e - b e a m d i r e c t l i t hography toge the r w i t h a l l the best a n c i l l i a r y 

techniques of ion implantation and plasma etching, i t is possible to f ab r i ca te up to 4,000 log ic 

gates on a 4 mm square silicon chip, and there are hopes of extending this to 10,000 gates or, 

using FET technology, up to 256,000 memory locations. The associated switching speed f o r the 

best MOS-FET arrays is a l ready down to about 250 picoseconds at room temperature, or even 

less for cooled c i rcui ts. 

So, f a b r i c a t i o n techno logy has a t remendous p o t e n t i a l to improve s t i l l f u r t he r the 

parameters of modern VLSI c i rcu i t ry . But fur ther improvements can be obtained in o ther ways 

t o o . For examp le , GaAs can be used instead of S i l i con f o r the basic chip substrate, when 

faster switching speed would result because carrier mobi l i t ies in ga l l i um arsenide are about 5 

t imes fas te r than in s i l i c o n . A l so , to reduce parasitic elements and to improve inter- feature 

isolation, sapphire substrates can be used, and there is already a new techno logy of s i l i con on 

sapphire (SOS), but i t is at present a most expensive option! 

E x p e r i m e n t a l r ing osc i l l a to rs have a l ready been made w i t h GaAs to a c h i e v e 80 ps 

p ropaga t i on delays and a power-delay product of only 2 fJ . With low temperatures, even faster 

sw i t ch ing t imes can be ach ieved . And so we can c e r t a i n l y a n t i c i p a t e severa l o rde r s o f 

magn i tude imp rovemen t to come in the next few years in every important parameter ef fect ing 

applications of chip technology. I t has been estimated that , by 1985, there w i l l be about 1 0 - ^ 

log ic gates on this planet or about 25X10-5 functions for every person in the population. This is 

equivalent to one mainframe processor for every two persons who m igh t then be l i v i n g . What 

is not p red ic ted is what all these logic gates w i l l be doing, but the forecast appears to be that 

the overwhelming major i ty w i l l be doing nothing! 
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3.3 The Interconnection Problem 

So far we have ment ioned only single chips and discussed how many c i rcu i ts , either logic 

or memory, i t is possible to incorporate or integrate into that chip. But we have ignored the 

i n p u t - o u t p u t p r o b l e m , or how to couple these chips one to the others. There are real ly two 

problems: the f i rst is how to obtain enough leads or connections to a given ch ip ; the second is 

how to inter-wire the chips. 

I f the chip in quest ion is a memory device no real problem occurs, since the array is a 

highly repet i t ive structure, usually of matr ix fo rm. But even here, if the memory access pa th 

is broad (as i t needs to be in mult i - leaved storage or in cache memory) then there could be a 

problem. I f the chip is a logic device then, as pack ing dens i ty increases, a l ready the re is a 

serious problem of how to get connections in and out. 

In the case of most VLSI products f rom industry the l i m i t a t i o n has been the number of 

pins in s tandard packages, such as dual in-l ine, where i t has become necessary to have longer 

and larger devices. Usually t he re are only 40 or so pins ava i l ab le . But the i n te r -package 

w i r i n g has been solved by mount ing these circuits on mult i - layer printed c i rcu i t boards, where 

the d i f ferent layers are inter-coupled by electro-plated holes between them. A l t hough 12- layer 

boards are used in the computer i ndus t r y , the technique is a complex one and the principal 

cause of unrel iabi l i ty is s t i l l the connections and not the chips themselves. 

O f c o u r s e , p a r t of t he p r o b l e m w i l l solve i t s e l f as more and more func t i ons are 

integrated into the same chip, for then there is r e l a t i v e l y less to get in and o u t . But then 

the re w i l l be o ther problems of yield and re l iab i l i ty . In the meantime, much is being done to 

improve the si tuat ion, and this can best be i l l u s t r a t ed by wha t IBM is doing at p resen t . I t 

may be a surpr is ing fact that i t is IBM and not one of the large semi-conductor manufacturers 

who currently holds the track record for bipolar high-speed logic packing density. 

F i r s t of a l l , IBM have produced a very densely packed chip, on which there are more than 

700 logic c i rcui ts . Secondly, as shown in F ig . 20, the external inter-connections are d i s t r i b u t e d 

over the su r f ace , and there can be up to 280 or so of them. These connections are actually 

small solder balls of about 100 microns diameter, shown in F ig. 21 . Up to nine such chips can 

be m o u n t e d on a m o d u l e , c o n s i s t i n g of a spu t te red qua r t z subs t ra te w i t h up to th ree 

intermediate levels of wi r ing. The wir ing is made by the analogous process of pho to l i t hog raphy 

and m e t a l depos i t ion as for chips themselves. Bonding of chips to substrate is by automatic 

positioning of chips and then heating to melt the solder; th is is shown in F i g . 22. There are 

perhaps 1000 connections and inter-connections in a single mult i -chip module. Finally a module 

may be mounted on a carr ier of up to 23 layers of ceramic th rough wh ich the re are v e r t i c a l 

l inks to the chips and to external pins used for input-output connection. This is i l lustrated in 

F ig. 23. 



The design task fo r de f i n i ng the c i r c u i t inter-connection scheme in the IBM mult i - layer 

module is so complex t h a t i t requi res about one hour of 370/168 processor t i m e fo r t h e 

c o m p u t a t i o n . The ne t t resu l t however is that a c i rcui t board wi th four modules, as shown in 

F ig . 24 for the IBM 4300 processor, contains 28,000 c i rcui ts. And a complete S/38 processor is 

con ta ined on a s ingle 25x35 cm board . In a s im i la r way IBM have packed four chips in a 

single module of 2.5x2.5 cm to achieve a 256K RAM. This new technology, t e r m e d P U R D U by 

I B M , supercedes t he i r prev ious best technology, their DUTCHESS packaging, wi th in only three 

or so years, and shows the tremendous pace of improvements. For the l i t e r a t i among readers , 

i t also shows, t ha t however good IBM is in technological matters, they s t i l l can't spell English 

(or French, for that matter) ! 

One i n t e r e s t i n g compar ison can be made to i l lustrate what a dramatic improvement has 

been achieved by the new IBM packaging. In the 370/148, the t o t a l leng th of w i r i n g in the 

processor is about 330 m. The equ iva len t c i r c u i t package in the new IBM 4300 has a to ta l 

lead length of 840 cm. 

A re levan t po in t to make in r e l a t i o n to the IBM DUTCHESS module is that there are 

many di f ferent chip components and many d i f f e r e n t assoc ia ted i n t e r - w i r i n g c o n f i g u r a t i o n s . 

Indeed, there are perhaps 5000 or more dif ferent varieties of the DUTCHESS species. Part of 

the importance of using both e-beam technology in the chip f a b r i c a t i o n and p o w e r f u l design 

a u t o m a t i o n in t h e c h i p c a r r i e r is p r e c i s e l y because they a l low a l l these va r i e t i es of 

"customized" modules to be made without insurmountable d i f f icu l t ies. 

F ig. 20 An IBM bipolar logic substrate with solder-ball interconnections 
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F ig. 21 Photograph of 100 micron solder balls 
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Fig . 22 Solder coupling of chip to substrate in IBM modules 
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Fig. 23 An IBM Mult i - layer ceramic chip carr ier 
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F ig. 24 An IBM 4300 logic board 

THE FUTURE 

We have a l ready seen the d r a m a t i c improvements wi th t ime in the parameters of VLSI, 

for example in F ig. 18. But there are also s imi lar t rends in speed and in s ize , and t he re is 

every indication that the improvements wi l l continue or even to accelerate in ra te. 

One tendency that w i l l be seen in the future, especially by the large compu te r f i r m s , is 

t ha t towards g rea te r r e l i a b i l i t y . There wi l l continue to be greater and greater re l iabi l i ty due 

just to the fabr icat ion techniques themselves improving, and this has al ready g iven a f i f t y - f o l d 

i m p r o v e m e n t ove r t h e l a s t d e c a d e . B u t t h e r e w i l l also be improvemen t due to the 

incorporation of redundant c i rcui t e lements and e r r o r - c o r r e c t i o n l o g i c . Even now, IBM uses 

more than 20 percen t of s i l i con chip " rea l e s t a t e " to provide for this redundancy in certain 

chips, and also for test c i rcui ts. 

In the more distant fu ture, we can expect completely new technologies, based on di f ferent 

physical parameters f rom the ones we have so far cons idered . One of the more p romis ing 

prospects that can already be ident i f ied is the Josephson junct ion. 

4 . 1 Josephson Junction Technology 

Log ic and memory c i r cu i t s using Josephson technology depend upon a number of d i f ferent 

physical principles which obtain at superconducting temperatures (about 4°K in T in and N i o b i u m 

fo r examp le ) , bu t there are two very basic ones. The f i r s t is the fac t that magnetic f lux 

trapped inside a c i rculat ing current of a superconducting r i n g is q u a n t i z e d ; the second is the 

a b i l i t y of a Josephson j u n c t i o n be tween two superconductors (separated by a very th in oxide 

layer) to behave either as a superconductor or a normal conductor depending upon the c u r r e n t 

f l o w i n g through the j u n c t i o n . In the new technology, a binary variable is represented by the 

presence or absence of a flux quantum in a superconducting r ing c e l l , and Josephson j unc t i ons 

are used to steer the corresponding control or gate currents. 
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There are many di f ferent proposed geometries of storage and switching cells in Josephson 

techno logy , and t he re is no room here to descr ibe even some of the a l t e r n a t i v e s . B u t 

e x p e r i m e n t a l i n t eg ra ted arrays have already been fabr icated by IBM w i th 60ps delay t ime for 

individual elements and up to 400 logic elements per c h i p . For memory a r rays , 1 6 K b i t R A M 

memor ies have been ach ieved w i t h 15 ns access t ime, or the even faster access t ime of 1 ns 

for fast arrays of 2Kbits per chip. In both cases the power dissipation is very small . 

F a b r i c a t i o n techn iques for Josephson technology are very similar to those used for sil icon 

VLSI t rans i s to r c i r c u i t s . P h o t o l i t h o g r a p h y can be used to de f ine the superconduc t ing or 

conduc t ing paths at accuracies of 2 microns. Mult i - layer structures are employed using si l icon 

as a substrate because of its physical rather than electr ical properties. Typical ly 11 layers are 

used on ch ips of about 7 x 7 m m . IBM have also developed p ro to t ype so lu t ions to the 

problems of chip packaging and package interconnect ion. Both these prob lems are p a r t i c u l a r l y 

d i f f i c u l t to so lve, bo th because of the supe r f l u i d tempera tu res involved and because of the 

electr ical problems of operating at such very high speeds. 

I B M have model led a h y p o t h e t i c a l computer processor w i t h a p p r o x i m a t e l y the same 

architecture and number of c ircui ts as for a 370/168 system. That is to say, a processor w i t h 

a b o u t 1 2 0 K c i r c u i t s , 6M b y t e s of m a i n s t o r e and cache memory of 32Kby tes , but the 

superconducting processor wou ld have ins tead 16M bytes of ma in memory so as b e t t e r to 

support the fas te r C P U . They est imate that they could build the whole machine in a cube 15 

x 15 x 15 cms and t h a t i t wou ld d iss ipate only 7W, w e l l w i t h i n the c a p a b i l i t y of modern 

c ryos ta ts based on l i qu i d h e l i u m . Assuming that an input-output structure could be found of 

adequate throughput and physical properties (estimated to require about 3 g igab i t s per second), 

then IBM ca l cu la te tha t the machine would have a speed of about 70 Mips, or 20 t imes faster 

than the 370/168. Moreover there is no technical reason at present why such a processor cou ld 

not be f a b r i c a t e d w i t h even sma l le r d imensions and a la rger number of elements, so as to 

achieve a processing speed of even 10° instructions per second in scalar mode! 

5. PERIPHERAL EQUIPMENT AND INPUT-OUTPUT 

The spectacular improvements t h a t have just been men t ioned w i t h regard to processor 

components are not the only ones in the area of compute r sys tems. Analogous trends are 

evident in all the equipment which surrounds the processors, both pe r i phe ra l un i ts and genera l 

i n p u t - o u t p u t systems. Much of th is has been due to the same technological developments, 

namely the evolution of monoli thic silicon-based c i rcu i t ry , but some has been due to advances 

in e l e c t r o - m e c h a n i c a l techno logy , p a r t i c u l a r l y in respec t of magne t i c recording on moving 

media. In this section, we shall review br ie f ly the pos i t i on of pe r i phe ra l equ ipmen t and the 

prospects fo r the f u t u r e . Be fo re doing so, le t us look very cu r so r i l y at the quest ion of 

real - t ime and process input-output. 
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5.1 On-line Input-Output 

We shall come later to the specific issue of terminal access to processor systems when 
we discuss telecommunications, but i t is worthwhile mentioning here that the impact of 
micro-technology has been immense, both in modern terminal eguipment and in the units used 
to couple such equipment to processors. The main trend which we see is that of incorporating 
" intel l igence" within these units, often at several levels. Here, by "intelligence", we mean the 
inclusion of processor capability plus memory, although the processor program is frequently a 
fixed one deriving from a ROM. The effect of adding intelligence to terminal devices and to 
coupling units has been two-fold. First, i t has made possible the movement of tasks out to 
peripheral and terminal devices, which previously would have had to be handled centrally. 
Secondly, it has allowed these tasks to be separated and distributed in a much more modular 
and rational fashion. In this way, not only has the total process become much more effective 
from the operational point of view, but the system itself has become much better structured, 
and in this way easier to implement and to maintain; it has also become more reliable, since 
the failure of one component does not usually cause all the others to cease functioning. 

The distr ibution of tasks and functions out to real- t ime devices has also continued, 
whether for data gathering or control. We can see this trend very clearly in recent additions 
to CAMAC for example, where the incorporation of intell igent controllers and distributed 
sub-systems has been highly systematized. Other modular systems such as FASTBUS ref lect 
this trend also. But we should not forget that microcircuit advances extend right down to the 
signal or data level, and have even more far-reaching implications for experimental science. 

To i l lustrate the kind of thing that is happening, it is worthwhile mentioning an area that 
is all too frequently overlooked, namely that of process input-output. Here, the revolution in 
CMOS fabricat ion technology has made available monolithic analogue to digital converters 
(ADC) with unparalleled performance, size and cost. Indeed current costs are so low that we 
can now implement systems with one ADC per signal variable, thereby eliminating all the 
complexities and disadvantages of analogue multiplexors and their control . Similar advances 
have occurred for the inverse DAC process. 

A recent development worth mentioning has been in the area of small-signal A.C. 
switching, a task usually implemented by mechanical relays controlled by electr ical rather than 
electronic signals. Such tasks arise frequently in telecommunications and in process-control. 
What has not been widely recognized is that modern VLSI circuit fabrication methods have led 
to the development of a new class of A.C. switch, namely the micro-mechanical switch. Fig. 
25 shows such a switch, only about 70 microns long, fabricated from Silicon, Silicon dioxide and 
meta l plat ing. Such switches can switch with about 20 ns delay times and they can be 
fabricated in large integrated arrays. In the field of electro-mechanical systems, i t has been 
thought that no real advances were possible because of intrinsic limitations in the speed that 
mechanical systems might be moved. But we see that modern technology is making advances 
even here. 
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Fig. 25 A three-terminal micro-mechanical switch 

5.2 Magnetic Tape Peripherals 

Standard magne t i c tape of h a l f - i n c h (1.25cm) w i d t h is s t i l l the main medium for the 

s t o r a g e and t r a n s p o r t a t i o n of d a t a and p r o g r a m m e s t h r o u g h o u t t h e u n i v e r s e o f 

c o m p u t e r - s y s t e m s . This is the pos i t i on which has obtained for at least 20 years. I t may be 

that we shall gradually see the emergence of mass storage devices to ove r take conven t i ona l 

magne t i c tape as the basic s torage m e d i u m , but th is w i l l not happen for a long period yet. 

We should look therefore at conventional magnetic tape systems to see what are the prospects 

for future improvements. 

The present posi t ion is that the best attainable performance in readily-available units is a 

transport speed of 500cm per second, nine tracks across the tape width and a recorded dens i ty 

of about 2,500 b i t s per c m . To achieve th is very high l eve l of p e r f o r m a n c e , i t has been 

necessary to use group-encoding techniques and rather soph is t i ca ted er ro r c o r r e c t i o n . A t the 

same t i m e , in order to preserve the conventional tape format , w i th data blocking, i t has been 

unavoidable to use vacuum systems and ac t i ve tape loops, so as to a l low fas t s t a r t i n g and 

stopping of tape movement. 
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So the present pos i t ion is a good one, where the performance of modern tape systems is 

very much better than before, and where the recording density and transfer-speed improvements 

have been accompanied by associated advances in re l iab i l i ty , in automatic loading and unloading 

(using cassettes) and in reduced costs. Can these trends continue? 

We need to say i m m e d i a t e l y t ha t 500 cm per second appears to be someth ing of a 

barr ier. I t is un l i ke l y t h a t h igher t ranspor t speeds can be a t t a i ned in a p r a c t i c a l system 

w i t h o u t s a c r i f i c i n g some o ther i m p o r t a n t quali ty, such as re l iab i l i ty . On the other hand, the 

packing density, which is i n c i den ta l l y close to t ha t in the more modern disk un i t s , can be 

inc reased . A change of track density is also a possibility but unlikely at this stage because i t 

would destroy "industry compat ib i l i ty" and, in any case, i t would only lead to a r e l a t i v e l y smal l 

overall improvement. 

One area where there can be a qui te signif icant improvement is in the longitudinal tape 

format . The l imi ta t ion here is the inter-record gap which is included so as to a l low fas t s t a r t 

and stop of tape m o t i o n . Bu t i f the gap were to be el iminated then not only could the tape 

drive be considerably s imp l i f ied but the t rans fe r ra tes cou ld be inc reased . As long as the 

present fo rmat is retained, so any improvements in recording density are masked by the gaps in 

recording. In addit ion, the growing impor tance of magne t i c t ape , and now one of i t s ma in 

app l i ca t i ons , is in backup of disk f i l e s . Ne i t he r th is nor most data-processing applications 

actually require data transfer to be any th ing o ther than in large b lock f o r m , f o r wh ich the 

inter-record gap is i rrelevant. 

In the d i r e c t i o n of reduc ing costs, we have seen very recently the introduction of a new 

class of magnetic tape unit , which retains the conventional medium and f o r m a t , but e l im ina tes 

the usual fast s t op -s ta r t p rocedures . For examp le , the new IBM 8809 drive has no vacuum 

servo system or tape loops, but a direct reel-to-reel tape path; neither does i t have a caps tan . 

This has not only achieved a t remendous s i m p l i f i c a t i o n in mechan ica l cons t ruc t i on and in 

operat ion, but also very significant reductions in size and cost. 

5.3 Disk Units and Direct-access Storage 

The evo lu t i on in technology and usage of direct-access storage devices (DASD) has been 

very complex, and we should not think that there has been only a single pa th of deve lopmen t . 

We can indeed d iscern severa l qu i te d i f f e r e n t areas, of wh ich perhaps three are the most 

signif icant: systems support for large compu te rs , d i rec t -access f o r m in i and m i c r o - s y s t e m s , 

genera l d i rec t -access for ba tch and t ime -sha r i ng systems. A l l of these have benefited f rom 

advances in monoli thic c i rcu i t technology and in magnetic-recording techniques, but the impac t 

on very recent systems is beginning to be fe l t in quite d i f ferent ways. 

So far as large system suppor t is concerned , t he re is not too much to be sa id . The 

so lu t i on adopted to solve th is p rob lem over the last ten years or so, namely that of having 

very fast f ixed-head, non-interchangeable disk units, is no longer the best t echn ique . I t tu rns 
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out that i t is now better either to integrate this aspect of system support into the general 
direct-access system used, or still better to adopt a VLSI store as an intermediate device. I t 
is now a cheaper and much more reliable solution to have a buffer of say 20M bytes of 
monolithic memory, than it is to use rotating disk memory as this buffer. 

In an analogous way, at the other end of the scale, the cost-effectiveness of floppy-disk 
units in supporting mini- or micro-systems is now becoming worse than using direct VLSI 
arrays. We have already mentioned the growing competitiveness of CCD and MBM arrays in 
terms of cost and performance, but we need also to take into account the greatly improved 
re l iabi l i ty of solid-state memory and the much smaller size and other reduced requirements 
(e.g. power). There seems little doubt that VLSI memory wi l l completely replace floppy-disk 
units for all applications except possibly for archiving, where the convenient interchangeability 
of disks is a great advantage. But, even here, the back-up medium may be small-format tape 
instead, at lower cost. 
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Fig. 26 Growth of disk capacity with time 

The main trend in development of DASD units has been seen in interchangeable disk 
systems. Since the time such units were first introduced such as the IBM 1311 in about 1961, 
we have seen a continuous growth in disk capacity, accompanied by improvements in nearly 
every other system characterist ic. Fig. 26 shows the growth in storage capacity for a single 
interchangeable disk, using IBM equipment as an example, whi le F i g . 27 shows some 
corresponding trends in data transfer rates. At the same time there have been tremendous 
improvements in reliability of disk equipment. 
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Fig. 27 Improvements in disk transfer rates 

The improvements mentioned have been brought about by a whole ser ies of t e c h n o l o g i c a l 

advances; no one f a c t o r has dominated. Thus there have been advances in recording densities, 

in access t ime and in seeking for required data. In turn these have been the resu l t of b e t t e r 

head c h a r a c t e r i s t i c s , improved magne t i c media and disk-surface finishes, the incorporation of 

m o n o l i t h i c c i r c u i t r y and b e t t e r system o rgan i za t i on . Only one pa ramete r has n o t m u c h 

changed, and t h a t is the r o t a t i o n speed of disks. In 1962, the IBM 1311 disk rotated at 1800 

r.p.m., and in 1975 this had only doubled to 3600 r.p.m. for the IBM 3350. There seems to be 

a p r a c t i c a l upper l im i t , set by the need to l im i t vibration and wear. Indeed, in the very latest 

disk units, where the disks have become more massive and the prec is ion requ i rements g r e a t e r , 

the tendency has even been to reduce this rotat ion speed somewhat. 

The main improvements have been in disk capac i t y and in t r ans fe r r a t e s . The f a c t o r s 

wh ich c o n t r i b u t e to these improvements have been mainly better head construct ion, which has 

allowed bo th a nar rower head gap and c loser separa t ion be tween head and magne t i c disk 

su r f ace . Of course having more surfaces per disk has also helped, but only to the extent of a 

factor of 2-4 improvement. The actual diameter of disks has not increased in the same t ime. 

Of course reduc t i on of head to disk separat ion has been d i f f i cu l t to achieve when i t is 

realized that this separation needs to be less than 1 micron; when dust pa r t i c l es can easi ly be 

many t imes th is d i ame te r , i t can be seen how d i f f i c u l t the problem is. Fig. 28 shows the 

scale of the p r o b l e m . I t has been overcome in recent un i ts by a d o p t i n g t h e s o - c a l l e d 

Winchester technology of IBM, where the whole assembly of disk plus heads plus head actuators 

are enclosed together in a single cartr idge which can be interchanged. This not only improves 

a l l the opera t ing c h a r a c t e r i s t i c s , but also eliminates the need for costly alignment procedures 

to make one disk unit compatible wi th another. 
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Fig. 28 Disk-head separation compared wi th physical hazards 

Modem disk units have much improved storage capacity compared wi th the i r predecessors. 

But i t is es t ima ted tha t there can be even further improvements af ter the next f ive years or 

so of perhaps 4 times in recording densities per track and say 3 times in number of t r acks per 

sur face for a g iven diameter. Thus another factor of 10 improvement is already foreseen. At 

the same t ime, the position wi th regard to f inding or " seek ing " a g iven t r ack has been much 

improved. 

Very recen t deve lopmen ts , f o r example by A m p e x , have demonstrated the capabil i ty of 

th in - f i lm plated disks instead of magnetic oxide coat ing. In such d isks, using also a new type 

o f t h i n - f i l m head, recording densities of 5000 bits per cm have been achieved wi th as many as 

400 tracks per cm, and th is is c l a imed to be by no means the t e c h n i c a l l i m i t . Indeed, in 

recen t work by IBM and H i t a c h i , the head to disk separation has been reduced by perhaps a 

factor of 20, and there is a promise of achieving linear densities as h igh as 2 M b i t s / c m , w i t h 

as many as 200 tracks per cm. 

F ig . 29 Modern f lexible disk head mounting 
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The problem of seeking was bounded, on moveable disk units, by the need to retract head 
assemblies completely in order to be able to interchange the disk. And since the head 
separation needed to be kept small, in practice the heads had to be attached rigidly to the 
actuating arms. In the modern units, where the heads are always over the disk surface, they 
can be f lexibly mounted (Fig. 29) and, in practice, can have much smaller mass. The nett 
result is that the new head assemblies can be moved not only much more quickly, but there 
can be more than one head per actuating arm (Fig. 30). This gives a reduction in seek time 
both due to the higher speed and due to the fact that the maximum distance moved for each 
head is reduced (by a factor of 2 for 2 heads, for example). 

Arm 

Disk Axis 

Fig. 30 Disk head technology improvement 

One recent product has as many as 20 heads mounted on a single actuator arm, so 
allowing very fast track access times to be achieved with relatively simple mechanica l 
assemblies (and hence relatively low cost). 

Yet another example of the introduction of "paral lel ism" into disk systems is the 
multiplication of number of actuators. For example (Fig. 31) shows the use of two actuators 
in a single disk drive, so as to reduce access contention. Together wi th all the detailed 
improvements in the electro-mechanical and recording aspects, there have been major 
improvements in disk systems due to electronic advances. For example, monolithic circuitry 
has made it possible to mount analogue circuits directly on the head actuator assemblies and so 
greatly improve the signal to noise performance, a most important development because of 
decreasing signal size as densities increase. The introduction of intell igence into disk control 
units has allowed autonomous seeking and searching, as well as making all this much more 
reliable. It has made possible completely independent procedures for maintenance and 
servicing. 
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Fig. 31 Improving access by mul t i -actuator systems 

I t is c lear t h a t we now see modern disk equ ipment wh ich represents a t r e m e n d o u s 

imp rovemen t compared wi th the past. But the future is even brighter. We can already predict 

an order of magnitude increase of disk capacity and a fur ther improvement in r e l i a b i l i t y . The 

add i t i on of " cache" memory f rom CCD or MBM arrays offers the possibil ity of reducing access 

times by an enormous factor . And all of this should cost s ign i f icant ly less in the f u t u r e bo th 

to purchase and to maintain. 

One word of cau t ion in a l l t h i s , o therw ise o p t i m i s t i c perspective, is that the potent ial 

bene f i t s o f f e r e d by the new disk and associated techno logy w i l l only be r ea l i zed by t h e 

deve lopment of appropriate software and system organization. There is l i t t l e evidence yet that 

the necessary e f fo r t is being made to solve the software problem, and even less w i t h regard to 

system organization. 

5.4 Mass Storage Systems (MSS) 

In an ideal computer system, the data f low between processor(s) and the external storage 

system would occur at the r ight rate, there would be adequate storage vo lume , the process of 

data t r ans fe r wou ld be t o t a l l y a u t o m a t i c , no data wou ld ever be lost or corrupted and the 

whole process would be transparent to any application program or process. Of course we are 

fa r away f r o m th is idea l , bu t many deve lopments are occu r r i ng which move us closer. No 

single development wi l l solve the whole problem, but we have seen many recent advances wh i ch 

remove p a r t i c u l a r def ic iencies in the to ta l data-f low chain. For example, recent developments 

in VLSI technology are beginning to f i l l the gap in the storage hierarchy between processor and 

d isk. Thus we can envisage the data-f low process as a hierarchy of d i f ferent components, but 

not al l the components ma tch i ng w e l l i n to each o ther , even to the e x t e n t t h a t we requ i re 
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human i n t e r v e n t i o n to br idge some of the gaps. The evolutionary process of improvement is 

the gradual el iminat ion or narrowing of these gaps in the to ta l da ta chain by the i n t r o d u c t i o n 

of to ta l ly new storage systems. 

One of the biggest deficiencies in storage systems is the problem of what to do wi th data 

on the external side of current disk systems. Here, the main solution commonly used is s imp ly 

to go on increasing the number of disk spindles, and to rely on human operators to interchange 

disks. A t the same t ime, for certain applications, the data migrat ion can be be tween disk and 

tape, but here again human intervention is essential. 

There have been a number of attempts to minimise the deficiency of the present s i t u a t i o n 

by i n t r o d u c i n g a new class of automatic system, the so-called mass store. Al l of these di f fer 

in their properties and we cannot review them a l l ; but we can men t ion those wh ich represent 

the more promising. 

5.4.1 The Automat ic Tape System 

Perhaps the most obvious and straightforward approach is simply to accept the existence 

of ordinary tape and disk units but merely to automate the mounting of tapes. This is e x a c t l y 

wha t has been done by Ca lcomp in t h e i r A T L , where conventional, industry-compatible tape 

cartridges are stored in a system of racks f r o m wh ich a se lec ted tape can be removed and 

then m o u n t e d , f u l l y a u t o m a t i c a l l y , on a tape dr ive . From then on, the tape is treated in a 

to ta l ly conventional way by the compu te r sys tem, and the tape can then be rep laced in i ts 

storage position after use. The t ime taken to retr ieve and mount a tape is about 15 seconds. 

The advantage of the ATL is its relat ive simpl ic i ty and low cos t , t o g e t h e r w i t h the use 

o f s tandard med ia . Thus i t can be a t tached w i t h a lmost no add i t i ona l e f f o r t to existing 

computer-systems. On the other hand, i t is physically very large, l imi ted in any poss ib i l i t y fo r 

imp rovemen t and, of course, only au tomates the s tag ing process for those tapes which are 

physically wi th in the ATL f rame, l imi ted to about 800 tapes in a basic c o n f i g u r a t i o n , a l though 

up to 6000 standard tapes can be accommodated by adding enough modules. 

5.4.2 Magnetic Cassette Storage 

I n t r oduc ing a qu i t e d i f f e r e n t med ium for data storage, a number of manufacturers have 

developed systems based on video or instrumentation recording techniques. The best known and 

best developed are those using a broad magnetic tape stripe in the form of cartr idge (Fig. 32). 

The cartr idge can then be loaded or unloaded fu l ly automatical ly f rom a large storage s t r u c t u r e 

of honeycomb f o r m . The m o d u l a r i t y of the c a r t r i d g e is a m a t t e r for system choice. For 

example CDC have chosen about 8Mbytes, wh i l e IBM use about 50Mby tes . C l e a r l y th is size 

w i l l have a major e f f e c t on the s t ra tegy of s torage management , the smal le r being more 

suitable for staging f i les, while the larger matches better typical disk volume sizes. Both have 

advantages and disadvantages, wi th a compromise in each case. A crucial question is how long 

i t takes to change a random cartr idge compared wi th the t ime to select the required reg ion on 
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the c a r t r i d g e , since i f the l a t t e r is a much quicker process, i t might be better to store more 

rather than less on a given cassette. 

F ig. 32 A magnetic stripe cartr idge 

In any event, the new magnetic car t r idge s tore o f f e r s one i m p o r t a n t new p rope r t y and 

tha t is the size of ac tua l data base stored on l ine. In the case of the IBM 3850, this volume 

can now be as g rea t as 2 T b i t , equ iva len t to say 750 disk spindles or 30,000 conven t i ona l 

magne t i c tapes . Moreove r , because of massive redundancy in the mechanical and electronic 

s t ruc tu re , th is vast vo lume of data can be s tored and r e t r i e v e d w i t h a lmost 100 pe rcen t 

in tegr i ty and complete automat ic i ty . 

F ig . 33 The IBM 3850 Mass Store 
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Of course, the new MSS system is available only at a certain cost, both in real terms and 

in terms of the so f twa re system necessary f o r the inescapable data-base management and 

a u t o m a t i c data s tag ing . Both these aspects are very signif icant. On the other hand, although 

the system can be guite large phys ica l l y ( F i g . 33), i t is rea l l y qu i te compac t fo r the t o t a l 

amount of b i ts s to red compared wi th any other form of memory that can be accessed on-line 

in both read and wr i te modes. 

The prospects for future development of cartr idge based mass storage systems are br ight. 

Clearly there can be the same improvements in storage densi ty as we are seeing in disk and 

c o n v e n t i o n a l tape techno logy , and i t is easy to foresee the 200 or even tua l l y even the 

1000Mbyte cartr idge. Also we can expect an improvemen t in the size and r e l i a b i l i t y of the 

e l e c t r o n i c sec t ions , because of the a v a i l a b i l i t y of VLSI c i rcui ts . On the other hand, we can 

expect no major improvements in the basic structure of MSS, s ince t h a t is ma in l y mechan ica l 

and e lect r ica l , and i t is d i f f i cu l t to see how to decrease access t ime or to decrease size. 

One of the areas where the re has been some s i g n i f i c a n t though t in a c t u a l s y s t e m s 

i m p l e m e n t a t i o n using the 3850 is in s o f t w a r e , where IBM now o f fe rs a package (HSM) for 

managing the hierarchical structure of MSS and disk sub-sys tems. I t tu rns out t h a t th is is a 

very comp lex s o f t w a r e package, and the implementat ion is valid only for certain IBM system 

configurations. Nevertheless i t is a welcome recogn i t i on by at least one f i r m t h a t the data 

s torage system and i ts c o n t r o l l ie at the hear t of modern large computer systems, and that 

unless the data management problem is solved the fu l l power of modern processors can not be 

exploited for many applications. 

5.4.3 Opt ical Disk Storage 

Qu i t e d i f f e r e n t f r o m the previously mentioned systems for mass storage, are those based 

on digi tal opt ical disks, where data is stored by optical recording on the sur face of a spec ia l l y 

coated d isk. The data can then be read f r o m the r o t a t i n g disk by o p t i c a l means. Since 

precisions down to 1 micron are quite straightforward to obtain, i t can be seen tha t very g rea t 

storage densities can be attained. 

In a p r a c t i c a l sys tem, the disk is about 30 cm in diameter, of vinyl plastic wi th a metal 

s u r f a c e ; th is sur face can be bur ied inside a p r o t e c t i v e but t ransparen t layer of p l a s t i c . 

Record ing is achieved by modulated laser beam on the surface of the spinning disk, producing a 

series of permanent cav i t i es in the sp i ra l p a t h , where the m e t a l has d e f o r m e d or been 

d isp laced ( F i g . 34); read out is by optical means, either wi th ref lect ion or transmission sensing. 

A t present a rad ia l t rack densi ty of 10,000 t racks per cm can be ach ieved w i t h f e a t u r e 

p rec is ion of 1 m i c ron along a t rack. Typical disks can store 9 x l 0 1 0 bits on a single disk, and 

an increase of an order of magnitude already possible. 

An essent ia l r equ i remen t fo r h igh-dens i t y s torage is t ha t the read-out of data can be 

p e r f o r m e d w i t h p rec is ion in the order of a m i c r o n , w h i l e m e c h a n i c a l t o l e r a n c e s and 
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inaccuracies are much worse. This problem is resolved by a dynamic tracking mechanism to 
servo the reading beam always to follow the spiral track to the required precision. 

Fig. 34 Electron micrograph of optical disk 

The mechanism and technology both for wri t ing and reading op t i ca l disks is very 
straightforward, and the cost relatively low. The fundamental limitation in using optical disk 
systems for storage is that they cannot be edited or re-written, and so such storage is useful 
only for archival applications. Nevertheless, for this range of applications, it is probably by 
far the most economical and effective method. One further advantage, often overlooked, is 
tha t opt ical disks can readily be copied and sent by post. In this way they are a very 
convenient and inexpensive way of sharing experimental or other data. 

Digi tal optical storage of the kind just discussed can of course only give a data recording 
density limited by the size of the smallest feature, at present about one micron. A most 
excit ing new possiblity of overcoming this l imi t has however recently been proposed by IBM 
researchers, who have successfully demonstrated a technique for storing up to 1000 data bits 
for each d i g i t a l ce l l . They use frequency-selective laser "burning" of slots within the 
absorption peak of certain photoreactive materials. These slots can then be sensed or read by 
scanning the appropriate range of frequencies. 

A t present the technique of f requency-select ive addressing only works when the 
photoreactive material is cooled near absolute zero, but i t is exc i t i ng to consider the 
possibilities of a mass store with storage densities of 1 0 1 4 bits per square centimetre! 
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5.5 Hard-copy Devices 

Developments in computer systems have not been confined just to processing and storage 
components. They have occurred also in hard copy and in graphic devices, where all the 
principal parameters have been improved by the introduction of new technigues. There is no 
space here to review all the advances that have been made, from the keyboards of terminals 
r igh t through to automatic production of colour c ine- f i lm, but i t is perhaps worthwhile 
mentioning two developments of fairly general interest and applicability. 

The f i r s t area to mention is that of "matr ix" pr int ing. Here, printers have been 
developed, where characters are formed by synthesis from a dot-matr ix rather than being 
selected from a fixed set of pre-formed heads. These have been available for some time now, 
but what makes them so interesting is their f lex ib i l i ty and low cost. Since matrix printers 
usually print a line of dots across a moving paper sheet, not only are they fast in operation 
but they can effectively produce any two-dimensional image whatsoever. The avai labi l i ty at 
low cost of local 'intelligence' in the form of micro-processors and PROM units has thus made 
matrix printers into very powerful devices. L imi ted in resolution only by the dot size and 
spacing, both of which are very fine in modern devices, the matrix printer and plotter can now 
produce images of excellent resolution, with the option of any character set or other 
two-dimensional structure. Colour is another available option. 

The second type of device is the laser printer on paper using the electrographic process. 
Actually the idea is an old one, with prototype devices already manufactured in 1957 (but using 
CRT instead of a laser light source), but the new devices are of course superior in every way. 
The idea can be i l lustrated by the IBM 3800 system, shown in Fig. 35. In the 3800, the 
essential components are an electrographic drum with photoconductive surface, a laser l ight 
source and optical system, and a very beautiful paper transport mechanism. The optical system 
is such as to form a series of addressable points in successive transverse lines across the 
moving paper, and the laser beam is intensity modulated. The end result is an image of 
extremely high quality and def in i t ion. In addition, since the electrographic drum can be 
accessed in parallel by other optical systems, it is a straightforward matter to add to the 
dynamic pattern generated by laser a static optical pattern. For example, it is an easy matter 
to f i l l in forms in a dynamic fashion. 

The advantages of the laser printer are manifest, and include very high speed, high print 
quality and resolution, and good reliability. The disadvantages are high cost and the potential 
of wasting paper in starting and stopping operations. The organisation of work flow for a laser 
printer is something that needs careful attention! 
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Fig. 35 The IBM 3800 Laser printer 

It is not usually realised that although the electrographic process in the IBM printer is 
similar in principle to the original Xerographic process, nevertheless the photoconductive 
medium is not Selenium but rather a total ly new compound organic photoconductor of quite 
new properties (for example it is flexible!). This has been a major innovation which will have 
far-reaching consequences. 

6. COMPUTER SYSTEMS 

In discussing the developments in technology and the corresponding effects on the 
components of computer systems, we have mentioned some of the important benefits, such as 
increased speed, reduced size, enhanced reliability and so forth. At the same time, we have 
mentioned the replacement of one kind of device by another, frequently with benefits not just 
in performance but also in cost. What we have said l itt le about is the effect on computer 
systems organisation or on computer architecture. 

If one reads many accounts in the technical literature (and certainly in popular literature), 
i t is as if modern technological advances in VLSI c i rcui t ry - the so-called "si l icon chip 
revolut ion" - have made obsolete large computer systems, and that very soon there will be 
available at the "personal" level micro-computers with the power of say an IBM 370/158. In 
other words, the benefits of modern technology are felt in small systems only. Nothing could 
be further from reality, and it is perhaps worthwhile mentioning some of the developments in 
large systems that are occurring precisely because of the availability, for the first time, of 
VLSI c i r cu i t s at reasonable cost . There is of course another aspect of the same 
misrepresentation, namely the amount of manpower effort, software and associated peripheral 
structure that is really required in a pract ical micro-system to deliver computer power to 
individual users; but that is the subject of a separate discussion, and will not be pursued here. 
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Suffice i t to say that all of these system resources are usually grossly underestimated (or even 
ignored) when describing the power of "personal micro-computers". 

6.1 Large Systems Processors 

We have already noted the benefits in speed and rel iabi l i ty that are given to large 
computer processors by using modern VLSI technology. Indeed it is pertinent to point out yet 
again that the densest bipolar logic c i rcui t ry and also the most reliable interconnection 
structure is currently that of IBM, and is just not available to small systems manufacturers. 
However, not surpr is ingly, speed and re l iabi l i ty are not the only parameters that have 
benefitted from these developments, but so has processor architecture and system organisation. 

The combined effect of improved rel iabi l i ty of circuitry and lower cost has led to the 
ability of large system manufacturers to incorporate much greater complexities of components 
into their processor architectures. At the same t ime, it has been necessary also to have 
better design automation, and this has indeed happened. 

A t the evolutionary level, the employment of greater c i rcui t complexity has led to 
improvements in all the normal techniques used for some time in the quest for greater speed 
and re l iab i l i ty . For example, a greater degree of mult i- leaving in real memory, improved 
cache structure both in bandwidth and in the use of associative techniques in cache directories 
or memory control units. The reduced cost of circuitry has led to the incorporation of error 
correction instead of error detection (or often instead of no error control at all) in both 
memory and register-register transfers. In certain systems, and particularly for memory, it is 
now common to have spare elements (such as memory locations) that can automatically replace 
the function of failed ones. 

Possibly the most important trend however is only partly evolutionary, but is tending 
rather to become revolutionary. The trend in question is that towards increasing parallel ism. 
Of course, parallelism has been a feature of processors for some time now, with overlapped 
input - output and processing as one example, and mult iple ari thmetic functional units as 
another. These features have become commonplace, and this evolution will continue; but the 
extension of these tendencies towards a very high degree of parallelism is leading to machines 
of totally new properties. 

Two main classes of parallel processor appear to be emerging: those with long pipelines, 
such as the CYBER 200 series, and those with mult iple parallel processors, such as CRAY. 
There is also a whole range of other machines, such as STARAN, the BSP and DAP. Actually 
none of these machines has only a single type of parallelism. For example, the CRAY, while 
operating concurrently on up to 64 pairs of operands, also pipelines the results in a short line, 
so that successive operations can be heavily overlapped. The end result is that although fa i r ly 
conventional ECL c i rcu i t ry is used in the CRAY, so that the clock period is only half that of 
say the CDC 7600, the execution rate for a well-ordered (and well-coded) computation can 
easily be lOOMFlops, or ten times that of the 7600. In the CYBER 200 machines, the main 
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parallelism is in long pipelining, which is excellent for highly repetitive computations on long 
arrays, but there is also a separate scalar processor which can operate concurrently wi th the 
array processor. 

I t is not the purpose here to review the properties of the large array processors, but 
simply to mention their existence and to point out that they possess qual i tat ively quite new 
features not available on smaller machines. These properties have been made possible by the 
availabil i ty of VLSI c i rcu i t ry , but they are nonetheless costly not only to implement in 
processors, but also in all the associated support and peripheral equipment that needs to 
surround such processors in order that they can function effectively. 

6.2 Peripheral Structures 

As for processors, we observe the same evolutionary tendencies, namely to replace given 
units with new ones of better performance or lower cost or both, while at the same time 
retaining the conventional system structure. But here again, just as with processors, certain 
changes are occurring of a more revolutionary nature, where the structure i tself is being 
changed. 

One f a i r l y def ini te trend has already been mentioned, namely the incorporation of 
intelligence into peripheral units, whether they be VDU terminals or MSS, so as to eliminate 
routine processing tasks from central processors, and also to enhance reliability, give greater 
flexibility and to improve serviceability. But a more fundamental change is taking place, which 
is to use completely separate processors to take on some of those tasks previously handled only 
in central machines. 

The tendency to separate computational functions into different processors has come about 
because of decreasing processor costs, and we can already observe the trends in real systems, 
for example where time-sharing and batch-processing is separated in different inter-coupled 
machines, or even where different software language processors (compilers, for example) may 
reside in dif ferent hardware processors. But, more recently, we are beginning to see certain 
peripheral functions separated out too, and the concept is emerging of Central Fi l ing Machines, 
where a l l d i rect -access peripherals are clustered around a quite powerful but separate 
processor, other processors communicating through direct data links. In a similar way, we are 
beginning to see the emergence of Data Base Machines, where the specialised local function is 
to store and retrieve information efficiently, but where the data is processed elsewhere. The 
system structure in all these cases is to have a central support processor, which deals with all 
the general system functions and "administrative" tasks, and a number of "back-end" machines 
each handling some specialised funct ion, such as data-base management, or time-sharing, or 
array processing and so forth. Of course, to do all this, it is essential to have some ef fect ive 
means of inter-coupling, and this wi l l be touched upon brief ly when we consider local-area 
networking. 
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One of the more i n t e r e s t i n g and p romis ing f o rms of the p a r t i c u l a r example ci ted of 

Data-Base machines (DBM) is the associative or "content-addressable" s to re , where i n f o r m a t i o n 

is r e t r i e v e d not accord ing to i ts address but in association w i th some key or set of keys. In 

the past , such func t i ons had e i t he r been imp lemen ted w i t h s o f t w a r e ( f o r e x a m p l e , by 

l i s t -p rocess ing techniques) or not implemented at a l l . The reducing cost of hardware has now 

made i t possible to imp lemen t the f u n c t i o n e i t he r w i t h VLSI c i r c u i t r y e n t i r e l y or w i t h a 

combination of VLSI and disk technology. 

There are now severa l imp lemen ta t i ons of DBM, and we have already seen one example 

(F ig . 4) of a m o n o l i t h i c assoc ia t ive c e l l . These imp lemen ta t i ons ex tend to the p o w e r f u l 

S T A R A N IV, wh ich has a number of 256x256 bit hardware associative array modules allowing 

the very rapid recognition of certain patterns. Although the idea of con ten t addressab i l i t y is 

an old one, only the f a l l i n g costs and improved performance of modern technology has made 

possible pract ical systems. 

Most of the available DBM implementations are based on the original idea of Slotnick and 

use disks as the basic memory, but arranged or modif ied so as to a l low the p a r a l l e l access to 

severa l t r a c k s : t ha t is to say the assoc ia t ive search of a complete cylinder of a data-base. 

The basic search is then made by associative search hardware using either paral lel or sequen t ia l 

processing on the basis of a de f ined set of keys. Of ten, in order to save t ime in the search 

process, there is a separate directory processor whose task i t is to locate those cy l inders wh i ch 

need to be content addressed. Frequently also the data-base extends across several spindles, so 

making i t more important to have a directory processor. Examples of such DBM solu t ions are 

t h e B r a u n s c h w e i g s e a r c h m a c h i n e , t h e O h i o S t a t e U n i v e r s i t y m a c h i n e and t h e 

Con ten t -Add ressab le F i l e Store (CAFS) of I C L . These machines are spec ia l examples of 

s i n g l e - i n s t r u c t i o n , m u l t i p l e data stream (SIMD) processors, and there is now a growing number 

of d i f ferent implementations of the basic idea. We can expect many more as costs reduce and 

more experience is gained. Certainly there is an immense range of applications wait ing for the 

avai labi l i ty of such units. 

6.3 Other Developments 

In the preced ing discussion we have ranged over many of the signif icant trends in the 

current evolution of computer systems, but we have not covered t hem a l l . There cannot be 

room here to men t i on a l l the changes wh ich are tak ing p lace , fa r less to discuss them in 

detai l . I t is worthwhile however concluding this section wi th just one example of e v o l u t i o n in 

a more exotic direct ion perhaps, and that is towards more special purpose processing. 
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The availabil i ty of EPROM arrays together with fast processors, particularly bit-slice 
technology, has made possible the matching or " t a i l o r i n g " of processors to pa r t i cu la r 
applications. And so, we have seen the implementation of some very powerful processors 
indeed, but for certain applications only. A good example of such applications is pattern 
recognition. One could say that such processors are good examples also of "back-end" machines. 

What makes the present position so interesting however is not only that these machines 
are emerging using conventional (but VLSI) technology, but that there is becoming available a 
new range of more exotic device, giving the user much more possibility to implement his 
required function. Two examples can be mentioned here to illustrate these possibilities; the 
uncommitted logic gate (ULG) array and multi-valued threshold logic. 

For some t ime now there has been available a purely Boolean array, the programmable 
logic array (PLA), enabling users to define output functions as they like in terms of specified 
combinations of the input variables. The ULG array is similar, but allows a given gate in an 
array to be defined as any Boolean function of the input variables, usually three or four in 
number. The PLA output function is defined once and for all during the manufacturing 
process, but the ULG can be re-defined dynamically. The beauty of the ULG is that every 
cel l in a VLSI array can be made identical, so that the function of the whole array can be 
changed in any desired way to match the required application. 

The other example, of multi-valued logic, is like so many ideas an old one. But, as with 
many other old ideas, only modern technology has made the idea worth considering. The 
mo t i va t i on for log ic gates of more logic levels than two is simply that each gate 
interconnection carries more information than for binary gates, and so one needs fewer 
interconnections. Many VLSI circuits are l imi ted not by the number of gates but by the 
interconnections, and so one may expect to gain by moving to non-binary logic; usually fewer 
gates are required too. 

I t is too early to say just what gain may result from either of the two new techniques 
mentioned, but i t is clear that they both hold out much promise both for better performance in 
certain existing applications and for making possible other applications hitherto considered 
impracticaL 
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7 . COMPUTER NETWORKS 

Whatever the prospects f o r the f u tu re of having at the disposal of each individual user 

the necessary computational resources, which he need not share w i t h anyone e lse, there w i l l 

r ema in never the less the need to commun ica te information between users, and hence between 

computer systems. But, at the present t ime, and certainly for the foreseeable f u tu re of 5-10 

years , the overwhelming proportion of computer users wi l l also need to share computer systems. 

Thus there are two quite separate motivations for the inter-coupling of computer resources and 

t e r m i n a l devices. The means and techniques of achieving this inter-coupling are communication 

networks. A t one extreme, such a network may comprise just a single communicat ions channel 

(or l ink) be tween a t e r m i n a l and a computer; at the other, a complex network of inter- l inked 

computers and user terminals or user experimental equipment (for there need be no r e s t r i c t i o n 

on the nature of data sources or links). 

C l e a r l y , once one has the shared use of computer resources, and inevitably the shared use 

of the inter-coupling network, there need to be convent ions and standards so as to s i m p l i f y 

i m p l e m e n t a t i o n and augmentation of the system, but also so as to minimise mutual interference 

and so fo r th . Here, i t might be thought that these convent ions only need re la te to the user 

c o m m u n i t y served. There are two reasons, however, why this is not so. First of a l l , a good 

deal of e f fo r t is required in the hardware and software of communica t ions n e t w o r k i n g , and so 

i t is t remendous ly usefu l i f s tandard manu fac tu re rs products and agreed standard signalling 

conventions can be employed. Secondly , because ex i s t i ng t e l ecommun ica t i ons l inks or even 

ne tworks are used as the veh ic les f o r computer communications, namely the use of so-called 

common-carr ier fac i l i t ies, there must be agreed standards to which everyone conforms. 

The g row th of compute r ne two rk i ng over the last decade has been phenomenal. Part of 

this has been due to the growing c a p a b i l i t y of compute r sys tems, p a r t due to the g row ing 

awareness of users as to what is now possible in the area of networking, but also part due to 

the increasing avai labi l i ty f r o m common c a r r i e r s , p a r t i c u l a r l y the PTT a u t h o r i t i e s , of both 

i nd i v i dua l commun ica t i ons channels ( the so-cal led leased line) and complete data networks or 

"transport fac i l i t ies" . Underlying al l of this is the techno log i ca l r evo lu t i on of VLSI c i r c u i t r y 

plus the emergence of advanced commun ica t i ons techniques such as s a t e l l i t e systems and 

opt ical devices. 

In th is sec t ion we w i l l review the present status of computer communications systems and 

some of the techniques used, and try to ident i fy the current trends. 

7 .1 Data Links 

Compu te r ne tworks consist of nodes i n te rconnec ted by branches. The nodes may be 

termina l or i n t e r m e d i a t e depending upon the ne twork topography (usual ly wrong ly t e r m e d 

topo logy ) , and we shal l consider t hem separately. The branches are the data l inks, and they 

can operate through di f ferent channels and med ia . L e t us look a t the main a l t e rna t i ves f o r 

such links. 
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7.1.1 Local Wire Links 

By l oca l here we mean that they are not common-carrier or shared between users. Local 

does not necessarily imply short distance. Such wire links may be co -ax ia l cables or a s ingle 

t w i s t e d - p a i r of w i res or one or more of a mul t i - twisted-pair cable. The transmission methods 

adopted for data transfer along such links may be chosen to ma tch any cond i t i ons , but i t is 

usual s imply to t r a n s m i t and rece ive d ig i ta l pulses d i rect ly , wi thout any intermediate carr ier . 

On the other hand i t is quite common to encode data in some way , so as to compress more 

data in to the f i xed bandwidth of the channel. In general, noise is not a problem of local wire 

links, since the wires are usually an isolated cable. But occasionally, such l inks are par t of a 

m u l t i - c o r e cable shared by o the rs , and in th is case there is the poss ib i l i t y of c ross - ta l k 

between adjacent links, or the induction of impulse noise or some o ther f o r m of i n t e r f e r e n c e . 

Where noise is a problem, the encoding of data and sometimes the method of signal modulation 

used is chosen to overcome the d i f f i cu l ty . Here techniques are used s im i l a r to those wh ich 

w i l l be discussed when we come to Modems. 

For l oca l w i re l inks i t is a very straightforward matter to achieve transmission speeds of 

50M bits per second for distances of up to say 3Km. For greater d is tances or h igher speeds, 

specia l measures need to be adopted such as d i g i t a l regenera t i on or the incorpora t ion of 

analogue repeaters at def ini te intervals. Nowadays, no-one need make, and fa r less design the 

t r a n s m i t t e r or receiver unit for such lines, since there are available f rom industry a wide range 

of terminal un i ts . For examp le , the re are many so-ca l led 'baseband modems' wh ich a l l ow 

t ransmiss ion over short d is tances even along common-carr ier links at rates up to 1M bi t per 

second, and several units of more special application also exist. A C A M A C module capable of 

se r ia l t ransmiss ion over t w i s t e d - p a i r cable ( f i r s t developed at the Daresbury Laboratory) is 

available for 5M bit per second communicat ion, and parallel transmission can be much faster. 

7.1.2 Radio Links 

In t h e i r s i m p l e s t f o r m , rad io l inks use the same techn iques as the w i re l inks just 

discussed, except that there is always a basic ca r r i e r (or cen t re ) f requency about wh ich the 

t ransmiss ion pass-band is d i s t r i b u t e d , and this centre frequency wi l l depend upon the type of 

channel. For example, for normal V.H.F. channels the c a r r i e r f requency can be say 100MHz, 

while for U.H.F. or microwave transmission the carrier can be as high as 20GHz. 

The added comp l i ca t i ons t h a t the use of R.F. channels i n t roduce are f i r s t t h a t t h e 

channels are open to in te r fe rence (noise) and second that the longer distances usually involved 

make i t necessary to i n t roduce specia l techniques f o r e r ro r r ecove ry . There are f u r t h e r 

comp l i ca t i ons i n t roduced because the p rope r t i es of R.F. channels vary wi th t ime, depending 

upon propagation conditions. I t is w o r t h men t i on ing also t h a t t ransmiss ion is a lways s e r i a l , 

s ince there is no rea l analogy of the mult i -core cable; any channel-splitt ing techniques such as 

frequency or t ime-division mult iplexing do not really help the single user. 
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Despite the di f f icul t ies mentioned, digital radio channels are in very widespread use and 
are very successful. Very powerful techniques have been developed for error control , even 
when operating in a burst-error environment, and i t is a relat ively easy task now to find 
equipment for transmission in the range lO'- lCFbits/sec. Such equipment is commercially 
available. 

The main advantages of digi tal radio communication is that it has very high bandwidth, 
and that the terminal equipment can be portable. At the same time the equipment can be 
relat ively inexpensive and the distances covered not only long, but independent of costs to a 
large extent. The very great disadvantage of radio communication is that one has to have 
government permission to use R.F. channels, and that is becoming increasingly difficult in a 
bandwidth-hungry world. 

One very interesting property of radio transmission is its "broadcast" capability, whereby 
many receivers can gain access to a single transmission. For certain multi-user applications, 
this is a very definite advantage. Another point to make is that R.F. is really the only way 
to communicate with satellites, which are beginning to play an increasingly important role in 
digital communications. 

7.1.3 Optical Communication 

Although lasers have been available for a long time now, and optical fibres were already 
in use in the 1950 decade, it is only recently that digi tal communication through optical 
channels has become a real i ty . Indeed it is now one of the fastest growing techniques in 
communications for all applications. 

There are two basic categories of optical l ink, the air (or vacuum) channel and the 
fibre-optical waveguide. In the latter case, it is certainly only recently that reliable, low-loss 
media have become avai lab le at low cost, and this accounts for the relat ively recent 
appearance of systems. 

The air channel optical link can be very simple indeed, consisting of a light-emitting 
diode (LED), modulated directly by electr ical means, and a receiving photodiode or an 
avalanche photodiode. These low-power systems use infra-red l ight, and the limit of their 
capability is about lo7bits/s over lKm. Longer distances can be obtained by using externally 
modulated laser radiat ion, and it is possible to transmit over 20Km with 10'bits/s by suitable 
means, for example using Nd:YAG light sources. In the case of high-power systems, there is 
of course a distinct environmental hazard. The advantages of air-channel light links is that 
they are very inexpensive, easy to operate and are portable. Their relatively high bandwidth is 
also a distinct advantage. The attitude to them by most government agencies is ambiguous. 

More exciting perhaps than the air channel is the f ibre-optic l ink. Here, there is no 
interference, the bandwidth is very high, the system is extremely simple and reliable and the 
costs are approaching those of metal l ic cables. The components of the system are the 
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receiver, l ight source and optical cable. 

The rece ive r is f a i r l y s t r a i g h t f o r w a r d , consisting nowadays usually of a sil icon avalanche 

photodiode w i th a MOSFET a m p l i f i e r . In a recent deve lopment there is now ava i lab le an 

i n teg ra ted hyb r i d module, where the avalanche photodiode and FET pre-ampl i f ier are fabr icated 

together. By a variety of f ab r i ca t i on techn iques, the spec t ra l sens i t i v i t y can be chosen to 

match the peak emission of di f ferent l ight sources wi th in a certain range. 

So far as cables are concerned there are a number of op t ions . These can be single or 

m u l t i - f i b r e , and the f ib res can have either a step-index or graded-index mode of medium. In 

the step-index mode, the f ibre is usually of high ref ract ive index glass cladded by one of l ower 

index; in graded index, there is a gradual decrease of r e f r a c t i v e index f rom centre to the 

outs ide of the f i b r e . Step index f ib res are cheaper bu t more d ispers ive (and so , l o w e r 

bandw id th ) . Graded index fibres are useful over large distances. Typical single fibres are 30 -

100 microns in diameter, but fibre-bundle cables are available wi th say 10 or so f i b r e s . There 

are also p las t ic f ibre cables, but these have greater attenuation although they are cheaper than 

glass fibres. 

L i g h t sources are ava i lab le fo r a va r ie t y of applications, depending upon speed, spectral 

response and so fo r th . There is a tremendous range of op t ions , and i t is s imple to t r a n s m i t 

ove r s h o r t d i s t a n c e s o f some k i l o m e t r e s at speeds of 1 0 ' b i t s / s . However , the recen t 

avai labi l i ty of solid-state inject ion lasers, part icular ly (GaAl)As systems, has made a t remendous 

improvemen t in opt ica l communicat ion. Actual ly the injection laser appeared as early as 1962, 

but only recen t l y has i t been possible to f a b r i c a t e long l i f e t i m e and e f f i c i e n t devices a t 

reasonable cos t , and i t is only recently that the problem has been solved of their temperature 

sensit iv i ty. Because of the opt ical properties of the la tes t glass f i b re sys tems, the t rend is 

towards longer wavelengths up to 1.5 microns, and exotic material combinations have been used 

for fabr icat ion of inject ion lasers which can emit at these wavelengths. 

The q u e s t i o n of coup l ing these th ree components is an i m p o r t a n t one, not only to 

minimize losses but also for mechanical strength and r e l i a b i l i t y . But the re are now couplers 

fo r d i r e c t connec t ion of o p t i c a l cables to e i the r sources or r ece i ve rs . The prob lem is a 

d i f f i cu l t one because there is only a cer ta in sma l l w indow fo r o p t i m a l ma t ch i ng w i t h i n bo th 

g e o m e t r i c a l and wave leng th l im i ts . Clearly this problem is worse for graded-index f ibres, and 

mul t i - f ib re systems complicate the mat ter st i l l fur ther. 

One of the most d i f f i c u l t aspects of f i b re coup l ing is not the a t t a c h m e n t of s ingle 

devices at either end of a f ibre, for this can be done w i t h low loss e i t he r d i r e c t l y or using 

c y l i n d r i c a l lenses, but the coupling of two devices at the same end or the coupling of a device 

along a f ibre, the so-called T-coupling. This problem has been solved by the deve lopment of a 

3-por t coup le r , but only w i t h an associated signal loss of about 4db. Another development is 

the fabr i ca t ion in a single dev ice of bo th l i gh t source and r e c e i v e r , in t h i s way a l l ow ing 

ful l-duplex transmission on the same f ibre. 
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In add i t i on to t e r m i n a l device coup l i ng , there is a need to jo in two or more f i b res 

together wi th minimal loss. This can now be done, and a var iety of techniques are ava i l ab le . 

There is now even a semi-automatic arc device for the hot splicing of glass f ibres, which i t is 

claimed can keep losses at joints down to below 0.06db. One example of a coupler is shown in 

F ig. 36. 

F ig . 36 A f ibre-opt ics coupler developed by IBM 

Using f ibres i t is now a simple mat ter to transmit data at 10DMbits/s over d is tances of a 

few k i l o m e t r e s . However , by l owe r i ng the hydroxide ion concentration in graded index f ibres 

and inc reas ing f i b r e d iame te r ( to 125 mic rons) , very h igh n u m e r i c a l aper tu res have been 

ob ta ined fo r the wavelength region near 1.5 microns. Using such f ibres, w i th the new inject ion 

laser and MESFET de tec to rs o p t i m i z e d fo r emission and d e t e c t i o n at t he long w a v e l e n g t h , 

repeater less t ransmiss ion has been achieved for 35Mbits/s over distances of 65Kms. The same 

fibres have been used for shorter distances but with data rates up to 800Mbits/s. Transmiss ion 

at high speeds over d is tances more than lOOKm without repeater is clearly a possibility very 

soon. 

For h igh-energy physics experiments, f ibre-optics cables represent an excellent al ternative 

to coaxial cables for signal transmission. This is not only the case for acce lera tor c o n t r o l and 

data logg ing sys tems, where there is a hostile and electr ical ly noisy environment, but also for 

experiments, part ly for the same reason, but part ly also because of the high bandwid th . In the 

f u t u r e , as costs fo r f i b res decrease r e l a t i v e to the increasing costs of metal l ic cables, there 

w i l l be an economic advantage also. 

7.1.4 Common-carr ier Wire Links 

As has been ind i ca ted already, the principal difference between common-carr ier and local 

or domestic links is not the physical medium but the constraints imposed by the shared use of 

the med ia , plus the f a c t that the overwhelming bulk of common-carrier channels were designed 
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and installed not for digital traffic at all but for voice communications through telephones. In 
practical terms this means that we have to try to transmit digits through a frequency passband 
of about 300 - 3000Hz and that there is a s t r ic t l im i t to the power allowed so as not to 
introduce 'cross-talk' into adjacent channels. To these constraints are added the l imi ta t ion to 
two wires only if our channel is routed through any exchange, since the public switched 
networks with dial-up operate in this way, and there is always noise present on these links. 
4-wire channels are available in special cases where links are leased, and these channels are 
frequently 'conditioned' or selected so that they optimize the conditions necessary for digi tal 
transmission. 

The common carriers have long realized the difficult position that arises as a consequence 
of trying to transmit digital information across their telephone networks. As a resul t 
regulations exist whereby digital equipment can only be connected to such networks by means 
of a special unit called a MODEM. Such Modems are necessary at both ends of any c i rcu i t , 
and they must be approved by the common-carrier. At the terminal side of the Modem, there 
is nearly always an approved international standard interface such as V24 (of the CCITT). In 
practice Modems are used very often even for local links, simply because it is easier to use 
similar techniques and equipment. 

The key therefore in any discussion of common carrier networks is the capability of 
modems, and it is important for users to know this. As we shall see later it is also necessary 
to know about the network protocols and standard user interfaces. Before talking about 
Modems however it is essential that a number of basic concepts and definitions are explained. 

There is probably more confusion about the question of digital bandwidth than almost any 
other topic in communications. And the question is further confused by the practice of 
communications along wire channels. So, to avoid confusion, at least within this very brief 
discussion, here are a number of explanations: 

Simplex - transmission one way only 

Duplex - transmission in both directions concurrently 

Half-duplex - transmission in both directions, but only one direction at a time 

The question of number of separate wires (or independent channels) is here not a 
fundamental one, but originally a single twisted-pair was employed for simplex and half-duplex, 
while four wires were used for duplex. In modern systems fu l l duplex communication can be 
achieved over two wires (a single twisted pair) either by splitting the frequency pass-band in 
two - using a technique known as frequency-division multiplexing (FDM) - or by uni-directional 
couplers and echo suppression. In the first technique, each of the two channels has of course 
only half the available bandwidth, and so half the digi tal transmission capabil i ty; FDM is 
therefore a poor compromise. In the second technique, which has only very recently been 
introduced, there needs to be very complex c i rcu i t ry indeed, and only recently have the 
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app rop r ia te VLSI uni ts been deve loped. The problem here is that echos of a transmission in 

one direct ion need to be cancelled if they are not to destroy the recep t i on of the message in 

the o the r , but these echos c lea r l y vary dynamical ly . The solution is to have a self-adaptive 

f i l te r whose transfer funct ion is control led d ig i t a l l y ; bu t to do t h i s , the d i g i t a l c i r c u i t s used 

need to have perhaps 4000 logic gates. 

The second area where confusion exists is between Bauds, bits/s and Hz. The f i rs t thing 

to remark is that they are usually, in any part icular channe l , a l l d i f f e r e n t n u m e r i c a l l y ; t h e i r 

only s i m i l a r i t y is tha t they each c h a r a c t e r i z e not the actual transmission rates of a channel 

but the capabil i t ies. So, for example, a Baud is not one bit per second in general. 

The f requency passband of any channel is measured in Hz; i t is f ixed and, we asume, a 

continuum. In that channel, there is no restr ict ion whatsoever on the way we use the passband 

fo r c h a r a c t e r i z i n g d i g i t s , and we can use amplitude, frequency or phase (or even a mixture of 

these parameters) for the purpose. Clear ly, in any p rac t i ca l channe l , t h e r e w i l l be a c e r t a i n 

upper l i m i t to the number of bits we can transmit in one second, and this w i l l depend upon the 

frequency bandwidth F and the actual signal to noise power r a t i o S /N . In f a c t th is l i m i t B 

was determined by Shannon as: 

B = F Iog 2 ( l+S/N) bits/sec 

We can see i m m e d i a t e l y t h a t B can be e i ther greater or less than F, contrary to what 

many suppose. Indeed, if the signal to noise ratio is good enough, i t is qu i t e easy to t r a n s m i t 

say 9,600 bits/sec down a voice channel only 2700Hz wide, and this is indeed done. 

The question of Bauds (named after the French engineer Baudot) is more i nvo l ved , s ince 

the un i t was de f ined in t e rms of t i m e . A Baud is the inverse of the minimum t ime interval 

during which a transmit ted signal continuously represents the same i n f o r m a t i o n s t a t e , i f i t is 

t h e c h a n n e l to w h i c h re fe rence is made, or just the t i m e i n t e r v a l (not necessar i ly the 

minimum) where i t is the data source t h a t is being r e f e r r e d t o . I t can be seen tha t the 

number of b i ts t ransmit ted per second can be greater than the Baud capacity of a channel, and 

much greater than the Baud rate of a given Modem. The point is simply tha t , by a r rangement , 

more than one data b i t can be represented in the minimum t ime interval or Baud period; for 

example a group of adjacent bits can be represented by one Baud. So the re lat ionship be tween 

b i ts and bauds depends upon the encoding scheme, and the relationship between both of them 

to the bandwidth depends upon the modulation technique. I t is usual ly by fa r the s imp les t to 

avoid reference to Bauds altogether. 

There is a f i n a l area of confus ion tha t arises because i t is usually necessary in digi tal 

transmission to split up messages into blocks. Sometimes these blocks are bytes or cha rac te r s , 

b u t s o m e t i m e s m u c h l o n g e r sequences of b i t s . A l s o i t is f r e q u e n t l y the case t h a t 

synchronization informat ion is sent along w i t h message da ta . In both cases not a l l the b i ts 

t r a n s m i t t e d represent user da ta . C l e a r l y , in the Shannon f o r m u l a aU_ bits are included no 

m a t t e r wha t t hey rep resen t . Neve r the less , in using the Baud measure , some l i t e r a t u r e 
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(somewhat dubiously) excludes any blocking or synchronization bits and gives only the ef fect ive 

rate of transmission of user data. This uncertainty is another good reason f o r avo id ing using 

Bauds in describing a channel or terminal equipment. 

So, a f t e r a l l t h a t , we can come to Modems. The s l o w e s t m o d e m s s i m p l y use an 

amp l i t ude modu la ted c a r r i e r , w i t h two non-zero leve ls to represent the 0 and 1 states of a 

binary b i t . Such modems can be used up to say 1200 b i ts /sec over conven t iona l te lephone 

l ines . For f as te r transmission, i t is usual to employ two or more separate frequencies instead, 

and such systems are termed frequency-shift keying (FSK). They opera te fas te r because i t is 

easier to have more separate f requenc ies than separate amplitude levels, since noise usually 

affects amplitude more, and by using more di f ferent discrete states we can represent longer b i t 

groups in a g iven t ime. For example four frequencies can be used to represent the four di-b i t 

states 00,01,10,11 of two-bi t groups. For even higher speeds, up to 9 ,600b i ts /s i t is usual to 

use phase as the parameter, w i th 8 or more separate phases in a d i f ferent ia l phase-shift keying 

(DPSK) scheme to represent all the t r i -b i t states. 

The l i m i t a t i o n of modem per formance is either frequency or phase distort ion, or impulse 

noise of relat ively long duration. Indeed, in switched (dial-up) networks, i t is very common not 

only to have noise d is turbances of 1ms dura t ion or so, but the channel characterist ics d i f fer 

every t ime a connec t ion is made. In h i gh -pe r fo rmance modems the d i s t o r t i o n is usua l ly 

compensated by e q u a l i z a t i o n , using d i g i t a l l y - c o n t r o l l e d se l f - adap t i ve f i l ters to equalize the 

delays along the channel at d i f ferent frequencies. But, no matter how complex these schemes 

have been, there is s t i l l the l imi ta t ion due to noise disturbances which can disturb not only the 

amplitude, but also the frequency and phase of s ignals. To overcome th i s , there have been 

some recent and very exci t ing developments. 

In t h e very l a t es t modems very long groups of b i ts are encoded so tha t the s ingle 

informat ion state that represents a given group has a duration much longer than e i the r a noise 

d is turbance or the d i s t o r t i o n due to l ine characterist ics. In this way, even the necessity for 

equalization or self-adaptation is el iminated. In one such modem the group leng th is 240 b i t s , 

and th is group is t ransmi t ted in a single baud interval of 25ms. The 240 bits are divided into 

48 sub-groups of 5 bits, each of the 48 characterized by one of 48 d i f f e r e n t f requency s ta tes . 

The 5 b i t s are de f ined by 32 d i f f e r e n t combina t ions of bo th phase and amplitude. In one 

second there are 40 baud intervals of 25ms, so that the bit capacity is 40x5x48=9,600b i ts /s , in 

this case quite a difference between the number of Bauds and bits/s! 

Of course to achieve the required f requency , phase and amp l i t ude d i s c r i m i n a t i o n , very 

e l e g a n t f i l t e r s are necessary. In p rac t i ce th is is ach ieved by Four ie r t r a n s f o r m of the 

composite signal, and th is is p e r f o r m e d d i g i t a l l y by a spec ia l m ic roprocessor . Indeed the 

microprocessor system and associated PROM and RAM units operate in a pipeline mode w i th an 

execution rate of 10 Mips. 

I t is o f t en f e l t by scient ists working at the frontiers of knowledge (such as astronomy or 

elementary-part icle physics) that i t is only they who are concerned w i t h the most c r e a t i v e of 
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endeavours and the most elegant of ideas. But the developments now taking place in 
micro-circuit systems are, in certain areas, just as demanding, and the solutions to problems 
just as elegant as in any other f i e l d of human endeavour. I t may even be that, in 
micro-systems, the tempo of development at the present time is faster than in any other 
creative field. 

7.2 Multiplexing 

So far the discussion of data links has been restricted to single channels with a terminal 
device at either end. But frequently i t is necessary to share the same channel , or to 
concent ra te several channels into a single terminal unit. A classical example is the 
multi-access by many remote terminals into a single, shared computer. 

There is no space here to describe the various techniques used for concentration or 
multiplexing, and it must suffice to say that it is achieved nowadays by " intel l igent" systems, 
where programmable processors are employed to share the available channel capacity. But one 
recent development is worth mentioning, to illustrate the kind of technique now made possible 
by the availability of VLSI circuitry. 

One of the most common methods of sharing channel capacity is to use time-division 
multiplexing (TDM), whereby each component sub-channel is assigned a fixed time slot for 
transmission. In this way, the total time available is divided, usually equally, between all the 
sub-channels. Of course the time slots are fixed and each sub-channel consumes time whether 
or not there is something to transmit. In addition it is usual to have the same transmission 
rate for each sub-channel. 

Recently a new technique has been developed in which the sub-channels are only active 
when there is some data to be transmitted, and the various sub-channels can moreover have a 
dynamic assignment of bandwidth depending upon their needs. The technique sounds simple, but 
it actually involves a fairly sophisticated scheme of processor control . Such techniques are 
described as dynamic bandwidth allocation or "statistical" multiplexing; they can achieve savings 
of 70 percent or more over conventional TDM in typical terminal environments. 

7.3 Common-carrier Networks 

We have already noted the motivation for computer networks, and on a national scale this 
has generally been the need to maximize the utilization of remote computer resources and the 
need to interrogate (or up-date) some central data base or other. Because of the broad 
geographic distribution of the relevant user communities, it became inevitable in the process of 
implementing the networks to make use of common-carrier facilities, particularly telephone 
lines. But we must now be careful to distinguish two broad classes of network: f i rs t we have 
networks using common-carrier channels, but the users have actually implemented the network; 
the second is where the common-carrier has done the whole job. In the lat ter case the 
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common-car r ie r has provided what is called a "transport facility" for digital communication. 
Until very recently indeed, nearly all nation-wide networks were firmly in the first category. 

There have been a very large number of networks based on the use of leased telephone 
lines with the configuration being of 'star' or radial topography. Many of these networks st i l l 
exis t , but we shall not deal with them here , because the trend nowadays is more towards 
general topographies and the use of standard techniques. Suffice it to say t h a t the ex i s t ence 
of such s ta r networks allowed the massive expansion over the last decade in computer usage by 
remote job entry (RJE), and gave rise to such well-known and widely-used RJE protocols as the 
IBM HASP and the CDC 200 UT. 

It became real ised, qui te early in the evolution of networks, that the dedicated use of 
point-to-point leased lines for each separate terminal would inevitably prove cost ly , not only 
because of the number of lines but also because of the very inefficient use of the lines in a 
terminal environment. The employment of te rminal concen t ra to r s mi t iga ted this to some 
ex t en t , since they allowed certain of the network branches to be shared, and hence to operate 
with higher eff ic iency. But concen t ra to r s are r a the r l imited in the i r funct ion, and t h e 
improvement gained is generally rather small. 

The basic problem arises because the communicat ions t raf f ic of t e rmina l s and RJE 
stations is of low duty cycle. There must therefore be dynamic sharing of the communica t ions 
network, and this is what point- to-point systems can not do. The solution lies in introducing 
some form of switching, so that the data traffic can be routed appropr ia te ly and the number 
of channels kept to the minimum. All the various networks are distinguished by the different 
ways in which this switching is achieved, and the re are th ree basic c a t e g o r i e s : c i r c u i t 
switching; message switching; packet switching. In circuit switching, a path is set up between 
the data terminal and destination (or host) and then all data t r ansmi t t ed proceeds along tha t 
fixed path (or c i rcui t ) until complet ion. The path usually consists of many branches between 
nodes in the network, and it is set up by a defined procedure or "call". The whole process of 
c i rcui t switching is analogous to that of a telephone call for voice conversation. Fig. 37 shows 
the structure of a communications network where there are branches inter-coupled by switching 
nodes, some of which are t e rmina l nodes. External terminal devices may be coupled through 
terminal nodes, and these ex te rna l devices may be hosts ( i .e . processing sys tems) , isolated 
terminals or terminal concentrators. 

The basic problem with c i rcu i t switching is that all the branches along any given circuit 
are reserved for the whole duration of a call, and so cannot be shared with any other ca l l . So 
c i rcu i t switching is not very eff ic ient . To overcome the deficiency of c i rcui t switching, 
message switching modifies the procedure used by occupying only one branch of the to ta l path 
at a t ime , not proceeding to a successive branch until it is free. It is clear that, for this to 
be possible, it is necessary to buffer or store the message at each node, and this is what is 
d o n e . For th is reason, message-switching networks are also called "s tore and forward" 
networks. Actually, at each node in a message switching network, the s tore is organized in 
the form of a queue, and one advantage of this arrangement is that, if the queue begins to 
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bu i ld up because of congest ion or even b reakdown, then alternative forward channels can be 

sought. This 'adaptive' routing is of tremendous importance in providing for network re l iabi l i ty . 

Fig. 37 A computer communications network 

Packet switching is just an ex tens ion and r e f i n e m e n t of message s w i t c h i n g . A l l t h a t 

happens is t ha t long messages are sp l i t up into a number of defined blocks or packets, which 

need not necessarily be of f ixed length. The advantage of packet swi tching is s imply t h a t the 

s torage regu i remen t at ne twork nodes is much reduced, the corresponding buffer management 

s impl i f ied, and the speed of transfer for short messages much reduced. Also several packets of 

t h e same message can be t r a n s m i t t e d c o n c u r r e n t l y . B u t i t is v i t a l to stress t h a t 

packet-switching networks are not necessarily the best for all applications and t h a t , fo r heav i l y 

used channels wi th good duty cycle, it may well be that c i rcui t switching is much better! 

Of course, the i n t r o d u c t i o n of packe t sw i t ch i ng is accompanied by a number of new 

ne two rk p roper t i es and c e r t a i n p o t e n t i a l p rob lems. For example, packets can arrive out of 

order, not at all or even duplicated. The throughput of the ne twork can va ry , and the speed 

of the net can d i f f e r f r o m tha t of a t t ached hosts. There can be deadlock situations and 

blocked storage. In order to avoid all these pi t fa l ls a packet network has to p rov ide a number 

of features, such as the fol lowing: 

i) packet assembly and disassembly (PAD) 

ii) buffer ing at switching nodes 

ii i) sequencing 

iv) error control and detection of anomalies (lost or duplicate packets) 

v) routing and flow control 
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These and other funct ions are usually defined in a rather standard way in the case of 
common-carrier packet networks. 

In certain packet networks some of the functions just listed such as flow control or 
packetising are omit ted, and these functions are lef t to the terminal or host attached to 
per form. In these cases, it is possible to transfer single packets without any regard to 
sequence or duplication. Such traffic is termed a "datagram", a form much favoured by the 
French who have bui l t the successful CIGALE network, one of the first to come into being. 
To use the vernacular of packet networks, the Datagram is transmitted without end-to-end 
control. Nevertheless even the datagram faci l i ty networks have been implemented in a way 
that is compatible with more complex networks with end-to-end control, and we shall see how 
this is done when we discuss network standards. 

It is important to note that one cannot have a datagram facil i ty without some overhead, 
since each separate packet needs to contain information about the source and destination 
addresses. The alternative here is for the network itself to contain the information about the 
source and destination of all the packets representing a given message, when the packets 
themselves do not therefore need to include the information. The necessary information is 
given to the network in an initial procedure of setting up, and the whole process has come to 
be known as a "virtual call". 

I t is clear that, depending upon the length of messages, so there is a relative advantage 
towards either datagram or virtual-call procedures, and so the choice is one of compromise. 
Since th is compromise is one that needs to be made at the design stage in network 
implementation, i t is understandable that a good deal of heat has been generated in the 
discussions about which technique is best, and there are very strident voices from certain 
staunch defenders of the separate approaches. But the problem is basically an insoluble one, 
since i t is really impossible to predict the actual traffic pattern in a network until it has been 
built, a fact which the early poineers of packet networking came to realize only too well! 

7.3.1 Some Practical Common-Carrier Networks 

The earliest common-carrier networks were circuit switching mainly because of the high 
cost of processors to perform the function of switching nodes. But, as minicomputers became 
available both with high reliability and relatively low cost, so it became practical to implement 
message switching and, later, packet switching. 

The first packet-switching network in general use was the famous ARPANET, which came 
into being in about 1970. It was followed by TYMNET and, by about 1974, by CYCLADES in 
France. Both ARPANET and CYCLADES adopted the datagram approach. 

ARPANET has evolved greatly over the decade of its existence, and it now couples 100 
or so Host computers at university and other sites in the U.S.A. Initially the ARPA switching 
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nodes cou ld only handle an average connectivi ty (number of connected branches) of about 2.2, 

above which network delays and re l i ab i l i t y became ser ious ly worse. Neve r the less , w i t h th i s 

c o n n e c t i v i t y and l i ne speeds of about 50Kbits/s wi th duplex operation, network line ut i l izat ion 

was typical ly only about 2D percent during peak periods. The modern, improved A R P A N E T now 

has more power fu l nodal processors and higher bandwidth lines; also the connectivi ty is greater. 

I t now handles a network t ra f f i c of gett ing on for 10 ' packets per day. A packet here is I K 

word long, and messages are 8 packets maximum length. 

There are two types of node in ARPANET, an i n t e r f a c e message processor ( IMP) wh ich 

couples any Host to the n e t w o r k , and a specia l type of I M P , ca l led a t e r m i n a l in te r face 

processor (TIP) which can add i t i ona l l y p e r f o r m a c o n c e n t r a t i n g f u n c t i o n f o r " u n i n t e l l i g e n t " 

t e r m i n a l s . The IMP is jus t a minicomputer (originally a Honeywell 516) w i th a f ixed program. 

A TIP is simply an IMP wi th an additional 12K word of store together w i t h a ne two rk c o n t r o l 

p rog ram (NCP) and a so f twa re te rmina l handler called TELNET. In modern terms TELNET is 

just the terminal protocol of ARPANET, allowing some terminals to couple d i rec t l y ra the r than 

via a Host computer. 

The f i r s t - g e n e r a t i o n packet ne tworks ment ioned above demonstrated the val idi ty of the 

approach as a cost-ef fect ive alternative to c i rcu i t switching, and at the same t i m e es tab l ished 

much b e t t e r design pa ramete rs . These resu l ts co inc ided wi th the avai labi l i ty of very much 

cheaper and reliable minicomputers, enabling nodes to be implemented w i th much more memory 

space and much g rea te r connect iv i ty . The consequence was the emergence of a new category 

of second-generation networks, such as T E L E N E T , T R A N S P A C and o the rs , wh ich came in to 

being in the period f rom 1975. 

The main fea tu res which character ise the second generation of packet networks are that 

they generally have end-to-end control of communication, and t h a t s ingle nodes could be used 

to couple many (up to 20) hosts. They are a lso, many of t h e m , implemented by the PTT 

services. The result of the improvements and changes in ne twork s t r u c t u r e is to g ive much 

b e t t e r r e l i a b i l i t y and lower t r a n s i t delays, w i th an accompanying higher line u t i l i za t ion. For 

example, in TELENET, the average connect iv i ty is nearly 5, the end-to-end delay is on average 

only about 150 ms and the line ut i l izat ion nearly 70 percent. 

The great improvement between second and f i r s t genera t ion packet ne tworks have been 

b rough t about p a r t l y because of g rea te r experience, but mainly because of the avai labi l i ty of 

low cost hardware. This trend is of course continuing, and the advent of VLSI mic roprocessors 

and memory arrays have now made i t possible to move to a th i rd generation of network, in 

which mult ip le interconnect ion paths, redundant sw i t ch i ng nodes and i n t e r f a c e couplers are 

s tandard f e a t u r e s . These new networks now have enough memory (because i t is cheap enough) 

so t h a t connec t ion and status i n f o r m a t i o n can be ma in ta i ned th roughou t the n e t w o r k in 

d i s t r i b u t e d form instead of having to be sent wi th packets. A l l this is leading to much greater 

line ef f ic iency, and consequently lower costs and transit delays, and much greater re l iab i l i ty . 
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7.3.2 Network Protocols and Standards 

We have a l r e a d y r e f e r r e d to RJE p ro toco l s fo r c i r c u i t s w i t c h i n g or ded i ca ted - l i ne 

applications, such as HASP. There are, in addit ion, a number of conventions at l ower leve l to 

support the actual communications along physical channels, for example " l ine disciplines" or l ine 

protocols to support binary synchronous transmission. N o t su rp r i s i ng l y , a good deal of e f f o r t 

was put into early attempts to standardize such protocols, but wi th no real success. 

When the f i r s t packe t ne tworks came in to be ing , not only were t h e r e no s t a n d a r d 

p ro toco l s available, but the conventions used for c i rcu i t switching were just not suitable, and so 

new pro toco ls were d e f i n e d . As the a c t i v i t y g rew, so d id the number of new p ro toco l s . 

I n i t i a l l y they were only concerned w i t h node-node t ransfers , but were quickly augmented to 

include not only node-host t r ans fe r s , but also the host -hos t and even h igher leve ls such as 

f i l e - t r a n s f e r (FTP) , RJE and o the rs . E v e n t u a l l y , as a resu l t of intense a c t i v i t i e s w i t h i n 

standards organizations such as ISO and CCITT, and also as a consequence of pressure f r o m PTT 

se rv i ces , p a r t i c u l a r l y in Europe , a number of protocols have been defined which more or less 

represent a World standard for packet networks. This is all defined in many fo rmal documents , 

a l l of wh ich re l a te to a basic model for "open systems i n t e r c o n n e c t i o n " . This model is 

described in ISO/TC97/SC16, a very thick document which should be approached only w i t h the 

greatest wariness and in the company of a lawyer to help translate the phraseology. 

F i g . 38 shows the ISO m o d e l i n s i m p l i f i e d f o r m . I t c o n s i s t s o f t w o p r o c e s s e s 

c o m m u n i c a t i n g wi th each other at both low and high level . There are 7 layers, the lower 4 of 

which represent the network transport fac i l i t y while the upper 3 re la te to host a c t i v i t i e s . A t 

the lowest leve l there is a phys ica l connec t ion layer in which al l the e lect r ica l , signal and 

other relevant conventions are defined; clearly this depends upon the physical m e d i u m . A good 

example is the V24 or the ' c u r r e n t - l o o p ' scheme fo r phys ica l device coupling. A t the next 

level , there needs to be a data link convention or control layer, which w i l l t r a n s m i t e r r o r - f r e e 

data in a de f ined manner , no ma t te r what the data represent; at this level there needs to be 

knowledge of whether the transmission is duplex or half-duplex, and whether the t ransmiss ion is 

synchronous. Typ ica l data-l ink conventions are HDLC or SDLC, which are actually independent 

of any given physical media (but not independent of e r ro rs ! ) . The N e t w o r k layer def ines the 

t ransmiss ion of data uni ts such as packets, while the transport layer relates to such things as 

packet-assembly and disassembly in a definite process regime. Above th i s T ranspor t l aye r , a l l 

the others have to do w i t h host or t e r m i n a l processes such as RJE, terminal act iv i ty in an 

interact ive environment, graphics and so fo r th . 

The ne two rk layer provides both routing and data-transfer functions. These functions are 

independent of the network topography, which could be as simple as a single channel and wh ich 

can inc lude i n t e r m e d i a t e re lay or ga teway elements. The n e t w o r k layer protocol assumes 

fu l l duplex communicat ion, but does not require acknowledgment of packe t or message d e l i v e r y , 

wh i ch is l e f t to a higher- level protocol . 
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Fig. 38 The Open Systems Interconnection Model 

It is interesting to note that although there are several network and link independent 
layers above the network layer, nevertheless i t is not unt i l the application layer that 
communication is made device and data independent. This independence is provided, among 
other functions, by the presentation layer. 

I t can be seen that, if all the layers are defined precisely enough, then it becomes 
possible not merely to communicate successfully between computer processes by successively 
moving right through each layer, but i t enables communication to be effected between any two 
corresponding layers, namely in a peer-peer connection. 

A good example of this is precisely what happens in some intermediate node of a 
network, and this is shown in Fig. 38. Here i t would be possible in principle to receive a set 
of signals at the very lowest layer and then to re-assemble information right up to the highest 
layer before re-transmitting by decomposing the information right down to the physical level 
again. Clearly this is wasteful and complex, so in practice the intermediate dis-assembly and 
re-assembly is done only up to the minimum level possible consistent with the network regime 
(e.g. datagram or virtual call). The reverse process is also possible, when communication inside 
a processing system is to take place, when i t is only necessary to move downwards to the 
highest layer where internal communication is possible and then, following a transfer (for 
example, of a file) to move upwards again to the application state. 

For some of the layers in the ISO Model, protocols have been defined already. For 
example there is HDLC at the Data-link level, X25 at the Network level for packet switching, 
and a variety and combination of other CCITT standards for the Transport Level. There is 
much activity too in defining higher level protocols such as RJE and interact ive terminal 
access, but no international standards yet exist. 
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X25 def ines only a l ink to a ne two rk in terms of a synchronous and error- f ree channel. 

The problem of coupl ing asynchronous devices however is more comp lex , since t he re is no 

s tandard way asynchronous terminals can format data into packets. For this purpose therefore 

there is another standard X3 for packet assembly and disassembly. 

The p r i nc ipa l p rob lem in defining higher-level protocols is that so much depends upon the 

ac tua l host system used, and i t is very d i f f i c u l t indeed to f i nd the r e q u i r e d d e g r e e o f 

c o m m o n a l i t y be tween hosts of d i f fe ren t manufacturers. A l l this w i l l gradually change as new 

products emerge, so that ne twork p ro toco ls at h igh l eve l w i l l evo lve t o g e t h e r . Very many 

prob lems remain to be solved nevertheless. There is a strong mot ivat ion to move to a common 

f i le-transfer protocol (FTP) which, in so many ways, is much more f undamen ta l than any RJE 

p r o t o c o l . But many pract ical techniques quite suitable for lower level protocols may not be at 

all suitable at the higher level of FTP. To give only one examp le , t he echoing techn ique so 

p o w e r f u l in c e r t a i n packet networks for error recovery could just not be contemplated for f i le 

transfer! And so new techniques wi l l need to be developed. 

7.3.3 Manufacturers Network Standards 

The p rob lem of defining higher-level protocols is greatly simpl i f ied when all the hosts and 

terminals are of one fami ly . Manufacturers have of course realized this and have devised t he i r 

own p ro toco ls . In this sense they are ahead of the network f ie ld in general, but their solutions 

are specific not only to their hardware but also to their systems so f tware . Never the less some 

n o t a b l e r e s u l t s have been ob ta ined , and some manu fac tu re rs have made i t a r e l a t i v e l y 

straightforward mat ter to achieve the fo l lowing: 

Fi le sharing 

Peripheral device sharing 

Remote job submission and programme sharing 

Mult i - tasking over several hosts 

Software process-process communication. 

P a r t i c u l a r l y successfu l in this has been the systems network architecture (SNA) of IBM and, to 

a lesser extent , DECNET. SNA is part icular ly extensive and successful and, in many respec ts , 

p re -da ted the formulat ion and use of similar standards for general use. For example the SDLC 

line discipline of IBM appeared before HDLC, wh ich resembles i t so m u c h . Neve r the less , to 

c o n f o r m w i t h the vas t r ange of ex is t ing systems un i ts and s o f t w a r e , IBM have had to 

compromise in many of their design decisions, and the result is less p o w e r f u l t han t h a t of the 

most advanced packet ne tworks in many respec ts ; fo r examp le , SNA does not provide for 

distr ibut ive and adaptive routing, one of the most important features of ARPANET. 
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It is d i f f i cu l t to know how proprietary network architectures and protocols will develop, 
except that one can expect the gradual adoption of international standards up to the transport 
layer in packet switching, namely X25 and X3. Indeed, this is already happening. Beyond that 
we shall have to wait and see, but much depends upon the speed tha t the standards 
organisations such as CCITT define new high-level protocols. 

7.4 Satellite and Radio Networks 

The growing need for long-distance transmission of data, coupled with the increasing 
congestion and indeed costs of land communications links, has led naturally to the consideration 
of using radio transmission for digital t ra f f i c . We have already mentioned terrestrial radio 
links, but these, while introducing certain new problems of error recovery, do not create any 
qual i tat ively dif ferent network properties from those which obtain in the case of wire link 
based networks. Indeed ARPANET and many other networks use terrestr ia l radio links in 
several branches, where their use is completely transparent to nearly all the layers of the 
network protocol structure. It is with satellite transmission where the situation becomes quite 
different. 

The basic characteristic which distinguishes satellite communications channels from others 
(we assume here of course that the satel l i te is in geosynchronous orbit) is the rather long 
propagation delay, amounting to about 0.25s for a round t r ip . At the same time, satellite 
transmission offers the capability of "broadcast" communication, where any receiver in the area 
covered by the satellite can receive any data. 

The ear ly appl icat ions of sa te l l i t e systems for data communications used very 
straightforward techniques of channel mult iplexing. That is to say, by means of time or 
frequency-division, the total bandwidth was divided into a fixed number of sub-channels of 
l imited capacity. Two communicating processes could then use one (or more) of these 
sub-channels exclusively. This is analogous to circuit-switching in land networks and, like all 
such techniques, it is costly for normal traff ic patterns. There has therefore been a strong 
mot ivat ion, as for land networks, to share channels in a much more efficient manner, and many 
attempts have been made to do this by introducing packet-switching techniques. Over the last 
ten years or so, we have seen a very great growth in this area, and we now have available a 
number of general-purpose packet satel l i te networks (GPSN). A l l of them make use of the 
special characteristics of satellite transmission, such as broadcast capability, and so far use the 
satellite only as a "transponder". That is to say the satellite simply repeats what i t receives 
w i th a f i xed turn-round t ime, without introducing any " inte l l igent" action such as in a 
land-based packet-switching node. 

One of the very f i rst packet satellite systems, in about 1970, used a technique borrowed 
from land radio networks, namely just to send a packet at any random time from a given 
transmit ter, but to monitor the re-transmission to see if it was correct. In this system, since 
come to be known as "pure ALOHA", if the transmission is correct ly received at the same 
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transmission station after a single propagation delay, then all is assumed to be well; otherwise 
the station must re-transmit the same packet some time later. In order to avoid conf l ict with 
other channel users, there needs to be some scheme to introduce a variable (usually 
pseudo-random) re-transmission delay among different transmission station. 

Because of the long transmission delay, there is an upper bound on the channel efficiency 
in any pure ALOHA system, and i t is guite low (less than 20 percent) when there is a 
community of random users. To overcome this l imit, other schemes have been introduced, all 
of them using some sort of scheduling. The simplest of such schemes is to define fixed time 
slots with duration time equal to that for a single packet, and then to start transmissions only 
at the beginning of any given slot. In such schemes, known as "slotted ALOHA", the timing 
reference is defined by the satel l i te itself. Clearly conflicts are now less than for pure or 
"unslotted" ALOHA, and actually the channel efficiency is about doubled for the same t ra f f i c 
regime. 

St i l l further improvements in channel eff iciency can be achieved by some algorithmic 
scheduling which reflects the traffic pattern. Several such schemes have been devised, where 
time slots of fixed duration are "reserved" either statically or on a demand basis depending 
upon traff ic. Since all transmitting stations can monitor transmissions, and since they can all 
maintain up-dated tables of reserved slots, it can be seen that very fancy schemes indeed can 
be devised for dynamic use of un-reserved slots, and this is just what has happened, even to 
the extent of introducing priorities into the demand assignments. 

Of course, the fact that a transmitting station has received its own message correct ly 
after a single propagation delay does not necessarily mean that the message has arrived intact 
at the receiver, a simple fact that appears to have escaped some of the early users of packet 
sa te l l i t e networks. But there is much that can be done here, including forward error 
correction. One particularly nasty problem can arise, however, in dynamically assigned slotted 
systems, when a particular receiving station loses not merely the data intended for it but also 
the synchronization information that comes from the satellite. Since the successful operation 
of such schemes depends upon maintaining synchronization between all cooperating stations, it 
can be seen that the problem is a difficult one to solve. 

Experience gathered to date with packet satellite networks has shown that they can be 
very effect ive and not unduly expensive, in a low data-rate environment, from the user 
s tandpo in t . They have also shown that their characteristics are quite dif ferent from 
ground-based packet networks. Indeed the SATNET experiment (a sub-system of the At lant ic 
INTELSAT IV-A satell i te) has shown that i t is important to isolate the two kinds of network 
logically one from the other, coupling them by means of a "gateway" ra ther than just 
transmitting through with the same protocols. 

Much work remains to be done before satell ite data communications become a common 
technique for general applications. There are important technical and economic issues that st i l l 
remain to be solved, and the solutions wi l l depend upon the t ra f f i c pattern. It is already 
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apparent t ha t there are quite di f ferent system requirements when dealing w i th long data blocks 

compared wi th the normal t r a f f i c pa t te rns in a many-user mu l t i - access e n v i r o n m e n t . The 

impac t of i nco rpo ra t i ng " in te l l i gence" and buffer ing actually wi th in the satel l i te has yet to be 

assessed, and the possibil ity of satel l i te to satel l i te communications barely addressed. The next 

decade should be an excit ing one in answering some of these questions! 

7.5 Local Area Networks 

So f a r we have considered computer commun ica t i ons ne tworks wh ich cover a wide 

geograph ica l area and w h i c h , in genera l , use c o m m o n - c a r r i e r t r a n s p o r t f a c i l i t i e s . In 

imp lemen t i ng such networks, i t is clear there are any number of conditions or constraints which 

are not under the control of any one group, and so compromises i nev i t ab l y need to be made. 

There are also economic fac to rs wh ich e f f e c t the design of any such c o m m o n - c a r r i e r or 

long-haul networks. 

A t the o ther ex t reme of the spec t rum of techniques used in in te r -coup l ing computer 

components together, are single-manufacturer i n t e r c o n n e c t i o n n e t w o r k s . Such ne tworks have 

been devised by many computer manufacturers to inter-connect their own system units, such as 

processors and peripherals. They take the form of computer channels together wi th a sw i t ch i ng 

sys tem, and they are imp lemen ted as buses or a l ignment networks. In the former only two 

devices can i n t e r - c o m m u n i c a t e at any one t i m e ; in the l a t t e r , t he re is no r e s t r i c t i o n i n 

principle on this number. Typical of the former technique is the well-known DEC Unibus. 

Between these two functionally and implementationally di f ferent areas of ne twork ing the re 

is a gap. This gap however covers a reg ion where there is a need to inter-couple computer 

system elements which are, on the one hand, not f r o m any single m a n u f a c t u r e r and, on the 

o the r , not distr ibuted over a wide geographical region. To solve this kind of problem there has 

evolved a third kind of computer commun ica t i ons n e t w o r k , the L o c a l Area Ne two rk ( L A N ) . 

Such networks can be of many di f ferent kinds, and certain basic system components are already 

available commercial ly. 

There is no f i r m boundary wh ich separates L A N systems f rom long-haul networks, and 

many of the techniques used are s i m i l a r . Bu t L A N systems are perhaps c h a r a c t e r i z e d by 

d istances only up to a few ki lometres, transmission speeds in the range 5-100 Mbits per second 

and very high levels of re l iab i l i ty . The motivat ions for bu i l d ing L A N systems are also many, 

but the more impo r t an t are the wish to avoid the pure point- to-point solution for coupling N 

hosts to M terminals (the so -ca l led M x N prob lem) and the need to i n t e r - c o u p l e and access 

dev ices , inc lud ing processors, f r o m many d i f f e r e n t manufacturers. L A N systems are thus a 

means to implement distributed computer systems at the local level . 

There is also another very impo r t an t reason why local area networks have assumed such 

importance in recent t imes, and that is because of the need f o r many d i f f e r e n t loca l devices 

to gain access to one or more external or long-haul networks. Here i t is overwhelmingly the 

case that i t is much more ef fect ive and cheaper to intercouple a l l the loca l devices toge the r 
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using a L A N sys tem, and then use a s ingle access or ' ga teway ' system to connect to the 

long-haul network, than i t is to have an independent coupling for each local device separately. 

7.5.1 L A N Topographies 

As w i t h a l l other communications networks, there can be a choice of topography. Indeed, 

one can have a completely unconstrained topography , w i t h i n t e r m e d i a t e s w i t c h i n g nodes and 

dynamic r o u t i n g . In p r a c t i c e , however , i t is much more usual to adopt a simpler and more 

systematic structure; the choice is of three kinds as shown in F ig . 39. 

(a) 

•O O O O O — 

(b) 

-n—Q 

(c) 

Fig. 39 Di f ferent L A N topographies: a) Star b) Bus c) Ring 

By far the most usual is the star topography w i t h a d e f i n i t e c e n t r a l and master node. 

T h i s is w h a t is c o m m o n l y used t o c o u p l e t e r m i n a l s to a large c e n t r a l compu te r in a 

multi-access environment. I t is also the best way to couple a wide range of d i f f e r e n t dev ices , 

p a r t i c u l a r l y when some of them may require very high data rates. This is precisely what was 

done in the Daresbury network a l ready in 1970. A drawback of star con f i gu ra t i ons is t h a t 

i n t e r - t e r m i n a l t r a f f i c needs to be routed through the central node, and that the re l iabi l i ty of 

the whole system depends upon that of th is cen t ra l node. On the o ther hand, p rov ided the 

central system can handle the t ra f f i c , there is no path contention problem or routing problem. 

> 
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A simpler structure is the Bus or Highway topography, in which messages (or packets) are 
simply passed on from one node to the next unti l the required destination is reached. Of 
course, for this to be possible, there needs to be address information in each data block. But 
at least, there is no necessity in principle for any 'master' node. 

An extension of the bus structure is the loop or ring. The ring does however possess one 
important property that the other topographies do not have, namely that any sender can 
receive back, after a certain delay, a copy of the message transmitted, with or without 
additional acknowledgement informat ion. This 'echoing' property is akin to that of packet 
satel l i te networks with broadcast capability, but with the added advantage of a very short time 
delay. 

There is no difference in principle as to whether a bus or ring structure is passive or 
active, but there are most important practical differences. In buses i t is usual to ' tap' off 
messages in a passive way by so-called T-coupling. But in some rings the messages are 
received by successive nodes which may actually remove, modify or insert messages (or 
packets) before onward transmission. An additional point to mention is that ring structures are 
invariably uni-directional while bus systems are bi-directional. 

7.5.2 Control Strategies for LAN Structures 

As has been pointed out the star LAN systems have a rather simple control structure. 
On the other hand, with both bus and ring systems, there is not only the question of where 
this control is to be exercised, but also the most important issue of contention for LAN 
access. Because of this, a number of strategies have been developed for dealing with the 
problem, most of which adopt a distributed control mechanism. 

The simplest control mechanism is i l lustrated by the approach adopted for Ethernet. 
Here, in a simple bus with passive T-coupling, each station continuously monitors the bus cable. 
I f there is no carrier signal, then the station can transmit and, in this way, avoid the majority 
of contentions. If however a carrier signal is sensed, transmission is deferred unt i l the carrier 
vanishes. In the few instances where two (or more) stations begin to transmit precisely in 
phase, a collision is said to occur, which each station can recognize because there w i l l be a 
difference between the transmitted messages and what each station receives at the same time, 
as a result of continuous monitoring. Re-transmission can then take place in accordance with 
a pre-determined delay distribution algorithm. This is of course very similar to the ALOHA 
technique, but free from the di f f icul t ies of the long delays cha rac te r i s t i c of s a t e l l i t e 
transmission. 

In ring systems the contention and control systems are usually more complex. One 
technique is to use "tokens" which permit transmission. On receipt of such a token, any 
station can transmit a block and then, after completion of transmission pass on the control 
token to succeeding stations. Another strategy is to have f ixed slots for data blocks 
continuously c i rculat ing. Any station can then f i l l any empty slot but must pass on full ones. 
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This technique was proposed in 1970 at Bell Laboratories and has since been adopted in the 
Cambridge Ring. 

Yet another strategy for ring systems is "register insertion", where a shift register at 
each station can be inserted serially into the sequence of ring data transmission depending upon 
whether or not that station has something to transmit. Clearly, since the shift register is 
actively in the ring circuit, all messages arriving at a station are held up until that station has 
completed its own transmission, thereby eliminating contention altogether. But the technique is 
a complicated one, and results in variable propagation delay around the r ing in a very 
traffic-dependent way. 

A l l the various LAN systems mentioned, as well as the associated control strategies have 
advantages and disadvantages. One part icularly dangerous situation is in ring systems with 
dynamic re-transmission, since fai lure of one station wi l l wreck the operation of the whole 
system. Nevertheless, considerable useful experience is being gained, and i t is clear that LAN 
systems have very much come to stay. Already one firm NSC has produced and installed a 50 
Mbit/s bus system, which is commercially available for intercoupling both large and small 
computer systems. The NSC system (called Hyperchannel) is interesting not only in that i t is 
commercially available, but that software is also available for coupling a fa i r ly broad range of 
host systems. 

7.6 Gateways and Inter-working 

The need for coupling computers and terminals is growing very fast, and there is no 
restriction on the location of the devices nor the traffic. At the same t ime, i t is quite clear 
that there cannot be only one giant network to serve all the required functions, even at the 
level of a single national organization, far less anything bigger or more extensive. And we 
have seen that there are three broad categories of network; public or common-carrier, local 
area and single-manufacturer computer bus systems. All of these categories have their place 
and yet none of them solve all the problems of computer communications. 

The answer to the problem which is arising more and more frequently is to inter-work, 
namely to inter-couple networks of different types. This is done, as has been mentioned, by 
the technique of a gateway - that is to say a common host on two adjacent networks. 

In network interconnection there are no standards as yet, not even any agreed practices. 
There is only the experience of a number of important experiments, together w i t h the 
identification of several problem areas. These problems are the following: 

i) Network-network interface 
ii) Host and terminal addressing 
iii) Routing 
iv) Flow control 
v) End-to-end services 
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The inter-network interface problem is a very complex issue. In general it is not a 
question of hardware, but rather a problem of protocol and associated software. The problem 
is simply that although i t is good practice to have a layered structure in networks, as in Fig. 
38, there is no guarantee whatsoever that adjacent networks wi l l have even the same layer 
s t r u c t u r e , let alone a common iden t i ca l layer somewhere in that structure. Even in 
packet-packet network interfaces, this is the fundamental problem. Even the packet sizes in 
adjacent packet networks may, after all, differ. 

One solution that appears to be emerging in packet inter-working is to use the datagram 
as the basic unit to be exchanged in a gateway. This is a relatively straightforward procedure, 
but still can give serious problems if the receiving network is congested. Another approach in 
X25 type networks is to make a vir tual call in both networks, so that the total end-to-end 
channel is defined. But the means of establishing the route is d i f f i cu l t and depends upon the 
gateway having all the necessary addressing information for both networks. 

The problem of addressing is d i f f icu l t to solve because it is not practical for all the 
nodes in adjacent networks to have all the necessary information about both networks. Instead 
the trend is to adopt a hierarchical approach with normal local addressing but additional 
address fields for external references. But even here there is the problem of up-dating 
information in one network about logical to physical address correspondences in the other 
network whenever there is some change. 

In a similar way adaptive routing is difficult enough to achieve within a single network, 
but the problem spread over two networks, each with its own changing traffic patterns, is very 
difficult to solve. 

Flow control and end-to-end services are almost impossible to achieve except under the 
most specific conditions. 

Despite the gloomy picture just painted a number of very important developments have 
taken place in inter-network communication. For example ARPANET has been coupled to an 
associated packet radio and satel l i te network SATNET, by means of a datagram service. In 
this system there is even a total end-to-end protocol. In a similar way EIN and CYCLADES 
networks have been coupled by datagram services. At XEROX PARC an inter-network 
architecture has been devised, also based on a datagram service, to inter-couple several 
networks including ETHERNET and ARPANET. 

Even when the adjacent networks are not packet based, it is possible to inter-work. For 
example, already in 1975 at Daresbury the extensive high-speed local area star network and the 
star RJE network using leased common-carrier lines were not only inter-coupled, but the 
circuit-switching HASP protocol was mapped into a packet format by means of a gateway 
sys tem. This so-called packet-HASP system is st i l l ful ly operational in a multi-access, 
multi-host environment. 



- 77 -

8. CONCLUSION 

In the preceding sections we have tr ied to describe the status of most of the principal 
components of computers, computer systems and inter-coupling networks. At the same t ime, 
an attempt has been made to identify the main trends in all these various components. 

I t can be seen that the pace of current developments in technology and in system 
organization is proceeding at an unprecedented rate, and it is difficult to see exactly where 
the main advances wi l l be. It has been fashionable in recent years, based on this rapid 
evolution, to predict that hardware will soon be so cheap and powerful that i t will be possible 
for individual users to have all their computational needs satisfied by their own "personal" 
computers, or that a given experimental problem can be solved just by building an appropriate 
special processing system based on micro-circuits. I do not think that this wi l l happen for a 
long time yet! 

The impact of modern technology, particularly VLSI circuits, will result in just as great 
improvements in large computer systems and in networks as for small or micro-computers. 
There wi l l be much more emphasis on distributed systems and sharing of resources than on 
dedicated systems. And the investment in expensive peripheral units, software, and the need 
for centralized data bases wi l l emphasize this trend. One can only recall the excellent 
quotation of John Donne (written incidentally before 1600) "... no man is an Island, entire of it 
self". 
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SURVEY OF METHODS OF NUMERICAL APPROXIMATION 
R. F. Churchhouse 
University College, Cardiff. 
.INTRODUCTION 

The problem of fitting a curve, or series of curves, to data occurs 
frequently in all branches of the physical, biological and social sciences. 
The data may have been obtained experimentally or may be given by the values 
taken by a complicated function at specified points. If the data have been 
obtained experimentally they may be subject to experimental errors and this 
may have to be taken into account in our choice of curve; if the data have 
been obtained from the values of a known but complicated function our 
objective may be to find a simpler function of some particular type which 
fits the data to within some specified accuracy over a finite range. 

No matter how the data have been obtained the problem of fitting a 
curve in two dimensions can be stated thus: Given the values of a function 
at a set of points, S, in a finite one-dimensional interval <a,b> to find a 
function of a single variable which, in some sense, provides a 'good' 
approximation to the given function at the points of S. 

This statement of the problem raises several important questions: 
(Ql) Is the set of points S continuous or discrete? If discrete does 

the set contain an infinite number of points, or only a finite 
number? Are the points equally spaced? 

(Q2) Are there any restrictions placed on the form of the approximating 
function? In particular: 
(i) must it be continuous? 
(ii) must it be differentiable up to some order > 1? 
(iii) must it be in the form of a polynomial and if so is there a 

limit to its degree? 
(iv) can a rational function be used? 
(v) can the interval <a,b> be divided into sub-intervals 

<a.,a.+> with a different approximation function being used 
over each sub-interval? If this is allowed must there be 
continuity and differentiability of these functions at the 
end-points of the sub-intervals (a.)? 

(Q3) What is meant by a "good" approximation? In some way we must be 
able to decide whether one approximation is "better" than another 
and this implies that we must have some measure of the closeness 
of fit of the approximating curve to the data. There is no 
unique measure appropriate to all circumstances, so we must decide 
in each case which measure to use. 

Depending on the answers to these questions different approximation 
functions will be found, but in general, in two dimensions, satisfactory 
solutions can usually be obtained. When however we consider the same types 
of problems in three dimensions we frequently encounter difficulties so 
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formidable that there is, as yet, no technique for solving them and we must 
therefore confine ourselves to a sub-class of problems which can be solved. 

We begin by considering the two-dimensional problem; this is important 
in itself and also provides the basis for extension to three (or more) 
dimensions. 

2.TWO-DIMENSIONAL APPROXIMATION 
2.1. Exact polynomial fit to given data. 

If we are given a set of (n+1) points P. (x.,y.) i=0,l,...n where 
x <x,<x, ...<x we can find a unique polynomial p(x) of degree at most n 
such that p(x.) = y.. It follows that the graph of this polynomial 
y = p(x) passes through all the points P.. 

The simplest proof of the existence of p(x) is obtained by writing down 
an explicit expression for p(x) and verifying that it has the desired 
properties. 

Consider the product 

IlkW-
( x - x ^ 

(x, - x . ) 

i=0 
i+k 

I t i s c l e a r t h a t 

IU 
y= 0 if i+k 

ik < 

= 1 if i=k 
and that J_ l].(x) is a polynomial of degree n (exactly) 

We now put 

PCX) = 
n s _^ Y, l ykIT kM 
k=0 

and putting x=x. we see, from (2.2), that 

(2.1) 

(2.2) 

(2.3) 

PfXj) ik 
k=0 k=0 

(2.4) 

and since p(x) is the sum of (n+1) polynomials each of degree n, p(x) is 
itself a polynomial of degree at most n. We have thus proved that at least 
one polynomial having the desired properties exists and it only remains to 
prove that it is unique. Suppose however that there were two such 
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polynomials p-,(x) and P 2( x) then p,(x)-p2(x) would be a polynomial of 
degree ̂  n which is zero at the (n+1) points x„,x,,...x , which is impossible 
unless p,(x)Ep (x). 

The numbers x. are often referred to as the "knots" and the unique 
polynomial p(x) as defined by (2.3) is known as the Lagrange Polynomial. 
The polynomials j]v(x), as defined by (2.1), provide a set of basis 
functions for p(x) since, by (2.3) p(x) can be expressed as a linear 
combination o f the Ilk ( x )-

The problem considered in this section can be solved by other methods 
such as the direct method or Newton's method. In the direct method we 
write 

n 
p(x) = £ a rx r (2.5) 

r=0 
and by imposing the (n+1) conditions p(x.) = y., (i=0,l,.,n) so obtain a 
system of linear equations 

n 
~~ a r x i T = yi i = 0 « 1 » • » n (2-6) I 
r=0 

for the (n+1) unknown coefficients (a }. This method is not recommended in 
practice since finding the {a } from (2.6) may be computationally unpleasant 
if n is even moderately large. 

Newton's method, based upon the use of divided differences is quite 
convenient when working by hand; a description can be found in most 
elementary texts on numerical analysis. 

The basis functions for the direct method are 
(1, x, x 2, .., x n) (2.7) 

and for Newton's Method they are 
(1, (x-x Q), (x-x0)Cx-x1), ) (2.8) 

Since the polynomial, p(x), is unique the polynomials produced by these 
three methods must be the same though, because of the use of different bases, 
this will not be obvious at a glance. 
Example Fit a cubic to the data points (1,1), (2,4), (3,2), (4,3). 

(Solution: p(x) = 1_ (8x3-63x2 + 151x-90)) 
6 

2.1.1. Error estimate for the Lagrange Polynomial 
If the y- values in the data are in fact given by a sufficiently 

differentiable function y = f(x), so that y.=f(x.), p(x) is said to 
interpolate f(x) at the knots x. and it can be proved that the error at 
any point x satisfies 

f(x) - p(x) = f ( n + 1 )(cQ J] ( x " x k } ( 2 5 ) 

(n + 1).' k=0 
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for some oin <x„,x > (See e.g. [l], pages 110-111). 

For some functions f(x) the expression on the r.h.s. of (2.9) quickly 
becomes unacceptably large as n increases, for values of x away from the 
knots. In such cases interpolation by a high-degree polynomial is 

2 -1 pointless. A classic example, f(x)=(l+5x ) , was given by Runge in 
1901^ [2] . 

2.2. Least-squares fitting of polynomials to given data 
The use of polynomials of high degree to fit given data exactly rarely 

produces satisfactory results. Slight changes in the data can lead to 
significant changes in the coefficients of the polynomial (i.e. the problem 
may be ill-conditioned) and the polynomial may also exhibit spurious maxima 
and minima between the knots. If the data has been obtained experimentally 
there may be very many data points available, each subject to experimental 
error (at least in y, and possibly in x ) . In such circumstances fitting of 
a relatively low degree polynomial to 'smoothed' data may be much more 
worthwhile than fitting a high degree polynomial exactly; this is 
particularly true if we wish to estimate the value of a derivative (a 
dubious procedure which should be avoided if possible but which we illustrate 
below). 

The method of least-squares provides a simple technique for fitting a 
polynomial of degree m to n data points (where n 5. m + 2). Let the data 
points be p.(x.,y.) (i=l,..,n) and let 

f(x) = a„+a,x+...+a x m (2.10) 
^ ' 0 1 m K ' be the polynomial then we must choose a„,a,,...a so that 1 ' 0' 1 ' m 

S = £ (f( X i) - y ± ) 2 (2.11) 
i = l 

is a minimum, i.e. so that 
n 

s = £ ^ 0

+ a i x i + a 2 x i + - - - a

m

x i m - y i 3 2 

i = l 
is a minimum. The (m+1) necessary conditions are 

n 
8S = 2 J ( a 0 + a 1 x i + a 2 x i . . . 2

+ a m x i
m - y . ) x^ = 0 

da, . T 
k i = l 

(k = 0,1,...,m) 

We thus obtain a set of (m+1) linear equations in the (m+1) unknowns 
a n,a..a 1,...a viz 0' 1' 2' m 

n 
a 

11 1 L 1 1 1 1 1 1 

Y k Y k + l Y k+2 x Y k + m Y k 

Lx. + a, Z-J x. + a,Z-i x. + . . . a £_> x. = <—• x . y . 
• 1 1 l-_i 1 2. , 1 m . , i . , 1 7 i 

°i = l ± xi = l x "i = l x "'i = l x i = l 
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(k = 0,1,2...,m) 
n k n k If we write S, = Y x i ' ^k = / xi yi t* l e ecluations can be written 
i=l i=l 

in the form: 

Sa + si ai + S 0a. + ... + S a = V_ 0 0 1 1 2 2 m m 0 

S,a„ + S^a1 + S_a_ + ... + S ± 1 a = V, ,_ ,,, 
1 0 2 1 3 2 m+1 m 1 (2.12) 

S a_ + S ,iai + S ±.a,t ... + S. a = V m 0 m+1 1 m+2 2 2m m m 

These equations (2.12) are called the normal equations. 

It can be proved ([3], p. 336) that these equations have a unique 
solution which provides a least-squares minimum. 

In practice it is found that unless m is of fairly modest size the 
system (2.12) is likely to be highly ill-conditioned and unless a very large 
number of decimal places are retained throughout the calculation the 
coefficients will not be very accurately determined. This difficulty can 
however be overcome, to some extent, by the use of orthogonal polynomials 
(Section 4). 

The theoretical justification for the use of least squares is that if 
the data values are obtained experimentally and are subject to errors which 
are independent and normally distributed the probability density function 
for the errors e. takes the form 

l 

exp 
/(2TT) a 

" ei i = 1, . . ,n 

n 2 
2a ^ 

V e' and by minimi zing ) i we maximise the product of their probabilities. 
i = l 

A least-squares parabola is often used to fit a "smoothed" curve to 
five data points and the parabola is then sometimes used to estimate the 
value of a derivative at the middle of the five points. If the five data 
knots are equally spaced the estimate for the derivative takes a particularly 
simple form, for if the points are P, (x, ,y, ) (k = -2,-1,0,1,2)where 
x. ,-x.=h then it can be shown that the least-squares parabola leads to the 
1+1 1 n r 

estimate 
X 1Cx n) # — (-2y ?-y 1+y1+2y.) (2.13) 

u 1 Q h z i i z 
Example Estimate a value for f'(12) from the following data 
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x : 

f(x) = 
10 

3.162 
11 

3.317 
12 

3.464 
13 

3.606 
14 

3.742 

From (2.13), with h=l we find f'(12) = 0.145. 

In fact f(x) = YH, so f* (12) = 0.144 

2.3 Least-squares approximation over an interval 

If we have a function f(x) defined over an interval <a,b> we can find 
the best m-th degree polynomial approximation p (x) to f(x) in the least 
squares sense by minimising 

-b 
S = (f(x) - p m(x)) 2dx (2.14) 

as a function of the coefficients of p (x). The comments about the ill-
r m 

conditioned matrix likely to be encountered in section (2.2) apply in this 
case also. 
Example If a=0 and b=l in (2.14) show that the matrix for the 

coefficients of p(x) is the (m+l)-rowed principal minor of the 
Hilbert Matrix viz 

H m+1 1 

1/2 

1/m+l 

1/2 1/3 1/m+l 

1/3 l/m+2 

l/m+2 l/2m+l 

3. Vector norms 
In order to decide which of two or more approximations to a given 

function, or to givendata, is the "best" we need some measure of error. 
In the case of Least Squares approximation we used (2.11) in the case of 
discrete points and (2.14) for approximation over an interval as our 
measure; the minimum value of S in each case being associated with the 
"best" approximation. 

We could have used other measures, for example (in the discrete case) 

h - Z ( £ ( x i } " y i ; 

i = l 

or n 

Z ! £ ( x i ] - y i 

(3.1) 

(3.2) 
i=l 
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Max|f(xi)-yi (3.3) 

It is clear that S, would not be a good choice since positive and 
negative errors could cancel out so that |S,| might be very small even for a 
very bad approximation. S? and S,, on the other hand, are quite often used. 

In order to be of any practical use a measure which is to be applied to 
errors must have certain properties and these are precisely those which 
characterise a vector norm. Let x=(x.,x~...,x ) be a vector with n v 1' 2 ' n 
components (x.) and let ||x||be some measure of the 'size' of x which 
depends in some way on the components then: 

Definition ||x|| is said to be a vector norm if it has the following 
properties : 

(i) | |x| | > 0 for all x =1= 0; 
(ii) if k is any real number | | kx | | = \'. Wl; 
(iii) |x + y| 
The most frequently used norms are defined by 

Definition 
1/ •\ 

| xi (3.4) 
i = l 

and the following theorem is fundamental: 

Theorem x is a vector norm if and only if p > 1. 

Example Show that ||x||, is not a norm. 
2 

The most commonly-used vector norms correspond to p=l, 2 and °° in (3.4). 
Thus 

(3.5) 

i = l 
and 

i = l 
(3.6) 

- so that ||x| L is, essentially, the least-squares norm. 

The interpretation of ||x||OT is not quite so obvious but a little 
thought is enough to show that a reasonable interpretation is 

Max |x-| i x 
(3.7) 
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These norms are referred to by a variety of names in the literature; 
commonly as L ,L and L« but ||x]U is also known as : the maximum norm, 
the Chebyshev norm, the infinity norm and the uniform norm. As noted above, 
L ? is associated with Least Squares approximation and U , as we shall see in 
Section 4,2, is associated with Chebyshev approximation; L 1 is not an easy 
norm to use except in rather special cases. 
Example Find the best approximations by a constant to x over <0,1> (k>0) 
in the L ], L and L» senses and verify that they are equal if and only if 
k=l. 
(Solution: L]_, C=2~ k; Lz> C=(k + 1)~ 1: Loo, C=i.) 

4. Orthogonal Functions 
An important role is played in approximation theory by orthogonal 

functions : 
Definition A system of real functions <t>Q(x) ,<pl (x) , . . . defined in an 
interval <a,b> is said to be orthogonal in this interval if 

. b 0 (mfn) 
d> (x)d> fxldx = 
Ym k ; T n l ' (m=n) 

I f V = x i = ••• 
is also used. 

= 1, the system is said to be normal; the word orthonormal 

More generally, we find that we require functions which are orthogonal 
with respect of a weight function: 
Definition A system of real functions 4>n(x) , <K (x) , . . defined in an 
interval <a,b> is said to be orthogonal with respect to a weight function 
w(x) in this interval if 

1>m(x)<f>n(x)w(x)dx 
0 (m=n) 

A (m=n) n J 

The best known example of an orthogonal system is the trigonometrical 
system 

1, cos x, sin x, cos 2x, sin 2x, .. 
o v e r t h e i n t e r v a l <-ir,ir> w i t h v a l u e s A„ = 2ir,X = T r ( r > l ) . 

' 0 ' r 
4. 1 The Legendre Polynomials 

The system 
, 2 3 1,x,x ,x 

is not orthogonal over any interval 
a system of polynomials 

It is however possible to construct 
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P0(x) ,p1(x),p2(x) ,P n(x), . . . 
where p (x) is of degree n, which are orthogonal over *1,1> and from these 
a system of polynomials orthogonal over any given finite interval <a,b> 
can be constructed. 

The system p (x) can be constructed one at a time beginning at p (x), 
which we may take to be 1; then setting p 1 (x)=a,1x+a1_ and requiring the 
orthogonality conditions (4.1) to hold with m=l,n=0 and m=l,n=l we obtain 
p,(x)=x, and so on. The only properties we require are given by the 
following theorem, which is classical: 
Theorem If P (x)=l, Pn(x)=x and for n>.l o 1 

(n + l)P ^(x) = (2n + l)xP (x)-nP , (x) *• J n+1 J ^ ' ny J n-1 
then the system P (x) is orthogonal over <-l,l> and X 1 n v ' 6 ' n 

2n+l. 
The n-th degree polynomial P (x) is called the Legendre Polynomial 

or order n. The Legendre polynomials have many interesting properties but 
for our purposes what matters is that they form a satisfactory basis for 
solving the least squares problem, as we now see. 

Suppose that we have a function f(x) and that we wish to find the best 
n-th degree polynomial approximation to f(x) in the L? sense over <*4,+l>. 
(The restriction to the interval <-l,+l> is convenient at this stage; the 
case of an interval <a,b> is dealt with in 4.2.) 

Let our approximating polynomial p(x) be expressed in terms of 
Legendre Polynomials 

PCX)- £ a kP k(x) (4.1) 
k=0 

Our objective then is to minimise 

+ 1 
0 

-1 

(f(x)-p(x))"dx (4.2) 

as a function of the coefficients a,, we therefore require 

(k=0,l,..,n) 
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i.e. + 1 

P k(x) f(x)- z 
r=0 

and by the Theorem above this reduces to 

a P (x) 
r r k ' 

dx = 0,(k=0,l,..,n) 

(4.3) 

+ 1 

2k+l f(x)Pk(x)dx (4.4) 

Thus (4.4) provides explicit values for the coefficients in (4.1) and so 

avoids the introduction of the inverse of a Hilbert-type matrix. By using 

orthogonal functions the matrix of the coefficients, corresponding to the 

normal equations (2.12), becomes a diagnonal matrix and the problem of 

inversion is made trivial. 

Example Find the 4th degree least-squares approximation to 

|x| over <-l,+l> using Legendre Polynomials. 

[p 0(x)=l, p 2(x)=K3x
2-l), p 4 = H35x

4-30x 2

 + 3)J 

[solution: ip Q (x) +lp 2 (x) - T

2éP 4 (x) = -i-(15+210x 2-105x 4) .] 

4.2 The L M problem and the Chebyshev Polynomials 

Let 

We begin by considering the following problem: suppose p (x) = x +a _-, 

,+a..x+a., is a polynomial of degree n with leading coefficient 1. 

a = Sup P„Cx)l (4.5) 

-l4 x̂  1 

for what polynomial p (x) is a as small as possible? 

The solution to this problem turns out to be a polynomial which can be 

defined very easily, viz: the appropriate polynomial is T (x) where 

,n-l 

T (x) = cos(n arcos x) 
n v ' K 

for a proof of which see [_4_|. 
(4.6) 

The polynomial T (x) is the Chebyshev Polynomial of order n. These 

polynomials, like the Legendre Polynomials, have many interesting properties 

(see [4]), but the main properties, so far as we are concerned, are given by: 

Theorem In the interval -1 .£ x< 1 T (x) satisfies 



(i) 

(ii) 

(iii) 

(iv) 

(v) 

•1 < T n(x) « I; 

|Tn(x)| 

X = COS 

m 

= 1 at (n+1) points x ,x 1, ,x where n 

rim 

n J 

IT (x ) I = (-1) I n nr I ^ ' 

Of all polynomials of the n-th degree with leading coefficient 

1 the one with minimum maximum absolute value in <-l,+l> is 

T (x) ; _n___' 

2n-l 

the Chebyshev polynomials are orthogonal over <-l,+l> 
2 -1 

with respect to the weight function (1-x ) 2j specifically: 

f + 1 0 mfn 

T (x)T (x) , , 
m v ' n v ' dx = jiT m=n = 0 

1 
vl-x 

(vi) for n > 1: T xl(x)=2xT (x)-T , (x) . 
n+1^ ' n v ' n-l k ' 

=n40 

Before proceeding further we shall dispose of the problem of dealing 

with functions over a finite interval < a ,b> rather than<-l,l>. Suppose we 

wish to solve an approximation problem over 

Put 

I: a^x^b 

u = (a+b-2x) 
a-b 

(4.7) 

(4.8) 

then as x ranges over I u ranges over <-\,+\>. Thus a problem over any 

finite interval <a,b> can be transformed to a problem over <-l,+l> and, 

when solved, transformed back again. The most important special case is the 

interval <0,1> when (4.8) becomes 

u = 2x-l (4.9) 

and this is sufficiently common for it to be worthwhile defining the 

modified Chebyshev polynomial over <0,1> viz 

T (x) = T (u)=T (2x-l) 
n ^ ' n ' n^ ' 

(4.10) 

The main interest of the Chebyshev Polynomials, so far as approximation 

theory is concerned, lies in the fact that they can be used to find 

approximations to continuous functions which are close to best possible in 

the L œ (or minimax) sense. Let f(x) be continuous over <-l,l>; expand 

f(x) in terms of the Chebyshev polynomials 
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f(x) a k T k(x) 

k=0 

(4.11) 

then 

+ 1 

TT J 
-1 

f(x)Tk(x)dx 

1-x 
(the ' on L, denotes that a„ is to be halved). 

If we truncate the series (4.11) after (n+1) terms we have 

(4.12) 

£(x) k C n(x) = I a kT k(x) 

k=0 

the question is : what can we say about 

(4.13) 

f(x) - C (x) | | ? (4.14) 

By the Chebyshev Equioscillation Theorem (see Q>], Chapter 7) we know 

that there exists a unique polynomial q (x), say, of degree < n such that 

Max |f(x) - q n(x) = m(f,n) (4.15) 
ii 

-1,<X,<1 

and where equality holds at at least (n+2) points in (-1,+1) and that 

m(f,n) = Min Max |f(x)-p(x)| 

P (x) 

where p (x) ranges over all n-th degree polynomials. 

(4.16) 

In general C (x)<f q (x) but it is closely related to it; for it can be 

proved ([4], p. 134) that 

m(f,n) *||f(x)-C n(x)I \ œ 4 
(\ + _4_ 

TT2 Inn |m(f ,n) (4.17) 

Since it is also known ([ô], p. 57) that if f(x) is k times differentiable 

then 

m(f,n) ^ c .(k) 
(4.18) 

the presence of the factor in n in (4.17) is not very significant in most 

cases and we conclude that truncated Chebyshev Series provide near optimal 

L̂ , approximations. 

Example When f(x) = e the truncated Chebyshev cubic is: 

C 3(x) = 0.994571 + 0.997308x + 0.542991x2+0.177347x: 
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and, over <-l,l> : 

e x-C 3(x)|| o o = 0.00607 

By comparison the optimal (minimax) cubic is 

q3(x) = 0.994579+0.995668x+0.542973x
2+0.179S33x3 

and, over <-l,l> : 

||eX-q3(x)|1^ = 0.00553. 

x 1 ̂  

Had we used the Taylor Series for e truncated after the terra ̂ x we would 

have found that the maximum error over <-l,l> was 0.0516 - nearly 10 times 

greater than the minimax cubic achieves. 

The evaluation of the Chebyshev coefficients a, from (4.12) or from 

the equivalent integral 

f 
a R = - I cos(k6)f(cos6)d6 (4.19) 

0 

will usually have to be done numerically but it may be possible to make use 

of the fact that x (m=0,l,2,..) can be expressed as a linear combination of 

T (x), T ,(x)... . Thus, since Tn(x)=l, T,(x) = x, T~(x) = 2x
2-l, m m-z 0 1 2 ' 

T3(x)=4x
3-3x, T4(x) = 8x

4-8x2+l we deduce that 

x 4 = 1 T,(x)+x2-l 
T 4' Ï 

but 

and so 

= - '2 I.AJ ' 2 a , J " *• ~ *Q> x' = 1 T,(x)+1 and 1 = Tn(x) 

x 4 = 1 T4(x)+iT2(x)+lT0(x) (4.20) 

If a power series expansion for f(x) is known (e.g. the Taylor Series) 

expressions such as (4.20) can be substituted for the powers of x and the 

value of a, obtained to appropriate accuracy. The same technique can also 

be used to achieve what is commonly called "economisation", which we 

illustrate with an example 

Example (i) Estimate the maximum truncation error if e is approximated by 

the terms up to and including x in its Taylor Series over <-l,l>; 

4 
(ii) Use terms up to and including x , economise to a cubic and 

estimate the maximum truncation error of this new cubic. 
OO °3 

Solution (i) |e -l-x-lx-lx3\ = \ x_ < \ 1_ over <-l,l> 

n=4 n=4 

and this sum is approximately 0.0516. 
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(ii) x2 = J _ (T 4(x)+4T 2(x)+3T 0(x)), from (4.20) 
24 192 

Hence l+x+x^+xf+xl = l+x+x^+xf+ 3 T Q(x)+ 4 T 2(x)+T 4(x) 
2 6 24 2 6 192 192 192 (4.21) 

The terms T n ( x ) , T,(x) are polynomials of degrees <3 whereas T.(x) involves 
4 u ' 4 

x ; we therefore ignore the term in T.(x), i.e. we write 
e x * l+x+x 2+x 3+ 3 T n(x)+ 4 T,(x) 2 ~5~ T9T 192 

and on putting T 0(x)=l, T 2(x)=2x -1 (4.22) becomes 

eXi= 191+x+13x 2+x* 
192 24 

Now e -P 3(x) 

T A 

6 
= P 3 ( x 

oo 

) (say) 

T 4(x) 

192 n = 5 n : 

< 
1 

192 
.015 

n=5 

(4.22) 

(4.23) 

- and we see that the "economised" cubic has cut the truncation error by a 
factor of more than 3. 

The error could now be reduced still further by introducing the term 
x 5 
— , replacing it by a combination of T_(x), T,(x) and T 1(x) and then 

ow ignoring T,-(x); it would then be found that the truncation error would n 
be at most 0.0074 and the new cubic would be very close to q,(x) given above. 

4.3. Chebyshev Interpolation 

In 2.1.1. it was stated (equation (2.9)) that if P(x) interpolates f(x) 
e (n+1) 

is given by 
at the (n + 1) knots x„<x.,<..<x then the error at any point x in <x„,x 

v ' O l n ' v O n 

f(x) - P(x) = f ( + 1 )(a) Y[ (x-xk) 

(n + 1).' k=0 
for some a in <x,,,x >. If the knots x„, xn,...x may be chosen as we wish 0' n 0' 1 n 
what values should we give them in order to minimise the maximum error? 

If, for simplicity, we suppose that -l^xn< ...<x <1 then it follows from 
the Theorem in 4.2 that we should choose x , x ,..,x to be the (n+1) zeros 
of the equation T ,(x)=0 i.e. take n n + 1 

2k+l x, = C k os r 2 k + 1 ] ir 
^ 2n+2 J 

(k=0,l,...,n) (4.24) 

and we will then have 
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f(x)-P(x) 

-i«x«a 
f n + V ) 
(n + l).'2n (4.25) 

- which is likely to be a considerable improvement on the bound obtainable 

if the points x. are chosen in some other way (e.g. equi-spaced). 

5. Rational approximation 

Approximation to a given function, f(x), over an interval by means of 

rational functions 

n , / m 

£ a v x
k / Y bvx~ (5.1) n'nr J 

P(x) 

Q(x) k=0 k=0 

is nowhere near so thoroughly covered in the literature as approximation by 

polynomials. Space will not permit us more than a brief discussion here, 

for more information see ( [ô] , Part II). 

The two most important problems are: 

(1) to determine, if possible, polynomials P(x), Q(x) of degrees n and m 

respectively such that 

f(x) P(x) 

Q(x) 
0(x k) (5.2) 

for as large a value of k as possible; 

(2) to determine P(x), Q(x) as defined in (1) but such that over some 

specified interval I 

I|f(x) - P(x)/Q(x)| 

is minimised. 

Max | f(x) - P(x)/Q(x) (5.3) 

It is possible that no solution exists to the first problem; the 

second is always solvable provided f(x) is continuous over I. 

We attempt to solve the first problem by taking some power series, or 

sufficiently high degree polynomial approximation to f(x), e.g. the Taylor 

Series (if it exists) say 

f(x) C k x 

k=0 

and consider the equation 

Q(x)F(x) - P(x) = 0 

(5.4) 

(5.5) 

There are (n+1) unknown coefficients in P(x) and (m+1) in Q(x) but the 

combined total is effectively reduced to (m+n+1) because multiplication of 

both P(x) and Q(x) by the same constant does not affect the approximation. 
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By equating coefficients of powers of x (5.5) yields a system of linear 
equations for the coefficients of P(x) and Q(x); we would expect to be able 
to satisfy (5.5) for all powers of x up to and including x so that the 
value of k in (5.2) will be (m+n+1). Occasionally however P(x) and Q(x) 
turn out to have a common factor in which case no solution of type R (x) 

' v n,mv -" 
exists. 

A rational function R (x) found in this way is called the (n,m)-Padé' 
approximation. 

. x 2 4 
Example. The (2,1)-Pade approximation to e is 6+4x+x ; the error is 0(x ). 

6-2x 
The second problem is related to the problem of Chebyshev approximation 

and would take too long to discuss. For a good recent paper on the subject 
see [7]. 

6. Splines and Hermite Approximation 
One of the problems which frequently arises when we try to approximate 

to given data by means of a polynomial of high degree is that the polynomial 
may well turn out to possess spurious maxima and minima, rendering it useless 
for interpolation. 

In some cases data has been obtained from sources the nature of which 
indicate that fitting of a high degree polynomial cannot be justified; for 
example the cartographic problem of approximating to a coastline. There is 
therefore a need for a type of approximation over relatively short intervals 
by polynomials of low degree. 

Suppose we have some data given at a set of points x, ,..,x . Let the 
data values be f(x.); they may have been obtained experimentally or they 
may be the values of some complicated function (including the solution of a 
differential or integral equation). Instead of attempting to fit a 
polynomial of degree (n-1) to this data we now approach the problem as 
follows : 

Can we find a system of polynomials q.(x) so that q-(x) interpolates 
the data at P.(x.,f(x.)) a n d at P.^, (x.^,,f(x. ,)) and such that the 

3 2 3 3 + 1 3 + 1 j+lJ J 

complete system q^(x) is continuous and differentiable to at least degree k 
over < x,,x > ? 1 n 

Thus the problem we are considering is that of piecewise fitting of 
polynomials subject to interpolatory and smoothness constraints. 

6.1. Splines 
The spline was introduced by Schoenberg in 194 5,̂8 J. He pointed out 
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that he was introducing the mathematical equivalent of a device (a flexible 
bar) which had been used for a long time by architects, engineers, etc. 

Definition A spline function S(x) of degree k with n knots x,<x <..<x 
has the properties 

(i) S(x) is given in the interval <x. ,x. > i=0, . . , n (where x=-°° 
and x

n +-| = + ot') by a polynomial of degree at most k. 
(ii) S(x) and all its derivatives of orders l,2,..k-l are continuous 

on (- °°, °°) . 

Note that to each interval <x.,x.,,> there is associated a particular 
1' l+l r 

polynomial which will in general be different from the polynomial 
associated with any other interval. 

The most popular choice for k is k=3, in which case we are dealing with 
a set of locally defined cubics which possess global continuity, and 
globally continuous first and second derivatives. Such a set is called 
a cubic spline. 

In view of the popularity of the cubic spline we shall examine this 
case in some detail and obtain explicit forms of the equations for 
determining the coefficients of the cubics. In the more general case of a 
spline of degree k the solution, as given in most books, is in terms of 
basis functions but in my experience students find this less illuminating 
than the direct approach in the case k=3, which we now give. 

Suppose that we are given a set of points x,< x < ..<x , not 
necessarily equally spaced, and a set of values f(x,), f(x?),..f(x ) at 
these points. Take a particular interval <x. x. >and fit a cubic over ^ r l, l+l 
the interval which satisfies the definition of a cubic spline. Since the 
cubic may differ from one interval to another let the cubic be 

2 3 F^U) = a Q+a 1x+a 2x +a3x (x^x^x^) (6.1) 

Equation (6.1) contains 4 unknowns. There are 2 obvious conditions: 
F.(x.) = f(x-), and F.(x.,,) = f(x. , ) . The remaining 2 conditions are i v i J y iJ ' i^ î+l v i+l J 6 

obtained by choosing the coefficients so that the 1st and 2nd derivatives 
of F.(x) at x. are equal to the 1st and 2nd derivatives of F._,(x) at x., 
viz : 

F! (x.) = F! r x •) l l i-l^ i J 

F!'(x.) = F.", (x.) l v l l-l̂  iJ 

There remain special problems at x, and x but we will deal with these later. 
r c I n 

The conditions are now sufficient to determine the (n-1) cubics which 
collectively constitute the cubic spline S(x) viz 
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S(x) = F i(x) for x^x^x 

How can we solve these equations? The simplest method is to note that 
S''(x) is linear in x and is also continuous over the whole interval <x ,x>; 
it is not, however, differentiable. The graph of S"(x) is therefore 
of the type 

X 3 X^ X 5 

S''(x) can therefore be represented in <x.,x. .. > by a linear function which 
is easily seen to be 

S'-(x) = (x-x^ S " ( x i + 1 ) - ( x - x i + 1 ) S " ( X i ) 

fx. J..-X. ) (x. ... -x. ) 
"- 1 + 1 iJ K 1+1 x' 

If we now integrate twice and put, as usual, 
A X i • 

we obtain 

(6.2) 

x. , - x. 1 + 1 1 

S(x) = ( x - X i ) 3 S " ( x i + 1 ) - (x-x i + 1) 3S"(x i)+a(x-x i)+b(x-x i + 1 ) (6.3) 

6Ax. 
1 

6Ax. 
1 

Next we impose the interpolating conditions at the knots x. and x - + 1 viz: 
S{x±) = f{x±) and S ( x i + 1 ) = f ( x i + 1 ) (6.4) 

and so deduce expressions for a, b in terms of f(x.), S''(x.) etc. 

Finally we impose the smoothness condition that S'(x) is continuous at 
the knots i.e. 

F! , (x.) l-l v 1 F!(x.) 1 v iJ 
(6.5) 

and we are led eventually to the equation 
S " ( x i _ 1 ) A x i _ 1 • S " ( X i ) j 2(x i + 1 -x-.j)} + S"(x i + 1)Ax. 

6 f f ( x i + 1 ) - f ( x i ) - f(x i) - fCx^j) 

Ax. 
1 

Ax. , l-l 

(6.6) 

In the case where the x. are evenly-spaced (6.6) is simplified to 
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s"(*i-.l) + 4S"(x i } + S"(x i + 1) = ÔCffx^j) -2f( X i) + fCx.^)) 

(A( X i))
2 (6.7) 

The sets of (n-1) equations, (6.7) and (6.6) contain (n+1) unknowns 

S''(x.)j (j=0,l,..n) and in order to obtain a unique solution we must 

impose conditions on S''(xn) and S''(x ) and this is usually done by taking 

the spline in the intervals <-°°,x, > and <x ,°°> to be a straight line so t- 'In' & 

that S''(x,) = S''(x ) = 0. This corresponds, in physical terms, to 

allowing the spline to assume its natural straight shape outside the 

intervals of approximation. The special S(x) so determined is called the 

natural cubic spline. 

Given these extra two conditions the equations (6.6) or (6.7) are now 

sufficient to determine the S''(x.) and so S(x). The system of linear 

equations is of tri-diagonal form and such systems can be solved either by 

direct methods, such as Gaussian elimination or, if n is large, by indirect 

methods such as the Gauss-Seidel. Note that in the evenly-spaced case the 

coefficients of the equations, given by (6.7) are 1,4,1 so that the system 

is diagonally-dominant and the Gauss-Seidel method will converge. In the 

non-evenly-spaced case the same is still true for the coefficients are 

(x.-x. , ) , 2(x. ,-x. , ) , (x.,,-x.) 
^ l i-l'' ^ l + l l-l ' *• l + l i J 

and since 

(xi + 1-x i_ 1)= (x^-x^+fx.-x.^) 

the equations are again (easily) diagonally dominant (note that all 

expressions in brackets are >0). 

Example Fit a natural cubic spline to the data below and use it to 

estimate f(55). 

x f(x) 

25 5 

36 6 

49 7 

64 8 

81 9 

We use (6.6) to form a set of linear equations for S''(36), S''(49), S''(64) 

and we take S''(25) = S''(81) = 0. The equations are 

(0)11 + 2(24)S"(36) + 13S"(49) = ô l - - -
113 11 

13.S"(36) + 2(28)S"(49) + 15S"(64) = 6 f I _ I 
115 13 

15.S"(49) + 2(32)S''(64) + 17(0) £ 
1 

15 

Rearranging these equations in a form suitable for Gauss-Seidel 

iteration they become (with coefficients to 6 d.p.): 
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S''(36) = - 1 To.083916 + 13S"(49)~| 
T8 L J 

S''(49) = - 1 To.061538 + 13S''(36) + 15S''(64)1 
56 L J 

S''(64) = - J_ |0.047059 + 1SS''(49)1 
64 L J 

Starting at S''(36) = S''(49) = S''(64) = 0 and iterating produces the 
values 

S''(36) = - .001594, S"(49) = - .000568, S"(64) = - .000602 
The point at which we wish to interpolate, x = 55, lies in the interval 
<49,64 > so we must use the cubic appropriate to that interval, i.e. we use 
x i + 1 = 64, x A = 49, x = 55 and so obtain S(55) = S' ' (49) [" 9 3 - 15(9)"] 

, 6 Ll5 J 
+ S' ' (64) r_6_f - 15(6)"] + 7 I"?! + 8 T 6 "1 

i.e. S(55) = 0.008179 + .007585 + 7.4 = 7.415764 
So our estimate for f(55) is 7.415764 

The last two terms constitute the linear approximation, which 
therefore has the value 

7(T|) • 8 ( T | ) = 7.4 
Since the function, f(x), is in fact yx we can check on the accuracy of 

the estimate, for -̂ 55 # 7.416198, so our estimate using the cubic spline 
turns out to be correct to 3 d.p. The linear estimate is correct to only 
1 d.p. 

The result is satisfactory because we are working near the middle of a 
range of a smooth function with a small (absolute) value for its second 
derivative. Remember that we have taken S''(25) = S''(81) = 0. In fact 
f"(x) = -|x" 3 / 2 in this case so that f'(81)= -0.00034 and f'' (25) = -0.002;the 
assumptions are not too far from the truth. Had we used the same method 
to interpolate, say, y/s using a table beginning at x=0 the results would not 
have been so good since f'(x) has a singularity at x=0. The use of the 
natural cubic spline in cases where f'(x) may be large at either end of the 
interval is not to be recommended. 

A more typical example of the use of a spline is illustrated by 
Example Use a natural cubic spline based on the data below to interpolate 
values for f(2.7) and f(3.42). 

x = 2.0 2.3 2.4 2.9 3.3 3.6 3.8 
f(x) = 1.4094 2.0616 2.2619 3.1615 3.7845 4.2080 4.4728 

Solution There are 7 unknowns, S''(2.0), S''(2.3) etc. but we take S''(2J0) 
= S''(3.8) = 0 and so obtain 5 equations in 5 unknowns which we find from 
(6.6) to be, in matrix form? 
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-1.0260 1 
-1.2228 
-1.4502 
-0.8750 
-0.5260 

These equations may be solved by the Gauss-Seidel method starting from 
(0,0,0,0,0) and after 7 iterations the solutions converge (to 4 d.p.) to 

f 0 .8 0 . 1 0 0 0 ^ f S' 1 C 2 . 3. >i 

0 . 1 1 .2 0 . 5 0 0 S' ' ( 2 . 4 ) 
0 0 . 5 1 .8 0 . 4 0 S' ' ( 2 . 9 ) 
0 0 0 . 4 1 .4 0 . 3 S' • ( 3 . 3 ) 

l o 0 0 0 . 3 1.0J I S' ' ( 3 . 6 V 

S''(2.3) 
S*'(3.3) 

-1.1949, S"(2.4) 
-0.3872, S''(3.6) 

-0.7007, S' ' (2.9) 
- 0.4098 

- 0.5250, 

For interpolation at x = 2.7 we use x- = 2.4, x. , = 2.9 which gives 
l i + l 6 

S(2.7) ? 2.8199 to 4 d.p. For interpolation at x = 3.42 we use x. = 3.3, 
x i + 1 = 3.6 which gives S(3.42) * 3.9582. 

We can verify the accuracy of these results since 
f(x) = 3 logex + 1.2x* - 4.1(l+x)~* 

and so F(2.7) = 3.8201 and f(3.42) = 3.9579. In each case therefore the 
interpolated values given by the cubic spline are correct to 3 d.p. 

6.1.1. Other end-conditions for splines 
We saw earlier that the continuity conditions imposed upon the cubic 

spline left us with two values to be assigned, S''(x ) and S''(x ). The 
problem was resolved by taking both to be zero, thus giving the natural 
cubic spline. This apparently arbitrary choice may be justified in two ways 

(i) on the "flexible bar" interpretation the bar would take up a 
straight line position in <-»,x > and in <x ,oo>, so that S''(x)=0 
corresponds to the physical reality; 

(ii) by choosing S'^x-^) = s" (x ) = 0 we minimise the integral 

x 
(S''(x)) dx 

and so try to ensure that S(x) has minimal oscillatory behaviour, 
which is desirable (see [9] ) • 

There are other possibilities which are sometimes preferred when the 
underlying problem indicates that such is desirable; three of the most 
common are: 

(1) S'^x,), S''(x ) are specified; in some cases, such as the 
solution of differential equations, values of derivatives at the 
end-points may be available; 

(2) S'(x,), S'(x ) are specified; the same remarks apply as in (1) but 
this case provides a basis for a solution of the bicubic (two-
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dimensional) spline which we shall meet in (7.4); a cubic spline 
satisfying these end conditions is sometimes known as the cubic 
spline interpolate; 

(3) S(x) is periodic; in this case we set S'(x,) = S'(x ); S''(x,) = 
S"(x n). 

6.2. Hermite Approximation 
For a spline of degree k we imposed one interpolatory constraint at 

each node (S(x.) = f(x.)) and (k-1) smoothness constraints (S^fx.) is 
continuous for j=1, .. (k-1)); we did not impose values on S'(x.)> S''(x.).. 
etc. 

An alternative approach, which is particularly relevant in the context 
of differential equations, is to impose values not only on S(x.) but also on 
S'(x.) etc. This is the approach adopted in Hermite approximation. 

Definition A Hermite approximation, H(x), of degree 2k-l with n knots x, 
<x-<.. x has the properties 2 n f f 

(i) H(x) is given in the interval <x.,x. ,> i=0, . , n (where x =-<*> , 
x +1 = + °° ) by a polynomial of degree at most (2k-l) . 

(ii) H'--'-'(X) takes specified values f^fx-) for j =0,1, . . (k-1) at the 
knots x=x.. 

l 
Thus, in particular, a Hermite approximation of degree 3 consists of a 

set of piecewise cubic polynomials taking specified values and specified 
first derivatives at the knots. 

It is clear that Hermite interpolation is a superior form of piecewise 
Lagrange interpolation but that Hermite interpolation is only likely to 
produce very good results when very good estimates are available for the 
values f^-^(x.) - which is the case when f(x) satisfies a differential 
equation. 

Explicit expressions for H(x) can be found either directly (for small 
values of k), as we did for the cubic spline, or by means of basis functions. 
For the details see, e.g. [lu], p. 70-73. 

For both cubic splines and Hermite cubic approximations if h = 
Max| x.+,-x.| the errors |f(x) - S(x)| and |f(x) - H(x)| are both of 
i 4 order h ; the same is also true of the Lagrange interpolatory cubic but 

with a larger constant multiplier. 

7. Approximations in more than one variable 
So far we have been concerned with fitting curves to data involving 

only a single variable; we now turn to the corresponding problem of fitting 
surfaces to data involving two variables. Thus suppose R is some bounded 
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region in the (x,y) plane and that we are given the values of a function, 

f(x.,y.), possibly obtained by experiment, at a set of points P.(x.,y.). 

We wish to find a function of some particular type g(x,y) which provides a 

"good" approximation to f(x,y) at the points P. i.e. such that 

I I £(*i/i) " g(xi/i)l I (7.1) 

is small, for some designated norm. 

It is natural to attempt to generalise the methods which we have used in 

approximating functions of a single variable to the problem of approximating 

functions of two (or more) variables; in particular, Lagrange polynomials, 

Hermite polynomials and splines. Unfortunately it turns out that even this 

relatively modest problem does not admit of an easy solution except in 

special cases - such special cases being characterised by the points P. 

forming some kind of regular lattice. There is, in fact, considerable 

scope for research in the area. 

7.1 Two dimensional Lagrange polynomials 

We begin by looking at the problem of finding a bi n-ic polynomial of 

the form 
n • . 

L(x,y) = y ai:j x V (7.2) 

i,j=0 

which takes specified values f(x, ,y,) at a set of points P, (x, ,y,). 
2 

There are (n+1) unknown coefficients, a.., to be determined and we 
1 J 2 

might therefore expect that a solution will exist if k£(n+l) but we can 
easily produce examples to show that this may not be so viz: 

Example Use (7.2) with n=l to fit a bilinear polynomial to the data 

(0,0,1); (1,0,2); (0,1,-1); (A,y,3). 

It is found that there is no solution ifXy=0; if AyfO the solution is 

L(x,y) = l+x-2y+(2-A+2u)xy. 
A~û 

It can, however, be proved that if k < (n+1) then (7.2) always has a 

solution ( [llj ) and a specific expression for a solution can be given but the 

solution is not in general unique and one can usually find a polynomial of 

lower degree solving the same problem. 

Having encountered such a situation in this simple case we shall now 

see that if the P, form a rectangular lattice the situation is much better. 

7.2 Lagrange polynomials on a rectangular grid 

Let P.. = (x.,y-), OsfUn, 0̂ j«:m be the set of (n + l)X (m+l) 

points which form a rectangular lattice and suppose that a set of (n+1)(m+l) 

values f.. are specified. Can we construct an nxm polynomial L(x,y) of the 
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type more general than (7.2) such that 
L(x.,y.) = f.. ? l ' ' j IJ 

By analogy with the technique used in section 2.1 to construct an inter 
polating polynomial in a single variable we are led to propose 

m n 
r -^- -^- >v 

L(x,y) > > (x-x r)(y-y s) £ 

(7.3) 

(7.4) IJ 

j=~0 T^O V s = 0 r=0 ( xi" xr : , ( yj" ys ) ) 
s + j r+i 

and a little thought is sufficient to convince us that 
L(x. ,y.) = f• . y \" x' IJ 

so that L(x,y) is indeed the required polynomial. 

Generalisation of (7.4) to functions of more than 2 variables defined 
on hyper-rectangular lattices is immediate. 

L(x,y), as given by (7.4), not only solves the interpolation problem 
(7.3) it provides the unique solution - the proof follows the same lines as 
the corresponding proof in one dimension. As for the error: when the 
values f.- are given by a function f(x,y) which is differentiable at least 
(n+1) times in x and at least (m+1) times in y, it can be proved that 

n+1 m+ll f(x,y)-L(x,y)|I M 

where h 

< (const) Max 
y (7.S) 

Max 
i 

x. _,, -x. 1 l + l l 

and h = Max|y. , - y. I 
y • ' ' j +1 'i 

The disadvantage of fitting interpolating polynomials of high degree in 
the single-variable case apply a fortiori to the case of two variables and 
in practice it is better to construct piecewise Lagrange polynomials over a 
small number of rectangles, common values on common lattice points ensuring 
continuity (but not differentiability). These piecewise polynomials need 
not be of the same degree in x and y, though they often will be. 

7.3 Hermite polynomials in two variables on rectangular grids. 
Whilst Hermite polynomials in two variables of any odd degree may be 

defined by far the most common applications involve bicubic approximations. 
For simplicity we shall also assume that m=n (there is no real loss of 
generality in this). We seek a piecewise bicubic polynomial H(x,y) 
satisfying 
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and 

H(x . , y . ) 

3H r -, — (x. y .) 
3x 
3H ( x i j y j ) 3y 

9 2 H ( x i > y j ) 
3x3y 

f(x i j y j) 

3y ± J 

3 f(x i,y j) 
3x3y 

for 
0 4 i,j<n (7.6) 

Thus, the function value and the values of 3 derivatives are specified at 
every grid point. The existence of a solution to (7.6) is established by 
actually writing it down, which we shall now do. 
For l«i4(n-l) let: 

6. (x) =< 

<x-xi-l) 
(xi-x._1) 

(x i + 1-x) 

[ 2 (x.-x) + (x.-x. ,)1 for x. i^x<x. 

[ 2(x. ,-x)-(x. ,-x . )1 for x.^x^x. , "- 1 + 1 y v i + l 1 -> i N 1 + 1 
( x i + 1 - x . ) 

•sO otherwise 

(7.7) 

and let: 

<^(x) for x i _ 1 < x ^ x i 

for x i 4 x < x i + 1 

(x-x i_ 1) (x-x i) 

( x - x i + 1 ) ( x - x i ) 

( x i + 1 - x . ) 

0 otherwise 
and let <j>„(x), i)jn(x), 4> (x) , ijj (X) be similarly defined but with x 
restricted to the appropriate half range. Then it may be verified(by 
noting that ̂ ( x^ = 1, 4>.'(x.) = 0, etc.) that: 

(7.8) 

ii(x,y) f . . <{> - (x) * . (y) 
1J 1 J 

i,j=0 
n 

3f i j ^(xHjfy) + 

i,j=0 
3y 

3f. : 
3x 

i,j=0 
n 

^(xHj (y) 

i,j=0 

3 f ±j ^ i(x)^.(y) 

3x3y 

(7.9) 

provides a solution to (7.6). The solution can also be proved to be unique. 
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7.4. Bicubic splines on rectangular grids 
In (7.2) and (7.3) we were able to construct Lagrange and Hermite 

solutions to two-dimensional problems by making use of the known form of 
the solution to the corresponding problem in one dimensiun. This approach 
was successful because of the rectangular nature of the grid and the problem 
of finding bicubic splines can also be solved in this case. 

We have seen in (6.1) how to construct a one-dimensional cubic spline 
which interpolates the values of a function at the knots and which has 
continuous first and second derivatives. To identify such a spline 
uniquely two further conditions were necessary and these usually involve 
specific values for the first or second derivatives at the end points of the 
interval. 

A bicubic spline S(x,y) on a rectangular grid can be constructed which 
satisfies the following conditions. 

S(xi,yj) = f(xi,y;j) for 0<i,j^n 

3S(x.,y.) = 3f(x. y.) for Oçj^n; i=0,n 
1 J !» J (7.10) 3x 3x 

3S(xi}y.) _ 3 ffx^y.) for 0$i<n; j=0,n 
3y 3y 

3^S(xi,y;j) = 32f(xi,yj) for i,j=0,n 
3x3y 3x3y 
2 2 and furthermore 3 S, 3 S are continuous. 
3x2 3 y 2 

Thus this particular bicubic spline (there are others) has assigned 
function values at all grid points, assigned values of one first partial 

2 derivative at boundary grid points and assigned values of 3__S at the 
3x3y 

4 corners of the bounding rectangle; in addition all first and second 
partial derivatives are continuous. 

For proof of this result see [lu], pp. 131-133. 
7.5. Approximations on triangular grids 

The triangular grid is particularly important in the finite element 
method for the solution of partial differential equations as well as in 
approximation theory. For a very readable account see [12] , on which the 
following brief notes are based. 

Suppose we wish to approximate f(x,y) by a complete m-th order 
polynomial 

m 
Q (x,y) = T. A. i*V (7.11) 
m i + j=0 1 , ; ) 
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using points at the vertices, on the edges or inside a triangular mesh. 
Let the vertices of a fundamental triangle of the mesh be P.,P? and P, where 
P. is (x.,y.). 
1 x x 

The number of coefficients in Q (x,y) is l(m+l)(m+2) so if m=l, 2 or 3 
there are 3, 6 or 10 unknowns and these three cases all lead to 
approximating polynomials well suited to triangular meshes. 

(i) m=l; Q (x,y) is bilinear and since there are 3 unknowns we 
simply interpolate at the 3 vertices P,, P ?, P,. 

(ii) m=2; Q (x,y) is biquadratic and with 6 unknowns we interpolate 
at the 3 vertices P,, P ?, P, and at the 3 midpoints of the sides 

+ p •* 1 2' I (PT+P,) etc 

Both (i) and (ii) are examples of Lagrange interpolation; when m=3 
these are two obvious possibilities: 

(iii) m=3; Q (x,y) is a cubic and there are 10 unknowns so: 
either (a) perform a Lagrange interpolation using the 3 vertices, 

the 6 points of trisection of the sides -=(P..+2P-) etc., 
and the centroid -̂(P +P 2 + P 2) ; 

or (b) use Hermite interpolation on the values of f(x,y), 
p. r •> JT 
— and — at each of the 3 vertices and on the 
8x 3y 
value of f(x,y) at the centroid. 

It can be proved that (iiib) provides continuity of the approximating 
function over any proper triangular decomposition of a region. 

For a detailed account of spline approximations on a triangular grid 
see ( [10] , p. 137-155) . 

7.6. Automatic Mesh Generation 
Since approximations over regions of irregular shapes will be required 

the problem of partitioning of such regions into triangles or rectangles is 
of considerable importance and there is a sizeable literature dealing with 
methods for generating suitable meshes automatically on computers. For an 
introduction to this subject see [loj, p. 155-173 where further references 
will be found. 

* * * 
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DATA ANALYSIS FOR BUBBLE CHAMBER AND HYBRID SYSTEMS 
M.E. Mermikides 
Nuclear Research Centre "Demokritos", Greek Atomic Energy Commission, Athens, Greece. 

ABSTRACT 
The course will be mainly devoted to data-processing aspects of 
present-day bubble chamber experiments involving the use of ex
ternal particle detectors. Present trends will be briefly re
viewed from the point of view of instrumentation and trigger con
ditions employed to realize the physics objectives. The lectures 
will include a discussion of software aids and disciplines for 
program maintenance and development and the management of data 
structures. 

1. INTRODUCTION 
Bubble chambers have played a fundamental role in the study of high-energy interactions 

since the early days of particle accelerators, and have been responsible for much that is 
known of elementary particle phenomena in the intermediate energy region . Greatest among 
the successes of the technique is perhaps the discovery of neutral currents in the weak in
teraction process. 

Interactions at present accelerator energies are generally of a complexity which cannot 
be effectively handled by traditional bubble chamber methods. Much of the physics interest, 
moreover, lies in processes occurring with very low cross-section which have to be separated 
from a large background of "conventional" events. These requirements have led to the develop
ment of hybrid systems along two general lines. On the one hand, we see the use of large 
bubble chambers forming the dominant detector, complemented by external electronic detectors 
to provide some measure of particle identification and additional measurement. By combining 
the bubble chamber and counter measurements, one hopes to improve the accuracy in the deter
mination of the track parameters. 

The other approach relies on the use of large spectrometers employing a high degree of 
electronic detection, with a small rapid-cycling bubble chamber operated under certain trig
ger conditions playing a smaller role as vertex detector. Various passive devices have also 
been successfully employed in conjunction with a bubble chamber, such as photographic emul
sion and internal track-sensitive targets. 

The emergence of hybrid systems has had a considerable impact on the traditional bubble 
chamber computing environment. The experimentalist now has to contend with problems of on
line data acquisition, equipment monitoring, etc., which were once the domain of the counter 
technique only. In addition, there is the task of correlating the bubble chamber and ex
ternal detector information. 

In order to attain effective statistical levels, experiments are usually performed on 
a large scale involving the collaboration of several university groups and research establish
ments. Data reduction relies on large reconstruction programs which are usually the product 
of many man-years of coding effort. It is the task of each laboratory to adapt the programs 
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to its own environment and provide the necessary interfaces to the measuring system. A high 
level of organization and efficient bookkeeping are called for in order to keep track of the 
large volume of data involved. The establishment of the data-processing system is often far 
from trivial, especially in the case of smaller laboratories with limited computing resources. 

In these lectures we shall take a look at the role of computers in present-day bubble 
chamber experiments, and the special demands imposed by hybridization. The subject will be 
treated from a practical point of view, and will include the use of software "tools" which 
can be effectively employed for the maintenance and exchange of large volumes of software 
and data. 

2. INSTRUMENTATION 

2.1 Bubble chambers - Principles of operation 

The basis of operation of track detectors is the rendering of a permanent visual record 
of the passage of an ionizing particle through a medium. 

In the case of a bubble chamber, the medium is a superheated liquid in which a charged 
particle leaves a trail of bubbles in its wake. The liquid is brought to the sensitive state 
by reducing its pressure synchronously with the passage of the particle. The bubbles grow 
in diameter at a rate proportional to the square root of the growth time and, when they have 
reached a suitable size, a flash system is triggered to enable the chamber volume to be photo
graphed from several viewpoints. The set of views is used for subsequent stereoscopic re
construction of the tracks. It is standard practice to provide a magnetic field over the 
volume of the bubble chamber to enable charge determination and momentum measurement. 

A variety of chambers have been built, in sizes ranging from a few inches to several 
metres. Large chambers are generally used in situations where it is desirable to maximize 
the probability of interaction and containment of the interaction products, and for improving 
the momentum determination of energetic tracks. Small chambers operated in rapid-cycling 
mode are well suited to the selective study of low cross-section processes, when used in 
conjunction with an external trigger. 

2.2 Bubble chamber characteristics 
An interesting feature of the bubble chamber is that the liquid combines the functions 

of target and detector. A large number of experiments have used a hydrogen filling in order 
to study interactions with a free proton target. Heavier liquids and mixtures have been used 
to provide a neutron target, and to improve neutral particle detection at the expense of re
solution due to increased multiple scattering, and complications arising from nuclear effects. 

The main advantages of the bubble chamber can be summarized as follows: 

i) High detection efficiency for charged tracks over a 4rr solid angle. Essentially free 
from bias due to detector geometry. 

ii) High precision reconstruction allows excellent spatial resolution and accurate track 
parameter determination. 

iii) Direct and generally unambiguous observation of events. We do not need a complex 
pattern recognition process to associate signals from discrete detector components in 
order to recognize the event. 
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Fig. 1 Production and decay of a charmed meson state in the Big European Bubble Chamber (BEBC) 

iv) A large amount of information is recorded for each event, which can provide decisive 
evidence for new particles or interaction processes. In this respect the bubble 
chamber can be an effective explorative instrument (Fig. 1). 

Against these merits we have to weigh the disadvantages of the method: 

i) Low data rate. Even under rapid-cycling conditions, event rates are far below those 
achievable by counter methods (by at least a factor of 10 3). 

ii) Requires tedious and long term off-line analysis. Results are not immediately avail
able. 

iii) No inherent selectivity. Separation of low cross-section processes is slow and in
efficient. 

iv) Poor time resolution. 

v) Poor precision at high energies. 

vi) Poor detection of neutral tracks. 

vii) Direct particle identification is only possible at low momenta. 

viii) Unsuitable for colliding-beam experiments! 
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2.3 Types of bubble chamber 

With the progressive increase in accelerator energies, we have witnessed, as would be 

expected, a corresponding growth in bubble chamber size up to the present-day instruments 

containing some 30 m 3 of liquid. It is interesting, however, to note the recent reversal 

of this trend with the development of minuscule chambers devoted to the study of short-lived 

particles. 

We shall take a brief look at some of the chambers in current use and the functions they 

are designed to fulfill. 

2.3.1 ÇrXogmic_chambers 

Prime examples of this type are the Big European Bubble Chamber (BEBC) at CERN and the 

15' FNAL chamber. These chambers have been especially active in the field of neutrino 

physics, where it is desirable to have a large interaction volume. The main characteristics 

of this type of chamber are the cylindrical shape and the use of wide-angle (fish-eye) op

tics. A superconducting magnet provides a field of 3-4 T over the chamber volume. 

The penalty one pays for the large volume is increased distortion due to turbulence . 

The problem is aggravated owing to the relatively long delay needed to obtain resolvable 

bubbles under bright field illumination conditions. These effects, in combination with op

tical resolution limits, restrict the achievable setting error to around 300 ym in space. 

Although this figure is considerably worse than in earlier generation chambers (such as the 

CERN 2 m HBC), high accuracy is possible by virtue of the combination of high magnetic field 

and long track length. 

The precision in momentum that can be achieved by this type of chamber can be expressed 

as: 

Ap_ 
P 

z ef2l + multiple Coulomb + e r r Q r B 

£2^5 scattering error ' ^ ' 

where 

e = setting error 

B = magnetic field 

L = measured track length. 

Thus a 4?o error is possible on a 100 GeV/c track in BEBC, which compares very favourably 

with what can be achieved by counter techniques. The precision is ultimately limited by 

multiple scattering, and the maximum useful volume, from this point of view, has been reached 

by the present large chambers. 

High-resolution cameras are under development to replace a number of the existing BEBC 

optical channels. It is hoped thereby to reduce the setting error to about 100 \m at the 

expense of restricting the field of view to 20% of the chamber volume. Similar developments 

are under way for the FNAL chamber. 

2.3.2 Rapid-cycling chambers 

These chambers represent an attempt to improve the data rate and to offer the possibility 

of selecting specific types of events with the aid of external triggering. The working prin

ciple approaches that of counter experiments, although the event rate still falls far shorter. 
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The bubble chamber nevertheless has the advantage of providing very precise information around 
the vertex region. 

In some chambers the magnetic field and the optic axis are normal to the beam direction 
(e.g. the SLAC 40'' chamber), giving good resolution in the median plane but producing lateral 
dispersion which necessitates a large aperture for downstream detection. Arrangements with 
the magnetic field and optic axis orientated along the beam (such as HYBUC) have been used 
to avoid this dispersion. 

The data rate in hydrogen is given by the relation 

R = 3.1 x lo" 3 r-d-Z-N ub/day , (2) 

where 

r = cycling rate 

d = accelerator duty cycle 

I = visible beam track length 

N = No. of beam particles entering the chamber/expansion. 

We see that a rapid-cycling chamber operated at a fairly modest rate (10-50 Hz) offers 
the possibility of studying microbarn processes at Super Proton Synchrotron (SPS) conditions. 
Such chambers are in current use in hybrid installations; these will be described later. 

2.3.3 High-resolution chambers 

With the discovery of "charmed" states, there has been considerable interest in the 
study of the production and decay mechanisms of short-lived particles. The direct observation 
of such particles, which are predicted to have lifetimes of the order of 5 * 10" 1 3 s , 
in a track detector requires sufficient spatial resolution to observe track lengths of 
less than 1 mm. This is just beyond the limit of conventional bubble chambers if one takes 
into account the confusion around the interaction region due to high track multiplicity in 
the energy region with which we are concerned. 

The emulsion technique has been successfully employed for the observation of such de
cays in neutrino interactions. Emulsion search, however, is a very slow and painstaking 
process owing to the poor picture quality and high background from secondaries. The back
ground problem rules out the use of emulsions in hadron-induced processes. 

The possibility of using a bubble chamber for the study of short-lived particles has 
been investigated with the aid of a sophisticated Monte Carlo technique , where simulated 
charmed particle decays were recorded on film and scanned to determine the efficiency for 
their observation under various optical resolution levels. It transpires that a reasonable 
detection efficiency for lifetimes of about 10~ 1 3 s requires a vertex resolution of the order 
of 10 ym. The problem is dominated by the transverse separation of the tracks and is inde
pendent of energy to first approximation. 

To obtain sufficiently small bubbles, the illumination must be triggered after a short 
delay (of the order of 10 us) compared to normal operation. Moreover, we have to increase 
the bubble density in order to produce recognizable tracks by operating the chamber at a 
higher temperature and/or reduced expanded pressure. 



- Ill -

0 1 cm 

. .\ 

'•s t* ' 
Air 

. -t 

...**•• « . « • » • * •*•*•-"• ' * 

y-«r—- -*«.-

*" *•-«•' 
*\ 

> -, 

Fig. 2 High multiplicity interaction observed in the Little European Bubble Chamber (LEBC) 

The depth of field of an optical system with resolving power capable of detecting 10 ym 
bubbles is very small (about 1 ram) and requires precise localization of the beam plane. The 
construction of such chambers is technically feasible, as has been demonstrated in the case 
of BIBC (Berne Infinitesimal Bubble Chamber) and LEBC (Little European Bubble Chamber) re
cently built for use at CERN. The resolution capability of the latter device can be seen 
from Fig. 2. Some of the characteristics of these devices are summarized in Table 1. 

Table 1 

Chamber Dimensions 
diameter/depth 

(cm) 

Filling Bubble 
density 
(per cm) 

Bubble 
size 
(ym) 

Cycling 
rate 
(Hz) 

BIBC 

LEBC 

6.5/3.5 

20/4 

Heavy 
liquid 
Hydrogen 

200 

70 

30 

30-50 

4 

40 

An elegant way to overcome the loss of depth of field in high-resolution conditions is 
by the use of the holographic technique '. The method was not applicable when originally 
suggested, owing to the difficulty of maintaining the necessary uniformity of illumination 
over the rather large bubble chambers then in use. The approach has been reconsidered for 
small vertex detectors ' and has been successfully applied to BIBC, where 8 ym bubbles have 
been resolved over the entire chamber volume. A pulsed laser provides a coherent light 
source. Spherical waves scattered from the bubbles superimposed with a plane beam form a 
stationary interference pattern which is recorded on photographic film. When viewed through 
a coherent light source, the image of each scattering centre (bubble) is reproduced at a 
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Fig. 3 Holographic record of a IT N interaction at 140 GeV/c in the Berne Infinitesimal Bubble 
Chamber (BIBC). The bubble diameter is 8 \im. 

distance from the film plane corresponding to the depth of the bubble in the chamber. By 
moving the film along its normal, all the tracks can be brought into focus. The use of a 
pulsed source for recording the film minimizes the effects of turbulence. A photograph of 
an interaction recorded by the holographic method is shown in Fig. 3. 

2.4 Hybrid systems 

The object of hybridization is to extend the usefulness of the bubble chamber by com
bining the "best of both worlds". We shall describe some of the systems at present in use, 
and what they set out to achieve. The treatment is neither rigorous nor comprehensive: the 
aim is to impart an idea of general trends in this field. 

2.4.1 Internal_hvbridization 

One of the earliest attempts to improve the detection of neutral particles was made by 
Florent et al. , who used a composite filling to separate the target from the detector func
tions of the chamber (track-sensitive target). Interactions occur in a region of hydrogen or 
deuterium contained in a Perspex vessel, within a chamber filled with a neon-hydrogen mixture. 
The object is to maintain clarity and high resolution in the vertex region, while at the same 
time improving the detection of neutral pions by virtue of the short gamma conversion length 
of the surrounding mixture. ^ 

Another form of internal hybridization is achieved by the introduction of metal plates 
in the chamber to improve gamma conversion and muon identification. Several other schemes 
for gamma detection have recently been proposed, such as a solid-argon ion chamber J and a 

10") 
visual "matrix" calorimeter ' . 
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2.4.2 External_hybridization 
A basic weakness of the bubble chamber is that particle identification is restricted to 

low momenta where ionization information is of use, while it is generally important to iden
tify the most energetic, or "leading", particles. Moreover, the small sagitta of energetic 
tracks does not allow precise momentum reconstruction. As we have seen before, increasing 
the size of the chamber does not help. It is therefore evident that we need some form of 
external detection in order to achieve these aims. 

2.4.2.1 The External Muon Identifier (EMI) 

An application of external detection which has proved successful is in the study of 
neutrino interactions, where it is necessary to provide positive identification of muons 
produced in charged-current processes of the type 

v(v) + N •+ y~(y+) + hadrons , 

and in rare processes involving two or more final-state muons. 
Figure 4 shows a schematic view of the BEBC EMI facility ' where muon identification 

is achieved by two planes of multiwire proportional chambers (MWPCs) and an iron filter. The 
1QWER 

EMI CHAMBERS 

LOWER ROW - * 4 

Fig. 4 The External Muon Identifier 
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principle is that muons produced in interactions within the bubble chamber traverse the 
iron filter by virtue of their low interaction cross-section and are detected by the down
stream chambers, while other particles are absorbed within the first few interaction lengths. 

The chamber modules are provided with a pair of sense-wire planes and two cathode-strip 
planes. Groups of two to eight wires and one or two cathode strips are connected externally 
and constitute electronic channels of varying resolution (8-32 mm). The higher resolution 
modules are used near the beam axis where the most energetic tracks are expected. The elec
tronics system is self-triggering and consists of about 20,000 channels, each connected to 
a shift register. The bit pattern is clocked into all registers whenever an event occurs. 
As a relatively small number will normally be activated (ideally there will be only one or 
no muons produced on the average from interactions of the desired type per beam pulse), a 
two-level scheme has been adopted to effect better buffer utilization. Each chamber is 
equipped with a 40-bit MOS register per channel. A main buffer records the number of the 
chamber activated in sequential order. The read-out is controlled by the main buffer, which 
transfers the contents of the buffers of the activated chambers to a CAMAC bus and, via a 
DMA unit, to the controlling minicomputer. No on-line data reduction is attempted beyond 
format compression. 

The data acquisition cycle relies on pulses which precede the SPS extraction to reset 
the computer and CAMAC logic and to open an external gate for data taking in slow (2-3 ms) 
or fast (23 \m) spill conditions. The EMI and other control and status information is re
corded on magnetic tape between beam spills. Figure 5 shows the EMI buffering scheme and 
data acquisition sequence. 

The main problem is the high background from upstream interactions and cosmic rays. We 
typically have several hundred hits, out of which only one corresponds to the wanted muon. 
Ambiguities can be reduced by making use of available time information within the 0.5 ys 
resolution capability of the system, and demanding coincidence between the inner and outer 
chamber planes. The veto system facilitates the recognition of the beam-associated muon 
background. The on-line system operates in two modes, or streams. The function of real 
data acquisition is performed in stream 1, while EMI testing is carried out in stream 2 using 
cosmic-ray data collected during the interval between spills. The system also monitors the 
performance of the equipment and essential parameters such as power supply levels, gas flow 
rates, etc., and signals alarm conditions as they occur. 

2.4.2.2 The SLAC hybrid facility 

The study of intermediate energy processes has been successfully pursued with the SLAC 
40" rapid-cycling bubble chamber in conjunction with a downstream spectrometer. The facility 
allows for a large degree of flexibility in order to cope with a wide range of experimental 
requirements. We shall examine here a particular set-up (Fig. 6) conceived to provide high 

± 12) 
statistics on nucléon dissociation processes in 14 GeV/c multibody TT p interactions -1. 

For a detailed study of such processes using the traditional bubble chamber approach, 
one would require an unmanageable number of photographs, as only one picture out of about 
30 will be of the desired type at the energies considered. A downstream magnetic spectro
meter equipped with wire spark chambers provided a measurement of the leading pion, which 
was used as a trigger to activate the cameras only for potentially interesting events, thus 
reducing the film processing load to acceptable proportions. 
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Fig. 5 EMI buffering and data acquisition logic 
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Fig. 6 Experimental set-up and on-line flow of control for the study of nuclear dissocia
tion in TT~p interactions at the SLAC Hybrid facility. XY 1-10, UV 1-4: spark chambers; 
B3, AIR, AIL, A3R, A3L: scintillation counters. 

The trigger requirement was that the mass m,, recoiling against the leading pion should 
be within certain limits chosen to reduce background from elastic scattering and inelastic 
processes other than those under investigation. The expression to be evaluated is 

m* = t + m* + 2m (E^ - E f) , (3) 

where E, , E„ are the beam and fast outgoing pion energies, m the target (proton) mass, and 
t the square of the four-momentum transfer from the beam to the leading particle. An algorithm 
approximating this expression was used to effect the decision within the time until the picture 
would normally be taken (^ 2 ms). 
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The missing-mass software trigger was preceded by a fast hardware trigger condition 

RR + RL + LR + LL , 

where RR = A1R-A3R, RL = A1R-A3L, LR = A1L-A3R, LL = A1L-A3L, which fired the spark chambers 
and initialized the digitization process. 

The digitizings were accumulated in a set of scalers which were reset before each beam 
pulse. After completion of the digitization (about 300 ys) the scaler contents were trans
ferred to the computer memory by a DMA process, and control was passed to the missing-mass 
trigger program. 

Data logging and trigger logic were accomplished by a foreground program, while soft
ware development and further analysis of selected events could be performed independently 
as background tasks. 

The scintillation counter B3 provided a supplementary trigger to prevent pictures from 
being taken under unacceptable beam conditions, while the upstream MWPCs provided information 
on the beam profile during tuning, and also gave an independent measurement of the beam energy. 
The spark chamber raw data were converted to spatial positions at each chamber plane by an 
off-line program. Track finding was done independently in the x- and y-projections using as 
constraint the continuity between track segments at either side of the bending magnet and 
extrapolation to the bubble chamber interaction volume. The x- and y-views were matched by 
using u-v chambers at stations 1 and 3, a x 2 test being performed to resolve ambiguous matches. 
A further program was used to merge the spectrometer tracks with the corresponding bubble 
chamber tracks using a x 2 fit with components from the difference between the spectrometer 
and chamber measurements of the track parameters: momentum, dip, azimuth, and exit point 
(x,z). A weighted average was taken for the momentum, which strongly favoured the counter 
value because of its smaller error, while the bubble chamber values for dip and azimuth were 
used. 

Common features of most experiments are a fast trigger logic relying on hodoscope and 
Cerenkov information, followed by a slow trigger algorithm involving some momentum and direc
tion reconstruction. An example of a fast trigger scheme using a large-aperture Cerenkov 
counter (CANUTE) followed by muon detection is illustrated in Fig. 7. A novel triggering 
idea uses a linear image sensor device which previews the bubble chamber for tracks through 

1 3) 
a 45° mirror with the aid of a flash fired before normal picture taking ' . 

Fig. 7 Use of the large-aperture Cerenkov counter (CANUTE) at the SLAC Hybrid facility for 
the discrimination of kaon and higher mass tracks of momentum above 2 GeV/c from pions. The 
fast triggering scheme is S1*CB*BH'CN* ZHi. (SI - Scintillation counter; III - Proportional 
wire chambers; CB - Beam Cerenkov; BC - 40" bubble chamber; DV - Beam veto counter; 
CN - CANUTE; H£ - Downstream hodoscope; ^i,2 ~ Muon detectors.) 
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A recent proposal ' endeavours to use the hybrid facility in the SLAC back-scattered 
laser beam with a downstream lead-glass assembly to enable photon and electron detection. 
The detection of TT°'S will make kinematic fitting possible for events with more than one 
neutral. It is hoped that the possibility of electron detection will provide a subset of 
events with enriched charm contribution from semi-leptonic decay modes (e.g. D •*• K e~v). 
The MWPC data will be analysed using on-line 168E microprocessors ' in conjunction with a 
minicomputer to trigger on a track with a minimum accuracy of 2 GeV/c coming from a vertex 
within the bubble chamber. Another charm search experiment ' relies on the use of internal 
plates to improve electron detection, with the SLAC chamber operated under high resolution 
conditions similar to LEBC. 

2.4.3 TJie_Europ_ean_Hybrid_Sgectrometer_(EHS} 

This system, currently under construction, has been designed for the study of hadronic 
17] 

interactions at SPS energies ' ; it involves a wide range of equipment for the detection, 
measurement, and identification of charged particles and photons. The major components 
being considered are sketched in Fig. 8. 

Vertex and low-energy particle detection are accomplished by a rapid-cycling bubble 
chamber. Downstream multiwire and drift chambers cover the high-energy range, and addi
tional leverage for extreme momenta is provided by bending magnet M2. The system ensures 
a momentum precision of around \% throughout the entire energy range. 

Charged particle identification is achieved by a large drift chamber assembly (ISIS) 
by use of the relativistic rise in ionization. At the low- and high-energy extremes, iden
tification will be supplemented by Cerenkov counters and transition radiation detectors. 
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The European Hybrid Spectrometer. General layout and momentum measurement capability. 
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For data rates of the order of one event in the chamber per burst, the interval between 
bubble chamber cycles should be adequate for examining and, if desired, storing the counter 
information. Trigger calculations, such as momentum reconstruction of a selected track, 
could easily be performed before activating the cameras. Higher-level computations which 
cannot be done in this time may be applied in the time before the next chamber cycle to 
avoid writing unwanted events on tape. The bulk of the data is expected to emanate from 
ISIS (a 30-prong event will need 10k 16-bit words). This detector also imposes the heaviest 
monitoring demand, as on-line spatial track reconstruction is necessary to correct for drift 
velocity variations. 

2.4.4 Emulsion_hybrid systems 

We shall conclude our guided tour of hybrid systems with a brief description of a BEBC 
l e) experiment making use of the emulsion technique for the search of short-lived particles 

The configuration is interesting in view of the diversity of detectors employed, as can be 
seen in the sketch in Fig. 9. 

A veto counter system on either side of the emulsion and coupled to the EMI was used 
to signal the time of occurrence of an event in the emulsion and to tag the corresponding 
picture frame. Charged-current events are characterized by the detection of a muon in the 
EMI. The passage of a charged particle through the counter C gave the trigger signal for 
data acquisition from the EMI and the veto-coincidence system. The multiwire proportional 
chamber D was used to correlate the BEBC reference frame to the emulsion coordinate system, 
the set-up being calibrated by locating in both chambers a large number of muons traversing 
the whole apparatus. 

The BEBC film was scanned for events showing at least three tracks emerging from the 
window and converging to a point within the emulsion. The tracks were measured, reconstruc-
ted, and traced back, using a vertex reconstruction program , to a predicted origin with 
an accuracy of about 1 mm. The method was based on a x 2 fit which took into account the 
BEBC magnetic field, energy loss, and multiple scattering. The object was to reduce the 
emulsion search to a small volume centred around the predicted vertex. 

EMI 

BEBC window 

Emulsion stack-

Coincidence counter C 
MWPC 

-Veto counter V 

Fig. 9 Major components (not to scale) of the BEBC Emulsion Hybrid 
system for the detection of short-lived states. 
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3. DATA ANALYSIS 

The on-line computing requirements for data acquisition from external detectors, equip
ment monitoring, etc., are within the capabilities of a medium-sized minicomputer, as we 
have seen above. We shall concern ourselves here with the off-line data reduction stages, 
which form the bulk of computing, as in traditional bubble chamber techniques. The major 
processes and flow of information which characterize most hybrid bubble chamber experiments 
are sketched in Fig. 10. 

In the scanning stage the operator examines the projected image of the film, and notes 
the frame number and other information pertaining to the events to be measured, according 
to stipulated criteria. The scanning table is often equipped with a low-precision digitizing 
device to provide measurements of vertices and/or tracks which are later used to guide the 
measuring machine. The scanning process is usually repeated, at least on a portion of the 
film, and a comparison is made between the results of the two scans in order to assess the 
detection efficiency for various topological classes. The efficiency is generally very 
high (95-1001), and is one of the attractions of the bubble chamber technique. Losses due 
to orientation (e.g. tracks pointing towards or away from the cameras) can be corrected for, 
using suitable angular distributions. 

Scanning/ 
predigrtishg 

Measu
rement 

Failures 
Geometry 

Failures 
Kinematics 

/Kinemotia 
I output J 

Failures Rescue 
operations' 

Fig. 10 Typical stages of off-line data reduction in hybrid bubble chamber experiments 
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Information pertaining to the scanned events is recorded on some permanent medium 
which serves as a data base for measurement guidance and general bookkeeping purposes. 

At the measurement stage, digitizations of all tracks and vertices of interest are 
produced on each stereoscopic view. These measurements are subsequently used by the geometry 
program to reconstruct the events in space. 

The purpose of the kinematics program is to attempt a x 2 fit using various mass assign
ments for the tracks, as supplied by the physicist in a table of hypotheses. The extent to 
which we can identify the interaction is very experiment-denendent. While the number of 
final-state possibilities can be manageable in low-energy and low-multiplicity interactions, 
it is generally not possible to attempt all allowable mass hypotheses for events encountered 
at SPS energies. The kinematics in these situations is often restricted to secondary decay 
vertices. 

The external detector information is appended to the geometry/kinematics data by a 
separate program, after conversion of the hits to spatial information. This information is 
associated with the bubble chamber results, and is used for track identification and/or 
improvement of track parameters with the aid of a hybrid fit. 

It is seldom the case that we have a unique identification of each event, either be
cause of insufficient kinematic constraints (due to neutral or unmeasurable tracks), or 
because of poor discrimination between mass assignments in the case of energetic tracks. 
For this reason the physicists's judgement is called for. At low energies, particle iden
tification is possible by visual inspection of bubble density. Certain types of measuring 
machines provide ionization information which enables a certain degree of automation in 
hypothesis selection. Other criteria, such as energy loss and production properties (momen
tum distribution, etc.), are often applied in attempts to resolve ambiguities. 

3.1 Film measurement 

In order to derive quantitative information from an event, it is necessary to reduce 
the visual information on the film to numerical form. The measuring device provides raw 
data in the form of image plane digitizings of vertices and a number of points along each 
track which are subsequently used by the geometrical reconstruction program to define the 
event in space. 

As a very large proportion of time and manpower in a bubble chamber experiment is de
voted to film measurement, much effort has gone into the automation of the process. Auto
matic measurement is achieved by a light-beam which is directed on to the film under very 
precise control. The beam image is usually a spot or line element of dimensions commen
surate with the track width. A photomultiplier situated behind the film detects the varia
tion of transmitted light intensity as the probe crosses a track, and this serves as a 
signal to trigger the read-out of counters giving the instantaneous position of the meas
uring probe. 

In early experiments at relatively low energies, one encountered a large proportion 
of interactions of simple topology, and the objective was to provide the highest degree of 
measurement automation possible. The ultimate goal of complete elimination of human inter
vention has not been achieved, except in very simple topological situations. In practice, 
the measurement effort has been diverted to the predigitization necessary to guide the 
automatic measuring machine. 
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1 9 I 

One type of machine which has been widely used for such experiments is the HPD ' , 
where the film area is scanned to extract full information in burst mode. A primary filter 
in the form of predigitizings is employed to define "roads" around the desired tracks. In
formation outside the roads is gated out, and a software filter program running on a dedi
cated computer refines the measurements within the roads and produces a set of averaged 

2 (O 
"master points" along the track. Special hardware processors have been developed to 
achieve significant improvement in measurement speed by implementing pattern recognition 
algorithms. 

The use of such devices is very effective when dealing with simple events and clean 
film conditions. The approach is less well suited for complex events and less than ideal 
bubble chamber conditions, giving rise to a large proportion of failed tracks. Remeasure-
ments cause severe overheads in the preparation of fresh predigitizings and in the book
keeping effort needed to keep track of several passes. These problems can be alleviated 
to a certain extent by redefining roads in "rescue" operations and by patching events using 
partial measurements. 

Another philosophy has led to the development of semi-automatic devices designed to 
ensure successful measurement in a single pass. The approach provides for a large degree 
of operator interaction, and can be very effective for the processing of complicated events, 
especially in systems with on-line reconstruction capability. 2 n Amongst the more sophisticated systems of this type is the Erasme ' installation at 
CERN. We shall highlight some of the salient features of the system in its current status; 

2 2 ~\ detailed accounts exist in the literature ' . 

Track detection and measurement are achieved by a CRT light-spot whose position is 
monitored by digital scan control circuitry. The spot is focused on the film, behind which 
a photomultiplier detects variations in transmitted light. Measurement is performed by 
scanning the spot in raster fashion over a small area covering a segment of track. The 
digitizings are histogrammed to give an averaged "master point" to a precision of 2 pm over 
each scan window. The process is repeated along successive steps along each track, using 
accumulated information to predict the track direction. With the aid of a tracker ball, 
the operator can make manual measurements in case of difficulty, either directly on the 
projected image or by using a video refresh display on the CRT screen. This latter feature 
provides for a superimposition of the measured points on the track image for verification 
purposes. 

At present, the system consists of six measuring units, each controlled by a PDP-11 
minicomputer, and communicates with a PDP-10 through a parallel DMA interface. The large 
memory is available to all tables simultaneously, for on-line geometrical reconstruction. 
The code is fully re-entrant, allowing re-computation of track parameters using new measure
ments. Spatial information derived from a pair of views may be used to assist the operator 
by predicting the position of a vertex on further views. The reconstructed events are stored 
on disk, and may be transmitted to other computers (notably the mainframe IBM and CDC 
machines) for further processing via the CERNET link, without recourse to magnetic tape. 
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3.2 Reconstruction processing 

The viability of bubble chamber techniques is to a large extent due to the fact that 
the reconstruction software is well established and endowed with sufficient flexibility to 
accommodate a wide range of experimental situations. This is to be contrasted with counter 
experiments, where the software is intimately connected with the hardware configuration, 
each experiment essentially needing a separate pattern recognition and reconstruction program. 

The most successful implementation of event reconstruction processing makes use of the 
23) 

HYDRA system ; this will be described later. Each basic task is performed by a "pro
cessor", consisting of one or more routines, which communicates with other processors through 
a well-defined interface. The user constructs a program by writing a steering routine in
voking the required processors. A variety of processors exist in the CERN Program Library, 
catering for usual tasks (point reconstruction, track match, etc.). 

3.2.1 Geometrical reconstruction 

The raw film digitizings will usually have to undergo some format conversion before 
they can be used by the geometry program. The input preparation may involve transformations 
for the removal of non-linear distortions associated with some types of measuring machines, 
and provide some consistency checking and editing facilities to enable early rectification 
of obvious errors. 

The first task of the geometry program is to transform all measurements on each view 
to a reference system defined by the expected position of a set of fiducial marks in a plane 
parallel to the film. The transformation coefficients are determined by a linear least 
squares fit of measured to expected (x,y) fiducial coordinates. A further transformation 
is applied to all measurements to remove non-linear optical distortions using predetermined 
calibration constants. 

Given the camera positions in a common reference frame, we can determine the spatial 
coordinates of a given point from measurements of its image on two or more views. The 
association of vertex and track images is generally handled by the program. The problem of 
track matching is often very acute at the present level of event complexity. The fundamental 
difficulty is due to the fact that we do not have measurements of corresponding points on a 
track; we also have to deal with spurious or missing tracks. In difficult situations the 
program may be assisted by the provision of labels by the measurer, or by the explicit meas
urement of some corresponding point (e.g. secondary interaction vertex, exit point), enabling 
point match to effectively label the corresponding track. Cases that prove to be particularly 
difficult owing to the jet structure at extreme energies are handled by making use of track 
images away from the vertex. 

The determination of the track parameters involves the fitting of the track measurements 
to the expression for the trajectory of the particle in a magnetic field. The coordinates 
of a given point at an arc length S from a reference point (X0,Yo,Z0) are given by 

S 
X = X 0 + J cos <f> cos X dS (4a) 

o 
S 

Y = Y 0 + J sin <j> cos X dS (4b) 
o 
S 

Z = Z 0 + J sin A dS , (4c) 
o 
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Camera system 

Î Principle field 
Component 

Tangent 

Fig. 11 The bubble chamber coordinate system 

where A and cf> are defined in Fig. 11. The equation of motion of a charged particle in a mag
netic field is used to derive the momentum: 

dn 
P HS c 

where n is a unit vector in the direction of motion. From a knowledge of the magnetic field 
map and the range-momentum relation of the chamber liquid, we can derive an expression for 
the perpendicular distance d in the film plane, from a given measurement point (x.,y.) to 
the trajectory: 

d-j — , Xo, <h, X 0 (or Y 0 ) , Z 0 ; x- ,y. i"i (5) 

This relation is expressed in linear form and solved for A(l/p 0), AA 0, 
a least squares method using first-order approximation 

|>o, AX 0, AZ 0, by 

3d 
3(l/Po) m x. 8 d A . 

+ 3 Â 7 A X ° 
3d A<t>o 3d 

3Xn AXC + 3 Z 7 A Z o (6) 

and minimizing for Zd2 = min. This approach is of course valid in the case where the devia
tions are due only to measurement errors. In practice we also have errors due to multiple 
scattering, and we have to use a general least squares method, taking account of the full 
correlation matrix. Another approach uses a parametrization of the particle trajectory in
volving two more parameters which take into account multiple scattering components perpendicular 

2"t") 

to the track direction ' . This allows the use of the simple minimization procedure as the 
track is followed more closely. 

3.2.2 Kinematics 
The aim is to optimize the measured track parameters to satisfy energy and momentum 

conservation at a given vertex, subject to specific mass assignments to individual tracks. 
There are four constraint equations to be satisfied 

Ip. = Zp = Zp = 0 ; ZE (initial) = ZE (final) , (7) 
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in terms of normal variables x. = 1/p, A, 4> and assumed masses m. Additional constraints 
may be imposed by using physical considerations (e.g. zero opening angle of an ep pair), and 
results may be propagated between connected vertices to improve parameter determination and 
supply unmeasured quantities. 

In practice the constraint equations are not exactly satisfied owing to errors in the 
par 

equality 
track parameters. The fit procedure attempts to find corrections c. to these to ensure 

F(x + c) = 0 . (8) 
Expanding to first order, 

F(x + c) = F(x) + ~ c = F(x) + B-c . (9) 

We minimize the expression 

X 2 = c TG xc + 2aTF(x + c) = min , (10) 

where G is the weight matrix of measured variables and a is a set of Lagrangian multipliers 
to be determined by the fit: 

differentiating + transposing -^-1 = 2G c + 2B a = 0 . (11) 

We solve for a and c iteratively, using equations (9) and (11), starting with c = a = 0. 
On the n step we have c ... = c + d c , a ,, = a +da and 1 n+1 n n' n+1 n n 

^ V d O f-Gc - a BT>| 
LB o J da 

x n n 
v -F(x + c ) -> 

*• n ^ 

(12) 

The procedure is terminated when the residue between steps is less than a given limit. 
Divergent fits are abandoned after a suitable x 2 cut-off. 

As biases can arise through convergence criteria which are poorly matched to the meas
urement and geometrical reconstruction precision, it is very important to optimize the values 
of the constants. The tuning is normally done with the help of statistical tests, such as 
X 2 probability distributions and stretch functions, and spectra of physical quantities (an
gular distributions, etc.). 

3.2.3 Data processing_for_external detectors 

In order to relate information from external detectors with the bubble chamber event, 
it is necessary to follow tracks through a number of heterogeneous media which are generally 
exposed to magnetic fields in varying degrees. A variety of algorithms have been developed 

25) 
for this purpose ' in the field of electronic experiments which are beyond the scope of 
these lectures. Track following may proceed in either direction, depending on the relative 
resolving power of the detector components and other considerations. External guidance may 
be advantageous, for instance, as an aid to track matching. The more conservative approach 
of bubble chamber guidance may be more appropriate in high background situations. Such an 

2 6 *) 
approach is used for the BEBC EMI ' , which will serve as an example in what follows. 

One of the first problems we encounter in a hybrid experiment is the large number of 
coordinate frames defining the various detector components. In "classical" bubble chamber 
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analysis we are only concerned with a reference frame defined by the optical system, its 
relation to the external world being of no importance with the possible exception of defining 
the beam direction. The coordinate systems have to be interrelated by survey methods, and 
it is usual to check alignments by tracing non-interacting tracks which traverse the entire 
apparatus. 

3.2.4 Point_reconstruction 
The equation of a wire in the reference frame of a wire chamber module (w,v) is usually 

expressed in the form 
w cos 6 - v sin 6 = p . (13) 

The solution for the intersection of two wires to determine a point of impact is straight
forward, although allowance must be made for non-normal incidence. The condition for the in
tersection of three wires is 

3 

£ si = ° . (14) 
i 

where S- = sin ((3. - 8 V) in cyclic permutations of i, j, k, which reduces to 
1 J K 

£ P i = 0 (15) 
l 

(Dalitz condition) with a suitable choice of wire inclinations. 
In practice, particles generate a cluster of hits, and the equations have to be tested 

within a tolerance corresponding to the spread Ap.. After a fast rejection of wrong com
binations (by application of the Dalitz condition) a least squares fit is performed by 
minimizing 

\2 Y"1 w cos 6. - v sin g. - p. I 
-2 = ' ^ — x•-—! ~ ^ , (16) 

Ap? 

where the sum runs over all participating planes. The conditions 

all = ad = o C17) 
dv dw 

give rise to two linear equations which may be solved to obtain a weighted average of the 
intersection coordinates and their associated error matrix. 

3.2.5 Track_following 
Tracks leaving the bubble chamber are followed through the fringe field to the various 

detector planes encountered. In order to associate the extrapolated tracks with the observed 
hits, it is necessary to propagate the original track errors augmented by the additional 
multiple scattering accumulated on traversal of the intervening media. The deviation due 
to the magnetic field and energy loss is calculated with a knowledge of the magnetic field 
map and the thicknesses and properties of the media. The track is followed in steps of 
varying size in order to ensure moderate variations in magnetic field and energy loss. 
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Real trajectory 

Reference trajectory 

Errors are propagated by relating the particle path with a reference trajectory in 
terms of transverse parameters t and a, which at a given point measure the displacement and 
angle between the two. These are resolved in orthogonal components (h and v) and are used 
to define the "transverse error matrix" with elements consisting of expectation values 

<6x. fix.) l y 
xi = t, , t , a, , a i h' v' h' v (18) 

The method is well suited for the propagation of multiple scattering errors ivhich are 
considered to be uncorrelated. Assuming a large number of scatterings over a total length 
L = n-A, where A is the mean free path, we obtain 

(a 2) - L<6 2) 

(at) = !£ <82> 

<t2> - ^ < 6 2 > , 

(19a) 

(19b) 

(19c) 

where (6 ) = (92>/X is the unit length r.m.s. multiple scattering angle in the material 
concerned. 

The bubble chamber track errors are expressed in transverse form, incremented for mul
tiple scattering; the correlation matrix at a given point of intersection (w,v) with a de
tector module is used for the association of extrapolated and detected hits. 

SOFTWARE TOOLS 

The management and interchange of large volumes of code and data form an important as
pect of bubble chamber data processing. We shall introduce here some well-established 
schemes. 

4.1 Code management. The PATCHY concept 

When developing software for a specific application, we are often tempted to concen
trate on the solution of the problem at hand, giving little thought to the way in which the 
program and data are organized. This straightforward approach may be adequate for simple 
once-and-for-all applications, but if the program is to be used by a number of people who 
may wish to modify and extend it as new needs arise, we will soon reach a state where the 
software becomes unwieldy, sometimes to an extent requiring complete re-coding. 
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Event reconstruction software is of necessity bulky, and it is all the more imperative 
to adopt a well-conceived approach permitting sufficient flexibility to accommodate new 
concepts, while avoiding the growth of "general purpose" programs of unmanageable proportions. 

Editing products (such as UPDATE) exist for the management of large volumes of source 
code, but have the disadvantage that they are of limited flexibility and not exportable to 

27) other machines. For these reasons, CERN has developed PATCHY ', a computer-independent 
package for the handling of multi-version software in an environment of concurrent produc
tion processing and development. The idea is to make available a global pool of all source 
code relevant to a field of related applications, out of which the user can extract material 
to build his desired program. The pool consists of one or more master files (PAMs) con
taining compacted source code (in fact, any "card image" information) structured by means 
of control cards into a hierarchy of "patches" and/or "decks". In a simple case a patch 
may consist of a complete program, each subroutine being contained in a separate deck. 
Modifications can be effected by replacing, inserting, or deleting "cards" addressable by 
line number within a specified patch and deck. An important feature is that existing PAM 
material is not physically altered; the effects of the modifications appear only on the 
output (assembled material file, ASM) which may be submitted for compilation. 

Selection and modification material may be incorporated in the PAM file as a separate 
patch which may be invoked by the user. This offers a powerful means of selecting alter
native program versions. Repeated material, such as common blocks, is defined only once 
through sequence definitions (+KEEP) and delivered by PATCHY at the required places 
(+SEQ or +CDE). 

The PAM file thus consists of source code (self-material) and control cards (foreign 
material), defining sequences and actions, and processing options. The required patches 
are made available by requesting them by name (+USE), but are not passed to the ASM stream 
unless further qualified by +EXE directives. This feature allows the selection of specific 
routines for compilation. Similarly, the +LIST option produces print-out of selected 
material. PATCHY operates by reading sequentially through the source stream, starting with 
a user-supplied patch known as the cradle (default patch name CRA*) which generally con
tains patch selections, processing options, and foreign material. The program may be in
structed to read from one or more PAM files by use of +PAM directives. At the end of the 
file, reading reverts to the input stream until termination by a +QUIT control card. Self-
material for which the +EXE mode is activated is written into the ASM file, while foreign 
material is stored in the memory until the target material is encountered. The allocating 
and relinquishing of memory is accomplished by the HYRDA system. The single-pass approach 
requires definition of actions and sequences upstream of the passive material. This may 
necessitate the re-reading of a PAM file, but the input stream is read only once. 

To illustrate the approach, consider a simple example, typical of the situation we 
often encounter, where events are sequentially read from a magnetic tape, processed, and 
written onto another file. The PAM file may look something like this: 

+TITLE. 
MYPAM 0/0 800815 15:30 (Declares PAM title) 
+PATCH,*VERS1. 
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+USE.CDEQ. 
+USE.MAIN,INOUT,PROC,SUMMARY. 
+PATCH.CDEQ. 

+KEEP.BLCM. 
COMMON//BUFI(1000) ,BUFO(1000) 
DIMENSION IBUFI(1000),IBUFO(1000) 
EQUIVALENCE (BUFI(1),IBUFI(1)), (BUFO(l) ,IBUFO(l)) 

+KEEP,FLAGS. 
COMMON /FLAGS/NEV,NOUT,IEND, 

+PATCH.MAIN. 

+DECK,MAINCDC,IF=CDC. 
PROGRAM MAIN(INPUT,OUTPUT,TAPE10,TAPE11,..) 

+CDE,BLCM,FLAGS. 
C INITIALISATION 

CALL INIT 
C I/O AND PROCESSING LOOP 

1 CALL INP 
IF(IEND.EQ.l) GO TO 50 
CALL PROC 
CALL OUT 
GO TO 1 

C TERMINATION 
50 CALL SUMM 

STOP 
END 

+DECK,MAINIBM,IF=IBM. 
(IBM version ) 

+DECK,INIT. 
SUBROUTINE INIT 

+CDE,FLAGS. 
NEV=0 

RETURN 
END 

+PATCH,INOUT. 

+DECK,INPUT. 
SUBROUTINE INP 

+CDE.BLCM,FLAGS. 
CALL READEV( ) 
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+KEEP,IF=DEBUG. 
PRINT 55, (BUFI(J),J=1,50) 

55 FORMAT(...) 
+KEEP. 

NEV=NEV+1 

RETURN 
END 

+DECK.OUTP. 

SUBROUTINE OUT 
+CDE,BLCM,FLAGS. 

WRITE (...) 
RETURN 
END 

+PATCH.PROC. 

+DECK,PROC 
SUBROUTINE PROC 

+CDE,BLCM,FLAGS. 

RETURN 
END 

+PATCH,SUMMARY. 

+DECK,SUMM. 
SUBROUTINE SUMM 

+CDE,FLAGS. 
PRINT 10, NEV 

10 FORMAT (...) 
RETURN 
END 

The steering, input/output, and processing logic is organized into separate patches, 
each containing related subroutines in distinct DECKs. The example introduces the concept 
of the IF flag for the conditional inclusion of seIf-material. The IBM version, for 
instance, is constructed by the following cradle: 

+EXE. All selected patches to be written to the ASM file. 
+USE,*VERS1,IBM. Use patches *VERSI (which in turn invokes MAIN, INOUT, etc.) and IBM. 

The "patch" IBM acts as a flag for the selection of deck MAINIBM. 
+PAM. Instructs PATCHY to read the PAM file. 
+QUIT. 

The conditional KEEP sequence demonstrates an effective way of activating diagnostic print
out by simply invoking "patch" DEBUG. 
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During program development it is usual to accumulate modifications in the cradle. 

Mien the cradle becomes big, it may be incorporated in the PAM as a separate patch. The PAM 

may be tidied up when it reaches stability by an updating process which makes the corrections 

permanent; in this case caution must be exercised in a multi-user environment because of 

the change of sequence numbering. The PATCHY system comprises a set of auxiliary routines 

to enable the editing, listing, and other manipulations of PAM files, including "computer-

independent" transport. 

4.2 The HYDRA concept 

With the advent of the large bubble chambers, it was realized that a fresh approach 

was needed for the development of the new reconstruction software. To avoid problems en

countered in the past, it was considered that modularity in conjunction with a "natural" 

data structure would offer the most appropriate scheme. These thoughts have led to the 

creation of the HYDRA system, which has found wide application — if not understanding — 

in track chamber data processing. The system is basically an "embedded" language which 

offers dynamic memory management in a FORTRAN environment, and we shall describe the essen

tial concepts below. 

4.2.1 HïÇBA_ÏÏÊ!BorY management 

The dynamic store consists of a blank COMMON vector (conventionally named Q ) , its 

length being initialized by the user to suit the application within the limitations of the 

computer. Long-term information is stored in the form of banks which contain, besides the 

user data, addresses of other banks in the memory, whereby logically connected structures 

may be constructed. The user establishes the banks through the HYDRA memory manager, and 

banks which are no longer wanted are marked by setting an appropriate flag. When the memory 

becomes full, a "garbage collection" is executed which "squeezes out" the dead banks and 

relocates the live banks such that the unused space is available again in a contiguous area. 

The structure of the dynamic store is illustrated in the example depicted in Fig. 12. 

The high area of Q is used for bank storage, which is accessed indirectly, while the 

low area constitutes directly accessible working space, the limits of which must be defined 

at the start of each application. For example, the request CALL MQWORK(SPACE(1).SPACE(1000)) 

Dimension Q(99) ,IQ(99) 
Equivalence (Q,IQ,LQUSER(1)) 
Common //QUEST(30) System area 
+ ,LQUSER(7),LQMAIN,LQSYS(24),LQPRIV(7) 1 . 
+ ,LQ1,LQ2,LQ3,LQ4,LQ5,LQ6,LQ7,LQSV,LQAN,LQDW,LQUP j L % n K s 

+ , SPACE(n),LAST 

CALL MQINIT(LAST) 
CALL MQWORK(SPACE(l),SPACE(m)) 

Q(l) Space(l) Space(m) Q(LAST) 
+ 4- 4- \ 

System 
area 

Links Working space Bank area 
(n-m) words 

Direct access data Indirect access data 
*- Bank occupation order 

Fig. 12 Dynamic memory allocation in HYDRA 
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will declare the first 1000 words above the link area as transient working space (generally 
equivalenced to local variables). A further call to MQWORK destroys the contents of the 
working space; permanent information can therefore be stored only in the bank area or below 
the working space. 

As new banks are created, the reserve area between the top of the working space and the 
end of the occupied bank area will diminish, and when it is eventually exhausted a garbage 
collection is automatically triggered to recuperate memory from "dead" banks. HYDRA also 
provides the possibility for establishing data structures in the working area ("low banks"). 
In this case the occupied memory is released, on the next call to MQWORK, without garbage 
collection. 

4.2.2 Data_structures 

The basic data organization concept in HYDRA derives from the fact that the data banks 
also contain addresses of other banks. A bank is addressed by reference to a particular 
location, known as the status word, such that the first data word of a bank whose address 
is L is found in Q(L+1). The status word consists of bitted information, the first 15 bits 
being available for application purposes, and the remaining for system use. One of the 
latter is the "drop bit", which is used to indicate to the garbage collector that the bank 
space is to be returned. The arrangement of the component of a bank at address L is as 
shown in Fig. 13. 

The links, which are located above the status word, can be classified into two types; 
the first NS are structural in the sense that they establish a logical relation between 
banks (always pointing to status words), while the other type is used to refer to some 
information which may be of interest (not necessarily a status word) without conveying any 
structural relation. These are known as reference links. 

Address in Q 

L-NL-1 

L-NL 
II 

II 

II 

L-NS 
II 

L-2 
L-l 

L (Entry) 

L+l 
il 

II 

L+ND 

Name (ID/NL/NS/ND) 
Link NL 

II II 

il il 

n it 

1 NL-NS 
r Reference links 

Link NS 
n II 

Link 2 
Link 1 

1 NS 
r Structural links 

Status word 
Data word 
» M 
H n 
H H 

Data word 

1 
It 

It 

II 

ND 

Fig. 13 Hydra bank format 
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LQMAIN 

EVENT 
LINK 2 
LINK 1 • 

STATUS 

DATA 
(FRAME N° 

ETC.) 

— 
VERTEX A 

— LINK 2 — 
LINK 1 • 

— 

STATUS 

DATA 

B2 

-NEXT IN FRAME 

TRACK AI 

LINK 1 • 
STATUS P STATUS 

EVENT^> 

1 VERTEX> 

TRACKS^> 

TRACK Bl B2 

LINK 1 LINK 1 ' 
STATUS STATUS 

DATA 

A2 

LINK I 
STATUS 

A5 

LINK 
STATUS 

Fig. 14 Representation of a bubble chamber event in Hydra data structure 

To illustrate the data structure concept, let us consider the typical case of a bubble 
chamber event (Fig. 14) where we store parameters for each vertex and track in separate 
banks. In this example we see that link 1 connects objects of the same hierarchy in horizon
tal fashion, while link 2 supports dependent structures (vertical, or paternal link). The 
structure is thus self-defined and may be entered by a single pointer to the main bank. The 
link LÇMAIN in the direct access area is designated for this purpose. A zero link indicates 
the end of a bank chain. 

4.2.3 The_HYDRA_sYstem_p_ackages 
The HYDRA system consists of a set of packages and utility routines in addition to the 

memory management package which performs the essential functions described above. Amongst 
the facilities provided, there exist means for the I/O of data structures, and a scheme for 
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recording and reporting the occurrence of specified conditions, and the trapping of excep
tional situations. Communication between processors is handled by the "jump package", which 
uses banks for the storage of control transfer addresses and parametric information, in a 
structure reflecting the call sequence. Detailed descriptions of HYDRA packages can be 
found in the HYDRA System Manual. 
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DATA ANALYSIS FOR ELECTRONIC EXPERIMENTS 

H. Grote 
CERN, Geneva, Suitzerland 

1. INTRODUCTION AND 'MISE EN GARDE' 

In this lecture I shall attempt to cover the principal off-line soft
ware aspects in electronic experiments. Of course, this is too ambitious 
an undertaking for two reasons: 

Firstly the field is vast, and some important aspect will certainly 
have escaped my attention. 

Secondly, the choice of methods, features, algorithms, and packages 
presented will be biased through my personal opinion and experience, 
although to some extent it is influenced as well by the opinion and 
experience of my colleagues, who, like myself, are working in this field 
at CERN. Therefore, beware! Menever I shall claim something to be 
'evident', a 'matter of experience'--'a fact'—it 'ain't necessarily 
so'. On the other hand, it will not be entirely wrong, since our experi
ence is based on something like 30 experiments in high-energy physics 
using electronic detectors. It is just the emphasis which might be dif
ferent for other people, and although these people are of course misled, 
one has to admit their existence. 

2. PREREQUISITES 

Let me start the subject by defining an 'electronic experiment' in 
high energy physics. In such an experiment all the information which is 
being collected by detectors is eventually converted into electronic 
signals, nowadays always in digital form; it is then stored in some 
short-term storage medium (core memory or other), and finally written 
onto some long-term storage medium, normally magnetic tape. 

The primary information as provided by the detector is either ' * 

* a wire number; 

• a voltage or current amplitude, as delivered by a drift chamber, a 
proportional chamber, or a strip chamber, which is then converted 
into digital form in an analog-to-digital converter (ADC); 
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• a light signal, coming from a scintillator or a Cerenkov counter, 
which is then converted into a voltage by a photo multiplier and 
subsequently treated as above; 

• the time interval betueen tuo signals (voltages), which may measure 
the time-of-fIight of a particle or the drift time of an electron 
cloud, and which is converted into digital form in a time-to-digi
tal converter (TOO; 

• an event picture as delivered by a spark chamber detector, which is 
stored on the fluorescent screen of a TV camera, then scanned by an 
electron beam, and converted into digitizings. 

This last example is actually debatable, since it approaches a class 
of different experiments where the storage medium is photographic film, 
as for bubble chambers and streamer chambers. The division into these 
two realms of electronic and film-based experiments is due to practical 
considerations, since both the way in which an experiment is performed 
and the uay in which it is analysed differ considerably between the two 
groups. The degree of specialization on either side is such that physi
cists stay for a long time in their chosen field, and this applies also 
to the software specialists. 

When describing the features of an electronic experiment, I have also 
implicitly designed another border line, the one betueen on-line and 
off-line. In a simplified way, 'on-line' is all data handling from the 
first appearance of data in digital form up to and including their sto
rage on a 'raw data tape', and 'off-line' is all data handling starting 
at the raw data tape level up to and including the physics analysis of 
the data. In reality, things are less well defined and separated, but 
for the purpose of this lecture it is a sufficient definition. 

The off-line data analysis is mainly performed on medium- to large-
scale computers, and has typically to run through the following steps 
in order to extract physics from the ADC and TDC values on the raw data 
tape: 

Programs 

i) off-line trigger (optional); 

ii) pattern recognition; 

iii) geometric event reconstruction; 

iv) kinematic event reconstruction. 
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In order to be able to perform these tasks, the following information 
has to be available: 

Data 

i) the raw data; 

ii) the calibration data of the detector (e.g. voltage per 
ADC channel, time per TDC channel); 

iii) the exact position of all relevant detector parts; 

iv) the magnetic field of all magnets which are part of 
the experiment. 

Normally, special programs exist for providing this information from 
position measurements ('surveys'), straight track runs (often with 
cosmic rays), calibration runs, and magnetic field measurements. 

Last but not least, all these programs and data have to exist when 
the experiment starts running, since in most cases a rapid analysis of 
the data is desirable, not only because one wants to be the first to see 
the new particle but also in order to be certain that the hardware per
forms correctly. 

To this end, the event topology one expects, together with the 
detector and its features, is simulated in a Monte Carlo simulation 
program, and the Monte Carlo events generated in this way are then used 
to develop and test the off-line analysis chain. 

This does not prevent the real data from being of a sometimes unex
pected nature, and normally the surprise is a bad one. However, the bulk 
of the work can be done in this way before the start of the experiment , 
and the adaptation of the software to the real data is then only a mat
ter of weeks or months (this expresses a hope rather than a fact). It 
must be stressed here that much trouble can be avoided by anticipating 
this behaviour of nature according to Murphy's law. The algorithms used 
in the programs must be designed such that they still work in the worst 
case imaginable, and are not already stretched to their limits by ideal 
Monte Carlo data. A production program must be robust. 

There is another aspect of Monte Carlo event simulation which has 
gained more and more importance. The detailed simulation of detector 
arrangements makes it possible to optimize not only the acceptance of a 
detector but also the track finding and fitting algorithms. Ideally, the 
complete detector is developed with the help of a Monte Carlo simula
tion, and only than starts the construction of chambers and calorime
ters. This approach has recently been taken in several cases, and it has 
been a great success. 
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3. PARTICLE TRAJECTORIES 

Since the magnetic fields employed in experimental high-energy phy
sics are always constant in time, we have only to solve the Lorentz 
equation 

e 
£ = ev A B = - £ A B (x) (the dot stands for d/dt), (1) 

m 

with e charge, v speed, £ momentum, m (relativistic) mass of the parti
cle, B magnetic induction, being a function of x (the particle position) 
in the general case. 

Multiplying Eq. (1) with £ we immediately have 

p 2 = const, and therefore 

m = •J mo 2 + £ 2 = const. (2) 

Introducing the position vector x of the particle as x = y and 
replacing time derivatives by space derivatives with respect to the cur
vilinear track length s, i.e. 

F = F'*v 

for any function F, we receive 

e e 
x" = — x' A B = - x' A B , (3) 

mv p 

which can also be written in the form 

(4) 

e 
n' = - n A B , 

P 

where n is the unit direction vector tangent to the track in point x. 

When introducing specific units, namely GeV/c, tesla, and m, and mea
suring the charge in units of e (the elementary charge), ue finally have 

x' = n 
(5) 

n' = a • n A B 
wi th 

0.2998'q 
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q being the charge (the numerical value of the constant is of course the 
speed of light in vacuum). 

This system of first-order linear differential equations has five 
integration constants: e.g. Xo, yo, n x, n y, at some reference value zo, 
and a. Rather than a, 1/p or q/p is normally used as parameter. 

In general, since it appears as parameter above, 1/p is used rather 
than p, and this for at least three additional reasons. Besides the con
venience (p as result of a curve fit may go to infinity, uhereas in 
practice always 0 < 1/p < 1/p m»n , Pmin being given by the detector 
capabilities), the most important reason is probably that when a track 
is fitted to measured coordinates y\ with errors €, then the expectation 
value of the curvature error c is 

<c 2> oc € 2 tGluckstern 2'] (6) 

and therefore 

<û 2 (1/p)> « «2 , (7) 

that is 

6p 

8 (1/p) = oc € , 
P 2 

in other words the error in (1/p) is constant for constant position mea
surement errors. (This, of course, does not apply to errors caused by 
multiple scattering.) 

Finally, many track models are more 'linear' in 1/p than in p, i.e. 
they require lower orders in 1/p expansions. 

The solution of Eq. (5) is a helix in the case of a homogeneous mag
netic field, but can be written in closed form (with integrals) for an 
arbitrary field 3' . 

However, to evaluate the track coordinates of a particle with known 
parameters, in most cases of inhomogeneous fields Eq. (5) is solved num
erically, and there in most cases by using a Runge-Kutta-type formula*> 

This method fulfils one of the basic requirements of particle track
ing in most practical cases: it can start at any point of the track 
where the five parameters are known, i.e. it does not make use of previ
ous track points (as for example Adam's formula 5' . This is essential 
when multiple scattering is introduced in the usual way, namely as a 
direction change at the end of each tracking step (scattering at an 
infinitely thin plane). Furthermore, the method requires only the mag
netic field values, and no derivatives thereof, which makes it possible 
to represent the field on a point grid (see also chapter 7). 
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Runge-Kutta tracking, or any other step-by-step tracking, being 
rather slow, a sample of tracks can in many cases be established cover
ing the phase-space region of interest, and then be interpolated in some 
way or other. The most elegant of these uays will be described in the 
next chapter. 

In many applications, in particular when the track parameters are not 
known, but also for reasons of speed, simple analytical functions are 
used approximate (mainly local) track models. This applies, in particu
lar, to track finding. 

4. FEATURE EXTRACTION AND PARAMETRIZATION 

If, for a given particle trajectory described by Eq. (4), N coordi
nates along the trajectory are known (e.g. x or y values in a set of 
planes z = const.), a vector c with these N coordinates as components 
will represent the track as a point in the N-dimensional 'pattern 
space'. However, since there are only five free parameters per track, 
and consequently there exist N-5 constraint equations for the N track 
coordinates, all tracks will lie in a five-dimensional sub-space of the 
pattern space, occupying a region in this space which is determined by 
the phase-space region serving as base, and by the detector geometry. 

This sub-space is normally curved, which makes it very inconvenient 
to use, in particular since the N-5 constraint equations are normally 
not known explicitly. 

We can, however, in many cases find a region in a (1-dimensional 
hyperplane (M > 5) which will include all tracks. Sometimes, in order to 
make the sub-space reasonably 'flat', the original phase-space has to be 
split into several regions. 

By defining a new system of coordinates in the M-dimensional 
'feature-space', we can now describe all tracks in these new coordi
nates. This is the idea behind the 'principal component analysis' 
approach in cluster analysis. By a suitable transformation which is cal
culated for a given sample of tracks ('training sample'), and which is 
mainly a rotation iKarhunen-Loeve6) ], new coordinates are introduced as 
a linear combination of the previous (centred) ones: 

£ = R (£-<£>) , <c_> being the mean over the training sample. (8) 

Here, the rows of R are the eigenvectors of the (positive definite) 
matrix 

F = < (ç-<ç_>) •(£-<£>)*> (* for transposed) , 
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the eigenvalues of which are therefore non-negative. The transformation 
(8) has the property of minimizing the Euclidian distance 

N 
d ( l ) 2 = I | i 2 (9) 

i = l + 1 

to the l-dimensional hyperplane defined by the eigenvectors correspond
ing to the 1 largest eigenvalues. In the ideal case, where all tracks 
lie exactly in the hyperplane described by the 1 first eigenvectors, 
this distance becomes zero for all tracks. 

In general, there will be a certain number M of coordinates which 
are significant (M > 5 ) , and the others will be insignificant, i.e. 

f ; , i = 1, ..., fl significant 

*i * 0 , i = M+1, ..., N. 

The transformation and the significance of the new coordinates can be 
obtained by using the program L I N T R A 7 ) . 

What have ue now gained by this 'feature extraction', as the proce
dure is called in cluster analysis? 

i) A dimensionality reduction, since 5 < M < 8 in most cases, 
whereas N can easily reach 100. 

ii) Even in cases where i does not hold, we now have linear combi
nations of the old coordinates which are ordered in their sig
nificance for the track description; this is interesting when 
they are used for fitting parameters or for the interpolation 
of hits. 

iii) The insignificant coordinates {\ (being nearly zero for good 
tracks) provide a constraint — actual ly, they represent the 
linearized (unknown) constraint equations and can be used to 
reject wrong track candidates during track finding. 

If we now want to express track hits in planes, or track parameters 
as functions of the first M £i, we will normally try a multidimensional 
linear fit, i.e. develop the unknown quantity in a power series of the 
fi, until the required precision is achieved. This can be done by using 
the program M U D I F I 8 ) , which uses orthogonal polynomials. 

Actually, the method of parametrization is applied in three different 
forms: 

i) parametrize track hits (in some detector planes) as functions 
of the five track parameters; this is used in Monte Carlo 
tracking as well as in geometric fit programs; 
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ii) parametrize track hits as functions of other track hits; this 
is used in track finding; 

iii) parametrize the track parameters as functions of the track 
hits, either to deliver these parameters directly (which is 
rare) or to provide good initial values. 

In all cases, one of the obvious merits of the method is its speed. 
Indeed, if the magnetic field is rather well behaved, and the phase-
space region is reasonably small, one can hope to express the desired 
quantities by polynomials of relatively low order, which are very fast 
to compute. Most important is the fact that the magnetic field is no 
longer used explicitly, since it is implicit to the parametrization. 
(This, in addition, has the advantage of saving the space for the field 
map. ) 

However, the method is difficult to apply and, apart from a few sim
ple cases, it normally requires much study and optimization effort. 
The choice of the phase-space region and the selection of the track sam
ple are particularly delicate operations. In addition, a parametrization 
is only valid for a given fixed number of planes with fixed positions. 
Each major change in the detector set-up and each different set of 
planes (owing to inefficiencies, or to tracks not reaching the last 
plane for various reasons) requires, in principle, a new parametriza
tion. 

The method is also very sensitive to the correct combination of the 
detector, the magnetic field, and the parameter choice. Already, wire 
planes that are not parallel to each other tend to kill the method 
instantaneously, whereas they can be coped with by other methods (alt
hough not without problems--if possible planes should be parallel). 

Let me finally mention that the notion 'small' for the insignificant 
fi needs a precise measure, and this becomes very difficult to define 
for large multiple scattering errors, i.e. in the case of a non-diagonal 
coordinate error matrix. Unless this known, it will not be possible to 
perform really justified cuts. All these problems have to be solved 
before the method can be applied successfully. 

5. TRACK FINDING 

5. 1 INTRODUCTION 

In most electronic experiments, the task of finding the particle 
tracks is the most crucial, and the most difficult one in the whole 
off-line analysis. Being able to recognize all charged tracks and to 
distinguish them from background signals or tracks from secondary inter-
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actions is normally a necessary condition for the classification of the 
event, and it therefore determines directly the quality of the physics 
extracted. 

The task, on the other hand, is difficult because in most cases an 
'ad hoc' approach has to be taken, the general solution being too time-
consuming . 

It is already difficult to define the task as such 9 ) . If we first 
try 

Definition 1; split the set of all position measurements in a detector 
for one trigger into sub-sets such that 

• each sub-set contains measurements originating from one and the 
same particle, 

• one sub-set contains all hits not caused by particles, 

we have not achieved very much, since normally it is not possible to 
prove that two signals were really caused by the same particle, and it 
is even less possible to show that a signal was not caused by a parti
cle. Therefore what is actually used as a workable definition is 

Definition 2: split the set of all position measurements in a detector 
for one trigger into sub-sets such that 

• each sub-set contains measurements which could be caused by the 
same particle; 

• one sub-set contains all hits that cannot be associated with parti
cles with sufficient certainty. 

This requires basically a two-step procedure. In the first step, a 
sub-set of measurements is selected, forming a 'track candidate'. The 
second step checks whether this sub-set is a possible track or not. 
This procedure is often split further in order to make it faster, 
namely: select a certain number of measurements (initialization) 
check and reject or continue - add a certain number of measurements -
check and reject or continue -etc.- through to the final check, per
formed on the fully assembled track. This stepwise procedure can be var
ied in different ways, but the principle remains the same. Its impor
tant feature lies in the fact that after each check the wrong candidates 
are rejected, and in this way virtually only the good candidates undergo 
the final check. Accordingly, the check algorithms grow from simple and 
fast ones at the beginning, to powerful and slower ones at the end; and 
there is a simultaneous increase in the degree of confidence that the 
track candidate is really a good track. 

However, the problem of track finding as defined above can be solved, 
in principle, without going trough this procedure. A possible algorithm 
is given below. 
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5.2 COMPLETE COMBINATORIAL METHOD 

• Split the set of all position measurements into all possible sub
sets, one of which contains the supposed 'background'; 

• For each of these sub-divisions, apply a fitting procedure to each 
sub-set (excluding the one containing the background) to determine 
whether the sub-set belongs to a possible particle trajectory or 
not (geometric fit); call it a track if the fit criteria are ful
filled; otherwise add its signals to the background sub-set. 

Keep as the solution the sub-division which has 

i) the minimum number of signals in the background sub-set; 

ii) the minimum number of tracks, if there are several 
sub-divisions fulfilling point (i). 

This procedure is in almost all cases extraordinarily slow. Obvi
ously, we have to test all possible sub-sets of the k signals for being 
a track or not. If we for convenience include the sets with one or two 
signals, this gives a number of 

k 
= I 
1=1 

k 
i 2* 

k! 

i!(k-i)! 

track candidates. We give a numeric example below. 

If we have 50 signals (say five tracks traversing ten planes, or ten 
tracks five planes, etc.) and it takes only 1 ms of computer time to fit 
a track candidate, this amounts to 35 700 years of computing time for 
this one event.Even if ue further assume that we know there are five 
tracks in ten planes, which means we have to test 5 1 0 combinations, this 
takes 2.7 hours of computer time, which is still prohibitive. Therefore 
in most cases we will have to find ways of reducing the number of track 
candidates considerably, in particular the number of those which undergo 
the final check, in the way which has been described. 

In the following I will describe the principal methods used 
track candidate selection, and a few of the track candidate tests. 

for 

5.3 METHODS OF DEFINING TRACK CANDIDATES 

5.3.1 Combinatorial methods 

The full combinatorial method has already been presented. In most 
cases, the computer time used by it is prohibitive. 
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Most of the following methods, however, have to make use of a 
combinatorial procedure, both in the initialization phase and when 
further signals are added. A combinatorial algorithm of some sort is 
therefore intrinsic to most of the methods. 

Before going into more detail, I should confess that in the following 
I do not distinguish very clearly between track finding in space or in 
projections (see, however Appendix B). Although this distinction is of 
course very important in each specific case of a real experiment, it 
does not alter the principles of track finding very much. 

5.3.2 Track-following methods 

These are typically applied to tracks of the 'perceptual' type, where 
the track can be more or less easily recognized by the human eye from 
the displayed coordinates (see, for example, Fig.l). An initial track 
segment is first selected, consisting of a few points (one up to three 
or four), and this segment is normally chosen as far away from the 
interaction region as possible, since there the tracks are at least on 
the average more separated than anywhere nearer to it. In the next step, 
a point is predicted in the nearest innermost chamber through extrapola
tion. This may be of 'zero' order simply by choosing the nearest neigh-
boui—first order (straight line), second order, and possibly higher 
ones--or other track forms such as circles. The aim is in all cases to 
choose a fast algorithm by representing the track locally by the sim
plest model possible. For chambers which are sufficiently close, the 
parabola extrapolation will be sufficient in many cases with magnetic 
fields, since it preserves the sign of curvature and therefore behaves 
like a real particle track. In addition, it is very fast, since a para
bola through three points (XJ, v\), i=1, -••, 3 can be written as 

(X-X2MX-X3) (X-X1MX-X3) (x-Xi)(x-x 2) 
y = yi + yz + vs 

(Xi-X 2)(Xi-X3) (X2-X1)(X2-X3) (X3"Xi)(X3"X 2) 

3 
= 1 asyi , 

i = 1 

where the ai depend only on x and XJ, the plane positions, and can 
therefore be calculated once and for all. 

Here, particular mention should be made of the track parametrization 
as described above. This has recently been applied successfully in the 
Omega Prime detector' 0', and in this specific case it works as follows. 

First of all, the tracks are followed in space, although each detec
tor plane measures only one coordinate. From a track sample generated at 
the target and tracked through the detector, the Karhunen-Loeve feature 
extraction then calculates the significant coordinates (as described 
before) as well as the insignificant ones which can be used as const-
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raint equations. The linear constraint equations are used to express a 
coordinate as function of some other coordinates which are further out
side, i.e. have been found previously. It should be noted that in real
ity this is not an extrapolation but an interpolation, since owing to 
the choice of the track sample the target region is implicitly used as 
constraint for the track coordinates. 

In summary, the track following method is in one way or another con
cerned only with the local track model, since it always looks at only 
the next few points, using the most recently found ones to extrapolate 
the track. This therefore allows a simple (i.e. fast) track model. On 
the other hand, once the distances become too big, the approximate model 
will not be precise enough; and because of the measurement errors, even 
a correct tracking based on a few recently found points is problematic, 
since most detectors deliver sufficiently precise track parameters only 
when the full track is used in a fit. 

In this case of wide gaps between chambers, or tracks not being well 
represented by any of the local track models, we can still use the 
method of track roads described below. 

5.3.3 Track roads 

In this case a 'road' is defined over the full length of the track, 
normally by using initial points at both ends, and one point in the cen
tre in the case of curved tracks. As in the case of track following, a 
simple model of the track is now used to predict the positions of 
further points on the track, by defining a 'road' around the track 
model. This track model may be (almost) precise, like a circle in the 
case of a homogeneous solenoidal field, or a straight line in a field-
free region; or it may be approximate, in which case the width of the 
road has to be established by Monte Carlo tracks. In principle, the bet
ter the model the narrower the road can be, but rarely can one use the 
theoretical road width of, say, three standard deviations of the detec
tor resolution. This may be due to systematic errors in the position, to 
signal clusters, to signals being hidden by background signals, etc. 

The method of track roads is slower than the track-following method 
(under comparable conditions, see Appendix A ) ; but sometimes it has to 
be chosen when it is the only workable method around i X i . 

5.3.4 Global methods 

Another, totally different approach is used in the 'global methods', 
which are useful for a wider range of problems in cluster analysis. 

In this case, all points are considered together, and there exists a 
procedure for performing the classification task of all tracks simulta
neously. A simple example is given below. 
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a) Histogramming method. 

In this case, one defines a set of n different functions of the 
point coordinates (coordinates of one or more points) and enters 
the function values in a histogram. 

Then (if the method works correctly) the tracks form 'clusters' 
or 'peaks' in the histogram; these have then only to be found, and 
the problem is solved. 

A simple example may illustrate this method: 

Suppose that the interactions always take place at the same point, 
and that there is no magnetic field. In this case, the tracks will 
form a 'star' around the interaction point (at 0,0). This could, 
for example, be the case in a colliding beam machine, in the pro
jection orthogonal to the beam direction. If we introduce an x,y 
coordinate system, and use as the only function any of 

y/x, arcsin (y/1), arctan (y/x) with l 2 = x 2 + y 2 , 

then the tracks will appear as peaks at specific function values. 

In histograms of several dimensions, the task of recognizing 
the track clusters will normally be much more difficult than that 
of finding the tracks directly via a track model. This limits 
somewhat the range of application of this method. 

b) Minimum spanning tree. 

This is a graph theoretical approach 1 Z> . Its basic element is a 
'distance' defined between each point pair, being either the Euc
lidian distance or some monotonous function thereof. This 
'distance' having been calculated for all pairs, a 'weighted 
graph' is then constructed with the points as nodes, and the dis
tances as edges of the graph. Using a standard procedure, the 
'minimum spanning tree' is then constructed, the 'branches' of 
this tree being the tracks. 

Because of the freedom in the 'distance' definition, the method 
can be varied considerably. Is has recently been applied at the 
TASSO detector at DESY. 

5.4 METHODS FOR CHECKING TRACK CANDIDATES 

There exist a great number of different checking algorithms, which in 
most cases make use of detector particularities and which are therefore 
of little general interest. One can, however, try to group them in the 
following way: 
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Crude and fast initial checks. 

In the case of track following, the short initial tracks are 
normally checked for 

• the approximate direction (pointing to the interaction 
reg ion); 

• the curvature (e.g. of a parabola), or simply the sagitta 
(minimum momentum cut). 

In the track-following phase, a point is normally accepted 
when it lies inside the predicted interval. If there are sev
eral candidates in a given chamber, one either 

* takes the nearest to the prediction (dangerous); 

• refines the prediction, thereby reducing the interval (if 
possible); 

• follows as many tracks as there are candidates from there on. 

Clearly, a track candidate is abandoned when there are no 
more points inside the predicted interval, taking of course 
chamber inefficiencies into account. 

In the case of the global road, the curvature and direction 
are checked as well, and will normally provide a better cut 
owing to the greater track length. For the addition of points, 
the remarks made above remain valid. Here, a track candidate 
is dropped if there are not enough points found in the defined 
road. 

Fit to a simple analytical model 

Least squares fits to a simple model can be used to reject 
candidates with too high a x 2 value. In the case of the correct 
model, say a straight line with known chamber resolution, the 
theoretical x 2 limit can be used; otherwise one has to estab
lish an empirical upper limit from Monte Carlo, or from tracks 
found in a real event which have passed the final test under 
(iv). 

Feature extraction 

This makes use of the insignificant coordinates described in 
chapter 4 by calculating their values for each track candidate 
(vector multiplication) and requiring the result to be within 
the empirical limits established during feature extraction. 
Here as well, either Monte Carlo tracks or real tracks may be 
used. 
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iv) Least square fit to the correct model 

This is the ultimate check for all track candidates, but in 
most cases it is a by-product of the geometric fit procedure 
described in the next chapter. There exist, however, cases 
where a simplified geometric fit (e.g. to a spline curve, or 
neglecting multiple scattering) is used in the track-finding 
procedure if the other, weaker, constraints enumerated before 
are not sufficient to reduce the number of track candidates to 
a reasonable level. 

5.5 METHODS FOR CHOOSING BETWEEN TRACK CANDIDATES 

First of all, let me comment on the removal of signals from the 
'pool' once they have been associated with a track. 

In the case of track following, this is normally not done, since all 
tracks are followed simultaneously from outside to inside (interaction 
region), opening up new track candidates whenever signals appear which 
cannot be associated with an already existing track. 

In the case of the global road, however, the tracks are initialized 
one by one over the full length, and there is a strong temptation to 
remove signals from the 'pool' once they have been associated with a 
track. This practice is dangerous when the constraints for a track are 
weak (no good checks, or very few points in the final check), since in 
this way wrong track candidates may be accepted. In this case, when 
removing the signals from the 'pool', one or more good tracks may be 
lost as the result of accepting just one wrong candidate. Therefore, 
instead of the points being removed, they should only be marked in such 
a way that they will no longer be used for road definition, but may 
still be associated with another track. This 'partial removal', together 
with the necessary redundancy in the track search owing to chamber inef
ficiencies, will normally prevent good tracks from being 'thrown away'. 
A good check of the track-finding algorithm in this case is always pro
vided by looping over the signals in the inverse or some random order, 
and comparing the results (which should of course be independent of the 
order of the signals). 

In the case of higher multiplicities, it will then normally happen 
that the tracks accepted in the final (or in the last but one) check are 
not really distinct, but that some of them share signals. Excluding the 
cases where this can really happen physically (crossing over in a pro
jection or in space, masking by a mirror track in a drift chamber), nor
mally only a sub-set of the track candidates will be real tracks, the 
others being accidental combinations of signals which just look like 
real tracks. 

In this case, the acceptance of the tracks with the best xz is unsa
tisfactory for two reasons: first of all, it introduces a bias, since 
the xz distribution is what it is, and systematically selecting the 
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louer value is not correct. Secondly, accepting one track uith the 
louest x 2 may reject several other tracks, uhich is not aluays correct 
ei ther. 

Tuo approaches can be used in the case described above. One is to 
systematically prefer tracks uith more signals (rather than louer x 2 ), 
since a spurious track is more likely to have only a feu signals than 
many. The other is to look for the maximum number of tracks 
which are 'compatible' uith each other, i.e. they do not share signals. 
This can be solved by graph logic methods 1 3 1 . 

5.6 GENERAL OBSERVATIONS 

The conscious programmer uill aluays test his track-finding algorithm 
very carefully, both in order to detect errors and for optimization pur
poses. 

The following controls should aluays be performed: 

i) Invert or randomize the order of the signals (mentioned above). 

ii) Make things in Monte Carlo uorse than expected, i.e. increase 
the multiplicity, reduce the effiency, add high amounts of 
background, and establish the computer time and track effici
ency variation for these conditions (your real events may just 
look exactly that uay). 

iii) Establish the rejection power for the bad and good tracks (!) 
of each check you apply in the track-finding procedure. Invert 
the order of checks (if this is possible) in order to minimize 
the computer time. 

6. TRACK PARAMETER FITTING 

6. 1 INTRODUCTION 

Once a track has been found, its five parameters have to be extracted 
from the signals, i.e. from the corresponding space coordinates. If ue 
choose the parameters listed in chapter 3, namely 

xo, yo, n X ) n y, q/p , 

ue observe that these parameters describe the geometric features of the 
particle trajectory only: no knowledge is needed of the particle's 
nature (e.g. its mass) in order to perform the fit, since p is a func-
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tion of the track curvature and the magnetic field only. Inversely, no 
knowledge of the particle's nature can be extracted from the track par
ameters (except its apparent charge — consider fractional charges!). 

Therefore, this procedure is normally referred to as 'geometric track 
fitting', and the 'kinematic fitting' is a step on its own, normally 
performed in a completely separate program called DST (Data Summary 
Tape) analysis. 

The different approaches to the parameter calculations can be broadly 
subdivided into four cases: 

i) a fit to an analytical, correct track model; 

ii) a fit to an analytical, incorrect track model; 

iii) a fit to a numerical, correct track model; 

iv) a parametrization. 

In this list the parametrization is really apart, since it does not 
make use of any track model at all: only the coordinates are fitted as 
functions of the parameters, but not the track in between — which may 
turn out to be a drawback in the case where extra hits have to be pred
icted. 

The first fitting is best illustrated by a fit to a straight line in 
a field-free region, or to a helix in a homogeneous magnetic field. 

In the second case, a model of the track is chosen which is a suffi
cient approximation to the real track, but which in itself does not ful
fil the equation of motion. In this category we find polynomial approxi
mations, and in particular spline curves. 

The third case finally solves the equation of motion numerically for 
the track parameters, and this procedure can be made as precise as 
requested. The numerical method preferred here is some form of Runge-
Kutta tracking. 

Common to all three methods is the minimum least squares (LSQ) fit to 
the measured coordinates, i.e. minimizing 

Q.2 = [ç-I(a)]*'U«tç-i(a)] (10) 

in vector notation, where 

ç is the N-dimensional vector of the measured coordinates, 

i is the N-dimensional vector of the track model values at 
the same independent coordinates where ç_ is given, 

3 comprises the (p.=5) track parameters in vector form, 
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W is the weight matrix, which is simply W = V" 1 , the inverse of the 
coordinate covariance matrix. 

It should be stressed here immediately that V is diagonal if, and 
only if, the coordinates are independent, which is no longer the case 
uhen multiple scattering or certain wire chamber measurement errors have 
to be treated. 

This quadratic form has to be minimized as a function of the u, param
eter values a, which leads in the general case to an iterative solution 
of 

<>Q2 

= 0 , (11) 
as 

since Eq. (11) will be non-linear in the general case. 

However, if the matrix V is independent of the track parameters a, 
and if the track model is linear in a, 

f(g.) = A«3 + b (12) 

with a constant N*u matrix A (A may of course contain non-linear func
tions of the independent coordinates, since those are constant during 
the fit ! ) , we obtain from Eq. (11) 

ÔQ 2 

0 = = -2«A*«W'(ç-A«fl-b) , (13) 

y i e1d i ng 

3 = (A*«w>A)- 1'A*'W«(ç-b) (14) 

as estimators for the parameters. 

This explicit solution of Eq. (11) offers, of course, the great 
advantage of being easy to calculate. 

The expression 

T = (A*»W'A)-' , (15) 

which involves a matrix inversion, has only to be evaluated when the 
parameter errors are requested, since T is just the covariance matrix of 
the parameters. In case the error is not needed, one can solve directly 

A*'H'A-g = A*«W*(ç-b) , (16) 

which is faster (only one right-hand side). 

The linear least squares fit delivers the parameters and their errors 
at the same time, which is very important for a further vertex fit. 



- 155 -

Because of the explicit solution of Eq. (13), all methods for 
geometric track fitting use linearized Eq. (11), and normally iterate 
several times in order to find the correct solution. 

The linearization is obtained from a Taylor expansion around an 
approximate solution 3: 

<jn = solution of iteration n 

3* = true parameter values , 

leading to 

f(a*) = if a n) + (M/*a)n(a*-an> + o[(a*-an>2 n?) 
which, after neglecting higher orders, leads to an equation of the form 
(12): 

f(an*l) = A#3n+1 + [l(fln) " A'3 n] , (18) 

A = (M/Ôa)n • 

In order to be able to linearize, we therefore need 

• a first (zero) approximation of a, So 

• the first derivatives of j_ with respect to 3. 

A first estimate of the parameter values can be obtained in various 
ways. Simple models (parabola, circle, cubic spline) or parametrization 
will yield satisfactory starting values. 

The first derivatives can be calculated explicitly in cases (i) and 
(ii); they have to be evaluated numerically in case (iii). How well is 
this linearization justified? Consider the following table, relating the 
LSQ method's merits to the different possible cases : 

Gaussian 
errors 

Non-Gaussian 
errors 

Linear 
track model 

LSQ equivalent 
to maximum likeli
hood (ML); 
efficient estimator 

Best linear 
estimator 

Non-linear 
track model 

LSQ equivalent 
to ML; 
asymptotically 
efficient 

? 
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Unfortunately, in a detector with magnetic fields, ue find ourselves 
in the lower right-hand corner. If ue are a feu standard deviations away 
from the true solution, we move one box up. This leads to the following 
typical procedure: after a first guess (as good as possible), one itera
tion (typically) on A is performed until it can be considered to remain 
stable, i.e. ue have entered the linear region. From there on, only the 
track solution is iterated further. 

Let us now consider the three cases in more detail. 

6.2 'ANALYTICAL'. CORRECT TRACK MODEL 

We understand this as a model which allows predictions of points with 
errors which are small compared with the measurement errors. 

This is certainly the most desirable case. In particular, it does not 
(normally) involve the magnetic field during the fit. Examples are not 
only helixes, but also other analytical models, such as polynomial 
expansions of the track model or of the deviations from, for example, a 
helix, in the case of an almost homogeneous field. The mathematical 
treatment is in principle straightforward, but there are often tricky 
details to be solved. Since this method is very important in bubble 
chamber physics, the energy loss of slow particles has normally to be 
taken into account, which goes beyond the scope of this lecture. 

6.3 'ANALYTICAL'. INCORRECT MODEL 

This comprises all finite power series being used to represent the 
track model, although the case is debatable since the approximation can 
be made arbitrarily precise. A genuine case of an incorrect model 
exists, however, in the form of the quintic spline representation of the 
track. This interesting method has been used in several experiments and 
is worth being described in more detail, at least for didactic reasons, 
although it may possibly become obsolete, as we shall see later. 

Originally proposed by H-Wind 1*' and modified for use in several 
experiments, the basic idea is the following: 

A third-order natural spline (see Appendix B) is used to represent 
the second derivatives of the space curve. This is, of course, incorrect 
a priori since the equation of motion can be differentiated infinitely 
often, thus requiring the same to be true for the correct solution, 
whereas a spline curve cannot fulfil this requirement. The third deriva
tive of a third-order spline, for example, is no longer continuous. How
ever, this will hopefully not be felt very much in the corresponding 
track model, since the further double integration provides this track 
model with five derivatives. 

The first question, before going into details, should however be. Why 
such a model at all, as opposed to a polynomial model, which offers an 
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infinite number of derivatives and which could fulfil the equation of 
motion? 

The reason lies in the very nature of polynomial representation. To 
represent any curve, a polynomial model must be used over the full 
interval in question. This results in high-order (ten or more) polyno
mials to be used to represent a track, and has two major drawbacks: 

i) When fitted to points with errors, polynomials of high order 
are extremely sensitive to these errors, to a point that above 
degree four or five, they become practically useless. 

ii) It is virtually impossible to extrapolate polynomials outside 
the interval in which they are defined, i.e. beyond the end 
points of the track (see appendix C). This means, in particu
lar, that the first derivative in the end points, which is an 
important quantity, will normally be useless. 

Spline curves avoid this by representing a curve piecewise, through 
low-order (preferably third-order) polynomials. 

Spline curves are therefore used in many applications where there are 
complex long curves, such as the plotting of road maps, weather charts, 
etc. 

Before going directly into the subject now, let me first re-write the 
equation of motion 

Jt" = a*x'A B (derivatives with respect to the track length) (19) 

making one of the three Cartesian coordinates, say x, the independent 
variable, instead of s. 

Observing the relations 

d s 2 = dx 2 + dy 2 + d z 2 

df df dx 

ds dx ds 

(20) 

(21) 

d 2f d 2f 

d s 2 dx 2 

dx 

ds 

2 df d 2x 
+ — • (22) 

dx ds 2 
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we a r r i v e , a f t e r some t r i v i a l s t e p s , a t 

P 
- y" = dVl + y ' 2 + z ' 2 [ z ' B x + y ' z ' B y - ( 1 + y ' 2 ) B 2 ] = Y " ( x ) ( 23 ) 
q 

p 
- z " = d^l + y ' 2 + z ' 2 t - y ' B x + ( 1 + z ' 2 ) B y - y ' z ' B z ] £ Z " ( x ) ( 2 4 ) 
q 

a«p 
d = = 0.2998 (units as in chapter 3) 

q 

where the derivatives are now taken with respect to x. The right-hand 
sides of Eqs. (23) and (24) are entirely determined by the first deri
vatives of the track model, and by the magnetic field value in the track 
points. 

The zero approximation for the first derivatives can be calculated 
from a simple curve going through the measured points, typically a 
third-order spline curve. Equations (23) and (24) can then be integrated 
numerically twice, yielding 

q 
y = a y + b yx + - Y(x) (25) 

P 

q 
z = a 2 + b rx + - Z(x) (26) 

P 

with the five unknown parameters a y > b y , a z, b 2 , and q/p. 

This model will now be fitted to the measured points--observe that 
the fit is linear in the unknown parameters!--yielding a first approxi
mation for those. Using the first derivatives of this first approxima
tion, we can now iterate the whole procedure of integrating Eqs. (23) 
and (24) and fitting Eqs. (25) and (26) to the measured points, until 
the required precision is achieved or the maximum number of iterations 
is reached. 

The fitted parameters are directly useful, being mainly q/p, and the 
directions at the lower bound of the integration interval used for Y and 
Z, which will normally coincide with the first track point. The esti
mated errors of the parameters are obtained from the least squares fit 
[see Eq. (15)]. 
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6.4 NUMERICAL, CORRECT MODEL 

Equations (23) and (24) can, of course, be solved numerically. This 
requires, in addition to the first derivatives, an estimate of p/q which 
can be obtained from a simple curve (parabola, circle) or from parame-
trization. 

As we have seen at the beginning of this chapter, we need the deriva
tives of the track model with respect to the track parmeters for a 
linearized fit. Since the track model is numerical, the five deriva
tives have also to be found in a numerical way. This is conveniently 
achieved by tracking not only the 'correct' solution but also five 
'variation' tracks, where each parameter t is in turn replaced by t+St, 
with a suitably chosen 6t. (This choice is not trivial, since the compu
ter precision enters into it, as well as the required linear behaviour 
of the deviation from the true track; in addition, possible strong mag
netic field variations may be a further constraint.) 

As numerical integration, one normally chooses a Runge-Kutta-type 
method, although other approaches have been tried. 

The iteration on the linearized equations is then performed in prin
ciple as depicted before, and yields the unknown track parameters as 
well as their errors. 

6.5 HEIGHT MATRIX AND MULTIPLE SCATTERING 

As we have seen at the beginning of this chapter, the weight matrix W 
has to be known for the measured coordinates. This is trivial as long as 
multiple scattering is not taken into account, and for Gaussian errors 
with variance Si in plane i, since then W is diagonal with 

1 
Wii = • 

S i 2 

The multiple scattering, however, obviously introduces a correlation 
between the coordinates, and therefore leads to off-diagonal elements in 
W (which is the inverse of the coordinate covariance matrix, remember). 

Multiple scattering can be treated rigorously in geometric fits, as 
long as it does not involve large-angle scattering, and as long as the 
position errors caused by it do not make the coordinate measurements 
totally useless. This means roughly that the curvature of the track 
must be caused mainly by the magnetic field and not by multiple scatter
ing . 
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6.6 PARAMETRIZATION 

A completely different approach can sometimes be taken by expressing 
the track parameters directly as functions of the measured coordinates 
in the way already described. This has been posssible in certain simple 
cases' 5', but normally the method is used to give a first estimate of 
the track parameters for a subsequent fit as described as in the forgo
ing. The reasons for the rather limited usefulness of this approach are 
as follows: 

• for most applications, the phase-space of interest has to be sub
divided in order to make the method work; 

* because of the detector inefficiencies, many different parametriza-
tions have to be performed; 

• in principle, each major chamber displacement requires the whole 
procedure to be repeated. 

(The last two points hold only if the track parameters are expressed 
as functions of the coordinates. The opposite case of parametrized track 
hits can be used profitably in the numerical model case.) 

The first reason is certainly the most important one, since in order 
to deliver parameters uhich can compete in precision uith those given by 
a numerical method, the feature space of the tracks has to be suffi
ciently linear. 

6.7 SUMMARY OF FIT METHODS 

In conclusion, from the above presentation of the four main 
approaches, ue can characterize them as follows: 

i) Fit to the correct analytical model. 

Aluays the best, but not aluays possible. 

ii) Fit to an incorrect analytical model. 

Faster than method iii. (by a factor of 1.5 to 3), but often 
unsatisfactory (biased momentum fit values, incorrect X 2 dis
tribution, sensitive to very inhomogeneous magnetic fields). 

iii) Fit to a correct numerical model. 

Aluays works, but is the slowest method. 

iv) Parametrization. 

Is the fastest method (more than ten times faster then method 
iii.), but works only in very limited phase-space regions. 
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Inconvenient for detectors with bad chamber efficiencies or 
changing chamber positions. 

From this it should be quite clear that one normally proceeds as fol
lows: 

a) The experimental layout is chosen such that the first approach can 
be taken. This means, in practice, placing all chambers either 
outside magnetic fields or in homogeneous fields. More and more 
experiments go in this direction. 

b) In case the correct analytical model cannot be used,it is advisa
ble to implement the numerical method first. It has the advantage 
of working, and even existing in a form ready to implement. One 
will then try to use the parametric approach, either to perform 
the complete fit or at least to provide reasonable starting values 
for the methods using linearized fits. The last choice is then 
the splines, which become actually less and less attractive, 
partly owing to the recent speed improvements of the numerical 
method 1 6' . 

In most cases where the parametrization or the splines are being 
used, experience has shown that there always remains a tricky phase-
space-region or magnetic field region where one has to use the numerical 
model just because the other methods do not work, or because it is not 
worth the effort to make it work there, as long as the percentage of 
tracks concerned is small. 

This is another strong reason for always implementing the numerical 
method first. In the end, it may well turn out to be the only one which 
is being used. Finally, let me remark that the subject of this chapter 
is very well treated by Eichinger and Régler 3' . 

7. AUXILIARY TASKS 

7. 1 INTRODUCTION 

The analysis of raw data, as provided by an experimental set-up nor
mally requires precise knowledge of the following quantities: 

• the positions of all detector parts; 

• the calibration constants for all measured quantities; 

• the magnetic field. 



- 162 -

These auxiliary tasks are in most cases performed with the additional 
help of programs; however, these are mostly kept separate from the ana
lysis chain, although the precise position of the detector planes may 
sometimes be conveniently obtained by using the geometry fit procedures. 

7.2 DETECTOR POSITIONS 

The detector positions are measured ("survey data") and provided in 
some form, e.g. as positions of reference points. Surveys have to be 
repeated when parts of the detector are displaced, because of changes in 
the detector layout or of repair work. The correct positions of all 
parts have to be known for any given moment in time at which a specific 
run took place, and this even after many years. In complex experimental 
set-ups, hundreds of different items have to be surveyed and followed up 
in this way. This often necessitates the introduction of a data-base for 
position data. This data-base is normally of a very simple form, some
times just a series of card images. Its main features are: 

• each part of the detector is named or numbered in an unique way; 

• for each part, the validity period (in dates, or run numbers, or 
both) is specified. 

This allows the automatic selection of the correct position data 
according to the data or run number on the raw data tape, thus avoiding 
errors caused by human intervention; in addition, it allows the choice 
of just those parts which are necessary for a given analysis step. 

The data-base is normally established in a separate program run, 
using the survey data as starting point. In most cases, special runs 
with either straight tracks or curved tracks (with opposite magnetic 
field polarities) are used to find the positions of specific wires to 
the precision obtainable nowadays, i.e. to approximately 100 |im. To this 
end, one sometimes uses the geometric fit program. Clearly, straight 
tracks are to be preferred, since then only the positions of the cham
bers and the magnetic field values remain uncorrelated. 

The general problem of finding detector positions from a series of 
track measurements is far from trivial even in the case of straight 
tracks. A good first approximation (namely the survey data) is of great 
help, since it permits the linearization of the functional dependence on 
the position parameters. 

7.3 CALIBRATION CONSTANTS 

The calibration constants for the different detector parts are nor
mally established in special runs, sometimes with experimental beams of 
different energies, at least in the case of calorimeters. In spite of 
this, they have to be continuously monitered during runs, since they may 
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(and do) vary as a result of changes in the different components 
involved (ageing of photomultipliers and of scintillation material, or 
variation in the gas composition of wire chambers or in the electron
ics). Therefore, if ue follow an argument similar to that for the detec
tor position data, we will have to create a similar data-base for cal
ibration data. The task is not trivial owing to its mere size: for 
example, we estimate the number of calibration constants for the UA2 
experiment ( pp collider at the CERN SPS) to be of the order of 20 000. 

7.4 MAGNETIC FIELDS 

The field of a magnet for high-energy physics experiments is normally 
measured on a point grid in space, e.g. using Hall probes. This is of 
course only possible in air. Magnets with an iron core, such as those 
used in several muon experiments, only allow the measurement to be made 
outside the iron, preferably through a very fine slot so as not to dis
turb the magnetic flux. The field inside the iron is then calculated. 

For both air-gap and iron-core magnets, there will exist (possibly 
after some fitting of the data to a model in order to eliminate measure
ment errors) a field map, mostly in the form of a dense point grid in 
space. To give an example: the original field of the Split Field Magnet 
(SFM) (one quadrant), as provided by the Magnet Group, consisted of 
about 200 000 values. 

The next important question to answer is, then, What use do we want 
to make of the magnetic field map? There exist mainly two possibili
ties: 

• grid refinement: in this case, interpolation on the grid, or a fit 
to harmonic functions on the surface, may be the correct solution, 
since time is not an essential parameter; 

• fast delivery of a field value at any given point in space: this is 
what I now want to discuss in some more detail. 

Depending on the size of the magnet, we can use the grid directly as 
given, and interpolate in space either linearly or quadratically. In 
this case, for reasons of speed, the step size in each direction should 
remain constant. 

Or, in cases where this is not possible or desirable (as in the case 
of the SFM mentioned above) an analytical model has to be provided, 
representing the field with the desired precision. But apart from this 
constraint, and the one of memory space mentioned implicitly, there 
exists the necessity to provide the magnetic field values as quickly as 
possible. This is understandable if we consider the fact that in Runge-
Kutta-type tracking, typically 80% or more of the total time is spent 
in the magnetic field routines, and that speeding-up tracking is synony
mous with reducing the number of calls to these routines. 
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A possible way of achieving this goal, at least to a certain extent, 
would be to develop the magnetic field in a three-dimensional power ser
ies of harmonic polynomials, which fulfil the Maxwell equation for a 
stationary, source-free magnetic field (see Appendix 0 ) : 

Û* = 0 , 

where 4> is a scalar potential, 

B = V* . 

The derivatives of the (unknown, and unnecessary) potential are 
then fitted to the three field components simultaneously, in a least 
squares fit. Because of the speed requirements, we do not, of course, 
want to go to very high orders in these polynomials, since the number of 
linearly independent homogeneous polynomials of degree n in three dimen
sions is (2n+1), i.e. in order to perform a fit of order m in B x, B y, 
B 2, which means going to order (m+1) in 4>, we have to use 

m+ 1 
I 2i+1 = (m+2) 2 

o 

terms, i.e. 25 for third order, 36 for fourth order, and so on. The 
number of multiplications to perform grows even much faster with m, 
namely almost like m* . It is therefore not surprising that, for practi
cal reasons, the third order (in B x , B y, B Z) is in some way a limit. 
Rather than going to higher orders in case the fit is not satisfactory, 
the field region can be subdevided into smaller boxes which are fitted 
separately. This reduction of the box size can, of course, be done auto
matically. A program to do this exists, and has been used in the SFM 
and in other cases. 

There exist harmonic functions which would probably need fewer terms, 
such as circular functions, but the computer time is still higher. How
ever, relatively little research has gone into the representation of 
magnetic fields for experiments. Normally one is happy to have some 
method which is doing the job, without worrying too much about its 
optimization. 

In the cases of very frequent magnetic field calls in an analysis or 
Monte Carlo program, it is therefore strongly advised to invest some 
effort in the speed optimization of this particular item. 
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8. SOFTWARE DEVELOPMENT 

8. 1 GENERAL CONSIDERATIONS 

In several respects the software for high-energy physics experiments 
has to be developed under rather unique conditions, as compared with the 
majority of software being written for industrial applications, such as 
the systems software for big computers, or data-handling systems for 
specific applications such as airplane bookings, bank accounting, etc. 
In these 'normal' cases certain specifications are established, and then 
a team of programmers, either in house or in a software firm, writes 
code according to these specifications, without making any major 
changes. 

In high-energy physics the specifications change dynamically while 
the programs are being written, and these have to be flexible enough to 
follow these changes. The reason for this is the continuous progress in 
all fields of technology, which offers new possibilities during the set
ting up of an experiment, a process that takes several years in most 
cases: new chamber types may evolve and suddenly become attractive; new 
electronics may appear and change the whole trigger and encoding philo
sophy. 

Even more frequent than the technical progress is the progress in 
physics that necessitates changes to the experimental set-ups during 
construction and running. New particles are predicted which can possibly 
be found by simply spacing the chambers in a different way, adding a 
few of them under right angle (in the best case), taking the beam dump 
out, or replacing the target by a new one which is five times longei— 
-the list of possible modifications is infinitely long. 

This flexibility of the detectors and the hardware, which is neces
sary and unavoidable, obliges us to have software that is extremely 
adaptable, if we do not want to re-write a whole program chain for each 
detector modification. This software flexibility can be achieved by 
writing the programs in modular form. 

8.2 PROGRAM MODULARITY 

All programmers agree that software has to be modular, but everybody 
has his own understanding of modularity. 

Mine is the following: A program is modular when it consists of 
program blocks (modules). A module performs a clearly specified task 
which coincides naturally with one or several steps that have to be 
performed during the analysis. It receives all its input from data sto
rage, and stores all output there (in most cases). 
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Examples for modules are: 

• packages for performing a variety of matrix operations; 

• a set of routines for finding the tracks in a given part of the 
detector; 

• a set of routines for producing graphics output (event and detector 
plots); 

• one or several routines for reading and decoding the raw data tape; 

and so on. 

Modules are held together (steered) by a program structure control
ling the program flow. This structure makes sure that a module can be 
by-passed (dummied out) without interrupting the program flow (of course 
this may lead to unsatisfactory results if the module is essential). 

The enormous advantage of this approach lies in the fact that such 
building blocks can be replaced without affecting the rest of the pro
gram. To give an example: Suppose you have integrated your event plot
ting with your program, i.e. there are calls to the plotting package in 
many routines (steered by flags, of course). This is highly non-modu
lar. And now you have to change the plot package. Every software expert 
will shiver at the mere prospect of such a possibility. 

Making a program modular means at the same time preparing it for seg
mentation in case the memory can no longer hold the full program at 
once. The inverse is not true: a segmented program can be far from 
modular. The modular program has clear, natural boundaries coinciding 
with a module, and a clearly structured module input and output, whereas 
a program can be segmented in many arbitrary ways. Modules have the 
further advantage of requiring a certain minimum amount of documenta
tion, since at least their input and output have to be described. This 
leads to the next point, described below. 

8.3 DATA STRUCTURES 

Since modules interact via the data storage exclusively (at least in 
most cases), this storage has to be structured globally in some clearly 
defined way. 

The only global data structure available in FORTRAN programs is the 
COMMON block. It is widely used in programs for counter experiments 
since it offers a fast, efficient, and simple way of storing and access
ing data. However, COMMON block arrays have two inherent disadvantages: 

i) their dimensions are fixed; 

ii) they exist all the time, although they may only be 
used in some part of the program. 
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The second problem (i.e. wasting space) can be solved by segmenta
tion, by equivalencing arrays, or by simply re-using them in their 
existing form. The first drawback is more serious. 

In programs with moderate amounts of data, the dimensions are chosen 
such that they are sufficient for the maximum number of items to be han
dled. This, however, is in most cases a considerable waste of space, 
and space is (at least in some computers) a limited resource. 

About ten years ago this led to the development, at CERN, of a 
dynamic data structure inside the package HYDRA (which also performs 
other tasks and which is used in the majority of bubble chamber analysis 
programs). Since about four years ago there exists at CERN a second 
package, called ZBOOK. This was developed with the specific needs of 
counter experiments in mind, and is now quite widely used in such exper
iments, probably owing to its simplicity but also because it is inte
grated with the histogramming package HBOOK, which is used in most DST 
analysis programs. Still another package, called BOS, has been developed 
at DESY. 

A common feature of all dynamic data structures are 'banks'; these 
are arrays of variable length, which can be accessed through 'pointers'. 
Banks can be created when needed, dropped when no longer necessary (thus 
making their space free for other banks), extended or shrunk, depending 
on the amount of data to store. In this way, the upper limit for the 
user data storage is now given by the total memory size (which of course 
has also to hold the program in most cases) rather than by the dimen
sions of some particular arrays. A further advantage of banks is their 
(in a certain way) anonymous appearance. Banks are typically just one-
dimensional arrays of variable length. The user has to define his own 
internal structure, which is rather a drawback, and has to describe it, 
which is an enormous advantage. Since it is no longer 'evident' which 
information is kept inside which array, the contents of the banks have 
now to be described in detail. This introduces a basic level of documen
tation in a program which might otherwise have remained a black box. 

The price we pay for all these advantages is that we have to accept 
the undeniably increased complexity of the program, which may lead to 
more coding errors when used by somebody for the first time, and the 
increased difficulty in detecting such errors since, because of the 
dynamic storage handling, a specific storage location will no longer 
contain a specific variable. 

For reasonably large analysis programs, the advantages considerably 
outweigh the drawbacks and there is certainly a trend towards such 
dynamic memory use. Let me add three remarks: 

i) The necessity for such structures for commercial data handling 
was obvious from the start, and they therefore already exist in 
COBOL (which is as old as FORTRAN) and its successors. The 
dynamic array size was first introduced in ALGOL (years after 
the first FORTRAN), and then extended to a very general, hier
archically structured, dynamic memory management scheme in PAS
CAL. Certainly all modern computer languages contain such 
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structures, since to the mind of many experienced programmers 
the definition of the data structure is more important than the 
command language. 

ii) The introduction of virtual storage does not supersede the use 
of dynamic structures, as many people tend to believe. This is 
best illustrated by the fact that three of the four PETRA 
experiments have converted to a package of this type (BOS) alt
hough they are using IBM computers offering virtual storage. 

iii) A bank being accessed through a pointer rather than through a 
fixed ('absolute') address has another consequence: the data 
structure may 'overflow' into some mass storage, such as LCM or 
disk, in a fully automatic way, similar to the way in which 
virtual storage is managed. This may not always be a very effi
cient solution, but it may be the fastest way out in some des
perate cases. 

8.4 TRANSPORTABILITY AND DISTRIBUTED DEVELOPMENT 

For the majority of production programs for CERN experiments, there 
exist the additional constraint that they have to work on more than one 
computer, and there is certainly a tendency to make all future programs 
transportable to other computers. The reasons are that 

• CERN has actually two coupled computer complexes: one IBM, the 
other CDC; 

• it is CERN policy (on request from the Member States) to perform 
the greater part (about two thirds) of the production on computers 
in the home countries; 

• the bigger modern 'mini' computers offer most features of the big 
computers (except the speed) and thus become attractive for at 
least event sampling, which means the off-line software has to work 
on them as well. In some cases a major part of the production is 
even performed on such computers. 

What are now the resulting implications for the software? 

First of all, the FORTRAN code has to follow the standard accepted and 
implemented on all computers, i.e. ANSI. The new 'FORTRAN 77' is being 
implemented and will be available by the end of 1981 on most big compu
ters. 

The data tapes have to be written in an accepted binary standard. 
This applies not only to raw data tapes but also to subsequent ones. 
CERN has developed a standard which is now implemented on many minis and 
big computers C E P standard'), but which is not yet generally accepted. 
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The input/output sections of all programs have to be well separated 
from the rest, and all other modules must only communicate via data in 
the memory. This is important since the input/output is normally 
machine-dependent and must therefore be modular. 

In spite of the ANSI standard, one cannot always write code which is 
identical for all computers involved. The different word lengths 
(resulting in different precision), different ways of storing Hollerith 
data, and the binary or hexadecimal presentation of numbers, require 
certain parts of the code to be computer-specific. Of course, these 
regions in the code should be concentrated in a few places, and be well 
documented. The way in which they are implemented will be described in 
Section 8.5. 

Last but not least, one has to mention the distributed software 
development. This means that in a collaboration, different parts of the 
production may be developed in different places and on different compu
ters, and then put together and made to work. This makes a modular pro
gram structure a must, and requires the application of rather strict 
rules and standards. 

8.5 CODE MANAGEMENT 

The source code of a program is either kept as such, i.e. as card 
images in the case of FORTRAN, or in some coded form which allows its 
manipulation through a special updating system, using its own commands. 
This second approach is normally taken when the program in question 
exceeds the size of about 1000 lines, which is certainly the case for 
all high-energy physics production programs. 

Of this type there exist several machine-dependent products, for 
example UPDATE for CDC computers, and at least one widely used machine-
independent product, PATCHY, which has been developed at CERN. Just this 
transportability has made PATCHY the principal updating system used at 
CERN since the IBM computers were added to the existing CDC machines. 
What does a code management system of this type offer? The basic fea
tures described below exist everywhere, and are also the most important, 
although the level of luxurious extras can be felt to be very important 
as well (this is particularly strong in PATCHY). 

• Each card of the code can be accessed via a unique description 
code. It can be deleted; it can be resurrected; code can be added 
in front of it or behind it. 

• Cards can be grouped in structures (called DECKs both in UPDATE and 
PATCHY), which can then be accessed through special commands. Typi
cally, a DECK coincides with one FORTRAN routine. PATCHY, in addi
tion, allows superstructures of decks, called PATCH. 

• Parts of the code can be switched on or off with the help of condi
tional flags. This feature is essential when programs have to be 
maintained for several different computers. 
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• Pieces of code (here, mainly COMMON blocks are concerned) can be 
declared in one place only, and then implemented in any position by 
a simple reference to the structure name. This is extremely helpful 
in avoiding typing mistakes or length errors. 

PATCHY also allows a machine-independent tape, containing the pro
gram, to be written and read. This is widely used to transport code 
from one place to another, even that of programs which are normally not 
kept under PATCHY. 

Code management packages remember everything that has happened in 
successive updates (until the memory is cleared, which is sometimes 
necessary). As a result, many different versions, consecutive in time 
(and with PATCHY, even parallel versions), can be kept under one system 
alone. 

In the case of distributed program development, this approach is the 
only reasonable one. Of course it will happen that the same card is 
accessed by two people independently, but this conflict is easily 
resolved since the reference to the card exists and, in addition, the 
updating program will print a warning. But this is infinitely superior 
to the direct modification of the source code being done in different 
places, or just by different people. I can tell you from experience that 
it is difficult enough to merge, in a consistent way, updates of a pro
gram coming from five different sources. 

8.6 COMPUTER LANGUAGES 

In the course of this lecture, I have silently assumed, that all code 
for high-energy-physics is written in FORTRAN. This, of course, cannot 
be justified a priori, since there exists a certain choice of languages 
for this type of programming. 

As a matter of fact, the overwhelming majority of high-energy physics 
production programs is written in FORTRAN, although FORTRAN is a rather 
old-fashioned, badly structured language, with a considerable number of 
disadvantages. 

How can this apparent contradiction be explained? Probably there is a 
multitude of causes which make FORTRAN the main computer language for 
high-energy physics. The major advantages of FORTRAN are the following: 

• The subroutine is the largest program unit allowing a very simple 
implementation of modules since subroutines can be very easily com
bined from libraries. As a consequence, programs of arbitrary size 
can be assembled from building blocks. 

• The important role of FORTRAN in scientific calculations has led to 
the development of highly optimized compilers, and therefore the 
code executes reasonably quickly, compared to machine-language. 
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• The language is very easy to learn, although certain fine struc
tures are rather complex. It is thus comparable to English, which 
is a very difficult language as a whole, but allows a sufficient 
level of conversation with a few hundred words and a minimum set of 
rules. 

• It is sufficiently near to machine-language to make manual optimi
zation possible; the programmer knows (more or less) which machine 
code will be produced by the statements he writes, thus enabling 
him to avoid horrid inefficiencies. 

Let us now turn to the list of disadvantages, which is also of con
siderable length : 

• Except for the simple-minded COMMON statement, there is no global 
data structure available. 

• The language is logically not consistent: the programmer has to 
learn rules which have no apparent logical reason. 

• There is no facility (at least in the old ANSI-standard) for pro
gramming in a structured way, which can be a serious disadvantage 
[see,for example, Dijkstra: 'GOTO statement considered harm
ful', 1 7 )1 • 

• The very rigid (and terribly old-fashioned, since card-oriented) 
command-field structure, with its special columns (1-5, 6, 7-72) 
and its 19 continuation cards, constitutes a serious drawback for 
documentation, since extra comment-cards have to be implemented, 
and this is contrary to the natural laziness of programmers (and of 
people in general). 

The new standard of FORTRAN is an attempt to adapt the language to 
more modern standards, without sacrificing its real or fictitious advan
tages. 

The future will tell us whether the face-lifting of this old product 
will really make it competitive with modern products like PASCAL or ADA 
the latest development in this field. 

A recent statistical evaluation of the use of programming languages 
at the computer centre of Hanover has shown that there, at least, the 
use of FORTRAN has increased over the years 1977 to 1979, although all 
students are first trained in structured languages such as PASCAL. This 
should be borne in mind when estimates of the FORTRAN life expectation 
are being made. 
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Appendix A 

EXECUTION TIMES FOR DIFFERENT TRACK-FINDING METHODS 

Let us first consider the following three cases, which certainly 
cover all possibilities for detector arrangements: 

i) you measure space points; 

ii) you measure signals in projections, which you match into space 
points before track-finding; 

iii) you measure signals in projections, find tracks in projections, 
and then match the tracks in space. 

Suppose you have n tracks, m projections, and k chambers, each track 
crossing all planes. 

Let ti be the time to test one m-tupel of signals in projections for 
being a space point, t2 the time to find one track (in projection or in 
space), and t3 the time to check one track combination (m-tupel) for 
being a space track. Then the different processing times are (in the 
brute-force approach testing always all possible combinations): 

a) T = nt2 

b) T = t1k*n"' + nt z 

c) T = m«n*t 2 + t3*n m , 

i.e. a) is best, b) good for small k, c) good for big k (leaving out 
other considerations). 

This clearly indicates that the trend towards measuring space points 
directly is a very positive one, since it not only helps to disentangle 
the tracks in crowded regions, but also allows the track finding to be 
performed faster. However, as far as I can see, the only chance to have 
good space points, i.e. precise measurements in two space directions, 
lies in the time projection chambers (TPC). The charge division coordi
nate precision of about VA of the wire length is normally not suffi
cient, and for this reason it is not used for track finding (see TASSO 
and JADE at DESY). 

Let us now compare the speed of the track-following method (case A) 
with that of the global road definition (case B ) . One additional compli-
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cation must be thought of beforehand, namely inefficiencies. Since there 
may be hits missing, both the initialization and the look-up procedure 
must take this into account. For simplicity, we assume that tuo points 
will never be missing in tuo consecutive chambers, and we measure space 
points. 

Then, for n tracks and k chambers, in the case of curved tracks, you 
have to test 

8-n 3 

possible roads in the case B, whereas you may initialize from 

2*n or 4»n 2 

combinations in case A, i.e. nearest point or straight line extrapola
tion. 

In each chamber you have to search among n points in either case, 
i.e. in total k *n. 

In both cases you have to search tuo chambers for points before 
rejecting a wrong combination. 

Let t c be the time to check whether a point is inside the predicted 
limits, and t\ the time to set up an initial combination (straight line, 
parabola, or the like). In either case we need the times 

A) t = 4«n 2«(tj+2nt c) or 2n«(...) 

B) t = 8«n 3'(ti+2nt c) , 

after which we can reject wrong combinations, and the time to find the 
rest of the good tracks will be proportional to k*n 2 in both cases. 

Taking into account the removal of track points once tracks have been 
found (which has to be done with great care), we can therefore expect 
the time to increase with 

A) n ... n 3 

B) n 2 ... n" , 

in actual cases something like 1.5 for case A, 2.5 for case B. 

In the case of global methods such as the Minimum Spanning Tree 
(MST), everything depends on the algorithm. Using the distance between 
all possible point pairs evidently yields already a behaviour like 

(k*n) 2 , 

to which one has to add the time to find the MST, which in itself will 
be at least proportional to n 2 as well. 
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Appendix B 

SPLINE FUNCTIONS 

Loosely speaking, a spline function is a function which is made up 
of pieces of polynomials, which are 'fitted' together at certain points 
called 'knots'. Each polynomial can be of a different degree. 

To make it more precise [see Grevi1 le 1 8> ], suppose you have n values 
on the real axis, Xi ..x n: 

xi < x 2 < •.• < x n (the 'knots') , 

and you include 

xo = -M and x n*i = +» , 

then a spline function S(x) of degree m is given by some polynomial of 
degree m or less in each interval: 

Xi < X < X j + 1 , 

and the k* h derivatives of S, S ( k ) (x), exist everywhere and are conti
nuous for 0 < k < m - 1. 

This is actually equivalent to saying that a spline function of 
degree m is any m * h order indefinite integral of a step function. 

Using the truncated power function 

x > 0 

x < 0 

which is a special type of spline function, one can write any spline 
function as 

n m 
S(x) = p(x) + Z Cj(x-Xj) , 

j = 1 
where p(x) is a polynomial of degree m or less. 



- 177 -

For odd m = 2k-1 , a natural spline is a spline which is defined by 
polynomials p(x) of order k-1 (rather than 2k-l) in the intervals -co ... 
xi and x n ... oo, i.e. 

n 2k-1 
Snat (x) = p(x) + I Cj(x-Xj) 

j = 1 
n r 
I CJX = 0 for integer r, 0 < r < k -1 , 

j = l i 

p(x) of order k-1 or less. 

A natural spline therefore requires at least k+1 knots. The minimum 
third-order spline (knots x^, x 2, X3) uould therefore be 

3 X3-X! 3 X 2-X! 3 
S(x) = a + bx + c(x-X!) - c(x-x 2) + c(x-x 3) 

* x 3 - x 2
 + X3-X2 * 

where all terms above linear cancel out for x > X3 . 
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Appendix C 

COMPARING SPLINES AND POLYNOMIALS 

The difficulties of polynomial least square fits, as compared to 
spline fits, are best illustrated in Figs. 2 to 5. Here, in all cases, 
the function 

y = exp[-(x-5) 2l - expl-(x+5) 2] 

has been fitted by polynomials of different degrees, and by a third-
order spline. The fit is performed inside the interval specified by the 
vertical lines, to the points represented by '+'. The pictures speak for 
themselves. 
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Appendix D 

HARMONIC POLYNOMIALS 

For p+2 variables Xi, ..., x p +2 , there are 

g(n,p) = 
p+n+1 (p+n+D! 

(p+1)!n! 

linearly independent homogeneous polynomials fit of degree n, of uhich 

Cn+p-1)! 
h(n,p) = (2n+p) 

p!n! 

are harmonic, i.e. they fulfil the (p+2) dimensional Laplace equation 

Z = 0 . 

For p=1 (three variables) ue therefore have (2n+1) homogeneous harmonic 
polynomials of degree n [Erdelyi 1"] . 
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DETERMINING THE STATISTICAL SIGNIFICANCE OF EXPERIMENTAL RESULTS 

F. James 

CERN, Geneva, Switzerland 

The results of an experiment are usually expressed as one of the follow
ing : 

1. The measurement of one or more numerical values, parameters of a 
theory, or 

2. Evidence that one theoretical hypothesis is more likely to be 
true than another hypothesis, or 

3. Evidence for or against one hypothesis being true (without men
tion of other possible hypotheses). 

In each of these cases, it is of the greatest importance to be able to 
understand and present the statistical significance of the results, 
namely the accuracy of the measurements or the strength of the evidence 
for or against hypotheses. 

In these lectures we present the theoretical basis for assigning num
erical values to the significance of such results, and discuss the prac
tical application of that theory. 

In order to squeeze a reasonable amount of significant material into 
the time alloted, it is necessary to assume some prior knowledge on the 
part of the reader of these notes, namely a good basic understanding of 
matrix algebra and differential and integral calculus, and enough back
ground in probability and statistics to understand such terms as expec
tation, variance, Gaussian distribution, Poisson distribution, and bino
mial distribution. The reader who feels unsure about such elementary 
statistical concepts is invited to consult a standard textbook. One 
such text which is intended for physicists and which will be referred to 
in these lectures is Eadie et al. (1971). 

1. ESTIMATION OF PARAMETERS. 

In this chapter we address ourselves to parameter measurement (for which 
we use the statistical term estimation)r and in particular to the deter
mination of measurement uncertainties, known to physicists as error cal
culation and known to statisticians as interval estimation. 
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1. 1 STATISTICS AS J_HE INVERSE 0_F PROBABILITY. 

Probability theory is a branch of pure mathematics, and although physi
cists often use it just as they use algebra, it has nothing to say 
directly about the physical world. The classical problem in probability 
is: 'Given the probabilities of certain elementary events, find the 
probability of a more complicated combination of such events.' For exam
ple, given that events occur randomly in time, with equal probability 
per unit time, and given that this probability per unit time is known to 
be, for example, one per second, what is the probability of observing 
exactly three events in an interval of one second? As is well-known, 
this problem was solved centuries ago by Poisson, and the answer is 
found by evaluating the Poisson function: 

P(n) = k n e" k / n! 

where k=1, the expected number of events in the time interval, and n=3, 
so the probability is 0.0613. 

Now let us consider the inverse problem: 'Given that a certain number 
of events have been observed to occur in a given time interval, and 
given that events are known to occur randomly with constant, but unknown 
probability k per unit time, what can we say about the value of the con
stant k?' Here we leave the domain of pure probability and enter the 
realm of statistics, also a branch of mathematics, but considerably more 
recent and much closer to experimental science. Already the question 
posed is more vague than we would expect for a proper mathematical prob
lem, and as we shall see below, the answer furnished by statistics is 
open to at least two different interpretations according to whether one 
adopts the Bayesian or non-Bayesian point of view. All this is not 
really surprising since the question we are asking Cand therefore the 
mathematics we are going to use to solve it) is basically inducti ve 
whereas we are used to mathematics being deductive. 

Before answering our statistical question and attempting to interpret 
the meaning of the answer, let us consider a somewhat simpler case where 
the interpretation is independent of our philosophical viewpoint. 

1.2 NORMAL THEORY (GAUSSIAN MEASUREMENTS). 

A large class of phenomena yield variables which are distributed accord
ing to a normal or Gaussian distribution. 1 A discussion of where and why 
we should expect to meet such a distribution is given in the subsection 
below; let us assume for the moment that we are dealing with a random 
variable such as the measurement of the length of a table, where the 
variable is distributed according to: 

P(x<x'<x+dx) = c exp[-(x-e) z/2s 2J dx 

As used in these lectures, the words normal and Gaussian are com
pletely equivalent. 
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where e is the true length of the table and s is the standard deviation 
of the measurement. 

The above formula should be read:"The probability of observing (mea
suring) a value betueen x and x+dx is proportional to dx and to the 
exponential of -(x-e) 2/2s 2." iThe normalisation constant c does not 
interest us here, but it is important as the total probability for 
observing any x' must be one.] In order to calculate this probability 
one must know the true value e, which in practice we can only determine 
by using measurements x, so the whole process appears to be circular. 
In fact, although we don't know e, ue do know a value of x, our measure
ment, and interestingly enough we notice that the formula is symmetric 
upon interchange of x and e, so that we can consider that it also gives 
the distribution of e for a given x. 

As we will see in more detail below, the precise interpretation of 
the Gaussian formula will depend on which of the two schools of statis
tics we choose to follow: 

1. The classical approach is that e is unknown but fixed, and we can 
talk only about probability distributions for observing x. 

2. The Bayesian approach allows for distributions of degrees of 
belief in the value of e. 

In any case the symmetry of the Gaussian distribution in e and x causes 
the numerical determination of the statistical significance of the mea
surement to be exactly the same in the two cases, namely the area under 
the relevant part of the Gaussian probability density curve. For exam
ple, the probability that e and x are less than s apart (one standard 
deviation) is about 68%; less than 2s apart is about 95%, etc. 

1.2.1 The universality of the Gaussian distribution. 

Physicists are so used to the usual rules-of-thumb connecting standard 
deviations and significance levels (for example, "two standard devia
tions is a SX effect.") that they often do not realize that the usual 
correspondence is only true for variables (measurements) which are Gaus
sian distributed. The assumption is that everything is Gaussian distri
buted, and indeed simple measurements of continuous physical phenomena 
usually do appear to assume a Gaussian shape, when a series of indepen
dent identical measurements are made and the results plotted as a histo
gram. On the other hand it is easy to see that this cannot be an exact 
and universal effect, since if it were true for some variable y, it 
would in general not be true for any function of y such as y z. 

There is in fact some mathematical grounds for "universal normality", 
as expressed by the Central Limit Theorem. This theorem states that the 
sum of n random variables approaches a Gaussian distribution for large 
n, no matter how the individual variables are distributed. This amazing 
but well-known theorem, which apparently is contradicted by the reason-
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ing given directly above, 2 would explain universal normality if a 
complex measurement could be considered as the sum of a large number of 
component measurements. For example, if the inaccuracy in measuring 
some parameter results from the additive combination of a large number 
of smaller elementary inaccuracies, the total inaccuracy should be 
approximately Gaussian, for identical but independent measurements. 

1.2.2 Real-life resolution functions. 

If the sum of random variables is asymptotically Gaussian distributed, 
even when the individual random variables are not, the sum of probabi1-
i ty distributions is in general not at all Gaussian, even if all the 
component distributions are Gaussian, as long as they have different 
widths. 

Let us assume, for example, that the process of measuring the length 
of a table with some measuring instrument provides Gaussian distributed 
values of the length, with a given standard deviation s. We make a ser
ies of measurements with this instrument, but then continue with another 
instrument having a different accuracy and therefore a different value 
of s. Now if we look at the combined histogram of all measurements 
together, we will see a superposition of two Gaussians, with an overall 
shape which is not at all Gaussian, even though the basic process is 
Gaussian. 

This situation is familiar in high energy physics where the resolu
tion function is in general a superposition of Gaussians of different 
widths lying in a continuous range corresponding to the fact that the 
accuracy with which one can measure the momentum and angles of a parti
cle track are continuous functions of the momentum and angles them
selves. The resulting resolution function is always more sharply peaked 
than a Gaussian (due to the measurements with exceptionally small 
errors) and also has longer tails than a Gaussian (due to measurements 
with the largest errors). 

1.3 CONFIDENCE INTERVALS (CLASSICAL THEORY). 

The classical theory of confidence intervals allows us to find an inter
val (a range of parameter values) which, with a given probability, will 
contain the true value of the parameter being measured. We show here 
how such intervals can be constructed, at least in theory, for the most 
general case. 

2 The resolution of this paradox resides in the nature of convergence to 
limits for distributions of random variables. The convergence will be 
different for different functions of the random variable, even if the 
limit is the same. 
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Let t be an estimate (measurement) of a parameter whose true value 
(unknown) is 8. The value of t for a given experiment will be a function 
of the measured data x: 

t = t(x) 

For any given value of 8, ue can in principle always find the expected 
distribution (probability density) of t, which we denote by f(t|8). 
This function describes the behaviour of the measurement apparatus. For 
the simplest case, it would simply be a Gaussian centered at t=8, with 
width given by the measurement accuracy of the apparatus. For the most 
complicated experiments it is necessary to find f numerically by Monte 
Carlo simulation of the measuring system. 

Now consider a range of values of t from ti to t 2, denoted by 
<ti,t 2>. Since f(t|8) is known, we can calculate, for any given value of 
8, the probability of obtaining a value of t in the range <ti,t 2>: 

t 2 

B = P(t 1<t<t 2|8) = / f(t'|8)dt' 
ti 

Similarly, for a given value of B, 0<B<1, it is possible to find values 
of ti and t 2 satisfying the above relation, namely that the probability 
of t lying in the range <ti,t 2> is B. In fact, there are in general 
many different ranges which will satisfy this relation; it can be made 
unique by requiring in addition that the range be central : 

t-| +09 
/ f(t'|8) dt' = J f(t'|8) dt' = a 

-09 t 2 

and therefore a = (1-B)/2 

The above relations, for a given confidence level B, uniquely define 
two functions ti(8) and t 2 ( 8 ) . Since the functions are only defined 
implicitly, the actual calculation of function values would in general 
have to be performed numerically by iteration, but it is in principle 
always possible, and may even be quite easy in certain simple but impor
tant cases. Thus we can draw two curves in (t,8)-space, representing 
ti(8) and t 2 ( 8 ) . Let us take the 8-axis is horizontal, and the t-axis 
vertical. Then along any vertical line (constant 8 ) , the distance bet
ween the two curves represents by construction a probability content B 
(that is, the probability of obtaining an estimate t in that range is B 
for that value of 8.) 

The usefulness of the diagram comes from the fact that this is also 
true along a horizontal line: namely, for any given value of t, the 
probability content of the range of 8 lying between the two curves is 
also B. The diagram is constructed vertically, but can also be read 
horizontally. To convince oneself that this is true requires some men
tal gymnastics and a good understanding of the meaning of the probabil
ity content of a range of parameter values in the classical sense, but 
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Figure 1: Constructing confidence intervals. 

it is rigorously true. Since the classical interpretation of confidence 
intervals can best be understood by opposition to the Bayesian interpre
tation, this should become clearer after the discussion of Bayesian 
theory belou. 

1.3.1 Example : confidence intervals for the binomial parameter. 

The technique outlined above was used, for example, by Clopper and Pear
son to find the confidence limits for the parameter of a binomial dis
tribution. This is the distribution which describes processes where 
only two kinds of events are possible, and a given event has a constant 
probability of being of one kind, independent of the other events. 
{Examples: measuring the branching ratio for a particle with only two 
decay modes; measuring a forward-backward or left-right asymmetry] Then, 
if the probability of one event being of one type is p, the probability 
of n events out of a total sample of N being of that type is given by 
the well-kmown binomial formula: 
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P(n) 

where 

n N-n 
p (1-p) 

is the binomial coefficient N!/(N-n)!n! 
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Figure 2: Clopper-Pearson confidence intervals 
for the binomial distribution 

This was used to construct (vertically) the diagram of Figure 2, uhich 
was in turn used horizontally to solve the inverse problem: Given 
observed values of N and n, what confidence limits can be placed on the 
value of p? 

Clopper and Pearson give elaborate diagrams uhich allou the reader to 
construct confidence intervals for essentially any N, n, and B. Later 
it uas recognized that these values are in fact just those of Fisher's 
F-distribution with appropriately transformed arguments, so that exist
ing tables or subroutines of F can be used to determine exact confidence 
intervals for p. Additional details concerning this problem and the uay 
in which it arises in the context of physics experiments, may be found 
in James and Roos (1980). 
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1.4 CONFIDENCE INTERVALS (BAYESIAN THEORY). 

The Bayesian theory of parameter interval estimation, which is not 
accepted by all statisticians, is based on an extension of the domain of 
validity of Bayes' theorem beyond what a "classical" statistician uould 
deem proper. We therefore begin this section by recalling Bayes' theo
rem, a fundamental theorem of probability theory. 

1.4.1 Bayes' Theorem 

Consider a set of elements, each of which may belong to set A, or to set 
B, or to neither or to both A and B. Then the probability of a random 
element belonging to both A and B is the probability of its belonging to 
A given that it already belongs to B, multiplied by the probability of 
its belonging to B. The same is clearly true with A and B inverted, so 
that we can write: 

P(A and B) = P(A|B)P(B) = P(B|A)P(A) 

This is Bayes' Theorem. It gives a relationship between a condi tional 
probabiIi ty P ( A | B ) , and the inverse conditional probability P ( B | A ) . 

P(BJA) = P(A|B)P(B)/P(A) 

1.4.2 The Bayesian use of Bayes' Theorem 

We have assumed known the conditional probability density f(t|9), namely 
the distribution of estimates t we would obtain if the true value of the 
parameter were known. Our experiment however gives us just the inverse: 
it provides a value of t and we wish to make a probability statement 
about 9. Apparently Bayes' Theorem is just what ue need since it allows 
us to express a conditional probability in terms of its inverse. 
Straightforward application of the theorem to the case of interest 
g ives: 

P(9|t) = P(t|9) P(8) / P(t) 

(Each of the above "probabilities" is in fact a probability density and 
should be followed by a d8 or a dx, but these differentials clearly can
cel, so that we can work directly with the probability densities.) 

Now let us examine each of the factors in the above expression: 

1. P(8|t) is just what ue want (says the Bayesian), the probability 
density for the true value of the parameter 8, given the measured 
value of t. The "classical" statistician says that although 6 is 
unknown, it has only one true fixed value, and it does not make 
sense to talk about the probability of its taking on any value. 
The Bayesian counters by calling P(8|t) the "degree of belief" in 
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the value 6, and says that as long as the true value is not 
known, this quantity behaves like a probability. 

2. P C118 ) is nothing but our old friend f(t|8). 

3. P(8) presents a serious problem both in interpretation and in 
practical calculation. This quantity is knoun as the prior know
ledge of the parameter 6. The Bayesian claims that we nearly 
always have prior knowledge about the phenomena we study, and 
that the experimental results will always be interpreted in terms 
of this knowledge anyway, so why not build it into the results 
from the beginning? Even the Bayesian admits however to practi
cal difficulties in expressing vague knowledge about 8, and espe
cially in expressing complete ignorance, a subject to which sta
tisticians have devoted considerable effort. Moreover, the 
non-Bayesian insists that it must be possible to express the 
results of an experiment independently of other outside know
ledge, but this is apparently impossible in the Bayesian formula
tion. 

4. P(t), the a priori probability of observing t, is apparently even 
more intractable than PC8), but in fact can be reduced to the 
same problem since we can express it as: 

+0» 
P(t) = / P(t|8) P(8) d8 

1.5 USE OF THE LIKELIHOOD FUNCTION. 

In practice, Bayesian theory of confidence intervals is not used by phy
sicists, probably because of the problem of subjectivity involved in the 
prior knowledge, and also because of practical difficulties arising in 
computation. Similarly, the classical technique of construction of 
exact confidence intervals is applied primarily to the solution of 
rather general problems (such as the example of 1.3.1) and is rarely 
used to estimate errors for particular experiments. The reason why 
these fundamental exact techniques are not used is that there exists a 
much simpler approximate method for obtaining interval estimates by 
using the likelihood function directly. 

Consider the log-likelihood function for the simplest possible exper
iment: the direct measurement of a quantity (8) using a measuring engine 
which produces Gaussian-distributed errors of zero bias and known vari-

r2 • ance a' 

In L = In f ( t | 8 ) = In 
1 

e x p [ - ( t - 9 ) 2 / 2 t t 2 ] 
W2IT 

( t -8 ) 2 /2 f f 2 + cons t . 
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Figure 3. Parabolic log-likelihood for Gaussian measurement. 

This is the parabola shown in Figure 3. We know by construction that 
this represents a measurement with standard deviation = a. That is, if 
8o is the value of 0 for which In L has its maximum, then: 

P(e 0-wi9true^6 0+ff) - 0.68 

P(e o-2a<et r u e*0o +2a) * 0.95 

etc. 

Now if the value of CT is not known, it can be measured from the shape of 
the parabola in either of two ways: 

1. By measuring the second derivative of the log-likelihood function 
at its maximum (or in fact anywhere, since it is constant). Then: 

a 2 = |ô 2lnL/d8 2| 2 - 1 

2. Or by taking ff=|9i-8o|, where 9i is either of the two points 
where 
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InLCe,) = lnL(8 0) - 1/2. 

We will call this second way the method of MINOS. 3 

For the case at hand, both methods give the same value of o. Me con
sider belou application of these methods to the more general case of a 
likelihood function arising from any experiment. 

1.5.1 The second derivative of the log-1ikelihood function. 

Largely for reasons of computational simplicity, this is the most common 
method of calculating parameter uncertainties directly from the likeli
hood function. In the case where several parameters are estimated sim
ultaneously the full error matrix of the parameters is obtained simply 
by inverting the second derivative matrix of the log-likelihood function 
(usually at its maximum). This method is considered an excellent 
approximation whenever the log-likelihood function is indeed parabolic 
in shape, (in which case the second derivative matrix is constant) which 
in turn will happen whenever there is a large amount of data, small mea
surement errors, or a model which is a linear function of the parameters 
to be estimated. 

1.5.2 The method of MINOS 

This method is much more recent than the second-derivative method; it 
was probably originated by Sheppey (CERN, unpublished) around 1965 and 
first implemented in a general program MINROS (now obsolete, superceded 
by MINUIT) shortly afterward. It is believed to be valid (at least to a 
good approximation) also in the general non-linear case where the log-
likelihood function is not parabolic. 

The justification for its validity for non-parabolic cases lies in 
the fact that it is invariant to any (even non-linear) transformation of 
the parameter 6. That is, if the 68% confidence interval as determined 
by MINOS for parameter 6 is <8 1,8 2>, and we make a transformation of 
variables to ^=^(8), then the 68/i confidence interval in 4> will be 
<^i,^2>, where #i=#(8i) and 4>z=<f>(Qz). Now there must be some (in gen
eral non-linear) transformation of 8 which would transform the log-like
lihood function to an exact parabola, for which the method is believed 
to give a very good approximation to the exact interval. And since the 
method is invariant under such a transformation, it must also give a 
good approximate answer in the general case, unlike the second-deriva
tive method. 

3 MINOS is the name of the subroutine in MINUIT which implements this 
method. Other references to MINUIT will be made in these lectures for 
the benefit of MINUIT users. MINUIT is available from the CERN Program 
Library and is described in James and Roos (1975). 
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Note that this method will in general yield asymmetric intervals, 
with different parameter uncertainties in the positive and negative 
directions. Intervals may also be non-linear in the sense that two-
standard-deviation errors [given by lnL(8i)=lnL(8o)~2.0] are not neces
sarily twice as big as one-standard-deviation errors [given by 
lnL(8,)=lnL(e 0)-0.5J. 

1.6 COMBINATION AND PROPAGATION p_F UNCERTAINTIES. 

It often happens that one wants to know the uncertainty of a certain 
value which is not measured directly but is a known function of other 
quantities whose uncertainties are known. For example, we may estimate 
the mass of the n lepton using the mass of the IT meson (and its uncer
tainty) and the mass difference TT-|I, with its uncertainty. Physicists 
call this propagation of error, since the error in the final result 
arises from combining the errors of the two component values. It can be 
considered simply as a transformation of variable rather than a true 
statistical problem, but it so often arises in a statistical context 
that it is appropriate to discuss it here. 

1.6.1 The sum or difference of two variables. 

It follows directly from the definition of expectation and variance that 
the expectation of the sum of two independent random variables is the 
sum of the expectations of the variables, and the variance of the sum is 
the sum of the variances. (It is important to note that this is true 
only when the two component variables (measurements) are independent.) 
This means that the standard deviation of the sum (or difference) is the 
square root of the sum of the squares of the individual standard devia
tions. As long as the individual variables are independent and their 
variances are finite, this is an exact result for any number of measure
ments and for any distribution of deviations. If, in addition, the 
individual measurements are Gaussian, the sum or difference will also be 
Gaussian, and in fact -- by the Central Limit Theorem -- the sum or dif
ference will always be "more Gaussian" than the individual distribu
tions. 

1.6.2 Local theorv r or the propagation of smal1 errors. 

Apart from the simplest case of sums or differences, the exact calcula
tion of uncertainties of transformed variables can be extremely compli
cated and highly dependent on the exact distributions involved. For 
this reason one usually uses only the local properties of the distribu
tions around the estimated parameter values, which is usually an excel
lent approximation, especially when errors are indeed small. Thus one 
linearizes the transformations by using only the first derivatives of 
the new variables with respect to the old variables: 
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2>R OR 
( Û R ) 2 = I V i j + . . . 

i j d 8 i ô 8 j 

where R=R(8i,82,...) is the new variable and Vij is the variance-covari-
ance matrix of the component variables 0. The three dots indicate that 
there are higher order terms containing higher derivatives of R with 
respect to 8, but the usual linear approximation is to neglect the 
higher terms and keep only the sum given here. 

1.6.3 Error on the ratio of two continuous variables. 

If x and y are two independent variables with variances cxx

2 and or y

2, 
then tstraightforward application of the linear approximation above 
gives for the variance of the ratio R=x/y: 

(ÛR/R) 2 = o x

2 / x 2 + a y

2 / y 2 

This is a well-known rule-of-thumb, often used by physicists. It is 
interesting to see how close it is to the exact answer, assuming x and y 
to be Gaussian-distributed variables. The shocking answer is that the 
exact variance of R in this case is infinite! At first glance, hardly a 
good approximation. In fact, as long as CTX<<|X| and cry<<|y| the approx
imation is good locally, and gives about the right width to the distri
bution of R, but it underestimates the extreme tails of the distribution 
which cause the integrated square deviation of R to diverge. The 
approximation is in some sense closer to what the physicist really wants 
to know than the exact answer, and indeed the exact 68% confidence 
interval for R (which is of course finite) is close to that given by the 
linear approximation. The physicist should however be aware of the fact 
that the distribution of R deviates strongly from a Gaussian in the 
tails, especially when the errors in x and y are not small compared with 
the values of x and y (especially y ) . 

1.6.4 Error on the ratio of two discrete variables. 

An important case where the local approximation does not work is where 
small samples of discrete data are involved. Fortunately, exact methods 
are often relatively easy to apply for these cases, so good solutions 
can be found, but the usual approximations must be avoided. 

Consider the measurement of a branching ratio for the decay of an 
unstable particle with only two decay modes. Me observe, in a given 
time interval, n decays of one mode and N-n decays of the other. The 
branching ratio may be estimated as R-n/N, and it is tempting to esti
mate the uncertainty on R by combining uncertainties of \}n and yJH using 
the formula given above for the error of a ratio. Two difficulties 
arise: (1) n and N are not independent, and (2) the linear approximation 
is very poor when n and N are small (say less than 10). The exact solu
tion of this problem follows from the fact that the distribution 
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involved is really binomial (since there are only two outcomes for a 
decay). A complete treatment of this problem including examples of how 
it arises in physics experiments (and how some experimenters have pub
lished incorrect error analyses by using the approximation when it was 
not justified) is given in James and Roos (1980). 

1.6.5 The propagation of large errors. 

The question nou arises of what to do in the general case for continuous 
variables uhen the linear approximation for error propagation is sus
pected of being poor. Straightforward calculation of the distribution 
of the new variable R involves complicated integrals over the component 
distributions which, even if they are independent Gaussians, quickly 
become intractable, and one must resort to numerical calculations even 
in relatively simple cases. 

One such case came up recently in the analysis of an experiment by 
Reines, Sobel, and Pasierb which gives evidence for the instability of 
the neutrino. This result is of the greatest importance in high energy 
physics since it has generally been believed that all neutrinos were 
massless and could not decay. In view of the consequences of neutrino 
decay, it is necessary to determine the significance of these results 
accurately. The final result of the experiment is the measurement of 
the ratio of two cross sections, let us call this R. Expressed in terms 
of the elementary quantities measured in the experiment, it can be writ
ten as: 

d k 2d 
(b-c) - 2 ( 1 ) a 

k 2e ke 

where a = 3.84 ± 1.33 
b = 74 ± 4 
c = 9.5 ± 3 
d = 0.112 ± 0.009 
e = 0.32 ± 0.002 
k = 0.89 

Straightforward application of the linear approximation gives: 

R * 0.191 ± 0.073 

But theoretical calculations show that the neutrino is unstable if R is 
less than about 0.42. Therefore, based on approximate error analysis, 
the result appears to be very significant: 3.2 standard deviations or 
about one chance in a thousand that the neutrino is stable. 
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However, two of the elementary quantities have large errors, and two 
quantities enter into the formula twice, producing correlations. In 
addition, there are several fractions, which we have seen cause non-
Gaussian distributions, so let us try to calculate the exact confidence 
intervals for R. The easiest (and perhaps the only) way to do this is 
by Monte Carlo. Choose values of a,b,c,d,e randomly according to the 
appropriate Gaussian distributions (we will be optimistic and assume 
that at least the elementary measurements are Gaussian with known vari
ances), and plot the resulting values of R. The FORTRAN program to do 
this is so simple that I include it here (Calls to subroutines beginning 
with H are for the HBOOK histogramming package; NORRAN is a Gaussian 
random number generator; all subroutines called here are from the CERN 
Program Library) : 

PROGRAM REINESUNPUT,OUTPUT) 
C CALCULATION OF ERROR ON NEUTRAL TO CHARGED CURRENT 
C NEUTRINO INTERACTIONS, D'APRES REINES AND ROOS. 
C 
C SET UP HISTOGRAM OF R 

CALL HB00KK1, 10H N OVER D , 50 ,0.,0.5,0.) 
C 
C FILL HISTOGRAM BY LOOPING OVER RANDOM SAMPLES OF R 

DO 100 1= 1, 10000 
CALL NORRAN(XN) 
XN = XN*1.33 + 3.84 
CALL N0RRAN(X112) 
X112 = X112 * .009 + 0.112 
CALL NORRAN(X74) 
X74 = X74 * 4. + 74. 
CALL N0RRAN(X95) 
X95 = X95 * 3. + 9.5 
CALL N0RRAN(X32) 
X32 = X32 * 0.02 + 0.32 
X89 = 0.89 
D1 = X112*(X74-X95)/(X89*X32) 
D2 = 2.0 * XN * (1.0 - (X89*X112/X32)) 
XXX = XN/(D1-D2) 
CALL HFILL (1,XXX) 

100 CONTINUE 
C 
C ASK FOR PRINTING OF HISTOGRAM, WITH INTEGRATED CONTENTS 

CALL HINTEGd, 3HYES) 
CALL HISTDO 

C 
STOP 
END 

The histogram showing the distribution of the 10000 Monte Carlo values 
of R is shown in Figure 4. Those of you familiar with the reading of 
HBOOK output will quickly find the significant number, namely the number 
of entries falling above 0.42. This is almost 4%, so that the true sig
nificance of the result is only 4% instead of the apparent 0.12. Notice 
also the skew, non-Gaussian distribution of R. 
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Figure 4. Distribution of R for experiment of Reines et al. 
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1.7 MULTIPARAMETER ESTIMATION. 

In addition to the difficulties described above, a special class of 
problems arise in interpreting errors when there are more than one free 
parameters. These problems are quite separate from those described 
above and are really much simpler in principle, although in practice 
confusion often arises. 

1.7.1 The Error Matrix 

The error matrix, also called the covariance matrix, is the inverse 
of the second derivative matrix of the (log-likelihood or chisquare) 
function with respect to its free parameters, usually assumed to be 
evaluated at the best parameter values (the function minimum). The 
diagonal elements of the error matrix are the squares of the individual 
parameter errors, including the effects of correlations with the other 
parameters. 

The inverse of the error matrix, the second derivative matrix, has as 
diagonal elements the second partial derivatives with respect to one 
parameter at a time. These diagonal elements are not therefore coupled 
to any other parameters, but when the matrix is inverted, the diagonal 
elements of the inverse contain contributions from all the elements of 
the second derivative matrix, which is 'where the correlations come 
from'. 

Although a parameter may be either positively or negatively corre
lated with another, the effect of correlations is always to increase the 
errors on the other parameters in the sense that if a given free parame
ter suddenly became exactly known (fixed), that would always decrease 
(or at least not change) the errors on the other parameters. In order 
to see this effect quantitatively, the following procedure can be used 
to 'delete' one parameter from the error matrix, including its effects 
on the other parameters: 

1. Invert the error matrix, to yield the second-derivative matrix. 

2. Remove the row and column of the inverse corresponding to the 
given parameter, and 

3. Re-invert the resulting (smaller) matrix. 

This reduced error matrix will have its diagonal elements smaller or 
equal to the corresponding elements in the original error matrix, the 
difference representing the effect of knowing or not knowing the true 
value of the parameter that was removed at step two. This procedure is 
exactly that performed by MINUIT when a FIX command is executed. Note 
that it is not reversible, since information has been lost in the dele
tion. The MINUIT commands RESTORE and RELEASE therefore cause the error 
matrix to be considered lost and it must be recalculated entirely. 
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1.7.2 MINOS wi th several free parameters 

The MINOS algorithm is described in some detail in the MINUIT 
long-write-up and will not be repeated here, but we will add some sup
plementary 'geometrical interpretation' for the multidimensional case 
(which is the usual case -- in fact, early versions of MINOS had a bug 
which prevented them from working in the one-parameter case because it 
had not occurred to the authors that anybody would use it for only one 
parameter!). 

Let us consider that there are just two free parameters, and draw the 
contour line connecting all points where the function takes on the value 
F„in + UP. (The CONTOUR command will do this for you from MINUIT). For a 
linear problem, this contour line would be an exact ellipse, the shape 
and orientation of which are described in Eadie et al, p.196 (fig. 9.4). 
For our problem let the contour be as in Figure 5 below. If MINOS is 
requested to find the errors in parameter one (the x-axis), it will find 
the extreme contour points A and B, whose x-coordinates, relative to the 
x-coordinate at the minimum (X), will be respectively the negative and 
positive MINOS errors of parameter one. 
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Figure 5 - MINOS errors for parameter 1 
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1.7.3 ProbabiIi ty content of confidence reg ions 

For an n-parameter problem MINOS performs minimizations in (n-1) 
dimensions in order to find the extreme points of the hypercontour of 
uhich a two-dimensional example is given in Figure 5, and in this way 
takes account of all the correlations with the other n-1 parameters. 
However, the errors which it calculates are still only single-parameter 
errors, in the sense that each parameter error is a statement only about 
the value of that parameter. This is represented geometrically by say
ing that the confidence region expressed by the MINOS error in parameter 
one is the cross-hatched area of Figure 6, extending to infinity at both 
the top and bottom of the figure. 
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Figure 6 - MINOS error confidence region for parameter 1 
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If UP is set to the appropriate one-std.-dev. value, then the precise 
meaning of the confidence region of Figure 6 is: "The probability that 
the true value of parameter one lies between A and B is 68.3%" (the 
probability of a Normally-distributed parameter lying within one 
std.-dev. of its mean). That is, the probability content of the cross-
hatched area in Figure 6 is 68.3%. No statement is made about the sim
ultaneous values of the other parameter(s), since the cross-hatched area 
covers all values of the other parameter(s). 

If it is desired to make simultaneously statements about the values 
of two or more parameters, the situation becomes cosiderably more com-
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plicated and the probabilities get much smaller. The first problem is 
that of choosing the shape of the confidence region, since it is no lon
ger simply an interval on an axis, but a hypervolume. The easiest shape 
to express is the hyperrectangle given by: 

A < param 1 < B 
C < param 2 < D 
E < param 3 < F , etc. 

param 2 
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param. 1 

Figure 7 - Rectangular confidence region for parameters 1 and 2 

This confidence region for our two-parameter example is the cross-
hatched area in Figure 7. However, there are tuo good reasons not to 
use such a shape: 

1. Some regions inside the hyperrectangle (namely the corners) have 
low likelihoods, lower than some regions just outside the rectan
gle, so the hyperrectangle is not the optimal shape (does not 
contain the most likely points). 

2. One does not know an easy way to calculate the probability con
tent of these hyperrectangles (see Eadie et al, p.196-197, esp. 
fig. 9.5a). 

For these reasons one usually chooses regions delimited by contours 
of equal likelihood (hyperel1ipsoids in the linear case). For our two-
parameter example, such a confidence region would be the cross-hatched 
region in Figure 8, and the corresponding probability statement is: "The 
probability that parameter one and parameter tuo simultaneously take on 
values within the one-std.-dev. likelihood contour is 39.3%. 
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Figure 8 - Optimal confidence region for parameters I and 2 

The probability content of confidence regions like those shaded 
in Figure 8 becomes very small as the number of parameters NPAR 
increases, for a given value of UP. Such probability contents are in 
fact the probabilities of exceeding the value UP for a chisquare func
tion of NPAR degrees of freedom, and can therefore be read off from 
tables of chisquare. Table 1 below gives the values of UP which yield 
hypercontours enclosing given probability contents for given number of 
parameters. 
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Table J. 
Table of UP for multiparameter confidence regions 

Confidence level (probability contents desired 
Number of inside hypercontour of "x 2 = x 2

min + UP") 
Parameters 50% | 70% | 90% | 95% | 99% | 

+ + + + + 

1 

2 

3 

4 

5 

6 

7 

8 

9 

10 

11 

0.46 

1.39 

2.37 

3.36 

4.35 

5.35 

6.35 

7.34 

8.34 

9.34 

10.34 

1.07 

2.41 

3.67 

4 .88 

6 .06 

7 . 2 3 

8.38 

9 .52 

10.66 

11.78 

12.88 

2.70 

4.61 

6.25 

7.78 

9 .24 

10.65 

12.02 

13.36 

14.68 

15.99 

17.29 

3.84 

5.99 

7.82 

9 .49 

11.07 

12.59 

14.07 

15.51 

16.92 

18.31 

19.68 

[If FCN is -log(likelihood) instead of chisquare, 
all values of UP should be divided by 2.] 
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2. TESTING OF HYPOTHESES. 

In this chapter, we consider choosing between tuo or more well-defined 
hypotheses, for example measuring the parity of an elementary particle, 
which can only be positive or negative. 

2.1 THE TEST STATISTIC AND OTHER DEFINITIONS. 

In order to discuss the theory of hypothesis testing, a few basic con
cepts need to be defined, with the corresponding notation. The notation, 
although rather arbitrary, is fairly well standardized throughout the 
statistical literature, and we adopt here the most commonly used sym
bols. 

The two hypotheses under consideration may have free parameters whose 
values must also be estimated (composite hypotheses), but we assume for 
the moment that they are completely defined (simple hypotheses). The 
simplest or most important of the two hypotheses is denoted Ho and 
called the null hypothesis, probably because it often corresponds to "no 
effect" or "zero dependence". The other hypothesis, Hi, is called the 
alternative hypothesis. Our aim is to choose between the two 
hypotheses, based on some observations, and especially to be able to 
express the significance of those observations in distinguishing between 
the two hypotheses. 

We denote the space of all observations by W. This includes all pos
sible outcomes of our experiment. We will want to divide this space into 
two regions: the critical region, w is the set of all observations for 
which we would reject Ho, and the acceptance reg ion P W-w, for which we 
would accept Ho. This will be done with the help of a function X(W) 
called the test statistic. The study of hypothesis-testing is thus 
reduced to the study of the properties of different test statistics and 
the resulting regions of rejection and acceptance. 

We can now define the important quantities in terms of probabilities 
of obtaining different values of the test statistic: 

1. The level of signi ficance of the test, a, is the probability of X 
falling in the critical region o when Ho is in fact true. 

P(XO>|H 0) = a 

2. The power of the test, 1-B, is the probability of X falling in 
the critical region when Hi is true: 

P(X€CJ|H!) = 1-B 

or, alternatively: 

P(X£(W-w)|H 1) = B 
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3. The error of the fi rst kind, or loss, occurs when Ho is rejected 
even though it is true. The probability for this happening is 
clearly a. 

4. The error of the second kind r or contamination, occurs when H 0 is 
accepted even though the alternative Hi is true. The probability 
for this is from the above definitions B. 

A good statistical procedure for testing hypotheses will therefore be 
one which chooses the function X and the region <o so as to minimize both 
a and B. 

2.1.1 Example : Separation of two types of events. 

As an example let us suppose we are studying elastic proton-proton scat
tering, and ue have a sample of events which contains both true elastic 
events and those with additional TT° production. On the basis of the 
measured momenta of the protons alone, we have to decide, for each 
event, whether an unseen IT0 was also produced, in order to obtain 
finally the biggest and purest possible sample of elastic events. For 
each event, the two hypotheses are as follows: 

Ho : p + P -» P + P 

Hi : p + p •» p + p+TT0 

We could choose as test statistic the missing mass for the event, a 
function of the measured momenta which, if the momenta were measured 
exactly, would be equal to the TT° mass for unwanted events and zero for 
elastic events. Because of measurement errors, the expected distribu
tions of missing mass under the two hypotheses will have some width, and 
in practice may appear as in Figure 9. It is clearly not possible to 
choose w so as to make both a and B zero at the same time, although 
either one could be made arbitrarily small at the expense of increasing 
the other. Physically, this means that if we set the acceptance level 
so as to lose very few true elastic events, we will also have to accept 
a large number of background events; if, on the other hand, we require a 
very pure sample of elastic events, we will have to settle for a big 
loss of number of events. Some compromise is necessary, based on the 
physics to be done. In order to reduce both a and B simultaneously, we 
would have to find a better test statistic. For example, if it is known 
that the ÏÏ° are usually very fast, it may be better to use missing 
energy or missing momentum to discriminate between the two types of 
events. The choice of test will be discussed in the next subsection. 
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Figure 9. Test statistic distributions for H 0 and Hi 

2.2 CHOOSING A TEST. 

The properties of a test between two simple hypotheses can be seen from 
the diagram of Figure 10, which shows B as a function of a for four dif
ferent tests. Such a curve for any admissible test must lie below the 
diagonal indicated, since for any point above the diagonal the probabil
ity of accepting the wrong hypothesis would be greater than the proba
bility of accepting the right one, and surely it must be possible to do 
better than that. 
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NON -PERMISSIBLE 
REGION 

P 

Figure 10. Basic properties of four different tests. 

The best test will correspond to the lowest (a,B) curve, since that 
will have the lowest value of B for a given value of a. Thus test one 
is always worse than the other three, test two is sometimes better than 
test three (namely if ue are interested in small values of B rather than 
small values of a), and test four is always better than the other three. 

If the test is being applied in order to select data for later analy
sis, additional criteria may be important, namely that the selection 
procedure not introduce a bias in the distributions of interest for the 
data selected, or at least that the bias so introduced be calculable. 

2.3 THE NEYMAN-PEARSON TEST. 

In the case of completely defined simple hypotheses, there is one test 
which can be shown to be always the best, in the sense of giving always 
the smallest B for a given a. This test, the Neyman-Pearson test, may 
be very complex computationally, especially when the space of observa
bles is many-dimensional, but can always be defined in principle. 
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For a given value of the significance level a, the most powerful test 
will be that one which has the best critical req ion in the space of the 
observations. That is, among all those regions w(o) which satisfy 

S f(x|H 0)dX = a 
w(a) 

we wish to find that region which minimizes B, or maximizes the power 

1-B = f fCX|Hi)dX 
cj(ct) 

f CX|Hi ) 
= / f(x|H 0)dX 

y f(x|H 0) 

But the last expression above is just the expectation of the 1 ikel ihood 
ratio for hypothesis one divided by hypothesis zero, assuming hypothesis 
zero to be true. This means that the best critical region is such that 
this likelihood ratio is larger for all points inside CJ than outside w, 
with the constraint that the "size" of the region is a. 

In the general case, the observable space of X is many-dimensional 
and the Neyman-Pearson test consists of finding the hypercontour of con
stant likelihood ratio which divides this space into two parts such that 
the part corresponding to larger values of the likelihood ratio has an 
integrated probability (test size) of a. This can be a very lengthy cal
culation. The usual simplification is to consider not the whole observ
able space X, but a one-dimensional test statistic t(X) as introduced 
earlier. Then the test is no longer Neyman-Pearson and not necessarily 
optimal, depending on how good a choice of test statistic was made. 

2.4 COMPOSITE HYPOTHESES. 

In practice, real experiments often give rise to situations where both 
parameter estimation and hypothesis testing must be performed simultane
ously. That is, the hypotheses to be tested are not completely defined 
in advance, but have free parameters whose values must be estimated. 
Such a hypothesis is called a composite hypothesis. The mathematical 
theory of composite hypothesis testing is not as well developed as that 
of simple hypothesis testing. The general techniques which can be found 
are valid only asymptotically (and the asymptotic limit may be very 
high!) or for certain related "families" of hypotheses. In many real 
cases, the only way to obtain realistic confidence levels is by resort
ing to Monte Carlo simulation. 
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2.4.1 The maximum 1ikelihood ratio. 

The most important general tool for studying composite hypotheses is 
again based on the likelihood function. It is the maximum likelihood 
ratio, defined as the ratio of the likelihood functions for the two 
hypotheses, each one maximized with respect to all the free parameters. 
If there were no free parameters, this uould correspond to the Neyman-
Pearson test, which is optimal and calculable. Unfortunately, the 
effect of the free parameters makes the test not necessarily optimal, 
and in general one does not even know how to calculate a exactly. 

Let us therefore restrict ourselves to the relatively common case 
where Ho and Hi have the same free parameters except that Hi has some 
parameters free whose values are fixed for Ho. for example: 

H 0: 01 free, 8 2=c 
Hi: 6, free, 8 2 free 

The maximum likelihood ratio is: 

max f(x|8i,9 2=c) 
X = 

max f(X|9i,9 2) 

where X is all the data, and the maximization is with respect to 6i in 
the numerator and with respect to both 81 and 82 in the denominator. 
Since the denominator is maximized over the same parameter as the numer
ator and in addition one more, clearly 0<A<1. The difficulty in knowing 
the expected distribution of A arises from the fact that since the value 
of 82 will in general be different for the two hypotheses, the value of 
81 will also be different due to the maximization, and the effect of the 
maximization will depend on the correlation between 8^ and 82-

Asymptotically (for large amounts of data, or small errors on 8) the 
distribution of A is known, so this is normally used in evaluating its 
significance. Namely, the quantity -2 In A is distributed as x 2(r) 
where there are r more free parameters in the denominator of A than in 
the numerator. Thus one evaluates the maximum likelihood ratio for the 
data, and looks up the value of -2 In A in a table of chisquare with r 
degrees of freedom, which gives the significance level a. A small value 
of o is evidence against the more restrictive hypothesis Ho and in favor 
of the more general hypothesis Hi-

2.5 SMALL-SAMPLE PROBLEMS. 

The maximum likelihood ratio test and significance level calculation as 
defined above is widely used since it is nearly the only real statisti
cal tool for this situation. It is however notoriously unreliable for 
small samples of data. Unfortunately, it is hard to know exactly when a 
data sample is small, since it depends strongly on the hypotheses and 
distributions involved in ways which are not obvious. 
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A famous example of this problem is the attempt to determine whether 
a peak in a distribution of effective mass is a single peak or a split 
peak. In several examples it has been crucial to establish the signifi
cance of the evidence for split peaks because simple peaks would corres
pond to elementary particle states easily accomodated by the existing 
quark theory whereas split peaks would have implied resonances with 
exotic properties requiring a quite different approach to the whole 
theory. The importance of the problem triggered extensive statistical 
studies which revealed a marked tendency for data generated with a sim
ple-peak hypothesis to fit the split-peak hypothesis better than the 
simple-peak model. This bias in the testing procedure can only be eval
uated by Monte Carlo simulation, drawing samples from a known hypothesis 
and fitting them in the same way as the experimental data. 

3. GOODNESS-OF-FIT. 

In this chapter we consider the significance with which we can accept or 
reject a hypothesis, without specifying any alternative hypotheses. As 
for hypothesis testing, we will have a critical region w such that for 
all data X€w we will reject the null hypothesis. As before, we can find 
the probability a of rejecting H 0 when it is true: 

/ f(x|H 0)dX = a 
«(a) 

However we can no longer evaluate the probability of accepting Ho when 
it is false, since this would depend on the alternative hypothesis which 
is not specified. We have therefore a measure of the significance of 
evidence against Ho (if the fit is bad) but the significance of the evi
dence in favor of H 0 coming from a good fit cannot be quantified. 

3.1 CHOOSING A GOODNESS-OF-FIT TEST 

Since there is no alternative hypothesis, we cannot calculate B and can
not know the power of a test. This in principle deprives us of any 
means of comparing goodness-of-fit tests since a test is better than 
another only if it is more powerful at rejecting unwanted hypotheses. 
Since the unwanted hypothesis is not specified, it appears that we can
not have a realistic basis for choosing a test. Indeed we can expect 
some tests to be sensitive to certain kinds of deviations from the null 
hypothesis, and other tests to be sensitive to others. With this in 
mind, there are at least two approaches which will help in choosing a 
test. 
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The first approach is rather intuitive, but can be made more rigorous 
with some use of statistical information theory (which we do not discuss 
explicitly in these notes). The idea is to make sure somehow that the 
test makes use of all the information relative to the hypothesis being 
tested, and that it does not have any arbitrary procedures or parameters 
which would affect the value of <x independently of the data and the 
hypothesis. We will see examples of how this is used below. 

The second approach is to invoke a class of alternative hypotheses 
which allow us to estimate the power without being too specific about 
the alternatives. For example one can define the local power of a test 
as its power against infinitesimal deviations from the null hypothesis. 
Still this is not as general as it may seem since even infinitesimal 
deviations may take different forms, but it is usually possible in this 
way to get a good comparison of tests under rather general conditions. 

3.2 DISTRIBUTION-FREE TESTS. 

The calculation of the confidence level for a given test involves an 
integration of a probability density function over a region which may be 
many-dimensional. Although such numerical calculations may not be too 
difficult when performed on modern computers, it has traditionally been 
necessary, and even today is still desirable, to avoid this calculation 
by means of a distribution-free test. Such a test involves a test sta
tistic t(X) whose distribution is known (under the null hypothesis) 
independent of the distribution of the X. Many distribution-free tests 
have been found, and the appropriate distributions of their test statis
tics are either known analytically or, more frequently, tabulated so 
that the user can simply calculate t and read the corresponding signifi
cance level from a table.1* 

A well-known example of a distribution-free test is the chisquare 
test of goodness-of-fit of a probability density g(x) to density esti
mated experimentally in the form of a histogram. If the number of 
events observed in the ith histogram bin is ni, the value of x in the 
middle of the bin is Xi, and the density g(x) is normalized to the total 
number of events observed, then the test statistic for goodness-of-fit 
is: 

(g(xi)-ni) 2 

t = E 

"• Traditionally all tests were distribution-free, so the term was not 
even used, it being assumed. Very recently we see a new kind of test 
being used (see 3.5), in which the confidence level must be recomputed 
for each case, something that would not have been thinkable without 
modern computers. 
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This is often called the chisquare function, because under the null 
hypothesis (that the histogram really comes from g(x)), the quantity t 
should be distributed like a X2 variable with n degrees of freedom if 
the number of bins is n. This is distribution-free since the expected 
distribution of t does not depend on g(x). If we fit another function 
with different data we would still use the same table of 
the level of significance a. 

3.3 COMPARING TWO ONE-DIMENSIONAL DISTRIBUTIONS. 

In this section we will show what criteria may be used to choose a good-
ness-of-fit test by comparing two such tests for compatibility of one-
dimensional distributions. Both tests, the chisquare test mentioned 
above and the Kolmogorov test, may be used either to compare two experi
mental samples of events or to compare an experimental sample with a 
completely-defined theoretical probability density. 

3.3.1 The Chisquare test. 

This test is defined just above for the fit of a one-dimensional experi
mental sample to a known curve g(x). It is easily generalised to compare 
two experimental distributions: 

(mj - n i ) 2 

t = Z 
' mi + n i 

Me notice that this test requires the grouping of observations into bins 
(called by statisticians 'data classes') and does not prescribe exactly 
how this is to be done. Me are in principle free to make as many bins 
as we want, and place the boundaries where we want. This arbitrariness, 
which clearly will affect the value of t and probably also its proper
ties as a test statistic, is one of the undesireable features pointed 
out above. 

In view of the popularity of the chisquare test, the subject of opti
mal binning has been the object of considerable study. Me summarize 
here some results of these studies: 

1. In order to increase the local power of the test, there should be 
as many bins as possible. 

2. The upper limit on the number of bins comes from the requirement 
that t follow a X 2 distribution under the null hypothesis, which 
is only true for a 'large' number of events per bin, where the 
Poisson distribution becomes approximately Gaussian. Opinions 
vary as to how many events are needed for this, but most studies 
indicate that there should be very few bins of less than ten 
events and no bins of less than five events. 
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3. The distribution of bin boundaries is usually chosen equally 
spaced for practical reasons, but all studies indicate that it is 
better statistically if bins are chosen to be equally probable, 
that is, approximately the same number of events should fall in 
each bin. 

4. Additional experiment-dependent considerations, such as the accu
racy with which x can be measured, may be important. 

Another apparent source of arbitrariness is the exponent 2 in the 
expression for t. Any other positive non-zero exponent would give rise 
to an admissible test, although the expected distributions for x 3, xH, 
etc. would have to be recalculated. In fact it can be shown using the 
theory of information that xz is indeed optimal whenever the deviations 
in each bin are Gaussian (here they are in fact Poisson which is approx
imately Gaussian). The 'square' in 'chisquare' is therefore not at all 
arbitrary, and is optimal for the usual case. One could, however, imag
ine cases where the measurements were not Gaussian-distributed and where 
a different test statistic would be better. 

3.3.2 The Kolmogorov test. 

We now turn to a somewhat different kind of test, based on what the sta
tisticians call the order statistics, which are nothing but the experi
mental observations ordered by increasing x-value. This allows us to 
form the cumulative distribution of the data S(x) as follows: The dis
tribution starts at zero for x=-eo, and increases by an amount 1/N at 
each point x where an experimental point XÎ has been observed. IN is 
the total number of points observed, so S(+»)=1.] We can use the Kolmo
gorov test either to compare two experimental distributions Si(x) and 
S 2 ( x ) , containing respectively Ni and N2 events; or to compare Si(x) 
with a continuous known distribution of which the probability density 
function is f(x), and whose integral, the cumulative distribution func
tion is F(x). 

The Kolmogorov test statistic is a measure of the distance between 
the two distributions being compared. This measure is simply the larg
est distance (maximized with respect to x) between the two cumulative 
distributions: 

D = I/N max|s(x)-F(x) I where S has N events, 

or D = v'(N 1N 2/(Ni+N z)) max |s 1 (x)-S 2 (x) | 

It turns out that this test statistic is asymptotically distribution-
free (that is, under the null hypothesis, the expected distribution of D 
is independent of S and F for large enough N . ) , and as written here it 
is correctly normalized to be also asymptotically independent of N, N-i, 
and N 2 . The significance level a can be calculated from formulas or the 
table given in Eadie et al., page 270, or calculated by the CERN Program 
Library subroutine PROBKL. 
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Notice that this test involves no arbitrary binning, and is still 
very easy to calculate, although for very large data samples the order
ing of the data may be longer than the histogramming required for the 
chisquare test. 

3.3.3 The Smi rnov-Cramer-Von Mises test. 

This test is very similar to the Kolmogorov test described above, except 
that the measure of the distance between tuo cumulative distributions is 
taken to be the integrated squared distance instead of the maximum: 

+00 
W = N / [S(x)-F(x)l 2 f(x) dx 

-co 

1 
= N / [S(x)-F(x)] z dFCx) 

o 

The corresponding formula for comparing tuo experimental distributions 
is somewhat more complicated and is given in Eadie et al, page 269, as 
are formulas and tables for determining the significance level a. 

The computational complexity of this test is clearly somewhat greater 
than for the Kolmogorov test, which probably explains why it is less 
popular. However it has the distinct advantage that the test is exactly 
distribution-free for al1 values of N, although the significance level 
is independent of N only for 'large' N (in fact N>3 is enough!). It is 
also more appealing (and probably more powerful against most alterna
tives) because it is really a function of all the data and not just the 
maximum distance. 

Because it is free of binning, is sensitive to all the data, and is 
exactly distribution-free, the Smirnov-Cramer-Von Mises test is gener
ally considered the most powerful goodness-of-fit test for one-dimen
sional data. 

3.4 COMPARING MULTIDIMENSIONAL DISTRIBUTIONS. 

When the data are more than one-dimensional, goodness-of-fit testing 
becomes considerably more difficult. 

3.4.1 Chisquare in d dimensions. 

In principle, the chisquare test for goodness-of-fit is dimension-free, 
in the sense that it can be defined independently of the dimensionality 
of the data. One merely compares the expected number of events in each 
data class (bin) with the actual number. The dimensionality of the bin 
does not enter into the theory. 



- 21S -

In practice, however, multidimensional bins cause not only computa
tional problems (when the boundary of the space is curved) but the num
ber of events required to have a minimum number per bin becomes enor
mous, unless the number of bins is reduced to a very small number per 
dimension. The reason is that the number of bins increases exponentially 
with dimensionality. It is therefore clear that for multidimensional 
data we should prefer a test which does not require binning. 

3.4.2 Kolmogorov-type tests in d dimensions. 

It is very appealing to try to extend tests based on order statistics to 
higher dimensionalities, since these tests (Kolmogorov, Smirnov-Cramer-
Von Mises) use the data points as measured without binning. Such 
attemps however meet with several difficulties, both practical and 
theoretical, and such tests have not to my knowledge yet been used with 
success. The first difficulty is with the order statistics themselves, 
which lose some of their nice properties in higher dimensions, although 
they can still be defined in a straightforward way: 

S(Xi , X z ,•..X n) = number of points p such that 
Pl<Xl, P2<*2, ••• Pn<Xn 

For example, they now depend on the orientation of the axes in the d-di-
mensional space. Another difficulty is the computational complexity, 
since the definition of F now requires multidimensional integration, and 
other multidimensional difficulties arise in defining the test statis
tic. Perhaps the most important barrier is that straightforward exten
sion of both the tests given above are no longer distribution-free in 
many dimensions, so that one has no easy way to determine a. 

If we are willing to give up distribution-free testing, the more 
recent permutation methods given in the next section are promising for 
both one- and many-dimensions, and for both large and small sample 
sizes. 

3.5 PERMUTATION TESTS FOR COMPARING THO POINT SETS. 

We wish to test the hypothesis that two sets of points are random sam
ples from the same underlying distribution, where we do not know the 
underlying distribution. Me wish to find a test valid for one or more-
dimensional points, and the test should not involve binning. Two things 
are needed: 

1. A test statistic A which will be a measure of the distance bet
ween the point sets. 

2. A way to measure the significance of the value of A for the two 
point sets, giving the significance level a. 
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The permutation method allows us to measure the level of significance 
for any distance function A, without knowing the underlying distribu
tion, assuming of course the null hypothesis. One first calculates the 
distance A12 between point sets one and two. Then the significance 
level is found as follows. Put both samples together to form a single 
sample of N1+N2 points. Under the null hypothesis, this will also be 
distributed like sample 1 or sample 2, and any (random) partitioning of 
this pooled sample into samples of Ni and N2 points should yield sets 
with the same distribution. We therefore make many different partition-
ings, each time choosing N-i points from the total Ni+N 2 points, and cal
culate A for each of these partitionings. If Ni and N2 are small 
enough, we can actually enumerate all the partitionings possible. 5 

Whether all partitionings are exhausted or only a random sample is used, 
the resulting distribution of the values of A can be used in an obvious 
way to determine the significance of the actual value A12 corresponding 
to the observed data points. The significance level a is simply the 
proportion of all A-values lying above the value Ai2-

Now that the significance level can be determined for any distance 
measure A, we return to the question of defining such a distance. Since 
the procedure outlined above is valid for any measure A, we are free to 
choose a measure with physical significance for the situation at hand. 
For example, suppose we have treated a sample of mice in a certain way, 
and we wish to know if those mice are bigger than the ones in a sample 
which was not treated. We could take as the distance measure the average 
weight or length of the treated mice minus the average of the untreated. 
If the treatment was expected to affect only half the treated mice, we 
could take the difference between the average weight of the heaviest 
treated mice and the heaviest untreated mice, etc. 

In spite of this extraordinary freedom in choosing a test statistic, 
it is still difficult to find good distance measures for multivariate 
data. A general procedure is given in Friedman (1974) using the k-near-
est-neighbor concept. This is probably the best general method in use, 
although it suffers from at least two elements of arbitrariness: 

1. The optimal number of nearest neighbors k is not generally known. 

2. It is somewhat dependent on the metric of the space in order to 
find the nearest neighbors. However, it is hard to imagine any 
measure of the distance between two point sets which does not 
depend on the definition of the distance between two points. 

5 The total number of partitions of N1+N2 points into two samples of H-, 
and N2 points is: 

P 1 2 = (N 1+N 2)!/Ni!N 2! 

This increases very fast with Hy and N 2; for example, the number of 
ways of dividing a sample of 10 into two samples of 5 is only 252, but 
the number of ways of dividing a sample of 20 into two samples of 10 
is 184756. 
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If a good distance measure A is available for the physical problem at 
hand, the permutation technique gives a good way to evaluate its signi
ficance. The method is completely non-parametric, does not involve any 
attempt to actually estimate the point densities in either set, and is 
always exactly valid for the data sample at hand, no matter how large or 
small it is. On the other hand, the computation required is large by 
traditional standards, since one is in fact recalculating a each time 
instead of using a distribution-free test and a standard table. By 
modern computing standards however, this is a small price to pay for the 
advantages gained. 

4. CONCLUSIONS. 

We have seen how to define and evaluate the statistical significance of 
experimental data in the three different contexts of parameter estima
tion, hypothesis testing, and goodness-of-fit testing. In a logical 
development of the subject it is easy to keep these different contexts 
distinct and avoid confusion, but in solving real problems it may not be 
so clear exactly what question is being asked. This is partly because 
one is often asking several questions at once, partly because the dif
ferent techniques are, after all, related, and partly because the same 
functions of the data are used -- in different ways -- to answer differ
ent questions. For this reason we shall conclude these lectures by 
pointing out the relationships, both similarities and differences, bet
ween the various problems and methods of solution. 

4.1 CHISQUARE. 

The ubiquitous chisquare function of Pearson is the source of much con
fusion because it can arise in many contexts. It is a measure of the 
distance between a set of observations and a model, namely the sum of 
squares of deviations of the observations from the model, each deviation 
normalized by its standard deviation. The model may contain unknown 
parameters, in which case the chisquare function may be used to estimate 
these parameters and their uncertainties. In this case, the chisquare 
function is considered as a function of these free parameters (although 
it is also of course a function of the data) and minimized with respect 
to these parameters. Parameter uncertainties are estimated by finding 
the change in parameter value required to produce a given change in 
chisquare,, as described in these lectures. The actual value of chisq
uare is not used in this case, since it is assumed that the model is 
correct. 

The same function can however be used to test goodness-of-fit. In 
this case there are no free parameters and chisquare is considered as a 
function of the data. Now only the value of chisquare is used, and com
pared with a table of values to find the confidence level a. To confuse 
things further, the table is also referred to as a chisquare table, and 
it gives the integral of a function also called the chisquare function, 
integrated from the value obtained experimentally to infinity, thereby 
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giving the probability, under the null hypothesis, of obtaining a value 
of chisquare greater than that actually found. 

4.2 LIKELIHOOD. 

The likelihood function can also be used in different ways, to do param
eter estimation or hypothesis testing. It cannot however be used effec
tively for goodness-of-fit testing, essentially because the actual value 
of the likelihood function has no statistical interpretation. Only dif
ferences in log-likelihood are meaningful. We have seen their interpre
tation in parameter and interval estimation. The interpretation in 
hypothesis-testing is really the same, since here we are concerned with 
the likelihood ratio between two hypotheses, and the logarithm of this 
ratio is of course the difference in the logarithms of the two likeli
hood values corresponding to the two hypotheses. 

Therefore, using the likelihood function to determine the signifi
cance of the statement that the parameter 6=8o±a is exactly equivalent 
to using the likelihood ratio to test hypothesis Ho= 8=60 against 
H-, : e=8 0 + ff. 
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Abstract 

Bit-slice logic blocks are fourth-generation LSI com
ponents which are natural extensions of traditional multi
plexers, registers, decoders, counters, ALUs, etc. Their 
functionality is controlled by microprogramming, typically 
to implement CPUs and peripheral controllers where both 
speed and easy programmability are required for flexibility, 
ease of implementation and debugging, etc. Processors built 
from bit-slice logic give the designer an alternative for 
approaching the programmability of traditional fixed-
instruction-set microprocessors with a speed closer to that 
of hardwired "random" logic. 

Introduction 

The purpose of this set of annotated lecture tran
sparencies is to give a brief introduction to the use of 
bit-slice logic in microprogrammed engines (CPUs) and con
trollers. A basic understanding of the goals of the tech
nology and its potential will allow one to read the litera
ture with some idea of what the important issues and design 
parameters might be. Bit slices will be placed in the spec
trum of hardware/software building blocks, and their basic 
types and uses will be briefly illustrated. Since slices 
are controlled typically by microprograms, an elementary 
review of that subject will also be given, especially to 
stress the crucial point that working with bit slices 
requires a proper (and integrated) understanding of 
hardware, firmware and software, as well as the use of 
proper tools and methodologies for each of these levels of 
design. 

The reader is referred to Glenford J. Myers' excellent 
brand-new book Digital SX£i&m U&&Î3R X±£h LSI £JL£-SJJL££ 
Logic (Wiley-Interscience, 1980) for a full treatment, to 
Prof. V. Zacharov's lecture notes on technology in these 
Proceedings for a review of the generations of digital 
building blocks, and to Dr. C. Halatsis' lecture notes on 
software for microprocessors, also in these Proceedings, for 
a discussion of tools and methodology for working with bit 
slices. As a relevant example, the MICE PDP-11 fixed-point 
engine used for online data filtering was built at CERN 
using bit-slice technology, and is described in References 1 
and 2. 
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Review Q£ Conventional CPU Design 
Figure 1 is a high-level block diagram of a conven

tional CPU, showing both processing (data transformation in 
the APU) and control (affecting data transfers between com
ponents, registers, and activations of functional units such 
as the ALU, shifter, etc.). Figure 2 shows a typical MOS 
fixed-instruction-set microprocessor implementation of such 
a CPU, with a CPU chip for most CPU functions (including the 
instruction cycle-fetch, increment, execute, ALU functions, 
I/O functions for both memories and devices and control of 
other chips), a bus control chip for arbitrating and con
trolling the three standard busses (address, data, and con
trol) , the clock chip to provide timing pulses/waveforms to 
drive all other chips, and an Interrupt Control Unit chip to 
provide a priority interrupt mechanism. Note that memory 
and device controller chips are handled as much as possible 
in the same way, each connected to the three standard 
busses. 

Mi Slices 
With current MOS (V)LSI technology, it is possible to 

pack all of the CPU functionality for an 8-bit or even a 
16-bit processor in one or a few chips, where the limitation 
is one of pin-out - 64 pins is a reasonable upper limit with 
today's state of the art. Given the traditional 
speed/power/packing density tradeoffs between MOS and bipo
lar, the obvious question is whether a 64-pin bipolar 
microprocessor for an 8-bit or 16-bit processor is feasible. 
The answer, not surprisingly, is no, because of packing den
sity. What then is the right functionality to assign to 
bipolar chips? Figure 3 shows a simple functional decompo
sition of a CPU, where one or more function rows are 
represented by each chip of a traditional MOS microproces
sor. Bipolar bit slices, because of their lesser packing 
density, cannot even take care of an entire 16-bit row's 
functionality, so they only do a 4-bit slice worth (shown in 
the vertical ruling), but in such a way that slices can be 
chained together, four for example, to give 16-bit func
tionality. (Some families may provide only 2-bit slices and 
others may include 8-bit building blocks, particularly for 
memories.) This technique should be viewed simply as a 
natural extension of using well-known (4-bit) digital build
ing blocks for making arbitrary-size (de)multiplexors, 
registers, counters, shifters, (R)ALUs (register file plus 
ALU), etc. 

On the spectrum of hardware/software building blocks 
shown in Figure 4, it is clear that bit slices are bipolar 
LSI hardware chips providing a level of functionality 
between that of MSI random-logic components and programmable 
MOS microprocessor CPU chips, but much closer to MSI com
ponents! It is, in fact, a misnomer to speak of bit-slice 
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microprocessor chips since they can only be used as building 
blocks in a "microprocessor" CPU design, in the same way in 
which standard components such as RALUs are. Bit slices are 
hardware, not software, but require external microprogrammed 
control to regulate their functionality, as discussed below. 

To put it another way, bipolar LSI technology, coupled 
with microprogramming as the control technique, have 
resulted in a new medium for digital design which gives an 
excellent compromise between the speed of random (hardwired) 
bipolar logic and the flexibility of the programmable 
microprocessor CPU chip. Cycle times for bit-slice designs 
vary from roughly 100 to 250 nsec (compared to 15-100 for 
the fastest ECL SSI designs). While not as fast as discrete 
hardware, bit-slice processors are also not as easy to pro
gram as conventional microprocessors because, as we shall 
see, microprogramming involves far more intimate knowledge 
of hardware than does even assembly-language programming for 
a conventional microprocessor. Nonetheless, the speed 
advantage of a factor of typically 2-5 over such MOS 
microprocessors may often allow the use of bit slices where 
previously a (non-programmable) hardwired design would have 
been required. Furthermore, bit slices, by their very 
nature, allow processor width appropriate to the problem, 
thereby avoiding the time multiplexing of busses of conven
tional microprocessors whose widths are often too small. 

In Figure 5 we see a high-level diagram of a conven
tional 4-bit ALU slice making a 16-bit ALU. Each ALU slice 
communicates with three data busses, two inputs (A and B) 
and one output (0); the 16-bit operands are split so that 
the high-order bits (0-3) are handled by the high-order 
slice, 4-7 by the second slice, etc. All four slices 
operate in parallel under the control of the 7-bit shared 
opcode bus which has them all execute the same ALU function. 
(Only the control of carry-in and carry-out may differ in 
first and last stages.) Status is propagated in the normal 
fashion between stages, resulting in 16-bit status at the 
output of the high-order stage. Also, for ALU slices, 
look-ahead carry logic is typically available. 

In addition to ALU slices (with or without built-in 
register file), manufacturer families typically support a 
sequencer (or microprogram controller) slice for controlling 
all other slices (and additional MSI/SSI logic such as mul
tiplexors and registers), external register file slice, 
priority interrupt controller slice, DMA controller slice, 
memory interface slice, etc., all of which are compatible 
with conventional logic and memories in the same technology. 
The most important (R)ALU and sequencer slices are discussed 
in more detail below. 

A typical design for a bit-slice-based processor is 
shown in Figure 6. Note the 16-bit arithmetic section made 
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from 4 RALU slices, whose status bits are fed, along with 
other status bits, to the control section. A 12-bit, 3-
slice microsequencer fetches microinstruction control words 
from the microprogram control store and stores each for exe
cution in a pipeline register, in effect a microinstruction 
register. Bits in the control word are used to condition 
("program") each of the slices, busses, and other (discrete) 
logic in the processor to carry out the selected functional
ity for the duration of the microcycle. Again, this 
microprogrammed control will be explained in more detail 
below. 

A slightly more detailed design is shown in Figure 7, 
which is based on the Motorola 10800 family of slices. A 
16-bit ALU is made from 4 ALU slices plus look ahead carry 
chips, taking operands from an external register file made 
from two 8-bit dual-ported slices. An 8-bit, 2-slice 
sequencer receives the low-order bits from the IB and OB 
busses and reads from 256 locations of control store. Some 
of the individual fields of the microinstruction are shown 
in the pipeline register. Finally, a 16-bit memory inter
face, using 4 slices, controls an external memory and pro
vides addressing via effective address arithmetic using 
address data from the register file. 

A data filtering engine designed at CERN DD which can 
be microprogrammed directly or programmed in PDP 11 assem
bler or Fortran via an emulator for the PDP 11 (i.e., a 
microprogrammed interpreter) is shown in Figure 8. At this 
level of detail it is very similar to the previous design, 
using a 12-bit sequencer and a 118 bit-wide 
microinstruction/control store format. Note again the divi
sion of the microinstruction into fields controlling both 
the slices and the additional logic required to glue the 
slices together (such as the target instruction decoding 
ROMs). 

This glue is added to the basic bit slices both to pro
vide simple functionality which they don't have (e.g. addi
tional 4-bit multiplexor "slices", registers, counters, 
memories, etc. preexisting in the logic family) and to 
bypass functionality of a slice which is too slow to be 
utilized. Thus the auxiliary address control is sometimes 
used to bypass the 10803 memory interface address calcula
tion when to use it would require an extra cycle. Simi
larly, the target instruction decoding ROM gives single-
cycle mapping of a PDP 11 target instruction address mode to 
the microsubroutine to do the corresponding address calcula
tion, bypassing the multi-microcycle functionality of the 
10801 sequencer to do the next microaddress calculation. 

This points out that the designer need not, indeed can
not use all the functionality of a slice, and must supple
ment it with standard components to provide missing func
tionality or to bypass functionality that is too slow. On 
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the average, however, most functions can be executed by the 
slices if one studies the data sheets very carefully to see 
how the many data and control functions can be marshalled. 
This is no small task, given the often-cryptic and idiosyn
cratic descriptions on the sheets; what's worse, slices are 
notoriously unstructured and asymmetrical (unorthogonal) -
only certain combinations of data flows and internal opera
tions work, for reasons typically left unspecified. Experi
mentation may be required to find out exactly what a slice 
is capable of! 
Review oj Microprogramming 

Each bit slice has typically one or more (4-bit) 
operand data pins and from 5 to 20 control pins which condi
tion its data and control paths/options/functions, much in 
the way that a classical ALU has two 4-bit source operands, 
a 4-bit destination operand, and a 5-bit opcode to select 
among 16 arithmetic and 16 logic functions to be applied to 
the sources (and destination). Rather than getting lost in 
the details of controlling each individual pin on each 
slice, let's step back a moment and look at the problem of 
control in digital computers. 

Figure 9 shows a finite-state graph representation of 
the fetch-increment-execute instruction cycle, with much 
detail hidden by the use of macro states. A transition is 
made from State^ to Statej as a function of input, either a 
clock pulse or a clocked/strobed data/control input. States 
can be implemented via registers, transitions by changing 
the contents of those registers. Any finite-state graph can 
be implemented as a collection of flip-flops/registers and 
combinatorial logic controlling the inputs to the registers 
(using a synthesis technique not needed here). 

What is important to us is the notion that all actions 
in a computer can be divided into source -> destination data 
flows (register transfers) and activations of processing 
(data transformation) functions such as ALU or shifter 
units. The latter process can be symbolized as a +V -> pro
cessing unit "transfer" (Figure 10a). As with the state 
graph formalism, the trick is to be complete in the enumera
tion: itemize all states and transitions in and out of them; 
itemize all registers, processing units, data paths and con
trol paths, and show which is active under which conditions 
(Figure 10b). In Figure 10c we show a method of synthesiz
ing control of an individual source -> destination register 
transfer. The control network enabling both the data flow 
and its strobing into the destination flip-flop is simply an 
enumeration of the form: "if it's an add instruction 
(corresponding to a certain bit pattern in the opcode bits 
of the instruction register ig, i], ..., ij), and it's clock 
pulse 2 and major phase 3 QL if it's the subtract instruc
tion. .. ". 
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In its most elementary form, then, the design of a 
digital network such as a controller or CPU consists of 
enumerating all registers, functional units, paths, and 
their control networks. Wilkes realized as early as 1951 
that the control networks were the essence of the design of 
the control, and that they could be collected in a diode 
matrix ROM to provide both an orderly design procedure and 
an orderly overview of the result (Figure 11). Calling the 
set of control actions (enablings of transfers and activa
tions) at each clock pulse a microinstruction, the collec
tion of diodes in a row of the matrix is its binary 
representation, and a sequence of microinstructions carries 
out the sequences of transfers/activations which correspond 
to a target-level or macrolevel instruction. To be more 
precise, the static target opcode (e.g., PDP 11 add regis
ter, indexed storage instruction) is mapped to a sequence 
of microinstructions, each of which (in Wilkes1 design) 
specifies the micro address of its successor, and which in 
concert do opcode decoding, address calculation/operand 
fetch, and finally opcode execution using the ALU followed 
by destination loading. Each bit in each microinstruction 
controls a single resource/register transfer/activation, and 
we see that typically multiple activities take place during 
each microinstruction cycle. 

In modern implementations, the diode matrix becomes a 
(writable) high-speed control store, and individual bits 
still control individual gates or, grouped in fields, they 
control the operations of combinatorial and sequential logic 
such as multiplexors, ALU slices, sequencer slices, etc. 

It should be noted that microprogrammed control allows 
easy changes in the control of the basic hardware components 
but does involve a typical instruction fetch, decode, 
increment/next microaddress calculation cycle, which takes 
time. Pipelining the instruction fetch and execution via a 
microinstruction pipeline register cuts down some of this 
time, but causes the problem that conditional branching 
tests and status of the ALU are set during a previous 
microinstruction, something the microprogrammer needs to be 
conscious of. 

Reviewing some other microprogramming terminology, we 
see that the microprogram often is used to create a virtual 
target machine by interpreting its instruction set - this 
interpreter, stored in control store ("firmware") is called 
the emulator. Emulation allows an arbitrary host microar
chitecture to simulate a standard target architecture such 
as the IBM 370 or the PDP 11 to achieve a family of dissimi
lar processors, each with a different technology, host 
architecture, and price/performance ratio, but the instruc
tion set, and therefore the software, are compatible. Con
versely, the microprogram may simply implement a standard 
algorithm such as an FFT or peripheral controller to create 
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a fixed-function, nonprogrammble black box. In the case of 
MICE, one can control the lowest-level hardware by micropro
gramming for maximum speed (after adding special-purpose 
hardware, of course) but at the cost of considerable 
hardware knowledge and idiosyncratic (micro) assembler pro
gramming. A much simpler but slower form of programming can 
be done using the PDP 11 emulator, either in standard PDP 11 
assembler or Fortran. Algorithms requiring speed can be 
directly microcoded and invoked as extended target instruc
tions from normal PDP 11 code. Floating-point accelerators 
or Fortran assists are commercial implementations of this 
notion. 

The next bit of terminology is horizontal versus verti
cal microprogramming. Wilkes' model of one line/resource is 
fully horizontal (Figure 13a) in that the control word is as 
wide as the number of individual resources to control 
(potentially many hundreds of bits). More typically, bits 
are grouped and then decoded with control slices, random 
logic, and with on-slice decoding. Multiple-instruction 
formats such as those encountered with "normal" target 
architectures result (Figure 13b), and several vertical, 
compressed instructions may be required to implement the 
equivalent of one wide horizontal instruction. Note that 
the horizontal instruction allows potentially greater paral
lelism and is faster, since there is no decoding - it is, 
however, a great deal messier to "program". Vertical 
instruction formats often have a three-address structure, 
operating on two register source operands to produce a third 
register destination operand. Simultaneously, memory 
read/write operations and completion tests may be performed. 

Note, then, several characteristics of microprogram
ming: 
1. It is control of the lowest-level hardware components, 

involving a thorough understanding of timing; 
2. It is the lowest-level "bit-flicking" available; 
3. The host architectures are frequently very complex, 

with many data and control flows possible - emulators 
create more "reasonable" target architectures; 

4. Target memory read/write is effectively I/O which must 
be carefully timed; 

5. Code for conventional microprocessors stored in ROMs is 
erroneously called "firmware" and has nothing to do 
with microprogramming. 
Figure 14 shows again some distinctions between 

hardware, firmware and software implementations: firmware 
affords the best tradeoff for many cases between speed and 
programming flexibility for ease of design, alteration, etc. 
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Microprogramming is like assembly language programming in 
that algorithms and top-down structured design are 
paramount, as is the use of proper design, implementation, 
debugging and documentation tools. It is also like hardware 
design in that bottom-up hardware considerations con
sistently intrude (parallelism, critical races, bus con
flicts, timing). For the experienced designer it is an 
extremely effective tool, and is the only way to take advan
tage of the bit slice medium. 
M Overview oj: AMP and Motorola Bit Slices 

The AMD 2900 family and Motorola 10800 family represent 
the current state of the art in bit-slice logic. The 2900 
series logic, based primarily on LSTTL technology, has the 
largest variety of devices of any available bit-slice pro
cessor family. At the other end of the bit-slice spectrum, 
the 10800 series logic utilizes ECL technology and offers 
the fastest cycle times. A brief overview of each family 
follows. 

AMD has defined eight fundamental system functions that 
the 2900 family is to support: 
1. Data manipulation; 
2. Microprogram control; 
3. Macroprogram control; 
4. Priority interrupt; 
5. Direct memory access; 
6. I/O control; 
7. Memory control; 
8. Front panel control. 

There are over 50 device types to choose from, provid-
ing the designer with a great deal of flexibility in 
tailoring his system. 

The most popular bit-slice device is the 2901 RALU, 
shown in Figure 15. Each slice is 4 bits wide, and any 
number of 2901's can be connected together for longer word 
lengths. The eight-function ALU performs addition, two sub
traction operations, and five logic functions. The 16 
registers are stored in a two-port RAM, enabling simultane
ous access to two working registers. The same basic archi
tecture is maintained in two other RALU devices, the 2903 
and 29203, which have added features such as built-in multi
plication and division logic. An example of a microprogram 
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sequencer, the 2909, is shown in Figure 16. The internal 
push-pop stack is four words deep and is used to nest sub
routines. The 2909 can select its output address from any 
one of four sources: 
1. the stack; 
2. the program counter; 
3. an internal register; 
4. an external direct input. 

The slice is 4 bits wide and cascadable to any number 
of microwords. Some of the other more popular devices 
include the 2914 Vectored Priority Interrupt Controller, and 
2930 Program Control Unit and the 2940 DMA Address Genera
tor. 

In contrast to the rich assortment of parts in the 2900 
family, there are only a few in the 10800 series. They 
include the 10800 ALU, the 10801 Microsequencer Control, the 
10803 Memory Interfact Function, the 10806 Dual Access 
Stack, and the 10808 Shifter Function. Although primitive, 
the 10800 family is very fast. The 10800 ALU, for example, 
can operate at a 15 MHZ clock rate, which represents a cycle 
time of 60ns. 

The 10800 ALU is shown in Figure 17. Like the 2901 
ALU, it is a 4-bit slice and fully expandable to larger word 
lengths by connecting devices in parallel. The significant 
difference between the 2900 and 10800 architecture is the 
lack of an internal register file in the 10800. The 10806 
Dual Access Stack is designed to perform this function 
externally. The 10801 Microsequence slice is shown in Fig
ure 18. Similar to the 2909, the 10801 has an internal 
stack for nesting subroutines and is 4 words deep. The 
10803 Memory Interface slice is shown in Figure 19. This 
device generates memory addresses and provides for the 
bidirectional transfer of processor data. It contains both 
the MAR (Memory Address Register) and the MDR (Memory Data 
Register). The ALU in the 10803 has 7 functions; addition, 
subtraction, and 5 logic operations. Unlike the 10800, the 
10803 maintains an internal register file consisting of four 
words. 

MI££ ££ an Example 
Figure 20 is a more detailed version of the block 

diagram of Figure 8, shown to illustrate the separate number 
of fields and which chips/gates they control (in 
balloons). Typical flows are to do a three-address ALU 
operation on the register file, while doing a target memory 
fetch, and determining the next microaddress. Pipelining at 
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both the micro level and the emulated target level is 
employed to give overlap speed for combinations of opera
tions that don't cause bus or slice contention. 
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SOFTWARE TOOLS FOR MICROPROCESSOR BASED SYSTEMS 
ft ) 

C . H a l a t s i s 

ABSTRACT 
After a short review of the hardware and/or software 
tools for the development of single-chip,fixed instruc
tion set microprocessor-based systems we focus on the 
software tools for designing systems based on micro
programmed bit-sliced microprocessors. Emphasis is placed 
on meta-microassemblers and simulation facilities at the 
register-transfer-level and architecture level. We review 
available meta-microassemblers giving their most important 
features, advantages and disadvantages. We also make ex-
tentions to higher-level microprogramming languages and 
associated systems specifically developed for bit-slices. 
In the area of simulation facilities we first discuss 
the simulation objectives and the criteria for chosing 
the right simulation language. We consertrate to simula
tion facilities already used in bit-slices projects and 
discuss the gained experience. We conclude by describing 
the way the signetics meta-microassembler and the ISPS 
simulation tool have been employed in the design of a 
fast microprogrammed machine, called MICE, made out of 
ECL bit-slices. 

I. INTRODUCTION 
The past few years have seen dramatic developments in the area of 

microprocessors. The fast advancing LSI semiconductor technology has been 
used to both produce microprocessors with increased performance, as is the 
case with the new generation of super-micros, and to produce microprocessors 
with increased functionality, such as the single-chip microcomputers which 
combine on the same chip most of the functional parts (CPU,RAM,ROM,I/O) of 
a computer. 

Bipolar bit-slices and supermicros are the two high performance pro
ducts of the uP industry used already for the construction of main-frames 
and minicomputers. Bit-slices derive their high performance from the bipo
lar technology itself and their ability to be strung together and controlled 
via microprogramming to form a complete high performance computer system. 
The supermicros derive their high performance from their sophisticated archi
tecture rather than the use of faster logic, although their clock rates are 
generally higher than those of their 8-bit and 16-bit predecessors. 
The number and bit length of their registers, the power and regularity of 
their instruction sets, and the flexibility of their addressing modes enable 
the new supermicros when properly programmed to qualify more like mainframe 
CPUs than most existing minicomputer CPUs. This increased performance of 
bit slices and supermicros has enabled the use of microprocessors in one of 

*) Digital Systems Laboratory, Computer Center, NRC'DEMOCRITOS", 
Athens, Greece 
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the two philosophically diverse application areas of microprocessors, namely 
the computer industry. The other and more vast area is the "user-packaged 
microprocessors". The term denotes a user defined uP-based product composed 
of microprocessor chips along with memory, I/O chips and other support cir
cuits. There is an enormous diversity in user-packaged microprocessor appli
cations ranging from replacing hardware sequential "random" logic to very 
complex real-time applications. 

The following three aspects provide a unified approach to the develop
ment of a user defined uP-based system. 
(a) hardware and software development aspects are synergistic. 
(b) range of functions need to be implemented, and 
(c) ordered sequence of activities involved in the development of a total 

product. 
That hardware and software development aspects for a bit-slice based 

system are synergistic is undoubtful. To carry-out a good design with bit-
slices requires the mastery of an enormous amount of logical and timing 
detail of the slices as well as choice of the functions and bit patterns of 
the microprogram. This is especially true when one wants to come up with a 
host-machine architecture that emulates efficiently a given target machine. 
The same is also true for single-chip uP-based systems. Writing software 
for such systems involves much more than just "writing" the machine instruc
tions to perform some functions. The programmer should be a competent de
signer especially when his system is to replace some hardware sequential 
logic. Only by the grateful integration of the hardware and software aspects 
one will benefit from the increased performance/functionality of present 
uP~s. 

The appearance of new uP product does not usually coincide with cor
responding supporting software. This implies that the user usually has to 
develop himself all software for his uP-based system for functions that 
range in level from handling interrupts up to providing a friendly user 
interface. 

The sequence of steps involved in the development of a uP-based pro-1) duct are as follows (see Fig.l). 
2) 

(a) System requirements The purpose of this stage is to produce a system 
requirements document that addresses the issues of why the system is 
needed and how it will fulfill these needs. A context analysis questions 
the need for such a system and why certain technical and economical con
straints are to be used. In effect this stage establishes the performance 
that must be achieved, the functions that are to be performed, and the 
design constraints (technical,operational, and economical). 

(b) System design. The first step here is to select the proper microprocessor 
and next to see which of the functions specified in the system require
ments are to allocated to the hardware, firmware, and software parts of 
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the system, under the established design constraints. This leads to firm 
hardware, firmware, and software requirements. 

(c) Hardware, firmware, and software specification. Based on the hardware, 
firmware, and software requirements the hardware, firmware, and software 
aspects of the system are established using well established techniques 
such as stepwise refinement, top-down design, hierarchical decomposition 
and modularity. Detailed logic diagrams ,and microprogram and program flow
charts are the outcome of this step. 

(d) Hardware, firmware, and software implementation. At this stage the de
tailed logic diagrams are turned into wiring lists, chip placement, PC 
boards. The program and microprogram flowcharts are transformed into 
code modules using suitable programming languages which then are trans
lated into the machine languages, and the microlanguage of the uP. 

(e) Debugging of hardware, firmware, and software separately. This is the 
first step of a multi-step bottom-up test procedure which is completed 
at the next stage of the design process. Hardware debugging involves 
the removal of short-circuits, open-circuits, blown-up IC's, wrong 
wirings, etc. Firmware and software debugging involves removing the pro
gramming language errors and then removing logic errors. 

(f) Integration and validation. This stage involves the integration of the 
hardware, firmware, and software into one system and testing it to en
sure it functions as described in the requirements specification. 

(g) Maintenance. This is the final often overlooked step. The first kind of 
maintenance is correction of system faults. This may be small if the 
previous steps have been followed carefully. The second kind of mainte
nance is updating due to changes in requirements, introduction of new 
functions,changes in the processing or data environment and possibly 
need for performance enhancements. 

Successful,efficient and timely implementation of each of the above 
design steps necessitates the use of appropriate tools.The proliferation of 
uP's have led to a bewildering array of development tools that facilitate 
the application of these devices. The purpose of these lectures is to pre
sent and review critically the available software tools. We shall concertrate 
on tools for the design phases of implementation and testing for both single-
chip fixed instruction set and bit-sliced uP's. We shall elabarate on the 
tools for bit-slices and we shall go in detail on a meta-microassembler and 
simulator facility we used in the implementation and testing of a fast micro
programmed machine called MICE, made out of ECL bit-slices. 

II. DEVELOPMENT TOOLS 

The rapid proliferation of microprocessors has spawned a bewildering 
host of tools that facilitate the use of these devices. These tools range 
from pure hardware ones such as oscilloscopes and logic state analysers 
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upward through hardware/software micro-based development systems to pure 

software tools that run on minis and time-sharing systems. Figure 2 gives 

the spectrum of the available development tools for microprocessors. In 

practice a mixture of these tools are needed for each specific project. 

!• QË£iii2§£2Ef. • ït i-s the most primitive tool for debugging hardware. It 

gives the user pulse characteristic capability and is useful for debugging 

a specific function rather than isolating a problem from the beginning 

because it can not stimulate the system. 
3,-+) 

2* !?23i£_^Dâ!YëëE. • -'-t i s a n improvement over the oscilloscope. Its 

basic ability is to monitor and store in memory different sets of inputs 

and display them later in binary or other suitable form on a CRT. As the 

oscilloscope, the logic analyser is a passive observational tool and 

does for state domain information essentially what the oscilloscope does 

for time domain information. Using various display formats (timing dia

gram, state diagram, state map) the logic analyser helps the designer 

in performing both logic state analysis and logic timing analysis. The 

former requires synchronous sampling of the digital information and so 

it uses the clock of the system under test. The latter needs fast, asyn

chronous sampling using its own clock which may be 4 to 20 times fas

ter than the clock of the system under test. 
5) 

3. Microgrocessor_analy_sers . They are similar to logic analysers except 

that they can display digital information in assembly-langaage mnemonics 

(disassembly) rather than ones and zeros. Because of this,they are suited 

for monitoring the address and data buses and effectively for viewing 

the program flow in mnemonic form. Usually plug-in units personalize the 

analyser to each particular microprocessor. 
8) 

4. PROM_p-rogrammers__. They are used to write programs into programmable 

ROMS. Program debugging with PROM's by using a PROM programmer is an 

iterative process of manually keying into the PROM's, checking them in 

the system, correcting bugs in the listing and reprogramming. This-loop 

goes on until the user obtains an operational code. When a PROM program

mer is a peripheral device to a development system operates under the 

control of utility software that reads the object code of a program, 

writes it into PROM and verifies the PROM contents. In general this tool 

should be used in the final stages of product development and not as a 

primary debug aid. 

5. Programmer_p_anels. This tool is usually a display with switches that 

resembles a computer front panel. It represents a crude way to debug 

a uP-based system. 
6) 

6. PrototY£in2_kits . These are complete build-it-yourself microcomputer 

systems, valuable aids in learning about microprocessors rather than 

used as a development aid. They are considered to be the ancestors of 

the micro-based development systems. They are usually equipped with a 
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minimal monitor on ROM that allows the user to load a small program in 

machine code and run it. 
7-12 ) 

7- MiÇï222m2ïï£Ë£_âë¥e.l2Eî!!ë2£-§¥Ë£i?!§_l?î2§l§i • A n M D S i s a data-

processing unit used mainly for software development of uP-based systems. 

Most of them also support the integration of the software and the hard

ware. Others stop short of the integration step, but support the other 

steps of the software development cycle, namely design, coding and de

bugging on the MDS itself. MDS's have common capabilities of processors 

memory, console, mass storage, in-circuit emulation and system software. 

They differ in the type of console, mass storage device, in-circuit emu

lation architecture, high-level language support and universality (whether 

or not they can support different microprocessors). 
13) 

7.1. Development_s^stems_for_bit-slices . 
The main purposes of these development tools are to 

. provide the control store for the microcode 

. provide instrumentation for debugging and tracing the execution of 

the microprogram 

. accept the user system built out of Bit-slices. 

These development systems range from stand-alone systems (as it is 

the case of the system 29 of Fig.3(a) used for the 2900 series bit-slices), 

through systems that look as peripherals to a standard MDS (as it is the 

case of the MACE 29/800 system of Fig.3(b) used for the 2900 and 10800 

series bit-slices), to systems that are MDS-plug-in emulator cards (as it 

is the case of the ICE-30 emulator for the 3000 series bit-slices). 

One interesting feature in one of these systems (that of Fig.3(b)) is 

the capability to configure the control store after the user needs (2kw x 

112 bits, 4kwx48 bits, 6kw x 32 bits, and 8kwx16 bits). 
8,11) 

7.2. Deb_u32.in2__aid._s on _an MDS_ . These aids facilitate error detection in 

program testing. Programs loaded into memory are executed under the super

vision of the debug system. Single-instruction stepping, program tracing, 

and breakpoints are the fundamental features of a debug system. Additional 

commands handle memory display, program execution, data storage in memory, 

and set values in the processor registers. Recent advances in this area are: 

(a) symbolic debugging. This enables the designer to refer to memory loca

tion by name rather than absolute numerical address. This capability is 

especially handy for dealing with relocatable programs, (b) multiple break

points or a sequence of breakpoints by ANDing or ORing breakpoint condi

tions . 

The above debugging aids are useful, as said, at the software test 

phase. Additional debugging aids are provided at the integration phase by 

the in-circuit emulators immediately below. 

http://Deb_u32.in2__aid._s
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15,16) 

8- ÏQl2iE£!iit_emulator • This is one of the most stimulating tools for 

use primarily in the integration phase of the design. It may be thought 

as a combination of a debugger and a logic analyser. It comes as a com

ponent of an MDS. It helps the designer to monitor, control and modify 

in an interactive and dynamic way, the interplay between the hardware 

and the software of the u-P-based system under development. In particular 

extends into the prototype system interactive debugging and logic ana

lysis facilities. The in-circuit emulator cable and associated buffers 

give the MDS access to the target (prototype) system itself. In most 

cases an in-circuit emulator can emulate the target CPU, work as logic 

analyser and simulate ROM, RAM, and I/O. 

As a CPU emulator it allows the user to do the following interacti

vely: 

. Examine and modify all CPU registers and RAM location of the prototype. 

. Execute the target program in single-step,multistep or continuously. 

. Start and stop program execution at will. 

. Input and output data to prototype I/O ports. 

. Specify conditional breaks to permit flexible control over hardware/ 

software debugging. 

As a logic analyser, the in-circuit emulator monitors and stores 

address, data, and control-signal activity at the CPU. Its trace memory 

records this information synchronously. The memory may be examined by 

the user later on enabling the designer to look back at the last N pro

gram steps executed. 

As a ROM/RAM simulator, the in-circuit emulator allows you to substi

tute the memory of the host (MDS) system into the prototype. A memory-

mapping capability enables the user to test target memory in small in

crements by executing some code in the memory of the target processor 

and the rest in emulator's memory. 
17) 

Mini_âD^_lÊE2ê_£2m2!iïiE_sY§£ëmS • They support the cross-development 

approach mainly for software and firmware development of a uP-based 

product. Typical cross-tools are cross-assemblers, cross-compilers of 

high level languages, meta-assemblers and meta-microassemblers, and si

mulators. These cross-tools combined with other tools already available 

on minis or large computer systems, such as text editors, file-management 

systems, operating system, utilities and libraries form a set of design 

tools for microprocessor software (and firmware) development usually far 

more efficient than the corresponding set of tools resident on an MDS. 

The reason is four fold. First is the increased computing power of the 

host machine (mini or large system) and its peripherals on which the cross 

tools run compared to the MDS's uP. Second reason is that the cross-

language translators are usually more powerful than their corresponding 
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MDS-resident translators. Third reason is the increased sofistication of 

the remaining software support (editors, operating system etc) compared 

to the MDS-resident software. Because of the latter, these systems are 

often used to produce and store project documentation in addition to the 

software/firmware development. The main disadvantage of these systems 

is the lack of the real-time debug facilities offered by the ICE of an 

MDS. Other disadvantage is the costy transfer of the developed software/ 

firmware to the prototype system. This usually is done either by burning 

PROMs or by paper-tape. As a consequence turn-around times for program 

fixes are large. A final disadvantage is that the cross-development may 

prove very costly if the user is not aware of his costs. This is espe

cially true for cross-development using a time-sharing service. How

ever, carefull use of time-sharing can avoid large initial capital out

lays, while supporting a number of programmers on the same project. 

With the exception of one manufacturer of bit-slices who offers some 

resident tools, firmware development for the rest relies solely on cross-

tools. 

Basic concepts and characteristics of cross-tools are given in the 

appropriate sections below. 

^ÛÈëSESÈê^u^-d^velogment^SYstems. These combine the real-time debug 

facilities of MDS's and the efficient environment for uP software/ 

firmware development of mini and large computer systems, eliminating thus 

their respective sortcomings. Typically an integrated uP development fa

cility consists of a mini or large computer system with cross-development 

tools connected to a variety of MDS's and user prototype systems. The 

system can support concurrently many users and a variety of microproces

sors. Software/firmware is mainly developed on the mini or large computer 

interactively via a terminal using the cross-development tools. Then 

the object code is down-loaded to the appropriate MDS for real-time de

bugging. Finally the debugged software/firmware is down-loaded to the 

prototype system for final testing. 

18) 

An interesting integrated system is the TRIAD system developed at 

the MIT Digital System Laboratory. Fig.4 shows the structure of TRIAD. 

The basic cell in this system is a "triad" that allows close communica

tion among the mini-based development system fthe MDS, and the prototype. 

The system meets the following crucial characteristics that lead to a 

unified system approach to the design, debugging and software (firmware)/ 

hardware development of microprocessor-based systems: 

(a) The system is suited to both engineers and programmers. 

(b) It allows easy access to the entire spectrum of development tools, 

including higher-level problem-oriented languages, automatically 

configurable hardware structures, and down-loading mechanisms. 

(c) The software/firmware development tools are closely linked to the 
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hardware under development allowing thus rapid tailoring of the de
velopment system to the application under consideration. 

(d) The system has a high throughput and quick turnaround to modifications 
by retaining a history of the development effort. 

(e) The system is modular both in size and flexibility, making very easy 
future extentions. 

Moreover, the system is intended to serve in the future the system 
requirements and design phases. Ultimate goal is to provide the capabili
ty to cast the user's problem in some appropriate formalism and transform 
it into an appropriate configuration of microprocessors and a set of 
software/firmware modules to run on this configuration. 

In the following sections we review software tools for single chip 
fixed instruction set uP's and bit-slices. 

III.SOFTWARE TOOLS FOR SINGLE-CHIP FIXED INSTRUCTION SET MICROPROCESSORS 

There are five main categories of software tools all for uP software 
development: 

. editors 

. language translators 
. assemblers 
. compilers 
. interpreters 

. loaders and linkers 

. Simulators 

. Debuggers 
In addition to these there is also the system software of the host 

machine on which these tools run. The system software includes: 

. operating system 

. file management 

. Utilities 
Depending on whether or not the host machine is the same or not as 

the microprocessor for which software is developed some of the above soft
ware tools are classified as resident_tools (MDS) and cross_tools (minis 
and large computers). 

1.- Text editors. These are programs that allow the programmer to enter, mo
dify, and store in a file his source program. Usually the programmer enters 
his program in assembly or high-level language through a keyboard or paper 
tape into the editor's local buffer where it is then edited using appropriate 
commands and transfered finally to a file ready for translation. Using appro
priate commands the programmer can insert, delete, copy or replace a single 
character, a string of characters, a whole line, a whole page or even a whole 
file of source text (Fig.5). Obviously not all editors for uP source program 
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Fig. 5. Text Editor typical camiands 

development provide all these facilities. In fact the first resident 
editors were very primitive usually tailored to the requirements of the uP 
assembly language only. 

Editors are often classified as line editors and page editors depending 
on whether the "editing window" is a single line of text or a set of lines 
called page. The latter requires a CRT terminal with local buffer. Commands 
such as move or find are used to position the editor_p_ginter to the editing 
window. 

An editor usually has several levels of operation mode. Typical is the 
inefficient case of two level implementation, namely command level and text 
level. A good and friendly text editor depends not only on the versability 
of the text editing commands but also on the easy and safe way of moving 
among the various levels of editing modes. 

No doubt the text editors on large time sharing computers are far more 
sophisticated and friendly that those provided on an MDS. This is due not 
only to the simple fact that the former have been around longer but also 
to the fact that the supporting system software (operating system and file 
management) is more powerful. 

2.-Language translators. Assemblers, high level language compilers, and 
interpreters are the three categories of language translators which may come 
in the form of resident or cross tools. 

Assemblers and compilers translate source programs into uP machine 
code for later execution. An interpreter, on the other hand, does not gene
rate machine code. Instead it actually executes some code each time an exe
cutable set of source statements is encountered. An interpreter is superior 
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to an assembler or a compiler in that the executing program can be inter
rupted, changed, and resumed. Each source statement is interpreted anew 
each time is to be executed. 

Among the factors that should influence the selection of the uP to be 
incorporated into the user product is the availability of language transla
tors in connection with the characteristics of the system to be developed, 
and the system on which to run the translator. 

19 ) Start-up costs is one of the factors to be taken into account. 
These costs chiefly consist of the cost of a development system plus the 
programming costs. Fig.6 shows the way the start-up costs vary with respect 
to the level of the programming language to be used. 

19) 
Another factor is programming efficientcy . Typical measures are 

memory-use efficiency and execution time. Fig. 7a gives memory-use efficiency 
in term of the program size and the level of the programming language. For 
assembly language efficientcy depends on programmer experience. For a high-
level language efficiency is very low for small programs and approaches for 
large programs the efficiency of assembly language used by an experienced 
programmer. It is, however, higher compared to assembly by a novice pro-( 

grammer. Efficiency above 100% can be achieved with a high-level interpreted 
language. 

A third factor is programming productivity/cost. Fig.6 shows also the 
way programming costs vary with respect to program size. Generally the pro
gramming productivity is much higher for HLL's and hence the programming 
cost much lower. 

20 ) There is a crossover point between the total costs of a system 
programmed respectively in assembly language and in a HLL. This is due to the 
fact that the reduced memory cost of a system programmed in assembly language 
outweights the reduced HLL programming cost above certain number of systems 
to be delivered. This is shown in Fig. 7b. 

Reference 17 reviews in a critical way the microprocessor assemblers 
of six popular single-chip microprocessors. It also provides a list of the 
most important features to look for which support good program design. These 
features are: 
. Source, Object,and Listing Formats which are Easy to Use, Read, and Under
stand 

. Ability to Define and Manipulate Meaningful Symbols 

. Ability to Specify Data Constants in the most Meaningful Form 

. Ability to Specify an Arithmetic or Logical Expression, Evaluate it, and 
Use it as Operand in an instruction or directive 

. Provision of alphabetical listing of symbols with their values 

. Provision of alphabetically sorted Cross-Reference listing of all symbols 
along with the statement defining the symbol and the statements referring 
to this symbol 
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. Good Error Diagnostics 

. Parameterized Macro Facility 

. Conditional Assembly Facility 

. Relocatable Object Code 

. Provision of Linkage Editing Capability 

Microprocessors have caused a proliferation of programming languages. 

At least twenty different high-level microprocessor language are in use 

today.These are thoroughly reviewed in Ref.21. They are classified according 

to their distance from assembly language into the following five categories: 

(1) structured assemblers like PLZ-ASM 

(2) high-level machine dependent languages like Smal, BSAL, Mistral, PL/65 

(3) high-level uP-oriented languages like MPL, PL/M, PLZ-SYS 

(4) high-level Systems Languages like Basic, Pascal, RTL/2, C 

(5) high-level application oriented languages like APL, FORTRAN, COBOL. 

It falls outside the scope of these lectures detailed reference to 

these language . The interested reader may refer to Ref.21 for a critical 

review of the basic characteristics of these languages (program structure, 

data types, operators, expressions, control structures, procedure calls and 

parameter, memory allocation, input/output, and compile-time operations). 

The only point we. wish to raise is the spectrum of translation options of 

these languages and the tradeoffs among these options with respect to pro

gram execution, preparation and portability. Translation option range from 

full translation, through translation to assembler and intermediate language 

to full interpretation. Translation to Abstact Machine Code (AMC) and then 

interpretation, is a good compromize for non-time critical applications. 

Already a chip set has been announced which can directly interprète PCODE the 

AMC of Pascal. 

3.- Loaders and Linkers. A loader transfers the object program from an ex

ternal medium, like paper tape or a diskette file, into the microcomputer 

RAM. Other function of a loader may be (a) the conversion of a relocatable 

code into loadable code and (b) the establishment of linkages between 

object modules with reference to each other. 

&iSlS§2ê_ë§i£iS2' T ^ e relocation function implies that the language translator 

produces relocatable code. The linkage editing also implies a language trans

lator capable to communicate linkage information. Both these functions, con

trary to the main function of loading, may be cross-operations. 

4.- Simulators. They are cross tools which allow the user to test (execute) 

his object program on a host machine. The usual simulators provided by the 

uP-manufacturers simulate them at the machine instruction level, leaving 

usually out input/output operations, interrupts and other time critical ope

rations. For this reason they can not completely replace program testing on 

the microcomputer itself (for example on an MDS using a resident debugger). 

The Simulators also provide diagnostic information, normally not provided 
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by a debugger, plus some statistics. 

The above simulators are totally inadequate to be used in a multi-
microprocessor environment. In this case what is needed is a simulator at 
the chip-level. Simulation at the chip-level requires that both the data 
operations of the processor and the interface signal changes that result 
from these operations be simulated. Such a chip-level simulator is also 
useful to study the propagation of faults through the microprocessor and the 
processing of indeterminate inputs. Fig.8 presents the block diagram of 
such a simulator which has been integrated in a general logic simulator 2 2). 
The simulation of the signal line changes has been achieved by employing a 
form of high-level microprogramming. Signal control words are stored in a 
fixed control table. 

Problems related to the level of simulation are discussed in more de
tail in the next section. 

IV. SOFTWARE TOOLS FOR BIT-SLICES 

While the development of a single-chip fixed instruction set uP-based 
system involves mainly software development, the development of a system 
based on bit-slices involves equally well hardware and firmware development. 

Bit slices are ordinarily used to built a host machine with an archi
tecture tailored to the specific needs. This host machine may be programmed 
by the end user at the following levels: 

(a) host level only using microprogramming (firmware) 
(b) target level only by providing first,once and for all,a microprogrammed 

emulator of a target machine (usualy a standard mini) and then using 
the available software development tools of the target machine 

(c) host and target level using both firmware and software development tools. 

In this section we examine software tools that aid the hardware and 
firmware development of a bit-slices based system. Microprogramming languages 
with their associated translators and simulators are two main classes of 
these tools. 

1.- Microprogramming languages. In this area the microassembler continues to 
be the most widely accepted tool for writing microcode. An ordinary micro
assembler provides mnemonic names for each microoperation; writing a micro
program consists of combining these mnemonics into microinstructions. The 
microassembler, however, does not assist the microprogrammer to exploit the 
parallelism available in a horizontal host machine. The microassembler pro
vides also the usual facilities of an assembler, namely, use of labels, 
starting address in the control store, cross-reference tables, load maps,etc. 

Microassemblers for bit-slices have, in addition to the above, two im
portant features. One is that it provides for the definition of the host 
machine microinstruction. The second is a macro facility that allows the 
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microprogrammer to combine microoperations into higher level operations. 

These two features classify the microassemblers for bit-slices as meta; 
mi2E2§§§ë m£!ëïË t o emphasize the ability to be customized to a particular 

host architecture, exactly the same way as meta-assemblers are customized 

to a particular target machine. 

All available meta-microassemblers belong to the class of the adaptive 

meta-assemblers. Microprogramming using a meta-microassembler proceeds 

in three distinct phases (see Fig.9): 

(a) Definition_phase. In this phase the user using the statements of the 

meta-language of the meta-microassembler defines 

. microinstruction width(s) and formats 

. fields, sub-fields,and 

default values 

. mnemonics 

. symbolic microassembly language opcodes 

The meta-microassembler acquires these definitions, parses them if 

necessary, and builds an internal representation of the host machine. 

Effectively it adapts itself to recognize the user microassembly lan

guage. 

(b) AssemblY_£hase. This phase is similar to the normal assembly phase of 

an ordinary assembler. It accepts the source microprogram statements 

written in the previously defined users microassembly language and pro

duces object microcode using the internal representation of the host 

machine. Usually more than one source microprogram statements are used 
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to write a single microinstruction in the user's microassembly language. 
These statements are converted into bit patterns of the fields involved 
which are then assembled to a single microinstruction word. 

(c) Formattin2_£liase. A t t nis phase the object microcode is suitably for
matted ready to be loaded into the control store of the host, or to be 
used for burning PROMs, or to be passed to a simulator for execution/ 
veryfication/debugging. The formatting usually involves reordering of 
the various fields of the microinstruction according to the physical 
layout of them. This feature implies that at the definition phase the 
microinstruction fields can be ordered in any logical way the micro-
programmer desires. 
Reference 2 3 reviews critically most of the available micro-assemblers 

for bit-slices. Fig.10 presents a comparative summary of their features. 
Desirable features for bit-slice microassemblers are: 

. easy to learn definition meta-language 

. ability to define any format and width 

. default values and default microoperations 

. ability to support the definition of a flexible, simple and of 
readable syntax user microassembly language 
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. interspersing of comments with microstatements 

. microprogram origin directive 

. directive for formatting of the listing 

. error diagnostics 

. symbol tables 

. cross-reference table of symbols 

. no dependence on specific family of bit-slices, but optional support 
of popular bit-slices 

High-level microprogramming languages are not generally suitable for 
bit-sliced horizontal machines. The compiler of a high-level micro
programming language should be able to detect microoperations that can 
be done in parallel and also to recognize timing conflicts. This implies 
that a microprogram written in a high-level language should be rearranged 
in an optimal way. Microprogram optilization of this sort has been shown 
to be NP-hard and an intractable problem (see Ref. 24). 

In a separate section below we elaborate on one microassembler, the 
21*) SIGNETICS and show how it was applied in a particular case. 

2.- Simulators for bit-slices based uP systems. There are basically five 
design levels of a computer system and hence five levels at which one can 
simulate it, namely 

(a) system's architectural level 
(b) functional/behavioral level 
(c) logic design level 
(d) physical design level 
(e) circuit level 

Each level of simulation describes the system in a different way, it 
has different objectives, and it uses different simulation tools and simu
lation languages. 

(a) At the system's architectural level one describes the configuration of 
a system in terms of processors, memories, channels, peripherals etc. 
Questions that need to be answered by the simulation are related to the 
system's performance, cost, reliability, maintainability etc. Examples of 
specific problems studied at this levels are: job flow through the system, 
disk I/O queueing, influence of memory interleaving and cache memory on 

26) 
system's performance. Tools are generally PMS — Processor-Memory-Switch-
languages. Specifically, one may use either a general purpose language,(like 
FORTRAN, PL/I or ALGOL), or a general purpose simulation language (like GPSS, 
SIMSCRIPT or SIMULA) or a specialized simulator. 
(b) At the functional/behavioral level one describes the system as it is 
seen from the user's viewpoint. The main objective here is the functional 

26) 
correctness of the system. Tools are generally ISP — Instruction Set 
Processor—type languages and simulators. Depending who is the user this 
level breaks down to several sublevels. Thus for a bit-slices based micro-



- 261 -

programmable machine we distinguish the following two levels 
. target machine level 
. host machine level 

At the target level one simulates the architecture of the target ma-
shine as it is seen by a user who programs the machine at that level (usual
ly this is the assembly (machine) language level). 

At the host machine level one simulates the host machine architecture 
as it is seen by the microprogrammer. This is the level of simulation for 
which the designer of such a machine,or a sophisticated user, is interested 
in. There are several good reasons for which simulation at the host machine 
level is very desirable if not a must. These reasons are : 
- to "verify" the correctness of the host design, by tracing the execution 
of microinstructions. 

- to be able to write and debug microcode (and target code for new machine) 
before hardware is ready; and after it is to debug code without needing 
it, on any time-sharing terminal. 

- to check hardware against a non-varying "definition" so as to be able to 
"certify" it, 

- to allow quick assessment of the impact of changes (fixes, enhancements, 
etc.). 

- to provide "living" (dynamic, interactive) documentation which is easier 
to understand, than static, passive diagrams. 

- to allow measurement, evaluation, and identification of bottlenecks. 
A number of simulation systems have been used or developed for simu-

2 7 ) lating a bit-sliced system at the host level. One such system ' uses the 
GASP-PL/I language, a combined discrete/continuous simulation language, 
based on PL/I.The system has been used to simulate a PDP-8/A emulator system 
made out of Intel 3000 series bit-slices. 

A second system reported in Ref.28 uses the SIMULA language. The simu
lator is in fact part of an integrated "metamicroassembler-simulator" system 
called MICGEN. The simulator can virtually support any bit-slices (it has 
been used already for the 8x02 and Am 2901 slices). The simulator employes 
a three-level hierarchical structure. Level 0 contains the simulator monitor 
and standard procedures. Level 1 contains the description of the various bit-
slices (in the form of process declarations of SIMULA) out of which the 
system is to be composed. These descriptions are either taken from a library 
or are supplied (written) by the user. The third level (Level 3) is written 
by the user and describes the host architecture by generating and linking 
together processes (bit-slice descriptions) of Level 2. 

2 9) 
A third system uses the ISPS simulator and language, which is based 

2 6) 
on the ISP notation. ISPS has been used to simulate a fast emulating ma-
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chine, MICE made out of ECL M10800 series bit-slices. In section VI we 
present the main features of the ISPS and show how we used it to simulate 
MICE. 
(c) At the logic design level we distinguish the Register Transfer sublevel 
and the logic gate sublevel. The main objective at both sublevels is func
tional correctness too. However, the functional correctness is certified at 
lower levels of detail compared to the ISP level. 

At the Register Transfer (RT) level the system is a collection of 
registers, operators (like AND, OR, NOT, EQV, XOR, +, -, 2's complement, 
shift operators etc.), and data paths. Besides functional correctness, 
crude timing analysis and detailed performance prediction are conducted. 

3 1 3 2) 
Suitable tools are RT description languages and RT simulators ' 

At the logic gate level the system is a collection of logic primitives 
such as gates, flip-flops, multiplexers etc., and their interconnections. 
Besides functional correctness, detailed timing analysis, detection etc. 
are among the problems answered by the simulation at this level. The avai
lable tools are logic simulators which are very dependent on the technology. 
(d) At the physical design level the system is described in terms of racks, 
motherboards, RC boards, etc., into which it is partitioned. The problems 
attacked at this level concern the partitioning of the system, the board 
layout, the layout of IC's etc. The description of the system at this level 
serves as the interface to the manufacturing environment, as well as the 
system's documentation. Tools at this level range from PC layout and routing 
to automated drafting systems and design rule verifiers. 
(e) At the circuit level the system is described as a collection of voltages, 
current sources, resisters etc. Among the problems considered at this level, 
are waveform analysis, thermal analysis, and temperature sensitivity. Tools 
at this level are circuit analysis program which are also very dependent on 
the technology. 

V. SOFTWARE TOOLS USED IN THE DESIGN OF MICE 
As said in the introduction the design of a bit-slices based system 

requires the mastery of enormous amount of knowledge on hardware, firmware 
and software, combined with the use of proper design tools. The resulting 
system is a microprogrammed, if not a user microprogrammable machine with 
a unique host architecture. This implies that the designer has to develop 
his own micro-assembly language in which he will write then his micro
programs. The most proper tools towards this is a meta-microassembler be
cause it can be easily and quickly customized to the host machine architec
ture by declaring the format of the microinstruction (fields and subfields). 
Moreover by using a meta-microassembler with powerful macrofacilities it 
is possible with some but rewarding effort, to define higher level micro-
operations, for multiple field assignment, with high-level language flavour. 
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A second, entirely optional tool , but of major impact, is a simulator 
of the host machine for the reasons we gave in section IV.2. Since the 
design uses high-level building blocks —the bit-slices— there is no need 
to resort to simulation at a level lower the host machine level, provided 
that the required timing and fan-in/fan-out rules are carefully observed. 

Instead of developing a simulator for a particular design using a ge
neral purpose language it is much preferable to use a suitable architecture 
description ISP language with well debugged features and powerful simulation 
run-time commands that allow the user to trace, set breakpoints, preset 
and interrogate register and memory values in an interactive way. 

The Signetics meta-microassembler and the Carnegie Mellon University's 
ISPS simulator are the two tools that have been successfully and effi
ciently employed in the design of a bit-slices based system, the MICE. The 
machine is made out of the Motorola 10800 series ECL bit-slices. MICE is 
a fast user microprogrammable processor that emulates the PDP-11 fixed 
point instruction set (without memory management and multiple levels of 
interrupts). The machine is used for running high energy physics data-
reduction algorithms at speed of roughly three times that of the PDP-11/70 
CPU when programmed at the target machine (PDP-11 emulation) level. Fig.11 
gives an overview of the computing resources at CERN used for the development 
of MICE. The microassembler runs on the IBM machine and the ISPS on the 
PDP-10. The designer using terminal C1 connects either on the IBM or the 
PDP-10 via the INDEX line-switch exchange. Initially the designer connects 
to IBM to customize first the Signetics meta-microassembler (microinstruction 
format and macros definition), and then to write his microprograms in the 
microprogram language he just defined. The microprograms are then translated 
into binary by the microassembler and formatted in a way that can be ac
cepted by ISPS simulator of MICE via the CERNET and OMNET networks. They 
are also formatted in a way that they can be loaded on the Control Store 
of MICE via the test computer PDP-11/40 for real time testing. The designer 
can then connect to the PDP-10 to start a simulation session to debug both 
the hardware and the sent over firmware (microprogram). The user can also 
via the C2 terminal control the operation of MICE. A number of debugging 
routines, run on PDP-11/40, facilitate the integration of hardware, firmware, 
and software on MICE, in real time. 

In addition to the above tools a wire-up program run on the CDC machi
ne is used to produce the paper tape that will drive the wire-up machine 
for wiring the MICE boards. 

In the following we review the main features of the Signetics meta-
microassembler and the ISPS system and show the way they have been used in 
the design of MICE. 
1.- The_Si2netics_meta-microassembler 

It is a general meta tool for building assemblers. It is written in 
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WIRE-WRAP 
MACHINE 

Fig.11. Recources used for MICE development 

FORTRAN and consists of two parts: the microassembler and the microformatter. 
Its main features are: 
Definition features 
- variable microinstruction width (323?idth_^409 5 bits) 
- field and subfield definition, and multiple microinstruction formats 
- default field values 
- symbolic composition 
- syntax with high level flavour 
- IF...THEN...ELSE...FI statement (for conditional field assignment) 
Assembly features 
- nested macro capability - MICROPS 
- multiple fields, microps, per line (space is used as separator) 
- detection of field overlap and multiple field assignment 
- object code listing interleaved with source code and error messages 
- symbol cross-reference tables 
Post processing/Formatting features 
- micro formatter for PROM programming 
- variable format 

http://Fig.11
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- output object code in binary or hex 
- built-in mapping PROM data generation 
Macro (MICROPS) library provided 
- for 8x02, 3000, and 2900 series bit-slices 
Lacking features 
- message generation (by the programmer) 
- correlation between field values (for detecting incompatibilities 

The macro capability (called MICROP) of a meta-microassembler is 
different to that of ordinary assemblers. In the latter case a macro is 
used to replace a number of instructions (in the vertical sense), whereas 
in the former case a MICROP is used to replace a number of microoperations 
(and hence a number of field assignments) within the same micro-instruction 
(in the horizontal sense). 

Fig.12 lists the meta-language (statements), of the meta-microassembler 
used in the Definition Section to define the microinstruction format and 
the user microprogramming language (MICROPS). 

The INSTRUCTION statement defines the width in bits of the micro
instruction. The FIELD statement defines the name, the width, and the de
fault value of each field in the microinstruction. The FORMAT statement 
allows the definition of subfields within fields. 

The MICROP statement in the form given in Fig. 12 allows one or more 
field value assignments to be associated with a symbolic name. 

The INTRINSIC statement specifies the name of a definition file which 
the user wants to be automatically called from the library and embbedded in 
the Definition Section. 

Fig.13 is part of the microistruction format definition of MICE. Note 
that comments are freely interspersed within inverted commas. Observe 
that the microinstruction width is defined to be 150 bits though 128 only 
do actually exist. The extra 22 bits have been added in order to overcome 
the lacking features of the meta-microassembler given earlier. Thus an 
ERRORF field of 10 bits is used to output an error code whenever an error 
condition is detected by the definition body, other that those conditions 
which are automatically detected by the meta-microassembler itself. This way 
we overcome the first lacking feature. The SEMAPHORF field of 12 bits is 
used to signal indirectly incompatibilities between values in different 
fields that are set to these values by different MICROPS. Two incompatible 
MICROPS try to set the same semaphore bit something that is detected 
automatically by the microassembler at assembly time (see assembly featu
res) . 

Fig.14 gives the statements used at the Program Section. It is seen 
that a microinstruction is a collection of field value assignments 
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. INSTRUCTION WIDTH numberofbits ; 

. FIELD Name WIDTH numberofbits DEFAULT value ; 

. END INSTRUCTION ; 

. MICROP Name ASSIGN Fieldname = value ... ; 

. INTRINSIC 'NAME' ; 

. FORMAT ; 

. END FORMAT ; A For subfields Definition 
Fig.12. Meta-language for the Definition Section. 

INSTRUCTION WIDTH 150; 
FIELD SPAREF WIDTH 8 DEFAULT 000H; "SPARE FIELD" 
FIELD PRISPUF WIDTH 8 DEFAULT 000H; "SPECIAL UNITS PRIMARY FIELD" 
FIELD ALUMX1IOF WIDTH 10 DEFAULT 003H;"ALUO,MX1,DEST I/O BUSES" 

FORMAT; 
FIELD ALUFF WIDTH 6 DEFAULT NOOP; "10800 ALU FUNCTION FIELD" 
FIELD SMX1F WIDTH 2 DEFAULT 00B ; "MX1 SELECT INPUT" 
FIELD DGIOIBF WIDTH 1 DEFAULT 1 "DISABLE IO OF 10800 ALU TO IB" 
FIELD DGIOOBF WIDTH 1 DEFAULT 1 "DISABLE IO OF 10800 ALU TO OB" 
END FORMAT; 

FIELD BITSF WIDTH 8 DEFAULT 10111000B; "VARIOUS BITS" 
FIELD SPSF WIDTH 5 DEFAULT SNOOP; "SET PS CC'S" 
FIELD MI CONTROLF WIDTH 17 DEFAULT 00001111001110000B; "10803 MI CONTROL FIELD" 

FORMAT; 
FIELD TRDF WIDTH 4 ; "10803 TRANSFER DATA OP""MSc3:0> LINES" 
FIELD ALU31F WIDTH 4 DEFAULT MOD3M ; "10803 ALU OP" "MS<6:9> LINES" 
FIELD ALU32F WIDTH 2 DEFAULT 00B ; "10803 ALU OPERANDS" "MS<10:11> LINES" 
FIELD ALU3DF WIDTH 1 DEFAULT 1 ; "10803 ALU DESTINATION CONTROL" 
FIELD ARF3F WIDTH 2 DEFAULT 11B ; "ADDRESS FOR RF OF 10803""MS <13:12> LINES" 
FIELD PF WIDTH 4 DEFAULT OH ; "POINTER FIELD" " P <3:0> LINES" 
END FORMAT; 

FIELD PBUSF WIDTH 5 DEFAULT 00000B; "R/W TM,MX0,LXADR,MX2" 
FIELD ACSTF WIDTH 4 DEFAULT 00B ; "ADDRESS OF CONSTANTS ROM" 
FIELD XPH5F WIDTH 1 DEFAULT 0 ; "EXTEND PHASES WITH HOLD SIGNAL" 
FIELD XIBOBF WIDTH 6 DEFAULT 22Q ; "EXTEND IB AND OB" 
FIELD INTF WIDTH 4 DEFAULT OH ; "INTERRUPT CONTROL" 
FIELD EDECF WIDTH 2 DEFAULT OOB ; "ENABLE DECODER" 
FIELD SCMXSF WIDTH 8 DEFAULT 0F0H ; "SELECT B, XB, CS4 MX'S" 
FIELD INAF WIDTH 17 DEFAULT 01100111111111111B ; "TNA FIELD" 

FORMAT; 
FIELD GNAF WIDTH 1 DEFAULT 0 ; "GATE NA FIELD" 
FIELD ICF WIDTH 4 DEFAULT INC1 ; "10801 (MICRO)INSTRUCTION CONTROL FIELD" 
FIELD NASPUF WIDTH 12 DEFAULT 0FFFH; "NEXT ADDRESS AND SPECIAL UNIT CONTROL FIELD" 

FORMAT; 
FIELD NAF WIDTH 12 DEFAULT 0FFFH; "NEXT ADDRESS FIELD NA 11:0 " 
END FORMAT; 

FIELD MACF WIDTH 3 DEFAULT 010B; "MTCROADDR.CONTROL BITS" 
FIELD LGTIRF WIDTH 4 DEFAULT 0100B; "LOAD,GATE T,IR REGS" 

FORMAT; 
FIELD LTF WIDTH 1 DEFAULT 0 ; "LOAD T FROM PB" 
FIELD DGTIBF WIDTH 1 DEFAULT 1 ; "DISABLE GATE T TO IB" 
FIELD LIREF WIDTH 1 DEFAULT 0 ; "LOAD IR AT END OF CYCLE" 
FIELD LIRBF WIDTH 1 DEFAULT 0 ; "LOAD IR AT BEGIN OF CYCLE" 
END FORMAT; 

FIELD RF CONTROLF WIDTH 18 DEFAULT 000011111111111111B; "RF FIELDS" 
FIELD ERRORF WIDTH 10 DEFAULT 0 ;"ERROR FIELD" 
FIELD SEMAPHORE WIDTH 12 DEFAULT 0 ;"SEMAPHORES" 
END INSTRUCTION; 

Fig.13. Microinstruction format definition of MICE 
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(Fieldname=value) and names of MICROPS (micropname arguments). As we shall 
see soon below the Signetics meta-microassembler allows the definition of 
MICROPS with arguments. 

Fig.15 lists statements that are used either at the Definition Section 
or the Program S€>ction. 

The true power of the Signetics meta-microassembler is due to the ex
tended features of it that are listed in Fig.16. Of these, the IF statement 
allows conditional field value assignment and testing of the validity of 
arguments. The extended MICROP form allows recursive argument definition 
in a MICROP a fesiture that makes the system a powerful meta tool with high 
level flavour. 

Using the above features a powerful set of MICROPS may be defined. 
This set constitutes the user microprogram language. Fig.17 presents some 
typical instances of MICROPS. Fig.18 gives as an example the definition body 
of the ADD MICROP, in order the reader to get a feeling of the complexity 
of the definition. Note that the IF statements are used to test the valibi-
lity of the arguments. 

As a final example Fig.19 gives the microprogram (in symbolic form 
and microassembly) that implements the PDP-11 target instruction 

ADD X(Rs) (Rd) 

The reader is assumed familiar with the PDP-11 and he should consult also 
the block diagram of MICE given in Ref. 30. The microprogram consists of 
four parts: 
1st part: Source operand fetch (2 microinstructions) 
2nd part: Destination operand fetch (1 microinstruction) 
3rd part: Execute (ADD) (1 microinstruction) 
4th part: Result write back (1 microinstruction) 

Note that the 4th part is overlapped with the decoding of the next 
target instruction. 
2.- The_ISPS_System_and_its_use_in_MIÇE 

ISPS is an implementation of the ISP notation introduced initially by 
Bell and Newell (see Ref.26) as a formalism to describe the programming le
vel in a hierarchy of digital systems descriptions. Although ISPS is oriented 
towards the description of Instruction Set Processors, it contains a fair 
number of constructs and extentions to ISP which can be used to describe 
a large class of Register Transfer Systems (digital computers are a subset 
of the latter, namely, those systems that fetch, decode, and execute instruc
tions) . ISPS covers a wider area of application than any other hardware 
description language. Thus, besides simulation and synthesis of hardware, 
other applications based on ISPS are: software generation (assembler genera-
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. PROGRAM Name WIDTH numberofbits LENGTH numberofwords ; 
rFieldname = value l 

. Label :s r .. . / 
iMicropname arguments J 

. ORG address ; 

. END ; 

Fig.14. Statements for the Program Section 

. Label :... EQU value ; 

. Label :... SET value ; 
C OFF 1 

. LIST < SOURCE / 
* SOURCE OBJECT J 

•»«*{&} ' 
. SPACE value ; 
. EJECT ; 
. TITLE 'TEXT' , 

Fig.15. Statements for either Definition or Program Section 

1) Expressions : operand operator operand 
operators : SHR,SHL/+,-/EQ,NE,GT,GE,LT,LE/NOT,AND,OR,XOR/. 

2) The DCL (DECLARE) statement 
absolutelocation : label:... DCL value, width ; 

3) The IF statement 
IF booleanvalue THEN operand ELSE operand FI ; 

4) Extended MICROPS 
MICROP Micropname ASSIGN Operand... DEFAULT Operand... ; 

. Micropname = Arg 

. Micropname = (Arg,...,Arg) 

. Micropname = (Arg,...,Arg)Arg,...,Arg 
Recursive Argument Definition : Arg = Arg(Arg,...,Arg) 

C Fieldname = value •. 
.Operand = < IF ... THEN ... ELSE ... FI I 

*Micropname ' 

Fig.16. Extensions of the Signetics meta-microassembler 
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READ,WRITE ! read,write to/from the target memory 
LIR(B) ,LIR(E) ! load instruction register at the beginning (B), 

at the end (E) of the micro-cycle 
LTR,GTR ! load,gate T register 

f ~ r for source operand fetch 
FORK \ DEST '. enable forking < for destination operand fetch 

IEXEC <• for execute sequence 
RF( REG, FW) DEST ! read and/or write from Register file 
BIB ! P-bus to I-bus 
IDR ! I-bus to Data Register 
BDR I P-bus to Data Register 
PNT3(PC,2)PC,MAR '. PC+2 to PC and MAR 
LXADR(OB) ! load XADR from O-bus 
EXADR : enable XADR to address the target memory 
LATCH IB ! latch I-bus in latch L of ALU 
ADD( 0P1, 0P2)IB,ACC: add 0P1 and 0P2 and put the result in I-bus and Accumulator. 
SPS(SAPL) ! set program status CC's for add operations 
CONDITION (BEQ) ! test for equal to zero condition 
INC I increment micro program counter by 1 
JMP L1 I jump to the micro address L1 

F i g . 1 7 . Typical MICROPS developed for MICE 

MCROP ADD( ëOPl =L, @0P2=A) @DEST1 =IB, 0DEST2 = 0, !?DEST3 = 0 ASSIGN! 
IF ( ( @0P1 EQ L) AND ( «3P2 EQ A) ) OR ( ( «3P1 EQ A) AND ( <§OP2 EQ L) ) 

THEN ALUFF= FADDAL MALUOD ( I§DEST1, @DEST2, 9DEST3) ELSE 
IF ( ( @0P1 EQ ACC) AND ( @OP2 EQ L) ) OR(( «OP1 EQ L)AND( M>2 EQ ACC) ) THEN 

IF ( §DEST1 NE ACC)AND ( (?DEST2 NE ACC)AND ( SDEST3 NE ACC) THEN 
ALUFF = FADDL MALUOD ( (?DEST1, @DEST2, @DEST3) ELSE 
ALUFF=FACCPLL MALUOD ( @DEST1, SDEST2, SDEST3) 1 FI ELSE 

IF ( ( SOP1 EQ L)AND( @OP2 EQ C))OR(( @0P1 EQ C)AND ( PGP2 EQ L)) THEN 
IF ( #DEST1 NE ACC)AND( @DEST2 NE ACC)AND( §DEST3 NE ACC) 

THEN ALUFF = FADCL MALUOD ( §DEST1, 0DEST2, !?DEST3)ELSE 
ALUFF=FADCLRA MALUOD( @DEST1, 8DEST2, @DEST3)1 FI ELSE 
ERPORF = ERRMADD FI FI FI DEFAULT SPS(SAPL); 

F i g . 1 8 . Def in i t ion of t h e ADD MICROP 

t o r s , c o m p i l e r - c o m p i l e r s and s y m b o l i c e x e c u t i o n ) , p r o g r a m v e r i f i c a t i o n , 
a r c h i t e c t u r e e v a l u a t i o n and c e r t i f i c a t i o n , d e s i g n a u t o m a t i o n , a n d R e l i a b i 
l i t y and f a u l t a n a l y s i s . 

F i g . 2 0 shows t h e s t e p s i n v o l v e d i n t h e s i m u l a t i o n of a m i c r o p r o g r a m m e d 
m a c h i n e a t t h e h o s t m a c h i n e l e v e l . F i r s t t h e ISPS d e s c r i p t i o n o f t h e h o s t 
m a c h i n e i s p a r s e d and p u t i n a n i n t e r m e d i a t e r e p r e s e n t a t i o n c a l l e d G l o b a l 
D a t a B a s e . T h i s i n t e r m e d i a t e f o r m a t of t h e h o s t m a c h i n e i s p r o c e s s e d by a 
p r o g r a m (GDBRTM) w h i c h p r o d u c e s c o d e f o r an i d e a l R e g i s t e r T r a n s f e r M a c h i n e . 
When t h i s c o d e i s c o m b i n e d w i t h ISPS s i m u l a t o r (wh ich i s s i m p l y a s o f t w a r e 
i m p l e m e n t a t i o n of RTM), t h e S i m u l a t o r of o u r h o s t m a c h i n e i s p r o d u c e d . The 
s i m u l a t o r i s r u n u s i n g some t e s t m i c r o p r o g r a m and d a t a t o o b t a i n r e s u l t s , 
t r a c i n g i n f o r m a t i o n and c o u n t s o f a c t i v i t i e s ( l i k e c o u n t i n g t h e number of 



TARGET PDP-11 INSTRUCTION : ADD X (R ) (Rd) 

1 2 3 4 5 

T — * IB READ R d —»• OB RSS —*• OB LA 

R s — • OB P-bus —* IB OB —»• XADR RDD —»• IB DR — * P-bus 

X+R s—f MAR IB — RSS READ(XADR) IB -^ L WRITE 

READ PC+2 — » PC,MAR P-bus —*• IB ADD,SPS PC+2 —*• PC,MAR 

P-bus -*• T FORK IB —*• RDD 

FORK 

IB *• RDD, DR 

LIR(E),LTR 

READ 

FORK 

•» SOURCE nsi'^H »- .-" ucûi±i.Ni\r±uiN i;-"
— 

" FETCH 
FORK FORK 

hAr-LUlE " w vvKX IE, I3AUA ~y 

FORK 

1. GTR RF(RS,R)OB ADD3(OB,IB)MAR TRDNO READ LTR JMP $+1 ; 

2. READ BIB RF(RSS,W)IB PNT3(PC,2)PC,MAR CONDITION(I) BRC FORK DEST ; 

3. LONGCYCLE RF(RD,R)OB LXADR(OB) EXADR READ BIB RF(RDD,W)IB CONDITION (1) BRC FORK EXEC ; 

4. RF(RSS,R)OB RF(RDD,RW)IB LATCH IB ADD(A,L)IB IDR SPS(SAPL) LIR(E) 

READ LTR JMP CTYPEB ; 

5. CTYPEB : LA EXADR RDB WRITE PNT3(PC+2)PC,MAR CONDITION(1) BRC FORK ; 

Fig.19. Micro-sequence for the ADD X(Rs)(R(j) PDP-11 instruction 
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Fig. 20. Host machine Simulation using ISPS. 



- 272 -

times a register is read or written,or counting the number of times a unit 
has been activated!. The simulator proceeds interactively using appropria
te commands of the ISPS simulator. 
2.1. The ISPS notation 

ISPS describes the interface (i.e.,external structure) and the beha
viour of hardware units, called entities in the language. The interface 
describes the number and types of carriers used to store and transmit infor
mation between the units. The behaviour aspects of the unit are described 
by procedures which specify the sequence of transformations on the infor
mation in the carriers. 

In the simplest case an entity is simply a carrier (a bus, a register, 
a memory, etc.), completely specified by its bit and word dimensions, like 

ir\instruction.register <15:0> ! instruction register 
tm\target.memory [4095 : 0]<15 :0> ! 4k 16-bit words of target memory 
wcs[1023:0]<127:0> ! 1k 128-bit words of Writable Control 

Store 
In another case an entity may have only behavior like the following 

abridged copy of the behavioral description of the Micro-sequencer Control 
(MC) unit of MICE: 
mc( ):= ' micro sequencer 

BEGIN 
DECODE icf => l microinstruction control field 

BEGIN 
0\jsr := I jump to subroutine 

BEGIN 
push(crO) NEXT I save return address 
crO = na( ) 
END, 

"F\rtn := I return from subroutine 
BEGIN 
crO = pop ( ) ; '. pop return address 
cr1 = cr1 + cinl ( ) 
END 

END 
END, 

The mc( ) procedure computes the address of the next microinstruction 
depending upon on fields of the current microinstruction, external branch 
conditions, etc. The icf field of a microinstruction is used as an "opera
tion code" which decoded and its value is used to select one of a number of 
alternative register transfer sequences. This selection mechanism is imple
mented in ISPS with the DECODE operation. If the value of icf is 0, the 
micro-instruction address register, crO, is pushed into a small stack, in-
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ternal to the mc unit and a new next ^ddress is computed by the na( ) pro
cedure and loaded into crO. If the value of icf is 16 (hex F ) , the return 
address is popped from the stack into crO while another register, cr1, is 
incremented by the value computed by procedure cinl. The "\" operator is 
used to introduce aliasses for constants (as in the example) or for identi
fiers, as in the previous examples. The two operations above (jsr and rtn) 
differ in one important aspect. Althoughboth consist of two steps, the 
steps are separated by different delimiters: "NEXT" is used to indicate a 
sequential operation, while ";" is used to indicate a concurrent operation. 
Concurrency in ISPS is defined as "process" concurrency and no assumptions 
are made about synchronization of operations. Thus, conflicting use of 
source and destination carriers, as in "A = 5 ; B = A" can yield unpre
dictable results. 

In the general case, an entity consists both of an interface (carriers) 
and a procedure which describes its behavior. The procedural part may con
tain not only data and control operations, but also the declaration of local 
units of arbitrary complexity. Local units are not accessible to external 
units, allowing the encapsulation of portions of the design in a well struc
tured manner. The following ISPS description refers to an arithmetic unit 
that consists of four carriers. Three of these carriers (a,b, and f) are 
used to receive and retain the input operands and the function code. The 
fourth carrier has, by convention, the same name as the unit (alu). 

alu(a<15:0>,b<15:0>,f\function<3:0>)<15:0>:= 
BEGIN 
DECODE f =) 

BEGIN 
0\add := alu = a + b, 
1\sub := alu = a - b, 
3\not.a := alu = NOT a, 
4\not.b := alu = NOT b, 

14\zero := alu = 0, 
15\ones := alu = "FFFF 
END 

END, 

An entity may be used to specify the behavior of other entities. For 
example the statement 

... NEXT x = alu(y,z,0) NEXT ... 

invokes the arithmetic unit above to perform the operations x = y + z. 
Initially the input carriers of the alu are loaded with the contents of the 
registers y and z and the constant 0. The alu is then invoked and when the 
add operation has been completed, the result appears in the output carrier 
alu<15:0>. Finally the output carrier is transfered to the register x. 
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The output carrier of an entity may also be accessed without acti
vating it. For example the statement 

zee = alu EQL 0 

uses the output of the alu unit above without activating it, to set accor
dingly the zero bit of the condition code register. 

In the above examples of the alu entity the input carriers a, b and f 
retain their values, loaded at the beginning, throughout the invocation of 
the alu. If, however, the alu had be defined using the REF keyword to pre
fix the names of the carriers a and b, 

alu(REF a<15:0>,REF b<15 :0>,f\function<3:0>) <15 :0> : = 
BEGIN END, 

then the carriers a and b do not have any retention properties. Instead 
when the alu unit is invoked then it operates directly on the registers y 
and z; the registers are connected to the alu throughout its activation. 

When an entity is defined as a PROCESS, like 

PROCESS alu(a<15:0>,b<15:0>, f\function<3:0>)<15 :0> : = 
BEGIN END 

then it can operate independently of the calling entity, and, moreover, 
the caller does not have to wait for the completion of the activation. 

ISPS in addition to the standard programming-like return mechanisms, 
allows the called procedure to determine where control is to return, bypassing 
the caller. Three control operations, LEAVE, RESTART, and RESUME allow the 
writer of an ISPS description to model the modes of termination of an enti
ty activation. 

Besides the above, ISPS provides register transfer operators « = ,=), 
ordinary operators (AND, OR, NOT, EQV, XOR, +, -, MINUS, shift operators, 
field concatenation ((p ), relational operators (EQL, NEQ, LSS, LEQ, GEQ, 
GTR, TST) , and conditional statements (IF conditional expression^ action). 

2.2. The ISPS Simulator 

The ISPS simulator supports tracing (TRACE), break pointing (BREAK, 
ABREAK, WBREAK), setting and interrogation of values (SETVALUE, VALUE), 
starting, and stopping of simulation (START, CONTINUE, EXIT, INITIATE, KILL), 
input and output of values to/from a terminal or a file (automatically or 
via a command, command files may be invoked), and gathering and accessing 
statistics (CRT, SETCRT, OUTCRT). 

The reader may refer to Refs.34 and 35 for a detail exposition of the 
ISPS language and simulator. 

33) 
2.3. Simulation of MICE using the ISPS 

ISPS has been used to simulate MICE at the host machine level. Though 
there are various-levels of description of a host machine, the one adopted 
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can be characterized as "virtual slice" simulation, because while it descri
bes and simulates the operation of the individual bit-slices, out of which 
MICE is composed, not all the details were included, but only those portions 
of the slices that are used in the host. For instance, the BCD arithmetic 
capabilities of the slices are not used in the host and are not included 
in the description. 

Using the "virtual slice" approach does not of cource eliminate all 
the potential sources of difficulty in the description and simulation of 
a host machine of the complexity of MICE. Two of the most important problems 
are : 
(a) order of firing of activities and granularity of time 
(b) propagation of changes. 

(a) Since each of the virtual slices is generally active during one or more 
phases of the five phase clock cycle, a fundamental problem is of how to 
simulate these many parallel activities, and at what level of time granula
rity. In conventional instruction cycles for a vertical microprogrammed 
host or a target machine, there are essentially only a few independent 
activities at most during each clock cycle and one simply simulates the 
individual register transfers and functional units on a clock cycle basis. 
In the case of MICE the problem appears more complex, in that there are 
half a dozen functional- units operating in parallel and potentially commu
nicating with each other by sharing buses at various times during a single 
micro-cycle. Furthermore there are many latches and registers inside each 
ship, which are read and written at different times (not necessarily on a 
clock edge) and a very large combination of functions to be handled, given 
a micro-instruction with fourty-nine fields, many of them encoded. 

One method to reduce this combinational complexity is to find a single 
canonical order for firing the slices and simulating both inter and intra-
slice source-destination register transfers. This attempt has failed because 
different combinations of individual functions often require different timing 
sequences, which are too many to be individually analyzed. Furthermore, 
there appears to be many register transfer cycles of the type A-*B ...-»A, 
which are legal in the hardware because of built-in propagation delays and 
strobes to control the synchronization. They cannot be implemented in 
ISPS by just writting the transfer directly because order dependent conflicts 
between old and new values of carriers would occur during simulation. 

The solution adopted was not to try to approximate the actual (micro) 
timing of each of the slices, but rather to implement only the crudest level 
of timing, that of strobing the registers internal to each slice as well as 
the external ones at the right phase of the five phase clock. This implies 
that the state of the simulated machine (i.e. the status of both clocked 
and unclocked components) changes only at discrete time intervals, the five 
phases of the clock (see Fig.21). These timing are based on worst case pro
pagation delays and therefore the simulation does not mimic the hardware 
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MAIN ucycle () /PROCESS) : = 
BEGIN 
init() NEXT ! System initialisation 
pr = wcs [ csa()l NEXT '. Load pipeline reg.on 

1 phase 1 of first cycle 
REPEAT 

BEGIN 
elk = 1 NEXT 
t1 () NEXT ! phase 1 procedures 
elk = 2 NEXT 
t2() NEXT : phase 2 procedures 
elk = 3 NEXT 
t3{) NEXT 1 phase 3 procedures 
elk = 4 NEXT 
t4() NEXT I phase 4 procedures 
WAIT (NOT holdO ) NEXT ! Wait while hold on 
elk = 5 NEXT 
t5() ' NEXT I phase 5 procedures 
IF init.semaphored (RESTART ucycle) 
END 

END, 

Fig.21.Clock Phases 

Fig.22. System Parallel Processes 
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faithfully, a point that should not concern the micreprogrammer. Register 
transfer cycles are resolved by introducing explicit master and slave co
pies of each of these registers which can act both as sources and destina
tions during a microcycle. Old values are copied from the slave copies 
while new values are strobed into the master copies. At the end of the 
microcycle all master values are transferred to their slaves. 

Note that the firing order problem would appear even if one uses ISPS 
to model the parallel activity with parallel processes, say one process 
for each "virtual slice", or even one process per major activity such as 
register file read and register file write. This is because such processes 
would have to be synchronized using the ISPS "DELAY(time)" primitive so 
that a consuming process gets an up-to-date value from its producing process, 
via the interface carrier. This again implies determining mutually consistent 
amounts of delay, which is equivalent to defining a canonical order of 
firing. However, the parallel processor facility of ISPS has been used to 
model independent activities going on in our machine, e.g. MICE CPU, and 
the two DMA processes (see Fig.22). In addition a number of parallel pro
cesses can be activated in order to simulate CAMAC interface commands 
that control MICE in real time (e.g. setting and clearing of control signals 
such as diagnose, suspend, bolt-clock, etc.). 

(b) A problem closely related to that of deciding firing order is that of 
deciding how to propagate changes. The straightforward method would appear 
to be to propagate a change from its source to its destination(s), as soon 
as the change takes place. For example, if we model a bus as a simple 
carrier, driven by multiple sources, the description would contain several 
statements of the form: 

source.1 = expression NEXT bus = source.1 
This is clearly incorrect since the value present in the bus would 

then reflect the value of the last source driving the bus. A more correct 
description of the behavior of the bus sources is given by statements of 
the form: 

source.n = expression NEXT bus = source.1 op source.2 op... 
Where "op" is either "AND" or "OR". A shorter and more readable des

cription can be achieved by defining the bus as a procedure of the form: 
bus()<..>:=Begin bus = source.1 op source.2 op source.3 op...End 
Now, whenever any of the sources changes, the procedure must be in

voked to load its carrier with the correct value: 
source.n = expression NEXT bus() 

Whenever the current value in the bus is to be used as input to some 
component, the bus carrier can be used in an expression. For instance: 

x = y + bus 
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In this style of description, activation of procedures describing 
combinational logic occurs as a consequence of a change in some input carrier. 
There are two problems, however: 1) there is an implied retention property 
being attached to the bus carrier, and 2) there is a spreading of informa
tion (invocation of procedures) throughout the description because each of 
the entities for which the bus is a source must also be invoked in turn and 
so on, to propagate the original change. 

An alternative mechanism is to transfer the activation of the bus pro
cedure from the site where an input carrier changes, to the site where the 
bus is to be read. In this way, when an entity is accessed, we then ask which 
sources might have created it as their destinations, and consequently what 
its up to date value should be. In other words, we don't propagate a change 
as it happens, but only as it is needed to supply the latest value to a car
rier affected by the change. Thus, source changes can be described as before: 

source.n = expression ! notice, no bus activation 

Whenever the bus is to be used as input to some component, its value 
must be "computed" explicity: 

x = y + bus() 

In this style, no retention properties are implied (the value is com
puted whenever needed, using the latest values of its sources), the descrip
tion is shorter, and moreover, the knowledge about the identity of the bus 
has been restricted to those places that use the bus as an input. In effect, 
this method handles propagations by going backwards from destination to 
source whenever needed rather than spreading from a source to all its de
stinations everytime the source changes. While at first this recomputation 
every time the bus is needed seems very inefficient,it does not happen more 
than a few times for each slice per microcycle and it is the best way to 
guarantee that the bus contains "fresh" results, without timing conflicts. 
Furthermore, one avoids needlessly propagating changes to entities which 
are not in turn used as sources. 

The same considerations are applied to other components without reten
tion properties (e.g. output of multiplexers). All components without reten
tion properties were modelled as procedures to be invoked whenever their 
output lines were to be used in an expression. Thus one views such logic 
not as passive passthrough of its inputs but as an active entity, whose pro
cedure computes a function of its inputs. To illustrate this principle, the 
following example describes one of the multiplexors driving the OBus (MX5) 
of MICE. 

mx5 () <1 5 : 0 > : = 
BEGIN 
DECODE smx5f ==> ! field of micro-instruction 
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BEGIN 
6 := mx5 = constant(), 
0 := mx5 ( - constant(), 
3 := mx5<= a<7:0>@'0, 
2 : = mx5 = a< 5 : 0> 3 ' 0 , 
1 := mx5 = a<3:0> , 
5 := mx5 = xadr, 
4 := mx5 = mar, 
7 : mx5 = "FFFF '. 
END 

zero extend 8-bit constant 
sign extend 8-bit constant 
! sign extend branch offset 

1 zero extend, SOB offset 
I status bits 

Hex FFFF to put 1's on the bus 

END, 
The example indicates that the rule implies a regression from the de

sired output values back towards its sources, through potentially many levels 
of logic. The regression stops whenever a source with retention properties 
is encountered (e.g. a register). It is assumed that a source without reten
tion properties has reached steady state at the moment that its carrier is 
to be used. 

The latter is a direct consequence of the level of description. In a 
gate level simulation, events are continuously repeated until signals reach 
steady state. In a register transfer level simulation, signals are computed 
once unless explicitly described otherwise. Although the latter is clearly 
more efficient, errors in the design could be easily overlooked. To detect 
some of these errors, two features of ISPS are used. The first one is the 
use of a predeclared carrier in the language. This carrier is dubbed "UNDE
FINED" and can be used as any user declared carrier. When it is used as a 
source in a register transfer statement, the destination carrier is marked 
as having an undefined or illegal value which is readily detected by the 
simulator. In the MICE description we assume that carriers (in particular, 
combinational logic carriers such as buses and multiplexers) reach steady 
state at their right time, determined by the actual physical timings we ex
pected. They are UNDEFINED before this time and are treated as latches after
wards. Any attempt to access one of these carriers before the right time is 
therefore detected and the proper diagnostic message is issued. 

The second feature of the language that was used in the description 
is the detection of "recursive" calls on an already executing procedure. 
This allows the detection of potential race conditions. Specifically, the 
enabling of some chains of data paths could lead to a situation in which a 
bus is being driven by a signal from a slice which is in turn driven directly 
from the other bus, which in turn is receiving a signal from the first bus. 
This loop takes the form of a series of nested calls on the procedures des
cribing the behavior of the combinational data paths along the loop. Even
tually, when the loop is closed, an attempt is made to call the procedure 
that started the chain and this is again detected by the simulator. 



- 280 -

VI. SUMMARY 
We have given an overview of the tools for development of micro

processor based systems. We have concentrated on development tools specifi
cally for bit-slices based systems. We have elaborated on two categories 
of tools, meta-microassemblers and simulators for the host machine level. 
Going through two particular tools, the Signetics meta-microassemblers and 
the ISPS simulation system, we have shown how they have been used in the 
design process of a fast ECL bit-slices based machine. We have discussed 
the problems the designer faces when he tries to use these tools. 

The main point which these lectures have tried to emphasize is that 
working with bit-slices involves sophisticated, integrated hardware, firm
ware, and software design that can be successfully accomplished only by 
using proper design tools. 
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USE OF INTELLIGENT DEVICES IN HIGH-ENERGY PHYSICS EXPERIMENTS 
C. Verkerk 
CERN, Geneva, Switzerland 

1. INTRODUCTION 
Experimentation in high-energy physics relies more and more on the use of "intelligent" 

devices. Introduced in the mid-sixties, the on-line computer has been universally adopted 
in experiments to perform a number of tasks, such as data acquisition, data recording, and 
monitoring of experimental conditions. From the mid-seventies, physicists were aware that 
"intelligence" can be very fruitfully employed for additional tasks, amongst which event 
selection occupies a predominant position. At the same time it was realized that the data 
acquisition minicomputer was not always the most suitable device for performing these addi
tional jobs. A number of instruments were thus invented and built to assist in — or some
times take over — the.most demanding tasks. It was natural that flexibility and adaptabi
lity were considered as assets of such a device. The formidable progress in semiconductor 
technology, has made it relatively easy, even for the non-expert, to build flexible devices. 
This has spurred the development of new techniques and instruments for particle-physics 
experimentation. 

It has become a habit to call certain of these very flexible devices "intelligent". 
This explains the title of these lectures. For our purpose we should take "intelligent" to 
mean "programmable", this word in turn to be understood in the usual sense. A washing ma
chine, where the user may select one out of a number of possible sequences, without the 
possibility to modify the selected sequence, is not programmable, in spite of the vendor's 
claim. On the other hand, it should not be assumed that programmable devices necessarily 
execute programs, instruction by instruction, as a computer does. Programmable means that 
the process leading to the result can be modified in a convenient way, with the help of 
software. Taken in this sense, a "look-up table" can be considered to be programmable, 
since its contents can be easily modified according to the results of, for instance, a simu
lation program. The software should define the behaviour of the instrument as a result of 
the stimuli — input data — it receives. The more this behaviour can be varied, the more 
"intelligent" we will find the device. 

Intelligent devices are used for many tasks in experiments and the nature of the devices 
varies widely. In these lectures we will not consider the uses of main-frame computers, 
or the classical applications of minicomputers. We will concentrate on two areas for which 
special devices have been developed: 

- On line data processing, generally to perform event selection and/or to achieve compac
tion of data before recording. 

- Preparation of experimental apparatus: testing of detectors, optimization of operating 
conditions and calibration. 

Much attention will be given to the event-selection process and the devices used for this 
purpose. 
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2. EVENT SELECTION 
In many particle-physics experiments, the aim is to study rare events. The overwhelming 

majority of the interactions taking place in the target are then of no particular interest 
and the physicist must devise sophisticated methods to recognize the small number of events 
of potential interest, so that these may be recorded for further analysis. The event-selec
tion process therefore aims at distinguishing the "good" events from the "bad" or uninteresting 
ones. A number of benefits are derived if an effective event selection can be made: 

i) The sample of recorded events becomes richer, i.e. the ratio of interesting to uninterest
ing events is improved. 

ii) If an event of no interest can be rejected in a time which is shorter than the time it 
would take to acquire all data of the event for future recording, then the average dead-
time of the apparatus may be shortened. The consequence is that the apparatus is sensi
tive for a larger fraction of time and thus the rate at which good events will be re
corded increases. The sensitivity of the experiment is thus improved. 

iii) The first of the foregoing benefits will result in a shortening of the computer time 
required for off-line analysis, for equal statistical significance. 

iv) The smaller number of magnetic tapes needed alleviates operational and housekeeping 
problems. 

v) The partial analysis of the events, performed in real time, can improve the monitoring 
of the experiment and the detection of abnormal operation of the apparatus. 
The following example illustrates the first three of these benefits. Assume that the 

trigger rate, as determined by the usual scintillation counters and their associated fast 
logic is 103/s and that only one out of 100 events thus selected is of potential interest. 
Assume further that x = 4 ms are needed to read out an event. As the fraction F of triggers 
which can be recorded is 

F - Î4RX • W 
where R is the trigger rate, we see from Fig. 1 that we will be able to read not more than 
200 events/s. The rate at which we are recording good events is then 2 s - 1 . Assume now 

^ 10 

I 10 10 10 10 

POTENTIAL TRIGGER RATE ( R ) 

10 ' 

SEC" 

Fig. 1 
The fraction F of potential triggers 
R that can be recorded, plotted for 
different values of the dead time x 
[from Halatsis et al. 1* 9)]. 
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that each trigger is submitted to a further event-selection process, requiring 100 us to 
decide if an event is of potential interest or not. Assume also that 10°6 of the triggers 
are accepted by the selection process and that all the really interesting events are con
tained in this accepted sample (e.g. all good events are recognized as such and none is 
rejected). Each trigger making its way to this selection will then be followed by a dead-
time of 100 us and for 10°s of these triggers a further 4 ms will be needed to acquire all the 
data of the event. The average dead-time thus becomes x = 0.1 + 0.1 x 4 = 0.5 ms. From 
Fig. 1 we then see that 670 out of the 1000 triggers can now be examined, and that 67 events/s 
will be recorded, containing 6.7 good events. 

The volume of recorded data has been reduced by a factor of 200/67, resulting in a 
comparable reduction in CPU time for off-line analysis. In addition, the rate of recording 
good events, and thus the sensitivity of the experiment, has improved by a factor of 6.7/2. 
A figure of merit could be defined which is the product of these two improvement ratios. 

A quantitative analysis can be found elsewhere1'2-'. Figure 2, from Ref. 2, shows the 
results as the ratio of recorded events with the event selection process on (R ) and off 
(R rr) • Figure 3 shows the ratio of recorded good events with the selection on (R,, ) and 
off (R„ r f ) . In both figures t R is the read-out time of an event, t„ the decision time, 
and 1/p the fraction of events accepted by the filter. Figure 3 shows that for very high 
trigger rates R„ o n/Rp nff approaches p. This is correct, but it should be remembered that 
the absolute rates in this case are very small. 

We saw that an effective selection process reduces the number of events to be recorded. 
If now, instead of immediately recording this reduced number of events, we submit them to a 
further selection process, we can obviously repeat the argument developed in the example. 
But as we are now dealing with a reduced rate, we can afford to spend more time per event 

= 1.0 "I ' 1 ,,-,-i-
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Fig. 2 Ratio of number of events recorded 
with event-selection process switched on 
(R ) to the number of events recorded 
with selection process switched off ( R

0ff). 
t R is the recording time for an event, 
t D the decision time. 1/P is the fraction 
of events accepted by the filter [_from 
Turala 2)]. 
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without adverse effect on the average dead-time. We can then devise more sophisticated, 
but slower, selection processes and thus make a further reduction of recorded data. The 
number of interesting events will not increase however. (Note: The analysis in Refs. 1 
and 2 suggests that the number of good events recorded does increase. This is, however, a 
matter of definition: "good" was taken to mean "acceptable to the selection process".) 

The decision time of an event filter is an important parameter, as we saw. Different 
accelerators impose different constraints, however. For a d.c. machine, such as the ISR, 
the considerations are valid all the time, while for a pulsed accelerator (PS, SPS) they 
are valid during the burst only. There is more time for processing available between bursts 
for complex selection processes, but the event data must then be transferred to a large 
buffer during the spill and at a high rate. At colliders, where particles circulate in 
bunches (PETRA, LEP), dead-time-free operation can be obtained if the decision time is 
shorter than the interval between the crossing of successive bunches. At LEP " 12 us deci
sion time will thus be available without penalty. Whatever the time constraints are for a 
first decision, it is generally true that more time is available for a decision at the next 
higher level, since less events are presented to it. 

The higher level selection, in order to be more discriminating, must be more precise. 
This is illustrated in Fig. 4. Figure 4a shows the resolution in dimuon mass as it could 

i . o r -

logo" 

MASS RESOLUTION 
O-IMI 0.5 GeV/c 2 

6 GeV/c 2 6 GeV/C 2 

ACCEPTED EVENTS 

6 GeV/c 2 6 GeV/C 2 

Fig. 4 Effect of limited resolution on the distribution of selected events, a) Hypothetical 
resolution for a selection based on effective mass, b) Acceptance when resolution is as in a) 
and the cut-off is set at 4 GeV/c 2. c) Sketch of the cross-section for producing dimuons. 
d) Result when acceptance of b) is applied to c). The J/IJJ peak at 3 GeV/c2 still dominates. 
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be obtained by a selection process, working on data from a hypothetical piece of apparatus. 
This means, that if we want to discriminate against J/\p by setting the threshold of accept
ance at a measured effective mass of 4 GeV/c 2, then the probability of accepting different 
masses is as in Fig. 4b. The cross-section being as sketched in Fig. 4c, the mass distribu
tion for the accepted events will be as in Fig. 4d. This distribution is still largely domi
nated by the J/ty peak. The better the resolution that can be obtained, the better the dis
crimination against the unwanted J/IJJ becomes. 

To obtain a good resolution for the selection, two conditions must obviously be fulfilled: 

- the input data, representing the measurements, must be sufficiently accurate; 

- the algorithm must take full advantage of this accuracy. 

Limiting ourselves to input data representing measurements of particle positions, then 
the sources of data could be as indicated in Table 1. Going from scintillation-counter ho-
doscopes to drift chambers the accuracy increases from several centimetres to a fraction of 
a millimetre. Similarly for calorimeters, where valuable data can be extracted already on a 
"hit/no hit" basis, but where full exploitation requires precise pulse-height information. 

Table 1 

Different data sources and characteristics important 
for event selection 

Source Resolution Time 
delay Characteristics 

Scintillation counters 
(hodoscopes) 

1-20 cm 1-100 ns Simple apparatus, 
simple algorithm, 
short decision time 

Groups of prop, wires, 
drift wire number 

~ 5 cm 10 ns-1 us 

Individual prop, wires, 
drift-time information, 
pulse heights 

0.1-1 mm 1 ps-1 ms Complex apparatus, 
complex algorithm, 
long decision time 

For the event-selection process the complexity of the apparatus and of the algorithm, in
creases in general with improved accuracy. An important consequence is also that complex 
read-out systems are needed to acquire the data and that a fair amount of time is required 
to accomplish this task. As the algorithm is not limited any longer to simple logical ope
rations, but requires performing arithmetic operations, on many pairs of input data, its time 
requirements also increase. The decision time unavoidably increases when accuracy and selec
tivity are aimed at. 

One more remark should be made concerning the principles of event selection: the condi
tion that the decision time be shorter than the read-out time must be satisfied to achieve 
a higher rate of recording good events. This can only be obtained if the data needed for 
the selection algorithm can be made available fast enough. The normal read-out, via CAMAC 
modules, into a standard minicomputer takes 1-2 us per data word. As we have also to allow 
time for the processing stage proper, it is clear that the reading of the input data for 
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the selection process must be done at a rate which is considerably higher: 100-200 ns/word. 
In addition, only those data really needed for the selection should be read and all data of 
no immediate interest should be left in suspense. Effective event selection has therefore 
an important influence on the general configuration of the read-out system and on the selec
tion of its components. We will see examples in these lectures. 

3. EXAMPLES OF THE SELECTION OF DIMJON EVENTS 
To illustrate the points made above we will examine rather rapidly the selection process 

in four different experiments, each aiming at the study of high-mass dimuons. This will also 
serve to introduce the different techniques and some of the devices used. The triggers and 
event filters will be presented in an order of increasing sophistication, particularly for 
the devices. The effective mass of a dimuon is given by 

M* y = 2 P l p 2 (I cos 6) (2) 

where pi and p2 are the momenta of the two emerging muons and 8 the angle between them, 
very first approximation one may write 

In 

M 
W ~ p, Tl P T 2 

(3) 

where p„ and p T ? are the transverse momenta. The last formula is useful for a rough selec
tion as we will see. 

i) The first example concerns an experiment at FNAL in a 225 GeV/c hadron beam3J. The in
put signals were derived from scintillator hodoscopes, as schematically indicated in Fig. 5. 

A very fast decision (* 500 ns) was required, as the trigger signal had to be used to 
strobe multiwire proportional chambers (MWPCs). The trigger is, in principle, based on the 
use of the exact formula (2), or rather of its logarithm: 

log M 2/2 = log pi + log p 2 + log (1 - cos 6). 
Because of the requirement of short decision time, which does not allow different combina
tions to be tried, it was assumed that one of the muons was detected in the upper half of the 
apparatus and the other in the lower half. The two halves were independent, as indicated 
in Fig. 5. 
ponds to an interval in p, determined by the magnetic field. 

J hodoscope fW F hodoscope 

In each of the two halves a coincidence between a J and an F counter corres-
x 

Jx JY 
Magnet 

Fig. 5 Schematic view of hodoscopes used in a dimuon trigger at FNAL £from Hogan3-']. 
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Fig. 6 Block diagram of the logic used for the fast mass dependent trigger of Hogan 3) 

Several combinations, two by two, of a J and an F counter lead to the same p. The 
outputs of the hodoscopes were thus wired up in two-input AND gates and the outputs of the 
AND gates corresponding to eight predefined intervals in log p were ORed together. The eight 
intervals in log p were then encoded into three bits. In a similar way log (1 - cos 6) was 
encoded. The three encoded signals log p , log P J O W _ and log (1 - cos 6) were added and 
then compared with a threshold value, set by front-panel switches. A block diagram is shown 
in Fig. 6. It should be realized that the blocks marked "matrix encoder" represent a fair 
amount of logic and a fixed pattern of connections to the scintillators, which has been de
termined once and for all by Monte Carlo calculations. The user has thus very little control 
over and influence on the selection process, apart from setting the threshold. Owing to the 
coarse input data and the use of few intervals in log p, etc. the resolution was ~ ±4 GeV/c2 

at the J/4> peak, just good enough to discriminate against p's. 

ii) The second example is experiment NA3 at CERN1*"6-1 . Cathode read-out of two proportional 
chambers is used. The cathodes of these chambers are divided into a particular pattern 
(Fig. 7): sectors are defined such that the increase in tan $ from sector to sector is 
constant: A tan <f> = const. The cathodes are also divided into horizontal strips. The 
second chamber is an enlargement of the first, in the ratio of their distances Zi and Z 2 

to the target. The first-level selection is based on the vertical component of the trans
verse momentum p ^ , which can be expressed in terms of <j) and Zi and Z 2: 

_qBZ c 

tan tan 
PTV U I " Z 2 J (4) 

As this first-level trigger has again to be very fast (less than 200 ns), a large amount of 
circuitry is required: all 64 horizontal strips are treated simultaneously, in 64 replica
tions of the same circuit. The logic is more sophisticated than in the previous example: 
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Beam 
SPI 1 Target 

Fig. 7 Schematic diagram of the detectors used in experiment NA3 £from Dubê'*''}. The detec
tors of interest here are the wire chambers Ml and M2, with their particular pattern on the 
cathodes. 

it allows for two hits in a horizontal strip. The outputs from the cathode fields are fed 

to two priority encoders, one encoding the position of the leftmost hit, and the other the 

position of the rightmost hit, for each strip. The encoded positions (6 bits each) of 

the first and the second chamber are subtracted, to give a 4-bit result corresponding to 

tan 4>i-tan 4>2. As we can have two hits in each chamber, four differences are calculated, 

as can be seen from the block diagram of Fig. 8. The 4-bit result is used as an address 
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for a look-up table, which does the conversion of A into p T V . More precisely, the look-up 
table delivers an output bit if p--, is above a certain threshold; otherwise a "0" is out
put. One now only has to OR the signals of the 64 strips to derive the trigger. If the 
trigger conditions need to be changed, the look-up tables can be reloaded with another 
pattern. In fact, the output is 4 bits wide, which allows the definition of four different 
trigger conditions without the need for reloading. The decision is made in 110 ns, as the 
whole logic is made in ECL circuitry. 

The user still does not have much freedom to influence the decision process, apart from 
a wider choice of trigger conditions and greater convenience in loading these conditions in 
the apparatus. 

This first-level trigger, which has been in use in many runs of the experiment, has 
however had two interesting extensions. The first is based on the same technique, but selects 
by dimuon mass, according to the formula M ~ /pTpT 612, which can be approximated by 

M * J hv + 82V 
TV1 PTV2 V1 

(5) 
IV 2V cos 

Here p~.. is the vertical component of the momentum of the first particle, and is available 
in the form of A from the first-level trigger; 6 1 V is the angle in a vertical plane for the 
first particle and it is made available by encoding the number N] of the horizontal strip 
hit; <j) is the average azimuthal angle and it can be obtained from encoding the sectors Ai 
and A 2 of the cathode, as was already done before. The formula for the mass thus separates 
into three independent parts: 

M = f(A 1,A 2)-g(N 1,N 2)-h(Ai,A 2) . (6) 

Each of the three functions can be calculated by making use of look-up tables. The factor f 
is obtained as a 4-bit result; g and h, which vary less in magnitude, are obtained as 3-bit 
quantities. The three quantities are concatenated into 10 bits, which are used as the address 
for a final look-up table to find M. The total decision time for this extension of the trig
ger is 170 ns 5K The resolution at the J/ijj is close to ±0.3 GeV/c2. 

The second extension of the event selection process uses a hardwired processor. The 
events selected during the beam burst are stored. Between bursts the processor finds all 
tracks in an event and the data-acquisition computer (a PDP-11/45) then calculates the di
muon mass, using the exact formula (2). MORPION, the hardwired processor6) finds straight 
tracks in 8 planes of MWPCs. A minimum of 6 points must be found on a track. The processor 
uses a similar technique to the one used in previous track-finders1>7J; a block diagram is 
shown in Fig. 9. The processor needs 5 ms to find all tracks in a high-multiplicity event 
(6 tracks in x- and in y-projection). The events with a calculated mass M > 3.8 GeV/c2 are 
written on a separate tape. They represent = 4% of the previous total and 97°s rejection at 
the mass of the \ji is achieved (see Fig. 10). 

This experiment provides an example of a multilevel selection. The selection criteria 
can be reasonably well and conveniently controlled by the experimenter, although none of the 
devices used can be programmed in its own right. 



- 291 -

From cont ro l 
channel 

From input 
buffer 

CONSTANTS 

CtF.L.P) 
II 

I 

M<£ M I M 2 

a 

H 
M3 M5 

| * - B | « | 

1MJ 
A 

J T 

-A 

i_L 

-TT 

M 6 

I 1 

8 x 3 2 w ram 
working cells 
with add. loop 
control logic 

3 state bus 

U 

US [BT] [iV] [jV] [|V| | l t ] [B6] [¥7 

1 / p = f + ( Z p - Z F / Z L - Z F ) x ( * - f l 

Straight line 

6 arithmetic 
comparators 

8 registers for 
predicted values 

To output 

result buf fer a n T n m e T , c s CENTRAL UNIT 

Fig. 9 Block diagram of l i ne - f ind ing processor used in experiment NA3 r from Mur6-) 

IOH 

8 'Û 3 

10 

I0 ( 

~l 1 1 r-

h 
All events 

On line sampled 
high mass events 

Pi ud 
-J 1 U _1 I !_ A 

10 

M p.? (GeV/c2) 

Fig. 10 Mass spectrum with and without filter using hardware processor 
and mass calculation in PDP 11/45 [from Mur 6)] 

iii) The third example of high-mass dimuon selection is experiment E400 at FNAL. Drift-

chamber data are used, which are read via a fast digitizing system into a specialized micro

programmed processor 8 ' . Two x-planes and two y-planes are used and the mass is expressed 

directly in the measured coordinates: 

K 2[(AiAx 2 - B!Axi)
2 + (A 2Ay 2 - B 2 A y i )

2 ] 

(A 3y 2 - Bay!) (A 3y 2 - B 3y,) 
(7) 
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The transverse momentum is calculated by a similar formula. Both formulae can be calculated 
in an 18-step algorithm. Fourteen of the 18 steps turn out to be of the form ax ± by •+ c. 
The processor has therefore been optimized for very fast execution of this operation. Four 
data memories allow simultaneous access to the four operands, two multipliers operate simul
taneously to produce ax and by and an ALU performs the addition or subtraction. The result c 
can be returned to the data memories. The processor is microprogrammable and not restricted 
to the execution of this 18-step program. For instance, three index registers have been 
added to make the device more generally applicable. 

The processor has been implemented in ECL technology and only 200 ns are needed to ob
tain ax ± by. In addition, the instruction fetch and the instruction execution are pipelined, 
such that a result becomes available every 100 ns. The 18-step calculation is thus performed 
in 2.1 ys for a single set of input data. 

The diagram in Fig. 11 shows a general way of integrating such a processor into the 
data-acquisition system. The primary trigger sets off the processor and the fast read-out 
of a subset of the data. The processor provides either a reset signal, or, for a selected 
event, an interrupt to the data-acquisition computer, which then proceeds to the full record
ing of the event. 

iv) The last example is again one of a multilevel selection; it concerns experiment NA10 
at the SPS 9 > 1 0 ) . The experiment uses a toroidal magnet and the scintillator hodoscopes are 
adapted to this: as a particle trajectory remains entirely in a plane containing the beam 
axis, ring counters centred on the beam would be indicated. For practical reasons, four 

R 
BEAM-» m n n a 

T |—| PO P, [J ' 
i—i p? • P2 P3 

STEEL D1 STEEL STEEL D2 

H=h 

O1 

D R I F T 
D I G I T I Z E R S 

F A S T 

L O G I C 

M 7 
P R O C E S S O R 

e .SHOWER COUNTER 
PO-PVMULTIWIRE PROPORTIONAL CHAMBERS 

N1-M2.BENDING MAGNETS 
T -TARGET 

C1-C2 : MULT1CELL C* COUNTER 
H :HA0R0N CALORIMETER 

M :MU0N DETECTOR 
D1-D2; MUON DRIFT CHAMBERS 

D A T A 
COLLECTION 
M O D U L E S 

C A M AC 

I N T E R F A C E 

HOST 

P R O C E S S O R 
3 

Fig. 11 Diagram of the equipment for second-level event selection in experiment E400 at 
FNAL £from Droege et al. 8)^. Note how the processor is integrated with the data-acquisition 
system. 



- 293 -

Toroidal 
magnet 

R3 R4 

Fig. 12 Schematic diagram of the set-up of experiment NA10, using a toroidal 
magnetic field and hexagonal hodoscopes Lfrom Degre 9'j. 

hexagonal hodoscopes are used; each consisting of 6 sectors with 32 counters each (Fig. 12). 
The experiment receives a very high intensity beam and the counting rate for an individual 
counter may be as high as 10 6-10 7 s _ 1 . 

The first-level trigger therefore must have a very short dead-time and nevertheless be 
sufficiently selective. It is based on selecting the mass, approximated by 

M = p T 1 + p T 2 . 

A twofold coincidence between one counter in Ri and one in R2 defines the angle of a track. 
For each angle one out of 32 coincidence matrices is enabled, receiving inputs from R3 and 
R.,. The output of the coincidence matrix is an encoded value of p„, to be used later in the 
second-level selection. For the first-level decision p T is subdivided into four intervals, 
A, B, C, and D. The logic is replicated for each of the six sectors. The four-interval p T's 
from two sectors are combined and a trigger signal generated according to Fig. 13, when 
M > 4 GeV/c2. The decision time t n = 140 ns. 

\ 

AD BD C + D 

AC BC 

C + D 

A + B 

prescaled 

BC BD A + B 

prescaled AC AD 

A B C D p t 2 

«̂2GeV/c 

Fig. 13 Approximation of Myy > 4 GeV/c 2, 
in the first-level trigger of NA10. A, B, 
C and D correspond to intervals in trans
verse momentum f_from Degré 9)]. 

Target 

PCI Rl R2 PC4 



294 

Strobe RMH 

\a 
SYST 
CR. 

J 
N10/50 

Fig. 14 Diagram of event-selection apparatus for NA10 [from Degré9)J. Four GESPROs and 
four event buffers are used. 

The second-level selection uses 4 microprogrammable processors, GESPROs 1 1 _ 1 3 J . Each 
GESPRO works on data contained in its own multiport memory. The four buffer memories (see 
Fig. 14) are filled with chamber data in a round-robin fashion by a fast read-out system 
RMH luK The RMH system performs a read-out in = 100 us. One mass calculation in GESPRO 
takes ~ 20 us. If every sector has a hit, a total of 15 mass-calculations must be made and 
the total time may be as long as 300 us. Therefore a buffer memory may be occupied during 
400 us for an event and four buffers and GESPROs are needed if we do not want to introduce 
more dead-time than determined by the speed of the RMH. The CAMAC read-out uses a third port 
on each of the buffer memories and thus has access to the data of selected events. Via a 
separate path the GESPROs receive the values of p T determined by the hodoscopes and the first-
level trigger. This allows an early abort of the uninteresting events. 

What conclusions can we draw from these four examples? Concerning the techniques, we 
may notice that sometimes a special layout of the experimental apparatus is used, aiming at 
a simplification of the selections e.g. special patterns on the cathode of chambers, or a 
toroidal magnetic field combined with hexagonal geometry of the detectors. 

In addition to the classical NIM logic, the first-level triggers use coincidence ma
trices, look-up tables and, sometimes, simple arithmetic. Scintillator data or other low-
resolution data are used and often simplifying assumptions are made, e.g. on the number of 
particles or on their spatial distribution. It should also be clear from the examples that 
a fast first-level trigger needs a large amount of modules and a large amount of wires. The 
use of look-up tables has clearly been a very important step forward allowing a reduction of 
the amount of logic. In practice, this technique is not so much used to reduce the amount of 
logic for a well-established trigger system, but rather to build much more sophisticated 



- 295 -

selection mechanisms, using the same volume of electronics as required before. The interested 
reader will find several more examples in the digest of a meeting on trigger logic which was 
held at CERN l s \ 

In the second-level decision process we see that arithmetic processors are used: some
times hardwired, but more often microprogrammable. They use generally a subset of the data, 
at the full precision available, and their algorithms make no or few simplifying assumptions. 
For effective operation they require in most cases a fast, separate read-out. An aspect 
which has not been explicitly shown in the examples is that powerful test facilities are 
essential to overcome any doubt that may arise concerning the correct operation of these 
devices. The strict minimum needed is the possibility of being loaded with programs and 
data for which the results are known. Checking of these results improves confidence, but is 
not an absolute proof of correct operation under all circumstances. 

4. DEVICES FOR EVENT SELECTION 

Now that most of the types of devices used in event selection have been introduced in 
the examples, we should have a closer look at some of them. We will follow a rising slope 
of user programmability. 

4.1 Look-up tables 

The majority of the look-up tables in use in high-energy experiments are implemented 
as random access memories (RAMs), although some examples of programmable read-only memories 
(PROMs) or field-programmable logic array (FPLAs) can be found, notably in some PETRA exper
iments. A RAM has the obvious advantage of being conveniently loadable, which allows rapid 
change of selection criteria, without the need to remove circuits. 

It is important to note that look-up tables are used for two different purposes: 

- Logic decisions: In this case a bit pattern which must be recognized as valid or in
valid is used as the address of the memory. The addressed memory cell needs to contain 
not more than a single bit to indicate the answer. 

- Arithmetic: In this case the address is formed by a single operand to evaluate the 
value of a function or by a concatenation of two or more operands to evaluate the result 
of a — possibly complex — arithmetic operation. 

Obviously the availability of cheap memory chips of considerable capacity has stimulated 
the application of this technique. Since each bit added to the input pattern increases the 
memory size by a factor of two, the use of look-up tables is limited in practice to inputs 
of not more than 15 or so bits. In some cases techniques exist to reduce the memory size 
required, but always at the expense of speed. For instance, an 8-bit by 8-bit multiplier 
would require a 64K memory of 16-bit words: a total of 2 2 0 bits. Splitting the operands 
into two groups of 4 bits each and using cross-multiplication, we only need 4 memories of 
8-bit addressing capability (256 words) and 8 bits wide: a total of 2 1 3 bits. We need, 
however, additional adders and more time to add the partial results together. If we can 
allow the system to be still four times slower we can limit the equipment to a single memory 
to look up the four partial products in successive time slots. It is important to note that 
this technique can be applied to all linear problems1). 
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Fig. 15 Example of the use of MBNIM modules. From the 16-bit pattern in chamber Hi the 
pattern in chamber H 2 is predicted and compared with the true pattern of bits (from Ref. 18). 

Fig. 16 Another example of the use of MBNIM. The momentum of a particle is estimated 
from bits in three planes (from Ref. 18). 
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For logic decisions two techniques to reduce memory size are known: 

- hash coding 1 6), and 

- successive indirect addressing1). 

A rapid survey of the recent uses of look-up tables 1 5) reveals that in most cases ad hoc 
solutions have been adopted. Only two modular approaches have emerged so far. 

The first is the MBNIM system, which uses direct ECL inputs to the modules, from a 
16-bit data bus, which runs along the front panels 1 7). A number of modules exist 1 8), the 
most important ones being: 

- a 16-bit ALU allowing arithmetic and logic operations (e.g. a bit-by-bit AND), 

- a IK x 16-bit random access high-speed memory (so called RAHM) for use as look-up table, 

- the so-called bit-assigner, which converts a 16-bit pattern into another one. The bit-
assigner is useful to predict, for instance, from a pattern of hits in one chamber, the 
expected pattern of hits in another chamber. This is illustrated in Fig. 15. Figure 16 
shows a more complicated example, where the momentum of a particle is calculated using 
standard modules. Complete triggers for experiments have been constructed using the 
MBNIM system 1 9» 2 0). 

The second modular system has been developped at FNAL 2 l '. The system is very complex 
and ambitious. A total of 18 modules have been designed; the most important ones are: 

- memory look-up (MLU); this module can be changed from a 12-bit address, 16-bit output 
configuration to one with a 16-bit address, 1-bit output via a set of intermediate pos
sibilities; 

- a stack module; 

- a do-loop indexer; 

- a track finder; 

- a vertex parameter module. 

The system is intended for building complex triggers, containing complete hardwired 
processors. Owing to the complexity of the modules, it would take us too long to describe 
in more detail how the modules can be put together to implement complete hardwired processors. 
The reader is referred to the original publication 2 1). 

4.2 Hardwired processors 

Barsotti's system provides a transition from the look-up table to the hardwired proces
sor. Several hardwired processors have been used in a number of experiments. MORPION was 
already mentioned; other examples are the track-finding processor of the Mark II detector 
at SLAC 2 2) and the processors used in WA7 7) and WA18 1 > 2 3 ) at CERN. A review has been 
presented by Turala 2). Hardwired processors are superior to look-up tables when more complex 
situations must be dealt with. Particularly in the case where several possible combinations 
of input data must be examined, with the need of looping over arrays of data, these proces
sors are much more powerful than the simple look-up table. Their speed is, however, lower 
than for the look-up technique and the user cannot exert a great influence on their behaviour. 
They execute one particular algorithm, and since the time to implement a processor is of the 
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order of several months, this algorithm must either be known in all details well before the 
experiment starts or else the experiment must take data for a year or so before the processor 
can be integrated. Both situations do not help to gain the confidence of the physicist in 
such a "black box", whose operation he cannot control in detail. 

Although a hardwired solution to an algorithmic process is in general faster than a 
programmable implementation, it is therefore not astonishing that the latter are in most 
cases preferred. Nevertheless, a rather modular approach has been proposed rather recently21*). 

4.3 Microprogrammable processors 

Similar to the way in which the use of look-up tables has been spurred by the abundance 
of cheap memory chips, the development of microprogrammable processors received its impetus 
from the availability of bit-slices. The bit-slice integrated circuits were introduced by 
semiconductor manufacturers in an attempt to overcome the speed limitations of NOS micro
processors. The technologies (TTL, ECL) required to attain higher speeds do not allow inte
gration at densities as high as MOS circuits. The semiconductor manufacturers were thus 
obliged to use multiple chips to implement fast microprocessors. Two ways were used to re
duce the number of transistors per chip. Firstly, the data flow path was kept separate from 
the control of the processor, leading to two different types of integrated circuits. Secondly, 
a further reduction of the number of transistors per chip was obtained by implementing these 
two separate parts in the form of vertical "bit-slices" of, for instance, 4 bits width. 
Connecting several bit-slices in parallel would then lead to a processor of 16, 24, or even 
32 bits. The bit-slices were sold, inappropriately, as "bipolar microprocessors". The price 
to be paid for the increased speed was the necessity of microprogramming. More details on 
bit-slices, how they can be combined into a complete processor, how they can be microprogram
med, and the tools available for program development, can be found in the lectures by 
van Dam 2 5) and Halatsis 2 6). 

Naturally, physicists were attracted by the bit-slices as their speed promised to be 
more satisfactory than for the single-chip, fixed-instruction-set microprocessors. Several 
microprogrammable processors were thus developed using different types of bit-slices. Note, 
however, that the two oldest ones (ESOP and M7), did not yet use bit-slices, but normal 
medium-scale integrated circuits instead8'27-'. 

The microprogrammable processors developed for high- and medium-energy physics applica
tions known to the author are summarized in Table 2. In this table are grouped together 
those processors having their proper structure without regard to an existing machine or 
instruction set. (Another group of microprogrammed processors, which imitate or "emulate" 
existing machines will be treated later). As a result, these processors must be programmed 
at the microcode level, with — to the author's knowledge — only one exception at present: 
GESPRO. 

Inspection of Table 2 reveals some interesting points: 

- The microcycle time varies by a factor of two between the extremes : the processors 
built in ECL have a cycle time at best 0.6-0.7 of the cycle of the TTL processors. 

- Nearly all of the processors are related to CAMAC, either because they are implemented as 
a CAMAC module, or because they have been designed to control a CAMAC crate or branch. 
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Table 2 
Microprogrammable processors 

Processor CAB ESOP GESPRO "Guzik" "Machen" MONIKA M7 SAR 

Institute Ecole Poly. 
Paris 

CERN 
Geneva 

CRN 
Strasbourg 

FNAL 
Batavia 

LASL 
Los Alamos 

DESY 
Hamburg 

FNAL 
Batavia 

CEN 
Saclay 

Reference 28 27 13 29 30 31 8 32 

Technology/slice 
Microcycle (ns) 
Micro-instruct ion 
(bits] 
Progr. mem. (words) 
Data word (bits) 
Max. data mem. (words) 
Arithmetic 

Special features 

Read-out systems for 
which interfaces exist 
Remarks 

2901 
150 

24 
4K 
16 
4K 
Fix. pt. mult. 
16-bit 
Shift 

CAMAC, GPIB 

FORTRAN? 
u77 was old 
version of CAB 

S-TTL 
125 

48 
IK 
16 
64K 
Fix. pt. mult. 
16-bit 
Shift 
Bit test 
Loose compare 
RMH, DTRC, 
ROMULUS, CAMAC 

3002 
150 

48 
2K 
24 
32K 

Search for 
maximum 

CAMAC 

2901 

24 
256 
16, 24 

CAMAC 

2901 
142 

40 
512 
16 
> 8K 

CAMAC 

Part of an 
ACC 

10800 
110 

72 
768 
12, 16 
- 4K 
Fix. pt. mult. 
8-bit (spec, un.) 
9 CAMs 
(40 x16 bit) 
Look-up tables 
CAMAC, TDCs 

Specialized 
processor 

ECL 
* 100 

64 
IK 
4 * 12 
IK 
Fix. pt. mult. 
12-bit (2 x) 
3 index 
registers 

DTDs 

Specialized 
processor 

2901 
200 

32 
32K 
32 
32K 
Fix. pt. mult. 
16-bit 
1 index 
register 

CAMAC 

FORTRAN? 
Resident moni
tor in 2K PROM 

- A number of the processors have been equipped with special interfaces to enable fast 
data acquisition. One may even wonder why this is not always the case. The answer 
is probably that in those cases where no direct interface to a fast read-out is fore
seen (e.g. GESPRO), rapid access to the data is expected to take place via a fast buffer 
memory. 

- Another interesting point is that several of these processors are equipped with special 
features: hardwired subunits designed to speed up the operations occurring often in the 
filter algorithms. 

- Finally, we note that the width of the micro-instruction word varies considerably. 

The last fact leads to a small aside on "vertical" and "horizontal" microprogramming 3 3 - 3 5). 
In a vertically microprogrammed machine the micro-instruction word is short and the subfields 
of the word are encoded. Since each field is encoded, only one elementary action can be spe
cified by it. This has the advantage that there is no danger of specifying conflicting ac
tions in the same instruction. The disadvantage of a vertical micro-instruction format is 
that the potential for parallelism the hardware may have cannot be fully exploited. In 
addition, and in order to reduce the width even further, the same field may be used to 
specify actions on different parts of the machine. Which part should be acted upon is then 
specified by one or more mode bits in the micro-instruction. Since this limits even further 
the possible parallelism, a single micro-instruction does not have great power, but program
ming resembles writing an assembly-language program. Programming is then relatively easy. 
This advantage — and some saving in hardware — has been obtained at the expense of speed: 
more micro-instructions — and thus cycles — must be performed to arrive at a tangible re
sult. An example of a vertical microprogram is shown in Table 3, which is a piece of a pro
gram for the CAMAC booster (CAB) 2 S ) . It leaves, in fact, the impression that such program
ming could be quickly understood and mastered. 
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Table 3 

Example of vertical microcode £CAB 2 8^] 

$ CYCLE COURT: ADD. RETOUR DE SAMPLING 

0400 053304 START TMA LOT 3 LOT POUR SAMPLING BEAM 
0401 006307 F3F = D 3 LOAD LOT DANS B3 
0402 007303 F3F = B3 + 1 3 POUR STATUS Y ET RANGE LOT+1 DANS B3 
0403 166017 NEXT G 3 3 RZN RZP AC 3 ADD. DE RETOUR FOR NEXT EVT 
0404 036314 F3F = A3 - 1 3 FOR SAMPLING 
0405 132033 JSN SAMPLE 3 GOTO CYCLE LONG 
0406 104071 JNC IDDLE 3 MORE CODAGE? EOB? 
0407 134002 COURT JSY NEXT - 1 3 IF STATUS Y ONE PLAN MISSING 
0410 040036 TPX 0 3 READ X2 A2 IN M O 
0411 040136 TPX 1 3 READ X3 
0412 126245 JSP WFX 3 TEST 0 FIL XF1 
0413 040236 TPX 02 3 READ XF1 
0414 040003 TXA 3 GET TETAX 
0415 001025 NFF = D - AO 3 AO BORNE INF 
0416 132253 JSN CTX 3 IF < O THEN LONG 
0417 011120 NF + Al - Q 3 Al = TETAMAX - TETAMIN 
0420 132253 JSN CTX 
0421 126257 JSP 1VFY 3 TEST O FIL YF1 
0422 040236 TPX 02 3 READ YF1 
0423 040036 TPX 00 3 READ Y2 
0424 040136 TPX 01 3 READ Y3 
0425 040003 TXA 3 GET TETAY 
0426 021025 NFF = D - A2 3 A2 = TETAMIN 
0427 132262 JSN CTY 
0430 011120 NF = Al - Q 3 Al = TETAMAX - TETAMIN 
0431 112003 JNN NEXT 3 IF TETA OK GOTO NEXT EVT 
0432 120262 J CTY 3 GOTO LONG IF CTY > EPSI 

3 FIN DU CYCLE COURT SAMPLING 

In a horizontally microprogrammed machine, on the contrary, many bits are used in the 
microword. Many fields are defined and none is used for more than one purpose: e.g. the 
control of the ALU has its own field, which is separate from the field which controls the 
origin of the operands, which in turn is separate from the field controlling the destination 
of the result. Sometimes an individual field may be encoded, but often this is not the case. 
Every bit has then its own, proper function. It is now easy to specify conflicting actions 
— which ought however to be detected by the micro-assembler '. — but one has gained full 
control over the whole potential of the machine. Micro-instructions can therefore be very 
powerful it the microprogrammer is capable of exploiting all this potential. Very effective 
and short programs can be written, the classical example being the single micro-instruction 
loop: the operation, the test on the result, the branch condition, and the branch address 
are specified in the same word, together with a bit to inhibit incrementing the microprogram 
address counter. The programmer must, however, have an intimate knowledge of the hardware. 
Good programming tools (micro-assembler and a simulator) are also very important. The lectures 
on software tools for microprocessors26) treat in more depth the microcoding of a true hori
zontal machine (MICE). Table 4 shows an example of microcode for MICE, taken from Joosten36J. 
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Table 4 

Example of horizontal microcode [(MICE) Ref. 36] 
ORG 1002Q "MICRO-CODED COMPARE LOOP" 
"compare the elements of an array with a constant, taking one micro-
cyle per element: 
R0 = base address of array 
Rl - compare argument 
R2 = two's complement of array length 
after execution R2 contains zero if a compare hit was found 
otherwise it is non-zero 
R0 points to the element that gave a hit 
the PDP11 condition codes are returned as at entry 
note that the repeated micro-instruction must be assembled at an 
address which is a multiple of four " 

LCR3 "save PS in CR3" 
RF(0,R)OB PNT3(OB,0)MAR ADR "R0 to MAR, ADR is dummy transfer" 
RF(2,RU)IB LATCH IB DECRCL.DIB "deer. RF2 for right repeat cnt" 
LIR(E) "load instruction register at the end of the cycle" 
READ LTR "load the pipeline Temporary register from memory" 
INC "increment micro-program address register CRO" 

1002:00000000 00000000 0110100001 10111000 00101 0011011000111000 0 10000 0000 0 010010 0000 
00 11110000 01100111111111111 000 1110 111011110001000000 0000000000 100000001100 
ZEROS IB SPS(SIB) "clear the PS" 
READ BDR "read element and load in DR" 
M0D3(MAR,2) MAR "inrement array pointer" 
RFC2,R)0B GOBNA RSR "load RF2 in CR1 and incr CRO" 

1003:00000000 00000000 0000010001 10111000 01010 01101111001110010 10000 0000 0 010010 
00 11110000 11101111111111111 011 0100 001011111111100010 0000000000 0100000001 
"this is the repeated micro-instruction, to scan the array for a hit" 
READ PBO "read new element load into DR while DR goes to O-bus" 
R F U . R H B LATCH IB SUBCA.LHB SPS(SAMN) "test an element" 
M0D3(MAR,2)MAR "increment array pointer" 
CONDITION(BEQ) EMBRMOD RPI L2 "modify, repeat or jump " 

0000 
00 

previous micro-instruction 
ZEROS OB RF(2,W) OB "clear R2" 
M0D3(MAR,-6) MAR AIB RF(0,W)IB "load pointer of hit element in R0" 
RPI L2 "CR1=7777,therefore jump" 

1005:00000000 00000000 0000010010 10111000 00001 00011111001111010 00000 0000 0 010010 0000 
00 11110000 11011001000001000 010 0100 010111110000000010 0000000000 100000001000 
"there was a hit and EMBRMOD brought us here; CRO has still the 
address of the repeated micro-instruction (1004 octal). 
we will load all ones in CR1 and increment CRO so that we will go 
to address 1005 where the RSR FF will be reset " 

C0NSTANT-C0NST13 GOBNA RSR "load ones in CR1 and increment CRO" 

1006:00000000 00000000 0000000011 10000000 00000 00001111001110000 00000 1101 0 010010 0000 
00 11110000 11101111111111111 011 0100 000011111111111111 0000000000 000000000100 

JMP $+0 "not used" 
1007:00000000 00000000 0000000011 10111000 00000 00001111001110000 00000 0000 0 010010 0000 

00 11110000 10010001000000111 010 0100 000011111111111111 0000000000 000000000000 
"we are going to leave the COMPARE micro-routine " 
L2: 
LA "load the A register of the pipline from IR" 
PNT3(PC,2)PC,MAR TRDNO "increment PC and MAR" 
SPSCSCR3) "restore the PDP11 condition codes" 
CONDITIONU) BRC FORK "fork to execute next PDP11 instruction" 

1010:00000000 00000000 0000000011 11111000 01011 00000110111110010 00000 0000 0 010010 0000 
11 11110001 10101111111111111 010 0100 000011111111111111 0000000000 010000000000 
JMP $+0 "not used" 

1011:00000000 00000000 0000000011 10111000 00000 00001111001110000 00000 0000 0 010010 0000 
00 11110000 10010001000001001 010 0100 000011111111111111 0000000000 000000000000 
"here we come if there was a hit at the last element " 
ZEROS OB RF(2,U) OB "clear R2" 
M0D3CMAR.-6) MAR AIB RF(0,W)IB "load pointer of hit element in R0" 
JMP L2 

1012:00000000 00000000 0000010010 10111000 00001 00011111001111010 00000 0000 0 010010 0000 
00 11110000 10010001000001000 010 0100 010111110000000010 0000000000 100000001000 

END; 
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An important conclusion must be drawn from this excursion into horizontal and vertical 

microprogramming: the execution time of a given algorithm on different machines is by no 

means proportional to the microcycle times! A more useful parameter seems to be the ratio 

of width of micro-instruction to cycle time. At least for the different members of the 

PDP-11 family this ratio is fairly proportional to the speed 3 6> 3 7J. 

From the programming point of view, GESPRO seems to be different from the other proces

sors in Table 2. For this machine an assembly language is defined. The cross assembler, 

which runs on a NORD-10 translates this language into microcode13> . GESPRO was in fact the 

first processor for high-energy physics built from bit-slices. It has been sucessfully used 

since 1977 in experiments and its projected use in NA10 has already been mentioned. 

4.3.1 ESOP in an experiment 

ESOP is at present used in three experiments at CERN: NA11, R807 and the European 

Hybrid Spectrometer (EUS). The processor itself will not be described here; the interested 

reader is referred to the reports by LingjaerdeZ7J and Jacobs 3 8J. Suffice it to say that 

the processor has three ALUs, one for operations on data, one for calculation of the next in

struction address, and one for data-address calculations. The 16-bit data memory is obviously 

separate from the 48-bit micro-instruction memory. A number of special processing units are 

available: a 16-bit by 16-bit multiplier, a fast shifter, a bit search unit, and a unit for 

making loose comparisons. The latter unit tests if |A - B| < e. A number of I/O modules 

have been developed, both for CAMAC and for fast or specialized read-out systems (RMH, DTRC, 

ROMULUS/REMUS). A multiport memory also exists. 

As an example of the use of ESOP in an experiment we will take NA11. This choice is 

made because it is probably the first experiment where a microprogrammable processor was 

used by phycisists who had not been involved in its development and who had no previous 

knowledge of the machine. The results have been published39> . 

The experiment NA11 studies charmed particles, produced by IT at 175 GeV/c: 

TT~ + Be->D + D + x 

i »-e + v + x 

' *-K + n-ïï . 

The event selection tries to detect a single electron or positron, in a set-up schema

tically indicated in Fig. 17. The trigger is based on a signal from the threshold Cerenkov 

Fig. 17 
Schematic of part of the layout of 
experiment NA11, indicating the detec
tors (MWPC and electron calorimeter) 
providing data for ESOP Lfrom Damerell 

Magnet MWPC Magnet et al.39-*] 

MWPC 
TPC 

e -

CAL 

e -

CAL 
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and an energy deposition of > 2.8 GeV in the calorimeter. Several types of background events 

can cause the trigger conditions to be satisfied: 

- a ÏÏ above 12 GeV/c (the Cerenkov threshold for a ,T) which deposits more than 2.8 GeV in 

the calorimeter; 

- a slow hadron, accompanied by a photon and a noise signal from the Cerenkov; 

- an electron pair, where one of the electrons escapes detection. 

Without further event selection 610 triggers are generated during a burst (corresponding to 

0.621, of the interactions in the target); only 23% of these triggers can be recorded on tape. 

To make a second-level event selection, a comparison is made between the momentum and 

the energy of the triggering particle. At a later stage also a search for electron pairs is 

foreseen. Two ESOPs are used: one for the momentum calculation and the other to determine 

the energy deposit and to make the final comparison. The set-up is shown in Fig. 18. Note 

the asymmetry: ESOP2 can control the CAMAC branch via the branch mixer, ESOP1 cannot. 

ES0P2 can thus access the memory of ES0P1, but not vice versa. ES0P1 is interfaced to the 

RMH read-out of the MWPC. 

MWPC 

MAIN CAMAC 
BRANCH 

CAMAC 
c r a t e 

CAMAC 
c rate 

ABC b r a n c h 
mixe r 

R T X - N D 1 0 

i n t e r f a c e 

s ta r t 1 veto pulses 

— — — D a t a w a y s 

ESOP con t ro l 

r=4 
E1 

I * 

S t a r t ESOP 2 

E2 

I * 

veto 

H a r d w a r e t r i gge r ^ 
H 

Fig. 18 Integration of ESOPs (El and E2) in the data-acquisition 
system of NA11 Lfrom Damerell et al. 3 9'J 



304 

RMH r e a d - o u t 
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over w r i t e 
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open g a t e s 
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c iear 
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ESOPS 
ga tes 
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Fig. 19 Diagram of simultaneous processing in three machines: ES0P1, 
ES0P2 and NORD-10. At different moments in time ESOP1 or ESOP2 may 
stop the data acquisition of the current event and cause a reset [from 
Lut Jens'*0)]. 

ES0P1 calculates the momentum from data from 4 planes of MWPCs and from hodoscopes. 
These data are provided at a rate of 200 ns/word. The time required for this calculation is 
typically 400 us. An event is vetoed when p > 12 GeV/c or when p T < 0.3 GeV/c. ES0P2 cal
culates the energy deposited from data input through the CAMAC branch: the cells hit in the 
calorimeter and the pulse amplitude for each cell. It also reads the momentum from the 
memory of ESOP1, when it is available, and makes the comparison |E - p| < c-E. Figure 19, 
from Lutjens1*0), depicts the sequence of events. Note that the NORD-10 starts immediately 
to read the event, but that this read-out can be interrupted at any moment when one of the 
ESOPs emits a veto signal. 

ES0P1 can veto an event for various reasons, other than the momentum criteria: no hit 
in front of the calorimeter, too many tracks, or ambiguous events. A fraction 0.42 of the 
processed triggers are accepted by ES0P1. Similarly, ESOP2 can veto on a number of condi
tions, besides the E versus p cut, such as hadron-like shower development, energy above 
19 GeV, etc. ES0P2 accepts 0.59 of the events. The two in collaboration thus accept 
0.42 x 0.59 = 0.25 of the processed triggers. In summary the results are: 

Without ESOPs : number triggers recorded/all triggers =0.23 
triggers per burst written on tape = 140 

With ESOPs : number of processed triggers/all triggers =0.53 
triggers per burst written on tape = 84 
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The sensitivity of the experiment has been increased by 0.53/0.23 =2.3 with 84/140 =0.6 less 
data to be analysed. 

It is interesting to see what experience has been gained with the use of these ESOPs in 
an experiment. It should be remarked in passing that this experiment is an illustration of 
the principles enumerated in Section 2: fast read-out of a subset of the data, early vetoing 
of an event, both reducing the dead-time. The dead-time reduction is further accentuated by 
adopting two ESOPs in a "multiprocessing" configuration. In spite of all these factors, the 
physicists remarked that an increase in the speed of ESOP would be useful. Another fact 
which became immediately apparent was that 256 micro-instructions (ESOP's original maximum 
capacity) was not enough. As a result ESOP was modified to accept IK of microprogram memory. 
The effort to write the microprograms has not been evaluated exactly, but it certainly is of 
the order of several man months. A few suggestions emerged from this experience, aimed at 
making programming easier and also execution faster. They concern improvements of the hard
ware, such as an increase in the number of internal registers and in the number of loop 
counters, and the implementation of a subroutine return stack to enable nesting of subrou
tines. Other suggestions concerned more the software tools (e.g. avoid or detect instruc
tion clashes) or the integration into the environment (improve the inter-processor commu
nication) . Most of these suggestions seem reasonable and designers of new equipment would 
be well advised to take notice of them. 

Of the two other experiments which make use of ESOP, R807 selects events with high 
transverse momentum from drift-chamber data with a decision time of = 150 us, whereas, in 
EHS, ESOP has the task, among others, to reduce the masses of data provided by ISIS, a de
tector designed to measure ionization by multiple sampling along the particle track 3 8). 

4.3.2 CAB in an experiment 

CAB is an improved version of u77. The device itself is briefly described in Barrelet 
et al.28-^ and further in a number of theses and reports1*1-1'3 J. The improvements made to 
y77 were in line with the remarks made above: the program and data memory capacities 
have been increased, the micro-instruction widened from 16 to 24 bits and the cycle time 
slightly shortened. A remarkable characteristic of CAB is its interface to the general-
purpose interface bus (GPIB, also known as the HP bus and as IEEE standard 488). This bus, 
widely used in laboratory instrumentation may reveal its importance also for high-energy 
physics as more and more desk-top calculators and computers are equipped with it. 

CAB has been used in an experiment at the PS (S157) "*''-' to measure the total cross-
section w p at 5-15 GeV/c with a high relative precision: 0.3°4 in a and 0.05% in p. 
To attain this precision, the momentum range must be divided into 2000 intervals and 10 5 

scattered pions per interval must be collected. Since only 2% of the incident pions are 
scattered 1 0 1 0 incident particles are to be studied. With classical means this would have 
meant 5-10 years of data taking, writing some 10,000 magnetic tapes, which would have re
quired several months of 7600 CPU time to analyse. 

Instead of following this tedious road, the experimenters took a very daring step: 
CAB was used to analyse the data in real time and to output only accumulated histograms. 
During data taking the role of the data-acquisition computer was limited to collecting these 
histograms, and to writing them to tape. In addition, a certain number of "pathological" 
events were recorded on tape for further checking. 
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WF2 

1 .62m 27cm 

Fig. 20 Layout of experiment S157 at CERN. CAB works on data from Wi, W 2, W 3, WFi and 
WF 2 [from Lelouch•"*)]. 

In the experiment (see Fig. 20), the target is preceded by a focalizing spectrometer 

and three wire chambers Wi, life, and W3. Two more wire chambers WFi and WF 2 are placed behind 

the target. Discrimination against muons is possible with the absorber and counters down

stream. CAB is for this experiment equipped with nine "peripheral processors" for the read

out of the wire chambers. These chambers are small with a limited number of wires (< 256 

in all cases). A hit in a wire plane is directly encoded using priority encoders and written 

by the "peripheral processor" to CAB's memory. One missing plane in the beam chambers is 

allowed, but is indicated with a status bit. This read-out of an event is performed simul

taneously with the processing of the previous event, in a pipeline fashion. The synchroniza

tion of the read-out and processing with the primary trigger requires some additional fast 

logic. Once the data acquisition is performed CAB starts its analysis tasks: sampling of 

the incident pion beam (to determine the incident momentum), treatment of the scatter candi

dates, accumulation of histograms, and finally transmission of histograms and pathological 

events to the minicomputer. In order to perform all these tasks, the processing is divided 

into three cycles: a short, a medium and a long cycle. The number of events migrating from 

one cycle to the next decreases progressively. 

In the short cycle, the incident beam is sampled: 1 trigger out of 12 (target full) or 

out of 20 (target empty) is transmitted to the medium cycle, after an additional check on the 

number of planes hit in the three beam chambers. For the other triggers the two projected 

scattering angles are calculated. 

(3) 3 = a 2x 2 + 013X3 + a £ x£j 

and similarly for 9 . If [6 | or |ô | is less than a cut-off, processing is stopped and one 

proceeds to the next event. If not, one goes to the medium cycle. The short cycle consists 

of 22 instructions only (see Table 3) and is executed in 3.6 us. Twenty-three per cent of 

the events are rejected already after 1 us. 

In the medium cycle high multiplicities are rejected and then p is calculated for the 

events retained: 

dp aiXi + a 2x 2 + a 3x 3 + a 0 (9) 

In addition, a phase-space constraint is determined 

dx = x 3 - a(dp)x2 - b(dp) (10) 
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and a check is made to see if the scattered particle is not a muon. The medium cycle takes 
9 - 14 us. 

In the long cycle it is ascertained that the event represents a scattered pion, or if 
multiple hits exist a new combination is tried. Uncertain or particularly complex events 
are sent to the minicomputer. The accepted events are entered into histograms which will 
serve to determine da/dt and a (dp/p). The long cycle needs 45 ps. 

A tight dialogue is maintained with the minicomputer, for the transfer of strange events 
and, once every 30-50 bursts, for the transfer of the histograms. The minicomputer has also 
other, very important, tasks. The most significant are the calibration runs, serving to 
determine the constants used in the analysis by CAB and the display of the results. Also 
the deviations of a number of parameters from their average are constantly logged. This 
constitutes an efficient and rapid check on the experiment. 

The mean time spent per event is finally 6 us, so that in theory 1.7 * 10 5 events/s 
could be handled. The measured rate was 1.53 * 10 5 events/s. The off-line analysis is 
obviously greatly reduced and consists of a number of consistency checks on the data, on 
a further accumulation and saving of the histograms and on checks of the pathological events 
to ensure that they have the expected characteristics. The off-line analysis time is there
fore reduced to 10 s of 7600 CPU for the processing of histograms and strange events result
ing from 10 8 events handled by CAB. Without the real-time analysis, 50 magnetic tapes and 
20 h of 7600 CPU time would have been needed. 

In conclusion, the step taken to analyse in real-time was very daring, but successful. 
In order to be successful careful preparation, perfect calibration, and continuous monitor
ing are required. The immense benefit is immediate feedback, covering all experimental 
conditions. 

4.3.3 MONIKA in a PETRA experiment 

MONIKA31-1 was developed for the TASSO detector at PETRA, to recognize curved tracks in 
a cylindrical geometry. These tracks emerge from the beam line, which is the axis of the 
cylinder, and are curved by a solenoidal magnetic field. Figure 21a shows that the equation 
of a circle, tangential to the vertical axis, can be written in polar coordinates as: 

2R cos 2R sin (11) 

a) 

02 
01 

Fig. 21 Curved tracks in a soleno'idal magnetic field, 
looking down the beam axis, a) A circle tangential to 
the vertical axis, expressed in polar coordinates, b) A 
track leaving at an arbitrary angle. 
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where p and ty are the polar coordinates and R is the radius of the circle. Normally a track 
starts with an initial angle $ and then crosses a number of cylindrical drift chambers, which 
determine p and <j) for several points along the track. From Fig. 21b, it follows, considering 
the crossings at two successive chambers, that 

Pi = 2R sin 4>i 
and 

P2 = 2R sin(<J>i + a ) , w i t h a = <j>2 - <h . 

This can be solved for <t>i and R: 

(12) ii = arccot -2 cot a Pi sin a 

R = T — ^ V • (13) 
2 s i n <)>i v ' 

We are faced with the necessity to evaluate complex formulae, containing trigonometric func
tions. Obviously this evaluation has to be done within a tight time constraint"5). As the 
read-out is 4-10 ms per event, MONIKA, in order to be effective, must reject an event well 
before. The decision time should be of the order of 1 ms, and since the events have a high 
multiplicity the allowed time per track is * 100 us. For a single track the calculation of 
(12) and (13) must be repeated 8 times in order to follow the track through 9 successive 
chamber planes. 

MONIKA is naturally implemented in ECL, but this alone is not enough to achieve the 
required speed. The processor therefore makes extensive use of (i) look-up tables for eva
luating trigonometric and other functions and (ii) content addressable memories (CAMs) to 
save time in picking out the next coordinate with which the track following should be 
pursued. 

In the experiment MONIKA reads 150 words from time-to-digital converters (TDCs) and con
verts the data into p and (j> (from the number of the drift wire) and A<|> (from the drift time). 
Some corrections are applied, before <j> ± A<j> (left-right ambiguity!) are loaded into the CAMs. 
The track-following program, consisting of " 200 micro-instructions can then start. Prelimi
nary results'*5) indicate that 

*M0NIKA = ^TRUE ± 5 m r a d 

'S*-»MTT/A *̂ rr>iTr: — l->6 

and 

0NIKA " "TRUE 

Eighty per cent of the tracks found are correct. 

4.4 Emulators 

In contrast to the microprogrammable processors discussed so far, which have their own 
very low level instruction set, an emulator executes higher level code written for another 
machine. The hardware structure may be totally different from the emulated machine and the 
performance also, but from the software point of view there should be no difference if the 
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program is run on machine x or on its emulator. Emulation is made possible by microprogram
ming. It was thus possible for IBM to emulate the 1800 on the 360 series, which is micro
programmed, and thus ease conversion problems. In fact, all machines of the 370 series are 
emulators of a standard architecture, but implemented with widely varying hardware struc
tures and performance. The same is true for the members of the PDP-11 family. 

It is difficult to gather precise information on the difficulties and the effort to 
write microcode, but the consensus of opinion is that they are considerable. For an emulator 
a limited amount of microcode has to be written only once: the microprogram which interprets 
the machine code of the emulated processor and performs the appropriate operations on the 
hardware, so that an identical result is obtained as on the emulated machine. Once an ex
pert has completed this task, any program can be transferred between the two machines, in
cluding — in principle — operating system routines or compilers and assemblers. The latter 
requires that the emulation is perfect and that the capacity of the emulator — in memory 
and peripheral devices — is sufficient. It is, however, not always necessary to build a 
large and expensive emulator so that it may match its large brother in all respects. The 
interest in small emulators stems from the consideration that one does not need all those 
disks and compilers. They exist already on the target machine and can be used there! Pro
grams can be developed on a large configuration of the emulated processor and machine code 
produced which is then transferred to the emulator. The advantages of using a small emulator 
are thus several, besides being comparatively cheap: 

- The learning effort for the user is minimal, as he is dealing with a machine already 
known to him, or at least with a good complement of documentation. 

- Standard high-level languages can be used: FORTRAN, PASCAL, PL11 or any other language 
for which a compiler exists on the target machine. 

- Good software development tools exist already on the emulated machine : editors, assem
blers, compilers, linking loaders, spy and trace packages, task builders, etc.; these, 
together with file-handling systems, fast printers, and terminals, make the development 
of application software a real pleasure. 

- Results on the emulator can be verified by comparing with the target; user confidence 
is thus greatly improved. 

There is, of course, a price to be paid: emulators are usually slower than their parent 
machine. To attain the full speed of the parent the hardware must be extended and then also 
its price approaches that of the target processor. 

When designing an emulator, one may be tempted to take some liberties and to deviate 
from the target architecture on other points than speed. Simplicity of design or the intro
duction of new, special features may motivate such deviations. The risk is great that they 
would become a permanent source of irritation to the user unless some conditions are satis
fied. The results of the execution of an instruction on the parent machine and on the emula
tor must be strictly identical. Rounding of arithmetic operations, conditional branches, 
and the setting of condition codes are particularly sensitive areas. One may omit from the 
emulation a (small) subset of instructions, if they are not used in normal application pro
grams; for instance, privileged instructions which can only be used by operating systems. 
At most one may go one step further and omit a few instructions which may be used in an 
application program, provided that their use is rare, easily detected, and easily avoided. 
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Table 5 
Emulators 

Processor DPNC 811 GA 103 MICE PUMA 168/E 

Institute DPN 
Geneva 

LAL 
Orsay 

CERN 
Geneva 

COURANT, NYU 
New York 

sue 
Stanford 

References 47 48 49, 50 51 52, 53 

Emulated machine 
Technology/slice 
Microcycle (ns) 
Micro-instruction (bits) 
Microprogr. mem. (words) 

Max. target mem. (words) 
Arithmetic 

Interfaces 

Speed relative to target 
Relative speed (KUNZ) * 6) 
Remarks 

PDP 11 
6701 + 3001 
? 

? 

28K 

? 
? 
Imperfect 
emulator 

PDP 11 
2903 
130 
80 
IK PROM 
256 RAM 
64K 

? 
? 
PLA decode, 
user microprog., 
interprets 
PASCAL P-code? 

PDP 11 
10800 
105 
128 
IK RAM 

28K 
Fix. Dt. mult. 
16 bit 
RMH, ROMULUS, 
CAMAC, Unibus 
3 x PDP 11/70 
1.3-1.6 
Emulates fix. 
pt. instr. only, 
user micro-
programmable, 
special units 

CDC 6600 
ECL 
250(RAM) **1 

85 
IK 

? 
18/60 bit int. 
60 bit fl. pt. 
to PDP 11 

0.2-0.4 
0.3-0.5 

IBM 370/168 
2901 
150 
24 
mx 4K *) 

mx 4K *) 
16/32 bit int. 
32/48 bit fl. pt. 
to PDP 11 
to mass mem. 
0.3-0.5 
1 
Target code is 
pre-translated 
into microcode 

*) Max. 92 Kbytes equiv. 
**) 50 ns(?) when fast ROMs are used. 

Given the advantages of emulation, it is not surprising that a number of emulators have 
been designed for use in high-energy physics. Table 5 summarizes the characteristics of 
those known to the author. One sees that the emulators can be divided into two categories: 

- The "number crunchers", cheap substitutes for a large main-frame computer (168/E, PUMA) 
and intended for data analysis. 

- "On-line" processors, intended to enhance the capability of real-time event selection 
in an experiment (DPNC 811, MICE). 

4.4.1 Example of a powerful emulator: 168/E 

The 168/E 5 2- 5"*) was designed for off-line data analysis and it was therefore realized 
that floating-point arithmetic was essential. It is not a true emulator of the IBM 370/168 
in the sense computer scientists attach to the concept. The processor cannot be loaded with 
370 machine code; it would not know what to do with it. Instead, the 370 machine code is 
translated by a special program running on the IBM 370/168 into microcode for the 168/E. 
It is this microcode which, after being linked with library routines (Fig. 22) is loaded 
and executed in the 168/E. The data and the microcode are stored in separate memories. 
The translation program has therefore a little more to do than simply replace each instruc
tion by a short sequence of micro-instructions: the memory layout must be re-arranged as 
well. As each machine instruction produces two or three micro-instructions, a program occu
pies more space in the 168/E than in the 370/168. It must be executed from fast memory, 
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Fig. 22 
Translation process from IBM object code 
into an absolute microcode load for the 
168/E [from Kunz" 6>] 

lest the speed of the 168/E be seriously degraded. As fast memory is expensive, it is un
avoidable to divide a large analysis program into several overlays, both for the program 
itself and for the data. 

In the translator program for the 168/E all the 370 instructions used by the FORTRAN 
compiler are implemented. The processor can thus perform 16- and 32-bit integer arithmetic, 
and all the branching and memory addressing normally used. With its 150 ns cycle, it is 
1.3-1.8 times slower than the 168. In addition, 32- and 48-bit floating-point arithmetic 
has been implemented. The 48-bit format is a cheap replacement of the 64-bit format which 
is implemented on the 370/168. Great care has been devoted to obtaining identical results 
within the precision imposed by the 48-bit format. The cycle for floating-point operations 
is 100-200 ns and typical execution times are: 

ADD, SUB: 550 ns, CMP: 150 ns, MUL: 2-4 us, DIV: 4-6 us. 

These times do not include the time for address calculations. For large FORTRAN pro
grams, the over-all speed of the 168/E is approximately V2 the speed of the 370/168. 

A single memory board contains 16 Kbytes of data and 4K of micro-instruction words, 
which corresponds roughly to 500 lines of FORTRAN. 

A number of 168/Es are at present being used at SLAC, where a large backlog of tapes 
from the LASS detector has been accumulated. These tapes contain 50 x 10 6 events; each 
event takes 0.5 s to analyse on a 370/168. The production program for this analysis consists 
of = 20000 lines of FORTRAN, or 100 Kbytes on the 370/168. This program has had to be split 
up into overlays. This has turned out to be rather easy for the program itself, with some 
duplication of routines. The time to overlay is < 10'0 of the execution time. To devise an 
overlay scheme for the data has turned out to be more complicated and software tools have 
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OVERLAY NUMBER 
4 3 6 

80K 

Y////////J////SS//S////////S//////////////////////////^^^^ 

WIOTMS 

Fig. 23 
program 

Data overlay scheme on the 168/E for the LASS off-line analysis 
[from Kunz 5"}] 

been needed to help in this task. The result is shown in Fig. 23. Nine overlays are needed 
to contain everything on 5 memory boards. Without overlays = 250 Kbytes would have been 
needed. By the early summer of 1980, the results for one processor, in production since 
January were the followingit6^ : In 10 weeks, 10 6 events had been analysed, which is the 
equivalent of 220 h of CPU time on the 370/168. For various reasons the 168/E was running 
at only 1/3.5 times the speed of the 370/168 during this period. A comparison of the results 
on both machines, target and emulator, was done for a sample of 18,000 events, with 4.5 tracks/ 
event on an average. It was found that 3 tracks were different in one coordinate. Further, 
the confidence levels for the track fitting never differed by more than 10_1* and the track 
parameters never by more than 10" 5 (relative). 

It is expected that by the end of 1980 six 168/Es will be operating at SLAC in the 
configuration shown in Fig. 24. The IBM 370/168 is used to read the tapes, whereas the 
processing and the overlaying is under control of the PDP-11/04. The 168/Es are connected 
to two buses, one for data, the other for program. The overlays are contained in the two 
Mostek memories, to which the buses are connected via the "Bermuda triangles", which are 
three-sided interfaces, the third side being the PDP-11 Unibus. 

It is not surprising that the 168/E has raised great interest among high-energy physi
cists. Projects are being undertaken at CERN, DESY, Saclay, and other places, to implement 
168/Es and to use them for off-line analysis in a similar way as at SLAC, or even on-line. 
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IBM 
3 7 0 / 1 6 8 

IBM 
Channel 

IBM 
Channel 

IBM 
2 8 6 0 

Channel 

DEC 
POP 11/04 
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40KB RAM 

SLAC 
Control 
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Interrupt 

Interface 
Dota 1 Prog" 
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Interface 
Data | Prog" 

168/E 

SLAC 
Bermuda^ 

• Disks 

» Tapes 

"SLAC 

Mostek 
Memory 

I 2 8 K X 2 4 

Fig. 24 
Block diagram of the set-up at SLAC for a multi-
168/E system [from Kunz1*6)] 

The latter is not straightforward, as the 168/E has no I/O capability. Its memory must be 
filled from the outside and then the processor started. 

4.4.2 An example of an emulator for on-line use: MICE 

MICE 1* 9» 5 0) emulates the PDP-11. It is not the first to do so: DPNC 811 * 7) was used 
already a number of years ago in an experiment at CERN, as briefly described in Ref. 1. 
MICE was specifically designed for on-line, real-time use, and emphasis was therefore put on: 
speed, interfacing facilities and, naturally, ease of programming. On the other hand, it 
was considered that fast algorithms for event selection satisfy certain conditions and that 
therefore it was unnecessary to implement features such as floating-point arithmetic or 
memory management. 

MICE has been implemented using the MECL 10800 family and to improve speed it uses a 
very horizontal microcode and an efficient pipeline scheme at the micro- and at the target-
instruction level. The target pipeline scheme attempts to use every available cycle of the 
target memory (the memory containing PDP-11 code and data, mixed). Normally four things are 
happening simultaneously (see Fig. 25): execution of target instruction j; decoding of 
instruction j + 1 and fetching of the corresponding micro-instruction; fetching of target 
instruction j + 2; and preparation of the fetch address for instruction j + 3. The result 
is that PDP-11 code is executed on MICE three times faster than on a PDP-11/70 when the latter 
finds all instructions already in its cache memory. 
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TIME SLOTS 
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F i FETCH INSTR.i 

P i PREPARE FETCH (PC + 2 - PC) FOR INSTR.i 

W, WRITE RESULT OF INSTR.i BACK INTO MEMORY. 

Fig. 25 I n s t r u c t i o n p ipe l ine scheme for MICE [from Ha la t s i s e t a l . 1 * 9 ) ] 

MICE supports a number of interfaces to read-out systems, which a l l use DMA. Special 

hardwired functional units can also be attached to the processor buses (see Fig. 26). These 

units can be of the arithmetic type (fast multiplier , floating-point) or of the algorithmic 

type (track-finding, for instance). A CAMAC interface is used to control MICE and for load

ing of both target memory and writeable control store (WCS). All internal registers can be 

accessed via this interface. This is very important for debugging. A Unibus adapter is 

provided so that a — somewhat simplified — Unibus is available to attach simple per i 

pherals. This Unibus can, for instance, be used to drive a CCll CAMAC interface and a CAMAC 

crate . 

PROCESSOR BUS (ECL) (TTL) 
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Fig. 26 Block diagram showing the different units composing MICE. 
WCS = writeable control store, TM = target memory, DAC = data acquisition 

computer [from Halatsis et al. 1* 9)]-
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MICE has been programmed in assembly, PL11, and FORTRAN. It has two features, not exist
ing on the PDP-11, which make it particularly adapted to fast processing: 

- The "repeat" instruction, RPT n, causes the instruction following it to be executed n 
times, using a hardware counter. This instruction can be used to speed up — by a fac
tor of ~ 2 — the execution of short loops, or to vectorize code. 

- The "jump to microcode" instruction allows to intermix direct execution of microcode 
with a normal program. This feature is important as it makes it possible to speed up 
critical parts of a program. When it turns out that a program spends 90°a or more of 
its execution time in 10°s or less of the code, these time-critical parts can be micro-
coded. An over-all speed-up between two and four times may result, with a relatively 
small effort in writing the microcode. 

It is at present too early to draw definite conclusions from these design choices of 
MICE; this would be better done when the processor has been used in a few experiments. 

5. A TOTALLY DIFFERENT PHILOSOPHY 

So far we have considered event selection and devices particularly adapted to this task. 
Event selection is, however, considered dangerous by a number of physicists. Rejected events 
are in fact irrecoverable. For exploratory experiments this is obviously unacceptable. 

Another philosophy, particularly valid when one does not know beforehand what sort of 
phenomena one is going to encounter, consists of recording as many events as possible, using 
a minimal trigger. One then records a wide variety of events, with a minimum bias. During 
a preliminary off-line selection process, events of different types can then be distributed 
over a number of tapes which can be taken by participating physicists to their home institutes 
for analysis. Such a mode of operation is of interest when there are few experiments instal
led — as at the CERN pp collider for instance — and the collaborations very large. 

There is, however, a problem with the data storage. Normal magnetic tapes would be 
filled in a very short time and tens of thousands of them would be needed. Recording a 
video tape is at present the only possible solution, but in future video discs 5 5) might 
become an attractive alternative. Table 6 compares characteristics of 6250 bpi magnetic 
tape with IVC video tape. One sees that the recording rate is not significantly higher, 
but that the capacity is enormously improved. 

Table 6 

Characteristics of 6250 bpi magnetic tape 
compared with IVC video tape 

6250 bpi 
STC 1950 

IVC 
MMR-1 

Density (bits/inch2) 1.1 x 10 5 106 

Recording rate (bytes/second) 0.624 x 10 6 *) 0.72 x 10 6 

Capacity (bytes/reel) 1.44 x 10 8 *) 9.3 x 10 9 

Filling time/reel 4 min 3 h 40 min 

*) For records of 16000 bytes. 
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6. USE OF FIXED INSTRUCTION-SET MICROPROCESSORS 

The standard, single-chip microprocessors are generally considered too slow for effec
tive event selection (the most recent ones possibly excepted). This does not mean that their 
use for this purpose is totally excluded and examples of the contrary do exist 5 6' 5 7 ' . Devices 
built around fixed instruction-set microprocessors are, however, widely used for other tasks, 
particularly for control and monitoring where speed is not the overriding parameter. One 
can roughly distinguish three types of devices. 

In the first place there are the processors which play a role in the data acquisition. 
They are in general specialized and they work on the data stream, doing something to each 
data word as it passes through the processor at CAMAC speed. Examples are the processors 
developed for the ROMULUS system 5 8), which complete the data by adding crate/module numbers 
and word counts, thus forming a meaningful data stream, where only the coordinates of wires 
hit are retained. Examples of other tasks which can be performed by this sort of processor 
are pedestal subtraction for analogue-to-digital converters (ADCs) (the most sophisticated 
one subtracts a different pedestal for each ADC; the value of the individual pedestals 
being contained in a memory) and conversion of units (e.g. drift-wire number and drift time 
into coordinates). A popular microprocessor for this type of application is the Signetics 
8X300. This is a bipolar 8-bit microprocessor, which is designed for data input, manipula
tion, and output within one 250 ns cycle. It has a limited instruction set, which is however 
particularly well adapted to the kind of operations needed. Data can, for instance, be read, 
rotated left or right, or ANDed with a mask and then merged with the data on the output bus 
and written into the destination in a single instruction. This microprocessor is at present 
used in ROMULUS processors (CERN) 5 8), in a drift chamber read-out system (FNAL)59-1 and in a 
16-port CAMAC I/O module (Oak Ridge) 6 0). 

The second type of microprocessor usage is in auxiliary crate controllers (ACCs). They 
provide processing power to a CAMAC crate and are thus particularly suited for applications 
where distributed intelligence is useful. An ACC can be an elegant solution for several 
control and monitoring functions, in an accelerator for instance61'62-'. The auxiliary con
troller can work autonomously on data collection, process and digest these data, and only 
transmit summaries or abnormal conditions to the central control computer. Similarly, for 
control operations, the central control computer can be greatly relieved. Several of these 
ACCs are now commercially available. 

Examples are, amongst others: ACC 2099 (from Société d'Electronique Nucléaire, based 
on TI 9900), the 3880 (Kinetic Systems, based on Intel 8080), the 3875 (Kinetic Systems, 
based on LSI-11), MIK 11 (Standard Engineering Corporation, based on LSI) and HYTEC (based 
on LSI-11). The last two are designed for use in the GEC system crate. For more details 
the reader is referred to the manufacturers' literature. 

Then there is the third type not always clearly distinguishable from the ACCs, which is 
intended as an autonomous controller of a CAMAC crate or even branch. These processors, 
several of which are commercially available (for instance Interface Systems 85B based on the 
8080 or SEN'S STAC 2107 based on TI 9900) are particularly useful in test set-ups or even 
for control and data acquisition in small experiments63-'. Because of their relatively low 
price, experimentalists may consider using several at the same time, e.g. to test a wire 
chamber with one, while another is used to check out a series of read-out modules, etc. 
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The most sophisticated instrument of this type is without doubt CAVIAR 6"' 6 5). CAVIAR 
is housed in a single 19 in-crate, containing: 

- a Motorola M6800 microprocessor, 
- a 64 Kbyte memory (EPROM + RAM); 
- a floating-point processor (AMD 9511); 
- a small display (~ 10 x 10 cm), with video signal available for duplication on a larger 
screen; 

- 2 serial RS232C I/O ports, to connect to a terminal and to a serial computer port for 
instance; 

- a GPIB (IEEE 488) interface; 
- a complete CAMAC branch driver; 
- an audio cassette interface. 

IM (F) m 
F**2 

Fig. 27 Fig. 28 

UIDEO 
GRAPHICS 

REMOTE 
COMPUTER 

AUDIO 
CASSETTE 

GPIB 
RE (F) 

ARGAND 

Figs. 27-30 Examples of graphics output produced on CAVIAR f_from Cittolin6 5) J 
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All these facilities would have had limited interest if CAVIAR did not have an excellent 
software system. It runs BAMBI, which is BASIC augmented with CAMAC facilities. The BAMBI 
code is pre-compiled into an intermediate language, which is in turn interpreted. To pro
duce listings a de-compiler is needed, as the original source language is not conserved. 
CAVIAR software also comprises an editor and sophisticated graphics facilities. The reader 
may judge for himself from Figs. 27 to 30, which are all single-screen images produced on 
CAVIAR itself. 

It is therefore not surprising that in a very short time CAVIAR has become very popular 
for test and development set-ups, for small scale data acquisition, for monitoring and con
trol, and for on-line data sampling and processing. 

7. PROGRESS SINCE 1978 

Before concluding these lectures, let us summarize briefly the progress which has been 
made since the time when a similar overview of intelligent devices in high-energy physics 
was made 1)• 

The number of papers and reports on the subject has clearly increased considerably: 
the previous review contained a bibliography of 36 references, covering fairly exhaustively 
the period 1974-1978. The present note has a bibliography with 87 entries. 

Looking more closely, we see that considerably more experience has been gained with the 
use of look-up tables, where modular systems have now emerged. The other area where much 
more experience is available is in the use of microprogrammed processors, used now in a 
number of experiments. The hardwired processors, in spite of their potential for high speed, 
are still unpopular; possibly even more so now than two years ago. Important progress made 
is in the development of emulators. They are now becoming valid and valuable alternatives 
to the microprogrammable processors. During the last few years also some fine systems have 
been implemented using fixed instruction-set microprocessors. CAVIAR is an excellent example 
of this. 

Lastly, the limitations of CAMAC have become more apparent. Its main defects are its 
low speed and the lack of reasonable inter-module and inter-crate communication66-'. Systems 
such as ROMULUS have helped to overcome some of its awkward aspects, but clearly CAMAC cannot 
easily be developed further. There is thus a clear need for a new system which should combine 
high speed (for data acquisition) with good facilities for implementing distributed processing 
power. This system — FASTBUS 6 7 _ 6 9J — is at present under development and — in a reduced 
version — already in operation at Brookhaven. Development of prototypes is being actively 
persued in several institutes in the US and in Europe. 

8. POSSIBLE FUTURE DEVELOPMENTS 

We may try to look ahead and speculate about possible future developments. Some of these 
are already under way and would have merited more than a very brief mention in the last mi
nutes of these lectures. Lack of time — and personal taste and bias of the speaker! — 
have prevented this. 

It is probably safe to predict that emulators will find wide application in the years 
to come. The first signs are already visible, as the success of the 168/E shows. Then, 
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for the microprogrammed processors, better software tools to produce and to test micropro
grams will probably be produced. They are certainly badly needed! 

In the area of mass storage devices we may expect new applications in high-energy phy
sics experiments. If they will be charged-coupled devices, bubble memories or devices based 
on video-recording techniques (video discs and video tapes) is difficult to say. Maybe all 
three. The new 16-bit and the coming 32-bit microprocessors will certainly change the pic
ture considerably. Processors such as the Motorola M68000 or the Z8000 approach closely the 
classical minicomputer, both in speed and in concept. The M68000 is at present receiving 
much attention and a number of projects using this 16-bit microprocessor have been started. 

We will probably see soon experiments starting to use FASTBUS for part of their data-
acquisition equipment, particularly in those areas where event selection and filtering is 
performed and communication between processes becomes important. 

Last but not least, the next years will see the development and the use of multimicro-
processor systems. In these lectures, some examples of multiprocessor systems have been 
given; in a sense all event-selection examples used at least two processors: the data-
acquisition computer and some other, specialized device. All these systems were ad hoc, 
using their own conventions, protocols, development tools, etc. The multiprocessor systems 
now under development use a number — at least two! — of identical processors, with some 
distribution of tasks between them. A multiprocessor system is obviously a possible solution 
to overcome speed limitations, using mainly commercial products. It is therefore an attrac
tive scheme as it can be user-friendly for the development of application software, just as 
much as the emulators. At least two multimicroprocessor systems are under development at 
present 7 0' 7 1^. 

The first system uses the Motorola M68000 processor and should therefore be powerful, 
the second intends to use NOVAs, at least in a prototype implementation. Miltimicroprocessor 
systems would have merited an in-depth treatment, as they present many interesting aspects 
and problems. They are a subject of intense study, also in fields other than high-energy 
physics. 

Many things can still be done to improve event selection and other uses of intelligent 
devices in high-energy physics experiments. It will be interesting to see in a few years 
how much the scene has changed. 
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PRACTICAL DATA-ACQUISITION PROBLEMS 
IN LARGE HIGH-ENERGY PHYSICS EXPERIMENTS 
R.W. Dobinson 
CERN, Geneva, Switzerland 

INTRODUCTION 
A decade ago a typical data-acquisition computer system used in a high-energy physics 

experiment at CERN (Fig. 1) consisted of a 32 Kbyte minicomputer, typically an HP2116, 
equipped with a paper-tape reader and punch, a graphics terminal, some teletype device for 
hard copy and 1600 bpi magnetic tape drives for data recording. The read-out and control 
of experiments, for many years the object of much ad hoc interfacing to an assortment of 
I/O buses, was starting to benefit from the appearance of the CAMAC1J standard. Early 
applications used one or two CAMAC crates controlled by a single processor. 

Paper- tape 
reader 

Paper - tape 
punch 

Tektronics 

4010 

HP 

2116 

CAMAC 
branch driver 

- 2 CAMAC craies 

Fig. 1 
Data acquisition system for a 
typical CERN experiment in the 
early 1970's 

Since that time there has been a steady growth in the size of experiments, coupled with 
new improved particle-detection techniques and higher event rates. The technology available 
for data acquisition has perhaps seen even more dramatic changes. Larger and larger numbers 
of logic functions have been packaged in a single integrated circuit to perform increasingly 
complex functions at ever higher speed and lower cost. This has led to more powerful mini
computers with larger memories and more sophisticated electronics for the processing and 
acquisition of raw detector data. However, the 70's will certainly be best remembered for 
the birth of the microprocessor, which has found its way into many aspects of our everyday 
life, as well as slowly into our physics experiments. 

The result of advances in technology and increasing needs of physics experiments has 
been the advent of data-acquisition systems involving many processors of all types: mini
computers, microprocessors, and in some instances special-purpose custom-built processors. 
These processors need to communicate with each other and in many cases share access to CAMAC: 
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Fig. 2 EMC computer configuration in autumn 1980 

a CAMAC which has grown from a few crates to almost a hundred in some cases, a CAMAC whose 
original rules have been augmented and bent to deal with increased performance needs. 
Figure 2 shows the computer system of a large experiment currently on the floor at CERN. 

In order to illustrate the current trend in data-acquisition systems I have chosen to 
follow the fortunes of one particular large experiment rather than attempt an exhaustive re
view. This "case study" approach has, I hope, the merit of focusing attention on practical 
problems and avoiding too many generalizations. It has the obvious disadvantage of missing 
out interesting ideas and techniques used in other experiments. In order to circumvent to 
some extent this drawback, I shall try at least to mention alternatives when describing a 
specific approach to a particular problem. A summary of what I personally have learned in 
helping to put together a large data-acquisition system will be presented together with 
some ideas and prospects for the future. 

2. TIE EXPERIMENT AND ITS NEEDS 

The European Muon Collaboration (EMC) is a group of people from many different insti
tutes who combined together to propose, build, and run a large magnetic spectrometer for 
performing deep inelastic muon scattering at the CERN SPS. The apparatus comprises a wide 
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variety of individual particle detectors, each with its associated electronics, which, in 
general, are the responsibility of one particular institute- The planned program of ex
periments is multiphased, the initial forward spectrometer being progressively augmented by 
an electron-photon detector, a polarized target, and a large vertex detection system to ex
tend the angular acceptance of the apparatus. The experiment was originally proposed in 
19742) and, after a construction and testing period, commenced data taking in the summer of 
1978. Since that time over 10,000 1600-bpi magnetic tapes have been written, each con
taining ^ W1* events. The experiment is expected to continue well into the 80's, giving it 
a total lifetime approaching a decade. These main characteristics of the EMC experiment are 
more and more becoming the norm for experiments at the CERN SPS and proton-antiproton col
lider, and at PETRA in Hamburg. The general needs of most large collaborations will there
fore mirror, in some ways, those of the EMC. 

The basic forward spectrometer is shown in Fig. 3 and extensively described elsewhere3). 
I shall do no more than summarize the detector parameters in as much as they influence the 

Fig. 3 Apparatus used in the EMC experiment 

data-acquisition system. This is done in Table 1, which summarizes, on a detector-by-
detector basis, the following quantities: 

- the number and type of channels: wires, photomultipliers, etc.; 

- the raw information content per event: times, pulse heights, latched bit patterns; 

- the corresponding number of bytes of raw data, 

- the amount of data subsequently recorded on magnetic tape. 

The table corresponds to the basic apparatus running with the electron-proton detector, 
which began operation towards the end of 1979. The addition of the vertex detection system, 
which is taking place during the present SPS long shutdown, will add ̂  60% more apparatus 
to the existing set-up. 

General requirements for the data-acquisition system, laid down five years ago and 
still valid, are listed below. 
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Table 1 

Detector parameters for the EMC experiment 

Detector No. of 
channels 

No. of pieces 
of raw 

information 
No. of bytes 

of raw 
information 

Valid data 
written on 
magnetic tape 

(bytes) 
Momentum station 256 PMs 256 350 80 
Beam hodoscopes 360 PMs 360 500 80 
Calorimeter 80 PMs 160 200 360 
Cerenkov counter 80 PMs 160 100 100 
Veto counters 100 PMs 100 10 10 
Trigger hodoscopes 416 PMs 310 150 100 
Lead glass blocks 600 PMs 600 800 500 
Preshower pro
portional chamber 2000 wires 2000 1800 140 

PI,2,3 pro
portional chambers 7000 wires 7000 900 80 

PO,A,B pro
portional chambers 1800 wires 1800 200 80 

Wl.2,3 drift 
chambers 2600 wires 40,000 31,000 200 

W4,S drift 
chambers 1750 wires 28,000 19,000 200 

W6,7 drift 
chambers 1250 wires 20,000 13,000 200 

Totals ^ 18,000 95,000 68 Kbytes 2.2 Kbytes 

The apparatus comprises many different detectors which require construction and testing. 
Support for the commissioning of the detectors is required in many cases to start at a home 
institute and continue through test beam running at CERN and setting up in its final place 
in the experiment. 

Although a strong measure of independence is required at the detector testing stage, 
when the apparatus is all in its final position in the experiment and correctly working, 
it must function as a coherent whole. Such a consideration applies equally to the data-
acquisition system, which should not appear as a series of disconnected fragments when the 
time to take data finally comes. 

The expected rate of acquiring data was up to ^ 100 events of approximate size 2 Kbytes 
during a 1 s spill. This event data should be buffered and recorded on magnetic tape during 
an interspill period of approximately 9 s . In addition to recording data for potentially 
interesting physics events, it is necessary to log on tape information about the state of 
the apparatus: derived calibration constants, status of detectors and trigger electronics, 
etc. 
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In order to fully exploit the expensive investment made in terms of apparatus and SPS 
muon beam facilities, it is desirable to be able to run many different event selection 
criteria simultaneously and to allow the commissioning of new detectors in parallel with 
uninterrupted data taking on those already working. One requires a multitrigger, multi-user 
facility with an appropriate degree of independence and protection plus the ability to re
cord different subsets of data on different magnetic tapes. 

The size and complexity of the apparatus mean that it is essential to monitor the per
formance of both the individual detectors and the over-all aspects of the experiment in an 
efficient way so that faults and malfunctions show up as quickly as possible. Such monitoring 
can involve analysis of event samples and also direct hardware checks. A high degree of 
sophistication is often required involving ultimately the running of a complete event-
reconstruction program. Monitoring must be highly automated and scheduled at regular inter
vals with a minimum of intervention from people running the experiment. 

So far, I have stressed the size and complexity of the experiment and the sophistica
tion and flexibility required from the data-acquisition and checking system. Now is the 
time to add one more important requirement: ease of use. As much complexity as possible 
must be hidden from the non-computer experts who contribute to and operate the over-all 
system. All application software is written by physicists. They have not been willing to 
consider any languages other than FORTRAN and BASIC. Effective program-development facili
ties were necessary for many simultaneous users. Standard system-wide procedures were re
quired for data acquisition and recording, sampling events, accessing CAMAC, storing and 
displaying histograms and messages. Furthermore, during data taking, when the experiment 
is run on a round-the-clock basis by many different people, including many commuters from 
outside CERN, the system must present a simple effective operator interface. 

3. THE CHOICE OF A COMPUTER CONFIGURATION 

This section deals with the choice of a computer configuration for the EMC experiment. 
The four basic approaches considered at the time are outlined and reasons given for our 
eventual choice. 

3.1 Possible configurations 

There were a large number of possible computer configurations that could have been 
considered when trying to meet the needs of the EMC. However, they were reduced to four 
general approaches, which will be outlined briefly below and are summarized in Fig. 4. Of 
course, the available technology changes rapidly, so one would very likely evaluate the 
situation differently in 1980. 

Option 1 involved the close coupling of the CERN computer centre to the data-
acquisition system of the EMC. This style of working had been very successfully used at 
Daresbury1*) and DESY. It used a relatively small number of minicomputers equipped with 
modest peripherals linked to the central computer, which provided facilities for data re
cording, downline loading, program development and storage, equipment monitoring, etc. 

Option 2 required the purchase of a medium-sized computer for the EMC, such as a DEC-10 
or CII 10070, as had been done at CERN for the ERASME and OMEGA/SFM5) projects; the func
tions of the CERN computer centre in the previous approach being replaced by a smaller, but 
still powerful, main-frame computer. 
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CERN s-i-2 
computer \_J 

Several small minicomputers 

Opt ion 1. The "Daresbury-like "approach 

-o» 
Several large minicomputers 

Several small minicomputers 

Option 2. An "Omega-like"approach 

&H CERN 
computer 

centre 

1 
— Q 1 Many microcomputers 

Large "mother" minicomputer 

Option U. A "microcomputer" approach Option 3. The "autonomous mini " approach 

Fig. 4 Possible computer configurations for data acquisition and monitoring 

Option 3 was based on several large autonomous minicomputers, each equipped with the 
necessary software and peripherals to support "stand-alone" program development and exten
sive apparatus monitoring using FORTRAN. Data recording was to be performed locally on one 
of the minicomputers. The individual machines would be linked to each other and to the 
CERN computer centre progressively, increasing the degree of dependence and coupling as the 
experiment evolved. 

The fourth approach was motivated by the start of the microprocessor boom, in particular 
by the availability in 1975 of the Digital Equipment Corporation LSI-11. The system in
volved a substantial number of LSI-111s connected to a large minicomputer "mother". The 
minicomputer fulfilled a close support role for the microcomputers, providing facilities for 
data recording, file storage and retrieval, and program development. Equipment check-out 
and monitoring was to be carried out largely in the LSIs. A link to the CERN computer 
centre was, as in Option 3, desirable but not absolutely essential. 

3.2 Selection criteria 

Before discussing further the four possible approaches outlined above, I should like 
to discuss some constraints and selection criteria which influenced our final choice. The 
list is complementary to the rather general needs outlined in Section 2. 

First, the technical resources of the EMC should be put into perspective. The elec
tronic engineering effort directly available within the Collaboration was, and is, limited. 
This argued strongly for, wherever possible, the use of standard or existing hardware. On 
the software side we were very fortunate in having available within the EMC several good 
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systems programmers. However, once the data-acquisition system was up and running we ex
pected this support to tail off somewhat, as some of the people concerned returned to their 
home institutes or moved onto other projects. We therefore wanted to avoid starting from 
scratch with the software. Instead of writing language translators and operating systems 
we encouraged our systems programmers to provide basic tools and facilities our physicist 
community could use and build with: tools which were flexible, expandable, and available 
early on in the experiment. 

The EMC was at the time a new collaboration. It owned very little in the way of CAMAC 
and computers. Consequently we had the advantage of having a clean start, but the very strong 
requirement for systems which would quickly be able to do useful work. There was nothing to 
fall back on. However, we also wanted the potential to expand and evolve if necessary. 

As a large multinational group of people we were concerned about the availability of 
vendor support and maintenance for our computers throughout Europe during the time they were 
operating in home institutes. We also favoured the use of processors for which hardware 
and software expertise existed within the EMC and at CERN. 

It may be thought I have lingered too long on the preceding points. I make no apologies. 
They have as much relevance to and influence on the choice of a computer system as other 
more technical considerations and even computer science aesthetics. 

M l four possible solutions used more than one computer. In any multicomputer situa
tion it was felt desirable to minimize the following quantities: 
- the number of different computer manufacturers involved; 

- the number of different types of processors; 

- the number of different operating systems; 

- the number of non-manufacturer supported peripherals used. 

We also considered very carefully the fail-safe nature of any multicomputer configuration: 
how many processors could go down before we were forced to stop taking data; could we re
configure in case of breakdown. Finally, heavy weight was given to the availability of 
proven link hardware and software. 

The choice of CAMAC for data acquisition and control was clear from the start. When 
choosing between configurations and computer manufacturers we required a CAMAC interfacing 
system which supported three general features: 
- multibranch operation; 

- very high speed direct memory access in order to minimize event read-out dead-times; 

- some multiprocessor shared access to CAMAC. 

3.3 Eventual choice 

First, some general remarks about Options 1 and 2. There were strong benefits in being 
closely coupled to main-frame computers: good FORTRAN, good program development facilities, 
no restrictive limitations on program size (cf. 16-bit address field of minicomputers). On 
the minus side, both suffered a certain vulnerability to breakdown and rather obvious dif
ficulties in supporting activities outside CERN, thus perturbing the continuity we have 
found so useful. 
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The Daresbury type approach was quickly discarded. Not because it lacked merit, but 
rather because of the prevailing situation at CERN in the mid-seventiese). CERN at this 
time possessed no really suitable central computer or network for providing this style of 
real time back-up. There were plans for purchasing a large IBM machine for the computer 
centre and also for a CERN-wide packet-switching network which would allow access to it. 
We, however, decided that it would be unwise to rely for our basic facilities on the com
pletion of two major projects which were outside our control. In addition, CERN had in
dicated its preference for not recording large quantities of raw data at its computer 
centre 6), so we would in any case have had to take care of events buffering and tape writing 
at a local level. Despite our rejection of this approach at the time, we retained a strong 
interest in coupling our data-acquisition system to the CERN central computers and, as will 
be seen, have made extensive use of links to it and other machines. 

A solution to our data-acquisition needs based on the use of a DEC-10 was seriously 
evaluated. However, the purchase price of such a computer, as well as high installation, 
maintenance, and running costs, precluded it. In addition, the resources, including man
power, to implement and run such a system seemed far beyond the capabilities of the EMC. 

The fundamental difference between approaches 1 and 2 seemed to be a question of whether 
to disperse or centralize one's big computer power. To me, at least, the answer was clear 
in 1975; such resources were better centralized. With the availability of 32-bit machines 
of the VAX 11/780 type, and big machine emulators like the 168E7) at attractive prices, one 
should probably re-evaluate this viewpoint. 

Option 3, the multi-minicomputer approach, turned out to be our eventual choice. It 
appeared to have a number of very tangible advantages, particularly if we purchased identical 
minicomputers. 

Each minicomputer is capable of autonomous operation. Linking the computers together 
and to the CERN computer centre enhances the over-all system capabilities, but is not a pre
requisite for getting started. This approach also allows continuity of hardware and soft
ware throughout all phases of the experiment, from detector testing in home institutes 
right through to final data taking. 

By using identical machines we ended up dealing with one I/O bus and one operating 
system. Peripherals and memory could be moved around as dictated by the needs of the ex
periment at the time; programs could run on any machines without change. High flexibility 
existed in configuring both hardware and software. 

The choice of PDP 11's offered a number of non-negligible advantages: 

- There was expertise to draw on at CERN. In particular, the OMEGA data-acquisition 
needs had led to the development of hardware and software for connecting PDP 11's to
gether via high-speed serial links. DEC itself was starting to offer, at that time, 
its own intercomputer connection system, DECNET. 

- Maintenance and support were available throughout Europe. 

- People in the Collaboration were familiar with the PDP-11 family of minicomputers 
which existed in many home institutes. 

- A wide selection of CAMAC interfaces were commercially available. 
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The PDP 11/70, in particular, was attractive for the following reasons: 

- Along with the 11/45, it was the only DEC minicomputer at that time offering a floating
point processor and good FORTRAN facilities. 

- Its I/O capabilities were high by virtue of the existence of the UNIBUS and MASSBUS. 

- It was possible to add large amounts of memory to the machine, up to 4 Mbytes. This 
expansion capability has turned out to be very important in view of the ever decreasing 
price trend in memories. Very few other minicomputers possessed this ability in 1975, 
and even now in the DEC PDP-11 range only the VAX 11/780 and PDP 11/44 are able, like 
the 11/70, to exploit fully cheap, large memories. 

A multi-microcomputer approach was interesting at the time we were planning the EMC 
system and with the passage of time it has become even more so. In particular, it appears 
potentially very cost effective. However, at the time we rejected this option for a long 
list of reasons. 

1) In general it was felt that the system required too much development work before it 
would be usable. 

2) Lack of floating-point hardware and FORTRAN on microcomputers. 

3) Difficulties in supporting tests in home institutes with a system so closely coupled 
to the "mother" minicomputer. 

4) Restrictions in memory size of microcomputers. 

5) Fears that program development could not be adequately supported by a single large 
minicomputer. 

6) The multiplicity of I/O buses and operating systems (at least two in each case). 

7) Lack of suitable CAMAC interfaces for the microprocessors and fears about their I/O 
bandwidth. 

8) Problems of shared CAMAC access to the experimental equipment for this number of pro
cessors . 

9) The more stringent requirements put on the link system compared to Option 3. 

10) Worries about over-all cohesion in a system comprised of so many processors: task 
scheduling, collection of results and messages, operator control, etc. 

With the passage of time, at least objections (2) and (4) have been completely removed and 
several others considerably softened. However, point (10) still remains of concern; can 
one make a multi-microcomputer system act coherently and present a friendly interface to 
users? I will come back to this and some other points concerning this approach to data 
acquisition later. 

To summarize, our final choice of configuration was: 

- multiple computers for flexibility, reliability and separation of functions, but not 
too many computers; 

- autonomy for operation outside CERN and for safety; 

- links to allow enhanced performance, flexibility, convenience and access to the CERN 
computer centre, but not too many links too quickly. 
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4. BUILD-UP AND EVOLUTION OF THE COMPUTER SYSTEM 

In this section I shall trace the evolution of the computer system through its multiple 
phases, describing the particular needs of the moment and how they were met. From the 
point of view of a physicist using the system, some or all of the following general facili
ties were required at any one time: 

- program development: editing, compiling, task building, testing; 

- program storage; 

- access to CAMAC for control and monitoring functions, detector electronics check-out; 

- acquisition and buffering of detector data on an event-by-event basis; 

- data recording; 

- events sampling for monitoring detector performance; 

- display and logging of results and messages. 

The way these services were provided evolved as the experiment went through its dif
ferent phases. It also evolved as we linked together our computer, at first locally and 
then to other machines attached to the OMNET and CERNET networks. We shall, in fact, see 
how links and networks have been used to solve practical problems and provide a wide spec
trum of services for users of the on-line system. 

4.1 In the beginning 

The EMC purchased, for delivery during the first half of 1976, four PDP 11/70 computers 
(Fig. 5). Three of these machines, UO, Ul, U2, were absolutely identical, having a memory 
size of 128 Kbytes. The fourth machine, DAC, had a larger amount of memory, 320 Kbytes, 
which was mainly intended eventually to be used as an events buffer, and four 1600 bpi 
75 ips magnetic tape drives for data recording. Each machine was equipped with small disks, 
a total capacity of 5 Mbytes, and a floating-point processor. We purchased in total about 
ten alphanumeric and graphics terminals, and each computer had a printer which doubled as a 
graphics hard-copy device. Apart from some small augmentation in disk capacity and the 
addition of more memory, to increase the size of the events buffer when we started data 
taking, these basic building blocks have remained the same for four years. All machines 
ran under DEC s real time multitasking operating system, RSX-11M. 
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Fig. 5 EMC computer configuration in mid 1976 
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The so-called user machines were purchased by outside member institutes of the EMC; 
the data-acquisition machine, DAC, by CERN. The DAC and I JO were delivered directly to CERN, 
whilst the Ul went first to tlie Rutherford Laboratory and the U2 to DESY. The UO, property 
of LAPP, Annecy, was connected to that laboratory by telephone line. This connection has 
turned out to be most useful in both the setting up and testing phase of the experiment and 
also during data taking. Links, however slow, from home institutes to the data-acquisition 
systems at large experiments at CERN seem to me very desirable. They can help a lot with 
program development, debugging, and just generally staying in touch with what is happening 
at CERN. They still seem to be comparatively rare. 

Our first aim was to bring up all systems together with their interfaces to CAMAC. 
Very early on we introduced an interactive language, similar to BASIC, called CATY 8). This 
language, with a very easy to learn CAMAC oriented syntax, was first developed for equipment-
testing purposes at the Daresbury Laboratory. Since that time its use has become widespread 
in the CAMAC world and it is used in many laboratories and commercial organizations through
out Europe, and even in the US. CATY has one advantage over many BASIC type languages, that 
of speed. As it compiles prior to execution it is quite possible to generate CAMAC commands 
every 50 us in small dedicated systems where there is no operating system to slow down I/O 
requests. We have used CATY as a testing and debugging tool through all phases of our ex
periment. I cannot stress too highly the importance of providing such a facility right 
from the start. CATY versions exist for many models of minicomputers and microcomputers 
and can therefore offer the very attractive possibility of delivering test programs for 
electronics built in home laboratories, along with the hardware itself, to CERN. Such a 
possibility, like that of links to home institutes, is insufficiently exploited at the 
present time. 

To summarize our first needs: Physicists had to learn how to use the facilities 
available under RSX-11M for program preparation and running. CAMAC hardware testing and 
commissioning was carried out using CATY or FORTRAN. Specialist programmers began planning 
and implementing the system software. These needs were met both inside and outside CERN by 
individual stand-alone systems. Figure 5 represents this first phase of operation. 

4.2 Getting going with links 

To interconnect our four 11/70's we decided to use the 5 Mbit serial links and proto
cols developed for use at the OMEGA and SFM experimental facilities9). This offered us the 
advantage of using a proven high-speed system, which had already been running for some 
time and merely required implementation under a new operating system. A small PDP 11/10 
was purchased as a multiplexer computer for our local cluster of minis. This machine 
in a more general sense acted as a mode of the OMNET9-* message-switching network which, 
even in 1976, was already interconnecting upwards of 20 PDP 11's. Through OMNET we shall 
see that we were able to establish communication between our machines throughout the CERN 
site and eventually to communicate via an OMNET to CERNET 1 0) gateway with the main computer 
centre. 

It is worth while mentioning why we decided to use OMNET and not DEC'S own inter
connection scheme, DECNET. The answer is that, in the mid-seventies, DECNET seemed to us 
to be in an embryonic state; it was not a mature product, whereas the OMEGA link system 
had been running for some time. DECNET was tested and we found it suffered from rather 
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heavy software overheads. It also suffered from a lack of availability of fast serial 
links. Both of these shortcomings were important to us; we expected high traffic between 
our computers and did not wish to be restricted to the short interconnection distances over 
which DEC-supplied parallel links would work. Despite our decision, which I strongly be
lieve was right, anyone setting up a multicomputer system now would be strongly advised to 
consider the availability of vendor-supported link hardware and software. 

I want now to discuss our initial aims in linking our four machines to each other and 
eventually to the CERN computer centre. 

First, we needed to establish generalized task-to-task communication between any of 
our PDPs. Using this basic tool it was then possible to build up the essential features 
required of our multicomputer system: 

- remote control of data acquisition; 

- transfer of event samples between computers; 

- remote data logging on magnetic tape; 

- sending of messages; 

- remote file access; 

- transfers of programs between the file bases of different machines. 

From the newly installed IBM computer centre we planned for three types of service: 

- program back-up, to compensate for restricted local disk capacity and to provide a 
master file base; 

- accumulation of event samples and subsequent analyses; 

- real time interaction on an event-by-event basis between a display task running in a 
PDP and the full reconstruction program running in the IBM. 

Very early on we identified a need to use the CERN computer centre as a monitoring 
tool for the experiment. Sixteen-bit minicomputers, however powerful, have a restricted 
program address space which makes it impossible to run really large programs or to easily 
accumulate large numbers of histograms in a single task. We felt that the monitoring of 
individual detectors could be efficiently accomplished at a local level, but that checks on 
the apparatus as a whole would require the help of large main-frame processors. 

It is perhaps interesting to note that our original aims about the use of links, which 
were certainly not modest at the time, were not only met but exceeded. Links are more use
ful than one originally thinks and new uses always arise. My personal conclusion is that 
networks allow the flexibility needed to perform a required function in the most appropriate 
place at the time: most appropriate in terms of needs, costs, time scales, and available 
resources. 

The main activities in Phase 2 are illustrated in Fig. 6. They fell into three categories: 
- starting to link our computers together, described in detail in this section; 

- testing out the possibilities of multicomputer access to CAMAC; this will be discussed 
later; 

- preliminary detector testing. 
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Fig. 6 EMC computer configuration at the end of 1976 

4.3 Detector testing 

This phase of the experiment was in many ways the most taxing. During 1977 we were 
faced with the need to support the testing of around ten different detector systems in 
several different locations at CERN. In addition, there was a requirement to continue with 
hardware and software development, in particular, for connection into the new CERNET packet 
switching network. 

All computers had by now arrived at CERN and were linked together via OMNET (see 
Fig. 7). The Ul and U2 were installed on arrival in experimental areas. One of them was 
equipped with a tape controller and two drives taken from the DAC; the other recorded 
data remotely via the links. We wanted to keep the DAC and UO computers together to gain 
experience of operating shared CAMAC and to allow convenient development of multicomputer 
software features. Problems of transportation and re-installing the combined system in an 
experimental hall precluded such a course of action. A simple but effective alternative 
was therefore devised whereby a small computer, an HP2100, was connected to the DAC via a 
CAMAC-to-CAMAC link. This machine, programmed in a BASIC type language, buffered data and 
sent it to the PDP. Users controlled data acquisition and monitoring via a terminal in the 
counting room attached to DAC and used all the standard features of that machine, including 
tape writing. 

We found autonomous operation of our machines very useful at the testing stage. How
ever, it was also very important to be able to communicate between machines from time to time 
for file transfer and data recording. Much of the final system software was being used in 
a test environment and most of the monitoring software developed by physicists at this time 
was used for eventual data taking. 
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I would like to make some personal comments about data recording. The main problem we 
had at this testing stage was not having enough tapes and controllers to go round. We 
overcame this by remote recording on our other machines that did have tapes. This did mean 
though that tape handling was inconvenient. It should be pointed out that detector testing, 
by its very nature, does not generally require large amounts of data to be recorded, and 
the inconvenience is therefore not excessive. However, if the volume of data is small, a 
better solution exists: recording at the computer centre which has 24 hour operator manning. 
With the start-up of CERNET and the subsequent access to the IBM centre, this is the direc
tion we have moved in for test beam running. There has been a lot of argument over the 
years on the virtues of centralized versus local data recording. In my view there is, at 
least at CERN, a place for both. There seems no reason to equip a computer, particularly 
a small mini- or microcomputer, with tape drives if data recording requirements average a 
few tapes a day. On the other hand, there seems no way CERNET can, at the moment, cope with 
sustained rates of 50 Kbytes/s per experiment from several experiments. 

4.4 Setting up 

At the start of 1978 all computers were installed in North Experimental Area 2 at CERN. 
The first muon beams were expected early in the year and the individual detectors were being 
installed and tested in their final positions in the experiment. At this stage it was still 
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very advantageous to operate several autonomous systems, essentially just continuing our 
test beam style of working. In particular, the wire chamber systems were connected to Ul 
or U2, since extensive testing was still required on both chambers and associated electronics. 
The other two computers, however, were operated in a more tightly coupled way. Hodoscopes, 
calorimeters, and Cerenkov counters were connected via the DAC/UO shared CAMAC system. 
Acquisition of events during the spill and subsequent recording was performed by the DAC. 
User monitoring tasks ran in either machine, sampling events from the DAC, via the link 
system if necessary, or performing direct hardware checks between SPS beam spill. This pair 
of computers was used to study trigger and background rates, whilst the chambers were 
"tuned up" on the other two machines. Figure 8 summarizes this phase of operations; it 
also shows the connection of our local cluster to the IBM centre via CERNET, which became 
operational during the spring of 1978. 

4.5 Data taking 

By summer 1978 the apparatus was debugged, working well, and commencing serious data 
taking. The chamber systems were now connected to the DAC/UO CAMAC and monitoring tasks 
for these detectors, essentially wire map programs, ran on the U2, sampling events from 
the DAC computer. DAC was now the central data-acquisition medium for the whole experiment, 
and together with U2 and UO made up a fully operational multicomputer system for running 
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the experiment. The Ul was mainly used for repairs, problem solving, and program develop
ment, all of which represented, at times, a non-negligible load. Regular use was made of 
the IBM centre. Figure 9 summarizes computer use during this phase of the experiment. 

4.6 Data taking and still expanding (Fig. 10) 

Data taking continued unabated for two years, from the summer of 1978 through until 
June 1980. However, during this time other needs had also to be satisfied: 

- one major new detection system, for electron-photon physics, had to be introduced into 
the experiment; 

- hardware and software maintenance was required on the running experiment; 

- preparation was required for still later phases of the experiment. 

The requirement was therefore for developments and growth without disruption of data taking. 
When commissioning the electron-photon detector, we followed our, by now, well-tried 

prescription of checking out the system as completely as possible in a test beam, using a 
PDP 11 loaned temporarily from the CERN computer pool. We then transferred largely working 
hardware and software onto the Ul running in an autonomous way from the other three com
puters, DAC, UO, and U2. When the detector was performing in a more or less satisfactory 
manner we combined it and the Ul with the rest of the apparatus and computers. It was not 
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necessary to move the electron-photon detector electronics onto the DAC/U0 CAMAC, as had 
been done for earlier detectors, as we had incorporated a bus switch, which is described 
later, to route the read-out path between Ul and DAC/UO as required. This allowed trial 
periods of running the new detector with the rest of the apparatus to be easily inter
leaved with independent setting up, calibration, and fault fixing. 

The same philosophy is being used for still later additions to the basic apparatus; 
physicists are testing their detectors at CERN, or even in their home institutes, using 
standard EMC hardware and software and then moving over onto the PDP 11/70's in the North Area 
when appropriate. 

Repairs to existing electronics and tests on new hardware were moved to a PDP 11/04 
system in the group laboratory. This machine, which runs CATY, has no local disks and is 
bootstrapped from other computers attached to OMNET. We can run the same CATY test programs 
in the laboratory as on the larger PDPs in the experiment. They are often physically the 
same program file, loaded locally in one case and remotely in the other. 

4.7 Terminals and program development facilities 

A few words now about terminals and program preparation. Once all four computers were 
together in their final positions it was clearly very useful to be able to physically connect 
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terminals to different computers at different times, the connection periods being relatively 
long. For example, when the SPS was not running, the large amount of memory on the DAC made 
it a powerful tool for program development. We solved this problem with a simple "patch" 
panel having terminal connections on one side and terminal interface connections on the 
other. We just made the required interconnection with a piece of cable. Future plans in
volve the connection of most of our terminals to the CERN-wide INDEX system, an automatic 
computer exchange for dialling up multiple hosts from the multiple terminals. This allows 
us the advantages of the original patch panel with increased convenience, plus the possi
bility of accessing other hosts attached to INDEX. The result, however, is the same: a 
flexible distribution of terminal connections to several computers, something most multi
computer systems need in some form. 

Program preparation is something we aim to keep away from our PDPs when we are taking 
data. Any software changes during running that are not absolutely essential are discouraged 
strongly. However, there is often a need for software development and, as the SPS runs a 
large percentage of the time, there is a problem of where to do it. Editing can be done at 
the IBM centre using WYLBUR 1 1); compilation and task building and testing could be done 
locally, but always at the risk of degrading or perturbing the performance of the data-taking 
and monitoring functions. A preferable solution is to perform these jobs on the utility 
PDP 11/60 at the computer centre or other available PDPs attached to OMNET. See Fig. 9. 

When the experiment is not taking data there are, of course, considerable local re
sources for program development. It is, however, only necessary for physicists to learn 
one editor, WYLBUR, as this facility is available on our PDPs using either a mini WYLBUR 1 2) 
running locally or a software bridge via OMNET and CERNET from the PDP to WYLBUR in the IBM. 

To summarize: 

- program development is performed where it is appropriate and convenient at the time, 
thanks to the existence of OMNET and CERNET; 

- one editor is all that users need learn; 

- the IBM centre provides a safe central storage for all programs. 

4.8 A summing up of Section 4 

I have attempted in this section to show how we evolved through multiple phases of the 
experiment: hardware preparation and software development, tests of individual detectors, 
setting up the over-all experiment, data taking, and then still further expansion to include 
new detectors and improved software. The idea has been not so much to present details of 
specific software and hardware aspects — a little of this will come later — but rather to 
show that autonomy and interdependence both have a role in the life of data-acquisition 
systems used in high-energy physics experiments. Links and networks are the key to pro
viding a smooth transition from one state to the other as required. My keywords are flexi
bility and continuity. 

5. CAMAC AND READ-OUT 

The aim of this section is to describe the CAMAC and read-out systems used in the experi
ment. Two main topics will be covered: sharing access to CAMAC from multiple tasks in seve
ral computers and the read-out of very large numbers of crates with a minimum time overhead. 
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As I have described previously, our data-acquisition system comprised several mini
computers. When the experiment was running, the functions of data taking and recording and 
apparatus monitoring were spread over several processors. Since event acquisition and many 
monitoring functions required access to instrumentation interfaced via CAMAC it was clearly 
of interest to be able to share this access between some of the four minicomputers involved. 
Two techniques have been used: the system crate interfacing scheme and routed read-out 
buses. 

5.1 Principles of system crate interfacing 

Surveying the CAMAC interface market at the time we were planning the data-acquisition 
system for the EMC, we came across an interesting approach, that of the system crate 1 3), 
which offered the attractive possibility of shared access to CAMAC for several processors 
along with other features we were looking for, such as high speed DMA operation and multiple, 
4600 standard, branches. The system crate principle, Fig. 11, uses a standard CAMAC crate 
to house four types of units: 

- sources of CAMAC commands; 
- branch couplers ; 
- an executive controller; 
- normal CAMAC modules. 

System crate sources are normally coupled to a computer I/O bus. They typically comprise: 
units for program transfers between computer memory and CAMAC registers; direct memory 
access controllers for executing autonomous CAMAC block transfers; modules for interrupting 
the computer in response to CAMAC LAMs. Sources dialogue with an executive controller in 
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order to access either normal CAMAC modules situated in the system crate or in crates on 
conventional CAMAC branches driven by so-called branch couplers. Up to four CAMAC branches 
could be driven in the case of the PDP-11 interface. The time for operations on the CAMAC 
branches is ^ 2.5 us/cycle, but for CAMAC cycles to modules housed in the system crate it
self this time is rather faster, being % 1.7 us. 

In addition to multiplexing several sources of CAMAC command from a single computer, 
the system crate philosophy allows the coexistence of sources associated with different 
processors. The hardware in fact makes no distinction. The main restrictions on multi
processor access are really the capacity of the system crate itself (only 23 stations 
available for sources, branch couplers, and normal modules) and the geographic constraint 
of having to bring all the computer I/O buses into the close proximity of the system crate. 

One should perhaps contrast the system crate approach to the CAMAC 6500 standard1 '*) 
for auxiliary crate controllers. The former scheme allows multiprocessor access to multiple 
crates and branches, the latter allows multiprocessor access within any one crate. The 
6500 standard was not around when we started planning our set-up, so really the system crate 
approach seemed the only viable one for multiprocessor access to CAMAC. 

Our experience in operating the system crate approach for shared access to CAMAC of 
the DAC and U0 computers has been very positive. However, there is a very definite learning 
process to go through when you move away from having just one computer controlling your 
CAMAC. I do not have time to discuss the detailed problems of multiprocessor access here. 
I shall just indicate two areas of the hardware that need to be watched. Software aspects 
of sharing equipment and LAMs between processors will be discussed later. 

The first potential problem area is that of initialization, rebooting, and powering 
up and down. Anything you do to one processor should not interfere with CAMAC operations 
being performed on the shared system by other processors. The second point concerns pro
blems of latency of access: how to ensure that sources can get access to perform their 
required CAMAC operation and are not subject to unacceptable latencies or complete lockout. 
An example of an unacceptable latency would be where the processor I/O bus handshake was 
interlocked with the CAMAC cycle. In this case, too much delay in accessing CAMAC could 
result in a processor time-out. 

5.2 Detector read-out: a statement of the problems 

The raw information content of an event, digitized times and pulse heights, latched 
bit patterns, etc., is normally much higher than the data actually relevant to the eventual 
extraction of physics (see Table 1). These data are often distributed over a large number of 
electronic channels housed in very many CAMAC, or CAMAC-like, crates. Most of these channels 
will be empty and even when hit may contain a high percentage of worthless information. So, 
in general, physics data will be "sparsely" distributed. It is essential, therefore, to 
process out redundant information as early on as possible, preferably before it is trans
ferred to the data-acquisition computer. To achieve this, use is made of processing elements 
at both the crate and intercrate levels. Devices which often go under the heading of sparse 
data scan controllers or read-out processors are used. Until comparatively recently their 
implementation has been almost exclusively as special-purpose hardwired processors. There 
is now a strong trend to programmable devices. 
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In order to avoid unwanted dead-time effects it is important to clear out an event 
from its first level electronic storage as quickly as possible, thus allowing subsequent 
events to be accepted. This is particularly important for high-rate experiments at pulsed 
accelerators, for example for the EMC. This requires: 

- the fast suppression of all redundant information, involving very often parallel pro
cessing at the crate and branch level; 

- a very fast and efficient transfer of information into the data-acquisition computer; 
use of DMA facilities, minimization of interrupt handling and other software overheads; 

- extra buffering between the computer and the first-level digitized data storage ele
ments of the detectors to allow a high degree of parallelism in read-out and processing 
(Fig. 12). 

Data 
acquisition 
computer 

Buffers 

Processed 
data 

Read -out processor 

Processed 
data 

i Raw data 
J from detectors 

i Raw data 
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Fig. 12 An example of parallelism in read-out and processing 
of detector data 

Logically the data coming from the EMC experiment, as for many other experiments, can 
be considered as a series of data blocks, in general one for every detector or detector 
subsystem. Any event transferred to the data-acquisition computer comprises some, but not 
necessarily all, of these equipment blocks. Events sampling and hardware checking are also 
very often equipment block oriented. It is therefore useful in planning and implementing 
the read-out system for an experiment to structure the hardware rigidly to facilitate such 
a data structure. 

5.3 The ROMULUS system 

Rather early on it became apparent that the number of standard CAMAC crates we could 
drive, even with the multibranch system crate scheme, a total of 28, was insufficient for 
our needs. The ROMULUS system described below overcame this problem and, in addition, 
offered other attractive features. However, the use of several branches has turned out to 
be useful; a single parallel branch cannot conveniently span a double story control room 
and several different branches provide a measure of isolation between different users when 
setting up and testing. Serial CAMAC was in its infancy in the mid-seventies, otherwise we 
might have considered that for some applications. 
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ROMULUS 1 5) is a CAMAC-based read-only system developed at CERN. It has become over the 
years an ad hoc standard and has the following features: 

- A special crate controller (ROCC) containing a 40 word FIFO data buffer and possessing 
the ability to execute a variety of autonomous CAMAC scan modes on modules in the crate. 

- A simplified intercrate bus which allows the interconnection of up to 15 crates. The 
bus terminates in and is read by a branch driver (ROBD) which also contains a 40 word 
deep FIFO. 

- Special-purpose processors can be inserted in the intercrate bus, for example, to 
reject out-of-range ADC and TDC information and to label accepted data. 

- The branch drivers themselves can be read by a ROMULUS crate controller via one of its 
special scan modes. This allows data to be read from many crates on many branches via 
one single branch driver, which then is acting as the root of a complex read-out tree 
comprised of many branches. Read-out can proceed in parallel on a crate and branch level. 

- Word counts and markers may be inserted by the ROMULUS hardware giving a convenient 
structure to data read with the system. See Fig. 13. 
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Figure 14 illustrates some of these features. We have made extensive use of ROMULUS. 
All data acquired on an event-by-event basis comes in via this system, which acts as a 
basic standard for the connection of all detector electronics. Even where subsystems, 
such as drift and proportional chamber read-out, have strayed outside CAMAC rules at a crate 
or branch level, we have tried to impose ROMULUS "compatibility". For example, the drift-
chamber electronics was designed with non-standard use of the CAMAC dataway in order to 
obtain higher crate cycle times. We, however, interconnected these crates with a ROMULUS 
branch and used ROMULUS conventions for controlling and initializing read-out and test se
quences . 

ROMULUS has a number of clear limitations which preclude its use in a more general 
CAMAC environment. It did fulfil most of our needs, outlined in Section 5.2; however, 
solutions to data-acquisition problems in the future clearly require a new, general, stan
dard to complement CAMAC, a point that will be taken up later. 

5.4 How we operated our read-out system 

Figures 15 and 16 show how the system appeared in January 1979. Its main features are 
outlined below: 

The read-out is tree structured with a number of distinct branches and sub-branches 
numbered 1 to 16 in Fig. 16. These sub-branches are each associated with a particular de
tector and generate when read a numbered equipment block. 

DAC UMBUS 

UO UNIBUS 

7- \r \r ,7- \r \,r 
/ / / / / / *& 7- I 7- \r I T - \ r r 1 / 

/ / / / / / / - ^ 

Fig. 15 The read-out system used in the EMC experiment. DRV = long distance 
ROMULUS branch driver; RBM = ROMULUS buffer module; RL540 = "ROBD like" MWPC 
read-out interface. 
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Fig. 16 Details of the EMC read-out tree 

The whole of the read-out tree is read with one DMA transfer. This was not done at 
the start of the experiment to avoid interference between the many users setting up their 
various detectors; the different sub-branches were read with separate DMA operations. 
Flexibility and autonomy were more important than speed at that time. 

The sub-branches of the tree can be individually enabled or disabled as required via 
front-panel control lines going into the associated branch driver module. An event comprises 
any combination of equipment blocks. The selection of these blocks is done by a specially 
designed CAMAC module, a multi-branch enable unit 1 6J. Each event can be caused by up to 
15 different trigger conditions coming from the decision-making electronics of the experi
ment (there is often some overlap). Every trigger has its own pattern of equipment blocks 
to be read. When an event occurs, the ORed combination of all active triggers, the over-all 
pattern of equipment blocks to be read, is generated and the relevant control lines negated 
or asserted. Unwanted branches are thus simply skipped over. As can be seen from Fig. 16, 
the tree has two main branches, down and up, corresponding to data read from the two floors 
of our counting room. Two 8 Kbyte FIFO buffers 1 7) have been introduced in these two branches. 
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Fig. 17 Timing diagram for read-out using intermediate buffers 

When an event occurs the two buffers are triggered, set busy, and commence transferring 
data from their branch into a FIFO (see Fig. 17). In parallel, the computer is interrupted, 
does event book-keeping, reads scalers, and just prior to setting up a DMA transfer from the 
tree root resets its busy. When the buffers have finished reading data, they issue a clear 
and remove their busy. The next event can be taken when all three busys are clear. How
ever, further events are blocked until the read-out of the first event into the computer is 
completely finished. This trick of intermediate fast buffering reduces the effective event 
dead-time by a factor of almost two compared to the non-buffered case, typically 1.6 ms, 
cf. 3.0 ms. We have thus introduced a simple system of event pipelining (Fig. 18). 
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event n*1 
from read-out 
in parallel 

Fig. 18 Pipelining of events to reduce the read
out deadtime 
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5.5 Sharing access to equipment via routing techniques 

When we first considered how to introduce the electron-photon detector into the experi
ment it became clear that we must devise a scheme which required minimum disruption of the 
rest of the experiment, which by that time would be engaged in data taking. It was clearly 
advantageous to commission on a separate computer, the Ul, in an autonomous way and then 
when appropriate to join together the electron-photon detector data with that from the rest 
of the experiment. Our first idea was to read out the information into the Ul and then 
send it via a buffered CAMAC-to-CAMAC link to the DAC on an event-by-event basis. It 
rapidly became clear, once we were clearing out data from the forward spectrometer into the 
fast buffers in less than a millisecond, that the estimated time to effect such a Ul-to-DAC 
join-up of data (A> 5 ms estimated time) was far too high. We therefore implemented a scheme 
based on the use of a ROMULUS router module 1 8) which was capable of switching the inter-
crate bus to one of two paths (see Fig. 19). The new detector was set up autonomously on 
the Ul computer. When it was functioning correctly it was switched into the main read-out 
tree, in fact, into its own buffer module. Between spills the read-out bus was switched 
back into the Ul to allow hardware checks, ADC pedestal calibration, pulsed laser tests, 
etc., to be performed on that machine. 

The router module also has the interesting feature of allowing multiple destination 
transfers of data. The main master reading data from one port of the router can be spied 
on by a sub-master at a second "spy" port. The router thus permits two forms of shared 
CAMAC access to complement the system crate type of approach. First, it allows time-sliced 
access to ROMULUS branches under the control of some master, the DAC in our case. It also 
offers a spy facility whereby two processors, if correctly synchronized, can read the same 
event data at the same time. This could allow, for example, the read-out of an event by 
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a main master in parallel with some decision making by the sub-master as to whether it 
should be accepted or rejected. It might be thought the router spy mode would offer scope 
as an alternative to sending sample events over links from one computer to another. This 
is true; however, at a pulsed accelerator it requires multiple allocation of buffer space 
to store events data during the spill-time. The interest for the EMC is hence diluted. 

One final point about the routing method of shared CAMAC access is that the computers 
involved can be quite widely separated, certainly up to several tens of metres apart, rather 
than within a ̂  5 m radius as with a system crate solution. 

6. SOFTWARE 

This section will describe the software used in the experiment under the following 
general headings: 

i) data acquisition; 

ii) tools for multitasking, multimachine operation; 

iii) apparatus monitoring. 

The general requirement has been for flexibility and modularity so that software evolu
tion could match the changing needs of the experiment. 

A thorough description of the system software is given elsewhere 1 9). 

6.1 Data-acquisition software 

Data acquisition consists of the following functions: reading and buffering data from 
CAMAC during the spill; recording on magnetic tape; passing events to monitoring tasks; 
and providing control of these processes. There are also facilities for playback off-line 
of data tapes, a sort of on-beam simulation, and for writing to tape data coming from moni
toring tasks, mainly derived calibration data and information about the apparatus status. 

The necessary CAMAC commands for reading out events are defined using a special, easy 
to follow, language. Up to 15 different event triggers can be specified, each with an 
associated set of equipment blocks to be read whenever that trigger occurs. The commands 
are compiled to form a "CAMAC list" which, when combined with parameters such as event 
buffer size, maximum event size, and so on, is used to drive the process of reading events. 
At the start of a spill this information is passed to a special module in the CAMAC driver 
which performs read-out in the burst in response to event interrupts. The appropriate 
commands are executed, depending on the trigger pattern that has occurred. Start of burst 
and end of burst lists can also be defined. The time overhead per event is minimized by 
this style of working. There is only one call to the operating system to set up acquisition 
for the whole spill. Overheads of passing via the operating system on an event-by-event 
basis or for individual CAMAC commands would simply be prohibitive. The implemented scheme 
combines driver speed with a good measure of flexibility in the read-out configuration and 
the operations to be performed on it. Several independent runs, each with its own set of 
triggers, can be defined. Runs can be controlled locally or remotely. Different runs may 
be written to different tapes. In addition, equipment blocks to be read can be changed 
dynamically as well as via modification of the CAMAC list. 
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A key point to note is the continuing theme of what we have called equipment blocks. 
Monitoring software for a particular detector accesses its required data via a pointer to a 
numbered equipment block. The pointer information is provided by a standard subroutine 
which is insensitive to the detailed structure of the read-out tree and other hardware de
tails. The monitoring software is therefore not affected by changes made to other detectors 
or to precise read-out mechanisms. In some cases, few changes have been made to software 
originally developed at a detector testing stage. In all cases the latter has formed a 
strong basis for monitoring tasks used at data-taking time. 

6.2 Tools for multitasking, multicomputer operations 

In small computer systems there is often a very simple situation: one computer, one 
program, one terminal. As the size of minicomputers grew, so did the ability to run multiple 
tasks in the same machine. For a system such as that of the EMC experiment, the situation 
is further complicated by having multiple machines. I want to discuss three problem areas 
that had to be tackled: 

i) the scheduling within a single computer of multiple tasks and the allocation of ter
minals to them; 

ii) treatment of messages and results coming from tasks running in all four machines; 

iii) sharing CAMAC access between data acquisition active during the spill and multiple 
monitoring tasks active outside the spill. 

In an ideal world someone operating a multitasking multicomputer system should not have to 
know the number of computers and how they are connected up, merely how to use the facilities 
they provide: to test detectors, take data and do physics. In practice, of course, one 
always falls short of ideals; it is difficult to hide all of the infra-structure. Points 
(i), (ii), and (iii) are discussed below and represent only a small step in the direction 
of Utopia. 

6.2.1 Task scheduling and allocation of terminals 

One can start off by asking why are such things a problem at all. Is this not exactly 
the purpose of operating systems? The answer seems to me to come in two parts. First, 
operating systems provide general facilities that are not related at all to the environment 
of a physics experiment; an obvious example is the burst structure of the SPS, which is a 
fundamental reference point in our computer operations. Secondly, operating systems are 
normally more concerned with autonomous running and protection for different tasks rather 
than the running of many tasks acting in concert. In order to compensate for these short
comings and to shield physicists from the full rigours of the operating system, we have 
introduced a special supervisory task, the Scheduler. This provides the following supple
mentary services : 

- A display, on request, of a series of menus summarizing tasks known to it, their status 
(stopped, running, waiting, etc.), and a short description of their function. 

- The establishment, when required, of a connection between any terminal and any task, 
when running tasks are not normally attached to any particular terminal. 

- Sophisticated facilities for task scheduling and rotation of priorities according to 
the needs of the experiment and people running it. Tasks can be re-run on an accelerator 
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structured basis, for example, every burst or at regular time intervals. The re-run 
algorithm for individual tasks can be easily changed via any terminal. Tasks may be 
auto-started at system initialization time but, if necessary, inhibited from running 
when the SPS is shut down. Tasks sampling events can give up if they have no more 
work to do and allow some other task to run, and then resume when the next spill comes. 

By imposing a well-defined basic skeleton structure for all tasks, we provided the necessary 
hooks for running under the Scheduler and obtained a uniform fine control mechanism over 
the many and diverse tasks that needed to run. 

6.2.2 Treatment of results and messages 

Turning now to the treatment of results and messages generated by the numerous tasks 
running in our four machines, I want to discuss two techniques developed for the EMC experi
ment: centralized access to results via the so-called information presenter, and centraliza
tion of messages using a generalized message reporting system. Both are essential aids to 
operating the over-all system coherently and effectively. 

All monitoring tasks periodically store their histograms, summary tables, and other 
information generated on local disks. A special task, the so-called "information presenter", 
can be run on any of the four computers to display information produced by any monitoring 
tasks, including those that run on remote machines. Thus all information from all monitoring 
tasks throughout the system can be made available on any requesting terminal of any computer 

Remote 
computers 

Fig. 20 Scheduling of monitoring tasks and the treatment of their results 
and messages 
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via a uniform operator interface. Centralization of information in one place also facili
tates archiving. 

In an analogous way the presentation of messages from the various monitoring tasks can 
be centralized. Such messages, for example results of routine checks and alarm conditions, 
are collected together and 

- displayed on a series of TV monitors distributed around the control room; 

- printed on a central teletype; 

- added to an experimental log, which is stored as a disk file on one of the machines; 

- logged on magnetic tape. 

Messages can be suppressed if required and the disk based experiment log can be interrogated 
for information coming from a particular task or having a certain keyword. The history of 
faults associated with particular pieces of equipment can therefore be studied. 

Figure 20 summarizes the use of the tools so far discussed for multitasking, multi
computer operations; it shows, albeit fairly crudely, the relationship of monitoring tasks, 
the Scheduler, and the centralized information presenter and message reporting systems. 

6.2.3 Sharing CAMAC 

Sharing CAMAC between two or more computers is a problem of resource sharing between 
multiple tasks in multiple processors. Two special problems have to be solved for the 
DAC/UO CAMAC system: 

- interrupt, i.e. LAM, handling; 

- interference between multiple sources of control when executing a sequence of CAMAC 
operations. 

Similar, though less demanding, problems have to be tackled, of course, even if there is a 
single computer controlling CAMAC. 

LAMs are handled in a simple way. They are mapped onto graded LAMs, GLs, using a pro
grammable LAM grader 2 0), one GL corresponding to one LAM. A particular GL can only be used 
by one task in one computer at a time; in fact, only the computer owning the GL is inter
rupted. Before a task can use a GL it must reserve it. A reservation scheme which ensures 
unique ownership of any GL is implemented across both computers with the aid of a special 
CAMAC booking m o d u l e 2 l \ which serves essentially the same purpose as the booking sheets 
used to reserve squash courts. 

In order to avoid any interference between tasks trying to access the same CAMAC equip
ment at the same time, a similar reservation system has been implemented for CAMAC crates 
and modules. Any module in the system crate and any crate on any branch can be reserved by 
any task in either machine; access by any other task is thereby blocked. 

Data acquisition which takes place during the SPS spill-time totally ignores the re
servation scheme. It is a high-priority process which cannot wait. Normal CAMAC access by 
monitoring tasks is blocked during this time, but the possibility still exists that their 
activities will be disrupted, particularly if they use the read-out tree. It is the responsi
bility of individual monitoring tasks using CAMAC to detect if interference has occurred. 
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They do this by a call to a special subroutine, called at the start and end of a sequence 
of "uninterruptable" CAMAC operations. If they are told their sequence has been interrupted 
by the occurrence of a beam burst they simply repeat the whole sequence. 

Technically there seem to be no special problems in implementing a reservation scheme 
for two or more computers. However, there is a practical problem of what a task should do 
if it finds it cannot get the resources it needs. One simple answer is to give up and try 
again later. In our case, the most often shared piece of CAMAC is the read-out tree, so we 
have adopted a special procedure for using it. Ownership is obtained via a call to a sub
routine, TREEBK, which contains a special waiting algorithm if the tree is not available 
at that time. When it finds the tree is free, TREEBK enables the parts of it required by 
the calling task and returns. We have found that by using this technique the access rights 
to the read-out tree can be passed around quite effectively between several running tasks, 
providing booking time slices are relatively short. The tree should only be booked when 
absolutely required and released at the earliest possible moment. 

6.3 Software for monitoring the experiment 

No attempt will be made to describe any of the tasks used for monitoring the performance 
of the EMC experiment. There are upwards of 30 of them used when we take data. I shall 
merely indicate their scope by listing some of the functions they carry out: 

- checks on the status of the muon beam line via a CAMAC link to an SPS NORD-10 computer; 

- the accumulation of hit maps, time and pulse-height spectra; 

- periodic checking of ^ 1500 analogue channels, NIM and CAMAC crate voltages, chamber 
and counter high voltages, temperatures and pressures; 

- scanning alarm levels, e.g. chamber voltage trips; 

- adjustment and checking of photomultiplier high voltages; 

- setting up trigger conditions; 

- firing of light-emitting diodes for testing detectors viewed by photomultipliers; 

- injection of rest pulses into chamber electronics; 

- transfer of data samples to the IBM centre, submission of jobs to process the sample; 

- presentation of a pictorial display of an event using real-time interaction with the 
full reconstruction program running in the IBM; 

- checks and displays of counting rates; 
- CAMAC hardware checks; 

- verification of the structure of events, detection of missing equipment blocks, in
correct markers and word counts; production of statistics of event and equipment 
block lengths, read-out errors, etc. 

Despite the large number of monitoring tasks and differences in abilities and pro
gramming styles of physicists contributing software to the on-line system, it appears rather 
homogeneous to people operating it. This is partly due to features such as the information 
presenter and message systems, but also to the availability of standard packages for histo
gramming, dialogue via menus, etc., plus the rather rigid task structure required for running 
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under the Scheduler. Of course, homogeneity does mean restrictions and rules and it is to 
the credit of EMC members that they accepted constraints and a certain degree of regimenta
tion in the interest of final cohesion and ease of operation. Despite the size of the ex
periment, we ran with only two people per shift. 

WHAT HAVE I LEARNED? 

Work on the EMC data-acquisition system has been going on for over five years. Listed 
below are some of the things I have learned in that time. 

i) Large experiments evolve through multiple phases with different needs at different 
times. Both hardware and software must be flexible enough to cope. 

ii) Continuity throughout these multiple phases is essential. Physicists should experience 
a minimum of disturbance as they move with their detectors from home institutes, 
through testing at CERN, to final setting up and data taking. Effort expended re-
programming application software in different environments is effort wasted. 

iii) Contact between data-acquisition systems at CERN and people working in home institutes 
is not strong enough. Off-site links would allow more "remote effort" to be effec
tively used. 

iv) Physicists want to program in FORTRAN. So let them. 

v) Autonomy is often very useful, for hardware and software development, operation in 
home laboratories, and so on. 

vi) Our multi-minicomputer system connected together by fast serial links formed a very 
flexible kit of parts to meet the changing needs of the EMC experiment. 

vii) Connecting our machines to general networks such as OMNET and CERNET has given us 
access to a wide range of useful facilities; it has enhanced considerably the purely 
local performance of the system and eased many of the problems of detector testing, 
electronic repairs, and program development. 

viii) The use of the central IBM computers has proved invaluable. First, they have provided 
a large centralized file base to back up the restricted and distributed local capacity. 
Secondly, a more sophisticated degree of apparatus monitoring has been possible. 

ix) If a data-acquisition system involves multiple tasks and computers, this fact must be 
hidden as far as possible from people running it. 

x) Minimizing the number of types of computers involved in a system saves a lot of time 
and effort. My preference is for one manufacturer, one operating system, and one 
I/O bus. 

xi) Shared access to instrumentation by several processors is very useful. However, the 
present CAMAC standard remains rather restrictive. CAMAC shortcomings also show up 
in applications requiring large numbers of crates or very high speed operations. 
Software problems associated with sharing resources between many tasks in many pro
cessors are not trivial. 

xii) Close contact and co-operation between people responsible for the data-acquisition 
system of an experiment and physicists using it is essential. 
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FUTURE TRENDS IN DATA-ACQUISITION SYSTEMS 

The basic purpose of a data-acquisition system is to record on tape, or some other re
cording media, data from particle detectors that correspond to interesting physics events. 
Two constants are normally imposed on the recorded data. First, the data should contain 
as high a percentage as possible of interesting events. There should be good event selec
tion against unwanted background. Secondly, recorded events should contain a minimum of 
redundant information. The original raw data needs to be progressively treated to maximize 
its information content. This process may include things like subtraction of ADC pedestals, 
suppression of non-hit channels, reformatting, and so on. In addition, any data-acquisition 
system must incorporate the means to monitor the performance of the experiment and hence 
the quality of the recorded data. 

Data acquisition can be represented as a multilevel process, as shown in Fig. 21. 
The two complementary processes of event selection and data treatment can operate at any 
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level, together with performance monitoring for the apparatus. Each level has an approxi
mate characteristic time and type of instrumentation. Clearly this general description is 
not characteristic of any particular experiment, but represents the sum of all possibilities. 
I now want to use this model to discuss future trends. 

Level 1 I have called the fast trigger level. It has characteristic times in the range 
of a few hundred nanoseconds to around 25 ys and aims to define, at high speed, fairly crude 
event topologies: rough track finding and correlating, energy and angle cuts. It is the 
traditional area of applicability of NIM electronics. However, in recent years there has 
been a trend towards greater sophistication at this level involving large correlation 
matrices22J and so-called trigger processing systems23-'. These devices are usually custom-
built and hardwired. For the future, the main question for me is whether it is possible, 
or even desirable, to define a successor to NIM — some sort of standard modular trigger pro
cessing system. Probably the argument for the ultimate in performance and hence specialized 
hardwired electronics is always going to be strongest at this level. Some form of software 
control will be required even if true programmable processors are unable to match the speed 
necessary at this level. 

The read-out level, Level 2, typically covers times in the range 25 y s to about S ms. 
Event selection involves more refined decision making; for example, the correlation of 
electron momentum with the energy deposited in a calorimeter. In contrast to Level 1, the 
full detector resolution can be used. During read-out raw data are corrected and compacted 
in a fairly basic way: suppression of empty channels, clustering of hits, etc. This level 
tends to use very fast programmable processors such as ESOP2"*), MICE 2 5), and MONICA 2 6). In 
the future we are certainly going to see a very widespread use of microprocessors, for 
example at the read-out crate level in "smart", sparse data controllers, which will not 
only suppress redundant information but also carry out calibration and monitoring functions. 
The EMC itself is planning to use Signetics 8X300 microprocessors installed in ROMULUS 
branches to compact data on the fly during read-out. 

A decision to accept an event at Level 2 normally evokes the transfer of data into the 
memory of a minicomputer via CAMAC. The characteristic time for this process is ̂  5-25 ms, 
allowing in some cases a quite sophisticated degree of processing using floating-point 
arithmetic. Special processors, such as the 168E 7), which emulate traditional large com
puters, are useful at this and higher levels. Although this level, like Level 2, is going 
to feel the impact of more and more distributed processing power, the main question for me 
is: will we continue to use CAMAC as a means to transfer data into our minicomputer? My 
answer would be yes, because CAMAC is still not badly mismatched to most computer I/O bus 
bandwidths. 

Level 4, the data-recording stage, is typically on the time scale of 25 ms to several 
seconds. It is also the level where the bulk of the monitoring of the apparatus performance 
is carried out, and it also offers possibilities for further event selection and data com
pacting. For the future the scope is enormous. At both ends of the minicomputer spectrum 
there are attractive possibilities. At the high end there are 32-bit minicomputers such as 
the VAX 11/780 and possible successors, at the low end a great choice of very cheap but 
nevertheless sophisticated microcomputers. The game of choosing a configuration is becoming 
more difficult than ever. Clearly VAX type machines offer a way out of the 16-bit address 
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dilemma that has handicapped the running of large programs anywhere except at traditional 
computer centres. As microcomputers appear so cheap we cannot ignore them, but probably 
the challenge of using them is greater than just buying a VAX. It seems to me that replacing 
the traditional minicomputers, if only partially, by microcomputers requires the solution 
to three problems: 

i) How to stop basically very low processor and memory costs from spiralling when inter
facing to CAMAC. An LSI 11-2 from DEC with 32 Kbytes of memory and two RS232 inter
faces costs around SF 6000. Almost this same amount can be spent in buying an inter
face to CAMAC for it! 

ii) How to avoid the temptation of adding terminals, links, floppy disks, etc., to every 
microcomputer. Any one of these items risks to double the basic purchase price. 

iii) How to make a multi-microcomputer system not look like a multi-microcomputer system to 
someone using it. 

One clear way out of the cost problem is to package the microprocessor system either 
partially or totally in CAMAC and dispense with all other peripherals by controlling and 
communicating via the CAMAC dataway using a host minicomputer. A single minicomputer can 
thus support and supervise many cheap microcomputers. An approach along these lines is 
being pursued by the SPS controls group at CERN with a Texas Instruments TM 9900 micro
processor27^ . At the EMC we are looking into similar possibilities for using LSI ll's. As 
far as point (iii) is concerned, having had some experience at the EMC in operating a multi-
minicomputer system, I feel a little more confident than I did five years ago that the pro
blem is solvable. And, of course, we are getting a lot more heln from manufacturers these 
days. 

Level 5 allows off-beam playback and processing where it is necessary to reduce the 
load on traditional computers. Such an approach has been very successfully pioneered by 
Paul Kunz using his 168E emulator and the trend seems to be growing for using other emula
tors such as PUMA 2 8) and commercial solutions, for example systems based on the NORD 500 2 9 ) . 
The EMC is preparing to use several 168Es to analyse part of the data taken up to now and 
the use of such processors in the future looks to have considerable potential impact for us. 

My vision of the future involves the use of very many different processors of diverse 
types: minicomputers, special-purpose hardwired and programmable processors, fast micro
processors for event selection, slower microprocessors for monitoring and control. I have 
one problem, however. I do not have a clear idea how to interconnect them and this threatens 
to be a serious bottleneck to progress unless it is solved. CAMAC is clearly too slow for 
use at lower levels of the data-acquisition chain. In addition, its basic design is that 
of a hierarchical single processor system. A very interesting complement to CAMAC is the 
new FASTBUS 3 0) standard developed in the US. However, FASTBUS is certainly not going to 
solve all our problems. Probably not those involving the cheap hook-up of multiple pro
cessors and peripherals over distances of several hundred metres. Certainly not those in
volving connection over kilometres. There is a need therefore for the high-energy physics 
world to define its future needs now in terms of a minimum set of standards and thereby 
avoid a time-wasting proliferation of different buses, networks, and interconnection schemes. 
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FAULT TOLERANT COMPUTING SYSTEMS 

3. Randell 

Computing Laboratory, University of Newcastle upon Tyne 

ABSTRACT 

Fault tolerance involves the provision of strategies for error 
detection, damage assessment, fault treatment and error 
recovery. A survey is given of the different sorts of stra
tegies used in highly reliable computing systems, together 
with an outline of recent research on the problems of provid
ing fault tolerance in parallel and distributed computing sys
tems. 

JL INTRODUCTION 

System reliability is sometimes interpreted rather broadly as a measure of how a sys

tem matches its users' expectations - see for example[1]. The trouble with this view is 

that the expectations themselves can be mistaken and can change almost arbitrarily, based 

perhaps on experience with the system. In this paper a somewhat narrower interpretation 

of system reliability is taken, more in line with typical formal, and often quantitative, 

assessments of hardware reliability. Thus we regard system reliability as being related 

to the success with which a system provides the service specified. By this means the con

cept of the reliability of a system is separated from that of the reliance placed on it. 

The history of the development of computing systems has seen some fascinating inter

play between reliance and reliability. The reliability of early computers caused rela

tively little reliance to be placed on the validity of their outputs, at least until 

appropriate checks had been performed. Even less reliance was placed on the continuity of 

their operation - lengthy and frequent periods of downtime were expected and tolerated. 

As reliability increased so did reliance, sometimes in fact outdistancing reliability so 

that additional efforts had to be made to reach previously unattained reliability levels. 

During this time computing systems were growing in size and functional capacity so that, 

although component reliability was being improved, the very complexity of systems was 

becoming a possible cause of unreliability, as well as a cause of misunderstandings 

between users and designers about system specifications. 

The informal but, it is hoped, rigorous definitions presented below of concepts 

relating to system reliability presume the existence of some external specification of the 

requirements that the system is supposed to meet. Ideally this specification will have 
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previously been agreed and documented; in practice, some aspects of it may exist only in 

the minds of persons authorised to decide upon the acceptability of the behaviour of the 

system. The terminology adopted here is defined in general terms, and is intended to 

relate to both hardware and software since in a complex computing system the reliability 

of both will be of great relevance to the overall reliability of the system. 

2_. SYSTEMS AND THEIR FAILURES 

A system is defined to be a set of components together with their interrelationships, 

where the system has been designed to provide a specified service. The components of the 

system can themselves be systems and their interrelationship is termed the algorithm of 

the system. There is no requirement that a component provide service to a single system; 

it may be a component of several distinct systems. However, the algorithm of the system 

is specific to each individual system. The algorithm, plus the identification of the com

ponents, are sometimes termed the structure of the system. 

Cable 
AM 

Processor Cable 
AM 

Processor 

Figure 1. A Three Component System 

Example 

Figure 1 is a simple schematic representation of a system consisting of a processor, 

a console and an interconnecting cable - these three components are interrelated by 

being plugged together. The interconnecting lines in the diagram represent these 

relationships, rather than any physical component. 

The reliability of a system is taken to be a measure of the success with which the 

system conforms to some authoritative specification of its behaviour. Without such a 

specification nothing can be said about the reliability of the system. When the behaviour 

of a system deviates from the specification, this is called a failure. Measures of the 

reliability of a system, such as Mean Time Between Failures (MTBF) and Mean Time To Repair 

(MTTR), can be based on the actual or predicted incidence of failures and their conse

quences. 

Console 
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Quantitative system reliability measures all concern the success with which a system 

provides its specified service. The much broader notion of reliability, which is here 

termed "reliance", relates to the situation where there is a lack of understanding and/or 

agreement as to the specification of a system, or where it is wished to differentiate 

between the relative acceptability of different kinds of (specified) system behaviour. 

An internal state of a system is said to be an erroneous state when that state is 

such that there exist circumstances (within the specification of the use of the system) in 

which further processing, by the normal algorithms of the system, will lead to a failure 

which is not attributed to a subsequent fault. 

The term error is used to designate that part of the state which is "incorrect". An 

error is thus an item of information, and the terms error, error detection and error 

recovery are used as casual equivalents for erroneous state, erroneous state detection and 

erroneous state recovery. 

A fault is the adjudged cause of an error, while a potential fault is a construction 

within a system such that (under some circumstances within the specification of the use of 

the system) that construction will cause the system to reach an erroneous state. Such a 

fault may be classified as a mechanical fault or as an algorithmic fault, that is, a mis

take in the algorithm of the system. Mechanical faults are those faults which are 

ascribed to the behaviour of a component of the system, that is, are failures of system 

components. 

Example 

A storage module which fails to store data correctly could be the fault which causes 

errors in the internal tables used by an operating system, errors which lead to a 

complete system failure, perhaps by causing the system to go into an unending loop. 

Hopefully it will now be clear that the generality of the definitions of failure and 

fault has the intended effect that the notion of fault encompasses design inadequacies as 

well as, say, hardware component failure due to ageing. For example, it covers a mistaken 

choice of component, a misunderstood or inadequate representation of the specification (of 

either the component, or the service required from the system) or an incorrect interrela

tionship amongst components (such as a wrong or missing interconnection in the case of 

hardware systems or a program bug in software systems). 
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As the definition given above implies, identification of a state as erroneous 

involves judgement as to which fault is the cause of a particular failure. A demonstra

tion that further processing can lead to a failure of a system indicates the presence of 

an error, but does not suffice to locate a specific item of information as the error. It 

can, in fact, be very difficult to attribute a given failure to a specific fault. Even 

precise location of an error is by no means guaranteed to identify a fault to which the 

failure may be attributed. Consider, for example, a system affected by an algorithmic 

fault. The sequence of internal states adopted by this system will diverge from that of 

the "correct" system at some point in time, the algorithmic fault being the cause of this 

transition into an erroneous state. But there need be no unique correct algorithm. It 

may be that any one of several changes to the algorithm of the system could have precluded 

the failure. A subjective judgement as to which of these algorithms is the intended algo

rithm determines the fault, the items of information in error, and the moment at which the 

state becomes erroneous. Of course, some such judgements may be more useful than others. 

Example 

Consider a program which is supposed to set Y and X to the initial value of X and the 

sum-check of the ten element vector A respectively. A faulty version of this might 

be 

Y:=X; for i:=l step 1 until 10 do X:=X+A[i]; 

which could be corrected either by inserting "X:=0;" just before the for statement, 

or "X:=X-Y;" after it. These two alternative corrections imply different judgements 

as to the exact fault, and as to which states of the computation evoked by the pro

gram were erroneous. 

The significance of the distinction between faults and errors is most clearly seen 

when the repair of a system is considered. For example, in a data base system repair of a 

fault may consist of the replacement of a failing program (or hardware) component by a 

correctly functioning one. Repair of an error requires that the information in the data 

base be changed from its currently erroneous state to a state which will permit the 

correct operation of the system. In most systems, recovery from errors is required, but 

repair of the faults which cause these errors, although very desirable, is not necessarily 

essential for continued operation. 



- 366 -

3.. FAULT AVOIDANCE AND FAULT TOLERANCE 

The traditional approach to achieving reliable computing systems has been largely 

based on fault avoidance (termed fault intolerance by Avizienis). Quoting Avizienis:[2] 

"The procedures which have led to the attainment of reliable systems using this approach 

are: acquisition of the most reliable components within the given cost and performance 

constraints; use of thoroughly refined techniques for the interconnection of components 

and assembly of subsystems; packaging of the hardware to screen out expected forms of 

interference; and carrying out of comprehensive testing to eliminate hardware and software 

design faults. Once the design has been completed, a quantitative prediction of system 

reliability is made using known or predicted failure rates for the components and inter

connections. In a "purely" fault intolerant (i.e. nonredundant) design, the probability 

of fault-free hardware operation is equated to the probability of correct program execu

tion. Such a design is characterised by the decision to invest all the reliability 

resources into high-reliability components and refinement of assembly, packaging and test

ing techniques. Occasional system failures are accepted as a necessary evil, and manual 

maintenance is provided for their correction." 

There are a number of situations in which the fault avoidance approach clearly does 

not suffice. These include those situations where faults are likely to slip through into 

the system and it is inaccessible to manual maintenance and repair activities, or where 

the frequency and duration of the periods of time when the system is under repair are 

unacceptable. An alternative approach to fault avoidance is that of fault tolerance, an 

approach at present largely confined to hardware systems, which involves the use of pro

tective redundancy. A system can be designed to be fault tolerant by incorporating into 

it additional components and abnormal algorithms which attempt to ensure that occurrences 

of erroneous states do not result in later system failures. The degree of fault tolerance 

(or "coverage") will depend on the success with which erroneous states are identified and 

detected, and with which such states are repaired and replaced. 

There are many different degrees of fault tolerance which can be attempted. For 

example, a system designer might wish to reduce the incidence of failures during periods 

of scheduled operation by designing the system so that it will remain operational even in 

the presence of, say, s single fault. Alternatively, he might wish to attain very lengthy 

continuous periods of failure-free operation by designing the system so that it can 

tolerate not just the presence of a fault, but also the activity involved in repairing the 

fault. 
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Fault tolerant systems differ with respect to their behaviour in the presence of a 

fault. In some cases the aim is to continue to provide the full performance and func

tional capabilities of the system. In other cases only degraded performance or reduced 

functional capabilities are provided until the fault is removed - such systems are some

times described as having a "fail-soft" capability. 

Example 

It is now typical for the computer terminals used in banks to incorporate significant 

processing and storage facilities. Such terminals enable data input and possibly 

some limited forms of data validation to continue even when the main computer system 

is not operational. 

Schemes for fault tolerance also differ with regard to the types of fault which are to be 

tolerated. The design of fault-tolerant hardware systems is based on careful enumeration 

of expected faults due to component ageing, electrical interference and the like, and on 

complete identification of their consequences. Such systems have achieved considerable 

success. However, in general no attempt is made in such systems to cope with algorithmic 

faults in the hardware design, or in the associated software. Rather it is assumed that 

such faults have been successfully avoided and are not present in the system. This illus

trates that fault tolerance and fault avoidance are better regarded as complementary 

rather than as competitive approaches to system reliability. 

All fault tolerance measures depend on the effective utilisation of supplementary 

elements of the system which may be termed protective redundancy. The techniques which 

utilise this redundancy can be classified in various different ways; the general classifi

cation adopted here identifies strategies for (i) error detection; (ii) damage assessment; 

(iii) error recovery; and (iv) fault treatment. 

The implementation of these strategies can take many different forms, as is discussed 

subsequently. In a given system the particular strategies used may vary in different 

parts of that system, and at different times during its operation. Indeed, it is not 

always possible to make a positive identification of the elements responsible for each of 

the constituent strategies used in a given fault tolerance technique, for, while the 

starting point is always the detection of an erroneous state, the order in which the other 



- 368 -

strategies are carried out can vary, and there can be much interaction between them. 

3..J_. Error Detection 

The starting point for all fault tolerance techniques is the detection of an errone

ous state which could have led to system failure. Ideally, the checks performed by the 

error detection mechanisms should satisfy three criteria: firstly, they should be based 

solely on the specification of the service that the system is supposed to provide; 

secondly, they should check for absolute correctness of the behaviour of the system with 

respect to that specification; and thirdly, they should be independent from the system 

itself. In practice, of course, such rigorous checking cannot be attained. Therefore it 

is usual to attempt to enforce acceptability, a lower standard of behaviour than absolute 

correctness, with the hope that such checks will still enable a high percentage of errors 

to be detected. Acceptability checks can either be checks that the operation of the sys

tem appears to be satisfactory, or checks that specific erroneous situations have not 

arisen. A disadvantage of the latter approach is that only anticipated erroneous situa

tions can be detected. However, for such situations checks can often be designed which 

are simpler and more specific than a general check that the operation of the system is 

satisfactory. 

Some of the possible forms of checks in a system are: (i) replication checks, (ii) 

reversal checks, (iii) coding checks, (iv) interface checks, and (v) diagnostic checks. 

Replication checks are a common form of error detection mechanism, involving replica

tion of some part of the activity of the system to enable the consistency of the results 

to be checked. The type of replication used will depend on the type of faults that are 

anticipated (and of course on cost/performance constraints). Thus replication involving 

two or more components of identical specification but independent design would be employed 

if design faults were expected. Alternatively, replication involving two or more com

ponents of the same design or repeated use of the same component would be used to detect 

permanent or transient component faults respectively. 

Reversal checks involve the processing of the results of a system to calculate what 

the input to the system should have been. The calculated input is then compared with that 

which actually occurred. Only certain types of system, where the inverse computation is 

relatively straightforward, lend themselves to this type of check. 
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Example 

The JPL-STAR computer[31 employed "inverse microprogramming" which deduced what an 

operation should have been from the active gating signals. The deduced operation 

could then be compared with that actually requested. 

Coding checks are also a common form of error detection, and often provide a means of 

reducing the cost of the error detection. Techniques such as parity, Hamming codes and 

cyclic redundancy codes use redundancy to enable the acceptability of a (possibly large) 

set of data to be checked. Checking large and complex masses of data is often infeasible 

without the use of coding techniques. However, it is at best a limited form of check, 

based on assumptions about the types and consequences of faults which might occur. 

Example 

Parity checks are regarded as being suitable for core stores, but not for telecommun

ications where the faults give rise to entirely different error characteristics. 

All of the above forms of check will be founded on faith in the actual structuring of 

the system, based on the presumed effectiveness of the constraints that were applied to 

the interfaces of the system. Interface checks are one means of providing constraints, 

where mechanisms within components serve to check the interactions across interfaces. 

Checks for illegal instructions, illegal operands and protection violations are common 

examples of interface checks provided by hardware systems. 

Diagnostic checks involves using a component with a set of inputs for which the 

expected outputs are known and can be compared with those actually obtained from the com

ponent. Diagnostic checks are usually used periodically, interspersed with periods of 

time during which it is assumed that the component is working correctly. The effective

ness of such checks will depend on the frequency of their use (with respect to the fre

quency of the occurrence of faults) and on the amount of time and resources that can be 

allocated to the checks. The problem with such checks is the amount of time for which 

errors could go undetected and spread throughout the system. Thus diagnostic checks are 

not often used as a primary error detection mechanism, but are used to supplement other 

mechanisms - for example for purposes of fault location. 



- 370 -

^.£. Error Recovery 

Recovery from the consequences of a fault involves transforming an erroneous state 

into a valid state from which the system can continue to provide the specified service. 

Two strategies for error recovery can be identified: error recovery provided to a system 

and involving the restoration of a prior state of the system (or part of the system) is 

termed backward error recovery. In contrast, forward error recovery involves the system 

itself making further use of its present erroneous state to obtain another state. The aim 

of both strategies is to attain a state which it is hoped is free from errors. 

Backward error recovery involves the provision of recovery points, that is points in 

time at which the state of the system is (at least conceptually) saved for future rein

statement if required. Various techniques can be used for obtaining such recovery points. 

Checkpointing-type nechanisms involve foreknowledge of the resources that the processes 

could modify (e.g. all of working storage). Audit trail techniques involve recording all 

the modifications that are actually made. Recovery cache-type mechanisms are a compromise 

which involve recording the original states of just those resources which are modified 

(see below). Because of the cost of maintaining a large number of recovery points, they 

are usually explicitly discarded when it is hoped they are no longer required (e.g. re-use 

of a back-up tape). The implied reduction in recovery capability which the loss of a 

recovery point entails is called commitment. 

The major importance of backward error recovery is that it is a simple technique 

which makes no assumptions about the nature of the fault involved (apart from assuming 

that the fault has not compromised the recovery mechanism), and that no effort need be 

expended on damage assessment. Thus, if it is available, backward error recovery is a 

general recovery mechanism and can provide recovery after all types of faults, even unan

ticipated faults in the design of the system. However, there may be situations in which 

it is an expensive recovery mechanism in that it involves undoing all of the activity of 

the system since the recovery point was established, not just those parts which were 

erroneous. 

As described above, forward error recovery involves the system itself transforming 

its erroneous state into a valid state. However, the problem with forward error recovery 

techniques is that they must rely heavily on the knowledge of the nature of the fault 

involved and its exact consequences (influenced by knowledge of the structure of the sys-
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tern) and in consequence they are inseparable from the problems of damage assessment and of 

providing a continued service. Thus forward error recovery has to be designed specifi

cally for each system. Nevertheless, in situations where a fault and its full conse

quences can be anticipated, forward error recovery can provide efficient and simple 

recovery. 

3.-3.. Recovery Blocks 

The recovery block scheme has been introduced as a means of providing fault tolerance 

in programs. It is intended for coping with faults whose exact location and consequences 

have not been (and, as with design faults, cannot be) predicted. It therefore is based on 

the use of backward error recovery. 

The scheme can be regarded as analogous to what hardware designers term "stand-by 

sparing". As the system operates, checks are made on the acceptability of the results 

generated by each component. Should one of these checks fail, a spare component is 

switched in to take the place of the erroneous component. 

A recovery block consists of a conventional block which is provided with a means of 

error detection (an acceptance test) and zero or more stand-by spares (the additional 

alternates). The primary alternate corresponds exactly to the block of the equivalent 

conventional program, and is entered to perform the desired operation. The acceptance 

test, which is a logical expression without side effects, is evaluated on exit from any 

alternate to determine whether the alternate has performed acceptably. A further alter

nate, if one exists, is entered if the preceding alternate fails to complete (e.g. because 

it attempts to divide by zero, or exceeds a time limit), or fails the acceptance test. 

However before an alternate is so entered, the state of the process is restored to that 

current just before entry to the primary alternate. If the acceptance test is passed, any 

further alternates are ignored, and the statement following the recovery block is the next 

to be executed. However, if the last alternate fails to pass the acceptance test, then 

the entire recovery block is regarded as having failed, so that the block in which it is 

embedded fails to complete and recovery is then attempted at that level. 

In the illustration of a recovery block structure in Figure 2, double vertical lines 

define the the extents of recovery blocks, while single vertical lines define the extents 

of alternate blocks, primary or otherwise. 
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A: ensure AT 
by AP begin 

<program text> 
end 

else by AQ 

else error 

begin 
<program text> 

end 

Figure 2: Simple Recovery Block. 

A: ensure AT 
by AP begin 

B 

declare Y 
<program text> 
ensure BT 
by BP : begin declare U 

<program text> 
end 

else by BQ : begin declare V 
<program text> 

end 
else by BR : begin declare W 

<program text> 
end 

end 
else error 
<program text) 

else by AQ begin 

C 

declare Z 
<program text) 

: ensure CT 
by CP : begin 

<program text> 
end 

else by CQ : 

else error 

begin 
<program text> 

end 

D 

end 

: ensure DT 
by DP : 

else error 

begin 
<program text> 
end 

else error 

Figure 3: A More Complex Recovery 31ock. 

Figure 3 shows that the alternate blocks can contain, nested within themselves, 

further recovery blocks. In this figure the acceptance test BT will be invoked on comple

tion of primary alternate BP. If the test succeeds, the recovery block B is left and the 

program text immediately following is reached. Otherwise the state of the system is reset 

and alternate BQ is entered. If BQ and then BR do not succeed in passing the acceptance 
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test the recovery block B as a whole, and therefore primary alternate AP, are regarded as 

having failed. Therefore the state of the system is reset even further, to that current 

just before entry to AP, and alternate AQ is attempted. 

3.. 3..J_. Acceptance Tests 

The function of the acceptance test is to try and ensure that the operation performed 

by the recovery block is to the satisfaction of the program which invoked the block. It 

supplements any checking performed within the block by more conventional means, such as 

run-time assertions. The acceptance test is therefore performed by reference to the vari

ables accessible to that program, rather than variables local to the recovery block, since 

these can have no effect or significance after exit from the block. Indeed the different 

alternates will probably have different sets of local variables. There is no question of 

there being separate acceptance tests for the different alternates. The surrounding pro

gram may be capable of continuing with any of a number of possible results of the opera

tion, and ideally the acceptance test should establish that the results are within this 

range of acceptability, without regard for which alternate can generate them. 

There is no requirement that the test be, in any formal sense, a check on the abso

lute "correctness" of the operation performed by the recovery block. Rather it is for the 

designer to decide upon the appropriate level of rigour of the test. Ideally the test 

will ensure that the recovery block has met all aspects of its specification that are 

depended on by the program text that calls it - in practice, if only for reasons of cost 

and/or complexity, something less than this might have to suffice. 

Although when an acceptance test is failed all the evidence is hidden from the alter

nate which is then called, a detailed log is kept of such incidents, for off-line 

analysis. 

When an acceptance test is being evaluated, any non-local variables that have been 

modified must be available in their original as well as their modified form because of the 

possible need to reset the system state. For convenience and increased rigour, the accep

tance test is able to access such variables either for their modified value or for their 

original (prior) value. 
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ensure sorted (S) ? (sura(S) = = sum(prior S) 
by qu ickersor t (S) 
e l se by quicksor t (S) 
e lse by bubblesor t (3) 
else e r ror 

Figure 4: Fault-Tolerant Sort Program 

Figure 4 shows a recovery block whose intent is to sort the elements of the vector 5. 

The acceptance test incorporates a check that the set of items in S after operation of an 

alternate are indeed in order. However, rather than incur the cost of checking that these 

elements are a permutation of the original items, it merely requires the sum of the ele

ments to remain the same. 

3.3.2. Alternates 

The primary alternate is the one which is intended to be used normally to perform the 

desired operation. Other alternates might attempt to perform the desired operation in 

some different manner, presumably less economically, and preferably more simply. Thus as 

long as one of these alternates succeeds the desired operation will have been completed, 

and only the error log will reveal any troubles that occurred. 

However in many cases one might have an alternate which performs a less desirable 

operation, but one which is still acceptable to the enclosing block in that it will allow 

the block to continue properly. (One plentiful source of both these kinds of alternates 

might be earlier releases of the primary alternate!) 

ensure consistent sequence (S) 
by extend S with (i) 
else by concatenate to S (construct sequence (i)) 
else by warning ("lost item") 
else by S := construct sequence (i); warning 

("correction, lost sequence") 
else by S := empty sequence; warning ("lost 

sequence and item") 
else error 

Figure 5: Recovery Block with Alternates which achieve 
different, but still acceptable though less 
desirable, results. 

Figure 5 shows a recovery block consisting of a variety of alternates. (This figure 

is taken from [4 ].) The aim of the recovery block is to extend the sequence S of items by 
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a further item i, but the enclosing program will be able to continue even if afterwards S 

is merely "consistent". The first two alternates actually try, by different methods, to 

join the item i onto the sequence S. The other alternates make increasingly desperate 

attempts to produce at least some sort of consistent sequence, providing appropriate warn

ings as they do so. 

3.-3.-3.. Restoring the System State 

By making the resetting of the system state completely automatic, the programmers 

responsible for designing acceptance tests and alternates are shielded from the problems 

of this aspect of error recovery. In particular the error-prone task of explicit preser

vation of restart information is avoided. 

Whenever a process has to be backed up, it is to the state it had reached just before 

entry to the primary alternate - therefore the only values that have to be reset are those 

of nonlocal variables that have been modified. Since no explicit restart information is 

given, it is not known beforehand which nonlocal variables should be saved. Therefore we 

have designed various versions of a mechanism which arranges that nonlocal variables are 

saved in what we term a "recovery cache" as and when it is found that this is necessary, 

i.e. just before they are modified. The mechanisms do this by detecting, at run time, 

assignments to nonlocal variables, and in particular by recognising when an assignment to 

a nonlocal variable is the first to have been made to that variable within the current 

alternate. Thus precisely sufficient information can be preserved. 

The recovery cache is divided into regions, one for each nested recovery level, i.e. 

for each recovery block that has been entered and not yet left. The entries in the 

current cache region will contain the prior values of any variables that have been modi

fied within the current recovery block, and thus in case of failure it can be used to back 

up the process to its most recent recovery point. The region will be discarded in its 

entirety after it has been used for backing up a process. However if the recovery block 

is completed successfully, some cache entries will be discarded, but those that relate to 

variables which are nonlocal to the enclosing environment will be consolidated with those 

in the underlying region of the cache. 

A full description of one version of the mechanism has already been published[5] so 

we will not repeat this description here. We envisage that the mechanism would be at 

least partly built in hardware, at any rate if, as we have assumed here, recovery blocks 
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are to be provided within ordinary programs working on small data items such as scalar 

variables. We have in fact constructed one hardware implementation, in the form of a dev

ice which sits astride a PDP-11 Unibus, and monitors store operations issued by the pro-

cessor[6L If however one were programming solely in terms of operations on large blocks 

of data, such as entire arrays or files, the overheads caused by a mechanism built com

pletely from software would probably be supportable. Indeed the recursive cache scheme, 

which is essentially a means for secretly preventing what is sometimes termed "update in 

place", can be viewed as a generalisation of the facility in CAP's "middleware" scheme[7] 

for preventing individual application programs from destructively updating files. As men

tioned earlier, the recovery block scheme is effectively a form of stand-by sparing. 

Another well established approach to conventional fault tolerance is Triple Modular Redun

dancy. 

In its standard application, TMR is used to provide tolerance against hardware com

ponent failures. Thus, to tolerate the failure of component A in Figure 6a, it could be 

replaced by the TMR system in Figure 6b, consisting of three copies of component A (each 

of identical design) and majority voting circuits V which check the outputs from these 

components for equality. The system in Figure 6b is therefore designed to tolerate the 

failure of any single A component by accepting any output on which at least two components 

agree. 

^I> 
<&-

-XD <y> 
-XD-

(a) 

Figure 6: Triple Modular Redundancy. 

(b) 

Clearly, the standard TMR structure provides no protection against design faults. 

However one could envisage a TMR-like structure involving modules of "independent" design. 

This approach has been investigated under the title N-version programming[8]. In those 

situations where one can reasonably hope to achieve a large measure of independence of 

design, yet nevertheless require identicality of outputs from each module, such a scheme 
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has a certain attractiveness, particularly if the processing resources allow parallel exe

cution of the modules. In general however the requirement for identicality is overly 

stringent, and so one is led into complicating the voters, so as to allow "sufficiently 

similar" answers to be regarded as equivalent. Moreover, as with conventional TMR, this 

approach only addresses the problem of masking isolated faults, and does not cope with 

multiple faults, or of faults involving interactions with the surrounding environment. 

However it is to be preferred, as a means of error detection, over an acceptance test 

whose complexity is so great as to rival that of the alternates that are being checked. 

±. ANTICIPATED VERSUS UNANTICIPATED FAULTS 

The specified service that a component of a system is designed to provide might 

include activities of widely differing value to its environments. No matter how undesir

able, none that fall within the specifications will be termed failures. However the 

specification can be structured so as to differentiate between a standard service, and 

zero or more exceptional services. For example, the standard service to be provided by an 

adder would be to return the sum of its inputs, exceptional services to indicate that an 

arithmetic overflow has occurred, or that an input had incorrect parity. 

Within a system, a particular exception is said to have occurred when a component 

explicitly provides the corresponding exceptional service. The algorithm of the system 

can be made to reflect these potential occurrences by incorporating exception handlers for 

each exception. 

These definitions match the intent, but not the form of the definitions given by 

Goodenough[9], who states: 

"Of the conditions detected while attempting to perform some operation, exception 

conditions are those brought to the attention of the operation's invoker ... In essence, 

exceptions permit the user of an operation to extend an operation's domain (the set of 

inputs for which effects are defined) or its range (the effects obtained when certain 

inputs are processed)." 

However, in contrast to Goodenough, we have taken care to avoid the use of the word 

'failure' in discussing exceptions. This is not mere pendantry. Rather it is a conse

quence of the very basic view we take of failures, namely as occurring when and only when 

a system or component does not perform as specified. Although a system designer might 
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choose to treat certain exceptions as component failures (which he might or might not pro

vide abnormal algorithms to deal with), we regard the various schemes for exception han

dling (e.g. ParnasMO], Goodenough[9] and Wasserman) [11 ] and our technique of recovery 

blocks as complementary rather than competitive. 

A basic feature of the recovery block scheme is that, because no attempt is made to 

diagnose the particular fault that caused an error, or to assess the extent of any other 

damage the fault may have caused, recovery actions have to start by returning the system 

to a prior state, which it is hoped precedes the introduction of the error, before calling 

an alternate. Should this prior state not precede the introduction of the error, more 

global error detection, and more drastic error recovery, is likely to occur later. 

When exceptions are treated as component failures in a software system that uses 

recovery blocks, they will lead to the system being backed up to a prior state and an 

alternate being called. This will be appropriate when the exception is undesirable, and 

the system designer does not wish to provide an individual means of dealing with it. 

Putting this the other way, exceptions can be introduced into the structure of a sys

tem which uses recovery blocks, in order to cause some of what would otherwise be regarded 

as component failures (leading to automatic back-up) to be treated as part of the normal 

algorithm of the system, by whatever explicit mechanisms the designer wishes to introduce 

for this purpose. Failures might of course still occur, in either the main part of the 

algorithm, or in any of the exception handlers, and if they do they will lead to automatic 

back-up. Such introduction of exceptions can therefore be thought of as a way of dealing 

with special or frequently occurring types of failure, in the knowledge that the recovery 

block structure remains available as a "back-stop". 

However we would argue strongly against relying on exception handling as a means of 

dealing with algorithmic faults. Programmed exception handling involves predicting faults 

and their consequences, and providing pre-designed means of on-line fault diagnosis. Thus 

although it can be of value in dealing with foreseen undesirable behaviour by hardware 

components, users, operating staff, etc., it is surely not appropriate for dealing with 

software faults - predictable software faults should be removed rather than tolerated. 

Indeed the incorporation of programmed exception handlers to deal with likely software 

faults would in all probability, because of the extra complexity it would add to the 

software, be the cause of introducing further faults, rather than a means of coping with 
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those that already exist. On the other hand when used appropriately for anticipated 

faults of other types they can provide a useful means of simplifying the overall structure 

of the software, and hence contribute to reducing the incidence of residual design faults. 

1 
2 ensure consister! t_inv entory by 
3 process updates: begin integer num; 
4 exception goof = overflow or underflow or conversion; 
5 procedure checknum (integer j); 
6 global integer count = 0; 
7 procedure message; 
8 begin count := count +1 ; 
9 write ("please try again"); 
10 if count ? 3 then 
11 begin write ("three strikes -

you're out); 
12 signal error 
13 end 
14 else retry; 
15 end message; 
16 begin/* body of checknum */ 
17 • . . 
18 read(j) [goof : message, ioerr:error] 
19 end checknum; 
20 begin/* start of main body */ 
21 . . . 
22 while updates remain do 
23 begin update no := update no +1 ; 
24 . 
25 checknum(num); 
26 • 
27 end 
28 . . . 
29 end main body 
30 end process updates 
31 else by 
32 refu se updates begin write ("sorry - last update accepted was number"); 
33 write (update no) 
34 end 
35 else error 
36 • • 

Figure 7: An Example of a Program which Incorporates 
Programmed Exception Handling within a 
Recovery Block Structure. 

Figure 7 shows a section of program text which incorporates programmed exception han

dling within a recovery block structure. The example, and the form of exception handling 

shown, are based on that given by Wasserman[11]. 

The basic form of the example is 

ensure consistent_inventory 
by process_updates 
else by refuse_updates 
else error 



- 380 -

The implicit assumption is that the program is maintaining an inventory file whose con

sistency is to be checked after each related sequence of updates, to determine whether 

this sequence can be incorporated. The updating process uses the procedure 'checknum' to 

read and check the updates. This procedure provides an exception handler for some of the 

exceptions that can be raised by the 'read' routine, so that the person providing the 

inputs can have two chances of correcting each input. 

The procedure 'checknum' is taken directly from Wasserman[11], but has been simpli

fied to take account of error recovery facilities provided by the recovery block structure 

in which it is used. More detailed notes on the example follow. 

Line 2_ The Boolean expression ' consistent_inventory' will be evaluated if and when 

'process_updates' reaches its final 'end'. If the expression is true, the alternate 

'refuse_updates' will be ignored and the information stored by the underlying recovery 

cache mechanism, in case the effects of 'process_updates' had to be undone, will be dis

carded. Otherwise this information will be used to nullify these effects, before 

'refuse_updates' is called, after which the Boolean expression 'consistent_inventory' is 

checked again. 

Line M In Wasserman's scheme a group of separate exceptions can be gathered together, as 

here to define the exception using the exceptions 'overflow'. It is assumed that all three 

can be signalled by the routine 'read1 - the first two perhaps being built-in exceptions 

that the hardware signals, the third being implemented by the routine 'read' itself. 

Line ]_ The procedure 'message' is an exception handler defined within 'checknum'. The 

first two occasions on which it is called it uses Wasserman's scheme for retrying the pro

cedure which raised the exception (see line 14), but on the next occasion it signals 

error. 

Line 18 Here 'checknum' calls 'read' and arranges that the exception 'goof (i.e. the 

exceptions 'overflow', 'underflow' or 'conversion') will be handled by the procedure 'mes

sage', but that if 'read' signals 'ioerror' this will cause 'process_updates' to be aban

doned . 

Line 20 All that is illustrated of the main body of 'process__updates' is that it counts 

the number of updates, which it reads and checks using the routine 'checknum'. 
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Line 32 The second alternate 'refuse_updates' is called if the first alternate 

'process_updates' abandons its task, or fails to pass the acceptance test, for any reason 

(including of course, any residual design error within its code). If this happens, all 

changes that 'process_update' has made to the inventory will be undone, and the integer 

'update_no' will be reset. This integer is then used for an apologetic message to the 

user. 

5_. LEVELS OF ABSTRACTION 

In choosing to regard a system (or its activity) as made up of certain components and 

to concentrate on their interrelationships whilst ignoring their inner details, the 

designer is deliberately considering just a particular abstraction of the total system. 

When further details of a system (or part of a system) need to be considered, this 

involves a lower level of abstraction which shows how a set of interrelated components are 

implemented and act, in terms of some more detailed components and interrelationships 

(which will of course in turn just be abstractions of yet more detailed components and 

interrelationships, and so on). 

The identification of a set of levels of abstraction (each of which might relate to 

the whole system, or just some part of the system) and the definition of their interrela

tionships again involves imposing a structure on a system, which is referred to here as 

vertical structuring. Thus vertical structurings describe how components are constructed, 

whereas horizontal structurings describe how components interact. 

The importance of levels of abstraction is that they allow the designer to cope with 

the combinatorial complexity that would otherwise be involved in a system constructed from 

a very large number of very basic components. The price that is paid is the requirement 

for well-documented specifications of the external characteristics of each level - such 

specifications can be thought of as the abstraction interfaces interposed between levels, 

much as the specifications of the interrelationships between interacting components within 

a level could be termed communication interfaces. In each case the interface will, if 

well chosen, allow the designer to ignore (at least to some extent) the workings of those 

parts of the system which lie on the far side of the interface. 

An abstraction interface may be conveniently thought of as being characterised by a 

language providing objects and their associated operations. Such interfaces can, for 

example, be implemented using programming languages which allow the introduction of new 
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abstract types. 

Abstraction interfaces can in themselves contribute to the overall reliability of a 

system, by simplifying the tasks of its designer. Moreover they are a means by which some 

reliability problems can be conveniently, and more-or-less completely, hidden from the 

designers of other parts of a system. For example a real (i.e. fallible) magnetic tape 

drive might, by use of a device handler which does automatic retries, be used as the basis 

of an abstract type (e.g. an I/O stream) which users assume to be totally reliable. On a 

grander scale, an operating system nucleus might be used to provide automatic hardware 

reconfiguration so as to avoid further use of failing units, and hide all such problems 

and activities from application programs. However abstraction interfaces can still be of 

use even when underlying faults cannot be (assumed to be) completely masked, providing of 

course that the faults are not such as to destroy the interface itself. 

One possibility is for the interface to have been designed so as to permit the under

lying level, after having detected an error and exhausting any error recovery capability 

it might possess, to reporl the error to the level above as an exception. Thus the level 

above, though being provided with more complicated objects than its designer might have 

wished (e.g. a file store whose 'write' operations can result in a 'disk full' exception) 

can be structured so as to delegate responsibility for such situations to exception han

dling routines. Alternatively, backward error recovery might be invoked in the level 

above, just as it might be if this level detected an error for itself for which it had no 

forward error recovery provisions. 

Backward error recovery necessitates that any abstract objects which are used to 

represent the state of a process be themselves 'recoverable'. Such objects could of 

course simply be constructed out of smaller recoverable objects (e.g. recoverable complex 

variables could be constructed from pairs of words held in a memory equipped with a 

recovery cache). Alternatively, responsibility for the provision of recoverability could 

be vested in the programs that implement the corresponding abstract type. 

One approach to such provision is illustrated in the abstract type definition given 

in Figure 8, where it will be seen that three extra operations are provided just for pur

poses of recoverability in a process using this type. The first of these extra opera

tions, Establish Recovery Point (erp), will be called automatically each time the process 

in which this type definition is embedded enters a further recovery block. The second 
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operation Reverse will be called if the process has to return to its last recovery point. 

The final operation Accept will be called if the process passes an acceptance test so that 

a recovery point can be discarded. 

type recoverable fil e; 
begin 

write: <store in appropriate disk location> 
read : <fetch from disk> 
(erp: <arrange to use new area of disk for writing> 
reverse: <discard disk areas written since last 'erp' > 
accept : <discard prior versions of 

blocks written since last ' erp >) 
end 

Figure 3: Definition of a recoverable file 

None of the three extra operations would be directly callable. Rather what is in 

effect a generalisation of the recovery cache is used to control their invocation. The 

cache will record descriptors for the Reverse and accept operations corresponding to 

objects for which recovery information has been saved. Indeed each cache region can be 

thought of as containing a linear "program", rather than just a set of saved prior values. 

The "program" held in the current cache region indicates the sequence of Reverse opera

tions that are to be "executed" in order to back up the process to its most recent 

recovery point. (If the process passes its acceptance test the procedure calls in the 

"program" act as calls on Accept operations.) The program of Reverse/Accept calls is ini

tially null, but grows as the process performs actions which add to the task of backing it 

up. As with the basic recovery cache mechanism, the cache region will be discarded in its 

entirety after it has been used for backing up a process. Similarly, if the recovery 

block is completed successfully, some entries will be discarded, but those that relate to 

objects which are nonlocal to the enclosing environment will be consolidated with the 

existing "program" in the underlying region of the cache. 

6_. RECOVERY IN_ CONCURRENT SYSTEMS 

At a suitable level of abstraction, a computer system can be viewed as consisting of 

a family of concurrent processes that are harmoniously exchanging and processing the 

information entrusted to the system. These processes may be computational activities of 

the computer(s), the users of the system or a combination of both. Also, the information 

exchange may take the form of a message exchange between two or more computational activi

ties of the computer(s); a conversation between a user (at a terminal) and the 
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computer(s); users of the system exchanging information about the system through the 

postal system; or any combination of these and various other ways of exchanging informa

tion. In order to discuss the recovery actions of such processes (for example, what 

actions to undertake should it be decided that the information sent by a process to other 

processes was incorrect) some form of model is needed which suitably abstracts away the 

differences outlined above. 

The single most important concept in the study of multi-process systems is that of an 

atomic action. An atomic action is an indivisible unit of computation involving one or 

many processes which conceptually may be executed instantaneously, without interference 

from (= communication with) processes not participating in the action. The indivisibility 

of atomic actions is purely relative, depending on viewpoint. As illustrated in Figure 9, 

atomic actions may be nested inside other atomic actions at a different level. 

Process A - \ Process A -

Process B -

1 
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/ 
/ / — - \ 
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Process D - 1 1 1 1 1 r ~ ~ ~~ Process D - V — 1 1 t \ 

\ 1 / 1 
Process E —<r" 

TIME 

Figure 9: Atomic Actions at Different levels. 

Much of the theory concerning serialisability of data-base transactions is related to 

the concept of atomic actions. Atomic actions are significant in the context of recovery 

control of multi-process systems by virtue of the fact that they can be made to define 

boundaries of the "area" of a computation which should be abandoned (for backward error 

recovery) or repaired (for forward error recovery) after an error has been detected. 

There are two fundamentally different approaches to recovery control in multi-process sys

tems with respect to atomic actions: namely the planned and the unplanned strategies. 

In the former approach, processes co-operate to participate in pre-arranged shared 

atomic actions, known as conversations, resulting in the system structure depicted in Fig

ure 9 above. Each participating process establishes a recovery point on entry, and all 
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will be made to recover if any one of them detects an erroneous state while within the 

conversation. 

In the latter approach, the processes make no attempt to set up atomic actions. 

Inter-process communication is random and no attempt is made to synchronise the establish

ing of recovery points. When recovery action is initiated by one process, the system 

endeavours to fit an atomic action (a "sphere of control") around the computation retroac

tively, based on the observed information flow between the processes, in order to deter

mine to what consistent state the system should be recovered. The lack of pre-planned 

atomic actions may allow information flow to circumvent recovery points so that a single 

error on the part of just one process could cause all the processes to use up many or even 

all of their recovery points, through a sort of uncontrolled domino effect. 

Process 1 [-1 1 —[--r 1 [ i-i—[— 
1 ' I I 2 ' 3 H 

Process 2 [_—L[_J 1 J_[__ r [_J_1 
1 ' 2 3 ^ 

I 1 | | I 

Process 3 [--' [ [-1 -1—• [-L 
1 2 3 „ 4 

time 

Figure 10: The Domino Effect. 

The problem is illustrated in Figure 10, which shows three processes, each of which 

has entered four recovery blocks that it has not yet left. The dotted lines indicate 

interactions between processes (i.e. an information flow resulting in an assignment in at 

least one process). Should Process 1 now fail, it will be backed up to its latest, i.e. 

its fourth point, but the other processes will not be affected. If Process 2 fails, it 

will be backed up to its fourth recovery point past an interaction with Process 1, which 

must therefore also be backed up to the recovery point immediately prior to this interac

tion, i.e. its third recovery point. However if Process 3 fails, all the processes will 

have to be backed up right to their starting points! 

]_. DISTRIBUTED SYSTEMS 

The problem of providing system-wide fault tolerance in a multi-process system is 

exacerbated in loosely coupled distributed systems with decentralised control. There is 

no single entity maintaining a global view of the system, and so the processes have to 
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co-operate to exchange control information as well as data. Moreover, the absence of any 

centralised control in a system poses new recovery problems. For example, parts of a sys

tem may fail while the remainder of the system continues processing having received no 

notification of the failure; this may further compromise the integrity of the system. 

Fortunately, it is possible to impose a structure on distributed systems so that the 

complexities resulting from decentralised control become manageable. To show how this may 

be done, it will be assumed that a distributed system consists of a number of autonomous 

processing nodes connected together by communicating links. Execution of a user job in 

such a system consists of concurrently running parts of the job at the appropriate nodes. 

Traditionally, a user job is executed by a single process in a centralised system. The 

same concept can be extended to apply to distributed systems such that there is a process 

at each of the appropriate nodes to execute the relevant parts of the job. 

The activities of such a group of processes (executing a given job) can be co

ordinated so that at a higher level of abstraction, the group appears as a single process. 

Such a group of processes has been termed a cohort by Gray[12], Naturally, it is neces

sary for the operating systems of the various nodes to communicate with each other in 

order to provide the abstraction of cohorts. 

Two ingenious (and closely similar) algorithms have been suggested recently for a 

cohort to be able to abandon, when necessary, what at the level of the user program is 

seen as a transaction, i.e. a simple recoverable atomic actionC13,121. The key problem is 

that of providing means for the members of the cohort to know when it is safe for them to 

commit, and discard their individual recovery points. This is solved by treating one 

member of the cohort as a controller - the decision to commit is thus centralised. The 

controller first allocates the sub-tasks each member should carry out, and waits for their 

completion. If the controller does not receive "done" messages from all of the members, 

it decides to abort that transaction and sends "abort" messages to the members. On the 

other hand, if the controller receives "done" messages from all of its members, it decides 

to commit the transaction and sends "commit" messages to all of its members; the con

troller makes sure that all of the members receive the "commit" message. This behaviour 

gives the algorithm its name, that is the 'two-phase commit' protocol. 

Unplanned recovery control in distributed systems involves not just tracing back, via 

records of information flow, but also perhaps having recovery control messages 'chase' the 
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continued flow of data between processes. During this time further faults might occur and 

further errors might be detected. Moreover, individual processes might unilaterally dis

card recovery points. The so-called "chase protocol" has been developed to solve these 

problems. Somewhat surprisingly it does not consist of separate phases of halting further 

progress, causing individual processes to go back to appropriate recovery points, and then 

restarting the processes. Rather these various activities are all meshed together - a 

full description is given in [14]. A possible alternative to either planned or unplanned 

recovery control for backward error recovery is to use forward error recovery instead, in 

the form of 'compensation'. This involves the process that has belatedly detected that it 

has sent wrong information to another, providing supplementary information intended to 

correct the effects of information that it had previously sent. This requires that both 

(or more generally, all) the interacting processes are designed such that, when erroneous 

information is found to have been sent out or let out by a process, all of the other 

processes are capable of accepting the corrective information which is then sent out by, 

or on behalf of, the offending process. 

Example 

If a stock control data base has been updated because of an input message indicating 

the issuance of some stocked items, and it is later found that this message was 

incorrect, it might be possible to compensate for the wrong message by means of 

another message purporting to record the acquisition of replacement stock items. 

Such a simple compensation would probably not suffice if, for example, the stock con

trol system had, as a result of the wrong information, recalculated optimum stock 

levels, or produced purchase orders for the replenishment of the stock involved. 

Presumably the atomic action concept can be used as a basis for automating the task 

of determining when and where pre-specified compensation algorithms are to be applied. To 

date however such compensation as is attempted is usually done manually by the users of a 

system, who can expect precious little help from the system in carrying out the task. 

Thus when the users of a data base system for example, belatedly recognise that it has 

been given and has accepted incorrect information, the task of finding a set of updates 

which can bring the data base back into correspondence with the outside reality it is 

intended to model can be very difficult indeed. 



- 388 -

8. CONCLUSIONS 

The subject of fault-tolerant computing design has been developed over a number of 

years, though to date most of the concentration has been on the provision of protective 

redundancy in hardware. These notes have instead dealt mainly with overall system fault 

tolerance, and in particular with the role that software can play, both as a source of 

unreliability, and as the means of implementing fault tolerance stratagems. Even so, many 

topics have been treated only cursorily, and readers are referred to[15] for further 

details, and an extensive bibliography. 
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SYMBOLIC COMPUTATION AND ITS APPLICATION TO HIGH ENERGY PHYSICS 
A. C. Hearn •* 
Dept. of Computer Science, University of Utah, Salt Lake City, Utah, USA. 

ABSTRACT 
It is clear that we are in the middle of an electronic 
revolution whose effect will be as profound as the in
dustrial revolution. The continuing advances in comput
ing technology will provide us with devices which will 
make present day computers appear primitive. In this 
environment, the algebraic and other non-numerical 
capabilities of such devices will become increasingly 
important. These lectures will review the present 
state of the field of algebraic computation and its 
potential for problem solving in high energy physics 
and related areas. We shall begin with a brief descrip
tion of the available systems and examine the data 
objects which they consider. As an example of the facil
ities which these systems can offer, we shall then con
sider the problem of analytic integration, since this 

• is so fundamental to many of the calculational techniques 
used by high energy physicists. Finally, we shall study 
the implications which the current developments in hard
ware technology hold for scientific problem solving. 

1. INTRODUCTION 
It is clear from many of the lectures at this School that we are in the 

middle of an electronic revolution whose effect on mankind will be as pro
found as the industrial revolution. The continuing advances in computing 
technology will provide us with devices which will make present day computers 
appear primitive. In this environment, the non-numerical capabilities of the 
available computation devices will become increasingly important. In parti
cular, the ability of the computer to perform algebraic computations in addi
tion to the more familiar numerical ones will be used more and more by 
physicists as systems for this purpose become increasingly available. 

Algebraic computation might be most easily described as taking an ex
pression and transforming it by computer into another expression by means of 
a set of mathematical rules, so that the result is in some sense simpler or 
more tractable than the input. Such transformations are assumed to be per
formed exactly rather than approximately, even if numerical computatinos are 
included, although practical considerations may require the truncation of a 
large polynomial which has many small terms, or the elimination of the least 
significant digits in a real number of high precision. 

Apart from the aesthetic appeal of such calculations it is natural to 
ask why one should be interested in using a computer for doing them, since, 
after all, numerical computation by computer is so well understood. Further
more, since a physicist generally wants a table of numbers or a graph (which 
is essentially numerical) at the end of a computation, why do we also need 

*) Current address: The Rand Corporation, Santa Monica, Calif., USA. 
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algebraic calculations? There are three main reasons why such algebraic 
computation is desirable and often necessary. The first is that it is often 
more accurate and efficient to evaluate an expression algebraically, or at 
least by a combination of algebraic and numerical techniques, than it is by 
numerical methods alone. For example, in computing the multi-dimensional 
integrals which arise in high order quantum electrodynamics calculations, a 
complete numerical computation to the required accuracy often takes so much 
computer time that it is well-nigh impossible. If one can, however, inte
grate over some of the variables analytically, this and the resulting (simple) 
numerical integration can often be performed quite accurately in a reasonable 
amount of computer time. In fact, in some cases, the whole integral can be 
done analytically, yielding a result which is far more insightful than any 
numerical approximation no matter how accurate. 

A second reason for doing algebraic computations is that in many cases 
a numerical computation contains several steps which are so ill-conditioned 
that the final results are meaningless. If one can perform the ill-condition
ed part of the calculation algebraically then one can often obtain a meaning
ful result. In a sense, the integral evaluations I mentioned earlier are of 
this type, since the reason for the numerical inefficiency comes from singu
larities in the integrand that are near or on the edge of the integration 
region, which makes an accurate numerical evaluation of the integral very 
difficult. 

Finally, there are many calculations in various branches of physics 
where an analytical result is required, but the algebra is so tedious that 
hand calculations, besides being error-prone, are too lengthy to contemplate. 
This is the main reason that algebraic computation is used so extensively in 
quantum electrodynamics and quantum chromodynamics, where calculations which 
might take months or even years of hand calculation can often be performed 
in a matter of minutes. 

One conclusion to be drawn from these examples is that the physicist 
should regard algebraic computation as another tool in the arsenal of tech
niques for scientific problem solving. Sometimes numerical techniques are 
better, sometimes algebraic. The important thing is to recognize that the 
choice exists. 

The whole field of algebraic computation is now sufficiently large, that 
it is impossible to consider all aspects in these lectures. In particular, 
even though my title includes the word "application", I shall not consider 
applications in any great detail, since several important examples from high 
energy physics and other areas were discussed in my lectures at the 1976 CERN 
Computing School-'--' . I shall therefore concentrate on a selection of topics 
which I feel best represent the flavor of current research in this field, so 
that the reader can gain a better appreciation of its potential for problem 
solving in high energy physics and related areas. I shall, however, mention 
particular high energy physics applications whenever appropriate. 
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I shall begin with a brief review of the various algebraic computation 
systems and programs which have been developed over the years. I shall, how
ever, limit myself to those which have been extensively employed in calcula
tions or have characteristics which make them worthy of study. I shall then 
discuss the various types of data which we consider in algebraic computations. 
These turn out to be far richer than those used in numerical computation and 
accordingly require quite different programming techniques for their imple
mentation. 

Next, I shall look at one example of the operations which one can apply 
to algebraic data, namely indefinite integration. Although I discussed this 
problem in my previous CERN School lectures, it is of sufficient interest and 
importance that I shall consider it again. Moreover, there have been suffi
cient advances in this area during the past four years that the material will 
be quite different. 

Finally, I shall discuss the implications which the current advances in 
hardware design hold for the field. In particular, the possibility of the 
development of personal machines for algebraic manipulation will be discussed 
in detail. 

2. ALGEBRAIC COMPUTATION SYSTEMS 
To support such algebraic calculations, a number of programs and systems 

have been developed over the years for this purpose. The majority are simi
lar in style - they are all extensive programs written for fairly large com
puters . Since many of these programs are interactive and provide some of the 
characteristics of an operating system, they are often referred to as systems 
rather than programs. Because of their space requirements, it is difficult 
to get any of them to run on a machine with a word length of less than 32 
bits, although a few 16 bit implementations have been attempted (and one 8 
bit as we shall see). I shall mention briefly the most widely used or best 
known systems of this type as a guide to those interested in using such pro
grams for their own research. Not all these systems have the same capabili
ties, so that it is important to pick a system which is well matched not only 
to the computing equipment available but also to the problem domain. Further
more, there are many worthy systems which I shall not cover in my list, but 
most of these are used in problem domains far removed from high energy phy
sics . 

ALTRAN is among the most portable of all these systems, and was devel
oped at the Bell Laboratories by Brown and his collaborators. It is written 
in ASA FORTRAN, with a few "black boxes" that have to be coded in assembler 
language to support the algebraic data management. However, the required 
assembly language is limited in scope, is well defined and has in fact been 
written for essentially all the commonly used scientific computers. ALTRAN 
is basically a rational function system. In other words, it handles ratios 
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of polynomials well, but is not well suited to calculations which require 
extensive simplification of elementary functions. However, it has proved to 
be a very useful system, and the fact that you can get hold of it fairly 
easily is a decided advantage. 

ASHMEDAI is another FORTRAN based system, written by Levine and collab
orators at the University of Pittsburgh. It has been used extensively for 
high energy physics calculations, especially for finding an analytical form 
for the sixth order electron magnetic moment corrections. ASHMEDAI is mainly 
a polynomial manipulation system, with additional support for Dirac gamma 
matrix algebra. 

CAMAL, a system developed at the University of Cambridge in England is 
written in BCPL, which does limit its use somewhat, though versions are 
available for IBM 370 style computers and a number of other machines. It 
was developed mainly for general relativity calculations, but it does have 
fairly extensive elementary function capabilities, unlike the previous two 
systems. 

FORMAC is a fairly old system now, although it has a lot of adherents. 
It was originally developed at the IBM Programming Center in Boston, and was 
one of the first available algebra systems. It is now being maintained by 
Knut Bahr in West Germany. It is written in IBM 370 assembly language, and 
so can be run on any machine which supports this. It is a general function 
manipulation system. 

MACSYMA has probably the most extensive library of facilities of all 
these systems. It can perform most operations one associates with algebraic 
computation at some level of competence. The only problem at the moment is 
that there is only one machine in the world on which you can readily use the 
latest version, namely the MACSYMA machine (a DEC PDP-10) at M.I.T., which 
can be accessed by telephone or via the Arpanet. Recently, however, there 
has been an implementation of MACSYMA on a DEC VAX 11/780 by Richard Fateman 
at the University of California, Berkeley, which may eventually be distributed. 

REDUCE, the system I have had most to do with (which makes me somewhat 
biased in describing it), is distributed on a fairly wide range of computers. 
Like MACSYMA and SCRATCHPAD, it is based on LISP, and has a reasonable range 
of facilities available for elementary function manipulation. It also has 
facilities for handling high energy physics calculations. 

SAC is a system that is undergoing a transformation. The previous ver
sion, SAC-1, developed by George Collins and his collaborators at the Univer
sity of Wisconsin, was, I think it is fair to say, very hard to use. One 
had to write FORTRAN subroutine calls and keep track of your memory use in 
a very tedious manner. However, it did have implemented some very well-con
structed algebraic algorithms. Recently, a new version, SAC-2, has been 
announced, which uses a language called ALDES, developed by Ruediger Loos of 
the University of Karlsruhe. This should be a much easier system to use. 
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SCHOONSCHIP is a system well known to many high energy physicists. It 
is very well suited to calculations in this field, and can also handle more 
general calculations. However, it is written in CDC 6600 assembly language, 
so its use is limited to that range of computers. 

SCRATCHPAD is a system developed at IBM Yorktown Heights, and potential
ly it has as many capabilities as MACSYMA, but unfortunately, because of IBM 
policies, it is not easy to obtain. There is one known example where a uni
versity has a joint study agreement with IBM and obtained a copy as part of 
this. Nearly all other use has been confined to within IBM. It is a real 
pity that systems with the power of MACSYMA and SCRATCHPAD are not more wide
ly available. 

In addition to these systems, there are two others of note which have an 
entirely different character. 

muMATH, a system developed by Stoutemyer and Rich at the University of 
Hawaii, runs on 8-bit microprocessors such as the Intel 8080 and the Zilog 
Z80. Because of memory limitations it is a fairly limited system, but for 
its size it is most impressive. It certainly points the way to what we shall 
be able to do in a few years on a personal algebra machine. One need only 
consider the fact that the Motorola 68000 is an order of magnitude more pow
erful than the Z80 to see the rate of progress possible in this field. I 
shall return to this topic later. 

PROSE, the final system I shall mention, is different yet again. It 
is a modification of the IBM FORTRAN H compiler that makes it possible to 
perform in-line analytical differentiation. There are many calculations 
where people working with differential equations would like to be able to 
differentiate an expression, and would prefer to do this symbolically by 
computer, since numerical differentiation is so unstable and manual differ
entiation is tedious and error-prone. PROSE can carry through such differ
entiation symbolically as part of the compile step of a FORTRAN job, leading 
to numerical code which is as optimal as possible for the problem in hand. 
However, PROSE cannot return algebraic results to the user as can the other 
systems. 

3. THE DATA OBJECTS OF ALGEBRAIC COMPUTATION 
In discussing the available systems for algebraic computation, I have 

referred to some of the capabilities which these systems possess. Before we 
can consider any of these capabilities in more detail, it is necessary to 
understand the nature of the structures that we work with in this field. The 
data objects which we need are far more complicated than those which occur 
in numerical computation. In the latter case, one deals with integers and 
real numbers at various levels of precision, plus strings which are used 
mainly for output. About the only other type of object dealt with is the 
array, whose elements are constructed from numbers. The main concern then is 
with fixed sized numbers. 
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In computer algebra on the other hand, the number of possible data 
objects is considerably larger. To begin with, numbers must of course be 
handled, since they occur all the time in algebraic expressions. However, in 
the spirit of exact results, the numerical computation approach of limiting 
oneself to fixed precision is insufficient. Consequently, most algebraic 
manipulation systems handle integers to arbitrary precision using algorithms 
developed in the early 1960's, mainly by Collins2) where the limitation on 
the size of the integer is the physical capacity of the machine rather than 
some fixed word size. The actual representation of these integers in the 
computer has usually been in terms of lists or trees in which the individual 
elements are themselves single precision integers. In some cases, arrays 
have also been used, although for arbitrary precision as opposed to multiple 
precision (or fixed sized) arithmetic, one has to design methods for allocat
ing arrays of variable size as needed. A fairly complete description of the 
methods used for the manipulation of such structures can be found in ' . 

The proper treatment of real numbers in algebraic computation systems 
is less obvious. Because real numbers are in general approximate it has been 
suggested by some practitioners of the field that they should not be used 
at all in algebra systems, substituting instead rational numbers as the ratio 
of two integers. However, scientific users of these systems are used to 
working with real numbers, and so in order to satisfy this need, most systems 
do allow for their use. Until a few years ago, however, the handling of 
such numbers in algebra systems was rudimentary to say the least. In most 
cases, you would have been limited to the standard arithmetic operations 
(addition, multiplication, and so on) on single or possibly double precision 
numbers. In addition, there would have been no support for the numerical 
evaluation of elementary functions (such as cos (2.3)). The rationalization 
for the absence of complete real number support was that most systems pro
vided facilities for outputting expressions in a FORTRAN notation and these 
could then be evaluated in a numerical computational system to get the re
quired results. This sounds somewhat cumbersome but in many cases it works 
quite well, mainly because one tends to proceed in many problems through a 
number of symbolic steps before carrying out any significant numerical cal
culations . 

Recently, however, implementations of arbitrary precision real arithme
tical methods have emerged to complement the arbitrary precision integer 
arithmetic described above. There are several papers which describe the 
algorithms, but the basic idea is quite simple. You take the fraction and 
exponent which is used in most conventional computer representations of 
floating point numbers and make each an arbitrary precision integer. Using 
this representation, one then designs and implements the necessary algorithms 
for calculating, say, elementary functions to arbitrary (but known) precision. 
You might think that this was a very difficult task, which indeed it is. 
Fortunately, however, Richard Brent^»5) has already described in complete 
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detail how to calculate elementary functions of real numbers to any precision, 
together with the necessary mathematical analysis to justify the process. 
Asymptotically, the Brent algorithms appear to be the best available at this 
point in time. However, for numbers less than about 200 digits long, it turns 
out that the commonly used methods for calculating real number approximations 
such as Taylor series, are more efficient than the Brent algorithms. An 
implementation of arbitrary precision real arithmetic in REDUCE by Sasaki ' 
therefore uses the Brent algorithms for manipulating numbers with more than 
200 digits, and more conventional approximations for small numbers. Unlike 
operations on integers, one must normally truncate real numbers at some point, 
since many real number representations of rational numbers contain infinitely 
many digits. In the Sasaki implementation, such truncation is under the con
trol of the user, although some of the algorithms modify this dynamically to 
ensure that the final results have the required precision. 

The availability of effective support for both algebraic and numeric 
calculations in one system opens up the possibility of a whole new range of 
calculations involving both disciplines in a more intimate manner than pre
viously. This is an area for further research in the future, and no doubt 
some interesting results will emerge. Reviews of the current state of mixed 

71 81 algebraic and numerical calculations may be found in ' and ' . 

There are other classes of numbers which one needs to consider in alge
bra systems, such as modular integers (or integers bound in size by some 
modulus) and rational numbers (usually represented as a pair of two integers), 
but these can be readily constructed once one understands how to represent 
arbitrary precision integers. So let us now consider the next non-trivial 
data structure in computer algebra, namely the polynomial. 

The first problem which one encounters in dealing with such structures 
is that there are infinitely many ways to represent the same expression. For 
example, a b - a c + 1 and a(b - c) + 1 represent the same polynomial. So 
what is the "value" of such an object? Is it the first expression, or the 
second or another altogether different form? The usual word associated with 
this process is simplification. In other words, when we simplify a polynomial, 
what do we get? This question becomes even more difficult to answer if we 
are dealing with more general algebraic expressions, for which the rules for 
transformation are so much more complicated. However, even for polynomials, 
we can see different philosophies on simplification at work as we move from 
system to system, and consequently the techniques for the internal represen
tation of polynomials vary considerably. However, the representations used 
can be divided into two general classes. The first method is to represent a 
polynomial internally in a way which mirrors the form of input. For example, 
it could be as a parse tree of the type a compiler would produce when analyz
ing an input numerical expression. Transformations on the polynomial would 
then be effected by modifications of that tree. Although this method is often 
used for the representation and manipulation of general expressions, it is 
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rarely used for polynomial manipulation. Instead, most computer implementa
tions consider polynomials in a canonical form, that is a form in which equi
valent polynomials have an identical representation. One usually works with 
expanded polynomials, although other representations have been used. This 
obviously makes it much easier to recognize equal polynomials. However, just 
as important, the mathematics of canonical representations is much more clear 
cut than that of general representations, making the computer implementation 
of the elementary operations on polynomials much easier. Even though most 
algebra systems use canonical representations, the actual implementation 
varies considerably from system to system. Furthermore, some systems include 
several different representations and attempt to choose the most appropriate 
representation for a given problem. A description of the basic algorithms 

31 used and some implementation details may be found in . 

Once we have a method for representing polynomials, the next data struc
ture to consider is the rational function which is invariably represented as a 
pair of polynomials. However, in order to put the fraction in lowest terms, 
we need to be able to cancel any common factors in the numerator and denomina
tor of the expression, in other words to find the greatest common divisor (or 
gcd) of the two polynomials. Since polynomials are mathematically similar to 
integers, it might be thought that one could develop an appropriate algorithm 
as a generalization of Euclid's algorithm. Although this can be readily done, 
the resulting algorithm is so inefficient that it is impractical to use. How
ever, the gcd algorithm for polynomials is so important, not only for reducing 
rational functions to lowest terms, but in other contexts such as polynomial 
factorization, that considerable research has gone into developing an efficient 
algorithm. Tremendous progress has been made during the past two decades, and 
we now have techniques for gcd computation which are efficient enough for most 

9) purposes. Some recent work in this area is reported in 

The development of a practical gcd algorithm is a good example of the 
type of research that is necessary in order to make algebraic techniques 
more usable. Another example is that of analytic integration of general 
expressions, which we shall consider later on. 

Another data structure of some importance in algebraic computation is 
the power series. There are in fact two types considered. The most common 
is the truncated power series in which only a fixed number of terms are re
tained from step to step in a calculation. Although this leads to an approx
imate solution for a problem, and hence violates the maxim of exactness (much 
as real numbers do) it is often all that a user needs in a given physical 
problem since several small parameters are often involved. Most systems 
allow some sort of polynomial truncation, often as a variant on the polynomial 
representation rather than as a separate data structure. A more general 
scheme may be found in MACSYMA ' , although it is still inexact. The other 
approach to power series manipulation, as exemplified by the work of Arthur 
Norman , is more complete. In this approach, one keeps along with the 
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power series, a generating function which allows you to compute more terms 
when needed. In this manner, no information is lost and so the representa
tion remains exact. 

There are several other specific data structures which have been imple
mented in algebra systems, such as those used for Dirac gamma matrix repre
sentations, or for Poisson series as used in celestial mechanics, but these 
have similar properties to those already considered. One important charac
teristic is that the mathematics of these structures is sufficiently well 
understood that their implementation is fairly straightforward. In particu
lar, it is possible to work with canonical representations for all of the 
objects we have considered so far. On the other hand, once one starts work
ing with expressions involving general elementary functions, a lot of the 
regularity disappears. For one thing, these expressions do not have a can
onical representation in general, so that checking for equality of expressions 
is not always straightforward. For example, to recognize that the expression 
arcsinh tan(2 x) - log tan(x+ir/4) is zero is beyond the automatic simplifi
cation capabilities of nearly all available algebraic computation systems. 
As a result, the methods for manipulating such expressions are rather acl hoc, 
and are usually based on transformations on tree structures, using pattern 
matching techniques, rather than on more precise mathematical algorithms. 

4. ANALYTIC INTEGRATION 
Once one has the machinery for representing the data objects of algebra

ic computation, one can then begin to think about implementing the various 
operations which one wishes to perform on such structures. I have already 
mentioned in the previous section about the need to implement the basic al
gorithms on polynomials (such as addition), but these are now well understood. 
The basic operations on rational functions, power series, Dirac gamma matrices 
and so on are also fairly straightforward, although the need for more complex 
algorithms such as gcd's emerges as one considers more complicated data ob
jects. There are several complex operations of this nature which are impor
tant to algebraic computation (for example, polynomial factorization and root 
finding), and for which significant improvements have emerged in the past few 
years. Another topic which has continued to be of great research interest 
has been analytic integration. This problem is clearly of much practical 
importance in many branches of physics since just about every formulation one 
studies has integrals in it somewhere. As with the other operations I have 
mentioned, considerable progress has been made since I presented an account 
of the topic at the 1976 CERN Computing School. For completeness, let me 
repeat some of the discussion given at that time so that the more recent 
results can be appreciated. To begin with, we are talking about indefinite 
integration. Some work has also been done on definite integration, but that 
is fairly old now and the situation hasn't really changed in the past four 
years. The work in the former area is based on two main approaches; pattern 
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matching backed by special case algorithms for some particular cases, and 
general algorithmic methods which can handle a large number of cases and, in 
principal, all integrals we are likely to need. 

The pattern matching approach is very similar to the method one employs 
in finding the value of an integral from a table book. One matches the 
integral being considered against an appropriate template in the table book, 
and by suitable scaling, variable renaming and so on, gets a result provided 
a match can be found. On the other hand, if an appropriate template doesn't 
exist, then you can't tell whether a closed form for the integral exists or 
not. However, if the class of integrals is sufficiently restricted, such 
methods can often lead to success. In particular, if the set of patterns 
is complete for the class of integrals being considered, you really have the 
implementation of an algorithm for integrating that class of functions. For 

121 
example, in a recent paper , Caffo, Remiddi and Turrini describe the eval
uation in SCHOONSCHIP of some of the integrals which appear in the calcula
tion of the sixth-order election magnetic moment corrections. 

Clearly the pattern matching and special case algorithm approach can 
only be used on a limited set of integrals. So what does one do when pre
sented with an integral of a form not handled by the special case methods? 
Ideally, one would like a complete algorithm for analytic integration, which 
could decide the question "does this integral exist in the class of functions 
I am interested in, and, if so, what is its value?". This is a problem which 
has fascinated mathematicians for a long time now, and one that was essen
tially solved by Robert Risch about twelve years ago. In the 1976 CERN com
puting school, I explained the mechanics of the algorithm which Risch origin
ally proposed. This time, I shall explain an improved version of the algorithm 
which was developed by Risch and Norman ' J in the summer of 1976. I shall 
begin with the same example that I used in my previous lectures so that by a 
comparison of the two approaches, the reader can gain an understanding of the 
differences between them. However, the presentation here is complete in its 
own right and does not need any reference to the previous paper. 

The Risch algorithm first proposed in 1968 is essentially an extension 
of Liouville's work of the last century, and in the form which I am going to 
show you here (which is concerned with the integration of transcendental 
functions) uses algebraic independence as a key step in the formulation. The 
generalization of Liouville's theorem which we use here states that if f is 
a function in a field of elementary transcendental functions F then 

/f(x) dx = q(x) +Xc ilog r^x), (1) 

where q(x), r- (x) e F, and the c. are constants. 
In order to illustrate how the Risch-Norman algorithm uses this result, 

let us start by considering the integration of log(x), the example I used in 
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my previous lectures. We begin by stating that if the integral exists as an 
elementary function, it must have the form: 

u(x.y) = Z u . , x V , (2) 
ij J 

where y = log x. 
In general, one would write down a rational function here as a ratio of 

two sums, and you would also have a sum of those logarithms arising from 
linear factors in the denominator of the intergrand. This is the most general 
form suggested by (1). To justify the assumed form, we appeal to the fact 
that integration, at least in an algebraic sense, is anti-differentiation. 
If the integral were rational, then by differentiation the integrand would 
also be rational, since you can't get rid of a rational function by differ
entiation. Since the integrand is not rational, then the integral can't be 
either. Likewise there cannot be any logarithmic terms because that would 
require linear factors in the denominator of the integrand. 

To proceed, we again use the anti-differentiation argument; differentiat
ing the left and right hand sides of Eq (2), we get: 

log x = u (x,y) = Z^u.,(i x yJ + j x y J ) 
ij J 

(3) 

We now apply standard power series manipulation to the right hand side 
to write the sum in terms of a single power of x and y as: 

log x = Z x V t ( i + l) u i + 1 . + (j+1) u i + . + 1 h (4) 

which is easily shown to be equivalent to the previous expression. 
We now use the algebraic independence of x and log x (which is y in 

the above) to tell us that the two sides can be equal if and only if all 
powers of x and y are equal. What we do then is to equate the term of high
est degree on the left hand side to the corresponding term on the right 
hand side to give us 

1 = ul,l + 2 Ul,2- ( 5 ) 

Now comes the only difficult part of the algorithm, and the one for which 
there are still a few mathematical uncertainties. In order to make the pro
cess of equating powers on each side terminate, you have to put bounds on the 
size of the indices which can occur on the right hand side. In this case, 
for example, you can throw away the term u ., since this corresponds to 
x log(x)2 which if it occurred in the integral would require (by differentia
tion) a quadratic log term in the integrand. Since the integrand is linear 
in log x, this term must be zero. So we therefore get that uj j = 1> a n d 
we use this to extract that term from the integral (much like integration by 
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parts) to yield: 

/ log x dx = x log x - /dx, (6) 

We can now write down the result directly (since we all know how to integrate 
polynomials), or, if you prefer, apply the algorithm once more to this expres
sion. Either way, we get the result: 

/ log x dx = x log x - x. (7) 

Although these may seem a laborious way to derive the integral of log 
x, we notice that it is completely algorithmic, involving no heuristic guess 
work. The power of the method is even more apparent when we consider an 
integral which does not exist in closed form in the class of elementary 

2 x^ functions. Consider, for example, the integral of x e . Again, the 
integral, if it exists, would have to be of the same form as Eq (2), with 
now y = e rather than log x. On differentiating, we now get the following 
equation : 

x 2 e* 2 = u'(x,y) = E u.,(i x 1" 1y j + 2 j x 1 + 1 y j ) 
i j J 

= ZxVUi + D u i + 1 J + 2 j u . _ l t j > . (8) 

Examining the term of highest degree again, we find tha t 

1 = 3 u3,i + 2 ui,r ( 9 ) 

The first term on the right hand side can be thrown away by the same bound
ing arguments used in the first example, so that we are left with 

and hence 
"1,1 = 7 > ( 1 0 ) 

/x 2e x dx = jx e x - jjex2dx. (11) 

If we now apply the method to the integral on the right hand side, we get 
the conflicting result that 

u 1 ; 1 = - | . (12) 

The beauty of this method is that we can now conclude from this inconsistency 
that the original integral does not exist in the class of elementary functions, 
On the other hand, if the class of functions we were considering included 
error functions, then we could have found the value of this integral by a 
similar technique. 
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In the past year or so, practical techniques based on Risch's results 
have been developed ' ' to solve the more difficult problem of integrating 
algebraic functions such as square roots. For example, Davenport's program 
can easily evaluate nested square roots such as 

Vx * Vx 2 + a 2
 d x 

x 
which are quite messy to do by hand; in fact, the only known table book list
ing this integral 'J has the wrong answer! 

5. THE PERSONAL ALGEBRA MACHINE 
In the preceding sections, I have described some of the activities which 

fall under the general heading of "algebraic computation". It should be 
clear that this field can play a useful role in a wide range of scientific 
applications, and has in fact matured to the point where we are in a position 
now to tackle problems which were impossible to consider by algebraic methods 
only a few years ago. In addition, the software technology for implementing 
these algorithms in fairly robust and maintainable programs is well under
stood. Why then is this healthy flourishing field not having a greater im
pact on scientific research? There is one point of view which states that 
the reason for this is that the algebraic computation community has not pub-

181 licized itself sufficiently to its potential users ' . Although I support 
this view to some extent, I believe that the true answer lies in the nature 
of the algebraic computation programs themselves, and their implementation 
on current computers. 

The first problem is that algebraic computation systems tend to be very 
large programs, especially if they are to provide all the facilities that I 
have mentioned so far. The list processing languages such as LISP used for 
implementing the more sophisticated systems have a memory organization which 
places considerable demands on the computing equipment currently available 
to most scientists. For many problems a byte address field of 20 bits is 
barely adequate and 24 bits may eventually be insufficient. This means that 
any comuuter with a word length of fewer than 32 bits cannot easily support 
any of the existing large scale algebraic programs. On the other hand, com
puters with 32 bits and longer word length are not always readily available 
for routine day-to-day calculations and, when they are, often give users very 
poor turnaround for the memory partition sizes (typically 500 kilobytes or 
more) which the more sophisticated programs demand. Coupling this with the 
fact that many such calculations have potentially large time requirements 
often makes users of algebra systems less than welcome at many computing 
installations. 

The next problem which a potential user finds is that programs which he 
can obtain for his own installation often have quite limited facilities, 
with many of the available facilities poorly documented. In particular, 

/ 
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since the language syntax and semantics may be quite different from other 
commonly used computer languages, there may be considerable frustration in
volved in learning how to use such systems in an effective manner. 

Another mundane but important problem relates to the installation and 
maintenance of algebra systems at a given computing installation. Minor 
site differences can mean that expert help is needed to get a system running. 
Since the community of algebraic manipulation program users at a given in
stallation tends to be rather small and also application-oriented, it may be 
hard for such users to obtain the necessary help to install and maintain the 
system. The sheer inertia involved in this effort may prove to be too great 
to permit the successful use of such programs. 

Finally, most of us working in the field are convinced that the effec
tive use of an algebra system requires close interaction between the user and 
the computer. Unlike numerical computations where the result of a calculation 
is usually a fixed size table of numbers or a graph, an algebraic computation 
normally produces an expression as a result. This expression is one of an 
arbitrarily large number of different representations of the result, and in 
many cases, the user often has to study the form of this result and try 
various transformations on it before going on to the next step. This can only 
really be done successfully in an interactive environment, ideally helped by 
suitable graphical aids so that the expressions can be easily transformed. 

Another reason for close interaction between the user and the computer 
relates to the nature of algebraic computations themselves. Whereas most 
numerical calculations have well understood computing times associated with 
them, we currently know only maximum bounds on the computing behavior of 
algebraic calculations. In many cases, these bounds are extremely pessimis
tic. As a result, one often tries a given step in a calculation for, say, 
a few minutes to see what happens. If the calculation doesn't terminate in 
this time, a new approach using, for example, a different set of transforma
tions, is then tried. Again, such an experimental approach is only really 
successfully in an interactive environment. The current solution to this 
requirement is a time-sharing system, but in truth there are very few such 
systems available which satisfy even a minimum set of serious user require
ments . 

My conclusion then is that the lack of widespread acceptance of computer-
based algebraic manipulation is not a consequence of its being of little 
interest to potential users but that today's large general purpose computers 
are an inappropriate match for this type of computation. However, the current 
developments in hardware design which have been discussed at this school 
promise a solution to this problem in the very near future, namely, the 
emergence of personal computers of sufficient power that many of the problems 
that I have outlined can be solved in a satisfactory manner. 



- 404 -

The availability of relatively cheap personal computers of significant 
computing power will make possible the development of a wide range of products 
tailored to given application areas. The personal algebra machine then will 
be one of many such applications. In fact, one could regard the muMATH 
system already as being an example of such a machine, although it is based 
on a fairly limited computational engine. To be effective for our particular 
application, we need as a minimum a personal machine with a macro instruction 
time of the order of one microsecond, a main memory of at least a megabyte, 
a backing store of 100 to 200 megabytes to provide for file storage and a 
smoothly addressable virtual space of sixteen megabytes. For input and out
put, one needs as a minimum a display, keyboard and hard copy device. Such 
a system can probably be developed by the mid 80's for approximately $10,000 
to $20,000. Given that such a configuration is bound to be available, the 
challenge for the computer algebra community will be to develop a user 
programming environment which is the most natural for applications of the 
type we are discussing. 

One area of some concern is the choice of the appropriate interface 
between the user and the machine. Eventually, technological advances such 
as touch sensitive display panels supported by audio input and output will 
be cheap enough to render obsolete our current dependence on linear input from 
a keyboard with a fairly restricted character set. However, for the time 
being, the latter will remain our standard input. On the other hand, the 
emergence of relatively cheap point addressable raster displays of fairly 
high resolution will provide us with a means of displaying results in a far 
more pleasing form than any currently available. The excellent mathematical 
expression output from such typesetting systems as the Unix EQN system 1"J 

201 or Knuth's TEX J need not be limited to hard copy. As this particular 
problem is now well understood, one can expect truly elegant output from 
algebraic computation systems in the near future. 

The machine which will result from these considerations will be a for
midable device. Furthermore, a check of my list of problems encountered in 
using existing algebra programs will reveal that most have been solved. 
However, there still remains the problem of maintenance and updating of the 
corpus of programs in the machine. It is clear that these programs will have 
bugs, and that the programs supplied originally with the machine will con
tinue to be improved. One approach to this would be to update the programs 
from a removable cassette, disk or solid state memory module. However, I 
believe that a better solution would be to provide each such machine with a 
computer networking connection, which could then be used to update the pro
grams as needed from a remote source, or exchange programs with other users 
of such machines. This networking connection could be as simple as a low 
speed (1200 baud) modem which interfaces to the appropriate network using a 
telephone or could be a high speed direct connection to such a network. 
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There are other models of network use which suggest a completely differ
ent role for our personal machine, and I would like to conclude these lec
tures by considering some of these possibilities. It is clear that a personal 
machine could be tied into a sophisticated high bandwidth local network at 
a given site which itself could be connected by fairly high bandwidth lines 
to an external network. Several such networks are already in existence or 
under development. With this support, we could then add the appropriate 
mail, diary, and file transfer capabilities to our algebra machine, so that 
it becomes a true workbench for the scientist. The next step would be to 
provide other applications packages in the same personal machine, so that it 
is sufficient to meet all the user's usual computation needs. From there, 
we could add facilities to distribute the processing of calculations too large 
for the capabilities of the personal machine to remote, possibly international 
centers equipped with machines whose power is several orders of magnitude 
greater than the personal machine. At this point, the network itself becomes 
a formidable computation device, the personal machine now acting as no more 
than a terminal on this large, world-wide distributed computing system. The 
computational power of such a system will be truly awesome. However, with or 
without such network support, it is clear that a personal scientific machine 
of the type we have considered here will bring about a revolution in the way 
that computers are used for scientific problem solving. 
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