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Summary

Computers are being increasingly used for the control of
generating plant, and the advent of low cost mini/micro computers having
an installed price comparable with conventional equipment has resulted
ii«. a significant trend tovzards distributed computing. As this application
of computers widens the problems of resourcing several individual ^rojeLts
over their life cycle can become formidable.

In particular, the provision of reliable and effective software
it a crucial task, since it has a considerable impact on resourcing due
to the high costs associated with its design and development, and equally
important, its subsequent amendment and support. This paper indicates the
factors viiich are considered relevant to containing the resource requirements
associated with software, and outlines the benefits of adopting a standard
machine independent software system which enables engineers rather than
computer specialists to develop programs for specific projects.

The design objectives which have led to the current development
within the C.E.G.B. of CUTLASS (Computer Users Technical Languages and
Applications Software System) are then considered. CUTLASS is intended
to be a standard software system applicable to the majority of future
on-line computing projects in the area of generation, and is appropriate
to stand alone schemes or distributed schemes having a host/target
configuration. The CUTLASS system software provides the necessary
environment in which to develop, test, and run the applications software,
the latter being created by the user by means of a set of engineer-
orientated languages.

The paper describes the various facilities within CUTLASS,
i.e. those considered essential to meet the requirements of future process;
control applications. In particular, the paper concentrates on the system
software relating to the executive functions, and the organisation of
global data and communications within distributed systems. The salient
features of the engineer-orientated language sets are also discussed.
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1. INTRODUCTION

The complexity of modern generating plant both conventional and
nuclear together with the increasingly severe operational requirements
relating to safety and efficiency necessitate continuing improvements in the
control and instrumentation (C & I) systems. To this end the C.a.G.B. in
common with other utilities is making an ever greater use of digital computers
for C & I applications.

Further, the trends in computer technology offer the possibility
of utilizing computers in a more widespread and effective mariner. In
particular, the advent of low cost micro/mini computers having an installed
price comparable with conventional equipment enables the hierarchic structure
associated with many C & I schemes to be implemented as a distributed network
of computer-based control centres, with each centre carrying out a specific
task within the overall scheme. This approach enables the scheme to be
partitioned such that each control centre has a high degree of autonomy, which
implies that the performance of one centre has only a limited effect on the
remainder. It follows that:-

(i) the commissioning and/or modification of a centre can
be carried out independently of the rest of the system;

(ii) the scheme is readily extended by incorporating additional
centres;

(iii) the need for standby facilities is often eliminated L-\ncc
in many cases failure of an individual centre, and the
subsequent requirement for manual intervention, do«s not
impose an intolerable burden on the operator;

(iv) where availability is of paramount importance the
redundancy of the network can be utilized in that the duty
of a failed centre can be taken over by a second centre;

(v) the scheme can be segregated into easily understood sub-
systems.

However, past experience has shown that the potential ber.ejiiu.-; of
such computer-based systems are not always realized and that the resourct:s
required to support major projects "ver their life cycle are greater thai,
anticipated. This has been due in part to a lack of discipline in the
specification and design of systems aggravated by the ambiguities which
inevitably arise between engineers and specialist computer staff, Also, past
installations have used a wide variety of software languages and equipntct.t
types, and this represents a poor utilization of scarce speciaiist computing
and system design expertise since effort expended on one project is net in
general transferable to another.

In the above context the method adopted for providing adequate soft-
ware for future projects is seen as a key factor in ensuring that the potential
advantages of computer-based schemes are fully realized and that the associated
resource requirements are contained. This is particularly important in the
case of microprocessor based systems where the manufacturer provides only
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limited software support. This paper describes the approach being adopted by
the C.E.G.B. to help mitigate the problems of software provision for future
C & I schemes associated with new plant, and, equally significant, the
retrospective equipping of existing plant.

2. DESIGN CRITERIA

Clearly the method adopted for the provision of software has a sig-
nificant impact on the resourcing of on-line computing projects. This is due
to the high cost, particularly in terms of scarce expertise of specifying,
developing and engineering software as well as the equally important influence
of software design on the effort required for the subsequent maintenance and
amendment. There is thus an incentive to adopt standard software suitable for
a range of applications, since development effort can be utilized across a
number of projects and the long-term support provided on a common basis.

To this end the C.E.G.B. is currently developing CUTLASS (Computer
Users Technical Languages and Applications Software System) which is intended
to provide a standard software environment and user-orientated languages for
process control applications, initially on generating plant, and with possible
application to transmission plant in the longer term. CUTLASS is appropriate
to both stand-alone and distributed computer systems, the latter being assumed
to have a host/target configuration.

The common design approach throughout the CUTLASS development may
be summarized as:-

(i) to achieve a shift of resources for project applications
from the scarce computer specialists to available
engineering staff. It is intended that computing staff
will be responsible for the design and support of the
CUTLASS system but that engineering staff will utilize
the user-orientated language sets in CUTLASS to create
the applications software for individual projects;

(ii) to achieve as great a degree of machine independence as
practicable by the adoption and support of high level
languages over a selected range of machine architectures;
specifically a single dialect of CORAL 66 for the system
software and the CUTLASS user-orientated languages for
applications software;

(iii) to optimize the effectiveness of the available computing
specialists. Together with high-level languages the
important distinction between 'host' (development) and
'target' (final implementation) hardware configurations
has evolved with emphasis being placed on maximizing the
development done in the efficient environment of the 'host'
machine;

(iv) to achieve sufficient flexibility to permit easy
modification or extension of systems so as to meet
changing operational requirements or technological
advances;
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(v) to ensure that the effect of software failure is
minimized not only in respect of plant safety and
availability, but also in terms of the maintenance
burden imposed on operating staff.

The above criteria are not always considered in sufficient detail
at the onset of software design even though they have a significant effect on
life-cycle costs. Further, the potential benefits of adopting a standard
software system such as CUTLASS will largely be mitigated if there is no
agreed definition of the user requirements for major areas of application.
Failure to agree such definitions leads to ambiguities of interpretation which
can result in costly software modifications. A process of consultation is
therefore being carried out within the C.E.G.B. to establish the user require-
ments in respect of the control of generating plant, and to coordinate these
where subjective differences arise.

3. CUTLASS DESIGN CONCEPTS

CUTLASS consists of a framework of system software together with a
number of user-orientated language sets. The former provides the necessary
environment in which to develop, test and run the applications software
created by the user by means of the language sets. The system software includes
translator/editor facilities, an executive for allocating resources to tasks
within a machine, diagnostic programs, and software for organizing database
and communications functions in both stand alone and distributed systems. The
translator/editor will generally be run on a large host machine during develop-
ment although target applications systems can have a host machine as part of
their configuration.

In developing CUTLASS the following concepts have been adopted so as
to meet the design criteria outlined above:-

3.1 Ease of Use

As well as a general purpose user-orientated language having for
example, arithmetic and boolean statements, it is intended to provide language
sets appropriate to differing areas of control, such as D.D.C., sequence control,
display etc.

Each language statement relates to a sub-routine and its associated
parameters, each sub-routine being designed to carry out a specific function
commonly encountered in a particular area of control as defined by the user
requirements. Thus the sub-routine functions are synonymous with familiar
engineering concepts.

The applications software for implementing 3. given task can thus
be readily specified by the user as a set of language statements which
effectively define an assembly of sub-routines each having a known function,
and their associated interconnections. At the same time every effort has been
made to provide a range of interactive diagnostic and commissioning aids to
facilitate the testing and development of the applications software.
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3.2 Machine Independence

To help achieve machine independence the CUTLASS system software and
applications sub-routines are written in CORAL 66. However, this does not
completely solve the problems of portability. Although a substantially
standard syntax is available the implementation of that syntax on a specific
machine architecture or by a particular compiler introduces a number of machine-
dependent features. To help reduce these problems a specific dialect of
CORAL 66 has been adopted and an effort made to separate and minimize the
machine-dependent aspects cf the CUTLASS system.

Although CORAL 66 is less efficient in the use of both memory and
processor power than assembler-based systems the relevance of this is rapidly
diminishing due to decreasing memory costs and the trend towards distributed
convputing which renders the loss of efficiency less significant.

3.3 Flexibility

The requirement for flexibility has been met by adopting a structured
approach to the software design. Each software function (e.g. communications,
data handling, etc.) is designed on a modular basis with well defined inter-
faces. These modules can then be configured within the standard software
framework to provide the relevant facilities for any given C & I scheme.

This modular approach provides for a natural segregation of the
software into functional blocks related to the different activities within a
typical on-line computer scheme. Further, this approach has enabled the CUTLASS
system to be developed as a collaborative project within the C.E.G.B., individual
modules being produced by experts in different departments.

3.4 Reliability and Security

The attainment of reliability in software is far more dependent on
rigorous specification and good structural design than it is on the elimination
of simple errors in the program code. For example, a modular structure assists
in containing and diagnosing errors, while user-orientated languages help assure
that the applications software more accurately reflects the user requirements.

However, in addition to the above factors specific facilities have
been incorporated in CUTLASS in the interests of reliability and security,
namely:-

(i) an ordered method whereby data can be accessed by the
various schemes in a given computer, or over the network
as a whole. The data handling is largely independent of
the hardware or network configuration and provides
protection against unauthorized access;

(ii) a concept of privileged and non-privileged users, defined
in terms of a security code, whose ability to alter soft-
ware, particularly system software, is restricted on the
basis of their security rating;

(iii) formal procedures for diagnosing and containing errors
in both the executive and the run-time software associated
with the applications sub-routines;
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(iv) application sub-routines designed to take account
of plant safety in that, for example, an output drive
routine would have inbuilt rate protection. Where
appropriate the sub-routines are also designed to
simplify the control system design effort by
incorporating the necessary features to handle the
complexities of initialization, bumpless auto/manual
transfer etc.

While it is recognized that there is no way of preventing the user
from making errors in control strategy the facilities outlined above should
significantly reduce the consequent effect on plant.

4. CUTLASS APPLICATIONS PROGRAMS

4.1 General Concepts

The user-orientated languages consist of a general purpose language
sub-set and special purpose languate sub-sets, it being intended that the
latter should be provided for:-

regulating control (DDC)

sequence control

data logging and display

alarm analysis

condition monitoring

performance calculations

CUTLASS utilizes a translator/editor to convert the user-orientated
language statements into object code which consists essentially of addresses
indicating entry points of the relevant applications sub-routines and their
associated data. Run time execution begins by entering the first sub-routine
specified. Having accessed the appropriate data and carried out its particular
function the sub-routine causes an entry to be made to the next sub-routine and
so on. In this way object code, execution is carried out efficiently and
without the need for a separate run time interpreter.

This method was chosen rather than a true compiler because it enables
a number of desirable features to be achieved more easily. For example, the
object code is machine-independent, it can be directly edited or translated
back into its original source form, and permits testing and monitoring
procedures to be easily incorporated. Although a scheme generated by s com-
piler is generally faster in execution, the speed penalty involved is not very
significant since the linking overhead is normally small compared with the
execution times of the applications sub-routines.

The translator/editor combines the functions of source editing,
syntatic and semantic checking, as well as the generation of object code.
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The program source is stored as a text file on backing store, and when entered
the translator/editor reads the source and creates a temporary copy of the
source file. Editing proceeds by merging edit commands from the user with the
temporary source file to create an alternative copy of the temporary file.

This serialized editing technique allows the program to be fully
checked as the lines are read in, appropriate messages being provided to
indicate various syntactic and semantic errors. When editing is complete the
user can:-

(i) generate a new copy of the source file from the
latest temporary file;

(ii) output a listing of the object code;

(iii) load the object code over the communications network
into a target machine.

The structured nature of CUTLASS requires that the user partitions
the applications software into schemes and tasks. A scheme, which may consist
of one or more tasks, forms a single indivisible unit for the purpose of trans-
lating and editing. Tasks within a scheme can communicate via common data
declared at the head of the scheme. This data is inaccessible from any other
scheme.

A task is the smallest program element, written as a set of languaf*
instructions, which can be run by the executive in its own right. Tasks can
contain their own local data, declared at the head of a task, and inaccessible
by any other task. The scheme and task boundaries are assigned by the user,
and will normally relate to some natural segregation of the required control
strategy.

Tasks can communicate with tasks in other schemes via global data
which is created by a separate utility. There is no restriction on whether
the communicating schemes are in the same or different computers. CUTLASS users
are required to log in to the system in order to use certain utilities, in
particular, the translator/editor and the utility for creating and deleting
global data. The user name is checked against a list of known users held in
the target machine and is converted to a user number which is stored with any
scheme he creates.

Selected users can be given a privileged classification which allows
them to use various software options needing extra care, but does not allow them
to break ownership rules. One user can be nominated as the 'system manager' and
as such has the ability to break ownership rules such as altering the owner
number attached to schemes, files etc., and change the allocation of privilege
to particular users.

4.2 Error Handling

CUTLASS includes error handling arrangements designed to contain
various hardware and software failures. For example, error tracking is provided
whareby recognizable errors such as invalid input data, or a communications
failure in a distributed system, causes the associated numeric or logical data
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to be flagged 'bad1. Any subsequent CUTLASS instruction which utilizes this
'bad' data will in turn flag its output 'bad' so that 'bad' data propagates in an
ordered manner across task and scheme boundaries.

The user can test the state of data items at any stage and hence
invoke corrective actioa. Alternatively, if no corrective action is taken,
CUTLASS output instructions receiving 'bad' data automatically respond in a
safe way. Thus a valve drive instruction in the DDC language sub-set will
freeze the valve in its current position and apply any necessary inhibits to
the control algorithms.

In cases where a task is affected more severely the user has the
option to specify an error trap label to be entered for particular types of
error. These include array bound errors, LOOP count 'bad', IF condition 'bad',
etc. The action taken by CUTLASS on detection of these differing types of
task error is determined by internal flag words set up when the system is
generated. The options ara:-

(i) errors trapped by the user as described above,
the task being aborted if no trap entry is
specified;

(ii) as (i) but the task continues if no trap entry
is specified;

(iii) errors simply set a flag in an associated task
status work which can be subsequently tested by
the user.

5. TARGET MACHINE CONFIGURATION

Typically a target machine will contain the object code and
applications sub-routines appropriate to its particular control functions
together with a set of system software. The latter will now be described in
greater detail.

5.1 Executive

The executive (TOPSY-2) is essentially a modular kernal of procedures
to create, manipulate and delete a set of resources in the computer. These
resources are 'named', and can be programs, devices, semaphores or memory
partitions. Whenever a resource is created a 'control block' is allocated
from a pool of available memory, the control block space being returned to
the pool when the resource is deleted.

TOPSY-2 is capable of running a number of independent programs. To
do this, TOPSY-2 maintains information describing the current status of each
of the programs in the machine. When appropriate a scheduler algorithm
selects a program to run and transfers control to that program. Various
causes (e.g. a natural dropout or suspension of the program), subsequently
relinquish control to TOPSY-2 in such a way that the program will only be
resumed as the result of selected stimuli.
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Peripheral devices need to be shared between contending programs
and this is organized by the executive. Programs requiring to perform I/O
transfers must do so through requests to TOPSY-2, which will forward the
request to the appropriate device driver. TOPSY-2 also provides for a
program to temporarily acquire the exclusive use of a device for an uninter-
rupted series of transfers such as the printing of a list of data that is not
interspersed with random messages from other programs.

Where two or more programs require access to certain shared
resources, but where concurrent access could lead to destructive interference,
(e.g. shared sub-routines) TOPSY-2 provides 'semaphore' facilities to ensure
that only one such program at a time can access the shared resources. Other
contending programs are forced to wait until the current program has finished
using the resource.

To facilitate memory management TOPSY-2 has the capability of
maintaining a record of used and unused memory space within the computer, and
of allocating/de-allocating memory partitions as required. TOPSY-2 alrso has
the ability to maintain a hardware driven clock facility, and co perform
scheduling actions on the basis of elapsed time intervals. This is important
in a real-time environment where programs/devices are to be run at regular
intervals or pause for specified periods.

The programs which share the computer cannot be assumed to work
perfectly, so TOPSY-2 contains provision to handle errors which may be detected
at run-time. Error 'containment' prevents a program from running wild after
a situation occurs which is inconsistent with correct program behaviour, and
tidies-up any resources used by the program. Error 'reporting' is a mechanism
that allows the error to be notified to a supervisory program or a human
operator. TOPSY-2 provides facilities whereby either TOPSY-2 or a program may
initiate the containment and/or reporting process when an error is detected.

Since the executive is modular it can be configured down to a set
of procedures appropriate to a given application. It is also being extended
to accommodate machines having memory-mapped architectures.

5.2 Communications Software

The communications software organizes the message transfer between
computers in a distributed network. It assumes the use of standard
asynchronous serial link hardware and will accommodate a variety of store and
forward network topologies (e.g. radial, ring, or fully connected). While
this type of network imposes additional transmission delays, since intermediate
nodes are involved, it can be made tolerant to failure since messages can be
re-routed along alternative links, while the practicable data rates are suitable
for many control applications.

The software to implement this type of network is structured into
three levels, these being:-

(i) The link level. This level is concerned with the exchange
of 'link frames' (encoded forms of the actual message) via
the serial interface hardware. This level is implemented
as one or more drivers attached to the TOPSY-2 executive
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and utilizes a C.E.G.B. software based protocol GENNET.
GENNET is designed to provide adequate error detection
and correction without incurring excessive software overheads
and to allow for full duplex transmission and data trans-
parency. Messages are encoded as a series of 8 bit bytes,
the message frame consisting of two header bytes and four
tail bytes. The latter include two check bytes; the
first represents a horizontal parity check on the message
data while the second gives the length of the message data.
Each successive message is transmitted with an alternative
toggle (contained in the second header byte) so that if the
same header is received more than once subsequent messages
are accepted but the data discarded. This allows for loss
or failure of an acknowledgement which would otherwise
cause messages to be duplicated. To minimize the delay
in responding to a message during full duplex transmission
the acknowledge sequence can be 'stuffed' into a reverse
message.

(ii) The network level - this level is responsible for the
store and foward operations on messages received from the
links and is implemented as a task under TOPSY-2. To achieve
this each computer contains a routing table and every message
sent through the network has a destination number. When a
message is received the routing table is consulted and the
best link selected for forwarding the message. The link level
software in any computer sets up its routing table dynamically
by exchanging special messages with its nearest neighbours.
This allows the communications to adopt automatically to link
failures or changes in network topology and enables computers
to be removed or added while the system is on-line.

(iii) Applications interface level - all messages exchanged between
the applications tasks pass through a standard applications
interface implemented as a task-to-task driver under TOPSY-2.
The interface provides for message transfer between tasks in
the same computer or between tasks and the network level. It
carries out validity checks on application task requests and
separates incoming messages into channels. There is an error
channel for mis-routed messages.

Since the communications software is modular the various levels
could be replaced to meet changing requirements. For example, the link level
could be replaced by a hardware implemented protocol such as HDLC.

5.3 Global Data Handling

The data manager provides a method for exchanging global data between
schemes in the same or different computers and is essentially distributed in
nature. Where a number of schemes in different computers require to access
the same data item, there is a 'master' copy of the item in one computer, and
'slave' copies in each of the other computers involved. The 'slave' copies
are updated automatically at either specified intervals or when a master copy
changes. These methods are seen as preferable to an 'on demand' approach when
dealing with real time situations.
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This method of global data organization relies on the definition
of machine-independent messages to interrogate and update the data. Each
computer contains a directory of the names and types of all global data that
it holds which enables the necessary data connections for the remote update
messages between computers to be established automatically. Once established
the update messages use direct addressing to reduce overheads. It follows
that schemes can be designed as separate modules without explicit reference
to the distributed nature of the system.

Provision has been made to minimize the effects of accidental
_changes, and global data items are therefore created by a carefully controlled
process distinct from scheme creation. A scheme will not translate successfully
if it refers to a global item which does not exist in the computer for which
it is being translated. In general only one scheme may write to a given data
item, effectively becoming its 'owner' though any number of schemes may read
the item. This check is applied at scheme installation time, and this
simplifies the maintenance of system integrity, in particular when inserting
or removing schemes. A record is kept of the number of schems accessing
an item of data so that the item (and hence the scheme updating it) may only
be deleted when no scheme remains that uses the data. In the event of loss of
communications between computers, or failure of a scheme owing 'master' data
all the relevant 'slave' items in the other computers are automatically
flagged 'bad'.

6. CONCLUSIONS

The rapidly increasing use of distributed computer systems for
on-line control projects emphasizes the need to contain the resource require-
ments associated with the development and long-term support of such projects.
The adoption of standard portable software appropriate to a range of
applications, and designed for use by engineers rather than computer specialists,
is considered a significant factor in reducing these resource requirements and
has led to the design of the CUTLASS software system described in this paper.
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