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EVALUATING COMPUTER PROGRAM
PERFORMANCE ON THE CRAY-1

by

Larry Rudsinski

with

Gail W. Pieper

ABSTRACT

The Advanced Scientific Computers Project of Argonne's Applied Mathematics
Division has two objectives: to evaluate supercomputers and to determine their
effect on Argonne's computing workload. Initial efforts have focused on the
CRAY-1. which is the only advanced computer currently available. Under a grant
from the National Center for Atmospheric Research, users from seven Argonne
divisions executed test programs on the CRAY and made performance comparisons
with the IBM 370/195 at Argonne. This report describes these experiences and
discusses various techniques for improving run times on the CRAY.

Direct translations of code from scalar to vector processor reduced running
times as much as two-fold, and this reduction will become more pronounced as the
CRAY compiler is developed. Further improvement (two- to ten-fold) was realized
by making minor code changes to facilitate compiler recognition of the parallel
and vector structure within the programs. Finally, extensive rewriting of the
FORTRAN code structure reduced execution times dramatically, in three cases by a
factor of more than 20; and even greater reduction should be possible by changing
algorithms within a production code. • j

We conclude that the CRAY-1 would be of great benefit to Argonne researchers.
Existing codes could be modified with relative ease to ran significantly faster
than on the 370/195. More important, the CRAY would permit scientists to
investigate complex problems currently deemed infeasiblt; on traditional scalar
machines. Finally, an interface between the CRAY-1 and IBM computers such as the
370/195, scheduled by Cray Research for the first quarter of 1979, would
considerably facilitate the task of integratiny the CRAY into Argonne's Central
Computing Facility.
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I. INTRODUCTION

Argonne National Laboratory carries out fundamental research In the physical,
biomedical, and environmental sciences and serves as a major center for energy
research and development. Essential to these activities is the availability of
powerful computing facilities to carry out data analyses and modeling of physical
systems.

Motivated by this need, by the recommendation of a consultant to Argonne,<
and by recent advances in large-scale scientific computers, the Applied
Mathematics Division (AMD, initiated the Advanced Scientific Computers Project to
evaluate supercomputers and to determine their potential impact on Argonne's
workload.

Lser involvement is essential to the goals of the project. This involvement
can t>2 broken down into two stages:

t . classes to familiarize the user with various advanced machines and with
programming techniques needed to take advantage of the machines'
architecture, and

b. execution of programs on the machines to enable the user to evaluate the
performance of his code.

Network access for this project is also essential to maintain user interest
and effectiveness. We feel that several job turnarounds are needed for each user
to become familiar with the machine under study. Moreover, after the user
develops and executes programs that are representative of his workload, he will
want to compare the performance of these programs on the supercomputer and on
machines be is currently using. We therefore requested and received approval for
network access, using AMD's Remote Job Entry Station.
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II. MACHINE SELECTION

The CLlAY-1 was chosen to begin our investigation because it is the only
machine currently available that qualifies as an advanced scientific computer, or
Class VI (one capable of executing 20 to 60 million floating point operations per
second, or 20-60 MFLOPS). Other computers (namely, the Star 100A and the
Burroughs Scientific Computer) are expected to qualify as Class VI machines in
late fall of 1978 or spring of 1979, at which time we plan to examine them.

Initially, the CRAY at Los Alamos Scientific Laboratory (LASL) seemed a good
possibility, since it is available on request to other national laboratories.
Unfortunately, to gain direct access, one needs to be on site and to have'a Q
clearance. It is possible to use LASL's open CDC 6600 with the CRAY compiler on
it, and to develop the programs from Argonne, but someone would still have to go
to LASL to execute the programs on the CRAY itself.

An alternate possibility of getting time on the CRAY-1 at the National Center
for Atmospheric Research (NCAR) at Boulder, Colorado, was subsequently
investigated. At NCAR, computer time is not purchased- instead, the computer
resources are allocated to various projects as grants. After discussions with
Jeanne Adams, the liaison between the Laboratory and NCAR, we received approval
to conduct performance comparisons with the 370/195 and to compare CRAY scalar
and optimized vector code. Two hours of CRAY-1 time was granted, as well as CDC
7600 CRUs allocation.

This latter allocation is necessary because NCAR front-ends its CRAY-1
computer with a CDC 7600. As the hub of the NCAR configuration, the 7600 is also
connected to the MODCOMP II, which sierves as a Remote Job Entry station, and to
the Ampex terabit memory mass storage unit. When a job is sent from Argonne to
NCAR, the MODCOMP II receives the file and then passes it on to the 7600. which
in turn sends it to the CRAY for processing.

Only a few days were needed to get the project number and accounting into
NCAR's system. The Argonne offsite computing station, which is operated by AMD,
already was able to handle the UT200 protocol needed to communicate to NCAR as a
Remote Job Entry terminal, and only minor changes were needed in the character
translate table to handle special characters required for sending CRAY Assembly
Language (CAL).

The GSA approval for using commercial telephone lines to connect Argonne and
NCAR was received within four months.
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III. PERFORMANCE COMPARISONS: CRAY-1 AND IBM 370/195

lour classes were given at Argonne on the CRAY-1 in May 1978; thiry-two users
participated. Discussions focused on methods for translating code and on minor
changes in vector techniques to take advantage of the CRAY architecture.

A few problems were discovered, including errors in the compiler
documentation, which led to misunderstanding about exponent range, and
discrepancies between the floating-point arithmetic unit and the machine
documentation (see below, Sec. V).

Nevertheless, reaction to the system was predominantly favorable: The effort
established the relative ease with which Argonne scalar codes could be run on the
CRAY. Additionally, comparison runs with the IBM 370/195 indicated that
significant reduction in execution time could be achieved with the supercomputer.

In the tables that follow, we have headed two columns as traditional anr*.
rewritten. Traditional denotes programs that were executed with only those
changes to the FORTRAN that were needed to eliminate FORTRAN errors and to obtain
correct results. Rewritten denotes the same code but with modules rewritten so
that the CRAY FORTRAN (CFT) compiler would generate vector instructions rather
than scalar instructions. Rewritten does not in any way imply that the whole
code was modified; in fact, in most of the programs, only a very small section
was modified to satisfy the CFT compiler criteria for vectorization. No effort
was made to improve the run time efficiency of any of the test codes for the IBM
370/195 other than those cases specifically stated. In column 3 of Table XIII,
we have denoted by an asterisk those codes known to be efficiently written for
the 370/195.

It should be noted, however, that in a few cases the code modifications
needed to generate efficient code for one machine, the CRAY-1, did quite the
contrary on another, the 370/195. In Tables I-III, the changes made in the
rewritten code appear to have destroyed the positive effects of the IBM c?.che
memory, increased the number of subscript calculations, and forced more variables
to be stored through the cache.

We also note that care should be taken in comparing timing results obtained
from code generated by FORTRAN H extended opt 2 and by the CFT compiler. The CFT
compiler, which is used at NCAR along with the standard supported CRAY-1
operating system, is not so sophisticated as the FORTRAN H extended opt 2.
Scalar -instruction scheduling is currently being improved, and these improvements
should be available in the next version of the CFT.

The following examples are representative of user experience.

A. Ptolemy (Physics)

One of the main computational sections of Ptolemy (a program for computing
nuclear elastic and direct-relation cross-sections) was extracted and executed on
the CRAY-1. After a few debug runs, the 5000-line section gave answers in
agreement with the IBM 370/195 results.

Initially the CRAY-1 version executed only slightly faster than the 370/19S
version. However, after analyzing the inner loop of the calculation, we found an
overflow test that was unnecessary in view of the increased exponent range of the
CRAY. Removal of the test and accompanying code improved execution time by a
factor of two over the 370/195.

Subsequently, more extensive rewriting of this section of Ptolemy was
undertaken. Rather than calculating one value per pass, the inner loop was
inverted to permit many simultaneous calculations by the CRAY compiler. Overall
performance was a factor of ten faster on the CRAY-1 than on the IBM 370/195.
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B. Dirac-Slater (Solid State Sciences)

A relativistic atomic structure code was selected which uses a majority of
Its CPU cycles to solve one-dimensional coupled differential equations. The code
involves a predictor-corrector scheme in which the Initial prediction depends
upon the solution from the previous iteration before the correction(s) can be
accomplished. We ran a U + + + ion problem and compared performances on the CRAY
and on the 370/195. With simple code translation involving very few vector
loops, the CRAY ran 2.26 times faster. Some minor changes, namely, pulling part
of the radial calculation out where it could be converted to vector form,
produced an additional IS percent gain in execution time such that the CRAY was
running 2.6 times faster than the 370/195. In both cases the calculations agreed
with the same problem executed on the IBM 370/195.

C. 1FIC (Chemistry)

Particle-in-cell trajectory (PIC)*,a codes are useful in testing approximate
models of ion-ion plasma in an electrical quadrupole mass filter.. Since such
tests require a prohibitive amount of time on the 370/195, runs on the CRAY were
considered. Instead of a direct translation of an Argonne PIC code, we chose to
utilize' the major compute loops of a PIC code developed at LASL, which is more
efficient on the 370/195 (a factor of 18) than the existing ANL version and which
makes more use of vector techniques and has reduced timings on the CRAY.
Accordingly, a new front- and back-end was written for the LASL codes and adapted
to the specific model. The combined program was then tested on both the IBM
370/195 and the CRAY-1. The results are shown in Table I.

TABLE I

Timing Performance (in microseconds per particle,
64* particles/64X64 mesh) for PIC

Machine Traditional Rewritten

370/195 43 62
CRAY-1 21 8

1. PARMOVE (Chemistry/Applied Mathematics)

One PIC routine, PARMOVE (which updates the particle positions and
velocities in a given time step and consumes approximately 85 percent of the
code's execution time), was run on the CRAY-1 and on the IBM 370/195.

Table II shows the timing performances for various versions of PARMOVE.

TABLE II

Timing Performances (in microseconds per particle)
for PARMOVS

Machine Traditional Rewritten

370/195 33 46
CRAY-1 CCFT) 18 6
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It should be noted that better performance was obtained for both the scalar and
vector version of PARMOVE compiled on FTN.4 FTN is the current compiler supported
by Control Data Corporation for their CYBER series computers. LASL has taken
this compiler and modified the code generator to generate object code for the
GilAY-1. Again, as CFT matures and later versions improve the instruction
scheduling, the performance should improve to at least the same quality as the
FTN compiler.

2. VFFA and VFFS (Chemistry/Applied Mathematics)

Also part of the PIC codes are two FORTRAN routines, VFFA and VFFS,
which perform Fourier analysis and Fourier synthesis on many points at once.6

These two routines make up approximately two-thirds of the calculations in
solving the Poisson or Helmholtz equation using the direct method.e,T

Table III compares the times for VFFA and VFFS together on the 370/195
and the CRAY-1.

TABLE III

Timing Performance (in ms) for VFFA and VFFS Together
on a €4X64 Set of Data Points

Machine Traditional Rewritten

370/195 47 91
CRAY-1 21 3

l>. MD (Solid State Sciences)

Molecular Dynamics (MD) codes, used for studying SOO-particle systems, are
similar to the PIC codes described in Sec. III.C. PIC simulation programs are
generally used to study physical phenomena starting at a non-equilibrium state
and following the problem until an equilibrium state is reached. MD programs, on
the other hand, are used to study dynamic equilibrium; that is, the physical
state of the system is at equilibrium at the start, and it stays in an
equilibrium state throughout the calculation. MD codes also do not use a
background stationary mesh to influence the motion and position of the particles;
instead, each particle directly influences the motion and the position of every
other particle in an infinite system generated by standard periodic boundary
conditions.

We tested en 800-card version on both the CRAY-1 and the 370/19S. Each code
executed the same problem in the MD code for ISO time steps. The 370/195
required 90 seconds (i.e., 0.6 sec/time step), and the CRAY-1 required 64 seconds
(i.e., 0.43 sec/time step). Table IV gives the performance comparisons.

TABLE IV

Performance Comparisons of Versions of the MD Code
(in seconds per time step, bOO-particle system)

Machine Traditional Rewritten

370/195 0.60
CRAY-1 0.43 0.36

-10-



The current CFT compiler was unable to vectorize any of the FORTRAN In the
major calculation sections of MD in its present form. By timing various sections
of MD, however, we determined that a small section of code required 10 out of the
64 seconds to execute. Rewriting the section in a more vectorized FORTRAN, using
several calls to a subroutine SUM (see Sec. IV), correcting IF tests to function
calls, and calling the vector version of SIN and COS, we reduced the time in this
section oS code from 10 seconds to 0.37 seconds. The total execution time on the
CRAY-1 was reduced to 53.5 sec/150 time steps, or 0.36 sec/time step.

MD still has a section of code where particle quantities are updated for a
given time step. This section, like PARMOVE In the PIC codes, consumes a major
portion of the execution time. Close analysis indicates that the section, again
like PARMOVE, can be rewritten so that the CFT compiler can generate vector code.
This effort is beyond the scope of our current project; it is, however, being
considered by the Solid State Sciences Division, which is interested in MD
calculations related in general to the theory of disordered systems (e.g.,
liquids) and in particular to the study of particle motions in ionic conductors
(related to problems arising in the study of battery materi'Is).

E. DIF3D (Applied Physics)

DIF3D is a fast reactor finite-difference theory code.. The code has two
compute sections, an outer fission source iteration and a within-group inner
iteration. The inner iteration consumes 60%-70% of execution time for the total
program; hence, it is this part of the calculation that was executed on the
CRAY-1.

The inner iteration uses the Successive Line Overrelaxation (SLOR) method
with optimized SLOR factors to solve Helmholtz's equation on a two- and three-
dimensional mesh depending on the problem. A line gives rise to a tridiagonal
matrix equation (Ax - y) tnat is solved for x by using the L-U decomposition.
This procedure requires a substantial number of recursive operations that do not
lend themselves to vectorization.

Thus, the inner iteration executes with speed comparable to the IBM 370/195.
Vectorization of the non-recursive codes in the L-U decomposition, at the expense
of extra memory.* reduced the execution time by 30 percent, i.e., 1.30 times
faster on the CRAY-1 than on the 370/195. To obtain better results, we are
currently exploring techniques for solving both the two- and three-dimensional
Helmholtz equation that are more conducive to vector and parallel computers.

F. SAS (Reactor Analysis and Safety)

SAS codes are used to analyze the consequences of hypothetical accidents in
fast breeder reactors. Because these codes account for 5-10 percent of the total
Argonne computing load, and because SAS applications studies are being
constrained by limitations in computer speed, scientists in the Reactor Analysis
and Safety Division were interested in determining whether the CRAY would be
significantly faster than the IBM 370/195. Since timing the entire SAS3D code
(40,000 cards) on the CRAY-1 was beyond the scope of this project, two typical
modules from the SAS family were independently timed. First, a stand-alone
version of one of the older SAS3A modules, previously used for timing studies on
other computers, was run on the CRAY-1. The section timed included the TSHTR
subroutine and the auxiliary routines that it calls to compute transient
temperatures. Second, a section of the SAS4A code currently being written was
run. This section involved the subroutine ALPHFN, which computes the density and
thermal expansion coefficient of sodium as a function of temperature. The
results of these timing studies are shown in Table V.

•This procedure should not be required for valorization in a later version of the CFT compiler.
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TABLE V

Comparison of Running Times (in seconds) for SAS Routines

IBM 370/195 CRAY-1

TSHTR (SAS3A) -
10 steps 0..261 0.139

ALPHFN (SAS4A) -
1000 calls 0.460 0.015

The CRAY-1 version of TSHTR, which generated very few vector instructions when compiled
by CFT, ran almost twice as fast as the IBM 370/195 version. It should be noted, however,
that comparable performance was obtained on the CDC 7600. Again, as the current CRAY FORTRAN
compiler matures, the CRAY-1 should become two to two and one-half times as fast as the CDC
7600 in executing scalar-generated code.

The SAS4A version of ALPHFN, which was completely vectorized by CFT, ran very well on the
CRAY, sustaining an average rate of 51 MFLOPS. The CRAY-1 version executed a factor of 30
times faster than the 370/195 version. The IBM 370/195 performance, on the other hand, was
unexpectedly poor. Breaking the one large DO loop (the main part of ALPHFN) into a number of
smaller ones to take advantage of the 370/195 loop mode might improve performance. However,
achieving vector mode on the CRAY-1 requires considerably less effort by the programmer.

G. HATEQ (Reactor Analysis and Safety)

A program ICEPEL (used to perform two-dimensional analyses of piping systems)
was translated and run on the IBM 370/195 and the CRAY-1. Performance time on
the CRAY was a 1.7 improvement over the conventional machine.

Examining the program in more detail, we determined that 75 percent of the
execution time was spent in a routine called MATEQ, developed at AMD for the
numerical solution of least squares problems. MATEQ operates on both the matrix
and the right-hand side each time it is called. Since the problem under study
involved a fixed matrix with only the right-hand side changing, much unnecessary
work was being performed. In addition, more accurate algorithms had become
available since MATEQ was last revised in 1968-69. These new algorithms were
implemented in LINPACK.•

Two routines from the LINPACK package were u^ed: DQRDC computes an
orthogonal-triangular factorization of the matrix, and DQRSL solves the
overdetermined linear system for any right-hand side. With the LINPACK
replacements, the program executed 3.5 times faster on the 370/195 and 4.4 times
faster on the CRAY, giving an improvement factor of 2.2 on the CRAY compared to
the 370/195 (see Table VI).

TABLE VI

Execution Times (in seconds) Using ICEPEL
before and after Modifications

IBM S70/19S CRAY-1

MATEQ 134.5 79.8
LINPACK Replacements 40.7 18.3
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H. JMffiENCH (High Energy Physics)

We also experimented with a program called JWMBENCH, which is designed to
obtain execution timings for various machines. Two of IBM's Scientific
Subroutine Package subroutines were used, MINV to invert the IS x 15 matrix and
GMPRD to multiply the inverse by the original matrix.

Initially the program took approximately 16.2 ms to run on the IBM 370/195
and 15.7 ms on the CRAY-1. Rewriting GMPRD to generate vector code significantly
reduced program running time on the CRAY (down by 20 % to 12.66 ms). Interesting
here is the fact that the vector techniques also improved the efficiency on the
370/195: the run time was 16.0 ms.

;
"JThis timing information must, however, be used with caution in comparing the J

power of the two computers. To illustrate, when we replaced the MINV algorithm "=
with newer and more efficient techniques implemented in LINPACK, we obtained a
dramatic improvement on the CRAY-1 compared to that on the 370/195 (400% vs 17%). ;

Table VII gives the times for various cases of JWMBENCH and illustrates just how }.
much the CRAY-1 would have been underrated, had we not changed to better •-.
algorithms. \

TABLE VII

Execution Times (in ms) Using JWMBENC3
with and without Modifications

IBM 370/195 CKAY-1

Original GMPRD 16.2 15.7
Vectorized GMPRD 16.0 12.6
LINPACK Replacement

of MINV 13.3 3.0

-is-
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IV. PERFORMANCE COMPARISONS: CFT SCALAR, CFT VECTOR,
AND OPTIMUM CRAY VECTOR CODE

Section III illustrates the performance gains of the CRAY-1 over the IBM
370/195 with varying degrees of code modification. It is also important to get
some idea of the performance level of the software that currently exists. As
stated in Section III. the CFT compiler is new and not so sophisticated as the
IBM FORTRAN H opt 2 or CDC FTN opt 2. Therefore, to better show how much more
performance is available by rewriting in CAL, we ran four experiments comparing
CFT scalar, CFT vector, and optimum vector performance.

The first example sums up a vector. Written in FORTRAN in the traditional,
direct manner, it is simply

SUM = 0
DO 1 I = 1,N

1 SUM = SUM+A(I)

The CFT generated scalar code, the results of which are given in Table VIII for
various vector lengths. This algorithm was then rewritten in FORTRAN10 in a
fairly obscure manner so that CFT could vectorize most of the FORTRAN:

DO 10 I = 1,MIN0(64,M),1
10 HELPER( I) = A( I)

JS - I - 1
KOUNT = (M - JS)/64
LAST = (M - JS) - 64*KOUNT
DO 20 J = 1,KOUNT
DO 15 I = 1.64

15 HELPER(I) = HELPER(I) + A(I + JS)
20 JS = JS + 64

DO 30 I = 1.LAST
30 HELPER(I) = HELPER(I) + A(I + JS)

SUM = HELPERd)
DO 40 I = 2, MIN0(64,M), 1

40 SUM = SUM + HELPER(I)

The CFT compiler generates vector code for loops 10, 15, and 30. Table VIII
shows the times and comparisons to the pure scalar version. The final version of
this algorithm was written in CAL. By writing in CAL, we can calculate 64
partial sums in a vector register; then, using recursive characteristics of the
vector functional unit,11 we collapse the 64 partial sums to 8 partial sums.
Finally, in a scalar loop, we can add the eight partial sums to obtain the single
value SUM. As noted in Table VHIb, as the vector lengths increase, the
performance ratio of scalar to vector increases. This increase occurs because
the scalar part of the vector calculation is done only once and hence can be
amortized over all the vector elements. Even with the cost of subroutine
linkage, the CAL sum routine has a break-even point at vector length of 3. This
routine is heavily used in the rewritten section of MD (Sec. III.D).

-14-



TABLE Villa

N

1
3
10
30
100
300
1000
3000

SUN -
(all timings

Traditional
CPT

3.2
4.2
7.6
17.3
51.5
149.0
490.2
1465.2

SDH + A(I)
in microseconds)

Rewritten
CFT

6.4
7.2
10.8
21.1
40.1
53.1
97.9
225.2

CAL

4.0
4.1
4.1
4.3
5.3
8.1
18.1
46.6

TABLE VIlib

Comparison of Various Versions by Ratios

Trad./Rewritten Trad./CAL Rewritten/CAL

1
3
10
30
100
300
1000
3000

0.5
0.6
0.7
0.8
1.3
2.8
5.0
6.5

0.8
1.0
1.8
4.0
9.7
18.4
27.1
31.4

1.6
1.8
2.6
4.9
7.6
6.5
5.4
4.8

The second example Is also fairly simple:

DO 1 I - 1,N
C(l) = 1.0
IF (B(I).EQ.O.O) GO TO 1
C(l) « A(l)/B(l)

1 CONTINUE

Written in the traditional FORTRAN way, it generates only scalar codes. By
rewriting the FORTRAN stateiaents using the utility procedure CVMGZ (one of four
procedures10 that use the vector mask and merge hardware), we were able to remove
the IF statement so that the FORTRAN could be vectorized by the compiler. The
rewritten FORTRAN is:

DO 1 I -1.N
C(l) - CVMGZ(1.0.B(l).B(l))

C(l) - CVMGZ(1.0,C(l),B(D)
1 CONTINUE

Finally, we developed an efficiently written CAL subroutine that generated vector
code similar to rewritten FORTRAN, by using the vector mask hardware. The CAL
version also eliminated extra memory reference by better utilization of the
vector registers. Table IX gives the times and ratios of the three versions. We
note that for this particular example the rewritten FORTRAN is almost as good as
the CAL.

-IS-



TABLE IXa

Example 2 (time in microseconds)

N

1
3
10
30
100
300
1000
3000

Traditional
CFT

2.6
5.3
14.6
40.6
132.9
398.2
1326.4
3979.5

Rewritten
CFT

3.0
3.0
4.0
7.".
19.f
53.6
174.1
517.9

CAL

2.4
2.5
2.8
4.4
10.4
27.8
89.0

263.4

TABLE IXb

Example 2 (ratios)

H

1
3
10
30
100
300
1000
3000

Trad./Rewritten

0.87
1.70
3.68
5.64
6.87
7.43
7.62
7.68

Trad./CAL

1.10
2.09
5.17
S.23
12.73
14.32
14.90
15.11

Revritten/CAL

1.26
1.22
1.40
1.63
1.85
1.92
1.95
1.97

The third example involves the PIC rjutine PARMOVE discussed in Sec. III.
This routine is a good test for vector machines because it has several DO loops
which cannot be vectorized for a vector machine or executed in parallel on a
parallel computer. The structure of one such loop, called gather-scatter, is
detailed below:

Given a random set of indices I(J), then

DO 1 J = 1,N
u = i(J)

1 Q<IJ) = Q(IJ) + W(J)

Such scalar calculations exist in the majority of production programs and can
significantly affect the overall performance of vector or parallel machines.,1

Usually, the programmer resorts to dimensioning all temporary variables on
the left-hand side of the equal sign. This task significantly increases the
storage requirements to take advantage of the vector hardware.,1 To avoid this
problem, we rewrote PARMOVE in CAL, eliminating all but five 64-word arrays
needed to hold temporary variables. Our efforts resulted in approximately a
fourfold improvement in performance time (down to 1.7 microseconds per particle)
over the CRAY rewritten version and a dramatic reduction in space needed (see
Table X).
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TABLE X

Size of PARNOVE (in decimal-words)

Traditional Rewritten CAL
CFT CFT

168 2392 480

The University of Michigan (UM) designed and developed a CRAY-1 cross assembler1, and
simulator14 that executes on their Amdahl computer under the Michigan Timesharing System.
During a workshop on parallel processing at UM, we had occasion to exercise the simulator on
the CAL version of PARMOVE. One of the results the simulator provides is the MFLOP rate of
that routine. PARMOVE performed at a rate of 40 MFLOPS, including the scaler loops that were
in PARMOVE to perform the gather-scatter.

Finally, we ran some tests using the VFFA and VFFS routines. Like PARMOVE, these
routines can be vectorized by the CFT compiler, provided that all scalar temporary variables
are dimensioned; dimensioning requires the use of more memory. The assembly language version
of the two routines, on the other hand, not only executes faster but requires no extra memory
and is, in fact, smaller than the scalar version of the codes. Table XI gives the times for
various versions and various mesh sizes.

The two routines were also executed on the simulator at the University of Michigan. VFFA
executes at 89 MFLOPs and VFFS at 103 MFLOPS.

TABLE XI

Fourier Analysis Routines VFFA and VFFS
(times in ms)

32x32 64x64 128x128 256x256

Traditional 4.48 21.44 100.97 467.10
Rewritten 1.03 3.31 15.01 68.00
CAL 0.29 1.24 6.06 28.22

Both these routines and PARMOVE will be used under a production environment for the ion-
ion plasma simulation in an electric quadrupole mass filter.
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V. MACHINE ENVIRONMENT STUDIES

An environmental inquiry program MACHAR was run by W. J. Cody of the Applied
Mathematical Sciences Section of AMD to determine the basic parameters of the
CRAY-1 floating-point arithmetic. The first version of MACHAR uncovered a number
of discrepancies between the behavior of the floating-point arithmetic unit and
the CRAY-1 machine documentation.

In particular, it is possible to generate floating-point numbers that are too
small, according to the documentation, but that do not underflow, in addition,
overflow may occur one exponent digit too soon. Apparently the CRAY-1 hardware
checks for an out-of-range exponent in the result of a multiplication operation
before the postnormalization shift and corresponding exponent adjustment. This
check fails to detect "underflow" in certain cases and prematurely indicates
overflow in others. As a result of these findings MACHAR was modified so that it
now runs correctly on the CRAY-1.

Using the revised version of MACHAR, Cody then tested the following single-
precision function programs with scalar (but not vector) arguments: ALOG/ALOG10,
ATAN/ATAN2, EXP, SIN/COS, SQRT, and TANH. In several cases the tests did not run
to completion because the acceptable argument range for the function program (in
particular, for EXP) was smaller than necessary and out-of-range arguments caused
job termination.

Annotated output from MACHAR (both single- and double-precision versions) and
results from the function tests are given in Appendix A. The test results are
indicative, but not definitive, of places where the function programs are
inferior to those available on other machines.

-18-



VI. I/O TESTS

A major problem that has always; confronted large-scale scientific computers
with fast CPU's is the reading and writing of large amounts of data. These data
must be moved between the main memory and the secondary storage units (disks),
while the CPU performs meaningful work. To date, disk technology remains limited
by the rotational speed of the disk platters, i.e., the mechanical parts of the
disk units. Thus, even on the CRAY-1, the theoretical transfer rate of 502,691
words per second is only slightly faster than that of the CDC 7600 disks.

The only way the CRAY CPU can be matched to the disks is by having several
disks transferring data in parallel, each on separate input/output (I/O)
channels. The CRAY-1 has 12 independent I/O channels; currently, NCAR users have
access to four of these, connected to four independent disk units. In addition
to the hardware needed to handle high-speed I/O, we must consider the operating
system on the CRAY-1. The CRAY-1 Operating System (COS) is a multiprogramming
operating system; that is, most of the time several user jobs reside in memory at
a time, and the system attempts to provide for effluent use of the available
resources. To manage large sequential data files and to keep the CPU busy, a
triple buffer technique has been devised, wherlby two disk units input data and
two output data, while the CPU carries out the[user's calculations.

I
To evaluate this technique, we used an I/O'test, developed at LASL, that

measures several important quantities: t

1) the transfer rate of the disk for various-sized buffers,
2) the amount of CPU time needed by the system to perform the I/O, and
3) the effects of multiple channels.

The test has been set up to run where a single user has access- to the whole
machine, since it is important that no other user program affects the position of
the disk heads. Furthermore, to ensure a proper measure of the buffer transfer
rate, the test does not use any system buffers. Data are transferred directly
into the user field length where he allocates the appropriate buffer space. COS
permits the user to manage his I/O in just suci a manner.

The results are shown in Table XII. The first column denotes the buffer
space in the user field length in tracks (9213 64-bit words per track). The
second column indicates the number of different channels being used. The third
column indicates the transfer rate per channel in words per second. Finally, the
last column indicates the percentage of the CFl needed to perform the I/O.

It should be noted that a channel on the CRAY-1 has a 1048-word buffer.
After a section of data has been moved to this buffer, an interrupt is issued by
the channel that must be serviced by the operating system. It is this action
that requires the use of the CPU performing I/Oi

TABLE XII

CRAY-1 I/O Test Results

Track! Channels Sate/Cbaonel Percentage CPl .„!• I/OChannels

2
4
2
4
2
4

Sate/Cbaonel

460890
42S3S4
460800
460800
460800
460800

1 2 460890 13.9
1 4 42S3S4 27.2
2 2 460800 11.S
2 4 460800 19.5
5 2 460800 10.2
5 4 460800 18.5
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VII. DISCUSSION

Table XIII summarizes the results of our performance comparisons. These data
are, of course, preliminary and deal with an extremely small set of codes. It
should also be noted that running timrs will vary considerably, depending upon
the individual routine and programming techniques. Nevertheless, some comments
can be made.

TABLE XIII .

Improvement Factor on the CRAY-1 over the IBM 370/195
with various versions of Code

Ptolemy*
Dirac-Slater
PIC
PARMOVE
VFFA + VFFS
MD
ICEPEL
JWMBENCH-
DIF3D
TSHTR
ALPHFN"

Direct Tranu.

1.4
2.c
3.4
2.4
1.8
1.3
1.7
1.0
1.0
2.0

30.0

Minor Code
Changes

2.0
2.6
7.6
5.7
7.7
1.7
2.2
1.3
1.3
-
_

Extensive Code
Changes

10.0
-

22.0
24.5
37.9
-
-
4.5
-
-

•known to be efficiently written for the IBM 370/195
••set of new routines written In FORTRAN, such that CFT generates efficient

vector Instructions

Experience indicates that direct translation from the IBM S70/195 to the
CRAY-1 can result in up to a twofold improvement in execution time (see column 1
of Table XIII). Moreover, the CHAY-l execution times should continue to decrease
as the CFT compiler matures. As Section IV illustrates, we are a long way from
exploiting the full potential of the CRAY-1.

The improvement realized from direct translation, while in itself not much
greater than one would hope for in utilizing an advanced computer, nevertheless
is significant in that all of the test programs were designed and developed on
the traditional sequential computers and most of the code reflects this fact.
Thus, we may expect to encounter greater improvements in execution time as these
programs are modified to expose the parallel and vector structure for the
compiler to recognize and exploit.

Until the maturity of the CFT compiler is equivalent to that of the IBM
FORTRAN H extended opt 2 or CDC FTN opt 2, code changes such as eliminating an
unnecessary overflow test or dimensioning scalar temporary variables inside a DO
loop will be needed to further reduce the execution time on the CRAY-1. As shown
in the second column of Table XIII, such changes can improve run time from two-
to seven-fold.

Finally, to obtain the most dramatic improvements, extensive code rewriting
will be necessary. In all the cases where we undertook such rewriting, execution
times decreased significantly, in three cases by a factor of more than 20 (see
cols. 1 and 3 of Table XIII). Here, of course, the user must carefully examine
the structure of his code, identify areas where vector operations can replace
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scalar techniques, and design new and efficient vector implementations for such
areas. In most cases, these changes involve only a superficial modification of
the FORTRAN. Occasionally, however, we find a program for which no efficient
parallel implementations are available, no matter what changes we attempt to make
at the FORTRAN level. Thus, we must examine the algorithm that the program is
using and determine whether another algorithm can be used that is more conducive
to vector and parallel computer architecture. To change algorithms is a major
effort, even for the individual who knows and understands the program, but the
payoff for such changes is usually significant. We hope to undertake such an
effort, as part of a future project, starting with the large DIF3D program
discussed in Sec. III.E.

We recognize that the ordinary user cannot be expected to make the extensive
changes to his program that have been discussed in this section; for the more
sophisticated programmer, however, the investment of effort is worth the
improvement in program running time. For example, one man-day spent tuning the
5000-line section of Ptolemy achieved a tenfold improvement in execution speed.
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VIII'. SUMMARY AND CONCLUSIONS

The growing complexity of research in the physical, biomedical, and
environmental sciences appears in some cases to require sophisticated
calculations that are beyond both the capacity and the capability of Argonne,s
Central Computing Facility. A primary objective of the Advanced Scientific
Computers Project was to determine the potential effect of Class VI computers on
the Argonne workload. We have demonstrated that the CRAY-1 can be used by some
A.rgonne researchers not. only to achieve faster execution times but also to solve
problems that would otherwise be prohibitive on any traditional computer.

The impact on Argonne from the lack of permanent access to a machine such as
a CRAY-1 includes:

1) the inability to solve certain interesting complex problems that are
state-of-the-art in the various scientific technologies, and

2) the inability to remain competitive in certain areas with other national
laboratories that already have CRAY'S (e.g., LASL, LLL, NCAR, and
NMFECC) and are able to pursue the large-scale modeling that requires
such computational capabilities.

These limitations can substantially affect the funding of major DOE projects at
Argonne. Thus we conclude that if Argonne is to maintain its leadership in
scientific investigations, it should offer state-of-the-art computing
capabilities.

We also note that, although supercomputers have generally been considered
"software poor," users involved in the Advanced Scientific Computers Project have
been encouraged by the ability to convert significant portions of production
codes and to execute them correctly on the CRAY-1 with relative ease.
Undoubtedly, as the CRAY software grows in sophistication, the effort required to
develop or translate code will decrease, while the performance realized will
increase. Indeed, test runs made since the data were collected for this report
indicate that better instruction scheduling in the CFT compiler can reduce run
times by 10 to 30 percent.

Clearly, the CRAY software and hardware are capable of handling the complex
calculations required for advanced scientific research. Moreover, CRAY Research
has indicated that a link between the CRAY-1 and computers such as the IBM
370/195 will be available by April 1979. Such a link would considerably
facilitate integration of the vector machine into Argonne,s Central Computing
Facility.
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APPENDIX A

Testing the CRAY-1 Parameters and
Elementary Function Subroutines

I. SUBROUTINE MACHAR

CD
CO
C
C
C
C
C
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c

SUBHOUTINE MACHAR(I BETA,IT,IRND,NviHD,MACHEP,NHGEP,I EXP,MINEXP.
1 MAXEXP.EPS.EPSNEG.XMIN.XMAX)

INTEGER I,I BETA,IEXP,IRND,IT,12,J,K.MACHEP.MAXEXP.MINEXP,
1 MX.NEGEP.NGRD
REAL A,B.BETA,BETAIN,BETAM1,EPS,EPSNEG.ONE,XMAX.XMIN,Y,Z,ZERO
DOUBLE PRECISION A,B,BETA,BETA IN.BETAM1,EPS,EPSNEG,ONE,XMAX,
1 XMIN.Y.Z.ZERO

THIS SUBROUTINE IS INTENDED TO DETERMINE THE CHARACTERISTICS
OF THE FLOATING-POINT ARITHMETIC SYSTEM THAT ARE SPECIFIED
BELOW. THE FIRST THREE ARE DETERMINED ACCORDING TO AN
ALGORITHM DUE TO M. MALCOLM. CACM 15 (1972), PP. 949-951,
INCORPORATING SOME, BUT NOT ALL, OF THE IMPROVEMENTS
SUGGESTED BY M. GENTLEMAN AND S. MAROVICH, CACM 17 (1974),
PP. 276-277. THE VERSION GIVEN HERE IS FOR SINGLE PRECISION.
CARDS CONTAINING CD IN COLUMNS 1 AND 2 CAN BE USED TO
CONVERT THE SUBROUTINE TO DOUBLE PRECISION BY REPLACING
EXISTING CARDS IN THE OBVIOUS MANNER.

LATEST REVISION - MAY 16, 1978.

AUTHOR - W. J. CODY
ARGONNE NATIONAL LABORATORY

I'JETA IS THE RADIX OF THE FLOATING-POINT REPRESENTATION
(T IS THE NUMBER OF BASE I BETA DIGITS IN THE FLOATING-POINT

SIGNIFICAND
IRND = 0 IF THE ARITHMETIC CHOPS,

1 IF THE ARITHMETIC ROUNDS
NGRD = 0 IF IRND=1, OR IF IRND=0 AND ONLY IT BASE I BETA

DIGITS PARTICIPATE IN THE POST NORMALIZATION SHIFT
OF THE FLOATir.S-POINT SIGNIFICAND IN MULTIPLICATION

1 IF IRND=O AND MORE THAN IT BASE I BETA DIGITS
PARTICIPATE IN THE POST NORMALIZATION SHIFT OF THE
FLOATING-POINT SIGNIFICAND IN MULTIPLICATION

MACHEP 13 THE EXPONENT ON THE SMALLEST POSITIVE FLOATING-POINT
NUMBER EPS SUCH THAT 1.0+EPS .NE. 1.0

NEGEPS IS THE EXPONENT ON THE SMALLEST POSITIVE FL. PT. NO.
NEGEPS SUCH THAT 1 .0-NEGEPS . NE. 1.0, EXCEPT THAT
NEGEPS IS BOUNDED BELOW BY IT-3

IEXP IS THE NUMBER OF BITS (DECIMAL PLACES IF IBETA - 10)
RESERVED FOR THE REPRESENTATION OF THE EXPONENT OF
A FLOATING-POINT NUMBER

MINEXP IS THE EXPONENT OF THE SMALLEST POSITIVE FL. PT. NO.
XMIN

MAXEXP IS THE EXPONENT OF THE LARGEST FINITE FLOATING-POINT
NUMBER XMAX

EPS IS THE SMALLEST POSITIVE FLOATING-POINT NUMBER SUCH
THAT 1.0+EPS .NE. 1.0. IN PARTICULAR,
EPS = IBETAo-MACHEP

EPSNEG IS THE SMALLEST POSITIVE FLOATING-POINT NUMBER SUCH
THAT 1.0-EPS .NE. 1.0 (EXCEPT THAT THE EXPONENT
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C NEGEPS IS BOUNDED BELOW BY IT-3). IN PARTICULAR
C EPSNEG = IBETA*•NEGEP
C XMIN IS THE SMALLEST POSITIVE FLOATING-POINT NUMBER. IN
C PARTICULAR, XMIN = IBETA •• MINEXP
C XMAX IS THE LARGEST FINITE FLOATING-POINT NUMBER. IN
C PARTICULAR XMAX = (1.0-EPSNEG) • IBETA •• MAXEXP
C NOTE - ON SOME MACHINES XMAX WILL BE ONLY THE
C SECOND, OR PERHAPS THIRD, LARGEST NUMBER, BEING
C TOO SMALL BY 1 OR 2 UNITS IN THE LAST DIGIT OF
C --. THE SIGNIFICAND.
C
C ,

IRND = 1
ONE = FLOAT(IRND)

CD ONE = DBLE(FLOAT(IRND))
A = ONE + ONE
B = A
ZERO = 0.0E0

CD ZERO = 0.0D0
Q
C DETERMINE I BETA,BETA ALA MALCOLM
C

10 IF (((A+ONE)-A)-ONE .NE. ZERO) GO TO 20
A = A + A

GO TO 10
20 IF ((A+B)-A .NE. ZERO) GO TO 30

B = B + B
GO TO 20

30 IBETA = INT((A+B)-A)
CD 30 IBETA = INT(SNGL((A + B) - A))

BETA = FLOAT(IBETA)
CD BETA = DBLE(FLOAT(I BETA))

BETAM1 = BETA - ONE
C
C DETERMINE IRND.NGRD,IT
C

IF ((A+BETAM1)-A .EQ. ZERO) IRND = 0
IT = 0
A = ONE

100 IT = IT + 1
A = A • BETA
IF (((A+ONE)-A)-ONE .EQ. ZERO) GO TO 100

C
C DETERMINE NEGEP, EPSNEG
C

NEGEP = IT + 3
A = ONE

C
DO 200 I = 1, NEGEP

A = A / BETA
200 CONTINUE

C
210 IF ((ONE-A)-ONE .NE. ZERO) GO TO 220

A = A • BETA
NEGEP - NEGEP - 1

GO TO 210
220 NEGEP = -NEGEP

EPSNEG = A
C •

C DETERMINE MACHEP, EPS
c : :

MACHEP = NEGEP
300 IF4(ONE+A)-ONE .NE. ZERO) GO TO 350

A = A • BETA
MACHEP f MACHEP + 1
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00 TO 300
350 EPS « A

C C5TERMINE NGTiD
C

NGRD « 0
IF ((IRND .EQ. 0> .AND. ((ONE+EPS)'ONE-ONE) .NE. ZERO) NORD

C
C DETERMINE IEXP, MINEXP. XMIN
C
C LOOP TO DETERMINE LARGEST I SUCH THAT
C (1/BETA) ••• (2««(l))
C DOES NOT UNDERFLOW
C EXIT FROM LOOP IS SIGNALED BY AN UNDERFLOW.
C .

I = 0
BETA IN = ONE / BETA
Z = BETAIN

400 Y = Z
Z = Y • Y

C CHECK FOR UNDERFLOW
C :

A = Z • ONE
IF ((A+A .EQ. ZERO) .OR. (ABS(Z) .GT. Y)) GO TO 410

CD IF ((A+A .EQ. ZERO) .OR. (DABS(Z) .GT. Y)) GO TO 410
1 = 1 + 1

GO TO 400
C
C DETERMINE K SUCH THAT (1/BETA)«»K DOES NOT UNDERFLOW
C
C FIRST SET K = 2 •• I
C- ..

410 K * 1
C

DO 420 J = 1, I
K = K + K

420 CONTINUE
C

IEXP = 1 + 1
MX = K + K
IF (IBETA .NE. 10) GO TO 450

C ,
C FOR DECIMAL MACHINES ONLY
C

IEXP = 2
IZ = IBETA

430 IF (K .LT. IZ) GO TO 440
IZ * IZ • IBETA
IEXP - IEXP + 1

GO TO 430
440 MX • IZ + IZ - 1

C = ,—
C LOOP TO CONSTRUCT XMIN.
C EXIT FROM LOOP IS SIGNALED BY AN UNDERFLOW.
c :
450 XMIN - Y

Y • Y • BETAIN
A » Y • ONE
IF (((A+A) .EQ. ZERO) .OR. (ABS(Y) .GT. XMIN)) GO TO 460

CD IF (((A+A) .EQ. ZERO) .OR. (DABS(Y) .GT. XMIN)) GO TO 460
K - K + 1

00 TO 450
460 MINEXP » -K
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c
c-

OETERMINE MAXEXP. XMAX

IF ((MX .GT. K+K-3) .OR.
MX = MX + MX
I EXP = I EXP + 1

470 MAXEXP = MX + MiNEXP

(IBETA EQ. 10)) GO TO 470

C-
C
C
C
C-

ADJUST FOR MACHINES WITH IMPLICIT LEADING
BIT IN BINARY SIGNIFICAND AND MACHINES WITH
RADIX POINT AT EXTREME RIGHT OF SIGNIFICAND

I = MAXEXP + MINEXP
IF ((IBETA .EQ. 2) .AND. (! .EQ. 0)) MAXEXP
IF (I .GT. 20) MAXEXP = MAXEXP - 3
XMAX = ONE _ EPSNEG
IF (XMAX*ONE .NE. XMAX) XMAX = ONE - BETA •
XMAX = XMAX / (BETA • BETA * BETA • XMIN)
I = MAXEXP + MINEXP + 3
IF (I .LE. 0) GO TO 510

DO 500 j = 1 . 1
IF (IBETA .EQ. 2) XMAX = XMAX + XMAX
IF (I BETA .NE. 2) XMAX = XMAX * BETA

500 CONTINUE

MAXEXP - 1

EPSNEG

510 RETURN

END
LAST CARD OF MACHAR
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II. OUTPUT FROM MACHAR

A. Single-precision HACHAR (revised S/1S/78)

BETA = 2
T = 46

RND = 0
NQRD = 1
MACHEP = -47
NEGEP = -47
I EXP = 14
MINEXP =-8193
MAXEXP = 8191
EPS = 0.7105427357601E-14
EPSNEG = 0.7105427357601E-14
XMIN = 0.4584009668887-2466 020000400000000000000C
XMAX = 0.5437406789096+2466 0577777777777777777776

Operation Decimal Octal

X = XMIN-0.5E0 0.0000000000000E+00
X*1.0E0 0.0000000000000E+00 0177774000000000000000
X>2.0E0 0.4584009668887-2466 0200004000000000000000
X + X 0.0000000000000E+00 0000000000000000000000
X-2.0E0-X 0.0000000000000E+00 0177774000000000000000
(X + X) - X O.OOOOOOOOOOOOOE+00 0000000000000000000000
X + 0.0E0 O.OOOOOOOOOOOOOE+00 0177774000000000000000
2.0'X + X 0.6876014503331-2466 0200006000000000000000
0.0 + X O.OOOOOOOOOOOOOE+00 0177774000000000000000
X - 0.0E0 O.OCOOOOOOOOOOOE+OO 0177774000000000000000
X + 0.0E0 O.OOOOOOOOOOOOOE+00 0177774000000000000000

Double-precision HACHAR (revised 8/17/78)

BETA =
T -

RND -
NGRD =
MACHEP =
NEGEP =

2
96
0
0

: _95
-95

IEXP = -95
I EXP = 14
MINEXP *-8193
MAXEXP - 8191
EPS « 0.2524354896707237777317531408900-28
EPSNEG - 0.252435489670723777731753140890O-28
XMIN - 0.458400966888711791405353098004-2466

0200004000000000000000 0000000000000000000000
XMAX * 0.545374067809595169160342368275+2466

0577777777777777777777 0000007777777777777776
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III. FUNCTION TEST RESULTS
CFT Mathematical Subprogram Library

Function

ALOG

ALOG

ALOG

ALOG10

ATAN

ATAN

ATAN

ATAN

EXP

~XP

EXP

SIN

S!N

COS

SORT.

SORT

TANH

TANH

Intervalsa> Teat MREfbl KWEfO COJBfiBi

.9375)

(13. 240)

</Ti% .9)

(-.0625. .0625)

(.0625. 2 -/jf)

(2 - /if." /i - 1)
(/£'_ 1. 1.0)
(-.2841, .3466)
(-3.466, -5644.0)
(6.931, 2800.0)
(0. TT/2)
(6TT, 6.5ir)
(7 7T, 7.5TT)
(/Ti, 1.0)

(1, SZ)
(.125, .5493)
(.6743, 17.66)

1

2

3
4
1
5
6
6
7
8

6
9
9
10
11

11
12
12

2**-45.61
2••-45.77
2**-46.12
2•--44.57
2••-47.00
2««-46.35
2**-45.61
2••-45.45
2••-44.69
2*.-44.86
2*.-44.95
2«»-45.
2«»-32.
2**-30.67
2••-47.50
2••-47.00
2««-43.47
2••-45.85

16
.26

2«»-47
2«»-47
2««-47

2»«-46
2»«-47
2 ••-47
2««-46
2..-46
2**-46
2««-46
2**-46
2*«-37
2••-Sβ
2••-48
2*.-48
2 ••-45
2««-47

.24

.67

.69
64

.00

.86

.33

.95

.60

.62

.66

.56

.50

.12

.65

.30

.47

.31

a

a

c

b

a, c

a, c

a, c

a, c

d

d

d. e

a

f

f. g

h

h

b

c

(a) Based on 2000 random arguments

(b) Maximum Relative Error; basic roundoff

(c) Root Mean Square Relative Error

is 2««—48

Test

1) Comparison against Taylor series

2) Check identity

Ln(x) - Ln(17x/16) - Ln(17/16)

3) Check identity

Ln(x») - 2 Ln(x)

4) Check identity

Log(x) - Log(llx/10) - Log(ll/10)

5) Check identity

tan-i(x) - tan-'(1/16) + tan-'[(x-l/16)/(l+x/16)]

6) Check identity

2 tan-'(x) - tan-'^x/Cl-x*)]

7) Check identity

exp(x-l/16) - exp(x)/exp(l/16)

8) Check identity

exp(x-2.8125) - exp(x)/exp(2.8125)

9) Check identity

sin(x) - 3 sin(x/3) - 4 sin»(x/3)

10) Check identity

cos(x) - 4 cos*(x/3) - 3 cos(x/3)

11) Check identity

x - sqrt(x»)
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12) Check identity
tanhCx-1/8) + tanh(l/8)

tanh(x) ̂
1 + tanh(x-l/8)tanh(l/8)

a) Error larger than expected
b) Error too large
c) Error acceptable
d) Errors larger than expected by about 1 bit
e) Argument range not in agreement with documentation
f) Bad argument reduction
g) Probably poor linkage to SIN routine
h) Excellent


